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Human-Robot Interaction with Pose Estimation and Dual-Arm
Manipulation Using Artificial Intelligence

Hailin Ren

(ABSTRACT)

This dissertation focuses on applying artificial intelligence techniques to human-robot inter-

action, which involves human pose estimation and dual-arm robotic manipulation. The moti-

vating application behind this work is autonomous victim extraction in disaster scenarios us-

ing a conceptual design of a Semi-Autonomous Victim Extraction Robot (SAVER). SAVER

is equipped with an advanced sensing system and two powerful robotic manipulators as well

as a head and neck stabilization system to achieve autonomous safe and effective victim

extraction, thereby reducing the potential risk to field medical providers. This dissertation

formulates the autonomous victim extraction process using a dual-arm robotic manipula-

tion system for human-robot interaction. According to the general process of Human-Robot

Interaction (HRI), which includes perception, control, and decision-making, this research

applies machine learning techniques to human pose estimation, robotic manipulator mod-

eling, and dual-arm robotic manipulation, respectively. In the human pose estimation, an

efficient parallel ensemble-based neural network is developed to provide real-time human

pose estimation on 2D RGB images. A 13-limb, 14-joint skeleton model is used in this

perception neural network and each ensemble of the neural network is designed for a spe-

cific limb detection. The parallel structure poses two main benefits: (1) parallel ensembles

architecture and multiple Graphics Processing Units (GPU) make distributed computation

possible, and (2) each individual ensemble can be deployed independently, making the pro-

cessing more efficient when the detection of only some specific limbs is needed for the tasks.

Precise robotic manipulator modeling benefits from the simplicity of the controller design

and improves the performance of trajectory following. Traditional system modeling relies



on first principles, simplifying assumptions and prior knowledge. Any imperfection in the

above could lead to an analytical model that is different from the real system. Machine

learning techniques have been applied in this field to pursue faster computation and more

accurate estimation. However, a large dataset is always needed for these techniques, while

obtaining the data from the real system could be costly in terms of both time and main-

tenance. In this research, a series of different Generative Adversarial Networks (GANs)

are proposed to efficiently identify inverse kinematics and inverse dynamics of the robotic

manipulators. One four-Degree-of-Freedom (DOF) robotic manipulator and one six-DOF

robotic manipulator are used with different sizes of the dataset to evaluate the performance

of the proposed GANs. The general methods can also be adapted to other systems, whose

dataset is limited using general machine learning techniques. In dual-arm robotic manipu-

lation, basic behaviors such as reaching, pushing objects, and picking objects up are learned

using Reinforcement Learning. A Teacher-Student advising framework is proposed to learn

a single neural network to control dual-arm robotic manipulators with previous knowledge

of controlling a single robotic manipulator. Simulation and experimental results present the

efficiency of the proposed framework compared to the learning process from scratch. An-

other concern in robotic manipulation is safety constraints. A variable-reward hierarchical

reinforcement learning framework is proposed to solve sparse reward and tasks with con-

straints. A task of picking up and placing two objects to target positions while keeping them

in a fixed distance within a threshold is used to evaluate the performance of the proposed

method. Comparisons to other state-of-the-art methods are also presented. Finally, all the

three proposed components are integrated as a single system. Experimental evaluation with

a full-size manikin was performed to validate the concept of applying artificial intelligence

techniques to autonomous victim extraction using a dual-arm robotic manipulation system.



Human-Robot Interaction with Pose Estimation and Dual-Arm
Manipulation Using Artificial Intelligence

Hailin Ren

(GENERAL AUDIENCE ABSTRACT)

Using mobile robots for autonomous victim extraction in disaster scenarios reduces the poten-

tial risk to field medical providers. This dissertation focuses on applying artificial intelligence

techniques to this human-robot interaction task involving pose estimation and dual-arm ma-

nipulation for victim extraction. This work is based on a design of a Semi-Autonomous Vic-

tim Extraction Robot (SAVER). SAVER is equipped with an advanced sensing system and

two powerful robotic manipulators as well as a head and neck stabilization system attached

on an embedded declining stretcher to achieve autonomous safe and effective victim extrac-

tion. Therefore, the overall research in this dissertation addresses: human pose estimation,

robotic manipulator modeling, and dual-arm robotic manipulation for human pose adjust-

ment. To accurately estimate the human pose for real-time applications, the dissertation

proposes a neural network that could take advantages of multiple Graphics Processing Units

(GPU). Considering the cost in data collection, the dissertation proposed novel machine

learning techniques to obtain the inverse dynamic model and the inverse kinematic model of

the robotic manipulators using limited collected data. Applying safety constraints is another

requirement when robots interacts with humans. This dissertation proposes reinforcement

learning techniques to efficiently train a dual-arm manipulation system not only to perform

the basic behaviors, such as reaching, pushing objects and picking up and placing objects,

but also to take safety constraints into consideration in performing tasks. Finally, the three

components mentioned above are integrated together as a complete system. Experimental

validation and results are discussed at the end of this dissertation.
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Chapter 1

INTRODUCTION

1.1 Background

The focus of this dissertation is to explore and develop artificial intelligence techniques to

perform safe human-robot interaction, with specific applications to the autonomous victim

extraction in disaster scenarios using a conceptual design of a Semi-Autonomous Victim

Extraction Robot (SAVER). The use of robots in search and rescue has been an important

and exciting topic in the last few decades. The indefatigable robots improve the capability

of field medics and protect them from being exposed to potential risks from the dangerous

surroundings. But a majority of the developed robotic platforms is either remotely controlled

via teleportation or semi-autonomously controlled by a companion field medic. This poses

high requirements for the communication setup and risks to the companion field medics. To

address the above issues, this dissertation proposes a novel autonomous victim extraction

system to safely extract the victim with the least amount of intervention from remote or com-

panion field medics. The overall research is divided into three main tasks, including human

pose estimation, robotic manipulator modeling, and robotic human pose manipulation.

Human pose estimation serves as the fundamental process in this human-robot interaction

application. Real-time and accurate human pose estimation provides the system with ro-

bust vision feedback to guide and control the robotic arm manipulators. Machine learning,

especially deep learning, has gain great success in human pose estimation. However, the com-
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putation involved in deep neural networks always delays the vision feedback to the robot

system and results in unsafe and unstable behaviors. To this extent, this dissertation pro-

poses a novel neural network architecture that takes advantage of distributed computing

using multiple GPUs to achieve fast and accurate human pose estimation.

Accurate model of the robotic manipulators benefit the controller design in both simplicity

and performance. Traditional methods rely heavily on the first principle, prior knowledge and

simplifying assumptions, and the resulting analytical model may differ from the real system a

lot if any imperfections exist in the fundamental assumptions. Machine Learning techniques

have been developed and applied to solve the system modeling and identification problems;

however, these data-driven learning methods stem from the big dataset. This dissertation

proposes a series of Generative Adversarial Networks (GANs) to address problems with

limited data.

Reinforcement learning techniques present great potential in solving highly nonlinear prob-

lems in unseen situations. In some applications, reinforcement learning results in compara-

ble or even better performance than general human performance. Applying reinforcement

learning techniques to control a dual-arm manipulation system is also presented in this dis-

sertation. A novel advising framework is proposed in order to reuse previous knowledge

of controlling a single robotic manipulator to learn the strategy of controlling two robotic

manipulators. Also, safety constraints are additional considerations that need to be taken

into account in human-robot interaction. Therefore, this dissertation further extends the ad-

vising framework towards reinforcement learning with constraints. The advising framework

is proved to be an efficient approach in both learning rate and final success rate.
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1.2 Summary of Contributions

This dissertation explores artificial intelligence techniques with application to autonomous

victim extraction using a dual-arm manipulation system with vision feedback in the fields

of perception, decision-making and control. The major contributions of this dissertation can

be broadly summarized as follows:

1. Perception: A review of existing machine learning techniques for human pose estima-

tion is presented along with their major limitations. To address the shortcomings of the

state-of-the-art methods in the real-time application of autonomous victim extraction,

a parallel deep learning ensemble-based neural network is presented.

2. Decision-making: A review of the latest reinforcement learning techniques towards

scaling agents and safety constraints is presented. The teacher-student framework is

extended towards learning the strategy of controlling multiple agents using the previ-

ous knowledge of controlling a single agent. Furthermore, safety constraints are also

considered in the proposed framework.

3. Control: A review of both traditional modeling methods and machine learning methods

is presented along with their limitations. To obtain more fidelitous models of the

robotic manipulators and overcome the requirement of large dataset using general

machine learning methods, a series of GANs are developed and their performance are

evaluated using different dataset sizes.

4. Experimental validation: The proposed components are integrated as a whole sys-

tem to perform autonomous victim extraction. A test bench including two robotic

manipulators, one Kinect V2 and a full-size manikin was set up. Experimental re-

sults are present to validate the concept of applying artificial intelligence techniques
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to autonomous victim extraction.

1.3 Dissertation Structure

The outline of this dissertation is described as follows:

Chapter 1 introduces the topic and outlines the main contributions of the dissertation.

Chapter 2 presents a detailed review of existing state-of-the-art search and rescue robots

with victim extraction systems, and human-robot interaction techniques applied in Search

and Rescue (SAR) operations.

Chapter 3 presents the design description of an autonomous victim extraction robot referred

to as Semi-Autonomous Victim Extraction Robot (SAVER). The overall research topic is

divided into three sub-topics. The challenges and proposed solutions in each sub-topic are

also detailed in chapters 4− 7, followed by the conclusions in each sub-topic.

Chapter 4 details the need of human pose estimation using vision feedback. Considering

the real-time application requirements of autonomous victim extraction, the capabilities

and limitations of existing state-of-the-art machine learning techniques are detailed. To

address the concluded limitations, proposed methods are detailed in terms of human model

presentation, neural network design and performance evaluation.

Chapter 5 presents existing reinforcement learning techniques in training robotic manipu-

lators to learn basic behaviors and the need for techniques that could make use of previous

well-learned knowledge towards scaling controllable agents. The proposed framework and

its training environment are described in detail along with experimental validations.

Chapter 6 discusses the need for safety constraints in robotic manipulations. Existing
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reinforcement learning techniques with consideration of safety constraints are presented with

their capabilities and limitations in real-world applications. A framework is proposed to

adapt the variable-reward into the learning process to solve the tasks with safety constraints.

Chapter 7 discusses the existing methods to identify the system model, including both

analytical and numerical methods. More accurate and more efficient data-driven methods

are proposed and experimentally evaluated using two types of robotic manipulators.

Chapter 8 details the experimental setup and the integrated system setup for the au-

tonomous victim extraction. Experimental results are also presented and analyzed. The

proposed framework and its training environment with safety constraints are described in

detail, followed by the training results with comparison to existing methods.

Chapter 9 concludes the dissertation by providing a summary of the presented work and

includes a discussion about potential directions for future research.

1.4 Related Publications

Disclosure: This dissertation uses content directly adapted from the following peer-reviewed

journal publications and conference proceedings:

Journals:

• Ren, H., Ben-Tzvi, P., ”Learning Inverse Kinematics and Dynamics of a Robotic Ma-

nipulator using Generative Adversarial Networks”, Robotics and Autonomous Systems,

vol. 124, p. 103386, Feb 2020.

• Ren, H., Ben-Tzvi, P., ”Advising Reinforcement Learning Agents Towards Scaling in

Continuous Control Environments with Sparse Rewards”, Engineering Applications of
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Artificial Intelligence, vol. 90, p.103515, Apr 2020.
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Chapter 2

LITERATURE REVIEW

2.1 Background of Search and Rescue Robots with a

Focus on Extraction Systems

The goal of Search and Rescue (SAR) operations is to locate and provide aid to people in the

aftermath of disasters or combat scenarios. Over the last 10 years, 2 billion people have been

affected by natural hazards and many casualties could be prevented by administering medical

treatment within a short period of time following the injuries [1]. In medical emergency

theory, the window of opportunity, or more specifically the golden hour, describes this critical

time period that necessary medical and surgical treatments should be provided in order to

save the lives of critically injured personnel. In 2009, the Secretary of Defense mandated the

‘golden hour’ medevac policy, which requires pre-hospital helicopter transport of critically

injured combat casualties in 60 minutes or less. According to the combat casualty care

statistics of U.S. troops from 2001 to 2014, this policy resulted in the reduction of the

mortality rates in both Afghanistan and Iraq by about 44% [2, 3]. Even though the validity

of the ’golden hour’ has been questioned by other medical literature, avoiding delays in

providing timely medical treatment is agreed upon by most medical professionals with a

recommendation that different critical periods need to be set for different injuries [4, 5, 6].

In SAR operations, rescuers need to locate the victims and provide necessary medical treat-

7



8 Chapter 2. LITERATURE REVIEW

ment on site or extract the victims to a nearby medical center for severe injuries. The time

spent in both the searching procedure and rescuing procedure accounts for the success of

the SAR missions. To improve the success rate, one or more multi-disciplinary teams with

advanced equipment and transportation vehicles are always deployed for a single mission

[7, 8]. However, this leads to the large cost associated with the SAR operations, and the

dangerous disaster site also poses great risks to both the rescuers and the injured [9, 10].

Compared to human rescue teams, SAR robots provide a better, faster and safer solution to

the SAR mission [11]. Equipped with sophisticated sensing systems, such as high-resolution

video cameras, thermal cameras, Lidars and sensors to measure chemical or biological con-

tamination, robots provide a better situational awareness [12]. In addition, robots such as

Unmanned Aerial Vehicles (UAVs) and Autonomous Underwater Vehicles (AUVs) provide

different and better insights of the affected surroundings that are hard to be obtained by

humans [13, 14]. Robot swarm techniques also enable faster and more accurate mapping

of the affected area and thus reduce the time spent in locating the victims [15, 16, 17].

Another advantage is that robots, with sufficient power sources, could continue working at

high efficiency without feeling fatigued [18]. With specific sensing systems and mechanical

designs, the robot-assisted rescue operations would not be halted due to rough environment

conditions such as nighttime or heavy rain, in which human rescue operations could not be

performed due to the safety consideration of the human rescuers themselves. In this case, de-

ploying robust robots could further reduce the overall rescue time. Furthermore, robots can

explore the area that poses life-threatening risks to humans or that humans cannot access

[19]. All the above benefits make SAR robots an ideal solution to SAR operations.

Since the first time robots were deployed to assist human rescuers in a real SAR mission

in 2001, a lot of research is being done towards SAR missions in the fields of mobility,

perception, communication networks, human-robot interaction, and intelligent assistance.
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Despite being categorized as ”search and rescue” robots, the majority of research done over

the last few decades focused on the search aspect while giving less attention the rescue aspect

of the SAR mission [20]. Few robots have been designed for the extraction purpose and these

have been limited to a laboratory testing environment. This may be due to the fact that

extraction of a human victim is a more complex task that requires more complicated design

in both hardware and software.

In terms of hardware, SAR robots that are capable of extracting a victim out of a danger zone

are always larger in dimension, and equipped with more powerful actuators and dexterous

manipulators, compared to SAR robots that only focus on the search aspect. Different

victim handling methods with various manipulator designs have been proposed over the last

decade. However, some of the state-of-the-art techniques are still not mature enough to

handle victims with server injuries.

Based on the PackBot and NEOMOVER (Warrior prototype) platforms, iRobot Corporation

built a casualty recovery robot, Valkyrie, with the support of the U.S. Army Telemedicine

and Advanced Technology Research Center (TATRC) in 2003 [21, 22]. To perform the

extraction, the casualty needs to get into a Sled-like flexible stretcher that could be towed

by robots as shown in Fig. 2.1 A. In 2008, a novel dual vehicle design, Tactical Amphibious

Ground Support system – Common Experiment (TAGS CX), was developed by Applied

Perceptions Inc with contracts through TATRC [23]. The complete system consists of a

small, mobile manipulator (REX) for short range response and a larger faster vehicle (REV)

for long range transportation, as shown in Fig. 2.1 B(1 2). But still no active casualty

extraction mechanism was integrated into the system. The casualty still needs to climb onto

the stretcher by themselves. Robokiyu, owned by Tokyo Fire Department, can use its two

movable arms to drag a person’s body up and slide the person into the platform as shown in

Fig. 2.1 C. Even though it is designed to extract a casualty from any situation, however, fresh
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Figure 2.1: Search and Rescue Robots with Casualty Extraction Function

oxygen can be pumped through the robot to save the presumed casualty [24]. In 2010, the

U.S. Army tested a humanoid (or perhaps a bearmanoid) robot, the Battlefield Extraction-

Assist Robot (BEAR), to locate, lift and carry wounded soldiers. With two hydraulic arms,

the BEAR can carry up to 500 pounds (227 kg) of payload, and its hands and fingers allow

it to carryout fine motor tasks. Two casualty extraction strategies were available: (1) to lift

and carry the casualty using the two arms, and (2) to tow a Sked stretcher as shown in Fig.

2.1 D(1 2). Its two independent sets of tracked “legs” can also help the robot look over the

wall and transverse high obstacles [25]. With a similar design as Robokiyu, Mini Robocue,

developed by Kikuchi Manufacturing, can slide the casualty into itself. With independent
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front and back tank treads, it gets improved mobility to swivel in place and climb steps

inside of a building as shown in Fig. 2.1 E. Marek, from a military academy in Warsaw, has

a big grabber and large excavator shovel, making it easy to lift the casualty by digging into

the ground underneath as shown in Fig. 2.1 F. Compared to the large physical dimensions

of Marek, GARM, built by RUAG in Switzerland in collaboration with engineers from the

Fraunhofer Institute for Communication, Information Processing and Ergonomics (FKIE), is

a more compact robot that can even climb stairs and get around tight corners [26]. GARM

uses a manipulator that could attach a hook to the gear of the wounded person and tow the

wounded back to a safe zone. In 2016, the U.S. Navy tested its Common Control System

(CCS) to present the potential use of unmanned systems for casualty evacuations [27]. A

stretcher mounted on the top of a GRP, an unmanned vehicle built by the American Robot

Company (AMBOT) [28], was used to transport the wounded person as shown in Fig. 2.1 H.

A proof-of-concept mobile rescue robot, ResQbot, was built to perform a casualty-extraction

procedure. After the stretcher brings the body of the victim onto the stretcher, a stretcher

trap will fasten to the victim’s body to ensure safe transportation as shown in Fig. 2.1 I.

In the area of casualty extraction, one critical challenge is to create handling mechanisms

that could safely interact with wounded persons. In the above methods, using a passive

stretcher is a common method; however, it requires the wounded person to climb into the

stretcher by themselves or a companion medic is needed to lift the wounded person to the

extraction vehicle. Active stretchers were developed, but safety is still a big concern when

lifting a wounded person into the robot using either robotic arms or slides. The robotic

arm may further injure the wounded person, especially individuals with neck injuries. Slides

limit their application to certain situations where flat ground under the person is needed.

To avoid the risk posed in the affected area to the rescuers, all of the aforementioned robots

are remotely teleoperated using Operator Control Units (OCU) in either wired or wireless
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Figure 2.2: Operator Control Units for Search and Rescue Robots

communication. Packbot, the base robot of Valkyrie, is controlled by uPoint Multi-Robot

Control system, featuring a touchscreen-based tablet controller, as shown in Fig. 2.2 A.

Remote controller can be customized to fit into specific tasks. A special M-4 rifle grip

controller is designed for BEAR when involved in a battlefield and an AnthroTronix iGlove

motion glove that can directly convey hand gestures, as shown in Fig. 2.2 B, is used to

handle a wounded person more safely and efficiently compared to using general joystick-

based controllers [25]. With a similar idea, a jacket in which an inertial measurement unit

(IMU) is placed at each part of the arm, as shown in Fig. 2.2 C, can be worn by the

operator to control the manipulator of GARM [26, 29]. A screen is always integrated with

the above OCU to present vision feedback from cameras and other sensors. Virtual Reality

(VR) techniques provide immersive feedback to operators with the virtual reality headset

[30]. One critical challenge with using OCU is the communication setup. Reliable, high

bandwidth and low-latency wire/wireless communication is needed to convey the in-field

sensing to the remote operators as well as send accurate and time-sensitive commands to

the robots.
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Figure 2.3: Human-Robot Interaction for Search and Rescue Robots

2.2 Human-Robot Interaction Techniques

Human-Robot Interaction (HRI) studies how humans collaborate and interact with robots

and develop more natural and effective interaction between humans and robots. In robot-

assisted SAR operations as shown in Fig. 2.3, both humans and robots are highly involved,

making it a challenging area for researchers in robotics [31]. In general, there are two main

data flows in robot-assisted SAR operations. Situational information in the affected zone is

sensed by robots and then delivered to the remote operator, who will make a decision based

on the visualization of the information. Another data flow includes the control commands

sent from the operator to the robot and then the robot performs the desired behaviors. The

detailed structure of the data flow varies according to the autonomy level of the robots,

making it a crucial factor in determining the effectiveness of the HRI system. Detailed

studies on different levels of autonomy show that a higher level of autonomy yields higher

effectiveness with less human intervention but need more sophisticated forms of interaction

[32]. In this work, systems are divided into three types of control, including full control,

semi-autonomous control and autonomous control. In full control mode, the commands could

consist of low level control of the robots, for example moving the end-effector using joysticks,

while in the semi-autonomous control, high-level commands, such as autonomous navigation
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commands, can be deployed. In autonomous control mode, the remote human operator is

replaced by high-level controllers that are integrated with the robots. The robot itself makes

the decision to complete the tasks without interventions from the human operators.

To gain efficient HRI in SAR operations, analysis of the robot-assisted SAR operations

were performed to develop guidelines for the design in perception, visualization (computer

interface to human operators), control (interface to the robots), and manipulation (robot

behaviors) based on real-world data or simulated data [33, 34]. Evaluation methods and

criteria were also proposed to compare different approaches towards HRI in SAR operations

[35]. A set of heuristics were adapted to evaluate HRI systems and demonstrated their

effectiveness against the standard heuristics [36]. At the initial stage of the robot-assisted

SAR development, most robots are designed to be semi-autonomous or fully controlled by

a remote human operator, and the portability and manipulability of robots were the focus

of the research. The concept of human-to-robot ratio for transportation and operation was

proposed and set to 1:1 as the ideal goal, which means one person could carry and control

one robot [37].

In robotic perception, various sensors, such as high resolution cameras, thermal cameras,

Inertial Measurement Units (IMU) and Global Positioning Systems (GPS), are installed on

the robot platforms to sense the surrounding environment and report the current state of

the robots in real-time. This helps the robot operators reduce the significant time spent

in gathering information about the state of the robots and the state of the environment by

communicating with the in-field rescuers [34]. This data with rich information helps the

operators to build a good situational awareness, with which robots can more easily explore

and react to the environment. Deploying heterogeneous groups of robots is a good practice

in SAR operations as it can provide more complete situational awareness from different

points of view [38]. Along with semi-autonomous techniques, the robot is able to address the
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exploration and victim identification in the SAR environment [39, 40]. Within an information

sharing framework, robots or robot-human teams could fuse data from different individuals

and build the overall situational awareness with more details. The fused perception makes

minimizing the overall exploration time and finding victims possible [39].

In visualization, computer interface to the operator was emphasized in both user-friendly

design and stable information delivery to build the operator’s confidence in robots [33].

Analyses on the data from rescue robot competitions were performed to provide guidance

for design along with evaluation criteria [33, 41]. Simplified GUI design, complete infor-

mation with a target focus, and visualized states of the robot were recommended in the

initial stage of the visualization design. With various sensors installed on the robot, com-

munication bandwidth became the bottleneck for the visualization. Low bandwidth, time

lags and motion effects decrease the overall performance of the operators. Research di-

rections were then guided to immersive stereoscopic displays, multi-modal interfaces, and

semi-autonomous control [42]. The importance of spatial information and situational con-

text attracted researchers’ attention. An ecological interface paradigm that combines video,

map and 3D simulated robot states was proposed [43]. As the mechatronics technique was

improved, head mounted display (HMD) with an integrated/mounted head-tracker appears

as an ideal solution to visualization. HMD was developed to create immersive sensations for

the operators, resulting in a more intuitive and less error prone teleoperation of the robots

[44, 45]. This direction further leads to the application of Augmented Reality (AR) and

Virtual Reality (VR) into SAR operations.

In terms of manipulation, robots directly react to the environment and victims by following

the commands from a higher level controller. Various tools have been developed to perform

different tasks in SAR operations [11]. To perform safe interaction with victims, force/torque

sensors are integrated with the end-effecters [46]. Soft robots were also developed to go
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through narrow spaces and perform passive and safe interactions with wounded victims

[47, 48]. Advanced control techniques were also applied to perform actions with safety

considerations, such as series elastic control and addition of virtual damping on the stability

[46, 49, 50].

In terms of control, depending on the level of autonomy, different requirements are set for

the equipment. Joysticks and keyboards are always the primary choices for the control

of either robot navigation or robotic arm manipulation [37]. Touch screens integrate basic

control options with display, making them more portable for rescuers [22]. Wearable devices,

such as gloves and jackets, were also developed to provide more convenient and intuitive

control interfaces to complex manipulators [25, 26], for example dexterous robotic hands.

Specific shaped controllers were also designed for various tools, for example a specialized

rifle grip mounted on an M4 carbine was used [25]. Within heterogeneous groups of robots

in SAR operations, different robots can apply each of their strong points to address various

challenges [38]. Besides the control interface, the autonomy of the robots can also reduce the

complexity of the operations. By assessing human workload and error together with overall

performance in experiments using different modes of robot autonomy, both the usability

of the interface and the effectiveness of autonomous robot behavior were evaluated [51].

Higher levels of autonomy present great potential in reducing instances of operational error,

decreasing human workload and increasing overall performance.

Research in areas of intimate collaboration with humans in manipulation tasks, human con-

trol for hazardous environments, and social interaction with robots is in its initial stages [52].

Ensuring human safety is one of the most important considerations within the field of HRI. In

addition to simply prevent undesired collision between humans and robots, physical contact

with safety consideration through control, motion planning, prediction, and consideration of

psychological factors is still an open research topic. [53]
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PROBLEM STATEMENT AND

PROPOSED SOLUTION

3.1 Novel Robotic Solution for Victim Extraction

In the last few decades, a lot of research has been performed in the development of robots

for Search and Rescue Operations. A majority of this research focuses on the search aspect

and has achieved a significant success; however, research on the rescue aspect, especially

when direct human-robot interaction is involved, is still at its initial stages. With experience

gained from previous research and advanced knowledge of human-robot interaction and the

latest techniques, the research community continues to push the frontiers of robotic solutions

for safe victim extraction.

3.1.1 Need for a Safe Victim Extraction Robot

Previous work has developed various extraction methods with their own research focus.

Towing methods, implemented by Valyrie, REX and BEAR, are with the simplest design

and easiest operation, but require the victim to be able to get into the Sked stretcher. Using

a manipulator to attach a hook to the gear of the victim and towing the victim back to a safe

zone is another simple method, but poses great risk to further injure the victim during the

17
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towing process. Compared to these towing methods, active slide stretchers take the victim

to the inside of the robot, providing a protective shelter during the extraction process.

However, this method raises challenges to both the victim pose and the ground situation.

Using robotic arms is a more dexterous way to handle the victim in different situations.

However, the complicated operation requires long-term training for the operators. Also,

the efficiency of this method could be largely reduced in poor-communication situations,

posing great risk to the victims when large time delays occur. Using large grabbers and

large excavator shovels make it easy to lift the victim; however, its efficiency is low when

considering the consumed energy and its bulky dimensions. Besides the concerns mentioned

above, further injury to the victim during the extraction process could lead to unrecoverable

damage and even death. For example, a victim with an injury in their head or the neck area

would need stabilization tools to support their cervical spine. In summary, safety concerns,

workload of the operators, and intuitive operation should be the next research focuses in the

victim extraction process.

3.1.2 Semi-Autonomous Victim Extraction Robot (SAVER)

Based on the analysis of the previous state-of-the-art research in robots with victim extrac-

tion functions, a novel rescue robot design is proposed: Semi-Autonomous Victim Extraction

Robot (SAVER). SAVER design has been developed in the Robotics and Mechatronics Lab-

oratory in Virginia Tech, with collaboration of RE2 under contract from the US Army Medi-

cal Research & Material Command’s Telemedicine & Advanced Technology Research Center

(TATRC). The SAVER was designed to rescue a victim (soldier) with full gear, weighting 300

lbs and measuring 6 feet tall. This led to the design dimensions of the proposed extraction

robot, SAVER, of size 2.21m×1.2m×1.25m(L×W ×H). The conceptual design of SAVER

is shown in Fig. 3.1, and Fig. 3.2 presents the corresponding mechatronics design. SAVER
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Figure 3.1: Conceptual Design of SAVER

is equipped with an omnidirectional communication system to provide long range, stable,

and high-bandwidth communication with remote operators. A powerful drive system and

tracked locomotion system ensure robust transversability over rough terrains. To accurately

and efficiently locate the victim in complicated environments, such as low-light, rain, and

fog, an integrated sensing system is installed at the top of the robot. To manipulate the

victim pose, one Highly Dexterous Manipulation System (HDMS) is mounted on each lateral

side of the robot. Declining stretcher bed, and head and neck support system are developed

to safely extract the victim from the ground to the robot.

3.2 Autonomous Victim Extraction

One of the major challenges in robot-assist SAR operations is to autonomously extract the

victim in a safe and efficient way. The affected zone after natural or man-made disasters
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Figure 3.2: Mechatronics Design of SAVER

always pose great difficulty in setting up stable, low latency and high-bandwidth communi-

cation, making remote teleoperated robots unable to perform tasks successfully. This raises

the great need for autonomous victim extraction.
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Figure 3.3: Proposed Victim Extraction Procedure using SAVER
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3.2.1 Procedures for Autonomous Victim Extraction using SAVER

SAVER is designed to push the state-of-the-art techniques to perform autonomous victim

extraction. The proposed procedure is presented in Fig. 3.3.

First, SAVER is deployed at the scene using a long-range vehicle, for example, Squad Mission

Support System (SMSS), or dropped by a helicopter. With the integrated sensing system,

SAVER can quickly locate the victim and navigate to the area of the victim. Precise control

of the tracked locomotion or using HDMS can align the victim with the SAVER. After the

victim’s body is aligned with SAVER, the stretcher bed will decline to the ground. The head

and neck support system will slide down to the front side of SAVER and two shoulder hooks

along with the lateral neck support blocks will stabilize the neck and head of the victim to

avoid further damage during the extraction process. The moving stretcher bed system will

transport the victim onto the robot. The dual-arm manipulation system will further adjust

the victim pose to avoid collision between limbs and SAVER tracks. After the victim is

fully carried into the SAVER, SAVER will safely transport the victim to a safe zone or to a

long-range transport vehicle.

3.2.2 Summary of Contributions towards Autonomous Victim Ex-

traction

The system architecture of the proposed autonomous victim extraction system using artificial

intelligence is presented in Fig. 3.4. The integrated sensing system, installed on the top

of the SAVER, captures 2D images of its surroundings. The perception system applies

human pose estimation neural network to detect the human pose inside the 2D images and

obtains its 3D positions in SAVER’s coordinates using its corresponding depth information.

Human pose information is then fed into the decision-making component. The robotic
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Figure 3.4: System Architecture of the Proposed Autonomous Victim Extraction using
SAVER

manipulation neural network, embedded inside the decision making component, will generate

desired trajectories to manipulate the human pose in order to safely extract the victim into

the SAVER. The desired trajectories will then be passed to the low-level controller, which

is a neural network-based controller that will map the desired trajectories in the workspace

to the trajectories in the joint space and finely control the joint motors of the dual-arm

manipulation system.

The specific contributions of this dissertation in autonomous victim extraction using artificial

intelligence can be summarized as follows:

Human Pose Estimation

To perform real-time and accurate human pose estimation, a parallel deep learning ensembles-

based neural network is proposed. With the proposed distributed computing architecture,



24 Chapter 3. PROBLEM STATEMENT AND PROPOSED SOLUTION

the proposed neural network achieves similar accuracy as the state-of-the-art methods, but

with much faster processing speed. The human model presentations, individual parsing

method and analysis of the processing time are also detailed.

Safe and Cooperative Robotic Manipulations

To obtain fast training process of the cooperative robotic manipulations, a Teacher-Student

framework is proposed, and different advising strategies are developed and analyzed. The

improved performance of the proposed framework has been experimentally validated. The

framework is further adapted for manipulations with constraints. Comparisons with other

state-of-the-art methods are also presented in detail.

Robotic Manipulator Modeling

Accurate modeling of robotic manipulators leads to simpler controller design and better

tracking performance of robotic manipulation. A series of Generative Adversarial Networks

are proposed to obtain higher fidelity models with limited real-world data. Two types of

robotic manipulators are used to experimentally evaluate the proposed methods with differ-

ent dataset sizes. Comparisons with an analytical model and traditional machine learning

method are also presented.

Each of the above contributions is discussed in detail in the following chapters.
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HUMAN POSE ESTIMATION

USING PARALLEL DEEP

LEARNING ENSEMBLES

4.1 Introduction

As recent progress in computational capabilities enable machines to come into the real-world

from a lab setting, it becomes important to understand and study nearby human activity

to address safety concerns. Human pose estimation is already an active research problem

for machine perception systems in self-driving cars, search and rescue systems, automated

surveillance and other Human-Robot Interaction (HRI) applications [54]. Accurate and

efficient human pose estimation is critical in achieving high-level tasks such as pedestrian

avoidance, lifting and moving victims in automated robotic lifting and moving victims for

search and rescue applications, human behavior recognition, etc.

In the proposed autonomous victim extraction system, the perception component takes in the

sensing data captured from the integrated system and imitates the capability of the remote

operators in the teleportation mode to accurately detect human pose from the complicated

background. The perception component needs to address two main issues to ensure the

25
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success of the autonomous victim extraction: accurate estimation and fast processing speed.

Accurate estimation of the human pose is the foundation of all latter processes in autonomous

victim extraction. Deep neural network has been gaining great success in this field and

researchers are developing deeper and deeper neural networks for higher accuracy. Beside

increasing the depth of the neural network, different architectures of the neural network

have been proposed. Fusing features from different levels and building multiple stages of the

neural network to refine the initial estimation always achieve better performance.

Processing speed is an important factor in real-time applications. Similar to the time de-

lay caused by communication in teleoperated mode, fast processing speed of the perception

will ensure the latter processes, decision-making and manipulation, react to the situations

timely, thereby decreasing the overshoot of certain behaviors, and thus ensuring the stability

of the overall control system. In the last five years, GPUs gained a large improvement along

with the associated software development. The main computation of the neural network

immigrated from CPU to GPU and gained faster processing speed. Distributed comput-

ing presents an ideal solution to improving the running time performance of large neural

networks.

In this chapter, a deep neural network architecture for multi-person pose estimation using

parallel Convolutional Neural Networks (CNN) ensembles is presented with consideration of

both accuracy estimation and fast processing speed.

4.2 Review of Human Pose Estimation Techniques

Based on the application and the availability of sensing modalities, the input data could be

either 2D images [55, 56, 57, 58, 59], 3D point clouds [60, 61], one single frame or a sequence
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of frames (motion-tracking) [62]. For the past several decades, researchers have focused on

model-based algorithms which deploy finely tuned feature extractors such as SIFT [58] and

HoG [63] along with different human models such as Pictorial Structures [64] and Active

Shape Models [59]. In more recent years, as artificial intelligence has become significantly

more popular amongst HRI researchers due to advancements in computing technologies,

exploration of neural networks for human pose estimation has also picked up the pace.

On the same track, Toshev and Szegedy [55] utilized sequentially connected convolution

layers and fully connected layers to build one deep neural network for high precision pose

estimation. Li et al. proposed a pose-joint repressor with body-part detector using a single

deep neural network [57]. In a slightly different approach, Tompson et al. proposed a

hybrid architecture using both convolutional neural networks and Markov Random Field

[56]. While other researchers explored human pose estimation in still-imagery, the computer

vision group from UC Berkeley looked into the use of R-CNNs for both pose estimation and

gait/action recognition in video input [65, 66]. Recognition of the pose of a single person

[58, 59, 67, 68, 69, 70, 71] in an image sets up the foundation for pose estimation of multiple

persons [62, 65, 72, 73, 74, 75].

One straightforward approach for multi-person pose-estimation is to apply a person detector

on the input image, and then for each person detector proposal, apply a single person pose

estimation method. This approach is called a top-down method [74, 75] and suffers from

early commitment, meaning that there is no chance to detect a person that is not proposed

by a person detector such as in Faster RCNN [76]. The computation cost of this approach

is proportional to the number of detector proposals coming out of one image. Another set

of approaches for multi-person pose estimation are the bottom-up methods [72]. In these

methods, the network detects the ‘body parts’ of the person visible in the input imagery

first and then assembles them to multiple individuals according to some policy. This kind of
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approach solves the early commitment problem but suffers from a computation cost problem

since associating different parts to individuals is an NP-hard problem [73].

One such example of the bottom-up approaches builds upon a deep convolution network to

detect both joints and body links and assembled joints to form pose-skeletal by integrating

the link representation, Part Affinity Fields (PAF), using a greedy policy [77]. Insafutdinov

et al. used a strong detector to detect a person’s joints and assemble those joints using

image-conditioned pairwise terms [72].

Cao et al. proposed the use of joint heat map with part affinity fields to estimate 2D human

poses by using multi-stage, sequentially connected CNN branches [77]. In their approach,

each branch was responsible for predicting one specific body linkage in terms of joint heat

maps and a 2D vector field (PAF) representing the direction shape of the linkage mask.

4.3 Proposed Method

The proposed system models the human pose using a 13-link, 14-joint skeleton model

as shown in Fig. 4.1. The method presented in this paper consists of two tasks: (1)

body part detection, and (2) pose regression. The body parts are denoted by a set Pn =

{P1, P2, ..., PN} ∈ Rw×h×3, where Pn ∈ Rw×h×3 and N is set to 13 representing the number

of parts detected by the proposed neural network. Each part Pn consists of 2D vector fields

of the link Ln and a confidence map of two associated joints Jn, where Ln ∈ Rw×h×2 and

Jn ∈ Rw×h. The two associated joints are denoted as proximal joint Jh
n and distal joint J l

n

separately. Jh
n denotes the joint that is connected with former body part while J l

n denotes the

joint that is connected with a the later body part, more specifically, Jh
n ∈ Rw×h

>0 , J l
n ∈ Rw×h

<0 .

For example, the ‘right shoulder - right elbow’ body part consists of two associated joints

Jn, right shoulder joint and right elbow joint and one link Ln that connects these two joints.
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Figure 4.1: Proposed 13-link human skeleton model.

In this body part, the right shoulder joint is defined as a proximal joint Jh
n while the right

elbow joint is the distal joint J l
n.

In the body part detection task, the proposed neural network takes one single 3-channel

color image with size (h×w× 3) as the input and produces the 2D location and orientation

tensor of the size (h′×w′×39) for each body part of persons visible in the input image. The

pose regression process then assembles the body parts for all individuals in the input image

using greedy inference.

4.3.1 Overall Neural Network Design

As shown in Fig. 4.2, the proposed neural network architecture can be divided into three

stages: the preprocessing stage followed by two prediction stages. In the preprocessing stage,

the color input image,I , is fed into a pre-trained VGG19 network [78] to obtain the feature

map F. In each predicting stage, there exist 13 CNN ensembles to independently predict

the link fields and joint confidence maps for each of the 13 skeletal model linkages. The

first predicting stage takes the feature map as inputs and produces a 2D location and an



30
Chapter 4. HUMAN POSE ESTIMATION USING PARALLEL DEEP LEARNING

ENSEMBLES

Figure 4.2: Architecture of the 2-stage 13-parallel CNN ensemble network.

orientation tensor, which can be denoted by P 1
n = ρ1n(F ), n ∈ {1, ..., 13}. The outputs of

the first prediction stage merge with the feature maps F to generate one single tensor of

size h′ × w′ × 167 which then serves as the input for the second prediction stage. The

second prediction stage’s output can be denoted as P 2
n = ρ1n(P

1, F ), n ∈ {1, ..., 13}. The

independent architecture of each branch is aimed at achieving an independent prediction

behavior for each linkage. The merging of the stage one output with the original feature

maps to be fed to stage two is aimed at providing a reference to stage two for refining the

linkage predictions of each body part. The outputs of each branch present the position and

orientation of a body part as a tensor of size h′ × w′ × 3, whose last dimension presents

the channels. The first and second channels present the X and Y component of the PAF

of the link, respectively. The third channel is the heat map of the two associated joints.

Supervision is provided at the end of each stage similar to the architecture proposed by [77].

To train the network to detect all thirteen body linkages, the loss function for each part
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has been defined by incorporating the confidence of the associated joints and the PAF for

each linkage. In multi-person images, the loss function consists of all the loss functions of

the individuals. However, some individuals who are labeled in the database should not be

considered. Based on the policy applied by [77], weighted functions are used to compute the

total loss, f , as follows,

f =
∑
i

iW if (4.1)

where iW is the binary mask indicator. It is zero when the annotation to the ith person is

missing. Therefore, iW helps avoid penalizing the neural network when the ground truth is

missing in the dataset. The total loss function of the ith person, if , which includes the loss

function of all the body parts is

if = ifJ + ifL =
∑
p

(ifp
JH + ifp

JL + ifp
L) (4.2)

where ifJ and ifL are the loss functions for the joint’s confidence map and link PAF, re-

spectively. Due to the different properties of the two associated joints, ifp
J is further divided

into ifp
JH and ifp

JL for the high and distal joints of pth body part. The loss functions for the

joints and the links are presented as follows,

ifp
JH =

∥∥Jp
H,i −

∗Jp
H,i

∥∥2
2
, ifp

JL =
∥∥Jp

L,i −
∗Jp

L,i

∥∥2
2
, ifp

L =
∥∥LP

i − ∗Lp
i

∥∥2
2
, (4.3)

where ∗Jp
H , ∗Jp

L, and ∗Lp are the loss functions defined for the proximal joints, distal joints,

and links of the pth body, respectively.
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4.3.2 Human Model and Body Part Presentation

To evaluate the loss function, a three channel-ground truth for each body part was generated

for each image pixel using the annotated 2D keypoints from the COCO dataset. The ground

truth label is generated for each image pixel wherever any body part element is visible. The

location and orientation of each link is represented using PAF while the joint location is

expressed using a bipolar Gaussian joint confidence map. The proximal joint has a positive

confidence map while the distal joint uses a negative confidence map to distinguish between

each other. Let xp
jh,i ∈ R2,xp

jl,i ∈ R2 be the ground truth of the proximal joint and the

distal joint of the pth body part for the ith person. The values of spjh,i, s
p
jl,i for this joint at

any pixel location x∈R2 are calculated as follows,

spjh,i = exp
(
−
∥∥x− xp

jh,i
∥∥2

2
σ2

)
, sp

jl,i = −exp
(
−
∥∥x− xp

jl,i
∥∥2

2
σ2

)
(4.4)

where the standard deviation, δ, controls the spread of the peaks. The aggregation of the

proximal joint’s and the distal joint’s ground truth are the maximum absolute values of the

individuals, with the assumption that no proximal joint for any linkage p coincides with its

corresponding lower joint. Fig. 4.3 shows the bipolar Gaussian joint confidence map for the

right knee-right ankle linkage.

To obtain a strong orientation and position representation of the body parts, part affinity

fields (PAF) [77] are used to represent the body part linkages. The 2D vector field for the

right knee-right ankle body linkage is shown in Fig. 4.3. The PAF ground truth of body

part p of the individual, i, ∗Lp
i , at any pixel x depends on whether or not the pixel is on

the part link defined by a region along the vector from the proximal joint to the distal joint

is defined with length lp and width δp in pixels. The PAF vector field ∗Lp
i is computed as
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Figure 4.3: Joint confidence and PAF for right knee-right ankle body linkage.

follows:

∗Lp
i =


v =

xp
jl,i−xp

jh,i

‖xp
jl,i−xp

jh,i‖2
,


0 ≤ v · (x− xp

jh,i) ≤ lp, and

0 ≤ v⊥ · (x− xp
jh,i) ≤ σp


0, otherwise

(4.5)

where v⊥ is the unit 2D vector perpendicular to v. If more than one person is visible in an

image then the PAF ground truth of any body-part p in the image is the average of all the

PAFs from the visible persons,
∗Lp =

1

nP

∑
i

∗Lp
i (4.6)

where np denotes the number of body parts detected in the input image.
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Figure 4.4: Model training performance.

4.3.3 Postprocessing of the Neural Network Prediction

The proposed model was implemented using the Keras framework [79] with TensorFlow [80]

as the backend engine. Multiple stochastic gradient descent optimizers are used to optimize

the neural network with a total epoch of 43. The learning rate for the network training was

set to 2× 10−4 with a decay rate of 0.33. The system training performance is shown in Fig.

4.4 in the form of decay in system loss (2) with training epochs. The model was trained

with 52, 597 image samples from the COCO dataset on an Intel Xeon™ (6-Cores, 1.8 GHz)

workstation with 32GB RAM and an NVIDIA GTX1080 GPU. The training process lasted

129 hours and delivered an estimation accuracy of the joint confidence map of 0.9879 in 43

epochs.

Body Part Parsing

After the confidence map of body parts has been generated by the trained network, the

human body pose estimation process takes charge of associating the body parts to their
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respective persons. The pose estimation process takes place in two consecutive steps, (1)

Body Parts Parsing: assemble part link with its associated joints, and (2) Individual Parsing:

assembling all body parts to an individual body skeleton.

In this process, the association of the proximal joints, distal joints, and body part links are

determined by computing the integral of the PAF between the two joint candidates. A voting

mechanism has been used to produce the joint-link pairs. For the proximal joint and distal

joint pair candidate positions, xp
jh,m,x

p
jl,n, the associated voting score can be calculated as

follows:

V p
m,n =

∫ u=1

u=0

Lp(x(u)) ·
xp
jh,n − xp

jl,m∥∥xp
jh,n − xp

jl,m

∥∥ du (4.7)

x(u) = (1− u) · xp
jh,n + u · xp

jl,m (4.8)

where x(u) denotes the interpolated position between the proximal joint and distal joint.

The input to the pth body part parsing is a set of the proximal joints peak sets Xp
jh, distal

joints peak sets Xp
jl and PAF sets Lp, which can be expressed as {Xp

jh, X
p
jl, L

p}. The output

of the body part parsing is a set of proximal joint and distal joint pairs, {(xp
jh,n,x

p
jl,m) : n ∈

{1, ..., Np
jh},m ∈ {1, ...,M

p
jl}}. For each part p, a variable Cp

m,n ∈ {0, 1} is used to indicate

whether the proximal joint and distal joint pairs (xp
jh,n,x

p
jl,m) are connected or not. The

body parsing process aims to maximize the total voting score for connecting joint pairs via

the following:
max
Cp

m,n

V P
C = max

Cp
m,n

∑
m

∑
n

V p
m,n · Cp

m,n

∀m ∈
{
1, . . . ,MP

jl

}
,
∑
n

Cp
m,n ≤ 1

∀n ∈
{
1, . . . , NP

jh

}
,
∑
m

Cp
m,n ≤ 1

(4.9)

The equation ensures that no joints are used to construct more than one body part.



36
Chapter 4. HUMAN POSE ESTIMATION USING PARALLEL DEEP LEARNING

ENSEMBLES

Figure 4.5: Body part parsing: (A) Estimated proximal joint location, (B) Estimated distal
joint location C).

Individual Parsing

After the body part parsing, the individual parsing assembles all the body parts to form

individual skeletons by assembling rules Ap,q
l,h ∈ {0, 1}, which indicate whether the distal

joints of p can be connected to the proximal joints of q and then merged as one joint.

Another variable stores whether the distal joints of p,xp
jl are merged with the proximal

joints of q,xQ
jH . A voting score V p,q

l,h is then used to determine the possibility of the two

joints merging into one joint,

V p,q
l,h = −

Jp
(
xp
jl,l

)
· Jq

(
xq
jh,h

)∥∥xp
jl,l − xq

jh,h

∥∥
2

(4.10)
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Here, the negative sign is assigned to generate positive scores due to the negative values of

the predicted confidence map of the distal joints. The score will decrease as the joints grow

further away. The only exception to this rule applies to the neck joints where five different

body linkages get connected with their proximal joints,

′
V p,q
h,h =

Jp
(
xp
jh,h

)
· Jq

(
xq
jh,h

)∥∥xp
jh,h − xq

jh,h

∥∥
2

(4.11)

The multiple-person pose parsing process becomes one optimization problem to maximize

the total assembling score

max
Cp,q

l,h

V P,Q
C = max

Cp,q
l,h

∑
l

∑
h

(
V p,q
l,h · A

p,q
l,h · C

p,q
l,h +

′
V p,q
h,h · A

p,q
h,h · C

p,q
h,h

)
∀Ap,q

l,h = 1,∀l ∈
{
1, . . . ,MP

jl

}
,
∑
h

Cp,q
l,h ≤ 1,

∀Ap,q
l,h = 1,∀h ∈

{
1, . . . , NQ

jh

}
,
∑
l

Cp,q
l,h ≤ 1

(4.12)

Here, V P,Q
C presents the possibility that joints could be merged into one single joint. The

connected joint position is then refined by weighting the predicted position of the joints from

the two body parts. The new connected joint position can be refined using the following

expression:

xp
jl,l = xq

jh,h =

∣∣Jp
(
xp
jl,l

)∣∣ · xp
jl,l +

∣∣Jq
(
xq
jh,h

)∣∣ · xq
jh,h∣∣Jp

(
xp
jl,l

)∣∣+ ∣∣Jq
(
xq
jh,h

)∣∣ (4.13)

Once common joints are located, the connected links can be identified as 2D human pose

skeletons.
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Figure 4.6: Pose Estimation results on COCO 2017 human keypoint validation dataset.

4.3.4 Training and Results

The COCO human keypoint dataset contains 57k images, out of which approximately 52k

samples were used for the training dataset and the remaining 5k samples were used for

validation. During the training of the neural network, the testing that was done on the

validation set is performed at the end of each epoch. Fig. 4.6 shows some examples from

the validation set processed on the fully trained network. A good match in the predicted

and the estimated pose was observed. As reported in the training section, a loss of 37.72

was obtained in joint confidence map generation.



4.4. Conclusions 39

The runtime of the proposed algorithm comprises of two major components: (1) the body

parts detection process time, which is invariant to the number of persons shown in the

image, with runtime complexity of O(1); (2) the body parts assembling process time, whose

runtime complexity is O(n2). Hence, the runtime increases with the number of persons (n)

in the input image. Compared to the body parts assembling process time, the body parts

detection process time influences the total processing time even more. With a lesser number

of sequential stages compared to [77], the proposed networks better take advantage of parallel

computing and estimates the human pose in a more efficient way.

4.4 Conclusions

This chapter presented one parallel, multi-branch deep neural network architecture along

with a corresponding post-processing method for multiple person 2D-pose estimation in the

monocular image. Each trained branch (CNN ensemble) of the proposed neural network was

trained to detect one specific body part (associated joints and link) for the human skeleton

model and delivered an overall detection accuracy of > 98%. The highly parallel architecture

achieves similar performance to previous deep architecture [77] but runs faster on parallel

computing devices such as a GPU. This saves time for post-processing and the ensuing higher

level tasks. The proposed system will be augmented with multispectral imagery to enable

the detection of human poses in multiple lighting conditions. Efforts are being made to

improve the network architecture and post-processing algorithms to achieve better efficiency

and faster runtime for purposes of deployment on embedded systems. The proposed system

will be deployed on an autonomous mobile robotic platform to assist with the search and

rescue of casualties in disaster management and war-like scenarios.
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ADVISING DUAL-ARM

MANIPULATION AGENT USING

KNOWLEDGE OF CONTROLLING

A SINGLE ARM MANIPULATOR

5.1 Introduction

The focus of this chapter is to perform dual-arm pick and place tasks as well as push tasks

without internal collisions. These are the initial steps towards safe autonomous victim pose

manipulation and extraction based on real-time human pose estimation results [81]. Fol-

lowing the development of push, as well as pick and place tasks, a learning architecture to

enable dual-arm object manipulation in the presence of constraints will be developed. But

this will be performed as part of the next chapter. Even though the proposed research aims

to enable safe victim interaction as the overall goal, the proposed approach has a wide range

of applications, including situations that need fast training of a target network to control

multiple agents based on the knowledge of a single trained agent. For instance, robot arms

are widely used for manufacturing, assembling, and packaging in industry. They can also

be used as an assistive tool for the disabled in their activities of daily living (ADL). En-

40
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abling an autonomous robotic system to perform these high level complicated tasks require

the development of fundamental functions including picking and placing, as well as pushing

objects to a target position.

Techniques to control a single robotic arm using explicit kinematic and dynamic models

(glass box, also referred to as white box) have been developed previously to fulfill these

requirements. Artificial intelligence (black box) [82] can also be used to enable autonomous

execution of the above tasks. However, as the task becomes more complicated, the need

to control multiple robotic arms cooperatively arises. In traditional control, a hierarchical

system could be built with a global controller/planner for overall path planning and making

each arm be aware of other arms, while local controllers enforce local path following. The

design of a local controller using a glass box approach can take an advantage of the experience

of designing a controller for a single arm. In contrast, designing a hierarchical system using

a black box approach may introduce redundant layers and the computational need for pre-

processing, which can include feature extraction and encoding as well as design and training

of a global planner. The increased computation may present a heavy burden to the control

system in real-time applications and thus decrease the performance of the deployed algorithm.

However, training from scratch faces sampling inefficiency as the state and action spaces

increase dramatically. This situation leads to the need for training of a scaling multi-agents

problem using the prior knowledge of a well-trained single agent.

In this chapter, a reinforcement learning advising framework is proposed along with three

heuristic strategies. The proposed advising framework fastens the learning speed of a neural

network agent in controlling a dual-arm manipulation system to perform push tasks and pick

and place tasks.
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5.2 Review of Reinforcement Learning for Robot Con-

trol

After obtaining great success in performing basic tasks such as solving classical control

problems, designing stable legged locomotion gaits, and playing classical Atari games [83],

Reinforcement Learning (RL) associated with deep neural networks has been gaining success

in solving highly nonlinear problems without using explicit mathematical modelling. These

problems are not suited for hand-engineered/heuristic solutions and are hard to be expressed

through explicit mathematical models, making them difficult to be solved using traditional

approaches. For instance, a physical Shadow Dexterous Hand could perform vision-based

object reorientation solely based on simulated training without any demonstration [84]. This

approach surpassed all existing non-learning-based approaches. Another work [85] explored

the use of active scheduling and execution of auxiliary policies to perform a sequence of

‘correct’ actions to complete tasks with sparse rewards using a Kinova Jaco Arm [86]. Apart

from performing complicated single agent tasks, reinforcement learning was also applied in

multi-agent tasks, where multiple robots cooperate with each other to complete one spe-

cific task with action optimization [87]. Despite these great successes, solving complicated

problems and achieving shorter convergence time remain major challenges in the domain of

reinforcement learning research.

This work focuses on addressing the challenges associated with training multiple agents to

collaboratively solve a given problem. This problem hereon referred to as ”scaling agents

problem”, comes up mainly when trying to transfer knowledge from a single agent to multiple

agents. Existing research has focused on teaching a single agent to complete tasks with a

high level of complexity. However, complicated tasks in general require multiple agents to

cooperate, which requires learning towards scaling agents. The different existing techniques
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to control multi-agent systems can be broadly classified into three categories: (1) training

the agents from scratch, (2) building a hierarchical structure and reusing a well-

trained single agent neural network, and (3) transfer learning approach which involves

transferring the knowledge from a well-trained agent in an old environment to a new training

agent in a new environment so that it is provided with a basic understanding to quickly

start the learning process. There are many methods that address the above problem, but a

comprehensive discussion summarizing all of the existing work in this domain is beyond the

scope of this work. Interested readers should refer to [88] for more details.

Training from scratch without any guidance will be computationally expensive, espe-

cially as more agents become involved in the target tasks. Based on existing literature,

learning from scratch can gain faster convergence either through a careful design of the re-

ward function [89, 90] or through demonstration data that could be expensive to be collected

[91]. Using model guidance [92], or inverse RL [93] could also benefit learning to perform

complicated tasks.

Building a hierarchical structure is also a traditional approach, for example, a global and

local planner/controller will be built and connected together. The global planner/controller

(high-level scheduler) generates a sequence of tasks according to an overall schedule, while

the local one solves the planned sub-tasks in a small time period [85].

The transfer learning approach aims to reduce the need for samples from the target

tasks by using prior knowledge obtained from the source tasks. Existing work succeeded

in generalizing or imitating well-trained behaviors from prior experience and gaining faster

learning in the target tasks [94, 95, 96]; however, existing work focuses mainly on learning

among single agent tasks.

Each of the above-mentioned approaches have their own specific strengths and weaknesses.
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Figure 5.1: Scenarios of Human-Robot Interaction using dual-arm manipulation for human
extraction purposes: (a) dual-arm for human pose manipulation, (b) dual-arm for human
body rolling, (c) dual-arm for human limbs manipulation during extraction

As such, the specific application requirements need to be taken into consideration before

choosing any of the above methods. In order to realize safe victim interaction, this work

will focus on developing a framework to teach a dual-arm manipulation system using a well-

trained single arm manipulation system. As an initial step in this direction, the proposed

work aims to enable dual-arm pick and place tasks as well as push tasks without internal

collisions between the arms, using a trained single arm architecture.

Training a dual-arm manipulation system from scratch may fail or become computationally

expensive when using dedicated reward functions as well as the collection of demonstration

data. Applying a hierarchical structure needs large memory for both global and local plan-

ner/controller, which in turn limits real-life applications. Based on the specific requirements

of the application at hand, this work explores the application of transfer learning approach

to achieve faster convergence on dual-arm manipulation learning.

The proposed transfer learning framework is based on teacher-student frameworks, which

help a knowledgeable agent to teach a new agent to perform specific tasks. The teacher-

student framework in reinforcement learning was first introduced by Torrey et al. along with

a set of heuristic teaching algorithms which only require an agreement on the action set be-

tween teachers and students, and allows different state representations [97]. The convergence
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of these teaching algorithms is guaranteed even if using sub-optimal teacher policy [98]. To

avoid the manual parameter tuning inside the heuristic teaching algorithms, learning-based

teaching algorithms were studied to determine when to give advice to the student agent

[99, 100]. Fachantidis et al. further explored the impact of the reward factor on the students’

learning performance using learning-based teaching algorithms [100]. Even though learning-

based teaching algorithms do not require manual parameter tuning, the computational ex-

pense associated with these methods is still high. Compared to the slight improvement

obtained from using learning-based teaching algorithms, this work explores heuristic-based

approaches. Besides applying the teacher heuristics in which the teacher decides when to

provide advice, various student heuristics were also explored as interactive training strategies

[101]. However, most of the student heuristics performed worse than the teaching heuristics.

Multiple agents learning from each other was also studied in [88, 102, 103]. Knowledge of

individual agents to perform the same task in a shared environment can be transferred to

each other and thereby achieve a faster learning and cooperative behavior. This is similar to

the idea of distributed learning using multiple threads. All the frameworks mentioned above

are designed for learning among single agents. This chapter is proposes methods to improve

the learning performance of scaling agents. The main contributions described in this chapter

are as follows:

• The success of the teacher-student framework is extended in transferring knowledge be-

tween single agents towards multi-agents problem. Different approaches are proposed and

compared in two case studies using an experimental setup with a dual-arm manipulation

system.

• Compared to existing work that focus on performing discrete-control tasks, this work

proposes procedures in the teacher-student framework to solve continuous-control tasks.

• Experimental evaluation of the proposed framework is also provided. Based on the results,
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the proposed framework has a faster learning rate in the training process as compared to

training from scratch. This makes it more suitable for real-life robotic applications.

5.3 Related Work on Reinforcement Learning for Robot

Control

In this section, the reinforcement learning background and related algorithms that were

developed in this chapter are introduced. To perform continuous control and stable learning,

an off-policy and policy-gradient actor-critic algorithm was chosen as the main method used

in this work. Hindsight Experience Replay is presented to improve positive sampling in the

sparse reward environment. One teacher-student framework with a budget, which this work

is based on, is also described in this section.

5.3.1 Reinforcement Learning

Considering a standard reinforcement learning setup, an agent interacts with an environment

E in discrete time-steps, which can be formalized as a Markov Decision Process (MDP) and

defined by a tuple (S,A, T,R, ρ, γ), where S is a set of states that describes the environment,

E, and is assumed equal to the observation, O. In this work, A is a set of actions via which

the agent interacts with the environment. T : S × A × S → [0, 1] presents the distribution

of transition to the next state, s′ ∈ S, after taking an action a ∈ A from the state s ∈ S.

R : S × A → R is the reward that the agent receives when starting from the state s and

taking the action a, ρ : S → [0, 1] is the distribution of the initial state s0, and γ ∈ [0, 1]

is the discounted factor for the reward which determines the importance of the short-term

reward over the long-term ones. The accumulated discounted reward, Rt, is defined as
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Figure 5.2: Diagram of Actor-Critic method in Reinforcement Learning

Rt =
∑T

t′=t γ
t′−trt′ , where rt′ ∈ R is the reward received at time t′ and T is the time step at

which the learning episode terminates. π is the policy that indicates how an agent acts in a

certain state. The aim of reinforcement learning is to determine the optimal policy π∗ that

maximizes the expected accumulated discounted reward using

π∗ = argmax
π

Es0∼ρ,ai∼π,ri,si+1∼E[R0] (5.1)

Qπ(st, at), as shown in (5.2), is the state-action value function that describes the expected

return value conditioned on taking an action, at, at the initial state, st, and thus taking

actions according to the policy, π.

Qπ(st, at) = Eai∼π,ri,si+1∼E[Rt|st, at] (5.2)
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5.3.2 Deep Deterministic Policy Gradients

Deep Deterministic Policy Gradient (DDPG) [104] is a model-free reinforcement learning

approach for continuous control which combines the actor and critic frames as shown in Fig.

5.2, and thus inherits the policy gradient from the Deterministic Policy Gradient (DPG)

[105] and the value function gradient from the Deep Q Network (DQN) [106]. The actor

approximates the target deterministic policy, π : S → A, which maps states to a specific

action with parameters θπ while the critic approximates the state-action value function,

Q : S ×A→ R, which presents the value of the state-action pair parameterized by θQ. The

critic is meant to drive the value function to the optimal state-action value function Q∗. The

actor is trained to obtain the policy by maximizing the expected return, J , from the start

of the distribution,

J = Es0∼ρ,ai∼π,ri,si+1∼E[R0] (5.3)

A replay buffer and a separate target network are used to avoid the unstable training [106,

107], making the learning approach off-policy. In practice, the actor is optimized using the

mini-batch gradient descent on the loss by rewriting (5.3) as

L(θπ) = −EsQ(s, π(s|θπ)) (5.4)

where s are the samples from the replay buffer.

The critic is trained in a similar way as the Q-function in DQN to minimize the approximation

loss,

L(θQ) = Eai∼π,ri,si+1∼E[(Q(st, at|θQ)− yt)
2] (5.5)

where the target, yt = rt + γQ(st+1, π(st+1|θπ)|θQ), is computed using actions outputted by

the actor.
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5.3.3 Hindsight Experience Replay

Similar to the human ability to learn from unwanted outcomes along with desired ones,

hindsight replay experience [82] becomes a goal conditioned policy learning. It extends the

concept of the universal value function approximator [108] to include goals, g ∈ G, into the

MDPs. The training policy and the value functions are modified to take g as additional

inputs. Thus, the policy and value function become goal conditioned, π : S × G → A and

Q : S×A×G→ R. Changes are made to the replay buffer such that a subset of other goals,

achieved goal ga in the episode, will be stored in the transitions along with the original goal,

(st|g, at, rt, st+1|g, ga), which makes the transitions more informative. During the training,

a subset of samples are modified in which the original g is replaced by the achieved goal,

ga ∈ G, to improve the positive sampling and encourage the learning process. It should also

be noted that the reward in each sample needs to be recalculated based on the new goal,

e.g. rt(st+1, g) = −(‖fg(st+1) − g‖ > ϵ), where fg presents the achieved goal at a state, s,

and ϵ is a precision threshold.

5.3.4 Teacher-Student Framework with a Budget

The teacher-student framework for discrete control reinforcement learning under a limited

amount of advice is introduced with a set of heuristic strategies to decide when to give advice

such as early advising, importance of advising, mistake advising, and predictive advising [97].

The advice used in this work is the action recommended from the teacher agent. The teacher

agent is first well-trained before the teaching process in the environment to gain a decent

policy. It is then used to guide one student agent to behave in the same environment,

which has the same state and action space as in the teacher training environment. In this

teacher initiated teaching [97], state importance is used to decide the importance of giving
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advice at the state, s ∈ S, by computing the difference between the maximum and minimum

Q-function of a well-trained teacher as in,

I(s) = max
a

Qtr(s, a|θtr)−min
a

Qtr(s, a|θtr) (5.6)

The condition of the state importance value, I(s) ≥ t, is then used along with other criteria to

determine whether advice is given or not, where t represents a fixed value threshold. Mistake

correcting methods take one more condition: whether the student-announced action is the

same as the output of the teacher policy, πst(s|θst) 6= πtr(s|θtr). Predictive advising uses the

action from another prediction model of the student instead of using the output from the

student policy, π̃st(s|θst) 6= πtr(s|θtr). It is worth noting that the state-importance based

teacher-student framework is limited to applications with finite discrete control due to the

computational requirements of the state importance at each advising process in (5.6). As

the discrete action space increases, the computation of deciding when to teach becomes more

expensive and infeasible, thus cannot be applied directly in continuous action.

5.4 Proposed Method

In this section, we introduce the teacher-student framework which is adapted to an environ-

ment with a continuous action space. The algorithm is also further modified for scaling the

number of agents in the tasks, in which the teacher policy is trained for a single agent while

the student policy is designed for multiple agents in performing the same type of a task.

Similar to the idea as in inter-task mapping [109], the proposed algorithm is based on the

assumption that the state feature, ŝi, of the ith agent can be reconstructed from the state in
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the target environment, s, to be in the form of the state in the source environment,

ŝi = f s
i (s) : ŝi ∈ Str, s ∈ Sst (5.7)

where f s
i is a state feature mapping function from the target environment to the source

environment for each agent, i. The action in the target environment can be constructed

from the action in the source agent policy via the mapping function,

a = fa(a1, a2, ..., an) : a ∈ Ast, ai ∈ Atr (5.8)

and vice versa,

ai = ha
i (a) : a ∈ Ast, ai ∈ Atr (5.9)

where ha
i (a) is the inverse mapping function for agent i.

5.4.1 Teacher-Student Framework towards Scaling Agents

In this section, the proposed procedures will be discussed, including early advising, mistake

correcting with Q-value and mistake correcting with an action filter. The proposed proce-

dures, mistake correcting with Q-value and mistake correcting with an action filter, require

student feedback in action selection for the next step.

Early Advising

A student agent benefits from a guided action data set generated by an expert policy, which

is similar to using the demonstration data directly in the same target and source environ-

ment [110]. In this way, a student agent could gain a basic understanding of tasks and the
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environment, thus obtaining an early start to the learning process. Since the scaling problem

addresses different target and source environments with the assumption that the state in the

target environment can be mapped to the source state, the proposed procedure is designed

as follows:

Procedure 1 EARLY ADVISING

(πtr, {f sg
i }, fa, nb)

1: for each target environment state, s do

2: if (nb > 0) then

3: nb ← nb − 1

4: for each agent, i do

5: Compute state that feeds into teacher policy

6: ŝi = f sg
i (s)

7: Compute teacher policy output action

8: ai = πtr(ŝi)

9: end for

10: a = fa(a1, a2, ..an)

11: end if

12: end for

where f sg
i is a goal conditioned state mapping function in (5.7), nb is the advice budgets.

Mistake Correcting with a Q-value Filter

Importance Advising and Mistake Correcting are proposed separately for tasks with a dis-

crete action space [97]. In Importance Advising, a teacher agent provides advice whenever

the state importance value exceed the threshold, while Mistake Correcting only considers
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giving advice when the action proposed by the student agent is different from the teacher’s.

Importance Advising saves time by not acquiring the proposed action from a student agent.

This is different from processing in the discrete action space. In discrete action space, the

maximum and the minimum value of the Q-function can be easily found. On the other

hand, estimating the state importance value in a continuous space is expensive and infea-

sible. Instead, the proposed procedure utilizes the teacher policy to estimate the proposed

action from the student agent and compared it with the optimal action calculated from the

teacher policy. If the difference reaches some threshold, the teacher proposed action will be

applied to the agent. This approach was named as ”Mistake Correcting” since it involves

both the calculation from the teacher and the student neural network while the “Importance

Advising” only involves the calculation from the teacher neural network. To distinguish

whether the heuristic is based on the q value or the action, “Mistake Correcting Q-value”

and “Mistake Correcting Action” were named separately. In both heuristics, the modified

state-action importance was denoted as,

Ii(s) = Qtr(ŝi, πtr(ŝi)|θtr)−Qtr(ŝi, h
a
i (πst(s))|θtr) (5.10)

The proposed procedure pertaining to the Mistake Correcting with a Q-value Filter is de-

scribed as follows,

Procedure 2 MISTAKE CORRECTING Q-VALUE

(πtr, {f sg
i }, fa, {ha

i }, nb)

1: for each target environment state, s do

2: if (nb > 0) then

3: Advise = False

4: for each agent, i do

5: Compute proposed actions from teacher and student policy
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6: atri = πtr(f
sg
i (s)), asti = ha

i (πst(s))

7: ai = asti

8: Compute state-action importance, Ii(s) = Qtr(ŝi, πtr(ŝi)|θtr)−Qtr(ŝi, h
a
i (πst(s))|θtr)

9: if Ii(s) > tI then

10: ai = atri , Advise = True

11: end if

12: end for

13: a = fa(a1, a2, ..an)

14: if Advise then

15: nb ← nb − 1

16: end if

17: end if

18: end for

where tI is the threshold for the Q-value Filter to indicate whether a proposed action will

lead the agent to a valued state.

Mistake Correcting with an Action Filter

One difference between the discrete control space and the continuous control environment

is that the actions selected for the discrete control problem are always distinguishable to

each other. This makes the original Mistake Correcting approach judge whether the pro-

posed actions from the teacher and the student policy are different. However, continuous

control does not judge the difference under a certain range, which led to the idea of Mistake

Correcting with an Action Filter. In this approach, the teacher agent only provides advice

when the proposed actions from the student agent are different enough from the teacher’s
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policy in a certain range. This can be understood as following a proposed trajectory with a

certain precision. A distance function is designed to measure the distance an action is from a

proposed action. In this work, the Euclidean distance was used where D(a1, a2) = ‖a1−a2‖2.

The proposed procedure pertaining to the Mistake Correcting with an Action Filter is de-

scribed as follows,

Procedure 3 MISTAKE CORRECTING ACTION

(πtr, {f sg
i }, fa, {ha

i }, nb)

1: for each target environment state, s do

2: if (nb > 0) then

3: Advise = False

4: for each agent, i do

5: Compute proposed actions from teacher and student policies

6: atri = πtr(f
sg
i (s)), asti = ha

i (πst(s))

7: if D(atri , a
st
i ) = ‖atri − asti ‖2 > ta then

8: ai = atri , Advise = True

9: end if

10: end for

11: a = fa(a1, a2, ..an)

12: if Advise then

13: nb ← nb − 1

14: end if

15: end if

16: end for

where ta is the threshold for the Action Filter to specify the maximum distance that one
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action can be from the action proposed by the teacher agent. According to whether ta relies

on the value of the teacher action output, these methods are divided into relative (MC_ACT)

and absolute versions (MC_ACT_ABS).

ta =


α, MC_ACT.

α ∗ πtr(f
sg
i (s)), MC_ACT_ABS.

(5.11)

where α is a positive constant chosen as the absolute threshold for the action filter.

5.4.2 Training and Results

This section is organized as follows. The RL environments for training the teacher policy

and the student policy with guidance from the teacher policy is described first. And then

the simulation results from different teaching strategies along with the impact of different

thresholds on the learning process and analysis is presented. Finally, the physical experiments

with the dual-arm manipulation system using the trained policy is detailed.

Simulated Single and Dual Arm Manipulation Environments

To train the agent policy and to test the proposed methods, the simulation environment was

setup using the 6-DOF Kinova Jaco arm, which has a three-finger gripper. The gripper has

multiple DOFs but is activated through a single input corresponding with the opening and

closing of all the fingers together. The robot is simulated using the MuJoCo physics engine

[111]. Figure 5.3 (a,b) presents the training environment for the teacher policy. The neural

network is trained to control only one Jaco arm for the push as well as pick and place tasks.

Figure 5.3 (c,d) shows the training environment for student policy, where a different neural

network is trained to control two Jaco arms to complete the scaled tasks. In the push task,
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Figure 5.3: Training environment in simulation: (a) pushing an object to a target position
using a single arm, (b) picking and placing an object at a desired location using a single arm,
(c) pushing objects to target places using the dual-arm system, and (d) picking and placing
objects at desired locations using the dual-arm system.

the arm needs to push the objects to a desired location on the table while the gripper of

the arm is not used. In the pick and place task, the aim is to pick up the objects placed on

the table and then place them at the target positions. The target positions can be either

in air or on the table and the three fingers are actuated symmetrically by one single input

state. Soft contact between the objects and the fingers are simulated in MuJoCo to oppose

the slip in the tangential plane and rotation around the contact normal direction. In both

tasks, the initial position of the gripper and the object, and the target position of the object

are randomly sampled within the workspace of the Jaco arm. Inspired by [112], the gripper

orientation is fixed toward the desk at all times. A Timestep of 0.002s is set in the simulator
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to perform fast and accurate simulation of the dynamic model and soft contact.

Observations: The states of the system are obtained from the MuJoCo engine and consist

of the robots gripper states and object states including the orientation, position, and velocity.

The teacher training environment consists of the states of one robot and one object while

the student training environment consists of a pair of robots and objects with states in the

same order as in the teacher training environment.

Actions: Instead of controlling the joint angles of the robot directly, position of the end-

effectors are used as the control input for the robot. This allows for transferability among

different robotic arms. In real world applications, the desired joint angles can be calculated

using an inverse kinematic model. The orientation of the end-effector is fixed towards the

ground during the task. The actions consist of position of the end-effector along with one

state for controlling the gripper to open/close, Atr = {ai : ai ∈ R4} and Ast = {ai : ai ∈ R8}.

Goals: The goals are defined as the set of target positions of objects: Gtr = {gi : gi ∈ R3}

is for the teacher environment and Gst = {gi : gi ∈ R6} is for the student environment.

In this work, the observation, goal, and reward in the student environment are constructed

by appending the corresponding data from the individual agents, dst = d1||d2, where di

represents the data of agent i.

Rewards: In both teacher and student training environments, sparse rewards are used

as, rt(st+1, g) = −(‖fg(st+1) − g‖ > ϵ), where fg maps the state, s, to an achieved goal, g,

and ϵ determines the control precision in the task. The agent only receives a reward of 1

when getting the object within a threshold of the target position; otherwise, a reward of 0

is received. The deterministic policies are represented as Multi-Layer Perceptrons (MLPs)

with Rectified Linear Unit (ReLU) activation functions. Three layers of perceptrons are used

in training the teacher policy while four layers are used in training the student policy, due to
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Table 5.1: Environment and Neural Network Summary

Source Environment Target Environment
Model Structure 3× [256] MLP 4× [256] MLP

Task Push Pick and Place Push Pick and Place
Agent – – Student Teacher Student Teacher
States R28 R28 R56 R28 R56 R28

Goal R6 R6 R6 R3 R6 R3

Actions R3 R4 R6 R3 R8 R4

larger number of input features and the increased complexity of the problem. The discount

factor of the cumulative reward is set to 0.98 in all training and testing environments. The

environments and neural network model summary of both the training and teaching scenarios

are shown in Tab. 5.1.

Advice: In the student training environments, the advice given by the teacher agent

refers to the recommended action output by the teacher policy. In all the following training

algorithms, the advice budget is set to 500,000.

Simulation Results

Sixteen workers, each having two rollouts, were used to improve the training efficiency and

the parameters are updated after every episode. Each worker is fixed to a CPU core and

the rollouts start with different initial and target conditions, but with the same policy. To

achieve a stable optimization, a target network and a main network were deployed with the

same architecture. The target network and the main network are in the same architecture,

while the target network is updated at a slower pace than the main network using a ployak-

averaged version of the main network [113]. The target network parameters are stored

globally and downloaded to the workers before running each episode. In this work, each

epoch consists of generating 50 episodes and training the neural network with 40 batches of
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Figure 5.4: The training process from scratch: (a) training process for pushing object and
(b) training process for pick and place object

256 transitions.

To compare the performance of the teaching framework for the sparse rewards and the

continuous action space environment to obtain the teacher policy, the deterministic policy

was trained from scratch without advice in the push, and pick and place environments using

the single arm and dual-arm systems as shown in Fig. 5.3. The actor and the critic used in

the single arm scenario consists of three layers with 256 neurons per layer. For the dual-arm

scenario there are four layers with the same number of neurons. Both training processes

used the HER buffer[82]. Figure 5.4 shows the success rate of the training procedures. The

single arm manipulation achieved 90% success rate after 12 and 43 epochs in push, and pick

and place tasks, respectively. The dual arm manipulation achieved 90% success rate after

898 epochs in the pick and place task, but failed in the push task. This reflects the fact

that the task complexity grows rapidly as the dimensionality of the control space increases

from the single arm to the dual-arm case as well as the interaction between agents increases.

Compared to the pick and place task using dual-arm, the push task using dual-arm and

locked grippers made it more likely to interact with each other in 2D than in 3D.

Figures 5.5(a) and 5.6(a) show the performance of different strategies in the push, and the

pick and place environments, including “No Advice” (NA), “Early Advising” (EA), “Early
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Figure 5.5: Simulation results showing the performance of different advising strategies and
thresholds in the push task: (a) comparison of the performance of different strategies, (b)
comparison of the performance of MC-Q with different thresholds, (c) comparison of the
performance of MC-ACT with different thresholds, (d) comparison of the performance of
MC-ACTABS with different thresholds

Figure 5.6: Simulation results showing the performance of different advising strategies and
thresholds in the pick and place task: (a) comparison of the performance on different strate-
gies, (b) comparison of the performance on MC-Q with different thresholds, (c) comparison
of the performance on MC-ACT with different thresholds, (d) comparison of the performance
on MC-ACTABS with different thresholds.
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Advising and Mistake Correcting” (EAMC), “Mistake Correcting with Q-value Filter with

0.1 threshold” (MC-Q01), “Mistake Correcting with Action Filter with 0.1 threshold” (MC-

ACT01) and “Mistake Correcting with Action Filter with 0.1 absolute threshold” (MC-

ACTABS01). The EAMC procedure applies EA for the first half of the advice budgets and

then applies MC for the other half of the advice budgets. It can be seen from the figure that

NA converges much slower than all the others in both cases. The inspired epoch is defined

as the epoch at which the strategy achieves 10% of the maximum success rate it achieved

in its training process. Among all the strategies, the inspired epoch of the MC-Q01 is the

lowest, 63 in push task and 86 in pick and place task. All the other strategies gained a lower

inspired epoch as compared to NA. MC-ACT001 obtained the shortest rise time, which is

defined as the number of epochs it takes to increase from 10% to 90% of the maximum

success rate it achieved. MC-Q01 outperforms other strategies in the push task and achieves

a maximum success rate of 0.9583. EA is the best strategy in the pick and place task with

a maximum success rate of 0.9750. Figures 5.7 and 5.8 show the mean Q-value in push and

pick and place tasks. Similar to the success rate, the Q-value converges faster when using

advising framework. To estimate the impact of the threshold of Mistake Correcting on

learning performance, three different threshold values were picked, t = {0.01, 0.05, 0.1} and

the convergence speed was analyzed. As the threshold changes from 0.01 to 0.1, the inspired

epoch of Mistake Correcting with Q-value Filter decreases significantly from 140 to 63 in

push tasks and from 220 to 86 in pick and place tasks, while it does not have a great impact

on the Mistake Correcting with Action Filter methods. This may be due to the fact that the

range of action is constrained by the motor while the Q value can be ranged from negative

infinity to positive infinity such that Mistake Correcting with Q-value is more sensitive to the

threshold value. This shows that the more loosely the teacher advises the students in the new

environment, the more freely the student explores the new environment and thereby obtains

knowledge about the new environment as compared to agents with a more strict teacher.
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Figure 5.7: Simulation results showing the mean Q-value of different advising strategies and
thresholds in the push task: (a) comparison of the mean Q-value on different strategies, (b)
comparison of the mean Q-value of MC-Q with different thresholds, (c) comparison of the
mean Q-value of MC-ACT with different thresholds, (d) comparison of the mean Q-value of
MC-ACTABS with different thresholds

Figure 5.8: Simulation results showing the mean Q-value of different advising strategies
and thresholds in the pick and place task: (a) comparison of the mean Q-value on different
strategies, (b) comparison of the mean Q-value on MC-Q with different thresholds, (c)
comparison of the mean Q-value on MC-ACT with different thresholds, (d) comparison of
the mean Q-value on MC-ACTABS with different thresholds
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This observation could be attributed to the fact that the student with a loose teacher gains

more opportunities to try new actions as compared to the students with a stricter teacher.

This allows the student to gain positive samples via its own policy and knowledge of the

new environment, after obtaining a certain amount of advice. Another concern in transfer

learning is the time that one spends to achieve a decent success rate. Effective learning rate

is defined as 90% of the maximum success rate divided by the number of epochs it takes to

reach that success rate. In push task, MC-Q005 achieved a higher effective learning rate as

compared to other strategies, while the effective learning rate of all advising strategies in pick

and place task are almost equal and they outperform NA. This may be due to the intrinsic

complexity of the push task where the trajectories are constrained on the table surface and

attention is provided to avoid collision, resulting in strategies with diverse performance. The

details of the impact factor on the performance of different advising strategies is summarized

in Tab. 5.2.

It is important to note that the EA slightly outperforms all the other strategies with large

advising threshold in the pick and place task. The strategies with a large threshold result

in more fluctuation in the success rate and lowers it in general for the pick and place task.

However, in the push task this phenomenon is not apparent.

Experimental Validation

This section presents the real-world experimental validation of the trained policy obtained

from the simulation on two Kinova Mico arms with Quanser SDK. The algorithm used to

generate the workspace trajectories for the arms to complete the tasks is agnostic to the

robot. This claim is experimentally validated by transferring the knowledge obtained from

a 6-DOF arm, in simulation to a 4-DOF arm used for the experiments.
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Table 5.2: Performance Summary of Different Advising Strategies

Push Task Pick and Place Task
IE1 RT2 MSR3 ELR4 IE RT MSR ELR

NA NaN NaN 0 0 336 489 0.9219 0.0010
EA 252 363 0.9333 0.0014 228 96 0.9750 0.0027

EAMC 116 139 0.9417 0.0033 135 178 0.9250 0.0027
MC-Q001 140 105 0.9583 0.0035 220 93 0.9250 0.0027
MC-Q005 46 195 0.9583 0.0036 174 156 0.9417 0.0026
MC-Q01 63 229 0.9583 0.0030 86 209 0.8417 0.0026

MC-ACT001 214 71 0.9333 0.0029 225 82 0.9167 0.00275

MC-ACT005 215 96 0.9500 0.0027 224 134 0.9167 0.0023
MC-ACT01 216 80 0.9500 0.0029 226 85 0.9167 0.0027

MC-ACTABS001 217 101 0.9625 0.0027 225 104 0.9167 0.0025
MC-ACTABS005 214 91 0.9500 0.0028 229 85 0.9250 0.0027
MC-ACTABS01 213 104 0.9500 0.0027 222 108 0.9083 0.0025
1 IE: Inspired Epoch
2 RT: Rise Time
3 MSR: Maximum Success Rate
4 ELR: Effective Learning Rate
5 Compared in Double Data Type

Two Quanser Mico arms [114] used for the push, and the pick and place experiments are

shown in Fig. 5.9. The Mico arm is a 4-DOF robotic arm with a 2-finger gripper, retrofitted

by Quanser with a real-time control interface capable of running in MATLAB and Simulink

[115]. The Simulink blocks, provided by the Quanser SDK, allows for precise joint and torque

control. The 2-finger gripper is programmed to be controlled by one input during the pick

and place experiment while it is kept locked in the push tasks. The specifications of the

robotic arms can be found in Tab. 5.3.

The desired trajectories, the position of the end-effector and the open/close commands for

the gripper, are generated by the well-trained dual-arm student policy. The Quarc simulator

from Quanser was used to check the feasibility of the proposed trajectories before they were

executed by the real robots. Object positions were kept to be the same for both the tasks

in the simulation and real-world experiments. But the size of the objects for the push task
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Figure 5.9: Real world experiment using dual arm: (a-d) pushing objects to the target
positions using dual arms, and (e-f) picking and placing objects at the desired locations
using dual arms.

were modified from 5.6 cm to 9 cm in the real-world experiments for compatibility with the

grippers.

To evaluate the improvements brought about by the proposed methods, the from scratch

method of training was used as the baseline method for this work. The best well-trained

policies generated from the proposed methods and the baseline method to the robotic ma-

nipulators were applied to perform the tasks, respectively. For push, as well as pick and

Table 5.3: Details of Robot Specification

Mico Robot Arm Jaco Robot Arm
Arm DOF 4 6

Gripper DOF 2 3
Max Reach 55 cm 70 cm

Max Linear Arm Speed 20 cm/s 20 cm/s
Joint Range ±27.7 rev ±27.7 rev

Max Payload 0.75 kg full extension 0.8 kg full extension
1.25 kg mid-range 1.3 kg mid-range

Control Interface Matlab ROS and Kinova SDK

Joint Sensor Encoder (index, absolute), torque sensor,
motor current, motor temperature

Finger Sensor Encoder (relative)
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Table 5.4: Performance Summary of Real-world Experiments

Push Task Pick and Place Task
Baseline Method1 0/50 30/50
Proposed Method3 40/50 38/50
1 Baseline method refers to the method of training from scratch without the

advising framework
2 Proposed methods refers to the methods of training with the proposed advis-

ing framework

place tasks, 50 trials of the real-world experiments were performed with different initial and

target conditions generated randomly using either policy. In the push task, 40 out of 50

trials ended with success using the proposed methods while all trials failed using the base-

line method. In the pick and place task, 38 out of 50 trials resulted in success using the

proposed methods while 30 out of 50 trials resulted in success using the baseline method.

The experimental results are presented in Tab. 5.4.

For the 10 failed trials of the push task using the proposed methods, the robot arm failed

to move the object in the right direction as the object rolled away from the gripper during

the push process. This could be due to the difference in the grippers used in the experiment

as compared to the training environment. Inaccuracies in modelling physical properties of

objects inside the simulated environment could also result in poor performance of the trained

policy. All trials using the baseline method ended in either case of exceeding the testing time

or breaking the safety rules such as collision with each other or with the table.

In the 12 failures in the pick and place tasks using the proposed methods, the gripper failed

to grasp the object while moving in 3D. This could also be due to the difference in physical

properties such as deformation and friction of the objects in real life as compared to the

simulation. Even though the real world experiments sometimes failed due to inaccuracies in

modelling object-gripper contact and interaction, no collisions of the robot arms were seen

in the real-world experiments. This indicates that the teacher-student framework assists the
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student in learning the additional requirements that come with the multi-agent problem (in

this case collision avoidance). Among the 20 failures in the pick and place tasks using the

baseline method, 8 failures were caused by reaching the target position inaccurately, while

the other failures were caused by failing to grasp the object firmly during the movement.

5.5 Conclusions

Solving problems using multiple agents is an effective approach towards tackling complicated

tasks that typically involve high dimensional workspace. Unlike the classical method of

stacking the individual controller with explicit mathematical model to create a hierarchical

controller, stacking multiple well-trained single-agent neural networks is prone to make the

overall system redundant and expensive for real-time computation. Training a new super

agent for multiple agent control from scratch is computationally intensive and requires careful

design of hyperparameters to guarantee convergence.

In order to handle the scaling problem in training multiple agents to perform a specified

task, this chapter extends prior research on advising framework by leveraging the knowledge

of a well-trained-single agent. Furthermore, this work adapts the previous advising frame-

work to allow for continuous control and presents a set of advising strategies that accelerate

the learning process as compared to training from scratch. The performance resulting from

different strategies are analyzed using different hyperparameters and demonstrated using

physical experiments with a dual-arm robotic system. The experimental validations demon-

strated the benefits in using different advising strategies. ”Mistake Correcting with Q-value

Filter” outperformed all the others in the push task, ”Early Advising” gained the highest

success rate in the pick and place task, ”Mistake Correcting with Action Filter with 0.01

threshold” obtained the shortest rise time in both tasks. This shows that different strategies
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have different benefits and they need to be chosen based on the requirements of the task at

hand. This provides directions for future applications of the above techniques. Even though

the threshold may need to be tuned for different tasks to obtain the best performance, all

the strategies showed the benefit of a faster convergence rate under the proposed approach.

While the strategies proposed in this chapter were implemented in a deterministic environ-

ment, they could also be applied in a stochastic case. However, a more robust solution could

be developed for a purely stochastic case. For example, deciding whether or not to give an

advice could be evaluated based on the similarity between the policy distributions of the

teacher and the student agents.

Having addressed the scaling problem effectively, the next step in multi-agent learning is to

enable cooperative behavior at a higher level by implementing behavioral constraints. In the

next chapter, we will further explore the advising framework towards tasks with constraints.



Chapter 6

DUAL-ARM HUMAN POSE

MANIPULATION WITH

CONSTRAINTS

6.1 Introduction

The focus of this chapter is to perform dual-arm pick and place tasks with safety constraints.

Following the initial step that achieved dual-arm pick and place, and push tasks, this is a

step towards safe autonomous victim pose manipulation and extraction. Safety constraints,

in this chapter, are defined as constraints that ensure the safety of the human in the human-

robot interaction process. In autonomous victim extraction, many safety constraints need

to be addressed in order to safely extract the victim without posing additional injuries to

the victim, including collision, applying force/torque to certain body parts of the victim,

velocity/acceleration limits of the end-effector of the robotic manipulators, etc.

To solve these safety constraints related problems, various soft robots and advanced control

methods are being developed in the research community. Working in the same direction, this

chapter focuses on developing a new controller using reinforcement learning. As the initial

step to address safety constraints in autonomous victim extraction, this chapter explores the

70
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distance constraint among all the constraints, one of the most important and fundamental

constraint when extracting a victim into a SAVER. Most additional damage to existing

injuries, such as open wounds and broken bones, can be prevented by keeping a constant

distance between the grasping points.

In the previous work on dual-arm manipulation, a penalty in both redundant actions and

needless processing time is added to the training environment. Thus, the well-trained policy

learned from that environment generates the shortest path to the goal without collision,

while neglecting other constraints, for example, the distance between two grasping objects.

However, the inner collision of the dual-arm manipulation system and the collision between

the dual-arm manipulation system and the surrounding objects (such as table and grasping

objects) are avoided by the physics engine of the simulator. Also, the applied force/torque

and maximum velocity and acceleration of the end-effector can be either limited by the

low-level controller in either the training process (the environment simulator) or real-world

applications.

Developing reinforcement learning algorithm with safety constraints is still at its initial

stages. Previous studies either embedded the constraints into the overall reward/cost shaping

functions to guide the learning agent or used standalone shaping functions to represent

the constraints requirements. Both methods complicate the training environment design

as more care is needed in designing and balancing the shaping functions in the direction

of achieving the overall task goal and meeting the constraints at each time step. Sparse

reward, as mentioned in the previous chapter, is more convenient in designing the training

environments. By representing both task goal and constraints using sparse reward function,

the training processes becomes more challenging as the positive sampling becomes more

sparse. Based on the variable-reward reinforcement learning, this chapter further extends the

advising framework towards constraints conditioned policy learning within a sparse reward
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and constraints-met environment.

6.2 Review of Reinforcement Learning with Constraints

Reinforcement learning (RL) associated with deep neural network has been gaining a wide

range of applications towards solving difficult sequential decision-making problems. This

includes simulated games, such as playing Atari games [106], defending amateur human

teams at video games [116], discovering complex tools in hide-and-seek environments [117],

as well as real-world applications such as manipulating objects using a Shadow Dexterous

Hand [84], Learning agile and dynamic motor skills for legged robot [118], etc.

As RL is being used in more and more complex tasks, especially when human-robot inter-

action is involved, safety is becoming an important concern. Learning agent needs to take

safety into consideration when exploring the environment to find the optimal solution. In

a typical RL formula, a reward function is always carefully engineered to guide the learn-

ing agent in RL to complete the task in the designed environments [90], either simulated

[119] or constructed in the real-world [120]. Currently, the approach used in most research

involves embedding the safety constraints either into the environment or into the reward

function. For example, physics simulator [111, 121] will avoid the collision into each other

among the simulated objects, and actuators can also be constrained by the controller in the

simulated environment or on the robot side [122]. However, most engineering safety con-

straints are hard to be engineered into the training environment. Instead, a safety constraint

works either alone as a separate reward or merged with the task objective as a single reward

[123, 124, 125]. General reinforcement learning algorithms that include one value function

estimator, can be easily adapted to the training environment with a single mixed reward

function. However, it’s time-consuming and difficult to design a shaped function that guides
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the learning agent properly to learn the optimal policy. On the other hand, to address safety

constraint as a separate reward along with task reward, the value function approximator in

general reinforcement learning algorithms needs to be adapted to approximate both task

reward and constraints-met reward. However, additional computing resources need to be

allocated for the increased size of the value function approximator in such methods, making

the running speed of the algorithms slower.

To further improve the existing methods, this work is designed to work with a single sparse

reward combining both task reward and constraints-met. Inspired by the progressive learning

pattern of humans, this work also adapted the variable-reward hierarchical reinforcement

learning (VRRL) [126] towards teaching a new learning agent to achieve certain tasks with

additional safety constraints. Even though the original proposed variable-reward transfer

learning was tested only in simple environments, the idea of speeding up the learning of new

MDP by transferring experience from previous MDPs in the same dynamics (environment)

with different reward functions is validated. The main contributions described in this chapter

are as follows:

• The success of the advising framework and variable-reward reinforcement learning towards

performing desired tasks with additional safety constraints is discussed. Besides the basic

task completing behavior, the resulting learning agent is able to guarantee the safety

constraints.

• Compared to existing work that focuses on embedding constraints as an additional cost/re-

ward item and applying shaping functions to guide the learning agent, this work presents

goal success and constraint cost via a single binary sparse reward signal, making the

proposed algorithm more practical for real-world applications.

• Evaluation of the proposed framework and comparison to existing methods are also pro-

vided. Based on the results, the proposed framework gained a faster learning and achieved
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higher success rate.

6.3 Related Work of Reinforcement Learning with Con-

straints

6.3.1 Constrained Markov Decision Process

In a standard reinforcement learning, an agent interacts with an environment, which can

be formalized as a MDP and defined as a tuple by (S,A, T,R, ρ, γ). The agent feels free to

take any action as long as it leads to a better performance. However, this cannot be held

in exploring environments, in which some states or actions will lead to danger or result in

safety issues, for example, crashing into walls during navigation. Safety constraints need to

be added to the standard reinforcement learning in order to deploy well-learned agents to

our daily-life activities. The reinforcement learning with safety constraints can be formalized

as a Constrained Markov Decision Process (CMDP). Similar to the reward functions, each

constraint in the environment can be represented by using a separate function, ci. The

associated constraints thus can be represented as a set c1, c2, ..., ck. The policy set that

satisfies the safety constraints can be denoted as , ΠC , and expressed as,

ΠC = {π : Jci(π) ≤ di, i = 1, ..., k} (6.1)

where Jci is the cost-based constraint function for constraint ci, and di is the threshold set

by environment designer for constraint ci. An optimal policy, π∗, can thus be given as,

π∗ = argmax
π∈ΠC

Jr(π) (6.2)
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where Jr is the reward-based objective function. In this work, both Jr and Jci are the finite

horizon discounted return as mentioned in the previous chapter.

6.3.2 Advising Framework

The reinforcement learning advising framework is designed to speed-up the training of a

new learning agent by transferring the knowledge from a previous well-trained agent. The

advising framework has validated its success in transferring knowledge between agents that

share the same or similar environment dynamics. In the advising framework, the teacher

agent can give a limited advice to the student agent to help it gain a faster understanding

of the training environment. Depending on the designed heuristic, the teacher agent decides

on whether or not to give the advice to the student agent. Commonly used heuristics

include the importance of a state, Q value I(s) = max
a

Q(s, a)−min
a

Q(s, a), and the action

variance D(atri , a
st
i ) = ‖atri − asti ‖2, the difference between recommended action and the

student proposed action. Three types of strategies are proposed in the previous chapter to

speed-up the learning in continuous reinforcement learning environment with sparse reward-

namely, early advising, Mistake Correcting with a Q-value Filter, and Mistake Correcting

with an Action Filter.

6.3.3 Variable-reward Transfer Learning

Transfer learning has been widely used in many fields of deep learning, such as computer

vision and natural language processing. Transfer learning in these fields directly deploy part

of the neural network into the new neural network and fix their weight in the new training

process. For example, in Chapter 4, the proposed human pose estimation neural network

uses the first ten layers of VGG19 as its front layers. These layers serve as the pre-trained



76 Chapter 6. DUAL-ARM HUMAN POSE MANIPULATION WITH CONSTRAINTS

pre-processing layers to extract rich features and thus improve the overall learning process.

Variable-reward Transfer Learning (VRTL) in reinforcement learning speeds up the learning

process by transferring the knowledge of the environment dynamics. VTRL assumes that the

new environment shares the same dynamics as the previous environments but with different

reward functions. Another important assumption is that the reward functions are weighted

linear combinations of reward features, but with different weights across the environments.

The family of these variable-reward environments can be formalized as a family of MDPs and

defined as a tuple (S,A, T, f, ρ, γ). The S,A, T, ρ, and γ are the same as defined in Chapter

4. f stands for an n-dimensional vector of reward feature components, < f1, f2, ..., fn >.

A weight vector, w =< w1, w2, ..., wn >, denotes the weights of the reward function for a

specific environment MDP, in which the reward function is R = w.f. All the MDPs in a

variable-reward family share the same states, actions, state transition function, but could

have different weights for the reward function.

6.4 Proposed Method

In this section, we further extend the proposed advising framework presented in Chapter 5

and incorporate the variable-reward transfer learning into it. The training environment is

also modified to provide feedback and record the constraints-met information to the learn-

ing agent. Also, a nonlinear combination of the reward features is used in the training

environment to further simplify the reward function design.
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6.4.1 Advising Framework with Variable-reward Transfer Learn-

ing

One of the most challenging issues in deploying a sparse reward function, which includes both

the goal objective and the constraints-met objective, is how far from the sparse reward the

learning agent could get during the training process. The mixed negative samplings, com-

pared to the situations in which only the goal objective is included, discourages the learning

agent, thus resulting in a failure in the training. Inspired by the hierarchical architecture of

the advising framework and transferring knowledge among same environment dynamics but

with different reward functions using VRTL, the proposed advising framework divides the

overall learning process into three stages, including the teaching stage, the stretching stage

and the exploring stage. Two different reward functions are deployed among these stages to

both encourage the learning agent to explore and guide it to the optimal policy searching.

In the teaching stage, the proposed advising framework in Chapter 5 is deployed. The teacher

agent teaches the student agent how to perform basic behaviors. The reward function which

serves as the evaluation and guidance of the learning agent’s performance, is only related to

the goal objective. The teacher agent could be trained from a different environment as the

one the student agent is learning from. In this work, the teacher agent is the well-trained

policy to control a single robotic manipulator while the student agent is learning to control

a dual-arm robotic manipulation system. The teaching stage ends when the advice budget

is used up.

The stage following the teaching stage is the stretching stage. In this stage, the environment

keeps the same reward function as the one in the previous stage. Without the intervention

of the teacher agent, the learning agent explores the environment using its own policy, and

is guided by the reward function to achieve the goal objective. This stage presents a fast
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learning and quick adaption of the learning agent to the goal objective environment. At the

end of this stage, the learning agent should be able to fully perform the goal objective task

within its capability.

The final stage of this advising framework is the exploring stage. In this stage, the envi-

ronment dynamics remains the same but the reward function changes. The constraints-met

objective is added to the reward function along with the original goal objective. This stage

further polishes the performance of the learning agent in completing the tasks by adding

additional constraints. Besides using a linear combination of these two reward features, this

work also explores a nonlinear combination of these two reward features. The reward func-

tion design will be detailed in the following section. The overall algorithm is presented in

Algorithm. 1.

6.4.2 Simulated Dual-Arm Manipulation Environments with Con-

straints

The simulated environment used in this chapter is picking and placing objects using two

6-DOF Kinova Jaco arms and it is similar to the one in Chapter 5. The only difference

between these two environments is the objects’ initial positions and target positions sampling

methods. In the previous environment, the objects’ initial and target positions were sampled

around the manipulators within a threshold to ensure they are in the reachable workspace.

In the simulated environment with safety constraints, the objects’ initial positions and target

positions are carefully chosen to ensure that the distance of the objects in both positions are

within the constraints threshold.
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Algorithm 1 Advising Framework using Variable-Reward Transfer Learning
Given:

An off-policy Actor-Critic RL algorithm A
A goal objective function fg and a constraints-met objective function fc
A reward function R = R(fg, fc)
Initialize a constraint requirement c

1: Initialize critic network Q(s, a, c|θQ) and actor µ(s, c|θµ) in both main and target neural
networks of A

2: Initialize replay buffer B
3: for episode = 1,M do
4: Set stage ∈ {teaching, stretching, exploring} according to the heuristic
5: Randomly initialize the training environment E with a goal g and initial state s0
6: for t = 0, T − 1 do
7: switch stage do
8: case teaching
9: Compute proposed actions using advising framework at

10: case stretching, exploring
11: Compute proposed actions from student policy at

12: Execute the action at, observe the new reward rt, new state st+1

and new constraint state ct+1

13: Store the transition: (st||g||c, , at, rt, st+1||g||c, ct+1) in B
14: Sample a random minibatch of N transitions (st||g||c, , at, rt, st+1||g||c, ct+1) from B
15: switch stage do
16: case teaching, stretching
17: Random sampling n in N and replace g with achieved goal in future g′ ∈ G′

18: Recompute reward r in minibatch using R = fg

19: case exploring
20: Random sampling n in N , replace g with achieved goal in future g′ ∈ G′

and replace c with achieved c′ in the next state
21: Recompute reward r in minibatch using R = R(fg, fc)

22: Perform one step of optimization using A and minibatch B
23: end for
24: end for

Constraints Objective Function

A Constraint is defined as the distance between the two objects that are picked up and placed

by the dual-arm robotic manipulation system. To ensure autonomous victim extraction, the

constraint value is set based on the average shoulder width in the U.S., µc = 0.35 m. To
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both encourage the learning process and consider the actual application, a threshold of the

constraint i is set to be ϵc = 1.5 cm. The constraint objective function is formulated as,

fc = −(‖fc(st+1)− µc‖ > ϵc) (6.3)

where fc(st+1) is the mapping function from state s to the constraint state c. In this work,

it is the distance between two objects. The constraints objective function component in the

reward prevents the learning agent from breaking the constraints.

Reward Objective Function

Similar to the reward function in Chapter 5, the reward objective function used in this

chapter is defined as

fg = −(‖fg(st+1)− g‖ > ϵ) (6.4)

The reward objective function component in the reward guides the learning agent towards

completing the tasks.

Rewards

The rewards are a direct measure to optimize the neural network. In the VTRL, the reward

function is made up by the reward feature components. The Constraints objective function

and the Reward objective function serve as the two reward features in this work. Instead

of using a linear combination of the reward feature components, a nonlinear combination,

R = min(fc, fg), is used to make the reward received remain in the same set, r ∈ {−1, 0}.

This helps with avoiding a large change of outputs of the critic approximator. In return,

only small parameter changes occur in the critic neural network, thereby making the training
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process more stable.

6.4.3 Baselines Methods

To compare with the proposed variable-reward advising framework towards safety constraints

reinforcement learning, existing standardized constrained RL algorithms from OpenAI [127]

were evaluated on the proposed environment. These algorithms include CPO, TRPO-

Lagrangian and PPO-Lagrangian. TRPO-Lagrangian and PPO-Lagrangian are TRPO [128]

and PPO [129] combined with the Lagrangian approach. To make the policy conditioned

on the constraints, slight modifications on the neural networks are made to enable HER [82]

and the proposed advising framework in Chapter 5 to solve the proposed environment.

6.4.4 Training and Results

The neural networks are implemented using Tensorflow [80]. Each neural network has 8

hidden layers, whose first 2 layers include 512 neurons and the other layers include 256

neurons. The activation function is ReLu and the optimizer is Adam. The same architecture

is applied in the target network and the main network, while the target network is updated

at a slower speed than the main network. In this work, Early Advising is used to speed up

the learning agent within the first 200 epochs and then the stretching stage lasts for another

100 epochs. The whole training process takes 900 epochs.

To evaluate the performance of the algorithms, Constraints-met Rate (CMR), Goal Success

Rate (GSR) and Success Rate (SR) are used. CMR defines the rate of obeying the constraints

during the testing episodes. GSR is same as the success rate defined in Chapter 6, denoting

the success rate of achieving the goals. SR represents the success rate of both achieving the

goals at the end of the episode and obeying the constraints during each episode. To ensure
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Figure 6.1: Simulation results of the standardized constrained RL algorithms from OpenAI.
(A) CPO, (B) TRPO-Lagrangian and (C) PPO-Lagrangian.

the different algorithm testing in the same environments, the same random seeds are applied.

The neural networks are trained using AMD Threadripper 2950x CPU and an NVIDIA Titan

Xp GPU or AMD Threadripper 1950x CPU and an NVIDIA 1080 GPU. To improve the

training efficiency, a similar distributed training approach is deployed in these 16-cores and

32 treads computers. Also, the same version of the software packages and random seeds are

used in either computer to reduce training differences.

The training performance of CPO, TRPO-Lagrangian and PPO-Lagrangian are presented

in Fig. 6.1. All these methods failed in the training process. Figure 6.2 presents the training

performance of the proposed variable-reward advising framework, the proposed advising

framework and the modified HER algorithm. Even with the hindsight experience replay

buffer, the modified HER algorithm could not achieve any success rate in the training. The

proposed advising framework, presented in Chapter 6, gained a slight success rate during the

training. However, the success rate kept on dropping from the middle of the training, which

could be due to the increasing perception of negative samples in the replay buffer, thereby

discouraging the learning agent. The proposed algorithm gained the best performance among

all these algorithms, achieving a maximum SR of around 70%.

Figure 6.3 presents a case study of the constraints awareness of the well-trained policy

obtained from the proposed variable-reward advising framework (A, B) and well-trained
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policy obtained from the advising framework (C, D) in Chapter 6. Figures 6.3 (A) and (C)

show the objects’ distance along the pick and place process. The region in between the read

dash lines is the region that satisfies the defined constraints. It can be seen in performing

the same task in that same environment that the policy with constraints-awareness tries

to maintain the object distance within the threshold while the policy without constraints-

awareness could pull the objects out of the safety region. Figures 6.3 (B) and (D) show the

3D trajectories of both the grippers (solid lines) and objects (dash lines). The trajectories

start from the green circles and end at the red circles.

6.5 Conclusions

Addressing the safety constraints in reinforcement learning is still at its initial stage. How-

ever, it is one of the most crucial stages of applying artificial intelligence into daily robots,

especially the ones that interact with humans. Motivated by autonomous victim extraction,

this chapter further extended the advising framework developed in Chapter 6 to incorporate

the variable-reward transfer learning.

One study of picking up and placing objects at target positions with distance constraints was

performed in this chapter. Grasping objects within a distance threshold is a fundamental

Figure 6.2: Simulation results of (A) the proposed variable-reward advising framework, (B)
the proposed advising framework, and (C) HER.
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Figure 6.3: One case study using well-trained constraint-conditioned policy (A,B) and well-
trained constraints-unaware policy (C,D).

behavior to manipulate the human pose during the extraction. Further damage to an injured

person’s open wounds and broken bones can be efficiently avoided with this behavior. This

well-trained policy can also be used to manipulate heavy rigid objects using the dual-arm

manipulation system.

Compared to other constrained RL algorithms, the proposed method achieved a higher

success rate in the same training environment and training period. More sparse rewards

and challenging dynamics embedded in the task make the training process more unstable.

The proposed advising framework in Chapter 6 even gets a decreasing success rate after

the middle of the training process. With a eight-hidden-layer neural network, the well-

trained policy obtained by the proposed advising framework can achieve a maximum SR of

around 70%. Compared to the unconstrained RL, the training with constraints consideration
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is challenging. As an initial step towards reinforcement learning with safety constraints,

more studies are needed in this direction, including desiccated neural network architecture

design that could efficiently take in constraints as additional inputs, studying the constraints

feature transfer learning to speed up learning with the same constraints but in different

environments, and hyperparameters tuning to decrease the overall size of the neural network

in the learning agent.



Chapter 7

SYSTEM MODELING AND

IDENTIFICATION OF ROBOTIC

MANIPULATORS USING

GENERATIVE ADVERSARIAL

NETWORKS

7.1 Introduction

Identification of the Inverse Kinematics (IK) and the Inverse Dynamics (ID) plays an im-

portant role in precise robot control and trajectory tracking [130, 131]. Existing literature

details various approaches aimed at obtaining precise models of the system to lower feedback

gain and improve adaptability in designing a stable controller [132, 133]. These techniques

can be broadly classified into two categories: analytical methods, and numerical methods.

Analytical methods involve deriving an explicit mathematical model of the system under con-

sideration from first principles. However, these methods rely on simplifying assumptions,

prior knowledge, and experimental parameter estimations using the real system. Imperfec-

86
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tions in any of the above can cause the analytical model to differ from the real system. In

most cases, deriving the underlying mathematical model is unnecessarily complicated, and

could suffer from singularities and nonlinearities [134, 135]. In contrast, numerical methods

are data-driven and can provide approximate solutions within a desired tolerance [136]. With

dedicated algorithms and sufficient data collected from real-world experiments, numerical

methods can learn the uncertainty part in the real system that is difficult to model, and

thereby providing better predictions of the system behavior [137].

Over the past few decades, the applicability of machine learning has improved greatly along

with improvements in the computational capability of hardware. Many techniques have

been developed to solve highly nonlinear problems, such as learning the sequences of motion

primitives for robot manipulation [138], cleaning a table [139], and generating trajectories

for biped robots to follow ZMP critics [140]. The majority of existing techniques have

focused on solving high-level tasks or trajectory planning, while using a general model-based

controller for the low-level actions, resulting in a hybrid control system. Reinforcement

learning techniques became popular in the research community due to the applicability of

physics engine simulations [141] and a replay buffer [104]. However, in many cases, relying

on the analytical model behind the physics engine instead of using real-world data builds a

gap between the simplified analytical model and the complex real-world system.

Applying machine learning techniques to acquire the IK and ID of a given system has a

history of almost two decades in the research community. Karlik et al. worked on finding the

best Artificial Neural Network (ANN) configuration to solve the IK problem for a six Degree-

of-Freedom (DOF) robotic arm [142]. Comparison of Radial Basis function network (RBF)

and Multilayer Perceptron Network (MLP) in solving IK of a 6-DOF arm was performed

in [143]. A neural network architecture, combined with evolutionary techniques were used

to solve the IK of a 6-DOF Stanford robotic manipulator in [144]. In addition to planar
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manipulators [145], the IK of a spatial 3-DOF structure was studied in [146]. Instead of

using a single-agent neural network to solve the kinematic problem, Ansari et al. applied

actor-critic architecture (two agents in one neural network architecture) to learn the IK of

a 6-DOF robotic manipulator inside a reinforcement learning environment. However, this

work explored only a discrete action space (joint space) instead of the continuous action space

[147]. In addition to offline training techniques, an adaptive online strategy based on the

Lyapunov stability theorem was presented to solve for the IK of redundant manipulators in

[148]. Multiple soft computing algorithms for solving the IK of different robotic manipulators

were compared in [136]. However, the majority of existing work used analytical models as

ground truth or used analytic models embedded inside physics-based simulations, instead of

using the data set collected from the real world.

Compensation methods using reinforcement learning were developed for better trajectory

following, and the learning process was demonstrated in real-world online conditions [130].

Even though the compensator was learned, analytical models inside the controller were also

used.

Compared to the IK, learning the ID is more difficult due to the high dimensionality of

the input. To address this issue, existing techniques in this domain have used analytical

models along with learning approaches to handle the modelling error. To this extent, Meier

et al. proposed a nonlinear function approximator to learn a constant error model in order

to improve tracking performance on specific trajectories [149]. On the other hand, Rayyes et

al. proposed learning the inverse statics model by taking advantage of the symmetry of the

robot [150]. However, the improved efficiency offered by this method is limited to symmetric

robot designs. Machine learning methods have also been used to learn rich dynamics as in

the case of a soft robotic manipulator [137, 151, 152]. Deep learning networks along with

physics-based simulators have also been used to study robot dynamics [153]. Reinforcement
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learning techniques have also been used to learn the closed-loop predictive controller for a

real robot [137].

Similar to other numerical methods, the need for a large dataset plays an important role in

training the neural network to approximate the target model. As such, data collection is the

most time consuming and expensive part in the global estimation of the ID. The proposed

approach in [137] requires real-world data collection lasting approximately two hours to

develop a closed-loop controller from scratch. To overcome the problem of training a neural

network with limited data, Generative Adversarial Networks (GANs) were proposed by the

computer vision research community. The idea was to create additional ”fake” data similar

to the real world data, and thereby enlarge the total dataset available for training the target

neural network [154, 155, 156]. GANs have also been used in inverse reinforcement learning

to recover the reward functions embedded in training environments to perform specific tasks

[95, 157]. In a similar fashion, this work aims to approximate the real model globally using a

limited real-world dataset, which is augmented with fake data generated using GANs. The

main contributions described in this chapter are as follows:

• The success of GANs used in the domain of computer vision towards learning the IK

and the ID in extended in cases where real-world data collection is expensive and highly

nonlinear with high dimensional inputs.

• Four types of popular GANs, namely, CGANs [158], LSGANs [159], BiGANs [160], and

DualGANs [161] were modified for applicability towards solving the IK and the ID prob-

lems. Performance of these methods was compared over the unseen real-world trajectories.

• Experimental evaluation of these methods was performed on a 3-DOF MICO robotic

manipulator [114] and a 8-DOF Fetch robotic manipulator. To test the efficiency of the

proposed modified GANs, all training processes were performed on a limited real-world

dataset (collected over a period of 40 mins). The performance of the training process was
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Figure 7.1: 4-DOF MICO robotic manipulator with coordinate frame assigment.

also evaluated using different sizes of the partial dataset and different deviations for the

generator in the GANs.

7.2 Review of System Modeling and Identification

7.2.1 Inverse Kinematics and Inverse Dynamics

Kinematics describe the relationship between the coordinates in the joint space, q and the

ones in the task space, x. The forward kinematics map the joint space to the task space,

FK : q → x while the inverse kinematics presents the opposite mapping, IK : x→ q. Many

methods have been developed to solve the kinematics problem, such as the geometric method

and the Denavit-Hartenberg (DH) method. The closed loop equations have singularities and

nonlinearities and thereby make the IK solving computationally expensive [134].

In this chapter, we use a MICO robotic manipulator [114] and a Fetch robotic manipulator

[162] as the experimental platforms for solving the IK and ID problems. As shown in Fig.

7.1 and Fig. 7.2, the standard Denavit-Hartenberg (DH) method was used for the coordinate

frame assignments. With respect to the Fetch robotic manipulator, the head pan and tilt
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Figure 7.2: 8-DOF Fetch robotic manipulator with coordinate frame assigment.

motions are trivial, and thus not considered. The transformation matrix from frame i, Fi,

to frame j, Fj, is denoted as iTj. The transformation matrix from the base frame to the

end-effector frame, 0TE, can thus be obtained by multiplying the transformation matrices

between intermediate frames, iTi+1, recursively,

0TE =
n∏

i=0

iTi+1 =

 0RE
0PE

0 1

 (7.1)

where 0RE, 0PE are the rotation matrices from the base frame to the end-effector frame

and the position vector of the end-effector in the base frame, n is the number of interme-

diate frames. The corresponding DH parameters are presented in Table 7.1 and Table 7.2,

respectively.

Dynamics correlates the torque and the force in each joint to the position, velocity and

Table 7.1: DH parameters and joint ranges of the MICO robotic manipulator.

Joint i ai−1 αi−1(rad) di θi(rad) θi limitations(rad)
1 0 0 L0 + L1 q1 [−π, π]
2 0 −π/2 0 q2 [−11/18 ∗ π, 1/9 ∗ π]
3 L2 0 0 q3 [−23/36 ∗ π, 5/36 ∗ π]
4 0 −π/2 L3 + L4 q4 [−π, π]
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acceleration of the joint along with the external forces applied to the robot. The dynamics

problem can be solved by various methods such as the Newton-Euler method, Lagrangian

method, or Hamilton method. In this chapter, the Newton-Euler method was applied along

with the DH parameters to solve for the dynamic model of the robotic arm. The inverse

dynamics of the robotic arm can be expressed as,

τ = M(q)q̈ + C(q, q̇)q̇ +G(q) + J⊤F (7.2)

where, M is the generalized inertial matrix, C is the generalized bias force including Coriolis,

centrifugal forces, and friction terms, G is the gravitational force, J is the Jacobin matrix,

and F is the external force applied to the end effector. Table 1 and Table 2 in Appendix A

show the geometric and inertial properties of each link obtained from the Computer Aided

Drawing (CAD) files for the MICO and the Fetch robotic manipulators, respectively. The

moment of inertia is measured at the Center of Mass (CoM) of each link, aligned with its

local coordinate system. q, q̇, q̈, τ present the vectors of joint position, velocity, acceleration

and generalized force variables, respectively. The inverse statics model can be obtained by

setting the vectors of joint velocity and acceleration to zero, q̇ = q̈ = 0. In this work, we do

not apply any external force and torque to the end effector, which results in F = 0.

Table 7.2: DH parameters and joint ranges of the Fetch robotic manipulator.

Joint i ai−1 αi−1(rad) di θi(rad) θi, Di limitations(rad, mm)
1 L0 0 L1 +D1 0 [0, 400]
2 L2 −π/2 L3 θ1 [−23/45 ∗ π, 23/45π]
3 0 −π/2 0 −π/2 + θ2 [−7/18 ∗ π, 29/60 ∗ π]
4 0 π/2 L4 + L5 θ3 Continuous
5 0 −π/2 0 θ4 [−43/60 ∗ π, 43/60 ∗ π]
6 0 π/2 L6 + L7 θ5 Continuous
7 0 −π/2 0 θ6 [−25/36 ∗ π, 25/36 ∗ π]
8 0 0 L8 + L9 θ7 Continuous
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7.2.2 Generative Adversarial Networks (GANs) and Variants

GANs and Conditional GANs

Goodfellow et al. introduced Generative Adversarial Networks (GANs) for the first time in

2014 [163], followed by a series of GANs-family methods being developed for a wide variety of

problems including generative tasks and discriminative tasks. Figure 7.3 shows the original

network structure of GANs. In the original formulation, GANs includes a generator G and

a discriminator D. The generator is trained to learn a mapping from a low-dimension latent

vector, z ∈ Z independent and identically distributed samples from a known prior pz, to

points in the space of natural data X , while the discriminator, D is trained to learn a map

X 7→ [0, 1] that could determine if a sample x ∈ X is from the natural dataset, x ∼ pdata(x),

or generated from the generator, x ∼ G; z ∼ pz. Thus, the training process is to optimize

the D to assign correct labels to both the natural dataset and the samples from the G, and

optimize the G to minimize log(1−D(G(z))) simultaneously. The minimax objective for the

GANs is formulated as follows

min
G

max
D

V (D,G) = Ex∼pdata(x)[logD(x)] + Ez∼pz(z)[log(1−D(G(z)))] (7.3)

The Conditional Generative Adversarial Networks (CGANs) [154, 158] extended the original

Figure 7.3: Network structure of Generative Adversarial Networks (GANs).
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GANs to make both the Generator and the Discriminator be conditioned on additional

information y, G(z|y) and D(x|y). The generator, G, takes the combined information of y

and latent vector z as inputs while the discriminator, D, takes data x and y as inputs. The

objective function of CGANs thus becomes,

min
G

max
D

V (D,G) = Ex∼pdata(x)[logD(x|y)] + Ez∼pz(z)[log(1−D(G(z|y)))] (7.4)

Least Square GANs (LSGANs)

The cross-entropy loss function proposed in the original formulation, Eq. 7.3, minimizes the

Jensen-Shannon divergence between pdata(x), the data distribution, and pg(z), the implicit

distribution of the generator when z ∼ PZ [163]. To overcome the difficulty and failure in

training GANs using the original objective function, Mao et al. adopted a least squares loss

function with a − b coding scheme for the discriminator and showed that minimizing the

objective function of LSGANs yields a minimization of the Pearson χ2 divergence [159]. The

proposed objective functions in LSGANs are defined as follows,

min
D

VLSGAN(D) =
1

2
Ex∼pdata(x)[(D(x)− b)2] +

1

2
Ez∼pz(z)[(D(G(z))− a)2]

min
G

VLSGAN(D) =
1

2
Ez∼pz(z)[(D(G(z))− c)2]

(7.5)

where a and b denote the labels for fake data and real data, respectively. c denotes the value

that G wants D to believe to be for fake data. Suggested by the parameters selection in

[159], 0− 1 binary encoding scheme is used in this chapter, where a = 0, b = 1, c = 1.

Similarly, Arjovsky et al. suggested to minimize the smoother Wasserstein-1 distance be-

tween the generated and the natural data distributions, thereby proposing the Wasserstein
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GANs [164],

W (pdata, pz) = sup
∥f∥L≤1

Ex∼pdata(x)[f(x)]− Ez∼pz(z)[f(z)] (7.6)

where ‖f‖L ≤ 1 : X 7→ R is the family of functions that are 1-Lipschitz. To minimize the

Wasserstein distance, a similar value function is used to optimize the training process,

VWGAN(Dw, G) = Ex∼pdata(x)[Dw(x)]− Ez∼pz(z)[Dw(G(z))] (7.7)

With this formulation, Dw : X 7→ R is trained to serve as a function in computing the

Wasserstein distance.

Bidirectional GANs (BiGANs) and DualGANs

Besides exploring the optimization in the objective functions, efforts have also been applied

in designing a new architecture. Bidirectional Generative Adversarial Networks (BiGANs)

provide Generative Adversarial Networks (GANs) with the means for learning the inverse

mapping, projecting the data, x ∈ X , back into its latent space, z ∈ Z, [160]. An encoder,

E, in BiGANs is trained to invert the generator G without direct communication with the

generator, G. Similar to the BiGANs, DualGANs was proposed with two discriminators and

two generators to learn the mappings between the two spaces, X and Z. The primal GANs

learns the translation from space Z to space X , while the dual GANs learns to invert the

task. With two discriminators and closed loop architecture, DualGANs perform better in

translating between the two spaces [161].
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Figure 7.4: Conditional Generative Adversarial Networks (CGANs) for the IK and the ID.

7.3 Proposed Method

This section describes the proposed GAN architecture to approximate the IK and the ID of

both MICO and Fetch robotic manipulators using real-world data.

7.3.1 Conditional Generative Adversarial Networks and Least Squares

Generative Adversarial Networks

In the original GANs, the generator priors on latent vectors z ∈ Z as the inputs and produces

the data x ∈ X . To satisfy the mathematical model of the IK and the ID, each piece of

data, [I ‖ O] ∼ Pdata, consists of both the input I and the expected output O for IK and

ID. ‖ represents the concatenated form of data I and O in the dataset. In solving the IK,

the position vector of the end effector in the workspace xe ∈ Xend is used as the input I,

while the joint states qk ∈ Qk that result in the corresponding position of the end effector

form the output O. For the ID, the joint states along with their first and second derivatives,

q, q̇, q̈, are used as the input I, while the vectorized force, τ , presents the output O. As

shown in Fig. 7.4, the discriminator, D, takes in one piece of data, [I‖O] or [I∗‖O∗] and

outputs the validity of whether this piece of data is from the natural dataset or generated
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Figure 7.5: Bidirectional Generative Adversarial Networks (BiGAN) for the IK and the ID.

from the generator, G. We denoted [I∗‖O∗] as the data generated from the generator. Based

on the I part of the data sampled from the natural dataset with the predefined variance, σ2,

I∗ is sampled using Gaussian Distribution N (I, σ2) along with each input dimension. I∗ is

then fed into the generator, and it outputs O∗. I∗ is then concatenated with O∗ as a single

instance of fake data to pit against the discriminator. The objective function of the modified

CGANs is,

min
G

max
D

V (D,G) = E[I∥O]∼pdata([I∥O])[logD(O|I)] + EI∗∼N (I,σ2)[log(1−D(G(I∗)|I∗))] (7.8)

In accordance with the approach described in [159], the proposed LSGAN architecture re-

places the cross-entropy loss term in the objective function Eq. 7.8 above, with the 0 − 1

binary coding scheme in order to enforce the generator-discriminator architecture to produce

realistic data,

min
D

VLSGAN(D) =
1

2
E[I∥O]∼pdata([I∥O])[(D(O|I)− 1)2] +

1

2
EI∗∼N (I,σ2)[(D(G(I∗)|I∗))2]

min
G

VLSGAN(D) =
1

2
EI∗∼N (I,σ2)[(D(G(I∗)|I∗)− 1)2]

(7.9)

Details in picking the standard deviation σ for training are presented in Sec. 7.3.6
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7.3.2 Bidirectional Generative Adversarial Networks

Bidirectional Generative Adversarial Networks (BiGANs) provide one extra component, en-

coder E, to the Generative Adversarial Networks. The encoder E in the original BiGANs

aims to learn the hidden mapping from the data space to the latent noise space. With this

architecture, BiGANs can learn both the forward and inverse mapping at the same time dur-

ing the training process. With the same idea, the proposed network architecture, as shown

in Fig. 7.5, embeds an encoder to provide the inverse mapping of the studied problem. An

additional sampler is built to generate additional ”fake” data, O′, based on the sample data,

O, from the natural dataset. These additional samples O′ and the correspondingly generated

I ′ are then used to train the encoder E and the discriminator for the generator G. In the

original formula of BiGANs [160], the data pairs [I ′‖O′] generated from the encoder E are

believed to be natural data. To supervise the encoder’s learning process of inverse mapping

and thereby improve the stability of the optimization procedure, one additional optimization

loop, L, is proposed in the network. In the added loop, the generator takes in data I and

outputs data O. The data O is then mapped back to I ′ via the encoder. The corresponding

loss function of the loop is defined as the L2 distance between the original data I and the

processed data I ′,

L = ‖I − I ′‖2 = ‖I − E(G(I))‖2 (7.10)

The following loop loss is added to the BiGANs objective function,

min
GE

max
D

V (D,G) =E[I∥O]∼pdata([I∥O])[logD(O|I)] + EI∗∼N (I,σ2
I )
[log(1−D(G(I∗)|I∗))

+ EO∗∼N (O,σ2
O)[log(1−D(O∗|E(O∗)))]

(7.11)

Details in picking the standard deviations σI and σO for training are presented in Sec. 7.3.6.
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Figure 7.6: Dual Generative Adversarial Networks (DualGAN) for the IK and the ID.

7.3.3 Dual-Generative Adversarial Networks

DualGANs were proposed to create the mapping between two domains I and O. Compared

to the derivatives of the GANs mentioned above, it consists of two GANs roughly with one

GAN for forward mapping learning and one for inverse mapping learning. As shown in

Fig. 7.6, the proposed DualGANs are composed of GAN-A and GAN-B. GAN-A (whose

components are denoted with subscript A) is built to generate ”fake” O prior on I, while

GAN-B does the inverse job. Two additional optimization loops L1 and L2 are embedded

in the network architecture. In optimization loop 1, samples I are transferred to O space

via generator GA then transferred back to I space via generator GB as I∗. The L2 distance

between I and I∗ are used as the objective function to optimize both GA and GB. A similar

procedure is being performed in loop 2. As advocated in the original DualGANs [161],

Wasserstein-1 distance is used to define the loss of both discriminators, DA and DB,

ldA(I, O) = DA([I
∗‖GA(I

∗)])−DA([I‖O]) (7.12)

ldB(I, O) = DB([GB(O
′)‖O′])−DB([I‖O]) (7.13)
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Table 7.3: Hyperparameter tuning for neural networks.

Parameters Choices Final selected parameters

Number of Layers [3, 4, 5, 6, 7, 8]
3 for IK
5 for ID

Number of Neurons
in Hidden Layers [128, 256, 512, 1024] 256

Activation Functions
in Hidden Layers

[’ReLU’, ’Sigmoid’
, ’Leaky ReLU’] ’Leaky ReLU’

Parameters for ’Leaky ReLU’ [0.1, 0.3, 0.4, 0.5, 0.7, 0.9] 0.1

7.3.4 Data Standardization and Hyperparameter Tuning

Feature scaling is an important process for data preparation in machine learning, especially

when the range of values of raw data varies widely [165]. Considering the different ranges

of the joint position as shown in Table 7.1 and Table 7.2, the real-world data collected is

standardized by removing the mean and scaling to unit variance before being processed to

the training and validation dataset. With a unit variance for each data channel, standard

deviation can be selected for the generator to generate input samples. A comparison of using

different standard deviations for the generators is performed to evaluate their impact on the

training performance in the Sec. 5.4.2.

To ensure optimal performance of each of the proposed methods, Hyperopt [166] was used

for hyperparameters tuning. The tuned hyperparameters include the number of layers nl,

the number of neurons in each layer nn, the activation functions used for the neurons in each

layer, except the final output layer fa, and the parameters for the activation, fp, if needed.

In order to ensure realistic comparison, tuning was performed to optimize the cumulative

performance of all proposed methods, and the same set of tuned parameters were used across

all proposed architectures. Details of the choices and tuned hyperparameters are presented

in Tabel 7.3.
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7.3.5 Data Collection for Robotic Manipulators

Data Collection for MICO Robotic Manipulator

To avoid overfitting of the training model in local paths, random trajectories, instead of

predefined trajectories, were generated for the end-effector of the MICO robotic manipula-

tor to follow. Each trajectory consisted of multiple waypoints, distributed over the whole

actuation space (joint space). In sampling the waypoints, two criteria were used to ensure

the feasibility and safety in achieving the desired motion: (1) the joint positions should fall

within the feasible configuration space and, (2) the z position of end effector, calculated from

the forward kinematics, should be greater than 0.2 m to avoid the robotic manipulator from

crashing into the table where the base was fixed. Cubic polynomials were used to generate

the desired smooth motion between two consecutive waypoints in the trajectories, ensuring

zero velocity constraints at each waypoint.

f(t) = a+ bt+ ct2 + dt3 (7.14)

Figure 7.1 shows the experimental setup. MATLAB Simulink and Quanser’s QUARC™software

were used to control and monitor the MICO robotic manipulator as shown in Fig. 7.7. The

trajectory is planned in the joint space, q_traj, and then sent to a QUARC Simulink block

to control the low-level joint actuators. The status data, such as the torque at each of the

Figure 7.7: The control and monitoring system was built in Simulink with QUARC.™



102
Chapter 7. SYSTEM MODELING AND IDENTIFICATION OF ROBOTIC MANIPULATORS

USING GENERATIVE ADVERSARIAL NETWORKS

Figure 7.8: One sample of the trajectories of MICO Robotic Manipulator in a real experi-
ment.

joints and the real-time joint positions were also collected using the QUARC Simulink block.

Besides the joint status, the QUARC Simulink block also provides the position of the end-

effector using a predefined forward kinematics model. A data logger was built inside the

system to collect all the data necessary for the neural network training.

Six trajectories were tracked, and each trajectory lasted for 800 seconds, with 100 interme-

diate waypoints. The interval between each consecutive waypoint was set to be 8 seconds

taking into consideration the actuator specifications. Random seeding was used inside the
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Figure 7.9: The control and monitoring system was built in ROS.

trajectory generation program to avoid similar trajectories from being generated. The raw

data was collected at 500 Hz, including the position, velocity, acceleration, and torque in the

joint space, as well as the position of the end effector in the Cartesian coordinates. The data

at the beginning and the end of the trajectories was removed, and the rest was downsampled

to reduce the data size. A low-pass filter with a window size of 50 was applied to remove

noise and then further downsampled. The post-processed data for each trajectory lasts for

about 120 seconds with 12,000 data samples. Figure 7.8 shows one of the trajectories without

standardization as an example.

Data Collection for Fetch Robotic Manipulator

The Fetch robotic manipulators are controlled and system states can be monitored via Robot

Operating System (ROS) [167]. With similar approach in generating the random trajectories

of MICO robotics manipulator, waypoints are sampled over the actuation space except for the

head pan and head tilt joints. As shown in Fig. 7.9, the waypoint generator sends waypoint

samples to the MoveIt trajectory planner. The built-in MoveIt trajectory planner is in charge

of determining whether the proposed waypoints are feasible or not by considering self-collision

and collision with the ground plane. Only the feasible waypoints will be used to generate

smooth trajectories by MoveIt and then performed by the real-world robotic manipulator.
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Figure 7.10: One sample of the trajectories of Fetch Robotic Manipulator in real experiment.

A ROS bag is created to record the system states, such as the frame coordinates, joint

position and force/torque applied on the joints. Two trajectories were randomly generated

and performed by the Fetch robotic manipulator. Each Trajectory lasts for 2400 seconds with

around 600 feasible intermediate waypoints and raw data was collected at 100 Hz. Similar

process was performed on the collected data to remove the noise and achieve downsampling,

and the final dataset for each trajectory includes around 60,000 data samples. Figure 7.10

shows one of the trajectories without standardization as an example.
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7.3.6 Training and Results

The neural network architecture was built using Keras [79] with TensorFlow [80] running

in the backend. To compare the performance between each network architecture, the same

hyperparameters and optimizer were used. This includes the number of layers (three layers

for the IK and five layers for the ID), number of neurons in each layer (256), activation

function (Leaky ReLU with α = 0.1) and the optimizer (Adam[168]).

For the MICO robotic manipulator, five of the performed trajectories were used to build the

dataset for training purposes while the remaining trajectory was used for final performance

testing, which is defined as the test dataset in this chapter. For the Fetch robotic manipulator,

one trajectory was used for training purposes and the other one was used as the test dataset.

The dataset was standardized in either case to remove the wide range difference among

different data channels (feature) to gain faster convergence and more stable training process.

Different standard deviation values (σ ∈ {0.0, 0.2, 0.4, 0.6}) were selected for the generator

G in the GANs to evaluate the training performance of the proposed methods.

To evaluate the training performance of the proposed methods using limited data, a compar-

ison of using different sizes of the overall data (p ∈ {1, 2, 3, 4, 5, 6}× 10, 000) for the training

process was performed. In each training process, the dataset is further split into training

and validation sets randomly. The training set consists of 80% of the whole data while the

validation set covers the remaining 20%.

The training process was performed using an AMD Threadripper 2950x CPU and an NVIDIA

Titan Xp GPU. Root Mean Squared Error (RMSE) was used for quantitative evaluation of

the training, RMSE =
√

1
n

∑n
i=1(Yi − Ŷi)2, where Ŷi is the predicted values of Yi. Each

pair of dataset size and standard deviation was applied to the proposed methods and the

baseline method to perform training for the IK and ID. Each training process includes
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Table 7.4: Comparisons on the MICO Robotic Manipulator over the whole testing trajectory
with different dataset sizes and standard deviations.

Algorithm BiGANs1 DualGANs GANs LSGANs Base2

Inverse Kinematics3

Da1-Dev04 0.12 0.4 0.75 0.73 0.11 0.4 0.92 1.04

0.04 0.54
Da1-Dev1 0.08 0.48 0.62 0.7 0.09 0.395 0.87 1

Da1-Dev2 0.09 0.44 0.78 0.76 0.11 0.46 0.81 0.98

Da1-Dev3 0.5 0.53 0.8 0.8 0.11 0.41 0.97 1.02

Da2-Dev0 0.1 0.34 0.52 0.64 0.09 0.31 0.19 0.38

0.03 0.36
Da2-Dev1 0.1 0.46 0.52 0.66 0.16 0.36 0.12 0.37

Da2-Dev2 0.08 0.37 0.56 0.65 0.17 0.38 0.11 0.55

Da2-Dev3 0.18 0.38 0.55 0.68 0.16 0.38 0.09 0.37

Da3-Dev0 0.15 0.28 0.27 0.5 0.09 0.26 0.42 0.8

0.05 0.29
Da3-Dev1 0.13 0.32 0.32 0.51 0.08 0.29 0.08 0.33

Da3-Dev2 0.22 0.38 0.29 0.5 0.1 0.3 0.09 0.54

Da3-Dev3 0.14 0.33 0.32 0.48 0.15 0.34 0.17 0.75

Da4-Dev0 0.11 0.22 0.33 0.47 0.1 0.25 0.16 0.29

0.06 0.26
Da4-Dev1 0.1 0.23 0.31 0.43 0.1 0.27 0.09 0.23

Da4-Dev2 0.1 0.24 0.28 0.4 0.11 0.24 0.16 0.68

Da4-Dev3 0.11 0.26 0.37 0.54 0.11 0.26 0.1 0.27

Da5-Dev0 0.15 0.22 0.25 0.36 0.1 0.2 0.16 0.23

0.06 0.22
Da5-Dev1 0.11 0.22 0.2 0.33 0.11 0.23 0.14 0.24

Da5-Dev2 0.1 0.23 0.49 0.6 0.11 0.24 0.15 0.26

Da5-Dev3 0.12 0.25 0.29 0.43 0.17 0.24 0.15 0.25

Da6-Dev0 0.15 0.18 0.14 0.17 0.13 0.18 0.14 0.18

0.09 0.16
Da6-Dev1 0.13 0.18 0.15 0.19 0.13 0.17 0.13 0.18

Da6-Dev2 0.16 0.19 0.19 0.22 0.13 0.17 0.12 0.18
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Da6-Dev3 0.16 0.19 0.22 0.24 0.13 0.2 0.12 0.21

Inverse Dynamics6

Da1-Dev0 0.07 0.45 0.48 0.72 0.1 0.47 0.12 0.51

0.01 0.3
Da1-Dev1 0.03 0.47 0.33 0.57 0.03 0.51 0.03 0.48

Da1-Dev2 0.05 0.46 0.34 0.61 0.04 0.5 0.04 0.5

Da1-Dev3 0.07 0.47 0.36 0.62 0.05 0.5 0.04 0.52

Da2-Dev0 0.04 0.37 0.28 0.42 0.08 0.38 0.15 0.38

0.02 0.26
Da2-Dev1 0.03 0.39 0.45 0.55 0.03 0.37 0.04 0.36

Da2-Dev2 0.06 0.38 0.31 0.46 0.04 0.39 0.05 0.41

Da2-Dev3 0.08 0.38 0.29 0.5 0.06 0.41 0.07 0.39

Da3-Dev0 0.04 0.36 0.25 0.46 0.06 0.36 0.08 0.36

0.02 0.25
Da3-Dev1 0.03 0.36 0.31 0.47 0.03 0.36 0.04 0.36

Da3-Dev2 0.05 0.36 0.25 0.46 0.04 0.36 0.06 0.37

Da3-Dev3 0.07 0.37 0.3 0.48 0.06 0.36 0.07 0.36

Da4-Dev0 0.03 0.34 0.26 0.4 0.06 0.32 0.06 0.34

0.02 0.21
Da4-Dev1 0.03 0.33 0.27 0.4 0.03 0.32 0.04 0.32

Da4-Dev2 0.05 0.34 0.28 0.38 0.04 0.32 0.05 0.33

Da4-Dev3 0.07 0.33 0.34 0.43 0.07 0.33 0.07 0.34

Da5-Dev0 0.04 0.33 0.31 0.38 0.05 0.3 0.05 0.3

0.02 0.19
Da5-Dev1 0.03 0.32 0.26 0.41 0.03 0.3 0.03 0.3

Da5-Dev2 0.05 0.32 0.29 0.36 0.04 0.29 0.06 0.3

Da5-Dev3 0.08 0.31 0.32 0.41 0.07 0.32 0.08 0.3

Da6-Dev0 0.04 0.23 0.17 0.25 0.05 0.22 0.06 0.22

0.02 0.14
Da6-Dev1 0.04 0.23 0.18 0.29 0.04 0.22 0.04 0.22

Da6-Dev2 0.07 0.24 0.31 0.35 0.06 0.23 0.06 0.23

Da6-Dev3 0.09 0.24 0.39 0.43 0.09 0.23 0.1 0.24
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1 The first subcolumn under each method is the validation loss and the second

subcolumn is the test loss.
2 A fully connected neural network is applied as the baseline.
3,6 The loss was calculated using RMSE, each term of the loss function was

inverse-transformed back to the original data scale by the standard scaler.
4 Da#-Dev#, first digit indicates the size of data used for training , the second

digit indicates the applied standard deviation for the generator. For example,

Da4-Dev2 indicates that 4 × 10, 000 data is used for training process and

σ = 2× 0.2 is used for the generator.
5 The bold value indicates the best performance among the methods using the

same-size dataset.

Table 7.5: Comparisons of Proposed Methods on the Fetch Robotic Manipulator over the
whole testing trajectory with different dataset sizes and standard deviations.

Algorithm BiGANs1 DualGANs GANs LSGANs Base2

Inverse Kinematics3

Da1-Dev04 0.94 0.96 0.93 0.95 1 1.01 2.14 2.14

0.61 0.925
Da1-Dev1 0.95 0.96 0.93 0.95 0.97 0.98 1.26 1.26

Da1-Dev2 0.92 0.96 0.93 0.95 0.95 0.97 1.17 1.17

Da1-Dev3 0.94 0.95 0.93 0.95 0.95 0.97 2.5 2.5

Da2-Dev0 0.97 0.98 0.9 0.91 1.01 1.02 1.06 1.06

0.71 0.9
Da2-Dev1 0.97 0.97 0.96 0.96 0.97 0.97 1.42 1.42

Da2-Dev2 0.96 0.98 0.92 0.92 1 1.01 1.12 1.12

Da2-Dev3 0.95 0.97 0.92 0.94 0.98 0.99 1.14 1.14

Da3-Dev0 1.05 1.05 0.91 0.93 0.99 0.98 1.08 1.08

0.72 0.89
Da3-Dev1 1 1 0.9 0.92 1.02 1.02 1.06 1.06

Da3-Dev2 1.02 1.03 0.91 0.93 1.04 1.02 1.02 1.02
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Da3-Dev3 1.02 1.05 0.9 0.92 0.98 1.02 1.1 1.1

Da4-Dev0 1.04 1.05 0.9 0.91 0.99 0.99 1.19 1.19

0.74 0.89
Da4-Dev1 0.99 1 0.92 0.94 1 1.04 1.15 1.15

Da4-Dev2 1 1.02 0.9 0.93 1.02 1.05 1.22 1.22

Da4-Dev3 1 1.03 0.91 0.92 1.02 1.04 1.2 1.2

Da5-Dev0 0.98 1 0.93 0.94 1.04 1.05 1.15 1.15

0.76 0.89
Da5-Dev1 1 1.04 0.91 0.92 1.01 1.03 1.13 1.13

Da5-Dev2 1.03 1.05 0.92 0.94 1.07 1.1 1.08 1.08

Da5-Dev3 0.99 1.01 0.9 0.92 1 1.03 1.18 1.18

Da6-Dev0 1 1.04 0.91 0.93 1.01 1.07 1.15 1.15

0.73 0.9
Da6-Dev1 1.02 1.07 0.92 0.94 0.97 1 1.17 1.17

Da6-Dev2 0.99 1.02 0.9 0.92 0.99 1.03 1.16 1.16

Da6-Dev3 1.03 1.06 0.9 0.93 1.02 1.06 1.08 1.08

Inverse Dynamics6

Da1-Dev0 2.77 13.43 15.46 14.32 2.88 13.65 3.51 13.66

1.4 14.22
Da1-Dev1 2.16 13.45 16.6 13.84 2.45 13.95 2.94 13.39

Da1-Dev2 2.5 13.5 14.43 13.65 2.57 13.83 2.37 13.68

Da1-Dev3 2.93 13.77 13.58 14.6 3.07 13.89 2.62 14.1

Da2-Dev0 2.45 13.39 14.89 13.43 3.76 13.27 3.12 13.31

1.45 13.6
Da2-Dev1 2.06 13.24 12.87 13.78 2.61 13.5 2.53 13.27

Da2-Dev2 2.54 13.26 14.58 13.61 2.65 13.55 2.43 13.36

Da2-Dev3 3.02 13.49 14.31 13.7 3.06 13.54 2.76 13.4

Da3-Dev0 2.49 13.18 14.25 13.44 2.89 12.88 3.21 12.97

1.5 13.23
Da3-Dev1 2.29 13.31 13.41 13.23 2.48 13 2.81 13.11

Da3-Dev2 2.54 12.9 13.54 13.29 2.85 13.17 2.51 13.17

Da3-Dev3 3.08 12.99 13.39 13.38 3.41 13.38 3.25 13.24

Da4-Dev0 2.42 13.12 13.19 13.28 2.68 12.79 3.16 12.85

1.6 13.07
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Da4-Dev1 2.3 12.99 13.17 13.28 2.59 13.13 2.71 12.83

Da4-Dev2 2.61 12.89 13.3 13.43 3.2 13.25 2.66 13.13

Da4-Dev3 3.28 12.87 12.29 13.43 3.67 13.18 3.19 12.96

Da5-Dev0 2.47 12.83 13.38 13.33 2.93 12.88 3.19 12.81

1.63 12.92
Da5-Dev1 2.51 12.8 13.31 13.22 2.65 12.67 2.79 12.97

Da5-Dev2 2.99 12.84 12.71 13.21 3.68 12.96 3.06 12.9

Da5-Dev3 3.34 12.76 12.35 13.44 3.77 13.06 3.38 12.83

Da6-Dev0 3.11 12.91 13.58 13.47 3.02 12.87 3.51 12.7

2.04 13.01
Da6-Dev1 2.92 12.89 13.57 13.6 3.35 12.91 3.46 12.94

Da6-Dev2 2.99 12.94 12.85 13.37 4.14 13.16 3.31 12.92

Da6-Dev3 3.79 13.01 13.19 13.33 4.31 13.04 3.94 12.84

1 The first subcolumn under each method is the validation loss and the second subcol-

umn is the test loss.
2 A fully connected neural network is applied as the baseline.
3,6 The loss was calculated using RMSE, each term of the loss function was inverse-

transformed back to the original data scale by the standard scaler.
4 Da#-Dev#, first digit indicates the size of data used for training , the second digit

indicates the applied standard deviation for the generator. For example, Da4-Dev2

indicates that 4 × 10, 000 data is used for training process and σ = 2 × 0.2 is used

for the generator.
5 The bold value indicates the best performance among methods using the same-size

dataset.

100 training epochs, and each training epoch covers all the training dataset. At the end

of the each training epoch, validation dataset is used to evaluate the performance of the

well-trained neural network on the unseen dataset selected for training, which is relatively

smaller than the test dataset. To test the overall performance and the generalization of the
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well-trained neural network using the limited dataset, test dataset was used to estimate its

overall performance over the whole actuation space. The training process of each proposed

method and the baseline method takes around 23 mins to to train the whole 60,000 dataset.

The execution time of the generator neural network takes around 0.17ms to perform a single

prediction. For every IK and ID learning task, all of the proposed neural network algorithms

converged.

Table 7.4 and 7.5 detail the best performance of each proposed method using different dataset

sizes and standard deviations for the generator for the IK and ID of the MICO and Fetch

robotic manipulators, respectively. Each column of the method has two sub-columns, the first

one is the loss function evaluated by the evalution dataset and the second one is evaluated

by the test dataset. For every task, 6 different sizes of dataset were used and defined by

the first digit of Da#-Dev#. For example, Da4 indicates that 4× 10, 000 data points were

used for the training. For every task and every size of the dataset, 4 different standard

deviations were used for the generator, which is defined by the second digit of Da#-Dev#.

For example, Dev2 indicates σ = 2 × 0.2 is applied in the generator. In the loss function

evaluation of both validation dataset and training dataset, the predicted and ground-truth

values were transformed back to the original data scale by the standard scaler. Considering

training on the same dataset size, the value of the best performance is highlighted in the

table.

In solving the IK task of the MICO robotic manipulator, the proposed method, GANs,

achieved the best performance when using the dataset in the least size. As the size of the

dataset used for training increases, this advantage becomes smaller. All the proposed meth-

ods and the baseline achieved similar performance when using the whole dataset (including

all five trajectories). In solving the ID task of the MICO robotic manipulator, the baseline

methods slightly outperformed all the proposed methods considering the wide range of the
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generalized force executed at each joint. GANs and LSGANs achieve the best performance

among all the proposed methods and achieved a loss around 0.22Nm, while the baseline

method achieved 0.14Nm. For ID, the analytical model, which uses the mass properties

estimated from CAD, performed the worst with an RMSE of 0.4082 Nm.

In solving the IK task of the Fetch robotic manipulator, the proposed methods achieved sim-

ilar performance as the baseline. DualGANs outperformed all the other proposed methods

and achieved a total loss of 0.91 while the baseline methods gained the least loss of 0.89.

In solving the ID task of the Fetch robotic manipulator, almost all trials of the proposed

methods performed better in the test evaluation than the baseline method. GANs gained

the best performance with a loss of 12.67 while the baseline achieved 12.92 as the best value.

The analytical model achieved an RMSE of 40.00.

It can also be noted that the baseline method has a much lower loss in the validation dataset

than the proposed methods even if it performs similarly or worse in the test dataset. This

”hidden” overfitting in a limited dataset may fail to generalize the neural network in the

overall actuation space while the proposed methods are robust in such situations. Standard

deviation also plays an important role in the training performance, and it can be seen that

in the ID task of the Fetch robotic manipulator, a ”suitable” standard deviation gained the

best performance compared to the same methods with either too large or too small standard

deviation.

The results from the experimental validation show that the proposed algorithms can handle

the estimation of the uncertainty components present in the system when compared to

existing analytical methods. This could be attributed to the fact that unlike existing methods

the proposed techniques were trained on real-world dataset instead of using a simplified

analytical model such as physics-based simulations. In comparison to simplified analytical

data, real-world dataset provide rich information including the effects of friction, damping,
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actuator properties, and mass-inertia effects of different links in the most realistic manner.

This enables the trained neural network to perform precise predictions.

The experimental results also show that the proposed technique works well in cases with

limited dataset compared to the widely used fully connected neural network, and even when

the manipulator is used to track previously unseen trajectories. This validates the global

approximation capabilities of the proposed techniques. The proposed technique was trained

using trajectories generated randomly over the entire task space, making all points equally

probable in the training dataset. This along with the sample generator and the generator-

discriminator frameworks enables neural network training over the neighborhood of natural

data while avoiding overfitting on the limited collected data. Together these features ef-

fectively extend the prediction capability of the proposed techniques over the entire task

space.

7.4 Conclusions

In this chapter, a series of modified Generative Adversarial Networks were introduced for

solving the inverse kinematics and inverse dynamics of robots using real-world experimen-

tal data. Existing research has focused on learning the uncertainty along with a simplified

analytical model or predicting the hindsight analytic model, which could then be used as

ground truth. However, existing techniques do not allow for global estimation of the under-

lying model of the system. Moreover, they require extensive training data sets to perform

accurate modelling, which is often time consuming.

The proposed neural network techniques apply generator and discriminator architectures to

address the above mentioned limitations. Using the generator and discriminator frameworks,

the proposed methods are able to perform better than state-of-the-art techniques in cases
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where there is insufficient data. We evaluated the proposed methods on a MICO robotic

manipulator and a Fetch robotic manipulator with different-size training dataset. The ex-

perimental results show that the proposed method is able to solve the inverse kinematics

and inverse dynamics problems with the desired degree of accuracy. Also, the selection of

different standard deviations for the generator was also studied in the training process. A

”correctly” selected standard deviation will help the neural network achieve a lower loss in

the performance and avoid overfitting.

The techniques proposed in this work open new ways for solving the inverse kinematic and

the inverse dynamics problems for high dimensional nonlinear systems with a limited dataset.

Future work in this domain aims at applying the proposed techniques to learn models for

complicated robotic systems with different types of input data. This includes applications

such as system identification techniques for animal locomotion such as that of lizards or bats

based on joint tracking images. The proposed techniques also open up interesting venues

for research in the domain of neural network design, such as the development of capsule

based networks with dynamic routing. In comparison to existing architectures, this allows

for handling local entry identification such as static or dynamic constraints.



Chapter 8

EXPERIMENTAL VALIDATION OF

THE INTEGRATED HUMAN POSE

ESTIMATION AND

MANIPULATION SYSTEM

8.1 Experimental Setup

To experimentally validate the proposed human-robot interaction with pose estimation and

dual-arm manipulation using artificial intelligence, a test bench was setup inside the Robotics

and Mechatronics Laboratory. The test bench was designed to simulate the front part of

SAVER that is in charge of manipulating the human pose during the extraction process onto

the SAVER stretcher. As shown in Fig. 8.1, a full-size manikin from Susie/Simon was used

as the victim to be autonomously extracted. A Kinect V2 is mounted on top of the test bench

at 1 meter height to obtain a clear view of the manikin. Two robotic manipulators, based

on Kinova 4-DOF MICO and powered by Quanser’s renowned QUARC MATLAB/Simulink

platform, are installed one either lateral side of the test bench, at a distance of 0.72 meter.

A head and neck support system was placed underneath the head of the manikin to place

the manikin into the proper pose during the extraction process. The origin of the test bench

115
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Figure 8.1: Proposed Experiment Test Bench

is located at the mid point of the origins of the coordinates of the two robotic manipulators.

The axis and directions of the test bench coordinates are the same as the coordinates of the

robotic manipulators. Table 8.1 presents the coordinates of all the devices on the test bench

with respect to the test bench coordinates.

Table 8.1: Coordinates of the Devices on the Test Bench

Device i position 1 (m) orientation 2

Robotic Manipulator 1 (0,−0.36, 0) I3
Robotic Manipulator 2 (0, 0.36, 0) I3

Kinect v2 (0.06, 0.03, 1.20)

 0 −1 0
−1 0 0
0 0 −1


1 (x, y, z) in meter
2 with 1 as in same direction and −1 in opposite direction of (x, y, z)
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Figure 8.2: Proposed Integrated Control System Architecture

8.2 Integrated Control System Setup

An integrated control system was set up to validate the proposed method in autonomous

victim pose manipulation using the proposed test bench presented in the previous section.

The overall architecture is presented in Fig. 8.2. Three computers are used to run the inte-

grated control system: one computer is used as the high-level controller and two computers

are used as low-level controllers. The hardware details of the integrated system is presented

in Tab. 8.2. The high-level controller, equipped with advanced CPU and GPU, is in charged

of human pose estimation, global trajectory planning, and inverse model computing. The

low-level controllers are used to send joint position commands to the robotic manipulators

using QUARC MATLAB/Simulink interface via serial ports. The high-level and low-level

controllers are connected via Ethernet cable and communicate via TCP/IP protocol. The

Kinect V2 captures the RGB-D images of the manikin on the test bench. The RGB channels

of the images are passed to the human pose estimation neural network (perception) to find

the human pose on the 2D images. The 3D positions of the human joints in the coordinates
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Table 8.2: Computing Hardware Details of the Integrated Control System

Controller Device Function

High-level AMD 1950X
Nvidia 2080Ti

1. Human pose estimation
2. Manipulation planning in work space
3. Mapping planning to joint space

Low-level Intel i7 6700 Manipulator joint position control

of the Kinect V2 are obtained from the depth channel of the corresponding RGB-D images.

These 3D positions information is then transformed to the test bench coordinates, and feed

into the well-trained neural network (decision-making) along with the current status of the

dual-arm robotic manipulation system, qstate, to obtain the trajectory of each manipulator

planned in the test bench coordinate, xcmd. Based on the coordinates information provided

in Tab. 8.1, each individual trajectory of the robotic manipulator is transformed to its

own coordinates. Inverse model controller (control) takes in the trajectories planned in the

workspace, and outputs the desired trajectories in the joint space, qcmd, to the following

low-level controller.

8.3 Experimental Results

In autonomous victim extraction, one important process is to manipulate the upper limbs

of the victim to make them close to the victim’s body in order to safely extract the victim

into the stretcher of the SAVER. As shown in the conceptual simulation in the Fig. 8.3 (A-

D), the robotic manipulators are deployed to perform this manipulation in the teleoperated

mode. To perform a similar behavior, a well-trained policy (decision-making) of pushing

objects are deployed into the integrated system. The human pose estimation system is in

charge of detecting the positions of the victim’s wrists and hips. The hip positions are used

to generate the target positions in the pushing tasks while the wrist positions replace the
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Figure 8.3: Experimental Validation on the Test Bench

objects position in the simulated environment. The trajectories are generated by the well-

trained policy and outputs to the neural network-based inverse model controller to generate

the trajectory in the joint space. To avoid squeezing the upper limbs into the victim’s body,

a threshold of 15 cm is set to stop the motion.

Figure 8.3 (E-H) presents a successful trial of autonomous human pose estimation and hu-

man pose manipulation to make the victim’s upper limbs close to the victim’s body. The

experimental results present a similar performance as shown in the conceptual simulation.

To manipulate the upper limbs of the manikin close to it’s hips, a total 20 trials of experiments

were performed with different upper limbs positions and hips positions. 15 out of 20 trials

ended with success by pushing the upper limbs to the target positions while five trials failed.

Table 8.3: Performance Summary of the Integrated System Experi-
mental Validation

Succeed Fail
Pushing1 Reaching 2

Integrated System 15/20 3/20 2/20
1 Failed in the pushing process from original wrists positions to target hips

positions
2 Failed in reaching correct original wrists positions
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Three of the failed five trials did not succeed in the pushing processes using either robotic

manipulator, while the other two failed in reaching the wrist side position of the manikin.

A summary of the experimental validation is presented in Tab. 8.3.

Possible reasons for the failure in the experimental validation could be from the depth in-

formation of the Kinect V2, differences between the grippers and physics properties in ex-

periments and simulations. The images with depth information obtained from Kinect V2

has a resolution of 512 × 424, play as an important key in the success of the experimental

validation. With an overall success rate of 75%, the concept of the integrated system for

autonomous victim extraction was validated.



Chapter 9

CONCLUSION AND FUTURE

WORK

This chapter concludes the dissertation with a summary of the current work as well as a

forward looking discussion into prospective research.

9.1 Summary

This dissertation focused on the development and evaluation of applying artificial intelligence

techniques to an autonomous victim extraction using dual-arm manipulation system. To

accomplish this, three interrelated tracks were pursued: (1) accurate and efficient human pose

estimation using machine learning and distributed computing, (2) accurate machine learning-

based modeling of the robotic manipulators using limited size of real-world dataset, and (3)

novel reinforcement learning framework to expedite the training process of the cooperative

dual-arm manipulation and its extended version with the consideration of safety constraints.

Finally, an integrated system, including all of the above developed components, was built and

experimentally tested with full-size manikin to successfully validate the proposed research

on human-robot interaction with pose estimation and dual-arm manipulation using artificial

intelligence.

121
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9.2 Directions for Future Work

As the work described in this dissertation validated the research on safe human-robot inter-

action using artificial intelligence, the are clear directions in how this research can progress in

the future. The potential research directions pertaining to the fields of perception, control,

and decision-making, are summarized as follows:

9.2.1 Improvement in Human Pose Estimation

Perception serves as the foundation for safe human-robot interaction. In this work, RGB

images served as the input to the perception system and may be affected by the complex

nature of the environments in which rescue robot operate (e.g., natural or man-made disaster

scenarios), such as low/high-illumination, smoke/fog, and rain. Multi-spectral perception is

an ideal solution in such environments, such as thermal imaging and night vision. Also,

Radio Frequency (RF) has been proved to be able to detect victims behind walls in recent

research. Fusing these multi-spectral imaging information will lead to a more robust and

accurate human detection procedure that will be able to detect victims with camouflage or

those buried under debris.

The architecture of the perception neural network is another research direction with great

potential. For example, artificial Recurrent Neural Network (RNN) architecture yields a

more stable prediction with its memory units embedded inside the neural network. To

further explore in this direction, new dataset that consists of video and ground truth needs

to be built.

Another concern of stable machine learning-based human pose estimation is adversarial ma-

chine learning attacks. Adversarial labels or noise could largely decrease the performance
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in standard machine learning models. To apply machine learning models to safety con-

cerned/sensitive applications, techniques to defeat adversarial attacks also deserve great

attentions from the research community.

9.2.2 Improvement in System Identification and Control Adapta-

tion

The proposed methods were validated using two types of rigid robotic manipulators, one with

low-DOF and one with high-DOF. Using machine learning techniques to identify the model of

soft robots or even study the dynamic model of animal movement is also promising. Data-

driven methods will relief scientists’ and engineers’ burden of making certain simplifying

assumptions and obtaining the prior knowledge of the target system. This direction of

research will benefit applications that requires high fidelity models.

As robots are manipulated over time, wear and tear is inevitable in both the mechanical

and the mechatronics hardware. Also, search and rescue robots are often applied in various

environments, such as underwater, in-air, and low/high temperature. These factors will

change the dynamics and kinematics of robotic manipulators slowly or suddenly. Neural

network models that are able to be adaptive to changing situations is another interesting

research direction. This field could be considered as apart of lifelong learning. With the

ability of self-adjustment, neural network based-controllers will present more accurate and

robust tracking performance, even when certain physics-based properties of its parts are

changing.
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9.2.3 Improvement in Reinforcement Learning Towards Safety Con-

straints for Human-Robot Interaction

Reinforcement learning has gained popularity and presented great potential in solving com-

plicated tasks that could not be solved using traditional methods. The highly end-to-end

solutions that reinforcement learning provide, are more convenient to be deployed in real-

world applications. Compared to applications for other deep learning methods, such as

computer vision and natural language processing, that are more mature, applications for

reinforcement learning are still at their initial stages. Techniques or strategies need to be

adapted to the field of reinforcement learning.

Safety concerns in reinforcement learning is drawing more attention from the research com-

munity compared to other machine learning methods. Reinforcement learning models are

designed to interact directly with the environment, in which they are deployed. This be-

comes a critical issue when humans are present in the environment. Compared to other

fields such as meta-learning and transfer learning, studies on safe reinforcement learning are

still at their initial stages.

Lifelong reinforcement learning, which refers to developing agents that could accumulate

knowledge over experience and rapidly learn new tasks upon prior knowledge, is another

interesting field of research. The proposed teacher-student framework validate the general

idea of learning upon prior knowledge and can be treated as an initial attempt to achieve

lifelong learning. One focus pertaining to lifelong learning is to balance the abilities of both

performing previous tasks and learning to complete new tasks, while keeping the size of the

neural network reasonably small.



Bibliography

[1] World Disasters Report - IFRC. Technical report, International Federation of

Red Cross and Red Crescent Societies, 2018. URL https://www.ifrc.org/en/

publications-and-reports/world-disasters-report/.

[2] Russ S. Kotwal, Jeffrey T. Howard, Jean A. Orman, Bruce W. Tarpey, Jeffrey A.

Bailey, Howard R. Champion, Robert L. Mabry, John B. Holcomb, and Kirby R.

Gross. The Effect of a Golden Hour Policy on the Morbidity and Mortality of Combat

Casualties. JAMA Surgery, 151(1):15, 1 2016. ISSN 2168-6254. doi: 10.1001/jamasurg.

2015.3104. URL http://archsurg.jamanetwork.com/article.aspx?doi=10.1001/

jamasurg.2015.3104.

[3] Battlefield medicine: improving survival rates and ‘the golden hour’. URL https:

//www.iiss.org/blogs/military-balance/2019/04/battlefield-medicine.

[4] E. Brooke Lerner and Ronald M Moscati. The Golden Hour: Scientific Fact or Medical

”Urban Legend”? Academic Emergency Medicine, 8(7):758–760, 7 2001. ISSN 1069-

6563. doi: 10.1111/j.1553-2712.2001.tb00201.x. URL http://doi.wiley.com/10.

1111/j.1553-2712.2001.tb00201.x.

[5] Hannah Pham, Yana Puckett, and Sharmila Dissanaike. Faster on-scene times asso-

ciated with decreased mortality in Helicopter Emergency Medical Services (HEMS)

transported trauma patients. Trauma Surgery & Acute Care Open, 2(1):e000122, 10

2017. ISSN 2397-5776. doi: 10.1136/tsaco-2017-000122. URL http://tsaco.bmj.

com/lookup/doi/10.1136/tsaco-2017-000122.

[6] Alan Cowley, Mark Durham, Duncan Aldred, Richard Crabb, Paul Crouch, Adam

125

https://www.ifrc.org/en/publications-and-reports/world-disasters-report/
https://www.ifrc.org/en/publications-and-reports/world-disasters-report/
http://archsurg.jamanetwork.com/article.aspx?doi=10.1001/jamasurg.2015.3104
http://archsurg.jamanetwork.com/article.aspx?doi=10.1001/jamasurg.2015.3104
https://www.iiss.org/blogs/military-balance/2019/04/battlefield-medicine
https://www.iiss.org/blogs/military-balance/2019/04/battlefield-medicine
http://doi.wiley.com/10.1111/j.1553-2712.2001.tb00201.x
http://doi.wiley.com/10.1111/j.1553-2712.2001.tb00201.x
http://tsaco.bmj.com/lookup/doi/10.1136/tsaco-2017-000122
http://tsaco.bmj.com/lookup/doi/10.1136/tsaco-2017-000122


126 BIBLIOGRAPHY

Heywood, Andy McBride, Julia Williams, and Richard Lyon. Presence of a pre-hospital

enhanced care team reduces on scene time and improves triage compliance for stab

trauma. Scandinavian Journal of Trauma, Resuscitation and Emergency Medicine,

27(1):86, 12 2019. ISSN 1757-7241. doi: 10.1186/s13049-019-0661-z. URL https:

//sjtrem.biomedcentral.com/articles/10.1186/s13049-019-0661-z.

[7] NATIONAL SEARCH AND RESCUE PLAN OF THE UNITED STATES POLICY,

2016. URL https://www.dco.uscg.mil/Portals/9/CG-5R/manuals/National_

SAR_Plan_2016.pdf.

[8] UNITED STATES NATIONAL SEARCH AND RESCUE SUPPLEMENT to

the International Aeronautical and Maritime Search and Rescue Manual Version

2.0, 2018. URL https://www.dco.uscg.mil/Portals/9/CG-5R/nsarc/NSS_2018_

Version/NationalSARPlan2018.pdf.

[9] Paula L Chapman, LTC David Cabrera, Christina Varela-Mayer, Maj Monty Baker,

Christine Elnitsky, Charles Figley, Ryan M Thurman, Chii-Dean Lin, and LTC Paul

Mayer. Training, Deployment Preparation, and Combat Experiences of Deployed

Health Care Personnel: Key Findings From Deployed U.S. Army Combat Medics

Assigned to Line Units. Military Medicine, 177(3):270–277, 3 2012. ISSN 0026-4075.

doi: 10.7205/MILMED-D-11-00305. URL http://www.ncbi.nlm.nih.gov/pubmed/

22479913.

[10] First Responder Guide for Improving Survivability in Improvised Explosive Device

and/or Active Shooter Incidents, 2015. URL https://www.dhs.gov/sites/default/

files/publications/FirstResponderGuidanceJune2015FINAL2.pdf.

[11] Geert De Cubber, Daniela Doroftei, Konrad Rudin, Karsten Berns, Anibal Matos,

Daniel Serrano, Jose Sanchez, Shashank Govindaraj, Janusz Bedkowski, Rui Roda,

https://sjtrem.biomedcentral.com/articles/10.1186/s13049-019-0661-z
https://sjtrem.biomedcentral.com/articles/10.1186/s13049-019-0661-z
https://www.dco.uscg.mil/Portals/9/CG-5R/manuals/National_SAR_Plan_2016.pdf
https://www.dco.uscg.mil/Portals/9/CG-5R/manuals/National_SAR_Plan_2016.pdf
https://www.dco.uscg.mil/Portals/9/CG-5R/nsarc/NSS_2018_Version/National SAR Plan 2018.pdf
https://www.dco.uscg.mil/Portals/9/CG-5R/nsarc/NSS_2018_Version/National SAR Plan 2018.pdf
http://www.ncbi.nlm.nih.gov/pubmed/22479913
http://www.ncbi.nlm.nih.gov/pubmed/22479913
https://www.dhs.gov/sites/default/files/publications/First Responder Guidance June 2015 FINAL 2.pdf
https://www.dhs.gov/sites/default/files/publications/First Responder Guidance June 2015 FINAL 2.pdf


BIBLIOGRAPHY 127

Eduardo Silva, and Stephane Ourevitch. Introduction to the Use of Robotic Tools for

Search and Rescue. In Search and Rescue Robotics - From Theory to Practice. InTech,

8 2017. doi: 10.5772/intechopen.69489. URL https://www.emerald.com/insight/

content/doi/10.1108/01439910710749663/full/htmlpos.

[12] Steve Burion. Human Detection for Robotic Urban Search and Rescue. PhD thesis,

Carnegie Mellon University, 2004.

[13] Sonia Waharte and Niki Trigoni. Supporting Search and Rescue Operations with

UAVs. In 2010 International Conference on Emerging Security Technologies, pages

142–147. IEEE, 9 2010. ISBN 978-1-4244-7845-3. doi: 10.1109/EST.2010.31. URL

http://ieeexplore.ieee.org/document/5600072/.

[14] Anibal Matos, Alfredo Martins, Andre Dias, Bruno Ferreira, Jose Miguel Almeida,

Hugo Ferreira, Guilherme Amaral, Andre Figueiredo, Rui Almeida, and Filipe Silva.

Multiple robot operations for maritime search and rescue in euRathlon 2015 compe-

tition. In OCEANS 2016 - Shanghai, pages 1–7. IEEE, 4 2016. ISBN 978-1-4673-

9724-7. doi: 10.1109/OCEANSAP.2016.7485707. URL http://ieeexplore.ieee.

org/document/7485707/.

[15] Cai Luo, Andre Possani Espinosa, Danu Pranantha, and Alessandro De Gloria. Multi-

robot search and rescue team. In 2011 IEEE International Symposium on Safety,

Security, and Rescue Robotics, pages 296–301. IEEE, 11 2011. ISBN 978-1-61284-769-

6. doi: 10.1109/SSRR.2011.6106746. URL http://ieeexplore.ieee.org/document/

6106746/.

[16] Micael S. Couceiro, Rui P. Rocha, and Nuno M. F. Ferreira. A novel multi-robot

exploration approach based on Particle Swarm Optimization algorithms. In 2011 IEEE

International Symposium on Safety, Security, and Rescue Robotics, pages 327–332.

https://www.emerald.com/insight/content/doi/10.1108/01439910710749663/full/htmlpos
https://www.emerald.com/insight/content/doi/10.1108/01439910710749663/full/htmlpos
http://ieeexplore.ieee.org/document/5600072/
http://ieeexplore.ieee.org/document/7485707/
http://ieeexplore.ieee.org/document/7485707/
http://ieeexplore.ieee.org/document/6106746/
http://ieeexplore.ieee.org/document/6106746/


128 BIBLIOGRAPHY

IEEE, 11 2011. ISBN 978-1-61284-769-6. doi: 10.1109/SSRR.2011.6106751. URL

http://ieeexplore.ieee.org/document/6106751/.

[17] M. Bakhshipour, M. Jabbari Ghadi, and F. Namdari. Swarm robotics search & rescue:

A novel artificial intelligence-inspired optimization approach. Applied Soft Computing

Journal, 57:708–726, 8 2017. ISSN 15684946. doi: 10.1016/j.asoc.2017.02.028.

[18] Carlos Marques, João Cristóvão, Paulo Alvito, Pedro Lima, João Frazão, Isabel

Ribeiro, and Rodrigo Ventura. A search and rescue robot with tele‐operated tether

docking system. Industrial Robot: An International Journal, 34(4):332–338, 6 2007.

ISSN 0143-991X. doi: 10.1108/01439910710749663. URL https://www.emerald.

com/insight/content/doi/10.1108/01439910710749663/full/html.

[19] Tetsushi Kamegawa, T. Yarnasaki, Hiroki Igarashi, and Fumitoshi Matsuno. Devel-

opment of the snake-like rescue robot ”kohga”. In IEEE International Conference on

Robotics and Automation, 2004. Proceedings. ICRA ’04. 2004, volume 2004, pages

5081–5086. IEEE, 2004. ISBN 0-7803-8232-3. doi: 10.1109/ROBOT.2004.1302523.

URL http://ieeexplore.ieee.org/document/1302523/.

[20] Bijo Sebastian. Traversability Estimation Techniques for Improved Naviga-

tion of Tracked Mobile Robots. PhD thesis, Virginia Tech, 2019. URL

https://vtechworks.lib.vt.edu/handle/10919/5534/browse?type=author&

value=Sebastian%2C+Bijo.

[21] Brian Yamauchi - Robot Gallery. URL http://robotfrontier.com/gallery.html.

[22] Support for FLIR PackBot | FLIR Systems. URL https://www.flir.com/support/

products/packbot#Resources.

[23] Gary R Gilbert, Mr Michael, and K Beebe. United States Department of Defense

http://ieeexplore.ieee.org/document/6106751/
https://www.emerald.com/insight/content/doi/10.1108/01439910710749663/full/html
https://www.emerald.com/insight/content/doi/10.1108/01439910710749663/full/html
http://ieeexplore.ieee.org/document/1302523/
https://vtechworks.lib.vt.edu/handle/10919/5534/browse?type=author&value=Sebastian%2C+Bijo
https://vtechworks.lib.vt.edu/handle/10919/5534/browse?type=author&value=Sebastian%2C+Bijo
http://robotfrontier.com/gallery.html
https://www.flir.com/support/products/packbot#Resources
https://www.flir.com/support/products/packbot#Resources


BIBLIOGRAPHY 129

Research in Robotic Unmanned Systems for Combat Casualty Care. Technical report,

2010.

[24] Robotic Body Scoopers: Bring Out Your Dead. URL https://www.weirdasianews.

com/2008/04/20/robot-scooper/.

[25] BEAR - ROBOTS: Your Guide to the World of Robotics. URL https://robots.

ieee.org/robots/bear/.

[26] Bernd Brüggemann, Dennis Wildermuth, and Frank E Schneider. Search and Retrieval

of Human Casualties in Outdoor Environments with Unmanned Ground Systems—

System Overview and Lessons Learned from ELROB 2014. pages 533–546. 2016.

doi: 10.1007/978-3-319-27702-8{\_}35. URL http://link.springer.com/10.1007/

978-3-319-27702-8_35.

[27] US Navy Tests Common Control System for Unmanned

Vehicle Interoperability | Unmanned Systems Technology.

URL https://www.unmannedsystemstechnology.com/2016/10/

us-navy-tests-common-control-system-for-unmanned-vehicle-interoperability/.

[28] Wheeled Platform | AMBOT | American Robot Company. URL http://www.ambot.

com/ip-wheel.shtml.

[29] Bernd Bruggemann, Bastian Gaspers, Andreas Ciossek, Johannes Pellenz, and Nico

Kroll. Comparison of different control methods for mobile manipulation using stan-

dardized tests. In 2013 IEEE International Symposium on Safety, Security, and Rescue

Robotics (SSRR), pages 1–2. IEEE, 10 2013. ISBN 978-1-4799-0880-6. doi: 10.1109/

SSRR.2013.6719378. URL http://ieeexplore.ieee.org/document/6719378/.

[30] Roni Permana Saputra and Petar Kormushev. ResQbot: A Mobile Rescue Robot with

https://www.weirdasianews.com/2008/04/20/robot-scooper/
https://www.weirdasianews.com/2008/04/20/robot-scooper/
https://robots.ieee.org/robots/bear/
https://robots.ieee.org/robots/bear/
http://link.springer.com/10.1007/978-3-319-27702-8_35
http://link.springer.com/10.1007/978-3-319-27702-8_35
https://www.unmannedsystemstechnology.com/2016/10/us-navy-tests-common-control-system-for-unmanned-vehicle-interoperability/
https://www.unmannedsystemstechnology.com/2016/10/us-navy-tests-common-control-system-for-unmanned-vehicle-interoperability/
http://www.ambot.com/ip-wheel.shtml
http://www.ambot.com/ip-wheel.shtml
http://ieeexplore.ieee.org/document/6719378/


130 BIBLIOGRAPHY

Immersive Teleperception for Casualty Extraction. In Lecture Notes in Computer

Science (including subseries Lecture Notes in Artificial Intelligence and Lecture Notes

in Bioinformatics), volume 10965 LNAI, pages 209–220. Springer Verlag, 12 2018. doi:

10.1007/978-3-319-96728-8{\_}18. URL http://arxiv.org/abs/1812.09134http:

//dx.doi.org/10.1007/978-3-319-96728-8_18http://link.springer.com/10.

1007/978-3-319-96728-8_18.

[31] Angela Davids. Urban search and rescue robots: from tragedy to technology. IEEE

Intelligent Systems, 17(2):81–83, 3 2002. ISSN 1541-1672. doi: 10.1109/MIS.2002.

999224. URL http://ieeexplore.ieee.org/document/999224/.

[32] Jenay M Beer, Arthur D Fisk, and Wendy A Rogers. Toward a Framework for Levels of

Robot Autonomy in Human-Robot Interaction. Journal of Human-Robot Interaction,

3(2):74, 6 2014. ISSN 2163-0364. doi: 10.5898/JHRI.3.2.Beer. URL http://dx.doi.

org/10.5898/JHRI.3.2.Beerhttp://dl.acm.org/citation.cfm?id=3109833.

[33] Jean Scholtz, Jeff Young, J.L. Drury, and H.A. Yanco. Evaluation of human-robot

interaction awareness in search and rescue. In IEEE International Conference on

Robotics and Automation, 2004. Proceedings. ICRA ’04. 2004, volume 2004, pages

2327–2332. IEEE, 2004. ISBN 0-7803-8232-3. doi: 10.1109/ROBOT.2004.1307409.

URL http://ieeexplore.ieee.org/document/1307409/.

[34] Jennifer L Burke, Robin R Murphy, Michael D Coovert, and Dawn L Riddle. Moon-

light in Miami: Field Study of Human-Robot Interaction in the Context of an Ur-

ban Search and Rescue Disaster Response Training Exercise. 19:85–116, 2004. doi:

10.1207/s15327051hci1901{\&}2{\_}5. URL https://doi.org/10.1080/07370024.

2004.9667341.

[35] Aaron Steinfeld, Terrence Fong, David Kaber, Michael Lewis, Jean Scholtz, Alan

http://arxiv.org/abs/1812.09134 http://dx.doi.org/10.1007/978-3-319-96728-8_18 http://link.springer.com/10.1007/978-3-319-96728-8_18
http://arxiv.org/abs/1812.09134 http://dx.doi.org/10.1007/978-3-319-96728-8_18 http://link.springer.com/10.1007/978-3-319-96728-8_18
http://arxiv.org/abs/1812.09134 http://dx.doi.org/10.1007/978-3-319-96728-8_18 http://link.springer.com/10.1007/978-3-319-96728-8_18
http://ieeexplore.ieee.org/document/999224/
http://dx.doi.org/10.5898/JHRI.3.2.Beer http://dl.acm.org/citation.cfm?id=3109833
http://dx.doi.org/10.5898/JHRI.3.2.Beer http://dl.acm.org/citation.cfm?id=3109833
http://ieeexplore.ieee.org/document/1307409/
https://doi.org/10.1080/07370024.2004.9667341
https://doi.org/10.1080/07370024.2004.9667341


BIBLIOGRAPHY 131

Schultz, and Michael Goodrich. Common metrics for human-robot interaction. In

Proceeding of the 1st ACM SIGCHI/SIGART conference on Human-robot interaction

- HRI ’06, volume 2006, page 33, New York, New York, USA, 2006. ACM Press.

ISBN 1595932941. doi: 10.1145/1121241.1121249. URL http://portal.acm.org/

citation.cfm?doid=1121241.1121249.

[36] Edward Clarkson and Ronald C Arkin. Applying Heuristic Evaluation to Human-

Robot Interaction Systems. In International Florida Artificial Intelligence Research

Society Conference, Key West, Florida, 2007. URL www.aaai.org.

[37] Jennifer Casper and R.R. Murphy. Human-robot interactions during the robot-assisted

urban search and rescue response at the World Trade Center. IEEE Transactions on

Systems, Man, and Cybernetics, Part B (Cybernetics), 33(3):367–385, 6 2003. ISSN

1083-4419. doi: 10.1109/TSMCB.2003.811794. URL http://ieeexplore.ieee.org/

document/1200160/.

[38] Stephen Balakirsky, Stefano Carpin, Alexander Kleiner, Michael Lewis, Arnoud Visser,

JijunWang, and Vittorio Amos Ziparo. Towards heterogeneous robot teams for disaster

mitigation: Results and performance metrics from RoboCup rescue. Journal of Field

Robotics, 24(11-12):943–967, 11 2007. ISSN 15564959. doi: 10.1002/rob.20212. URL

http://doi.wiley.com/10.1002/rob.20212.

[39] Yugang Liu, Goldie Nejat, and Barzin Doroodgar. Learning based semi-autonomous

control for robots in urban search and rescue. In 2012 IEEE International Symposium

on Safety, Security, and Rescue Robotics (SSRR), pages 1–6. IEEE, 11 2012. ISBN 978-

1-4799-0165-4. doi: 10.1109/SSRR.2012.6523902. URL http://ieeexplore.ieee.

org/document/6523902/.

[40] Julio Vilela, Yugang Liu, and Goldie Nejat. Semi-autonomous exploration with robot

http://portal.acm.org/citation.cfm?doid=1121241.1121249
http://portal.acm.org/citation.cfm?doid=1121241.1121249
www.aaai.org
http://ieeexplore.ieee.org/document/1200160/
http://ieeexplore.ieee.org/document/1200160/
http://doi.wiley.com/10.1002/rob.20212
http://ieeexplore.ieee.org/document/6523902/
http://ieeexplore.ieee.org/document/6523902/


132 BIBLIOGRAPHY

teams in urban search and rescue. In 2013 IEEE International Symposium on Safety,

Security, and Rescue Robotics (SSRR), pages 1–6. IEEE, 10 2013. ISBN 978-1-

4799-0880-6. doi: 10.1109/SSRR.2013.6719366. URL http://ieeexplore.ieee.org/

document/6719366/.

[41] Holly A Yanco, Jill L Drury, and Jean Scholtz. Beyond Usability Evaluation: Analysis

of Human-Robot Interaction at a Major Robotics Competition. Human-Computer

Interaction, 19(2):117–149, 2004. doi: 10.1207/s15327051hci1901{\&}2{\_}6. URL

https://doi.org/10.1080/07370024.2004.9667342.

[42] Jessie Y. C. Chen, Ellen C. Haas, and Michael J. Barnes. Human Performance Issues

and User Interface Design for Teleoperated Robots. IEEE Transactions on Systems,

Man and Cybernetics, Part C (Applications and Reviews), 37(6):1231–1245, 11 2007.

ISSN 1094-6977. doi: 10.1109/TSMCC.2007.905819. URL http://ieeexplore.ieee.

org/document/4343985/.

[43] Curtis W. Nielsen, Michael A. Goodrich, and Robert W. Ricks. Ecological interfaces for

improving mobile robot teleoperation. In IEEE Transactions on Robotics, volume 23,

pages 927–941, 10 2007. doi: 10.1109/TRO.2007.907479.

[44] Henrique Martins and Rodrigo Ventura. Immersive 3-D teleoperation of a search and

rescue robot using a head-mounted display. In 2009 IEEE Conference on Emerging

Technologies & Factory Automation, pages 1–8. IEEE, 9 2009. ISBN 978-1-4244-2727-7.

doi: 10.1109/ETFA.2009.5347014. URL http://ieeexplore.ieee.org/document/

5347014/.

[45] Keita Higuchi, Katsuya Fujii, and Jun Rekimoto. Flying head: A head-synchronization

mechanism for flying telepresence. In 2013 23rd International Conference on Artificial

http://ieeexplore.ieee.org/document/6719366/
http://ieeexplore.ieee.org/document/6719366/
https://doi.org/10.1080/07370024.2004.9667342
http://ieeexplore.ieee.org/document/4343985/
http://ieeexplore.ieee.org/document/4343985/
http://ieeexplore.ieee.org/document/5347014/
http://ieeexplore.ieee.org/document/5347014/


BIBLIOGRAPHY 133

Reality and Telexistence (ICAT), pages 28–34. IEEE, 12 2013. ISBN 978-4-904490-11-

2. doi: 10.1109/ICAT.2013.6728902. URL http://ieeexplore.ieee.org/document/

6728902/.

[46] Vincenzo Lippiello, Bruno Siciliano, and Luigi Villani. Interaction Control of Robot

Manipulators Using Force and Vision. International Journal of Optomechatronics, 2

(3):257–274, 9 2008. ISSN 1559-9612. doi: 10.1080/15599610802301599. URL http:

//www.tandfonline.com/doi/abs/10.1080/15599610802301599.

[47] Hideyuki Tsukagoshi, Ato Kitagawa, and Mitsuru Segawa. Active Hose: an artificial

elephant’s nose with maneuverability for rescue operation. In Proceedings 2001 ICRA.

IEEE International Conference on Robotics and Automation (Cat. No.01CH37164),

volume 3, pages 2454–2459. IEEE, 2001. ISBN 0-7803-6576-3. doi: 10.1109/ROBOT.

2001.932991. URL http://ieeexplore.ieee.org/document/932991/.

[48] Cecilia Laschi and Matteo Cianchetti. Soft Robotics: New Perspectives for Robot

Bodyware and Control. Frontiers in Bioengineering and Biotechnology, 2(JAN):3,

1 2014. ISSN 2296-4185. doi: 10.3389/fbioe.2014.00003. URL http://journal.

frontiersin.org/article/10.3389/fbioe.2014.00003/abstract.

[49] Luigi Villani, Agostino De Santis, Vincenzo Lippiello, and Bruno Siciliano. Human-

aware Interaction Control of Robot Manipulators Based on Force and Vision. In Lecture

Notes in Control and Information Sciences, volume 396, pages 209–225. Springer,

London, 2009. ISBN 9781848829848. doi: 10.1007/978-1-84882-985-5{\_}20. URL

http://link.springer.com/10.1007/978-1-84882-985-5_20.

[50] Arvid QL Keemink, Herman van der Kooij, and Arno HA Stienen. Admittance control

for physical human–robot interaction. The International Journal of Robotics Research,

http://ieeexplore.ieee.org/document/6728902/
http://ieeexplore.ieee.org/document/6728902/
http://www.tandfonline.com/doi/abs/10.1080/15599610802301599
http://www.tandfonline.com/doi/abs/10.1080/15599610802301599
http://ieeexplore.ieee.org/document/932991/
http://journal.frontiersin.org/article/10.3389/fbioe.2014.00003/abstract
http://journal.frontiersin.org/article/10.3389/fbioe.2014.00003/abstract
http://link.springer.com/10.1007/978-1-84882-985-5_20


134 BIBLIOGRAPHY

37(11):1421–1444, 9 2018. ISSN 0278-3649. doi: 10.1177/0278364918768950. URL

http://journals.sagepub.com/doi/10.1177/0278364918768950.

[51] D.J. Bruemmer, D.A. Few, R.L. Boring, J.L. Marble, M.C. Walton, and C.W. Nielsen.

Shared Understanding for Collaborative Control. IEEE Transactions on Systems,

Man, and Cybernetics - Part A: Systems and Humans, 35(4):494–504, 7 2005. ISSN

1083-4427. doi: 10.1109/TSMCA.2005.850599. URL http://ieeexplore.ieee.org/

document/1453697/.

[52] Thomas B Sheridan. Human–Robot Interaction: Status and Challenges

Thomas. Human Factors: The Journal of the Human Factors and Er-

gonomics Society, 58(4):525–532, 6 2016. ISSN 0018-7208. doi: 10.1177/

0018720816644364. URL http://www.ncbi.nlm.nih.gov/pubmed/27098262http:

//journals.sagepub.com/doi/10.1177/0018720816644364.

[53] Przemyslaw A. Lasota, Terrence Fong, and Julie A. Shah. A Survey of Methods for

Safe Human-Robot Interaction. Foundations and Trends in Robotics, 5(3):261–349,

2017. ISSN 1935-8253. doi: 10.1561/2300000052. URL http://www.nowpublishers.

com/article/Details/ROB-052.

[54] Wenjuan Gong, Xuena Zhang, Jordi Gonzàlez, Andrews Sobral, Thierry Bouwmans,

Changhe Tu, and El-hadi Zahzah. Human Pose Estimation from Monocular Images:

A Comprehensive Survey. Sensors, 16(12):1966, 11 2016. ISSN 1424-8220. doi: 10.

3390/s16121966. URL http://www.mdpi.com/1424-8220/16/12/1966.

[55] Alexander Toshev and Christian Szegedy. DeepPose: Human Pose Estimation

via Deep Neural Networks. In 2014 IEEE Conference on Computer Vision and

Pattern Recognition, pages 1653–1660. IEEE, 6 2014. ISBN 978-1-4799-5118-5.

doi: 10.1109/CVPR.2014.214. URL http://arxiv.org/abs/1312.4659http:

http://journals.sagepub.com/doi/10.1177/0278364918768950
http://ieeexplore.ieee.org/document/1453697/
http://ieeexplore.ieee.org/document/1453697/
http://www.ncbi.nlm.nih.gov/pubmed/27098262 http://journals.sagepub.com/doi/10.1177/0018720816644364
http://www.ncbi.nlm.nih.gov/pubmed/27098262 http://journals.sagepub.com/doi/10.1177/0018720816644364
http://www.nowpublishers.com/article/Details/ROB-052
http://www.nowpublishers.com/article/Details/ROB-052
http://www.mdpi.com/1424-8220/16/12/1966
http://arxiv.org/abs/1312.4659 http://dx.doi.org/10.1109/CVPR.2014.214 http://ieeexplore.ieee.org/lpdocs/epic03/wrapper.htm?arnumber=6909610


BIBLIOGRAPHY 135

//dx.doi.org/10.1109/CVPR.2014.214http://ieeexplore.ieee.org/lpdocs/

epic03/wrapper.htm?arnumber=6909610.

[56] Jonathan Tompson, Arjun Jain, Yann LeCun, and Christoph Bregler. Joint train-

ing of a convolutional network and a graphical model for human pose estimation.

In Advances in Neural Information Processing Systems, volume 2, pages 1799–1807,

Montreal, Canada, 6 2014. Neural information processing systems foundation. URL

http://arxiv.org/abs/1406.2984.

[57] Sijin Li, Zhi-Qiang Liu, and Antoni B. Chan. Heterogeneous Multi-task Learning

for Human Pose Estimation with Deep Convolutional Neural Network. Interna-

tional Journal of Computer Vision, 113(1):19–36, 5 2015. ISSN 0920-5691. doi:

10.1007/s11263-014-0767-8. URL http://arxiv.org/abs/1406.3474http://link.

springer.com/10.1007/s11263-014-0767-8.

[58] Ankur Agarwal and Bill Triggs. A Local Basis Representation for Estimating Human

Pose from Cluttered Images. In Lecture Notes in Computer Science (including subseries

Lecture Notes in Artificial Intelligence and Lecture Notes in Bioinformatics), volume

3851 LNCS, pages 50–59. 2006. ISBN 3540312196. doi: 10.1007/11612032{\_}6. URL

http://lear.inrialpes.frhttp://link.springer.com/10.1007/11612032_6.

[59] Changhyuk Jang and Keechul Jung. Human pose estimation using Active Shape

Models. Proceedings of World Academy of Science: …, pages 312–316, 2008. doi:

10.5281/zenodo.1079234. URL http://www.waset.org/publications/12456.

[60] Jamie Shotton, Ross Girshick, Andrew Fitzgibbon, Toby Sharp, Mat Cook, Mark

Finocchio, Richard Moore, Pushmeet Kohli, Antonio Criminisi, Alex Kipman, and

Andrew Blake. Efficient Human Pose Estimation from Single Depth Images. IEEE

Transactions on Pattern Analysis and Machine Intelligence, 35(12):2821–2840, 12 2013.

http://arxiv.org/abs/1312.4659 http://dx.doi.org/10.1109/CVPR.2014.214 http://ieeexplore.ieee.org/lpdocs/epic03/wrapper.htm?arnumber=6909610
http://arxiv.org/abs/1312.4659 http://dx.doi.org/10.1109/CVPR.2014.214 http://ieeexplore.ieee.org/lpdocs/epic03/wrapper.htm?arnumber=6909610
http://arxiv.org/abs/1312.4659 http://dx.doi.org/10.1109/CVPR.2014.214 http://ieeexplore.ieee.org/lpdocs/epic03/wrapper.htm?arnumber=6909610
http://arxiv.org/abs/1406.2984
http://arxiv.org/abs/1406.3474 http://link.springer.com/10.1007/s11263-014-0767-8
http://arxiv.org/abs/1406.3474 http://link.springer.com/10.1007/s11263-014-0767-8
http://lear.inrialpes.fr http://link.springer.com/10.1007/11612032_6
http://www.waset.org/publications/12456


136 BIBLIOGRAPHY

ISSN 0162-8828. doi: 10.1109/TPAMI.2012.241. URL http://research.microsoft.

com/vision/.http://ieeexplore.ieee.org/document/6341759/.

[61] Mao Ye, Xianwang Wang, Ruigang Yang, Liu Ren, and Marc Pollefeys. Accurate

3D pose estimation from a single depth image. In 2011 International Conference on

Computer Vision, pages 731–738. IEEE, 11 2011. ISBN 978-1-4577-1102-2. doi: 10.

1109/ICCV.2011.6126310. URL http://ieeexplore.ieee.org/document/6126310/.

[62] Umar Iqbal, Anton Milan, and Juergen Gall. PoseTrack: Joint Multi-person Pose

Estimation and Tracking. In 2017 IEEE Conference on Computer Vision and Pattern

Recognition (CVPR), volume 2017-Janua, pages 4654–4663. IEEE, 7 2017. ISBN 978-

1-5386-0457-1. doi: 10.1109/CVPR.2017.495. URL http://arxiv.org/abs/1611.

07727http://ieeexplore.ieee.org/document/8099978/.

[63] Navneet Dalal and Bill Triggs. Histograms of oriented gradients for human detec-

tion. In Proceedings - 2005 IEEE Computer Society Conference on Computer Vi-

sion and Pattern Recognition, CVPR 2005, volume I, pages 886–893. IEEE, 2005.

ISBN 0769523722. doi: 10.1109/CVPR.2005.177. URL http://ieeexplore.ieee.

org/document/1467360/.

[64] Mykhaylo Andriluka, Stefan Roth, and Bernt Schiele. Pictorial structures revisited:

People detection and articulated pose estimation. In 2009 IEEE Conference on Com-

puter Vision and Pattern Recognition, pages 1014–1021. IEEE, 6 2009. ISBN 978-1-

4244-3992-8. doi: 10.1109/CVPR.2009.5206754. URL https://ieeexplore.ieee.

org/document/5206754/.

[65] Georgia Gkioxari, Bharath Hariharan, Ross Girshick, and Jitendra Malik. R-CNNs

for Pose Estimation and Action Detection. In arXiv preprint, 6 2014. URL http:

//arxiv.org/abs/1406.5212.

http://research.microsoft.com/vision/. http://ieeexplore.ieee.org/document/6341759/
http://research.microsoft.com/vision/. http://ieeexplore.ieee.org/document/6341759/
http://ieeexplore.ieee.org/document/6126310/
http://arxiv.org/abs/1611.07727 http://ieeexplore.ieee.org/document/8099978/
http://arxiv.org/abs/1611.07727 http://ieeexplore.ieee.org/document/8099978/
http://ieeexplore.ieee.org/document/1467360/
http://ieeexplore.ieee.org/document/1467360/
https://ieeexplore.ieee.org/document/5206754/
https://ieeexplore.ieee.org/document/5206754/
http://arxiv.org/abs/1406.5212
http://arxiv.org/abs/1406.5212


BIBLIOGRAPHY 137

[66] Katerina Fragkiadaki, Sergey Levine, Panna Felsen, and Jitendra Malik. Recurrent

Network Models for Human Dynamics. In 2015 IEEE International Conference on

Computer Vision (ICCV), volume 2015 Inter, pages 4346–4354. IEEE, 12 2015. ISBN

978-1-4673-8391-2. doi: 10.1109/ICCV.2015.494. URL http://ieeexplore.ieee.

org/document/7410851/.

[67] Ping Luo, Xiaogang Wang, and Xiaoou Tang. Pedestrian Parsing via Deep Decom-

positional Network. In 2013 IEEE International Conference on Computer Vision,

pages 2648–2655. IEEE, 12 2013. ISBN 978-1-4799-2840-8. doi: 10.1109/ICCV.2013.

329. URL http://mmlab.ie.cuhk.edu.hk/datasets.html.http://ieeexplore.

ieee.org/document/6751440/.

[68] Matthias Dantone, Juergen Gall, Christian Leistner, and Luc Van Gool. Human Pose

Estimation Using Body Parts Dependent Joint Regressors. In 2013 IEEE Conference

on Computer Vision and Pattern Recognition, pages 3041–3048. IEEE, 6 2013. ISBN

978-0-7695-4989-7. doi: 10.1109/CVPR.2013.391. URL http://ieeexplore.ieee.

org/document/6619235/.

[69] Wanli Ouyang, Xiao Chu, and Xiaogang Wang. Multi-source Deep Learning for

Human Pose Estimation. In 2014 IEEE Conference on Computer Vision and

Pattern Recognition, pages 2337–2344. IEEE, 6 2014. ISBN 978-1-4799-5118-5.

doi: 10.1109/CVPR.2014.299. URL http://ieeexplore.ieee.org/lpdocs/epic03/

wrapper.htm?arnumber=6909696.

[70] Xianjie Chen and Alan Yuille. Articulated pose estimation by a graphical model with

image dependent pairwise relations. In Advances in Neural Information Processing

Systems, volume 2, pages 1736–1744, 7 2014. URL http://arxiv.org/abs/1407.

3399.

http://ieeexplore.ieee.org/document/7410851/
http://ieeexplore.ieee.org/document/7410851/
http://mmlab.ie.cuhk.edu.hk/datasets.html. http://ieeexplore.ieee.org/document/6751440/
http://mmlab.ie.cuhk.edu.hk/datasets.html. http://ieeexplore.ieee.org/document/6751440/
http://ieeexplore.ieee.org/document/6619235/
http://ieeexplore.ieee.org/document/6619235/
http://ieeexplore.ieee.org/lpdocs/epic03/wrapper.htm?arnumber=6909696
http://ieeexplore.ieee.org/lpdocs/epic03/wrapper.htm?arnumber=6909696
http://arxiv.org/abs/1407.3399
http://arxiv.org/abs/1407.3399


138 BIBLIOGRAPHY

[71] Shih-En Wei, Varun Ramakrishna, Takeo Kanade, and Yaser Sheikh. Convolutional

Pose Machines. In 2016 IEEE Conference on Computer Vision and Pattern Recognition

(CVPR), volume 2016-Decem, pages 4724–4732. IEEE, 6 2016. ISBN 978-1-4673-8851-

1. doi: 10.1109/CVPR.2016.511. URL http://arxiv.org/abs/1602.00134http:

//ieeexplore.ieee.org/document/7780880/.

[72] Eldar Insafutdinov, Leonid Pishchulin, Bjoern Andres, Mykhaylo Andriluka, and

Bernt Schiele. DeeperCut: A Deeper, Stronger, and Faster Multi-person Pose Es-

timation Model. In Lecture Notes in Computer Science (including subseries Lecture

Notes in Artificial Intelligence and Lecture Notes in Bioinformatics), volume 9910

LNCS, pages 34–50. Springer Verlag, 5 2016. ISBN 9783319464657. doi: 10.1007/

978-3-319-46466-4{\_}3. URL http://dx.doi.org/10.1007/978-3-319-46466-4_

3http://link.springer.com/10.1007/978-3-319-46466-4_3.

[73] Umar Iqbal and Juergen Gall. Multi-person Pose Estimation with Local Joint-to-

Person Associations. In Lecture Notes in Computer Science (including subseries Lecture

Notes in Artificial Intelligence and Lecture Notes in Bioinformatics), volume 9914

LNCS, pages 627–642. Springer Verlag, 8 2016. ISBN 9783319488806. doi: 10.1007/

978-3-319-48881-3{\_}44. URL http://arxiv.org/abs/1608.08526http://link.

springer.com/10.1007/978-3-319-48881-3_44.

[74] Hao-Shu Fang, Shuqin Xie, Yu-Wing Tai, and Cewu Lu. RMPE: Regional Multi-

person Pose Estimation. In 2017 IEEE International Conference on Computer Vision

(ICCV), volume 2017-Octob, pages 2353–2362. IEEE, 10 2017. ISBN 978-1-5386-1032-

9. doi: 10.1109/ICCV.2017.256. URL http://arxiv.org/abs/1612.00137http://

ieeexplore.ieee.org/document/8237518/.

[75] George Papandreou, Tyler Zhu, Nori Kanazawa, Alexander Toshev, Jonathan Tomp-

http://arxiv.org/abs/1602.00134 http://ieeexplore.ieee.org/document/7780880/
http://arxiv.org/abs/1602.00134 http://ieeexplore.ieee.org/document/7780880/
http://dx.doi.org/10.1007/978-3-319-46466-4_3 http://link.springer.com/10.1007/978-3-319-46466-4_3
http://dx.doi.org/10.1007/978-3-319-46466-4_3 http://link.springer.com/10.1007/978-3-319-46466-4_3
http://arxiv.org/abs/1608.08526 http://link.springer.com/10.1007/978-3-319-48881-3_44
http://arxiv.org/abs/1608.08526 http://link.springer.com/10.1007/978-3-319-48881-3_44
http://arxiv.org/abs/1612.00137 http://ieeexplore.ieee.org/document/8237518/
http://arxiv.org/abs/1612.00137 http://ieeexplore.ieee.org/document/8237518/


BIBLIOGRAPHY 139

son, Chris Bregler, and Kevin Murphy. Towards Accurate Multi-person Pose Esti-

mation in the Wild. In 2017 IEEE Conference on Computer Vision and Pattern

Recognition (CVPR), volume 2017-Janua, pages 3711–3719. IEEE, 7 2017. ISBN 978-

1-5386-0457-1. doi: 10.1109/CVPR.2017.395. URL http://arxiv.org/abs/1701.

01779http://ieeexplore.ieee.org/document/8099878/.

[76] Shaoqing Ren, Kaiming He, Ross Girshick, and Jian Sun. Faster R-CNN: Towards

Real-Time Object Detection with Region Proposal Networks. IEEE Transactions on

Pattern Analysis and Machine Intelligence, 39(6):1137–1149, 6 2017. ISSN 0162-8828.

doi: 10.1109/TPAMI.2016.2577031. URL http://ieeexplore.ieee.org/document/

7485869/.

[77] Zhe Cao, Tomas Simon, Shih-En Wei, and Yaser Sheikh. Realtime Multi-person 2D

Pose Estimation Using Part Affinity Fields. In 2017 IEEE Conference on Com-

puter Vision and Pattern Recognition (CVPR), volume 2017-Janua, pages 1302–

1310. IEEE, 7 2017. ISBN 978-1-5386-0457-1. doi: 10.1109/CVPR.2017.143. URL

http://ieeexplore.ieee.org/document/8099626/.

[78] Karen Simonyan and Andrew Zisserman. Very deep convolutional networks for large-

scale image recognition. In 3rd International Conference on Learning Representations,

ICLR 2015 - Conference Track Proceedings. International Conference on Learning

Representations, ICLR, 9 2015.

[79] Francois Chollet et al. Keras, 2015. URL https://keras.io.

[80] Martín Abadi;, Ashish Agarwal;, Paul Barham;, Eugene Brevdo;, Zhifeng Chen;,

Craig Citro;, Greg S. Corrado;, Andy Davis;, Jeffrey Dean;, Matthieu Devin;, San-

jay Ghemawat;, Ian Goodfellow;, Andrew Harp;, Geoffrey Irving;, Michael Isard;,

http://arxiv.org/abs/1701.01779 http://ieeexplore.ieee.org/document/8099878/
http://arxiv.org/abs/1701.01779 http://ieeexplore.ieee.org/document/8099878/
http://ieeexplore.ieee.org/document/7485869/
http://ieeexplore.ieee.org/document/7485869/
http://ieeexplore.ieee.org/document/8099626/
https://keras.io


140 BIBLIOGRAPHY

Rafal Jozefowicz;, Yangqing Jia;, Lukasz Kaiser;, Manjunath Kudlur;, Josh Leven-

berg;, Dan Mané;, Mike Schuster;, Rajat Monga;, Sherry Moore;, Derek Murray;,

Chris Olah;, Jonathon Shlens;, Benoit Steiner;, Ilya Sutskever;, Kunal Talwar;, Paul

Tucker;, Vincent Vanhoucke;, Vijay Vasudevan;, Fernanda Viégas;, Oriol Vinyals;,

Pete Warden;, Martin Wattenberg;, Martin Wicke;, Yuan Yu;, and Xiaoqiang Zheng;.

TensorFlow: Large-Scale Machine Learning on Heterogeneous Systems, 2015. URL

https://www.tensorflow.org/.

[81] Hailin Ren, Anil Kumar, Xinran Wang, and Pinhas Ben-Tzvi. Parallel Deep Learning

Ensembles for Human Pose Estimation. In Dynamic Systems and Control Conference,

page V001T07A005, Atlanta, Georgia, 9 2018. ASME. ISBN 978-0-7918-5189-0. doi:

10.1115/DSCC2018-9007.

[82] Marcin Andrychowicz, Filip Wolski, Alex Ray, Jonas Schneider, Rachel Fong, Peter

Welinder, Bob McGrew, Josh Tobin, Pieter Abbeel, and Wojciech Zaremba. Hindsight

Experience Replay. In Conference on Neural Information Processing Systems, 2017.

ISBN 1550-8307. URL http://arxiv.org/abs/1707.01495.

[83] Greg Brockman, Vicki Cheung, Ludwig Pettersson, Jonas Schneider, John Schulman,

Jie Tang, and Wojciech Zaremba. OpenAI Gym. arXiv preprint, 6 2016. URL http:

//arxiv.org/abs/1606.01540.

[84] OpenAI, Marcin Andrychowicz, Bowen Baker, Maciek Chociej, Rafal Jozefowicz,

Bob McGrew, Jakub Pachocki, Arthur Petron, Matthias Plappert, Glenn Pow-

ell, Alex Ray, Jonas Schneider, Szymon Sidor, Josh Tobin, Peter Welinder, Lilian

Weng, and Wojciech Zaremba. Learning Dexterous In-Hand Manipulation. arXiv

preprint, abs/1808.0:1–27, 8 2018. ISSN 1751-7370. doi: arXiv:1808.00177v2. URL

http://arxiv.org/abs/1808.00177.

https://www.tensorflow.org/
http://arxiv.org/abs/1707.01495
http://arxiv.org/abs/1606.01540
http://arxiv.org/abs/1606.01540
http://arxiv.org/abs/1808.00177


BIBLIOGRAPHY 141

[85] Martin Riedmiller, Roland Hafner, Thomas Lampe, Michael Neunert, Jonas De-

grave, Tom Van de Wiele, Volodymyr Mnih, Nicolas Heess, and Jost Tobias Sprin-

genberg. Learning by Playing - Solving Sparse Reward Tasks from Scratch. In

Proceedings of Machine Learning Research, pages 4344–4353, 2 2018. ISBN 0006-

3568. doi: 10.1641/0006-3568(2000)050. URL http://proceedings.mlr.press/v80/

riedmiller18a.html.

[86] Kinova. Jaco - Robotic arm. URL https://www.kinovarobotics.com/en/products/

assistive-technologies.

[87] Isshu Munemasa, Yuta Tomomatsu, Kunioki Hayashi, and Tomohiro Takagi. Deep

reinforcement learning for recommender systems. International Conference on Infor-

mation and Communications Technology, 2018-Janua:226–233, 2018. doi: 10.1109/

ICOIACT.2018.8350761. URL http://arxiv.org/abs/1807.06613.

[88] Felipe Leno Da Silva and Anna Helena Reali Costa. A Survey on Transfer Learning

for Multiagent Reinforcement Learning Systems. Journal of Artificial Intelligence

Research, 64:645–703, 3 2019. ISSN 1076-9757. doi: 10.1613/jair.1.11396. URL https:

//www.jair.org/index.php/jair/article/view/11396.

[89] Vitchyr Pong, Shixiang Gu, Murtaza Dalal, and Sergey Levine. Temporal Difference

Models: Model-Free Deep RL for Model-Based Control. In International Conference

on Learning Representations, 2 2018. URL http://arxiv.org/abs/1802.09081.

[90] Ivaylo Popov, Nicolas Heess, Timothy Lillicrap, Roland Hafner, Gabriel Barth-Maron,

Matej Vecerik, Thomas Lampe, Yuval Tassa, Tom Erez, and Martin Riedmiller. Data-

efficient Deep Reinforcement Learning for Dexterous Manipulation. arXiv preprint,

(section V), 2017. ISSN 0004-6361. doi: 10.1051/0004-6361/201527329. URL http:

//arxiv.org/abs/1704.03073.

http://proceedings.mlr.press/v80/riedmiller18a.html
http://proceedings.mlr.press/v80/riedmiller18a.html
https://www.kinovarobotics.com/en/products/assistive-technologies
https://www.kinovarobotics.com/en/products/assistive-technologies
http://arxiv.org/abs/1807.06613
https://www.jair.org/index.php/jair/article/view/11396
https://www.jair.org/index.php/jair/article/view/11396
http://arxiv.org/abs/1802.09081
http://arxiv.org/abs/1704.03073
http://arxiv.org/abs/1704.03073


142 BIBLIOGRAPHY

[91] Amir M. Ghalamzan E. and Matteo Ragaglia. Robot learning from demonstrations:

Emulation learning in environments with moving obstacles. Robotics and Autonomous

Systems, 101:45–56, 3 2018. ISSN 09218890. doi: 10.1016/j.robot.2017.12.001. URL

https://doi.org/10.1016/j.robot.2017.12.001.

[92] Sergey Levine, Nolan Wagener, and Pieter Abbeel. Learning contact-rich manipulation

skills with guided policy search. In 2015 IEEE International Conference on Robotics

and Automation (ICRA), volume 2015-June, pages 156–163. IEEE, 5 2015. ISBN 978-

1-4799-6923-4. doi: 10.1109/ICRA.2015.7138994. URL http://ieeexplore.ieee.

org/document/7138994/.

[93] Dizan Vasquez, Billy Okal, and Kai O Arras. Inverse Reinforcement Learning algo-

rithms and features for robot navigation in crowds: An experimental comparison. In

2014 IEEE/RSJ International Conference on Intelligent Robots and Systems, number

Iros, pages 1341–1346. IEEE, 9 2014. ISBN 978-1-4799-6934-0. doi: 10.1109/IROS.

2014.6942731. URL http://ieeexplore.ieee.org/document/6942731/.

[94] Emilio Parisotto, Jimmy Lei Ba, and Ruslan Salakhutdinov. Actor-Mimic: Deep

Multitask and Transfer Reinforcement Learning. In International Conference on

Learning Representations, San Juan, Puerto Rico, 2016. ISBN 0921898X. doi:

10.1007/s11187-005-6455-x. URL http://arxiv.org/abs/1511.06342.

[95] Jonathan Ho and Stefano Ermon. Generative Adversarial Imitation Learning. In 30th

Conference on Neural Information Processing Systems, pages 4565–4573, Barcelona,

Spain, 6 2016. URL http://arxiv.org/abs/1606.03476.

[96] Abhishek Gupta, Coline Devin, YuXuan Liu, Pieter Abbeel, and Sergey Levine. Learn-

ing Invariant Feature Spaces to Transfer Skills with Reinforcement Learning. In Inter-

https://doi.org/10.1016/j.robot.2017.12.001
http://ieeexplore.ieee.org/document/7138994/
http://ieeexplore.ieee.org/document/7138994/
http://ieeexplore.ieee.org/document/6942731/
http://arxiv.org/abs/1511.06342
http://arxiv.org/abs/1606.03476


BIBLIOGRAPHY 143

national Conference on Learning Representations, 3 2017. URL http://arxiv.org/

abs/1703.02949.

[97] Lisa Torrey and M Taylor. Teaching on a budget: Agents advising agents in re-

inforcement learning. Proceedings of the 2013 International Conference on Au-

tonomous Agents and Multi-agent Systems, pages 1053–1060, 2013. URL http:

//dl.acm.org/citation.cfm?id=2485086.

[98] Yusen Zhan and Matthew E. Taylor. Online Transfer Learning in Reinforcement Learn-

ing Domains. arXiv preprint, 7 2015. URL http://arxiv.org/abs/1507.00436.

[99] Matthieu Zimmer, Paolo Viappiani, and Paul Weng. Teacher-Student Framework:

A Reinforcement Learning Approach. In AAMAS Workshop Autonomous Robots

and Multirobot Systems, Paris, France., 2014. URL https://matthieu-zimmer.net/

publications/ARMS2014.pdf.

[100] Anestis Fachantidis, Matthew Taylor, and Ioannis Vlahavas. Learning to Teach

Reinforcement Learning Agents. Machine Learning and Knowledge Extraction, 1

(1):21–42, 12 2017. ISSN 2504-4990. doi: 10.3390/make1010002. URL http:

//arxiv.org/abs/1707.09079http://www.mdpi.com/2504-4990/1/1/2.

[101] Ofra Amir, Ece Kamar, Andrey Kolobov, and Barbara J. Grosz. Interactive teaching

strategies for agent training. In IJCAI International Joint Conference on Artificial

Intelligence, 2016.

[102] Felipe Leno Da Silva, Ruben Glatt, and Anna Helena Reali Costa. Simultaneously

Learning and Advising in Multiagent Reinforcement Learning. In AAMAS ’17 Pro-

ceedings of the 16th Conference on Autonomous Agents and MultiAgent Systems, pages

1100–1108, São Paulo, Brazil, 2017. URL www.ifaamas.org.

http://arxiv.org/abs/1703.02949
http://arxiv.org/abs/1703.02949
http://dl.acm.org/citation.cfm?id=2485086
http://dl.acm.org/citation.cfm?id=2485086
http://arxiv.org/abs/1507.00436
https://matthieu-zimmer.net/publications/ARMS2014.pdf
https://matthieu-zimmer.net/publications/ARMS2014.pdf
http://arxiv.org/abs/1707.09079 http://www.mdpi.com/2504-4990/1/1/2
http://arxiv.org/abs/1707.09079 http://www.mdpi.com/2504-4990/1/1/2
www.ifaamas.org


144 BIBLIOGRAPHY

[103] Shayegan Omidshafiei, Dong-Ki Kim, Miao Liu, Gerald Tesauro, Matthew Riemer,

Christopher Amato, Murray Campbell, and Jonathan P How. Learning to Teach in

Cooperative Multiagent Reinforcement Learning. In Association for the Advancement

of Artificial Intelligence, 2019. URL www.aaai.org.

[104] Timothy P. Lillicrap, Jonathan J. Hunt, Alexander Pritzel, Nicolas Heess, Tom Erez,

Yuval Tassa, David Silver, and Daan Wierstra. Continuous control with deep reinforce-

ment learning. arXiv preprint, 9 2015. URL http://arxiv.org/abs/1509.02971.

[105] David Silver, Guy Lever, Deepmind Technologies, G U Y Lever, and U C L Ac. De-

terministic Policy Gradient Algorithms. In Proceedings of the 31 st International

Conference on Machine Learning, 2014.

[106] Volodymyr Mnih, Koray Kavukcuoglu, David Silver, Alex Graves, Ioannis Antonoglou,

Daan Wierstra, and Martin Riedmiller. Playing Atari with Deep Reinforcement Learn-

ing. In arXiv preprint, 12 2013. URL http://arxiv.org/abs/1312.5602.

[107] Jakob Foerster, Nantas Nardelli, Gregory Farquhar, Triantafyllos Afouras, Philip H S

Torr, Pushmeet Kohli, and Shimon Whiteson. Stabilising Experience Replay for Deep

Multi-Agent Reinforcement Learning. In International Conference on Machine Learn-

ing, Sydney, Australia, 2 2017. URL https://arxiv.org/pdf/1702.08887.pdfhttp:

//arxiv.org/abs/1702.08887.

[108] Tom Schaul, Daniel Horgan, Karol Gregor, and David Silver. Universal Value Function

Approximators. In Proceedings of The 32nd International Conference on Machine

Learning, pages 1312–1320, Lille, France, 2015. ISBN 9781510810587. URL http:

//jmlr.org/proceedings/papers/v37/schaul15.html.

[109] Matthew E Taylor, Peter Stone, and Yaxin Liu. Transfer Learning via Inter-Task

Mappings for Temporal Difference Learning. Journal of Machine Learning Re-

www.aaai.org
http://arxiv.org/abs/1509.02971
http://arxiv.org/abs/1312.5602
https://arxiv.org/pdf/1702.08887.pdf http://arxiv.org/abs/1702.08887
https://arxiv.org/pdf/1702.08887.pdf http://arxiv.org/abs/1702.08887
http://jmlr.org/proceedings/papers/v37/schaul15.html
http://jmlr.org/proceedings/papers/v37/schaul15.html


BIBLIOGRAPHY 145

search, 8:2125–2167, 2007. URL https://www.cs.utexas.edu/~pstone/Papers/

bib2html-links/JMLR07-taylor.pdf.

[110] Todd Hester, Matej Vecerik, Olivier Pietquin, Marc Lanctot, Tom Schaul, Bilal Piot,

Dan Horgan, John Quan, Andrew Sendonaris, Gabriel Dulac-Arnold, Ian Osband, John

Agapiou, Joel Z. Leibo, and Audrunas Gruslys. Deep Q-learning from Demonstrations.

arXiv preprint, 4 2017. URL http://arxiv.org/abs/1704.03732.

[111] Emanuel Todorov, Tom Erez, and Yuval Tassa. MuJoCo: A physics engine for model-

based control. In 2012 IEEE/RSJ International Conference on Intelligent Robots and

Systems, pages 5026–5033. IEEE, 10 2012. ISBN 978-1-4673-1736-8. doi: 10.1109/

IROS.2012.6386109. URL http://ieeexplore.ieee.org/document/6386109/.

[112] Matthias Plappert, Marcin Andrychowicz, Alex Ray, Bob McGrew, Bowen Baker,

Glenn Powell, Jonas Schneider, Josh Tobin, Maciek Chociej, Peter Welinder, Vikash

Kumar, and Wojciech Zaremba. Multi-Goal Reinforcement Learning: Challenging

Robotics Environments and Request for Research. arXiv preprint, 2 2018. URL http:

//arxiv.org/abs/1802.09464.

[113] B. T. Polyak and A. B. Juditsky. Acceleration of Stochastic Approximation by Aver-

aging. SIAM Journal on Control and Optimization, 30(4):838–855, 7 1992. ISSN 0363-

0129. doi: 10.1137/0330046. URL http://epubs.siam.org/doi/10.1137/0330046.

[114] Kinova. MICO - Robotic arm, 2018. URL https://www.kinovarobotics.com/en/

knowledge-hub/all-kinova-products.

[115] MathWorks. Simulink - Simulation and Model-Based Design - MATLAB. URL https:

//www.mathworks.com/products/simulink.html.

[116] OpenAI. OpenAI Five, 2018. URL https://openai.com/blog/openai-five/.

https://www.cs.utexas.edu/~pstone/Papers/bib2html-links/JMLR07-taylor.pdf
https://www.cs.utexas.edu/~pstone/Papers/bib2html-links/JMLR07-taylor.pdf
http://arxiv.org/abs/1704.03732
http://ieeexplore.ieee.org/document/6386109/
http://arxiv.org/abs/1802.09464
http://arxiv.org/abs/1802.09464
http://epubs.siam.org/doi/10.1137/0330046
https://www.kinovarobotics.com/en/knowledge-hub/all-kinova-products
https://www.kinovarobotics.com/en/knowledge-hub/all-kinova-products
https://www.mathworks.com/products/simulink.html
https://www.mathworks.com/products/simulink.html
https://openai.com/blog/openai-five/


146 BIBLIOGRAPHY

[117] Bowen Baker, Ingmar Kanitscheider, Todor Markov, Yi Wu, Glenn Powell, Bob Mc-

Grew, Igor Mordatch, and Google Brain. EMERGENT TOOL USE FROM MULTI-

AGENT AUTOCURRICULA. arXiv preprint, 2019.

[118] Jemin Hwangbo, Joonho Lee, Alexey Dosovitskiy, Dario Bellicoso, Vassilios Tsounis,

Vladlen Koltun, and Marco Hutter. Learning agile and dynamic motor skills for legged

robots. Science Robotics, 4(26):eaau5872, 1 2019. ISSN 2470-9476. doi: 10.1126/

scirobotics.aau5872. URL https://doi.org/10.1126/scirobotics.aau5872http:

//robotics.sciencemag.org/lookup/doi/10.1126/scirobotics.aau5872.

[119] Xue Bin Peng, Pieter Abbeel, Sergey Levine, and Michiel van de Panne. Deep-

Mimic: Example-Guided Deep Reinforcement Learning of Physics-Based Character

Skills. ACM Transactions on Graphics, 37(4):1–14, 7 2018. ISSN 07300301. doi:

10.1145/3197517.3201311. URL https://doi.org/10.1145/3197517.3201311http:

//dl.acm.org/citation.cfm?doid=3197517.3201311.

[120] Shixiang Gu, Ethan Holly, Timothy Lillicrap, and Sergey Levine. Deep Reinforcement

Learning for Robotic Manipulation with Asynchronous Off-Policy Updates. arXiv

preprint, 2016.

[121] Nathan Koenig and Andrew Howard. Design and use paradigms for gazebo, an open-

source multi-robot simulator. In 2004 IEEE/RSJ International Conference on In-

telligent Robots and Systems (IROS) (IEEE Cat. No.04CH37566), volume 3, pages

2149–2154. IEEE, 2004. ISBN 0-7803-8463-6. doi: 10.1109/IROS.2004.1389727. URL

http://ieeexplore.ieee.org/document/1389727/.

[122] Iker Zamora, Nestor Gonzalez Lopez, Víctor Mayoral Vilches, Alejandro Hernández

Cordero, and Erle Robotics. Extending the OpenAI Gym for robotics: a toolkit for

reinforcement learning using ROS and Gazebo. arXiv preprint, 2016.

https://doi.org/10.1126/scirobotics.aau5872 http://robotics.sciencemag.org/lookup/doi/10.1126/scirobotics.aau5872
https://doi.org/10.1126/scirobotics.aau5872 http://robotics.sciencemag.org/lookup/doi/10.1126/scirobotics.aau5872
https://doi.org/10.1145/3197517.3201311 http://dl.acm.org/citation.cfm?doid=3197517.3201311
https://doi.org/10.1145/3197517.3201311 http://dl.acm.org/citation.cfm?doid=3197517.3201311
http://ieeexplore.ieee.org/document/1389727/


BIBLIOGRAPHY 147

[123] Peter Geibel. Reinforcement Learning for MDPs with Constraints. In European Con-

ference on Machine Learning, volume 4212 LNAI, pages 646–653. Springer Verlag,

2006. ISBN 354045375X. doi: 10.1007/11871842{\_}63.

[124] Gal Dalal, Krishnamurthy Dvijotham, Matej Vecerik, Todd Hester, Cosmin Paduraru,

and Yuval Tassa. Safe Exploration in Continuous Action Spaces. arXiv preprint, 1

2018. URL http://arxiv.org/abs/1801.08757.

[125] Chen Tessler, Daniel J Mankowitz, and Shie Mannor. Reward Constrained Policy

Optimization. In International Conference on Learning Representations, 2019.

[126] Neville Mehta, Sriraam Natarajan, Prasad Tadepalli, and Alan Fern. Transfer in

variable-reward hierarchical reinforcement learning. Machine Learning, 73(3):289–

312, 12 2008. ISSN 0885-6125. doi: 10.1007/s10994-008-5061-y. URL http:

//link.springer.com/10.1007/s10994-008-5061-y.

[127] Alex Ray, Joshua Achiam, and Dario Amodei Openai. Benchmarking Safe Exploration

in Deep Reinforcement Learning. In arXiv preprint, 2019.

[128] John Schulman, Sergey Levine, Philipp Moritz, Michael I. Jordan, and Pieter Abbeel.

Trust Region Policy Optimization. In International Conference on Machine Learning,

volume 3, pages 1889–1897, Lille, France, 2 2015. International Machine Learning

Society (IMLS). URL http://arxiv.org/abs/1502.05477.

[129] John Schulman, Filip Wolski, Prafulla Dhariwal, Alec Radford, and Oleg Klimov.

Proximal Policy Optimization Algorithms. arXiv preprint, 7 2017. URL http://

arxiv.org/abs/1707.06347.

[130] Yudha P. Pane, Subramanya P. Nageshrao, Jens Kober, and Robert Babuška. Re-

inforcement learning based compensation methods for robot manipulators. Engi-

http://arxiv.org/abs/1801.08757
http://link.springer.com/10.1007/s10994-008-5061-y
http://link.springer.com/10.1007/s10994-008-5061-y
http://arxiv.org/abs/1502.05477
http://arxiv.org/abs/1707.06347
http://arxiv.org/abs/1707.06347


148 BIBLIOGRAPHY

neering Applications of Artificial Intelligence, 78:236–247, 2 2019. ISSN 09521976.

doi: 10.1016/j.engappai.2018.11.006. URL https://linkinghub.elsevier.com/

retrieve/pii/S0952197618302446.

[131] Zeeshan Shareef, Pouya Mohammadi, and Jochen Steil. Improving the Inverse Dy-

namics Model of the KUKA LWR IV+ using Independent Joint Learning*. IFAC-

PapersOnLine, 49(21):507–512, 1 2016. ISSN 24058963. doi: 10.1016/j.ifacol.2016.10.

653. URL https://linkinghub.elsevier.com/retrieve/pii/S2405896316322650.

[132] Kyaw Myat Thu and A.I. Gavrilov. Designing and Modeling of Quadcopter Con-

trol System Using L1 Adaptive Control. Procedia Computer Science, 103:528–535,

2017. ISSN 18770509. doi: 10.1016/j.procs.2017.01.046. URL https://linkinghub.

elsevier.com/retrieve/pii/S1877050917300479.

[133] Louis Hawley and Wael Suleiman. Control framework for cooperative object trans-

portation by two humanoid robots. Robotics and Autonomous Systems, 115:1–16, 5

2019. ISSN 09218890. doi: 10.1016/j.robot.2019.02.003. URL https://linkinghub.

elsevier.com/retrieve/pii/S0921889018303543.

[134] Serdar Kucuk and Zafer Bingul. Inverse kinematics solutions for industrial robot

manipulators with offset wrists. Applied Mathematical Modelling, 38(7-8):1983–1999,

4 2014. ISSN 0307904X. doi: 10.1016/j.apm.2013.10.014. URL https://linkinghub.

elsevier.com/retrieve/pii/S0307904X13006264.

[135] William S. Rone and Pinhas Ben-Tzvi. Continuum Robot Dynamics Utilizing the

Principle of Virtual Power. IEEE Transactions on Robotics, 30(1):275–287, 2 2014.

ISSN 1552-3098. doi: 10.1109/TRO.2013.2281564. URL http://ieeexplore.ieee.

org/document/6613525/.

https://linkinghub.elsevier.com/retrieve/pii/S0952197618302446
https://linkinghub.elsevier.com/retrieve/pii/S0952197618302446
https://linkinghub.elsevier.com/retrieve/pii/S2405896316322650
https://linkinghub.elsevier.com/retrieve/pii/S1877050917300479
https://linkinghub.elsevier.com/retrieve/pii/S1877050917300479
https://linkinghub.elsevier.com/retrieve/pii/S0921889018303543
https://linkinghub.elsevier.com/retrieve/pii/S0921889018303543
https://linkinghub.elsevier.com/retrieve/pii/S0307904X13006264
https://linkinghub.elsevier.com/retrieve/pii/S0307904X13006264
http://ieeexplore.ieee.org/document/6613525/
http://ieeexplore.ieee.org/document/6613525/


BIBLIOGRAPHY 149

[136] Carlos Lopez-Franco, Jesus Hernandez-Barragan, Alma Y. Alanis, and Nancy Arana-

Daniel. A soft computing approach for inverse kinematics of robot manipulators. En-

gineering Applications of Artificial Intelligence, 74:104–120, 9 2018. ISSN 09521976.

doi: 10.1016/j.engappai.2018.06.001. URL https://linkinghub.elsevier.com/

retrieve/pii/S0952197618301325.

[137] Thomas George Thuruthel, Egidio Falotico, Federico Renda, and Cecilia Laschi.

Model-Based Reinforcement Learning for Closed-Loop Dynamic Control of Soft

Robotic Manipulators. IEEE Transactions on Robotics, 35(1):124–134, 2 2019. ISSN

1552-3098. doi: 10.1109/TRO.2018.2878318. URL https://ieeexplore.ieee.org/

document/8531756/.

[138] Freek Stulp, Evangelos A. Theodorou, and Stefan Schaal. Reinforcement Learning

With Sequences of Motion Primitives for Robust Manipulation. IEEE Transactions on

Robotics, 28(6):1360–1370, 12 2012. ISSN 1552-3098. doi: 10.1109/TRO.2012.2210294.

URL http://ieeexplore.ieee.org/document/6295672/.

[139] David Martínez, Guillem Alenyà, and Carme Torras. Planning robot manipulation

to clean planar surfaces. Engineering Applications of Artificial Intelligence, 39:23–

32, 3 2015. ISSN 09521976. doi: 10.1016/j.engappai.2014.11.004. URL https://

linkinghub.elsevier.com/retrieve/pii/S0952197614002760.

[140] Kai Hu, Christian Ott, and Dongheui Lee. Learning and Generalization of Com-

pensative Zero-Moment Point Trajectory for Biped Walking. IEEE Transactions on

Robotics, 32(3):717–725, 6 2016. ISSN 1552-3098. doi: 10.1109/TRO.2016.2553677.

URL http://ieeexplore.ieee.org/document/7484896/.

[141] Abhijit Gosavi. Simulation-Based Optimization, volume 55 of Operations Research/-

Computer Science Interfaces Series. Springer US, Boston, MA, 2015. ISBN 978-1-

https://linkinghub.elsevier.com/retrieve/pii/S0952197618301325
https://linkinghub.elsevier.com/retrieve/pii/S0952197618301325
https://ieeexplore.ieee.org/document/8531756/
https://ieeexplore.ieee.org/document/8531756/
http://ieeexplore.ieee.org/document/6295672/
https://linkinghub.elsevier.com/retrieve/pii/S0952197614002760
https://linkinghub.elsevier.com/retrieve/pii/S0952197614002760
http://ieeexplore.ieee.org/document/7484896/


150 BIBLIOGRAPHY

4899-7490-7. doi: 10.1007/978-1-4899-7491-4. URL http://link.springer.com/10.

1007/978-1-4899-7491-4.

[142] Bekir Karlik and Serkan Aydin. An improved approach to the solution of inverse kine-

matics problems for robot manipulators. Engineering Applications of Artificial Intel-

ligence, 13(2):159–164, 4 2000. ISSN 09521976. doi: 10.1016/S0952-1976(99)00050-0.

URL http://linkinghub.elsevier.com/retrieve/pii/S0952197699000500.

[143] Shital S. Chiddarwar and N. Ramesh Babu. Comparison of RBF and MLP neu-

ral networks to solve inverse kinematic problem for 6R serial robot by a fusion

approach. Engineering Applications of Artificial Intelligence, 23(7):1083–1092, 10

2010. ISSN 0952-1976. doi: 10.1016/J.ENGAPPAI.2010.01.028. URL https:

//www.sciencedirect.com/science/article/pii/S0952197610000692.

[144] Raşit Köker. A genetic algorithm approach to a neural-network-based inverse kine-

matics solution of robotic manipulators based on error minimization. Information

Sciences, 222:528–543, 2 2013. ISSN 00200255. doi: 10.1016/j.ins.2012.07.051. URL

https://linkinghub.elsevier.com/retrieve/pii/S0020025512005233.

[145] Adrian-Vasile Duka. Neural Network based Inverse Kinematics Solution for Trajectory

Tracking of a Robotic Arm. Procedia Technology, 12:20–27, 1 2014. ISSN 22120173. doi:

10.1016/j.protcy.2013.12.451. URL https://linkinghub.elsevier.com/retrieve/

pii/S2212017313006361.

[146] Akos Csiszar, Jan Eilers, and Alexander Verl. On solving the inverse kinematics

problem using neural networks. In 2017 24th International Conference on Mecha-

tronics and Machine Vision in Practice (M2VIP), volume 2017-Decem, pages 1–6.

IEEE, 11 2017. ISBN 978-1-5090-6546-2. doi: 10.1109/M2VIP.2017.8211457. URL

http://ieeexplore.ieee.org/document/8211457/.

http://link.springer.com/10.1007/978-1-4899-7491-4
http://link.springer.com/10.1007/978-1-4899-7491-4
http://linkinghub.elsevier.com/retrieve/pii/S0952197699000500
https://www.sciencedirect.com/science/article/pii/S0952197610000692
https://www.sciencedirect.com/science/article/pii/S0952197610000692
https://linkinghub.elsevier.com/retrieve/pii/S0020025512005233
https://linkinghub.elsevier.com/retrieve/pii/S2212017313006361
https://linkinghub.elsevier.com/retrieve/pii/S2212017313006361
http://ieeexplore.ieee.org/document/8211457/


BIBLIOGRAPHY 151

[147] Yasmin Ansari, Egidio Falotico, Yoan Mollard, Baptiste Busch, Matteo Cianchetti,

and Cecilia Laschi. A Multiagent Reinforcement Learning approach for inverse kine-

matics of high dimensional manipulators with precision positioning. In 2016 6th IEEE

International Conference on Biomedical Robotics and Biomechatronics (BioRob), vol-

ume 2016-July, pages 457–463. IEEE, 6 2016. ISBN 978-1-5090-3287-7. doi: 10.1109/

BIOROB.2016.7523669. URL http://ieeexplore.ieee.org/document/7523669/.

[148] Hamid Toshani and Mohammad Farrokhi. Real-time inverse kinematics of redun-

dant manipulators using neural networks and quadratic programming: A Lyapunov-

based approach. Robotics and Autonomous Systems, 62(6):766–781, 6 2014. ISSN

09218890. doi: 10.1016/j.robot.2014.02.005. URL https://linkinghub.elsevier.

com/retrieve/pii/S0921889014000360.

[149] Franziska Meier, Daniel Kappler, Nathan Ratliff, and Stefan Schaal. Towards robust

online inverse dynamics learning. In 2016 IEEE/RSJ International Conference on

Intelligent Robots and Systems (IROS), volume 2016-Novem, pages 4034–4039. IEEE,

10 2016. ISBN 978-1-5090-3762-9. doi: 10.1109/IROS.2016.7759594. URL http:

//ieeexplore.ieee.org/document/7759594/.

[150] Rania Rayyes, Daniel Kubus, and Jochen Steil. Learning Inverse Statics Models Effi-

ciently With Symmetry-Based Exploration. Frontiers in Neurorobotics, 12:68, 10 2018.

ISSN 1662-5218. doi: 10.3389/fnbot.2018.00068. URL https://www.frontiersin.

org/article/10.3389/fnbot.2018.00068/full.

[151] René Reinhart, Zeeshan Shareef, and Jochen Steil. Hybrid Analytical and Data-Driven

Modeling for Feed-Forward Robot Control. Sensors, 17(2):311, 2 2017. ISSN 1424-8220.

doi: 10.3390/s17020311. URL http://www.ncbi.nlm.nih.gov/pubmed/28208697.

[152] Thomas George Thuruthel, Egidio Falotico, Federico Renda, and Cecilia Laschi.

http://ieeexplore.ieee.org/document/7523669/
https://linkinghub.elsevier.com/retrieve/pii/S0921889014000360
https://linkinghub.elsevier.com/retrieve/pii/S0921889014000360
http://ieeexplore.ieee.org/document/7759594/
http://ieeexplore.ieee.org/document/7759594/
https://www.frontiersin.org/article/10.3389/fnbot.2018.00068/full
https://www.frontiersin.org/article/10.3389/fnbot.2018.00068/full
http://www.ncbi.nlm.nih.gov/pubmed/28208697


152 BIBLIOGRAPHY

Learning dynamic models for open loop predictive control of soft robotic manipu-

lators. Bioinspiration & Biomimetics, 12(6):066003, 10 2017. ISSN 1748-3190. doi:

10.1088/1748-3190/aa839f. URL https://doi.org/10.1088/1748-3190/aa839f.

[153] Binyan Liang, Tongtong Li, Zhihong Chen, Yanbo Wang, and Yu Liao. Robot Arm

Dynamics Control Based on Deep Learning and Physical Simulation. In 2018 37th

Chinese Control Conference (CCC), pages 2921–2925. IEEE, 7 2018. ISBN 978-988-

15639-5-8. doi: 10.23919/ChiCC.2018.8484058. URL https://ieeexplore.ieee.

org/document/8484058/.

[154] Augustus Odena, Christopher Olah, and Jonathon Shlens. Conditional Image Synthesis

With Auxiliary Classifier GANs. International Conference on Machine Learning, 10

2016. URL http://arxiv.org/abs/1610.09585.

[155] Xi Chen, Yan Duan, Rein Houthooft, John Schulman, Ilya Sutskever, and Pieter

Abbeel. InfoGAN: Interpretable Representation Learning by Information Maximiz-

ing Generative Adversarial Nets. International Conference on Neural Information

Processing Systems, pages 2180–2188, 6 2016. URL https://arxiv.org/pdf/1606.

03657.pdf.

[156] Christian Ledig, Lucas Theis, Ferenc Huszar, Jose Caballero, Andrew Cunningham,

Alejandro Acosta, Andrew Aitken, Alykhan Tejani, Johannes Totz, Zehan Wang,

and Wenzhe Shi. Photo-Realistic Single Image Super-Resolution Using a Genera-

tive Adversarial Network. 2017 IEEE Conference on Computer Vision and Pattern

Recognition (CVPR), pages 105–114, 9 2016. doi: 10.1109/CVPR.2017.19. URL

http://ieeexplore.ieee.org/document/8099502/.

[157] Justin Fu, Katie Luo, and Sergey Levine. Learning Robust Rewards with Adversarial

https://doi.org/10.1088/1748-3190/aa839f
https://ieeexplore.ieee.org/document/8484058/
https://ieeexplore.ieee.org/document/8484058/
http://arxiv.org/abs/1610.09585
https://arxiv.org/pdf/1606.03657.pdf
https://arxiv.org/pdf/1606.03657.pdf
http://ieeexplore.ieee.org/document/8099502/


BIBLIOGRAPHY 153

Inverse Reinforcement Learning. In International Conference for Learning Represen-

tations, Vancouver, 10 2018. URL http://arxiv.org/abs/1710.11248.

[158] Mehdi Mirza and Simon Osindero. Conditional Generative Adversarial Nets. arXiv

preprint, 11 2014. URL http://arxiv.org/abs/1411.1784.

[159] Xudong Mao, Qing Li, Haoran Xie, Raymond Y.K. Lau, Zhen Wang, and Stephen Paul

Smolley. Least Squares Generative Adversarial Networks. In 2017 IEEE Interna-

tional Conference on Computer Vision (ICCV), volume 2017-Octob, pages 2813–

2821. IEEE, 10 2017. ISBN 978-1-5386-1032-9. doi: 10.1109/ICCV.2017.304. URL

http://ieeexplore.ieee.org/document/8237566/.

[160] Jeff Donahue, Philipp Krähenbühl, and Trevor Darrell. Adversarial Feature Learning.

In International Conference on Learning Representations, Toulon, France, 5 2017. URL

http://arxiv.org/abs/1605.09782.

[161] Zili Yi, Hao Zhang, Ping Tan, and Minglun Gong. DualGAN: Unsupervised Dual

Learning for Image-to-Image Translation. In 2017 International Conference on Com-

puter Vision, Venice, 2017. URL http://arxiv.org/abs/1704.02510.

[162] Melonee Wise, Michael Ferguson, Derek King, Eric Diehr, and David Dymesich. Fetch

& Freight: Standard Platforms for Service Robot Applications. Technical report.

[163] Ian J. Goodfellow, Jean Pouget-Abadie, Mehdi Mirza, Bing Xu, David Warde-Farley,

Sherjil Ozair, Aaron Courville, and Yoshua Bengio. Generative Adversarial Networks.

In Neural Information Processing Systems, pages 2672–2680, 6 2014. URL https:

//arxiv.org/abs/1406.2661http://arxiv.org/abs/1406.2661.

[164] Martin Arjovsky, Soumith Chintala, and Léon Bottou. Wasserstein GAN. arXiv

preprint, 1 2017. URL http://arxiv.org/abs/1701.07875.

http://arxiv.org/abs/1710.11248
http://arxiv.org/abs/1411.1784
http://ieeexplore.ieee.org/document/8237566/
http://arxiv.org/abs/1605.09782
http://arxiv.org/abs/1704.02510
https://arxiv.org/abs/1406.2661 http://arxiv.org/abs/1406.2661
https://arxiv.org/abs/1406.2661 http://arxiv.org/abs/1406.2661
http://arxiv.org/abs/1701.07875


154 BIBLIOGRAPHY

[165] Fabian Pedregosa FABIANPEDREGOSA, Vincent Michel, Olivier Grisel OLIVIER-

GRISEL, Mathieu Blondel, Peter Prettenhofer, Ron Weiss, Jake Vanderplas, David

Cournapeau, Fabian Pedregosa, Gaël Varoquaux, Alexandre Gramfort, Bertrand

Thirion, Olivier Grisel, Vincent Dubourg, Alexandre Passos, Matthieu Brucher,

Matthieu Perrot andÉdouardand, AndÉdouard Duchesnay, and FRÉdouard Duches-

nay EDOUARDDUCHESNAY. Scikit-learn: Machine Learning in Python. Technical

report, 2011. URL http://scikit-learn.sourceforge.net.

[166] J Bergstra, D Yamins, and D D Cox. Making a Science of Model Search: Hyperpa-

rameter Optimization in Hundreds of Dimensions for Vision Architectures. In 30 th

International Conference on Machine Learning, volume 28, Atlanta, Georgia, 2013.

URL http://proceedings.mlr.press/v28/bergstra13.pdf.

[167] Morgan Quigley, Brian Gerkey, Ken Conley, Josh Faust, Tully Foote, Jeremy Leibs,

Eric Berger, Rob Wheeler, and Andrew Ng. ROS: an open-source Robot Operating

System. Technical report. URL http://stair.stanford.edu.

[168] Diederik P Kingma and Jimmy Ba. Adam: A Method for Stochastic Optimization.

In International Conference for Learning Representations, San Diego, 12 2015. URL

https://arxiv.org/pdf/1412.6980.pdf.

http://scikit-learn.sourceforge.net.
http://proceedings.mlr.press/v28/bergstra13.pdf
http://stair.stanford.edu
https://arxiv.org/pdf/1412.6980.pdf


Appendices

155



156

Appendix A

Table 1: Mass properties of MICO robotic manipulator parts.

Part Center of mass xyz (mm) Moments of inertia (gram ∗mm2) [Ixx, Ixy, Iyy,
Iyz, Izz, Ixz]

Base [−0.25,−0.86, 60.08] [2554288.88, -2754.86, 2541178.08,
5680.08, 400207.73, -7269.57]

Shoulder [0.01, 8.46,−51.64] [1066764.15, -31.86, 1112292.98,
112239.63, 294233.86, -156.65]

Arm [140.80, 0.00,−20.61] [542848.18, -561.89, 18596075.98,
-8.53, 18533418.58, -1428223.80]

Forarm [−0.04, 41.26, 16.21] [1497076.78, -847.46, 258952.15,
152097.63, 1467115.33, -144.78]

Hand [1.69,−1.31,−118.74] [5611391.53, -902.55, 5429904.00,
51034.36, 301540.64, -52563.36]

Table 2: Mass properties of Fetch robotic manipulator parts.

Part Center of mass xyz (m) Moments of inertia (Kilogram ∗m2) [Ixx, Ixy, Iyy,
Iyz, Izz, Ixz]

Base [−0.0036, 0.0, 0.0014] [1.225, 0.0099, 0.0062,
1.2853, -0.0034, 0.987]

Torso Lift1 [−0.1208,−0.0009,−0.1151] [0.3354, 0.0, -0.0162,
0.3354, -0.0006, 0.0954]

Shoulder Pan [−0.0243, 0.0036,−0.0056] [0.0043, -0.0010, -0.0001,
0.0087, 0.0001, 0.0087]

Shoulder Lift [−0.0001,−0.0072, 0.1432] [0.0112, 0, 0,
0.0111, 0.0021, 0.0028]

Upperarm Roll [0,−0.0165, 0.0014] [0.0047, 0, 0,
0.0019, -0.0001, 0.0045]

Elbow Flex [0,−0.0073, 0.1279] [0.0084, 0, 0,
0.0082, 0.0016, 0.0024]

Forearm Roll [0,−0.0148,−0.0266] [0.0035, 0, 0,
0.0016, -0.0003, 0.0030]

Wrist Flex [−0.0001,−0.0009, 0.0882] [0.0042, 0, 0,
0.0042, 0.0001,0.0018]

Wrist Roll [−0.0002,−0.0004, 0.0095] [0.0001, 0, 0,
0.0001, 0, 0.0001]

1 The mass of head and its joint was added to the torso in the analytical model with assumption that
the head pan and tilt joints are fixed during the experiments.
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