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ABSTRACT 

 

 The size and complexity of many scientific and enterprise-level applications require a 

high degree of parallelization in order to produce outputs within an acceptable period of time.  

This often necessitates the uses of high performance computing clusters (HPCCs) and 

parallelized applications which are carefully designed and optimized.  A myriad of papers study 

the various factors which influence performance and then attempt to quantify the maximum 

theoretical speedup that can be achieved by a cluster relative to a sequential processor. 

 The studies tend to only investigate the influences in isolation, but in practice these 

factors tend to be interdependent.  It is the interaction rather than any solitary influence which 

normally creates the bounds of the design trade space.  In the attempt to address this disconnect, 

this thesis blends the studies into an expanded speedup model which captures the interplay.  The 

model is intended to help the cluster engineer make initial estimates during the early phases of 

design while the system is not mature enough for refinement using timing studies. 

 The model pulls together factors such as problem scaling, resource allocation, critical 

sections, and the problem‟s inherent parallelizability.  The derivation was examined theoretically 

and then validated by timing studies on a physical HPCC.  The validation studies found that the 

model was an adequate generic first approximation.  However, it was also found that 

customizations may be needed in order to account for application-specific influences such as 

bandwidth limitations and communication delays which are not readily incorporated into a 

generic model. 
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Chapter 1  

Introduction 

 Scientific and enterprise-level applications often have computational, memory, and 

timing requirements which can only be tackled with a high performance computing (HPC) 

solution.  Development of this solution must make efficient use of hardware, software, 

personnel, and facility resources while staying within cost, schedule, and performance 

requirements.  Decades of research have generated numerous hardware and software 

architectures with the goal of finding an optimal solution.  However, maximizing performance is 

often application specific and requires navigating a complex design space. 

1.1 Background 

 Joseph Sloan, the author of “High Performance Computing Clusters” [1] enumerates the 

three ways to improve an application‟s performance.  The application can be improved by 

implementing a more efficient algorithm, using faster hardware, or parallelizing the work across 

multiple systems.  However, the first two approaches are not likely to scale well. 

 The first option, making the algorithm more efficient, may be possible to some degree, 

but there will likely be a limit at which the algorithm can no longer be practically improved.  

Even if it were theoretically possible to develop a better algorithm, it may be prohibitively time 

consuming and expensive to develop and test.   

 The second option, using faster hardware, may be practical but only if a slight 

improvement is needed.  Sloan points out that “while there are no hard and fast rules, it is not 

unusual to see a quadratic increase in cost with a linear increase in performance, particularly as 

you move away from commodity technology”.  As an example, he notes that legacy 

supercomputers which he calls “big iron” systems provide very high end sequential processing, 

but they often require extremely expensive “forklift upgrades” in order to scale.   
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 The third approach is to divide the work across a group of computers or processors.  This 

may be done with a single processor with multiple cores, a single machine with multiple 

processors, multiple machines, or any combination.  Computing clusters link a group of 

computers together to take advantage of the parallel processing power provided by the set.  A 

cluster can be used for a range of purposes such as load-balancing or redundancy.  When used 

for high speed processing it is called a high performance computing cluster (HPCC). 

 The most common HPCC style was invented by Thomas Sterling and Don Becker at 

NASA‟s Goddard Space Flight Center in 1994.  They called their cluster style “Beowulf” since, 

like the mythical figure, it had the “strength of many”.  Beowulf clusters can be built out of 

commercial-off-the-shelf (COTS) hardware and do not require the nodes to be homogenous.  The 

advantage of a Beowulf cluster is that it allows the application to be spread across many 

commodity nodes to gain large performance increases.  These systems are much less expensive 

than legacy supercomputers because they can be built out of common hardware. 

1.2 Motivation and Objectives 

 Ian Foster of Argonne National Laboratories states in his online book “Designing and 

Building Parallel Programs” [2] that “the goal of the design process is not to optimize a single 

metric such as speed” since “a good design must optimize a problem-specific function of 

execution time, memory requirements, implementation costs, maintenance costs, and so on” and 

“involves tradeoffs between simplicity, performance, portability, and other factors”.  He 

continues “the metrics by which we measure performance can be as diverse as execution time, 

parallel efficiency, memory requirements, throughput, latency, input/output rates, network 

throughput, design costs, implementation costs, verification costs, potential for reuse, hardware 

requirements, hardware costs, maintenance costs, portability, and scalability”, but “the relative 

importance of these diverse metrics will vary according to the nature of the problem at hand”. 

 Other authors at the University of Wisconsin Madison and Google provide insight into 

the balance between cost and performance.  Specifically they state that, “parallel computing is 

more cost-effective whenever its cost/performance is better than a uniprocessor” such that 

“speedup > costup” [3].  Costup can be defined as the multiprocessor cost divided by the 

equivalent uniprocessor cost.  Since “this costup is often much less than [the number of nodes], 
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speedups less than [the number of nodes] can be cost-effective” [4].  For example, suppose a 

sample cluster could only produce 75% of the speedup that a particular supercomputer could 

produce, but the cluster costs 50% less than the supercomputer.  In that case, the cluster would be 

more cost effective than the supercomputer since the benefit was greater than the cost.  

Specifically, a cluster is cost efficient whenever: 

 

 
                       

                     
  

                   

                 
 (1-1) 

 

 Developing an optimal processing solution requires the cluster engineer to evaluate 

numerous hardware and software choices.  Unfortunately, this requires the engineer to navigate a 

complex trade space.  Options which are practical for one application may not scale well to 

others.  Also, some trade-offs have more drastic impacts than others.  As a result, this trade space 

is not only large and complicated, but it may also include nonlinearities. 

 Once the cluster application‟s hardware and software are established, timing experiments 

can be done to allow for fine-tuning.  However, these refining studies require precise timing 

profiles so they cannot be conducted during the early phases of development while the system is 

still immature.  Without the timing measurements it can be difficult to initially estimate answers 

to questions such as: 

 

1) Is a cluster the best speedup option for the application? 

2) Is it better to get many inexpensive nodes or a few fast nodes? 

3) Is it worth investing in a high performance network? 

4) Is one file server sufficient? 

 

 There are a myriad of books and papers about the fundamental principles of cluster 

design.  However, many provide only introductory or academic explanations which abstract 

away the engineering details that are encountered in practice.  Countless other sources provide 

rigorous studies of individual tradeoffs, but do not provided a good discussion on the interplay 

between the tradeoffs.  Without a broad quantitative model for the analysis of alternatives, 

optimization can be difficult to plan for and assess. 
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 Due to the vast number of metrics which impact optimization, developing an 

exhaustively comprehensive formula is likely impossible or at least impractical.  If this formula 

existed it would probably be too big and complex for the cluster designer to use effectively.  In 

the early stages of design and development, the list of unknowns would dominate the model. 

 A practical optimization formula for early-phase engineering needs to provide a means of 

examining the major factors and the interplay between them.  A compromise must be made 

between oversimplification and getting lost in minor nuances.  The objective of this thesis is to 

develop and validate a quantitative model for use in the early stages of development which, like 

Brown‟s qualitative protocol [5] (discussed in Chapter 2), allows the designer to get “into the 

vicinity of an optimum solution”.  Specifically, the model incorporates problem scaling, resource 

allocation, critical sections, and the problem‟s inherent parallelizability in a single generic 

model.  Other factors such as bandwidth limitations and communications delay are important, 

but are too application-specific for inclusion in a generic model. 

1.3 Approach 

 The development of a quantitative engineering model for the use in the early stages of 

cluster design begins with a literature review.  This survey needs to investigate the fundamental 

formulas and authoritative sources which encompass many of the major optimization factors.  

Once an assessment has been completed, the findings need to be pulled together into a single 

mathematical model.  This model should provide theoretical performance insights that are 

consistent with the original sources.  The theoretical performance model needs to be validated 

against sample workloads.  Lastly, the findings of the verification and validation steps need to be 

used to gage the capabilities and limitations of the model. 

1.4 Contributions of the Thesis 

 The scientific and academic studies tend to only investigate the various influences on 

speedup in isolation.  In practice though, these influences tend to be interdependent.  It is this 

interaction rather than each solitary influence which creates the bounds of the design trade space.  
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Therefore, the primary contribution of this thesis is to blend these studies into an expanded 

model which will allow the cluster engineer to estimate the interplay between the influences.   

 The model is intended to provide initial estimates during the early phases of design when 

the hardware and software are not yet mature enough for detailed timing analysis.  Often in these 

early phases only low-fidelity estimates of the application‟s parameters are known.  This makes 

the use of a complex high-fidelity model impractical because only low-fidelity inputs are 

available.  As a result, the goal for the model developed by this thesis is to provide a simple 

model capable of supporting first approximations until refinement studies can be done later in the 

system‟s development.



 6 

 

Chapter 2  

Literature Review 

 The strengths and weaknesses of parallel computing have been discussed for half a 

century.  In that time, fundamental laws and a multitude of derivative expansions have emerged.  

While these papers generally focus on various impacts in isolation, they provide a knowledge 

base from which an engineering model can be developed.  The survey begins by investigating the 

resource constraints which limit cluster performance.  Then, the fundamental laws are examined.  

Next, the impacts of architecture and overhead are studied.  Finally, the need for a global focus 

during the analysis of alternatives is discussed. 

2.1 HPCC Design Overview 

 Figure 2-1 provides a diagram of a common Beowulf-style HPCC.  These clusters consist 

of a head node, multiple compute nodes, and one or more file I/O servers.  All of these 

components are connected via one or more networks.   

 

 

Figure 2-1: A common HPCC 
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 The head node often serves as the single interface between the HPCC and the user or 

outside world.  While it typically connects to one or more private internal networks, it is usually 

the only cluster component that connects to any external networks.  Also, it is customarily the 

only system with a keyboard and mouse attached during standard operations.  It is common for 

the head node to be a larger, faster, more expensive system compared to the compute nodes.  The 

head node often handles sequential processing and can be a bottleneck in the system.  As a result, 

it can be beneficial to invest extra resources in the head node.  Also, there is typically only one 

head node, so it does not add significantly to the overall cost of the cluster. 

 Compute nodes are often smaller and much less expensive than the head node.  Since 

there are usually numerous compute nodes, increases in the cost per compute node lead to major 

increases in the cost of the cluster.  To reduce size and cost, these systems might be simple 

diskless compute blades, though this may require a more expensive network.  Processor speed, 

cache, and RAM are important, but a tradeoff must be made between the cost per node and the 

number of affordable nodes.  The goal for compute nodes is the “most favorable price to 

performance ratio, not pricey individual machines” [1].   

 There may be one of more file I/O servers in the cluster depending on the file system.  

The number of servers required may impact the size and cost of the file servers.  A single large 

file server may be sufficient for smaller clusters, but may not be adequate for larger clusters.  

The file servers normally host access to large storage RAIDs.  The size of the RAID is driven by 

the anticipated storage requirements of the application. 

 The private internal network may consist of one or more physical networks.  Smaller 

clusters and applications which are not network intensive may only consist of a single Ethernet 

LAN.  Enterprise-level clusters often have a second high-throughput, low-latency optical 

network as well.  The faster network is reserved for the primary purpose of application-related 

communications while the Ethernet LAN is used for secondary network traffic such as cluster 

health monitoring.  Unfortunately, these high performance networks are usually very expensive 

because the cost of cables and adapters add to the per node cost.  The shape of the network fabric 

is driven by the application‟s communication requirements. 

 While not shown in Figure 2-1, the HPCC may also require additional supporting 

hardware.  Cooling equipment may be needed to handle the heat generated by the cluster.  Power 
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distribution and backup hardware may be required for mission-critical systems.  At a minimum, 

battery backups to support a graceful shutdown are needed to avoid RAID corruptions when 

power is lost.  The cooling and power systems may add significantly to the cost of cluster. 

 Robert Brown of Duke University provides a simple protocol [5] for cluster design.  The 

protocol does not directly reference the three performance improvement approaches defined by 

Sloan [1].  However, it provides insights into which approach makes the most sense for the 

application.  The protocol defines the following four basic steps: 

 

1) Profile and analyze tasks for parallelizability 

2) Parallelize your code 

3) Build trade-off tables 

4) Design your cluster 

 

 Brown explains that the first step is to determine which of the application‟s tasks can be 

executed in parallel and which must be handled sequentially.  If there is not sufficient potential 

for parallelization in the algorithm, then there is no benefit to proceeding to the second step.  In 

that case, it is best to focus on purchasing the fastest sequential hardware possible.   

 If profiling indicates that there is sufficient benefit, then the second step is to parallelize 

the code.  Brown argues that “just splitting up the serially written routines in your original task 

(as you probably did to get your first estimate of potential parallel speedup) isn't particularly 

optimal - one has to adopt „real‟ parallel algorithms to gain the greatest benefit.”   

 Ian Foster of Argonne National Laboratories addresses the software challenges in 

“Designing and Building Parallel Programs” [2].  Foster explains that in the partitioning step 

“practical issues such as the number of processors in the target computer are ignored, and 

attention is focused on recognizing opportunities for parallel execution”.  This may be done via 

“domain decomposition” which partitions the data, “functional decomposition” which partitions 

the algorithm‟s tasks or a combination of both.  Breaking up the application into very small 

pieces gives a large degree of flexibility for parallel execution.  However, communication 

latency and other forms of overhead make executing a series of tiny segments suboptimal.  

Therefore, Foster explains that the tiny segments should be agglomerated into larger segments.  

Ideally there should be as many large segments as the number of processors, since it reduces 
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communication overhead.  The larger segments should also be sized as equally as possible since 

it reduces node idle time.  If nodes were given uneven sizes, some nodes would sit idle while 

other nodes finished.  Creating many tiny segments supports finding a way to make the larger 

segments equally sized. 

 Sloan argues that “the first issue we must face is task granularity” since it “establishes a 

limit on how many compute nodes or processor you may be able to use effectively” [1].  As an 

example, he notes that multiplication cannot be subdivided so there is no benefit to using more 

than 100 processors to perform 100 multiplications.  However, Sloan notes that “in practice, the 

number of processors you can effectively use will be lower” and that “course granularity tends to 

limit communication overhead but may result in increased idle time and poor processor 

utilization.” 

 Once the parallel algorithm is designed, Brown‟s explanation of his protocol states that 

the parallelized code should be profiled.  This second profiling must account for the various 

forms of overhead that are associated with the parallelization.  However, he does not give a 

detailed means of quantifying the overhead.  The updated profile should be used to consider 

whether parallelization still makes sense.  Note that Brown‟s adoption of an efficient parallel 

code step is a blend of the second and third speedup options provided by Sloan.   

 The third step of Brown‟s protocol is to develop trade-off tables.  To do this, Brown 

instructs that single node and multi-node performance tables should be generated “using 

measurements where you can and calculated estimates where you must.”  He then recommends 

that costs and weights be assessed to generate cost-benefit tables. 

 Lastly, in the fourth step of the protocol, price and performance thresholds should be 

determined.  These thresholds, along with the trade-off tables, should guide the evaluation of 

whether a cluster is the best approach and how the system is designed.  Brown admits that his 

protocol is “a bit oversimplified”, but argues that his “general approach above should suffice to 

get you into the vicinity of an optimum solution”. 
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2.2 Resource Limits 

 Purely scientific and academic papers often focus on theoretical performance increases 

without the constraint of resource limits.  However, cluster designers must try to maximize 

performance while working within a range of practical constraints.  Performance can be limited 

by constraints which include, but are not limited to, funding, power, physical space, cooling, and 

manpower.  Before any examination of performance optimization can be conducted, the limits 

which define the boundaries of the trade space must be identified. 

 Cost is the most obvious resource limit.  High performance equipment, software, and 

personnel can be expensive.  Budget is usually a rigid resource constraint.  Any funding 

allocated to one aspect of system comes at the expense of the other aspects.  For example, the 

cost of designing and implementing a more efficient algorithm may reduce the number of 

compute nodes that can be purchased and vice versa. 

 In 2006, John Gustafson, the author of Gustafson‟s Law discussed in the next section, 

wrote an article titled “The new limits in high performance computing” [6].  In the article, he 

lamented that “PhDs steeped in computational science find themselves wrestling, not with 

whether to interchange the level of loop nesting, or whether conjugate gradient solvers are 

superior to direct solvers, but with whether their power company is charging 23 cents per 

kilowatt-hour or merely 12 cents.”  As an example, he notes that Google‟s single largest line 

item expense is the energy bill for their server farms.  That means that it exceeds the cost of 

software development, staff, facilities, and hardware.  He explains that the cost of hardware 

continues to fall with Moore‟s law.  However, the cost of power continues to rise with inflation 

and demand.  He also makes the observation that Intel and AMD have begun stressing 

performance-per-watt instead of simply advertising raw clock speeds.  Lastly, he remarks that 

facilities typically have a maximum amount of power which can be supplied.  Increasing the 

maximum facility power, if possible, is typically a large and expensive construction project 

which may have to be funded by construction funds rather than research and development funds.  

Gustafson focuses his argument to multicomputer clusters.  However, multicore processors are 

also constrained by the system‟s power supply.  As the number of cores increases, the amount of 

power per core must proportionally decrease in order to stay within the power supply‟s capacity. 
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 Power was a major constraint for the RPAT cluster at the Naval Surface Warfare Center 

in Dahlgren, Virginia which was used for the validation timing studies in Chapter 4.  When it 

was originally established it required several new 120V, 30A lines and breakers to be installed 

from the main power box in the computer laboratory to the cluster racks.  The follow-on cluster 

upgrade required switching to a 208V, 90A system and running an entirely new line and breaker 

box to the laboratory room since the original power plan could not scale sufficiently.  Power 

concerns were not limited to capacity, but also reliability.  Costly power regulators and backup 

systems were required.  In fact, the cost of a full power backup system which could keep the 

cooling system running was prohibitively expensive so only backups which could ensure a 

graceful shutdown were feasible. 

 Physical space is another constraint noted in Gustafson‟s article.  Rows of racks require 

significant floor space.  This is a constraint that may not be readily overcome with funding.  In 

some cases, additional space may not be available at any cost.  For example, space was the most 

challenging and inflexible constraint for the NSWC RPAT cluster.  The current space required 

several months of negations to acquire it from other programs since new space could not be built.  

R&D funds were available but they could not legally be used for construction.  Military 

construction can take up to a decade for approval and requires an act of Congress.  Another 

example where space is an unyielding limit is processor chip size.  Gustafson does not focus on 

chips, but increasing their size would violate industry standards and impact motherboard 

compatibility.   

 Physical space is not only a limit of real estate, but also one of latency.  Gustafson 

explains that connecting nodes on opposite corners of a 100 square foot cluster requires a 

roughly 180 foot cable since the connection is not line-of-sight.  Even with an optical cable 

which transmits at 70 percent of the speed of light, message transfer latency could be up to 250 

nanoseconds.  This can be a major bottleneck for applications that require low latency. 

 The most obvious solution to the space constraint is to attempt to use tall racks which are 

densely populated.  However, taller racks have a higher probability of tipping over.  They may 

also require IT personnel to use ladders when servicing them.  This may cause insurance and 

safety policies to impose limits on the maximum rack height that may be used.   

 Cooling is the final constraint discussed by Gustafson.  He points out that as node density 

increases so does the intensity of the heat produced.  Gustafson provides two examples of 
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cooling issues.  Air cooling is limited to 70 watts per liter near sea level.  As a result, it is only 

approximately 50 percent effective at Los Alamos National Laboratory which is about 7500 feet 

above sea level.  At Lawrence Livermore National Laboratory, air currents of 60 miles per hour 

are required under the raised floor in order to pump heat out of the room.  Liquid cooling can be 

introduced, but comes at an increased cost.  Gustafson claims that cooling can add 20 percent the 

total power consumption of the system. 

 These constraints force the cluster designer to balance the potentially opposing 

limitations while attempting to maximize performance.  Now that the resource constraints of the 

trade space are defined, an examination of computational performance can now be performed. 

2.3 Fundamental Laws 

 In 1967, Gene Amdahl presented the “Validity of the Single Processor Approach to 

Achieving Large Scale Computing Capabilities” [7].  This presentation served as the beginning 

of the conversation on parallel computing.  The theory presented in it eventually yielded what 

became known as Amdahl‟s Law, even though it did not contain any equations.  Despite its 

limitations, the law became the starting point of all subsequent parallel computing research.  The 

law as it is traditionally found in many papers [8] is: 

 

          
   

   
 
   

 (2-1) 

 

 In this equation, s  and p  represent the serial and parallel fractions of the code 

respectively.  Often the numerator is normalized such that s + p = 1.  The number of compute 

nodes is N.  This equation may be thought of as: 

 

          
                                 

                                 
 (2-2) 

  

 Amdahl argues that even in a parallel processing paradigm, there is a certain amount of 

“data management housekeeping” which tends to be sequential and cannot be parallelized.  
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There are also “physical problems” with the algorithms and data sets.  Amdahl lists the following 

examples of physical problems [7]: 

 

 Boundaries are likely to be irregular 

 Interiors are inhomogeneous 

 Computations required may be dependent on the states of the variables at each 

point 

 Propagation rates of different physical effects may be quite different 

 The rate of convergence, or convergence at all may be strongly dependent on 

sweeping through the array along different axes on succeeding passes 

 

 The data housekeeping and physical problems increase the amount of synchronization 

required and thus degrade the degree to which the code can be parallelized.  As a result of these 

factors, it is impossible to drive s completely to zero.  In fact, Amdahl claims that the data 

housekeeping alone accounts for 40 percent of the execution time so normally s > 0.4.  

Unfortunately, this means that parallelization can only speed up the remaining 60 percent of the 

code.  Even if it was possible to subdivide the application across an infinite number of nodes, 

speedup would level out as shown in Figure 2-2.  The maximum speedup is computed using 

Equation 2-3 which is shown in Figure 2-3 for various values of s. 

 

             
   

 

   
 
   

  
 

 
 (2-3) 
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Figure 2-2: Maximum speedup according to Amdahl‟s Law for an application with a serial fraction of 40% 

 

 

Figure 2-3: Speedup under Amdahl‟s Law [8] 

 

 Based on this limit, Amdahl asserted that “the effort expended on achieving high parallel 

processing rates is wasted unless it is accompanied by achievements in sequential processing 

rates of very nearly the same magnitude.”  For many years, this assertion was used as 

justification to abandon parallel processing. 

 Then in 1988, John Gustafson published a paper titled “Reevaluating Amdahl‟s Law” [8] 

which refuted some of Amdahl‟s assertions.  Gustafson claimed that Amdahl‟s Law is only 
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applicable if the increased computational power is strictly used to reduce the execution time of a 

fixed-size problem.  However, he argued users tend to increase the problem size when given 

more computing capacity.  According to Gustafson, this violates Amdahl‟s “implicit assumption 

that p is independent of N, which is virtually never the case.”  Users can control algorithm 

parameters such as resolution and number of runs.  Since users can adjust these parameters to 

maximize problem scope within allowable execution times, it is “more realistic to assume run 

time, not problem size, is constant.”  In other words, a parallel system could do more work in the 

same amount of time rather than simply reducing the speed of a fixed problem size.  While 

Amdahl assessed speedup based on the reduction of execution time of fixed-sized problem, 

Gustafson assesses speedup based on how much problem size can be increased within a fixed 

amount of execution time. 

 Gustafson proposed a “first approximation” model based on the theory that the parallel 

portion scales with problem size but the serial portion does not.  This ignores the fact that 

overhead tends to increase with the number of nodes.  However, for sufficiently parallel 

applications, the workload can be increased at a faster rate than overhead and synchronization. 

To quantify this, Gustafson‟s proposed the following scaled speedup equation: 

 

                 
      

     
 (2-4) 

 

 In this equation, s’  and p’  represent the execution times of the serial and parallel portions 

of the application on a parallel system.  When the equation is normalized such that s’ + p’ = 1, it 

can be expressed as shown in Equation 2-5.  Whereas Amdahl‟s law has an asymptotic slope 

near s  = 0 and then rapid falls as s increases, Gustafson notes that Equation 2-5 has a constant 

slope of 1 - N.  As a result, he states that it is “much easier to achieve efficient parallel 

performance than is implied by Amdahl‟s paradigm” and thus there is a “‟mental block‟ against 

massive parallelism imposed by a misuse of Amdahl‟s speedup formula”.  Gustafson provides a 

pictorial contrast of the two models which is shown in Figures 2-4 and 2-5. 

  

                                   (2-5) 
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Figure 2-4: Amdahl‟s Fixed-Size Model [8] 

 

 

Figure 2-5: Gustafson‟s Scaled-Size Model [8] 

 

 As proof of his theory, Gustafson and his colleagues published another paper in 1988 

titled “Development of Parallel Methods for a 1024-Processor Hypercube” [9].  The paper 

provided the detailed results of their parallel computing research at Sandia National 

Laboratories.  Figure 2-6 provides a theoretical scaled speedup plot for the 1024-processor as the 

scaled serial fraction size varies.  Unlike Figure 2-3, this plot exhibits only a very mild decrease 

as s’  increases.   
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Figure 2-6: Theoretical scaled speedup of a 1024-processor hypercube [9] 

 

 Gustafson and his colleagues wanted to demonstrate that a massive parallelism could be 

practical for scientific applications.  To achieve this they compared fixed and scaled models for 

the following three applications: 

 

 Baffled surface wave simulation using finite differences 

 Unstable fluid flow using flux-corrected transport 

 Beam strain analysis using conjugate gradients 

 

 The speedup results demonstrated by these three applications can be seen in Figures 2-7 

through 2-9.  Gustafson explains that the nearly linear increases in scaled speedup can be 

achieved because the parallel portion scales at a significantly faster pace than the serial portion.  

Specifically he notes that s for these applications were between 600 and 1000 parts per million 

when problem size was fixed.  This limited them to a fixed-size speedup ranging from 502 to 

637.  However, when the problem size was scaled, s’  varied 0.003 to 0.013 which corresponds to 

an equivalent s of 3 to 10 parts per million.  This resulted in a scaled speedup of between 1009 to 

1020.  The data successfully proved that massive parallelism could be efficient when problem 
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size was scaled proportionally with the number of nodes.  It also confirmed that fixed-sized 

problems suffer the nonlinear speedup noted by Amdahl.   

 

 

Figure 2-7: Wave mechanics problem speedups [9] 

 

 

Figure 2-8: Fluid dynamics problem speedups [9] 
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Figure 2-9: Beam-strain analysis problem speedups [9] 

2.4 Processing Architectures 

 Amdahl and Gustafson made the simplifying assumption that all of the nodes are 

uniform.  When this simplification is true, it is known as a symmetric architecture.  In contrast, 

asymmetric architectures use a heterogeneous collection of nodes.  Asymmetric clusters often 

include a head node that has more computational power than the computing nodes.  An article by 

Hill and Marty titled “Amdahl‟s Law in the Multicore Era” [4] provides a comparison of the 

performance and resource utilization differences of the two architectures. 

 The authors focus their argument in terms of a single multicore processor.  However, the 

study is applicable to HPCCs since their structure is analogous.  The article defines “base core 

equivalents” (BCEs) which are the smallest and simplest cores that can be implemented.  For 

HPCCs, these would be the most basic nodes available.  It is then assumed that there is a 

maximum number of BCEs, denoted as  , which can be allocated.  The authors do not define 

what sets  , but they do note that it might be “power, area, or some combination of power, area, 

and other factors.”  This is similar to the list of constraints for clusters that were discussed by 

Gustafson [6]. 
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 The number of BCEs or resources allocated to a core or node is r , which produces 

sequential performance perf(r).  The authors recommend that “architects should always increase 

core resources when perf(r) > r  because doing so speeds up both sequential and parallel 

execution.”  Whenever it is possible to get more performance benefit than the cost of that benefit, 

it is generally a good investment.  However when perf(r) < r, it requires a more careful analysis 

in order to determine the merit of the investment.  Any increase in core or node performance, 

regardless of how small, is beneficial to sequential processing.  However, if the resources only 

generate a small sequential benefit, then perhaps the resources would be better spent on 

increasing the number of the nodes. 

 In some cases it is better to have fewer nodes if they are sufficiently powerful.  In other 

cases, it is more advantageous to have a large number of nodes even if they are weak.  In the 

attempt to quantify this tradeoff, Hill and Marty proposed a modification of Amdahl‟s Law.  This 

modification incorporates the impact of performance based on resource allocation.  Their 

speedup equation for a symmetric processor was: 

 

             
 

 
       

  
   

         

       
 

 
 (2-6) 

 

 A symmetric architecture uses a single core or node for the sequential portion of the code.  

It does not matter which core or node is selected since they are homogenous and thus have equal 

sequential performance.  The parallel portion of the code is executed on N =   / r  nodes or 

cores which each exhibit perf(r). 

 Symmetric architectures may be a viable option for applications with very small 

sequential portions.  In which case, a large number of small core or nodes may be optimal.  

However, applications with a sizeable serial portion may be forced to either accept decreased 

sequential performance in order to keep a large number of nodes or improve sequential 

performance at the cost of node count.  As a result, symmetric architectures tend to suffer from 

the competing needs of the serial and parallel portions. 

 An alternative design is an asymmetric architecture.  Asymmetry partially mitigates the 

contradictory goals faced by symmetry by allocating extra resources to one core or node to make 

it more powerful than the others.  This core or node can then be used to handle the sequential 
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portion of the coding since it has more sequential performance than the other cores or nodes.  

Specifically, the larger core is given r  BCEs and thus has perf(r).  The remaining resources are 

used to increase the number rather than the performance of small cores or nodes since a large 

count typically improves parallel performance.  The authors assume that the small cores are as 

small as possible so only 1 BCE is allocated to each of those cores.  The parallel portion of the 

code is then allocated   – r cores each with perf(1) along with the one big core with perf(r).  

Based on that assumption, the speedup equation for asymmetric architectures given by the 

authors is: 

  

              
 

 
       

  
 

           

           (2-7) 

 

 Since asymmetric processors can be efficient in the serial and parallel portions of the 

application, the authors claim that “asymmetric multicore chips can offer potential speedups that 

are much greater than symmetric multicore chips (and never worse)”.  However, speedup is not 

the only benefit of asymmetric processors.  Since the parallel nodes may be smaller and cheaper, 

fewer space and budget resources per node are required.  A study titled “Performance, Power 

Efficiency and Scalability of Asymmetric Cluster Chip Multiprocessors” [10] noted that “the 

lowest execution time for the parallel phases is achieved by executing them on many simple 

processors that consume less energy per instruction (EPI).  We claim that a choice of symmetric 

cores is suboptimal due to the contradicting requirements of the serial and parallel phases within 

the same application.”  Based on their modeling of “performance per unit power (power 

efficiency)”, they concluded that “asymmetric structures can achieve higher power efficiency 

than any symmetric chip multiprocessor.” 

2.5 Overhead 

 Amdahl and Gustafson both ignored the impacts of overhead on speedup.  Gustafson 

admitted that his model was a “first approximation” [8] since it assumed overhead did not scale 

with problem size or node count.  Hill and Marty also admitted their “specific quantitative results 
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are suspect because the real world is much more complex” since “software tasks and data 

movements add overhead” [4].  Therefore, an evaluation of speedup is incomplete without an 

investigation into overhead. 

 A whitepaper titled “Amdahl‟s Law, Gustafson‟s Trend, and the Performance Limits of 

Parallel Applications” [11] evaluates the fundamental laws with overhead factored in.  The 

author of the whitepaper, Matt Gillespie of Intel, critiques that “both Amdahl and Gustafson 

focus on theoretical performance scaling in the ideal case, rather than on the confounding factors 

that inherently limit scalability”.  According to Gillespie, the “overhead associated with 

parallelization … consists of such factors as creating and destroying threads, locking data to 

prevent multiple threads from manipulating it simultaneously, and synchronizing the 

computations performed among various threads to obtain a coordinated result” which he equated 

to some of Amdahl‟s “data management housekeeping” [7].  Note that Gillespie‟s list of 

overhead sources is not exhaustive.  Other sources of overhead such as network delay and 

memory effects are not explicitly named.  However, Gillespie generically incorporates all of the 

sources of overhead into the conglomerate term ON.   His modification of Amdahl‟s Law is: 

 

          
 

   
 
 

    (2-8) 

 

 Gillespie defines ON as the “parallelization overhead for N  threads”.  Gillespie puts forth 

the theoretical case where s = 0 and thus p = 1.  In this case, Speedup = N – ON  (Gillespie‟s 

whitepaper has a typo which states that “the speedup is equal to N  + ON”).  He further notes that 

as N  increases and ON decreases, speedup approaches a linear speedup with N.  Gillespie also 

modified Gustafson‟s scaled speedup model.  Gillespie‟s scaled speedup model was: 

 

                
      

     
    (2-9) 

 

 It is important to note that the author‟s equations are somewhat ambiguous as to whether 

ON  is a constant.  He denotes the overhead term with the subscript N  to indicate that it is the 

overhead associated with a specific value of N.  He argues that “as the number of processor cores 
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available to the workload increases, so must the number of threads” and that “larger numbers of 

threads can increase the complexity and impacts of … overhead, driving down the efficiency of 

the overall code on a per-core basis”.  He also states that overhead “obviously increases 

dramatically as the number of threads (and therefore the complexity of the associated thread 

management) increases”.  However, he does not explicitly write overhead a function of N  by 

using the term such as      instead of ON.  He does explain though that “overhead from a given 

number of threads is not a set quantity, but rather a reflection of the efficiency with which 

threading has been applied to a given piece of software”.  His overhead term reminds the user 

that overhead must be accounted for, but does not provide insight into its exact sources or 

relation to node count. 

 The notion that overhead can severely detract from speedup is echoed by Robert Brown 

of Duke University in his electronic book “Engineering a Beowulf-style Compute Cluster” [5].  

Brown notes that it may be possible for the speedup benefit of adding more nodes to be outpaced 

by the overhead associated with those additional nodes.  According to Brown, it is “possible to 

lose ground and slow a program down by parallelizing it”.  Since Amdahl‟s Law does not 

include an overhead term it is “way too optimistic” because it allows for a positive speedup for 

any value of N.  He explains that “„real world‟ speedup curves typically have a peak and there is 

no point in designing and purchasing a beowulf with a hundred nodes if your calculation reaches 

that scaling peak at ten nodes (and actually runs much, much slower on a hundred)”.   

 Gillespie and Brown noted that locking data and synchronization can be a significant 

contributor.  This effect was studied by Eyerman and Eeckhout of Ghent University in Belgium.  

They published their findings in a paper titled “Modeling Critical Sections in Amdahl‟s Law and 

its Implications for Multicore Design” [12].  They found that “parallel performance is 

fundamentally limited by synchronization, and more specifically, critical section size and their 

contention probability” and that this limits the potential benefits of asymmetric architectures over 

symmetric ones. 

 They began modeling this by assuming the parallel portion of the application contains 

critical sections that are entered into at random times.  It should be noted that if the critical 

sections are not randomly distributed in time and the designer can deterministically predict their 

timing, it may be possible to tweak the authors‟ model in order to customize it to a particular 

application. 
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 The authors defined two new terms pcs  and pncs  which correspond to the fractions of the 

parallel code that do and do not execute in critical sections respectively.  This breaks up the 

parallel portion of the code such that pcs + pncs = p and pcs + pncs + s = 1.  Then they define Pcs 

which represents the probability of a critical section during parallel execution as shown in 

Equation 2-10.  Lastly, they define Pctn  which quantifies the probability that two critical sections 

contend and thus require serial execution as shown in Equation 2-11.  The authors point out that 

“with only one lock variable for all critical sections, Pctn  = 1 and hence all critical sections will 

serialize; Pctn  is smaller than one for fine-grained locking with multiple lock variables and/or 

through rarely contending transactions”. 

 

     
   
 

  
   

        
 (2-10) 

   

      
 

               
 (2-11) 

 

 Using this notation, they derive formulas for the execution times of two cases.  The first 

case is applicable when all of the threads require approximately equal execution time.  As a 

result, total execution time can be modeled as the average of thread execution time.  This occurs 

when the time spent in critical sections is small so none of the threads must wait very long in 

order to complete.  The model for this first case is shown in Equation 2-12.  There is a serial 

component which is expressed in the first two terms.  The first term, s, is the original sequential 

code.  The second term,           , is the portion of the parallel code that requires serialization 

due to contention.  The third term has a parallel component which is expressed in the numerator.  

It is made up of critical sections that do not contend plus any remaining parallel code that exists 

outside of critical sections. 

 

                 
                   

 
 (2-12) 

 

 The formula for the second case is applicable when significant time is spent in critical 

sections. This forces some of the threads to wait much longer than those earlier in the queue.  As 
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a result, some threads take much longer to execute than others.  In this case, the slowest thread is 

more representative of total execution time.  The model for this case is shown in Equation 2-13.  

It is similar to the model for the average thread execution time, except Pcs is assumed to be 1.  

This assumption is due to the fact that the slowest thread must contain a critical section in order 

for the second case to applicable. Also, the assumption that critical section timing is random 

means that “on average half the parallel code will be executed before the contending critical 

sections and half the parallel code will be executed after the contending critical sections”.  As a 

result, a factor of two is placed in the denominator. 

 

              
                

  
 (2-13) 

 

 The authors combined these two cases using the max operator as shown in Equation 2-

14.  They then validated their model against a synthetic simulator.  Unfortunately, they do not 

provide the internal details of the simulator.  The results of the validation when pcs = 0.5, pncs = 

0.5, and Pctn = 0.5 are shown in Figure 2-10.  It should be noted that the synthetic simulator 

must assume s = 0 since pcs + pncs = 1.  The most important implication of the model is that as 

the number of nodes or cores (and thus threads) increases, the need for serialization increases 

because more threads must compete for access to shared resources. 

 

         
            

                   
 

 

         
                

  

  (2-14) 
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Figure 2-10: Validation of the analytical probabilistic model against a synthetic simulator [12] 

 

 The authors then provide a new upper bound for speedup based on Amdahl‟s Law, which 

is shown in Equation 2-15.  This confirms the assertion by Brown that Amdahl‟s Law is “too 

optimistic” [5] because it does not account for overhead.  The authors note that this provides a 

mathematical basis for the intuitive understanding that critical sections must be as fine-grained as 

possible. 

 

    
   

   
 

                           
  

 

          
 (2-15) 

 

 Based on this finding they concluded that “asymmetric multicore processors deliver less 

performance benefits relative to symmetric processors … and in some cases even worse 

performance”.  Note that this assertion by Eyerman and Eeckhout is in direct contrast to the 

claim made by Marty and Hill that asymmetric processors are “never worse” [4] than symmetric 

processors.  Eyerman and Eeckhout explain “larger small cores speed up the execution of critical 

sections, thereby improving overall parallel performance (although there are fewer cores) … in 

other words, it is important that critical sections be executed fast so that other threads can enter 

their critical sections as soon as possible.”  The tradeoff between size and number of cores when 

Pctn = 0.1 is shown in Figure 2-11. 
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Figure 2-11: Number of small cores and size as a function of the fraction of time spent in critical sections [12] 

 

 This yields the conclusion that “the larger the fraction [of time] spent in critical sections, 

the larger the small cores should be, and (hence) the fewer small cores there need to be for 

optimum performance”.  This result should be anticipated due to the fact that contending critical 

sections add to the sequential portion of the code.  However, the authors point out that their 

results have some limitations.  First, only critical sections were studied so other causes of 

synchronization were not addressed.  Also, the thread contention probabilities and timing were 

assumed to be uniform.  The authors caveat that “the goal of the model is not to present accurate 

quantitative performance numbers and predictions, but to provide insight and intuition”. 

2.6 Communication Delay 

 The amount of time required to synchronize entrance into multi-node critical sections is 

increased by network latency.  However, network latencies may impose limits on speedup even 

outside of critical sections.  Network latency is the amount of time required to pass a message 

from one node to another node.  Kurose and Ross, the authors of “Computer Networking: A Top-

Down Approach”, [13] define network latency or delay, as shown in Equation 2-16.   
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 (2-16) 

 

 Processing delay,      , is the “time required to examine the packet‟s header and 

determine where to direct the packet” and may include other processing “such as the time needed 

to check for bit-level errors.”  The authors note this delay is typically on the order of 

microseconds or less for high-speed routers. 

 Queuing delay,       , is the time a packet must wait for its turn to be transmitted.  The 

length of this delay is determined by “traffic intensity” which is defined in Equation 2-17.  In the 

traffic intensity equation, L is the length of the packet in bits.  The transmission rate in bits per 

second is R.  The average packet arrival rate is a.  This rate is based on the rate at which the 

application sends messages and how it distributes them.  Note as N  increases, a  is likely to 

increases because more compute nodes must communicate across the network.  When traffic 

intensity is greater than one, packets arrive faster than the switch or router can forward them.   

When this occurs, the queue grows until switch storage capacity is exceeded and packets are 

dropped.  As a result, the authors emphasize that “one of the golden rules in traffic engineering 

is: Design your system so that traffic intensity is no greater than 1”. 

 

                    
  

 
 (2-17) 

 

 The magnitude of the traffic intensity and thus queuing delay at a particular switch or 

node is the result of the network topology, traffic pattern, and routing algorithm.  Network 

topology will be discussed later in this section.  The traffic pattern depends on the message 

passing strategy used by applications running on the cluster.  Network-intensive applications 

may be able to reduce congestion by buffering small message payloads into one message since it 

reduces overhead from packet headers.  Strategically controlling when nodes transmit their 

information may also reduce congestion.  The routing algorithm is implemented within the 

switch‟s firmware so the cluster engineer may not have directly control of it.  Although beyond 

the scope of this thesis, “Interconnection Networks: An Engineering Approach” [14] and 
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“Principles and Practices of Interconnection Networks” [15] provide in-depth discussions of 

traffic patterns and routing algorithms. 

 Transmission delay,       , is the time required for the switch to push the packet onto the 

link.  It is defined in Equation 2-18.  According to the authors, it is typically on the order of 

microseconds to milliseconds. 

 

        
 

 
 (2-18) 

 

 Propagation delay,      , is the time required for a bit to physically travel across the link 

medium.  The medium type and length determine the propagation delay.  Gustafson provides the 

example that a 180 foot fiber optic cable which allows data to travel at roughly 70 percent of the 

speed of light would produce approximately 250 nanoseconds of propagation delay [6]. 

 The number of hops between communicating nodes is determined by the network‟s 

topology.  As mentioned earlier, network topology also impacts the traffic pattern and thus 

queuing delay.  Ideally, it would be possible for all of the nodes to be directly connected to each 

as shown in Figure 2-12.  This network topology is a fully connected, direct network.  The 

network is fully connected because “each node has a dedicated channel to every other node” 

[15].  This allows all of the communications in the cluster to be completed in a single hop.  In 

direct networks, all of the network nodes are computers as opposed to indirect networks which 

contain dedicated switches. 

 

 

Figure 2-12: A fully connected direct network [15] 

 

 Fully connected networks tend to have low network delay since they are limited to one 

hop and bandwidth between communicating nodes is not shared with other communicating 
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nodes.  However, fully connected networks do not scale well due to the burdensome number of 

network adapters and cables required.  Figure 2-13 shows several examples of other common 

network topologies, which have varying hop counts and hardware costs.  The optimal network 

topology is dependent on the application‟s specific communication paradigm. 

 

A 

 

B 

 

C 

 

D 

 
E 

 

F 

 
G 

 

H 

 
Figure 2-13: Common network topologies [15] 

 

 Figure 2-13A depicts an irregular network topology.  Irregular networks may be 

customized to fit the irregular nature of a particular application.  This example includes 

computing nodes and switches, which are denoted as circles and boxes respectively.  Figure 
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2-13B illustrates a bus network topology.  This topology may use time or bandwidth 

multiplexing to mitigate communication collisions.  This topology is commonly found on 

motherboards to link internal computer components.   

 Figure 2-13C, E, and G belong to a category of network topologies known as mesh.  

Mesh network topologies are defined as k-ary n-mesh networks.  The n parameter defines the 

number of dimensions and k defines the number of network nodes along each dimension.  For 

example, Figure 2-13C is a 4-ary 1-mesh network, Figure 2-13E is a 4-ary 2-mesh network, and 

Figure 2-13G is a 2,3,4-ary 3-mesh network.  A k-ary 1-mesh network is sometimes referred to 

as a linear network topology. 

 Figure 2-13D and F illustrate another network topology network category, which is 

interchangeably referred to as torus or cube.  Topologies in this category are like mesh networks 

except that the edge nodes are connected.  These networks are similarly described as k-ary n-

cube networks.  The k and n parameters are also used to describe butterfly network topologies.  

For example, Figure 2-13H illustrates a 2-ary 3-fly network. 

 Figure 2-14 illustrates a few tree network topologies.  Figure 2-14A shows an 8-ary 1-

tree network which is sometimes referred to as a star network.  The network is depicted with a 

computer node in the center, but this type of network may also have a switch in the center.  In 

that case, it would depict a common local area network with a switch connecting the local 

computers.  A tree network can be scaled up by connected multiple small tree with an additional 

tier which connects the lower switches.   An example of this is shown in Figure 2-14B which 

illustrates a 2-ary 2-tree network. 

 Figure 2-14C and D depict a modification of the tree topology known as fat tree.  Figure 

2-14C shows a 2-ary 4-tree fat tree and Figure 2-14D shows a 4-ary 2-tree fat tree.  Unlike 

traditional or skinny trees, fat trees have additional connections, which make the topology 

proportionately thicker at the trunk of the tree.  These extra connections may provide a degree of 

fault tolerance due to redundancy, but their main purpose is to provide extra channels and 

bandwidth.  Skinny trees are likely to encounter congestion problems near the truck since all of 

the messages traversing from one side of the tree to the other must route through the trunk 

switch.  Fat trees attempt to alleviate this strain by using the additional connections to decrease 

the volume of traffic per connection.  Due to this benefit, fat tree networks have become the 

preferred topology for high performance Infiniband [16] networks [17]. 
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Figure 2-14: Tree networks topologies [18] [19] 

 

 Coordination delay in the standard master-slave network architecture can be another 

source of delay.  This architecture is depicted in Figure 2-15.  In “A Radar Simulation Program 

for a 1024-Processor Hypercube” [20], Gustafson and his colleagues provide an example.  They 

explain if the parallel job becomes shorter than the communication time, then “the host will be 

overwhelmed by its management responsibilities and the nodes will often be in an idle state 

waiting for the host for new assignments.”  As a result, a simple master-slave model does not 
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scale well.  Gustafson and his colleagues proposed a hierarchical task assignment, in which some 

of nodes are used to assist the head node instead of acting as parallel computing nodes.  The 

hierarchical structure is shown in Figure 2-16.  This reduces the bottleneck at the head node but 

comes at the cost of decreasing N. 

 

 

Figure 2-15: Standard master-slave task assignment [20] 

 

 

Figure 2-16: Hierarchical task assignment [20] 

 

 File I/O also adds overhead which “can be approximated by a startup cost and a per-word 

transfer cost in much the same way as an interprocessor communication” [2].  Network file I/O 

also faces a similar scalability issue.  As N  increases, so does the demand on the file server.  

This bottleneck may be addressed by switching to a parallel file system, which distributes the file 

server responsibility across multiple nodes, shown in Figure 2-17.  Unfortunately, any 

deductions from the number of dedicated compute nodes for the purposes of file I/O are in 

addition to any deductions used for hierarchical task assignment. 
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Figure 2-17: Parallel Virtual File System [21] 

 

 The combination of network latency with coordination delay or network resource access 

time can be a significant burden for latency sensitive applications.  All of this network-related 

delay may cause systems, which require a large amount of communication, to face noteworthy 

speedup limitations.  Time must be allocated for the network latency of a request to travel to the 

destination, the handling time at the destination, and then the network latency of the response‟s 

return trip.  There is no benefit to making the parallel processing shorter than the two-way 

coordination latency.  Furthermore, increasing the number of nodes may increase the traffic 

intensity, so it may actually reduce performance. 

2.7 Global Analysis of Alternatives 

 Two important and related assumptions made by the fundamental laws are boundlessness 

and isolation.  It is assumed that resources are infinite so allocations to one component do not 

impact allocations to any other components.  However, in “Amdahl‟s Law Revisited for Single 

Chip Systems” [22], Paul and Meyer argue that “when resources must be viewed as a trade-off 

within a bounded (finite) space, this assumption no longer holds”.   

 The authors assert that this bounded space limitation applies specifically to 

microprocessors due to their “definite, finite physical extent” while other systems are “presumed 

to be able to grow”.  However, this assertion is only partially true.  Microprocessors do have very 

strict physical size limitations, but according to Gustafson [6], HPCCs also face a finite resource 
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trade space.  As discussed earlier, physical size along with many other factors bound the cluster‟s 

resource allocation. 

  According to Paul and Meyer, a “clear implication [of Amdahl‟s simplifying assumption 

is] that there exists a positive relationship between the performance improvement of any one task 

(or fraction) in the system and the overall system performance”.  In other words, “when the 

performance of any one task in the system improves, the overall system performance will 

improve; however small that performance improvement might be, a positive relationship to 

overall performance is presumed to exist”.   

 Amdahl and Gustafson fail to address that if the performance increase of a component is 

small, it perhaps would have been better from a global perspective to expend the resources 

elsewhere.  Paul and Meyer contend that “while the observation that execution latency can be 

improved by degrading the performance of a particular task is not an intuitive result … we 

considered the effect not as an anomaly – an undesirable result – but a design trade-off.” 

 Figure 2-18 illustrates two possible outcomes from improving the performance of an 

individual component.  Suppose a particular fraction, f, of the code is improved until the 

execution time of f  becomes negligible.  In case A, it is assumed that the reduction of f  has little 

or no impact on the region around it.  This results in a reduction of overall execution time.  

However, it assumes that f  was able to be reduced without adversely impacting the way the 

other regions operate and that resources were not diverted from r1  and r2  to f.  On the other 

hand, case B assumes that the improvement to f  had to be made at the cost of hindering the 

performance of the other regions.  The figure portrays a case where the impact on the other 

regions degraded global execution time even though f  was reduced. 

 

 

Figure 2-18: Two speedup effects when improving a sequential fraction f  [22] 
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 As an example of case B, the authors provide the example of customized processor 

hardware that must run a series of different tasks.  If room on the chip is allocated to add 

specialized digital signal processing hardware, it may improve any DSP tasks the chip must 

perform.  However, if space was made for the DSP hardware by reducing the space and thus 

capacity of on-board cache, the chip may not perform general purpose tasks as quickly.  If DSP 

tasks account for only a tiny fraction of the tasks the chip must perform, overall execution time 

may be degraded, even though DSP tasks can be rapidly processed.  

 Gustafson and his colleagues provide another metric called “operation efficiency” [9] 

which must be assessed globally.  They explain that an application‟s code size tends to grow 

when it is converted from serial to parallel.  For example, it may be faster for all of the nodes to 

redundantly, but simultaneously, compute a globally needed parameter.  This would be faster 

than leaving most of the nodes idle while one node executes the computation and then broadcasts 

the result to the other nodes since this would incur an additional communication delay.  They 

define       and       to be the total operation count for the best serial and parallel algorithms 

respectively for a one-dimensional problem of size  .  They also define        to be the 

“operation count of the [best] parallel algorithm executed on one processor”.  Since 

parallelization tends to add overhead and redundant code, the inequality shown in Equation 2-19 

tends to be true.  Consequently, Gustafson and his colleagues note that “P  processors can be 100 

percent busy and still be less than P  times faster than the best serial algorithm”. 

.   

                     (2-19) 

 

 Operational efficiency,     , can then be defined as shown in Equation 2-20.  The 

authors state that “this concept can be used to tune parallel performance by providing an 

analytical model of the tradeoff between communication overhead and operation inefficiency”.  

They provide the example that if 40 out of 10,000 seconds are spent doing overhead or redundant 

processing that was added by parallelization then the operational efficiency is (10,000 – 40) / 

10,000 = 99.6%. 

 

       
     

     
   (2-20) 
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 Pieper, Paul, and Schulte, the authors of  “A New Era of Performance Evaluation” [23], 

echo the need for global focus when assessing the trade space.  They contend that “complex 

interactions between tasks and hardware resources prevent describing the system's performance 

in terms of a single task evaluated in isolation or even multiple tasks run one after the other”.  

Furthermore, in “Amdahl‟s Law in the Multicore Era” [4], Hill and Marty state that “researchers 

should investigate methods of speeding sequential performance even if they appear locally 

inefficient, e.g., perf(r) =    … because these methods can be globally efficient as they reduce 

the sequential phase when the chip‟s other n - r cores are idle”. 
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Chapter 3  

Theoretical Modeling 

 The knowledge base from the previous chapter‟s survey of academic and scientific papers 

provides a collection of individual insights.  However, these insights investigate speedup 

influences in isolation.  They must be pulled together into a common model before they are 

useable to a cluster engineer.  This derivation allows the engineer to examine the theoretical 

interplay between the speedup variables.    

3.1 Fundamental Modeling 

 Before the fundamental laws can be modeled, the apparent differences between Amdahl 

and Gustafson need to be examined a little closer. There is a subtle difference in the way Amdahl 

and Gustafson define the problem size in their formulas.  In Equation 2-3, Amdahl defines p  as 

the total problem size or full set of tasks.  This definition makes p/N  the subset which is 

executed per node.  However, in Equation 2-4, Gustafson defines p’  as the subset such that p’   

is full set.  Note that these definitions are only true if all of the subsets are equally sized.  Also, 

note that both equations disregard overhead and assume an operational efficiency of one.  

Accounting for the different definitions allows for a simple conversion between Amdahl‟s Law 

and Gustafson‟s Law. 
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 Starting with Amdahl‟s original formula, 

 

         
   

    
 
  

         (3-1) 

 

 Substituting in Gustafson‟s nomenclature using      , 

 

 
        

     

    
   
 

 
 

     

    
   

        

        
(3-2) 

 

 Assuming no overhead due to parallelization, s   s’.  Therefore, 

 

         
      

     
                  

         

         
(3-3) 

 

  

 

 Equation 3-3 is equivalent to Gustafson‟s Law as shown in Equation 2-4.  This is 

important since it shows that Amdahl‟s Law and Gustafson‟s Law do not conflict.  When a 

consistent nomenclature is used, the two laws are readily unified.  Amdahl‟s presentation [7] 

focuses on reducing t  to t’  while       is held constant.  Gustafson on the other hand 

addresses the case where t  is held constant and       is increased. 

 Suppose an example application has a sequential portion that requires 4 time units and a 

parallel portion that requires 6 time units.  Notice that this has the same ratio as the application 

depicted in Figure 2-2.  If the sequential size is kept constant, but the parallel portion size is 

scaled up, the curve approaches a new maximum speedup.  Figure 3-1 presents the performance 

curves for four different application sizes.  Each case evaluated individually, confirms Amdahl‟s 

fixed-scale speedup theory that adding nodes to a specific problem size leads to a speedup which 

approaches (s’+p’)/s’.  Note that speedup is the performance improvement relative to the 

performance of a sequential processor. 
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Figure 3-1: Fixed-sized speedup of a various applications sizes 

 

 Figure 3-2 expands the approach depicted in Figure 3-1 to a much wider range of 

problem sizes.  Symmetry along the diagonal of Figure 3-2 is due to the fact that the parallel 

portion size is increased at a rate that is proportional to the rate at which nodes.  As the number 

of nodes are increased by a factor of 1000 (from 1 to 1000), the parallel portion size is increased 

by the same factor (from 6 to 6000).   

 

 
Figure 3-2: Fixed-sized speedup of numerous applications sizes 
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 An important observation that can be drawn from Figure 3-2 is that the maximum 

speedup can only be achieved when node size and problem size are increased proportionally.  

For example, an application with only 600 parallel tasks does not experience a large speedup 

from additional nodes.  Even though s = 0.66%, there is not enough work for the extra nodes to 

do.  On the other hand, an application with only 100 nodes does not experience a major speed up 

from increasing the application size because the nodes are already at capacity.  This observation 

confirms Gustafson‟s scaled speedup theory.  This can be further seen by plotting the values 

along the diagonal from Figure 3-2 as shown in Figure 3-3. 

 

 
Figure 3-3: Scaled speedup of an application 

 

 The scaled speedup observed from the diagonal of Figure 3-2 is shown as the blue line in 

Figure 3-3.  This is a straight line with a slope of 0.6.  Gustafson‟s Law from Equation 3-4 can 

be used to predict this response if s and p are expressed as percentages of the original problem 

size.  The sequential portion of the code required 4 time units and the parallel portion originally 

required 6 time units.  As a result, the normalized sequential fraction was 0.4 and the parallel 

fraction was 0.6.  Gustafson‟s Law then becomes the formula for a straight line with a slope of 

0.6.  Notice that this means that the scaled speedup can only equal the perfect linear response 

depicted as the red line in Figure 3-3 if s = 0 and p = 1. 

 

                 
      

     
           (3-4) 
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3.2 Architecture Modeling 

 Equations 2-6 and 2-7 provided speedup models for symmetric and asymmetric 

architectures.  Those equations used         to describe node performance as a function of 

resource cost.  However, the specifics of this function may vary for each cluster.  For example, 

sale pricing, volume purchasing, purchase date, and leverage opportunities may impact the 

relation between performance and hardware acquisition cost.  A true speedup model requires an 

empirical function based on market research which accurately describes         for fine-tuning.   

 In lieu of case-specific details, many of the literary sources use             when 

illustrating speedup performance models.  For example, Hill and Marty [4] state that “our 

equations allow         to be an arbitrary function, but all our graphs … assume         

   ” and that “we tried other similar functions (for example   
   

), but found no important 

changes to our results”.  Following that convention, all of the derived models and observations in 

this paper were evaluated with variations of        , but use             for the 

illustrations.  Since the variations did not alter the general trends of the speedup models or the 

conclusions drawn from the models, they are omitted for brevity. 

 Aside from the illustration style, the original asymmetric model depicted in Equation 2-7 

is limited to the assumption that the small cores or nodes are as small as possible and thus have 

perf(1) = 1.  This model can be generalized by defining   as the resources allocated to the big 

core or node and defining   as the resources allocated to the smaller cores or nodes.  

Additionally,   is defined to be the number of big cores or nodes and   is the number of small 

cores or nodes such that      .  The reallocation of resources cannot change the total 

number of BCEs available which means        .  For example, if     then  

         .  A more generalized speedup equation for a single level of asymmetry is given 

in Equation 3-5.  This could be further generalized to model multiple levels of asymmetry if 

desired. 

 

              

   

           
 

       
  

 

                   

 (3-5) 
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 Equations 2-6 and 2-7 were normalized relative to the base sequential performance 

described by              .  As a result, the numerators of those equations were 1.  Equation 

3-5 does not include this normalization as a reminder that speedup is a performance gain relative 

to the sequential processor‟s performance.  If the normalization is included, Equation 3-5 is 

equivalent to asymmetric model expressed in Equation 2-7 when     and    .  

Furthermore, the symmetric model expressed in Equation 2-6 is the special case of the 

normalized form of Equation 3-5 when         and      . 

 Figures 3-4 and 3-5 illustrate the speedup experienced on a symmetric cluster that has a 

total of 1000 BCEs.  When all of the BCEs are allocated to a single processor, performance is 

equal to the serial processor case.  On the other hand, when only a single BCE is allocated per 

node, there are 1000 weak nodes.  Not surprisingly, applications with a small sequential portion 

can take advantage of parallelization using lots of small nodes even if they are not powerful.  For 

example, an application with a sequential portion of 0.5% see a maximum speedup when only 5 

BCEs are allocated per node across 200 nodes.  By contrast, applications with a sequential 

portion of 40% see peak performance when there are only 2 nodes but they each have 500 BCEs.  

This case actually has a peak at 1.5 nodes, but nodes cannot be subdivided. 

 

  
Figure 3-4: Speedup versus number of nodes for a symmetric cluster with   = 1000 total 

 

 

 

 

 

Full View Zoomed View 
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Figure 3-5: Speedup versus BCEs per node for a symmetric cluster with   = 1000 total 

 

 Figure 3-6 illustrates Equation 3-5‟s response on an asymmetric architecture.  Like the 

symmetric architecture, it is assumed that the system is limited to 1000 BCEs.  The asymmetric 

system has a single large core and then evenly divides the remaining BCEs among the small 

cores.  Four large core sizes (100, 250, 500, and 750 BCEs) are illustrated.   

 The most significant observation from the figure is that, unlike the symmetric systems, 

none of the asymmetric systems exhibit a performance knee as the number of nodes increases.  

This response should be expected since asymmetric processors benefit from having a large core 

when the application needs it and lots of cores when parallelization is desired.  Since the 

sequential portion of the code is already executed by the large node, there is no need for the other 

nodes to be large.  Therefore, it is best for the small nodes to be numerous rather than large.  As a 

result, the asymmetric systems in Figure 3-6 outperform the symmetric system in Figure 3-4 for 

all of the illustrated values of s.   

 Like the symmetric systems, an application with a large sequential portion sees very little 

gain on an asymmetric system as node count increased.  By contrast, an application with a small 

sequential portion can more effectively utilize the additional nodes.  As expected, the rate of gain 

decreases if application size is not scaled with node count. 

Full View Zoomed View 
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Figure 3-6: Speedup versus number of small nodes for     asymmetric clusters each with   = 1000 

 

 Figure 3-6 indicates that the small nodes should be as small as possible.  However, the 

four subplots show that the number of BCEs allocated to the large node also impact speedup.  

Figure 3-7 illustrates speedup as the resource size of the large node varies.  An application with a 

large sequential portion of 40% experiences a peak speedup of almost 1.9 when 776 BCEs are 

allocated to the large node.  Not surprisingly, an application with a very small sequential portion 

of 0.5% does not require the large node to be as massive.  It experiences a peak performance of 

almost 20.25 when the large node is only 155 BCEs because it leaves 845 BCEs for parallel 

processing. 
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Figure 3-7: Speedup versus BCEs allocated to the single large node of an asymmetric cluster with   = 1000 

 

 The most important conclusion drawn from Figure 3-7 is that none of the curves 

experience a maximum at the extremes.  An application with a sequential portion of 40% 

requires a large node which uses most, but not all, of the BCEs.  Once the large node is bigger 

than 776 BCEs, performance begins to drop below peak performance since not enough BCEs are 

left to support to parallel portion of the application.  On the other hand, making the large node 

too small can actually drive performance below base sequential performance.  For example, 

when the large node is only allocated 2 BCEs, speedup is well below 1.00 at approximately 0.11.  

Similarly, an application with a sequential portion of 0.5% falls off from peak performance when 

not enough resources are allocated for the parallel portion.  However, even when 99.5% of the 

application is parallelized, performance is still degraded by the tiny sequential portion if the large 

node is not big enough. 

 All of the illustrations of Equation 3-5 are based on Amdahl‟s fixed-scale speedup model.  

Equation 3-6 provides a model which accounts for processor performance, but is based on 

Gustafson‟s scaled speedup equation.  Assuming all tasks are of size p’, the total parallel task 

size is        .  Since                     which is the performance of the 

sequential processor, the numerator accounts for the time required to perform all of the tasks on 

the sequential processor.  The denominator represents the time required to execute the 
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application on a parallel system.  The sequential portion of the application can only be handled 

by a single large node even if multiple large nodes exist.  However, parallel tasks are executed 

on large nodes and small nodes.  The parallel tasks are executed concurrently, so total execution 

time is determined by the slowest task.  Since            is always greater than           , 

processing on the small node always takes the longest.  As a result, the time required to execute 

the parallel task on the larger node does not contribute to overall execution time and thus is not 

included in the denominator.  This is illustrated pictorially in Figure 3-8. 

 

                     

          

           

  
       

  
  

       

 (3-6) 

 

 

Figure 3-8: Illustration of Equation 3-6‟s denominator 

 

 As was the case with Equation 3-5, symmetric processors are a special case of Equation 

3-5 in which         and      .  Figure 3-9 illustrates the scaled speedup 

experienced on a symmetric cluster.  Once node performance is accounted for, it is no longer 

possible to achieve the nearly linear scaled speedup suggested by Gustafson.  This is due to the 

fact that as the node count increases, the node performance decreases.  The scaled speedup per 

node decreases even though it remains constantly positive. 
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Figure 3-9: Scaled speedup on a symmetric cluster 

 

 The scaled speedups achieved by four asymmetric clusters are shown in Figure 3-10.  

Each asymmetric cluster has a single large node and numerous small nodes.  The size of the large 

node is varied in each cluster and all of the remaining BCEs are allocated to the small nodes.  As 

was seen in the speedups depicted in Figure 3-6, the highest scaled speedup was achieved when 

the number of small nodes was maximized.  As a result, the optimal scaled speedup requires the 

small nodes to be as tiny as possible. 

 All of the scaled speedup curves experienced a maximum when the small nodes were as 

small as possible.  The size of the large nodes was also a contributing factor though.  Figure 3-11 

illustrates the scaled speedup achieved as the size of the single large node is varied assuming the 

small nodes are only allocated one BCE each.  According to the figure, the asymmetric cluster 

achieves a maximum scaled speedup of approximately 27.5 when the large node is allocated 44 

BCEs.  Not surprisingly, this exceeds the symmetric maximum scaled speedup of approximately 

19 that was shown in Figure 3-9. 
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Figure 3-10: Scaled speedup versus number of small nodes for     asymmetric clusters each with   = 1000 

 

 

Figure 3-11: Scaled speedup versus BCEs allocated to the single large node of an asymmetric cluster 
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3.3 Overhead Modeling 

 Equation 3-5 provided a revision of Amdahl‟s Law which accounted for nodal 

performance based on allocated resources.  However, it did not account for overhead.  Equation 

3-8 further revises Equation 3-5 to include the impact of critical sections on speedup by merging 

it with Equation 2-14.  For convenience, Equation 3-7 defines the average nodal performance. 

 

         
                   

   
 (3-7) 

 

             

   

           

 
       

     

 
 
 

 
           

       
  

                   
                   

   

       
       

  
                

                      
 
 
 
 

 
 

 

(3-8) 

 

 Recall that when the parallel portion of an application contains critical sections, it can be 

divided into three groups.  The first group is made up of critical sections that contend and thus 

require synchronization.  The second group encompasses critical sections that do not contend so 

synchronization is not required.  The last group covers any remainder of the parallel portion 

which falls outside of the critical sections.   

 Tasks in the first group must wait while any queued tasks ahead of it are processed.  As a 

result of this serialization, this first group may be thought of as a single large conglomerate 

sequential task.  Assuming work is uniformly distributed among the nodes, the nodal 

performance experienced by this unified task is the average performance of the individual nodes. 

 Figure 3-12 illustrates the speedup achieved by applications with a small sequential 

portion of 0.5% on a symmetric system.  The figure depicts the worst case scenario of a single 

locking variable so the probability of contention is unity.  As the critical section size is varied, 

the fraction of the parallel portion which must be synchronized changes.  Since larger critical 

sections increase the probability of sequential processing, the maximum speedup is reduced.  

Importantly, even small critical sections increase the execution time of the application.  This is 
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evident when Figure 3-12 is compared with the        curve of Figure 3-4.  According to that 

curve, the maximum speedup is slightly over 7 when there are no critical sections.  By 

comparison, Figure 3-12 demonstrates that even a small critical section reduces the maximum 

speedup to approximately 4.7. 

 

 

Figure 3-12: Speedup of applications with various critical section sizes on a symmetric cluster 

 

 The presence and size of a critical section not only reduces speedup, but it also changes 

the optimal size and number of nodes.  Figure 3-4 indicated that the optimal number of nodes for 

a symmetric cluster with a small sequential portion of 0.5% is 200 and thus the optimal node size 

is                 .  However, Figure 3-12 shows that even addition of a small 0.5% 

critical section changes the optimal solution to 100 nodes with 10 BCEs.  This response should 

be expected since the presence of critical sections increases the sequential portion of the 

application.  As a result, larger nodes are required to rapidly handle the serialized execution. 

 Equation 3-8‟s response on an asymmetric cluster is shown in Figure 3-13.  The impacts 

of overhead on the maximum speedup and optimal node count that were seen on the symmetric 

system can also be seen in the subplots of Figure 3-13.  However, overhead has another 

important influence on asymmetric systems though which can be seen when Figure 3-13 is 

compared with Figure 3-6.  Since Figure 3-6 did not model critical sections, all of the curves 
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continued to rise as node count increased and thus node size decreased.  By contrast though, the 

curves in Figure 3-13 rise to a maximum and then fall off.  This is due to the fact that a sufficient 

number of nodes are needed to handle the parallel portions that do not contend.  However, the 

small nodes need to be powerful enough to handle the contending critical sections.  As a result, 

the presence of critical sections forces the size of the small nodes to be larger than 1 BCE.  This 

is consistent with the findings of Eyerman and Eeckhout [12] that were discussed in Chapter 2. 

 

  

  

Figure 3-13: Speedup of applications with various critical section sizes on an asymmetric cluster 

 

 The size of the large node in Figure 3-13 influences speedup exactly as it did in the 

previous asymmetric systems.  However, solving for the optimal large node size now is 

complicated slightly by the fact that the optimal small node size can no longer be assumed to be 

1 BCE.  In fact, the optimal size of the small node varies with the size of the large node.  Figure 

3-14 maps speedup as a function of both large and small node sizes for various critical section 
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sizes.  As expected, the          subplot shows that an application which is almost entirely 

concurrent does not require a massive large node and prefers numerous small nodes.  Likewise, 

the         subplot shows than an application with a large serialized portion due to critical 

sections is maximized by a more symmetric allocation. 

 

 
 

  

 

    Speedup     

0.5% 8.5344 155 9 

1% 6.3277 142 18 

5% 3.1015 155 86 

10% 2.2776 205 161 

40% 1.2419 455 440 

Figure 3-14: Speedup versus asymmetric BCE allocation for various critical section sizes 
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 Equation 3-8 presented a speedup model based on Amdahl‟s Law.  Equation 3-9 is based 

on Gustafson‟s scaled speedup model.  Since the conversion is a merger of Equations 2-14 and 

3-6, most of the details of node performance and overhead from critical sections have already 

been covered.  However, there the    ,     , and     terms have been replaced by    
 ,     

 , and 

   
  respectively.  Unlike the original terms, which were relative to application size, these new 

terms are relative to task size.  As a result,    
      

     and    
      

    .  Also, in 

accordance with Gustafson‟s model, the new terms are expressed in units of time rather than 

percentages.  Lastly, note that Pctn  did not change since lock count does not scale. 

 

      
       

    

  

          

           

 
       

     

 
 
 

 
    

              

       
  

                      

       
   

             

       
  

                  

        
 

 
 
 

 
 

 

(3-9) 

 

 Figure 3-15 shows the scaled speedup achieved on a symmetric system for various 

critical section sizes.  Like the speedup model illustrated in Figure 3-12, the scaled speedup 

model rises to a maximum and then decreases due to the additional serialization from the critical 

sections.  This is in contrast to the scaled speedup that was shown in Figure 3-9 which did not 

account for critical sections. 

 

 

Figure 3-15: Scaled speedup of applications with various critical section sizes on a symmetric cluster 
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 Figure 3-16 shows the scaled speedup versus asymmetric allocation in the presence of 

various critical section sizes.  The scaled speedup behavior in this figure is similar to the speedup 

in Figure 3-14 except for one interesting difference.  Larger critical section sizes drive the 

optimal allocation towards the ratio given in Equation 3-10 rather than a symmetric allocation. 

 

  

  

 

   
  Speedup     

0.05 8.5344 139 10 

0.1 6.3277 169 17 

0.5 3.1015 295 74 

1 2.2776 416 164 

4 1.2419 624 378 

Figure 3-16: Scaled speedup versus asymmetric BCE allocation for various critical section sizes 
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 (3-10) 

 

 A finer locking granularity could reduce or even eliminate the impacts of critical sections.  

For example, allowing the nodes to write their output data to individual buffers rather than a 

single global buffer would eliminate the need for locking.  However, it may not be possible to 

completely remove the need for locking from practical applications.  Reducing critical section 

sizes and a fine locking granularity though will minimize the impact of critical section overhead. 

 As discussed in Chapter 2, critical sections are not the only source of overhead.  Network 

traversal, file I/O, and other miscellaneous bottlenecks add to delay and limit concurrency.  

Equations 3-8 and 3-9 need to be further revised to gage these other sources of overhead.  

However, there are so many network topologies, message passing schemes, file I/O strategies, 

and other variations that a generic model is not likely to be of any practical use.  Instead, 

Equations 3-11 and 3-12 wrap these other sources of overhead into an           term.  This is 

similar to Gillespie‟s ON term [11] except that is explicitly written as a function of node count 

and resources.  Like the         term, the exact nature of the           function is likely 

application-specific.  This will be examined further in the next chapter when the models are 

compared with sample applications. 
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Chapter 4  

Verification and Validation 

 The theoretical modeling in the previous chapter pulled together several simple speedup 

models.  The unified model made it possible to investigate the interplay between various 

performance factors.  This model was presented in two forms, speedup and scaled speedup, 

along with a means of converting between the forms.  However, the model was based solely on 

theoretical derivations.  Consequently, verification and validation analysis was conducted to 

confirm the accuracy, precision, and limitations of the model.  This was accomplished with 

timing studies, which examined the model‟s effectiveness at predicting the performance of 

sample cluster applications and hardware. 

4.1 Test Platform 

 The timing studies were conducted on an HPCC with the key attributes listed in Table 

4-1.  Data sheets along with detailed processor and memory information are provided in 

Appendix A.  The cluster has a Dell PowerEdge R710 designated as the head node.  As the 

frontend to the cluster, it is the only machine which runs an OS GUI and some other helpful 

utilities.  These utilities include Apache web server (for the Ganglia cluster management utility), 

Samba (to expose the NFS Raid to the external public network), security applications, and 

others.  The cluster also has a second Dell PowerEdge R710 which serves as the NFS host.  This 

machine connects directly to a Dell PowerVault MD1200 RAID storage array via a PERC H800 

adapter.  The compute power of the HPCC comes from 30 Dell PowerEdge R410 compute 

nodes.   

 The computers are connected by two networks.  There is a Mellanox Infiniband network, 

which is reserved for primary communications.  The cluster was designed to serve as a dedicated 

host for a single custom application.  As a result, primary communications are deemed to be 

latency-sensitive messages associated with that application.  All other communications are sent 

through the Gigabit Ethernet network.  Both networks employ a 32-ary 1-tree (star) topology. 
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Table 4-1: Key attributes of the testbed HPCC [24] [25] [26] [27] 

Dell PowerEdge R710 
Software 

Operating System Red Hat Enterprise Linux 5.8 Server 

Cluster Toolkit Rocks 5.5 

Message Passing Interface Open MPI 1.4.3 

Hardware  

Processor Model Intel Xeon 5670 

Processor Clock Speed 2.93 GHz 

Processors 2 

Cores Per Processor 6 

Cache Size 12 MB 

Hyper-Threading Yes 

RAM Size 32 GB 

RAM Type DDR3 

RAM Speed 1333 MHz 

Dell PowerEdge R410 
Software 

Operating System Red Hat Enterprise Linux 5.8 Workstation 

Cluster Toolkit Rocks 5.5 

Message Passing Interface Open MPI 1.4.3 

Hardware 

Processor Model Intel Xeon 5667 

Processor Clock Speed 3.07 GHz 

Processors 1 

Cores Per Processor 4 

Cache Size 12 MB 

Hyper-Threading Yes 

RAM Size 32 GB 

RAM Type DDR3 

RAM Speed 1333 MHz 

Network 
Infiniband 

Topology 32-ary 1-tree (star) 

Switch Mellanox IS5025 

Standard IBTA 1.21 

Ports 36 QDR (40 GB/s) 

Switching Speed 2.88 Tb/s 

Port-to-Port Latency <100 ns 

Virtual Lanes 9 ( 8 data + 1 management ) 

Ethernet 

Topology 32-ary 1-tree (star) 

Switch Dell PowerConnect 6248 

Ports 48 1000BASE-T 

Forwarding Rate 131 Mpps 

Switching Speed 184 Gb/s 
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 Dell discontinued PowerEdge R410s and began selling PowerEdge R420s prior to the 

writing of this thesis.  As a result, costup information for the R410 was no longer available from 

Dell.  Figure 4-1 provides the relationship between the approximate performance and costup for 

Dell PowerEdge R420s.  As expected, performance roughly increases with the square root of the 

costup.  This is consistent with the            estimate used in Chapter 3. 

 In light of Sloan‟s assertion that the goal for the compute nodes is the “most favorable 

price to performance ratio, not pricey individual machines” [1], it is interesting to see that Dell‟s 

newer R420s have slower clock speeds than the 3.07 GHz of the older R410s.  This seems 

especially smart based on Gustafson‟s observation that power consumption and heat (which tend 

to rise with clock speed) have become a major limiting factor for HPCCs [6].  In fact, the R420s 

optionally offered some low-energy configurations (not depicted), but they were more expensive 

when compared to equivalent standard-energy configurations.  This increased initial cost may be 

justified by the power savings over the life of the system.  Lastly, note that the cache offerings 

have been increased from a maximum of 12 MB to 20 MB.  This upgrade can help decrease the 

detrimental impact of page faults on performance which will be discussed further shortly. 

 

 

Config Clock Cache Mem Spd Costup 

1 1.8 GHz 10M 1066 MHz - 

2 2.2 GHz 10M 1066 MHz +$40 

3 1.9 GHz 15M 1333 MHz +$246 

4 2.2 GHz 15M 1333 MHz +$436 

5 2.4 GHz 15M 1333 MHz +$820 

6 2.1 GHz 20M 1600 MHz +$1120 

7 2.3 GHz 20M 1600 MHz +$1550 

Figure 4-1: Approximate performance versus costup for various Dell PowerEdge R420 configurations [28] 
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4.2 Test Mechanism 

 The clock_gettime and clock_getres commands use the syntax shown in Table 

4-2.  Both commands take a clockid_t as their input and write their result to a timespec 

structure.  According to the man page of the commands [29], clock_getres “finds the 

resolution (precision) of the specified clock clk_id” which “depends on the implementation and 

cannot be configured by a particular process”.  The CLOCK_REALTIME clock provides absolute 

time according the machine‟s hardware.  CLOCK_MONOTONIC measures wall clock time 

elapsed regardless of a process or thread‟s activity.  On the other hand, the clock_gettime 

command using CLOCK_PROCESS_CPUTIME_ID or CLOCK_THREAD_CPUTIME_ID only 

measures the elapsed time while a process or thread is active.  It does not increment while the 

process or thread is suspended by the operating system.   

 

Table 4-2: Clock syntax [29] 

SYNTAX: 
 

#include <time.h> 

 

int clock_getres(clockid_t clk_id, struct timespec *res); 

int clock_gettime(clockid_t clk_id, struct timespec *tp); 

 

CLOCK TYPES: 
 

CLOCK_REALTIME 

   System-wide realtime clock 

 

CLOCK_MONOTONIC 

   Monotonic time since some unspecified starting point 

 

CLOCK_PROCESS_CPUTIME_ID 

   High-resolution per-process timer from the CPU 

 

CLOCK_THREAD_CPUTIME_ID 

   Thread-specific CPU-time clock 

 

TIMESPEC STRUCTURE: 
 

struct timespec 

{ 

        time_t   tv_sec;        /* seconds */ 

        long     tv_nsec;       /* nanoseconds */ 

}; 
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 Running the clock_getres command on the test platform indicated that 

clock_gettime should be precise to within one nanosecond.  Based on this information, it 

might be expected that duplicate runs of the testbed code shown in Table 4-3 would produce 

identical timing results.  However, as shown in Figure 4-2, the test results varied from run to run 

even when the testbed was executed without a test load.  The test times fluctuated with a 

standard deviation of almost 13.5 ns.  This inconsistency can be attributed to paging delays.  

Despite the fact the CLOCK_PROCESS_CPUTIME_ID clock only increments when the process 

is active on a core, page faults limit the process‟s ability to take advantage of cache memory 

during the process‟s active times.  These page faults may be due to memory capacity and 

bandwidth limitations imposed by either internal or external memory demands. 

 

Table 4-3: Basic timing testbed code 

#include<time.h> 

... 

 

int main(int argc, char* argv[]) 

{ 

 

  struct timespec ts_start; 

  struct timespec ts_stop; 

  uint64_t start_nsec, stop_nsec; 

 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_start); 

 

 

  ... // TEST LOAD CODE 

 

 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_stop); 

 

  start_nsec = (uint64_t)ts_start.tv_sec * 1000000000LL + 

               (uint64_t)ts_start.tv_nsec; 

  stop_nsec  = (uint64_t)ts_stop.tv_sec * 1000000000LL + 

               (uint64_t)ts_stop.tv_nsec; 

 

  printf("%llu\n", (long long unsigned)  

                   (stop_nsec - start_nsec)); 

   

  return 0; 

 

} 
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Figure 4-2: Timing testbed runs without a test load 

 

 Figure 4-3 illustrates the impact of memory limitations.  Trial runs of the testbed were 

conducted on one of the compute nodes with the background processes initially minimized.  

While a small amount of paging occurred due to resource consumption by the operating system, 

it only had a small effect on the execution times.  Then, during the batch of runs, multiple 

external memory-intensive applications were deliberately started.  Once initiated, these external 

processes began competing for cache space and memory bandwidth.  As a result, the test process 

experienced more page faults.  The trial runs required longer execution times until the external 

applications were terminated. 

 

 
Figure 4-3: Paging due to deliberate memory competition 



 63 

 

 Based on the results shown in Figure 4-3, it can be concluded that paging restricts the 

precision of single-run measurements despite the 1 ns claim by the clock_getres command.  

Therefore, the timing studies needed to be based on trends from a large sample of results rather 

than drawing conclusions from individual runs.  Furthermore, external processes had to be 

minimized to avoid external interference.  This was difficult to do on the head node due to 

competition from all of the cluster management and supporting utilities that actively run on it.  

On the other hand, the compute nodes only have a command line operating system with a 

minimal utility set.  For that reason, compute nodes were used exclusively for all of the timing 

studies.  Unfortunately, the inability to collect reliable timing data from the head node restricted 

the timing studies to a symmetric architecture. 

 It should also be noted that the clock_gettime command does not execute 

instantaneously.  The command itself requires a certain amount of time.  There is a small delay 

between initiating the command and actually recording the result.  If there was no delay then the 

execution time for trials with no test load would be very close to zero when paging is minimized.  

However, Figure 4-2 showed that the median execution time was almost 385 ns.  Some of this 

delay was due to the end of the first call to clock_gettime and some was due to the 

beginning of the second call.  However, there is no way to know how much delay is attributable 

to each portion of the two calls.  A few hundred nanoseconds can be considered negligible when 

evaluating large test loads which require milliseconds or second to execute.  However, small test 

loads must be evaluated relative to the null test load in order to account for this delay. 

 As an example, Figure 4-4 shows the increase from inserting one additional call to 

clock_gettime as the test load.  This yielded median execution times of 660 ns.  Therefore 

the execution time of the test load was 660 – 385 = 275 ns. 
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Figure 4-4: Runs with and without clock_gettime as the test load 

4.3 The Sequential Case 

 The speedup investigations in Chapters 2 and 3 were relative to a sequential code base 

running on a serial processor.  Therefore, any speedup time trials must also be evaluated in 

relation to the execution time of the sequential code base.  Table 4-4 provides a simple matrix 

multiplication routine.  The full source code integrated into the testbed is available in Table B-1.  

The code allocates and initializes memory for the input and output matrices.  Then, the input 

matrix (simply initialized to ones) is squared and written to the output matrix.  Note that the goal 

of the study is to assess timing, so the actual matrix values do not matter.  Only the time required 

to complete the sequence is of interest.  As a result, the matrix result is simply disregarded when 

the memory for the matrices is deallocated. 

 Figure 4-5 shows the sequential code‟s measured execution times from 100 trial runs.  

Despite a few short paging spikes, the sequential code had a median measured execution time of 

346.8 milliseconds.  This will serve as the reference time by which all parallelization speedup 

test cases will be evaluated.  
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Table 4-4: Sequential matrix multiplication 

 

... 

 

int size = atoi(argv[1]); 

float* iMatrix = (float *) malloc(sizeof(double)*size*size); 

float* oMatrix = (float *) malloc(sizeof(double)*size*size); 

 

int i; 

for(i=0;i<(size*size);i++) 

{ 

   iMatrix[i] = 1.0; 

   oMatrix[i] = 0; 

} 

 

int row, col, inner; 

for(row=0;row<size;row++) 

{ 

   for(col=0;col<size;col++) 

   { 

      for (inner=0;inner<size; inner++) 

         oMatrix[row*size+col] += iMatrix[row*size+inner] *           

                                  iMatrix[inner*size+col]; 

   } 

} 

 

free(iMatrix); 

free(oMatrix); 

 

... 

 

 

 
Figure 4-5: Sequential 360x360 element matrix multiplication execution times 
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4.4 Multi-Node Speedup 

 The code in Table B-3 provides an adaptation of the sequential 360 by 360 matrix 

multiplication.  This adaptation uses the Message Passing Interface [30] protocol to parallelize 

the work across multiple processes.  MPI provides a parallel application API for launching, 

closing, and communicating with processes, which are spread across a distributed system.  MPI 

is an open source standard with multiple implementations available.  Some are packaged within 

the Rocks cluster toolkit [31].  The exact distribution used for these tests was Open MPI 1.4.3 

[32]. 

 The matrix multiplication was parallelized by evenly dividing the 360 rows across a 

variable number of processes to investigate the relation between speedup and the number of 

processes.  However, an important limitation of Amdahl‟s original law occurred here.  The 

matrix cannot be readily divided across some process pool sizes.  For example, there is no way to 

evenly divide a matrix of this size across 7 processes.  Amdahl‟s original law and Equation 3-8 

which was derived from it, do not account for the fact that the ratio of subtasks to processes does 

not always distribute nicely.  For simplicity, the matrix size of 360 rows was intentionally chosen 

since it can be cleanly divided by a wide range of divisors.  Process pool sizes, such as 7 and 11, 

which did not evenly divide the matrix, were omitted.  This limitation could potentially be 

minimized through a combination of granularity reductions (when possible) and load balancing.  

However, ensuring a convenient subtask-to-processes ratio may be the best option when the 

problem allows. 

 In addition to the parallelization code, the code in Table B-3 uses a few additional calls to 

clock_gettime so that it can be profiled with a little more detail.  However, these additional 

calls add to the time required for the testbed itself.  In order to isolate the testbed‟s processing 

time from that of the actual matrix multiplication, the code in Table B-4 was used to profile the 

testbed with these additional calls.  These times were subtracted from the matrix multiplication 

profile times during analysis.  

 Figure 4-6 illustrates the execution times as the number of processes was increased.  The 

trials were run with one process per node.  As expected, increasing the number of processes 

caused the execution times to rapidly decrease at first, but then quickly level out.  Despite the 
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continued decrease in parallel computation time, the toll of MPI overhead and communication 

times began to offset the parallel gains. 

 

 
Figure 4-6: Median measured execution times of a 360x360 matrix multiplication divided across multiple nodes 

 

 MPI overhead is the time required to launch the parallel processes, establish the 

environment, and close the processes when finished.  This overhead increased slightly with the 

number of processes, but the increase was almost negligible.  This was due to the fact the MPI 

overhead only occurred at the beginning and end of the code.  The infrequency meant that it did 

not require much total time.  When compared with communication time, it was not a significant 

impediment to speedup. 

 In order to get a good look at the communication impact on speedup, all communications 

were deliberately forced through the Ethernet switch instead of the Infiniband network.  When 

starting the testbed with mpiexec [33], the --mca btl ^openib option combined with the 

--mca bt_tcp_if_include option tell MPI‟s Modular Component Architecture to stop 

using Infiniband and begin using Ethernet.   

 The use of MPI is a bit of a double-edged sword when it comes to managing speedup.  

The API provided by MPI can reduce software development and testing time by abstracting 

away the details of data movement.  However, this means that the exact packet flow is not 

apparent to the developer.  Without a detailed knowledge of the MPI implementation‟s inner 
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workings, predicting the impact of communications on speedup becomes speculative.  

Unfortunately, the time required for a developer to gain this knowledge may partially offset the 

time saved by using MPI. 

 Equation 4-1 provides a rough first approximation for the communication time required 

by this test case.  The first term represents the amount of time required for a node to send its data 

set to another node.  The number of payload and header bytes are summed and then multiplied 

by 8 to compute the number of data bits.  This is divided by the 1 Gbps transmission rate of the 

Ethernet switch‟s 1000BASE-T ports.  This first term computes the length of a sending interval.  

Since one sending interval is the total amount of time required to send a data set, it may be the 

summation of several packet transmission times.   
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 Each packet requires approximately 40 bytes of header information (20 TCP headers 

bytes and 20 IP header bytes ignoring flags).  Assuming the standard Ethernet maximum 

transmission unit (MTU) size of 1500 bytes, this leaves only 1460 bytes remaining for payload 

space.  As a result, the payload set may need to be broken across multiple packets.  This means 

more header bytes must be transmitted, but the full payload capacity is used. 

 Alternatively, when more nodes are used, the payload originating from each node is 

reduced.  However, the number of data sets increases proportionately so the total payload that 

must be transferred by the application as a whole remains the same.  Unfortunately, this also 

increases the number of packets and therefore the quantity of header bytes that must be 

transmitted.  If the number of nodes gets too large, the payload can become small compared to 

the fixed header size of each packet.  As a result, most of the transmission delay and the 

network‟s bandwidth will be consumed by the transmission of packet header bits instead of 
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payload information.  In this test case though, a maximum of 30 nodes kept the data sets large 

enough to effectively use the payload capacity of the packets. 

 Note that the first term focuses only on the transmission component of network delay.  Of 

the four communication delay sources presented back in Equation 2-16, only propagation delay 

is completely unaffected by the increased number of processes.  However, the message traffic 

produced by this test case is small compared to the switch's capacity.  Therefore, it can be 

assumed the other forms of network delay in Equation 2-16 do not meaningfully contribute to the 

communication time. 

 Equation 4-1‟s second term approximates the number of sending intervals that must 

occur.  Each node takes a turn as a broadcast originator in order to send its data set to all of the 

other nodes.  As a result, N broadcasts must be initiated.  Assuming this MPI implementation 

uses a binary tree style broadcast, each broadcast requires         sending intervals in order for 

the information to propagate to all of the other nodes.  In a binary tree style broadcast, the 

originating node sends it information to one node during the first interval.  During each 

successive interval, each node that has the data forwards it to one that does not.  As a result, each 

interval doubles the number of nodes which have received the data.  This continues until the data 

has been sent to all of the nodes.  When the number of nodes is not a power of two, there will be 

more sending nodes than receiving nodes in the last interval.  However, the full interval is still 

necessary so the ceiling operator is needed. 

 The last two terms of Equation 4-1 roughly estimate the time it takes the nodes to allocate 

send and receive buffers, process the packets, and any other steps required to coordinate the 

exchange.  Some of this time scales with the number of nodes and some does not.  This is 

accounted for by the third and fourth term respectively.  Specifically, Equation 4-1 estimates that 

each process adds two thirds of a millisecond to the communication.  A constant time of 5 

milliseconds is estimated to cover the steps which do not scale with node count.  While not 

explicitly enumerated, the minor forms of network delay, which were ignored by the first term, 

may also be considered to be wrapped into these last two terms in this case. 

 Figure 4-7 displays the calculated results from Equation 4-1 and the median measured 

communication times from this test case.  Although the equation it is not a perfect match to the 

measured values, it appears to follow the correct trend.  Therefore, Equation 4-1 appears to be a 

sufficient rough estimator for this test case‟s communication time.  Note though, the calculated 
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values do not move in perfect synchronization with the measured values.  A more accurate match 

would require a higher fidelity modeling of the nonlinearities in MPI‟s broadcasting algorithm. 

 

 

Figure 4-7: Calculated and median measured multi-node communication times 

 

 Figure 4-8 illustrates the speedup that results from dividing the reference median 

sequential time by the median measured execution times of the parallelized code.  Despite some 

small deviations, the trend indicates that speedup levels out and then begins to decrease.  It is 

initially consistent with the saturation trend predicted by Amdahl‟s Law.  However, it then 

becomes consistent with Brown‟s observation that “„real world‟ speedup curves typically have a 

peak,” which is not accounted for by Amdahl.  Figures 4-6 and 4-8 demonstrate that overhead 

eventually offsets the benefit of parallelization. 

 

 

Figure 4-8: Non-adjusted speedup of a 360x360 matrix multiplication divided across multiple nodes 
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 Figure 4-8‟s speedup curve does not account for the relation between node performance 

and resources.  As the node count was increased, the node performance remained constant 

instead of using proportionately less powerful nodes.  As a result, a constant budget was not 

maintained.  Therefore, Figure 4-8‟s speedup curve must be adjusted.   

 Figure 4-1 earlier confirmed that assuming            was a reasonable model.  If the 

cost of one Dell PowerEdge R410 is used as the definition for 1 BCE, then one compute node 

would have a performance of             .  In other words, a single Dell PowerEdge 

R410 can serve as the unit definition for cost and performance.  This makes the budget of   

BCEs equal to the combined cost of all 30 Dell PowerEdge 410s.  However, this means the 

sequential processor should have had            rather than the Dell PowerEdge R410 that 

was used for benchmarking sequential performance.  To account for this, the measured 

sequential execution time needs to be divided by    before dividing by the measured parallel 

execution times.  This adjustment is shown in Figure 4-9. 

 

 
Figure 4-9: Adjusted and modeled speedup of a 360x360 matrix multiplication divided across multiple nodes 

 

 Along with the adjusted speedup measurements, Figure 4-9 also illustrates the modeled 

results from Equation 4-2 given below.  This equation is based on the speedup model given in 

Equation 3-11. However, the generic model in Equation 3-11 required some modifications in 
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order to customize it to this test case.  First, the sequential application can be estimated to be 

entirely parallelizable.  As a result, the s term of the equation is negligible and can be omitted.  

This means that p is then equal to the full 346.8 milliseconds of the sequential test case‟s median 

execution time. 

 

           

 

  
 
           

 

 

  
 
                   

 (4-2) 

 

 The overhead associated with parallelization is wrapped into the MPI overhead category 

from Figure 4-6.  However, it does not apply to the sequential processing in the numerator.  As a 

result, it cannot be inserted into an s term.  It is more accurately accounted for in a separate mpi 

term.  As noted earlier, the MPI overhead rises slightly with the number of nodes, but this minor 

increase is not significant compared to the other speedup factors.  Therefore, the MPI overhead is 

estimated as simple constant of 3.25 milliseconds in Equation 4-2. 

 A term also needed to be added to account for the communication times.  Communication 

was performed in a serial fashion.  Each process took a turn broadcasting its information to the 

other processes while they listened.  This serialization effectively served as a critical section with 

a probability of unity.  As a result, the term for the communication times is expressed like a 

contending critical section and is therefore not divided by the number of nodes.  Note that for 

this relatively small number of processes, it may have been more effective to have all of the 

processes set up asynchronous receive buffers and then allow all of them to broadcast at once.  

This would allow at least some of the communication time to be parallelized.  However, that 

would not scale well once the network‟s bandwidth was exhausted because the queuing delay 

would become significant. 

 Figure 4-9 shows that the modeled speedup estimate is a reasonable though imperfect 

approximation of the test case‟s performance.  Interestingly, the modeled curve has a very 

similar shape but with increases and decreases that seem to lead the measured values.  This is 

mainly attributable to the estimation error in the communication times.  This variation makes the 

speedup model insufficient for fine tuning.  However, the model is accurate enough to predict 

that a cluster of 8 or 9 nodes would be optimal for this application.  It also correctly indicates that 
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by 10 nodes, performance begins to rapidly decrease as more nodes are added.  In fact, by 30 

nodes the speedup performance is almost back to the base sequential performance. 

 Perhaps most importantly, the model is able to provide the engineer with grounds for 

questioning when a cluster is actually a good choice for this application.  Even at peak speedup, 

the cluster fails to double the performance of the application while remaining on a fixed budget.  

Note Figure 4-8 indicates that even if the budget was increased 30 fold, it would only yield a 

speedup of roughly 5.75 times.  Based on this information, the engineer must assess whether the 

cost and effort of a cluster would even be justified for this application. 

4.5 Multi-Node Scaled Speedup 

 The code in Table B-5 provides another adaptation of the sequential 360 by 360 matrix 

multiplication.  It tests the Gustafson-styled scaled speedup model given Equation 3-12 by 

keeping the execution time close to constant while increasing the number of 360 by 360 matrices 

that can be squared.  This is done by spawning multiple copies of the full matrix multiplication 

across the cluster.  Like the previous test case, one process is initiated per node. 

 The code in Table B-6 was used to baseline the execution time related to the testbed.  

This time was subtracted for the execution time of Table B-5 so that the test load‟s execution 

times could be isolated.  The test case‟s isolated median measured executions times are shown in 

Figure 4-10.  It confirms that the execution times remain essentially constant as the number of 

processes is increased.  Furthermore, the execution times are only slightly higher than the 

sequential test‟s median execution time of 346.8 milliseconds.  The slight delta is due to the MPI 

overhead from spawning and closing the processes.  Note, unlike the previous test case, this test 

does not include any communication time.  The previous speedup test required all of the 

processes to work together on a single matrix.  As a result, communication was required to 

coordinate the effort.  However, in this scaled speedup test case, each node is working on its own 

matrix multiplication so no coordination is needed. 
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Figure 4-10: Median measured execution times of multiple 360x360 matrix multiplications using multiple nodes 

 

 The problem size was scaled linearly with the number of processes.  This increased 

productivity divided by the nearly constant execution times in Figure 4-10 yielded the non-

adjusted scaled speedup in Figure 4-11.  Other than a small amount of MPI overhead, the 

problem was almost completely parallelized.  As a result, this produced a line with a slope that 

was close to linear scaled speedup.  This is consistent with Gustafson‟s Law and the type of 

response back in Figure 3-3. 

 

 

Figure 4-11: Non-adjusted scaled speedup of 360x360 matrix multiplication using multiple nodes 
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 As was the case with the non-adjusted speedup curve in the previous test case, the non-

adjusted scaled speedup shown in Figure 4-11 does not account for resources.  Once again, a 

constant budget would have necessitated the use of less and less powerful nodes as the number of 

nodes was increased.  Therefore sequential test times were again divided by    to account for 

this.  The adjusted scaled speedup is presented in Figure 4-12.  Once the resources are factored 

in, the scaled speedup curve no longer keeps up with linear speedup.  This is consistent with the 

scaled speedup response for a small symmetric system, seen in Figure 3-4.   

 

 
Figure 4-12: Adjusted and modeled scaled speedup of 360x360 matrix multiplication using multiple nodes 

 

 Figure 4-12 also includes the modeled response from Equation 4-3, which is based on 

Equation 3-12.  This test case does not include any critical sections so no critical section terms 

are needed.  The s term is omitted as well because it is estimated to be negligible.  The tiny 

increase in serialization from the MPI overhead is significantly outpaced by the scaling of the 

problem size.  Consequently, the equation continues to estimate the overhead using the mpi 

constant from the previous test case.  With the MPI overhead still estimated to be 3.25 

milliseconds and    equal to 346.8 milliseconds,   equals 0.99.   As a result, Equation 4-3 

indicates that the scaled speedup curve approximates   , which is continually rising, but at an 

ever diminishing rate. 
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(4-3) 

 

 This model matches the measured curve very closely.  The slight delta is predominately 

due to the assumption that the MPI overhead is constant.  In the previous test case, the MPI 

overhead estimate error was dwarfed by the error stemming from the communication estimate.  

However, the lack of communication time in this test case leaves the MPI overhead estimate as 

the primary source of error. 

 Despite the small amount of error, the model‟s accuracy is sufficient enough to predict 

the measured trend.  It certainly would allow the cluster engineer to know this application would 

not have an inherent scaled speedup knee.  Without a peak to establish optimal cluster size, the 

engineer would have to decide how much increase is required and affordable.  The slight error in 

the model would not be enough to interfere with this assessment. 

4.6 Multicore Speedup and Scaled Speedup 

 The previous two test cases focused on distributing work across the cluster on a one 

process per node basis.  However, most commodity compute nodes are multicore.  As a result, a 

brief multicore analysis of the models is warranted.  The code sets from the previous two test 

cases were rerun without modification, but this time they were executed across the multiple cores 

of a single node rather than the multiple nodes of the cluster. 

 The median measured execution times for these two multicore test cases are shown in 

Figures 4-13 and 4-14.  In both cases, the trends are consistent with their corresponding multi-

node cases for the first four processes.  The node‟s processor has four cores so each process gets 

exclusive access to a core (except for a tiny amount of sharing with the operating system and 

background system utilities).  However, once the four cores of the node are exhausted, the 

execution times jump.  This is due to the fact that processes five through eight must share the 

cores with the first four processes.  Each core has two hyperthread channels, so each of the first 

eight processes gets nearly exclusive access to a hyperthread channel.  Once the number of 

processes exceeds eight, all of the hyperthread channels are filled which produces a second jump 
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in execution times occurs.  In both figures, it can be seen that these jumps break the execution 

times into three groups.  Within each group, the trends generally follow the predictions of 

Amdahl and Gustafson and the observations of the previous test cases. 

 

 
Figure 4-13: Median measured execution times of a 360x360 matrix multiplication divided across multiple cores 

 

 
Figure 4-14: Median measured execution times of multiple 360x360 matrix multiplications using multiple cores 
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 One interesting note about Figure 4-13 is that the communication times were almost 

negligible for the first few processes and then appears to jump up when five processes were used.  

This indicates the apparent communication times that emerged at that point were the result of the 

broadcasts that had to wait for the suspended receiving processes (or vice versa).  Once the 

suspended process was switched back into the cache memory and given core processing time to 

complete the transaction, the actual data transfers were likely rapid.   

 Figure 4-15 shows the non-adjusted speedup and scaled speedup that resulted from the 

median measured execution times.  Interestingly, the trends are not significantly different for the 

first nine processes.  However, once ten or more processes were used, speedup actually 

outperformed scaled speed.  This is a departure from all of the previous tests in which Gustafson-

styled scaled speedup was always superior to Amdahl-styled speedup.  This swap can be 

attributed to the difference in cache capacity and bandwidth demands.  As the number of 

processes was increased, the Amdahl-styled division of work decreased the per process demand.  

On the other hand, the Gustafson-styled scaling of work maintained a constant per process 

demand.  As shown in Figure 4-16, once the hyperthread channel capacity was exceeded, the 

operating system had to begin switching processes on and off of the cores and in and out of 

cache memory.  This was more cumbersome for the full-sized scaled speedup processes than the 

comparatively small speedup processes. 

 

 

Figure 4-15: Non-adjusted multicore speedup and scaled speedup of 360x360 matrix multiplication 
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Figure 4-16: Multicore usage 

 

 Once again, the non-adjusted curves did not account for resources.  Figure 4-17 illustrates 

the adjusted speedup and scaled speedup for the multicore cases.  The adjusted curves are only 

illustrated for the first four processes because the Dell PowerEdge R410 only had four cores.  

Once resources (BCEs) stopped being added, the adjustment was no longer valid.  In other 

words, the test results from one to twelve processes should not be evaluated together because the 

resource allocation discontinuity changed the test control conditions.   

 

 

Figure 4-17: Adjusted multicore speedup and scaled speedup of 360x360 matrix multiplication 

 

 The modeled speedup and scaled speedup are also shown in Figure 4-17.  Since the 

source code was not changed, the customized models given in Equations 4-2 and 4-3 were 

reused.  Unlike the multi-node tests though, the multicore test did not require MPI setup to 



 80 

 

traverse the Ethernet network.  Accordingly, the estimate for the mpi constant was reduced to 2.5 

milliseconds.  Also, instead of using Equation 4-1 for the communication function         , it  

was set to a constant estimate of 2.25 milliseconds.   

 The models for the first four processes appear to have the right type of trend, but with 

slopes that are a bit too optimistic.  This could be minimized if more refined estimates of the 

input values were used.  Unfortunately, without valid measured data with constant test 

conditions, an assessment of the model cannot be made beyond the first four processes (even 

though nothing prevents the model from continuing past that point).   
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Chapter 5  

Summary and Conclusions 

 High performance computing clusters provide a way to meet the demands of scientific 

and enterprise-level applications with massive memory and computational demands.  The 

complexity of these applications combined with the vast array of hardware and software options 

makes it difficult to find an optimal architecture.  Furthermore, no universal solution can be used 

because maximizing performance is often application specific. 

 Physical space, financial constraints, power, cooling, manpower, the nature of the 

problem, and many other factors can limit the potential performance of the application.  The 

investigation of performance amid these factors has yielded fundamental laws and countless 

derivative expansions of those laws.  However, most of these studies only investigated the 

various impacts in isolation. 

 The interplay between the influences can be addressed in the later stages of an 

application‟s development by using timing studies to fine tune the system‟s performance.  

However, in the early stages, the interplay makes design trade-offs, such as initial hardware 

selection or problem decomposition, difficult to effectively negotiate. 

 In order to address this challenge, this thesis attempted to pull together a number of 

significant influences into a common model.  They included the problem‟s inherent 

parallelizability, problem scaling, resource allocation, and critical sections.  Some other factors 

were researched but not included in the model because an exhaustive equation would be too 

unwieldy to be of practical use.  Due to this limitation, the goal was to develop a model which 

would allow a cluster engineer to approximate an optimal solution and provide a starting point 

for more detailed or application-specific models. 

 The theoretical results produced by this unified model were found to be reasonable and 

consistent with the laws from which the model was derived.  The model was then tested against 

measured execution times from trial runs on a sample cluster.  The measured results were 

consistent with the theoretical expectations.  Most of the deviations could be traced to the quality 

of the model‟s inputs as opposed to the model itself.  Like all other models, the unified model 

was only as accurate as its inputs.  This is an important limitation for the engineer though, 
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because the model does not provide any means or guidance for estimating the inputs.  It is left to 

the engineer to conduct a careful analysis of the problem and estimate the model‟s inputs 

accordingly.  This is another reason to limit the number of terms in the generic equation.  During 

the early stages of the design, the engineer is likely limited in the number of factors the he or she 

can estimate with any confidence. 

 Another important limitation of the model is that it is generic in nature.  As a result, it 

may need to be customized to the specifics of the problem for best results.  For example, critical 

sections were assumed to occur randomly.  While this allows for a generic theoretical model, the 

cluster engineer likely has more detailed information about the application and target hardware.  

As a result, it may be possible to use this à priori knowledge to make more accurate estimates 

than the purely random model. 

 Lastly, the model serves as a starting point for more complicated models.  The generic 

model does not account for memory limitations or communication delays even though the timing 

studies found them to be significant.  Other noteworthy factors, such as task scheduling and file 

I/O paradigms, were also not incorporated.  Further research into inclusion of these aspects may 

be beneficial, though accurate modeling of them may be too application-specific for inclusion 

into a generic model. 
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Appendix A  

Test Hardware 

 This appendix provides detailed configuration information about the test cluster‟s 

hardware.  As discussed in Chapter 4, the cluster contained two Dell PowerEdge R710s, which 

served as the head node and NFS host.  However, the operating system GUI and the cluster 

management utilities running on the head node made the background paging unpredictable and 

hard to control.  As a result, the head node was not used for the timing studies in Chapter 4.  The 

information on the cluster‟s Dell PowerEdge R710s is provided simply for reference. 

 The cluster‟s primary computational power comes for the 30 Dell PowerEdge R410 

compute nodes.  During the timing studies, one of the Dell PowerEdge R410s was used as the 

head node instead of the Dell PowerEdge R710.  While this limited the timing studies to a purely 

symmetric architecture, it avoided the timing interference experienced on the Dell PowerEdge 

R710. 

 The cluster has two physical networks.  A high throughput, low latency network is 

provided by a Mellanox Infiniband network.  However, all of the communications during the 

timing study were deliberately forced through the Gigabit Ethernet network.  This made the toll 

imposed by network delay more pronounced so that it could more easily be studied. 

A.1 Datasheets 

 This section contains the manufacturer‟s datasheets for the cluster‟s hardware.  Tables  

A-1 and A-2 contain the Dell PowerEdge R710 and Dell PowerEdge R410 datasheets 

respectively.  The datasheet for the Mellanox IS5025 Infiniband switch is given in Table A-3.  

The Dell PowerConnect 6248 Gigabit Ethernet switch‟s datasheet is provided in Table A-4. 
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Table A-1: Dell PowerEdge R710 Datasheet [24] 
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Table A-2: Dell PowerEdge R410 Datasheet [25] 
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Table A-3: Mellanox IS5025 Infiniband Switch Datasheet [26] 
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Table A-4: Dell PowerConnect 6248 Gigabit Ethernet Switch Datasheet [27] 
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A.2 CPU Information 

 Tables A-5 and A-6 provided the /proc/cpuinfo file from the cluster‟s head node 

and one of the compute nodes.  The Dell PowerEdge R710 has two physical CPUs whereas the 

Dell PowerEdge R410 only has one.  Also, all of the CPUs specify the number of siblings is 

greater than the number of cores per processor.  This indicates that hyperthreading is enabled.  

Specifically, the number of siblings is two times greater than the number of cores, so two 

hyperchannels are present per core.  Lastly, note that each CPU has 12 MB of cache memory. 

 

Table A-5: Dell PowerEdge R710 CPU Information 

processor : 0 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 1 

siblings : 12 

core id : 0 

cpu cores : 6 

apicid : 32 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.19 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 1 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 0 

siblings : 12 

core id : 0 
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cpu cores : 6 

apicid : 0 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5851.87 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 2 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 1 

siblings : 12 

core id : 1 

cpu cores : 6 

apicid : 34 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.03 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 3 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 0 

siblings : 12 

core id : 1 

cpu cores : 6 

apicid : 2 

fpu  : yes 
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fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5851.99 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 4 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 1 

siblings : 12 

core id : 2 

cpu cores : 6 

apicid : 36 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.02 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 5 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 0 

siblings : 12 

core id : 2 

cpu cores : 6 

apicid : 4 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 
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flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.04 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 6 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 1 

siblings : 12 

core id : 8 

cpu cores : 6 

apicid : 48 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.02 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 7 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 0 

siblings : 12 

core id : 8 

cpu cores : 6 

apicid : 16 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 
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tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.03 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 8 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 1 

siblings : 12 

core id : 9 

cpu cores : 6 

apicid : 50 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.02 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 9 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 0 

siblings : 12 

core id : 9 

cpu cores : 6 

apicid : 18 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.04 

clflush size : 64 
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cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 10 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 1 

siblings : 12 

core id : 10 

cpu cores : 6 

apicid : 52 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.06 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 11 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 0 

siblings : 12 

core id : 10 

cpu cores : 6 

apicid : 20 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5851.97 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 
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processor : 12 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 1 

siblings : 12 

core id : 0 

cpu cores : 6 

apicid : 33 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.05 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 13 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 0 

siblings : 12 

core id : 0 

cpu cores : 6 

apicid : 1 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5851.99 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 14 

vendor_id : GenuineIntel 
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cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 1 

siblings : 12 

core id : 1 

cpu cores : 6 

apicid : 35 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.12 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 15 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 0 

siblings : 12 

core id : 1 

cpu cores : 6 

apicid : 3 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.04 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 16 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 
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stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 1 

siblings : 12 

core id : 2 

cpu cores : 6 

apicid : 37 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.02 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 17 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 0 

siblings : 12 

core id : 2 

cpu cores : 6 

apicid : 5 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.02 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 18 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 
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physical id : 1 

siblings : 12 

core id : 8 

cpu cores : 6 

apicid : 49 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.03 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 19 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 0 

siblings : 12 

core id : 8 

cpu cores : 6 

apicid : 17 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.03 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 20 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 1 

siblings : 12 

core id : 9 



 106 

 

cpu cores : 6 

apicid : 51 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.02 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 21 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 0 

siblings : 12 

core id : 9 

cpu cores : 6 

apicid : 19 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.03 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 22 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 1 

siblings : 12 

core id : 10 

cpu cores : 6 

apicid : 53 

fpu  : yes 
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fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.02 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 23 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5670  @ 2.93GHz 

stepping : 2 

cpu MHz : 2926.096 

cache size : 12288 KB 

physical id : 0 

siblings : 12 

core id : 10 

cpu cores : 6 

apicid : 21 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 5852.06 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 
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Table A-6: Dell PowerEdge R410 CPU Information 

processor : 0 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5667  @ 3.07GHz 

stepping : 2 

cpu MHz : 3059.110 

cache size : 12288 KB 

physical id : 1 

siblings : 8 

core id : 0 

cpu cores : 4 

apicid : 32 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 6118.22 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 1 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5667  @ 3.07GHz 

stepping : 2 

cpu MHz : 3059.110 

cache size : 12288 KB 

physical id : 1 

siblings : 8 

core id : 1 

cpu cores : 4 

apicid : 34 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 6117.95 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 2 
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vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5667  @ 3.07GHz 

stepping : 2 

cpu MHz : 3059.110 

cache size : 12288 KB 

physical id : 1 

siblings : 8 

core id : 9 

cpu cores : 4 

apicid : 50 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 6117.95 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 3 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5667  @ 3.07GHz 

stepping : 2 

cpu MHz : 3059.110 

cache size : 12288 KB 

physical id : 1 

siblings : 8 

core id : 10 

cpu cores : 4 

apicid : 52 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 6117.97 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 4 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 
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model name : Intel(R) Xeon(R) CPU           X5667  @ 3.07GHz 

stepping : 2 

cpu MHz : 3059.110 

cache size : 12288 KB 

physical id : 1 

siblings : 8 

core id : 0 

cpu cores : 4 

apicid : 33 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 6117.96 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 5 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5667  @ 3.07GHz 

stepping : 2 

cpu MHz : 3059.110 

cache size : 12288 KB 

physical id : 1 

siblings : 8 

core id : 1 

cpu cores : 4 

apicid : 35 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 6118.10 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 6 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5667  @ 3.07GHz 

stepping : 2 

cpu MHz : 3059.110 
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cache size : 12288 KB 

physical id : 1 

siblings : 8 

core id : 9 

cpu cores : 4 

apicid : 51 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 6117.96 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

processor : 7 

vendor_id : GenuineIntel 

cpu family : 6 

model  : 44 

model name : Intel(R) Xeon(R) CPU           X5667  @ 3.07GHz 

stepping : 2 

cpu MHz : 3059.110 

cache size : 12288 KB 

physical id : 1 

siblings : 8 

core id : 10 

cpu cores : 4 

apicid : 53 

fpu  : yes 

fpu_exception : yes 

cpuid level : 11 

wp  : yes 

flags  : fpu vme de pse tsc msr pae mce cx8 apic sep mtrr pge mca cmov 

pat pse36 clflush dts acpi mmx fxsr sse sse2 ss ht tm syscall nx pdpe1gb 

rdtscp lm constant_tsc ida nonstop_tsc arat pni monitor ds_cpl vmx smx est 

tm2 ssse3 cx16 xtpr sse4_1 sse4_2 popcnt lahf_lm 

bogomips : 6117.95 

clflush size : 64 

cache_alignment : 64 

address sizes : 40 bits physical, 48 bits virtual 

power management: [8] 

 

  



 112 

 

A.3 Random Access Memory Details 

 The dmidecode --type 17 command provides detailed RAM information, such as 

type, speed, and size [34].  Tables A-7 and A-8 provide the results from running this command 

on the cluster‟s Dell PowerEdge R710 head node and one of the Dell PowerEdge R410 compute 

nodes.   

 

Table A-7: Dell PowerEdge R710 RAM Details 

# dmidecode 2.11 

SMBIOS 2.6 present. 

 

Handle 0x1100, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: No Module Installed 

 Form Factor: DIMM 

 Set: 1 

 Locator: DIMM_A1  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous 

 Speed: Unknown 

 Manufacturer:              

 Serial Number:          

 Asset Tag:          

 Part Number:                    

 Rank: Unknown 

 

Handle 0x1101, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: 4096 MB 

 Form Factor: DIMM 

 Set: 1 

 Locator: DIMM_A2  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous Registered (Buffered) 

 Speed: 1333 MHz 

 Manufacturer: 002C0097802C 

 Serial Number: DD89426F 

 Asset Tag: 08111928 

 Part Number: 18KSF51272PDZ1G4D1 

 Rank: 2 
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Handle 0x1102, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: 4096 MB 

 Form Factor: DIMM 

 Set: 2 

 Locator: DIMM_A3  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous Registered (Buffered) 

 Speed: 1333 MHz 

 Manufacturer: 002C0097802C 

 Serial Number: DD894270 

 Asset Tag: 08111928 

 Part Number: 18KSF51272PDZ1G4D1 

 Rank: 2 

 

Handle 0x1103, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: No Module Installed 

 Form Factor: DIMM 

 Set: 2 

 Locator: DIMM_A4  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous 

 Speed: Unknown 

 Manufacturer:              

 Serial Number:          

 Asset Tag:          

 Part Number:                    

 Rank: Unknown 

 

Handle 0x1104, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: 4096 MB 

 Form Factor: DIMM 

 Set: 3 

 Locator: DIMM_A5  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous Registered (Buffered) 

 Speed: 1333 MHz 

 Manufacturer: 002C0097802C 

 Serial Number: DD894273 
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 Asset Tag: 08111928 

 Part Number: 18KSF51272PDZ1G4D1 

 Rank: 2 

 

Handle 0x1105, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: 4096 MB 

 Form Factor: DIMM 

 Set: 3 

 Locator: DIMM_A6  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous Registered (Buffered) 

 Speed: 1333 MHz 

 Manufacturer: 002C0097802C 

 Serial Number: DD89426E 

 Asset Tag: 08111928 

 Part Number: 18KSF51272PDZ1G4D1 

 Rank: 2 

 

Handle 0x1106, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: No Module Installed 

 Form Factor: DIMM 

 Set: 4 

 Locator: DIMM_A7  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous 

 Speed: Unknown 

 Manufacturer:              

 Serial Number:          

 Asset Tag:          

 Part Number:                    

 Rank: Unknown 

 

Handle 0x1107, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: No Module Installed 

 Form Factor: DIMM 

 Set: 4 

 Locator: DIMM_A8  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous 
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 Speed: Unknown 

 Manufacturer:              

 Serial Number:          

 Asset Tag:          

 Part Number:                    

 Rank: Unknown 

 

Handle 0x1108, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: No Module Installed 

 Form Factor: DIMM 

 Set: 5 

 Locator: DIMM_A9  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous 

 Speed: Unknown 

 Manufacturer:              

 Serial Number:          

 Asset Tag:          

 Part Number:                    

 Rank: Unknown 

 

Handle 0x1109, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: No Module Installed 

 Form Factor: DIMM 

 Set: 5 

 Locator: DIMM_B1  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous 

 Speed: Unknown 

 Manufacturer:              

 Serial Number:          

 Asset Tag:          

 Part Number:                    

 Rank: Unknown 

 

Handle 0x110A, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: 4096 MB 

 Form Factor: DIMM 

 Set: 6 

 Locator: DIMM_B2  
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 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous Registered (Buffered) 

 Speed: 1333 MHz 

 Manufacturer: 002C0097802C 

 Serial Number: DD89426B 

 Asset Tag: 08111928 

 Part Number: 18KSF51272PDZ1G4D1 

 Rank: 2 

 

Handle 0x110B, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: 4096 MB 

 Form Factor: DIMM 

 Set: 6 

 Locator: DIMM_B3  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous Registered (Buffered) 

 Speed: 1333 MHz 

 Manufacturer: 002C0097802C 

 Serial Number: DD89426A 

 Asset Tag: 08111928 

 Part Number: 18KSF51272PDZ1G4D1 

 Rank: 2 

 

Handle 0x110C, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: No Module Installed 

 Form Factor: DIMM 

 Set: 4 

 Locator: DIMM_B4  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous 

 Speed: Unknown 

 Manufacturer:              

 Serial Number:          

 Asset Tag:          

 Part Number:                    

 Rank: Unknown 

 

Handle 0x110D, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: 4096 MB 
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 Form Factor: DIMM 

 Set: 5 

 Locator: DIMM_B5  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous Registered (Buffered) 

 Speed: 1333 MHz 

 Manufacturer: 002C0097802C 

 Serial Number: DD894269 

 Asset Tag: 08111928 

 Part Number: 18KSF51272PDZ1G4D1 

 Rank: 2 

 

Handle 0x110E, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: 4096 MB 

 Form Factor: DIMM 

 Set: 6 

 Locator: DIMM_B6  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous Registered (Buffered) 

 Speed: 1333 MHz 

 Manufacturer: 002C0097802C 

 Serial Number: DD894259 

 Asset Tag: 08111928 

 Part Number: 18KSF51272PDZ1G4D1 

 Rank: 2 

 

Handle 0x110F, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: No Module Installed 

 Form Factor: DIMM 

 Set: 4 

 Locator: DIMM_B7  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous 

 Speed: Unknown 

 Manufacturer:              

 Serial Number:          

 Asset Tag:          

 Part Number:                    

 Rank: Unknown 

 

Handle 0x1110, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 
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 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: No Module Installed 

 Form Factor: DIMM 

 Set: 5 

 Locator: DIMM_B8  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous 

 Speed: Unknown 

 Manufacturer:              

 Serial Number:          

 Asset Tag:          

 Part Number:                    

 Rank: Unknown 

 

Handle 0x1111, DMI type 17, 28 bytes 

Memory Device 

 Array Handle: 0x1000 

 Error Information Handle: Not Provided 

 Total Width: 72 bits 

 Data Width: 64 bits 

 Size: No Module Installed 

 Form Factor: DIMM 

 Set: 6 

 Locator: DIMM_B9  

 Bank Locator: Not Specified 

 Type: DDR3 

 Type Detail: Synchronous 

 Speed: Unknown 

 Manufacturer:              

 Serial Number:          

 Asset Tag:          

 Part Number:                    

 Rank: Unknown 

 

Table A-8: Dell PowerEdge R410 RAM Details 

# dmidecode 2.11 

SMBIOS 2.6 present. 

 

Handle 0x1100, DMI type 17, 28 bytes 

Memory Device 

        Array Handle: 0x1000 

        Error Information Handle: Not Provided 

        Total Width: 72 bits 

        Data Width: 64 bits 

        Size: 8192 MB 

        Form Factor: DIMM 

        Set: 1 

        Locator: DIMM_A1  

        Bank Locator: Not Specified 

        Type: DDR3 

        Type Detail: Synchronous Registered (Buffered) 

        Speed: 1333 MHz 

        Manufacturer: 00AD00B380AD 
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        Serial Number: 2D83F20E 

        Asset Tag: 01112361 

        Part Number: HMT31GR7BFR4A-H9   

        Rank: 2 

 

Handle 0x1101, DMI type 17, 28 bytes 

Memory Device 

        Array Handle: 0x1000 

        Error Information Handle: Not Provided 

        Total Width: 72 bits 

        Data Width: 64 bits 

        Size: 8192 MB 

        Form Factor: DIMM 

        Set: 1 

        Locator: DIMM_A2  

        Bank Locator: Not Specified 

        Type: DDR3 

        Type Detail: Synchronous Registered (Buffered) 

        Speed: 1333 MHz 

        Manufacturer: 00AD00B380AD 

        Serial Number: 2DA3F1E5 

        Asset Tag: 01112361 

        Part Number: HMT31GR7BFR4A-H9   

        Rank: 2 

 

Handle 0x1102, DMI type 17, 28 bytes 

Memory Device 

        Array Handle: 0x1000 

        Error Information Handle: Not Provided 

        Total Width: 72 bits 

        Data Width: 64 bits 

        Size: 8192 MB 

        Form Factor: DIMM 

        Set: 2 

        Locator: DIMM_A3  

        Bank Locator: Not Specified 

        Type: DDR3 

        Type Detail: Synchronous Registered (Buffered) 

        Speed: 1333 MHz 

        Manufacturer: 00AD00B380AD 

        Serial Number: 1E876C8B 

        Asset Tag: 01112361 

        Part Number: HMT31GR7BFR4A-H9   

        Rank: 2 

 

Handle 0x1103, DMI type 17, 28 bytes 

Memory Device 

        Array Handle: 0x1000 

        Error Information Handle: Not Provided 

        Total Width: 72 bits 

        Data Width: 64 bits 

        Size: 8192 MB 

        Form Factor: DIMM 

        Set: 2 

        Locator: DIMM_A4  

        Bank Locator: Not Specified 

        Type: DDR3 
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        Type Detail: Synchronous Registered (Buffered) 

        Speed: 1333 MHz 

        Manufacturer: 00AD00B380AD 

        Serial Number: 2D33F21C 

        Asset Tag: 01112361 

        Part Number: HMT31GR7BFR4A-H9   

        Rank: 2 

 

Handle 0x1109, DMI type 17, 28 bytes 

Memory Device 

        Array Handle: 0x1000 

        Error Information Handle: Not Provided 

        Total Width: 72 bits 

        Data Width: 64 bits 

        Size: No Module Installed 

        Form Factor: DIMM 

        Set: 5 

        Locator: DIMM_B1  

        Bank Locator: Not Specified 

        Type: DDR3 

        Type Detail: Synchronous 

        Speed: Unknown 

        Manufacturer:              

        Serial Number:          

        Asset Tag:          

        Part Number:                    

        Rank: Unknown 

 

Handle 0x110A, DMI type 17, 28 bytes 

Memory Device 

        Array Handle: 0x1000 

        Error Information Handle: Not Provided 

        Total Width: 72 bits 

        Data Width: 64 bits 

        Size: No Module Installed 

        Form Factor: DIMM 

        Set: 6 

        Locator: DIMM_B2  

        Bank Locator: Not Specified 

        Type: DDR3 

        Type Detail: Synchronous 

        Speed: Unknown 

        Manufacturer:              

        Serial Number:          

        Asset Tag:          

        Part Number:                    

        Rank: Unknown 

 

Handle 0x110B, DMI type 17, 28 bytes 

Memory Device 

        Array Handle: 0x1000 

        Error Information Handle: Not Provided 

        Total Width: 72 bits 

        Data Width: 64 bits 

        Size: No Module Installed 

        Form Factor: DIMM 

        Set: 6 
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        Locator: DIMM_B3  

        Bank Locator: Not Specified 

        Type: DDR3 

        Type Detail: Synchronous 

        Speed: Unknown 

        Manufacturer:              

        Serial Number:          

        Asset Tag:          

        Part Number:                    

        Rank: Unknown 

 

Handle 0x110C, DMI type 17, 28 bytes 

Memory Device 

        Array Handle: 0x1000 

        Error Information Handle: Not Provided 

        Total Width: 72 bits 

        Data Width: 64 bits 

        Size: No Module Installed 

        Form Factor: DIMM 

        Set: 4 

        Locator: DIMM_B4  

        Bank Locator: Not Specified 

        Type: DDR3 

        Type Detail: Synchronous 

        Speed: Unknown 

        Manufacturer:              

        Serial Number:          

        Asset Tag:          

        Part Number:                    

        Rank: Unknown 
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Appendix B  

Source Code 

 This section provides the source code used for the timing studies in Chapter 4.  Code is 

provided for the base sequential case.  Two parallelized versions of the code are also given, 

which use the MPI 2.2 standard [35].  All of the code was run 100 times to account for variations 

in execution timing due to paging and process scheduling by the operating system. 

B.1 Sequential Code 

 Table B-1 presents the sample matrix multiplication code that was used as the base 

sequential test case in Chapter 4.  It provides the full source code from which the snippet back in 

Table 4-4 was taken.  Table B-2 contains the testbed for this case, which was used to baseline the 

execution time due to the testbed.  It consists of Table 4-1‟s code with all of the matrix 

multiplication code removed.  The execution times from runs of Table B-2 were subtracted from 

the execution times of Table B-1 during analysis.  This allowed execution times associated with 

the matrix multiplication code to be isolated from the time due to the testbed. 

 

Table B-1: Sequential Matrix Multiplication Code 

// Title: Sample Sequential Matrix Multiplication 

// Written By: Matthew F. Gabriel 

// Written For: VT ECE M.S. Thesis: An Expanded Speedup Model for  

//              the Early Phases of High Performance Computing  

//              Cluster (HPCC) Design 

// Date: Spring 2013 

// Compile Syntax: gcc –Wall –lrt –o seq_mm seq_mm.c 

// Usage Syntax: ./seq_mm <size> 

// Usage Syntax Note: Matrix dimensions are size x size 

 

#include <stdio.h> 

#include <stdlib.h> 

#include <time.h> 

#include <unistd.h> 

#include <inttypes.h> 

#include <sched.h> 

 

int main(int argc, char* argv[]) 

{ 
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  struct timespec ts_start; 

  struct timespec ts_stop; 

  uint64_t start_nsec, stop_nsec; 

 

  // Get the starting time 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_start); 

 

  // Allocate memory 

  int size = atoi(argv[1]); 

  float* iMatrix = (float *) malloc(sizeof(double)*size*size); 

  float* oMatrix = (float *) malloc(sizeof(double)*size*size); 

 

  // Initialize the matrices 

  int i; 

  for(i=0;i<(size*size);i++) 

  { 

     iMatrix[i] = 1.0; 

     oMatrix[i] = 0; 

  } 

 

  // Perform the matrix multiplication 

  int row, col, inner; 

  for(row=0;row<size;row++) 

  { 

     for(col=0;col<size;col++) 

     { 

        for(inner=0;inner<size; inner++) 

           oMatrix[row*size+col] += iMatrix[row*size+inner] *           

                                    iMatrix[inner*size+col]; 

     } 

  } 

 

  // Deallocate memory 

  free(iMatrix); 

  free(oMatrix); 

 

  // Get the completion time 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_stop); 

 

  // Covert timespec structs to nanoseconds 

  start_nsec = (uint64_t)ts_start.tv_sec * 1000000000LL +                

(uint64_t)ts_start.tv_nsec; 

  stop_nsec =  (uint64_t)ts_stop.tv_sec * 1000000000LL + 

(uint64_t)ts_stop.tv_nsec; 

 

  // Output the execution time 

  printf("%llu\n", (long long unsigned) (stop_nsec - start_nsec)); 

   

  return 0; 

 

} 
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Table B-2: Sequential Testbed Baselining Code 

// Title: Sample Sequential Testbed Baseline 

// Written By: Matthew F. Gabriel 

// Written For: VT ECE M.S. Thesis: An Expanded Speedup Model for  

//              the Early Phases of High Performance Computing  

//              Cluster (HPCC) Design 

// Date: Spring 2013 

// Compile Syntax: gcc –Wall –lrt –o seq_baseline seq_baseline.c 

// Usage Syntax: ./seq_baseline 

 

#include <stdio.h> 

#include <stdlib.h> 

#include <time.h> 

#include <unistd.h> 

#include <inttypes.h> 

#include <sched.h> 

 

int main(int argc, char* argv[]) 

{ 

 

  struct timespec ts_start; 

  struct timespec ts_stop; 

  uint64_t start_nsec, stop_nsec; 

 

  // Get the starting time 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_start); 

 

  // Get the completion time 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_stop); 

 

  // Covert timespec structs to nanoseconds 

  start_nsec = (uint64_t)ts_start.tv_sec * 1000000000LL +                

(uint64_t)ts_start.tv_nsec; 

  stop_nsec =  (uint64_t)ts_stop.tv_sec * 1000000000LL + 

(uint64_t)ts_stop.tv_nsec; 

 

  // Output the execution time 

  printf("%llu\n", (long long unsigned) (stop_nsec - start_nsec)); 

   

  return 0; 

 

} 

B.2 Amdahl-Styled Parallelization Code 

 Table B-3 provides a parallelized adaptation of the sequential code.  This adaptation 

divides the matrix multiplication across an array of processes.  This is an Amdahl-styled division 

of work.  Note that this parallelized code is larger than the sequential code.  Also, additional 
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timing calls are added to the testbed to support detailed analysis.  Table B-4 provides the 

baselining of this expanded testbed. 

 

Table B-3: Amdahl-Styled Parallelization of Matrix Multiplication 

// Title: Sample Parallelized Matrix Multiplication (Amdahl-Styled) 

// Written By: Matthew F. Gabriel 

// Written For: VT ECE M.S. Thesis: An Expanded Speedup Model for  

//              the Early Phases of High Performance Computing  

//              Cluster (HPCC) Design 

// Date: Spring 2013 

// Compile Syntax: mpicc –Wall –lrt –o amd_mm amd_mm.c 

// Usage Syntax: mpiexec [--mca btl ^openib --mca bt_tcp_if_include] 

//               --hostfile <hostfile> –np <N> amd_mm <size> 

// Usage Syntax Note 1: Matrix dimensions are size x size 

// Usage Syntax Note 2: N is the number of processes 

// Usage Syntax Note 3: hostfile lists the hostnames on which the application                    

//                      should be run (one hostname per line of the file) 

 

#include <mpi.h> 

#include <stdio.h> 

#include <stdlib.h> 

#include <time.h> 

#include <unistd.h> 

#include <inttypes.h> 

#include <sched.h> 

#include <math.h> 

 

int main(int argc, char* argv[]) 

{ 

 

  struct timespec ts_start; 

  struct timespec ts_stop; 

  struct timespec ts_mpi_start; 

  struct timespec ts_mpi_stop; 

  struct timespec ts_icomms_start; 

  struct timespec ts_icomms_stop; 

  struct timespec ts_ocomms_start; 

  struct timespec ts_ocomms_stop; 

  uint64_t start_nsec, stop_nsec; 

  uint64_t mpi_start_nsec, mpi_stop_nsec; 

  uint64_t icomms_start_nsec, icomms_stop_nsec; 

  uint64_t ocomms_start_nsec, ocomms_stop_nsec; 

   

  // Get the starting time 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_start); 

 

  MPI_Init(&argc, &argv); 

 

  int world_size;   

  MPI_Comm_size(MPI_COMM_WORLD, &world_size); 

 

  int world_rank; 

  MPI_Comm_rank(MPI_COMM_WORLD, &world_rank); 
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  // Get the time when the MPI startup is finished 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_mpi_start); 

 

  int size = atoi(argv[1]); 

 

  if(size%world_size>0) 

      printf("\n\nWARNING: Problem does not divide evenly!!\n\n"); 

 

  // Determine the size of the task (split) that each node should handle 

  int splitrows = size/world_size; 

  int splitrowstart = splitrows*world_rank; 

  int splitsize = size*splitrows; 

  int splitstart = world_rank*splitsize; 

 

  // Allocate memory 

  int size = atoi(argv[1]); 

  float* iMatrix = (float *) malloc(sizeof(double)*size*size); 

  float* oMatrix = (float *) malloc(sizeof(double)*size*size); 

 

  // Initialize the tasked portion of the input matrix 

  int i; 

  for(i=0;i<(splitsize);i++) 

     iMatrix[splitstart+i] = (float) (splitstart+i); 

 

  MPI_Barrier(MPI_COMM_WORLD); 

 

  // Get the time that communication of the input data is started 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_icomms_start); 

 

  for(i=0;i<world_size;i++) 

  { 

     MPI_Bcast(&iMatrix[splitsize*i], splitsize, MPI_FLOAT,  

               i, MPI_COMM_WORLD); 

     MPI_Barrier(MPI_COMM_WORLD); 

  } 

 

  // Get the time that the communication finishes 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_icomms_stop); 

 

  // Perform the matrix multiplication for the tasked portion 

  int row, col, inner; 

  for(row=splitrowstart;row<splitrowstart+splitrows;row++) 

  { 

     for(col=0;col<size;col++) 

     { 

        oMatrix[row*size+col] = 0.0; 

        for (inner=0;inner<size;inner++) 

           oMatrix[row*size+col] += iMatrix[row*size+inner] *               

iMatrix[inner*size+col]; 

     } 

  } 

 

  MPI_Barrier(MPI_COMM_WORLD); 

 

  // Get the time that communication of the output data is started 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_ocomms_start); 
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  for(i=0;i<world_size;i++) 

  { 

     MPI_Bcast(&oMatrix[splitsize*i], splitsize, MPI_FLOAT,  

               i, MPI_COMM_WORLD); 

     MPI_Barrier(MPI_COMM_WORLD); 

  } 

 

  // Get the time that the communication finishes 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_ocomms_stop); 

 

  // Deallocate memory 

  free(iMatrix); 

  free(oMatrix); 

 

  // Get the time when the MPI shutdown is started 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_mpi_stop); 

 

  MPI_Barrier(MPI_COMM_WORLD); 

   

  MPI_Finalize(); 

 

  // Get the completion time 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_stop); 

 

  // Covert timespec structs to nanoseconds 

  start_nsec =  (uint64_t)ts_start.tv_sec * 1000000000LL + 

(uint64_t)ts_start.tv_nsec; 

  stop_nsec =  (uint64_t)ts_stop.tv_sec * 1000000000LL + 

(uint64_t)ts_stop.tv_nsec; 

  mpi_start_nsec =  (uint64_t)ts_mpi_start.tv_sec * 1000000000LL + 

(uint64_t)ts_mpi_start.tv_nsec; 

  mpi_stop_nsec =  (uint64_t)ts_mpi_stop.tv_sec * 1000000000LL + 

(uint64_t)ts_mpi_stop.tv_nsec; 

  icomms_start_nsec =  (uint64_t)ts_icomms_start.tv_sec * 1000000000LL + 

(uint64_t)ts_icomms_start.tv_nsec; 

  icomms_stop_nsec =  (uint64_t)ts_icomms_stop.tv_sec * 1000000000LL + 

(uint64_t)ts_icomms_stop.tv_nsec; 

  ocomms_start_nsec =  (uint64_t)ts_ocomms_start.tv_sec * 1000000000LL + 

(uint64_t)ts_ocomms_start.tv_nsec; 

  ocomms_stop_nsec =  (uint64_t)ts_ocomms_stop.tv_sec * 1000000000LL + 

(uint64_t)ts_ocomms_stop.tv_nsec; 

 

  // Output the execution times 

  if(world_rank==0) 

     printf("%llu %llu %llu %llu %llu %llu %llu %llu\n",  

(long long unsigned) start_nsec,  

(long long unsigned) stop_nsec,  

(long long unsigned) mpi_start_nsec,  

(long long unsigned) mpi_stop_nsec, 

(long long unsigned) icomms_start_nsec,  

(long long unsigned) icomms_stop_nsec, 

(long long unsigned) ocomms_start_nsec,  

(long long unsigned) ocomms_stop_nsec); 

   

  return 0; 

 

} 
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Table B-4: Amdahl-Styled Parallelization Testbed Baselining Code 

// Title: Sample Amdahl-Styled Parallelization Testbed Baseline 

// Written By: Matthew F. Gabriel 

// Written For: VT ECE M.S. Thesis: An Expanded Speedup Model for  

//              the Early Phases of High Performance Computing  

//              Cluster (HPCC) Design 

// Date: Spring 2013 

// Compile Syntax: gcc –Wall –lrt –o amd_baseline amd_baseline.c 

// Usage Syntax: ./amd_baseline 

 

#include <mpi.h> 

#include <stdio.h> 

#include <stdlib.h> 

#include <time.h> 

#include <unistd.h> 

#include <inttypes.h> 

#include <sched.h> 

#include <math.h> 

 

int main(int argc, char* argv[]) 

{ 

 

  struct timespec ts_start; 

  struct timespec ts_stop; 

  struct timespec ts_mpi_start; 

  struct timespec ts_mpi_stop; 

  struct timespec ts_icomms_start; 

  struct timespec ts_icomms_stop; 

  struct timespec ts_ocomms_start; 

  struct timespec ts_ocomms_stop; 

  uint64_t start_nsec, stop_nsec; 

  uint64_t mpi_start_nsec, mpi_stop_nsec; 

  uint64_t icomms_start_nsec, icomms_stop_nsec; 

  uint64_t ocomms_start_nsec, ocomms_stop_nsec; 

   

  // Get the starting time 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_start); 

 

  // Get the time required to make all of the calls to clock_gettime 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_mpi_start); 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_icomms_start); 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_icomms_stop); 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_ocomms_start); 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_ocomms_stop); 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_mpi_stop); 

 

  // Get the completion time 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_stop); 

 

  // Covert timespec structs to nanoseconds 

  start_nsec =  (uint64_t)ts_start.tv_sec * 1000000000LL + 

(uint64_t)ts_start.tv_nsec; 

  stop_nsec =  (uint64_t)ts_stop.tv_sec * 1000000000LL + 

(uint64_t)ts_stop.tv_nsec; 

  mpi_start_nsec =  (uint64_t)ts_mpi_start.tv_sec * 1000000000LL + 

(uint64_t)ts_mpi_start.tv_nsec; 
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  mpi_stop_nsec =  (uint64_t)ts_mpi_stop.tv_sec * 1000000000LL + 

(uint64_t)ts_mpi_stop.tv_nsec; 

  icomms_start_nsec =  (uint64_t)ts_icomms_start.tv_sec * 1000000000LL + 

(uint64_t)ts_icomms_start.tv_nsec; 

  icomms_stop_nsec =  (uint64_t)ts_icomms_stop.tv_sec * 1000000000LL + 

(uint64_t)ts_icomms_stop.tv_nsec; 

  ocomms_start_nsec =  (uint64_t)ts_ocomms_start.tv_sec * 1000000000LL + 

(uint64_t)ts_ocomms_start.tv_nsec; 

  ocomms_stop_nsec =  (uint64_t)ts_ocomms_stop.tv_sec * 1000000000LL + 

(uint64_t)ts_ocomms_stop.tv_nsec; 

 

  // Output the execution times 

  if(world_rank==0) 

     printf("%llu %llu %llu %llu %llu %llu %llu %llu\n",  

(long long unsigned) start_nsec,  

(long long unsigned) stop_nsec,  

(long long unsigned) mpi_start_nsec,  

(long long unsigned) mpi_stop_nsec, 

(long long unsigned) icomms_start_nsec,  

(long long unsigned) icomms_stop_nsec, 

(long long unsigned) ocomms_start_nsec,  

(long long unsigned) ocomms_stop_nsec); 

   

  return 0; 

 

} 

B.3 Gustafson-Styled Parallelization Code 

 Table B-5 provides a second parallelized adaptation of the sequential code.  This 

Gustafson-styled adaptation scales rather than divides the matrix multiplication across an array 

of processes.  Each process does a full matrix multiplication so that problem size scales directly 

with the number of processes.  Like the Amdahl-styled adaptation, this parallelized code is larger 

than the sequential code.  Table B-6 provides the baselining of the testbed for this code. 
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Table B-5: Gustafson-Styled Parallelization of Matrix Multiplication 

// Title: Sample Parallelized Matrix Multiplication (Gustafson-Styled) 

// Written By: Matthew F. Gabriel 

// Written For: VT ECE M.S. Thesis: An Expanded Speedup Model for  

//              the Early Phases of High Performance Computing  

//              Cluster (HPCC) Design 

// Date: Spring 2013 

// Compile Syntax: mpicc –Wall –lrt –o gus_mm gus_mm.c 

// Usage Syntax: mpiexec [--mca btl ^openib --mca bt_tcp_if_include] 

//               --hostfile <hostfile> –np <N> gus_mm <size> 

// Usage Syntax Note 1: Matrix dimensions are size x size 

// Usage Syntax Note 2: N is the number of processes 

// Usage Syntax Note 3: hostfile lists the hostnames on which the application                    

//                      should be run (one hostname per line of the file) 

 

#include <mpi.h> 

#include <stdio.h> 

#include <stdlib.h> 

#include <time.h> 

#include <unistd.h> 

#include <inttypes.h> 

#include <sched.h> 

#include <math.h> 

 

int main(int argc, char* argv[]) 

{ 

 

  struct timespec ts_start; 

  struct timespec ts_stop; 

  struct timespec ts_mpi_start; 

  struct timespec ts_mpi_stop; 

  uint64_t start_nsec, stop_nsec; 

  uint64_t mpi_start_nsec, mpi_stop_nsec; 

 

  // Get the starting time 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_start); 

 

  MPI_Init(&argc, &argv); 

 

  int world_size;   

  MPI_Comm_size(MPI_COMM_WORLD, &world_size); 

 

  int world_rank; 

  MPI_Comm_rank(MPI_COMM_WORLD, &world_rank); 

 

  // Get the time when the MPI startup is finished 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_mpi_start); 

 

  // Allocate memory 

  int size = atoi(argv[1]); 

  float* iMatrix = (float *) malloc(sizeof(double)*size*size); 

  float* oMatrix = (float *) malloc(sizeof(double)*size*size); 
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  // Initialize the input matrix 

  int i; 

  for(i=0;i<(size*size);i++) 

     iMatrix[i] = 1.0; 

 

  // Perform the matrix multiplication 

  int row, col, inner; 

  for(row=0;row<size;row++) 

  { 

     for(col=0;col<size;col++) 

     { 

        oMatrix[row*size+col] = 0; 

 

        for(inner=0;inner<size; inner++) 

           oMatrix[row*size+col] += iMatrix[row*size+inner] * 

iMatrix[inner*size+col]; 

     } 

  } 

 

  // Deallocate memory 

  free(iMatrix); 

  free(oMatrix); 

 

  MPI_Barrier(MPI_COMM_WORLD); 

 

  // Get the time when the MPI shutdown is started 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_mpi_stop); 

 

  MPI_Finalize(); 

 

  // Get the completion time 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_stop); 

 

  // Covert timespec structs to nanoseconds 

  start_nsec =  (uint64_t)ts_start.tv_sec * 1000000000LL + 

(uint64_t)ts_start.tv_nsec; 

  stop_nsec =  (uint64_t)ts_stop.tv_sec * 1000000000LL + 

(uint64_t)ts_stop.tv_nsec; 

  mpi_start_nsec =  (uint64_t)ts_mpi_start.tv_sec * 1000000000LL + 

(uint64_t)ts_mpi_start.tv_nsec; 

  mpi_stop_nsec =  (uint64_t)ts_mpi_stop.tv_sec * 1000000000LL + 

(uint64_t)ts_mpi_stop.tv_nsec; 

 

  // Output the execution times 

  if(world_rank==0) 

     printf("%llu %llu %llu %llu\n",  

(long long unsigned) start_nsec,  

(long long unsigned) stop_nsec,  

(long long unsigned) mpi_start_nsec,  

(long long unsigned) mpi_stop_nsec); 

   

  return 0; 

 

} 
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Table B-6: Gustafson-Styled Parallelization Testbed Baselining Code 

// Title: Sample Gustafson-Styled Parallelization Testbed Baseline 

// Written By: Matthew F. Gabriel 

// Written For: VT ECE M.S. Thesis: An Expanded Speedup Model for  

//              the Early Phases of High Performance Computing  

//              Cluster (HPCC) Design 

// Date: Spring 2013 

// Compile Syntax: gcc –Wall –lrt –o gus_baseline gus_baseline.c 

// Usage Syntax: ./gus_baseline 

 

#include <mpi.h> 

#include <stdio.h> 

#include <stdlib.h> 

#include <time.h> 

#include <unistd.h> 

#include <inttypes.h> 

#include <sched.h> 

#include <math.h> 

 

int main(int argc, char* argv[]) 

{ 

 

  struct timespec ts_start; 

  struct timespec ts_stop; 

  struct timespec ts_mpi_start; 

  struct timespec ts_mpi_stop; 

  uint64_t start_nsec, stop_nsec; 

  uint64_t mpi_start_nsec, mpi_stop_nsec; 

   

  // Get the starting time 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_start); 

 

  // Get the time required to make all of the calls to clock_gettime 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_mpi_start); 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_mpi_stop); 

 

  // Get the completion time 

  clock_gettime(CLOCK_PROCESS_CPUTIME_ID, &ts_stop); 

 

  // Covert timespec structs to nanoseconds 

  start_nsec =  (uint64_t)ts_start.tv_sec * 1000000000LL + 

(uint64_t)ts_start.tv_nsec; 

  stop_nsec =  (uint64_t)ts_stop.tv_sec * 1000000000LL + 

(uint64_t)ts_stop.tv_nsec; 

  mpi_start_nsec =  (uint64_t)ts_mpi_start.tv_sec * 1000000000LL + 

(uint64_t)ts_mpi_start.tv_nsec; 

  mpi_stop_nsec =  (uint64_t)ts_mpi_stop.tv_sec * 1000000000LL + 

(uint64_t)ts_mpi_stop.tv_nsec; 
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  // Output the execution times 

  if(world_rank==0) 

     printf("%llu %llu %llu %llu\n",  

(long long unsigned) start_nsec,  

(long long unsigned) stop_nsec,  

(long long unsigned) mpi_start_nsec,  

(long long unsigned) mpi_stop_nsec); 

   

  return 0; 

 

} 

 

 


