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(Abstract)
Efficient operation of a dynamic system requires (near) optimal real-time control decisions.
Those decisions depend on a set of control parameters that change over time. Very often, the
optimal decision can be made only with the knowledge of future values of control parameters. As
a consequence, the decision process is heuristic in nature. The optimal decision can be
determined only after the fact, once the uncertainty is removed.
For some types of dynamic systems, the heuristic approach can be very effective. The basic
premise is that the future values of control parameters can be predicted with sufficient accuracy.
We can either predict those value based on a good model of the system or based on historical
data. In many cases, the good model is not available. In that case, prediction using historical data
is the only option. It is necessary to detect similarities with the current situation and extrapolate
future values. In other words, we need to (quickly) identify patterns in historical data that match
the current data pattern. The low sensitivity of the optimal solution is critical. Small variations in
data patterns should affect minimally the optimal solution. Resource allocation problems and
other “discrete decision systems” are good examples of such systems.
The main contribution of this work is a novel heuristic methodology that uses neural
networks for classifying, learning and detecting changing patterns, as well as making (near) realtime decisions. We improve on existing approaches by providing a real-time adaptive approach
that takes into account changes in system behavior with minimal operational delay without the
need for an accurate model. The methodology is validated by extensive simulation and practical
measurements. Two metrics are proposed to quantify the quality of control decisions as well as a
comparison to the optimal solution.
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Glossary
Bandwidth: The rate that data can be transmitted over a communication link.
Benefit Density: The priority value per unit of required bandwidth.
Capacity: The maximum amount of data that a communication link can transmit over a period
of time.
Control: To influence the behavior of an object or system to achieve a desired goal.
Control Policy: A policy defined by a user through a set of variables, an objective function and
a set of constraints.
Control System: A system that utilizes various mathematical techniques to control the behavior
of a system. The techniques used are closely related to calculus of variations and to other
areas of optimization theory and may involve the use of feedback.
Control Theory: The area of applied mathematics that deals with the basic principles underlying
the analysis and design of control systems.
Data Replication: The act of creating and maintaining multiple copies of data.
Feasible Set: The set of replication objects that meet the defined set of optimization criteria for a
given interval.
Near Real-Time: A constant definable delay, regardless of the number of objects in the system
being controlled.
Off-line Component: The component, whose processing is not part of the operational system,
which uses its objective function with user supplied and calculated values to optimally
implement the control policy and then train a MLP to heuristically enforce the policy.
Inline Component: The operational component that enforces the control policy in near real-time
by using the trained MLP developed in the off-line component to functionally
approximate the policy.
Passive Replication: An asynchronous refresh technology where the model distinguishes one
replica as the primary server, which handles all client requests.

xi

Point-in-time Dependent Replication: A uniquely accessible version of a file system, partition
or logical storage unit that is a derivative of a primary image that contains all committed
updates to the primary replica at a particular moment in time.
Replication Interval: The fixed or variable time period between the invocations of a replication
on the same replication object.
Replication Object: A set of files that should be replicated together atomically, thus having the
same recovery point-in-time to avoid any temporal variance and possible data corruption.
Replication Policy: The policy defining the order of replications in a replication scheme. The
policy is implemented in the off-line component and enforced in the inline component to
heuristically implement the replication scheme in near real-time.
Resiliency: The ability to recover and successfully adapt to adversity and catastrophic events.
Sensitivity: The variability (slack or surplus) allowed in a set of constraints in an optimization
problem that maps an output variable to the same value.
System: A collection of objects and the relationships among them.
Temporal Variance: Variance in timestamps of the state of associated data items upon the
replication of each.
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Chapter 1

INTRODUCTION
A system is a collection of objects and the relationships among them. To control an object
within a system, or a system itself (e.g. resource management and scheduling), means to
influence its behavior to achieve a desired goal. In order to implement this influence, we build
control systems using various mathematical techniques. There are two approaches to building
control systems [114].
One approach is based on the idea that a good model of the system to be controlled is
available and its behavior is optimized. The techniques used are closely related to calculus of
variations and to other areas of optimization theory. The solutions are generally open-loop. An
open-loop control system is controlled directly, and only, by an input signal, without the benefit
of feedback (Figure 1) [114]. Static real-time scheduling is an example of an open-loop control
system. It assumes accurate models of the worst-case resource requirements in making decisions,
and thus it is not robust under uncertainty.
input

System

output

Figure 1. Open-loop control system.
The other approach is based on the constraints imposed by uncertainty about the model or
about the environment in which the system operates. To deal with unknown, inaccurate or
dynamic system models, closed-loop feedback systems have been developed. The main
characteristic of this approach is using feedback in order to correct for deviations from the
desired behavior. Feedback control may be defined as the use of difference equations or
difference signals, determined by comparing the actual values of system variables to their desired
values. Using feedback to control the behavior of the system creates a closed-loop and relieves
the necessity of accurate models. A closed-loop control system uses the system output to regulate
its input as shown in Figure 2 [75].
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input

+

-

System

output

feedback loop
Figure 2. Closed-loop control system.
These two approaches are recognized as dealing with different aspects of the same problem
[114]. Compared to open control systems, closed-loop systems are more common as they are
more accurate and support dynamic behavior provided that stability issues are addressed [75].
A common control system application is real-time resource management and scheduling. A
general trend in real-time resource management is an evolution from static open-loop approaches
to dynamic and adaptive closed-loop approaches supporting increasingly unpredictable target
application environments. While classic real-time resource management is concerned with
absolute guarantees in highly predictable environments, more recent research looks to develop
more flexible, adaptive and cost-effective solutions to handle unpredictable environments
through the use of feedback [81, 82, 116].
In this work we developed a novel adaptive heuristic methodology that uses neural
networks for classifying, learning and detecting changing patterns, as well as making decisions
fast enough for use in real-time. The remainder of this dissertation is organized as follows. In
Chapter 1, we define and motivate our basic approach. Chapter 1 also introduces and motivates
the running example used throughout this dissertation. Chapter 2 provides background and a
survey of research related to our methodology and our example application. Chapter 3 begins the
development of our heuristic where the predictive portion of the methodology is defined. Our
methodology is made adaptive and predictive in Chapter 4. Chapter 5 concludes the development
of our methodology with the additional of our feedback mechanism. Throughout the
development of this methodology, it is evaluated through simulation and then verified via an
operational case study.

Chapter 1: Introduction

1.1

3

Motivation
Many problems in system, control system or distributed system theory can be described as

optimization problems and solved using optimization techniques. Optimization problems are, in
general, described using a set of variables, an objective function and a set of constraints.
Optimization methods use a complete description of the optimization problem and provide an
optimal (exact) solution or a near-optimal (heuristic) solution. There may be several optimization
methods for a given optimization problem.
Optimization problems can first be classified in terms of continuous and of discrete
variables. This classification is independent of the solution methods. The major problems for
continuous optimization include linear programming (LP) and nonlinear programming (NLP).
As for discrete event problems, they are first classified into mixed-integer linear programming
(MILP) and mixed-integer nonlinear programming (MINLP). For the former an important
specific case is when all the variables are integer, which gives rise to an integer programming
(IP) problem. This problem in turn can be classified into many special problems (e.g.
assignment, traveling salesman, knapsack, etc.). An overview of these models and their
extensions are provided in Chapter 2.
The continuous and discrete models may be regarded as steady-state models. Hence, one
important extension is the case of dynamic models. Traditionally, dynamic processes are
modeled using differential equations that fully describe the dynamic behavior of the system [21].
Differential optimization problems can be solved either by the variational approach or by
applying some level of discretization that converts the original continuous time problem into a
discrete problem. In situations where the model is dynamic, feedback is used. Discrete time
dynamic models require multi-period optimizations. The uncertainty in these models is removed
by delaying the optimization until the end of an interval. Once the uncertainty is removed, the
problem can be solved exactly using methods such as nonlinear programming [13] or dynamic
programming [12]. In situations where the scale of the problem makes the operational impact too
large, heuristic approaches such as Neuro-Dynamic Programming (NDP) [14] can be used.
However, delaying decisions to support optimization is not always a desirable behavior.
The alternative is to deal with the uncertainty of not knowing future events in real-time.
This task, in principle, is to solve the mathematical program for all possible values of these
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variables. Obviously this is not explicitly possible for real-valued variables. Solutions typically
divide the solution space into regions of optimality; for each region infeasibility is established or
an optimal solution is given as a smooth function of the variables for this region. The regions of
optimality are calculated through an analysis of the sensitivity of the constraints impact on the
unknown variable as defined by the surplus or slack found in each constraint [73]. Sensitivity
analysis is a procedure to determine the sensitivity of the outcomes of an alternative to changes
in its parameters. The sensitivity analysis is used in an attempt to make the uncertainty
deterministic by describing parameter uncertainty through bounds of expected deviations.
Extending a deterministic model with probabilistic representations leads to stochastic
programming models describing the uncertainty through known probability distribution
functions. In models (MILP and MINLP) with discrete control variables, there is no continuous
function to account for the disjoint effects of parameter changes. When changes occur in these
integer models, they occur in big “steps,” rather than the smooth, marginal fashion experienced
in continuous models. Therefore, the dynamic behavior in such models requires the sensitivity
analysis problem to be re-solved when changes occur. This is a very time-consuming process
[73] not conducive to dynamic applications requiring near real-time performance.

1.2

Research Problem
A common problem in the optimization of a system is the need to make control decisions

faced with the uncertainty of future values. Often these control decisions must be made in near
real-time. In this work, near real-time refers to a constant definable delay regardless of the
number of objects in the system being controlled. As discussed in the previous Section, there are
two approaches to dealing with this uncertainty, multi-interval optimizations or predictions,
typically through sensitivity analysis. But, in discrete dynamic applications requiring near realtime performance of control decisions, neither approach is practical. So, is it possible to find a
good quality (near optimal) real-time heuristic solution for dynamic optimization models with
discrete control variables? Our approach is to combine the use of multi-interval optimizations
with the concept of sensitivity analysis and apply it to dynamic systems with discrete outputs.
The concept of sensitivity analysis as applied to such systems identifies the bounds
established by the small variations in the sets of constraints mapping to the same value in the
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solution space. We call this variability in the constraints, slack. The sets of constraints found
within these bounds constitute a pattern of input to output mappings. Consider a mixed-integer
optimization problem H in an n-dimensional domain space, Ω. The elements or points of Ω, ζ,
are the sets of constraints (parameters) for the objects being optimized. For every ζ there is a
point in the m-dimensional solution space established by the application of the optimization
function, X(ζ). The coordinates of the solution points are all integers. The sensitivity of the
function X(•) will define patterns of sets of parameters with each ζ in Ω contained in one of these
patterns (Figure 3). These patterns define the parametric sensitivity bounds of the parameters
mapping to each solution in the solution space. Each ζ in a pattern maps to the same integer
value in the solution space. We ask the research question, given a system with low sensitivity;
can these patterns of sensitivity bounds be detected from historical data? If so, the identification
of these patterns allows a new set of parameters to be classified and the results of a previously
determined optimal solution reused. This reuse approach is like that of Kriging interpolation.
Kriging [93] is a method of exact interpolation. It predicts the output value of a continuous
variable as an exact interpolation based on a previously determined optimal value given a set of
input parameters that have already been observed. Kriging has been used successfully in a wide
variety of Computer Aided Engineering (CAE) applications as diverse as aerospace, automotive
and computer chip design [85, 107, 112] and is further discussed in Section 2.1.5.

X(·)
Ω

ζ

solution space

pattern
Figure 3. Constraint pattern mapping to output.
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Proposed Solution
In this work, we deal with a dynamic system with discrete outputs. This system can be

linear or nonlinear and have integer or mixed integer parameters. The discrete outputs are used to
control the behavior of the system and are required in real-time. The real-time dynamic nature of
our system makes the repeated calculation of the sensitivity of each set of constraint parameters
impractical. Our thesis is that we can calculate optimal decisions and identify patterns of
constraints and their input-output mappings from historical data. Neural networks, specifically
Multi-layer Perceptron (MLP) neural networks, can be trained to recognize patterns present in a
representative (historical) data set. MLP neural networks are described in Section 2.3 and Bishop
[16] provides a detailed discussion of their use for pattern recognition. The pattern recognition
process is a heuristic one and it is determined by the network topology and the weights assigned
to the links in the neural network. Once the patterns have been identified and learned, the trained
neural network is used to classify a given set of constraints, in near real-time, identifying
(through functional approximation) the pattern in which the set of constraints is a member and
the results from the pattern reused for the new set of constraints.
The use of neural networks as pattern classifiers imposes two additional constraints on our
framework, low sensitivities and low dimensionality. These constraints are due to the “curse of
dimensionality” present in current neural network solutions.
The curse of dimensionality, attributed to Bellman in 1961, refers to the exponential growth
as a function of dimensionality [16]. In this research, the curse of dimensionality expresses itself
in the mappings from the input space to the output space. Our neural network needs to somehow
represent every part of its input space in order to know how that part of the space should be
mapped. Covering the input space takes resources, and, in the most general case, the amount of
resources needed is proportional to the input space. The exact formulation of resource
requirements depends on the type and topology of the network. The curse of dimensionality
causes networks where the dimension of the input space is high to perform poorly due to the fact
that the neural network may not converge in training to a near optimal configuration.
As a result, we focus on binary optimization problems with small input dimensions. Binary
optimization problems are common in decision support and resource utilization problems. The
choice to concentrate on binary optimization problems is an effort to minimize dimension and
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ensure low sensitivity in simulations and Case Study developed throughout this research. The
classification of low sensitivity is not precise, but lower sensitivities result in fewer patterns,
requiring less precision in our classification algorithms and allowing courser granularity in our
operational data. The constraints are an effort to avoid the scaling issues associated with the
curse of dimensionality.
Our solution approach is to divide the control system into three parts, an inline, an off-line
and an initialization component (Figure 4). The initialization component is for designing the
topology and initial configuration of the neural network design. This initialization is based on the
provided control policy and neural network training. The training identifies the constraint
sets/solution patterns in the data. This neural network configuration is used initially in both the
inline and off-line components. The off-line component is for optimization, training and
providing feedback on pattern emergence and changes to the inline component. By off-line we
mean processing that is not part of the operational system. The inline component provides near
real-time open-loop control of the system.
input

output
feedback (weights)

MLPstatic
Log

inline
off-line

Delay
Consolidate
Data

Optimization
(Control Policy)

MLPtraining

initialization
Consolidate
Data

Deterministic
Optimization

Dynamic
MLPdesign

MLPtraining

Figure 4. Solution approach.
The inline component heuristically enforces the control policy via functional
approximation. The control policy is user defined through the use of a set of variables, an
objective function and a set of constraints and is implemented in the off-line component. This
functional approximation provides the transfer function for the input set to the output. The delay
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from a neural network implementation of the functional approximation is the time needed to
calculate tens of floating point operations, which is constant and on the order of microseconds or
less. The formula for the functional approximation is provided in Section 2.3 and the worst-case
complexity analysis is provided in Section 3.1.2.
In the off-line component, historical data provides complete knowledge of the optimization
problem over an interval of time. This interval of data is optimized given a feasible optimization
problem with an available optimization method, the control policy. This optimization provides a
set of training data and the corresponding optimal solution. The repeating of this process is a
multi-interval optimization. This data and optimal results are used for supplementary training of
the MLP neural networks. Using historical data has the advantage of implicitly identifying the
"most important" or "most representative" states of the system. It appears plausible that if these
states are the ones most often visited during the data set, the scoring function will tend to better
approximate the optimal cost for these states, and the sub-optimal policy created by this
approximation will perform better.
The results of the scoring function are stored in the network weights. These network
weights represent the identified patterns in the trained network. The network weights from the
trained MLP are used in a MLP network at each source, the inline component.
The functional approximation of the inline component is using the sensitivity of the learned
patterns to classify and make decisions for the current data based on historical usage and
optimization patterns. The success of this re-use approach is contingent on the training data
being highly representative of the current data being processed by the inline operational MLP.
The methodology must ensure that the patterns in the operational data are adequately represented
in the training data and recognize when a pattern is changing or a new pattern is emerging. In
order for this solution to perform well in such a dynamic environment, the MLP neural network
must be retrained as the constraint patterns change. Our solution is to use feedback to make our
MLP adaptive. As the inline component operates, new historical data becomes available. The
off-line component continues to calculate the optimal solution for this historical data and
perform supplemental training of the off-line MLP. The weights calculated off-line by this
training are subsequently used to update the weights for the inline MLP neural networks. This
updating is our feedback mechanism.
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Moving the optimization off-line and providing periodic feedback has also been proposed in
the closed loop solutions by Lu [80], Eker [36] and Seto et al. [110]. Eker [36] and Seto et al.
[110] show the benefits of using feedback control theory and off-line processing in the
implementation of real-time control systems. Lu [80] extends this work by using feedback
control theory to support dynamic behavior in the schedulable QoS queues. This off-line
approach enables the support of global optimization through a consolidation of the historical data
from all sources prior to optimization. The MLP classification and training process is then based
on the (historical) globally optimal solution.
The interval of the globally optimal solution can be the entire history of data, only the data
since the last update or a combination. Each approach creates a different bias in our prediction,
and is thus an application specific parameter. Chapter 3 discusses the benefits and issues related
to using a full history. Chapter 4 and 5 discuss the benefits and issues with supplemental training.
The sliding window approach is the combination and is discussed briefly in Chapter 7.

1.4

Research Application Example
Real-time resource management is an example of the application of this research. In this

Section, we motivate and introduce one such example, an enhancement to asynchronous
replication for increased resiliency. Jajodia [60] discusses how and why data replication is
gaining popularity. While the discussion is limited to a discussion about distributed databases,
the main conclusion is that, academically, replication technology has matured, relative to
transaction processing, but not in practice. The stated rational is that the “methods to handle
replication that were developed in the 1980s are not scalable. Jim Gray was the first to point
that out in 1996. Consequently, new methods and techniques are required” [60]. The
enhancement developed and used as an example throughout this dissertation is designed to
increase resiliency of higher valued data in resource (bandwidth and processing) restricted
applications.
Resiliency is the ability to recover and successfully adapt to adversity and catastrophic
events. Computer and information systems depend on data availability so data are replicated to
enhance the dependability of the system, enhance performance or both. Data replication is the act
of creating and maintaining multiple copies of data. Replication is an important topic in the field
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of computing and is the requisite technology for increasing resiliency, providing the separation
of resources necessary for recovery from a catastrophic event. Data replication can be deployed
at the application level, the common services level (e.g. a distributed database) or as a distributed
system (e.g. a hypermedia system or a file system). Data replication models must determine the
replicas placement, update propagation between replicas and how to keep the replicas consistent.
How the model accomplishes these tasks greatly influences the applicability, the performance
and scalability of the solution.
System enhancements from data replication incur a performance cost for each replica. The
synchronization and communication required to keep the copies of replicated data consistent
introduce a delay when operations are performed. Such operational delays generally limit the
extent to which data can be replicated especially in bandwidth-constrained situations. To
mitigate the operational delays, replication can be made asynchronous at the cost of a potential
loss of data. We look to control what data is lost, if any.
Asynchronous data replication provides loose or weak consistency between data stores.
This means that the latency before data consistency is achieved is always greater than zero.
There are two categories of asynchronous replication solutions, active and passive. Active
asynchronous replication solutions are implemented via event propagation and require near realtime resources. Passive asynchronous replication is implemented via batch processing and has
lower resource requirements [22].
The refresh technology used to perform updates to the replicas in passive asynchronous
replication extracts from the primary data source either a complete or an incremental refresh,
scheduling and executing the update (batch processing). The target replica is available in a single
writer mode during the loading process of the update. The asynchronous replication can be either
database-to-database or process-to-process. The former is commonly supplied by the database
vendor and application specific. The latter is often implemented in a publish/subscribe
messaging paradigm [22].
Our research develops a novel policy based replication optimization for increased resiliency
of data that is passive asynchronously replicated in overloaded conditions. The increased
resiliency is based on choosing which data is lost in the event of a catastrophe during an
overloaded condition. The replication system is considered overloaded when queuing is
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occurring on individual objects for replication. The field of policy based replication, as discussed
in Section 2.5.4, is attracting the interest of those concerned with replication in constrained
bandwidth environments.
A system replicating data asynchronously will replicate on a First Come First Served
(FCFS) scheduling basis. FCFS assumes all data is to be replicated equally and is thus fair. The
peer-to-peer framework coupled with the FCFS scheduling of each replication object ensures
consistency from a single source due to the application of updates in order. This is a one-way
write to read-only replica framework. The weak consistency of asynchronous replication requires
ordering of updates if a read-any, write-any framework is used. There has been significant
research in this area beginning with Richard Golding’s PhD thesis [42] and including the
development of the HARP (A Hierarchical Asynchronous Replication Protocol for Large Scale
Systems) [6] and Bayou [97, 123] systems.
A common approach to building resilient distributed systems is the primary-backup model
[7] with passive replication. Passive replication is an asynchronous refresh technology where the
model distinguishes one replica as the primary server, which handles all client requests. A write
operation on the primary server invokes the transmission of an update message to the backup
servers, which updates the secondary replica(s). In other words, there will be only one source for
each replication object and this source controls the updates to the replica(s). The backup replicas
are read-only to avoid conflicts. Point-in-time dependent replication may be used to decrease the
impact of the passive replication on the operational system and ensure there are no temporal
issues, often referred to as temporal variance, between data items. The point-in-time dependent
replication is used to define the Recovery Point Objective (RPO) of each replication object. The
RPO defines the level of acceptable data loss in the event of a catastrophe.
The First-In First-Out (FIFO) queue which implements the FCFS scheduling requires little
computing resources thus limiting the noticeable impact of the replication scheme on the
operational system to a negligible amount. The time period between the invocations of a
replication on the same replication object is considered the replication interval. These time
periods may be fixed or variable depending on the replication scheme employed. The term
replication object is used to define a set of files that should be replicated together atomically,
thus having the same RPO to avoid any temporal variance and possible data corruption. The
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FIFO solution works fine as long as the system operates in an under-loaded or fully-loaded
condition.
In an overloaded condition a replication cannot complete during its replication interval.
Current solutions allow (1) the current replication to be aborted; (2) the current replication to
complete with the next replication of the object queued; or (3) the current replication is allowed
to complete, skipping the next replication of the object. The choice of a particular solution is
based on the replication implementation. Whichever scheme is used, the potential of data loss
beyond the defined RPO exists until the system returns to steady state.
Overloaded conditions are common when using passive asynchronous replication. The
reason for the overload is straightforward; sporadic file modifications combining with finite
limited bandwidth cause a queuing of the replication requests. In an effort to increase efficiency,
decrease cost and improve overall performance, techniques such as throttling or IP QoS traffic
shaping are often used to level out the sporadic nature of file modifications [23]. While these
techniques increase the network efficiency [1], they introduce additional queuing delay, which
affects the recovery point of the affected replication objects and increases the duration of
overloaded conditions. BlueStar’s Augustadt states that customers typically budget for 80%
utilization of their long-haul replication links [20].
There are two major drawbacks to the current approaches to passive asynchronous
replication, with respect to increased data resiliency. The first is the assumption that all data
objects have the same inherent importance (priority). This is rarely if ever the case as the first
task in continuity of operations planning is to prioritize the objects to be recovered [63]. How
current specific data objects within a system are can greatly influence the recovery and impact
from a catastrophic event. The second shortcoming is dealing with not meeting the RPO (a
system requirement) on time during periods of over-loaded conditions.
In general, the problems can be solved by the addition of “enough” bandwidth.
Unfortunately, in a dynamic system enough cannot be defined absolutely. Furthermore, the
connectivity between the primary and remote site may not be over commercial lines and
additional bandwidth may not be feasible or timely. Even if communications are over
commercial lines, this is still expensive even though the price is falling (Table I). As most
organizations try to operate optimally, a substantially under-loaded channel waste money and
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time is required to add bandwidth when an overloaded condition exists. Finally, bandwidth
economics (Gray [46]) may prevent an organization from simply waiting until bandwidth is
cheap enough to purchase enough to ensure an under-loaded condition. Gray also noted that over
the last 40 years telecom prices have fallen much slower than any other information technology the greater the disparity between price deflations, the stronger the argument for bandwidth
reduction and optimization. Eldering, Sylla and Eisenach [37] echo this sentiment.
Table I. Communications cost. [58]
Line

Mbps

Cost/Month
Cost/Month
Cost/Month
Cost/Month
6 May 2003
15 December 2004
12 July 2005
29 December 2005
T-1
1.544
$700 - 950
$400 - 650
$400 - 650
$400 - 550
T-3
43.232 $10,000 - 18,000
$6,000 - 16,000
$6,000 - 16,000
$4,000 - 16,000
OC-3 155
$32,000 - 49,000 $20,000 - 45,000 $20,000 - 45,000 $20,000 - 45,000
To address the drawbacks stated above, we propose an enhancement for passive
asynchronous replication for increasing the data resiliency during overloaded conditions. The
premise of our approach is based on the practice of prioritizing the recovery process and the
associated data.
This enhancement must deal with the two constraints characteristic of systems deploying
passive asynchronous replication: (1) minimal impact on the operational system and (2) not
placing additional loads on the already constrained bandwidth. These constraints have three
significant impacts on our solution. First, in order to minimally impact the operational system,
the calculation of an optimized replication solution must occur in near real-time using minimal
computational resources. Second, the optimization calculations must occur without full
knowledge of all replication requests. Waiting to remove the uncertainty of future replication
request increases the temporal distance between the primary and the backup, the parameter we
are trying to decrease. Finally, we may have multiple primary sources replicating over a shared
communications channel that would require global knowledge of replication requests. Using a
centralized scheduler would increase coordination and communication requirements within the
system. A decentralized scheduler requires all replication requests be sent to all sources with
each determining the globally optimal solution, increasing processing requirements on each
source and the communication requirements.
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In this enhancement, we look to achieve a balance between fault-tolerance, data importance
and timing dependability. We consider timeliness requirements that generalize the hard real-time
timing constraint to encompass non-binary timing constraints. The completion of the replication
at any time yields a benefit specified by a benefit function, even if the replication is delayed. This
enhancement based on the solution presented in the previous Section, is developed and evaluated
in Chapters 3, 4, 5 and 6.

1.5

Research Methods
To facilitate the evaluation of our hypothesis and the development and refinement of our

new methodology, we introduce a two-step process using two of the research methods common
in Computer Science: the “Experimental” and the “Case Study” methods [27]. Experimental
methods are used to develop and verify the approach. Case Study methods are used to validate
that our findings in the experimental methods are applicable in practical situations.
Experimental Method: To develop and refine our methodology we use a series of Monte
Carlo simulations. The simulations are constructed in the context of asynchronous replication
scheduling, supporting validation by our Case Study. Our independent variables are: size of the
replication objects, priority, and the number of replication requests. Our dependent variable is the
capacity used. These simulations are detailed in Chapters 3, 4 and 5.
Case Study: For the validation of our findings, we first implement the decision making
algorithms and principles in a prototype data vault application (Section 3.3.3). The prototype
data vault case study is used to validate the ability of the approach taken in this methodology to
make near optimal decisions. Then we implement the decision making algorithm and principles
in a simulation being fed by operational data for comparison to the operational system in a
second case study (Chapter 6). In the second case study, we again validate the approach taken in
this optimization to make near optimal decisions. Additionally, we validate the ability to adapt to
changing patterns. The second case study also compares the performance of our decision making
algorithm to the FIFO scheduling of the operational system. The quantity of Recovery Point
Objectives (RPO) met and the Average Temporal Distance (ATD) metrics are used as the
performance measures.
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Throughout this research four main issues are being investigated.
1) What characteristics are common in a typical use of this methodology?
2) What is the impact of uncertainty on the adaptive behavior of the solution?
3) How close to optimal is feasible and can it be maintained?
4) What are the actual advantages, tradeoffs and limitations provided by the methodology?

1.6

Contribution of the Research
The main contributions of the research follow.
•

Design methodology for real-time distributed control in uncertain environments
While traditional design methods for open-loop control designs depend on a priori
knowledge of the set of variables, constraints and objective functions to construct the
mathematical model, our design methodology allows a dynamic model offering the
performance, stability and simplicity of open-loop control, and it does so in a
deterministic near real-time fashion. The cost for adaptability in the operational
component is the slight delay for the periodic updates.

•

Performance specifications and guarantees
The inline component of our design offers a worst-case performance guarantee of delay
based on the MLP design. The delay is definable and constant without regard to the
quantity of objects being controlled in the system at any point in time. This design allows
the solution of problems requiring real-time performance in the context of a dynamic
distributed system.

•

Practical application in distributed resource allocation problems
The Case Study in this dissertation is an example of the real-time optimization of
resource management. Our solution allows for the implementation of a policy affecting
how current specific data objects within the backup replica are, reducing risks by
ensuring the availability of more current, higher priority data in the event of a
catastrophe. The result is an increase in the number of RPOs met on-time of highly
valued data. This new methodology allowed the optimization to also decrease the priority
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weighted temporal distance of the replica. These improvements are made without
significant impacts on the operational system or communication links. Extensive
simulation and experiments demonstrate the benefits of the developed methodology to
our Case Study.
Additionally, contributions continue. In addition to several published papers [1, 2, 3, 4, 5,
43] and presentations (Winter Simulation Conference 2005 PhD Colloquium and Poster),
research work and publications continue. Several publications are in process (1) documenting the
case study, (2) providing an overview of this research and (3) evaluating the applicability of this
work in other fields, specifically, collaborative sensor array networks and state replication in
distributed virtual environments. Additionally, research continues in evaluating the impact of
variation in communication networks on the Case Study and on integrating this method into the
decision-making of adaptive resource managers for dynamic real-time systems.

Chapter 2

RELATED WORK
The primary focus of the dissertation is a new, neural network based approach, to utilizing
the sensitivity of parameters for dealing with uncertainty in decision making. The secondary
focus is the development of an experimental new methodology through simulation and case
study which makes use of our approach for resource constrained distributed asynchronous
replication. As such, the facets of this research have related works in several different areas.
We begin in Section 2.1 with an overview of optimization methods. While we are interested
in discrete optimizations, we also present continuous approaches for completeness. We then in
Section 2.2 summarize and relate our work to others that look to integrate control and adaptive
classic real-time resource management algorithms. In Section 2.3 we provide some background
on the type of Neural Networks and their applications used in this work, a Multi-Layer
Perceptron. In Section 2.4, we compare our work to efforts that employ our basic neural network
approach to decision-making. In Section 2.5, we look at work related to the development of our
Case Study. The final Section of this Chapter ties the related work together, expounding upon the
research areas on which we build and identify the areas of novelty in our approach.

2.1

Optimization Overview
In this section we provide a general review of optimization. We begin our discussion in the

next subsection, with an overview of linear and nonlinear programming methods for
optimization problems with continuous variables, including simulated annealing (SA) and
genetic algorithms (GA). We then extend to mixed-integer problems and provide a review of
MINLP methods. Section 2.1.3 provides a survey of methods for dynamic optimization problems
and Section 2.1.4 discusses sensitivity analysis. In our research, we are concerned with mixedinteger nonlinear discrete optimization problems under uncertainty. Our final subsection
discusses a similar optimization approach to our proposal, Kriging.
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2.1.1 Continuous Variable Optimization
The standard method to solve a LP problem is the simplex method. The simplex method
was developed by Dantzig [29]. The simplex method is a two phase algorithm that starts with an
initial feasible solution and tests its optimality. If some optimality condition is verified, then the
algorithm terminates. Otherwise, the algorithm identifies a different feasible solution, with a
better objective value. The optimality of this new solution is tested, and the entire scheme is
repeated, until an optimal solution is found. More recently, as explained by Wright [133], interior
point methods, which achieve optimization by going through the middle of the problem rather
than around its edges, have become quite advanced for highly constrained problems. Quadratic
programs (QP) represent a slight modification of LP. As with LP problems, QP problems can
also be solved with interior point methods [133].
Solution techniques for NLP are divided into two types: barrier methods and active set
methods. Both of these techniques require the calculation of a continuous derivative. Barrier
methods presume that we are given a point that lies in the interior of the feasible region and a
very large cost is imposed on feasible points that lie ever closer to the boundary of the feasibility
region, thereby crating a “barrier” to exiting the feasible region. Active set solutions are based on
successive quadratic programming (SQP). Barrier methods may require more iterations to solve
IP problems, while active set methods require the solution of a more expensive QP subproblem.
Thus, if there are few inequality constraints or an active set is known, e.g., from a good starting
guess, or the warm-start QP solution from a previous iteration, then solving the SQP is not
expensive and the active set method is favored. For problems with many inequality constraints,
barrier methods are often faster, as they avoid the combinatorial problem of selecting the active
set.
For optimization strategies without derivatives, four general techniques are employed:
direct search methods, simulated annealing, genetic algorithms and derivative free optimization
(DFO). Often the simulated annealing and genetic algorithms and techniques are combined.
Classical direct search methods are based on well defined search methods that require only
objective function values for unconstrained minimization. Examples in this class of methods
include the conjugate direction method [100], simplex and complex searches [90] and adaptive
random search methods [83].
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Simulated annealing (SA) derives from a class of heuristics with analogies to the motion of
molecules in the cooling and solidification of metals [72]. Here, a “temperature” parameter can
be raised or lowered to influence the probability of accepting points that do not improve the
objective function. The method starts with a base point and objective value. The next point is
chosen at random from a distribution. If this next point is less than the base point, the move is
accepted with this next point as the new point. Otherwise, this next point is accepted with a
given probability. Temperature is then reduced and the method continues until no further
progress is made.
Genetic algorithms (GA) were first proposed by Holland in 1975 [53]. The GA approach is
based on the analogy of improving a population of solutions through modifying their gene pool.
GAs usually represent solutions for chromosomes with bit coding (genotype) and searches for
the better solution candidates in the genotype space using GA operations of selection, crossover
and mutation. Crossover or mutation operations are used and the elements of the optimization
vector are represented as binary strings. Crossover deals with random swapping of vector
elements (among parents with highest objective function values or other rankings of population)
or any linear combinations of two parents. Mutation deals with the addition of a random variable
to elements of the vector. The crossover operation is the dominant operator. Genetic
programming uses tree structure coding to represent a computer program or create new structures
of tasks. The crossover operation is not for a numerical value but for a branch of the tree
structure. The genotype expression provides the possible solutions expressed in bit code. The bit
code solution is expressed as decoded values used in the optimization, also known as, the
phenotype expression. The multiple possible solutions are applied to the optimization and
evaluated providing fitness values. The GA feeds back the fitness values and selects current
possible solutions according to their fitness values. They are parent solutions that determine the
next searching points. This idea is based on the expectation that better parents can
probabilistically generate better offspring. The offspring in the next generation are generated by
applying the GA operations, crossover and mutation, to the selected parent solution. This process
is iterated until the GA search converges to the required searching level.
DFO takes advantage of the availability of parallel computing. This approach reconsiders
the classical direct search approaches. For example Dennis and Torezon [30] developed a
multidimensional search algorithm that extends the simplex approach of Nelder and Mead [90].
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2.1.2 Discrete Optimization
In many applications it is required to model discrete decisions such as sequences in
scheduling, or number of units or batches. Decisions are commonly represented with 0–1
variables or integer variables. The discrete decisions based on integer variables are often
approximated as continuous if they take large values.
MILP methods have been largely developed by operations researchers. MILP methods [91]
rely largely on the simplex LP-based branch and bound method [28]. This method consists of a
tree enumeration in which the integer space is successively partitioned into relaxed LP
subproblems that are solved at each node of the tree. The initial node, in which the variables in
MILP are treated as continuous, yields an absolute lower bound (minimization case) to the
optimal solution. If, as is often the case, this solution exhibits one or more variables with
fractional values, a tree search is performed according to pre-specified branching rules (e.g.
depth first, minimum reduced cost). The LP solution of each node yields a lower bound to the
solution of the descendant nodes. When a feasible integer solution is found this yields an upper
bound. Nodes are eliminated based on these bounding properties, and the enumeration continues
until the difference between the current lower and upper bounds lies within a tolerance.
In the worst case, the branch and bound method may end up enumerating most of the nodes
in the tree, and therefore MILP methods are NP-hard. To overcome the potential exponential
computation in MILP problems two major developments have been made, the use of
preprocessing and cutting planes. Preprocessing techniques rely on techniques for automatic
elimination of variables and constraints, reduction of bound, fixing of integer variables, and
reformulation of constraints. Cutting plane techniques are derived from theoretical analysis of
the integer convex hull of either specialized problems or from general unstructured MILP
problems. Examples of specialized problems are the knapsack, network flow, or traveling
salesman problems. Cutting planes are often generated from the LP relaxation and a separation
problem that cuts off a portion of the relaxed continuous feasible region that does not contain the
optimal integer solution. Cutting planes usually have the effect of producing tighter lower
bounds for the LP relaxation. Johnson, Nemhauser, and Savelsbergh [62] provide a more
complete recent review on MILP.
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MILP problems are NP-hard so it is always possible to run into time limitations when
solving problems with a large number of 0–1 variables, especially if the integrality gap is large.
The integrality gap is the difference between the optimal integer objective and the optimal LP
relaxation. However, improvements in solving capabilities for MILP problems have increased by
tens of orders of magnitude over the last few years due to a combination of the use of cutting
planes, improved preprocessing and faster computers [18].
MINLP models typically arise in synthesis and design problems, and in planning and
scheduling problems. Major methods for MINLP problems include Branch and Bound [19],
which is a direct extension of the linear case, except that NLP subproblems are solved at each
node. Generalized benders decomposition [8], and Outer-Approximation [34], are iterative
methods that solve a sequence of alternative NLP subproblems with all the 0–1 variables fixed,
and solve MILP master problems that predict lower bounds and new values for the 0–1 variables.

2.1.3 Dynamic Optimization
Processes are modeled dynamically using DEs that describe the dynamic behavior of the
system [21]. Differential optimization problems can be solved either by the variational approach
or by applying some level of discretization that converts the original continuous time problem
into a discrete problem. Early solution strategies, known as indirect methods, were focused on
solving the classical variational conditions for optimality. Methods that discretize the original
continuous time formulation can be divided into two categories, according to the level of
discretization, partial or full.
Partial discretization methods (also called sequential methods or control vector
parameterization), only discretize the control variables. The partially discretized problem can be
solved either by dynamic programming or by applying a direct-sequential NLP strategy.
Bertsekas provides more details on dynamic [12] and nonlinear programming [13]. Given the
initial conditions and a given set of control parameters, the DE system is solved in each iteration.
This produces the value of the objective function, which is used to solve the NLP to find the
optimal parameters in the control parameterization. In solving the NLP, gradients of the
objective and constraint functions with respect to the control parameters can be calculated with
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the sensitivity equations of the DE system. The cost of obtaining these sensitivities is directly
proportional to the number of decision variables in the NLP.
Full discretization methods explicitly discretize all the variables of the DE system and
generate a large scale NLP problem that is usually solved with an SQP algorithm.

2.1.4 Sensitivity Analysis
All the previous optimization problems that we have reviewed are deterministic in nature.
However, there is often significant uncertainty in the application of optimization. In optimization
problems under uncertainty, sensitivity analysis is commonly used.
Sensitivity analysis is a procedure to determine the sensitivity of the outcomes to changes in
its parameters. This analysis attempts to make the uncertainty deterministic by describing
parameter uncertainty through bounds of expected deviations. If a small change in a parameter
results in relatively large changes in the outcomes, the outcomes are said to be sensitive to that
parameter. This may mean that the parameter has to be determined very accurately or
alternatively redesigned for low sensitivity. Extending these deterministic models with
probabilistic representations leads to the stochastic programming model.
There has been considerable theoretical work reported in the Operations Research literature
on the formulation and solution of linear optimization problems under uncertainty as seen in the
reviews by Dempster [32], Wets [131], and Sahinidis [108]. As seen in these reviews, the
approaches to sensitivity analysis can be classified in six broad classes: perturbation analysis,
tolerance analysis, individual symmetric tolerance analysis, symmetric tolerance analysis,
parametric sensitivity analysis and ordinary sensitivity analysis.
Perturbation Analysis performs simultaneous and independent changes to any parameter
either over or under an estimate for each parameter that maintain the optimal basis. This provides
the largest set of perturbations.
Tolerance Analysis performs simultaneous and independent changes expressed as the
maximum allowable percentage of the parameter's value either over or under an estimation for
each parameter that maintains the optimal basis. This provides a range of values for each
parameter.
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Individual Symmetric Tolerance Analysis performs simultaneous and independent equal
changes expressed as the maximum allowable percentage of the parameters' value both over and
under an estimation for each parameter that maintains the optimal basis. This provides a range of
values for each parameter with the current value at its center.
Symmetric Tolerance Analysis performs simultaneous and independent equal changes
expressed as maximum allowable percentage of the parameter's value both over and under an
estimation for all activity that maintain the optimal basis. This provides one single range of
values of uncertainty for all parameters.
Parametric Analysis is the class of Sensitivity Analysis used in this research. Parametric
Analysis performs simultaneous changes of dependent parameter values from their nominal
values that maintain the optimal basis. This provides the maximum magnitude of change for
values of dependent parameters. Parametric optimization is a relatively mature field with many
contributions, see [33, 39, 40] for reviews.
Ordinary Sensitivity Analysis performs one change-at-a-time in any parameter value that
maintains the optimal basis. This provides a range for the change of any specific parameter
value, holding all others at their nominal values.

2.1.5 Kriging
Kriging [93] is a method of exact interpolation, predicting unknown values from data
observed at known locations. The predication is calculated as a weighted linear combination of
the available data. The weights are determined by the calculation of the best linear unbiased
estimator. This calculation assumes that the closer the input data are, the more positively
correlated their outputs are. It is "unbiased" because the mean of error is zero. The bias criterion
implies that the predictor for an input that has already been observed, equals the observed output.
This property makes Kriging an exact interpolator. It is "best" since it aims at minimizing the
variance of the errors. The difference of Kriging and other linear estimation method is its aim of
minimizing the error variance. Kriging interpolation is useful in linear system with inputs that
are apparently random yet spatially correlated.
Kriging differs from our approach in three main ways. First, it is a linear estimator, our
approach assumes non-linearity. Second, Kriging assumes a spatial correlation between inputs.
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We make no assumption on the correlation of inputs in the calculation of the weights. Finally,
Kriging is an exact interpolation implying zero variance in the inputs. Our method approximates
the prediction, using the concept of sensitivity analysis to account for the variability in the
inputs.
Recent research in Kriging interpolation is seeking to account for variance in the optimal
weights. As Ordinary Kriging implies zero variance at all historical input combinations, thus the
exact interpolation, new approaches are seeking to quantify the uncertainty of the Kriging
predictor in a manner akin to sensitivity analysis [126].

2.2

Real-Time Control and Sequential Decision Making
Most real-time computer-controlled systems are built in two separate steps, each in

isolation: controller design and its digital implementation. Computation tasks that implement the
control algorithms are usually managed by treating their execution times and periods as
unchangeable parameters. Thus, these techniques require complete a priori knowledge of the
tasks, their worst-case requirements and their environment. We refer to systems utilizing these
resource management techniques as classic or static real-time systems.
Resource management in static real-time systems has extensively been addressed with the
models defined in most of these efforts considering tasks with timing constraints imposed on
them based on worst-case assumptions of execution times and resource usage. Son [113],
Stankovic and Ramamritham [115] provide surveys of this work. The most prominent resource
management techniques in static real-time systems are the Dependent Activity Scheduling
Algorithm (DASA) [24] and Locke’s Best Effort Scheduling Algorithm (LBESA) [79]. The
objective of DASA is to compute a schedule that will maximize the aggregate benefit. The
aggregate benefit is the cumulative sum of the benefit accrued. LBESA is another best-effort
real-time scheduling algorithm. It is similar to DASA in that both algorithms schedule tasks
using the notion of benefit densities and both are equivalent to the Earliest Deadline First
algorithm (EDF) [77, 117] during under-loaded situations. The algorithms differ in the way they
handle overloaded situations. Enhancements to the DASA and LBESA algorithms proposed by
Li and Ravindran [76] use heuristics to mimic the optimizations in DASA and LBESA for
improved performance. But, not all real-time systems can statically define their bounds. Such
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real-time systems must view execution times and periods as changeable parameters and are thus
dynamic.
Dynamic real-time systems are emerging in many domains for the purpose of strategic
mission management [61]. Such systems are characterized by the significant runtime
uncertainties that are inherent in their application environment and system resource states [25,
61]. The large variability of the temporal and execution characteristics of these applications is
commonly up to three orders of magnitude [59]. Parameters such as event arrival rates and
execution time bounds cannot be accurately characterized at design time [61, 129]. As a
consequence, the static real-time objective of always meeting all timing constraints is not costeffective and may even be impossible. In dynamic real-time systems the uncertainty factor
necessitates the possibility that the system may become overloaded and force operation in an
overloaded condition under a time constraint. Resource management in dynamic real-time
systems must be adaptive.
In an effort to deal with dynamic execution times and workloads in real-time environments,
feedback control theory has been added. Eker [36] and Seto et al. [110] are examples of results
that have applied feedback control theory to the design of classic real-time computing systems.
They present integrated approaches to controller design and task scheduling that trade-off the
quality of control performance and its computation requirements to produce more cost-effective
system designs than separate design of control and scheduling. Both Eker and Seto et al. divide
their solutions into two parts, an off-line optimizer which works in a closed-loop with the inline
control tasks. The off-line optimizer is adjusting the sampling period for the inline scheduler.
Seto et al. propose an algorithm that translates a system performance index into task sampling
periods, considering schedulability among tasks running with pre-emptive priority scheduling.
The sampling periods are considered as variables, and the algorithm determines their values so
that the overall performance was optimized subject to the schedulability constraints. Eker
proposes that the optimizer adjusts the control loop frequencies to optimize the control
performance while maintaining schedulability. The input signals are the performance levels of
each loop. The minimization of the global cost function constitutes an NLP problem. The
solution of this problem is facilitated by the knowledge of the first and second derivatives of the
cost functions with respect to the sampling rate. Expressions for the derivatives are calculated
and used in the optimization. When a control task leads to a change in its execution time, a
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notification is sent to the optimizer through a communication channel. The optimizer adjusts the
sampling frequencies so that the system remains schedulable. The control tasks may not proceed
until given permission to do so from an admission controller process. Both Eker’s and Seto et.
al.’s inline scheduling algorithms are the classic open-loop algorithms such as EDF and Rate
Monotonic (RM) [77] and thus are static once the schedule has been calculated for the sample
period.
Lu [80] uses feedback and off-line processing to implements a mechanism that dynamically
reallocates the resource corresponding to the off-line manipulated variable. Reallocation involves
dynamic adjustment of task Quality of Service (QoS) levels where the different QoS levels have
different execution times and/or sampling frequencies. Control methodology is used to design
scheduling algorithms with proven performance guarantees. Control-based performance
specifications characterize the efficiency, accuracy and robustness of the QoS guarantees.
Since real-time computing systems do not have readily available differential/difference
equations that can be used in control analysis, Lu’s work requires the system designer to describe
the system directly with mathematical equations based on the knowledge of the system
dynamics. When such knowledge is not available the use of system identification [78] is
proposed to estimate the system model based on system input/outputs from experiments. System
identification is the discipline of making mathematical models of systems, starting from
experimental data, measurements or observations.
To the best of the author’s knowledge, approaches to resource management in dynamic realtime systems have been limited to multi-interval optimizations approaches. The use of sensitivity
analysis as a means of dealing with uncertainty in real-time decision making has not been
addressed.

2.3

Multi-Layer Perceptron
MLPs are feed-forward neural networks trained with the standard back-propagation

algorithm. The back-propagation algorithm can train the weights, between output, hidden layers
and input layers. MLPs are supervised networks so they require a desired response to be trained.
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Supervised learning algorithms adjust synaptic weights using input-output data to match the
input-output characteristics of a network to desired characteristics.
MLPs learn through supervised training how to transform input data into a desired response,
so they are widely used for pattern classification and functional approximation. A typical MLP
network consists of a set of source nodes forming the input layer, one or more hidden layers of
computation nodes, and an output layer of nodes. Signal flow is unidirectional from input to
output units through the network layer-by-layer as seen in Figure 5. Bishop provides a detailed
discussion of the use of neural networks in pattern recognition [16] and neural networks in
general [17]. It is important to note that a learning algorithm cannot always determine the best
combination of weights.

Figure 5. Signal flow for a two hidden layer MLP.
The computation nodes of a MLP network are simple neurons called perceptrons. The
perceptron computes a single output from multiple real-valued inputs by forming a linear
combination according to its input weights and then possibly putting the output through some
nonlinear activation function. Mathematically this can be written as
⎛ n
⎞
y = ϕ ⎜ ∑ wi xi + b ⎟ = ϕ w T x + b
⎝ i =1
⎠

(

)

(1)

where w denotes the vector of weights, x is the vector of inputs, b is the bias and φ is the
activation function. The activation function is often chosen to be the hyperbolic tangent function,
tanh(x).
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Optimization using Neural Networks
In this research, the control system consists of two components. The off-line component

calculates the optimal results using traditional optimization approaches. The resultant optimized
values are used for training the supervised MLP. The optimization problems chosen for Case
Study development were variants of the KP. There have been several results where a neural
network is used to solve an optimization problem directly, for example, Lee and Hsu [74] and
Bertsekas and Tsitsiklis [14]. Lee and Hsu [74] developed a neural network model for the multiconstraint Zero-One KP and then present a methodology to approximately solve this problem in
near real-time. Bertsekas and Tsitsiklis [14] developed a new class of dynamic programming
methods called Neuro-Dynamic Programming (NDP). In NDP, neural networks are integrated
into the states of dynamic programming, providing a heuristic approximate for each state. NDP is
intended for use in very large, complex problems where dynamic programming solutions are
impractical. The NDP approach implements the solution to the dynamic programming problem
thus the development is significantly more difficult than ours and requires significantly more
training. The drawback to solving an optimization problem directly is the requirement of
complete knowledge of the problem for optimization, these approaches are inline multi-interval.
Ramaraj, Teodorović and Gračanin [104] propose an alternative in their real-time
optimization of the zero-one KP. Their approach is to perform the multi-interval optimization in
the background and utilize the results to train a neural network to approximate the optimal results
in real-time. We build upon this approach in this research.

2.5

Case Study Related Works
In this work we describe an approach to real-time decision-making. The decision-making is

based on a policy which is user defined and implemented by the optimization function. Resource
utilization problems are examples of the class of problems utilizing policy-based optimizations.
The Case-Study, which is developed in Chapters 3-6, creates a novel policy-based
backup/recovery method. In this Section, we first look at policy based decision-making
approaches specific to data replication, comparing them to the approach taken in the Case Study.
We then provide a discussion of the general algorithms for distributed replication and their
relation to our Case Study methodology. In Section 2.5.3, we look at selected approaches to
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distributed data replication in restricted bandwidth situations and briefly discuss how our Case
Study methodology has the potential to enhance these approaches. In Section 2.5.4, we survey
classic real-time replication approaches. In the final subsection, we present a typical situation
where our Case Study methodology is applicable.

2.5.1 Policy Based Replication
Policy-based backup/recovery schemes are most common in the fields of persistent objectoriented languages, recoverable file systems and transaction-based database management and
operating systems based on the Shared Nothing [118] approach. Write-ahead logging (WAL)
schemes such as ARIES [87] bring the system to the latest transaction-consistent state before a
failure. Utilizing asynchronous replication to create secondary log-based replicas for increasing
availability in such system has been proposed by Bhide et.al. [15]. The approach of such systems
is to maintain the backup replica to a consistent point with the primary as recent in time as
possible without regard to the recovery value of individual objects within the replica.
Our approach implements a policy that approximates a globally optimal decision in realtime. Making exact distributed replication decisions require global knowledge of replication
requests either through a centralized or decentralized approach. Both centralized and
decentralized approaches increase coordination, communication and processing requirements
within the system. Such solutions are discussed by Ranganathan and Foster [105] in the context
of scheduling asynchronous replications based on observed data access patterns and load in a
Data Grid for increasing performance due to locality.
Tenzekhti, Khaled and Ould-Khaoua [121] propose a static centralized algorithm for
asynchronously replicating objects that can keep a balanced load on servers for performance.
Increasing fault-tolerance is not the priority. To better meet the requirements of the dynamic
nature of the Internet traffic and the rapid change in the access pattern of the WWW, they also
propose a dynamic distributed algorithm [122] where each server relies on some collected
information to decide on where to replicate and migrate objects to achieve good performance and
fault-tolerance. The dynamic distributed algorithm was not designed to perform in near real-time.
An alternative approach that also approximates optimal decisions uses a Genetic Algorithm
(GA). GAs have been used to solve distributed real-time scheduling problems replacing the
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prominent rule-based heuristic schedulers. Pu and Zou [103] present a scheduling model based
on precedence graphs where the rules for coding, decoding and fitness functions are used to
construct a scheduling table that meets all constraints with genetic algorithm and simulated
annealing (GASA). The table is used by distributed real-time systems for scheduling. Watanabe
et al. [128] develops a solution for two types of industrial scheduling problems, a stack palletizer
and a shipping sorter. Simulations of the problem types where used to design chromosomes and a
fitness function of the GAs used.
While GAs have the advantage of not requiring training, their processing requirements are
too large for use given any near real-time operational requirement. GAs are used in many
commercial neural network tools to heuristically determine a near optimal neural network
design. The NeuroSolution™ product used in this research is an example [102].

2.5.2 Distributed Replication Algorithms
Replication can be deployed at the application level, level of common services (for example
a distributed database) or as a distributed system (such as a hypermedia system or file system). A
data replication model must determine the placement of the replicas and how updates are
propagated between the replicas and how to keep them consistent. How the model accomplishes
these tasks greatly influences the performance and scalability of the solution.
The algorithms for distributed replication require concurrency control protocols to ensure
the serialization of updates [11]. The correctness criterion for replicated data is one-copy
serialization [10]. The requirement is to ensure the performance of logical data operations are
reflected on the physical copies of the data even in the event of failures. Distributed data
replication algorithms meeting one-copy serialization criterion can be generally categorized into
two families of protocols, Read One Write All (ROWA) and Quorum Consensus (QC).
In ROWA, each replica is updated and the updates occur in the same order as on the
primary. Examples of ROWA algorithms are Read One Write All Available [9], Primary Copy
Read One Write All [7] and True Copy Token Read One Write All [86]. The family of ROWA
protocols favor read operations by allowing them to proceed with only one copy, while requiring
write operations to be made independently in all the replicas.
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QC or voting algorithms allow writes to be recorded only at a subset of the available sites.
The subset of sites to be written is known as a write quorum. QC algorithms also require that a
read query a subset of the sites, which is guaranteed to overlap the write quorum. This subset is
known as the read quorum. Examples of QC algorithms are Uniform Majority QC [124],
Weighted Majority QC [41] and Random Weights [71].
The distributed replication algorithms discussed provide a system-wide consistent view of
data in the presence of concurrency. A more comprehensive coverage of data replication
algorithms can be found in Helal et al. [49].
If, as in our Case Study, concurrency is not required, the consistency constraints can be
relaxed. A special case of distributed replication is the case where there is a single read-only
replica with one-way synchronization. The one-way synchronization is from the primary data
source to the replica. This is the framework on which our methodology is based.
Implementations for this case of replication have occurred over data protocols, such as Fiber
Channel, SCSI or over LAN protocols such as TCP/IP. Replication can be the entire disk or
logical unit number (LUN), without regard to the structure of the data or replication can be file or
record oriented. A software or hardware based solution can be used to perform the replication
with the basic replication schemes being server or controller based. Among the replication
solutions in use are server-based, application-level, file system, driver-based, and controllerbased [35, 69, 109].
Server-based replication is performed by software residing on the server. Replication can be
performed by an application or utility, or it can be done through the operating system or a driver
within the operating system [127].
Application-level replication is a replication process that is performed by a separate task
running on the server. It uses the operating system to provide access to the facilities required. It
can be tightly coupled with the application data being replicated or be a stand-alone utility. The
rsync [125] utility is an example of a stand-alone utility.
File system replication can be supported natively or by the addition of volume management
software. The major advantage of file system replication is that data can be mirrored onto
dissimilar devices and device layouts. The major disadvantages are the additional bandwidth
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requirements between the server and the storage, and the application performance impacts of the
additional system resources needed to provide the replication services.
Driver-based replication replicates data at the block level. The data is required to have the
same layout on the two devices being used, but there should be less system overhead involved in
the replication process than with file system replication. Generally, the driver would sit above the
actual device driver and appear as a single device supporting different attributes controlling the
replica The Snapmirror® utility [92] from Network Appliance is an example.
Controller-based replication provides the replication services at the controller or LUN level
[70]. By replicating data at the LUN level, the storage controller has the ability to perform the
replication process transparently to the host having little or no impact on server performance.
Peer-to-Peer Remote Copy (PPRC) [56] is a common controller-based replication method that
tracks changes based on a logical track. Data blocks within a track that have been changed are
marked, indicating the two images are not in synchronization. When a resynchronization is
performed, each track that has been marked is sent to the secondary replica and the mark is then
cleared. The advantages to this method are by updating logical blocks only modified portions of
data must be updated and furthermore, if multiple writes are sent to the same location on a LUN,
only the last write is sent.

2.5.3 Low-Bandwidth Replications
The premise of our Case Study is that we have a bandwidth constraint. The support for
network file systems on slow networks can be provided in several different ways but the general
solution is to replicate the data as close to the site where the data is used as possible and only
require remote communications for updates. There are two primary approaches to the updating of
files in a remote file system: physical and logical. A physical update strategy duplicates the
physical medium on which the files are stored without interpretation. Block level updates are
then made when updating a file. Physical update strategies are common on high-end data storage
products for server-to-server operations, but have been implemented for increased disk
performance over high-speed links such as fiber channel [70]. A logical update strategy is based
on the file abstraction. The update strategy interprets the file system meta-data and writes the file
to the remote file system.
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A number of file systems have properties that help them tolerate high network latency. The
NFS4 protocol [111] supports traditional consistency guarantees and is the most commonly used
distributed file system. It reduces network round trips by batching file system operations.
The Andrew File System (AFS) [55] was developed as a replacement for NFS. AFS uses
server callbacks to inform clients when other clients have modified cached files. Thus, users can
often access cached AFS files without requiring any network traffic. Leases [45] are a
modification to callbacks in which the server’s obligation to inform a client of changes expires
after a certain period of time. Leases’ relaxing of traditional consistency guarantees reduces the
state stored by a server, frees the server from contacting clients who have not touched a file in a
while, and avoids problems when a client to which the server has promised a callback has
crashed or gone off the network.
The Coda file system [67] evolved from AFS and supports slow networks and even
disconnected operation. Changes to the file system are logged on the client and written back to
the server in the background when there is network connectivity. To implement this
functionality, Coda requires that the client has a copy of the files to be updated before remote or
disconnected operations are performed. Coda provides weaker-than-traditional consistency
guarantees, allowing update conflicts, which users may need to resolve manually. Coda saves
bandwidth because it avoids transferring files to the server when they are deleted or overwritten
quickly on the client.
Pastiche [26] is a backup tool that exploits excess disk capacity to perform peer-to-peer
backup and is primarily targeted at end-user machines. Each node minimizes storage overhead
by selecting peers that share a significant amount of data. Pastiche is based on the recognition
that disks better serve the needs of near-line archival storage than tape due to the purchasing cost
of disk subsystems catching up with tapes and disks providing better access and restore time. The
network for the peer-to-peer connection is normally local.
A different approach is the synchronization of mobile devices. SyncML [119] is an industry
initiative to develop a single synchronization protocol that works over wireless and wired
networks supporting high latency, high cost, limited bandwidth and low reliability. It supports
arbitrary networked data and makes use of existing Internet and Web Technologies, i.e., XML,
the Extensible Markup Language, and MIME, Multimedia Internet Mail Exchange.
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Rsync [125] is a file level replication algorithm and was designed to be a more efficient
replacement for the rcp utility. The rsync utility copies a file or directory tree over the network
onto another directory tree containing similar file(s). Rsync has proven useful for applications
like Internet mirror sites. Rsync saves bandwidth by exploiting commonality between files by
considering only two files at a time. The recipient breaks its file into non-overlapping,
contiguous, fixed-sized blocks and transmits hashes of those blocks to the sender. The sender in
turn begins computing the hashes of all (overlapping) blocks. If any of the sender’s hashes
matches one of the recipient’s hashes, the sender avoids sending the corresponding block.
Instead, the sender tells the recipient were to find the block.
An alternative algorithm was proposed in the implementation of a low-bandwidth network
file system (LBFS) [89]. LBFS considers only non-overlapping chunks of files and avoids
sensitivity to shifting file offsets by setting chunk boundaries based on file contents, rather than
on position within a file. Insertions and deletions therefore only affect the surrounding chunks.
DRDB [106] is an open source device driver, which allows the construction of mirrors over
TCP. The connection is dedicated as to provide adequate bandwidth for the mirror
synchronization. Mirror synchronization can be 1-safe, 2-safe or asynchronous.
The propagation of updates from the client to the servers in Coda, Pastiche and SyncML are
examples where the methodology developed in the Case Study of this dissertation can be used to
create a policy for the updates in restricted bandwidth situations. Replication utilities like DRDB
and Rsync can be used in concert with our Case Study methodology to implement the replication
policy.

2.5.4 Classic Real-Time Data Replication
Data replication solutions for conventional systems generally deal with synchronization of
the replica but not scheduling of the replication of the individual objects. Real-time systems must
deal with the scheduling aspect of asynchronous replication. Zou and Jahanian [134] propose an
optimization of a real-time replication service in the primary-backup model. Their scheduling
solution provides bounds on the temporal distance and on the temporal phase variance [135] in a
static real-time system where all worst-case bounds are known. The optimization policy is based
on the replication deadline and uses the DASA [24].
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2.5.5 Typical Scenario (Data Vault for Disaster Recovery)
Distributed computing systems consist of interconnected cooperative processing elements.
The bandwidths of these interconnects generally define the degree of coordination and
synchronization between processing elements. The distribution of the system inherently adds
redundancy and redundancy is the way resources are made more available. This redundancy has
the potential to permit work to continue whenever one, and in some cases, more components fail.
Hardware fail-over and migration of software services are means of making the transition
between redundant components more transparent. In order for a service to be migrated from one
processing element to another, all resources required by that service must be available at the
failover processing element. This migration will include the process, data and the network
identity. The architecture to facilitate service migration is often referred to as clustering.
Clustered architectures are well suited for the provision of highly available services. In a
properly designed arrangement, clustered solutions feature redundant paths between all systems,
between all disk subsystems, and to all external networks. The cluster fault-management
software provides a means to automatically recover from any single point of failure. The design
of highly available systems using clustering allow for the system to be unavailable for small
amounts of time in order to allow COTS components, general purpose computing, and greater
performance at less cost than systems that tolerate faults. Vendors commonly use clustering to
increase the reliability, availability and serviceability (RAS) characteristics of a system through
their High Availability (HA) solutions.
Commercial HA systems are designed to provide for a continuity of operations with very
low amounts of system downtime and low data loss. On the surface, DR would seem to be an
extension of HA. The goal of HA solutions are not only to minimize failures but also to
minimize the time for recovery from them. In order to asymptotically approach 100%
availability, failover services are created. One DR strategy would be to create a failover node at
an appropriate off-site location by extending the communications between the clustered systems
over geographic distances taking care to ensure resource isolation in the design.
Commercial clusters can be extended to support short geographic distances dependant on
the technologies used. The configurations are often called MetroClusters. In a MetroCluster
based on fiber channel technology, the primary data and remotely mirrored data can be up to 10
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kilometers apart. Replication software is used to mirror the data. The fiber channel can be
implemented with single mode fiber and long wave GBIC (gigabit interface converter). This
requires the installation of a dedicated fiber for the storage connection. Additional connectivity
must be provided to support a heartbeat, and external connectivity for use in the event of failover. The distance supported by MetroClusters is expected to grow to 35 kilometers in the near
future [50]. Data updates must be bi-directional to allow fail-back. The relatively short distances
allow for high-bandwidth synchronous communications between the primary and backup
providing risk avoidance with virtually no lost data and availability losses of seconds to a few
minutes. This not only protects against a single failure but against multiple and cascading
failures caused by loss of service to or from a single site.
For remote data center locations beyond the campus, a common option for providing
connectivity is to look for service providers offering dark fiber. Dense wave division
multiplexing (DWDM) links generally provide enough bandwidth to support online data
replication for storage traffic. Wave division multiplexing (WDM) increases the carrying
capacity of the physical medium (fiber) using specific frequencies of light (wavelengths, or
lambdas) within a certain frequency band. DWDM spaces the wavelengths more closely than
does WDM, and therefore has a greater overall capacity.
The distribution of a HA cluster over a small geographic area allows conventional HA failover with the added benefit of addressing a significant number of catastrophic events. The use of
fiber channel extenders can significantly increase the geographic distances supportable but this
also increases network latency [47]. Advancements in networking such as 10 Gigabit Ethernet
and storage networks are also enabling the distribution of commercial clusters over greater
distances. 10 Gigabit Ethernet has been ratified as IEEE 802.3ae standard [57] and offers high
bandwidth over distances up to 40 km with single mode fiber [120].
Unfortunately, not all risk can be confined to tens of kilometers. Even if network latency
and disk cable length restrictions can be overcome with channel extension technologies and
bandwidth, the recurring communications cost associated with providing the required bandwidth
to support synchronous data replication over the geographic distances required to avoid all risks
is currently prohibitive for most organizations.

Chapter 2: Related Work

37

Contingency planning is “protection from a catastrophic event” for an organization. Our
research focuses only on the physical problem of migrating critical data to an alternate site
quickly and safely, which is only a portion of disaster contingency planning. There are several
approaches [51, 101] that discuss surviving and prioritizing [63] a computer disaster from a
management perspective.
Kahane et al. [64] defines several solutions for large computer backup centers. The
solutions differ by response time, cost and reliability. There are three general data availability
solutions for continuity of operations planning. At one extreme there is restoration from tape,
commonly used in conjunction with risk absorption. This method is often called TAM (Truck
Access Method) or a close variant. Extensions to the TAM method include the use of a
commercial recovery facility or backup pool [64]. At the other extreme is a fully replicated
synchronous backup facility commonly used with risk avoidance [44, 66, 132]. In designing a
synchronous backup facility, replication is the driving consideration as the delay can be more
than a second on a transaction [84]. A compromise approach is data vaulting [47], commonly
used in conjunction with risk mitigation.
Data vaulting uses a single read-only replica with one-way synchronization from the
primary data source to the replica. Implementations for this case of replication have occurred
over data protocols, such as Fiber Channel or SCSI or over LAN protocols such as TCP/IP and
can replicate the entire disk or logical unit number (LUN), without regard to the structure of the
data or replicate file or record oriented data. A software or hardware based solution can be used
to perform the replication with the basic replication schemes being server or controller based.
Replication solutions include server-based, application-level, file system, driver-based, and
controller-based.
Data vaulting for data disaster recovery was developed to provide the capability of using
remote telecommunications circuits to copy data from the on-site disk array over a secure
network synchronously (real-time), active asynchronously (near real-time), or passive
asynchronously (definable delay) to a remote facility. In the event of an outage or a disaster,
systems may then point to the mirrored copy and continue operations or, alternatively, the
primary data store may be restored from the replica with little or no data loss.
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As data is updated at the local site it must be synchronized and reconciled with the remote
site. To prevent a coherency problem, most remote data sets are only accessible for updates from
the primary data set. In the event the remote site is to become the primary, full authorization to
the remote data sets must be granted to the servers.
When bandwidth is restricted, the time delays for synchronous replication quickly become
prohibitive. Asynchronous replication allows queuing and scheduling of updates thus defining
the RPO of the data in the replica. This process reduces the bandwidth requirements significantly
and relives operational delays at a potential loss of data.
Patterson et al. [96] demonstrated the reduction in bandwidth provided by asynchronous
verses synchronous updates. The reduction range of his demonstration was 52% to 98% with an
average of 78%. Patterson also demonstrated that block level updates require substantially less
bandwidth than file level updates. His experiments found reductions of 48% and 39% in two
different replicas. The time required for the replication was 3.5 and 9 times longer for the file
replication compared to block level updates. Adams [1] found similar results with 51% reduction
in required bandwidth in a single replica. Both studies used Network Appliance filers with the
Snapmirror® replication utility.
When configuring a data vault, one of the key issues to resolve is the appropriate RPO for
each replication object and the relative importance or priority to have that timing requirement
met, as replication requirements will differ throughout an organization. While it is common and a
carry-over from tape backups to define the RPO and priority the same for all data objects based
on available bandwidth, this is undesirable. A better solution is to coordinate the replication to
better reflect and adapt to the current and changing requirements.
While a properly designed data vault will meet a significant percentage of its RPOs a
significant percentage of the time, in a dynamic system, overloads will occur. If a catastrophic
event occurs during an overloaded condition, data loss will be in excess of what is defined as
acceptable in the continuity planning. The benefit of the new methodology proposed in this
dissertation for a data vault is the definition and implementation of a replication policy that
minimizes the impact of the overloaded condition in casualty situations.
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Summary
In this work, we deal with dynamic and possibly distributed mixed integer non-linear

systems for real-time decision-making. Decision-making is represented in the discrete outputs.
The discrete output is used to control the behavior of the system. Traditionally, dynamic
processes are modeled using differential equations that fully describe the system and its dynamic
behavior [21].
Deterministic methods such as dynamic [12] and nonlinear programming [13] can be used
to solve such problems. Deterministic methods require complete knowledge of the optimization
problem. Thus, these approaches are multi-interval. Our solution method is based on the use of
neural networks. There have been several results where a neural network is used to solve
deterministic optimization problems in real-time, for example, Lee and Hsu [74] and Bertsekas
and Tsitsiklis [14]. These examples solve variants of the KP optimization problem, as we do in
our Case Study. Lee and Hsu [74] developed a neural network model to approximately solve the
multi-constraint zero-one KP in near real-time. Bertsekas and Tsitsiklis [14] developed a new
class of dynamic programming methods called Neuro-Dynamic Programming (NDP). In NDP,
neural networks are integrated into the states of dynamic programming, providing a heuristic
approximate for each state. NDP is intended for use in very large, complex problems where
dynamic programming solutions are impractical. The NDP solution to the zero-one KP is an
example in their textbook [14] and, according to its authors, provides results fast enough for use
in real-time.
The drawback to these approaches is the required delay of decision-making to support
optimization. This is not always a desirable behavior. The alternative is to deal with the
uncertainty of not knowing future events in real-time, thus prediction. Predictive solutions
typically rely on some form of sensitivity analysis.
Sensitivity analysis [32, 33, 39, 40, 108, 131] is a procedure to determine the sensitivity of
the outcomes to changes in its parameters. In solving the problem, gradients of the objective and
constraint functions with respect to the control parameters can be calculated with the sensitivity
equations of the differential equation system. This analysis attempts to make the uncertainty
deterministic by describing parameter uncertainty through bounds of expected deviations or
probabilistic representations (stochastic programming model). But, as discussed by Lu [80], a
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series of differential equations are not always obtainable for every system. The alternative is to
approximate the system from historical data.
Ordinary Kriging [93] is a geostatistical methodology that uses historical data in the
determination of the weights in the Kriging predictor. Kriging interpolation has been used
successfully in a wide variety of Computer Aided Engineering (CAE) applications [85, 107, 112]
and is commonly used in geographical information systems [93]. The Kriging predictor, which
estimates the unknown value using weighted linear combinations of the available input, relies on
the spatial correlation structure of the data to determine the weighting values. Recent research in
Kriging interpolation is seeking new approaches to quantify the uncertainty of the Kriging
predictor by accounting for variance in the calculation of the optimal weights by incorporating
the sensitivity analysis into the statistical model [126].
A similar alternative is demonstrated by Ramaraj, Teodorović and Gračanin [104] in their
real-time optimization of the zero-one KP. They use dynamic programming to solve the problem
exactly for the historical data set. The results are then used for training a neural network to
predict the local optimal results in real-time. The neural network predictor is weighted non-linear
combinations of the available input. Though not explicitly called out in their research, Ramaraj,
Teodorović and Gračanin are relying on the parametric sensitivity of the inputs to correctly map
new inputs to output values.
The main shortcoming of the predictive approaches is the lack of support for a dynamic
environment. In systems with discrete outputs, changes occur in increments rather than in a
smooth, marginal fashion. Thus, sensitivity analysis for discrete systems must be made by resolving the problem. In the Ramaraj, Teodorović and Gračanin approach, this means retraining
the neural network. In Ordinary Kriging, this means a redefinition of the correlation matrix and a
recalculation of the weights in the Kriging predictor. In short, re-solving the problem is a very
time-consuming process not conducive to dynamic applications requiring real-time performance.
In the Chapters to follow, we develop a solution that builds upon and extends the work
surveyed in this Chapter. The developed solution is an adaptive predictive algorithm that utilizes
sensitivity analysis and the classification and identification abilities of MLP neural networks in a
novel way.

Chapter 3

APPROACH
In this Chapter, we develop the predictive element of our algorithm, the inline component.
The proposed solution (Section 3.1) is evaluated through simulation and case study. The
simulations and case study were developed to evaluate (simulations) and verify (real world case
study) the effectiveness of using an MLP neural network to identify constraint patterns and
classify input constraints in near real-time. The simulations and case study are based on an
example of the type of system where our proposed methodology is applicable. The example was
introduced in Section 1.4 and is developed in Section 3.2. The effectiveness is measured by the
percentage of the optimal solution the MLP neural network is able to meet. The simulations and
case study with results are presented in Section 3.3. The research presented in this Chapter is an
expanded version of the research originally presented in [2].

3.1

Predictive Solution
A common problem in the optimization of a distributed system is the need to make control

decisions faced with the uncertainty of future values. As discussed in Section 1.1, there are two
general techniques for dealing with this uncertainty. Remove the uncertainty or predict the
optimal value. Uncertainty is removed by delaying the control decision until the end of an
interval. Once the uncertainty is removed, the deterministic problem can be solved exactly or
heuristically using traditional methods. The repetition of this process creates a multi-interval
optimization. Prediction is typically accomplished through the use of sensitivity analysis.
In this work, we deal with a dynamic potentially distributed system with discrete outputs
which are used to make decisions. The decisions are required in real-time, thus a heuristic
solution is required to predict the optimal decisions. As discussed by Lawrence [73], the step
response to constraint variation in discrete models forces recalculation of traditional sensitivity
analysis. The real-time dynamic nature of our system makes these tradition sensitivity
calculations impractical.
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Our approach is to use a trained MLP neural network to classify a set of input constraints
based on patterns identified in historical data of our system. The patterns are identifying the
bounds of variation of input constraints mapping to the same discrete output. The classification
process in our trained MLP uses functional approximation to map our new inputs to the output of
the pattern.
The success of this re-use approach is contingent upon two factors. The first factor is the
ability to identify the patterns in the historical data. Secondly, we must be able, in near real-time,
to classify the input constraints correctly. Both factors rely on the assumption that the training
data is representative of the current data being processed by the inline operational MLP.
Otherwise, correct classification and identification can still provide incorrect results. Section
3.1.1 described the inline component model that is evaluated in this Chapter. Section 3.1.2
provides the worst case complexity analysis of our algorithm demonstrating its deterministic near
real-time behavior.

3.1.1 Inline Component Model
The framework of our research is limited in scope to binary optimization problems. Binary
optimization problems are common in decision support and resource utilization problems. They
can be mixed-integer and integer linear or nonlinear problems with a single unknown parameter
simultaneously affecting the right-hand side and the cost of the optimization function. As
discussed in Section 1.3, the choice to concentrate on binary optimization problems was an effort
to ensure low sensitivity in simulations and case studies developed throughout this research. Low
sensitivities result in fewer patterns, requiring less precision in our classification algorithms and
allowing courser granularity in our operational data making real world comparisons more
practical. Solving a lower sensitivity problem allows this research to concentrate on the
development and validation of the methodology and less on the nuances of the neural network
design.
Our thesis is that Multi-layer Perceptron (MLP) neural networks can be designed and
trained to recognize patterns present in a representative (historical) data set. The pattern
recognition process is a heuristic one and it is determined by the network design and the weights
assigned to the links in the neural network. Once the patterns have been identified and learned,
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the trained neural network is used to classify a given set of constraints fast enough for use in
real-time, identifying (through functional approximation) the pattern in which the set of
constraints is a member and provide the output mapping from that pattern.
Our solution approach is to divide the control system into two parts, an inline and an
initialization component (Figure 6). The initialization component is off-line and is used for data
optimization, MLP design and training. By off-line we mean processing that is not part of the
operational system. The inline component provides near real-time open-loop control of the
system.

Figure 6. Inline component model
The inline component heuristically enforces the control policy via functional
approximation. The control policy is user defined through the use of a set of variables, an
objective function and a set of constraints and is implemented in the off-line component. This
functional approximation provides the transfer function for the input set to the output.
In the initialization component, historical data provides complete knowledge of the
optimization problem over intervals of time. These intervals of data are optimized given a
feasible optimization problem with an available optimization method, the control policy,
providing a set of training data and the corresponding optimal solution. This is a multi-interval
optimization. This data and optimal results are used to design and train an MLP neural network
to this data set. The training identifies the constraint sets/solution patterns in the data and
represents these patterns in the neural network weights. The design ensures the patterns can be
represented in the network weights. The network weights from the trained MLP are used in a
MLP network at each source, the inline component. By utilizing all of the historical data in a
single training session, no bias is applied to any subset of the data.
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The functional approximation of the inline component is using the sensitivity of the learned
patterns to classify and make decisions for the current data based on historical usage and
optimization patterns. The success of this re-use approach is contingent on the training data
being highly representative of the current data being processed by the inline operational MLP.

3.1.2 Worst-Case Complexity Analysis
In our approach an MLP neural network is used to identify constraint patterns and classify
input constraints with near-optimal performance in an operational system. The classification
process occurs in our inline component and is the portion of the algorithm that is required to
perform in near real-time. The classification is implemented through functional approximation.
The formula for the functional approximation is provided in Section 2.3, equation (1).
The complexity analysis of equation (1) provides a worst case bound of the processing
required, thus delay, for our MLP to make decisions. Given m inputs and n processing elements
in all layers and the function, f(m), given in equation (1), f(m) requires m*n multiplications,
n*(m-1) + (m-1) additions and n applications of the tanh function. The tanh function’s
worst-case requirements are 4 comparisons, 7 multiplications, 6 additions and 1 division.
Treating comparison/subtraction, multiplication, division, and addition as equal operations, we
have m*n + n*(m – 1) + (m – 1) + 18*n. Multiplying out the second terms yields,
m*n + m*n – n + m – 1 + 18*n. Combining terms yields, 2*m*n + 17*n + m –
1 operations. This formula provides the worst case bound on making a single decision by our
algorithm and it is based on the number of inputs and processing elements identified in the
design phase of the MLP. Since our number of inputs and processing elements are fixed
quantities for each exemplar processed by our MLP, the number of operations is a constant
factor, yielding a worst-case complexity of O(1). The complexity analysis shows the delay to be
a definable constant based on the neural network design used in the inline component.
To complete the worst-case complexity analysis of our algorithm we consider the other two
stages of our algorithm, optimization and MLP training. We consider a maximum of n exemplars
in each case.
The complexity of the optimization depends on the optimization chosen. In this Chapter, the
zero-one KP was solved using Pisinger’s [98] minimal exact solution. Pisinger’s solution, the
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MINKNAP algorithm, is based on primal-dual dynamic programming algorithm, combined with a
type of lazy reduction and sorting. As detailed in the Pisinger paper, the MINKNAP algorithm is
O(n + min {2|C|, c(|C|)}) where |C| is the size of the minimal symmetrical core. For
small core sizes |C| results in linear solution times, while difficult problems, demanding a
complete enumeration, are pseudopolynomially bounded.
The training of the n exemplars for m epochs is dominated by the looping on each
exemplar. Each of the n exemplars is trained for m epochs. The training requires the application
of the functional approximation to each of the n exemplars followed by a single updating of the
weights. From above we know the functional approximation to be O(1). Weight updates are
based on the number of inputs, x, the number of processing elements, y, specifically, 3 * y +
7 * x * y operations. Since, as before, our number of inputs and processing elements are
fixed quantities after our MLP design, the number of operations is a constant factor for weight
updates. Thus each epoch requires, for n exemplars, n * O(1) + C which is O(n). Thus our
training complexity is O(n*m).

3.2

Example Application
As introduced in Section 1.4, we seek a minimally intrusive method for increasing the

resiliency of data in situations of limited or restricted processing and bandwidth resources. Given
that all data is not valued the same in recovery from catastrophic events and that we have a
dynamic system with limited or restricted processing and bandwidth resources where overloaded
situations arise, is there a low impact method for increasing the resiliency of data? We assume a
primary-backup model with passive replication in combination with point-in-time replication
yielding a one-way write to a read-only replica as discussed in Section 3.2.1. If we had
clairvoyant knowledge of replication requests, we could schedule these requests to minimize the
impact of a failure at any point in time based on a metric we define as the benefit. The increase
in resiliency is based on the idea of minimizing the temporal distance between the primary and
backup based on the value of the data given the constraints of the system. Such approaches have
been proposed for static real-time primary-backup replication where worst-case bounds are
known [134]. In traditional systems or dynamic real-time systems reasonable bounds are not
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known, so we have two choices. Remove the uncertainty by queuing request until the end of an
optimization interval, thus providing complete knowledge of the problem and solving using
traditional means, or dealing with the uncertainty. Waiting to remove the uncertainty of future
replication request increases the temporal distance between the primary and the backup, the
parameter we are trying to decrease, so we must deal with the uncertainty.
This Section develops a novel passive asynchronous replication methodology by applying
the control approach discussed in Section 3.1. This new methodology is an optimization of the
Primary-Backup replication service for creating a policy based backup. The application of this
approach to asynchronous replication uses an off-line multi-interval optimization to implement
the user defined acceptance (control) policy for replications. The results of the optimization are
used to train an MLP to enforce the acceptance policy in near real-time. The replication follows
the model outlined in Section 3.2.2.
Solutions to the optimization problem used in the off-line processing are modeled as a zeroone Knapsack Problem (KP). The KP is a well-known and researched binary integer
optimization model and was chosen for the simulation and Case Study in this research. The zeroone KP is described in Section 3.2.4. The relative importance of the data is represented in the
replication scheme through priorities. This ranking is based on the premise of the practice of user
prioritization of the recovery process and the associated data. The priorities can be assigned a
priori to the replication objects. The optimization maximizes the accrued benefit (priority). The
objects identified as optimum for placement in the knapsack are accepted for replication. The
trade-off in optimization of many lower priority smaller items being selected over a large higher
priority item has the affect of creating a benefit ratio. The benefit ratio is defined as the priority
value per unit of required bandwidth. The increases in resiliency are obtained by making
decisions to replicate the objects with the greatest overall benefit to the system versus following
the FCFS discipline. Other optimization models and schemes to represent data value may be
used in the off-line processing as dictated by the specific application.

3.2.1 Application Framework
A common approach to building fault recovery systems is the primary-backup model [7]. In
fault recovery systems characterized by bandwidth constraints or the acceptance of only minimal
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operational delays, employing a passive asynchronous replication solution following the
primary-secondary replication scheme in the primary-backup model is common. In this scheme,
the passive replication is an asynchronous refresh technology where the model distinguishes one
replica as the primary server, which handles all client requests. A write operation on the primary
server invokes the transmission of an update message to the backup servers, which updates the
secondary replica(s). The backup replicas are read-only to avoid conflicts. In other words, there
will be only one source for each replication object and this source controls the updates to the
replica(s) in a one-way write to read-only framework. In order to decrease the impact of the
replication on the operational system and ensure there are no temporal issues, often referred to as
temporal variance, between data items, the updates are often determined by point-in-time
dependant replication where each replication object will have a defined RPO which is considered
acceptable from a data loss perspective.
A dependent replica tracks only data that has been over-written and are typically point-intime images. Dependent replicas also known as sparse copies require additional storage that is
roughly equivalent to the amount of data being written. Hitz provides further discussion of
dependent replicas called snapshots in his discussion of Network Appliance’s Write Anywhere
File Layout (WAFL) design [52]. Figure 7 demonstrates the creation and update of a dependant
replica.

Figure 7. Dependent replica creation and update.
The primary-secondary replication scheme replicates on a FCFS basis relative to the
replication request. The FIFO queue implementing the FCFS policy requires little computing
resources so the impact of the replication scheme on the operational system is almost negligible.
When performing continuity of operations planning, the worst-case loss of data can be limited to
two replication intervals for a replication object as long as the system operates in an underloaded or fully loaded condition, meeting the RPO for each replication object during all intervals.
The proof is straightforward by induction and is provided in Section 3.2.2.
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Under the assumption that the system’s best effort will be made by the system to met the
RPO of a replication object, and given a fixed set of resources both within a system and required
to complete a replication of an object during a period of time, the system will either be underloaded, fully-loaded or overloaded during this period of time. The definition of fully-loaded is
that the system has adequate resources to meet all requirements during an interval of time but no
surplus. The definition of under-loaded is that the system has adequate resources to meet all
requirements during an interval of time with surplus. The definition of overloaded is that there
are inadequate resources to meet the current requirements of the system during an interval of
time. In our case, these resources are assumed processing or bandwidth. In either case, if
inadequate resources are present, the job cannot complete during the allocated time by definition,
thus the RPO is missed for the given object. If adequate resources are present, either underloaded or fully-loaded, the best effort assumption ensures the RPO will be met. Thus, the RPO of
a replication object can only be met if and only if the system is under-loaded or fully-loaded.

3.2.2 Worst-case Data Loss Theorem
Theorem 1. The worst-case data loss of a replication object upon failure of the primary
data source is two replication intervals under the assumption that all RPOs are met.
For each replication object requested for replication, there is an interval in which the
replication is defined to occur. This interval is referred to as the replication interval and defined
to be the time between replication requests of the same replication object. When a replication
request is made, this defines a recover point for this instance of a replication request. The timing
requirement of the request is considered met if the replication is completed before the expiration
of the interval, thus a replication request successfully meeting its RPO requirement will at most
be one replication interval out of synchronization with the primary. When a failure occurs, the
failure may occur (1) during a replication or (2) during the processing time after the
acknowledgement of the completion and before the next replication begins. In the base case, the
first replication will complete or not. For case (1), the secondary is up to date and there is no
additional data loss thus a worst-case data loss of one replication interval. For case (2), recovery
must be from another source, as the replication has never succeeded. Under the assumption that
all RPOs are met for n replication intervals, synchronizing the secondary to the primary at
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replication interval n-1, case (1) allows recovery during the n + 1 replication interval to the
just completed RPO for the nth replication interval, thus one replication interval of lost data.
Case (2) requires the target of the replication to roll-back to the last consistent state, i.e., the n-1
replication interval’s RPO, and recover from that point, thus a worst case loss of two replication
interval’s data.

3.2.3 Application Replication Model
The data replication model used throughout this example consists of three main
components: the replication requests, the adaptive decision-making algorithm and the actual
replication. Processing elements make requests for replications. Each replication request is for
the replication of a replication object. The replication protocol performs the replication between
the primary and the replica controlled by the decision-making algorithm. The flow chart for the
replication decisions used in this research is shown in Figure 8.

Figure 8. Flow chart of scheduling model.
Replication objects are user defined containing one or more files and are assumed to contain
all files within a service that have a temporal dependency. Each replication object is assigned
benefit and a timing constraint. In this research, the benefit is defined to be a priority. The
priority is a relative assessment of how important it is to have the data replicated during a given
interval, the timing constraint. The definition of the benefit will be dependant on the objective
function and optimization model used to implement the acceptance policy.
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Another consideration of our replication model is how consistency is maintained. Since our
target is read-only, the updates made to an object after a point in time (deltas) must be applied in
order to maintain consistency. Two alternative solutions are evaluated.
For the first solution, deltas that are not accepted by the objective function are recalculated
at each replication interval. This solution is dependant on the delta creation cost in the replication
solution. This is the approach used in throughout the simulations in the next chapter and in the
Case Study presented in Section 3.3.3.
The second solution, in order for the scheduler to replicate a new delta, ensures that
prerequisite updates have been completed. This is used in the data vault evaluation presented in
Chapter 6. An enhancement to the scheduler would be to make a single selection from a number
of possible selections. The selections would contain one to all deltas. This can be modeled as a
Multi-Choice Knapsack Problem (MCKP). Lee and Hsu [74] show how to use a neural network
to solve the MCKP.

3.2.4 Application Optimization Model
For the simulations and Case Study developed in this Chapter, the solutions to the
optimization problem used in the off-line processing are modeled as a zero-one KP. The KP is a
well-known and researched binary integer optimization model. A description of the zero-one KP
model follows. Keller, Pferschy and Pisinger [65] provide an overview and further discussion of
the KP problem, its extensions and variations.
An instance of the zero-one KP can be defined by the capacity C and a set of n items where
an item i is described by its profit pi and weight wi. A subset of items is selected such that the
total profit of the selected items is maximized and the total weight does not exceed C. The KP
can be formulated as a solution for the following linear integer program:
n

Maximize O = ∑ pi xi
i =1

n

Subject to

∑w x
i =1

i i

≤C

where pi ∈ {π 1 , K , π m }, i = 1, K n
and xi ∈ {0,1}, i = 1,..., n

(2)
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The profit pi belongs to the set of priorities {π1,…,πm}. Higher priority values represent
higher priority items. The decision vector x = [x1,…,xn] identifies which items are to be
inserted into the knapsack. A value of one identifies insertion. Insertion into the knapsack
indicates acceptance of the object for replication. All of the coefficients are positive integers and
O is the objective function. The weight of each item is its bandwidth requirement for replication
and must be less than the capacity so that it is possible to be scheduled. Capacity is the quantity
of bandwidth available for replications during an interval. If an object’s weight is greater than the
current capacity, the object cannot be scheduled during the current interval. Finally, the sum of
the weight of all items submitted to the scheduler must be greater than the capacity or all items
are scheduled.
KP is NP-hard and can be solved a number of ways with one such approach being dynamic
programming (DP). DP is a common approach as it provides solutions to KP in pseudopolynomial time. The recursive formula for a DP solution to the zero-one KP is given in Table II.
The complexities in finding exact solutions to KP problems impact the scale to which the
solutions are practical.
Table II: Zero-one KP recursive formula.
Fi,j =

0
-∞
Fi-1,j
max {Fi-1,j, (Fi-1,j-wi + pi) }

If j ≥ 0, i = 0
If j<0, i = 0
If j < wi, 1 ≤ i ≤ n
If j ≥ wi, 1 ≤ i ≤ n

Pisinger [98] provides the minimal exact solution for solving the zero-one KP, which is
used in this research. Pisinger’s solution, the MINKNAP algorithm, is based on primal-dual
dynamic programming algorithm, combined with a lazy kind of reduction and sorting. As
detailed in the Pisinger paper, the MINKNAP algorithm is O(n + min {2|C|, c(|C|)})
where |C| is the size of the minimal symmetrical core. For small core sizes |C| results in linear
solution times, while difficult problems, demanding a complete enumeration, are
pseudopolynomially bounded.
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Predictive Solution Evaluation
In this section, we establish two simulations and a case study implementation to evaluate

the inline portion of our approach. The replication methodology introduced in the previous
section is used as the basis of this evaluation. The data replication is over a fixed low bandwidth
connection. Bandwidth is defined as low when compared to the data bandwidth. The major
characteristics of the first simulation are:

•

Point-to-point replication

•

Fixed bandwidth channel

•

Single source to a single destination

•

Zero-one KP is used to model the off-line optimization.

The second simulation looks at the impact of having multiple (three) sources compete for the
fixed capacity. The case study is used for verification of the results of the simulations.

3.3.1 Single Source Simulation
The simulation follows the replication model described in Section 3.2.3 and consists of
three components: the replication requests, our adaptive decision-making algorithm and the
actual replication. Processing elements make requests for replications of a replication object. The
replication protocol performs the replication between the primary and the replica controlled by
the decision-making algorithm. The experiment is an evaluation of the control portion of the
simulation.
When replication requests are made, they have a timing requirements and a priority. The
timing requirement is the periodicity of the replications, which provides the interval for the
completion of the replication. The priority is a relative assessment of how important it is to have
the data replicated during a given interval. Our algorithm uses the priorities of the replication
request as the decision criteria, maximizing the priority while maximizing the use of the link
capacity.
Objects submitted for replication consist of a record containing four fields: a system
generated primary key, the full pathname for the object, the priority of the object, and the size of

Chapter 3: Approach

53

the object. The priority of each object can be 2, 3 or 4, the higher the number the higher the
priority.
A uniform distribution is used to generate the random priorities for the simulation. All of
the objects and sizes were obtained from four file systems on a single workstation. Table III is an
excerpt from the database used for replication request for the simulation. To take into
consideration the effects of file modifications requiring a variable size update over multiple
replication intervals, the simulation uses a uniform random percentage of each object to be
replicated when it is submitted to the scheduler.
Table III. Replication request database excerpt.

PK

PRIORITY

0
1
2

3
2
4

SIZE

OBJECT

425,462 /…/2.6_Recommended.tar.Z
351,363 /…/gcc-2.95.2/.brik
345 /…/.cvsignore

The simulation occurs in three phases. First, data is generated for training. At predetermined
intervals the generated requests are optimized by the off-line processing, producing the
optimized list of the items which should have been admitted during the interval and those which
should have been rejected. This data is collected over a number of optimization intervals. Once
collected the data is randomized and separated into two sets. Set one is then used to train the
desired output of the MLP. Once the MLP network is trained, the weights for each of the network
elements are saved. The second phase of the simulation loads the saved weights into the inline
MLP for real-time decision-making. The second data set is used to verify the MLP neural
network. The results generated by the MLP are compared against those generated during the
optimization. All of the input and output parameters are numeric. To use the MLP results as the
acceptance policy for replications, the results are rounded. These two phases are detailed in
Section 3.3.1.1 below.
The third phase is an additional test after the MLP is verified. New data is generated and
submitted to the inline MLP for decision-making for a fixed number of optimization intervals.
The inputs to the inline MLP and its decisions are logged. After the simulation, the logged data is
used to determine the optimal decisions for each interval, comparing with the MLP’s decisions.
This phase is detailed in Section 3.3.1.2.
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3.3.1.1 Initialization
In this simulation, the zero-one KP model is used for the optimization function. The
capacity of the knapsack is defined as the capacity of the fixed bandwidth connection for the
replication between the primary data source and replica. The value of the items used for
optimization, πj, is their assigned priority. The optimization function, O as described by the
linear integer program (2), is calculated after a predetermined interval. The resultant decision
vector, x, used to calculate O, provides the optimal acceptance policy for an interval. Based on
this policy, two queues are created, one containing the items accepted for replication and the
second for the rejected items rejected. In the next interval, new replication request are added to
the items in the rejected queue and the process repeats.
As items are accepted or rejected for replication from the optimization processing, a
comma-separated record is written to an output file. Each record contains eight fields: a primary
key (PK), time slice of replication request (TIME), time spent in queue before admittance (TIQ),
admittance or rejection (A/R), priority of request (PRIORITY), size of request (SIZE), the
percentage of the capacity used when the item is queued for transmission (CAPACITY_USED),
and the object’s pathname (FILE). After a predetermined number of optimization intervals, the
records in the output are randomized and partitioned into two data sets, one for training the
neural network and the second for validating the neural network with previously unseen data.
The randomization of the data removes any localization dependencies. The parameters PK,
TIME, TIQ and FILE are not used by the MLP neural network. The parameters TIME and TIQ
are used by the off-line processing to determine when a replication interval has expired. The
replication algorithm uses the parameters PK and FILE.
A neural network works within the patterns in which it is trained. While the objects to
replicate repeat over time, whether the object is modified and the size of the modification varies.
The neural network used in this study is a Supervised MLP, which is built and trained using the

NeuroSolutions™ software tool. NeuroSolutions™ uses the back-propagation of errors to train
the MLP network (Figure 9). The MLP used has a single hidden layer with three inputs and a
single output. The number of processing elements in the hidden layer is variable. The training
with the NeuroSolutions™ tool uses a genetic algorithm to optimize the neural network design to
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the training data set. Figure 9 is shown with three processing elements in the hidden layer. The
hyperbolic tangent function is used as the activation function for the neural network.

Figure 9. Basic multi-layer perceptron.
The input parameters of the MLP are: PRIORITY, SIZE, and CAPACITY_USED. All of
these parameters are numeric. The desired output is the A/R parameter. The A/R parameter from
the optimization processing is used to train, thus supervise, the MLP. The MLP A/R parameter is
our decision vector. Table IV is an excerpt from the results of testing a MLP network.
Table IV. MLP results excerpt.
Des A/R
Out A/R
0.000000 -0.002276
0.000000
0.004267
0.000000
0.004334
1.000000
1.006103
As seen in Table IV, the MLP provides real outputs for the accept/reject criteria (A/R).
These real outputs are our functional approximation of the mapping of our input constraints to
the output of the pattern to which the inputs were classified. To use the MLP results as the
acceptance policy for our control algorithm, the results are rounded according to the rules
specified in Table V.
Table V. Rounding rules.

−0.5 ≤ xi < 0.5, xi = 0
0.5 ≤ xi < 1.5, xi = 1
otherwise xi = 2 (an error condition).
Once the MLP is trained, it is validated. The validation consists of providing a set of
previously unseen inputs and comparing the outputs of the MLP to the known correct outputs
(Table IV).
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3.3.1.2 Inline Processing
Once the MLP network is trained and validated, it is ready for operational use. A copy of
the MLP neural network developed through the training process is used inline. The inline MLP is
configured by loading the weights derived through the training process. An entirely new set of
data is submitted to the inline MLP. Our Monte Carlo simulation uses three inputs and calculates
one output for each replication request. The input parameters are: PRIORITY, SIZE, and
CAPACITY_USED as in the off-line training. The output value is our binary decision to
replicate this interval or be queued. Objects submitted for replication consist of: the full
pathname for the data file(s), the priority of the object, and the size of the object. The priorities of
the replication objects are static and determined previously. To take into consideration the effects
of file modifications requiring a variable size update over multiple replication intervals, the
simulation uses a uniform random percentage of each file to be replicated when it is submitted to
the scheduler as in the off-line processing simulation. The CAPACITY_USED parameter is the
percentage of the total capacity, a fixed commodity in these simulations, used when the
replication request is made for the object. The results of the MLP network are validated by
submitting the same data set to the off-line processing optimization and comparing results.

3.3.1.3 Single Source Simulation Results
The first simulation uses 13,760 events over 10 intervals. The acceptance policy was biased
by varying the capacity of the link plus and minus one order of magnitude from a base value.
The off-line processing produced the results shown in Table VI. The Capacity column provides
the bandwidth available during each time slice. The DP Time column provides the time required
for optimization in seconds.
Table VI. Off-line optimization results.
Biased reject
Unbiased
Biased accept

Capacity
18,874
188,743
1,887,430

DP Time
22.462
21.879
22.290

Accept
2,881
6,808
12,207

Reject
10,879
6,952
1,553

A MLP network was created for each of the cases. Each MLP network used 40% of the data
for training (5504 rows), 20% (2752 rows) for cross validation during the training and 40%
(5504 rows) for testing previously unseen data. The results of the test are shown in Table VII.
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Table VII. MLP test results.

Biased reject
Unbiased
Biased accept

Desired
Desired Test Data Test Data
Accepted Rejected Correct
Incorrect
1,008
4,496
5,504
0
2,318
3,186
5,504
0
4,768
736
5,504
0

There were several lessons learned in training the neural network. The most significant was
that if the training data was largely biased, not enough training data will be provided to define
the pattern against the bias. In this case, results have shown the acceptance policy for the cases
against the bias to, basically, be a guess. For example, one result of the dynamic programming
optimization was 1,075 accepted and 8 rejected events. The MLP used 40% for training (434
exemplars), 20% for cross validation (215 exemplars) and 40% for testing (434 exemplars). The
training time took only 51 seconds and the mean square error was 0.000086. The results of the
test showed 433 files processed with optimally 430 accepted and 3 rejected. The MLP network
processed 431 of the files correctly with 2 files processed incorrectly. Both incorrectly processed
files were accepted when a rejection was appropriate, as seen in the output Table VIII. With only
five negative decision exemplars for use in training there is not enough data to associate these
rejection decisions with a pattern. This can be seen in the three rejected event results from the
test data (Table VIII). In the first row, we would like to see a better correlation in a correct
response. The second row shows little correlation to any pattern and the third shows correlation
to an incorrect pattern.
Table VIII. Rejected events.

Desired
0.000000
0.000000
0.000000

Output
0.117583
0.730678
0.940221

3.3.2 Multiple Source Simulation
A more advanced example is to enhance the simulation to support multiple sources. In
multi-source scenarios where the sources share a communications channel, replication requests
from all sources are combined for off-line optimization (Figure 10). This treats all sources as if
they were a single source and results in a single neural network with a single set of weights. The
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MLP and weights are duplicated at each source, providing a historically optimal global view of
replications to each source.

Figure 10. Off-line optimization from multiple sources.
Each source has the same definition of a replication interval. If an object cannot be
replicated during the replication interval, the event is rejected for admission. The training in this
example used 30,000 rows of data that represents three replication sources for 10,000 objects.
Replication requests were made at a constant rate of 1,000 per time unit for ten time units for all
three sources. Table IX provides a breakdown of the results of the off-line optimization per
source. The off-line processing took 24.12s. The data from all three sources is combined and
randomized. The format of the test was the same as the previous example, 40% for training, 20%
for cross validation and 40% for testing. The training time was 13 minutes 33 seconds with a
MSE of 0.000193. The validation test processed 12,000 objects; 6,125 for acceptance and 5,875
were rejected. All files were processed correctly as compared to the optimal solution.
Table IX. Off-line processing optimization results.

Source
1
2
3

Accepted
5,402
5,440
5,448

Rejected
4,598
4,560
4,552

Once the MLP network was trained and validated, two production tests were run. A
production test is newly generated data, not a sample taken from the training data set. The
network design and weights calculated in training are used in the production test. There is no
training in a production test. The first production test consisted of the data from the three sources
used in training, validation and testing plus an additional 10,000 objects from each source. To
validate the results of the MLP network, the same replication request provided to the MLP

Chapter 3: Approach

59

network were provide for offline processing optimization. The breakdown of the off-line
processing is provided in Table X. The offline processing took 50.138 seconds.
Table X. First production run off-line optimization results.

Source
1
2
3

Accept
10,859
10,830
10,856

Rejected
9,141
9,170
9,144

The results from the offline processing and the MLP network were compared for the 60,000
objects processed. All objects were processed correctly based on the optimal solution with
32,545 files accepted and 27,455 files rejected.
The second production run also consisted of 60,000 objects, comprised of 20,000-objects
from each of the three sources. All objects were new data to the MLP. Again the replication
requests were provided both to the off-line processor and the MLP network (Table XI). The
results the offline processing and the MLP network were compared for the 60,000 objects
processed. Again all objects were processed correctly based on the optimal solution with 32,426
files accepted and 27,574 files rejected.
Table XI. Second production run off-line optimization results.

Source
1
2
3

Accept
10,830
10,790
10,806

Reject
9,170
9,210
9,194

3.3.3 Case Study: Priority Replication in Data Vaulting
A case study is implemented to validate the findings of the Monte Carlo simulations
presented previously in this Section. The case study is a reference implementation of a prototype
data vault using the new methodology. The open source rsync utility is used to perform the
actual replications. This case study is evaluating the validity of the simulation model in
representing the ability of the trained MLP to perform well operationally. The metric used to
measure the success of the case study is the performance of the MLP on operational data verses
an optimal solution. Without modification of the file systems to signal file updates, the scale of
the first case study is very limited. Modifying the file systems in the SLBM environment is
impractical.
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A data vault is created initially with 401,598 files of approximately 30.28 GB of data. The
data is currently in use by the SLBM program at NSWCDL. Each file is treated as a replication
object. The data is replicated between two servers with the available bandwidth (capacity)
configured to be 56kbps. The initial replication was made immediately prior to this evaluation.
Point-in-time dependent replicas are created on the data source machine every hour. The
dependent replicas are kept for one day and are replaced in a circular queue fashion. Thus after
the first day there are always 24 dependent replicas on the data source machine. We assume no
temporal dependencies between any files, thus a file is defined as the replication object. This
assumption allows this test to be very fine grained. In Chapter 6 we look at a very course grained
definition of replication objects.
A database was developed that maintains when the last replication for a file occurred. The
database record has two fields, the filename which is the primary key and a version number. The
version number is an attribute indicating the dependent replica used the last time the file was
updated. A zero indicates the file has never been replicated. If a file modification has not been
synchronized with the remote data vault in 24 hours the version is reset to 0 causing the entire
file to be scheduled for replication until the replication occurs.
Every hour the latest replica is searched for files modified since the last replication. These
modifications along with any modifications rejected in the previous replication interval are
evaluated for replication. The replication interval is defined to be one hour.
The rsync [125] algorithm is used to determine the size of the data transfer by referencing
the current and a previous dependent replica. The open source rsync utility which implements the

rsync algorithm is used to perform the data transfer throttled to 56kbps.
The capacity of the knapsack is defined as the capacity of the fixed bandwidth connection
for the replication between the primary data source and replica, which is 56kbps. The value of
the items used for optimization is their assigned priority. The values for the priorities are 2 for
low, 3 for medium and 4 for high. Priorities are assigned through a configuration file that
contains two fields, the first is a file or directory name and the second is the assigned priority.
Priorities are assigned recursively if a directory is named. The optimization function O, as
described by the linear integer program (2), is calculated after each replication interval (RI). The
technique described by Pisinger [98] in the MINKNAP algorithm is used to calculate O.
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The neural network used in this study is a MLP built and trained using the

NeuroSolutions™ software tool having two hidden layers with the three inputs, PRIORITY,
SIZE, and CAPACITY_USED, and single output. The size input, the weight, is calculated by
executing the rsync algorithm, determining the modified areas of the file, totaling these areas
with the overhead of the signatures. This process is the same in the off-line and real-time
processing. The CAPACITY_USED parameter is a running sum of capacity used by the
previously accepted request during this RI plus the current request. The data to train the neural
network is taken from the off-line processing as before. The same rounding rules as previously
stated are used to interpret the results for validation and for use as the acceptance policy.
Table XII. Off-line optimization RI summary.

Replication Interval
1
2
3
4
5
6
7
8
9
10
Total

Request

Accept

Reject

70
42
45
180
75
60
164
112
69
69
886

67
41
45
178
73
60
164
104
69
69
870

3
1
0
2
2
0
0
8
0
0
16

Weight
5,465,258
3,999,014
2,507,576
4,597,849
2,918,782
955,182
2,209,591
11,740,845
1,504,571
964,067
36,862,735

The data for the training session was collected over a ten-hour period and comprised 886
events. The capacity of the link is set to 2,580,480 bytes/time-slice, which equates to 56 kbps for
one hour. Table XII provides a summary of the data collection and results of the off-line
processing per replication interval used for training the neural network. The weight is the total
amount of data (bytes) to be transferred during a replication interval.
A two-hidden layer MLP neural network was created using the NeuroSolutions™ product
following the format used in the simulations, 60% of the data for training, 20% for cross
validation during the training and 20% for validating the training via testing previously unseen
data. The training yielded a MSE of 0.007545. The results of the validation testing are shown in
Table XIII.
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Table XIII. Data vault case study validation results.

Processed
177

Optimally Optimally
Accepted Rejected
172
5

MLP Correct
Decisions
177

MLP Incorrect
Decisions
0

The inline MLP was used over an eight-hour period and processed 397 events. Table XIV
provides a summary of the data collection and results of the off-line processing per replication
interval used for verifying the network.
Table XIV. Off-line verification RI summary.
Replication Request Accept Reject
Weight
Interval
1
40
40
0
618,995
2
72
72
0
1,683,461
3
101
101
0
1,574,116
4
33
33
0
1,113,671
5
68
60
8 12,540,319
6
37
32
5 10,481,186
7
25
22
3
8,378,743
8
21
19
2
5,922,598
397
379
18 42,313,089
Total
Table XV provides a summary of the replications for the inline MLP. The Files column
indicates the number of files evaluated for possible replication. The Request column indicates the
number of files identified as having been modified and requiring replication. The Accept and

Reject columns indicate the decisions made by the neural network. The Size column is the
cumulative size of the files accepted for replication. Speedup is the gain from the exploiting file
commonality in the transfers. Speedup is calculated as the ratio of the size of the file to the actual
bytes transferred.
Table XV. Real-time verification RI summary.

Replication Replication
Interval
Objects
1
390,949
2
390,952
3
390,955
4
390,957
5
390,936
6
390,938
7
390,938
8
390,938
Total

Request
Made
40
72
101
33
68
37
25
21
397

Accept

Reject

40
72
101
33
60
32
22
19
379

0
0
0
0
8
5
3
2
18

Size(KB)
7,170
36,547
59,011
22,806
47,689
37,749
31,132
22,972

Speedup
(Size Ratio)
11.861
22.231
38.388
20.970
3.894
3.688
3.805
3.972
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A comparison of the off-line optimization with the decisions made by the neural network
indicates optimal selections for this sample as shown in Table XVI.
Table XVI. Case study results.

Processed
397

Optimally Optimally
Accepted Rejected
379
18

MLP Correct
Decisions
397

MLP Incorrect
Decisions
0

3.3.4 Summary of Results
The results of this research, summarized in Table XVII, demonstrate the ability to design
and train an MLP neural network to accurately identify and in near real-time classify patterns in
constraint variation. The approach should generalize to any policy implemented by a binary
integer objective function and to multiple varying constraint situations. These generalizations are
explored in the next Chapter.
Table XVII. Approach summary results.

Experiment
Simulation 1
Simulation 1
Simulation 1
Simulation 2
Simulation 2
Simulation 2
Case Study
Case Study
Total

Exemplars
5,504
5,504
5,504
12,000
60,000
60,000
177
397
149,086

Optimally
Accepted
1,008
2,318
4,768
6,125
32,545
32,426
172
379
79,741

Optimally
Rejected
4,496
3,186
736
5,875
27,455
27,574
5
18
69,345

MLP Correct
Decisions
5,504
5,504
5,504
12,000
60,000
60,000
177
397
149,086

MLP Incorrect
Decisions
0
0
0
0
0
0
0
0
0

Chapter 4

EXTENDED APPROACH
The approach presented in Chapter 3 offers a dynamic neural network design as well as a
dynamic MLP configuration by tailoring the MLP network design to each training data set. The
results of this research show the new methodology to work extremely well for implementing and
enforcing a given control policy. These results demonstrate that an MLP neural network can be
designed and trained to identify patterns in constraint variations with great accuracy fast enough
to be used in real-time. These results were obtained under the assumption that the data being
processed by the operational inline components were members, thus could be classified, in
patterns learned through training. To support this assumption, the simulations use a random
sampling of the original data removed before training or testing samples generated in the same
manner as the training samples for validation. This approach guarantees that the validation data
will be follow the same patterns as the training data.
Ensuring that the patterns in the operational data are adequately represented in the training
data is a requirement central to this approach. Unfortunately we cannot assume that all our data
patterns are static nor can we assume this data is independent. The dynamic nature assumed in
our framework and the expected correlation of our data makes it imperative to recognize not only
when a new pattern is emerging but also its impact in changing existing patterns and their
sensitivities. To account for this dynamic behavior, we make our algorithm adaptive.
In this Chapter, we revisit our methodology, enhancing it to support live updates of the
inline MLP and supplemental training in the off-line optimization. The research presented in this
Chapter is an expanded version of the research originally presented in [3].

4.1

Enabling Adaptation and Prediction
The dynamic behavior assumed in our framework requires us to make our solution adaptive.

If the variations in the constraints are outside the sensitivity bounds of all patterns the result is a
guess; about 50% of optimal performance in the case of a binary decision variable. Recognizing

64

Chapter 4: Extended Approach

65

these pattern changes in the operational system requires a balance in the amount of new data
used in training and the update interval. Feedback is the conventional choice for adapting to a
dynamic control system and is employed in our approach. Our approach to feedback is based on
the observation that as the inline system operates historical data is created. This historical data
can then be processed by the off-line system, continuing to calculate the optimal interval based
solutions and retrain the off-line MLP. The separation of our feedback mechanism from the
operational system allows decisions to be made operationally in near real-time while allowing
the consolidation of data from distributed sources to allow globally optimal decision-making.
This feedback is periodic, not continuous as in support of dynamic control systems. The idea to
move global optimization off-line and provide periodic feedback has also been proposed in the
closed loop real-time scheduling solutions by Lu [80], Eker [36] and Seto et al. [110].
Our feedback system supports changes to the patterns of our uncertain variables. Our
approach allows even the model on which the sensitivity analysis is based to evolve over time
without having to recalculate at each iteration. This approach integrates the performance and
stability of open loop control approaches while supporting uncertainty in the system model.
While the approach presented in Chapter 3 proved very effective, it also proved to not
support this adaptability. As the inline system operates, new historical data becomes available for
training off-line and subsequent updating of the inline MLP is required. Using the dynamic
neural network approach, the entire training process must be repeated with all data. Each training
cycle uses increasingly more data and the network design must be re-evaluated under each new
data set. The time to train a new network quickly becomes prohibitive. Furthermore, once an
updated network design and configuration (weights) is calculated the operational inline MLP
must be updated. Updating an optimized network requires stopping the processing of requests,
replacing the MLP, configuring the MLP and restarting request processing. This also proved to
be too time consuming in the form of downtime to be practical. Finally, the re-evaluation of the
network design often results in a different number of processing elements. These changes result
in a variance in the computations required in making decisions, thus we no longer have
deterministic processing requirements.
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4.1.1 Enhanced Approach Model
To deal with these deficiencies, we replace the dynamic neural network design with a static
neural network design (Figure 11). A static neural network design allows us to maintain a
deterministic processing requirement and to perform supplemental training by setting the initial
training network weights to the current inline set. Updates to these weights are made via
supervised training with the historical data obtained since the last set of weights was calculated.
This approach allows supplemental training while preserving the influence of historical patterns.
When training is complete the weights can be uploaded into the inline MLP’s data structures.
Updating a static design requires only the inline MLP to upload a new set of weights since the
MLP network has not changed. Uploading of weights can occur without stopping the replication
process. The worst case operational delay for feedback is reduced to the time required to read
two floating point numbers (weight and possibly a bias) per signal as described in equation (1).

Figure 11. Adaptive and predictive model.
In order to utilize a static MLP neural network design, two key questions must be answered.
First, is a static design flexible enough to deal with varying data and data sets? And second, once
we have a design, can the static neural network design perform adequately? In other words, what
is the performance penalty for choosing a given static design and does this penalty undermine the
benefits of the approach?
In the reminder of this Chapter and Chapter 5 we answer these questions. In this Chapter,
we expand our data replication example to a real-time distributed control problem that supports a
varying optimization model with operational adaptability. The distributed control problem
remains a policy based acceptance of an object in the context of data replication. To accomplish
this we define eight optimization scenarios to handle all expected peer-to-peer connectivity in
our example data replication methodology. The scenarios are used to derive four optimization
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models used in this research. The optimization models are variants of the zero-one KP. The
objects identified as optimum for placement in the knapsack are accepted for replication. The KP
model and its variants where chosen for this research based on their generality and the rich class
of models for the exploration of resource management optimizations. Keller, Pferschy and
Pisinger [65] provide further discussion of the models and techniques for solving many variants
of the KP.
Our approach is to first (Section 4.3) define a series of experiments covering the
optimization models defined in Section 4.2. These experiments are used to evaluate the
flexibility inherent in a static design (Chapter 5) and the effectiveness of the enhanced approach
(Section 4.3.3). Effectiveness is measured in the same manner as in Chapter 3; by measuring the
percentage of the optimal solution the MLP neural network is able to meet.
To further evaluate our approach in a practical application, we modify our example
application to prevent starvation (Section 4.3.4) and define two new performance metrics in
Section 4.1.2. This evaluation not only allows practical performance evaluation at the object and
system levels but also provides additional verification that our approach tolerates well a variety
of optimization methods.

4.1.2 Performance Metrics
To better evaluate the performance of our approach in the context of the example
application, two performance metrics are defined. In these metrics we look to achieve a balance
between fault-tolerance, data value and timing dependability. We do not assume to affect the
frequency of updates sent to the backup of any object. We do assume that the replications occur
at multiples of a time interval, that objects are defined based on temporal dependencies, that
temporal variance is not allowed within an object and there are no temporal dependencies
between objects. Accordingly, we define the temporal distance between the primary (TP) and
backup (TB) times with regard to object i at time t as:

ti = Ti P ( t ) − Ti B ( t )

(4)

Values for ti are represented in replication interval units for the object i. Thus, the value t
for object i is the time in queue for an object. A value of one represents the objective for the
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recovery point of object i. The ATD between the primary and the backup at time t for a set of
replication objects is
n

∑t p
i =1

i

i

n

(5)

where n is the total number of objects in the set being replicated. As can be seen from the
formula, the ATD is priority weighted. The ATD is a priority-weighted measure of the overall
system performance, how far the system is from synchronization. An ATD equal to the average
priority in the system would be in steady-state meeting all RPOs.
The quantity of RPOs met is our second metric. RPO is a measure of system performance at
the individual object level.

4.2

Optimization Models
We look at fixed and variable peer-to-peer replications from single and multiple sources to

single and multiple destinations, with single and multiple paths between the source and
destination. To accomplish this we define eight scenarios. Each scenario supports both variable
and fixed bandwidth evaluation. The variable bandwidth models differ from fixed bandwidth
only in the fact that the available bandwidth differs between intervals.
In multi-source scenarios where the sources share a communications channel, replication
requests from all sources are combined for off-line optimization. This treats all sources as if they
were a single source and results in a single neural network with a single set of weights. The MLP
and weights are duplicated at each source, providing a historically optimal global view of
replications to each source.

4.2.1 Scenario 1
Scenario 1 (Figure 12) is defined as a single source to a single destination with a single
communications channel between the source and destination. This scenario fits the classic zeroone KP optimization model. The zero-one KP is described Section 3.2.4 and is our first
optimization model. In our model the profit is defined as the priority of the object. Higher
priority values represent higher priority items. The size of each object is the size of the update to
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that object, and the capacity of the knapsack is defined to be the available bandwidth over the
optimization interval. In the KP model, the decision vector identifies which items are to be
inserted into the knapsack. A value of one identifies insertion. Insertion into the knapsack
indicates acceptance of the object fro replication in our model. Pisinger [98] provides the
minimal exact solution for solving the zero-one KP. Pisinger’s solution is used in this research.

Source

Destination

Figure 12. Single source, single destination and a single communication channel.

4.2.2 Scenario 2
Scenario 2 (Figure 13) is defined as a single source to a single destination with multiple
communication channels between the source and destination. Multiple paths provide partitioned
bandwidth in the optimization. Each path adds a bandwidth constraint that cannot be surpassed
during the optimization. This scenario fits the classic multiple knapsack problem (MKP)
optimization model, described below, and is our second optimization model.

Source

Destination

Figure 13. Single source, single destination with multiple communication channels.
MKP is a generalization of the zero-one KP from a single knapsack to k knapsacks with
possibly different capacities. The objective is to assign each item to at most one of the knapsacks
such that none of the capacity constraints are violated and the total profit of the items put into
knapsacks is maximized. Pisinger [99] provides the minimal exact solution for solving the MKP.
Pisinger’s solution is used in this research. In our model, the profit and size are defined as in
Model 1. The capacity of each knapsack is defined to be the available bandwidth of a path during
the optimization interval. The mathematical model for the MKP follows.
Given a set of items N={1,…,n} with profits pi, and weights wj, j=1,…,n and a set of
knapsacks K={1,…,k} with positive capacities ci, i=1,…,k, the objective is to select a subset
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N’⊆ N such that the items of N’ can be assigned to the knapsacks without exceeding the
capacities and the total profit of N’ is maximized. The problem formation is
k

n

O = max ∑∑ p j xij
i =1 j =1

xij ∈ {0,1} , i = 1,..., k , j = 1,..., n,

pi ∈ {π 1 , K , π m }, i = 1, K n
n

Subject to

∑w x

j ij

j =1
k

∑x
i =1

ij

(3)

≤ ci , i = 1,..., k ,

≤ 1, j = 1,..., n,

where xij = 1 if item j is assigned to knapsack i and zero otherwise. The profit pj belongs to
the set of priorities π1,…,πm and x is the decision vector as described in the previous section. All
of the coefficients are positive integers and O is the objective function. An item cannot be
scheduled in a given replication interval if its weight is greater than the current capacity of each
knapsack.

4.2.3 Scenario 3
Scenario 3 is defined as a single source to multiple destinations with a single
communications channel between the source and each destination. Since each communications
channel has an independent capacity, the optimization of multiple replicas is calculated as
separate optimization problems. This scenario with three destinations (Figure 14) would require
three optimization solutions. Each optimization problem follows the zero-one KP Model (Model
1), thus our third model is defined as the application of multiple zero-one KP models. The
optimization results from each solution are combined into one set for training the MLP resulting
in a single MLP for decision-making. An enhancement to this model is to use the data set from
each optimization as a partition of the total data set and train a MLP with a partition of data
saving the weights. The destination is then used as an identifier to load the appropriate set of
weights in the inline MLP for decision-making. With this enhancement, this model reduces to
Model 1.
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Destination
Source

Destination
Destination

Figure 14. Single source, multiple destinations each with a single communication channels.

4.2.4 Scenario 4
Scenario 4 is defined as a single source to multiple destinations with multiple
communication channels between the source and each destination. The multiple paths between
the source and each destination provide partitioned bandwidth in the optimization. Each set of
communication channels between the source and destination are independent. The optimization
of multiple replicas is calculated as separate optimization problems. This scenario with three
destinations (Figure 15) would require three optimization solutions. Each optimization problem
follows the MKP model (Model 2), thus our fourth model is defined as the application of
multiple MKP models. The optimization results from each solution are combined into one set for
training the MLP resulting in a single MLP for decision-making. The enhancement described in
the previous Section is also applicable to this model reducing it to the MKP model.

Destination

Source

Destination

Destination
Figure 15. Single source, multiple destinations each with multiple communication channels.

4.2.5 Scenario 5
Scenario 5 is defined as multiple sources to a single destination with a single
communications channel between each source and the destination. This scenario with three
sources is shown in Figure 16. An independent optimization and training of a MLP is made for
each source, destination pair. Each source, destination pair reduces to the zero-one KP model,
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thus this scenario is an application of the multiple zero-one KP model (Model 3). The
optimization results from each solution are combined into one set for training the MLP resulting
in a single MLP for decision-making.

Source
Source

Destination

Source
Figure 16. Single destination, multiple sources each with a single communication channel.

4.2.6 Scenario 6
Scenario 6 is defined as multiple sources to a single destination with multiple
communication channels between each source and the destination. This scenario with three
sources is shown in Figure 17. An independent optimization and training of a MLP is made for
each source, destination pair. Each source, destination pair reduces to the MKP model, thus this
scenario is an application of the multiple MKP model. The optimization results from each
solution are combined into one set for training the MLP resulting in a single MLP for decisionmaking.

Source

Source

Destination

Source
Figure 17. Single destination, multiple sources each with multiple communication channels.

4.2.7 Scenario 7
Scenario 7 is defined as multiple sources to multiple destinations each with a single
communications channel between each source and destination pair. This scenario with three
sources and three destinations is shown in Figure 18. Each source reduces to Model 3, which is
defined as the application of the multiple zero-one KP model, thus this scenario is also an
application of the multiple zero-one KP model.
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Source

Destination

Source

Destination

Source

Destination

Figure 18. Multiple destinations, multiple sources each with a single communication channel.

4.2.8 Scenario 8
Scenario 8 is defined as multiple sources to multiple destinations with multiple
communication channels between each source and destination pair. This scenario with three
sources, three destinations and three communication channels between each source and
destination pair is shown in Figure 19. Each source reduces to Model 4, which is defined as an
application of the multiple MKP model, thus this scenario is also an application of the multiple
MKP model.

Source

Destination

Source

Destination

Source

Destination

Figure 19. Multiple destinations, multiple sources each with multiple communication channels.
Table XVIII summarizes the peer-to-peer replication scenarios described in this section.
The evaluation of this methodology is based on the four optimization models supporting these
scenarios. The zero-one KP models the behavior of a single source to a single destination over a
single communication channel. The support for multiple communication channels from the
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source to the destination is modeled as a MKP. In modeling multiple sources, multiple
destinations or multiple paths, multiple instances of the zero-one KP or MKP are used.
Table XVIII. Optimization scenarios and models.

Scenario Source Destination Channel Optimization Model
1
Single
Single
Single
Zero-One KP
2
Single
Single
Many
MKP
3
Single
Many
Single Multiple Zero-One KP
4
Single
Many
Many
Multiple MKP
5
Many
Single
Single Multiple Zero-One KP
6
Many
Single
Many
Multiple MKP
7
Many
Many
Single Multiple Zero-One KP
8
Many
Many
Many
Multiple MKP

4.3

Static Neural Network Evaluation
The experiments defined in this Section were developed to evaluate the effectiveness of

using an MLP neural network to approximate an objective function in near real-time.
Experiments in the form of simulations are developed for the four unique models: zero-one KP,
MKP, Multiple zero-one KP, Multiple MKP, outlined in Table XVIII. The simulations follow the
framework and replication model outlined in Sections 3.2.1 and 3.2.2 and are enhancements to
our asynchronous replication methodology. The experiments are an evaluation of the decisionmaking portion of the simulation.

4.3.1 Overview
The Monte Carlo simulation for the scheduling uses three inputs and calculates one output
for

each

replication

request.

The

input

parameters

are:

PRIORITY,

SIZE,

and

CAPACITY_USED. The output value is our binary decision to replicate this interval or be
queued. When replication requests are made they have a timing requirement and a priority. The
timing requirement is the periodicity of the replications, which provides the interval for the
completion of the replication. The scheduler uses the priorities of the replication request as the
scheduling criteria, maximizing the priority while maximizing the use of the link capacity.
Objects submitted for replication consist of: the full pathname for the data file(s), the priority of
the object, and the size of the object. For the simulations, the priority of each object can be 2, 3,
or 4, the higher the number the higher the priority. A uniform distribution is used to generate
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random priorities for each replication object. To take into consideration the effects of file
modifications requiring a variable size update over multiple replication intervals, the simulation
uses a uniform random percentage of each file to be replicated when it is submitted for
replication. The CAPACITY_USED parameter for a replication object is the ratio of current
capacity used over total capacity of the channel. Current capacity is calculated as the sum of:
1. The bandwidth of the channel (a constant) in bytes minus the bandwidth allocated
for replications this interval (uniform random) in bytes;
2. The cumulative bandwidth used for replications at this point in the current
replication interval; and
3. The size in bytes of the current replication request.
The inputs from the simulation are optimized by the off-line processing, producing a record
containing six fields: admittance or rejection (A/R) used to train the desired output, priority of
request (PRIORITY), size of request (SIZE), the percentage of the capacity used when the item
is queued for transmission (CAPACITY_USED), the full object pathname (FILE) and the
destination (DEST). These records are used in training the MLP network. The input parameters
of the MLP (Figure 20) are: PRIORITY, SIZE, and CAPACITY_USED. All of these parameters
are numeric. The output is the decision vector, the A/R parameter.
The MLP provides real outputs as described in Chapter 3 and the same rounding rules are
used. Once the MLP network is trained, the weights for each of the network elements are saved.
These weights are loaded by the inline MLP for real-time decision-making.

Figure 20. MLP used in enhanced methodology simulations.
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4.3.2 Simulations
As a basis of the simulations, 528 Replication Objects were selected from a single system.
The distribution of the replication objects is shown in Table XIX. Each experiment has 100
replication intervals. During each interval, replication objects (0-528) are randomly selected
from the list of replication objects. The size of the replication for each replication object is a
random percentage (0-100%) of the object, representing the percentage change in each object
since the last replication. The off-line optimization results in a number of exemplars (samples) in
each case. The exemplars are randomized to remove any ordering dependencies and used to train
and verify a MLP. The neural network in each simulation is a single hidden layer MLP with four
processing elements in the hidden layer (Figure 20). This design results in a configuration of 16
weights. The MLP is trained in each case using 80% of the sample data. The remaining 20% of
the sample data is used for Out of Sample Data Validation. Each training session is for 1,000
epochs (learning iterations). The value of Ã calculated in each case study is the percentage of
decisions made the same as an optimal clairvoyant scheduler. After the MLP is validated it is
verified by a test using new data from each simulation for 25 replication intervals.
Table XIX: Replication object distribution.

Quantity Priority Total Objects Size
174
4
1,381,371
13
3
82,847
341
2
27,128,143

4.3.3 Simulation Results
In this section the training and validation results for the four simulations are presented
followed by the verification results for all four Models.

4.3.3.1 Zero-One KP Model
The first simulation is a single replication source to a single destination over a single
variable bandwidth communications channel. The bandwidth ranges between 0 and 983,010
bytes per replication interval. The optimization based on the Pisinger’s minimal algorithm for the
zero-one KP [98] took 8.366 seconds and results in 31,350 exemplars; 25,080 are used for

Chapter 4: Extended Approach

77

training and 6,270 for Out of Sample Data Validation. The optimal results for the validation data
are 4,548 objects accepted and 1,722 objects rejected. The simulation results were: 6,238 correct
decisions, 34 incorrect decisions yielding an Ã of 99.46%.

4.3.3.2 MKP Model
The second simulation is a single replication source to a single destination over three
variable bandwidth communications channel. The bandwidth ranges between 0 and 327,680
bytes per interval per path. The optimization is based on the Pisinger’s exact algorithm for large
Multiple Knapsack Problems [99] took 8.116 seconds and results in 32,101 exemplars; of which
25,681 are used for training and 6,420 for Out of Sample Data Validation. The optimizations
determine which path to optimally replicate the data. The MLP implements the acceptance
policy, once accepted, the real-time scheduler uses a first fit algorithm to assign an outgoing
path. The evaluation of the MLP is for the acceptance policy verses a routing policy. The optimal
results for the validation data are 4,373 objects accepted and 2,047 objects rejected. The
simulation results were: 6,362 correct and 58 incorrect decisions yielding an Ã of 99.1%.

4.3.3.3 Multiple Zero-One KP Model
The third simulation models multiple zero-one KPs simultaneously. This model is used for
single sources to multiple destinations over single paths; for multiple sources, each to a single
destination over single paths; and for many sources to many destinations with each source to
destination having a single path.
The results presented (Table XX) are for three replication sources to a destination, each
with a single variable bandwidth communications channel. The bandwidth ranges between 0 and
983,010 bytes per replication interval per destination. The optimization based on Pisinger’s
minimal algorithm for the Zero-One KP [98] took 6 minutes 15.946 seconds for the three sources
total and results in 93,584 exemplars (31,565; 31,001; 31,018); of which 74,867 are used for
training and 18,717 for Out of Sample Data Validation. The weights from the trained MLP are
uploaded into the MLP neural networks at each source.
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Table XX. Multiple zero-one KP results.

Source
A
B
C
Total

Accept
4,478
4,452
4,661
13,591

Reject
1,841
1,582
1,703
5,126

Correct
6,279
6,003
6,332
18,614

Incorrect
40
31
32
103

Ã
99.37%
99.49%
99.50%
99.45%

4.3.3.4 Multiple MKP Model
The final simulation models multiple MKP simultaneously. It is used when multiple
communication channels are available. The Multiple MKP model is used for single sources to
multiple destinations over multiple paths; for multiple sources, each to a single destination over
multiple paths; and for many sources to many destinations with each source to destination having
multiple paths.
Table XXI shows results for three replication sources to one destination with each source
having four variable bandwidth communications channels. Each source has two point-to-point
paths and two channels shared between the three sources. The bandwidth is between 0 and
245,760 bytes per interval per path. The off-line optimization is based on Pisinger’s exact
algorithm for large MKPs [99]. The off-line processing first optimizes the peer-to-peer
connections. Rejected objects from all sources are then optimized for replication over the two
shared channels. The off-line processing results in 115,402 exemplars (39,945; 37,618; 37,839);
of which 92,322 are used for training and 23,080 for Out of Sample Data Validation. The MLP
implements the acceptance policy, once accepted, the real-time scheduler uses a first fit
algorithm to assign an outgoing path.
Table XXI. Multiple MKP results.

Sources

Accept

Reject

Correct

A
B
C

4,469
4,251
4,258

3,535
3,291
3,276

7,984
7,542
7,534

Total

12,978

10,102

23,060

Incorrect

Ã

20 99.75
0 100.00
0 100.00
20

99.91

4.3.3.5 Verification Results
The results of the 25 replication interval verification tests for the four experiments are
presented in Figure 21. The value of Ã for the verification data samples are 99.46%, 99.21%,
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99.47% and 99.69% for the zero-one KP model, the MKP model, the multiple zero-one KP
model and the multiple MKP model respectively.

99.5%

98.5%

97.5%
0

5
0-1 KP

10
MKP

15
Multiple 0-1 KP

20

25

Multiple MKP

Figure 21. Verification test results.
The results of the research in this Chapter show a static MLP design’s use in our
methodology to perform well enforcing varied policies and the varying constraints (capacity).
The performance trade-off from a dynamic approach seems reasonable, given the adaptability
and reduced training time provided by this enhancement. The simulations also demonstrate the
flexibly in the methodology to enforce any policy provided that an adequate set of input-output
mappings representing the operational data and the desired results are available for training. The
next Chapter discusses the extension of this requirement to a continuous development of the
input-output mappings, supporting adaptability in the methodology.

4.3.4 Minimizing Temporal Difference and Avoiding Starvation
The issue of starvation arises when the benefit calculated from a replication request is low
and the system remains overloaded for a long period of time. Such a request would be denied
replication based on our policy defined by our optimization function. To allow replication of
such requests would prevent the replication of otherwise optimal requests. Furthermore, the
replication of queued items, which have already missed their RPO in lieu of replication requests
that can meet their RPO effects our performance metric. But, starvation of servicing replication
requests of some subset of replication objects prevents the system as a whole from functioning
properly in a practical application.

Kevin P. Adams

80

To achieve the balance between fault-tolerance, data value and timing dependability, we
look to maximize the objective function used for optimization and minimize the ATD at each
optimization. Taking into account temporal distance, we construct an objective function defined
by the capacity C,and a set of n objects where an object i is described by its time in queue ti
(temporal distance), priority pi and weight wi. A subset of items is selected such that the total
profit of the selected items is maximized and the total weight does not exceed C. The
optimization can be formulated as a solution for the following linear integer program:
n

Maximize O = ∑ ti pi xi
i =1

n

Subject to

∑w x
i =1

i i

≤C

(6)

where pi ∈ {π 1 , K , π m }, i = 1, K n
and xi ∈ {0,1}, i = 1,..., n

The profit is now defined as tipi where pi belongs to the set of priorities {π1,…,πm}. The
other parameters are the same as (2). As can be readily seen, this enhancement is a simple
modification to the zero-one KP model with the profit defined as the term (tipi). This simple
substitution can be made to the MKP (defined in Section 4.2.2) also.
To evaluate this enhancement, an experiment with two simulations following the format of
Section 3.3.2 is executed. Each simulation used the same sequence of 20,871 replication request
over 80 replication intervals for training. Each simulation then used the same 26,089 replication
requests over 100 replication intervals for evaluation. The MLPs used throughout this
experiment for both training and inline testing for both simulations were those developed for the
earlier experiments of this Chapter.
The first simulation uses the objective function described in (2) for optimization to be used
in training and in verification. The second simulation uses the objective function described in (6).
Both are based on solving the zero-one KP. The first simulation produced 30,222 events for
evaluation. The second simulation produced 30,442 events. The results are presented in Table
XXII. The additional events are produced by additional requests being queued.
The t value is the average number of replication intervals required in order for the
replication request to be serviced. This is the average distance the primary and secondary are
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from synchronization during the experiment. The ideal value of t would be one. The ATD is the
priority-weighted measure of the average distance the primary and secondary are from
synchronization during the experiment. The ideal value the ATD would be two in this
experiment. An ideal value of the ATD or t implies an overloaded condition did not exist.
Table XXII. Results for ATD and starvation experiment.
Optimally
MLP Decisions
RPO
Simulation Accept Reject Correct Incorrect Met
ATD
t
One
23,427 6,795 30,169
53
22,429 3.530530 7.859251
Two
22,946 7,496 30,401
41
21,243 2.502971 5.818123
The conclusions of this experiment are two fold. First, the adding of a linear component to
the model does not materially affect the performance of the functional approximation (99.825%
verses 99.865%). And, secondly, while the actual optimum for the escalation is data dependent,
the linear escalation of the benefit is preventing starvation as demonstrated by the 29% reduction
in the t . The 26% reduction in ATD comes at a cost of a slight reduction (5.58%) in the number
of RPO being met (85.97% versus 81.425%). Figure 22 plots the number the RPOs met in
simulation two as a percentage of the RPOs met in simulation one. As can be seen in the Figure,
accounting for starvation imposes a performance penalty. The only exemption in the test
happened during the 29th interval. Simulation one met two RPOs and simulation two was able to
meet three. The reduction in ATD and slight reduction in RPO demonstrates the balance between
fault-tolerance (meeting the RPO), data value and timing dependability (minimizing the ATD).
160%
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100%
80%
60%
40%
20%

Replication Intervals

Figure 22. RPO results for ATD and starvation experiment.
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Chapter 5

ADAPTIVE CONTROL
The results presented in Chapter 3 demonstrate how effective our predictive approach can
be if new parameters are within the sensitivity bounds of a pattern used in training. The results of
Chapter 4 provide a basis for answering our two adaptivity questions. First, is a static design
flexible enough to deal with varying data and data sets? The simulations of Chapter 4
demonstrate the flexibly in the methodology to enforce any policy provided that an adequate set
of input-output mappings representing the operational data and the desired results are available
for training. Secondly, can the static neural network design perform adequately? The results of
Chapter 4 also show a static MLP design’s use in our methodology to perform well enforcing
varied policies and varying constraints. The performance trade-off from a dynamic approach
seems reasonable (less than 1% in our simulations), given the adaptability and reduced training
time provided by this enhancement. But, the experiments in both Chapters used a random
sampling of the original data removed before training or testing samples generated in the same
manner as the training samples for validation. This approach guarantees that the validation data
will follow the same pattern as the training data. These results derive the requirement to ensuring
that the patterns in the operational data are adequately represented in the training data and
recognizing when a pattern is changing or a new pattern is present. In order for this methodology
to perform well as patterns change, the MLP neural network must be retrained, reacting to these
changes.
In this Chapter, we complete our heuristic algorithm as described in Section 1.3 and
modeled in Figure 4. We present, in Section 5.1, a reactive solution to updating the inline neural
network to ensure emergent patterns and their impact on the sensitivities of existing patterns is
represented. In Sections 5.2 and 5.3, we complete our asynchronous replication methodology
application and evaluate the impact of the neural network design on the solution and
performance of our adaptation. The research presented in this Chapter is an expanded version of
the research originally presented in [4].
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Adaptive Control Approach
As the inline component operates, new historical data becomes available. The off-line

component continues to calculate the optimal solution for this historical data, potentially
measuring the performance of the inline component, continuing to train the off-line MLP and
updating the weights for the inline MLP neural networks as needed.
There are two general approaches to making these updates and the approach is based on the
choice of either a static or dynamic neural network design. The static MLP network design fixes
the topology, number of hidden layers and number of processing elements after initial training.
The dynamic MLP network design adapts the topology, number of hidden layer and number of
processing elements to the data set for an improved functional approximation. This is the
network design choice used in [2]. Using the dynamic neural network approach, as discussed in
Chapter 4 proved to be too time consuming in the form of downtime and training to be practical.
A static neural network design allows us to perform supplemental training by setting the
initial training network weights to the current inline set. In order to “boot strap” the initial
training process, the initial set of weights for the MLP are initialized to pre-calculated values of a
given replication pattern if it is known or random values if not. Updates to these weights are
made via supervised training with the historical data obtained since the last set of weights was
calculated. As replication requests are made to the inline MLP, the input parameters and the
MLP results are logged. At discrete intervals, the log is processed by the off-line component and
the log restarted on the inline component. The off-line component calculates the optimal solution
and uses these results to continue supplementary training of the off-line MLP. Each iteration of
training begins with the weights from the previous. This approach allows supplemental training
while preserving the influence of historical patterns. When training is complete the weights can
be uploaded into the inline MLP’s data structures. Updating a static design requires only the
inline MLP to upload a new set of weights since the MLP network has not changed. Uploading
of weights can occur without stopping the replication process by sending a signal to the inline
MLP to reload its weights. The process of updating the weights of the inline MLP can occur at
predefined intervals, when the results skew too much from optimal (a new replication pattern is
emerging) or as soon a training cycle is complete minimizing the delay between updates creating
a continuous training/update cycle.

Kevin P. Adams

84

In this work, we have chosen predefined update intervals. Updating at predefined discrete
intervals appears to be the most general approach. The predefined intervals should be large
enough to ensure patterns. Repeating events carry more influence, thus the ability to implicitly
identify the "most important" or "most representative" states of the system. Older events carry
less impact on the set of weights until their impact is negligible. The newest events are
accumulated over time (logged) and are integrated into the weights through training. The
heaviest influence on our weights is the latest data. This creates locality. The concern about
waiting for a predetermined error rate is that a new pattern will have emerged and the
performance may suffer significantly while the new pattern is incorporated via training. The
concern regarding continuous updates is that it approaches a zero time interval, thus the training
samples will continue to shrink to a small quantity. This small sample will then strongly
influence the weights and may not adequately encompass complete patterns. The rapid
recalculation of weights also may have the effect of quickly “aging out” historical patterns. An
alternative to continuous updates is to use continuous updates on a sliding window of the training
data. The impact of repeating some events in the training is unknown. The evaluation of
alternative update schemes is being addressed in future work.
The worst case operational delay in applying the feedback is reduced in the static neural
network design to the time required to read and store two floating point numbers (weight and
possibly a bias) per signal and close and restart the log. In order to utilize a static MLP neural
network design for this methodology, we must first determine if a static design is flexible enough
to deal with varying data and data sets (Section 5.2) and then measure if our reactive adaptation
is adequate for continuing good performance (Section 5.3).

5.2

Evaluation of Static Neural Network Design Impacts
Complexity within a neural network is measured in the number of layers and hidden

elements. Complexity has the potential to add precision to the model, but also increases the
difficulty for the model to converge on a set of optimal weights. Complexity also increases by a
linear factor of the inputs, the training time and the calculation time in operational systems.
MLPs learn how to transform input data into a desired response, so they are widely used for
pattern classification and functional approximation. Hornik, Stinchcombe, and White [54] and
Funahashi [38] showed in 1989 that single hidden layer neural networks are capable of
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approximating any continuous function to any given accuracy, provided that sufficiently many
processing elements are available. Thus, neural networks can form any nonlinear function with
any precision by theoretically increasing the number of processing elements, so with one or two
hidden layers, MLPs can approximate virtually any input-output map. However, a learning
algorithm cannot always determine the best combination of weights.
In this section, we look at the tradeoff of neural network complexity in our models and how
it affects our performance under a reasonable number of training epochs. Simulation data is
generated from each of the four models presented in the experiments of Chapter 4. The data for
each experiment is evaluated first with a single hidden layer MLP and then with a two hidden
layer MLP. The number of hidden layers used in the evaluation is limited to two based on the
work published by Hornik et al. [54] and Funahashi [38]. Each hidden layer has three through
nine processing elements. The training for each simulation in the experiment is from 1 to 1,000
epochs. The results show that the simpler MLPs perform with less variability and reach the knee
in the learning curve earlier in the training cycle as expected. The optimal configuration of those
tested varies based on the data set. Variance in the performance from one epoch to the next of a
given neural network is due to the changing of the weight associated with each signal flow. Two
charts are presented for each simulation. The first provides the results for all epochs. The second
increases the resolution around the bend in the curve by providing results for the first 100
epochs.

5.2.1 Single Hidden Layer MLP Evaluation
Figure 9 is a signal-flow graph of a single hidden layer MLP with three processing
elements, three inputs and a single output. Figure 20 illustrates the same MLP with four
processing elements. This is the network architecture used in the following four tests with each
test evaluating the difference in precision for three through nine hidden elements.

5.2.1.1 Single Hidden Layer MLP Zero-One KP Model Evaluation
As can be seen in Figure 23, the performance does not vary significantly based on the
number of hidden elements. The performance after a hundred epochs varies from a low at four

Kevin P. Adams

86

processing elements of 99.107% to a high at nine processing elements at 98.84%, indicating the
lack of variability in the nine hidden element network due to the extra precision (Figure 24).
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Figure 23. Single hidden layer MLP, zero-one
KP model.

Figure 24. Single layer hidden MLP detail,
zero-one KP model.

The performance after a 1000 epochs for the zero-one KP experiment (Figure 25) varies
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from 99.16% for nine hidden elements to 99.388% for four hidden elements.
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Figure 25. Single hidden layer zero-one KP evaluation.

5.2.1.2 Single Hidden Layer MKP Model Evaluation
The performance results of the second simulation are very similar to but slightly less than
that of the first. This is expected, as the MKP is a more complicated model in the fact that the
optimization function makes choices between channels and the MLP places accepted objects in
the channel of first fit. As can be seen in Figure 26, the variation between epochs is much less,
illustrating a nicely converging network. The performance at 100 epochs ranged from 98.20%
for nine processing elements to 98.78% for three processing elements (Figure 27),
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Figure 26. Single hidden layer MLP, MKP
model.

Figure 27. Single layer hidden MLP detail,
MKP model.

The performance at 1,000 epochs ranged from 98.76% for nine processing elements to
99.19% for three processing elements.
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Figure 28. Single hidden layer MKP evaluation.

5.2.1.3 Single Hidden Layer Multiple Zero-One KP Evaluation
The third experiment covers multiple instances of the zero-one KP. As seen in Figure 29, the
curve is a smoother version of the curve for the zero-one KP, which may be attributable to the
larger data set. The performance at a hundred epochs ranged from 98.83% for three processing
elements to 99.08% for four processing elements (Figure 30).
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Figure 29. Single hidden layer MLP, multiple
zero-one KP model.

Figure 30. Single layer hidden MLP detail,
multiple zero-one KP model.

The performance of the networks (Figure 31) at 1,000 epochs ranged from 99.18% at three
processing elements to 99.4% for four processing elements.
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Figure 31. Single hidden layer multiple zero-one KP evaluation.

5.2.1.4 Single Hidden Layer Multiple MKP Evaluation
The fourth experiment covers multiple instances of the MKP. As seen in Figure 32, the
curves remain smooth as they did in for a single instance of the MKP. The performance at one
hundred epochs ranged from 98.31% for nine processing elements to 98.89% for four processing
elements (Figure 33).
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Figure 32. Single hidden layer MLP, multiple
MKP model.

Figure 33. Single layer hidden MLP detail,
multiple MKP model.

The performance at 1,000 epochs (Figure 34) ranged from 98.89% for nine processing
elements to 99.26% for four processing elements.

Percentage of Optimal

99.30%
99.20%
99.10%
99.00%
98.90%
98.80%
98.70%
3

4

5

6

7

8

9

Hidden Elements

Figure 34. Single hidden layer multiple MKP evaluation.

5.2.1.5 Summary Single Hidden Layer Evaluations
Figure 35 provides a summary of the single hidden layer evaluations after 1,000 epochs of
training for our four models. Our empirical tests show that four processing elements provide the
overall best performance.
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Figure 35. Summary single hidden layer evaluations.

5.2.2 Two Hidden Layer MLP Evaluations
The same simulation data used for the single layer MLP evaluations is also used to evaluate
two hidden layers MLPs. Each hidden layer is evaluated with three through nine processing
elements. The processing elements per layer are kept the same for both layers. The training for
each evaluation is from 1 to 1,000 epochs. As in the previous section, two charts are presented
for each simulation. The first provides the results for all epochs. The second increases the
resolution around the bend in the curve by providing results from the first 100 epochs. Figure 36
is a signal-flow graph of a two hidden layer MLP with three processing elements per layer, three
inputs and a single output. MLP has 21 weights. The graphs to follow (Figure 37 through Figure
44) show an increased variability in the networks. This increased variability is the result of a
combination of extra precision and varying the network weights.

Figure 36. Two hidden layer MLP signal-flow graph.
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In each case, the two hidden layer MLP model evaluation shows more variability than the
same model for the single hidden layer MLP. Figure 45 provides a summary of the two hidden
layer evaluations after 1,000 epochs of training.
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Figure 45. Summary of the two hidden layer MLP evaluations.

5.2.3 Static Neural Network Design Results
As can be seen from Table XXIII, for the given data sets adding complexity to the MLP
does not significantly improve performance. Furthermore, the performance gains from additional
training drop off significantly once the knee in the training curve is reached. The number in
parenthesis is the number of processing elements in each hidden layer, which provided the
maximal value for the percentage of optimal.
Table XXIII: MLP comparison.

One Hidden Layer

Two Hidden Layers

1,000 Epochs

100 Epochs

10 Epochs

1000 Epochs

100 Epochs

10 Epochs

Model 1

99.388% (4)

99.107% (4)

98.874% (3)

99.388% (3)

99.273% (8)

98.880% (3)

Model 2

99.187% (3)

98.782% (3)

97.882% (3)

99.180% (3)

98.807% (3)

97.869% (3)

Model 3

99.397% (4)

99.078% (4)

98.922% (4)

99.401% (3)

99.075% (4)

98.947% (3)

Model 4

99.263% (4)

98.890% (4)

98.083% (3)

99.254% (3)

98.855% (3)

98.198% (3)

Figure 46 provides a summary comparison of the single and two hidden layer evaluations
after 1,000 epochs of training.

Chapter 5: Adaptive Control

93

Percentage of Optimal

99.20%
99.10%
99.00%
98.90%

Single Layer

98.80%

Two Layers

98.70%
98.60%
98.50%
3

4

5

6

7

8

9

Hidden Elements per Layer

Figure 46. Static MLP performance summary.
These simulations demonstrate that choosing a static network design given the varying data
set will affect the overall performance, but not to the degree to make the approach unfeasible.
The rational for using a single layer four processing element MLP for the experiments of Chapter
4 and the next Section were based on these simulation results.

5.3

Adaptation Evaluation
To evaluate the effectiveness of this adaptive approach we implement two simulation

applications of our asynchronous replication methodology. The first simulation used the MLP
network from the experiments of Chapter 4. The MLP was trained under a variable bandwidth in
the range of 0 – 1,048,544. The initial training weights were randomly assigned. Training
consisted of 100 replication intervals for 100 epochs.
Figure 47 shows a simulation run of 1,000 replication intervals with updates from the offline training MLP every 100 replication intervals. Figure 48 presents the same data as a
cumulative percentage of the optimal solution. As the simulation continues over time the
decision-making improves toward optimal with less variability as the inline MLP receives
updated weights from off-line training.
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Figure 47. Adaptive control static pattern.
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Figure 48. Cumulative percentage of optimal.

The spikes indicating performance drops are single replication intervals. The three instances
where performance drops below 88% are at intervals 300, 429 and 603. The reason for the spikes
appears to be a small number of replication requests during these intervals so an incorrect
decision carries a higher weight. Table XXIV provides a comparison of the performance of the
model with weight updates after each replication interval, each 100 replication intervals and no
updates during a thousand replication intervals.
Table XXIV. Performance of periodic model updates.
Update Interval
1,000
100
1

Replications Processed
310,147
310,147
310,147

Correct Incorrect
Ã
308,184
1,963
99.367%
308,363
1,784
99.425%
308,413
1,734
99.441%

The second simulation again uses the same optimization model and static MLP, but changes
the bias of the optimal results by reducing the range of the variable bandwidth over time. By
decreasing the available bandwidth the bias of the optimal results is changed. Table XXVI
describes the bias changes used in the simulation. These changes will affect the sensitivity
contained within a pattern and create new patterns. Training consisted of data from a fixed
number of optimization intervals for 100 epochs. Table XXV provides a comparison of the
performance of the model with weight updates after each replication interval, each 100
replication intervals and no updates during a thousand replication intervals.
Table XXV. Performance of periodic model updates.

Update Interval
1,000
100
1

Replications Processed
332,088
332,088
332,088

Correct
328,963
329,629
329,985

Incorrect
3,125
2,459
2,103

Ã
99.059%
99.259%
99.367%
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Table XXVI. Replication pattern distribution.

Replication
Interval
1-100
101-200
201-300
301-400
401-500
501-600
601-700
701-800
801-900
901-1,000

Capacity
Range
1-983,010
1-655,340
1-327,670
1-983,010
1-655,340
1-327,670
1-983,010
1-655,340
1-327,670
1-983,010

Average
Capacity
478,134
325,830
171,425
462,008
297,936
177,082
492,031
295,359
164,746
491,744

Avg. # of
Request
313.51
328.24
359.87
314.89
333.51
358.05
308.67
332.48
363.13
313.19

% Optimally
Accepted
72.37%
65.58%
53.84%
71.49%
62.51%
54.01%
74.28%
63.40%
52.38%
72.48%

The adaptive scheduler performance (Figure 49) follows the same general pattern as before
with spikes again appearing during intervals with a small number of requests. Figure 50 presents
the same data as a cumulative percentage of the optimal solution over the one thousand
replication intervals.
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Figure 49. Performance with dynamic patterns.
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Figure 50. Dynamic cumulative performance.

Simulation two shows a more dramatic improvement from the updating. After some initial
variation, the cumulative results show a leveling off and a performance range between 99.2%
and 99.3% of the optimal. This leveling, as opposed to asymptotic improvement, is an indication
that finer granularity in the patterns (increase in sensitivity) would be beneficial. This can also be
seen from the overall lower performance seen in the second simulation as opposed to the first.
Additional complexity in the MLP is required to support the increased sensitivity.

Chapter 6

OPERATIONAL COMPARISION
The example used throughout this dissertation proposes a novel policy-based passive
asynchronous replication methodology for increased resiliency of data during overloaded
conditions. The increased resiliency is based on choosing which data is replicated during these
overloaded conditions and as a result which data is lost in the event of a catastrophe. This
methodology is addressing a key component in risk management and continuity of operations
planning. In continuity of operations planning, the events required for recovery are prioritized.
The traditional approach to passive asynchronous replication inherently assumes in its FIFO
queuing that all data objects have the same value. The methodology developed allows for the
implementation of a policy affecting how current specific data objects within the backup replica
are, reducing risks by ensuring the availability of more current, higher priority data in the event
of a catastrophe.
The file system level view of the data provides a way to categorize data into subsets. For a
subset of the file system, a set of parameters can be defined to specify a replication request for a
replication object (update frequency, granularity, and priority). Files are grouped based on
temporal dependencies forming replication objects. Replication request are fed to the scheduler,
which accepts and rejects requests based on a user-defined policy. The policy is implemented by
optimizations based on an objective function. The objective function seeks to balance two
metrics defined in Section 4.1.2, the RPO and the ATD. The RPO metric measures how well the
system is meeting the replication requirements for individual objects. The ATD metric measures
how well the system as a whole is meeting its replication requirement. The implementation of
the policy is enforced heuristically by a MLP neural network.
The experiments and case studies presented in Chapters 3 and 4 demonstrate the approach
of using a MLP neural network to heuristically enforce a policy in near real-time, to perform
extremely well. The principle requirement with this approach is ensuring that the patterns in the
data are adequately represented in the training data and recognizing when a pattern is changing
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or a new pattern is present. The solution, presented in Chapter 5, uses historical data from the
operational system for the initial supervised training of the MLP. This training continues as the
system operates and data becomes historical, with subsequent updates to the MLP, improving the
functional approximation that heuristically is enforcing the policy. This solution ensures the
adaptability and flexibility of the methodology.
In this Chapter a case study is implemented to validate the findings of the simulations
presented in Chapter 4 and Chapter 5 and demonstrate the operational effectiveness of the
replication methodology. The case study compares the performance of an operational data vault
to the replication methodology developed throughout this dissertation. The objective function
used to define the policy is defined in equation (6) and takes into consideration the priority of the
object and the distance the object is from the primary data source. The combination of these two
parameters forms the benefit on which the off-line optimization is based.
The research presented in this Chapter is an expanded version of research originally
presented in [4].

6.1

General Deployment Issues
In order to gain near optimal performance, the system must make near optimal decisions.

The experiments and case studies previously presented demonstrate that near optimal control
decision-making is attainable, but the definition of optimal performance must be known prior to
the off-line optimization. Our approach assumes this is a known factor, not discovered by our
methodology. Furthermore, the design and training aspect of this approach is computationally
intensive and often requires a considerable amount of trial and error. Fortunately, all the
computation and experimentation with different network models, inputs, and potential subsets
can be done off-line. When designing an MLP, there are three main issues to resolve: input
parameters, data patterns and network design.
Statistical regression analysis is the best analogy for determining the input parameters for
the network. Regression models are useful in screening for identification of the most important
factors among hundreds of factors [68]. While this is still a manual trial and error process, the
parameters with high degrees of correlation to the output parameter are good input candidates
and data analysis tools are helpful.

Kevin P. Adams

98

A simple method to obtain more sophisticated approximations is to partition the state space
into several subsets and construct a separate cost function approximation in each subset. In other
words, if multiple patterns are present and identifiable, a good method is to train the MLP for the
pattern and store the weights. These weights are restored when the new pattern is recognized.
Defining potential data subsets requires usage domain knowledge or an understanding of the data
patterns from long-term observations and analysis.
In defining the architecture of the neural network, a commercial tool is recommended.
Commercial tools commonly use genetic algorithms to determine the best neural network
architecture for a given data set. The training time for dynamic networks will, as a result, be
significantly greater than a static neural network design. In general, simple networks are
powerful and train faster, thus start small and simple and add complexity if additional precision
is required.
As discussed in Chapter 5, the process of updating the weights of the inline MLP could
occur at when the results skew too much from optimal. While waiting for a predetermined error
rate is not recommend as the feedback interval, it is an excellent measure indicating the need for
enhancement in the neural network design. This can be seen in Figure 50.

6.2

Operational Case Study
For this case study, logs of the actual replications occurring from an operational data vault

for 16 replication objects over a period of 42 days are kept. The requests are taken from an
SLBM operational system and each request, when made, has a replication interval of one hour
that defines its RPO. During this period, 14,828 replication requests occurred. We defined our
optimization intervals to be one hour in duration, beginning on the hour. The result is 1,008
optimization intervals. The log data is then used to make replication requests for the system
described in Chapter 4 and derive results relative to the operational system. The adaptive
solution described in Chapter 5 is employed in this case study to verify continued near optimal
performance. Figure 51 shows the sizes of all requests in a given interval over the last 984
optimization intervals. The data from the first 24 intervals is used for the initial training. The
large variability in the size of the replication requests is expected as the replications are at the
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block level using the SnapMirror® product and the usage scenario for the data is for periodic
rebuilds of the product (vast changes) after a series of integrated updates (small changes).
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Figure 51. Interval update sizes.
In this Case Study, we use this operational data to evaluate the performance of our solution
verses the operational system under various capacities. The optimization model used in this case
study is described by (6). The two metrics defined in Section 4.1.2 are used to measure
performance over the sample. Our goal is to balance the two metrics, taking into account the
priority of each replication object.
The 16 replication objects used in this case study were selected from a single source and is
a small sample of the actual data being replicated. For background, the replication from the data
source to the data vault is accomplished over the 100 Mbps communications link between two
buildings. The link is shared with all users for communications between the buildings. The
replication is throttled to limit the impact on the user community. This creates a fixed capacity
channel for the data replication. Our evaluation will look at the fixed channel capacities shown in
Table XV and a comparison made of the results.
The selection of the optimization intervals can be variable or fixed. The choice does impact
the implementation of this methodology. A variable optimization interval affects the capacity
parameter. While the bandwidth remains constant, the capacity varies with the duration of the
interval. Supporting this variability was a prime consideration in the selection of
CAPACITY_USED parameter as a percentage of available capacity, normalizing the parameter
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to between 0 and 1. A variable interval allows the optimization to be able to meet the schedulable
criteria for all requests in the models. A fixed optimization interval cannot make this guarantee.
In this case study, we chose to implement a fixed optimization interval. Thus at each
optimization we have two types of objects:
1) Objects which can be scheduled in the given interval.
2) Objects that are too big to be scheduled.
Objects that can be scheduled are scheduled based on the new methodology. Objects that
are too big to be scheduled are sent to a “Too Big” queue and processed FIFO. The solution
simulated in this case study is discussed by Adams in [1]. Two IP QoS priority queues are
established (simulated) on the fixed channel. The scheduled objects have priority and can use up
to 100% of the channel. The FIFO queue is serviced with the remainder of the bandwidth.
The replication requests for each object are periodic. The replication interval for each object
is one hour. The optimization interval was also chosen to be one hour. Objects are submitted to
the MLP to determine whether to replicate or queue. A queue is created for rejected objects.
Replication request for rejected objects, objects which were not replicated and are currently
in the rejected queue yields an updated replication object, containing both updates. The benefit is
now the sum of the benefits of both updates. This approach is a by-product of using the

SnapMirror® utility. SnapMirror® does block level updates that must replicate in order. A
better solution would be for the replication utility to be aware of the scheduling and follow the
replication scheduler model flowcharted in Figure 8 and generate a new update and request. If
the updated object is too large to be scheduled, it is queued in the FIFO queue.
This implementation of a FIFO queue for objects that are too big to be scheduled is a result
of the selection of too coarse-grained a definition of the replication objects. A FIFO queue
provides a worst-case for the solution to be the status quo.
The first 24 optimization intervals are used for the initial training of the MLP. After this, the
data samples are used operationally. After processing of an optimization interval of data, a signal
is sent to the inline MLP to update weights and “roll” the log. The first time that the weights are
uploaded the weights are the same as the original training weights. The first log provides the first
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set of data for subsequent training. As the simulation progresses, the training lags the operational
system by one optimization interval.
Table XXVII provides the results of the first metric for the baseline operational
implementation (FIFO), the MLP implementation and an optimal implementation based on the
model used to train the MLP. The results include details of the RPOs being met on-time that is
obtainable under various capacity allocations for the sample. Note that, in order to meet all RPOs
over all intervals, the capacity utilization is down to 1.7% representing the large variability in the
sizes of individual updates over time.
Table XXVII. Recovery point objective metric.

Capacity
Utilization Made
227,933
100.00%
838
253,258
90.00% 3,469
284,915
80.00% 5,931
325,617
70.00% 8,130
379,887
60.00% 10,579
455,864
50.00% 12,187
569,831
40.00% 13,193
759,774
30.00% 13,866
1,139,661
20.00% 14,189
2,279,322
10.00% 14,396
13,144,309
1.70% 14,540

FIFO
MLP
Optimal
Missed % Made Made Missed % Made % Made
13,702
5.76% 11,755
2,785 80.85% 81.00%
11,071 23.86% 12,533
2,007 86.20% 86.44%
8,609 40.79% 13,144
1,396 90.40% 90.50%
6,410 55.91% 13,403
1,137 92.18% 92.80%
3,961 72.76% 13,844
696 95.21% 95.43%
2,353 83.82% 14,084
456 96.86% 97.10%
1,347 90.74% 14,410
130 99.11% 99.15%
674 95.36% 14,483
57 99.61% 99.64%
351 97.59% 14,524
16 99.89% 99.89%
144 99.01% 14,531
9 99.94% 99.94%
0 100.00% 14,540
0 100.00% 100.00%

Figure 52 plots the resultant RPO metric under various capacity allocations for this sample.

Percentage RPO Made

The optimal curve is slightly above the MLP curve.
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Figure 52: Recovery point objective comparison.
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Table XXVIII provides the summary results of the performance of each neural network at
each capacity for this sample.
Table XXVIII: Summary MLP performance.

Capacity
227,933
253,258
284,915
325,617
379,887
455,864
569,831
759,774
1,139,661
2,279,322
13,144,309

Capacity
Utilization
100.00%
90.00%
80.00%
70.00%
60.00%
50.00%
40.00%
30.00%
20.00%
10.00%
1.70%

Queued
FIFO
2,702
1,871
1,263
478
505
294
71
33
16
9
0

MLP
Correct
11,798
12,607
13,212
13,875
13,949
14,165
14,441
14,493
14,524
14,531
14,540

MLP
Incorrect
40
62
65
187
86
81
28
14
0
0
0

MLP
Performance
99.66%
99.51%
99.51%
98.67%
99.39%
99.43%
99.81%
99.90%
100.00%
100.00%
100.00%

Table XXIX presents the results of the second metric on this sample. Temporal distances
take into consideration the priority of the object. In this sample, an ATD of 2.932 means all
requirements were met. At capacity utilizations of 80% and above, items remain queued at the
end of the sample period. There is simply not enough capacity, given the arrival times of the
replication objects, to complete replication by the end of the sampling period. The temporal
distance for each object is calculated when the object completes its replication. Thus for the
queued objects at the end of the sampling period, the ATD is calculated as if they all completed
at the end of the sampling interval. The impact of this calculation accounts for 3.77%, 6.43%,
and 2.73% of the ATD respectively for the 100%, 90% and 80% capacity utilization calculations.
This will understate the actual ATD.
Table XXIX: Average temporal distance metric.

Capacity
100.00%
90.00%
80.00%
70.00%
60.00%
50.00%
40.00%
30.00%
20.00%
10.00%
1.70%

FIFO ATD
254.941
168.856
98.427
24.310
13.786
8.319
5.229
3.932
3.286
2.954
2.932

MLP ATD
176.832
73.401
52.466
18.635
10.521
6.300
3.445
3.136
2.999
2.952
2.932

Optimal ATD
176.718
73.342
52.390
18.559
10.446
6.230
3.380
3.075
2.932
2.951
2.932
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Figure 53 plots the comparison of the ATD metric. As can be seen from the chart, the MLP
solution is very close to optimal and performs significantly better than the status quo at the high
bandwidth utilizations commonly used for data vaulting. As the chart shows, the increases in
performance decrease shapely around 67%. While these bends are data and sampling interval
dependent, the constant is that the less the capacity utilization after the bend, the less impact this

Average Temporal Distance

solution provides.
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Figure 53: ATD comparison.
The performance improvements demonstrated in this Chapter reinforce the ability of our
adaptive methodology to implement and enforce a decision-making policy with significant
accuracy. While the RPO and the ATD metrics are specific to the application developed
throughout this dissertation, they demonstrate, through the shown performance improvements,
the applicability and practicality of our methodology.

6.3

Case Study Conclusions
The new replication methodology developed in this work provides an improvement in data

recovery through a policy-based backup, which increases the number of RPOs met on-time of
highly valued data by replicating based on the benefit density of the replication request. This new
methodology also decreases the priority weighted temporal distance of the replica. These
improvements are made without significant impacts on the operational system or communication
links. Global admission control decisions are made in near real-time with local state information,
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requiring minimal processing and communication traffic impacts on the operational system. The
level of the improvements diminishes as bandwidth utilization decreases. In general, this will be
the case as network queuing can always be avoided with “enough” bandwidth. Unfortunately, in
dynamic systems enough cannot be defined absolutely and in some situations additional
bandwidth is simply not an option.
Policy based replication has applicability beyond data vaulting. Applications with limited
resources and bandwidth such as embedded applications may benefit from our approach. One
such application currently being researched is data replication in collaborative wireless sensor
network systems [43].

Chapter 7

CONCLUSIONS
In this work we developed a novel heuristic methodology that uses neural networks for
classifying, learning and detecting changing patterns, as well as making decisions fast enough for
use in real-time. Our work begins in Chapter 1 by defining and motivating our basic approach.
Chapter 1 also introduces and motivates the running example used throughout this dissertation.
Chapter 2 provides background and a survey of research related to our methodology and our
example application. The development of our heuristic begins in Chapter 3 where the predictive
portion of the methodology is defined. Our heuristic is made adaptive and predictive in Chapter
4. Chapter 5 concludes the development of our heuristic with the additional of our feedback
mechanism. Throughout the development of this heuristic, it is evaluated through simulation and
then verified via an operational case study through the development of a new methodology for
asynchronous passive data replication.

7.1

Research Issues
Throughout this research we have investigated four main issues. The first and most

fundamental issue researched is the impact of the dynamic behavior of the system when dealing
with uncertainty. The dynamic behavior requires us to make our solution adaptive. Feedback is
the conventional choice for adapting to a dynamic system and is employed in our approach. Our
feedback mechanism is separated from the operational system allowing near real-time
optimization calculations (predictions) dealing with the uncertainty. As shown in Chapter 3, if
the variations in the constraints are outside the sensitivity bounds of all patterns, the result is a
guess. Recognizing these pattern changes in the operational system requires retraining of the
inline MLP. As discussed in Chapter 4, while designing the MLP network for a specific data set
provides not only the best results but allows for the most flexibility in the data set, the full
retraining required in this approach proved too time consuming to be practical. In order to allow
incremental training, our neural network design became static and a balance in the amount of
new data used in training and the update interval is required. The optimal quantity of training
105
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data and update interval are parameters that are application specific and must be tuned for
optimal performance. In Section 7.4 we discuss an enhancement that may automatically optimize
the update interval, leaving the quantity of training data as a required optimization parameter.
The results presented in Chapters 5 and 6 show our feedback solution to adapt and provide
long-term performance improvement as long as the fundamental pattern structure of the data
remains constant. As discussed in Section 5.3, linearly incremental pattern structure changes
resulting in increasing sensitivities and numbers of patterns will adversely affect the performance
of our static neural network, but not to the point of making the approach ineffective. Leveling or
declining performance is an indication that our neural network design needs to be revisited and
updated.
The second research issue is looking for characteristics common in applications of this
methodology. Many problems in system, control system or distributed system theory can be
described as optimization problems and solved using optimization techniques. This research
focused on binary optimization problems where the optimized values need to be available in near
real-time and must be calculated in the presence of uncertainty. The system being optimized may
be distributed. As with any approach to prediction in a dynamic environment, the greater the
variability allowed on the input parameters the greater the probability of correct predictions, thus
our system will perform better with lower sensitivities. The low sensitivities become more
important as we move to a static MLP design. The lower sensitivities will allow more flexibility
in the training, thus lessoning the likelihood of a MLP network redesign requirement.
The third issue is how close to optimal is feasible and can it be maintained? The results of
Chapter 3 show that if we can ensure all patterns in the operational data are present in the
training data, and if the MPL is designed to that data set, optimal is feasible. Unfortunately, all
patterns can never be known a priori. The empirical results of the simulations presented in
Chapter 4 show that the compromises made to support adaptive behavior do carry a performance
penalty but only of a few percentage points. The empirical results of the simulations and case
study in Chapters 5 and 6 show that the dynamic behavior of the system can be accommodated
with our delayed feedback approach and the high performance levels can be maintained in the
long run. During periods of new pattern emergence, performance will suffer as not only are the
exemplars that should be classified in the emergent pattern classified incorrectly, but the affects
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on correlated exemplars may now be mapping to an incorrect prediction. At the extreme there is
the degenerative case where all constraint variations are outside the sensitivity bounds of all
patterns, or the mappings have become incorrect. In such cases, the result is a guess. Guessing
provides our lower bound on performance; 50% of optimal in unbiased binary optimization
problems. Supplemental training resolves this problem.
Our final research issue is to define the actual advantages, tradeoffs and limitations
provided by this methodology. The main advantages of our methodology are (1) performing near
optimally in a dynamic uncertain environment and (2) making these optimizations in a small
fixed determinate quantity of time (near real-time). The main tradeoffs made in the development
or our methodology were (1) in moving the feedback mechanism off-line, (2) requiring a static
MLP neural network design to support this feedback and (3) by requiring low sensitivity in our
optimization solutions.
The requirement of low sensitivity and dimensionality led us to restricting our research to
binary integer optimization problems. While this is restrictive and could be viewed as a
limitation, the application of this class of problems is wide, especially in the area of resource
utilization and the tradeoff of low sensitivity to gain the quality of heuristic defined in this work
is worthwhile.
In order to achieve near real-time operational performance, this methodology employs
significant additional processing outside of the operational system. The approach not only
performs the processing required to calculate the optimal solution, but also takes these solutions
and uses them to train a MLP neural network. The effort required to adequately train the MLP is
commensurate with the effort to calculate the optimal solution.

7.2

Contributions
The framework of this research is a dynamic system with discrete outputs. The discrete

outputs are used to control the behavior of the system and are required in real-time. We restrict
our research to systems with binary outputs, low sensitivity and low dimensionality. The system
may be distributed.
The main contribution of this work is a novel heuristic methodology that uses neural
networks for classifying, learning and detecting changing patterns, as well as making (near) real-
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time decisions. We improve on existing approaches by providing a real-time adaptive approach
that takes into account changes in system behavior with minimal operational delay without the
need for an accurate model. The methodology is validated by extensive simulation and practical
measurements.
Section 1.6 details the research contributions. In addition to continued contributions through
publications and presentations, these contributions include:

•

A design methodology for real-time distributed control in uncertain environments.

•

A methodology that provides performance specifications and guarantees.

•

The development of a novel data replication methodology as an example of a practical
distributed resource allocation problem demonstrating the potential of this methodology to
provide continued near optimal performance.

7.3

Related Work Comparison
In this work we developed a solution that builds upon and extends current research. The

developed solution is an adaptive predictive heuristic that utilizes sensitivity analysis and the
classification and identification abilities of MLP neural networks in a novel way.
Our approach, as described in Section 1.3, utilizes both multi-interval deterministic
optimization in the off-line processing and a heuristic functional approximation implemented in
the inline processing. The idea to move global optimization off-line and provide periodic
feedback has also been proposed in the closed loop solutions by Lu [80], Eker [36] and Seto et

al. [110]. Our work supplements this work by using our periodic feedback for retraining neural
networks. The functional approximation is predicting the optimal decision based on incomplete
knowledge of the optimization problem. This approach supports the calculation of real-time
results.
The real-time prediction component of our heuristic is implemented by a neural network.
There have been several results where a neural network is used to solve optimization problems in
real-time, for example, Lee and Hsu [74] and Bertsekas and Tsitsiklis [14]. The drawback to
these approaches is they heuristically solve deterministic optimization problems. The required
delay of decision-making to support optimization is not always a desirable behavior. These
deterministic solutions are required to develop our training data off-line.
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Predictive solutions typically rely on some form of sensitivity analysis. Sensitivity analysis
is a procedure to determine the sensitivity of the outcomes to changes in its parameters.
Parametric Analysis [33, 39, 40] is the class of sensitivity analysis used in this research.
Parametric Analysis performs simultaneous changes of dependent parameter values from their
nominal values that maintain the optimal basis. This provides the maximum magnitude of change
for values of dependent parameters.
In the parametric analysis, gradients of the objective and constraint functions with respect to
the control parameters can be calculated with the sensitivity equations of the differential equation
system. This analysis attempts to make the uncertainty deterministic by describing parameter
uncertainty through bounds of expected deviations or probabilistic representations (stochastic
programming model). But, as discussed by Lu [80], a series of differential equations are not
always obtainable for every system. The alternative is to approximate the system from historical
data as we do.
Ordinary Kriging [93] is a geostatistical methodology that also uses historical data in the
determination of the weights in the Kriging predictor. Kriging interpolation has been used
successfully in a wide variety of Computer Aided Engineering (CAE) applications [85, 107, 112]
and is commonly used in geographical information systems [93]. The Kriging predictor, which
estimates the unknown value using weighted linear combinations of the available input, relies on
the spatial correlation structure of the data to determine the weighting values. Our predictor also
estimates the unknown value using a weighted linear combination as shown in equation (1). Our
approach does not rely on any assumed structure in the correlation of the data in the
determination of the weights, but develops the correlation structure through the training of the
neural network.
Ordinary Kriging is an exact predictor that interpolates across a continuous solution space
and does not account for variability in the inputs as we do. Recent research in Kriging
interpolation is seeking new approaches to quantify the uncertainty of the Kriging predictor in
discrete simulations by accounting for variance in the calculation of the optimal weights by
incorporating the sensitivity analysis into the statistical model [126].
A similar alternative is demonstrated by Ramaraj, Teodorović and Gračanin [104] in their
real-time optimization of the zero-one KP. They use dynamic programming to solve the problem
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exactly for the historical data set. The results are then used for training a neural network to
predict the local optimal results in real-time. The neural network predictor is weighted linear
combinations of the available input. Though not explicitly called out in their research, Ramaraj,
Teodorović and Gračanin are relying on the parametric sensitivity of the inputs to correctly map
new inputs to output values.
The main shortcoming of the predictive approaches is the lack of support for a dynamic
environment. In systems with discrete outputs, changes occur in increments rather than in a
smooth, marginal fashion. Thus, sensitivity analysis for discrete systems must be made by resolving the problem. In the Ramaraj, Teodorović and Gračanin approach, this means redesigning
and retraining the neural network. In the Kriging enhancement, this means a redefinition of the
correlation matrix and a recalculation of the weights in the Kriging predictor. In short, re-solving
the problem is a very time-consuming process not conducive to dynamic applications requiring
real-time performance.
We improve on existing approaches by providing a real-time adaptive approach that takes
into account changes in system behavior with minimal operational delay without the need for an
accurate model. System adaptation is implemented through a periodic feedback mechanism. The
feedback mechanism supports emerging patterns, changes to the sensitivity of patterns and
globally optimized predictions in a dynamic environment. Our approach allows even the model
on which the sensitivity analysis is based to evolve over time without having to recalculate at
each iteration. This approach integrates the performance and stability of open loop control
approaches while supporting uncertainty associated with dynamic behavior in the system model.

7.4

Future Work
One of the research contributions of this work is defining a basis for a distributed

optimization method for operational systems characterized by uncertainty and requiring real-time
decision-making. Computer switching networks, traffic control systems and dynamic real-time
systems are among the examples of systems that fall into this category of operational systems.
Combat systems are an example of a dynamic real-time system and offer a potential environment
for future applications of this technique through its integration into the adaptive resource
manager. The use of this research in an adaptive resource manager will require a change in the
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current model. Currently, the approaches known to the author use a centralized resource manager
implementing a best effort approach to develop an ordered list for scheduling. Our methodology
would make the resource manager a distributed function, with requests being handled on an
accept/delay basis. Research by Hegazy and Ravindran [48] reports a significant portion of the
time allocated to perform a task is spent in the scheduling operation. Using our approach, this
overhead can be virtually eliminated from the operational system, potentially more than
compensating for the slightly less than optimal selections.
Other future work includes expanding the training process to a variable duration, instead of
the current fixed duration. This work looks to investigate the benefits of continuous system
updates. We are looking to have the operational system updated immediately upon the
completion of training, followed by immediate retraining given new historical data and a sliding
window of previously historical data. The net result is a maximization of updates, a minimizing
of the delta between the operational data and the training data while maintaining the history of
learned patterns. The sliding window can be expanded to encompass intervals larger than normal
scheduling intervals. The approach allows the optimization and the training to support an
extended optima instead of the local optima common in multi-interval optimizations and
removes the requirement to tune the feedback interval.
Other on-going work is looking to evaluate the impact of a stochastic network on the
replication methodology introduced in this work. The precursor to this work was the evaluations
presented based on variable capacities. Also, the applicability of the replication methodology is
being evaluated for state replication in distributed virtual environments and wireless
collaborative sensor networks [43].
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