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Abstract
Data mining techniques, such as clustering, have become a mainstay in many applications
such as bioinformatics, geographic information systems, and marketing. Over the last decade,
due to new demands posed by these applications, clustering techniques have been significantly
adapted and extended. One such extension is the idea of finding clusters in a dataset that
preserve information about some auxiliary variable. These approaches tend to guide the clustering algorithms that are traditionally unsupervised learning techniques with the background
knowledge of the auxiliary variable. The auxiliary information could be some prior class label
attached to the data samples or it could be the relations between data samples across different datasets. In this dissertation, we consider the latter problem of simultaneously clustering
several vector valued datasets by taking into account the relationships between the data samples. We formulate objective functions that can be used to find clusters that are local in each
individual dataset and at the same time maximally similar or dissimilar with respect to clusters across datasets. We introduce diverse applications of these clustering algorithms: (1) time
series segmentation (2) reconstructing temporal models from time series segmentations (3) simultaneously clustering several datasets according to database schemas using a multi-criteria
optimization and (4) clustering datasets with many-many relationships between data samples.
For each of the above, we demonstrate applications, including modeling the yeast cell cycle
and the yeast metabolic cycle, understanding the temporal relationships between yeast biological processes, and cross-genomic studies involving multiple organisms and multiple stresses.
The key contribution is to structure the design of complex clustering algorithms over a database
schema in terms of clustering algorithms over the underlying entity sets.
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Chapter 1
Introduction
Data mining techniques are useful for discovering unsuspected patterns and relationships from data
in novel ways. Data mining encompasses a broad range of techniques from the fields of mathematics, statistics, and machine learning. A wide variety of tasks such as exploratory analysis of the
data [81], descriptive modelling to characterize the underlying model of the data [62], classification techniques to identify distinct groups in the data [19], association rule mining to find frequent
co-occurring patterns in the data [3], all fall under data mining techniques. Data mining techniques
have received wide attention in various scientific as well as commercial fields [51].
Clustering algorithms are unsupervised data mining techniques to group data samples such
that the samples assigned to a group (cluster) are highly similar to each other but are dissimilar
from those assigned to other clusters [28]. The notion of similarity between the data samples
is typically captured by a distance measure that is incorporated into the clustering algorithm’s
objective function. It is important to distinguish clustering from supervised discriminant analysis
techniques [19]. In supervised classification techniques, we are provided with a set of training data
that consists of patterns labeled with the classes in data. This data is used to learn the model for
each class and then applied on new data for classification. Clustering algorithms have traditionally
been unsupervised, in the sense that no prior information about the data is utilized and the algorithm
hinges solely on the distance measure defined between all the data samples. Clustering algorithms
have no explicit distinction between learning and evaluation phases as in the case of supervised
learning algorithms.

1.1

Setting

Clustering algorithms are primarily used when no prior knowledge about the data is available. The
user defines a distance metric to calculate the similarity between the data samples. The shape of
the clusters found is sensitive to this distance assumption. For example, measuring similarity with
Euclidean distance leads to hyperspherical clusters. Each cluster has a prototype that represents
the data samples assigned to the cluster. The clustering algorithm seeks to find the prototypes that
optimize an objective function, e.g., one that captures the distance between the prototypes and the
data samples. Several clustering algorithms have been developed over the years to solve this basic
problem, the most well known being the k-means algorithm [26].
Recent years have witnessed an effort to incorporate more user-driven constraints into cluster1

ing algorithms. One of the interesting trends is the ability to ‘constrain’ the clustering indirectly, by
communicating to the algorithm any apriori knowledge of which data samples must be (or must not
be) clustered together [17, 57, 83, 86]. This is important in extending the traditionally unsupervised
nature of clustering to contexts where there is background knowledge available. Recently, a new
class of clustering algorithms has been developed that, in addition to/in lieu of a distance measure,
also utilizes some prior auxiliary information about the data to drive the clustering [31, 78]. The
intent is that the clustering, when viewed as a compression of the data, must preserve the auxiliary
information as much as possible. Such auxiliary information can come in various guises. For
instance, it could be some prior class (supervised) information that we seek to mimic in our clustering. It could be relationships between data samples if we are simultaneously clustering two or more
datasets. The former case is extensively studied in information bottleneck algorithms [22, 66, 78].
In this work we focus on the latter case, clustering multiple datasets where the data samples are
real valued vectors, and the auxiliary data is the relationships between the data samples across the
datasets.

1.2

Research Questions

In this dissertation, we propose the following research questions that will be studied alongside their
application to key bioinformatics datasets.
1. Can we define a simultaneous clustering primitive over two datasets with paired data samples that can be used either to find maximally similar or maximally dissimilar sets of clusters?
Finding maximally similar or dependent clusters across datasets denotes that if a set of samples is assigned to a cluster in the first dataset, then their counterparts in the second dataset
are all assigned to the same cluster. In essence, when the number of clusters is equal across
both datasets, a one-to-one correspondence between the clusters across the datasets exists. A
contrary problem is to find maximally dissimilar or independent clusters in the two datasets.
In this case, if a set of samples is assigned to a cluster in the first dataset, their counterparts
are spread apart across all the clusters in the second dataset, and vice versa. In this case there
is minimal overlap between the clusters across the datasets. We formulate an objective function that when maximized leads to similar clusters and when minimized leads to dissimilar
clusters across the datasets.
2. Can we use clustering dynamics as a basis to identify ‘break points’ in time series data?
A novel application for finding maximally dissimilar clusters across two datasets is to use it
for time series segmentation where dissimilarity is over clusters inferred over adjacent time
windows. In particular, we desire to identify the segments of a time course data between
which there are significant changes in the way groups of data samples are clustered together.
Our hypothesis is that groupings of the data samples change dynamically in response the
critical events during the time course. The time points corresponding to these events define
the segment boundaries and the clusters across such adjacent segments are highly dissimilar
due to significant regrouping of the data samples. We devise a method to identify the critical
2

events and the time boundaries using the clustering algorithm for maximally dissimilar clusters [74, 76]. We demonstrate applications to segmenting datasets from the yeast cell cycle
and the yeast metabolic cycle.
3. Can the results of time series segmentation be used to derive temporal models of critical
events in the data?
We analyze time series segmentations to derive Kripke models that represent the state transitions in the data sets. Kripke models are widely used as a modeling formalism for reasoning
with temporal logics. A Kripke model is a graph whose nodes represent the reachable states
of the system and whose edges represent state transitions. We employ various statistical tests
to infer the critical events in each segment and deem these events as the states of the Kripke
model. Combining the models derived from different datasets reveals the differences in the
temporal coordination of the critical events in the datasets. In particular, we present Kripke
models of biological processes derived from yeast gene expression data [72, 73].
We address the following two questions jointly.
4. Can we compose or generalize the simultaneous clustering primitive to model more than two
datasets simultaneously?
5. Can we generalize simultaneous clustering to accommodate many-to-many relationships?
A natural extension of clustering two datasets is to cluster multiple datasets simultaneously
where the user specifies the tuples of datasets that are supposed to have similar clusters and
dissimilar clusters. This is analogous to having a schema of clustering relationships between
the datasets. We compile the schema into a combined objective function which is a convex
combination of the individual objective functions between each pairwise relationship.
The objective functions we developed to model one-to-one relationships between two datasets
can be readily extended to model many-to-many relationships between datasets. We “flatten
out” many-to-many relationships between the datasets into many one-to-one relationships
to create datasets with replicated samples for each relationship. Clustering these replicated
datasets by modeling the one-to-one relationships is equivalent to clustering the original
datasets by modeling many-to-many relationships. We present studies to cluster diverse but
related datasets under different clustering schemas and also datasets with multiple ortholog
relationships in human, worm, and yeast [75].

1.3

Outline

The outline of this dissertation is as follows:
• Chapter 2 is a survey of related clustering algorithms [77].
• Chapter 3 describes a general framework developed for clustering over contingency tables.
• Chapter 4 describes the use of the framework from Chapter 3 for time series segmentation [74, 76].
3

• Chapter 5 describes another application to derive Kripke models from time series segmentations. This chapter also includes details about the data analysis we conducted and the
biological insights derived from the segmentations [72, 73].
• Chapter 6 describes the algorithms and applications with clustering schemas and multiple
relationships [75].
• Chapter 7 identifies the conclusions of this dissertation and directions for future work.
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Chapter 2
Survey of Related Research
Clustering algorithms are unsupervised methods to group data samples such that the samples assigned to a group (cluster) are highly similar with each other but are dissimilar from those assigned
to other clusters. The notion of similarity between the data points is typically captured by a distance measure that is incorporated into the clustering algorithm’s objective function. The choice of
distance measure influences the shape and sizes of clusters found. Recently, new clustering algorithms have been developed that, in addition to/in lieu of a distance measure, also utilize some prior
auxiliary information about the data to drive the clustering. The intent is that the clustering, when
viewed as a compression of the data, must preserve the auxiliary information as much as possible.
Such auxiliary information can come in various guises. For instance, it could be some prior class
(supervised) information that we seek to mimic in our clustering. It could be relationships between
data samples if we are simultaneously clustering two or more datasets. In either case, the objective function is suitably modified to capture the notion of preservation of relevant information. In
this paper, we begin by reviewing some information-theoretic notions and then present clustering
algorithms that utilize auxiliary information to drive their operation.

2.1

Review of information theory

We denote discrete random variables by capital letters (X, Y , . . .) and their realizations (specific
values taken by the random variables) by lowercase letters (x, y, . . .). The set of all possible values
of a discrete random variable is denoted by calligraphic letters, i.e., x ∈ X denotes the possible
values of X. Vectors of random variables are denoted by uppercase bold letters, X, Y, . . ., and their
realizations are denoted by lowercase bold letters, x, y, . . .. The probability distribution (density
function) of X is denoted by p(x) = P (X = x), and the conditional probability distribution is
denoted by p(x|y) = P (X = x|Y = y).
Entropy
Entropy is a measure of the uncertainty of a random variable. The entropy of a discrete random
variable X with distribution p(x) is defined as
X
H(X) = −
p(x) log p(x).
(2.1)
x∈X
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For discrete random variables X, Y with joint distribution f (x, y) and marginal distributions g(x),
h(y), the conditional entropy is defined as
H(X|Y = y) = −

X f (x, y)
x∈X

h(y)

log

f (x, y)
h(y)

and
H(X|Y ) =

X

h(y)H(X|Y = y).

(2.2)

y∈Y

KL-divergence
The Kullback Leibler divergence between two probability distributions p(x) and q(x) is defined as
DKL [pkq] =

X

p(x) log

x

with the limits

p(x)
,
q(x)

lim p(x) log p(x)
= 0, lim p(x) log p(x)
= ∞
q(x)
q(x)

p(x)→0

q(x)→0

(2.3)
implied. It measures the

inefficiency of assuming that the distribution is q when the true distribution is p. KL-divergence
is colloquially referred to as a “distance” between two distributions p and q although it doesn’t
satisfy the requirements of a distance measure. It is nonnegative and is zero if and only if p = q.
However, it is not symmetric and does not satisfy the triangle inequality.
JS divergence
The Jensen-Shannon divergence between two probability distributions p(x) and q(x) is defined as
JSΠ (p, q) = π1 DKL [pkm] + π2 DKL [qkm],

(2.4)

where Π = (π1 , π2 ), 0 < π1 , π2 < 1, π1 + π2 = 1 and m = π1 p + π2 q. It is easy to verify that the
JS divergence is a true distance metric.
Mutual Information
The mutual information between two random variables X and Y with a joint distribution f (x, y)
and marginal distributions g(x) and h(y) is defined as
I(X; Y ) =

XX
x

f (x, y) log

y

f (x, y)
.
g(x)h(y)

(2.5)

Mutual information is a measure of dependence between the two random variables. It can be
expressed as the KL divergence between f (x, y) and g(x)h(y). In terms of entropy,
I(X; Y ) = H(X) − H(X|Y ) = H(Y ) − H(Y |X).

(2.6)

Mutual information is the reduction in uncertainty of one random variable due to the knowledge of
the other.

6

2.2

The single sided information bottleneck

The information bottleneck (IB) method introduced by Tishby et al. [78] is an information theoretic
approach to clustering. In the information bottleneck method, each primary data sample x, which
is an instance of the random variable X, is associated with some auxiliary data sample y, which
is an instance of another discrete random variable Y . A joint probability distribution p(x, y) of
this association is assumed to be available. Typically X represents the features of the objects to be
clustered and Y represents some relevant information about these objects. For instance, X could
denote features of documents and Y could denote some a priori classification of documents, such
as whether they are news articles or research papers. The goal of IB is to cluster X in such a
way that the clustering preserves the distinctions made by Y . Of course, a trivial answer is to
just group documents as suggested by Y but such a clustering will not yield a compression of the
given dataset. IB aims to find clusters such that the clusters afford compression of X and preserve
information about Y .
The IB variational principle captures the tradeoff between compression (increasing compression reduces I(C;X)) and preservation of auxiliary information (increasing preservation increases
I(C;Y)) via
L = I(C; X) − βI(C; Y ),
(2.7)
where C is the desired clustering, I(C; X) is the compression information, and I(C; Y ) is the
auxiliary information. Lower values of β > 0 give more importance to compression while higher
values give more importance to preserving relevant information.
We seek clusters such that the cluster membership probabilities of the data samples, i.e., p(c|x),
minimize L. In order to express L in terms of p(c|x), we substitute the expressions for mutual
information
X
X
p(c, y)
p(c, x)
p(c, y) log
−β
p(c, x) log
L=
p(c)p(x)
p(c)p(y)
c,y
x,c
=

X

p(x)p(c|x) log

x,c

X
p(c|x)
p(y|c)
p(c)p(y|c) log
−β
.
p(c)
p(y)
c,y

(2.8)

Observe that since samples x and y are associated, knowing x and y provides no more information
than knowing just x, i.e., p(c|x, y) = p(c|x). Using this independence relation,
p(x, y, c) = p(c|x)p(x, y),
X
X
p(c) =
p(x, y, c) =
p(x)p(c|x),
x,y

p(y|c) =

(2.9)
(2.10)

x

1 X
1 X
p(x, y, c) =
p(x, y)p(c|x).
p(c) x
p(c) x

(2.11)

Using the above equations it can be shown that p(c|x) is a stationary point of L if and only if
p(c) −βDKL [p(y|x)kp(y|c)]
e
, ∀c ∈ C, ∀x ∈ X ,
(2.12)
Z(x, β)
P
where Z(x, β) is a normalization function so that c p(c|x) = 1. It is evident that the KL divergence, DKL [p(y|x)kp(y|c)], is the effective distortion measure for the IB functional. This is a key
p(c|x) =

7

contribution of the IB framework — without making any assumptions on the distortion measure,
IB shows that the KL-divergence between the distributions of auxiliary data as represented by the
primary data and the clusters is the exact distortion measure to be minimized, and derives p(c|x)
in terms of this measure.
In any clustering algorithm, similar data points are grouped together and cluster prototypes are
chosen such that the distance between the data points in a cluster and the prototype of the cluster
is minimized. In the IB framework, the distances between the data points are measured in terms
of their associations with the auxiliary data, p(y|x). The auxiliary data distribution represented by
a cluster p(y|c) is interpreted as the cluster prototype. A data point x is assigned to a cluster c if
p(y|c) is similar to p(y|x), and this is captured by the KL-divergence DKL [p(y|x)kp(y|c)].
In practice IB algorithms start with a random assignment of the data points to clusters and
iteratively improve this solution such that at each step L decreases and the iterates eventually
converge to a local optimal solution. Some of these algorithms are described below.

Iterative Information Bottleneck
This algorithm is a straightforward method that uses the Eqs. (2.10), (2.11), and (2.12). The update
steps for the (n + 1)-st iteration are given by
1. p(n+1) (c|x) =

p(n) (c) −βDKL [p(y|x)kp(n) (y|c)]
e
, ∀c
Z(x,β)

2. p(n+1) (c) =

x

∈ C, ∀x ∈ X .

p(x)pn+1 (c|x), ∀x ∈ X .
P
3. p(n+1) (y|c) = pn+11 (c) x p(x, y)pn+1 (c|x).
P

These steps are repeated till p(c|x) converges.

Agglomerative Information Bottleneck
The agglomerative IB algorithm [66] is analogous to hierarchical clustering algorithms. A hierarchical clustering algorithm starts with a proximity matrix containing the distance between data
points and each data point is treated as a singleton cluster. The most similar pair of clusters is
merged in each iteration and the proximity matrix is updated to reflect this merger. The process is
repeated until all data points are in the same cluster.
Recall that the IB framework implicitly specifies the distance measure. In order to calculate
the cost of merging two clusters, consider the problem of maximizing the IB functional
Lmax = I(C; Y ) − β −1 I(C; X).

(2.13)

Observe that this functional is simply Eq.(2.7) multiplied by −β −1 , and hence maximizing Lmax
is equivalent to minimizing L. Suppose two clusters ci and cj are merged to form a single cluster
c̄. The membership probabilities with respect to this new cluster c̄ are given by
p(c̄|x) = p(ci |x) + p(cj |x), ∀x ∈ X .
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(2.14)

Observe that such an addition will preserve the requirements of a probability measure. Using this
equation we can define
p(c̄) = p(ci ) + p(cj ),
p(cj )
p(ci )
p(y|ci ) +
p(y|cj ).
p(y|c̄) =
p(c̄)
p(c̄)

(2.15)
(2.16)

Lmax in equation 2.13 has a maximum value when each data point is in its own singleton cluster.
Merging any two clusters results in a decrease of Lmax . This decrease in the value of Lmax is
∆Lmax (ci , cj ) = p(c̄) · d(ci , cj ),

(2.17)


where Π = p(ci ), p(cj ) /p(c̄) and
d(ci , cj ) = JSΠ [p(y|ci ), p(y|cj )] − β −1 JSΠ [p(x|ci ), p(x|cj )].

(2.18)

The agglomerative IB algorithm constructs a hierarchical clustering by merging the pair of clusters
that cause minimum information bottleneck loss as given by ∆Lmax at each step.

Sequential Information Bottleneck
The agglomerative IB algorithm constructs a hierarchical clustering representation of the data set.
However, for large data sets, this procedure is impractical. The sequential IB algorithm uses the
cost function ∆Lmax described above more efficiently.
The algorithm begins with a fixed partition of N clusters. Then in each iteration, the following
steps are performed:
1. Choose some data point xi at random and remove it from its cluster ck .
2. Assume the data point xi is in a singleton cluster {xi } and calculate the merger cost ∆Lmax ({xi }, cj ),
j = 1, . . ., N and assign xi to the cluster cj with minimum cost.
3. Update p(y|cj ) and p(y|ck ).
These steps are repeated till the data points do not change their cluster memberships.

2.3

Multivariate Information Bottleneck

Multivariate IB [22] generalizes the single sided IB framework to clustering several datasets simultaneously by preserving auxiliary information about several other datasets. The dependencies
between the datasets are captured by two Bayesian networks Gin and Gout . Gin represents the
“compression relationships”—if C is a clustered representation of X, then a directed edge from X
to C exists in Gin . The Bayesian network Gout captures “information preservation relationships”–
if a clustering C preserves information about Y , then a directed edge exists from C to Y in Gout .
The networks Gin and Gout for the single sided IB are shown in Figure 2.1. Parallel IB and symmetric IB shown in Figures 2.2 and 2.3 are two multivariate formulations that have interesting
9

Figure 2.1: Input and Output networks for single sided IB

Figure 2.2: Parallel IB
applications and interpretations. In parallel IB, we seek several systems of clusters of the same
dataset X that preserve information about the same Y independently. In effect, these clustering
schemes capture independent aspects of the information X contains about Y . In symmetric IB, the
clustering CX compresses X preserving information about Y and at the same time CY compresses
Y preserving information about X. In the Gout corresponding to symmetric IB, this is captured
through a single link from CX to CY . CX preserves information about Y through CY . Hence no
direct link between CX and Y is required.
The information represented by a Bayesian network G is defined as
X
(2.19)
IG =
I(Xi ; PaG
Xi ),
i∈S

where PaG
Xi is a vector random variable formed from the parents of Xi in the network G and the
sum is over all nodes S of G with indegree ≥ 1. The multivariate IB functional captures the tradeoff
between the informations represented by the “compression” network, I Gin , and the “information
preservation” network, I Gout
LM IB = I Gin − βI Gout .
(2.20)

Figure 2.3: Symmetric IB
10

In the following discussion, each Xi represents the random variable corresponding to dataset
i and Ci represents its corresponding cluster random variable. Lower case letters correspond to
specific values of these random variables. The cluster k in dataset i is represented by cki . For
in
convenience of notation we let Uj = PaG
Cj (the compression variables Cj are always children in
−j
out
= VXi \Cj where the
Gin ), VW = PaG
where W can be a Xi or Cl , VC−jl = VCl \Cj , and VX
W
i
notation V\C means the vector V with its component C deleted. E(p()) denotes the expectation
with respect to distribution p(). Cj ` VW indicates that Cj is a component of the vector VW .
The conditional distributions {p(cj |uj }) are a stationary point of the multivariate IB functional
LM IB if and only if
p(cj |uj ) =

p(cj )
e−βd(cj ,uj ) , ∀cj ∈ Cj , ∀uj ∈ Uj ,
ZCj (uj , β)

(2.21)

where ZCj (uj , β) is a normalization function, and
X
−j
−j
, cj )]]
d(cj , uj ) =
, uj )kp(xi |vX
Ep(v−j |uj ) [DKL [p(xi |vX
i
i
{i:Cj `VXi }

X

+

Xi

Ep(v−j |uj ) [DKL [p(cl |vC−jl , uj )kp(cl |vC−jl , cj )]]
Cl

{l:Cj `VCl }

+ DKL [p(vCj |uj )kp(vCj |cj )].

(2.22)

The first summation in the distortion measure above is over all the data variables Xi , and the
second summation is over all the cluster variables Cl whose information is preserved by clusters
in Cj . The last term is used if information about Cj is preserved by VCj .
Multivariate IB clustering algorithms are similar to the single sided IB algorithms. The Iterative MIB algorithm uses updates for distributions based on the stationary equations (2.21). The
agglomerative and sequential MIB algorithms use a cluster merging criterion similar to that in
single sided IB. To derive this criterion consider maximizing
IB
Gout
LM
− β −1 I Gin .
max = I

(2.23)

This equation is obtained by multiplying the MIB functional LM IB in (2.20) by −β −1 . Suppose
clusters crj and csj in dataset j are merged to form c̄j , the cluster probabilities with respect to this
new cluster are defined as
p(c̄j |uj ) = p(crj |uj ) + p(csj |uj ).
(2.24)
The reduction in the value of Lmax , which is the cost function for merging crj and csj , is
¯ r , cs ),
∆Lmax (crj , csj ) = p(c̄j )d(c
j j

(2.25)


where Π = p(crj |uj ), p(csj |uj ) /p(c̄j |uj ) and
h
X

i
−j r
−j s
¯ r , cs ) =
−j
d(c
E
JS
p(x
|v
,
c
),
p(x
|v
,
c
)
Π
i
i
j j
Xi j
Xi j
p(v |c̄j )
{i:Cj `VXi }

+

X
{l:Cj `VCl }

Xi

h

i
Ep(v−j |c̄j ) JSΠ p(cl |vC−jl , crj ), p(cl |vC−jl , csj )
Cl





+ JSΠ p(vCj |crj ), p(vCj |csj ) − β −1 JSΠ p(uj |crj ), p(uj |csj ) .
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(2.26)

The agglomerative and sequential multivariate IB algorithms use the cost function in (2.25) in a
similar fashion to their single sided IB counterparts.

2.4

K-means as IB

The popular k-means clustering algorithm has been shown to be a special case of IB [69]. The
regular k-means algorithm can be initialized by randomly chosen cluster prototypes. In each iteration, the distance between the data points and prototypes is measured, and the data points are
assigned to the nearest cluster. For each cluster, the mean of the data points in the cluster is chosen
as the new prototype. To formulate k-means as IB, given a dataset Y = {yi : i ∈ X }, X = {1, . . .,
N }, we interpret the clustering algorithm as compressing the indices x of the data vectors while
preserving the information about their location y. The IB functional for k-means is
Lmax (p(c|i)) = I(C; Y) + λI(C; X).

(2.27)

Note that λ = −β −1 is the penalty parameter. Recall that the optimal solution according to IB is
"
#
p(c)
1X
p(y|x)
exp
p(y|x) log
.
p(c|x) =
Z(x, λ)
λ y
p(y|c)
Since the index x is associated with a particular data vector y, p(y|x) = 0 or 1, so the sum inside
exp reduces to
1X
p(y|x) log p(y|c).
−
λ y
Given the index x of a data vector y, we know its cluster membership c, hence, p(y|x, c) = p(y|x).
This implies
1 X
p(y|c) =
p(y|x)p(c|x)p(x).
(2.28)
p(c) x
Let Nc be the number of clusters. We assume that all N data vectors are equally likely, p(x) = N1 .
Using the iterative IB algorithm, the n-th iteration is
"
#
pn−1 (c)
1X
pn (c|x) =
exp −
p(y|x) log[pn−1 (y|c)] ,
(2.29)
Z(x, λ)
λ y
X
1
pn (y|c) =
p(y|x)pn (c|x),
(2.30)
N pn−1 (c) x
1 X
pn (c) =
pn (c|x).
(2.31)
N x
However, this iteration does not involve cluster prototypes and its limit depends on the initial values
for p(y|c). To make the connection with k-means, we impose a distance measure d(y, y0 ) on the
data space and initialize p(y|c) as



1
1
(0)
p0 (y|c) =
exp − d y, yc
,
(2.32)
Z0 (c, s)
s
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(0)

where yc are the initial cluster prototypes chosen at random, Z0 (c, s) is a normalizing factor, and
s > 0 is a scale factor. After each iteration, the cluster prototypes are chosen to minimize
X

pn (y|c)d y, yc(n)
y

by solving
X

(n) 

pn (y|c)

∂d y, yc
(n)

= 0.

∂yc

y

For d(y, y0 ) being Euclidean distance squared, this becomes
X
X
X
(n)
pn (y|c) y
pn (y|c) =
pn (y|c) y.
yc =
y

y

(2.33)

y

(n)

Now using these cluster prototypes yc , redefine the conditional probabilities pn (y|c) in (2.30))
by



1
1
(n)
pn (y|c) =
exp − d y, yc
.
(2.34)
Zn (c, s)
s
For y = yx , the IB iteration (2.29) satisfies
1

pn+1 (c|x) ∝ pn (y|c)− λ .
(n) 
(n) 
For fixed y, let d y, yα = minc d y, yc , and observe that pn (y|α) > pn (y|c) ∀c 6= α and
pn (y|α)−1/λ  pn (y|c)−1/λ for −1  λ < 0 and ∀c 6= α. Thus
pn (yx |α)−1/λ ∝ pn+1 (α|x) → 1 and pn (yx |c)−1/λ ∝ pn+1 (c|x) → 0

(2.35)

(n)

∀c 6= α as λ → 0. Thus as λ → 0, the IB iteration, with the cluster prototype yc and distance
(n) 
d y, yc calculations, reduces to k-means, where all the probabilities p(c|x) are 0 or 1, and the
(n)
yc become centroids, since 1/p(y|c) = the number of yi assigned to cluster c.

2.5

Information theoretic co-clustering

Information theoretic co-clustering [18] gives an efficient algorithm for clustering two discrete
datasets simultaneously when a joint distribution of the datasets is available. The rows and columns
of this joint distribution matrix are grouped simultaneously resulting in homogeneous two-dimensional
blocks, each of which is called a co-cluster. The resultant clusters in the datasets are mutually informative of each other. This problem can be formulated as symmetric IB in the multivariate IB
framework. However, the co-clustering algorithm gives a more efficient formulation.
The data samples across the rows of the joint distribution table p(x, y) are represented by X
and those down the columns are represented by Y . The task is to cluster X into CX and Y into
CY so that CX preserves maximum information about Y and CY preserves maximum information
about X. The loss in mutual information due to clustering the rows and columns is
I(X; Y ) − I(CX ; CY ).
13

(2.36)

An optimal co-clustering minimizes this information loss. This information loss is equivalent to
the KL-divergence between the probability distributions p(x, y, cx , cy ) and
q(x, y, cx , cy ) = p(cx , cy )p(x|cx )p(y|cy ),

(2.37)

I(X; Y ) − I(CX ; CY ) = DKL (p(x, y, cx , cy )kq(x, y, cx , cy )).

(2.38)

p(· · · ) is used generically here to denote the probability (density) distribution of its arguments.
That q as defined is in fact a probability distribution follows from observing that
XXXX
q(x, y, cx , cy ) = 1.
x

y

cx

cy

The distribution p(x, y, cx , cy ) can be written as
p(x, y, cx , cy ) = p(cx , cy )p(x, y|cx , cy ).

(2.39)

Comparing the distributions p and q above, we can see that q tries to approximate the conditional
joint distribution p(x, y|cx , cy ) as a product of p(x|cx ) and p(y|cy ), i.e, the co-clustering tries to
capture the joint distribution of X and Y through the individual row and column cluster distributions.
We consider the case of hard clustering, where each data sample belongs to only one cluster. In this case, p(cx |x) = 1 if x is assigned to cx , else p(cx |x) = 0 (similarly for the column
data y and clusters cy ). The distribution q preserves several marginal and conditional distributions of p as shown below, as a result of which it is a good approximation of p. Here q(· · · )
with different arguments is used to denote marginal/conditional probability (density) distributions of q(x,
cx , cy ), whereas p(· · · ) with different arguments denotes the true distribution, e.g.,
Py, P
q(x, cx ) ≡ y cy q(x, y, cx , cy ) and q(x|cx ) ≡ q(x, cx )/q(cx ), whereas p(x|cx ) is the probability
density of the random variable X|Cx = cx . A list of useful relationships between q and p follows.
q(cx , cy ) = p(cx , cy ), q(x, cx ) = p(x, cx ), q(y, cy ) = p(y, cy ).
p(x) = q(x), p(y) = q(y), p(cx ) = q(cx ), p(cy ) = q(cy ).
p(x|cx ) = q(x|cx ), p(y|cy ) = q(y|cy ).
p(cy |cx ) = q(cy |cx ), p(cx |cy ) = q(cx |cy ).
q(y, cy |cx ) = q(y|cy )q(cy |cx ).
q(x, y, cx , cy ) = p(x, cx )q(y, cy |cx ).
q(x, cx |cy ) = q(x|cx )q(cx |cy ).
q(x, y, cx , cy ) = p(y, cy )q(x, cx |cy ).

(2.40)
(2.41)
(2.42)
(2.43)
(2.44)
(2.45)
(2.46)
(2.47)

Let W (x) denote the cluster to which the row data sample x is assigned and W (y) denote
the cluster to which the column data sample y is assigned. The following algorithm attempts to
minimize the information loss (2.38).
1. Start with a random partition and initialize n ← 0. Calculate q 0 (cx , cy ), q 0 (cx ), q 0 (y|cy ) and
use these to calculate q 0 (y, cy |cx ) as given by (2.44) and q 0 (x, y, cx , cy ) using (2.45).
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2. Compute the cluster index for each row data sample x,
W n+1 (x) = argmin DKL [p(y, cy |x)kq n (y, cy |cx )],
n+1

cx
n

W
(y) = W (y),
W n+2 (x) = W n+1 (x).
3. Using W n+1 (x) and W n+1 (y), compute q n+1 (cx , cy ), q n+1 (x|cx ), q n+1 (cy ), and use these to
calculate q n+1 (x, cx |cy ) as given by (2.46).
4. Compute the cluster index for each column data sample y,
W n+2 (y) = argmin DKL [p(x, cx |y)kq n+1 (x, cx |cy )].
cy

5. Using W n+2 (x) and W n+2 (y), compute q n+2 (cx , cy ), q n+2 (cx ), q n+2 (y|cy ), and use these to
calculate q n+2 (y, cy |cx ) as given by (2.44) and q n+2 (x, y, cx , cy ) using (2.45).
6. If DKL [p(x, y, cx , cy )kq n (x, y, cx , cy )] − DKL [p(x, y, cx , cy )kq n+2 (x, y, cx , cy )] is negligible, terminate, else n ← n + 2 and repeat Steps 2–6.

2.6

Multiway clustering using Bregman Divergences

Banerjee et al. [5] describe a generic framework using Bregman divergences to cluster multiple
datasets that share a single relationship and extend it to multiple relations between the datasets.
Let φ : S → R be a C 1 strictly convex function defined on the convex set S ⊂ Rn . The
Bregman divergence dφ : S × int(S) → [0, ∞) is defined as
dφ (z1 , z2 ) = φ(z1 ) − φ(z2 ) − hz1 − z2 , ∇φ(z2 )i,

(2.48)

where ∇φ is the gradient of φ and h·, ·i is the dot product on Rn . The Bregman information of a
random variable Z with values z ∈ S is defined as the expected Bregman divergence
Iφ (Z) = E[dφ (Z, E[Z])].

(2.49)

The Bregman information captures the “spread” or “information” in a random variable. Different
divergence functions can be modeled by choosing an appropriate φ. If φ(z) = z log z, the divergence dφ is called I-divergence and the Bregman information Iφ is proportional to KL-divergence.
For squared Euclidean distance φ(z) = kzk22 , Iφ is proportional to the squared Frobenius norm of
the diagonal of the covariance matrix of Z.
Multiway clustering is a generalization of the co-clustering approach described in the previous
section. In the co-clustering approach only two data sets are simultaneously clustered, while multiway clustering aims to cluster several datasets by preserving the relationships between them. We
first consider the case when multiple datasets share a single relationship.
Notation
For i = 1, . . ., n, let Xi be the random variable corresponding to the ith dataset, with range
Nmi = {1, 2, . . ., mi }. Let f : Nm1 × · · · × Nmn → S be a function of all the random variables,
and let S ⊂ Rk be convex. The random variable Z = f (X1 , . . ., Xn ) is an n-dimensional tensor
Z ∈ S m1 ×···×mn . Let X = (X1 , . . ., Xn ), x = (x1 , . . ., xn ), and w denote the measure induced
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on Z by p(x) so that wx1 ,...,xn = P (X1 = x1 , . . ., Xn = xn ) = P (Z = zx1 ,...,xn ) = p(x1 , . . .,
xn ) = p(x). Let ki denote the number of clusters desired for the dataset i. A multiway clustering
of the datasets is defined as the n-tuple ρ = (ρ1 , . . ., ρn ) where each ρi : {1, . . ., mi } → {1, . . .,
ki } denotes a mapping from the data samples to their respective clusters. Let X̂i = ρi (Xi ) be the
cluster random variable for dataset i that takes values in {1, . . ., ki }.
Multiway Clustering Formulation
Using the cluster random variables X̂i , we can construct a new tensor C with E[C] = E[Z] that is
an approximation of the original tensor Z. As with any information theoretic clustering algorithm,
we seek to minimize the expected distortion between the original representation of the tensor and
its approximate representation. In the case of multiway clustering this distortion is measured in the
terms of the loss of Bregman information, and thus the objective function is the difference in the
Bregman information between the original and the approximate tensors,


B = E dφ (Z, C) = Iφ (Z) − Iφ (C).
(2.50)
An optimal multiway clustering minimizes this distortion.
In order to characterize C, we specify the information about the summary statistics of Z that
are to be preserved by C. Let {Vs }rs=1 be a set of r random variables corresponding to the different
summary statistics that are to be preserved. This set is called a multiway clustering basis. In the
simplest case, the basis is the singleton set {V1 } = {(X̂1 , . . ., X̂n )}, where X̂i = ρi (Xi ) ∀i. This
is called the block multiway clustering (BMC) basis. Information theoretic co-clustering is the
special case of this model where n = 2, C is a two-dimensional tensor (matrix), and the clustering
basis is {V1 } = {(Cx , Cy )}. Given the summary statistics, the set of potential solutions for C is

SA = C 0 E[Z] = E[C 0 ], E[Z|Vs ] = E[C 0 |Vs ], s = 1, . . . , r .
(2.51)
All the approximations C 0 ∈ SA preserve the conditional expectations associated with the multiway clustering basis. The best approximation in SA is chosen according to the maximum Bregman
information principle (MBI), which states that the best approximation is the one that has maximum
Bregman information, i.e,
(2.52)
C = argmax Iφ (C 0 ).
C 0 ∈SA

A unique solution to the MBI problem always exists in the form
C = hφ (Λ∗ , X, ρ(X)),

(2.53)

where Λ∗ = (Λ∗1 , . . ., Λ∗r ) is the optimal Lagrange multiplier, ρ(X) ≡ ρ1 (X1 ), . . ., ρn (Xn ) , and
hφ is a convex function. Even though the MBI problem has a unique solution, it can be expressed
in closed form as a function of the summary statistics only for certain clustering bases such as
BMC. The algorithm for multiway clustering follows.
1. Start with a random multiway clustering ρ and estimate for Λ.
2. For i = 1, . . ., n, calculate the new cluster assignments for ρi via
h
(ρi (xj ), Λ∗ ) = argmin EX|Xi =xj
(x̂j ,Λ)

i
dφ Z, hφ Λ, (X|Xi = xj ), (ρ(X)|ρi (Xi ) = x̂j ) ,
for xj = 1, . . ., mi .
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3. Repeat Step (2) until ρ and Λ converge; the solution is then given by (2.53).
Note that multiple relationships are already modeled by the case z ∈ S ⊂ Rk for k > 1. An
alternative approach is to use multiple tensors Zs to model the relationships. The MBI solution for
approximating each individual tensor is the same as above. The objective function is the weighted
sum of the differences between the Bregman informations of the original and corresponding approximate tensors, and an algorithm similar to the one above optimizes this distortion.

2.7

Discriminative Clustering

In the algorithms discussed so far, the primary data samples are merely discrete indices and their association with the auxiliary data is available in the form of a joint probability distribution. Typically
this joint probability distribution is estimated from the co-occurrence frequencies of the primary
and auxiliary data. For example, to cluster words by preserving information about documents, the
number of times each word appears across the documents is counted and a joint probability distribution of word-document associations is estimated from these counts. When the primary data are
real valued vectors and the auxiliary data is discrete, it is not possible to estimate the joint probability distribution through co-occurrence frequencies. One possible solution is to use kernel density
estimation techniques [56] to estimate the joint probability distribution, but these techniques are
extremely unreliable for high dimensional vectors. Sinkonnen et al. [65] describe a method to
address this problem without any explicit joint density estimation.
Let X represent the vector valued random variable corresponding to the primary data whose
instantiations are x ∈ X ⊂ Rn , Y represent the discrete auxiliary data whose instantiations are
y ∈ Y ⊂ N, and C represent the cluster labels whose k instantiations are c ∈ C = Nk . For ease of
interpretation, we assume that each data vector is labeled with one or more class labels y. These
labels y constitute the auxiliary data. Each cluster c has two prototypes—mc for primary data, and
p(y|c) for auxiliary data. Note that all the algorithms for discrete data described so far use only the
auxiliary data prototypes p(y|c), as there is no explicit primary data. Additional prototypes mc ,
are required to model primary data in the form of real valued vectors.
In vector quantization [25], the average distortion between the prototypes of the clusters and
the data is defined by
k Z
X
Wc (x)d(x, mc )p(x) dx,
(2.54)
E=
c=1

X

where Wc (x) is a cluster membership function, p(x) is the probability density function of X, and
d(x, mc ) is a distortion measure that measures the distance between the cluster prototype mc and
the data x. As with the IB framework, the KL-divergence between the auxiliary data distributions
of the primary data and the clusters is chosen as the distortion measure:
EKL =

k Z
X
c=1

=−

Wc (x)DKL [p(y|x)kp(y|c)]p(x) dx

(2.55)

X

k XZ
X
c=1 y∈Y

[Wc (x) log p(y|c)]p(y|x) dx + constant.

X
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(2.56)

Note that the summation is over the auxiliary data labels y and the cluster labels c. In the case of
hard clustering, each data point is assigned to only one cluster, Wc (x) = 1 if x belongs to cluster
c, otherwise Wc (x) = 0. Since Wc (x) is typically constructed to depend on mc or p(y|c), using
such hard cluster memberships gives rise to a distortion function EKL that is not continuously
differentiable with respect to mc or p(y|c). To get smooth gradients that are required by many
numerical optimization procedures, the cluster membership functions are parametrized as
1
exp(f (x; mc )),
(2.57)
Z(x)
P
where Z(x) is a normalization function such that c Wc (x) = 1. f (x; mc ) is chosen based on the
shape of clusters desired
P in the primary data space. The auxiliary data distributions of the clusters
are multinomial with y p(y|c) = 1. To enforce this constraint, these probabilities are expressed
using the soft max parametrization
!
X
log p(y|c) = γcy − log
eγcm ,
(2.58)
Wc (x) =

m∈Y

where one γcy is fixed to avoid degeneracy. From equations (2.57) and (2.58), EKL is thus
parametrized in terms of the prototypes mc and constants γcy ∝ log p(y|c). The n-th step of
an optimization algorithm that minimizes EKL with respect to mc and γcy has the form:
1. Choose a data sample x at random and let its class label be y.
2. Choose two clusters c and c0 at random.
3. Update the variables by
"
m(n+1)
c

=

m(n)
c

−α

(n)

(n) 

∂f x; mc
∂mc

#


log

p(y|c0 )
p(y|c)


,

for s ∈ Y
(n+1)
(n)
γcs
= γcs
− α(n) [p(s|c) − δys ],

where δys is the Kronecker delta and α(n) is a line search stepsize. Perform a similar update
for mc0 and γc0 s . No update is performed if c = c0 .
An alternative formulation for this clustering problem is given by Kaski et al. [32]. The
N
primary data is a sequence of vectors x̄ = x(i) i=1 for which x denotes a generic element, and
N
ȳ = y (i) i=1 is the corresponding sequence of auxiliary class data with generic class y ∈ Y =
 M
yi i=1 . Let ψy be the vector with components ψy,c = p(y|c), c = 1, . . ., k, let ψ = ψy1 , . . .,

ψyM , and let ψ y be the set of all such possible
P vectors ψy . View ψy,c as the value of a nonnegative
random variable Ψy,c , where the Ψy,c satisfy y Ψy,c = 1 ∀c. Ψy is the vector random variable with
components Ψy,c , and Ψ is the vector random variable with components Ψy . Given the primary
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data x̄ and the auxiliary data ȳ, the posterior of the primary data prototypes {mc }kc=1 is obtained
by integrating out all the auxiliary data prototypes ψy from the joint conditional distribution,
Z
Z
···
p({mc }, ψ|x̄, ȳ) dψy1 · · · dψyM
A = p({mc }|x̄, ȳ) =
ψ y1

ψy

M

Z

Z

∝

···
ψ y1

p(ȳ|{mc }, ψ, x̄) p({mc }, ψ, x̄) dψy1 · · · dψyM
ψy

M

Z

Z
···

∝
ψ y1

Y

p(ȳ|ψ)
ψy

p(ψy ) dψy1 · · · dψyM

(2.59)

y∈Y

M

Q

assuming that ȳ is independent of {mc } and p({mc }, ψ, x̄) ∝ p(ψ) =

p(ψy ).

y∈Y

It is reasonable to assume that Ψy has a Dirichlet distribution with the same parameter n0y for
Q n0 −1
each component ψy,c , in which case p(ψy ) ∝ ψy,cy and
c

Q
Z
A∝

Z

YY

···
ψ y1

ψy

M

y∈Y

n0 +ncy −1

ψy,cy

dψy1 · · · dψyM =

c

Y
y∈Y

Γ n0y + ncy



cP
 ,
0
Γ
ny + ncy

(2.60)

c

P

where ncy is the number of data vectors of class y in cluster c, and c,y ncy = N .
The function A is the posterior probability of the cluster prototypes in the primary data space
given both the primary and auxiliary data. The auxiliary class information is encoded into the
objective function by the term ncy . Since the joint distribution p(x, y) of the primary and auxiliary
data is unavailable, interpreting the auxiliary data distribution ψy,c of a cluster is not meaningful.
Instead, the quality of the clusters with respect to the auxiliary classes is analyzed through a twodimensional contingency table where the rows represent the clusters and the columns represent
the classes. The Bayes factor of this contingency table is proportional to the objective function in
(2.60).
In order to parametrize A as a continuously differentiable function of the prototypes mc ,
smooth cluster membership probabilities Wc (x) as defined in (2.57) are used. Then, the number
of samples of class y in cluster c is defined as
X
ncy =
Wc (x(i) ).
x(i) :y (i) =y

Using these substitutions for Wc (x) and ncy in the expression proportional to A in (2.60), and
then taking the logarithm, gives the objective function that is maximized using standard numerical
optimization techniques to find the desired prototypes mc .

2.8

Clustering with k-partite graphs

Long et al. [39] propose a framework for clustering multiple datasets simultaneously by modeling the many-to-many relationships between pairs of datasets. Let X1 , X2 , . . . , Xn be the random variables corresponding to the datasets, and C1 , C2 , . . . , Cn be their corresponding cluster random variables. Let m1 , m2 , . . . , mn be the number of data samples in each dataset and
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(a)Input data graph

(b) Cluster graph

Figure 2.4: Clustering with k-partite graphs
k1 , k2 , k3 , . . . , kn be the number of clusters in each dataset. Dataset i is then represented as
Xi = {xih , h = 1, . . . , mi } and its clusters are represented as Ci = {cip , p = 1, . . . , ki }. The
samples across any pair of datasets i and j have many-to-many relationships. Such datasets can
be represented by a k-partite graph as shown in Fig. (2.4) (a). A k-partite graph is a graph whose
vertices can be partitioned into k disjoint sets so that no two vertices within the same set are adjacent. Let GX = {X1 , . . . , Xn , E X } be the k-partite graph corresponding to the data samples.
The samples in each dataset constitute the partitions of the graph as shown in Fig. (2.4) (a). The
many-to-many relationships between the datasets are represented by the edges in the graph. For
example, in the Fig. (2.4) (a) the relationships between the datasets X1 and X2 are represented by
the edges between the sets of vertices {x1h , h = 1, . . . , 4} ∈ X1 and {x2l , l = 1, . . . , 6} ∈ X2 ,. We
refer to this graph as input data graph. The clustered representation of the datasets also represents
a k-partite graph, GC = {X1 , . . . , Xn , C1 , . . . , Cn , E C } as shown in Fig. (2.4) (b), and we refer
to this as cluster graph. This graph has cluster vertices labeled c in addition to the data vertices
labeled x. This graph has the following properties.
1. Each data vertex is adjacent to one and only one cluster vertex corresponding to the dataset.
The edge weight between any data vertex and its corresponding cluster vertex is set to unity.
2. The cluster vertices across datasets are adjacent to one another if their corresponding data
samples are adjacent in the input data graph. The weights assigned to the edges between
the cluster vertices summarizes the relationships between the data samples assigned to the
clusters across the datasets.
For example, in Fig. (2.4) (a) the data sample x13 in dataset X1 is related to x25 in dataset
X2 . The edge eX (x13 , x25 ) in the input graph represents this relationship and its value is set to the
weight of the relationship. In the cluster graph x13 is assigned to the cluster c12 , and x25 is assigned
to the cluster c23 . As a result the edges eC (x13 , c12 ) and eC (x26 , c23 ) are set to one in the cluster
graph. The weight for the edge between the clusters c12 and c23 , eC (c12 , c23 ) is determined by the
algorithm based on the other samples assigned to the clusters. When the algorithm terminates, this
weight represents the average weight of the relationships between the data samples assigned to
these clusters. The goal of the clustering algorithm is to assign the data samples in each individual
dataset to their clusters while maintaining the many-to-many relationships across the datasets at
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the cluster level also. The many-to-many relationships between the clusters summarize the manyto-many relationships between the data samples assigned to them and this is captured by the edge
weights between the cluster vertices in the cluster graph.
The distance between the input data graph GX and its cluster graph GC is given by
L = D(GX , GC )
X
X
=

D(eX (xih , xjl ), eC (cip , cjq ))

i,j xih ∈Xi ,xjl ∈Xj
eC (xih ,cip )=1
eC (cjq ,xjl )=1

For ease of computation, the weights of edges between any pair of datasets Xi and Xj in
the input data graph is represented by the weight matrix A(ij) ∈ Rmi ×mj where mi and mj are
(i,j)
the number of data samples in the datasets Xi and Xj respectively, and Ahl = eX (xih , xjl ).
Similarly, the weights of the edges between the cluster vertices across the datasets Xi and Xj in
(ij)
the cluster graph GC are represented by the matrix Bpq ∈ Rki ×kj , where ki and kj are the number
(i,j)
of clusters in the datasets Xi and Xj respectively, and Bpq = eC (cip , cjq ) . The assignment of
the data samples to the clusters in each individual dataset is represented by the indicator matrices
(i)
F (i) ∈ {0, 1}mi ×ki , and Fhp = eC (xih , cip ). The distance between the data graph and the cluster
graph given by L in Eq.(2.61) is now computed as the distance between the weight matrices as
follows
X
L=
D(A(ij) , C (i) B (ij) C (j) )
(2.61)
1≤i≤j≤n

Assuming that the distance is calculated using a function that satisfies the properties of a Bregman
divergence as defined in Eq. (2.48), an optimal clustering of the datasets satisfies the following
equation
(F (i) )T (F (i) B (ij) (F (j) )T − A(ij) )C (j) = 0, 1 ≤ i ≤ j ≤ n,
(2.62)
and this implies
B (ij) = ((F (i) )T F (i) )−1 (F (i) )T A(ij) F (j) ((F (j) )T F (j) )−1 .

(2.63)

An algorithm that minimizes the objective function given in Eq.(2.61) starts with random clusters in each dataset and performs the following steps in each iteration
1. calculate Lcurrent , the current objective function value as given in Eq.(2.61).
2. Change the cluster assignments in each dataset
• Remove each data sample xih , h = 1, . . . , mi in data set i = 1, . . . , n, from its current
cluster and calculate the objective function value Lp , obtained by assigning it to each
of the clusters cip , p = 1, . . . , ki .
• Assign xih to the cluster with minimum value for objective function and update the
(i)
indicator matrix, Fhp∗ = 1, for p∗ = argminp Lp .
3. Update the weights for the edges between the cluster vertices in GC according to Eq.(2.63).
4. Calculate the new objective function Lnew . Terminate if Lnew − Lcurrent is negligible, else
repeat the steps with the new cluster assignments.
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2.9

Clustering binary matrices — cross associations
x1
x2
x3
x4
x5
x6

y1
1
0
1
1
0
1

y2
0
1
0
1
1
0

y3
0
1
0
1
1
1

y4
1
0
1
1
0
1

y5
0
1
0
1
1
1

y1 y4 y6 y2 y3 y5
x1 1 1 1 0 0 0
x3 1 1 1 0 0 0
x2 0 0 0 1 1 1
x5 0 0 0 1 1 1
x4 1 1 1 1 1 1
x6 1 1 1 0 1 1
(b) Discovered cross associations

y6
1
0
1
1
0
1

(a) Input binary matrix

Figure 2.5: Cross associations. Dense regions of ones or zeros obtained by clustering rows and
columns of a binary matrix simultaneously, shown by the rectangles in (b).
Chakrabarti et al. [11] present an algorithm to discover hidden structure in binary matrices.
This algorithm is similar to co-clustering described in Section 2.5, but is targeted towards clustering
rows and columns of large sparse binary matrices. The row and column clusters that the algorithm
discovers divide a row and column permutation of a binary matrix into homogeneous rectangular
regions (submatrices) called cross associations. Ideally the cross associations are dense regions of
either ones or zeros as shown in Figure (2.5)(b).
Suppose the rows of the m × n binary matrix are grouped into k clusters and the columns are
grouped into l clusters giving rise to k · l cross associations. Given a cross association Dij , let
n0 (Dij ), n1 (Dij ) be the number of zeros, ones in Dij , respectively, and the total number of entries
be n(Dij ) = n0 (Dij ) + n1 (Dij ). Let XDij be the Bernoulli (binary) random variable taking values
0 or 1 associated with Dij . The probability of zeros in Dij is P (XDij = 0) = n0 (Dij )/n(Dij )
and that of ones is P (XDij = 1) = n1 (Dij )/n(Dij ). Using arithmetic coding [53], the cost of
compressing Dij is given by


C(Dij ) ≡ −n0 (Dij ) log2 P (XDij = 0) − n1 (Dij ) log2 P (XDij = 1)
(2.64)
≡ n(Dij )H(XDij ),
(2.65)
(2.66)
and the total compression cost
F=

k X
l
X

C(Dij )

(2.67)

i=1 j=1

of the model is obtained by summing up the individual cross association costs. Minimizing F leads
to optimal row and column clusters and in turn optimal cross associations. The cross association
algorithm starts with a random set of row and column clusters. In each iteration, the following
steps are performed.
1. Hold the column clusters constant and adjust the row clusters. Remove each row from its
current cluster and assign it to the cluster that results in the maximum decrease in the current
objective function value F from (2.67), updating the row clusters and the current objective
function value.
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2. Hold the row clusters constant and adjust the column clusters similarly to Step 1.
3. Terminate if there is no change in the objective function value, otherwise continue.
This is a greedy algorithm, similar to k-means, that will terminate in a finite number of iterations because there are finitely many row and column permutations, and will converge to only a
local minimum point (row and column cluster assignments) of F. Precisely, the number of possible
cross association combinations (ignoring row and column permutations within a cross association)
n
is {m
k } { l }, the product of Stirling numbers of the second kind.

2.10

Clustering with constraints

Davidson et al. [17] present a modified k-means algorithm that takes into account certain constraints on the data samples being grouped together while clustering. The constraints that this
algorithm models are of two kinds:
1. Must-link: Each must-link constraint specifies a pair of distinct samples that must be in the
same cluster.
2. Cannot-link: Each cannot-link constraint specifies a pair of distinct samples that cannot be
in the same cluster.
Let x1 , . . ., xn be the n data sample vectors to be clustered into the k clusters c1 , . . ., ck whose
prototypes are m1 , . . ., mk . The clustering has to satisfy r constraints represented by φ1 , . . ., φr .
Accompanying each constraint φl is an indicator variable bl that indicates whether φl is of type
must-link (bl = 1) or cannot-link (bl = 0). Suppose the constraint φl involves the data samples
xi and xj and bl = 1, then xi and xj must be in the same cluster. If bl = 0, xi and xj cannot
be clustered together. The function g1 (l) accepts the constraint index l as input and returns the
cluster index of the first data sample in the constraint. Similarly g2 (l) returns the cluster index of
the second data sample in the constraint φl .
The objective function in traditional k-means is given by
L =

k
X

Ej ,

(2.68)

j=1

Ej =

1
2

X

kmj − xi k2 .

(2.69)

{i:xi ∈cj }

Ej represents the sum of squared distances between the cluster j prototype and the samples
assigned to cluster j, and L represents the sum over all the clusters. The k-means algorithm
minimizes L. Given the constraints φ1 , . . ., φr , the authors propose a modified objective function
0

L

=

k
X

E 0j ,

j=1


E 0j =



1 X
Tji1 +
2
{i:xi ∈cj }
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X

(Tjl2 × Tjl3 ) ,

{l:g1 (l)=j}

(2.70)

where, taking 00 ≡ 1,
Tji1 = kmj − xi k2 ,

b
Tjl2 = kmj − mg2 (l) k2 (1 − δ(g1 (l), g2 (l))) l ,
1−bl
Tjl3 = [kmj − mh(g2 (l)) k2 δ(g1 (l), g2 (l))
.
Here δ(a1 , a2 ) is the Kronecker delta function, defined as δ(a1 , a2 ) = 1 if a1 = a2 , and 0 otherwise.
The function h(j) returns the index of the cluster (other than j) whose prototype is closest to the
prototype of cluster j.
For each cluster cj , the term Tji1 represents the sum of squared distances of the samples from
the cluster prototype, which is the same as in the original k-means objective function. The second
term Tjl2 is the penalty due to the must-link constraints violated in cj while the third term Tjl3 is the
penalty due to the cannot-link constraints violated in cj . Suppose xp and xq are to be clustered
together (by must-link constraint l), but in the current iteration xp ∈ cu and xq ∈ cv . The penalty
term Tul2 is then set to the squared distance between the prototypes of cu and cv . Similarly, suppose
xp and xq cannot be clustered together, but in the current iteration xp , xq ∈ cu . Let cw be the
cluster whose prototype is closest to that of cu , then the penalty term Tul3 is set to the squared
distance between the prototypes of cu and cw .
In order to minimize the objective function L0 , we start with a random set of clusters and
iteratively update the cluster prototypes so that the new clusters further minimize L0 . The gradient
of Eq.(2.70) with respect to the prototypes is set to zero, and the solution of this equation provides
the updated prototypes that further minimize L0 in each iteration. The updated prototypes based
on current cluster assignments are given by
yj
(2.71)
mj = ,
zj
where
yj =

X

xi

{i:xi ∈cj }

+

X




mg2 (l) bl (1 − δ(j, g2 (l))) + mh(g2 (l)) (1 − bl )δ(j, g2 (l)) ,

{l:g1 (l)=j}

zj = |cj | +

X


bl (1 − δ(j, g2 (l))) + (1 − bl )δ(j, g2 (l))].

{l:g1 (l)=j}

2.11

Disparate clusterings

Jain et al. [29] present an approach to partition a given data set into several alternate or disparate
clusterings that are different from each other. Each clustering provides an alternate view of the
data and such clusterings are useful to uncover the different groups inherent in the data.
(x)
Given a data set G = {g1 , . . ., gn }, gi ∈ Rl , we wish to uncover two clusterings C (x) = {c1 ,
(x)
(y)
(y)
(x)
(x)
. . ., cr } and C (y) = {c1 , . . ., cs } with r and s clusters, respectively. Let m1 , . . . , mr be the
(y)
(y)
prototypes for the clusters in C (x) and m1 , . . . , ms for those in C (y) .
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The objective function for disparate clustering that the authors propose is
F =

r
X

X

kgk −

(x)
mi k2

+

i=1 {k:g ∈c(x) }
k
i

+λ

r X
s 
X

s
X

X

(y)

kgk − mj k2

j=1 {k:g ∈c(y) }
k
j
(x) T
(y)
mi mj

2

.

i=1 j=1

The intuition behind this objective function is that if the prototype vectors of the clusterings
are orthogonal to one another, the cluster assignments (based on nearest distance to prototype)
generated are independent. A k-means style iterative algorithm is used to minimize F, and the
prototypes are updated in each iteration using the equations
!−1
s
X
T
λ
(x)
(y) (y)
(x)
I + (x)
=
mj mj
mi
mi ,
|ci | j=1
!−1
r
X
T
λ
(y)
(x) (x)
(y)
mj .
mi mi
=
I + (y)
mj
|cj | i=1
These solutions are obtained by setting the gradient of F with respect to the prototypes to zero.
In each iteration, we first update the prototypes using the equations above. Then the data samples are reassigned to the nearest clusters in the two clusterings and the procedure is repeated till
convergence.

2.12

Discussion

The information theoretic methods (IB, co-clustering, Bregman divergneces, k-partite graphs) are
readily applicable when both the primary and auxiliary data are discrete variables, and a joint
probability distribution of these variables is available. The joint probability distribution is typically
estimated from the co-occurrence frequencies of these variables. The similarity of primary data
samples is measured entirely in terms of their association probabilities with the auxiliary variable.
Clustering in this context involves compressing the data indices into the cluster indices so that
the data samples having similar probability distributions in the auxiliary data space are grouped
together. No explicit modeling of the similarities between data samples in primary data space is
required.
When the primary data consists of continuous real valued vectors, and the auxiliary data is
discrete, both the auxiliary space and primary space similarities between the data samples are to be
modeled. Typically, such datasets arise when each of the primary data samples is associated with a
class label and its features are measured as continuous real valued vectors. The class labels constitute the auxiliary data while the vectored measurements constitute the primary data. For example,
each gene is annotated to a GO category and its expression is measured over multiple experiments
or time points. Here the gene expression vectors are the primary data and the GO category labels
are the discrete auxiliary data. Note that there is no notion of probabilistic association between
the primary and auxiliary data variables as the associations are predefined. If all the data vectors
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assigned to a cluster are associated with the same auxiliary class labels, maximum information
about the auxiliary data is preserved. However, we require the data vectors in a cluster be similar
to each other. Thus, there is a tradeoff between the similarities in the auxiliary and primary data
spaces.
The discriminative clustering algorithms described in the previous section take into account
the primary data space similarities through the soft cluster membership probabilities. The cluster
membership probabilities of the data vectors is calculated as a function of the distance between the
vectors and the primary data prototypes mi . In the basic discriminative clustering algorithm by
Sinkonnen et al. [65], the clusters have a separate prototype, p(y|ci ) to model the auxiliary space
similarities. As there is no joint distribution between the primary and auxiliary data, p(y, x), the
prototypes p(y|ci ), which are the auxiliary data distributions of the clusters do not have any intuitive
interpretation. Kaski et al. [32] modify the basic discriminative clustering algorithm by eliminating
these separate prototypes for auxiliary data. They introduce the notion of evaluating the clusters
with respect to the auxiliary data using a contingency table. When the auxiliary data is a set of
class labels used to label the data sample vectors, the rows of the contingency table represent the
clusters and the columns represent the auxiliary class labels. Each cell (i, j) in this table represents
the number of vectors in cluster i associated with an auxiliary class j. The objective function A in
Eq.(2.60) measure the goodness of this contingency table; it has a maximum value when maximum
information about the auxiliary classes is preserved by the clusters as described earlier. Thus,
the objective function evaluates the similarities between the data samples in the auxiliary space.
Similarities in the primary data space are incorporated into the objective function by parametrizing
it with the soft cluster membership probabilities. Recall that these membership probabilities are in
turn calculated in terms of the distance between the data vectors and the primary data prototypes
mi . Thus, the objective function effectively evaluates the auxiliary data space similarities in terms
of primary data space similarities. The discriminative clustering algorithm describes the general
framework of modeling primary and auxiliary data using contingency tables when a probabilistic
interpretation of the their associations is not meaningful.
In this work, we address the problem of clustering multiple datasets where the data samples are
real valued vectors, and the auxiliary data is the relationships between the data samples across the
datasets. Note that this problem is a generalization of discriminative clustering. In discriminative
clustering, there is a single primary dataset and the primary data samples have relationships (or
associations) with the auxiliary classes. Typically the number of auxiliary classes is far less than
the number of primary data samples. However, for the class of problems we consider, there are
multiple primary datasets and the relationships are between the data samples across the datasets.
For example, when we consider one-to-one relationships between two datasets, the number of auxiliary classes is equal to the number of primary data samples. We present our objective functions
based on contingency tables to cluster two such datasets with one-to-one relationships in the next
chapter. We later extend this objective function to model many-to-many relationships and also to
cluster several datasets with pairwise relationships between them. Another important aspect we
consider is that of cluster independence—clusters across the datasets are highly dissimilar in terms
of the related data samples. The major contribution of this thesis is the development of a flexible framework that allows the clusters across the datasets to be either dependent or independent
clusters in terms of related data samples.
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Chapter 3
Clustering with contingency tables
In this work, we address the problem of clustering multiple datasets where the data samples are
real valued vectors, and the auxiliary data is the relationships between the data samples across
the datasets. In this chapter we focus on the problem of simultaneously clustering two different
datasets with one-one relationships between their samples. When the clusters in the two datasets
preserve maximum one-one relationships, related data samples are clustered together across the
datasets, and this leads to a one-one relationship at the level of the clusters. The clusters across the
datasets are maximally similar or dependent in terms of the related samples assigned to them. We
also consider the case where there is minimal preservation of the one-one relationships—if a set
of data samples are assigned to a cluster in one dataset, the corresponding set of related samples
are scattered across all the clusters in the other dataset. In this case, the clusters across the datasets
are maximally dissimilar or independent in terms of the related samples assigned to them. In both
the cases, we require that the clusters be local in the primary data space—data vectors assigned to
clusters in each individual dataset should have similar profiles. The clustering algorithms that we
describe achieve a balance between two conflicting criteria
1. Model the one-one relationships between the data samples—the clusters across data sets
are either similar or dissimilar (dependent or independent). Similarity between two clusters
across the datasets is measured in terms of the related samples clustered together in them.
2. Model the data sample similarities in individual datasets—the clusters in each individual
dataset are required to group the sample vectors that are highly similar among themselves
and dissimilar to those assigned to other clusters.
The first criterion is modeled by measuring the similarity of the clusters across datasets using
a contingency table and the second criterion is modeled by parametrizing the contingency table
counts with the cluster prototypes in each individual dataset. We first start with an overview of
contingency tables for categorical variables.

3.1

Analysis of contingency tables

In traditional statistics contingency table analysis deals with finding the dependencies or independencies between categorical variables. A categorical variable is a variable whose measurement
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scale has a set of levels or categories. Let α and β be two categorical variables with r and c categories respectively. The r × c possible combinations of the outcomes of these variables can be
displayed by a rectangular table with r rows for the categories of α, and c columns for the categories of β. Such a table where the cells contain frequency counts of the outcomes is called
P a
contingency table. Let nij denote
P the count in the cell (i, j). The row-wise totals, ni . = j nij
and column-wise totals
i nij are called
Pn.j = P
P marginal frequencies. Let the total number of
samples be N , N = i,j nij = i ni . = j n.j . Given these counts, an estimate of the joint
probability distribution of the variables α and β is obtained as
p(α = i, β = j) = pij =

nij
,
N

(3.1)

The estimated marginal probabilities are obtained as,
ni .
,
N
n.j
p(β = j) = p.j =
.
N
p(α = i) = pi . =

(3.2)
(3.3)

In traditional contingency table analysis, in order to test the hypothesis that the variables α and
β are independent, the joint and marginal probabilities are calculated as above from the observed
contingency table. Then, if the variables are independent, the joint probability is a product of the
marginals, pij = pi .p.j . The estimated joint probabilities are calculated under this assumption and
a χ2 test statistic is used to assess the significance of the difference between the observed and the
estimated joint probabilities.

3.2

Contingency tables for modeling cluster similarity across
data sets

Let X and Y be the two datasets to be clustered. Let xi and yi be the corresponding real valued
vectors in each dataset. Since we are considering only pairwise relationships between the two
datasets, each xi is related to the corresponding yi , and the datasets are of the same size N . Let
r and c be the number of clusters in datasets X and Y respectively. Let α and β be the cluster
variables in the datasets X and Y respectively; α has r categories corresponding to the clusters
in X , and β has c categories corresponding to the clusters in Y. Since we assume that each xi is
related to the corresponding yi , the number of related samples clustered together in cluster i ∈ α,
and cluster j ∈ β is obtained by calculating the overlap in the indices of the data samples assigned
to i and j. Calculating such overlaps for all pairs of clusters gives rise to a r × c contingency table.
The rows of this table represent the clusters in the dataset X , and the columns represent the clusters
in the dataset Y, and the cells represent the number of related samples clustered together across
the datasets. This contingency table represents the cluster similarities across the datasets.
When maximally similar or highly dependent clusters are found in the data sets, for every
cluster i ∈ α there exists a corresponding cluster j ∈ β such that a majority of the samples
assigned to i and j are related. In essence, when the number of clusters is equal in both the datasets,
a one-one correspondence between the clusters exists. A related problem is to find independent
clusters across datasets—given a cluster i in the dataset X , its related vectors are spread apart
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(a) Independent clusters

(b) Dependent clusters

(c) Dependent clusters

Figure 3.1: Ideal contingency tables
across all the clusters in the dataset Y and vice versa. Consider an example with 18 samples in
each dataset. The contingency tables for ideal independent clusters is shown in Fig.3.1(a), while
the tables for ideal dependent clusters are shown in (b) and (c). Note that table (c) in this figure can
be rearranged to obtain table(b). In order to model cluster similarities across the datasets we require
an objective function F over contingency table counts (nij , ni ., n.j ) that quantifies the similarity of
the clusterings across the datasets. For example, for dependent clusters, the function should assign
a high value to the contingency tables (b) or (c) and a low value to the table (a) shown in Fig. 3.1.

3.3

Modeling profile similarities in individual datasets

Our problem of clustering is to find the optimal cluster prototypes that are used to group similar
vectors in each individual dataset, and at the same time give rise to a optimal contingency table. In
order to combine the two criteria, recall that the counts, nij , in each cell of the contingency table
represent the number of related data vectors clustered together across the datasets. To calculate nij ,
the data vectors should be assigned to their nearest clusters in each data set based on their distances
(x)
from the prototypes. Let mi be the prototype vector for the cluster i in dataset X . The assignment
(x )
of a data vector to the clusters is given by the probability distribution p(V (xk ) ) = {vi k }, where
Pr
(x )
(xk )
= 1. The probabilities, vi k are the cluster membership indicator variables, i.e., the
i=1 vi
(y)
probability that data sample k is assigned to cluster i. Similar cluster prototypes mj , distributions
(y )
p(V (yk ) ), and cluster indicator variables vj k are defined for the y vectors as well. Then the conP (x )
P (y )
P (x ) (y )
tingency table counts can be calculated as: nij = k vi k vj k , ni . = i vi k , n.j = j vj k .
These cluster membership probabilities are calculated as a function of the distance between the data
vector and cluster prototypes. Let F be the objective function defined over the contingency table.
The counts in the contingency table cells are calculated using cluster membership probabilities, and
these inturn are calculated using cluster prototypes. Thus, the objective function F is effectively
parametrized in terms of the cluster prototypes and the problem of finding dependent/independent
clusters now reduces to finding the prototypes that optimize the objective function.
The simplest function for assigning cluster membership probabilities for the data vectors is,
(xk )

= 1, if ||xk − mi || ≤ ||xk − mi0 ||, for i0 = 1 . . . r,

(yk )

= 1, if ||yk − mj || ≤ ||xk − mj 0 ||, for j 0 = 1 . . . c.

vi

vj

(x)

(x)

(y)

(y)

The function calculates the euclidean distance between the data vector and all the cluster prototypes, and assigns the data vector to the nearest cluster with a probability of one. Each data
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(a)Independent Clusters

(b)Dependent Clusters

Figure 3.2: Ideal contingency tables and their joint probabilities
vector is assigned to only one cluster, and this results in hard clusters. However, this hard cluster
assignment requires us to formulate a combinatorial optimization algorithm. Given the two constraints (cluster similarities within datasets and across datasets) this is a non-trivial task. To avoid
this problem, the cluster indicator variables are typically parametrized using a continuously differentiable function that assigns a non-zero cluster membership probability for each data sample,
(x ) (y )
i.e. vi k , vj k ∈ (0, 1). This results in soft clusters with a continuously differentiable objective
function that can be optimized by numerical algorithms.
The steps involved in the algorithms for clustering datasets by modeling the relationships between the samples across the datasets are as follows
• Formulate an objective function to characterize the contingency table arising from calculating cluster similarities across the datasets. This objective function is calculated using the
contingency table counts nij , ni ., n.j
• Replace the counts with soft cluster membership probabilities
P (x ) (y )
P (x )
P (y )
nij = k vi k vj k , ni . = i vi k , n.j = j vj k .
(x )

(y )

• Calculate the probabilities vi k and vj k using a continuously differentiable function of
the distance between data vectors and cluster prototypes, thus effectively parametrizing the
objective function in terms of the cluster prototypes.
• Use standard numerical optimization techniques to optimize the objective function with respect to the cluster prototypes.

3.4

Clustering using KL-divergence measures over contingency
tables

In this section we present our approach to formulate a new measure over the contingency table of
cluster similarities that when maximized leads to dependent (similar) clusters, and when minimized
leads to independent (dissimilar) clusters.
We begin by examining the contingency tables produced by the ideal dependent and independent clusters and their estimated joint probabilities. Recall the example with 18 data vectors
described in Fig 3.1. The joint probabilities of normalized contingency table counts of this example
are shown in Fig. 3.2.
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(a)Row and column distributions
for independent clusters

1 0 0
0 1 0
0 0 1

1 0 0
0 1 0
0 0 1

(b)Row and column distributions
for dependent clusters

Figure 3.3: Row and Column distributions for ideal contingency tables
Observing the tables in Fig. 3.2 (a) and (b) we can conclude that when the clusters are independent, the joint probability distribution is uniform and when the clusters are dependent, the
distribution over the diagonal cells is uniform. In order to combine both the criteria to obtain a
single function that can be minimized/maximized to give dependent/independent, we look at each
row and column as a separate distribution. Given the r × c contingency table of cluster similarities
arising from the cluster variables α and β, we define r random variables{R1 , . . . , Rr } corresponding to the r rows, and c random variables {C1 , . . . , Cc } corresponding to the c columns. The
probabilities of these random variables are defined as follows in terms of the probabilities of the
cluster categorical variables α and β from equations 3.1, 3.2, and 3.3
nij
p(α = i, β = j)
=
, j = 1, . . . , c,
p(α = i)
ni .
nij
p(α = i, β = j)
=
p(Cj ) = p(α = i|β = j) =
, i = 1, . . . , r.
p(β = j)
n.j
p(Ri ) = p(β = j|α = i) =

(3.4)
(3.5)

Each row variable Ri takes c values from the columns corresponding to ith row, and similarly
each column variable Cj takes r values from the rows corresponding to j th column. The row-wise
distribution p(Ri ), repesents the conditional probability of the clusters in the dataset Y given the
cluster i in the dataset X . The column-wise distributions p(Cj ) are interpreted analogously. The
row-wise and column-wise distributions for the ideal independent clusters and dependent clusters
are shown in Fig. 3.3(a) and (b) respectively. Note that these distributions are uniform in the case
of independent clusters, while they are far from uniform in the case of dependent clusters. We
capture the deviation of these distributions from the uniform distributions over the rows (U ( 1c )),
and the columns (U ( 1r )) using KL-divergence as follows
r

c

1
1X
1
1X
F=
DKL (p(Ri )||U ( )) +
DKL (p(Cj )||U ( )).
r i=1
c
c j=1
r

(3.6)

Observe that the combinations of the r row-wise KL-divergences and c column-wise KL-divergences
are averaged to form F. This is to mitigate the effect of lopsided contingency tables (r  c or
c  r) wherein it is possible to optimize F by focusing on the “longer” dimension without really
ensuring that the other dimension’s projections are close to uniform. Maximizing this function
leads to rows and columns in the contingency table that are far from the uniform distribution as
required by the dependent clusters, while minimizing this function leads to uniform distribution
over the rows and columns as required by the independent clusters.
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3.4.1

Regularization

The function F in Eq.(3.6) has to be regularized with additional terms for both independent and
dependent clusters to avoid degenerate solutions.
Regularization for Independent Clusters
Recall that the cell counts in the objective function F are calculated using soft cluster membership
(x ) (y )
probabilities (vi k , vj k ), which are inturn calculated using the distances of the data vectors from
the cluster prototypes m(x) and m(y) . We desire the cluster membership probabilities such that
each data vector is assigned to the cluster with the nearest prototype with a probability close to
1, and all the other clusters with a probability close to 0. However, in the case of independent
clusters, a degenerate solution is when each data vector is assigned with equal probability to all
the clusters, i.e., all the clusters in the two datasets have same prototypes. For example, in the case
of the ideal independent contingency table in Fig.(3.3) (a), when the prototypes for all the clusters
are same, each of the 18 data vectors can be assigned to the clusters in both the datasets X and Y
with a probability of [1/3, 1/3, 1/3]. The estimate of the contingency table from these soft counts
P (x ) (y )
would still be uniform in each cell ( k vi k vj k = 2). To avoid degenerate solutions such as
these, we require maximum deviation of individual data vector cluster membership probabilities,
p(V (xk ) ) and p(V (yk ) ), from the uniform distribution over the number of clusters. This ensures that
each data vector is assigned with high probability to only one cluster. The regularized objective
function to be minimized for independent clusters is
r

Findep

c

λX
1
1
λX
DKL (p(Ri )||U ( )) +
DKL (p(Cj )||U ( ))
=
r i=1
c
c j=1
r
N
N
1 X
1
1 X
1
DKL (p(V (xk ) )||U ( )) −
DKL (p(V (yk ) )||U ( )).
−
N k=1
r
N k=1
c

(3.7)

In the above objective function, values of λ > 1 prefer solutions with equal cluster sizes which is
required for uniform row and column distributions.
Regularization for Dependent Clusters
Maximizing F in Eq.(3.6) alone does not yield dependent clusters. Recall that for dependent
clusters, each row and column should have maximum deviation from respective uniform distributions. One potential solution that satisfies this scenario is when a large number of samples in
both datasets are assigned to the same cluster leading to a huge overlap. For example, the 18 data
samples in the ideal contingency table example we have been considering could lead to clusters
with a contingency table as shown below
1 0 0
0 1 0
0 0 16
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The row and column distributions for this table are also far from uniform and hence it is a potential
maximum. To avoid such solutions, we emphasize on equal cluster sizes i.e., make all the clusters equally likely by minimizing the divergence between the cluster probabilities and a uniform
distribution over the number of clusters.
r

Fdep =

c

1X
1
1X
1
DKL (p(Ri )||U ( )) +
DKL (p(Cj )||U ( ))
r i=1
c
c j=1
r

(3.8)

1
1
− λDKL (p(α)||U ( )) − λDKL (p(β)||U ( )),
r
c
where p(α) is the probability of the clusters in dataset X , and p(β) is the probability of clusters in
PN

v

(xk )

PN

v

(yk )

dataset Y— p(α = i) = k=1N i , p(β = j) = k=1N j . The parameter λ has the same role as
in Eq.(3.7)—values of λ > 1 emphasize equal cluster sizes.
The role of λ is to enforce a ‘balancing constraint’ on the clusters i.e., approximately equal
cluster sizes. In order to adjust λ, we vary its value over a range (typically [1,3] in small step
sizes). Based on experimentation, the cluster assignments of most data samples (more than 90%)
do not change after a particular value of λ and we use this criterion to set λ.
The objective functions defined in equations (3.7) and (3.8) have connections to the principle
of minimum discrimination information (MDI), introduced by Kullback for the analysis of contingency tables [37]. The MDI principle states that if q is the assumed or true distribution, the estimated distribution p must be chosen such that DKL (p||q) is minimized. In our objective functions
the estimated distribution p is obtained from the contingency table counts. The true distribution
q is always assumed to be the uniform distribution. We maximize or minimze the KL-divergence
from this true distribution as required.
By definition of KL-divergence, the objective function in Eq.(3.6) can be expressed as
r

c

1X
1X
H(Ri ) + log2 (c) −
H(Cj ) + log2 (r)
F = −
r i=1
c j=1
r

(3.9)

c

1X
1X
= −
H(β|α = i) −
H(α|β = j) + log2 (r · c),
r i=1
c j=1
where H(X) is the entropy
P of the random variable X with probability mass function p(x) and is
defined as H(X) = − x p(x) log2 (p(x)). Entropy is a measure of the uncertainty of a random
variable. Minimizing F leads to a high entropy of the cluster conditional distributions P (β|α = i)
and P (α|β = j). Intuitively, this means that given a cluster in dataset X , it is difficult to predict
a cluster in the the dataset Y and vice versa. This occurs when the clusters across the datasets
are highly dissimilar as required by the independent clusters we wish to find. On the other hand,
maximizing F leads to a low entropy of the cluster conditional distributions and thus maximally
similar clusters across the datasets. However, for ease of interpretation and connections to the MDI
principle, we prefer to represent the objective function F in terms of KL-divergence as shown in
Eq.(3.6).
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3.4.2

Smoothing cluster Probabilities

There are many ways of smoothing, one approach being the use of a Gaussian kernel between the
vector and the cluster prototype. We present a novel derivation of this kernel that explains how
the error in the smoothing can be explicitly controlled and also suggests other formulations for
smoothing. First, we define
(x)

γ(i,i0 ) (xk ) =

(x)

||xk − mi0 ||2 − ||xk − mi ||2
, 1 ≤ i, i0 ≤ r,
D

where D = max
||xk − xk0 ||2 , 1 ≤ k, k 0 ≤ N is the pointset diameter. The non-normalized cluster
0
k,k

assignment probabilities are given by
v̂ixk = exp(ρ min
γ(i,i0 ) (xk )),
0
i

and the normalized probabilities are then given by
(x )
vi k

v̂ixk
= P xk .
i0 v̂i0

(3.10)

However, the above function is non-differentiable. A well known approximation to min
γ(i,i0 ) (xk )
0
i

is the Kreisselmeier-Steinhauser (KS) envelope function [9, 36, 84] given by
KSi (xk ) =

r
i
−1 h X
ln
exp(−ργ(i,i0 ) (xk )) ,
ρ
i0 =1

where ρ  0. The KS function is a smooth function that is infinitely differentiable. Using this the
cluster membership indicators are redefined as:
h
i
exp ρKSi (xk )
exp(− Dρ ||xk − mi ||2 )
(x )
h
i = Pr
(3.11)
vi k = P
ρ
0 2
r
0 =1 exp(− D ||xk − mi || )
i
0
exp
ρKS
(x
)
0
i =1

i

k

(y )

The cluster membership indicators for the dataset Y, vj k , are also smoothed similarly.
This smoothing function is akin to a Gaussian kernel with width Dρ . In conventional Gaussian
kernels, this width is a parameter that the user has to guess or set based on domain knowledge.
Our derivation above using the KS-function helps tease out how the width must be set in order to
achieve a certain quality of approximation. Notice that D is completely determined by the data.
Moreover, the KS-function provides bounds on the error with which it approximates min
γ(i,i0 ) (xk ),
i0
given as follows
ln(N )
min
γ(i,i0 ) (xk ) −
≤ KSi (xk ) ≤ min
γ(i,i0 ) (xk ).
0
i
i0
ρ
The above inequality shows that the value of ρ can be determined for a given error precision. Furthermore, we can use any other rapidly decaying function to assign the probabilities (i.e. in place
of the exponential) and the KS-function would again help us smooth the resulting assignments, but
will yield assignment probabilities that are quite different from the traditional Gaussian kernel. In
this sense, the KS-approximation is a versatile approach to smooth a variety of functions.
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3.4.3

Optimization

Optimization of the objective functions Fdep and Findep is performed using the augmented Lagrangian algorithm implemented in the FORTRAN package LANCELOT [16]. Note that we are
using the cluster prototypes solely to compute membership probabilities of the data vectors. There
is no error term, such as the mean squared error between the data vectors and cluster prototypes in
the objective functions. As a result of this, the prototypes become unbounded during the optimization process and tend to improve the cluster membership probabilities without convergence. This
results in arbitrary shapes for the prototypes. To avoid this problem we constrain both the prototype vectors and data vectors to be unit vectors through out the optimization procedure. The initial
cluster prototypes are set using individual k-means clusters in each dataset and suitable values of
λ and ρ are chosen to given equal cluster sizes with good intra-cluster similarities. Since we are
using a local optimization procedure which is sensitive to local minima, we perform 100 random
restarts (each time with different k-means prototypes found in individual datasets) and choose the
best of these solutions.
In order to effectively utilize the optimization routines, gradients of the objective functions
Findep and Fdep are calculated as follows
Substituting the KL-divergences in Eq.(3.7) yields
 PN v (xk ) v (yk ) . 1 
j
k=1 i
log2
PN (xk )
c
k=1 vi
P
P
(x ) (y )
N
c
r
 N v (xk ) v (yk ) . 1 
λ X X k=1 vi k vj k
j
k=1 i
+
PN (yk ) log2
PN (yk )
c j=1 i=1
r
k=1 vj
k=1 vj
r

Findep

c

λ XX
=
r i=1 j=1

(xk ) (yk )
vj
k=1 vi
PN (xk )
k=1 vi

PN

(3.12)

N
r
N
c
. 
. 


1 X X (yk )
1 X X (xk )
(xk ) 1
(yk ) 1
log2 vi
−
log2 vj
.
−
v
v
N k=1 i=1 i
r
N k=1 j=1 j
c
(x)
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Here δi0 ,i is the Kronecker delta. The index variables i, and i0 are over the clusters in the x vectors,
j over the clusters in the y vectors, and k and k 0 over the data vectors. The gradients with respect
(y)
to the prototypes mj are calculated analogously.
For the case of dependent clusters, substituting the KL-divergences in Eq.(3.8) yields
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3.5

Discussion

Our main contribution is the formulation of a criterion that can be dually harnessed toward both
seeking dependent sets of clusters as well as independent sets of clusters. The only related work
in literature that is akin to the framework described in this chapter is associative clustering [31].
In associative clustering, a measure called Bayes factor is used to quantify the similarity of clusters across the datasets with one-to-one relationships between the samples. The profile similarities
within datasets are modeled by a Gaussian kernel. The resultant objective function can be maximized to obtain highly similar clusters across the datasets. However, it does not address the
problem of independent clusters. The objective function we proposed can be simultaneously minimized or maximized (after suitable regularization) to obtain dependent or independent clusters.
In the rest of this work, we will demonstrate various bioinformatics applications that can use this
algorithm as a “building block” to provide high-level knowledge discovery capabilities.
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Chapter 4
Simultaneously Segmenting Multiple Gene
Expression Time Courses by Analyzing
Cluster Dynamics
4.1

Introduction

In this chapter we show how the machinery developed previously can be used to define a segmentation algorithm that partitions a time series using criteria defined over parallel sets of clusterings.
Time course analysis [7] has become an important tool for the study of developmental, disease
progression, and cyclical biological processes, e.g., the cell cycle [68], metabolic cycle [79], and
even entire life cycles [40]. The growing affordability of microarray screens has fostered the
generation of many time series datasets. When the number of time points is large, researchers
have studied continuous representations to smooth out noise [8], hidden Markov models to guide
clustering [55], and static measurements to “fill in the gaps” in the time series data [63]. When the
number of time points is small, researchers have studied the role played by sampling rates [64] and
proposed the use of model profiles [20] to guide clustering. Recently, researchers are quantifying
timing differences in gene expression [88], extracting embedded binary signals [54], and also
reconstructing regulatory relationships [60].
One of the attractions of time series analysis is its promise to reveal temporal relationships
underlying biological processes: which process occurs before what, what are the “checkpoints”
that must be satisfied (and when), and whether there can be alternative pathways of time series
progression. Although such analysis can be conducted by tracking individual genes whose function
is known, we desire to automatically mine, in an unsupervised manner, temporal relationships
involving groups of genes, which are not a priori defined. In particular, we desire to identify
both segments of the time course where groups show concerted behavior and boundaries between
segments where there is significant “regrouping” of genes. We cast this problem as a form of time
series segmentation where the segmentation criterion is driven by measures over cluster dynamics.
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4.2

Related Work

It is important to contrast our goals with prior work. Typical works on time series segmentation are
focused on segmenting a single time series and their goal is to partition the dataset into internally
homogeneous segments. Variations of dynamic programming [33] and Bayesian approaches [21]
have been used to solve this problem. When multiple time series are involved, it is assumed that
all the series have a similar pattern in a given segment. Algorithms based on fuzzy clustering [1]
and graphical models [87] have been applied in this context. Essentially, all these works are based
on homogeneity assumptions within segments and model the segmentation problem as clustering
time points with the constraint that data samples in a cluster must belong to successive time points.
Algorithms to mine the temporal order of events occurring in multiple time series have also been
under investigation. Moerchen et al. [45] devised a temporal grammar for this purpose. However,
their approach requires manual partitioning of the time series, and the events are derived by naive
discretization of the multiple time series. Kirshner et al. [34] describe a method to model multiple time series using hidden markov models coupled with Chow-Liu trees. This model captures
the mutual dependence between the multiple time series while taking into account the temporal
dependencies within each individual time series. We describe an approach to segment multiple
time series without making any homogeneity assumptions and automatically mine the temporal
sequence of events occurring in the data. We explicitly model each segment as a heterogeneous
mix of multiple clusters which can themselves be redefined across segments. Our work is hence
directly targeted to mining datasets involving thousands of genes where there are complex interrelationships and re-organizations underlying the dataset.
As an example, consider the Yeast metabolic cycle (YMC), using the dataset of Tu et al. [79].
The YMC is a carefully coordinated mechanism between a reductive charging (R/C) phase involving non-respiratory metabolism (glycolysis, fatty acid oxidation) and protein degradation, followed
by oxidative metabolism (Ox), where respiratory processes are used to generate adenosine triphosphate (ATP), culminating in reductive metabolism (R/B), characterized by a decrease in oxygen
uptake and emphasis on DNA replication, mitochondrial biogenesis, and cell division. Different
genes are central to each of these phases. Tu et al. analyzed this 36-pt time course—spanning
approximately three cycles (R/B phase is not sampled in the last cycle)—by tracking ‘sentinel’
genes showing periodic behavior across the time course.
We analyzed this dataset of 3602 gene expression profiles over a 15 hour period using our
segmentation algorithm and arrived at a segmentation corresponding to three cycles. For want of
space, we present only one of these cycles, as shown in Fig. 4.1. Fig. 4.1 (top) displays what we
found, Fig. 4.1 (second and third row) display how we found it, and Fig. 4.1 (bottom row) displays
why what we found is meaningful. It is important to note that the only information supplied to
the segmentation algorithm is the set of time course profiles of all genes, without any supervised
information about their membership in different categories.
First, the segmentation we determined using our algorithm is a breakdown of the timepoints
into [1–6], [7–10], and [11–14]. To understand this segmentation, we plot the mean profile of genes
in each category a posteriori in Fig. 4.1 (top) indicating that each group of genes characteristically
peaks in one segment. Thus, although our algorithm was not given the functional membership of
genes, the segmentation brings out the aspect that different groups are active in different segments.
To see how our algorithm identifies the segmentation, consider the second and third rows of
Fig. 4.1. We assume a setting of three clusters so that in every segment identified by the algorithm,
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Figure 4.1: Preview of results from segmenting the Yeast metabolic cycle (YMC) time series
dataset. Only one cycle is shown here. The YMC involves the staged coordination of a reductive,
charging phase (R/C, time points [1–6]), followed by oxidative metabolism (Ox, time points [7–
10]), followed by reductive metabolism (R/B, time points [11–14]). (top row) Mean expression
profiles of certain groups of genes peak during each phase and these genes are assigned to those
phases. (second row) Genes assigned to the particular phase phase are heavily clustered together
during each segment as indicated by the highlighted row and column; e.g. majority of R/C genes
are clustered together in cluster 1 of segment 1 (denoted by W1-C1) as shown in the left most
contingency table. (third row) Contingency tables with rows representing clusters in the segment
to left and columns representing the clusters in the segment to the right capture the dispersion in the
clusters across the segments. The first row in the left most table represents how the genes clustered
together in cluster 1 of segment 1 (W1-C1) are now spread into the clusters in segment 2 (W2-C1,
W2-C2, and W3-C3). (fourth row) Key biological processes enriched in each segment (only a few
are shown).
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the genes within the segment are partitioned into three clusters. The second row displays contingency tables where the clusters identified by our algorithm are the rows, pre-defined functional
categories are the columns, and the cells show the overlap between the clusters and categories. We
see that, indeed, there is one cluster in each segment that brings together the relevant functional
set of genes automatically. Specifically, the cluster W1-C1 (i.e., cluster 1 of window 1) has high
overlap with the functional category R/C whereas the other clusters and categories do not show any
significant overlap. Similarly, cluster W2-C2 shows high overlap with the Ox functional category,
as does W3-C3 with R/B.
The actual criterion used by our segmentation algorithm is shown in Fig. 4.1 (third row) that
indicates that the overlap between clusterings across segment boundaries is highly dissimilar. This
validates our hypothesis that there are characteristic groups of genes within each segment and they
re-organize around the segment boundaries.
A final view of the segmentation is given in Fig. 4.1 (bottom row) where we conduct a functional enrichment analysis and display the categories most significantly enriched in each segment
(in some cluster). Only a few enriched categories are shown here, for ease of illustration. Thus,
the time-bounded enrichments lead to a Gantt chart view of the YMC which identifies biological
processes with modulated activities in different segments.
We reiterate that the time point boundaries, the groups of genes important in each segment, and
the functions enriched in them, are inferred automatically. No explicit modeling of periodicity or
other prior biological knowledge has been imparted to the segmentation algorithm.

4.3

Problem Formulation

Our working hypothesis is that genes function in groups and that such groupings are dynamically
redefined at important stages of time series progression. Hence identifying the groups as well as the
points at which the regroupings happen is critical. We refer to this as a cluster dynamics approach
since we are modeling movement of genes into and out of clusters and studying relationships
between clusters from neighboring segments.
We are given multiple vectors of measurements G = {g1 , g2 , . . . , gN }, where each gi is a time
series over T = {t1 , t2 , . . . , tl }. The problem of segmentation is to express T as a sequence of
b
segments or windows: (wtt1a , wtta+1
, . . . , wttkl ) where each window wttse , ts ≤ te , is a set of consecutive time points beginning at (and inclusive of) time point ts and ending at (and inclusive of) time
point te .

4.3.1

Clustering across windows

c
We begin by studying the case of just two adjacent windows: wttab and wttb+1
. Given two clusterings
of genes, one for each of the windows, we require that these two sets of clusters are highly dissimilar or independent, i.e., genes clustered together in some cluster of wttab move out of their clusters
c
and are clustered together with different genes in wttb+1
. Given a gene vector gk , let its projection
tb
c
onto the ‘left’ window wta be referred to as xk , and its projection onto the ‘right’ window wttb+1
be referred to as yk . Thus all the dimensions of the gene vectors corresponding to the window
c
wttab comprise the dataset X , and those corresponding to the window wttb+1
comprise the dataset Y
as described in the previous chapter. Since we are considering the same set of genes across the
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Dataset No. time pts.
YMC
YCC
HP

36
18
14

No.of genes
Parameters
original after filtering
λ
lmin lmax
6555
3602
1.4
4
7
6076
2196
1.25
3
5
6076
2471
1.55
3
7

Table 4.1: Datasets analyzed and parameters used
windows, there is a one-to-one relationship between these two datasets. Thus any two adjacent
windows can be clustered using Findep from Eq.(3.7) as the objective function to obtain highly
dissimilar or independent clusters across the windows.

4.3.2

Segmentation Algorithm

Let T = (t1 , t2 , . . . , tl ) be the given time series data sequence, and lmin and lmax be the minimum
and maximum window lengths, respectively. For each time point ta , we define the set of windows
starting from ta as Sta = {wttab |lmin ≤ tb − ta + 1 ≤ lmax }. Given a window wttab , the choices for
the next window are given by Stb+1 , the set of windows starting form tb+1 . These windows can be
organized as nodes of a directed acyclic graph, where directed edges exist between wttab ∈ Sta and
c
every wttb+1
∈ Stb+1 . The edge weights are set to be the objective function from Eq.(3.7) realized by
c
, as discussed in the previous section. Since
simultaneously clustering the windows wttab and wttb+1
local optimization procedures are sensitive to initialization, we perform 100 random restarts of the
optimization procedure (each time with different k-means prototypes found in individual windows)
and choose the best (minimum) of the local optimum solutions as the weight for the edge between
the two windows. Given this weighted directed acyclic graph, the problem of segmenting the time
series is equivalent to finding the minimum path (if one exists) between a node representing a
window beginning at t1 and a node corresponding to a window that ends in tl (recall that there can
be several choices for nodes beginning at t1 as well as for those ending at tl , depending on lmin
and lmax ). We find the shortest path using dynamic programming (Dijkstra’s algorithm) where the
path length is defined as Davg , given by Eq.(4.2), described later.

4.4
4.4.1

Experiments
Datasets

We analyzed the following datasets using our segmentation algorithm.
YMC: As stated earlier, the YMC dataset [79] consists of 36 time points collected over three
synchronized continuous cycles.
YCC: This dataset is taken from the from experiments performed by Spellman et al. [68]. We
analyzed the data containing the gene expression measurements over two continuous cell cycles
after the Yeast cells are released from an α−factor arrest.
HP: This dataset was taken from the experiments conducted by Shapira et al. [58]. The effects
of oxidative stress induced by hydrogen peroxide (HP) on the Yeast cell cycle are studied in these
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experiments. Adding HP to Yeast cells at 25 minutes after release from G1 arrest leads to a cell
cycle arrest in the subsequent G2/M phase.
For all the datasets, we filtered the genes containing missing values and also the genes that do
not have an annotation in any GO biological process category (revision 4.205 of GO released on
14 March 2007). We then used the parameters as shown in Table. 4.1 to segment the datasets. For
all the datasets, we ranged the number of clusters in each window between 3 and 15, and the the λ
value was adjusted to give approximately equal sized clusters with good intra-cluster similarities.

4.4.2

Evaluation metrics

We evaluate our clusterings and segmentations in five ways: cluster stability, cluster reproducibility, functional enrichment, segmentation quality, and segmentation sensitivity.
Cluster stability
We assess cluster stability using a bootstrap procedure to determine significance of genes brought
together. Recall that each window except the first and last windows has two sets of clusters, one set
independent with respect to the previous window and the other independent with respect to the next
window. We are interested in the genes that are significantly clustered together in these two sets of
clusters, as they represent the genes that are specific to the window under consideration. We calculate a contingency table between these two clusterings for each window (excluding the first and
the last window) in which each cell represents the number of genes that are together across the two
independent sets of clusters. We randomly sample 1000 pairs of clusterings within each window
(with cluster sizes same as the two independent clusterings) and compute their contingency tables.
By the central limit theorem, the distribution of counts in each cell of the table is approximately
normal (also verified using a Shapiro-Wilk normality test with p = 0.05). We now evaluate each
cell of the actual contingency table with respect to the corresponding random distribution and retain only those cells that have more genes than that observed at random with p < 0.05 (Bonferroni
corrected with the number of cross clusters to account for multiple hypothesis testing).
Reproducibility
Since we use a local optimization procedure to cluster any pair of windows, we perform 100
random restarts (each time with different k-means prototypes found in individual windows) and
choose the best of these solutions. Thus all the windows except the first and the last have 200
clusterings (w.r.t to previous and next windows). To ensure reproducibility of clusters we use
these clusterings to further evaluate the genes brought together in each window (represented by the
contingency table of independent clusterings described above). We retain only those genes in each
significant cell of the contingency table that are together in more than 150 of the 200 clusterings.
For the first and last windows, which have only 100 randomly initialized clusterings, we retain
those genes that are clustered together in more than 75 of the 100 clusterings.
Functional enrichment
After the above two steps, we perform functional enrichment using the GO biological process
ontology (since we are tracking biological processes) over the selected groups of genes. A hyper42

geometric p-value is calculated for each GO biological process term, and an appropriate cutoff is
chosen using a false discovery rate (FDR) q-level [70] of 0.01.
Segmentation quality
The segmentation quality is calculated as a partition distance [41] between the “true” segmentation
(from the literature of the YMC and YCC) to the segmentations computed by our algorithm. We
view each window as a set of time points so that a segmentation is a partition of time points. Given
two segmentations S1 and S2 , whose windows are indexed by the variables wttab and zttcd respectively,
the partition distance is given by:
PD = −

−

X

X

t
wtab ∈S1

t
ztcd ∈S2

X

X

t
ztcd ∈S2

t
wtab ∈S1

|wttab

∩

zttcd |

|wttab ∩ zttcd |
log2
|wttab |

|wttab ∩ zttcd | log2

|wttab ∩ zttcd |
.
|zttcd |

(4.1)

Segmentation sensitivity
The segmentation sensitivity to variations in the number of clusters is calculated as the average
of the ratios of KL-divergences between the segments to the maximum possible KL divergence
between those segments. This latter figure is easy to compute as a function of the number of
clusters, which is considered uniform throughout the segmentation. Suppose we have |S| windows
l
b
k
} with c clusters in each window. Let
in a given segmentation S = {wtt1a , wtta+1
, wttk+1
, . . . , wttj+1
Fmax be the objective function value for the maximally similar clustering (the c × c diagonal
contingency table (b) in the example in Fig. 3.1). Then the measure we compute is
"
F{wtk ,wtl } #
F{wta ,wtb } F{wtc ,wtd }
1
tj
tk+1
tc+1
tb+1
t1
ta+1
+
+ ... +
,
(4.2)
Davg =
|S| − 1
Fmax
Fmax
Fmax
where F{wtb ,wtc
ta

tb+1 }

is the optimal objective function value obtained by clustering the pair of adja-

c
. Lower values of this ratio indicate that the segmentation captures maxcent windows wttab , wttb+1
imal independence between adjacent segments while higher values indicate the clusters obtained
are more similar in adjacent segments.
Cluster stability and cluster reproducibility are used to filter the patterns obtained by the segmentation algorithm whereas the other three criteria are used to evaluate the quality of segmentation.

4.4.3

Results

YMC: The segmentation generated for the minimum number (3) of clusters is: 1–6, 7–10, 11–14,
15–18, 19–22, 23–26, 27–31, 32–36, which correspond to alternating R/B, R/C, and Ox phases.
The GO categories enriched (p < 10−7 ) are depicted in Fig. 4.1 (bottom).
YCC: The segmentation (Fig. 4.2a) generated for YCC—1–3, 4–6, 7–9, 10–12, 13–15, 16–18—is
also periodic with the stages approximately corresponding to alternating M/G1, {G1,S}, {G2,M}
43

(a)

(b)
Figure 4.2: Gantt charts depicting the segments and enriched GO categories: (a) YCC (b) HP. Only
a few key GO categories are depicted
phases. Note that each phase is of very short length in this experiment as compared to YMC: the
phases M/G1, G1, S each last for approximately two time points, while the G2 phase lasts only for
one time point. Because our minimum window length is three (set so that we recover significant
clusterings and regroupings), we cannot resolve these short-lived phases. A possible approach is
to use continuous representations such as spline fits to gain greater resolution of data sampling.
Nevertheless, the key events occurring in these segments are retrieved with high specificity (p <
10−7 ) as shown in Fig. 4.2a.
HP: The segmentation obtained is 1–4, 5–11, 12–14, 15–20, corresponding to G1, S, G2, G2/M
phases of the cell cycle as depicted in Fig. 4.2b. Note that the cells here are arrested in the G2/M
phase.
Effect of number of clusters: The sensitivities of segmentation output to change in the number
of clusters is studied in Fig. 4.3. In Fig. 4.3 (a), we see that as the number of clusters increases,
it is increasingly difficult to obtain independent clusterings, and hence for higher values of the
number of clusters, the segmentation problem actually resembles associative clustering (observe
that this curve tends toward a Davg value of 0.5). Fig. 4.3 (b) tracks the segmentation quality, and
shows that the correct segmentation is recovered for many settings in the lower range for number
of clusters, but as the number of clusters increases, the best segmentations considerably deviate
from the true segmentation. Nevertheless, comparing the two plots, we see that Davg tracks the
segmentation quality PD well and hence can be a useful surrogate for determining the “right”
number of clusters.
Biological significance of results: One of the applications of our methods is to decode temporal
relationships between biological processes. Since cell division processes are enriched in both YCC
and YMC, we superimposed those segments of our two Gantt charts (from Fig. 4.1 and Fig. 4.2a),
and observed that the oxidative metabolism phase of YMC typically precedes the transition from
G1 to S in the YCC. This is significant because it permits the DNA replication process to occur
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(a)

(b)

Figure 4.3: (a) Average ratio of the objective function values for the contingency tables to the
maximum possible value. (b) Distance of the segmentation recovered to the “true” segmentation.
in a reductive environment. These and other connections between the YMC and the YCC are
presently under intense investigation [13, 23, 46], and hypotheses involving biochemical process
compatibility versus coordinated metabolic “bursts” are currently being compared and contrasted.
These methodologies can be used to evaluate transcriptional profiles for direct comparison with
proteomic and metabolic profiling datasets [46], permitting a systems biology perspective of yeast
cellular dynamics. Such work can also lead to the design of targeted biological experiments aimed
at determining the central players in transitioning from one individual state to another, as well as the
evaluation of similar temporal shifts in other organisms. Also note that in the case of HP dataset,
the biological processes include glutathione and cysteine metabolic processes which eventually
lead to cell cycle arrest as indicated by Shapira et al. [58].

4.5

Discussion

We have presented a novel approach to simultaneously segment multiple time course data using
clusterset dissimilarity as a driving criterion for optimization. It is important to emphasize that
our objective criteria are naturally posed over contingency tables, rather than over other indirect
measures of cluster movement. Temporal modeling of biological process activity is a burgeoning
area of research. In [59], for instance, the authors use a HMM for modeling transitions between
biological processes (which are assumed to be the hidden, unobserved, variables) and also estimate
gene-process association matrices along with activity levels of different processes. However, since
the processes are not a priori defined, this approach uses multiple time course datasets to estimate
gene-process association matrices with high fidelity and, unlike our approach, does not result in
a segmentation of a given dataset. Nevertheless, the ideas of activity-level modeling from [59]
and our emphasis on segmentation through cluster dynamics can be fruitfully combined in a single
framework. In particular, we can develop richer models of cluster reorganization, e.g., dynamic
revisions in the number of clusters, split-and-merge behaviors of clusters, and a HMM for cluster
reorganization, leading to inference of complete temporal logic models.
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In the next chapter we present detailed Gantt charts obtained from several Yeast datasets (including the ones in this chapter). We also describe a method to automate comparison of these Gantt
charts. This helps us retrieve temporal models of biological processes and observe the difference
in their coordination across different experiments.
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Chapter 5
Reverse Engineering Dynamic Temporal
Models of Biological Processes and their
Relationships
5.1

Introduction

In this chapter we use the framework for time series segmentation explained in the previous chapter to enable several kinds of biological investigations. (1) It is shown that a compressed (lossy
but low-distortion) representation of the temporal data can be computed efficiently and then used
effectively as a phenomenological model to gain insight into how biological processes control,
communicate and coordinate. (2) Such models, when interpreted using temporal logic formalisms
such as Kripke models, allow model-checking with temporal logic and thus enable inferring farranging implications of the raw temporal data or the comparison of two sets of experimental data
that describe different aspects of the same phenomenon (e.g., regulatory vs. metabolic; or mutants
vs. wild-types; or diseased vs. normal). (3) The most critical component of the algorithms that
constructs HKMs involve segmenting time into nonoverlapping critical intervals such that in any
individual interval the genes regulate and affect each other in a smooth and coordinated way, but
reorganize their roles and cliques of influence at the boundaries of such intervals. An informationtheoretic formulation of these intervals turns the segmentation problem into an optimization problem that can be solved combinatorially and efficiently.

5.2

Redescription of experimental data

The simplification in creating this world-view results from an emphasis on relating exactly what
is in the data (modulo some unfortunate corrupting noise) and what is known ontologically about
some of the genes a priori, and nothing else; no claim to discovery of unknown interactions,
complete knowledge of the part-lists, or circuit-like descriptions of part-interactions is pretended;
nor is it assumed that biology has a parametric structure or architecture that can be inferred. In this
sense, this work differs fundamentally from approaches that try to reconstruct boolean networks,
network motifs, Bayesian networks or other graphical models (static or dynamic; parametric or
nonparametric), ordinary differential equations (ODEs), or hybrid models. In this precise sense,
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our approach is a natural one, akin to what is practiced by most experimental biologists, in that
it tells a story. Our approach is automated rigorously and can efficiently handle large volumes of
data with varying dimensions, scale or noise. In spite of the lack of completeness in the models it
creates, in spite of its obvious lack of causal links, and in spite of its inability to reveal unifying
principles, this approach has the advantage of being faithful to the world it observes. It should
remind one of Wittgenstein’s game of chess— “suppose a man described a game of chess without
mentioning the existence and operations of the pawns. His description of the game as a natural
phenomenon will be incomplete. On the other hand, we may say that he has completely described
a simpler game.” We aim to describe a simpler biology which can only gain details when more
observations fill in at better resolutions.
This approach is motivated by the assumption that biological processes such as cell division,
metabolism, and development are characterized by adroit orchestration of a large number of cellular events. The successful execution of specific tasks and their intended biological objectives
involve ordering constraints on subprocesses, satisfactory completion of temporal and spatial prerequisites, and dynamic reorganization of functional elements in preparation for the next step or
task. Building, checking, and reasoning with models that capture such time-order relationships is
an important activity fueled by the work of experimental biologists [43]. Some modeling methodologies, such as ODE and PDE (partial differential equation) based approaches [12], are well suited
for reverse-engineering, if one could begin with a plausible in silico representation of the biochemical interactions, characterize the behavior of the system by extensive numerical simulation, and
finally, justify or modify the model via comparison with real (in vivo or in vitro) data. Others,
such as those based on data mining and qualitative inference [4, 85], are more focused on building phenomenological representations of temporal constraints from large datasets, and validate the
model through their conformance with existing literature, qualitative observations, or ontologies.
We could refer to the latter approach as a ‘redescription’ of the experimental data [52], much in
the same way a computational simulation can be thought of as a ‘recomputation’ of what, in biology, is normally executed by a cell when exposed to a particular environmental challenge. A
judicious combination of these two paradigms of redescription and recomputation is crucial to
closing the virtuous cycle encompassing modeling, measuring and mining, and thus to bridging
the gap between theory and practice. We present the first steps toward this goal, by showcasing a
mathematical method to reconstruct temporal models of cellular processes from time-course gene
expression data. Such a model can be formally interpreted as a Kripke structure, a labeled finite automaton model, enables model-checking based analysis, as we have shown elsewhere [50]. In this
way our method helps an experimentalist to track how genes come together, persist, and regroup
dynamically with the passing of time, hence revealing insight into the progression of events constituting a given process. The inferences obtained by our method can be graphically summarized in a
Gantt chart, formally reduced to a Kripke structure temporal model [15], or other representations
(e.g., Petri-nets, traces, POM-sets, etc.).

5.3

A mathematical method to infer temporal models

The first step in deciphering temporal models of biological processes is identifying the order in
which the processes are “activated” during the time-course progression. In the previous chapter,
we described an algorithm that identifies segments of the time series where the biological activity in
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a segment is quite different from those in the adjacent segments. The hypothesis is that genes function in groups and that such groupings are dynamically redefined at important stages of time series
progression. The problem solved by our method is hence one of segmenting a given time-course
dataset into a succession of ‘informative’ windows such that time points within a window reveal
concerted clusters of gene action, whereas time points straddling window boundaries indicate significant process-level re-structuring. The segmentation algorithm is based on clustering adjacent
windows using an objective function (Eq.(3.7)) that quantifies the similarities of the groups or
clusters of genes across the windows. For the sake of completeness, we briefly describe the derivation of the objective function from an information theoretic viewpoint. Given multiple vectors of
measurements G = {g1 , g2 , . . . , gN }, where each gi is a time series over T = {t1 , t2 , . . . , tl }, the
b
problem of segmentation is to find a sequence of segments, (wtt1a , wtta+1
, . . . , wttkl ) where each segment wttse , ts ≤ te , is a set of consecutive time points beginning at time point ts and ending at time
point te . The segment boundaries are identified such that, were we to cluster genes in neighboring
windows separately, we would find highly dissimilar sets of clusters.

5.3.1

Information-theoretic framework

Consider the case of segmentation into just two windows: i.e., we seek to find segments wttab and
c
c
wttb+1
, with r clusters in the window wttab and c clusters in the window wttb+1
. Let α and β represent
tb
tc
the cluster random variables for the windows wta and wtb+1 respectively. (The set of possible values
for α is {1, . . . , r} and for β is {1, . . . , c}.)
In order to relate two probability distributions, we start with the notion of entropy
P (information)
and relative entropy (conditional information), as defined below. H(X) = −
P p(x) log2 p(x) is
the entropy of a probability mass function p(x) for X, and H(X|Y ) = − p(x, y) log2 p(x|y)
is the conditional entropy given by a conditional probability mass function p(x|y) for X with
P
). Note that if there is not
respect to Y . Thus H(X) − H(X|Y ) = − p(x, y) log2 ( p(x)·p(y)
p(x,y)
much regulatory reorganization between two consecutive time intervals, we should not expect to
gain substantially much new information in the subsequent time-window, assuming that we have
already analyzed the dynamics in the preceding time-window and can extrapolate the dynamics.
All these concepts and intuitions can be summarized in the notion of mutual information and lead
to the formulation of an optimization problem.
The mutual information between the two probability distributions for α and β gives a measure
of the similarity between the two clusterings in adjacent windows:
I(α, β) = H(α) − H(α|β)
= H(β) − H(β|α).

(5.1)
(5.2)

Since we desire the clusterings to be highly dissimilar with as little mutual information as possible,
the problem is to minimize
2I(α, β) = H(α) + H(β) − H(α|β) − H(β|α)

(5.3)

We can ignore the terms H(α) and H(β) in the above equation as they just influence the cluster
sizes. We focus only on the conditional entropies and use contingency tables to calculate the
distributions as described below.
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We begin by measuring the similarity of the clusters across the windows using a r × c contingency table. Entry nij in the (i, j)th cell of the table represents the overlap between the genes
c
clustered together in cluster i of window wttab and in cluster j of window wttb+1
. The sizes of the
P
tb
clusters in wta are given by the column-wise sums across each row: ni . = j nij , while the sizes
P
c
of clusters in wttb+1
are given by row-wise sums down each column: n.j = i nij . Suppose we
have 18 data samples and 3 clusters in each dataset, then the ideal set of highly dissimilar clusters
gives rise to a contingency table as shown below:
2 2 2
2 2 2
2 2 2
Interpreting each row and column as a probability distribution, ideal highly dissimilar clusters
result in a total of (r + c) uniform distributions across the rows and columns of the contingency
table. To capture the deviation of these distributions from the uniform distribution, we define
n
r random variables Ri , i = 1, . . . , r occurring with probability pRi (j) = niji. corresponding to
each row. Similarly, we define c random variables Cj , j = 1, . . . , c occurring with probability
n
pCj (i) = nij.j corresponding to each column. We capture the deviation of these distributions from
the uniform distributions over the rows (U ( 1c )) and columns (U ( 1r )) by




r
c
1
1X
1
1X
F=
DKL pRi ||U ( ) +
DKL pCj ||U ( ) ,
r i=1
c
c j=1
r

(5.4)

P
where DKL (p||q) = x p(x) log2 p(x)
is the Kullback-Leibler (KL) divergence between two probq(x)
ability distributions p(x) and q(x). We thus cluster the adjacent windows using F as the objective
function, minimizing it in order to yield highly dissimilar clusters across the windows. Since
the KL-divergence of any distribution with respect to the uniform distribution is proportional to
the negative entropy of the distribution, the objective function in Eq.(5.4) can be equivalently expressed as
r

F ∝−

c

1X
1X
H(Ri ) −
H(Cj ),
r i=1
c j=1
r

=−

c

1X
1X
H(β|α = i) −
H(α|β = j)
r i=1
c j=1

Thus the function F captures the mutual information between the clusterings in adjacent windows.
This observation can be generalized to model and optimize clusterings through multiple windows,
i.e., an entire segmentation of the time course.

5.3.2

Deriving temporal models from time series segmentations

We represent the temporal models of biological processes derived from the segmentations as
Kripke models. Kripke models are widely used as a modeling formalism for reasoning with temporal logics. A Kripke model is a graph whose nodes represent the reachable states of the system
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and whose edges represent state transitions. Each node is labeled with the properties that hold (are
“true”) in the corresponding state. Kripke models help understand the interplay between multiple
segmentations. In order to derive Kripke models from our segmentations, we define the set of
states (nodes in the graph) as the enriched biological processes in each segment. We evaluate each
segment to obtain highly specific sets of genes pertinent to each segment as described in Sec. . We
then perform functional enrichment analysis on these sets of genes to reveal the biological processes specific to each segment. We assume that each of the m processes in segment S1 of each
data set precede each of the n processes in the next segment S2 , i.e, we have an arrow representing
a state transition from each process in S1 to each process in S2 . In order to compute the combined
Kripke model across datasets we find the maximal sets of processes that are common across the
datasets with the same precedence relationships. These sets constitute the states of the combined
Kripke model and the transitions between the sets are labeled with the experimental conditions
where they are observed. For ease of comprehension, the Kripke model can be projected down to a
subset of processes and/or subset of conditions in order to bring out specific temporal relationships
between these processes across the specified conditions.
We employ our method to discover temporal relationships in the persistence of biological processes: i.e., which processes precede/succeed others? Are there periodicity relationships underlying a dataset? What stages serve as checkpoints or prerequisites for others? Operationally, we
address these questions by identifying optimal segmentations of time-series datasets, redescribing
these segments into enriched biological processes and, in this manner, uncovering ordering relationships between the underlying processes. Of the five datasets studied here, we use the two yeast
metabolic cycle datasets and the yeast cell cycle dataset to validate our approach and the hydrogen peroxide and menadione treatment datasets to in improving our understanding of yeast stress
response programs.

5.4

Methods

Datasets and data preprocessing
Our datasets came from a variety of sources. For each dataset described below, we retained only
genes that have an annotation in the GO (Gene Ontology) biological process taxonomy (revision
4.205 of GO released on 14 March 2007), log transformed (base 10) their expression values and
normalized them such that the mean expression of each gene across all time points is zero. The
YMC1 dataset [79] consists of 36 time points collected over 3 continuous cycles. The original
dataset consists of 6555 unique genes from the S. cerevisiae genome from which after preprocessing as described above we retained 3602 genes. We also analyzed another yeast metabolic cycle
(YMC2) dataset [35] with 32 time points collected over 3 continuous cycles. (While in YMC1 [79]
the authors claim that the cycle length is approximately 5 hours, in YMC2 [35], the authors claim
that this cycle length is approximately 40 minutes.) Here we again retained 3602 genes. As our
third dataset, we analyzed the well known yeast cell cycle dataset from experiments performed by
Spellman et al. [68]. There are three components to the Spellman yeast cell cycle (YCC) data,
following three different cell synchronization treatments with α-factor, cdc 15 and elutriation. We
describe our analysis of the α-factor dataset that has 6076 genes with 18 time points over approximately 2 cycles. Our preprocessing results in a universal set of 2196 genes. Finally, we analyzed
51

datasets from the experiments conducted by Shapira et al. [58], who studied the effects of oxidative
stress induced by hydrogen peroxide (HP) and Menadione (MD) on the yeast cell cycle. We analyzed the datasets where HP and MD were added to the cells at 25 minutes after release from G1
arrest. The cells treated with HP were arrested in the subsequent G2/M phase while those treated
with MD go through one cell cycle and were arrested in the G1 phase of next cycle. The HP dataset
has 20 time points while the MD dataset has 14 time points. After preprocessing, we obtained a
final set of 2471 genes in HP, and 2247 genes in MD datasets.
Dynamic programming algorithm for optimal segmentation
As described elsewhere ([74], we apply a dynamic programming algorithm for segmenting the various time series. We used different settings for the numbers of clusters and different thresholds for
minimum and maximum possible window lengths to search in the space of possible segmentations.
Besides the number of clusters in each segment, and minimum/maximum constraints on window
lengths, we parameterized the segmentation algorithm with a parameter λ that controls the sizes of
the clusters in the resulting segmentations and can be adjusted to yield approximately equal cluster
sizes. For YMC1, we experimented with the number of clusters in each segment ranging from 3 to
15, a minimum window length of 4 and maximum window length of 7, and λ = 1.4. For YMC2,
the number of clusters is varied between 3 and 15, minimum and maximum window lengths used
are 3 and 6 respectively, and λ = 1.35. For the YCC, we ranged from 3 to 15 clusters in each window with a minimum window length of 3 and maximum window length of 5, and λ = 1.25. For
segmenting the HP and MD datasets, the number of clusters is varied between 3 and 15, minimum
and maximum window lengths used are 3 and 7 respectively, and λ = 1.55. After the segmentation
reveals windows and clusters of genes in each window, we perform functional enrichment over the
selected sets of genes. A hypergeometric p-value is calculated for each GO biological process
term, and an appropriate cutoff is chosen using false discovery rate (FDR) q-level of 0.01 [70].
The time bounded enrichments are summarized as Gantt charts as presented earlier. We employ
various statistical tests to assess the sensitivity of the segmentation to variations in the number of
clusters [74].

5.5

Results

Our time series segmentation framework is validated through analysis of five yeast gene expression
datasets, including two yeast metabolic cycle time courses (YMC1 [79] and YMC2 [35]), which
are continuous mode growth-starvation-nutrition cultures, a yeast cell cycle dataset (YCC [68]),
and observations of the cell cycle under treatment of hydrogen peroxide (HP [58]) and menadione
(MD [58]). We were able to recover intricate temporal relationships across these datasets. For
instance, a main result of [79] is the existence of three key clusters of expression patterns that
oscillate coordinatively through the metabolic cycle phases, influenced by careful transcriptional
control. We also show how our method recovers the underlying temporal relationships in this and
other datasets without explicit supervisory input.
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Figure 5.1: Preview of results from segmenting the yeast cell cycle (YCC) dataset. Only one cycle
is shown here. The YCC involves the staged coordination of several phases (M/G1, time points [1–
3]; G1,S, time points [4–6]; and G2,M, time points [7–9]). (A) Mean expression profiles for each
group of genes depict the changing emphasis across the three phases. Contingency tables capture
the concerted grouping of genes within segments (B, first row) as well as the regroupings between
segments (C, first row). Observe that the contingency tables in the second row involve significant
enrichments whereas the tables in the third row approximate a uniform distribution. Gantt chart
views (C) depict the temporal coordination of biological processes underlying the dataset. Only
some of the enriched functions are displayed, for lack of space.
Validation
Specific strains of Saccharomyces cerevisiae have been shown to have two robust interconnected
biological cycles occurring simultaneously, e.g., the metabolic and cell cycles [23, 48]. As temporal gene expression datasets have been generated for analysis of these two cycles, our framework
can be validated through analysis of these gene expression studies, testing to see if the two cycles
can be recovered from the datasets without explicit supervisory input. Two yeast transcriptional
profiling time course datasets were obtained from two different strains of yeast grown under two
different conditions (YMC1: CEN.PK122 diploid strain, glucose-limited cultures [79]; YMC2:
IFO 0233 diploid strain, not glucose limited [35]). The final validation dataset is from a transcriptional profile of the cell cycle after release from -factor synchronization (YCC: DBY8724
strain [68]).
We computed the optimal segmentation for the yeast cell cycle (YCC) α-factor synchronization experiment of Spellman et al. [68] using our dynamic programming algorithm. This dataset
comprises two cycles, one of which is explained in detail in Fig. 5.1 and both are summarized
in the complete segmentation of Fig. 5.2. To understand the temporal nature of the underlying
dataset, we label each window with only functions from the cluster whose mean expression peaks
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during the window. We make several qualitative observations from the segmentation. First, from
Fig. 5.1, observe how clusters within each window offer significant enrichments of biological processes (contingency tables in the second row) whereas there is significant regrouping of genes
across neighboring windows (contingency tables in the third row). Second, The segmentation
brings out the cyclic nature of the dataset—alternating M/G1, {G1,S}, {G2,M} phases—without
explicit instruction.

Figure 5.2: Gantt chart resulting from segmentation of the YCC dataset. This gives the complete
segmentation for the illustration from Fig. 5.1.
54

By studying the processes enriched in each segment of Fig. 5.2, the careful coordination of
the cell cycle is easily seen. As stated in [68], the YCC time course data spans approximately
two points each for phases M/G1, G1, and S and spans only one time point for the G2 phase.
Because our minimum window length is three (set so that we recover significant clusterings and
regroupings), we cannot precisely resolve these short-lived phases with this dataset. A possible
approach is to use continuous representations such as spline fits to gain greater resolution of data
sampling [20]. Nevertheless, the key events occurring in these segments are retrieved with high
specificity (p < 10−7 ). For YMC1, eight segments were inferred (Fig. 5.3A). These segments
correspond to the successive reductive building (R/B), charging (R/C) and oxidative (Ox) phases
of the metabolic cycle [79]. The gene ontology (GO) categories enriched (p < 10−7 ) are clearly
cyclic in nature. The same analysis applied to the YMC2 dataset yields 9 segments (Fig. 5.3B),
corresponding to three successive R/C, Ox, and R/B phases. The overlap in GO categories between
YMC1 and YMC2 is fairly dramatic, especially with regards to processes associated with cell
division. Clearly more GO categories were associated with the R/B segment of YMC2 growth
relative to YMC1. Such differences may be related to differences in growth conditions as well as
the strain employed.
Assessing hydrogen peroxide and menadione oxidative stress
The effects of hydrogen peroxide and menadione on yeast strain DBY8724 were evaluated recently
through temporal transcriptional profiling [58]. In the case of the peroxide treatment, cells were
synchronized with α-factor, exposed to hydrogen peroxide for a set period of time, and subsequently released from the oxidative stress. Analysis of this dataset returned time segmentations
that corresponded to the three main phases of the cell cycle (Fig. 5.4). Segments I, II, and IV are
the time frames that cell cycle analyses indicated the G1, S, G2/M phases predominated [58]. Also
note that our method accurately determined the length of peroxide treatment. Segment III appears
to be an intermediate phase of growth resulting from the removal of oxidative stress, exit from
the extended S-phase and continued passage through the replication process (G2/M). Cell cycle
analysis of this segment indicated that the percent contribution of each phase of the cell cycle were
approximately the same. Menadione treatment results in G1 arrest [58], and the segmentation
obtained corresponded to the G1, S, G2/M, and G1 phases of the cell cycle (4 segments), with
accurate identification of entry into G1 arrest (Fig. 5.4).
Combined Kripke model inference
A combined Kripke model inferred from all the datasets is shown in Fig. 5.5. We focused on certain
key cell cycle related categories and derived this model from individual Gantt charts as described
in Sec sec:kripke. The interplay between the YMC and YCC, and the cyclic nature of their time
courses is evident from this model. The exit of cells from the cell cycle due to hydrogen peroxide
(HP) treatment and subsequent cell cycle arrest is also captured. Note that these transitions involve
the Cysteine and Glutathione metabolic processes that drive the transition to cell cycle arrest as
indicated in [58]. The transitions involving MD do not indicate a similar exit because the cells
complete one full cycle before getting arrested.
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5.6

Discussion

The ability to identify segments of interest in temporal datasets without supervisory input permits
analysis of biological processes without bias. Through our temporal models, we have shown that
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Figure 5.4: Segmentation resulting from the analysis of a transcriptional profiling dataset evaluating the exposure of S. cerevisiae (BY8743) to hydrogen peroxide (0.2 mM) and menadione (2
mM). The timeline of the experiment is shown; each hash mark indicates a sampling point, and the
duration of the treatment is above the timeline. Our method accurately assigned Segments I, II and
IV of the peroxide dataset to the times when the cells are predominantly in G1, S, and G2/M phases
of the cell cycle, respectively. Segment III putatively represents the combined transition between
the phases of the cell cycle as well as the release from oxidative stress. Note the prevalence of
genes associated with core metabolic processes including sulfur metabolism. Our analysis of the
menadione treatment again resulted in the assignment of the cell cycle stages (I–III) as well as the
G1 arrest.
S. cerevisiae acts in a somewhat unified fashion, with cell cycles based on core metabolism and
cell division. Connections between the YMC and the YCC have been under intense investigation,
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Figure 5.5: A temporal process model reconstructed from segmentations of the yeast cell cycle
(YCC), yeast metabolic cycle (YMC), and exposure of yeast cells to hydrogen peroxide (HP) and
menadione treatment (MD).
which has generated interesting hypotheses involving biochemical process compatibility versus
coordinated metabolic “bursts” [23]. The metaphor that emerges from this analysis is that the
metabolic state of the cell is essentially a fuel gauge, assessing whether or not other key biological
processes (e.g., reproduction, regulation, etc.) should continue or not. This metaphor may extend
further: Biological cycles are a fundamental aspect of lifestyles, be it in yeast or humans, and one
expects to see this kinds of coupling ubiquitously. Thus evaluation of the oscillatory processes in
yeast will frame the work to be done with more complex organisms. The underlying assumption
that, choreographed by these two predominant cycles, the availability of energy controls whether
a yeast cell divides or not, motivates many other important questions: What are the major intracellular and extracellular molecules that control an individual cells and its decision to divide? Can
we use gene knockouts and/or growth condition modifications to separate the YMC and YCC so
that they are independent of one another? Digging deeper into fundamental biochemistry, we may
even ask: What role does cellular redox state play in determining the “wellness” of a cell? Being
able to answer such questions, may also hint at how to design targeted biological experiments to
determine the central players in transitioning from one individual state to another, in yeast or other
organisms.
For example, our investigation of the transcriptional profiling associated with peroxide stress
identified a time segment that corresponded to an “intermediate stage” (Fig. 5.4, Segment 3)
where the yeast cells were recovering from peroxide stress. The GO categories enriched in this
segment were related to core metabolic processes (ethanol, TCA, glycogen), sulfur metabolism,
and inositol lipid-mediated signaling, as well as chromatin silencing and nuclear pore organization/biogenesis. While sulfur metabolism can be associated directly with the oxidative stress re58

sponse, the linkage to inositol lipid-mediated signaling genes and chromatin silencing is a bit more
remote. YKR019C/IRS4 [67] was originally linked with ribosomal DNA silencing and subsequently with slow growth in rich media ( [89]). It was subsequently found in the mitochondrial
proteome [61] associated with autophagy [10], and the negative regulation of phosphatidylinositol
4,5-bisphosphate (PI(4,5)P2) levels [44]. Metabolite-based screens [80] of several different strains,
concentrating on lipids and/or second messengers may lend insight into the role small molecules
play in natural oscillatory processes of yeast.
We also believe that these tools will apply to dissect the degree of temporal “hardwiring” manifest in biological processes, i.e., would it be possible to manipulate the system to adopt an aberrant
cell state or make it proceed along a desired temporal order? For instance, the identification of
novel transcriptional states such as found in Segment III of the peroxide treatment suggests that at
this stage in the cell growth regime it may be possible to force the organism to adopt aberrant states.
For example, exit from peroxide treatment results in entry into the G2/M state. What would be the
effect of adding alpha-factor to the growth medium directly after release from peroxide stress?
Would the cells continue through the cell cycle once before entering into G1, or move directly
to G1? Questions such as these are the focus of a future research project that we aim to initiate.
Such capabilities to discover, interrogate, and adaptively steer computational models of biological
processes would be key to understanding important phenomena like disease progression, aging,
host-pathogen interactions, stress responses, and cell-to-cell communication.
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Chapter 6
An Integrated Framework for
Supporting Relational Schemas of
Clustering
6.1

Introduction

Modern data mining settings involve a combination of attribute-valued descriptors over objects that
themselves have relationships between them. For instance, in bioinformatics applications, genes
are characterized by numeric vectors of expression values, and the genes share relationships such
as homology, co-regulation, synthetic lethality, or participation in common pathways. Other application domains include social networks [39], hypertext, recommender systems [2], paleontology,
and epidemiology. In essence, the underlying dataset can be modeled by an E/R schema endowed
with attribute vectors; data mining algorithms that respect (and even exploit) the structure of the
schema are hence highly desirable.
We focus here on being able to define and realize a “schema of clustering” superimposed over
the underlying data schema, so that clusters induced by locality over individual object spaces are
also constrained by the relationships that hold between the object spaces. Our work is closest in
spirit to Banerjee et al. [5], who present a powerful framework based on multi-dimensional tensors
to achieve very similar goals, and to Kaski et al. [31] who use related objective functions as us to
cluster mixed-mode datasets. The work in [5] is shown to generalize a wide variety of clustering
algorithms. In Section 6.6 we show how our approach has both commonalities and differences to
these works and how it generalizes a similarly wide but different set of algorithms.
Consider Fig. 6.1 (left) where we show three two-way relationships between three datasets,
corresponding to expression values for genes in yeast (S. cerevisiae; Y), worm (C. elegans; W),
and human (H. sapiens; H). Assume (we relax this assumption later) that the relationship between
the genes is one-to-one, e.g., gene pairs in (yeast, human) are related if they are the best orthologs
of each other [71]. It is well known that core functions carried out by the worm and yeast are due
to orthologous proteins that are present in comparable numbers in both organisms [14]. Similarly,
it is common to learn more about gene function in humans by imputing functions from orthologs
in the worm [27]. In contrast, it can be argued that although yeast, worm, and human are all
eukaryotes, humans and yeast diverged too long back, and hence connections between human and
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Figure 6.1: We are given three time series gene expression datasets—human (H), worm (W), and
yeast (Y)—and the goal is to cluster each so that the clusters are local in the respective spaces; that
the clusterings of H and W share high similarity; as must W and Y; but that H and Y should be
highly dissimilar. The figure depicts the clusters as well as their overlaps using contingency tables.
Observe how the contingency table in the bottom has been driven from a k-means overlap toward
an independent distribution, whereas the other two tables are driven toward distributions where the
probability mass is concentrated along the diagonals.
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yeast—except for the most fundamental of processes–might be tenuous.
These goals can be summarized by saying: find clusters in H, W, and Y such that they are highly
similar when viewed through the H-W relationship, highly similar through the W-Y relationship as
well, but are highly dissimilar through the H-Y relationship. Assume four clusters in each dataset,
and suppose we did a k-means clustering on each separately, and compared them using contingency
tables. The cells in the contingency table capture the overlaps between the respective clusters (in
the rows and columns). We obtain the original contingency tables through k-means clustering as
shown on the left of each pair of datasets in Fig. 6.1. It is evident that neither of them satisfies the
given constraints. Our goal in this chapter is to ‘drive’ these tables toward different assignments,
thus yielding the final contingency tables as shown to wards the right of each relationship Fig. 6.1
(right). The respective clusters with their prototypes are also shown. (Although it appears like
there is high variance in these clusters, this is due to our setting of four clusters which we have
chosen for ease of illustration.) Using the results, a biologist can study, pairwise, how heat shock
expression programs relate between H and W, and between W and Y, to identify hypotheses about
how worms might have served as an intermediate stage in the evolution of these programs from a
single-celled eukaryote (Y) to a complex eukaryote (H). Our primary aim in this chapter is to be
able to pose and identify such rich schemas of clusterings over a multi-relational dataset. The chief
contribution of this chapter is a relational framework for clustering that supports
(i) Multiple domains with relationships between them.
(ii) A multiplicity of the type of relationships (i.e., one-to-one, many-to-one, many-to-many).
(iii) Clusters constrained to be highly similar or dissimilar to others Clusters to be influenced by
others to be either highly similar or dissimilar. 1 .
(iv) A multi-criteria optimization framework to understand tradeoffs between possibly conflicting criteria.
(v) Application studies in bioinformatics that bring out important tradeoffs in clustering diverse
but related datasets.
(vi) A rich set of connections to many existing frameworks for clustering such as bi/co-clustering [18],
cross-associations [11], constrained clustering [83], associative clustering [31], learning of
disparate clusterings [29], clustering over relation graphs [39], and multivariate information
bottleneck [22].

6.2

Describing many-to-many relationships between clusterings

Developing an integrated framework for capturing relationships between clusterings requires us to
connect the concepts of: data vectors, clusters, clusterings, relationships between clusterings, and
objective criteria defined over the relationships. Observe that data vectors are grouped into clusters
and the resulting clusterings (which are sets of clusters in a dataset) are related across diverse
1

In comparing clusterings, we use the terms {similar, dependent} interchangeably and similarly the terms
{dissimilar, disparate, independent}
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Figure 6.2: Clustering with many-to-many relationships. Dependent clusters give rise to contingency tables with row and column distributions far from the uniform distribution while independent
clusters give rise to uniform distributions over the rows and columns of contingency table.
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datasets to optimize some objective. We outline this multi-stage activity in the reverse order, for
ease of presentation:
1. Define contingency tables between clusterings. A contingency table captures overlaps (or
lack thereof) between clusters.
2. Parameterize contingency table entries as a function of cluster assignments. This step connects the overlap values in terms of how clusters are defined.
3. Define assignment of data vectors to clusters. Since clusters are primarily based on proximity, this step is akin to how a k-means algorithm defines clusters based on mean prototypes.
However, there are some difficulties. If the cluster assignments are ‘hard,’ the gradient of
the objective function (defined in the next step) might not be smooth or even differentiable.
If we use a ‘soft’ assignment formulation, it is ideal to smooth the assignment probabilities
such that it ‘tracks’ the actual assignment values as closely as possible.
4. Identify objective functions to capture either dependent or independent clustering relationships. Here we define criteria over the contingency table entries describing the ideal resulting
contingency table. As needed, we will need to regularize the objective functions to penalize
trivial solutions.
We have already developed the notation and the objective functions to cluster two datasets with
one-to-one relationships between the samples using a contingency table of cluster overlaps in
Chap. 3. Here, we extend the notation and the objective functions to multiple datasets with manyto-many relationships between each pair of datasets.
Let X1 , . . . , Xn be the n datasets to be clustered and C1 , . . . , Cn be the corresponding cluster
random variables. Let k1 , . . . , kn be the number of real-valued vector data samples and r1 , . . . , rn
be the number of clusters in each dataset. Formally, Xp = {xsp }, s = 1, . . . , kp is the set of samples
in dataset p, where each sample xsp ∈ Rlp . The many-to-many relationships between the datasets
are represented by a kp × kq binary matrix Bpq , where Bpq (s, t) = 1 if xsp is related to xtq , else
Bpq (s, t) = 0.
Between any pair of datasets Xp and Xq , we require that the clusterings satisfy two criteria
(as we described earlier in Chap. 3)— the clusters across the datasets are either dependent or
independent in terms of the related data samples clustered across the datasets, and the clusters
within each dataset group together similar samples.
Let Tpq be the rp × rq contingency table to measure the similarity of the clusters across Xp and
Xq . The number of relationships between the data samples assigned to cluster i in Xp and cluster j
in Xp is represented by the cell count nij
pq of this contingency table. As described earlier, for highly
similar clusters across the datasets, the row-wise and column-wise probability distributions (obtained by normalizing the cell counts) should be far from the corresponding uniform distributions
over rows and columns as shown in Fig. 6.2. Analogously, for highly independent clusters these
distributions are close to the uniform distributions. The assignment
a data vector to the clusters
Prp of
i
i
is given by the probability distribution p(Vxsp = vxsp ), where i=1 vxsp = 1. The probabilities, vxi sp
are the cluster membership indicator variables, i.e., the probability that data sample xsp is assigned
to cluster i in dataset p. We define the contingency table counts for clusters across Xp and Xq as
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follows
nij
pq
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=

=

=
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X
X
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X
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s=1 t=1

rp
X
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Bpq (s, t)vxj tq ,
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s=1 t=1

where ni.pq and n.jpq are the row-wise and column-wise counts of the cells of the contingency table
i
respectively. Given these counts, we define the row-wise random variables αpq
, i = 1, . . . , rp and
j
and column-wise random variables βpq , j = 1, . . . , rq with probability distributions as follows
i
p(αpq
= j) =

j
p(βpq
= i) =

nij
pq
, j = 1, . . . , rq
ni.pq
nij
pq
n.jpq

, i = 1, . . . , rp

(6.4)
(6.5)

We capture the deviation of these distributions from the uniform distributions over the rows
(U ( r1q )) and columns (U ( r1p )) using KL-divergence as follows
Fpq

rp
rq


1 X
1  1 X
1 
i
j
=
DKL p(αpq )||U ( ) +
DKL (βpq
)||U ( ) .
rp i=1
rq
rq j=1
rp

(6.6)

Note that this function is similar to the function we define for datasets with one-to-one relationships in Eq.(3.6), but the contingency table counts reflect the possible many-to-many relationships
across the clusters in the datasets. We parametrize this function with smoothed cluster membership
probabilities as described in Sec. 3.4.2. Let mip , i = 1, . . . , rp be the prototypes for clusters in Xp
and mjq , i = 1, . . . , rq be the prototypes for the clusters in Xq . The smoothed cluster membership
probabilities of the data samples in Xp are given by
exp( −ρ
||xsp − mip ||2 )
D
vxi sp = Prp
,
−ρ
s
i0 2
i0 =1 exp( D ||xp − mp || )

(6.7)

where ρ >> 0, and D = maxs,s0 ||xs − xs0 ||, 1 ≤ s, s0 ≤ rp is the pointset diameter as described
in Sec. 3.4.2. The cluster memberships for the dataset Xq , vxj tq are also smoothed similarly. The
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regularized objective function for independent clusters is defined as
indep
Fpq

rp
rq


1  λX
1 
λ X
i
j
DKL p(αpq )||U ( ) +
DKL p(βpq
)||U ( )
=
rp i=1
rq
rq j=1
rp
kp
kq


1 
1 
1 X
1 X
DKL p(Vxsp )||U ( ) −
DKL p(Vxtq )||U ( ) .
−
kp s=1
rp
kq t=1
rq

The additional regularization terms are added to ensure that the data samples are assigned to their
respective clusters with sharp probabilities.
The objective function for dependent clusters is defined as
dep
Fpq

rp
rq


1 X
1  1 X
1 
i
j
=
)||U ( )
DKL p(αpq )||U ( ) +
DKL p(βpq
rp i=1
rq
rq j=1
rp


1 
1 
−λDKL p(Cp )||U ( ) − λDKL p(Cq )||U ( ) ,
rp
rq
ni.

n.j

where, p(Cp = i) = kpqp , and p(Cq = j) = kpqq are the cluster probabilities in datasets Xp
and Xq respectively. The parameter λ is used to control the cluster sizes and avoid huge clusters.
indep
Regularization is described in detail in Sec. 3.4.1 Minimizing Fpq
leads to independent or highly
dep
dissimilar clusters across Xp and Xq while maximizing Fpq leads to dependent or highly similar
clusters.

6.3

Optimization and Time Complexity

Notice that in order to calculate the cell count nij
pq in Eq.(6.1), we have to go through the relationship matrix and count all the relationships between the samples assigned to cluster i in dataset Xp
and cluster j in dataset Xq . In essence, we are counting the many one-to-one relationships between
the data samples over the contingency table and this is equivalent to calculating the one-to-one
relationships between the corresponding replicated datasets. For every relationship represented by
Bpq (s, t) = 1, we add the sample xsp to a new dataset Xp0 and the sample xtq to a new dataset Xq0 .
These replicated datasets Xp0 and Xq0 then have data samples with one-to-one relationships which
can be represented by a diagonal matrix with ones on the diagonal. If k 0 is the total number of relatonships between Xp and Xq , then the number of data samples in the replicated datatsets Xpd and
Pk0 i j
Xqd is k 0 . The contingency table counts can be calculated as nij
pq =
s=1 vxsp vxsq . Essentially the
count is obtained by multiplying the assignment probabilities of corresponding samples, instead
of going through the entire relationship matrix. In practice, for ease of computation we follow
this approach of replicated datasets to model many-to-many relationships. The problem of finding optimal cluster prototypes in the data sets with many-to-many relationships is now equivalent
to finding the optimal cluster prototypes in the replicated datasets with one-to-one relationships
which was addressed in Chap. 3. The details of the optimization process are as follows.
The goal is to minimize F, a non-linear function of mip and mjq . For this purpose, we adopt an
augmented Lagrangian formulation with a quasi-Newton trust region algorithm. We require a flexible formulation with equality constraints (e.g., that mean prototypes lie on the unit hypersphere)
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and bound constraints (e.g., here the prototypes are bounded by the max and min (componentwise) of the data, otherwise the optimization problem has no solution). The LANCELOT software
package [16] provides just such an implementation.
For ease of description, we “package” all the mean prototype vectors for clusters from both
datasets (there are rp + rq of them) into a single vector ν of length t. The problem to solve is then:
argmin F(ν)

hi (ν) = 0, i = 1, . . . , η,
Lj ≤ νj ≤ Uj , j = 1, . . . , t.

subject to

where ν is a t-dimensional vector and F, hi are real-valued functions continuously differentiable
in a neighborhood of the box [L, U ]. Here the hi ensure that the mean prototypes lie on the unit
hypersphere (i.e., they are of the form m1p − 1 , m2p − 1 , · · · , m1q − 1 , m2q − 1 , · · · )
The bound constraints are uniformly set to [−1, 1]. The augmented Lagrangian Φ is defined by
Φ(ν, λ, ϕ) = F(ν) +

η
X


ζi hi (ν) + ϕhi (ν)2 ,

(6.8)

i=1

where the ζi are Lagrange multipliers and ϕ > 0 is a penalty parameter. The augmented Lagrangian
method (implemented in LANCELOT) to solve the constrained optimization problem above is
given in OptPrototypes.
Algorithm 1 OptPrototypes
1. Choose initial values ν (0) (e.g., via a k-means algorithm), λ(0) , set k := 0, and fix ϕ > 0.
2. For fixed λ(k) , update ν (k) to ν (k+1) by using one step of a quasi-Newton trust region algorithm
for minimizing Φ ν, λ(k) , ϕ subject to the constraints on ν. Call ProblemSetup with ν as needed
to obtain F and ∇F.

(k+1)
(k)
3. Update ζ byζi
= ζi + 2ϕhi ν (k) for i = 1, . . ., η.
4. If ν (k) , λ(k) has converged, stop; else, set k := k + 1 and go to (2).
5. Return ν.
In Step 1 of OptPrototypes, we initialize the prototypes using a k-means algorithm (i.e., one which
separately finds clusters in each dataset without coordination), package them into the vector ν, and
use this vector as starting points for optimization. For each iteration of the augmented Lagrangian
method, we require access to F and ∇F which we obtain by invoking Algorithm ProblemSetup.
Algorithm 2 ProblemSetup
1. Unpackage ν into values for mean prototype vectors.
2. Use Eq. (6.7) (and its analog) to compute vxi sp and vxj tq .
3. Use Eq. (6.1) to obtain contingency table counts nij .
4. Use Eqs. (6.4) and (6.5) to define r.v.s αi and βj .
5. Use Eqn. (6.6) to compute F and ∇F.
6. Return F, ∇F.
This routine goes step-by-step through the framework developed in earlier sections to link the
prototypes to the objective function.
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Modulo the time complexity of k-means (which is used for initializing the protoypes), the
per-iteration complexity of the various stages of our algorithm can be given as:
Step
Assigning vectors to clusters
Preparing contingency tables

Time Complexity
O(kp lp rp + kq lq rq )
O(rp rq kp kq ) (naı̈ve)
O(rp rq k 0 ) (replicated)
Evaluating contingency tables O(rq rp + rp rq )
Optimization
O((η + 1)t2 )
First, observe that this is a continuous, rather than discrete, optimization algorithm, and hence
the overall time complexity depends on the number of iterations, which is an unknown function
of the requested numerical accuracy. The step of assigning vectors to clusters takes place independently in the two datasets, so the time complexity has two components. For each vector,
we compare it to each mean prototype, and an inner loop over the dimensionality of the vectors
gives O(kp lp rp + kq lq rq ). The straightforward way to prepare contingency tables as suggested by
Eq. (6.1) gives rise to a costly computation, since for each cell of the contingency table (there are
rp rq of them), we will expend O(kp kq ) computations. However replicating the vectors helps us
treat the relationship matrix B as if it were one-to-one. In this case, the per-cell complexity will be
simply be a linear function of the non-zero entries in Bpq , i.e., |Bpq | = k 0 . Evaluating the contingency tables requires us to calculate KL-divergences which are dependent on the sample space over
which the distributions are compared and the number of such comparisons. There are two terms,
one for row-wise distributions, and one for column-wise distributions. Finally, the time complexity
of the optimization is O((η + 1)t2 ) per iteration, and the space complexity is also O((η + 1)t2 ),
mostly for storage of Hessian matrix approximations of F and hi . Note that t = rp lp + rq lq and
η = rp + rq . In practice, to avoid sensitivity to local minima, we perform several random restarts
of our approach, with different initializations of the prototypes.

6.4

Schemas of clustering

Thus far, we have developed the objective functions for clustering two datasets (with either oneto-one or many-to-many relationships between them) and we sought dependent or independent
clusters across them. Now, we turn our attention to more than two datasets with constraints on
clustering between all pairs of them. See Fig. 6.3 for possible schemas between three datasets,
labeled H, Y, and W (from the example in Sec. 6.1). Each schema describes the criteria that are
to be satisfied during clustering the underlying relations. The schema in Fig. 6.3 (1) says that
clusterings of H, W, and Y must be mined such that clusters are highly similar across H and W, as
well as W and Y, but no constraint is placed (directly) on the relationship between clusters in H
and Y. Fig. 6.3 (13–20) specifies the schemas that involve all three pairwise relationships. We refer
to schemas such as Fig. 6.3 (13, 17, 18, 19) as coherent schemas and the schemas in Fig. 6.3 (14,
15, 16, 20) as incoherent schemas. The schema in Fig. 6.3 (14) is declared incoherent because the
transitive relationship between W and Y specifies that the clusters between them be highly similar
whereas the direct relationship between W and Y specifies that they be dissimilar. A coherent
schema is thus one that has an even number of dissimilarity constraints. Note that coherence is
orthogonal to feasibility, which depends on the characteristics of the underlying datasets.
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Figure 6.3: 20 different clustering schemas possible between three datasets.
For any schema, we combine the objective criteria corresponding to each of the relationships
dep
so that the overall objective problem
in a convex combination, taking care to suitably negate Fpq
can always be viewed as one of minimization. For instance, the objective criterion for Fig. 6.3 (14)
is given by:
Obj = α1 F dep (W = H) + α2 F dep (H = Y ) + (1 − α1 − α2 )F indep (W <> Y ),

(6.9)

where 0 ≤ α1 , α2 ≤ 1.

6.5

Experiments

We demonstrate the effectiveness and efficiency of our framework on both synthetic and crossgenomic time-series datasets. In all the experiments considered here, we initialize the clusters
using k-means prototypes and suitable values of the parameters λ (used in the regularization) and
ρ (used in the K-S function) are chosen to yield balanced cluster sizes with good intra-cluster
similarities (respectiely). Since we are using a local optimization procedure which is sensitive
to local minima, we perform 100 random restarts (each time with different k-means prototypes
found in individual datasets) and choose the best of these solutions. We utilize the augmented
Langrangian algorithm available in the LANCELOT [16] software package.
The questions we seek to answer through our experiments are:
1. Does our emphasis on clustering relations compromise locality of clusters in the respective
attribute spaces?
2. How does our approach (of defining an integrated objective function and locally minimizing
it) scale?
3. How does driving contingency tables toward dependent and independent clusterings depend
on the number of clusters?
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Figure 6.4: The clusterings derived by our approach, although constrained, achieve sum-ofsquared-error measures very close to what a k-means algorithm can achieve. x-axis is the number
of entries in the relationship matrix and y-axis is the SSE criterion for a setting of 4 and 20 clusters.

Figure 6.5: Our framework helps drive a k-means cluster assignment toward either dependent (left)
or independent (right) sets of clusters. Observe the diagonal dominance on the left and the (near)
uniform distribution on the right.
4. Can multi-criteria influences be teased out through our framework?
5. In mining mixed-mode datasets, does our approach yield significant solutions as well as
domain-specific insights?

6.5.1

Synthetic data

Here we consider just two datasets Xp and Xq with one relationship (possibly many-to-many)
between them. The underlying vectors in Xp and Xq were both of dimension 4 and we sampled 100
vectors for each dataset. The vectors were drawn from two different mixture-of-Gaussians models
(one for Xp and one for Xq ). For this study, the sparsity of the binary relationship matrix between
Xp and Xq was varied. We sample a relationship entry, set it to ‘1,’ and sample corresponding
vectors for Xp and Xq as necessary from the above mixture models. By varying the number of
entries sampled, we varied the relation from a one-to-one matrix to a many-to-many matrix.
For each dataset generated, we used our framework to find dependent as well as independent
clusterings and also compared them with k-means. As stated before, for the many-to-many cases,
the underlying datasets were replicated (and the same replicated datasets were used with k-means
as well). 100 random restarts were used with all three algorithms and the best (in terms of the sum70

(a)

(b)

Figure 6.6: Time taken by our approach as (a) number of attribute dimensions and (b) clusters are
increased.

Figure 6.7: Objective criterion as a function of the number of clusters for both dependent and
independent schemas of clustering.
of-squared-errors from vectors to their cluster prototypes) results were chosen. Fig. 6.4 shows that
even though the k-means algorithm is mining two separate datasets independently (for a setting
of 4 and 20 clusters), our algorithms achieve very closely comparable results even with the coordination (dependence or independence) requirements. This shows that locality of clusters in their
respective attribute spaces is not compromised and unvarying with the sparsity of the relationship
matrix. At the same time, as Fig. 6.5 shows (for the case of 4 clusters), we achieve the specified
contingency table criteria.
Fig. 6.6 ((a) and (b)) shows the runtime for our algorithm as a function of attribute vector
dimensions and number of clusters. We vary one parameter, keeping the other fixed (clusters in
both datsets fixed at 8 versus dimensions in both datasets fixed at 12). In overall these plots track
the complexity analysis presented earlier except for the higher dimension/cluster settings which
show steeper increases in time. This can be attributed to the greater number of iterations necessary
for convergence in these cases.
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Table 6.1: Distribution of orthologs across the human, worm, and yeast datasets.
Human↔Worm
top-4
top-5
top-6
12,000 13,567 15,601
Worm↔Yeast
top-4
top-5
top-6
8002
9667 12,011
Yeast↔Human
top-4
top-5
top-6
9012 10,112 11,899

Finally, we explore how our results are influenced by the number of clusters, for both dependent as well as independent schemas of clustering (see Fig. 6.7). As the number of clusters
increases, both objective criteria become difficult to attain, because the problem becomes highly
under-determined with a quadratic increase in the number of contingency table entries.
In the case of dependent clusters, although the problem gets easier as clusters increase, it also
becomes extremely under-determined. The scores become lower due to the normalization inherent
in Eq. (6.6). In the case of independent clusters, as the number of clusters increases, the size of
the contingency table increases quadratically with the number of samples staying constant. As a
result, it becomes difficult to distribute the samples across the contingency table entries without
introducing some level of dependence.

6.5.2

Comparing gene expression programs across yeast, worm, and human

In this study, we focus on time series gene expression profiles collected over heat shock experiments done on organisms of varying complexity: human cells (4 time points) [47], yeast (8 time
points) [24], and C. elegans (worm) [42] (7 time points). For each dataset, we log transformed
and mean centered the data samples and retained only those samples that have an annotation in the
GO biological process category (for ease of interpretation). After this preprocessing we had a total
of 9125 samples in human, 3664 samples in yeast, and 5987 samples in worm data samples. We
then used all-to-all BLAST with a E−value cut off of 10−5 to obtain ortholog information between
each pair of datasets. The distribution of top-k orthologs is shown in Table. 6.1.

6.5.3

Multi organismal and multi stress modeling

Unlike the previous case study, our third case study is meant to have a diversity of both organisms
and stresses. To capture process-level similarities and differences, the data vectors we cluster here
correspond to Gene Ontology categories rather than individual gene expression profiles.
We used three time series datasets: CA–C.elegans aging [42] (7 time points), DA–D. melanogaster
aging (7 time points) and DR–D. melanogaster caloric restriction (9 time pints), the latter two taken
from [49]. Observe that the first two datasets share a similarity of process whereas the latter two
share a similarity of organism. In a sense, the D. melanogaster aging dataset is squarely in the
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“middle” of the other two datasets. When subjected to clustering together, the inherent tradeoff
is what we seek to capture. Preprocessing involved selecting those GO terms whose genes have a
cohesive expression and assigning a Z-score profile for each of these terms, as described in [38].
For each dataset, we retained only those genes that have an annotation in the GO biological
process category (revision 4.205 of GO released on 14 March 2007). For each gene we found the
most specific GO biological process(es) it is contained in as well as all the parent terms through the
GO hierarchy. The gene expression values were log transformed and mean centered. Hence each
dataset is cast as a set of GO terms and the corresponding gene sets annotated with them. There
were 1433 GO biological process terms common across all the datasets. In order to eliminate
highly specific GO terms that are deep down in the GO hierarchy as well as generic GO terms that
are higher up in the GO hierarchy we considered only those terms to which atleast 5 and no more
than 250 genes were annotated. This is important because the highly specific GO terms have too
few while generic GO terms have too many genes annotated to them to warrant generalization.
This resulted in 501 GO terms common across all the datasets. For further filtration, we tested if
the gene sets associated with the GO terms have a cohesive expression pattern. If the gene set has a
cohesive expression pattern, a majority of the genes are coregulated and have a similar expression
profile. Observe that some genes might be down-expressed and some up-expressed but they could
yet be co-regulated. We adopt the percentage of variance captured by the first principal component
of the gene set [30] as revealed by a singular value decomposition. The higher the value of this
measure, the better the cohesive expression. Since this value depends on the size of the gene set,
we evaluated its significance through bootstrapping. For each GO term, we randomly sampled
1000 sets of genes, each of size |S|, where |S| is the size of gene set annotated with that GO term,
and calculated the distribution of coherence values. This distribution was approximately normal
(Shapiro-Wilk normality test with p = 0.05).
Next, we tested if the coherence value of the given gene set is significant with respect to the
random gene set coherence distribution with a p-value less than 0.005. This resulted in 395 GO
terms common across the datasets. From this set of the GO terms with significant coherence values,
we removed the terms whose children are already included. After many statistical filtering tests
for coherence and significance, we arrived at a final set of 153 terms common across all the three
datasets. The mean number of genes in the final set of GO terms were—C. elegans aging 27 (std
33.7, min 6, max 213); D. melanogaster aging 38.2 (std 36.6, min 6, max 187); D. melanogaster
caloric restriction 71.9 (std 44.2, min 6, max 245). For each of the gene sets associated with the GO
terms, a single representative profile is assigned using the Z-score activation metric. The collective
expression of the genes in set S during the time point ti , is captured by Z-score as
ZtSi =

X̄tSi − X̄tDi
σD

√ti

|S|

where X̄tSi and X̄tDi are the means of the genes in the gene set S and the entire dataset D at time
point ti respectively, and σtDi is the standard deviation of the genes in the entire data. This metric
is similar to the Z-score used in classical hypothesis testing, and represents the magnitude and
direction of the deviation of the gene set expression mean from the entire dataset mean. As a
result of the preprocessing, each dataset is restated from a gene × samples matrix into a GO term
× Z-scores matrix (C. elegans aging with 153 × 7, D. melanogaster aging with 153 × 7, and D.
melanogaster caloric restriction with 153 × 9).
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6.5.4

Tradeoffs in clustering schemas

Recall that our objective function for clustering a given schema is a convex combination of the
pairwise relationships between the datasets. e start by studying the cases in which we have only
two pairwise relationships. For the schema in Fig. 6.3 (2), the objective function we minimize is
dep
indep
α(−FHW
) + (1 − α)FW
Y . We denote dependent clusters by “=” and independent clusters by
“<>”. In order to study the tradeoff between the relationships in the schema, we vary α in the
range [0, 1] in small step sizes and optimize the resultant function. We then study the scatter plots
of the optimal values of the individual components of the objective function for various values
dep
indep
of α. Fig. 6.8 (2) shows the optimal values attained by (−FHW
) on the x-axis and FW
on the
Y
y-axis as α is increased from 0 to 1 in steps of 0.01. As the balance between these criteria is varied
from one extreme to another (via the convex combination formulation), this curve traces out the
objective function values. The top left corner is the point where complete emphasis is placed on
achieving the H = W criterion (conversely for the bottom right corner). As we seek to improve
the other criteria, note that we might (and will) sacrifice the already achieved criterion. The point
of maximum curvature on this plot gives a ‘sweet spot’ so that any movement away from the sweet
spot would cause a dramatic change in the objective function values. A qualitatively different type
of plot is shown in Fig. 6.9 (4) (for the case study described in Sec. 6.5.3), but here again the point
of maximum curvature reveals a balancing threshold of the two criteria.
We follow a similar approach when three relationships are present in the schema. An example
of such a schema is shown in Fig. 6.8 (14). The objective function we minimize in this case is
dep
indep
dep
α1 (−FHW
) + α2 F W
Y + (1 − α1 − α2 )(−FY H ). To study the tradeoffs between the individual
relationships, we vary α1 and α2 in the range [0, 1] in small step sizes to generate a mesh of values
and optimize the resultant function to obtain several different clusterings. The three dimensional
dep
indep
dep
scatter plot in Fig. 6.8 (14) shows the optimal values attained by (−FHW
), FW
Y , and (−FY H ) for
several different values of α1 and α2 . Here there are likely multiple points of interest depending
on which criteria are sacrificed in favor of others.

6.6

Related Work

MDI: The objective functions defined in equations (3.7) and (3.8) have connections to the principle
of minimum discrimination information (MDI), introduced by Kullback for the analysis of contingency tables [37] (the minimum bregman information (MBI) in [6] can be seen as a generalization
of this principle). The MDI principle states that if q is the assumed or true distribution, the estimated distribution p must be chosen such that DKL (p||q) is minimized. In our objective functions
the estimated distribution p is obtained from the contingency table counts. The true distribution
q is always assumed to be the uniform distribution. We maximize or minimze the KL-divergence
from this true distribution as required.
Associative clustering: The idea of influencing clustering results by comparing clusters using
contingency tables was first done in [31]. This work focused on only similar clusterings, betwen
only two datasets, using only one-to-one relationships. Furthermore its objective criteria utilized
a Bayes factor formulation which is not easy to adapt to the independent clustering case. The
smoothing function proposed in this work also tracks the actual counts to a much higher degree of
fidelity.
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(1) H=W AND W=Y

(2) H=W AND W<>Y

(3) H<>W AND W=Y

(4) H<>W AND W<>Y

Figure 6.8: Clustering schemas in human, worm, and yeast
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(5) H=Y AND Y=W

(6) H=Y AND Y<>W

(7) H<>Y AND Y=W

(8) H<>Y AND Y<>W

Figure 6.8: Clustering schemas in human, worm, and yeast contd.
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(9) Y=H AND H=W

(10) Y<>H AND H<>W

(11) Y<>H AND H=W

(12) Y<>H AND H<>W

Figure 6.8: Clustering schemas in human, worm, and yeast contd.
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(13) H=W AND W=Y AND Y=H

(14) H=W AND W<>Y AND Y=H

(15) H=W AND W=Y AND Y<>H

(16) H<>W AND W=Y AND Y=H

Figure 6.8: Clustering schemas in human, worm, and yeast contd.
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(17) H=W AND W<>Y and Y<>H

(18) H<>W AND W<>Y AND Y=H

(19) H<>W AND W=Y AND Y<>H

(20) H<>W AND W<>Y AND Y<>H

Figure 6.8: Clustering schemas in human, worm, and yeast contd.
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(1) WA=DA AND DA=DR

(2) WA=DA AND DA<>DR

(3) WA<>DA AND DA=DR

(4) WA<>DA AND DA<>DR

Figure 6.9: Clustering schemas in worm aging (WA), Drosophila aging (DA), and Drosophila
caloric restriction (DR)
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(5) WA=DR AND DR=DA

(6) WA=DR AND DR<>DA

(7) WA<>DR AND DR=DA

(8) WA<>DR AND DR<>DA

Figure 6.9: Clustering schemas in worm aging (WA), Drosophila aging (DA), and Drosophila
caloric restriction (DR) contd.

81

(9) DR=WA AND WA=DA

(10) DR<>WA AND WA<>DA

(11) DR<>WA AND WA=DA

(12) DR<>WA AND WA<>DA

Figure 6.9: Clustering schemas in worm aging (WA), Drosophila aging (DA), and Drosophila
caloric restriction (DR) contd.
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(13) WA=DA AND DA=DR AND DR=WA

(14) WA=DA AND DA<>DR AND DR=WA

(15) WA=DA AND DA=DR AND DR<>WA

(16) WA<>DA AND DA=DR AND DR=WA

Figure 6.9: Clustering schemas in worm aging (WA), Drosophila aging (DA), and Drosophila
caloric restriction (DR) contd.
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(17) WA=DA AND DA<>DR and DR<>WA

(18) WA<>DA AND DA<>DR AND DR=WA

(19) WA<>DA AND DA=DR AND DR<>WA

(20) WA<>DA AND DA<>DR AND DR<>WA

Figure 6.9: Clustering schemas in worm aging (WA), Drosophila aging (DA), and Drosophila
caloric restriction (DR) contd.

84

Co-clustering binary matrices and Cross-associations: Identifying clusterings over a relation
(i.e., a binary matrix) is the topic of many efforts [11, 18]. The former uses information-theoretic
criteria to best approximate a joint distribution of two binary variables and the latter uses the
MDL (minimum description length) principle to obtain a parameter-less algorithm by automatically determining the number of clusters. Our work is focused on not just binary relations but also
attribute-valued vectors.
Finding disparate clusterings: The idea of finding disparate clusterings has been studied in [29].
Here only one dataset is considered and two clusterings are sought where the definition of dissimilarity is in terms of orthogonality of the two sets of basis vectors. This is an indirect way to
capture dissimilarity whereas in our paper we use contingency tables to more directly capture the
dissimilarity. Furthermore, our work enables the combination of similar clusterings and disparate
clusterings in a more expressive way. For instance, given just two datasets X and Y with two
relationships R1 and R2 between them, our work can identify clusters in X and Y that are similar from the perspective of R1 but dissimilar from the perspective of R2! It is diffcult to specify
such criteria in terms of the basis vectors since they will be the same irrespective of the relationship.
Clustering with constraints: We have thus far used clusterings to influence each other. It is
possible to use our framework to setup an ‘idealized’ artificial clustering that captures constraints
such as must-link and must-not-link constraints [17, 83]. This is akin to repeating a dataset in
the schema and hardwiring a clustering. Must-link constraints can be cast as similar relationships
toward a dataset (that respects the constraints) and must-not-link constraints can be cast as independent relationships toward a dataset (that violates the constraints). In future work, we plan to
explore this connection further.
Clustering over relation graphs: Clustering over relation graphs is a powerful framework by
Banerjee et al. [5] that uses the notion of Bregman divergences to unify a variety of loss functions
and applies the Bregman information principle (from [6]) to preserve various summary statistics
defined over parts of the relational schema. This framework can handle all the types of data and relationships we study here, since the notion of Bregman divergences is very general and can capture
both information-theoretic criteria (from our contingency tables) as well as geometric measures
(for our locality of clusters). The key difference is that this work aims to minimize the distortion
as defined through conditional expectations over the original random variables, whereas our work
is meant to both minimize and introduce distortion as needed, over different parts of the schema
as appropriate. This leads to tradeoffs across the schema which is unlike the tradeoffs experienced
in [5, 6] between compression and accuracy of modeling. (see also MIB, discussed below). A
second difference is that our work does not directly minimize error metrics over the attribute-value
space (see discussion in Sec. 6.2) and uses contingency tables (relationships between clusters) to
exclusively drive the optimization. This leads to the third difference, namely that the distortions
we seek to minimize/maximize are w.r.t. idealized contingency tables rather than w.r.t. the original
relational data. The net result of these variations is that relations (idealized as well as real) are
given primary importance in influencing the clusterings.
Multivariate information bottleneck: Our work is reminiscent of the multivariate information
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bottleneck (MIB) [22] which is a framework for specifying clusterings in terms of two conflicting
criteria: compression (of vectors into clusters) and preservation of mutual information (of clusters
with auxiliary variables that are related to the original vectors). We share with MIB the formulation
of a multi-criteria objective function derived from a clustering schema but differ in the specifics
of both the intent of the objective function and how the clustering is driven based on the objective
function. Furthermore, the MIB framework was originally defined for discrete settings whereas
we support a mixed modality of datasets.

6.7

Discussion

We have presented a very general and expressive framework for clustering multi-relational and
attribute-valued datasets. We have also shown how it subsumes many previously defined formulations and that it sheds useful insights into tradeoffs underlying complex relationships between
datasets.
Our directions for future work are three fold. Thus far, we have used distinct contingency tables
to capture independence and dependency relationships. One of the first directions for future work
is to allow both of these relationships to be captured in the same contingency table. This would lead
to a formulation where some contingency table entries have their probability masses constrained at
the outset (e.g., some cells can be required to be zero to limit movement of data samples into and
out of clusters). Such a capability would support capturing more expressive relationships between
datasets, such as a banded diagonal structure in the contingency table. Our second direction is to
search over the space of schemas itself, to aid in interactive exploration of a relational database.
We have to first identify what a good criterion for this search can be. Nevertheless, feedback from
this process can help steer users into identifying a specific clustering formulation that is suitable
for their needs. Finally, just as the theory of functional and multi-valued dependences (FDs and
MDs) helps model relations in and between individual tuples [82], we aim to develop a theory of
‘clustering dependencies’ that can help model relations in the aggregate.
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Chapter 7
Conclusion and Future Work
7.1

Summary of Contributions

We have proposed a new framework for clustering multi-relational data where the data samples
are described by real valued attribute vectors. Our formulation is very intuitive with minimal parameter tuning. Most methods in the current literature as described in Chap. 2 model only the
relationships between the data samples across the datasets. The data sets addressed by these algorithms are merely cooccurence frequencies and the primary problem they address is clustering
the rows and columns of the relationship matrix between across the datasets. Our algorithms, on
the other hand, address the dual goals of finding clusters within datasets as well as clusters across
the datasets. We described the mathematical framework for modeling our twin goals in Chap. 3.
The objective functions we used capture the similarity or dissimilarity of the clusters across the
datasets using contingency tables. The novel smoothing techniques effectively capture the similarities within the datasets and are used to parametrize the objective functions. As a result of
this parametrization, the objective functions were continuously differentiable and we were able to
leverage classical numerical techniques for optimization. Using numerical techniques has allowed
us to easily extend the clustering objective functions from modeling one-to-one to many-to-many
relationships to schemas of clustering. Essentially our framework just requires the formulation
of a continuously differentiable function that models the desired clusters and finding the solution
is achieved again through the numerical optimization algorithms. We thus avoided formulating a
combinatorial optimization algorithm for each scenario. We used a local optimization algorithm
here, but a rich set of global optimization algorithms could be explored further.
We have developed several useful biological applications with our clustering algorithms, as
described in Chap. 4 and Chap. 5. The novelty of our clustering framework as applied to these
studies is that we have modeled the independence of clusters across the datasets explicitly. Existing algorithms model only the dependence or similarity of clusters across the datasets and capture
independence simply by ignoring the relationship between data samples! On the other hand, we
have explicitly modeled independence between the clusters with our objective functions and this
lead to a novel time series segmentation algorithm. Typical time series segmentation literature is
focused on segmenting a single time series into internally homogeneous segments. Our approach
can simultaneously segment multiple time course data using independent or dissimilar clusters
across the segments as a driving criterion. We demonstrated using real gene expression data sets
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that our algorithm can efficiently handle thousands of time course data samples of varied dimensions, scale, and noise. We also developed the statistical techniques (cross-contingency tables and
bootstrapping) to evaluate these segments and decipher the critical events responsible for cluster
reorganization. In biological contexts, these segments revealed key biological events and their
temporal coordination in the data. This analysis produced a novel Gantt chart view of biological
datasets. We further extended this to Kripke models, that are used to represent sate transitions
in terms of biological processes. Combining Kripke models across the datasets provides another
visualization technique to study the difference in temporal regulation of the biological processes
across datasets.
Finally, we have presented a generic framework to cluster datasets according to a given schema,
as described in Chap. 6. Operating with numerical optimization techniques allows us to examine
the influence of relationships between the datasets at various levels as shown in the optimization
plots. This algorithm is also very efficient in handing large volumes of data with varied dimensions
and minimal parameter tuning. The multi-organismal, multi-stress modeling study of clustering
profiles of biological processes we described in Chap. 6 is an example of the novel biological
studies possible using the clustering framework. Several existing clustering algorithms can be
expressed as special cases of our framework.

7.2

Future Work

In future work, we intend to explore new variations of our algorithms. First, we plan to incorporate
dependent as well as independent clusterings within the same contingency table formulation. This
will enable us to achieve finer-grained control over how clusters reorganize (or do not) across
datasets. Second, we plan to relate our segmentation algorithms to formal models of time series
modeling such as HMMs. One approach here is to create a hidden process model that uses cluster
dynamics as the driving criterion for identifying the hidden states. Third, we aim to develop an
online version of our segmentation algorithm so that time points can be streamed through the
algorithm and transition points identified as they develop. Finally, the idea of clustering schemas
can be richly extended to support multidimensional modeling of biological datasets.
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