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Tight Discrete Formulations to Enhance Solvability with Applications to Production,
Telecommunications and Air Transportation Problems

by
J. Cole Smith
(ABSTRACT)

In formulating discrete optimization problems, it is not only important to have a correct
mathematical model, but to have a well structured model that can be solved effectively.
Two important characteristics of a general integer or mixed-integer program are its size
(the number of constraints and variables in the problem), and its strength or tightness (a
measure of how well it approximates the convex hull of feasible solutions). In designing
model formulations, it is critical to ensure a proper balance between compactness of the
representation and the tightness of its linear relaxation, in order to enhance its solvability.
In this dissertation, we consider these issues pertaining to the modeling of mixed-integer
0-1 programming problems in general, as well as in the context of several specific real-
world applications, including a telecommunications network design problem and an airspace
management problem.

We first consider the Reformulation-Linearization Technique (RLT) of Sherali and Adams
and explore the generation of reduced first-level representations for mixed-integer 0-1 pro-
grams that tend to retain the strength of the full first-level linear programming relaxation.
The motivation for this study is provided by the computational success of the first-level RLT
representation (in full or partial form) experienced by several researchers working on various
classes of problems. We show that there exists a first-level representation having only about
half the RLT constraints that yields the same lower bound value via its relaxation. Ac-
cordingly, we attempt to a priori predict the form of this representation and identify many
special cases for which this prediction is accurate. However, using various counter-examples,
we show that this prediction as well as several variants of it are not accurate in general,
even for the case of a single binary variable. Since the full first-level relaxation produces the
convex hull representation for the case of a single binary variable, we investigate whether this
is the case with respect to the reduced first-level relaxation as well, and show similarly that
it holds true only for some special cases. Empirical results on the prediction capability of
the reduced, versus the full, first-level representation demonstrate a high level of prediction
accuracy on a set of random as well as practical, standard test problems.

Next, we focus on a useful modeling concept that is frequently ignored while formulating
discrete optimization problems. Very often, there exists a natural symmetry inherent in the
problem itself that, if propagated to the model, can hopelessly mire a branch-and-bound



solver by burdening it to explore and eliminate such alternative symmetric solutions. We
discuss three applications where such a symmetry arises. For each case, we identify the
indistinguishable objects in the model which create the problem symmetry, and show how
imposing certain decision hierarchies within the model significantly enhances its solvabil-
ity. These hierarchies render an otherwise virtually intractable formulation computationally
viable using commercial software. For the first problem, we consider a problem of mini-
mizing the maximum dosage of noise to which workers are exposed while working on a set
of machines. We next examine a problem of minimizing the cost of acquiring and utilizing
machines designed to cool large facilities or buildings, subject to minimum operational re-
quirements. For each of these applications, we generate realistic test beds of problems. The
decision hierarchies allow all previously intractable problems to be solved relatively quickly,
and dramatically decrease the required computational time for all other problems. For the
third problem, we investigate a network design problem arising in the context of deploying
synchronous optical networks (SONET) using a unidirectional path switched ring architec-
ture, a standard of transmission using optical fiber technology. Given several rings of this
type, the problem is to find a placement of nodes to possibly multiple rings, and to determine
what portion of demand traffic between node pairs spanned by each ring should be allocated
to that ring. The constraints require that the demand traffic between each node pair should
be satisfiable given the ring capacities, and that no more than a specified maximum num-
ber of nodes should be assigned to each ring. The objective function is to minimize the
total number of node-to-ring assignments, and hence, the capital investment in add-drop
multiplexer equipments. We formulate the problem as a mixed-integer programming model,
and propose several alternative modeling techniques designed to improve the mathematical
representation of this problem. We then develop various classes of valid inequalities for the
problem along with suitable separation procedures for tightening the representation of the
model, and accordingly, prescribe an algorithmic approach that coordinates tailored routines
with a commercial solver (CPLEX). We also propose a heuristic procedure which enhances
the solvability of the problem and provides bounds within 5-13% of the optimal solution.
Promising computational results that exhibit the viability of the overall approach and that
lend insights into various modeling and algorithmic constructs are presented.

Following this we turn our attention to the modeling and analysis of several issues related
to airspace management. Currently, commercial aircraft are routed along certain defined
airspace corridors, where safe minimum separation distances between aircraft may be rou-
tinely enforced. However, this mode of operation does not fully utilize the available airspace
resources, and may prove to be inadequate under future National Airspace (NAS) scenarios
involving new concepts such as Free-Flight. This mode of operation is further compounded
by the projected significant increase in commercial air traffic. (Free-Flight is a paradigm of
aircraft operations which permits the selection of more cost-effective routes for flights rather
than simple traversals between designated way-points, from various origins to different des-
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tinations.)

We begin our study of Air Traffic Management (ATM) by first developing an Airspace Sec-
tor Occupancy Model (AOM) that identifies the occupancies of flights within three dimen-
sional (possibly nonconvex) regions of space called sectors. The proposed iterative procedure
effectively traces each flight’s progress through nonconvex sector modules which comprise
the sectors. Next, we develop an Aircraft Encounter Model (AEM), which uses the informa-
tion obtained from AOM to efficiently characterize the number and nature of blind-conflicts
(i.e., conflicts under no avoidance or resolution maneuvers) resulting from a selected mix of
flight-plans. Besides identifying the existence of a conflict, AEM also provides useful infor-
mation on the severity of the conflict, and its geometry, such as the faces across which an
intruder enters and exits the protective shell or envelope of another aircraft, the duration of
intrusion, its relative heading, and the point of closest approach. For purposes of evaluation
and assessment, we also develop an aggregate metric that provides an overall assessment of
the conflicts in terms of their individual severity and resolution difficulty. We apply these
models to real data provided by the Federal Aviation Administration (FAA) for evaluating
several Free-Flight scenarios under wind-optimized and cruise-climb conditions.

We digress at this point to consider a more general collision detection problem that fre-
quently arises in the field of robotics. Given a set of bodies with their initial positions and
trajectories, we wish to identify the first collision that occurs between any two bodies, or to
determine that none exists. For the case of bodies having linear trajectories, we construct a
convex hull representation of the integer programming model of Selim and Almohamad, and
exhibit the relative effectiveness of solving this problem via the resultant linear program.
We also extend this analysis to model a situation in which bodies move along piecewise
linear trajectories, possibly rotating at the end of each linear translation. For this case, we
again compare an integer programming approach with its linear programming convex hull
representation, and exhibit the relative effectiveness of solving a sequence of problems based
on applying the latter construct to each time segment.

Returning to Air Traffic Management, another future difficulty in airspace resource uti-
lization stems from a projected increase in commercial space traffic, due to the advent of
Reusable Launch Vehicle (RLV) technology. Currently, each shuttle launch cordons off a
large region of Special Use Airspace (SUA) in which no commercial aircraft are permitted to
enter for the specified duration. Of concern to airspace planners is the expense of routinely
disrupting air traffic, resulting in circuitous diversions and delays, while enforcing such SUA
restrictions. To provide a tool for tactical and planning purposes in such a context within
the framework of a coordinated decision making process between the FAA and commercial
airlines, we develop an Airspace Planning Model (APM). Given a set of flights for a particu-
lar time horizon, along with (possibly several) alternative flight-plans for each flight that are
based on delays and diversions due to special-use airspace (SUA) restrictions prompted by
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launches at spaceports or weather considerations, this model prescribes a set of flight-plans
to be implemented. The model formulation seeks to minimize a delay and fuel cost based ob-
jective function, subject to the constraints that each flight is assigned one of the designated
flight-plans, and that the resulting set of flight-plans satisfies certain specified workload,
safety, and equity criteria. These requirements ensure that the workload for air-traffic con-
trollers in each sector is held under a permissible limit, that any potential conflicts which
may occur are routinely resolvable, and that the various airlines involved derive equitable
levels of benefits from the overall implemented schedule. In order to solve the resulting 0-1
mixed-integer programming problem more effectively using commercial software (CPLEX-
MIP), we explore the use of various facetial cutting planes and reformulation techniques
designed to more closely approximate the convex hull of feasible solutions to the problem.
We also prescribe a heuristic procedure which is demonstrated to provide solutions to the
problem that are either optimal or are within 0.01% of optimality. Computational results
are reported on several scenarios based on actual flight data obtained from the Federal Avi-
ation Administration (FAA) in order to demonstrate the efficacy of the proposed approach
for air traffic management (ATM) purposes. In addition to the evaluation of these various
models, we exhibit the usefulness of this airspace planning model as a strategic planning tool
for the FAA by exploring the sensitivity of the solution provided by the model to changes
both in the radius of the SUA formulated around the spaceport, and in the duration of the
launch-window during which the SUA is activated.
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Chapter 1

Introduction

A consideration of foremost importance in solving any discrete optimization problem is
the formulation of a mathematical model whose structure is amenable to the design and
application of an effective solution procedure. From a modeling perspective, this entails
the design of a formulation to represent the system under consideration that is as tight as
possible. The tightness or strength of a mathematical program usually refers to the quality
of its approximation to the convex hull of integer feasible solutions. Competing with this
modeling concept is the compactness or the size of the representation that is measured
by the number of constraints and variables required to describe the system. Good model
formulations tend to achieve a suitable balance or compromise between the compactness
and the tightness of the problem representation, while attaining or preserving sparsity and
exploitable special structures to the extent possible. In this dissertation, we explore several
techniques for constructing such desirable model representations, and illustrate the broad
applicability and effectiveness of these techniques in solving contemporary problems arising
in production, telecommunications, and air transportation contexts.

1.1 Scope of Research
We commence our study by examining models whose strength has been enhanced by

an automatic reformulation procedure known as the Reformulation-Linearization Technique
(RLT) of Sherali and Adams [98, 99]. This process is capable of generating a hierarchy of
linear programming (LP) relaxations leading from the ordinary continuous relaxation to the
convex hull representation for mixed-integer 0-1 programming problems. In particular, we
examine the first-level representation generated by the RLT in this hierarchy, and explore
various issues pertaining to partial or reduced constructions stemming from this formulation.

The use of RLT to strengthen the relaxation at any node of a branch-and-bound/cut
enumeration tree can be viewed as an alternative to branching. In fact, if a first-level RLT
relaxation is constructed by multiplying the constraints with the bound-factors xi and (1−xi)

1



Chapter 1: Introduction 2

for only some single binary variable xi, and then linearized by substituting a new variable for
each nonlinear product term thus produced, along with setting x2i equal to xi, the resulting
lower bound is precisely equal to that obtained by branching on xi equal to 0 or 1 and
analyzing these two subnodes. This follows from Sherali and Adams [98] by noting that
since binariness is being applied to only a single variable xi, the resulting relaxation Xi, say,
produced by the foregoing construction represents the convex hull of feasible solutions for
which xi is binary valued. If a first-level relaxation is considered by employing constraint
products using bound-factors for several or all the binary variables, a potentially tighter
relaxation whose feasible region is contained within ∩iXi would be produced. However, the
size of the relaxation begins to increase with the number of such binary variables, although
its form possesses certain special structures. We might therefore be interested in asking the
question whether there exist reduced forms of the first-level RLT relaxations that would
yield the same lower bound as the full relaxation, and in the case of a single binary variable,
whether the foregoing convex hull property would be preserved.

Most of the attention on constructing tight pure and mixed-integer 0-1 programming repre-
sentations has focused on the strength of the underlying linear relaxation. In this dissertation,
we identify another important feature that needs special attention while formulating good
mixed-integer programming models. In many situations, there exist sets of indistinguishable
objects for which individual decision variables must be defined. Given any solution to a tra-
ditional model for such a problem, several equivalent symmetric solutions can be obtained
by simply reindexing these indistinguishable objects. As a result, the branch-and-bound
procedure can get hopelessly mired by being forced to explore and fathom symmetric re-
flections of various solutions during the search process. However, by augmenting the model
with suitable symmetry-breaking hierarchical constraints, the structure of the model can be
considerably improved by reducing the extent of the feasible region that must be explored
by any algorithmic procedure.

This dissertation illustrates the concepts behind recognizing and addressing this symmetry
feature by using three contemporary applications in which constraint hierarchies are intro-
duced to curtail the inherent symmetric reflections. In each case, we demonstrate that this
technique renders a virtually intractable model formulation into one that is readily solvable
via a standard commercial package (CPLEX). The first of these problems arises in a pro-
duction environment. It involves a set of machines, each of which emit a certain dosage
of noise, and which require certain levels of operation by a set of workers over a specified
duration. The problem seeks to minimize the maximum amount of dosage to which any
worker is exposed.

The second problem examined is a machine procurement and operation problem in which
a set of machines called chillers must be put into service to meet cooling requirements in a
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large facility or building. Several chiller types having different cooling capacities and energy
consumption rates are available. The problem is to determine how many chillers of each
type should be purchased, as well as to design an operational plan for the chillers subject to
standard demand, load balancing, and capacity constraints.

The third application is concerned with the design of a telecommunication network, and
poses a more challenging problem. Due to the instability of single hubbing networks and the
large cost associated with redundant hubbing, the Synchronous Optical Network (SONET)
structure has become very popular in telecommunications design. The problem considered
here involves the efficient routing of given demands between a set of centers or client nodes
by suitably assigning them to a set of SONET rings. For the demand between two centers
to be routed on a ring, each of these centers must be connected to the ring along with an
Add/Drop Multiplexer (ADM). The function of the ADM is to route voice and data traf-
fic traveling between centers by adding outgoing traffic to, and deleting received incoming
traffic from, the ring connecting the centers. Due to the expense of the ADMs relative to
other components, we wish to minimize the number of ADMs installed. We formulate this
optimization problem as a standard mixed-integer 0-1 program, and show that this represen-
tation has a weak linear programming relaxation, whose solution can actually be prescribed
in closed-form. The detrimental factor is the symmetry of the problem, which renders branch-
and-bound ineffective. To overcome this defect, we incorporate special symmetry-breaking
hierarchical constraints into the mixed-integer program. To further strengthen this formu-
lation, we develop various classes of valid inequalities for the problem along with suitable
separation procedures to generate strong cutting planes. Accordingly, we design an algorith-
mic approach that coordinates tailored routines with a commercial solver (CPLEX). We also
prescribe a heuristic procedure which enhances the solvability of the problem, and which can
be alternatively used as a stand-alone approximate solution method.

Following this we turn our attention to the modeling and analysis of several issues related to
airspace management. The first of these issues deals with evaluating collision risk in various
airline flight scenarios. Both the constant growth of aircraft operations in the National
Airspace (NAS) and the introduction of Free-Flight (an opportunity for airlines to select
cost-effective routes, subject to minimal regulatory controls) add an element of uncertainty
in the estimation of collision risk. This uncertainty creates the need for better tools and
techniques to quantify and assess such risks. To address these needs, we develop the Airspace
Sector Occupancy Model (AOM) which determines the entering and exiting times of flights
traveling through certain three-dimensional nonconvex regions of airspace called sectors, and
the Aircraft Encounter Model (AEM) which detects all possible pairwise conflicts between
flight-plans, and provides detailed statistics regarding the severity and geometry of each
conflict.
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Closely related to the evaluation of conflict risk is a class of problems that arises in robotics.
Given several three-dimensional bodies traversing piecewise linear trajectories, along with
rotations at breakpoints, it is of interest to determine the first point and time of a collision
between any two bodies, if at all one occurs. Selim and Almohamad [95] present an integer
programming model to solve the problem involving multiple bodies, and demonstrate that
this approach compares favorably against a simulation or linear programming method that
is designed to detect collisions in a pairwise fashion. The bodies are assumed to be polyhe-
dral, although an extension to handle nonconvex shapes in a similar manner is evident by
approximating each such body by a union of polyhedra. In contrast, using a convex hull
derivation, we present a novel linear programming model for this problem. This model is
an improvement in complexity over the foregoing mixed-integer programming approach, and
one that is far more effective than explicitly considering pairwise bodies in turn.

In addition to the Free-Flight paradigm of airline operations, the advent of the widespread
use of the Reusable Launch Vehicle (RLV) technology presents many challenges for airspace
planning. The anticipated significant increase in space transportation traffic in the future
resulting from this technology is due to the ability of an RLV launch to perform the same
function at a fraction of the cost as compared with a space shuttle voyage. Given that each
such RLV launch involves the cordoning of a large region of airspace around the spaceport
in order to ensure the safe transit of the launch vehicle, a severe disruption of commercial
traffic that goes well beyond present-day levels can result.

This future airspace scenario requires new approaches for providing operational and policy
guidelines for safely and economically routing and scheduling commercial air-traffic. Such
guidelines include limiting the number of aircraft traversing each defined sector of the airspace
at any point in time to within a manageable workload level for the corresponding sector’s
air-traffic control (ATC) capabilities. We may also require that ATC operators never have
to resolve more than one potential conflict within a designated segment of time, and that any
such potential conflict that is not expressly prohibited is routinely resolvable. Furthermore,
due to the sharp increase in space transportation launches, many flights will be delayed as a
result of detoured routing around the ensuing Special-Use Airspace (SUA) restrictions. Such
SUA delineations also arise due to severe weather fronts or conditions, or due to zones of
high turbulence. Events of this type create the need for the airlines and the Federal Aviation
Administration (FAA) to jointly address the efficient and equitable management of delays
in a collaborative decision-making framework.

Prompted by the foregoing considerations, we develop a 0-1 mixed-integer programming
model in this paper, called the Airspace Planning Model (APM), in response to FAA’s
need for a collaborative decision-making tool. Given a set of flights to be scheduled over
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a planning horizon, along with several alternative flight-plans for each flight (referred to as
surrogates for each flight), this model selects a set of flight-plans that minimizes a delay
and fuel cost based objective function, such that each flight is executed via a designated
flight-plan, while satisfying certain specified workload, safety, and equity restrictions. The
information regarding sector occupancies and potential conflicts that is required to formulate
this problem is garnered from the models AOM and AEM discussed above. In order to solve
the resulting mixed-integer 0-1 programming problem more effectively using CPLEX, we
explore the use of various facetial cutting planes and reformulation techniques designed to
more closely approximate the convex hull of feasible solutions to the problem. Computational
results are reported on several scenarios based on actual flight data obtained from the FAA
in order to demonstrate the efficacy of the proposed approach.

1.2 Organization of the Dissertation
The remainder of this dissertation is organized as follows. In Chapter 2, we review the
literature on polyhedral techniques for tightening the feasible region of linear relaxations for
mixed-integer 0-1 programs, including a detailed description of the RLT. We also describe
the basic technical aspects the SONET ring design and the National Airspace system, along
with previous research related to the modeling and optimization of their associated problems.

In Chapter 3, we show that there exists a reduced first-level relaxation that, for each
constraint, employs products with only xi or (1 − xi) for each variable i = 1, ..., n, and
yields the same lower bound as the full representation. Motivated by an insight on how
RLT tightens relaxations, this leads to a formulation that attempts to a priori capture the
structure of such a reduced first-level representation. We then show that except for some
special cases, this prediction is not necessarily accurate, although computationally, it is quite
effective. The remainder of this chapter explores various ideas related to the construction
of reduced first-level relaxations for several important special cases, along with convex hull
considerations.

Chapter 4 introduces the idea of constraint hierarchies to reduce problem symmetry in
discrete optimization, and illustrates the efficacy of exploiting this notion by applying it to
the noise dosage problem and the machine chiller problem mentioned above. Chapter 5 ex-
plores in detail the nature of these hierarchies as applied to the SONET ring design problem.
In this chapter, we also develop classes of valid inequalities along with their associated sep-
aration procedures, and prescribe a heuristic for providing useful upper bounds to facilitate
the solution of the problem.

In Chapter 6, we begin to study airspace planning and air-traffic management problems.
We first develop the Airspace Occupancy Model (AOM) to determine the occupancies of
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flights within sectors. AOM inputs are then utilized in the Airspace Encounter Module
(AEM), which determines the existence and nature of conflicts among a set of flight-plans.
AEM provides information regarding the severity of each detected conflict, along with its
geometry, the duration of intrusion, its relative heading, and the point of closest approach.

We extend the discussion of collision detection in Chapter 7 by digressing to the problem
in robotics of finding the first conflict among a set of bodies traversing in three-dimensional
space. We construct a linear programming convex hull representation for the integer pro-
gramming formulation of Selim and Almohamad [95], and demonstrate the relative efficiency
of using this alternative formulation. We then extend both the linear programming approach
and the integer programming model to the case of piecewise linear trajectories, and examine
the effectiveness of solving this collision problem one segment at a time using the convex
hull representation until a collision is detected (as opposed to solving a global formulation
which considers all linear segments simultaneously).

In Chapter 8, we utilize the information garnered from AOM and AEM to develop the
Airspace Planning Model, discussing in detail several modeling issues which affect both the
validity and solvability of the problem. We analyze the polyhedral structure of certain subsets
of constraints, and derive related facetial cutting planes in order to further tighten the model
representation. We also prescribe an implementation strategy for identifying such structures
for which specific facets may be generated in a computationally viable and beneficial manner.

Finally, Chapter 9 presents a summary and concluding remarks, and provides recommen-
dations for further research.



Chapter 2

Literature Review

This chapter reviews literature related to the topics discussed in this dissertation. We begin
in Section 2.1 by reviewing some fundamental theory on formulating tight discrete mathemat-
ical programs. Section 2.2 provides an overview of synchronous optical network (SONET)
technology and its advantages over competing network designs, and reviews some previous
attempts at optimizing various aspects of SONET design. Finally, we review airspace plan-
ning systems in Section 2.3, and introduce key concepts pertaining to current and proposed
systems of managing air traffic, as well as describe projected trends in airspace traffic which
may present challenges in safely and efficiently routing aircraft in the future. We discuss var-
ious modeling efforts in the field of airspace management related to the studies undertaken in
this dissertation, including models designed to detect and resolve conflicts, and evaluate hy-
pothetical airspace scenarios. We also review literature concerned with generalized collision
detection procedures.

2.1 Methods for Constructing Tight Convex Hull Ap-

proximations

2.1.1 Modeling Concerns
Most literature regarding the tightness of pure and mixed-integer zero-one programming
representations has focused on the strength of the underlying linear relaxation. Sherali and
Driscoll [107] discuss the importance of constructing tight formulations as opposed to formu-
lations which are simply mathematically correct. This importance stems from the fact that
the solvability of discrete mathematical programs depends largely on how well the model ap-
proximates the convex hull of feasible solutions in the vicinity of optimal solutions. Wolsey
[127] provides general guidelines for constructing such tight models, using disaggregation and
coefficient reduction techniques. An excellent discussion on many related modeling issues
appears in Barnhart, Johnson and Nemhauser [18], where a real-world distribution problem
is formulated as a traditional mixed-integer program, but does not yield acceptable solutions

7
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in a reasonable amount of time. The authors identify two sets of constraints which can be
disaggregated to produce a tighter representation of this mixed-integer program, one of which
is further improved by reducing certain coefficients in the constraints. Such disaggregation
techniques usually increase the number of constraints in the problem, while preserving prob-
lem sparsity, but significantly tighten the continuous relaxation of the problem. The authors
also identify a set of binary variables which can be removed in an equivalent reformulation.
By disaggregating sets of constraints, performing coefficient and right-hand side reductions,
and eliminating unnecessary binary variables, dramatic improvements are obtained in both
the quality of the heuristic solution derived, as well as in the computational time required
to obtain it.

2.1.2 Polyhedral Methods for Solving Integer Programs
Polyhedral approaches for discrete programming problems provide a means for approxi-

mating the convex hull of integer feasible solutions to the problem. The basic schema for
solving a problem P using this approach is to first relax the integrality conditions of P
and solve the resulting linear program P . If the solution to P is feasible to P , then it also
clearly optimizes P . Otherwise, a valid inequality (one which is satisfied by every point in
P ) is generated such that it is violated by the solution to P . Such valid inequalities are
known as cutting planes. P is then resolved with this cutting plane, and a new solution
is obtained. This procedure may be repeated until the solution to P is feasible to P , or
until the objective value of the solution to P is sufficiently close to a known feasible solution
value for the problem. One of the first such cutting plane methods was proposed by Gomory
[51], and since then, an ever-widening body of literature has emerged on this topic. Such
advances include works on superadditive cuts [128], disjunctive cuts [22], [110], and cuts
based on the Reformulation-Linearization Technique [100]. We refer the reader to a recent
survey by Sherali and Driscoll [107] which describes the evolution and the state-of-the-art
in this field. We also comment here that when such cutting planes are generated within the
framework of a branch-and-bound algorithm, but in a fashion that the cuts are valid for the
original problem and not just for certain node-specific subproblems, this type of a procedure
is referred to as a branch-and-cut approach, and is a very popular contemporary solution
technique.

The Disjunctive Cut Principle is another main concept that supports the theory and
algorithms for polyhedral approaches. This strategy is applicable to a wider class of problems
known as disjunctive programming problems, which subsumes the class of mixed-integer
programs. Consider the feasible region of a disjunctive program described by F =

S
h∈H{x :

Ahx ≥ bh}, where each set {·} is contained in the nonnegative orthant. The forward part
of the Disjunctive Cut Principle due to Balas [11] [13] can be developed as follows. For
each set of constraints Ahx ≥ b, we may associate a vector of nonnegative multipliers λh to
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surrogate these constraints into a single inequality. The pointwise supremum of the terms
on the left-hand side of these surrogates then must be greater than or equal to the infimum
of their right-hand sides. That is,·

sup
h∈H

¡
λh
¢t
Ah
¸
x ≥ inf

h∈H
¡
λh
¢t
bh, (2.1)

is a valid inequality for F . Even more important is the observation that the converse of
this statement, due to Jeroslow [62], also holds true. That is, any valid inequality for F
may be written as (2.1), which implies that we may theoretically recover the convex hull of
integer feasible solutions to a disjunctive linear program by generating facetial cuts based
on appropriate selections of λ-values. Balas [9] and Jeroslow [62] provide a summary of
the unifying framework for these cutting planes in the context of disjunctive programming,
which subsumes the class of problems studies here. Another summary, along with a survey
of the literature and applications for disjunctive programming can be found in [110, 96].

Most theory that followed the development of this work focused on the strengthening and
practical utilization of disjunctive cuts in a branch-and-cut framework. Sherali and Shetty
[110, 111] generate “deep cuts” by maximizing the Euclidean and rectilinear distances from
the current solution to suitable classes of disjunctive cutting planes. A method is also
presented by which cutting planes may be simultaneously lifted to higher dimensions in
order to tighten the cuts. Balas, Ceria and Cornuéjols [14] develop a lift-and-project method
based on these cutting planes (and based on the work of Sherali and Adams related to
the RLT, as discussed in the sequel). Balas [8] presents a modification to this procedure
by noting that instead of generating a single cut via a separation linear program, several
deep cuts may be generated at a time by performing extra pivots on the optimal basis for
this program. Glover, Sherali and Lee [49] develop strong valid inequalities by surrogating
individual knapsack constraints with simple as well as generalized upper bounding constraints
within the framework of Chvatal-Gomory cuts, and report promising computational results.

2.1.3 Reformulation-Linearization Technique
Another general polyhedral method to solve mixed-integer programs involves the auto-

matic tightening of the convex hull of the feasible region via the Reformulation-Linearization
Technique of Sherali and Adams [98, 99]. As a motivation for the development of RLT, con-
sider the Facial Disjunctive Program

Minimize
n
ctx : x ∈ X

\
Y
o
, (2.2)
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where X is a nonempty polytope, and Y is a conjunction of ĥ disjunctions, given of the form

Y =
\
h∈H

" [
i∈Qh

©
x : ahi x ≥ bhi

ª#
, (2.3)

where H = {1, ..., ĥ}, and for each h ∈ H, at least one of the inequalities ahi x ≥ bhi for i ∈ Qh
must be satisfied. For mixed-integer 0-1 programs with the first n1 variables restricted to be
binary, we have ĥ = n1, and Qh consists of xh ≤ 0 or xh ≥ 1. Balas [12] then shows that the
convex hull of feasible solutions may be recursively constructed via the following relation,
where K0 = X:

Kh = conv

" [
i∈Qh

³
Kh−1

\©
x : ahi x ≥ bhi

ª´#
for h = 1, ..., ĥ, (2.4)

in order to obtain the relationship

K0 ⊆ K1 ⊆ ... ⊆ Kĥ ≡ conv(X
\
Y ). (2.5)

Note that Kh in (2.4) for the mixed-integer 0-1 programming case may be restated as

Kh = conv
h³
Kh−1

\
{x : xh ≤ 0}

´[³
Kh−1

\
{x : xh ≥ 1}

´i
. (2.6)

Sherali and Adams develop the Reformulation-Linearization Technique for generating the
hierarchy of relaxations in (2.5) in a manner that makes the process more amenable to an
explicit algebraic representation, thereby providing a rich framework for model enhance-
ments. In this process, each constraint in Kh−1 is multiplied by xh and (1 − xh), and the
resulting nonlinear program is then linearized by using a variable substitution that replaces
each distinct product of variables by a single new variable. Applying this method n1 times
thus yields the convex hull of feasible solutions.

This procedure can be generalized to generate tighter intermediate level relaxations as
follows. Consider a feasible region X defined in terms of binary variables x1, ..., xn and
bounded continuous variables y1, ..., ym. For a d

th level RLT relaxation, 0 ≤ d ≤ n, Sherali
and Adams define the bound-factors of order d:

Fd(J1, J2) =

"Y
j∈J1

xj

#"Y
j∈J2

(1− xj)
#

∀J1, J2 ⊆ N ≡ {1, ..., n}

such that J1 ∩ J2 = ∅, and |J1 ∪ J2| = d, (2.7)

where F0(∅, ∅) = 1. Note that for a given d, there are
¡
n
d

¢
2d such bound-factors. Given the

order d of the relaxation and the resulting set of bound factors, the following two steps are
conducted.
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Step 1 (Reformulation Step): Multiply each inequality in X (including upper and lower
bounds on variables) by each bound factor Fd(J1, J2) defined in (2.7). Note that since all xj
are binary valued, we may take x2j ≡ xj (and thus xj(1 − xj) = 0) for each j = {1, ..., n}.
The fixing of x2j ≡ xj tightens the feasible region of the linear relaxation.
Step 2 (Linearization Step): The resulting problem will now contain several nonlinear
variables. These variables are linearized by using the following variable substitution:

wJ =
Y
j∈J
xj and vJk ≡ yk

Y
j∈J
xj , ∀k = 1, ...,m. (2.8)

Sherali and Adams show in [98] that for the mixed-integer 0-1 case, as d varies from 0 to n,
a hierarchy of relaxations is generated that spans the spectrum from the linear relaxation at
d = 0 to the convex hull of feasible solutions at d = n. A similar method was independently
proposed by Lovász and Schrijver [72] for pure 0-1 integer programming models, but one that
requires intermediate projection operations and is not algebraically explicit. This method
is similar to a first-level application of RLT to X, followed by the projection of the newly
created variables onto the original variable space. However, Lovász and Shrijver’s derivation
did not extend to mixed-integer 0-1 linear or polynomial programs, which can be directly
handled by the RLT process. Working with a partial first-level RLT relaxation that considers
only one binary variable at a time, Balas et al. [14], developed a lift-and-project cutting plane
algorithm for which they demonstrated promising computational results (see also [15]). This
may be viewed as a direct implementation of (2.6), but using RLT product concepts. It may
also be derived from [98] by considering only x1, say, as binary valued and constructing the
convex hull of integer feasible solutions, then considering another binary variable x2, say,
and repeating this process to construct a polytope for which both x1 and x2 take on binary
values at all vertices, and so on.

It is important to note that while the full nth level application of RLT results in the con-
vex hull of integer solutions, it would also require the generation of 2n constraints, which is
akin to total enumeration. However, the theoretical results from this new characterization
are significant. The representations obtained from RLT subsume and unify several methods
which have been proposed for the linearization of nonlinear systems. Furthermore, since the
algebraic representation at level n characterizes the convex hull, RLT suggests a projection
operation that can be used to generate all valid inequalities to a given problem. At the
practical level, many applications of the first-level RLT to real-world problems have resulted
in computationally successful procedures because the linear relaxation of this first-level rep-
resentation itself frequently provides a dramatic tightening of the feasible region. Recently,
the RLT framework was extended by Sherali, Adams and Driscoll [103] by considering more
general product factors besides xj and (1− xj) for binary j in the reformulation phase, and
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incorporating stronger conditional logical implications than simply using x2j ≡ xj for binary
j. This method not only subsumes previous developments of RLT, but provides an oppor-
tunity to exploit special structures such as generalized and variable upper bounds, covering,
partitioning, and packing constraints, and problem sparsity.

Our study is motivated by the computational success reported by several researchers work-
ing on a wide range of problems, using just the first-level of the RLT hierarchy in either its
full or partial form. Sherali and Adams [101] survey many such RLT applications in the
context of both discrete and continuous nonconvex programming problems. In the con-
text of discrete optimization problems, these include papers dealing with location-allocation
problems [97, 114], 0-1 quadratic programming and mixed-integer bilinear programming
problems [3, 4], airline gate assignment problems [105], the quadratic assignment problem
[1, 2, 89, 90], discrete location-allocation problems [97, 114], indefinite quadratic programs
[115], polynomial programming problems [112, 116], and factorable nonlinear programs [117].
In a theoretical vein which demonstrates the strength of the RLT relaxations, Sherali and
Lee [108] exhibited that several known valid inequalities as well as constraint tightening
procedures for the set partitioning problem, for example, are all subsumed within the first
and second-level RLT representations.

2.2 The Synchronous Optical Network Problem
The first telecommunications networks in the United States consisted of direct dedicated

lines between customers, i.e., if two customers wished to have a phone conversation, a phone
line was needed to directly connect their locations. As a result, the topography of this tele-
phone network resembled a complete graph, and the cost of such a network soon became
prohibitive. As telephone usage increased, calls were routed from each customer to a Cen-
tral Office (CO), where an operator would manually connect each call. The resulting star
topography, or hubbing architecture, required N cable links in the network instead of the
N(N − 1)/2 links required by the complete graph topography. As telecommunications net-
works grew, their design began to resemble highway systems, where traffic originates along
local, smaller roads and transfers onto larger roads such as highways having greater capac-
ities. To extend local calling to long distance networks, five different classes of COs were
developed. Class-5 COs (also called End Offices (EO)) are the hubs which connect calls in
a Local Access and Transport Area (LATA) network. Phone calls which only involve class-5
COs are local calls which are carried by Local Exchange Carriers (LEC). Class-4 and higher
COs are carried by Interexchange Carriers (IXC), and serve as hubs for a group of EOs. This
hierarchy proceeds to class 1, or regional, COs, of which there are ten in the United States.
Figure 2.1 provides a basic illustration of the concept.
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Figure 2.1: Basic Telephone Network Topography.
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Telephone companies soon realized that the bulk of the expense in laying cables was in
the local loop from the local COs to the individual houses. To reduce the wiring between
individual telephones and COs, several telephone conversations were placed on a single higher
capacity line by a process called multiplexing. Furthermore, optical lines, which transmit
voice and data via light pulses, were invented to increase the capacity and reliability of phone
lines. The typical capacity of this current technology permits the transmission of 2.4 Gbps
over a single fiber, which is equivalent to over 38,000 voice circuits (see [129] for technical
details).

With this new technology, a failure in even a single optical fiber may result in a tremendous
loss in customer service. Several other network topologies have been proposed to increase
reliability, such as point-to-point diverse protection (DP) and self-healing ring (SHR) archi-
tectures. Figure 2.2 illustrates an example topography of a diverse protection architecture,
in which network reliability is enhanced by installing protective lines in diverse routes be-
tween facilities. In case a normally operating line fails in the network, traffic is re-routed
along an alternate path (if it exists) by utilizing such protective lines. In SHR architectures,
the COs are connected by a ring of normally operating lines, as illustrated by Figure 2.3.
Traffic routed along this ring can automatically be re-routed in the case of any single line
failure. In practice, this re-routing is done in a fraction of a second and is not noticeable to
users. There are several advantages of SHR systems over DP systems. A hub center failure
in a DP system could lead to a loss of communication between several pairs of COs, while a
CO failure in an SHR system affects only the failed CO. Furthermore, the cost of installing
enough protective lines in a DP system to ensure that an alternative path exists between
COs in case of a line failure is very expensive compared to the cost for SHR systems.

In this dissertation, we consider a network design problem arising from the deployment of
synchronous optical networks (SONET) in SHRs. The SONET is a standard of transmission

technology used in optical fiber networks, where its high speed and capacity has made the
SHR a practical architecture to be implemented. In order to route the traffic between the
client nodes assigned to a ring in a SONET network configuration, we need a special type of
equipment that is capable of adding and dropping the traffic to be installed at each node.
This device is called a SONET add-drop multiplexer (ADM). Since the cost of SONET
ADMs has dropped quite significantly over the past few years, a fully ADM-based network
having no digital cross-connect systems (DCS) has become quite an attractive alternative
architecture for providing link survivable topologies, especially for interoffice facility networks
in larger metropolitan areas. (In DCS systems, traffic between COs which are not connected
to the same rings are routed via a cross-connect switch installed on the rings.) In particular,
the demand for high capacity transport has grown very rapidly, especially for a metropolitan
region within a local access transport area. The main concept that characterizes the routing
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Figure 2.2: Diverse Protection Architecture.

of traffic using this SONET technology is that the high capacity interchange among demand
nodes can be grouped into a few clusters that can then be transported more efficiently and
economically using a direct connection in a ring, instead of using the traditional hierarchical
routing scheme inherent in a DCS-based network. Note that due to the capacity limit of
SONET equipments such as an OC-48 ring (which, as defined and explained in greater
detail below, allows only 48 channels in a unidirectional configuration and 24 channels in
a bidirectional configuration with two fibers), we need to partition the traffic demand into
several clusters of nodes. The problem considered here then becomes one of finding an
optimal partition of the traffic demand in the network, while minimizing the total ADM
cost.

Wu and Burrowes [130] and Wu [129] describe in detail the advantages of SONET ring
architectures over the traditional hubbing network in terms of cost and survivability. Wasem,
Wu and Cardwell [126] have developed SONET design software considering demand growth
over time. They considered two types of network architectures, an SHR structure, and a
hubbing network having point-to-point diverse protection systems, in order to incorporate
SHRs into an existing hubbing network. Cosares and Saniee [33] present a SONET ring
design model and propose heuristic procedures for minimizing the traffic load on each ring.
Myung, Kim and Tcha [79] have developed a polynomial optimal solution procedure for
minimizing the traffic load on each ring, where this traffic may be split among the rings for
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Figure 2.3: Self Healing Ring (SHR) Architecture.

each node pair. For the case of non-split traffic among rings, Karunanithi and Carpenter
[64] describe a genetic algorithm to minimize traffic loads. In contrast, we consider in this
dissertation the problem of designing a SONET ring architecture that minimizes the number
of ADMs to be installed, subject to ring load and capacity constraints for a single period,
and present a new solution procedure for finding an optimal solution.

Several researchers have investigated the use of mathematical modeling to optimize the
deployment of these systems. Laguna [68] has proposed a mixed-integer programming (MIP)
model of a logical SONET clustering problem that permits inter-ring traffic, and has obtained
promising computational results using a tabu search algorithm. Goldschmidt, Laugier and
Olinick [50] have also developed a model to minimize the total number of rings used in
the problem allowing inter-ring traffic. (We show later that in our context, this is not
automatically achieved while minimizing the number of ADMs placed on the rings.) For a
variant of the problem considered in this dissertation in which demands between nodes must
be fully placed on one ring and not split between two or more, Lee, Sherali, Han and Kim
[71] discuss a branch-and-cut algorithm, and Sutter, Vanderbeck and Wolsey [122] utilize a
column generation approach to solve this problem.

2.3 National Airspace Operations and Management
This section reviews fundamental aspects of current and projected National Airspace (NAS)
operations pertaining to the work undertaken in this dissertation. We then present proposed
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changes in the system, along with an extensive review of existing mathematical models
involved in the optimization and evaluation of future airspace scenarios. Finally, we discuss
previous studies that deal with the generalized collision detection problem.

2.3.1 Current and Proposed Airspace Operations
According to recent Federal Aviation Administration (FAA) statistics [41] nation-wide air

traffic control units handle over twenty five million flights per year. The number of aircraft
operations in the National Air Space (NAS) is growing at a modest pace of 1.5-3% per year.
According to the Office of Technology assessment, the number of midair conflicts in the
U.S. that entail various degrees of collision risk has grown quadratically with the number
of operations [85]. In addition, the introduction of Free-Flight would add an element of
uncertainty in the estimation of collision risk.

The main motivation behind the Free-Flight paradigm is to provide the airlines with a
greater flexibility in filing their flight-plans using optimized point-to-point routes, without
reliance on ground navigational aids. This additional flexibility results in more efficient
and cost-effective flight trajectories. In the current system, navigation is dependent upon
ground navigational aids, and communications are based on a hybrid of Very High Frequency
(VHF) line-of-sight and satellite based methodologies. In Free-Flight, pilots would receive
real-time information regarding nearby flights, and on-board traffic advisories would provide
cues for enforcing mandatory air traffic control separations. In a critical situation, an air
traffic controller may interfere to resolve the conflict. Ostensibly, the FAA would retain
some degree of oversight in approving flight-plans in order to ensure that they do not impose
excessive workloads on any of the enroute air traffic control centers.

It is also anticipated that Reusable Launch Vehicle (RLV) technology will add as many as
1,200 shuttle launches in the next decade [6]. This significant increase in space transportation
traffic in the future is due to the ability of an RLV launch to perform the same function
at a fraction of the cost as compared with a space shuttle voyage (see Brown [28], Iannotta
[60], and Mattingly [77] for a description of some of the basic technical challenges faced
by scientists in the design of RLVs). Due to the sharp increase in space transportation,
many flights will be delayed as a result of detoured routing around the ensuing Special-Use
Airspace (SUA) restrictions. Each such RLV launch involves the cordoning of a significant
SUA region in order to ensure the safe transit of the launch vehicle, resulting in a severe
disruption of commercial traffic that goes well beyond present-day levels. A more in-depth
overview of current NAS policies may be found in Falker [40].
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2.3.2 Previous Modeling Efforts
There exist several airspace analysis models and tools that provide some capability to

quantify traffic density, conflict potential, and collision risk. We discuss these models below,
and also briefly mention attempts that have been made to describe workload as a function
of sector traffic density for the sake of completeness, since workload might be one of many
variables involved in the assessment of collision risk in the future. An extensive literature
review on collision risk tools and models is included in the Concept Paper prepared by the
Joint FAA/Eurocontrol Separation and Collision Risk Modeling Group [42].

Falker [40] examines a future airspace scenario in which space transportation has signifi-
cantly increased. Under this scenario, a discrete event simulation process is used to examine
several alternative modes of operations with respect to their safety, efficiency, equity, and
ease of implementation. Detailed summaries on various other existing air traffic manage-
ment models may be found in Odoni, et al. [84], and in a concept paper by the Federal
Aviation Administration/Eurocontrol [42]. Among these, the Analytic Blunder Risk Model
(ABRM) is an analytic/probabilistic model which estimates the collision risk between two
aircraft when one aircraft strays from its intended course and the other must avoid it. The
Traffic Organization and Perturbation Analyzer (TOPAZ) evaluates the safety of any given
operational concept by utilizing a suite of simulation software packages. TOPAZ differs
from other fast-time simulation packages by allowing probabilistic deviations from normal
operating conditions. The National Airspace Resource Investment Model (NARIM) is an
analytical tool developed for the purposes of FAA and the National Aeronautics and Space
Administration (NASA) in order to evaluate future airspace scenarios. NARIM uses sev-
eral analytical tools along with data collected from aircraft operations to provide a broad
spectrum of analyses pertaining to alternative scenarios, operational issues such as altitude
selection and aircraft performance optimization, system-wide performance, and the explo-
ration of various new concepts of operations. NASA has also developed a set of decision
support tools that comprise the system CTAS (Center/TRACON Automation System) in
order to aid air traffic controllers and to enhance the efficiency and handling capacity at
congested airports (see [38] and [78]). The model presented in the present paper is intended
to be integrated within this existing arsenal of tools that are being utilized by FAA and
NASA for both tactical and strategic planning purposes. For example, CTAS has a conflict
prediction and trial planning capability that permits the generation of a trial flight-plan and
conducts a conflict probe analysis with respect to the existing mix of flight-plans. Our model
could augment this feature by providing the capability to simultaneously analyze and select
among several surrogate flight-plans for multiple flights, while considering not only potential
conflicts and their resolvability, but also their ensuing effects on sector workload and airline
equity.
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The challenge in modeling collision risk for NAS operations is the nature of conflict paths,
sector density, and intervention rules used by air traffic controllers (ATC) to separate traf-
fic. Several past studies have attempted to develop collision risk metrics for various traffic
scenarios. Ratcliffe and Ford [91] present analytical and computer models that quantify
the conflicts arising between different types of aircraft interacting in regions of uncontrolled
airspace, and detail some of the scenarios that could, in principle, pose higher threats than
others. For example, it was found that collision threats were more likely to occur with 45
degrees off from head-on than in dead-ahead scenarios over the range of speeds investigated.
In a related study, Ford [44] investigates the intrinsic safety features of various height rules in
uncontrolled airspace operations using random distributions of flights in the vertical domain.
The findings of this paper indicate that the collision risk under current height rules is greater
than in a vertical random flight mode (a version of Free-Flight), unless if significant height
keeping errors exist in the latter scenario.

Uncontrolled airspace flight analysis and collision risk assessment provide a first-order
approximation viewpoint of potential conflicts under various airspace operational rules. Al-
most all conflict risk assessment models are intrinsically based on estimating the expected
number of conflicts in the airspace over time. Many of the well known models reported in
the literature for deriving collision risk metrics over the North Atlantic have used procedural
uncontrolled airspace assumptions [92, 26]. These models have been refined over the years
in response to reduced separation standards [74].

The set of flight-plans used in various collision risk studies have ranged from hypothetical
random flights to actual flight schedules. Goodwin and Ford [52] describe two methods
to generate random aircraft traffic in a volume of airspace, and present some interesting
conflict statistics resulting from the scenarios modeled. In contrast, the approach taken in
the present research effort uses actual FAA flight-plan data derived from the NAS database
under various operational concepts.

Magill [75] studies a comparison of blind-conflicts (referred to as “separation problems”)
for a system which uses standard airways, versus a Free-Flight system that is based on using
approximate shortest paths over the airspace network (referred to as “direct routing”). A
section of the European airspace bounded by the meridians at 100W and 300E, and the
parallels at 360N and 600N was used for this purpose, along with a related set of randomly
generated flights that conform with a traffic demand forecast for the year 2005. The discrete
event simulation package FLAME (FLexible Airspace Modeling Environment) was used to
detect the number of encounters at various horizontal minimal separation requirements at
different altitude levels, assuming a certain distribution of aircraft cruising at these specified
altitudes. The results indicated that for the current horizontal separation standard of 5
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nautical miles, a 17% gain in traffic density capacity would be realized by using direct
routing due to the decreased frequency of blind-conflicts, assuming that the frequency of
conflicts is proportional to the square of the traffic density.

Tomlin, Pappas and Sastry [124] present a method to coordinate safe conflict resolution
maneuvers between two aircraft in a Free-Flight scenario. Given a finite set of routine maneu-
vers (modeled as sequences of finite heading, altitude, or velocity changes), their methodology
generates a safe conflict resolution, even in worst-case scenarios under uncertainty. Pilots
may then select the most cost-effective course of action among these maneuvers, which safely
avoids conflicts.

Quantifying collision risk requires some knowledge of the navigational performance of the
aircraft and the reliability of onboard avionic systems. Several past studies have examined
navigational performance capabilities of aircraft operating in jet routes [87, 58, 54, 123].
Other studies have concentrated on the development of suitable mathematical functions and
models to estimate probabilities of lateral and vertical overlaps [80, 58]. In addition, Ford
[44] examines the protection offered by anti-collision aircraft devices such as the Traffic Alert
and Collision Avoidance System (TCAS). While these studies do not attempt to estimate
collision risk directly, they provide information on related elements that could be composed
with blind-conflict models of the type proposed in the sequel, to produce more refined models
that consider such aircraft maneuvers in resolving potential conflicts.

In examining the complex dynamics of air traffic control tasks, several studies have consid-
ered the temporal and spatial variations of flights to determine metrics that serve to assess
workload measures. Some of these studies used extended time line analysis [69], and dy-
namic density concepts [119]. Other studies have attempted to measure controller workload
in Free-Flight environments [55, 131]. In addition, several complex models have been devel-
oped to assess human response times in ATC/pilot interactions. One such example is the
system MIDAS, that has been developed at the NASA Ames Research Center [32].

2.3.3 Generalized Collision Detection
The detection of collisions between moving bodies is important in many applications besides
airspace management. One such field where collision detection is particularly important is
in the field of robotics. In designing path planning software for robot safety and operations
[66], it is essential to generate a path free of obstacles and other robots [19, 47]. These
tasks currently require a considerable processing of real-time information such as the shapes
of other robots and obstacles, and their trajectories. Some general approaches for solving
the collision problem between two bodies include formulating it as a distance computation
problem between two polytopes [29, 30], defining the possible contacts between an object
and an obstacle [73], successive spherical approximations [24], and an iterative search and
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root finding process [23]. However, these methods do not easily extend to detecting collisions
between multiple objects.

Previous attempts at solving the collision detection problem via mathematical program-
ming include the papers by Shigematsu, Kakzu and Okino [118], in which a simplex-based
method was proposed to compute the intersection between two static convex polyhedra, and
by Gallerini [46], in which a linear programming model was developed to determine the col-
lision between two polytopes. However, note that given K bodies among which a collision is
to be detected, the latter approach requires the solution of the formulated linear program for
each pair of bodies in order to determine the first point of collision between any two bodies.
As an alternative, Selim and Almohamad [95] proposed an integer programming formulation
for determining the first collision between multiple bodies represented as polytopes moving
along linear trajectories. These authors demonstrated that solving this single integer pro-
gram is substantially faster than solving the

¡
K
2

¢
linear programs as required by Gallerini’s

approach.



Chapter 3

Reduced First-Level Representations
Via RLT

In this chapter, we investigate the derivation of a reduced form of the first-level RLT re-
laxation that yields the same lower bound as the full relaxation, and in the case of a single
binary variable, explore whether the convex hull property of the full first-level relaxation is
preserved. We begin in Section 3.1 by showing that there does exist a reduced first-level
relaxation that, for each constraint, employs products with only xi or (1 − xi) for each
variable i = 1, ..., n, for which the first aforementioned property holds true. Motivated by
an insight on how RLT tightens relaxations, this leads to a formulation that attempts to a
priori predict the structure of such a reduced first-level representation. For the special case
of a knapsack problem having a single binary variable, this reduced first-level representation
is shown to be precisely equivalent to the full first-level representation. However, this is not
true in general, even for the case of a mixed-integer program having only one binary and
one continuous variable and two constraints. Section 3.2 then explores various ideas related
to the construction of reduced first-level relaxations for the case of a single binary variable,
providing examples to illustrate each situation. An insightful result is given that leads to
showing that for this case, although there exists a reduced first-level representation that
preserves the lower bounding value for a given objective function, there does not exist one
that will preserve the convex hull representation and would therefore retain the lower bound
for all objective functions. The analysis for the case of a knapsack mixed-integer problem
in several binary variables is investigated in Section 3.3. Here, the prediction is shown to be
accurate for some special cases, but again not so in general. Moreover, we exhibit that for
such knapsack problems, the feasible region to the first-level RLT relaxation is precisely the
intersection of the convex hulls Xi corresponding to enforcing binariness on each individual
0-1 variable xi, ∀ i. Section 3.4 provides some empirical results which demonstrate that in
practice, the proposed reduced first-level representation yields a good relative performance
and prediction capability for the set of active constraints with respect to the full first-level

22
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representation.

3.1 Equivalent Reduced First-Level Representations

Consider the mixed-integer 0-1 programming problem given below, where A is m× n.
MIP: Minimize ctx (3.1a)

subject to
nX
j=1

akjxj ≥ bk for k = 1, ...,m. (3.1b)

0 ≤ x ≤ e, xi binary for i ∈ B, xi continuous for i ∈ C, (3.1c)

where B = {1,...,n1}, C = {n1+1, ..., n}, e= (1,...,1)t, and where the superscript t denotes the
transpose operator. We will denote N = {1,...,n} ≡ B ∪C. By multiplying the constraints
of MIP using the bound-factors xi and (1−xi) ∀ i ∈ B, and linearizing the resulting problem
by replacing x2i by xi ∀ i ∈ B and substituting wij = xixj ∀ i < j, we obtain the first-level
RLT problem (RLT-1) given below, where the notation w(ij) represents wij or wji according
as i < j or j < i, respectively.

RLT-1: Minimize ctx (3.2a)

subject to (aki − bk)xi +
X
j 6=i
akjw(ij) ≥ 0 ∀ k = 1, ...,m, ∀ i ∈ B (3.2b)

bkxi +
X
j 6=i
akj(xj − w(ij)) ≥ bk ∀ k = 1, ...,m, ∀ i ∈ B (3.2c)

0 ≤ wij ≤ xi and 0 ≤ (xj − wij) ≤ (1− xi)
∀ i ∈ B, j ∈ N, i < j. (3.2d)

Note that (3.2b) and (3.2c) are respectively generated by multiplying (3.1b) by xi and by
(1 − xi) ∀ i ∈ B, and that they imply the original constraints (3.1b) (as seen by summing
corresponding pairs of the latter inequalities). Aside from the nonnegativity restrictions,
RLT-1 has 2mn1 + 1.5n1(n1 − 1) + 3n1(n− n1) constraints, and it has n + 0.5n1(n1 − 1) +
n1(n−n1) variables. The following main result motivates the construction of a reduced first-
level RLT relaxation. Henceforth, for the set of constraints (3.1b), for example, we will refer
to the particular inequality written for an index k ∈ {1, ...,m} as (3.1b)k. Similarly, (3.2b)ik
and (3.2c)ik will refer to inequalities from the constraint sets (3.2b) and (3.2c), respectively,
corresponding to the identified indices i ∈ B and k ∈ {1, ...,m}, and so on for other sets of
constraints.

Theorem 3.1. Let RLT-1 be feasible, and define RLT-1’ as the formulation RLT-1 to
which the implied original constraints (3.1b) have been added. Then there exists a dual
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optimal solution to RLT-1’ such that for each k = 1, ...,m and i ∈ B, the dual variable
associated with at least one of (3.2b)ik and (3.2c)ik is zero. Hence, deleting such constraints
from RLT-1’ that have zero associated dual multipliers would yield a reduced first-level RLT
relaxation that preserves the lower bounding objective value of RLT-1.

Proof. Since RLT-1’ is feasible and bounded, there exists both a primal and dual optimal
solution to this problem. Consider any such solution. Note that for each (i,k), the sum
of (3.2b)ik and (3.2c)ik yields (3.1b)k. Hence, at the given primal optimum, if (3.1b)k is
nonbinding for any k, then at least one of (3.2b)ik and (3.2c)ik for each i ∈ B must be
nonbinding, and so, the result holds true. On the other hand, if (3.1b)k is binding for any k,
then considering any i ∈ B, both the corresponding constraints (3.2b)ik and (3.2c)ik must be
binding. Let π1ik and π

2
ik denote the dual variables associated with the constraints (3.2b)ik

and (3.2c)ik, respectively, and suppose that π
1
ik ≤ π2ik, where πrik denotes the given optimal

dual value for πrik for r = 1,2. (The case of π
1
ik > π

2
ik is similar.) If π

1
ik = 0, then the result

holds true in this case. Otherwise, if π1ik > 0, then consider the alternative dual solution
in which the dual variable (πk, say) associated with the constraint (3.1b)k is increased from
its current value of πk to π̂k = πk + π1ik, while π

1
ik and π

2
ik are respectively revised to the

values π̂1ik = 0 and π̂
2
ik = π

2
ik − π1ik. Note that π̂k, π̂1ik and π̂2ik are all nonnegative, and since

the corresponding constraints are active, the complementary slackness condition is satisfied.
Moreover, since the weighted sum of inequalities

π̂k(3.1b)k + π̂
1
ik(3.2b)ik + π̂

2
ik(3.2c)ik = πk(3.1b)k + π

1
ik(3.2b)ik + π

2
ik(3.2c)ik (3.3)

because of the fact that (3.1b)k ≡ (3.2b)ik + (3.2c)ik, dual feasibility also continues to hold
for this revised dual solution. Hence, this revised dual solution is also optimal, and moreover,
π̂1ik = 0. Continuing in this fashion, we can generate an alternative optimal dual solution for
which the result holds true, and this completes the proof. 2

Observe from the proof of Theorem 3.1 that an identical argument holds true with respect
to the bound-factor product constraints (3.2d). That is, if we retain the original constraints
0 ≤ x ≤ e in RLT-1, then for each j ∈ N , i ∈ B, i < j, one of the pair of constraints
{wij ≥ 0, (xj − wij) ≥ 0} generated by multiplying xj ≥ 0 by xi and (1− xi) respectively,
and one of the pair of constraints {wij ≤ xi, (xj −wij) ≤ (1− xi)} generated by multiplying
xj ≤ 1 by xi and (1−xi) respectively, can be deleted while preserving the objective value of
RLT-1. However, since these constraints are fundamental to the linearization of the product
term xixj via the substitution wij , and are moreover sparse and specially structured, we will
not consider such deletions in this chapter, although many of the results in the sequel permit
it. Furthermore, while we focus on the first-level RLT in this chapter, the result of Theorem
3.1 naturally carries over to the relaxation at any level d ∈ {1, ..., n1} of the hierarchy defined
in Sherali and Adams [98]. For the sake of completeness, we state this extension below.
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Corollary 3.1. For the RLT relaxation at any level d ∈ {1, ..., n1}, if the original con-
straints are included in this relaxation, then there exists one constraint that can be deleted
from each of the m

¡
n1
d

¢
sets of the RLT constraints generated by taking factor products of

order d involving each particular choice of d out of n1 variables, such that the objective value
of this reduced RLT representation equals that of the level d relaxation.

Proof. Note that for the RLT relaxation of MIP at level d, (3.1b)k is multiplied by bound
factors Fd(J1, J2), for each J1, J2 ⊆ {1, ..., n} such that J1 ∩ J2 = ∅, and |J1 ∩ J2| = d, and
where Fd is defined as

Fd(J1, J2) =

"Y
j∈J1

xj

#"Y
j∈J2

(1− xj)
#
.

Denote each new constraint created from multiplying constraint (3.1b)k by these bound

factors as F 1k , F
2
k , ..., F

2d

k . Note that
P2d

i=1 F
i
k = k. If (3.1b)k is nonbinding, then at least

one constraint in F 1k , ..., F
2d

k must be nonbinding and may be deleted. Otherwise, (3.1b)k is
binding, which implies that F ik is binding for i = 1,...,2d. Let πk denote the dual value of

constraint k and πF
1

k , π
F2

k , ..., π
F2

d

k denote the duals of the constraints created by the bound
factors F . Without loss of generality, suppose that minp∈{1,...,2d}

¡
πF

p

k

¢
= πF

1

k . If π
F 1

k =
0, constraint F 1k may be deleted without impairing the optimality conditions. Otherwise,
suppose that we adjust πF

1

k to π̂F
1

k = 0, π̂k = πk+π
F1

k , and π̂
F i

k = πF
i

k −πF1k , ∀ i ∈ {2, ..., 2d}.
To show the validity of replacing πF

i

k with π̂F
i

k for i = 1,...,2d, we demonstrate that the
Karush-Kuhn-Tucker optimality conditions remain satisfied for this choice of dual variables.

Clearly, primal feasibility is unaffected by adjusting the dual solution. Since πF
i

k > 0 for i
= 1,...,2d, each slack variable in constraints F ik equals zero for all i. Thus, any choice of dual
solutions will satisfy the complementary slackness condition. To verify that dual feasibility
is maintained, the new dual values must remain nonnegative, and must continue to satisfy
the dual constraints. Note that since π̂k > πk > 0 and π

F i

k ≥ πF1k for i = 2,...,2d, we have that
π̂F

i

k = πF
i

k − πF 1k , remains nonnegative for all i. To show that the dual constraints remain
satisfied, it is sufficient to show that

(πk · k) +
2dX
i=1

(πF
i

k · F ik) = (π̂k · k) +
2dX
i=1

(π̂F
i

k · F ik). (3.4)

To demonstrate this, note that by the definition of π̂k and π̂
F i

k :

(π̂k · k) +
2dX
i=1

(π̂F
i

k · F ik) =
³³
πk + π

F1

k

´
· k
´
+

2dX
i=2

³³
πF

i

k − πF 1k
´
· F ik

´
.
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Rearranging the terms, we have:

= (πk · k) +
2dX
i=2

³
πF

i

k · F ik
´
+

³πF 1k · k
´
−

2dX
i=2

³
πF

1

k · F ik
´ .

= (πk · k) +
2dX
i=2

³
πF

i

k · F ik
´
+

 2dX
i=1

πF
1

k · F ik

− 2dX
i=2

³
πF

1

k · F ik
´

= (πk · k) +
2dX
i=2

³
πF

i

k · F ik
´
+
³
πF

1

k · F 1k
´
= (πk · k) +

2dX
i=1

(πF
i

k · F ik). (3.5)

Thus, the new solution π̂k, π̂
F i

k is dual feasible. Consequently, the constraint F 1k may be
deleted while retaining the same objective value for the level-d RLT relaxation. Since this
holds true for each of the

¡
n1
d

¢
sets of RLT constraints generated for each constraint (3.1b)k,

the proof is complete. 2

Remark 3.1. Theorem 3.1 asserts that if we add the original m structural constraints to
RLT-1, then we can delete some mn1 constraints from (3.2b) and (3.2c), which correspond
to those having zero dual optimal multipliers in the resulting problem RLT-1’, and yet retain
the same (lower bounding) objective value of RLT-1. Observe that although for n1=1 this
implies that the “reduced” problem is of the same size as that of RLT-1, this special case
affords strong insights into the RLT process, and is important because it can be used as an
inductive step in the construction of a hierarchy of relaxations leading to the convex hull
representation. Moreover, this case also arises in the context of cutting plane generation
strategies in which binariness is enforced on a single variable at a time as in Balas et al.
[14, 15]. Hence, it is analyzed in some detail in the sequel. Of course, the main issue here is
to be able to a priori predict the zero dual variable constraints whose existence is stipulated
by Theorem 3.1. Toward this end, consider any k ∈ {1,...,m} and i ∈ B and let us multiply
(3.1b)k with xi and with (1− xi) to produce the quadratic constraints given below.

akix
2
i − bkxi +

X
j 6=i
akjxixj ≥ 0 (5a)ik

−akix2i + akixi + bkxi +
X
j 6=i
akj(1− xi)xj ≥ bk. (5b)ik

Note that in obtaining (3.2b)ik and (3.2c)ik from (5a)ik and (5b)ik, respectively, besides
substituting wij in place of xixj for i < j, we also set x2i = xi, a step that accounts for
tightening the resulting relaxation. Whenever aki > 0, since x2i ≤ xi for 0 ≤ xi ≤ 1, we
weaken (5a)ik but strengthen (5b)ik by replacing x

2
i with xi, and vice versa whenever aki < 0.
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This suggests that we should try retaining (3.2b)ik and deleting (3.2c)ik whenever aki < 0,
and likewise, retaining (3.2c)ik and deleting (3.2b)ik whenever aki > 0. (When aki = 0, either
constraint of this pair may be retained.)

Motivated by Theorem 3.1 and Remark 3.1, let us construct the following reduced RLT-1
problem by adding the original constraints to RLT-1, but appropriately deleting one of each
pair of constraints (3.2b)ik and (3.2c)ik, ∀ i, k.

RRLT-1: Minimize ctx (3.7a)

subject to
X
j

akjxj ≥ bk ∀ k = 1, ...,m (3.7b)

(aki − bk)xi +
X
j 6=i
akjw(ij) ≥ 0 ∀ k = 1, ...,m,
i ∈ B : aki ≤ 0 (3.7c)

bkxi +
X
j 6=i
akj(xj − w(ij)) ≥ bk ∀ k = 1, ...,m,

i ∈ B : aki > 0 (3.7d)

0 ≤ wij ≤ xi and 0 ≤ (xj − wij) ≤ (1− xi),
∀ i ∈ B, j ∈ N, i < j. (3.7e)

Henceforth, let us denote by v(·) the optimal objective value of any given problem (·).
We now begin to investigate whether v(RRLT-1) = v(RLT-1). Furthermore, as mentioned
above, for the case of n1 = 1, we know that RLT-1 yields the convex hull of feasible solutions
to MIP. In the light of Theorem 3.1, we are also interested in exploring whether RRLT-1,
or any other such reduced first-level representation that retains one constraint of each pair
{(3.2b)ik, (3.2c)ik} ∀ i, k, would preserve the convex hull property as well.
To begin with, let us consider the simple case of a knapsack problem (m=1) having a single

binary variable (|B| = n1 = 1). Let MIP(a), RLT-1(a), and RRLT-1(a) respectively
denote the problems MIP, RLT-1 and RRLT-1 for this special case, assuming without loss
of generality that the constraint coefficient a11 of the single binary variable x1 is positive
(by complementing x1 if necessary). Hence, in particular, note that (3.7c) is vacuous in
RRLT-1(a). The case of a11 < 0 is similar, and a11 = 0 renders MIP as a linear program.
We then have the following result.

Theorem 3.2. Let MIP(a), RLT-1(a), and RRLT-1(a) be given by (3.1), (3.2), and (3.7),
respectively, for the special case of m = n1 = 1, with a11 > 0. Then, the projected region

XP (a) = {x : (x, w) is feasible to RRLT-1(a)} (3.8)

defines the convex hull of feasible solutions Xc(a) to MIP(a). In particular, v(RLT-1(a)) =
v(RRLT-1(a)).



Chapter 3: Reduced First-Level Representations Via RLT 28

Proof. We need to show that x1 is necessarily binary valued at all extreme point solutions
of XP (a). Hence, consider any linear objective function c

tx that yields a unique (extreme
point) solution x = x to the problem

min {ctx : x ∈ XP (a)} ≡ Problem (3.7). (3.9)

We need to show that x1 is necessarily binary valued. Let (x,w) be a corresponding complete
optimum to Problem (3.7). If (3.7d) is binding at (x, w), then writing (3.2b) as"

nX
j=1

a1jxj − b1
#
−
"
b1x1 +

nX
j=2

a1j(xj − w1j)− b1
#
≥ 0

we see from (3.7b,d) that (x, w) is feasible to (3.2), and since (3.7) is a relaxation of (3.2),
we have that (x, w) solves the problem (3.2). But by Sherali and Adams [98], we know that
{x : (x, w) is feasible to (3.2)} defines Xc(a). Since x is also a unique (part of an) optimum
to (3.2) (else RRLT-1(a) would then have an alternative optimal solution), we have that x1
is binary valued.

Hence, let us now suppose that (3.7d) is nonbinding at the optimum (x, w) to (3.7).
Therefore, (x, w) solves the problem

minimize {ctx :
nX
j=1

a1jxj ≥ b1,

0 ≤ w1j ≤ x1, and 0 ≤ (xj − w1j) ≤ (1− x1) ∀ j ≥ 2}. (3.10)

The projection of this problem onto the x-space is simply given by

minimize {ctx :
nX
j=1

a1jxj ≥ b1, 0 ≤ x ≤ e}. (3.11)

Consequently, we also have that x solves the problem (3.11). Moreover, x must be the
unique optimum for (3.11), and hence also an extreme point solution. Otherwise, suppose
that x̂ 6= x also solves (3.11). Picking ŵ1j = x̂1x̂j ∀ j ≥ 2, we have that (x̂, ŵ) is feasible
to (3.10), and so, (x̂, ŵ) solves (3.10). But since (3.7d) is nonbinding at the optimum (x, w)
to Problem (3.7), by examining strict convex combinations of (x,w) and (x̂, ŵ), we can
identify alternative x-solutions to Problem (3.7), a contradiction to the uniqueness of x.
Consequently, if x1 is nonbasic in (3.11) for the vertex x, then it is binary valued. On
the other hand, suppose that x1 is basic for the basic feasible solution x. Hence, all the
other variables are nonbasic, leading to xj = 0 or 1 ∀ j ≥ 2. But then in (3.10), we obtain
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w1j ≡ x1xj ∀ j ≥ 2. This in turn means that by multiplying the structural inequality in
(3.11) by x1, we get using a11 > 0 and x

2
1 ≤ x1 that

b1x1 ≤ a11x21 +
nX
j=2

a1jx1xj ≤ a11x1 +
nX
j=2

a1jw1j, i.e., (a11 − b1)x1 +
nX
j=2

a1jw1j ≥ 0,

or that (x, w) is feasible to (3.2b), and therefore, is an optimum to Problem (3.2). As before,
by the uniqueness of x, this implies that x1 is binary valued. Hence, XP (a) = Xc(a), and so
it follows that v(RRLT-1(a)) = v(RLT-1(a)). This completes the proof. 2

We now present an example to show that Theorem 3.2 is false when n1 = 1 and m > 1,
even if MIP has only m = 2 constraints and n = 2 variables. This leads to a further study of
the case n1 = 1 and m ≥ 2 in Section 3.2 below. The case of m = 1 but n1 ≥ 2 is addressed
subsequently in Section 3.3.

Example 3.1. Consider the following mixed-integer program MIP of the form (3.1).

Minimize − x1 + x2 (3.12a)

subject to x1 + 3x2 ≥ 2 (3.12b)

− 4x1 − 4x2 ≥ −5 (3.12c)

x1 binary, 0 ≤ x2 ≤ 1. (3.12d)

The reduced first-level relaxation RRLT-1 defined in (3.7) is obtained as follows.

Minimize − x1 + x2 (3.13a)

subject to x1 + 3x2 ≥ 2 (3.13b)

− 4x1 − 4x2 ≥ −5 (3.13c)

3(x2 − w12) ≥ 2(1− x1) (3.13d)

x1 − 4w12 ≥ 0 (3.13e)

w12 ≤ x1, w12 ≤ x2, w12 ≥ x1 + x2 − 1, w12 ≥ 0. (3.13f)

Note that (3.13d) and (3.13e) have been generated by multiplying (3.12b) and (3.12c) with
(1 − x1) and x1, respectively, based on the signs of the coefficients on x1 in (3.12b) and
(3.12c).

The optimal solution to RRLT-1 is obtained as

(x1, x2, w12) = (0.8, 0.4, 0.2) with objective value − 0.4. (3.14)
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Figure 3.1: Projection of RRLT-1 and RLT-1 onto the x-space for Example 3.1.

However, if we also multiply (3.12b) with x1 as we would for RLT-1 defined in (3.2), we get

3w12 ≥ x1 (3.15)

which together with (3.13e), implies that x1 ≤ 0, and so from (3.13f), we get x1 = 0. This
is part of an optimal solution (x1, x2) = (0,

2
3
) with objective value 2

3
to MIP or to RLT-1.

3.2 Case of a Single Binary Variable and Multiple Con-

straints

In this section, we provide some insights into the RLT process by focusing on the special
case of |B| ≡ n1 = 1. Let MIP(b), RLT-1(b), and RRLT-1(b) be given by (3.1), (3.2),
and (3.7) as special cases of MIP, RLT-1, and RRLT-1, respectively, when |B| ≡ n1 = 1.
Let X(b) denote the feasible region of MIP(b) and let X(b) denote the region for its LP
relaxation. Furthermore, define two other particular reduced first-level relaxations as follows,
obtained by including the original structural constraints along with the associated RLT
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constraints generated by using only the factor x1 or (1− x1), respectively.

RLT-1(x1): Minimize {ctx :
X
j

akjxj ≥ bk ∀ k = 1, ...,m

(ak1 − bk)x1 +
X
j 6=1
akjw1j ≥ 0 ∀ k = 1, ...,m

0 ≤ w1j ≤ x1 and 0 ≤ (xj − w1j) ≤ (1− x1)
∀ j = 2, ..., n} (3.16a)

RLT-1(1-x1): Minimize {ctx :
X
j

akjxj ≥ bk ∀ k = 1, ...,m

bkx1 +
X
j 6=1
akj(xj − w1j) ≥ bk ∀ k = 1, ...,m

0 ≤ w1j ≤ x1 and 0 ≤ (xj − w1j) ≤ (1− x1)
∀ j = 2, ..., n}. (3.16b)

Observe in Example 3.1 that we had x∗1 = 0 at optimality for MIP, and that if we had
constructed the reduced relaxation RLT-1(x1) using constraint products with the factor x1
alone as in (3.16a), we would have obtained a relaxation having the same strength as RLT-
1(b). However, Example 3.2 below shows that each of the reduced relaxations RRLT-1(b),
RLT-1(x1), and RLT-1(1−x1) could yield a value lesser than that of RLT-1(b), even if all the
constraint coefficients of the binary variable x1 in MIP(b) are of one sign (say nonnegative).

Example 3.2. Consider Problem MIP(b) as follows.

Minimize {3x1 + 5x2 : x1 + 4x2 ≥ 3, 3x1 + 4x2 ≥ 4, x1 binary, 0 ≤ x2 ≤ 1}. (3.17)

Let X(b) denote the feasible region in (3.17), and let X(b) denote its continuous LP relax-
ation region. Figure 3.2 illustrates the situation, depicting that the LP optimum is achieved
at (1

2
, 5
8
) with an objective value of 4.625, while the MIP optimum is achieved at (0,1) with

an objective value of 5. The problems RLT-1(x1) and RLT-1(1− x1) (which coincides with
RRLT-1(b) in this case) are constructed below.

RLT-1(x1): Minimize {3x1 + 5x2 : x ∈ X(b), 2w12 ≥ x1, 4w12 ≥ x1, 0 ≤ w12 ≤ x1,
0 ≤ (x2 − w12) ≤ (1− x1)}. (3.18)

RLT-1(1-x1) or RRLT-1(b):

Minimize {3x1 + 5x2 : x ∈ X(b), 4(x2 − w12) ≥ 3(1− x1), (x2 − w12) ≥ (1− x1),
0 ≤ w12 ≤ x1, 0 ≤ (x2 − w12) ≤ (1− x1)}. (3.19)
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Figure 3.2: Illustration for Example 3.2.

The projection of the feasible regions of both RLT-1(x1) and RLT-1(1 − x1) onto the x-
space is simply X(b), yielding an optimum (x1 =

1
2
, x2 =

5
8
, 1
4
≤ w12 ≤ 1

2
) for the former

problem, and (x1 =
1
2
, x2 =

5
8
, w12 =

1
8
) for the latter problem. Hence, both formulations

yield simply the linear programming lower bounding solution for MIP(b). However, taken
together, using 2w12 ≥ x1 from (3.18) along with (x2−w12) ≥ (1−x1) from (3.19), we obtain
x1
2
≤ w12 ≤ x1+x2−1, which implies the constraint x1+2x2 ≥ 2. This constructs the required

facet for conv(X(b)), thereby enabling RLT-1 to produce the convex hull representation.

We now investigate the question whether there exists a reduced relaxation of the type
prescribed by Theorem 3.1 for the present case of n1 = 1 that would achieve v(RLT-1)
for all objective functions, and thereby produce conv(X(b)). Theorem 3.2 has previously
established that this is true for the special case of m = 1. However, as we show below, this
is false for m ≥ 2.
To construct an example to illustrate this feature, and to afford a key insight, consider the

following result which is a more detailed dissection of Theorem 3.1 for the present special
case of n1 = 1. This result addresses a reduced relaxation RRLT

∗-1(b) which is constructed
as follows. Given MIP(b), define LP(1) and LP(0) to be the respective linear programs
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obtained by fixing x1 = 1 and x1 = 0 in MIP(b), stated as follows.

LP(1): LP(0):

Minimize c1 +
X
j 6=1
cjxj Minimize

X
j 6=1
cjxj (3.20a)

subject to
X
j 6=1
akjxj ≥ bk − ak1 ∀ k subject to

X
j 6=1
akjxj ≥ bk ∀ k (3.20b)

0 ≤ xj ≤ 1 ∀ j = 2, ..., n 0 ≤ xj ≤ 1 ∀ j = 2, ..., n. (3.20c)

Let αk and βk be the respective optimal dual multipliers associated with the structural
constraints (3.20b)k, ∀ k, in LP(1) and LP(0) (assumed to exist). Define

K = {k ∈M : αk ≥ βk} and K =M −K, where M ≡ {1, ...,m}. (3.21)

The reduced first-level RLT relaxation RRLT∗-1(b) addressed in Theorem 3.3 below is defined
as follows.

RRLT∗-1(b): Minimize {ctx :
X
j

akjxj ≥ bk ∀ k = 1, ...,m

(ak1 − bk)x1 +
X
j 6=1
akjw1j ≥ 0 ∀ k ∈ K

bkx1 +
X
j 6=1
akj(xj − w1j) ≥ bk ∀ k ∈ K

0 ≤ w1j ≤ x1 and 0 ≤ (xj − w1j) ≤ (1− x1)
∀ j = 2, ..., n}. (3.22)

Theorem 3.3. v(RRLT∗-1(b)) = v(RLT-1(b)).
Proof. Suppose without loss of generality that x1 = 0 at optimality in MIP(b) (the case of
x1 = 1 is symmetric). Consider Problem RLT-1(b) defined by (3.2) for the case |B| ≡ n1 = 1,
and let us use the transformation zj = xj − w1j ∀ j = 2, ..., n, i.e., write xj = w1j + zj ∀
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j = 2, ..., n, to equivalently obtain

RLT-1(b): Minimize c1x1 +
X
j 6=1
cjw1j +

X
j 6=1
cjzj (3.23a)

subject to (ak1 − bk)x1 +
X
j 6=1
akjw1j ≥ 0 ∀ k (3.23b)

bkx1 +
X
j 6=1
akjzj ≥ bk ∀ k (3.23c)

0 ≤ w1j ≤ x1 ∀ j = 2, ..., n
(3.23d)

0 ≤ zj ≤ (1− x1) ∀ j = 2, ..., n
(3.23e)

0 ≤ x1 ≤ 1 (3.23f)

where we have added the redundant constraints (3.23f) for convenience. Since RLT-1(b)
produces conv(X(b)), and x1 = 0 solves MIP(b), we have that a (primal) optimum for
(3.23) is given by

x∗1 = 0, w
∗
1j = 0 and z

∗
j = x

∗
j ∀ j = 2, ..., n,
where (x∗2, ..., x

∗
n) solves LP(0) defined in (3.20). (3.24)

Next, let us construct a complementary dual feasible solution for Problem (3.23). Define
αk and βk as above ∀ k, and let (γ1j , δ1j) and (γ2j , δ2j) be the optimal dual variable values
associated with the pair of inequalities in (3.20c)j , j ≥ 2, for LP(1) and LP(0), respectively.
Since x1 = 0 is optimal for MIP(b), by the definition of LP(1) and LP(0), we must have by
duality in (3.20) that c1 +

P
k(bk − ak1)αk−

P
j 6=1 δ1j ≥

P
k bkβk−

P
j 6=1 δ2j. Defining γ0 as

the slack in this inequality, we have,

γ0 ≡ c1 +
X
k

(bk − ak1)αk −
X
j 6=1
δ1j −

X
k

bkβk +
X
j 6=1
δ2j ≥ 0. (3.25)

Consider the following dual solution for Problem (3.23):

{(αk ∀ k), (βk ∀ k), (γ1j and δ1j ∀ j), (γ2j and δ2j ∀ j), (γ0 and 0)}
associated with {3.23b,c,d,e,f}, respectively. (3.26)

Note that dual feasibility of the solution (3.26) with respect to the columns of w1j and zj ∀ j
in (3.23) holds true via the dual feasibility conditions in (3.20) for the two cases of LP(1) and
LP(0), respectively. Furthermore, by (3.25), dual feasibility of the solution (3.26) holds true
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with respect to the column of x1 in (3.23) as well. Finally, complementary slackness holds
true for the primal and dual solutions (3.24) and (3.26) with respect to constraints (3.23b)
and (3.23d) since all these constraints are binding at the primal solution (3.24), with respect
to (3.23c) and (3.23e) by virtue of the complementary slackness relationships at optimality
for LP(0) in (3.20) noting that z∗j = x

∗
j ∀ j = 2, ..., n and x∗1 = 0 in (3.24), and with respect

to (3.23f) since x∗1 = 0 and because the dual variable in (3.26) associated with the inequality
x1 ≤ 1 has been selected to be equal to 0. Hence, (3.24) and (3.26) are primal and dual
optimal solutions, respectively, for RLT-1(b) defined in (3.23).

Now, let us augment RLT-1(b) given by (3.23) with the original constraints

ak1x1 +
X
j 6=1
akj(w1j + zj) ≥ bk ∀ k (3.27)

and denote πk ∀ k as the dual variables associated with (3.27). Note that πk = 0 ∀ k
along with {(αk ∀ k),(βk ∀ k),(γ1j and δ1j ∀ j),(γ2j and δ2j ∀ j),(γ0 and 0)} defines an opti-
mal dual solution to this augmented problem. We will now derive an alternative optimal
dual solution that has dual variables π0k, α

0
k, and β

0
k ∀ k, associated with the respective

constraints (3.27), (3.23b), and (3.23c), such that β 0k = 0 for k ∈ K and α0k = 0 for k ∈ K,
hence establishing the desired result, similar to the argument in the proof of Theorem 3.1.
Toward this end, consider any k ∈ K. If βk = 0, let α0k = αk, β

0
k = βk ≡ 0, and π0k = 0.

Else, we have from (3.21) that αk ≥ βk > 0 which means that both (3.23b)k and (3.23c)k are
binding, and therefore, so is (3.27)k since (3.27)k = (3.23b)k + (3.23c)k. If we now define β

0
k

= 0, α0k = (αk − βk) ≥ 0, and π0k = βk, we obtain

(3.27)kπ
0
k + (3.23b)kα

0
k + (3.23c)kβ

0
k = (3.23b)kαk + (3.23c)kβk (3.28)

and therefore, dual feasibility and complementary slackness continue to hold with respect to
this revised dual solution. Similarly, for the case k ∈ K, if αk = 0, we define π0k = 0, α0k =
αk ≡ 0, and β 0k = βk. On the other hand, if αk > 0, so that βk > αk > 0 by (3.21),
we have that (3.23b)k, (3.23c)k and (3.27)k, are all binding at optimality, and by defining
π0k = αk, α

0
k = 0, and β0k = βk − αk > 0, we get (3.28) holding true again. This means

that by defining RRLT∗-1 as in (3.22), having the constraints (3.27), (3.23b)k for k ∈ K,
(3.23c)k for k ∈ K, along with (3.23d,e,f), (where (3.23f) is redundant) written upon using
the inverse transformation zj = xj−w1j ∀ j ≥ 2, we would obtain v(RRLT∗-1) = v(RLT-1).
This completes the proof. 2

Corollary 3.2. Consider Problem MIP(b) and suppose that (integer) feasibility implies
that x1 = 0 (alternatively, x1 = 1). Then conv(X(b)) is generated by the partial first-level
relaxation RLT-1(x1) (alternatively, RLT-1(1− x1)).
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Proof. Consider the case where integer feasibility in MIP(b) implies that x1 = 0 (the case
for x1 = 1 is similar). To show that RLT-1(x1) produces conv(X(b)), we need to show that
for any objective vector c, the relaxation RLT-1(x1) yields x1 = 0 at an LP optimum. From
(3.16a), RLT-1(x1) is equivalent to the following problem, where X(b) is the LP relaxation
of X(b).

Minimize {ctx+minimum {0 :
X
j 6=1

akjw1j ≥ (bk − ak1)x1 ∀ k, 0 ≤ w1j ≤ x1, ∀j ≥ 2
x∈X(b) w

x1 + xj − 1 ≤ w1j ≤ xj ∀ j ≥ 2}}. (3.29)

Observe that if x1 = 0, the inner minimization problem in (3.29) yields a value of 0, while if
0 < x1 ≤ 1, this problem is infeasible because the infeasibility of MIP(b) with x1 = 1 implies
that there exists no solution to

P
j 6=1 akjxj ≥ (bk − ak1) ∀ k, 0 ≤ xj ≤ 1 ∀ j ≥ 2, and hence,

there exists no solution to
P

j 6=1 akjw1j ≥ (bk − ak1)x1 ∀ k, 0 ≤ w1j ≤ x1 ∀ j ≥ 2 for any
0 < x1 ≤ 1. Therefore, x1 = 0 at a continuous optimum in (3.29), and this completes the
proof. 2

Remark 3.2. Observe that by Theorem 3.3, whenever K 6= ∅ and K 6= ∅, we would need
a mix of constraints from the sets (3.2b) and (3.2c) in order to compose a reduced relaxation
RRLT∗-1(b) as in (3.22), for which the objective value would be the same as that for RLT-
1(b). This occurred in Example 3.2 for which it turns out that K = {1} and K = {2},
while for Example 3.1, we have K ={1,2} and K = ∅ (with the constraints indexed in the
order shown in (3.12), (3.17)), thereby leading to the consequent results. In light of this,
in order to show that there might not exist a reduced relaxation RRLT-1(b) that produces
conv(X(b)), although by Theorem 3.1 there always exists one that will produce the same
objective value as RLT-1(b) or MIP(b), we need to construct a problem for which there
exists a constraint k for which αk < βk in a dual solution to (3.20) for some objective vector
c = cI, while αk > βk for some other objective vector c = c

II. Moreover, by Corollary 3.2, the
problem must be feasible when x1 is either 0 or 1, or else conv(X(b)) would be producable
via a reduced relaxation. The following example provides such an instance.

Example 3.3. Consider the feasible region of an instance of MIP(b) defined as follows.

X(b) = {(x1, x2, x3) : 2x2 − 2x3 ≥ −1 (3.30a)

− 5
4
x1 + 6x2 − 3x3 ≥ −2 (3.30b)

− 8x2 + 8x3 ≥ 3 (3.30c)

− 3
2
x1 − 8x2 − 8x3 ≥ −13 (3.30d)

x1 binary, 0 ≤ x2 ≤ 1, 0 ≤ x3 ≤ 1}. (3.30e)
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The feasible regions of LP(0) and LP(1) (for the cases x1 = 0 and x1 = 1, respectively, in
(3.30)) are depicted (shaded) in Figure 3.3.
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Figure 3.3: Projected regions for Example 3.3.

As per the instruction of Remark 3.2, note that in (3.20), whenµ
c2
c3

¶
=

µ
cI2
cI3

¶
≡
µ
3

-1

¶
, we obtain α1 = 0 for LP(1) at the primal optimum

µ
x2
x3

¶
=

µ1
8
1
2

¶

and β1 > 0 for LP(0) at the primal optimum

µ
x2
x3

¶
=

µ
0
1
2

¶
,

and whenµ
c2
c3

¶
=

µ
cII2
cII3

¶
≡
µ
-4

-13

¶
, we obtain α1 > 0 for LP(1) at the primal optimum

µ
x2
x3

¶
=

µ15
32
31
32

¶

and β1 = 0 for LP(0) at the primal optimum

µ
x2
x3

¶
=

µ
5
8

1

¶
.
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Now, let us construct RLT0-1(b) precisely as RLT-1(b), except that for the first constraint
(3.30a), we generate the RLT inequality by multiplying with only x1 while retaining the
original constraint. Likewise, let us construct RLT00-1(b) similar to RLT0-1(b), but this time,
let us use the bound factor (1− x1) to multiply the first constraint (3.30a) in lieu of using
x1. We show that even with this slight deviation from RLT-1(b) of missing one or the other
bound factor product with respect to a single constraint, results in a loss of the convex hull
representation. This is established by exhibiting that both RLT0-1(b) and RLT00-1(b) have
vertices that yield fractional values of x1.

Case(i): RLT0-1(b) does not produce conv(X(b)): Consider the objective function
to minimize −1

2
x1+3x2−x3, subject to the constraints of RLT0-1(b). An optimal solution is

obtained as (x1, x2, x3) = (
4
7
, 1
14
, 4
7
) having an objective function value of - 9

14
= −0.643. How-

ever, the solution to MIP(b) corresponding to this objective function is given by (x1, x2, x3)
= (1, 1

8
, 1
2
) of objective value -0.625.

Case(ii). RLT00-1(b) does not produce conv(X(b)): Consider the objective function
to minimize −x1− 4x2− 13x3, subject to the constraints of RLT00-1(b). An optimal solution
is obtained as (x1, x2, x3) = (

2
3
, 1
2
, 1) having an objective function value of -15.67. However,

the solution to MIP(b) for this case is given by (x1, x2, x3) = (0, 5
8
, 1), having an objective

value of -15.5.

3.3 Case of Multiple Binary Variables and a Single

Constraint

We now turn our attention to mixed-integer 0-1 knapsack problems MIP(c) of the form
(3.1) with m ≡ 1. Assume without loss of generality (by complementing or eliminating
variables as necessary) that a1i > 0 ∀ i ∈ N . We also assume that b1 > 0, or else the
problem is trivial, and that a1i ≤ b1 ∀ i ∈ B, or else we can equivalently reduce a1i to b1,
and furthermore, that

P
j 6=i a1j ≥ b1 ∀ i ∈ B, or else we can reduce the problem by setting xi

= 1. Throughout this section, we assume that MIP(c) satisfies these assumptions. For this
problem MIP(c), define RLT-1(c) as in (3.2) (using m = 1), and similarly, define RRLT-
1(c) as in (3.7), noting that (3.7c) is vacuous in this case. Now, when |B| ≡ n1 = 1, we have
by Theorem 3.2 that v(RRLT-1(c))= v(RLT-1(c)), and in fact, that RRLT-1(c) produces the
convex hull representation. The following result specifies certain additional conditions under
which v(RRLT-1(c)) = v(RLT-1(c)) holds true, and its proof leads to a counter-example for
this statement in general.

Theorem 3.4. Let MIP(c) be defined as above under the stated assumptions that 0 <
a1i ≤ b1 ∀ i ∈ B, a1i > 0 ∀ i ∈ C, and Pj 6=i a1j ≥ b1 ∀ i ∈ B. Define RLT-1(c) and
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RRLT-1(c) as in (3.2) and (3.7), respectively, corresponding to MIP(c). Then v(RRLT-1(c))
= v(RLT-1(c)) under either of the following conditions: (a) a1i = b1 ∀ i ∈ B, or (b) n=2.
Proof. First consider the case a1i = b1 ∀ i ∈ B. Note that the constraints of RLT-1(c) that
are omitted from RRLT-1(c) are the ones corresponding to multiplying (3.1b) for k = m ≡ 1
with the bound-factors xi ∀ i ∈ B, and are given as follows

(a1i − b1)xi +
X
j 6=i
a1jw(ij) ≥ 0 ∀ i ∈ B. (3.31)

Hence, under the stated condition, the restrictions (3.31) are implied by (x,w) ≥ 0, and so
we have that v(RRLT-1(c)) = v(RLT-1(c)).

Next, if n = 2 under Case (b), then if n1 = 1 the result holds true by Theorem 3.2, while
if n1 = n = 2, the assumptions a1i ≤ b1 and

P
j 6=i a1j ≥ b1 ∀ i ∈ B on the data of MIP(b)

assert that a1 = a2 = b, and so from Case (a) above, the result again holds true. This
completes the proof. 2

This motivates the following counter-example to the veracity of Theorem 3.4 in general.

Example 3.4. Consider the 0-1 knapsack problem

minimize {3x1 + 4x2 + x3 : 4x1 + 4x2 + 6x3 ≥ 7, x binary}. (3.32)

The solution to (3.32) is given by (x1, x2, x3) = (1,0,1) with objective value 4, while that
to its LP relaxation is (1

4
,0,1) with objective value 1.75. Problem RRLT-1(c) given by (3.7)

obtains (x1, x2, x3) = (0.2,0.2,0.9) as (part of) an optimal solution, yielding v(RRLT-1(c))
= 2.3. On the other hand, RLT-1(c) yields (x1, x2, x3) = (0.2, 0.2, 0.914) as (part of) an
optimal solution with v(RLT-1(c)) = 2.314 > v(RRLT-1(c)). In order to attain v(RLT-1(c))
via the use of only one bound-factor xi or (1 − xi) applied to the knapsack constraint for
each i=1,2,3, which Theorem 3.1 asserts should be possible, we need to use the bound-factors
(1− x1), (1− x2), and x3.
We conclude this section by providing an insightful result on the structure of RRLT-1(c)

for knapsack problems.

Theorem 3.5. Consider Problem MIP(c) under the stated assumptions as above, and
define

Xi = conv{x :
nX
j=1

a1jxj ≥ b1, 0 ≤ x ≤ e, xi binary} ∀ i ∈ B. (3.33)



Chapter 3: Reduced First-Level Representations Via RLT 40

Then, we have that

XP (c) ≡ {x : (x,w) is feasible to RRLT-1(c)} =
\
i∈B
Xi (3.34)

where XP (c) is the projection of the feasible region of RRLT-1(c) onto the x-space.

Proof. By Theorem 3.2, since for any i ∈ B, by considering only xi as binary and con-
structing RRLT-1 defined by (3.7) would produce a feasible region whose projection onto
the x-space is given by Xi of Equation (3.33), we have that\

i∈B
Xi ≡ {x :

nX
j=1

a1jxj ≥ b1 (3.35a)

b1xi +
X
j 6=i
a1j(xj − wij) ≥ b1 ∀ i ∈ B (3.35b)

0 ≤ wij ≤ xi and 0 ≤ (xj − wij) ≤ (1− xi)
∀ j ∈ N, j 6= i, for each i ∈ B} (3.35c)

where wij is not equated to wji for i 6= j, i, j ∈ B. Note that for RRLT-1(c), the set XP (c)
defined in Theorem 3.5 is given by

XP (c) = {x : (x, w) satisfies (3.35), and wij = wji ∀ i 6= j, i, j ∈ B}. (3.36)

Hence, we clearly have XP (c) ⊆
T
i∈BXi. To show the converse, let (x, w) be feasible to

(3.35). We need to show that there exists a ŵ satisfying ŵij = ŵji ∀ i, j ∈ B, i 6= j, such
that (x, ŵ) is feasible to (3.35), so that then by (3.36), we would have x ∈ XP (c), thereby
establishing the required result. Toward this end, define

ŵij = minimum{wij , wji} ∀ i, j ∈ B, i 6= j, and ŵij ≡ wij ∀ i ∈ B, j ∈ N −B. (3.37)

Since 0 ≤ ŵij ≤ wij ∀ (i, j) and a1j > 0 ∀ j ∈ N , (3.35b) and the first three inequalities in
(3.35c) are clearly satisfied. Moreover, since for each i, j ∈ B, i 6= j, we have from (3.35c)
that wij ≥ xi+ xj − 1 as well as wji ≥ xj + xi− 1. This means that ŵij = ŵji ≥ xi+ xj − 1.
Hence, (x, ŵ) is feasible to (3.35) and this completes the proof. 2

Observe that Theorem 3.5 and Example 3.4 jointly indicate that the projected x-space
feasible region of RLT-1(c) can be a strict subset of

T
i∈BXi, even for knapsack problems.

In other words, if we construct a first-level RLT relaxation for an MIP of form (3.1) using
only the bound-factors xi and (1− xi) for some i ∈ B, we know that we produce the convex
hull representation Xi =conv{x: x is feasible to the continuous relaxation of MIP, but with
xi binary}. However, by using factors xi and (1− xi) ∀ i ∈ B as we do for RLT-1, because
of the additional restrictions that enforce wij = wji ∀ i 6= j, the resulting region for RLT-1
can be strictly tighter than

T
i∈BXi.
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3.4 Comparison of RRLT versus RLT
To provide some empirical evidence on the relative tightness of the RLT relaxations RLT-
1 and RRLT-1 in Chapter 3, and to assess the capability of RRLT-1 to predict which of
each pair of constraints as identified by Theorem 3.1 should be included in order to retain
the lower bound v(RLT-1), we performed the following experiments. We first generated 10
random mixed-integer problems of type (3.1), having 25 dense constraints and 25 variables
(13 of which were restricted to be binary valued). The generated problems were selected
on the basis of exhibiting a significant gap between the MIP and the lower bounding linear
programming solutions. For each such problem, we solved RLT-1 and RRLT-1. Next, the
same computations were performed on ten problems selected from MIPLIB, a standard test-
bed of mixed-integer programs. Bixby, Ceria, McZeal and Savelsbergh [21] give details on
the origins and applications of these problems.

Table 3.1: Computational Evaluation on Random Problems.
Problem v(MIP) % gap % gap for % gap for % Prediction

in LP v(RLT-1) v(RRLT-1)
cpu time for RRLT-1
cpu time for RLT-1 accuracy

bound of RRLT-1

1 -12.2 10.7 0.8 4.1 0.55 86.2
2 99.4 97.7 0 50.9 0.68 73.5
3 153 19 0 0 0.21 87.7
4 -33.5 161.8 0 0 0.28 85.5
5 -184 14.7 0 0 0.43 82.8
6 -104 22.1 0 0 0.51 83.7
7 540 7.6 0 0 0.46 77.5
8 -184 14.7 0 0 0.44 82.8
9 -272 28.3 16.2 20.6 0.63 86.8
10 -9.65 54.7 33.7 43.5 0.70 86.2

Tables 3.1 and 3.2 present the percentage gaps produced by these two relaxations and the
ratio of the cpu time taken by CPLEX 6.0 to solve the mixed-integer programs resulting from
RRLT-1 versus those resulting from RLT-1 on a SUN Ultra-1 workstation. Also shown is the
percentage number of times the constraint selected by RRLT-1 of each pair {(3.2b)ik, (3.2c)ik}
in RLT-1 turns out to have the larger associated dual variable in the solution RLT-1, and
which by (the proof of) Theorem 3.1, would then have been the correct constraint to select
in order to retain the value v(RLT-1). This is labeled as “% Prediction Accuracy of
RRLT-1” in Table 3.1. (Of course, we could possibly obtain v(RLT-1) = v(RRLT-1) while
selecting other than this “correct” constraint of each pair due to alternative optimal dual
solutions to RLT-1.) Note that at on average, RRLT-1 consumed only 50.0% of the cpu time
taken by RLT-1, and yielded a % prediction accuracy of 85.6%. The relative tightness of the
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Table 3.2: Computational Evaluation on MIPLIB Problems.
Problem v(MIP) % gap % gap for % gap for % Prediction

in LP v(RLT-1) v(RRLT-1)
cpu time for RRLT-1
cpu time for RLT-1 accuracy

bound of RRLT-1

bm23 34 39.5 31.1 32.7 0.37 87.2
misc01 563.5 89.9 40.4 41.0 0.27 91.9
misc02 1690 40.2 0 0 0.72 88.8
mod013 280.95 8.87 6.47 7.32 0.29 90.6
p0033 3089 18.4 16.6 17.2 0.34 84.3
p0040 62027 0.37 0.27 0.27 0.43 71.7
pipex 788.3 1.84 1.75 1.75 0.36 92.6
sample2 375 34.1 21.6 25.1 1.19 86.7
sentoy -7772 0.0087 0.0062 0.0085 0.45 86.7
stein15 9 22.2 22.2 22.2 0.69 98.1

relaxation RRLT-1 appears also to be fairly good in comparison with that for RLT-1, and
substantially better than the gap produced by the LP relaxation. These preliminary results
indicate some promise for the further exploration of the partial first-level relaxation RRLT-1
in solving mixed-integer 0-1 problems.



Chapter 4

Incorporating Hierarchical
Constraints To Reduce Symmetry

In this chapter, we study two contemporary applications whose optimization models con-
tain a set of indistinguishable objects, producing a combinatorial number of symmetric solu-
tions which must be explored and fathomed in some branch-and-bound framework. For both
of these applications, we introduce constraint hierarchies to curtail the inherent symmetric
reflections. This is shown to significantly reduce the execution time of a standard commer-
cial solver (CPLEX). In the sequel, Sections 4.1 and 4.2 respectively describe a minimax
noise pollution problem and a machine scheduling problem. This same concept of modeling
to suppress symmetry re-emerges in the next chapter, where we demonstrate the effect of
various constraint hierarchies on a telecommunications network design problem.

4.1 Noise Dosage Problem
In this section, we consider a problem of minimizing the maximum dosage of noise to which
workers are exposed while working on a set of machines (see [94]). In this problem, we have
n workers, indexed by j = 1,...,n, executing tasks on m machines, indexed by i = 1,...,m.
For machine i, some di work cycles must be executed, each requiring ti hours of operation,
and inducing a noise dosage of αi units. Furthermore, each worker is limited to H hours of
total work, while performing no more than ui work cycles on machine i, where ui is either
some known or logically derived upper bound. Given these parameters, we formulate the
noise dosage problem (ND) as follows: Let xij be the number of work cycles that worker j

43
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performs on machine i, for each i = 1, ...,m, j = 1, ..., n.

ND: Minimize z (4.1a)

subject to

z ≥
mX
i=1

αixij ∀ j = 1, ..., n (4.1b)

nX
j=1

xij = di ∀ i = 1, ...,m (4.1c)

mX
i=1

tixij ≤ H ∀ j = 1, ..., n (4.1d)

0 ≤ xij ≤ ui ∀ i = 1, ...,m, and integer valued. (4.1e)

Here, (4.1a,b) represent the minimax objective function, (4.1c) ensures the satisfaction of
the demand constraints, (4.1d) enforces the workload restrictions, and (4.1e) imposes the
given or deduced bounds on the variables.

The symmetry that arises in this problem is due to the indistinguishability of the workers.
Thus, given any solution to this problem, there exist equivalent symmetric reflections of this
solution obtained by switching workers among the machines. To combat this symmetry, we
could require that the vector (x1j ,x2j ,...,xmj) be lexicographically greater than or equal to
(denoted L≥) the vector (x1,j+1,x2,j+1,...,xm,j+1) for each j = 1,...,n − 1. For example, if we
have a case of three machines and four workers, and if we require the number of work cycles
performed by the four workers on {machine 1, machine 2, and machine 3} to be given by
{2,5,7}, {3,4,8}, {3,5,7}, and {2,5,9}, then we would label these assignments to be allocated
(uniquely in this case) to workers 4, 2, 1, and 3 respectively. As shown in Proposition 4.1
below, this hierarchy is enforced by the constraints

mX
i=1

Mm−ixij ≥
mX
i=1

Mm−ixi,j+1 ∀ j = 1, ..., n− 1, (4.2)

where

M = 1+max
i
{ui} ≡ 1+ umax. (4.3)

Proposition 4.1. (x1j, ..., xmj)
L≥ (x1,j+1, ..., xm,j+1) if and only if (4.2) holds true, where

M is given by (4.3).
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Proof. Suppose that (x1j , ..., xmj)
L≥ (x1,j+1, ..., xm,j+1). If equality holds, then (4.2) is also

satisfied as an equality. Otherwise, for some t ∈ {1,...,m}, we have xij = xi,j+1 ∀ i < t (if
t ≥ 2), while xtj ≥ xt,j+1 + 1. Then, we have (assuming undefined sums to be zero)

mX
i=1

Mm−i[xij − xi,j+1] =
mX
i=t

Mm−i[xij − xi,j+1] ≥Mm−t − umax
mX

i=t+1

Mm−i

=Mm−t − umax (M
m−t − 1)
(M − 1) = 1 > 0. (4.4)

Hence, (4.2) holds true. Conversely, if (4.2) is satisfied and on the contrary we have (x1,j+1,
..., xm,j+1) L> (x1j,...,xmj), then following (4.4), the reverse strict inequality would hold true
in (4.2). Therefore, we must have (x1j , ..., xmj)

L≥ (x1,j+1, ..., xm,j+1), and this completes the
proof. 2

To test the effect of appending the symmetry breaking constraints (4.2) to ND versus using
the traditional model ND itself, we generated twelve test problems, using four instances of
each size involving three machines with eight workers, four machines with nine workers, and
five machines with ten workers. Each worker is available for H = 8 hours a day. The dura-
tion of work-cycles and the noise dosages resulting from work-cycles on each machine were
generated to emulate real-world scenarios following the scheme described in Selim and Al-
Haboubi [94]. Table 4.1 demonstrates the dramatic computational improvement gained from
incorporating (4.2) in ND and underscores the importance of directly addressing symmetry
in the model construction process.

4.2 Machine Procurement and Operation Problem
Most large buildings require a central water plant to provide cooling for the facility. This
water plant consists of several machines called chillers which cool the water before it is
circulated throughout the building. In this section, we consider the problem of minimizing the
cost of acquiring and utilizing these machines, subject to minimum operational requirements.

To describe the traditional formulation of this problem (see [37]), suppose that there exist
T types of chillers, with chiller t having a purchase cost of at, a fixed annual maintenance
cost of bt, a variable maintenance cost of mt per unit time of operation, and a maximum
operational capacity of ct. For each chiller t, we may purchase up to It chillers. We discretize
the horizon of time into several demand periods d = 1,...,D, where we normally take the
horizon of time to equal one year, and each demand period to be a month of the year.
Furthermore, there exist several load conditions j = 1,...,J , which correspond to defined
intervals of time in a day for each demand period d during which a certain cooling load is
demanded. For example, we may define a particular load condition corresponding to the
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Three machines with eight workers:
ND without (4.2) ND with (4.2)

Problem Nodes CPU Time (secs) Nodes CPU Time (secs)
1 6843 3.22 352 0.22
2 850049 379.07 1237 0.75
3 2460 1.06 193 0.14
4 31673 16.09 329 0.21

Four machines with nine workers:
ND without (4.2) ND with (4.2)

Problem Nodes CPU Time (secs) Nodes CPU Time (secs)
1 1357202 742.84 33017 22.91
2 x 266251 180.54
3 x 65034 50.51
4 889021 462.72 2266 1.57

Five machines with ten workers:
ND without (4.2) ND with (4.2)

Problem Nodes CPU Time (secs) Nodes CPU Time (secs)
1 x 87066 88.88
2 x 255333 199.95
3 x 66036 50.47
4 x 167940 156.52

x - Problem not solvable due to memory restrictions

Table 4.1: Effect of (4.2) on ND.

time interval from 6:00 am to 8:00 am. We denote the total duration of time during the
period d for which load condition j occurs as hdj. In addition, each type of chiller operates
using either electricity or gas. Accordingly, let etdj be the cost of resource (electricity or gas)
that is consumed per energy unit by chiller t during period d over durations corresponding to
load condition j. Finally, there exists a demand charge based on the peak electricity usage
during each demand period, denoted as Ed. To account for this cost, we define a variable
Vd to equal the peak electricity usage for period d, and within the constraints stated in the
sequel, we require Vd to be greater than or equal to the electricity usage during each load
condition over period d.

Let us now define the decision variable γti as equal to 1 if machine i of type t is purchased,
and equal to 0 otherwise, ∀ i = 1,...,It, t = 1,...,T . Furthermore, let the variable δtidj equal 1



Chapter 4: Incorporating Hierarchical Constraints To Reduce Symmetry 47

if machine i of type t is utilized during period d under load condition j, and 0 otherwise, ∀
i = 1,...,It, t = 1,...,T , d = 1,...,D, j = 1,...,J . Also, we let ptidj be the fraction of maximum
capacity at which chiller i of type t consumes energy per unit time during demand period d
under load condition j. We may now state the objective function as follows.

Minimize
TX
t=1

at

ItX
i=1

γti +

Fr,y

(
TX
t=1

bt

ItX
i=1

γti +
TX
t=1

ItX
i=1

DX
d=1

JX
j=1

hdj (mtδtidj + etdjctptidj) +
DX
d=1

EdVd

)
, (4.5)

where Fr,y is the present-worth factor for some discount rate r and number of years y for
which it is assumed that these machines will be used.

To describe the constraints, suppose that Ldj is the total operational demand load for
period d under load condition j, and define ftidj to be the level of use in terms of the fraction
of maximum power capacity of chiller i of type t during period d under load condition j.
Then the capacity requirement constraints are stated as

TX
t=1

ItX
i=1

ftidjct ≥ Ldj ∀ d, j. (4.6)

The following procurement constraints are logical restrictions which require that if a partic-
ular machine i of type t is used during demand period d under any load condition, then this
machine should have been purchased.

γti ≥ δtidj ∀ t, i, d, j. (4.7)

It is also required that each chiller must operate at the same fraction of its maximum capacity
during any period d under load condition j for which it is dispatched for use (i.e., δtidj = 1).
This condition is enforced by the following constraints, where Fdj represents the common
fractional level of usage during period d under load condition j.

Fdj ≥ ftidj ∀ t, i, d, j (4.8a)

ftidj ≤ δtidj ∀ t, i, d, j (4.8b)

Fdj − ftidj ≤ 1− δtidj ∀ t, i, d, j. (4.8c)

Similarly, we require all operating machines of type t during any demand period d under
load condition j to have the same normalized (fraction of maximum capacity) energy usage
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Ptdj. This is enforced via the following constraints:

Ptdj ≥ ptidj ∀ t, i, d, j, (4.9a)

ptidj ≤ δtidj ∀ t, i, d, j, (4.9b)

Ptdj − ptidj ≤ 1− δtidj ∀ t, i, d, j. (4.9c)

To define the peak electricity power usage Vd during period d for use in the objective function
(4.6), we include the constraints

Vd ≥
TX
t=1

ItX
i=1

ctptidj ∀ d, j. (4.10)

Finally, we represent the performance constraints for each chiller of type t during each period
d under load condition j. These restrictions express the common fraction of capacity Ptdj of
energy usage per unit time as a piecewise linear function of the fraction of capacity Fdj at
which the chiller is operated. Suppose that this piecewise linear function has Q ≥ 1 linear
segments defined by consecutive breakpoints at K0 ≡ 0 < K1 < ... < KQ ≡ 1.0, along with
performance values Rqtdj ∈ [0, 1] for each breakpoint q = 0,1,...,Q, for each chiller of type
t during demand period d, under load condition j. Defining uqdj to equal 1 if the segment
between breakpoints Kq−1 and Kq is used during demand period d under load condition
j for q = 1, ..., Q, and zqdj to be the corresponding weight attached to breakpoint q, for
q = 0, 1, ..., Q, we obtain the following constraints:

z0dj ≤ u1dj ∀ d, j (4.11a)

zqdj ≤ uqdj + u(q+1)dj 1 ≤ q ≤ Q− 1, ∀ d, j (4.11b)

zQdj ≤ uQdj ∀ d, j (4.11c)

QX
q=0

zqdj = 1 ∀ d, j (4.12a)

QX
q=1

uqdj = 1 ∀ d, j (4.12b)

QX
q=0

Kqzqdj = Fdj ∀ d, j (4.12c)

QX
q=0

Rqtdjzqdj = Ptdj ∀ t, d, j. (4.12d)
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The original formulation is concluded with the following logical conditions and bounds on
the decision variables, where the binariness on the γ-variables is automatically enforced by
the objective function along with (4.7) and the binariness on the δ-variables.

0 ≤ γti ≤ 1 ∀ t, i (4.13a)

δtidj ∈ {0, 1} ∀ t, i, d, j (4.13b)

uqdj ∈ {0, 1} ∀ 1 ≤ q ≤ Q, d, j (4.13c)

f, F, p, P, V, z ≥ 0. (4.13d)

The key observation regarding this formulation is that machines i = 1, ..., It for chiller
type t are indistinguishable. If we require Nt machines of type t in any solution, then there
are

¡
It
Nt

¢
mirror images of machine selections just for this type of chiller, compounded by the

choices for the other types of chillers, as well as, by the alternative ways of dispatching the
various selected sets of chillers during each demand period and load condition. To defeat
this symmetry, we may enforce the following hierarchy in selecting among chillers of each
type:

γti ≥ γt(i+1) ∀ 1 ≤ i ≤ It − 1, ∀ t (4.14a)

which requires that if Nt machines of type t are chosen, they must be machine numbers i =
1, ...,Nt. Likewise, we may place a hierarchy on dispatching selected machines of each type
t during each demand period d under load condition j by requiring that

δtidj ≥ δt(i+1)dj ∀ 1 ≤ i ≤ It − 1, ∀ t, d, j. (4.14b)

4.2.1 An Alternative Formulation
We now reformulate this problem in a different manner in order to eliminate the symmetry
inherent in the problem. Instead of defining an identity for each individual machine of each
type, we define Nt to be the number of machines of type t that are purchased, and ntdj to be
the number of machines of type t that are used during demand period d under load condition
j. However, as we shall see below, this injects a nonlinear relationship in the model that
needs to be suitably linearized. To begin with, let us define a binary representation for the
variables ntdj, and relate these variables to Nt ∀ t, d, j. Letting λstdj = 1 if s machines of
type t are used in period d under load condition j, and zero otherwise, we have

ntdj =
ItX
s=0

sλstdj ∀ t, d, j (4.15)

ItX
s=0

λstdj = 1 ∀ t, d, j (4.16)

Nt ≥ ntdj ∀ t, d, j. (4.17)
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Now, suppose that we use the following nonlinear relationships to define the variables

ψstdj ≡ λstdjFdj ∀ s, t, d, j (4.18)

µstdj ≡ λstdjPtdj ∀ s, t, d, j. (4.19)

Hence, based on (4.16), we can impose the constraints

ItX
s=0

ψstdj = Fdj ∀ t, d, j (4.20)

ItX
s=0

µstdj = Ptdj ∀ t, d, j. (4.21)

To enforce the substitutions (4.18) and (4.19) using linear constraints, we include the
restrictions

0 ≤ ψstdj ≤ λstdj ∀ s, t, d, j (4.22)

0 ≤ µstdj ≤ λstdj ∀ s, t, d, j. (4.23)

Note that if λstdj equals zero, then ψstdj will also equal zero from (4.22). On the other hand,
for each t, d, j, noting (4.16) and the imposed binariness on the λ-variables, if λstdj = 1 for
some s, then we will have from (4.20) that ψstdj ≡ Fdj . Thus, (4.20) and (4.22) enforce the
nonlinear substitution (4.18). Similarly, (4.21) and (4.23) enforce (4.19).

Next, recall from (4.8) of the previous formulation that for every machine i of type t that is
in use during period d under load condition j, the fraction of power capacity usage ftidj must
equal the common level Fdj . Hence, we can equate

PIt
i=1 ftidj ≡

PIt
s=0 sψstdj . Consequently,

(4.6) becomes

TX
t=1

ct

ItX
s=0

sψstdj ≥ Ldj ∀ t, d, j. (4.24)

Likewise, from (4.9), we can equate
PIt

i=1 ptidj ≡
PIt

s=0 sµstdj ∀ t, d, j. Hence, (4.10) translates
to the constraints

Vd ≥
TX
t=1

ct

ItX
s=0

sµstdj ∀ d, j. (4.25)
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Furthermore, noting that
PIt

i=1 γti, and
PIt

i=1 δtidj in the previous formulation are represented
by Nt, and ntdj respectively here, the objective function (4.5) is given equivalently by

Minimize
TX
t=1

atNt +

Fr,y

(
TX
t=1

btNt +
TX
t=1

DX
d=1

JX
j=1

hdj

Ã
mtntdj + ctetdj

ItX
s=0

sµstdj

!
+

DX
d=1

EdVd

)
. (4.26)

Finally, constraints (4.11), (4.12) are retained as above, and to complete this formulation,
we include the logical restrictions and bounds

λ binary, u binary (4.27a)

z ≥ 0, (ψ, µ) ≥ 0. (4.27b)

To illustrate the effectiveness of each formulation, we generated twelve test problems, all
involving two machine types. We varied the size of these problems by dividing this test set
into three classes having four problems each, where classes 1, 2, and 3 contained 3, 5, and
7 available machines for each machine type, respectively. Other problem parameters were
randomly generated within realistic bounds. These problem sizes were set small enough so
as to allow each formulation to solve the problems within memory capacity limits. Table
4.2 reports the results obtained for the original formulation (Model 1), the modified for-
mulation that includes the hierarchical constraints (4.14a,b) (Model 2), and the alternative
formulation of Section 4.2.1 (Model 3). The results demonstrate that while the direct in-
clusion of the constraint hierarchy embodied by (4.14a,b) significantly decreases the solution
time required for each problem, a greater computational advantage may be achieved by
more directly reformulating the problem to eliminate any inherent symmetry in the model

as proposed in Section 4.2.1. An interesting observation here is that although the structure
of Model 2 permits its solution while enumerating significantly fewer nodes than the number
of nodes enumerated by Model 3, its size results in a greater overall computational effort.
Hence, Model 2 could become relatively more competitive or favorable with improvements
in LP technology.
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Three chillers are available for each machine type:
Model 1 Model 2 Model 3

Problem Nodes CPU Time Nodes CPU Time Nodes CPU Time
(secs) (secs) (secs)

1 1789 245 524 73 728 11
2 1850 114 535 38 705 9
3 1852 196 362 64 677 10
4 1832 246 533 76 1152 15

Five chillers are available for each machine type:
Model 1 Model 2 Model 3

Problem Nodes CPU Time Nodes CPU Time Nodes CPU Time
(secs) (secs) (secs)

1 5153 1982 1016 450 1107 19
2 5175 1566 569 272 1138 21
3 5333 964 432 145 1099 20
4 5904 1159 498 159 1105 19

Seven chillers are available for each machine type:
Model 1 Model 2 Model 3

Problem Nodes CPU Time Nodes CPU Time Nodes CPU Time
(secs) (secs) (secs)

1 12215 3922 580 441 1510 30
2 11151 3769 520 360 1519 33
3 10635 3657 601 458 1557 39
4 23544 6077 797 451 1603 34

Table 4.2: Comparison of Formulations for the Chiller Problem.



Chapter 5

Synchronous Optical Network Design
Optimization Problem

In this chapter, we consider a telecommunications network design problem which arises in
the deployment of Synchronous Optical Network (SONET) rings. Recall from our discussion
in Section 2.2 that this problem involves the placement of nodes onto SONET rings along
with a partitioning of the demand over the rings. Each node-to-ring assignment requires the
installation of an Add-Drop Multiplexer (ADM). The objective of this design problem is to
minimize the number of ADMs that must be installed in the entire network.

The problem considered here may be precisely described as follows. Consider a set N of
nodes in the network, indexed by i ∈ N = {1, ..., n}, where n ≥ 2. Let dij be the traffic
demand (number of required channels to carry the traffic, usually STS1 channels) between
node i ∈ N and node j (> i) ∈ N . Accordingly, define an edge set E = {(i, j) : i <
j, dij > 0} comprised of such demand pairs. Furthermore, let M be a set of rings, indexed
by k ∈M = {1, ...,m}, where m ≥ 2, and let b be the capacity of each ring, measured by the
number of available channels. Also, let R be the maximum number of Add-Drop Multiplexers
(ADMs) allowed to be installed on a single ring. Then, the ring design problem of concern
is to assign the client nodes to the rings, and to route the traffic between the nodes, so as to
minimize the total number of ADMs, while satisfying the ring capacity restrictions as well as
the demands for all pairs of nodes in the edge set E, possibly splitting demand over several
rings. Note that inter-ring traffic is not permissible.

For example, consider Figure 5.1 that illustrates the nature of the problem for an instance
having n = 5 nodes and m = 2 rings having capacity parameters b = 14 and R = 4. Part
(a) of Figure 5.1 depicts the demand pattern, and Part (b) displays a feasible solution of
two clusters that require a total of eight ADMs. The numbers against the links represent
the allocated traffic demands. Note that the demand between nodes 3 and 4 is split between
the two rings in this example.

53
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Figure 5.1: An Example of the Problem (b = 14, R = 4).

The remainder of this chapter is organized as follows. In Section 5.1 we model the problem
as a mixed-integer program, and evaluate several alternative formulations for this problem.
We provide additional insights into the structure of this problem in Section 5.2 by estab-
lishing the NP-hardness of the problem, even for specific classes of demand graphs. Next,
we present certain algorithmic details for the problem that pertain to preprocessing routines
and branching priorities in Section 5.3. In Section 5.4, we describe several classes of valid
inequalities along with suitable separation procedures for further tightening the represen-
tation of the problem. A heuristic procedure for facilitating the branch-and-bound process
and providing upper bounds to the problem is developed in Section 5.5. Finally, Section 5.6
provides a summary of our computational results.

5.1 Problem Formulation
To model the split-demand SONET ring design optimization problem, we define a primary

set of decision variables xik ∀ i ∈ N, k ∈M ≡ {1,...,m}, where xik = 1 if node i is assigned
to ring k, and 0 otherwise. We also define a secondary set of decision variables fijk ∀
(i, j) ∈ E(i < j) and k ∈ M , representing the fraction of demand between the node pair
(i, j) that is assigned to ring k. Letting

Si = {ρ ∈ E : ρ = (i, j) or ρ = (j, i) for some j}, (5.1)
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the ring design problem (RD1) can be stated as follows.

RD1: Minimize
X
i∈N

X
k∈M

xik (5.2a)

subject toX
k∈M

fρk = 1 ∀ ρ ∈ E (5.2b)X
ρ∈E

dρfρk ≤ b ∀ k ∈M (5.2c)X
i∈N

xik ≤ R ∀ k ∈M (5.2d)

0 ≤ fρk ≤ xik ∀ i ∈ N, k ∈M, ρ ∈ Si (5.2e)

x binary. (5.2f)

The objective function seeks to minimize the total number of node-to-ring assignments.
Since each such assignment involves the installation of an ADM, this objective is equivalent
to minimizing the total ADM capital plus deployment costs (assuming that these costs per
ADM unit are the same at all node locations). Constraint (5.2b) requires that the demand
between each node pair be satisfied across all the rings, Constraint (5.2c) requires that the
total demand assigned to each ring should not exceed the ring demand capacity as discussed
before, while (5.2d) requires the number of nodes assigned to each ring to be no more than
the allowable limit R. Finally, (5.2e) states that any portion of the demand between nodes
i and j may be satisfied on ring k only if both nodes i and j are placed on ring k, and (5.2f)
represents logical restrictions. For feasibility to (5.2), note that we must necessarily have

m ≥ d
P

ρ∈E dρ
b

e and Rm ≥ n. (5.3)

Observe that Problem RD1 bears some resemblance to capacitated facility location, multiple-
knapsack resource allocation, or bin packing problems (see Nemhauser and Wolsey [83] for a
general description of such problems). Here, the rings play the role of facilities or knapsacks
or bins, each having a capacity of satisfying b demand units, but unlike typical problems
of the foregoing type, also having an additional capacity restriction of accommodating at
most R nodes. The customers in this problem are represented by pairs of nodes ρ, having
respective demands for dρ resource units, for ρ ∈ E. The problem involves determining an
assignment of each node to one or more facilities/knapsacks/bins, along with an allocation of
customer demands based on this assignment, such that the total number of node placements
are minimized, subject to the node cardinality and demand resource capacity restrictions.
Hence, this problem possesses certain specialized as well as generalized features with respect
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to the foregoing related classes of problems, which motivates the need for an independent
analysis.

To begin with, consider the following result which exposes the inadequacy of the formula-
tion RD1 and prompts the generation of improved model representations.

Proposition 5.1. If RD1 is feasible, then an optimal solution to its LP relaxation RD1 is
given by

xik =
1

m
∀ (i, k), fρk =

1

m
∀ ρ, k. (5.4)

Proof. Feasibility of (5.4) to RD1 is readily verified using (5.3). The objective value for
this solution (5.4) is equal to n, while from (5.2e,5.2b), we have for any feasible solution thatX

i

X
k

xik ≥
X
i

X
k

fρ(i)k =
X
i

(1) = n (5.5)

where for each i ∈ N , ρ(i) is some node pair from E that contains i. Noting the objective
function (5.2a) and (5.5), we deduce that (5.4) is an optimal solution to RD1. This completes
the proof. 2

5.1.1 Alternative Formulations
One difficulty with solving problem RD1 is the number of alternative optimal solutions it
possesses because of the fact that for any design, there are several equivalent (identical) de-
signs that can be obtained by simply changing the indexing of the rings. This symmetry can
hopelessly encumber a branch-and-bound process. The following is a partial list of alterna-
tive formulations to RD1 which incorporate hierarchical structures for reducing the problem
symmetry of RD1 by enforcing branching decisions or by imposing certain monotone loading
functions. Note that in the sequel, the problem RD refers to Problem RD1 augmented with
any of the following constructs for curtailing symmetry. Some computational comparisons
are given later in this subsection (see Table 5.4).

RD2: This formulation places a hierarchy on the extent of demand that is assigned to each
ring, where the first ring is designated to receive the most demand, followed by ring 2, and
so on. Accordingly, in lieu of (5.2c), we include

b ≥
X
ρ∈E

dρfρ1 ≥
X
ρ∈E

dρfρ2 ≥ ... ≥
X
ρ∈E

dρfρm. (5.6)



Chapter 5: Synchronous Optical Network Design Optimization Problem 57

RD3: Instead of imposing a hierarchy on demand, we may place a similar hierarchy on
ADM assignments. Hence, we replace (5.2d) by the restrictions

R ≥
X
i∈N

xi1 ≥
X
i∈N

xi2 ≥ ... ≥
X
i∈N

xim. (5.7)

RD4: Note that while using the measure of assigned load as in (5.7), wherever there exist
ties, we can also employ the measure of load as given by (5.6) to break ties. Hence, in
addition to the constraints of RD1, we could impose

L1 ≥ L2 ≥ ... ≥ Lm, where Lk ≡ τ (
X
i∈N

xik) +
X
ρ∈E

dρfρk ∀ k ∈M, (5.8)

where τ = (R−1)(R−2)
2

maxρ∈E{dρ}. Note that this value of τ constructs an equivalent non-
preemptive function for the preemptive priority objective of minimizing the number of nodes
assigned with the first priority, and the allocated demand load with the second priority. This
claim is embodied in the following result.

Proposition 5.2. For any pair of rings r and s, given a feasible solution to (5.2) in which
at least two nodes along with some positive demand are assigned to any used ring, we have
that Lr ≥ Ls as defined in (5.8) if and only if either

{
X
i∈N

xir >
X
i∈N

xis} (5.9a)

or

{
X
i∈N

xir =
X
i∈N

xis and
X
ρ∈E

dρfρr ≥
X
ρ∈E

dρfρs}. (5.9b)

Proof. Assume that Lr ≥ Ls. Hence, by rearranging terms, we have using (5.8) that
τ(
X
i∈N

xir −
X
i∈N

xis) ≥
X
ρ∈E

dρfρs −
X
ρ∈E

dρfρr . (5.10)

By contradiction, suppose that
P

i∈N xir <
P

i∈N xis, which implies by (5.2d,f) thatÃX
i∈N

xir −
X
i∈N

xis

!
≤ −1 and

X
i∈N

xir ≤ R− 1. (5.11)

Using (5.11), we infer then thatX
ρ∈E

dρfρs −
X
ρ∈E

dρfρr > −
X
ρ∈E

dρfρr ≥ −
µ
R − 1
2

¶
max
ρ∈E

{dρ} ≡ −τ ≥ τ(
X
i∈N

xir −
X
i∈N

xis),

(5.12)

which is a contradiction to (5.10). Hence
P

i∈N xir ≥
P

i∈N xis, and so, either (5.9a) holds
true, or else by (5.10), we have that (5.9b) holds true.
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Conversely, suppose that (5.9) holds true. If (5.9b) is satisfied, then clearly Lr ≥ Ls. If
(5.9a) is satisfied, then since we must have

P
i∈N xis ≤ R− 1 by (5.2d,f), we obtain that

(Lr − Ls) =
X
ρ∈E

dρfρr −
X
ρ∈E

dρfρs + τ (
X
i∈N

xir −
X
i∈N

xis) > −
µ
R− 1
2

¶
max
ρ∈E

dρ + τ = 0,

(5.13)

i.e., Lr > Ls. This completes the proof. 2

RD5: Similar to RD2, this formulation places a hierarchy on the total fractions of demand
assigned to each ring. In this case, in addition to all the constraints of RD1, we includeX

ρ∈E
fρ1 ≥

X
ρ∈E

fρ2 ≥ ... ≥
X
ρ∈E

fρm . (5.14)

RD6: An alternative way of imparting a nonsymmetric identity to the rings is to enforce
a hierarchy based on the sum of node indices assigned to each ring. Accordingly, in addition
to the constraints of RD1, we includeX

i∈N
ixi1 ≥

X
i∈N

ixi2 ≥ ... ≥
X
i∈N

ixin. (5.15)

RD7: In lieu of (5.14) in RD6, we might reduce the likelihood of any remnant symmetry
by including the following alternative restrictions in Problem RD1:X

i∈N
i2xi1 ≥

X
i∈N

i2xi2 ≥ ... ≥
X
i∈N

i2xin. (5.16)

In the algorithmic design described in Sections 5.3-5.5, there are various alternative strate-
gies for performing different steps or operations that we will be evaluating computationally.
Toward this end, we generated three sets of 15 test problems each. Each of these sets contain
problems having different sizes to illustrate the effect of the different strategies on solving
problems of increasing difficulty. Table 5.1 lists the problem specifications for each set of
problems. The demand values were generated as follows: 80% of the demands were gener-
ated uniformly between 1 and 5, while the other 20% were generated uniformly between 1
and 25. This scheme, adopted from Lee et al. [71], generates more difficult problems than
a simple uniform generation scheme. Also, the selected values of n, b, and R are typical to
those encountered in practice. The values for m were selected feasible to Equation (5.3) such
that the ratio of m to n lies between 0.5 and 0.6, as is common in such planning scenarios.
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n m b R # Demand Pairs
Set 1 7 4 15 4 8
Set 2 10 6 25 5 15
Set 3 13 7 40 5 24

Table 5.1: Description of Test Sets.

Set 1 Set 2 Set 3
Formulation Nodes CPU Time Nodes CPU Time Nodes CPU Time

RD1 151.87 33.13 2040.33 1031.67 170163.73 144411.20
RD2 154.60 0.71 793.60 13.14 56284.53 2664.42
RD3 126.07 0.70 903.27 14.83 30744.53 1206.32
RD4 145.13 0.81 893.53 18.50 44548.93 2185.99
RD5 141.33 0.77 835.33 16.20 35260.60 1745.67
RD6 171.93 0.86 961.60 17.48 56664.53 1782.73
RD7 137.80 0.74 1209.73 22.83 47906.20 2222.55

Note: The numbers represent averages over the test problems solved for each set.

Table 5.2: Comparison of Formulations.

Table 5.2 shows a comparison of the effectiveness of each of these formulations with re-
spect to the average number of branch-and-bound nodes enumerated by CPLEX 6.0, and
the corresponding cpu time on a SUN Ultra 10 Workstation, using the foregoing test-bed
of 45 problems. Note that RD1 performs very poorly due to number of different symmetric
solutions that must be eliminated by the branch-and-bound process. Although RD3 is per-
haps the mildest in breaking symmetry, it turns out to be relatively quite effective because it
adds a set of constraints to the problem in which the nonzero variable coefficients are all 1’s,
which tends to encourage integrality of solutions. Similarly, RD5 shows similar computa-
tional advantages. Also, RD2 is less robust in that it performs well on problem Sets 1 and 2,
but performs poorly on Set 3 as compared with the other modified formulations, perhaps due
to the fact that its variable coefficients are more general demand values. The formulation
RD4 which combines RD2 and RD3 in a preemptive multiobjective framework, exhibits a
performance between that of its two parent formulations. RD6 and RD7 show some promise
in future use with different algorithmic parameters, due to their unique characterizations
of solutions. Based on the above results, we will use the formulation RD3 in subsequent
computations.
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Before proceeding with any further analysis of this SONET design problem, let us point
out a practical aspect of the demand allocation scheme. Note that given integral values
of the demands dρ, ρ ∈ E, and the capacity b, we would expect that an optimal solution
to Problem RD, if it exists, would also have integral values of the portions of individual
node-pair demands allocated to each ring. The following result establishes this fact, and
shows that a linear programming based branch-and-bound algorithm would automatically
determine such an optimal allocation scheme. Notationally, any non-subscripted variable
below represents the vector of the set of subscripted variables corresponding to the same
symbol.

Proposition 5.3. Consider Problem RD, possibly augmented with additional valid in-
equalities in terms of the x-variables, and assume that the data is all integral and that an
optimum exists. Define

yρk ≡ dρfρk (5.17)

to be the portion of demand dρ that is allocated to ring k, ∀ ρ ∈ E and k ∈ M . If (x∗, f ∗)
solves Problem RD, where f∗ is an extreme point of the feasible region to RD with x fixed
at x∗, then the corresponding vector y∗ given by (5.17) has all integral components.

Proof. Consider Problem RD with x fixed at x∗, and for each ρ ≡ (i, j) ∈ E, let Mρ =
{k ∈M : x∗ik = x∗jk = 1}. The feasible region of RD for x ≡ x∗ is then given by

F ≡
(
f ≥ 0 :

X
k∈M

fρk = 1 ∀ρ ∈ E,
X
ρ∈E

dρfρk ≤ b ∀k ∈M, fρk ≡ 0 ∀ρ ∈ E, k /∈Mρ

)
.

Now, consider the transformation of F under the substitution (5.17). This yields the set

Y ≡
(
y ≥ 0 :

X
k∈M

yρk = dρ ∀ρ ∈ E,
X
ρ∈E

yρk ≤ b ∀k ∈M, yρk ≡ 0 ∀ρ ∈ E, k /∈Mρ

)
.

Since (5.17) represents a nonsingular linear transformation, the set of extreme points of the
polyhedra F and Y defined above are in a one-to-one correspondence. Moreover, the set Y
possesses a (transportation) network structure (see Bazaraa et al. [20], for example), and
hence has integral extreme points, given that Y 6= ∅. Therefore, the vector y∗ corresponding
to the solution f ∗ specified in the proposition is integral valued, and this completes the proof.
2
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5.1.2 Partial Convex Hull Enhancement
Consider any binary variable xik for i ∈ N , k ∈M , and examine the following substructure

of (5.2) for the selected i and k.X
ρ∈E: i∈ρ

dρfρk +
X

ρ∈E: i/∈ρ
dρfρk ≤ b (5.18a)

xik ≥ fρk ∀ ρ ∈ E : i ∈ ρ (5.18b)

0 ≤ fρk ≤ 1 ∀ ρ ∈ E (5.18c)

xik binary. (5.18d)

Note that the polytope described by the continuous relaxation to (5.18) can (and would
typically) have fractional values of xik at extreme point solutions, where xik would equal
maximumρ∈E: i∈ρ{fρk} at such vertices. We can tighten the model representation by con-
structing the convex hull of (5.18).

Proposition 5.4. The convex hull of (5.18) is given by the set of {xik and fρk for ρ ∈ E},
such that there exists a set of variables ξiρk for ρ ∈ E, i /∈ ρ, satisfyingX

ρ∈E: i∈ρ
dρfρk +

X
ρ∈E: i/∈ρ

dρξiρk ≤ bxik (5.19a)

X
ρ∈E: i/∈ρ

dρ(fρk − ξiρk) ≤ b(1− xik) (5.19b)

xik ≥ fρk ∀ ρ ∈ E : i ∈ ρ (5.19c)

0 ≤ fρk ≤ 1 ∀ ρ ∈ E : i ∈ ρ (5.19d)

0 ≤ ξiρk ≤ xik and 0 ≤ (fρk − ξiρk) ≤ (1− xik) ∀ ρ ∈ E : i /∈ ρ. (5.19e)

Proof. By the RLT process of Sherali and Adams [98], the convex hull of (5.18) can be
constructed by multiplying each inequality in (5.18a)-(5.18c) by xik and (1-xik), replacing
x2ik by xik, and substituting a variable for each distinct resulting quadratic term. However,
note that for each ρ ∈ E : i ∈ ρ, by multiplying (5.18b) by (1-xik) we obtain fρk ≤ fρkxik
and by multiplying fρk in (5.18c) by (1-xik) we get fρk ≥ fρkxik. Consequently, we have,

fρkxik ≡ fρk ∀ ρ ∈ E : i ∈ ρ. (5.20)

Using (5.20) along with x2ik ≡ xik, and substituting
ξiρk = fρkxik ∀ ρ ∈ E : i /∈ ρ, (5.21)

the aforementioned RLT process produces (5.19a) and (5.19b) by multiplying (5.18a) by xik
and (1-xik), respectively, (5.18b) and (5.18c) for ρ ∈ E : i ∈ ρ remain unaffected by the RLT
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products under (5.20), thereby yielding (5.19c) and (5.19d), and (5.18c) for ρ ∈ E : i /∈ ρ
produces (5.19e) upon multiplication by xik and (1-xik), respectively. This completes the
proof. 2

Using Proposition 5.4 to augment the model (5.2) produces the following reformulation.

Minimize
X
i∈N

X
k∈M

xik (5.22a)

subject toX
k∈M

fρk = 1 ∀ ρ ∈ E (5.22b)X
ρ∈E: i∈ρ

dρfρk +
X

ρ∈E: i/∈ρ
dρξiρk ≤ bxik ∀ i ∈ N, k ∈M (5.22c)

X
ρ∈E: i/∈ρ

dρ(fρk − ξiρk) ≤ b(1− xik) ∀ i ∈ N, k ∈M (5.22d)

X
i∈N

xik ≤ R ∀ k ∈M (5.22e)

fρk ≤ xik ∀ i ∈ N, k ∈M, ρ ∈ E: i ∈ ρ (5.22f)

0 ≤ ξiρk ≤ xik and 0 ≤ (fρk − ξiρk) ≤ (1− xik) (5.22g)

∀ ρ ∈ E, k ∈M, i ∈ N : i /∈ ρ
fρk ≥ 0 ∀ ρ ∈ E, k ∈M, and x binary. (5.22h)

Remark 5.1. Whenever xik is fixed at 1, note that from (5.21) and the RLT process of
Sherali and Adams [98], we then automatically have ξiρk ≡ fρk for any feasible solution to
(5.22), and so, (5.22c) becomes (5.2c), (5.22d) becomes vacuous, and (5.22g) is implied by
(5.22b), (5.22f) and (5.22h). Moreover, since (5.2c) is also implied by summing (5.22c) and
(5.22d) for any other (free) x-variable, we would simply drop the corresponding constraints
(5.22c,d,g) in this case.

Remark 5.2. From some preliminary computational tests, we discovered that the tighten-
ing of the model through the representation (5.22) in lieu of (5.2) is insufficient compared to
the extra effort incurred in solving the enlarged relaxation using CPLEX 6.0. Consequently,
we may wish to identify and aggregate certain subsets of constraints from (5.22) to produce
strong cutting planes for (5.2). For example, we could solve the linear relaxation of (5.22),
obtain optimal dual multipliers, and use these to surrogate all the constraints in (5.22) which
contain the new variable ξ, namely (5.22c, d, and g). This would yield a valid inequality
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in the variables (x, f), which when added to (5.2), would produce the same improved lower
bound obtained from (5.22) at the initial node of the branch-and-bound process. This tech-
nique was performed on our test-bed of problems, using formulation RD3 with preprocessing
and heuristics. The results shown in Table 5.3 demonstrate that the formulation RD3 is
sufficiently tight so as to not benefit from the foregoing scheme which adds little to the
incremental strength of the model representation, while increasing its size and somewhat
adversely affecting its structure.

Set 1 Set 2 Set 3
Surrogate Constraint Nodes CPU Time Nodes CPU Time Nodes CPU Time

Without 126.07 0.70 903.27 14.83 30744.53 1206.32
With 127.07 1.16 943.33 19.94 32452.06 1361.78

Table 5.3: Effect of the Partial Convex Hull Surrogate Constraint.

5.2 Computational Complexity Analysis
Define the following decision problem SONET-DP based on the synchronous optical net-
work ring optimization problem introduced in the foregoing section.
SONET-DP: Given m rings, each with a capacity of accommodating R nodes and routing
b demand units; given a demand graph G(N,E) having node set N = {1, ..., n} and edge set
E = {(i, j), i < j : there exists a demand dij > 0 between node pairs i and j}, and given κ
ADMs, does there exist an assignment of nodes to rings (permitting a node to be assigned to
more than one ring), along with an allocation of demand between assigned pairs of nodes on
each ring, such that the total demand is satisfied, the ring capacity restrictions are satisfied,
and the total number of node-to-ring assignments (objective value) is less than or equal to
κ?

Proposition 5.5. Problem SONET-DP is NP-Complete, even if the demand graph G is re-
stricted to be a forest graph (i.e., a graph consisting of a collection of tree graph components)
having only two nodes per component.

Proof. The problem SONET-DP is clearly in class NP because given any yes-instance of
the problem, there exists an assignment of nodes to rings from among the finite population of
all possible polynomial-length assignment vectors for which an answer of yes can be verified in
polynomial time by solving a linear programming (LP) problem to determine the associated
feasible routing of demand. Hence, to demonstrate NP-completeness of SONET-DP, we need
to show that it is NP-Hard [48]. We accomplish this via a polynomial reduction from the
NP-Complete Partition Problem (PP) (see [48]). Problem PP considers a given finite set of
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p nonnegative integers {a1, ..., ap} indexed by A = {1, ..., p}, where S =
Pp

i=1 ai is even, and
seeks if there exists a partition {A0, A−A0} of A such thatX

i∈A0
ai =

X
i∈A−A0

ai = S/2. (5.23)

Given any instance of PP, let us construct the following equivalent instance of SONET-DP.
Let m = 2, n = 2p, R = 2p, b = S/2, E = {(i, p + i), i = 1, ..., p} with di,p+i = ai ∀ i =
1, ..., p, and let κ = n ≡ 2p. Note that the size of SONET-DP is polynomially related to
that of PP. Moreover, if PP has an answer yes given by A0 ⊆ A, then by assigning the
nodes i and p+ i ∀ i ∈ A0 to one ring, and the remaining nodes to the other ring, we would
satisfy the demand and the capacity constraints, and obtain an objective value of n = 2p.
Conversely, if SONET-DP has a yes-answer for κ = n = 2p, then since this means that the
demand is satisfied without replicating any node on the two rings, we must have a solution
in which for some A0 ⊂ A, the set of nodes {i and p + i ∀ i ∈ A0} are assigned to one ring
and the remaining nodes {i and p + i ∀ i ∈ A − A0} are assigned to the other ring, such
that (5.23) holds true. Hence, PP would then have a solution. Therefore, a given instance
of PP is a yes-instance if and only if the polynomially transformed instance of SONET-DP
is a yes-instance, and so, SONET-DP is NP-Hard. Noting that the transformed instance of
SONET-DP has a forest demand graph having two nodes per component, this completes the
proof. 2

Remark 5.3. By the nature of the proof, both the present case considered in this paper,
as well as the special case in which demand cannot be split among rings, are NP-Complete.
Note that for the non-split demand case, the transformed instance of SONET-DP would have
a feasible solution regardless of κ ≥ n if and only if the given instance of PP is a yes-instance.
For the split demand case of this instance, by assigning one suitable pair of nodes to both
the rings, we can always find a feasible solution to SONET-DP when κ ≥ n+ 2.
Proposition 5.6. SONET-DP is NP-Complete even if G is restricted to be a star tree
graph.

Proof. Following the proof of Proposition 5.5, given PP, construct an instance of SONET-
DP having m = 2, n = p + 1, R = p + 1, b = S/2, E = {(i, p + 1), i = 1, ..., p} with
di,p+1 = ai for i = 1, ..., p, and let κ = p + 2 ≡ (n+ 1). Then if PP has a solution given via
A0 ⊆ A, SONET-DP has a solution in which the nodes {A0, p + 1} are on one ring and the
nodes {A−A0, p+ 1} are on the other ring. Conversely, if SONET-DP has a solution, since
it is impossible to achieve this without assigning some node to both the rings by the nature
of this given instance, we must have the number of node allocations equal to (n+1) ≡ p+2.
Since node p + 1 must necessarily belong to both rings, the remaining nodes {1,...,p} ≡ A
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must be partitioned into a set A0 that resides on one ring, and the set A − A0 that resides
on the other, such that (5.23) holds true. Hence, a given instance of PP is a yes-instance
if and only if the polynomially transformed instance of SONET-DP is a yes-instance. This
completes the proof. 2

Remark 5.4. It is insightful to note that the following situation can occur in the context
of the problem SONET-DP. Let G(N,E) be a connected demand graph, and let m be the
fewest number of rings for which a feasible solution exists. Then the fewest number of ADM
allocations for a feasible solution with m available rings could exceed that if more than m
rings are available. The following example illustrates this fact.

Example 5.1. Consider a forest demand graph having two nodes per component, with
m = 2, n = 6, R = 4, b = 3, E = {(1, 2), (3, 4), (5, 6)}, and with all demands equal to 2. The
optimal solution to this problem uses 8 ADMs, with ring 1 being assigned to handle all of
the demand between nodes 1 and 2 and half the demand between nodes 3 and 4, and ring
2 being assigned to handle all of the demand between nodes 5 and 6 and half the demand
between nodes 3 and 4. However, if m = 3, then the optimal solution would use only 6
ADMs, with each ring being assigned to each demand pair.

5.3 Algorithmic Details: Preprocessing and Branching

Priorities
In this section we discuss some specific algorithmic strategies for solving the SONET ring
design problem. In particular, we describe a specialized preprocessing step for fixing certain
x variables based on logical tests derived from RD, and we also describe node ordering
strategies designed to enforce integrality first on certain critical variables in a branch-and-
bound process.

5.3.1 Preprocessing
The special preprocessing routine that we implement to further tighten the representation
of Problem RD is based on the following results. Proposition 5.7 below examines a node
having the highest traffic demand with the other nodes, or having positive traffic demand
with the highest number of nodes, and prescribes a minimal number of rings to which this
node must necessarily be assigned.

Proposition 5.7. Consider a node id having a highest total traffic demand interaction
with the other nodes, i.e., id ∈ argmaxi∈N{

P
ρ∈E: i∈ρ dρ}. Let rd = d

P
ρ∈E: id∈ρ dρ/be. Then
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the following inequality is valid:X
k

xidk ≥ rd. (5.24)

Also, let ia ∈ N be a node having the maximum degree in G (denoted deg(ia)), and let
ra = ddeg(ia)/(R− 1)e. ThenX

k

xiak ≥ ra (5.25)

must also hold true. Thus, by letting r ≡ rd and i ≡ id if rd ≥ ra, and r ≡ ra and i ≡ ia
otherwise, we may fix xi1 = xi2 = ... = xir = 1 in any optimal solution.

Proof. The validity of (5.24) and (5.25) follows from (5.2c,e,f) and (5.2d,f) respectively.
Given that the identified node i must be assigned to at least r rings, we may mitigate effects
of symmetry by pointedly assigning it to rings 1,...,r without any loss of generality. This
completes the proof. 2

Remark 5.5. Note that if we fix node i on rings 1 through r as in Proposition 5.7, the
hierarchical loading constraints of the form (5.7) must be imposed separately on the two sets
of rings {1,...,r} (if r ≥ 2), and {r + 1, ...,m} (if r ≤ m− 2).
The next result given below characterizes part of an optimal solution, given that the

demand graph has a component that can be feasibly assigned to a single ring, and given a
sufficient number of admissible rings. Based on this, Corollaries 5.1 and 5.2 prescribe optimal
solutions for related special cases.

Proposition 5.8. Let G(N,E) represent the demand graph for Problem RD, and suppose
that G0(N 0, E0) is a component (maximal connected subgraph) of G that satisfies

|N 0| ≤ R and
X
ρ∈E0

dρ ≤ b. (5.26)

Then, if m ≥ 1 +
P

ρ∈E−E0ddρ/be, we will have that all the nodes in N 0 along with the
demand represented by E0 will be allocated to one single ring in any optimal solution.

Proof. On the contrary, suppose that more than one ring contains nodes from N 0 in some
optimal solution (x∗, f ∗). Since G0 is connected, there exists a pair of rings for which some
node in N 0 appears in both these rings. Hence, we haveX

i∈N 0

X
k∈M

x∗ik ≥ |N 0|+ 1. (5.27)
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Note that there exists at least one ring r, say, that either has no nodes assigned to it or that
contains nodes only from N 0. Otherwise, all the m rings would contain at least a pair of
nodes from N − N 0, and an improved solution would result by simply assigning G0 to one
ring, and then assigning the demand dρ for each ρ ∈ E−E0 to ddρ/be separate rings, because
m ≥ 1+Pρ∈E−E0ddρ/be. But now, by moving all the demand on G0 and all the nodes in N 0

to this ring r, we would maintain feasibility due to (5.26), while the objective value would
strictly fall due to (5.27), since no nodes in N 0 would repeat in this revised solution. This is
a contradiction, and the proof is complete. 2

Corollary 5.1. If G is such that (5.26) is satisfied for each of its components, and if the
number of components of G0 is no more than m, then an optimal solution is obtained by
assigning each component of G along with its associated demand to a single, separate ring.

Proof. Note that the stated solution is feasible and has an objective function value of n.
Since n is a lower bound on the problem, this completes the proof. 2

Corollary 5.2. If G is such that it can be partitioned into subgraphs where each subgraph
is a union of some components of G, and if each subgraph G0(N 0, E0) satisfies (5.26) with m
being at least equal to the number of such subgraphs, then an optimal solution is obtained
by assigning each subgraph along with its associated demand to a single, separate ring.

Proof. Similar to that of Corollary 5.1. 2

The overall preprocessing routine for RD that is performed prior to inputting it into
CPLEX may then be specified as follows.
Step 1. If Corollary 5.1 applies, construct an optimal solution and stop.
Step 2. Check if Corollary 5.2 applies by assigning components in order of nonincreasing
total demand weight to a ring that has the highest residual capacity. If this reveals that
Corollary 5.2 is applicable, construct the corresponding optimal solution and stop.
Step 3. If Proposition 5.8 is applicable, assign G0 to a single ring and reduce the problem
to solving the residual problem having a demand graph G − G0 on the remaining (m - 1)
rings.
Step 4. Apply Proposition 5.7, revising the hierarchy constraints as necessary based on
Remark 5.5.

In order to make the 45 test problems generated sufficiently challenging, we avoided cases
where Proposition 5.8 or Corollaries 5.1 and 5.2 would be applicable. Yet, using only Step
4 of the above routine, and even though r rarely exceeded two in these test problems, the
computational advantage of this preprocessing routine turned out to be significant, as evident
from Table 5.4. In these computations, formulation RD3 has been used, along with an initial
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Set 1 Set 2 Set 3
Preprocessing Nodes CPU Time Nodes CPU Time Nodes CPU Time
Without 310.07 1.38 2730.60 34.40 63992.79 1350.74
With 126.07 0.70 903.27 14.83 28077 1082.63

Note: The numbers represent averages over the test problems solved for each set.

Table 5.4: Comparison of Procedure with and without Preprocessing.

heuristic solution derived as discussed in Section 5.5, prior to inputting it into CPLEX. Note
that Table 5.4 actually describes the average performance of 14 of the 15 test problems from
Set 3, since one problem from Set 3 could not be solved without this preprocessing routine
due to memory restrictions on the branch-and-bound tree.

5.3.2 Priorities for Selecting Branching Variables
This subsection discusses different branching variable selection priority rules with which we
experimented in our solution procedure. Given branching priorities for groups of variables,
the branch-and-bound strategy implemented within CPLEX will branch on a lower priority
variable only if all the relatively higher priority variables are integer valued at the current
solution. Here, the following branching priority rules were investigated.

B1 Branch on the set of m variables {xik, k = 1, ...,m} associated with the lowest degree
node i ∈ N first, then on the set of x-variables associated with the next lowest degree, and
so on.

B2 Same as B1, except that instead of sorting nodes by their degrees, nodes are sorted by
the sum of the demands on the incident edges, henceforth referred to as the demand degree
of a node.

B3 Same as B1, except that instead of sorting nodes by their degrees, nodes are sorted by
the products of their respective degree and demand degree.

B4 Same as B1, but where ties are broken between nodes having the same degree by
selecting a lower demand degree node first.

B5 Same as B1, but where ties are broken between nodes having the same degree by
selecting a higher demand degree node first.

B6 Same as B5, but now, for each group of m variables {xik, k = 1, ...,m} for i ∈ N , an
additional priority is imposed that considers the variables within each such group in the
stated order.
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B7 Same as B6, but where the variables within each group are prioritized in the reverse
order. (Note that the ordering scheme imposed by B6 and B7 attempts to investigate the
joint effect of such a strategy used in concert with the hierarchical constraints of (5.7).)

There were several other branching variable prioritization schemes that were explored.
For example, rules B1 through B5 were reversed with respect to the ordering prescribed
by B1, but this produced vastly inferior results. Evidently, nodes having relatively smaller
degrees of interactions have a greater tendency to fractionate while consuming portions of
residual demand capacities on more than one ring, and resolving their integrality hastens
the completion of the overall solution. Among nodes having the same degree, it is more crit-
ical to resolve integrality on those having a relatively higher demand degree. Furthermore,
because the hierarchical constraint (5.7) imposes a greater number of node assignments to
lower indexed rings, the resolution of integrality on the assignments made to the relatively
higher indexed rings tends to induce integrality on the remainder of the solution. Table
5.5 illustrates the effectiveness of certain key or promising combinations that are worthy of
attention, using the preprocessing scheme of Section 5.3.1 and the heuristics of Section 5.5.
Here, B0 denotes the default branching order used by CPLEX. Preliminary tests demon-
strated that B5 and B7 were the most effective branching priority rules. Note also that RD7
becomes an attractive formulation when used in concert with B5. The best combination
strategy appears to be to use RD3 with B7.

Set 1 Set 2 Set 3
Formulation Order Nodes CPU Time Nodes CPU Time Nodes CPU Time

RD3 B0 126.07 0.70 903.27 14.83 30744.53 1206.32
RD3 B5 59 0.47 797.13 12.33 24235.47 1027.38
RD3 B7 83.07 0.50 574.13 9.45 22073.13 859.55
RD5 B0 141.33 0.77 835.33 16.20 35260.60 1745.67
RD5 B5 66.27 0.52 909.67 16.67 31585.13 1806.88
RD5 B7 65.73 0.51 664.93 12.65 27838.87 1393.59
RD6 B0 171.93 0.86 961.60 17.48 56664.53 1782.73
RD6 B5 83.40 0.56 658.80 11.65 23205.40 1238.26
RD6 B7 78.60 0.53 642.87 11.35 26002.07 1415.91
RD7 B0 137.80 0.74 1209.73 22.83 47906.20 2222.55
RD7 B5 91.87 0.59 584.20 11.16 19653.33 897.26
RD7 B7 64.87 0.49 618.80 11.67 38330.60 1146.17

Note: The numbers represent averages over the test problems solved for each set.

Table 5.5: Comparison of Branching Rules on Different Formulations.
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5.4 Classes of Valid Inequalities
In this section, we derive two classes of valid inequalities, along with separation routines
that are designed to further tighten the continuous feasible region for the SONET problem.
Constraints (5.2c) and (5.2d) motivate the construction of these inequalities, as expounded
by the following propositions. The separation routines for generating effective members of
these classes of inequalities are presented in greater detail below.

Proposition 5.9. Suppose that G0(N 0, E0) is a connected subgraph of G(N,E) such that
|N 0| > R. Let r = d(|N 0|− 1)/(R − 1)e. Then the following inequality is valid for Problem
RD: X

i∈N 0

X
k∈M

xik ≥ |N 0|+ (r − 1). 2 (5.28)

Proof. Consider any feasible solution to Problem RD, and examine the collection of rings
denoted by M 0 that contain nodes from N 0. Let |M 0| = r0. Now, treating these r0 rings
as supernodes N̂ , construct a graph Ĝ(N̂ , Ê), where Ê is constructed by defining an edge
between each pair of ring-supernodes N̂ that share a common node from N 0 in the given
solution. Note that Ĝ must be a connected graph, or else, we can partition the node set
N̂ into nonempty subsets N̂1, N̂2 such that the union of nodes in N

0 that belong to N̂1 is
distinct from that belonging to N̂2. But this contradicts that the given solution is feasible
since the connectedness of G0 implies that some node from N̂1 should have occurred on a
common ring with some other node from N̂2. Hence, |Ê| ≥ r0− 1, and so, the given solution
must satisfyX

i∈N 0

X
k∈M

xik ≥ |N 0|+ (r0 − 1). (5.29)

Now, note that the r0 rings contain at least |N 0|+(r0−1) nodes fromN 0, including repetitions,
and so, we must also have, Rr0 ≥ |N 0|+(r0− 1) or that r0 ≥ b(|N 0|− 1)/(R− 1)c = r. Using
this inequality in (5.29), the proof is complete. 2

Proposition 5.10. Suppose that G0(N 0, E0) is a connected subgraph of G(N,E), where E0

is induced by N 0, such that
P

ρ∈E0 dρ > b. Then the following inequality is valid for Problem
RD: X

i∈N 0

X
k∈M

xik ≥ |N 0|+ (r − 1) (5.30)

where

r = d
X
ρ∈E0

dρ
b
e. (5.31)
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Also, if r = 2 in (5.31) and G0 does not contain any node of articulation (i.e., a node which
when removed along with its incident arcs would disconnect the remainder of G0 into more
than one component), then the following inequality is valid:X

i∈N 0

X
k∈M

xik ≥ |N 0|+ 2. (5.32)

Proof. Following the proof of Proposition 5.9, by the connectedness of G0, for any feasible
solution to RD, we have that the following inequality holds trueX

i∈N 0

X
k∈M

xik ≥ |N 0|+ (r0 − 1), (5.33)

where r0 is the number of rings that contain nodes from N 0 in the given feasible solution.
Since r0 ≥ r, as defined in the proposition, we have (5.30) holding true.
Now, suppose that r = 2 and that G0 does not contain any articulation node. For a given

feasible solution, if r0 ≥ 3, then (5.32) is satisfied. Otherwise, by feasibility, we must r0 = 2.
In this case, if two or more nodes repeat from N 0 on two rings, then again (5.32) is satisfied.
Else, the two rings contain node sets N1 ∪ {p} and N2 ∪ {p}, respectively, where N1 and
N2 are nonempty and disjoint with N1 ∪ N2 ∪ {p} = N 0. But this means that there exists
no edge in E0 between any node in N1 and a node in N2. Hence, p is an articulation node,
which contradicts the hypothesis. This completes the proof. 2

For each of the inequalities of type (5.28) and (5.30), an appropriate subgraphG0 ofGmust
be chosen. The following separation routines identify such subgraphs for generating these
constraints based on the linear relaxation solution obtained for Problem RD. Accordingly,
let (x̂, f̂) denote the solution obtained for the linear relaxation of RD of RD. Define yi to be
equal to one if node i ∈ N is included in G0, and zero otherwise, and define ŵi =

Pm
k=1 x̂ik for

each node i ∈ N . Then we can conceptualize the following separation problem for generating
(5.28) via Proposition 5.9.

Minimize

nX
i=1

ŵiyi (5.34a)

subject to
nX
i=1

yi ≥ R+ 1 (5.34b)

N 0 = {i ∈ N : yi = 1} induces a connected subgraph (5.34c)

y binary. (5.34d)

If the optimal value of (5.34) is less than the right-hand side of (5.28) for the subgraph
generated by the optimal solution y to this problem, the corresponding inequality (5.28)
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would be a valid cut that deletes the current solution to RD. One possible heuristic solution
procedure for solving this problem is to select a seed node, and to then grow a subgraph
from this node by selecting the lowest ŵi-valued nodes from among all the nodes that are
reachable from the current subgraph. This greedy heuristic is described in Figure 5.2. Here,
we define N (N 0) = {i : i /∈ N 0, i adjacent to some node in N 0}, and < N 0 >E to be the
subgraph induced by nodes N 0 on the graph with edge set E. After the seed subgraph is
grown to |N 0| = R+ 1, this procedure attempts to minimize the objective function to (5.34)
by selecting a node to be removed from N 0, j, and a node to be added to N 0, k, such that
the new subgraph is still connected, i.e., j may not be a node of articulation in N 0, and k
must be connected to some node other than j in N 0. These exchanges are repeated until
either a cutting plane is generated, or until no such exchange can be made which reduces
the objective function value. Alternatively, Figure 5.3 describes a heuristic which shrinks G
one node at a time by removing the node having the largest ŵi value at each iteration, such
that the graph remains connected, having more than R nodes. Each of these procedures
checks to see if the current solution is violated by Equation (5.28) for each valid G0 that is
generated during the procedure.

Similar procedures may be devised for generating valid inequalities of the type (5.30) or
(5.32). Here, instead of satisfying the requirement of including more than R nodes in G0,
we wish to satisfy a requirement on the total demand in G0. Thus, we wish to construct G0

using nodes that contribute a minimal value to the objective of type (5.34a) relative to the
demand they add to the subgraph. Accordingly, define δi =

P
j∈N 0(i) dij , where N

0(i) is the
set of nodes adjacent to i in G0. The separation problem for this case can be conceptualized
as follows.

Minimize
nX
i=1

ŵiyi (5.35a)

subject to
X
i∈N 0

δi ≥ 2b+ 1 (5.35b)

The subgraph induced by N 0 = {i ∈ N : yi = 1} is connected (5.35c)

y binary. (5.35d)



73

flag = true, j∗ = j,
k∗ = k, α = ŵj − ŵk

Stop.

Select k ∈ arg mink{ŵk : k ∈ N (N 0 \ j)}

Select a node j ∈ {N 0 \H}
H ← H

S{j}

Delete j∗ from N 0,
add k∗ to N 0,

and set flag = false
Let α = 0. Initialize H = {j : j is
a node of articulation of GN 0}

Add (5.28),
and stop.

Let i ∈ arg mini∈N (N 0){ŵi},
N 0 ← N 0S{i}

Obtain (x̂, f̂), compute ŵi =
Pm

k=1 x̂ik ∀ i ∈ N ,
and set flag = false. Let N 0 = {j}, where j ∈ {arg mini∈N{ŵi}}.
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Figure 5.2: Growth Procedure for Generating (5.28).
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Let G0(N 0, E 0) be a component of
G having at least R+ 1 nodes

Add (5.28), and
stop.

Let i ∈ arg maxi∈N 0{ŵi: i is not a
node of articulation of GN 0},
and set N 0 ← N 0 \ {i}

Stop.
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Figure 5.3: Shrinking Procedure for (5.28).
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Obtain (x̂, f̂), compute ŵi =
Pm

k=1 x̂ik ∀ i ∈ N ,
and set flag = false. Let N 0 = {j}, where j ∈ {arg mini∈N{ŵi}}.

Let j ∈ arg minj∈N (N 0){ ŵjδj },
N 0 ← N 0S{j}

Let α = 0. Set A = {i : i is a node
of articulation of GN 0}, let H = A

Add (5.32),
stop.

Add (5.30),
stop.

Select a node j ∈ {N 0 \H}
H ← H

S{j}
Let K = {k : k ∈ N (N 0 \ j)}

Stop

Select k ∈ arg maxK{ŵi}
N̂ ← [N 0 \ {j}]S{k}
Ĝ(N̂ , Ê) = GN̂

Stop

G← G∗

flag = false

flag = true
G∗ ← Ĝ

α← ŵj − ŵk

K ← K \ {k}
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Figure 5.4: Growth Procedure for (5.30) or (5.32).
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Select G0(N 0, E0) as some component
of G for which

P
ρ∈E0 dρ > b.

Let H = {j : j is a node
of articulation of G0}

Add (5.32),
stop.

Add (5.30),
stop.

Let K = {k ∈ N 0 \H :P
ρ∈E0 dρ − δk > b}

Stop.
Select k ∈ arg maxk∈K{ŵk}

N 0 ← N 0 \ {k}
Update G0(N 0, E0) = GN 0
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The proposed heuristics for solving (5.35) are similar to those for solving (5.34). Note
that the edge set of G0 is the set of edges induced by the nodes N 0 selected for G0. Figures
5.4 and 5.5 provide details for the proposed separation heuristics. Note that a version of
these procedures could be run a priori using ŵi ≡ 1 ∀ i ∈ N to determine small subgraphs
which exhibit the property of having demand greater than b. The resulting solution can be
used to generate the corresponding valid inequalities (5.30) or (5.32) that can be added to
the model RD prior to solving its initial relaxation.

Set 1 Set 2 Set 3
VI Nodes CPU Time Nodes CPU Time Nodes CPU Time

Without 126.07 0.70 903.27 14.83 30744.53 1206.32
With 69.80 0.52 674.50 13.31 18170.13 861.92
Note: The numbers represent averages over the test problems solved for each set.

Table 5.6: Evaluating the Effect of the Valid Inequalities (VI).

We ran our test-bed of 45 problems using our heuristics and the formulation RD3 with and
without the valid inequalities generated in the following manner. We ran each of the routines
in Figures 5.2 through 5.5, and augmented the model with each constraint generated. After
resolving the model, we obtain the new linear relaxation solution, and repeat the cutting
plane generation routines. We continue generating cutting planes in this fashion until each
procedure fails to generate a cutting plane. The average number of constraints generated
via this procedure is 0.53 for Set 1, 3.4 for Set 2, and 2.53 for Set 3. Table 5.6 presents the
results obtained, exhibiting a significant decrease in the average number of branch-and-bound
nodes generated as well as in computational effort by incorporating these valid inequalities.
This also reduces the amount of memory necessary to store the branch-and-bound tree, thus
enabling the solution of larger problems on systems having a limited memory capacity.

In a separate experiment, we also tested the effectiveness of incorporating (5.24) and
(5.25) into the model as valid inequalities. Note that such valid inequalities can be actually
generated for each node i ∈ N in a similar fashion. However, neither the strategies of
including these constraints directly in the model for each i ∈ N , nor including only that
subset of these inequalities which delete the current fractional solution improved the efficiency
of the algorithm. Of these two strategies, the latter appears to help slightly with the more
difficult class of problems in Set 3, resulting in an average number of nodes enumerated and
average cpu time of 17384.13 and 859.28 seconds, respectively.
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5.5 Heuristic Procedures
In order to derive strong upper bounds for the SONET problem, we developed two heuristic
procedures. The first heuristic solves a series of increasingly restricted linear programs,
fixing at least one node-to-ring assignment at each step. The second heuristic is a greedy
construction procedure. We also augmented these heuristics with an improvement procedure
that attempts to reduce the node-to-ring assignments for any given feasible solution.

LP Rounding Heuristic
Step 1: To initialize, set some tolerance level T = .99, and let HLP be the linear relaxation
RD to RD. Proceed to Step 2.
Step 2: Solve HLP and obtain an optimal solution x̂. If no feasible solution exists, stop
and return no solution. If x̂ is integer feasible, stop and return x̂ as the prescribed heuristic
solution. Otherwise, proceed to Step 3.
Step 3: For each x̂ik ≥ T , fix xik = 1 within HLP. Proceed to Step 4.
Step 4: Find the maximum fractional value x̂ik, and fix xik = 1 in HLP. Return to Step 2.

Note that Step 4 ensures that at least one additional node-to-ring assignment is made in
each loop of the algorithm, thus ensuring finite convergence of the process. A flow chart of
this procedure is given in Figure 5.6. Also, note that while it is possible that some more than
necessary assignments result in the solution following the final iteration of this heuristic, the
improvement routine described below is designed to identify and delete such assignments.

Construction Heuristic
In essence, this procedure searches at each iteration for the node which, when added to the
current nodes on a ring, contributes the most additional demand. If the additional demand
exceeds the demand capacity for a ring, then demand edges are evaluated one by one to
consider their inclusion in the current ring. In addition, a threshold value T is used to
determine whether or not a partial demand should be added to the current ring, in case the
full demand allocation on an edge exceeds the residual capacity. This is done only if the
residual capacity exceeds T and if the remaining unsatisfied demand on this edge after the
partial allocation is made will also exceed T . This check tends to obviate the situation where
a partial demand is added to a ring via a node assignment to simply consume its residual
capacity, but at the undesirable expense of having to incur a perhaps unnecessary additional
node-to-ring allocation cost.
Step 1: To initialize, let the currently unsatisfied demand graph G0 be G itself, set the
amount of demand DG0 remaining to be allocated as DG0 =

P
ρ∈E0 dρ, let the number of

loaded rings K be 0, and select a threshold value T = bDG0
10
c. Proceed to Step 2.

Step 2: If DG0 = 0, then stop and return the current solution. Else, if K = m, stop and
return no solution. Otherwise, proceed to Step 3.
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Step 3: Increment K by 1. Select a node i ∈ arg maxi(
P

ρ∈E0:i∈ρ dρ). Let L = {i}, DL = 0,
and LE = ∅. Label all nodes as unexamined, and proceed to Step 4.
Step 4: If |L| = R or DL = b, then go to Step 5. Otherwise, proceed to Step 6.
Step 5: Set DG0 ← DG0 −DL and E0 ← E0 − LE, assign nodes in L to ring K, and return
to Step 2.
Step 6: Find an unexamined node j ∈ arg maxj{Dj}, where Dj ≡

P
ρ∈<j,L>E0 dρ, and

where < j, L >E0 represents the set of demand edges in E
0 that involve node j and some

node in L. If Dj = 0, then return to Step 5. Else, if Dj + DL ≤ b, add j to L, let
DL ← DL + Dj , let LE = LE

S{< j,L >E0}, label j as examined and return to Step 4.
Otherwise, if Dj +DL > b, proceed to Step 7.
Step 7: Sort all edges in < j,L >E0 in nonincreasing order of unsatisfied demand.
Step 8: Select the next ordered edge e ∈< j, L >E0. If DL + de > b, then go to Step 9.
Otherwise, go to Step 11.
Step 9: If b−DL ≥ T and DL + de − b ≥ T , then add j to L, reduce the demand of edge e
in G0 by b−DL, and return to Step 5. Else, proceed to Step 10.
Step 10: If all edges of < j, L >E0 have been examined, label j as examined and return to
Step 4. Otherwise, return to Step 8.
Step 11: Let L ← L

S{j}, DL = DL + de, and LE = LES e. If DL = b, then return to
Step 5. Else, if all edges in < j, L >E0 have been examined, label j as examined and return
to Step 4. Otherwise, return to Step 8.
A flow chart for this procedure is given in Figure 5.7.
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Figure 5.6: LP Rounding Heuristic.



Chapter 5: Synchronous Optical Network Design Optimization Problem 81

Init: G0 = G, DG0 =
P

ρ∈E0 dρ, K = 0, T = bDG0
10
c

Stop, return
current solution

Let K = K + 1. Find node
i ∈ arg maxi(

P
ρ∈E0:i∈ρ dρ).

Let L = i, DL = 0, LE = ∅.
Label all nodes
as unexamined

Label j as examined

Find unexamined node
j ∈ arg maxj{Dj}

Add j to L. DL ← DL +Dj
LE = LE

S{< j, L >E0}

L← L
S{j},

DL ← DL − de
LE ← LE − e Add j to L, reduce the

demand of e in G0 by b−DL.

Select next ordered
edge e ∈< j,L >E0

Sort all edges in < j, L >E0
in nonincreasing order
of unsatisfied demand

DG0 ← DG0 −DL
E0 ← E0 − LE

Stop, no
solution returned

Assign nodes in
L to ring K

³³
³³

³³

PPPPPP

PP
PP

PP

³³³³³³
DG0 = 0?

³³
³³

³³

PPPPPP

PP
PP

PP

³³³³³³
K = m?

³³
³³

³³
³

PPPPPPP

PP
PP

PP
P

³³³³³³³

|L| = R or
DL = b?

´
´
´
´
´́

Q
Q
Q
Q
QQ

Q
Q

Q
Q

QQ

´
´

´
´

´́

All edges
examined?

´
´
´́

Q
Q
QQ

Q
Q

QQ

´
´

´́

DL = b?

!!
!!

!!
!!

!

aaaaaaaaa

aa
aa

aa
aa

a

!!!!!!!!!

b−DL ≥ T
and

DL + de − b ≥ T?

©©
©©

©

HHHHH

HH
HH

H

©©©©©

DL + de > b?

´
´
´́

Q
Q
QQ

Q
Q

QQ

´
´

´́

Dj = 0?

!!
!!

!!

aaaaaa

aa
aa

aa

!!!!!!

Dj +DL > b?

?

?

¾

¾

¾

-

-
?

-

?

6

-

66

6

?

¾

-

?

¾

?

?

6

¾

-

¾¾

6

- -

Y

Y

Y

Y

Y

Y

Y

Y

Y

N

N

N

N

N

N

N

N

N

Figure 5.7: Construction Heuristic.



Chapter 5: Synchronous Optical Network Design Optimization Problem 82

Set 1 Set 2 Set 3
Heuristic Avg Obj % Infeasible Avg Obj % Infeasible Avg Obj % Infeasible

LP Rounding 12.0 33 19.93 0 31.5 20
Construction 10.14 53 18 0 25.64 0
Note: The numbers represent averages over the test problems solved for each set.

Table 5.7: Comparison of LP Rounding and Construction Heuristics.

Remark 5.6. For the configurations produced by the foregoing heuristics, it is possible for
two or more rings to have enough spare capacity such that they could be merged onto one
ring. However, the number of rings is generally not a limiting factor in this design problem,
although if the number of available rings is indeed limited, we can perform a quick check for
merging ring allocations in Step 2 of this procedure.
Improvement Routine

The improvement routine is designed to examine the feasibility of rearranging nodes on
rings so as to reduce the number of node-to-ring (ADM) assignments for a given solution.
Since both the LP rounding and construction routines are computationally inexpensive, we
perform both these procedures and use the resulting solution that has the minimum objective
value. The improvement routine then solves a mixed-integer program (denoted as IMIP) in
which all the xik variables that are presently zero in the incumbent solution are fixed at zero,
but the remaining variables are free to switch values from 1 to 0 if necessary. Solving this
restricted problem thus checks for possible consolidation of demands for replicated nodes
while reducing the corresponding node-to-ring assignments. IMIP is solved very quickly
in practice, with CPLEX usually giving an integer feasible solution at node zero itself.
Naturally, if neither heuristic yields a feasible solution, the improvement routine is not
performed.

Set 1 Set 2 Set 3
Heuristic % Gap Heuristic % Gap Heuristic % Gap

Before IMIP 11.09 5.17 17.73 13.68 25.47 15.41
After IMIP 11.09 5.17 17.13 9.83 25.07 13.60
Note: The numbers represent averages over the test problems solved for each set.

Table 5.8: Effectiveness of the Improvement Routine.
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Tables 5.7 and 5.8 present computational results pertaining to the heuristics proposed in
this section. These test runs were made with formulation RD3, along with preprocessing.
(Note that this choice affects only the LP Rounding heuristic.) Although the construction
heuristic often outperforms the LP rounding heuristic, since both these routines are compu-
tationally inexpensive, we execute both these procedures and use the resulting solution that
has the minimum objective value. Table 5.8 demonstrates the advantage of using IMIP to
improve the best upper bound obtained on the problem via this pair of heuristics, especially
for larger problems.

Furthermore, in order to assess the effectiveness of the heuristic procedure within the
overall algorithm, we ran formulation RD3 on the test bed of problems along with branching
order B7, preprocessing, and valid inequalities, both with and without this heuristic. Table
5.9 displays the results obtained. Observe that as the problem size increases, the importance
of implementing the proposed heuristic procedure becomes more evident.

Set 1 Set 2 Set 3
Heuristic Nodes CPU Time Nodes CPU Time Nodes CPU Time
Without 68.87 0.37 673.33 10.52 26100.87 1057.36
With 83.07 0.50 574.13 9.45 22073.13 859.55

Note: The numbers represent average values over the 15 problems from each set.

Table 5.9: Evaluating the Effect of the Heuristic Procedure.

5.6 Computational Summary
In this section, we present a summary computational analysis demonstrating the overall

viability of the solution procedure proposed in this paper. Table 5.10 displays the results for
Formulation RD3 using CPLEX’s default settings, as well as for the “Proposed Algorithm”
comprised of solving Formulation RD3 using the branching priority order B7, with the pre-
scribed cutting plane generation scheme, preprocessing routine, and heuristic procedures. A
comparison of these results reveals a strong dominance of implementing the proposed algo-
rithmic enhancements versus using CPLEX’s defaults. The savings in cpu time using our
algorithm over CPLEX’s defaults is considerable: 60.9% for Set 1, 70.3% for Set 2, and 70.6%
for Set 3. Furthermore, the savings in the number of branch-and-bound nodes enumerated
are 75.9% for Set 1, 74.1% for Set 2, and 80.5% for Set 3.

In a separate experiment, we compared the results and performance of a restricted version
of this algorithm on the split-demand case of this problem versus the non-split case. Note
that for the non-split case, all f variables are binary valued, which in turn implies that the
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Set 1 Set 2 Set 3
A B A B A B

Prob. Nodes CPU Nodes CPU Nodes CPU Nodes CPU Nodes CPU Nodes CPU
1 59 0.29 4 0.23 1929 32.25 2271 27.71 27663 1133.63 5844 209.54
2 1254 4.08 248 1.00 1599 23.73 781 13.75 4568 172.77 1654 89.23
3 0 0.08 0 0.13 306 4.67 52 2.02 41812 1418.35 4696 151.54
4 228 0.94 26 0.46 390 5.46 16 1.50 177271 7596.58 50167 1814
5 65 0.35 4 0.25 1746 24.96 323 5.67 185454 7978.25 36487 1358.83
6 58 0.35 0 0.21 7427 117.63 2344 35.50 40387 1265.56 9001 343.54
7 100 0.40 18 0.42 534 9.48 91 2.75 60796 1896.67 13966 568.96
8 163 0.65 0 0.27 1539 20.65 77 2.65 9690 472.60 441 23.38
9 56 0.31 0 0.25 3664 57.63 750 12.94 158713 4749.42 25504 701.71
10 241 1.02 24 0.38 1540 21.58 136 3.42 490806 2185.75 8501 375.48
11 1858 6.17 247 1.10 5063 58.88 363 6.52 39075 2081.90 5015 316.77
12 176 0.88 45 0.40 6260 80.19 532 9.94 39162 1377.33 6025 213.40
13 472 1.71 32 0.33 605 9.75 342 6.73 12306 610.96 2052 65.06
14 132 0.63 9 0.29 393 6.92 330 6.23 191658 7920.33 61115 2337.29
15 303 1.27 589 1.83 295 4.15 204 4.42 221318 3032.98 100629 4324.19
Avg 344.33 1.28 83.07 0.50 2219.33 31.86 574.13 9.45 113378.60 2926.21 22073.13 859.55
A: CPLEX Default
B: Proposed Algorithm

Table 5.10: Results for the Formulation RD3 with Default CPLEX Settings Versus the
Proposed Combination of Algorithmic Strategies.

x variables are binary at optimality. Since the branching orders and heuristics specified for
the split-demand case are not relevant to the solution of the non-split case, these algorithmic
strategies were omitted. On the other hand, the customized preprocessing step (see [71] for
the non-split demand case) and the generation of valid inequalities were uniformly included
for each case in Formulation RD3. The results depicted in Table 5.11 demonstrate that
the non-split case is much harder to solve than the split-demand case, especially for larger
problems. The row entitled “ratio” gives the ratio of the measure for the non-split case
divided by the measure for the split-demand case. Note that 8 of the 15 problems in Set 1
were infeasible for the non-split case. Hence the averages recorded for this case are for the
7 problems solved by both the scenarios. Also, all 15 of the problems in Set 3 had identical
optimal objective function values for the two cases, although the ring configurations and the
demand allocations were not necessarily identical.

Demand Set 1 Set 2 Set 3
Splitting Nodes CPU Time Objective Nodes CPU Time Objective Nodes CPU Time Objective

Not Allowed 65.71 0.35 9.86 1830.13 27.59 33.71 70292.13 2780.49 47.29
Allowed 33.14 0.23 9.86 691.40 12.76 33.43 24039.67 1098.80 47.29
Ratio 1.97 1.52 1.00 2.65 2.16 1.01 2.92 2.53 1.00

Note: The numbers represent average values over the problems solved from each set (7, 15, and 15, respectively).

Table 5.11: Evaluating the Effect of the Non-Split Restriction.



Chapter 6

National Airspace Operations Under
Future Flight Scenarios

In this chapter, we develop two models designed to evaluate the effect of different flight
scenarios on Air Traffic Control operations. The outputs from these models will serve as
inputs to an airspace planning model discussed in the sequel. In Section 6.1, we develop
the Airspace Sector Occupancy Model (AOM) to determine the occupancies of flights within
three dimensional regions of space called sectors. In Section 6.2, we develop the Aircraft
Encounter Model (AEM), which uses the input from AOM to determine the existence and
nature of conflicts among a set of flight-plans. AEM provides information for detected
conflicts such as the severity of the conflict, its geometry, the duration of intrusion, its relative
heading, and the point of closest approach. Finally, Section 6.3 discusses the application of
these models to several air traffic scenarios identified by the FAA for the evaluation of various
Free-Flight paradigms under wind-optimized conditions.

6.1 Airspace Sector Occupancy Model (AOM)
This section describes the Airspace Sector Occupancy Model (AOM) that can be used to
determine the occupancies by aircraft of the modules and sectors that comprise the National
Airspace. The model examines a given set of flight-plans and mathematically describes
their flight trajectories over a defined region of airspace to determine sector crossings and
occupancies over time. This model can be used to assess sector workloads, and also serves to
develop information that feeds into the Aircraft Encounter Model described next in Section
6.2.

6.1.1 Description of Input Data

The Airspace Sector Occupancy Model requires as input the sector geometries and a set of
aircraft flight-plans, represented as a sequence of straight lines between way-points (dummy
way-points could be specified to further discretize curvilinear flight trajectories). The model

85
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then processes this information to determine the occupancy of each sector by different flights
over time. AOM also provides information on the sectors crossed by each individual flight
path from a designated origin to a destination airport, and estimates time traversals over
each sector encountered along this path.

The flight-plan information used in this study is obtained from the FAA-ETMS (Enhanced
Traffic Management System) database. Whenever a flight is assumed not to rely on ground-
based navigational aids, a wind-optimized trajectory is adopted. Wind-optimized routing
is that trajectory which will have the least possible impedance from the prevailing winds.
Alternatively, the flight-plans that are input into AOM could comprise actual flight tracks
extracted from System Analysis Recording (SAR) data, or they could be projected flight-
plans that are predicted by various National Airspace Resource Investment Model (NARIM)
flight-plan generators such as OPGEN, or by some independent flight generator. All the
foregoing data sources contain way-points in latitude (degree), longitude (degree), and alti-
tude (hundreds of feet), and time-tags corresponding to the crossing of each way-point. In
some cases, the data optionally contains the originating and terminating airports.

The entire airspace over the United States is divided into twenty-one centers, each regu-
lated by an Air Route Traffic Control Center (ARTCC). Each of these centers is sub-divided
into sectors. Sectors are well-defined airspace regions specified by the FAA for regulating
air traffic, and are classified into three groups: low, high, and super-high sectors depending
upon their floor and ceiling boundaries. Low sectors lie below the FL 240 (i.e. flight level
24,000 ft). High sectors extend between FL 240 and FL 350. The super-high sectors lie above
FL 350. Each sector is comprised of Fixed Point Airspace units (FPA) and each of these
FPAs is composed of modules. A module is an airspace region having a generally nonconvex
polygonal crossection, and is defined by its vertices and its floor and ceiling altitudes (see
Figure 6.1). Included in the set of vertices are pseudo-vertices, where a pseudo-vertex for a

sector module is a vertex for some other module that is present on a vertical face of the given
module, but is not an original defining vertex of its floor and ceiling. The points formed by
the two dimensional projection of either vertical edges or pseudo-vertices of a module onto
its floor or ceiling are called nodes, and are used to define the floor and ceiling geometry
of a sector module. Modules are stacked one over another to form an FPA, and several
such adjacent FPAs form a sector. For analytical purposes, one may simply work with the
modules that comprise a given sector, and ignore the FPA descriptions. The main source of
enroute and TRACON (Terminal Radar Approach Control) sector information used in this
study came from the FAA ACES (Adaptation Controlled Environment System) database. In
addition, for the sake of convenience in implementation, certain dummy sectors are defined
that envelope the region of concern so that flights that originate outside this region lie within
this extended airspace.
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Figure 6.1: Geometric Components of a Sector Module.

6.1.2 Overview of the Overall Procedure

AOM first identifies the initial module within the defined airspace that is encountered
by each flight. Once this initial module is detected, the exiting point and time of exit are
identified. This point is found by checking if the flight pierces any of the faces or the floor
or the ceiling defining the module. The program also identifies the manner in which the
flight exits the module, i.e., if the flight exits across a face, or the floor, or the ceiling,
or at a vertex, or across an edge. The next module the flight enters is then determined
using the module information. This process of identifying each traversed module and the
corresponding occupancy time is continued until the flight reaches its destination. The
information regarding the sectors the flight passes through is then compiled by examining
the modules that comprise each sector.

Note that in this process of detecting sector occupancies, the curvature of the earth is
ignored. The floors and ceilings of the sector modules are defined with respect to specified
constant altitudes and are assumed to be parallel surfaces. The vertical faces of the sector
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modules are orthogonal to these surfaces (the cross-sections are invariant), and aircraft that
are flying at constant altitudes are assumed to be following trajectories that are parallel to
these surfaces. In essence, we can view each sector module via its two-dimensional projected
nonconvex polygonal structure, having vertices defined by longitude and latitude coordinates,
and with this polygonal cross-section extending between the floor and the ceiling of the
module. Furthermore, the piecewise linear trajectory followed by each aircraft, where the
breakpoints are defined by their longitudes, latitudes, and altitudes, can be examined via
its two-dimensional projected path, with a simultaneous check being made to ascertain floor
and ceiling crossings in case the altitude is changing, in order to trace its occupancy within
the various sector modules. Hence, in effect, the surface of the earth is flattened out in space
along the path of the aircraft, and because of the manner in which the sectors and the flight
trajectories are defined, this approach for determining sector occupancies conforms suitably
with the specified data.

The procedures implemented within AOM can be summarized by four steps: data input,
pre-processing, main routine, and post-processing. Data input involves reading the flight-
plan (or track) data and airspace sector information from an external source as described
above. Pre-processing refers to the creation of airspace mathematical boundaries, and the
matching of vertices of adjacent modules. The main routine identifies the modules traversed
by each flight and the related occupancy times. Finally, the post-processing step composes
the various flight traversals over modules to provide aggregate information on sector occu-
pancies and workloads.
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Figure 6.2: Types of Vertices and Sector Occupancies.
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6.1.3 Pre-processing and Adjacency

During preprocessing, adjacency information is gathered with respect to nodes, sector
modules, and vertical faces. Consider a node vm, which might correspond to a real or a
pseudo-vertex. All the sector modules which have vm on the boundary of their two dimen-
sional projections are considered to be adjacent with respect to vm and are stored in a record
for node vm. Sector modules adjacent to other sector modules are also identified and stored
during pre-processing. For a sector module s, let Vs be the set of nodes defining its floor and
ceiling. Then, all the sector modules that share any node in Vs will be adjacent to s if they
extend in part or whole over an altitude between the floor and ceiling of sector module s.

Furthermore, for the purpose of tracing the trajectory of a flight through the nonconvex
sector modules, consider the two-dimensional projection or cross-section of a module as
defined above (see Figure 6.2). An inward gradient Fps for a face p of a projected sector
module s is that gradient vector orthogonal to the face such that a trajectory which starts
at an interior point of this face p and moves in a direction d, will reside in module s for
some positive distance if and only if Fps • d ≥ 0. The sector data derived from the FAA
Sector Analysis and Design Tool (SDAT) reveals that the coordinates of the vertices for all
the modules are recorded in a clockwise sequence. Hence for any pair of vertices v1 and v2
defining the face p, if the direction along the face is dp = v2−v1 = [dp1, dp2], then the inward
gradient Fps is given by Fps = [dp2, −dp1].
Each vertex of a (projected) module is classified as Type (i) or Type (ii), based on its

associated faces p and q, as depicted in Figure 6.2. For a Type (i) vertex, the local neighbor-
hood of the vertex is described by the conjunction of the faces p and q. Hence, if a trajectory
starts at this vertex and moves in a direction d, then it would reside in module s for some
positive step if and only if Fps • d ≥ 0 and Fqs • d ≥ 0. For a Type (ii) vertex, the local
neighborhood of the vertex is described by the disjunction of the faces p and q. Hence, if a
trajectory starts at this vertex and moves in a direction d, then it would reside in module s
for some positive step if and only if Fps • d ≥ 0 or Fqs • d ≥ 0.
Finally, the occupancy model stores sector modules that are adjacent to each other with

respect to a given projected vertical face. The projected vertical faces are distinguished
from each other based on their defining end nodes. For any projected vertical face p having
end nodes v1 and v2 (including pseudo-vertex induced nodes), all (adjacent) sector modules
containing nodes v1 and v2 are considered adjacent with respect to p. These sector modules
can be determined from the adjacency information with respect to the nodes. The model
also classifies the sector modules that are adjacent with respect to a particular vertical face
into two categories based on whether the sector module lies on the side toward the origin
(equator on Greenwich meridian) or on the side opposite to the origin. This additional
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information is used to identify the extreme vertical faces. These extreme faces define the
external boundaries of either the defined airspace, or of vacuums (described in the sequel)
that may be present in the airspace.

The pre-processing routine assigns each airport to a sector by checking the low-lying
sector modules. Airports that lie outside the defined airspace would be associated with some
dummy sector. Flight-plans are then pre-processed by identifying the sector module in which
the flight trajectory originates, along with the initial point within the sector module and the
starting time. The procedure then enters the main processing routine.

6.1.4 Main Routine for Determining Sector Module Occupancies

Consider a flight path that is comprised of linear discretized flight segments having break-
points represented in terms of the coordinates wp1, wp2, ..., wpn that it traverses. Let any
linear segment i of the trajectory be defined as wpi + λd for 0 ≤ λ ≤ 1, where d = wpi+1−wpi,
for i = 1, ..., n−1. Figure 6.3 illustrates this situation for a cross-sectional view of the modules
depicted in Figure 6.1. Iteratively, suppose that for the ith segment and corresponding way-
point wpi, we know the sector module s in which this current way-point lies, and its actual
location in this sector module (interior point, (relative) interior of a face, or at a vertex).
This is initially determined during the pre-processing routine, and is sequentially deduced
as follows (for details, see [113]).
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Figure 6.3: Tracing Sector Module Occupancies.

Examining the vertical faces p of module s for which Fps • d < 0, as well as the floor and
ceiling of s in case the altitude is decreasing or increasing, respectively, we begin by finding
a first face that the straight line trajectory wpi + λd intersects (internally or at a boundary
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point). Suppose that this occurs at λ = λ. If λ > 1, then we revert to the point corresponding
to λ = 1, and consider the next linear segment. Else, this point lies on the boundary of the
sector module, being located on the interior of a vertical face, or at the interior of a horizontal
face, or on a vertical edge, or on a horizontal edge, or at a vertex. Based on the particular
case, and using the adjacency information, the possible sector modules into which the flight
may have entered are selected. (Note that the occupancy of module s can continue in case
we have just internally glanced a Type (ii) vertex, as depicted at point A in Figure 6.3.)
This is automatically determined in the next loop of the procedure which ascertains the
sector that will be occupied as the trajectory continues (using the next linear segment in
case λ = 1). The dot products of the various inward gradients of the intersected faces with
d are used to ascertain this as described before. Note that if more than one sector module
is entered, as when a flight moves along a vertical face or along a horizontal edge, only
one of such modules will be considered, with a preference given to the currently occupied
module. Hence, for the segment from wpi to wpi+1 in the example of Figure 6.3, assuming a
constant altitude trajectory, the procedure would first encounter the node A and detect that
the trajectory will continue to occupy sector module s. Next, it would find the intersection
point B and determine that the flight will now enter sector module s+1. Within this new
sector module, the particular linear trajectory will end prior to intersecting any boundary
faces, and the process would continue with the next linear segment.

In closing this section, we mention that due to inaccuracies in existing FAA sector data,
there occur certain undefined airspace regions between adjacent sectors which we call vacu-
ums. For the most part, by enforcing nodes that have slightly perturbed locations to define
the same point, we can circumvent the creation of such vacuums. Still, vacuums too large
to be resolved by this modification of data may exist, and we adopt the following strategy
to accommodate this situation. During pre-processing, we identify all the vacuums that
are present in the airspace and store the information regarding their defining vertical faces.
Then, in the above procedure, if the routine is not able to identify the sector module that
the flight enters based on the adjacency information, it assumes that the flight has entered
a vacuum. The flight’s segments are then checked to see when and if they cross any of the
vacuum’s extreme faces. Based on the first extreme face encountered, the procedure identi-
fies the sector module entered and continues as usual, possibly terminating in the identified
vacuum space itself.

6.2 Aircraft Encounter Model (AEM)
The Aircraft Encounter Model (AEM) described in this section estimates blind-conflicts
in the airspace under various concepts of operations. AEM uses the outputs of AOM to
determine all possible conflicts among aircraft pairs occurring in a prescribed volume of
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airspace. The main goal of AEM is to assess the precise geometry of conflicts between pairs
of aircraft. AEM is expected to be used in airspace analyses as a screening tool to understand
aircraft conflict patterns under various new concepts of operations. The FAA/Eurocontrol
Collision Risk Modeling Group identified conflict geometry and scenario evaluation as one
of the basic tasks in the process of developing a toolbox of collision risk models. AEM is a
first step in this direction.

The first major task in AEM is the extraction of flight proximity information. This is
done through the creation of three data structures containing temporal, spatial, and sector
adjacency information. The next step considers these proximal flights in time and space
and initiates the flight conflict analysis. Once individual aircraft pairs are studied in detail
using analytic trajectory equations, suitable conflict analysis statistics are computed and
aggregated.

Figure 6.4: Spherical to Cartesian Coordinate Transformation.

6.2.1 Box-Model for Blind-Conflict Risk Analysis

Consider any pair of aircraft A and B and suppose that their trajectories are known, and
that we have identified segments of durations (not necessarily of equal length) over which the
trajectories of these aircraft are (approximately) linear. Assume that each aircraft is moving
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at a constant velocity over this duration (the velocities might change from one duration
segment to the next). For convenience in computations, the aircraft locational information
that is provided in terms of the (Latitude, Longitude) ≡ (α,β)0 data, and the altitude h,
where −900 ≤ α ≤ 900, and 00 ≤ β ≤ 3600 is converted from spherical coordinates to
a Cartesian system as shown in Figure 6.4. Here, the origin O is taken to be the center
of the earth, with the x1-axis oriented from O toward (0, 0)0, the x2-axis oriented from O
toward (0, 90)0 (orthogonal to the x1-axis in the horizontal plane), and with the x3-axis
oriented from O toward (90, 0)0. Hence, given (α, β)0 and h, the Cartesian coordinates in
x ≡ (x1, x2, x3)-space is given as follows, where R is the radius of the earth

x ≡ (x1, x2, x3) = (R+ h)(cosα cosβ, cosα sinβ, sinα). (6.1)

Accordingly, for any time segment of duration T hours over which the trajectories of A and
B are linear, let

xA = xA + λdA for 0 ≤ λ ≤ 1, and (6.2a)

xB = xB + λdB for 0 ≤ λ ≤ 1 (6.2b)

denote the trajectories of aircraft A and B, respectively, where xA ∈ R3 denotes the coordi-
nates of aircraft A, xA is its initial position, and xA + dA is its final position over the given
segment of duration T , and where the quantities for aircraft B are defined similarly.

In this section, we consider a generalization of the box-model of Reich [92] that examines
rectangular proximity shells as illustrated in Figure 6.5. Here, S1, S2, and S3 respectively
denote the standard in-trail (along track), lateral (across track), and vertical separation pa-
rameters, that must be maintained (seven nautical miles in the in-trail and lateral directions,
along with a vertical separation of 1700 feet). Any intrusion of another aircraft (treated as
a point) within this shell poses a conflict risk. Note that alternatively, we could consider
cylindrical proximity shells having a circular or elliptical cross-section in the plane of the
aircraft. The analysis would be similar to that described in the sequel, with the linear system
(6.6) in λ below being replaced by an appropriate quadratic equation. Our choice here is for
the sake of convenience in computations, and also serves an illustrative purpose.

In addition, to identify different levels of conflict severity, we will also consider two other
alternative tighter proximity shells in the sequel, having designated dimensions of S

0
1, S

0
2, and

S
0
3 as illustrated in Figure 6.5. The dimension of these proximity shells might depend on the
particular (type of) aircraft A. Note that the aircraft need not be centered in the box in order
to perform the following type of analysis, although for simplicity in exposition, we assume
this to be the case. We remark here that besides identifying the proximity shell pierced, the
intensity of any conflict can be further classified according to the actual (minimal) separation
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Figure 6.5: Proximity Shells for Aircraft.

distance while the intruder is within such a proximity shell, the duration of this intrusion,
its entry and exit faces, and its relative heading with respect to the primary aircraft A. This
defines the geometry of the conflict, and influences the threat of collision and the degree of
difficulty in resolving the conflict. Note that these entities are to be defined as the box which
defines the proximity shell under consideration moves with the aircraft in the same direction
of motion.

Now, over the duration of time for which the trajectories of these aircraft are described by
(6.2a,b), consider A as the focal aircraft and B as the intruder. (The roles of being a focal
aircraft and an intruder can be reversed symmetrically while considering this same duration
for the aircraft pair.) Let us first transform the coordinate system from the three-dimensional
x-space to a convenient y-space representation via the affine transformation

x = xA +Qy (6.3)

where Q is a nonsingular 3 x 3 matrix having orthonormal columns, and where the y1-axis
corresponds to the in-trail direction of motion (dA) of aircraft A, the y3-axis is orthogonal to
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the y1-axis and lies in the plane spanned by d
A and the position vector xA emanating from

the center of the earth, with the positive direction making an acute angle with xA, and the
y2-axis is orthogonal to the (y1, y3) plane. This latter axis represents the wing span, and we
arbitrarily take the positive y2-axis to point to the left of the aircraft (see Figure 6.5).

Accordingly, we obtain

Q =

·
Q1
||Q1||

Q2
||Q2||

Q3
||Q3||

¸
where,

Q1 = d
A, Q2 = Q3 x Q1 and Q3 = x

A − dA
µ
dA • xA
||dA||2

¶
. (6.4)

Note that Q1 = dA defines the in-trail direction, and Q3 lies in the plane spanned by the
vector xA from the center of the earth to the location of the aircraft A, and dA, being
orthogonal to dA and making an acute angle with xA. Hence, Q3 is given by the difference
between the vectors xA and the projection of xA onto the normalized direction dA. Note that
we assume dA 6= 0, and that xA and dA are noncolinear (or else the aircraft would be moving
vertically with respect to the earth’s surface). Furthermore, Q2 is given by the cross-product
of Q3 and Q1 following the right-hand cross product rule to ensure that the y2-axis points
to the left of the aircraft. Hence, denoting the jth component of the vector Qi by Qi(j), for
i, j = 1,2,3, we have,

Q2 =

 Q3(2)Q1(3)−Q3(3)Q1(2)Q3(3)Q1(1)−Q3(1)Q1(3)
Q3(1)Q1(2)−Q3(2)Q1(1)

 .
Observe that since the columns of Q are orthonormal, we have Q−1 = Qt. Consequently, in
y-space, using (6.2) under the transformation (6.3), the trajectories of aircraft A and B are
given by

yA = λQtdA and yB = Qt(xB − xA) + λQtdB, for 0 ≤ λ ≤ 1. (6.5)

Now, consider a box of dimension 2δ1 x 2δ2 x 2δ3 centered at aircraft A and oriented along
the y-axes, where, for example, δ ≡ (δ1, δ2, δ3) = (S1, S2, S3) if we are considering the
standard separation criteria. Hence, as λ varies from 0 to 1, and the box in the y-space
slides along the y1-axis, the (moving) aircraft (particle) B will lie in the box if and only if
−δ ≤ yB − yA ≤ δ, i.e.,

−δ ≤ Qt(xB − xA) + λQt(dB − dA) ≤ δ. (6.6)
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The six inequalities in (6.6) (two for each dimension) define simple inequalities in the single
variable λ, which when intersected with 0 ≤ λ ≤ 1, will produce the interval [λ1,λ2], where,

0 ≤ λ1 ≤ λ ≤ λ2 ≤ 1, (6.7)

if this intersection is nonempty, or otherwise, will indicate that no conflict (of type determined
by δ) occurs over this duration.

For computational efficiency, the above conflict analysis need only be conducted for flight
pairs that are flying on altitudes that differ by less than or equal to a distance of S3. Fur-
thermore, since testing each distinct pair of flights for conflicts is computationally expensive,
logical tests are first performed to eliminate pairs of flights which cannot conflict. For each
flight i in sector s, let Is(i) ≡ [ds(i), as(i)] denote the interval between the entering and
exiting time for i in s. Only flights which occupy s or the sectors neighboring s for a time
interval overlapping Is(i) may conflict with i. For each sector s, a set of neighboring sectors
is specified such that the only possible conflicts that can occur with a flight that occupies
sector s are with respect to flights that simultaneously occupy some sector in this set of
neighbors. These neighboring sectors are found by constructing a rectangular box which
encompasses s plus a buffer area such that if a flight does not lie within this box, it may
not conflict with a flight in s. A rectangle is constructed around the two-dimensional cross
section of s and then extended into three dimensions by examining the vertical boundaries
of s. Potentially conflicting pairs of flights are then recorded for performing a more detailed
conflict analysis during the intervals in which they may possibly conflict.

First, the geometric center c of s is found (by taking the average of the defining vertices
of s), and the largest distance from c to any vertex of s is determined. This longest distance
becomes half of the length of the rectangle, with the other half extending in the opposite
direction from the center. Each vertex is then examined on either side of the line that passes
through c and is parallel to the side of the rectangle that defines its length. The rectangle is
then widened as necessary on either side of this line to include each vertex (see Figure 6.6).
This rectangle, which encloses all the defining vertices of s, is then enlarged to include the
buffer space, which should be the distance from the center of the protective box enveloping
the largest aircraft to one of its corners. The protective box used is the one based on the
standard separation criteria. Finally, the floor of this rectangle is set at the maximum of
zero and the floor of the sector minus the buffer space, and the ceiling is set at the ceiling of
the sector plus the buffer space.

Once this rectangular box has been constructed, any sector intersecting this box is included
in the set of neighbors of s. Each defining vertex of a sector is tested for its inclusion within
the two-dimensional rectangle. If a vertex is found to be within this rectangle, a separate
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Figure 6.6: Illustration of 2-D Rectangle Created for Neighboring Sector Analysis.

check is performed to determine if it lies within the vertical boundaries of the rectangular
box. For any vertex v which is found to meet these criteria, all sectors which include v on
their boundaries are included in the set of neighbors of s.

6.2.2 Conflict Geometry and An Aggregate Metric for Conflict
Severity

Some conflict metrics used in previous studies include the Kip Smith Metric and the
Laudeman Metric as described in [121]. The Kip Smith Metric identifies separation as the
single most important factor in estimating collision risk. It uses the number of aircraft,
the distance between flights i and j at time t (not separated by altitude), and an empirical
factor to establish a measure of workload. The Laudeman metric incorporates nine traffic
factors, using two-minute time increments and a twenty-minute projection of future aircraft
positions. This metric attempts to compartmentalize workload as a series of time-space
counts.

In contrast, we propose two conflict measures in this study. The first is a classification
scheme for recording a conflict with respect to each intruder B that conflicts with a given
focal aircraft A, and provides a measure of several aspects impacting the difficulty of conflict
resolution by air traffic controllers. Given that B penetrates the shell of A, and that λ1 and
λ2 in (6.7) are well defined, we will classify the conflict as being of

Class [k1, k2, θ, τ, dmin]B (6.8)
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where B represents the intruding aircraft, and where the different entities in (6.8) are de-
termined as follows. First, for λ = λ1, we find the dimension ρ equal to 1, 2, or 3, if it
exists, for which the corresponding inequality in (6.6) is binding, breaking ties first in favor
of a dimension that has a nonzero λ-coefficient in the corresponding inequality in (6.6), and
for continuing ties, we favor dimension 3 (vertical separation), then dimension 1 (in-trail
separation), and lastly, dimension 2 (lateral separation). If no inequality is binding (whence
we must have λ1 = 0), we use k1 = 0. Otherwise, we use k1 = ρ if the identified inequality
in (6.6) for dimension ρ is a right-hand inequality, and k1 = −ρ if this is a left-hand in-
equality. Hence, the first entity in (6.8) designates the entry point of the intruder B within
the box for aircraft A. If k1 = 0, then the conflict has been continuing from the previous
segment because B lies in the interior of the box. Otherwise, a positive (negative) value for
k1 indicates an entry via the face of the box that is orthogonal to the corresponding positive
(negative) |k1|-axis, with ties handled according to the stated order. This order is based
on the dimension for which a smaller separation is usually specified in practice in case the
entry occurs on an edge (or a vertex) of the box. Similarly, k2 is defined with respect to
λ = λ2 and designates the face of exit (with ties broken as above), and where k2 equals 0
(whence λ2 must be 1) if the intruder continues to lie in the interior of the box at the end
of this duration segment. The entity θ is a relative heading angle between the trajectories
defined by dA and dB of aircraft A and B. The duration of intrusion over this time segment
is given by τ = T (λ2 − λ1). Note that for continuing consecutive segments of intrusion, the
total duration of intrusion can be obtained by summing τ for the class vectors spanning from
[k1 6= 0, 0, ...]B, ..., to [0, k2 6= 0, ...]B. Finally, dmin denotes the minimum distance achieved
between aircraft A and B over this duration segment.

The second conflict measure proposed is an aggregate metric that is useful for providing an
executive summary viewpoint of the overall nature and extent of conflicts. For this purpose,
during the conflict analysis, three imaginary protective boxes are constructed around the
primary aircraft. The first is the outer protective box used to determine the presence of a
conflict based on standard separation criteria. The second is an intermediate box with each
dimension measuring half that of the first. The third is a tight box measuring 500 ft in front
of and behind the aircraft, 500 ft to the left and right of the aircraft, and 100 ft above and
below the aircraft. The severity of a conflict is measured by placing each conflict into one
of three possible severity classes depending on the smallest box pierced. A conflict falls into
severity class 1 if the intruding aircraft pierces the outer protective box (but not the other
two boxes), severity class 2 if it pierces the intermediate box (but not the inner box), and
severity class 3 if it pierces the inner box. Note that the higher the level of severity, the more
vulnerable the situation becomes when uncertainties in trajectory paths (not considered
here) due to weather or pilot blunders are superimposed on the scenario.
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The proposed aggregate metric is a vector describing the number and the average duration
of conflicts that fall within each severity class. (The average durations are computed only
for severity classes 1 and 2 because conflicts of severity class 3 are untenable and require no
further quantification.) This metric is given by

(N1, L1, N2, L2,N3) (6.9)

where Nk is the number of pairwise conflicting aircraft of severity (at most) k, and where Lk
is the average length of conflict durations for severity k, given by the sum of the durations
over all pairs of flights for which a conflict of severity k occurs divided by Nk. In our
computations in Section 6.3, we provide information regarding this aggregate metric. (The
detailed classification scheme for each conflict is also computed by AEM, but is not reported
here for the sake of brevity.)

6.3 Model Application

6.3.1 National Airspace Resource Investment Model (NARIM)
Scenarios

To test AOM and AEM, several FAA developed airspace scenarios were used. These
scenarios represent a natural progression from current conditions (wherein 5-7% of aircraft
utilize the National Route Program in which pilots are allowed to follow direct origin to
destination routes at certain altitudes), to three dimensional Free-Flight (scenarios using
wind-optimized, cruise-climb trajectories). The wind-optimized trajectories utilize the infor-
mation regarding wind vectors that are recorded at various national weather service stations
located throughout the country. Given the wind velocities and directions, a discrete dynamic
programming algorithm is employed to calculate the most efficient route for an aircraft.
Cruise-climb trajectories optimize the altitude at which an aircraft should be flying. Since
an aircraft loses weight during the course of its flight, the optimal flying altitude slightly
increases throughout the course of a flight. Cruise-climb trajectories determine this rate,
and accordingly, prescribe a route containing a series of periodic climbs (instead of a steady
continuous climb).

The NAS traffic demand scenario database used in this study represents typical NAS con-
ditions for five days of the year, and contains the 1996 ETMS (Enhanced Traffic Management
System) traffic information. This data was used as our baseline case. Each alternative sce-
nario or operational concept examined below, as defined in the NARIM program literature
[34], uses different wind patterns that capture seasonal variations in the jetstream. These
scenarios were generated by CSSI using a combination of the Future Demand Generator and
an optimization model OPGENTM that prescribes flight trajectories between an origin and
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a destination airport using variable ATC rules, aircraft performance parameters, and wind
conditions, while optimizing individual flight tracks above FL150. Except for the prevailing
jetstream and wind conditions, other more uncertain events such as storms and severe tur-
bulance zones were ignored in this study. The optimization of routes is performed over the
enroute (class A airspace) segments of the flights. The terminal airspace trajectory main-
tains a preferred arrival or departure pattern due to congestion, and this therefore precludes
the use of optimal routes in this (class B) airspace.

Another important assumption made relates to the optimization mode used. Flights longer
than 1000 nautical miles (nmi) were fully optimized subject to the constraints of the cor-
responding concept of operations (e.g., wind-optimized routing, with hemispherical rules
which dictate that East-West flights fly at one of the levels FL290, FL330, FL370, and so
on, and North-South flights fly at one of the levels FL310, FL350, FL390, and so on) [34].
Shorter flights, less than 1000 nmi, were “straightened”, subject to detours due to special-use
airspace (SUA) constraints, and were placed on RVSM (reduced vertical separation mini-
mum) altitudes or at some appropriate altitude above FL290, where flights need only be
separated vertically by 1000 ft., as opposed to 2000 ft.

Three operational scenarios proposed by the FAA to research transition to the concept of
Free-Flight were investigated in this study. The following paragraphs summarize the ATC
rules and wind conditions considered for each of these NAS traffic demand scenarios. For
each of these scenarios, AOM was first run to ascertain the sector occupancies for each flight.
Using this information, AEM was then run to analyze each pair of potentially conflicting
flight-plans over FL180 to determine the existence and nature of each conflict, as discussed
before. This conflict analysis was not performed below FL180, because this segment of the
airspace is regulated separately by tracons in the vicinity of airports under specific takeoff
and landing separation procedures which differ from enroute separation criteria.

Current National Airspace (NAS) Concept of Operations

This scenario represents the aforementioned 1996 traffic conditions for NAS. The tra-
jectories are based on the actual flight-plans filed by the airlines. The analysis includes
mostly fixed route flight-plans that use the high altitude airway system in the US, relying
on ground-based navigational aids (NAVAIDS) such as Very High Frequency, and Omni-
Directional Range instruments (VOR).

Wind-Optimized Profiles with a Reduced Vertical Separation Minimum (RVSM)

This scenario reflects the removal of reliance on the ground-based NAVAIDs. The flights
in this scenario are wind-optimized, adopt the stated reduced vertical separation standard
of 1000 ft., and are placed at altitudes governed by the following level designations [34].
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Westbound Flight Levels: Begin at FL180 and the levels increment at intervals of 2000’.
Eastbound Flight Levels: Begin at FL190 and the levels increment at intervals of 2000’.
These level designations thus effectively enforce that oncoming flights are always separated
vertically by at least 1000’.

Wind-Optimized Profiles without Hemispherical Rules (Cruise-climb)

This scenario reflects a complete relaxation of the previous restrictions. The trajectories
are not constrained by the ground-based navigational aids, or by enforced flight altitudes
dictated by vertical separation standards. The profiles represent optimal three-dimensional
trajectories in the enroute airspace, considering wind conditions and the cruise-climb strategy
as described above.

Four Air Route Traffic Control Centers (ARTCC) covering the Florida Peninsula (ZMA
and ZJX: the Miami and Jacksonville Centers) and a mainland section (ZID and ZTL: the
Indianapolis and Atlanta Centers) were selected for the sake of illustration. Figures 6.7 and
6.8 illustrate the dimensions of the sector modules which comprise these centers. The analysis
was carried out for a pair of centers at a time in order to assess the effects over a relatively
large geographical area. The flight-plans analyzed were extracted from the aforementioned
NARIM concept of operations database, which contains 18,000 flight-plans per day which
cruise above FL240 in the baseline year (1996). For the sake of illustration, and in order to
maintain a homogeneous flight data structure that reflects a contiguous traffic pattern, we
selected a set of 18,166 flights that occurred over the National Airspace over a 24-hour span.
Out of this set, 4,294 flights intersected the ZID-ZTL centers, and 1,494 flights intersected
the ZMA-ZJX centers. This same set of flight-plans was then modified under RVSM and
cruise-climb (CC) rules to facilitate comparisons between the baseline scenario and these
alternative scenarios.

For each of the three scenarios (baseline, Free-Flight under RVSM, and Free-Flight under
cruise-climb), we first ran AOM to ascertain the number of flights crossing each sector. Using
the flow pattern during 15-minute intervals over each sector, we recorded a time series of the
number of flights occupying each sector over these time intervals for each of the Free-Flight
scenarios versus the baseline case. Next, we used AEM to determine the number of blind-
conflicts that occur during vertical transitions as well as during level enroute flight segments
for each sector region under each of the aforementioned three scenarios. These results are
reported below along with the aggregate conflict metric given by Equation (6.9). We also
provide an estimate of the potential increase in airspace handling capacity under the two
Free-Flight concept of operations, in comparison with the baseline case, due to a reduced
workload stemming from fewer potential conflicts that require resolution.
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Figure 6.7: Sector Modules at FL350 for the ZID and ZTL Centers.

6.3.2 Model Results

This section presents the outcomes of AOM and AEM under the stated new NAS opera-
tional concepts (i.e., RVSM and cruise-climb flight conditions). Traffic flow results are first
presented to verify whether or not these operational changes using RVSM and cruise-climb
rules produce significant variations in sector traffic flows. Conflict results are then presented
in a subsequent subsection to assess the number of expected blind-conflicts in the identified
centers, and its ensuing effect on airspace handling capacity.

Traffic Flow Patterns

Traffic flow patterns in an airspace sector are important from a collision risk point of view
because they are predictive of the number of potential blind-conflicts. Moreover, sector traffic
volumes could also be used subsequently to model end-game dynamics between conflicting
aircraft that include ATC and pilot blunders.

The stream of flight occupancy information for each sector over 15-minute time intervals
under the baseline case was compared with that for each of the two Free-Flight scenarios.
A Wilcoxon signed rank test [120] was performed to validate whether or not the sum of
the sector occupancy rank differences is equal to zero (assuming that the distribution of
the differences in ranks is symmetric about 0). The level of significance used was 0.05 (i.e.,
there is a 5% likelihood of incorrectly concluding that the sum of the sector occupancy
rank differences is not equal to zero). For those sectors whose occupancies were found
to be dissimilar in the transition to the Free-Flight scenario as determined by this test,
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Figure 6.8: Sector Modules at FL350 for the ZMA and ZJX Centers.

we also ascertained whether this dissimilarity was due to an increase or a decrease in the
sector occupancy by comparing the average number of flights which occupy these sectors
over the time intervals. Table 6.1 presents the results for this analysis. Note that there
are several sectors whose traffic patterns are significantly affected by the RVSM and cruise-
climb concepts of operation. Table 6.1 demonstrates that the centers located in the Florida
Peninsula (ZMA and ZJX) show less variations in traffic flows across sectors under RVSM
or CC versus the baseline case, than those in the mainland portion (ZTL and ZID) of the
continental USA. This result was expected since flights in Florida are relatively well organized
in a North-South direction. The conclusion that can be drawn here is that aircraft flight
tracks are impacted more in a central enroute control center where there is more latitude in
optimizing flight-plan trajectories laterally. For example, a westbound flight whose original
track in the baseline scenario crosses ZID, might take consideration of the prevailing jetstream
by traveling further south (i.e., crossing ZTL instead of ZID). Furthermore, the redistribution
of flights via either the RVSM or the cruise-climb operation tends to have an effect of
decreasing the occupancies of more sectors than the number of sectors for which an increase
is observed.

To provide further information, Figure 6.9 displays certain statistics regarding the number
of flights occupying each sector in the ZID and ZTL centers over 100-minute intervals for the
baseline and the RVSM scenarios. A relatively larger time interval was selected to examine
a more smoothened out variation in the flow pattern than evident for the 15-minute interval
time series. The mean number of flights occupying each sector over these 100-minute time
intervals for the baseline case was plotted above the zero-line on the vertical axis, while
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ARTCC Number of Sectors having Sectors having an Sectors having a
Centers Sectors Similar Traffic Flows Increase in Traffic Decrease in Traffic

(RVSM / CC) (RVSM / CC) (RVSM / CC)
ZMA, ZJX 76 33 / 32 17 / 18 26 / 26
ZID, ZTL 90 21 / 19 30 / 35 39 / 36

Table 6.1: Statistical Analysis of Sector Traffic Flows.

Figure 6.9: Mean Flights for the Baseline, and Absolute Difference Between the Baseline
and RVSM Scenarios for the ZID-ZTL Centers.

the absolute differences in the mean number of flights between the baseline and RVSM
scenarios were plotted below this line. This figure exhibits a moderate change in mean
sector occupancies resulting from the Free-Flight scenario. Figure 6.10 displays the standard
deviation in the number of flights occupying each sector over these time intervals for the
baseline and the RVSM scenarios. From this plot, we see that flights occupying the ZID-
ZTL centers are relatively more uniformly distributed under the RVSM scenario than under
the baseline scenario for 38 of the total of 90 sectors, with a comparable variability observed
for 3 sectors. Similar results were obtained while comparing the baseline and cruise-climb
scenarios, as well as for the ZMA-ZJX centers. We also compared the RVSM and cruise-climb
scenarios, and discovered that the differences in mean sector occupancies and variances were
relatively small.

The results from this investigation suggest that small to medium changes in sector oc-
cupancies are observed with the transition to Free-Flight. The changes are highly varied
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Figure 6.10: Standard Deviations in Sector Occupancies for the Baseline and RVSM Scenar-
ios for the ZID-ZTL Centers.

since aircraft trajectories differ substantially (both laterally and vertically) when flights use
wind-optimized tracks. All flights are contained within one of four enroute traffic control
centers.

Conflict Results

The foregoing three concepts of operations were applied to the above set of flights travers-
ing the four centers under consideration, and the number of conflicts detected by AEM in
the enroute airspace and during vertical transitions were recorded and analyzed. The results
of this analysis are presented in Tables 6.2-6.4 for the Florida Peninsula centers ZMA and
ZJX, and in Tables 6.5-6.7 for the mainland section centers ZID and ZTL. These tables
display the number of conflicts at each level of severity, and the average duration of the
conflicts at the severity levels 1 and 2 (see Equation (6.9)), while the aircraft are in vertical
transitions (Column 2), and during the level portions of the enroute flights called Enroute
Flight Segments (Column 3). Vertical transition conflicts are defined as conflicts which occur
when at least one of the aircraft is executing a vertical change above FL180. The last row of
each table records the total number of conflicts and the overall average duration of conflicts
having severity levels 1 and 2, for each of the cases of vertical transitions and enroute flight
segments.

Intuitively, the expectation might be that under Free-Flight operations, the number of
blind-conflict encounters would increase for a given traffic density because of the lack of
controls in managing the flight trajectories. On the contrary, our results predict a significant
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decrease in potential conflicts as seen in Tables 6.2-6.7, and summarized in Table 6.8 for
the case of enroute segment conflicts. The reason for this is that the flight-plans for the
baseline case follow certain standard way-point based trajectories which happen to represent
restricted airspace corridors, while the unconstrainted trajectories under the various Free-
Flight concepts are more dispersed over the airspace covering the region of concern. This
reduction in congestion results in fewer potential conflicting encounters between pairs of
aircraft.

Now, assuming that the number of (enroute) conflicts is proportional to the square of
the number of flights, we can roughly estimate the increase in (enroute) airspace capacity
that is implied by the reduction in the number of conflicts from the baseline scenario for
each of the Free-Flight scenarios RVSM and CC (see [75]). For example, if c1 and c2 > c1
are respectively the number of conflicts under a Free-Flight and the baseline scenario for
a certain sector region, the percent increase in the number of flights under the Free-Flight
scenarios that would give the same number of estimated conflicts as under the baseline case
is given by [(

√
c2 −√c1)/√c1]100%. This quantity reflects a percentage increase in airspace

handling capacity for the same expected conflict intervention workload, and is computed for
each pair of centers in Table 6.8, under each of the Free-Flight concepts RVSM and CC.
Naturally, this is only a rough analysis, and further research is needed to assess the validity
of this increased capacity.

Some would argue that due to an apparent reduction in the number of conflicts under
RVSM and CC conditions, ATC controllers would experience less workload and thus the
system might be safer than under the baseline conditions. This notion needs to be further
investigated given that workload is not a simple linear function of the number of flights
traversing a sector or the number of conflicts that require intervention. It also depends
upon other complexities such as sector geometry, flight path and conflict geometries, human
reliability, situational awareness, and available automation tools. The point here is that
from the individual collision risk assessment viewpoint, all else being equal, a blunder during
RVSM or CC might be more likely to cause a midair collision than under baseline conditions
due to reduced margins of vertical separation and due to limitations of the human controller
in spatially separating incoherent traffic. Assessing the probabilities of such failures occurring
in a more automated environment is a challenging issue that warrants further investigation.
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Blind-Collision Type Vertical Transitions Enroute Flight Segments
# of Conflicts Avg. Duration # of Conflicts Avg. Duration

(minutes) (minutes)
Severity 1 76 2.03 35 2.97
Severity 2 57 6.17 23 7.88
Severity 3 25 N/A 23 N/A
Total 158 3.80 81 4.92

Table 6.2: ZMA and ZJX ARTCC Conflict Statistics (Baseline).

Blind-Collision Type Vertical Transitions Enroute Flight Segments
# of Conflicts Avg. Duration # of Conflicts Avg. Duration

(minutes) (minutes)
Severity 1 51 1.53 14 5.11
Severity 2 38 7.99 15 7.74
Severity 3 20 N/A 15 N/A
Total 109 4.29 44 6.47

Table 6.3: ZMA and ZJX ARTCC Conflict Statistics (RVSM).

Blind-Collision Type Vertical Transitions Enroute Flight Segments
# of Conflicts Avg. Duration # of Conflicts Avg. Duration

(minutes) (minutes)
Severity 1 47 1.54 21 3.67
Severity 2 42 6.11 18 8.94
Severity 3 22 N/A 19 N/A
Total 111 3.70 58 6.10

Table 6.4: ZMA and ZJX ARTCC Conflict Statistics (Cruise-Climb).
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Blind-Collision Type Vertical Transitions Enroute Flight Segments
# of Conflicts Avg. Duration # of Conflicts Avg. Duration

(minutes) (minutes)
Severity 1 370 1.12 259 2.08
Severity 2 273 4.37 226 5.05
Severity 3 134 N/A 123 N/A
Total 777 2.50 608 3.46

Table 6.5: ZID and ZTL ARTCC Conflict Statistics (Baseline).

Blind-Collision Type Vertical Transitions Enroute Flight Segments
# of Conflicts Avg. Duration # of Conflicts Avg. Duration

(minutes) (minutes)
Severity 1 377 0.97 130 2.29
Severity 2 214 3.00 125 4.06
Severity 3 65 N/A 55 N/A
Total 656 1.71 310 3.16

Table 6.6: ZID and ZTL ARTCC Conflict Statistics (RVSM).

Blind-Collision Type Vertical Transitions Enroute Flight Segments
# of Conflicts Avg. Duration # of Conflicts Avg. Duration

(minutes) (minutes)
Severity 1 406 0.93 169 1.50
Severity 2 264 2.89 150 3.14
Severity 3 72 N/A 44 N/A
Total 742 1.70 363 2.27

Table 6.7: ZID and ZTL ARTCC Conflict Statistics (Cruise-Climb).

RVSM CC
Sector Region Baseline Enroute # Enroute % Capacity # Enroute % Capacity

Conflicts Conflicts Increase Conflicts Increase
ZMA and ZJX 81 44 35.68 58 18.16
ZID and ZTL 608 310 40.05 363 29.42

Table 6.8: Summary of Conflict Statistics and Capacity Enhancements.



Chapter 7

Generalization of Collision Detection
with Application to Robotics

We now digress to elaborate on collision detection in a more general setting. In the field
of robotics, it is important to be able to efficiently detect collisions that will occur between
objects whose initial positions and trajectories are known. This chapter addresses the is-
sue of determining the first point of collision between two objects, whose trajectories are
either linear or piecewise linear (or are inanimate). In Section 7.1, we develop an algebraic
characterization of an object translating along arbitrary linear trajectories, and review the
integer programming model of Selim and Almohamad [95]. In Section 7.2, we construct a
linear programming convex hull representation for this integer programming formulation,
and demonstrate the relative efficiency of this model. In Section 7.3, we extend both models
to the case of piecewise linear trajectories, and demonstrate the effectiveness of solving this
collision problem one segment at a time until a collision is detected, as opposed to solving a
global formulation which considers all linear segments simultaneously.

7.1 Algebraic Characterization of a Translating Body
In this section, we introduce the algebraic characterization for bodies translating along linear
trajectories. (This machinery will be extended in the sequel to handle piecewise linear
trajectories.) Let C be a polytope defined in Rn by a system of m inequalities F (x) ≤ b,
where x = (x1, ..., xn) is a point of C defined with respect to an n-dimensional coordinate
frame R having origin O, and F : Rn → Rm is a vector function that describes the body’s
shape with respect to R. The frame R will be assumed to be attached to the body and will
move along with it. Note that in general, this representation need not place any restrictions
on the convexity or boundedness of C. However, for the present, we will assume that C is a
polytope, and accordingly, let its defining inequalities be given by Fx ≤ b where F is now
taken as an m x n matrix. Let R0 be a fixed reference frame having its origin at O0 in Rn,
and let g be an n-dimensional vector function which describes the linear trajectory of the

109



Chapter 7: Generalization of Collision Detection with Application to Robotics 110

body with respect to R0. In this frame of reference, the relative displacement of the body C
at time t can be described by the following function P (t) ∈ Rn

P (t) = p0 + gt, (7.1)

where p0 ∈ Rn is the initial position of the origin O of R at t = 0 with respect to the
reference R0, and g is the velocity vector describing the linear trajectory of C. Hence, the
absolute position vector X with respect to the frame R0 of a point x ∈ R could be written
as

X = p0 + gt+Bx, (7.2)

for some orthonormal transformation basis B. (Note that if the frames of reference are par-
allel as assumed in Selim and Almohamad [95], then B is the n x n identity matrix. We
consider a general matrix B to facilitate the consideration of trajectories described by piece-
wise linear segments, along with possible rotations at the breakpoint intervals.) Rearranging
(7.2) as x = B−1(X− p0− gt), and noting that B−1 ≡ Bt since B is orthonormal, we obtain
a description of the body in frame R0 at time t as

F [Bt(X − p0 − gt)] ≤ b. (7.3)

Example 7.1. Consider the following example which illustrates the notation introduced
above. With respect to a frame of reference R, let the following inequalities comprise the
system Fx ≤ b that describe the shape of a polytope C.

−x1 + x2 ≤ 0 (7.4a)

−x2 ≤ 0 (7.4b)

x1 + x2 ≤ 1. (7.4c)

Consider the direction vector g = (3,0), and an initial position p0 = (1,2), with respect to a
frame of reference R0 and let the rotation matrix B be given by

B =

· −1 0
0 −1

¸
. (7.5)

The situation is depicted in Figure 7.1. Note that while p0 and g are given with respect to
R0, the defining inequalities in (7.4) are given with respect to R, where R is rotated 180◦

with respect to R0. For this example, X is given by

X =

µ
1
2

¶
+

µ
3
0

¶
t+

µ −1
0

¶
x1 +

µ
0
−1

¶
x2, (7.6)
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Figure 7.1: Illustration of Example 7.1.

and the system of equations (7.3) is given by

X1 −X2 − 3t ≤ −1 (7.7a)

X2 ≤ 2 (7.7b)

−X1 −X2 + 3t ≤ −2. (7.7c)

Now, consider several bodies Ck ∈ Rn, k = 1, ...,K. Each body Ck is described by its
mk defining halfspaces Fkx ≤ bk with respect to some frame of reference Rk. Also, relative
to the fixed frame of reference R0, the frame Rk is described via an initial position p0k for
its origin, its velocity vector gk, and its rotation matrix Bk. For clarity in the exposition,
we substitute Ak ≡ FkB

t
k. Adapting the formulation of Selim and Almohamad [95], the

first point and time of collision between any pair of bodies can by obtained by solving the
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following optimization problem.

IP1: Minimize t+ tfδ0 (7.8a)

subject to AkX −Akgkt ≤ bk +Akp0k + (1− δk)Mke
(k) ∀ k = 1, ..., K (7.8b)

2δ0 +
KX
k=1

δk = 2 (7.8c)

δk ∈ {0, 1} ∀ k = 0, 1, ...,K (7.8d)

t ≥ 0, (7.8e)

where tf is the time beyond which we are not concerned with any collisions, e
(k) is a column

vector of mk ones, and Mk, k = 1, ..., K are sufficiently large numbers (derived as tightly as
possible; e.g., see Selim and Almohamad). We have taken X to be the point in frame R0 at
which a collision occurs, t to be the time at which the collision occurs, and δk to equal one if
body k is involved in the collision, and zero otherwise. Observe that for this formulation, we
have added an artificial variable δ0 to ensure that the problem always has a feasible solution,
i.e., δ0 = 1 and all other variables equal to zero. Constraints (7.8b) require that if body k
is involved in the collision, then the point X lies within body k at time t. Constraint (7.8c)
requires that some two bodies are involved in the collision if one occurs (whence δ0 = 0), or
else, δ0 = 1. Finally, constraints (7.8d) and (7.8e) represent logical relationships. Note that
the nature of the objective function along with (7.8e) ensures that any detected collision
occurs within the domain of the specified time interval [0,tf ].

7.2 LP Formulation of the Collision Problem
We now present a linear programming convex hull-based representation for the collision
problem IP1 given by (7.8). Consider the following linear programming model.

LP1: Minimize
K−1X
i=1

KX
j=i+1

tij + tfδ0 (7.9a)

subject to AiXij −Aigitij ≤ (bi +Aip0i)δij ∀ 1 ≤ i < j ≤ K (7.9b)

AjXij − Ajgjtij ≤ (bj +Ajp0j)δij ∀ 1 ≤ i < j ≤ K (7.9c)

δ0 +
K−1X
i=1

KX
j=i+1

δij = 1 (7.9d)

δ0 ≥ 0, δij ≥ 0, tij ≥ 0 ∀ 1 ≤ i < j ≤ K. (7.9e)

Here, if bodies i and j collide, we would evidently obtain δij equal to one, tij equal to the
time of the collision, and Xij equal to the point at which this collision occurs. Constraints
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(7.9b) and (7.9c) ensure that in this case, the identified point X ≡ Xij belongs to both the
polytopes i and j at the time tij . The restrictions (7.9d) permit at most one δij variable
to be one. On the other hand, if all the δij variables are zero, then δ0 = 1 by (7.9d), and
then via the objective function and the constraints (7.9b,c,e), we may take tij = 0 and Xij
= 0 ∀ i < j. Note that by the boundedness of the bodies, whenever δij = tij = 0, (7.9b,c)
imply that Xij ≡ 0 necessarily. Again, note that the artificial conflict variable δ0 ensures a
feasible solution to the problem, and is selected to be 1 in the worst case. Observe that the
key requirement to validate this formulation is that the δ-variables are binary valued at any
extreme point of LP1. This would then imply that either some δrs = 1 and the remaining δij
variables and δ0 are zeros, or else, δ0 = 1 and δij = 0 ∀ i < j at any extreme point optimum
to LP1. This property is established in Proposition 7.1 below. Proposition 7.2 then indicates
that LP1, in essence, is based on a convex hull representation of an equivalent reformulation
of IP1.

Proposition 7.1. The vector δ = (δ0, δij ∀ i < j) is binary valued at any extreme point
of LP1.

Proof. It is sufficient to show that for any linear objective function gradient c = (c1, c2, c3)
for which the linear program

LP(c): Minimize {c1χ+ c2t+ c3δ : (7.9b)− (7.9e)}
has a unique optimum, where χ = (Xij ∀ i < j), t ≡ (tij ∀ i < j), δ ≡ (δ0, δij ∀ i < j), we
have that δ is binary valued. To see this, note that

LP(c) ≡ minimize c3δ +minimum {c1χ+ c2t : (7.9b), (7.9c), t ≥ 0}.
δ0+

P
i<j δij=1, δ≥0 (7.10)

Observe that the inner linear program in (7.10) is separable in (Xij , tij) ∀ i < j, with
all the right-hand sides being multiplied by the constant δij. Hence, by duality, each of
these problems has an objective value given by ∆ijδij, where ∆ij is the optimal value of
the corresponding inner minimization problem when δij ≡ 1, and where ∆ij is taken as an
arbitrarily large number if the problem is infeasible. (Note that no ∆ij can be −∞, or else,
LP(c) would have been unbounded.) Consequently, defining the vector ∆ = (0,∆ij ∀ i < j),
(7.10) reduces to

LP(c) = minimize {(c3 +∆)δ : δ0 +
K−1X
i=1

KX
j=i+1

δij = 1, δ ≥ 0}. (7.11)

Since LP(c) has a unique optimum by assumption, and since the vertices of (7.11) are binary
valued, we have that δ is binary valued at any vertex of (7.9). This completes the proof. 2
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In order to more conveniently reveal a convex hull based relationship between IP1 and
LP1, let us first equivalently rewrite these problems as follows. Let IP1’ be an augmentation
of IP1 in which the following constraints are added in lieu of (7.8e):

0 ≤ t ≤ tf(1− δ0), − (1− δ0)Me ≤ X ≤ (1− δ0)Me, (7.12)

where e is a vector of n-ones and M is a sufficiently large number. Note that the restrictions
in (7.12) enforce t ≡ 0 and X ≡ 0 whenever δ0 = 1 (and so, δ1 = ... = δK = 0). Note that in
the original formulation IP1 given by (7.8), the value of t was forced to zero via the objective
function in this case, while X was inconsequential, and given by some arbitrary solution to
the resultant constraints (7.8b).

Likewise, to force tij and Xij to zero via feasibility considerations in LP1 whenever δij = 0,
let us add the following constraints

0 ≤ tij ≤ tfδij ∀ 1 ≤ i < j ≤ K. (7.13a)

Note that whenever δij = 0, we would obtain tij ≡ 0 in the presence of (7.13a), and then
via (7.9b,c), since the bodies are assumed to be polytopes, we would also obtain Xij ≡ 0.
Furthermore, observe that the proof of Proposition 7.1 continues to hold true under the
incorporation of (7.13a) within the model LP1. The revised formulation LP1’ is defined
by adding (7.13a) to LP1, along with the following identity constraints which simply define
values for the variables in IP1’ (or IP1) in terms of the variables in LP1’ (or LP1).

X =
K−1X
i=1

KX
j=i+1

Xij, t =
K−1X
i=1

KX
j=i+1

tij, and δi =
X
j>i

δij +
X
j<i

δji ∀ i = 1, ..., K. (7.13b)

Proposition 7.2. The projection of the feasible region of LP1’ onto the space of the
variables (X, t, δ0, δ1, ..., δK) represents the convex hull of feasible solutions to Problem
IP1’.

Proof. First, note from the foregoing discussion that any feasible solution (X,t,δ0,δ1,...,δK)
to IP1’ is also feasible to LP1’ by defining δij = δiδj ∀ i < j, tij = tδij ∀ i < j, and
Xij = Xδij ∀ i < j. Furthermore, since the proof of Proposition 7.1 continues to hold
true under the added restrictions (7.13a), and noting that (7.13b) represents only dummy
substitution constraints, we have that any extreme point of LP1’ has binary values of δ.
By the foregoing discussion, corresponding to any vertex of LP1’, the resultant solution δ0
along with X,t, and δ1, ..., δK given by (7.13b) is then readily verified to be feasible to IP1’.
These two relationships between IP1’ and LP1’ establish the required result, and the proof
is complete. 2
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For the sake of computational simplicity, we opt to solve LP1 rather than use the more
restricted formulation LP1’ in recovering an optimal solution to the collision problem. Note
that solving LP1 is a much simpler task than solving for the pairwise intersection of poly-
topes and then picking the minimum time of intersection, since the latter strategy involves
enumerating the solutions to LP1 over each face defined by setting δij = 1 ∀ i < j in turn.
Remark 7.1. Observe that IP1 contains O(mK) constraints, K + 1 0-1 variables, and
O(n) continuous variables, and requires the derivation of sufficiently large coefficients Mk

∀ k = 1, ...,K. LP1, however, has O(nK2) variables and O(mK2) constraints. Although
this is larger, except for the constraints (7.9b) and (7.9c) corresponding to some δrs = 1 at
optimality in case a collision exists within the time horizon [0,tf ], the remaining constraints
will have slacks as basic variables, with all other variables in these constraints being zero,
thereby simplifying the structure of an optimum.

To compare the solution efficiency of these two models, we constructed three sets of eleven
test problems each. Test Set 1 examines 75 bodies, Set 2 examines 125 bodies, and Set 3
examines 175 bodies. The method for generating these test problems follows the procedure
of Selim and Almohamad [95]. For each body, a right cylinder of random height and diameter
is generated, around which the required number of tangent planes parallel to the z-axis are
generated. This body is then rotated by a random orthonormal rotation matrix B. Finally,
the linear trajectories and starting points are also randomly generated such that the polytope
initially lies within the region of interest. To provide a known solution for these algorithms,
it was necessary to specify in advance the approximate point at which the first collision
occurs. This was done by sufficiently dispersing the bodies generated relative to the design
space to inhibit any conflict, and then generating two special bodies randomly as before,
with the provision that their origins (assumed to be part of their vertices) meet at some
common point X∗ at a specified time t∗. In practice, this produces a conflict just before
t∗, due to the fact that these two bodies are likely to collide first at some point other than
their origins. In each of the test sets, having set tf ≡ 1, we have taken t∗ = (i− 0.5)/10 for
Problems i = 1, ..., 10, while the 11th problem entails no collision and thus has an optimal
objective value equal to 1 obtained by setting δ0 = 1. All problems were run using CPLEX
6.0 on a SUN Ultra 10 workstation. Table 7.1 presents the results for the formulations IP1
and LP1, with CPU Time measured in seconds. Note the significant improvement of using
LP1 over IP1, especially for problems having a small to moderate number of bodies. For
Test Set 1, using LP1 over IP1 yields a 32.7% decrease in computation time, as compared
to a 26.3% decrease for Test Set 2 and a 6.2% decrease for Test Set 3.

Remark 7.2. For each of the models IP1 and LP1, a feasible starting solution is known,
i.e., δ0 = 1 and all other variables equal to zero. We have utilized this starting basis (or
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Set 1 Set 2 Set 3
Formulation CPU Time CPU Time CPU Time

IP1 56.5 281.1 762.0
LP1 38.0 207.7 714.7

Table 7.1: Comparison of Formulations.

starting feasible solution in the case of IP1) in the solution of these problems, rather than
requiring CPLEX to find a first feasible solution. Table 7.2 shows the benefit of providing this
starting information as an input into CPLEX. While the advantage in using this information
is clear for LP1, it is negligible for IP1. Hence, in all of the remaining computations, we
initialize the solution procedure with this starting information.

Formulation IP1 Set 1 Set 2 Set 3
Starting Solution CPU Time CPU Time CPU Time

With 56.5 281.1 762.0
Without 56.8 272.1 763.1

Formulation LP1 Set 1 Set 2 Set 3
Starting Basis CPU Time CPU Time CPU Time

With 38.0 207.7 714.7
Without 42.5 244.9 938.5

Table 7.2: Effect of Starting Basis/Solution.

Remark 7.3. Another option in improving the effectiveness of an LP/IP solver such as
CPLEX is to scale the coefficient matrix to reveal a more conveniently structured model.
Here, we investigate two different scaling methods. First, we examine scaling each constraint
(7.8b) for IP1 and (7.9b,c) for LP1 such that the coefficient for the time variable t or tij ,
respectively, in each of these constraints is either a 1 or a -1. Alternatively, we may apply
this scaling technique to the coefficients of the δ variables in these same constraints. We
refer to these techniques as t-scaling and δ-scaling, respectively. Table 7.3 displays the
resultant effect of t and δ-scaling for our test-bed of problems. Scaling seems to have little
effect on LP1, although for the larger problems, the t-scaling strategy did show some slight
computational advantage. For IP1, the effect of scaling was significant, especially when
using δ-scaling. Note that the combination of using IP1 with an initial feasible solution and
δ-scaling seems to be the best option for solving problems with K = 175 bodies.
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Formulation IP1 Set 1 Set 2 Set 3
Scaling CPU Time CPU Time CPU Time
None 56.5 281.1 762.0
t-scaling 50 243.4 677.8
δ-scaling 50.5 231.9 645.2

Formulation LP1 Set 1 Set 2 Set 3
Scaling CPU Time CPU Time CPU Time
None 38.0 207.7 714.7
t-scaling 41.7 220.4 691.0
δ-scaling 42.1 221.0 694.8

Table 7.3: Effect of Problem Scaling.

7.3 Piecewise Linear Trajectories With Rotations
We now extend the foregoing analysis to the case of bodies translating along piecewise linear
trajectories, possibly rotating at the end of each linear segment. Consider a discretization
of time into intervals q = 1, ..., Q having durations τ1, ..., τQ, starting at time t = 0. Hence,
interval q spans the time segment"

q−1X
r=1

τr,

qX
r=1

τr

#
, for q = 1, ..., Q, (7.14)

where for q = 1, the first term is taken to be zero. Consider a body i that moves along
a piecewise linear trajectory, along with rotations performed before each linear segment is
traversed. Suppose that we have a fixed frame of reference Ri attached to body i that
translates and rotates with it, and let Aix ≤ bi define this body with respect to Ri. Consider
a stationary frame of reference R0 and let the origin of Ri start at p0i and move along velocity
vectors g

(q)
i during the respective intervals q = 1, ..., Q with respect to this frame R0. Hence,

at time t during the qth interval, the origin of frame i is located at the following point with
respect to frame R0:

p
(q)
0i + g

(q)
i t for 0 ≤ t ≤ τq, where p0i +

q−1X
r=1

g
(r)
i τr. (7.15)

Let B
(q)
i be an orthonormal transformation basis such that at time t during the interval

q, any point x in the frame of reference Ri is given by the following point in the frame of
reference R0:

X = p
(q)
0i + g

(q)
i t+B

(q)
i x for 0 ≤ t ≤ τq, q = 1, ..., Q. (7.16)
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Hence, X lies within the body i at time t during interval q if and only if

Ai
h
B
(q)
i

it ³
X − p(q)0i − g(q)i t

´
≤ bi, (7.17)

where
h
B
(q)
i

it
≡
h
B
(q)
i

i−1
. Define

A
(q)
i ≡ Ai

h
B
(q)
i

it
, p

(q)
0i ≡ A(q)i p(q)0i , g(q)i ≡ A(q)i g(q)i ∀ i, q. (7.18)

Using this notation, we first extend IP1 for the case of piecewise linear trajectories via the
following integer program:

IP2: Minimize

QX
q=1

"
tq +∆q

q−1X
r=1

τr

#
+ δ0

QX
q=1

τq (7.19a)

subject to A
(q)
i X − g(q)i tq − p(q)0i ≤ bi + (2− δi −∆q)Miq (7.19b)

∀ i = 1, ...,K, ∀ q = 1, ..., Q

δ0 +

QX
q=1

∆q = 1 (7.19c)

2δ0 +
KX
i=1

δi = 2 (7.19d)

0 ≤ tq ≤ τq∆q ∀ q = 1, ..., Q (7.19e)

δi ∈ {0, 1} ∀ i = 0, ..., K (7.19f)

∆q ∈ {0, 1} ∀ q = 1, ..., Q. (7.19g)

Here, we have introduced a new set of binary variables ∆, where ∆q equals 1 if the first
collision occurs in period q, and is zero otherwise. Constraints (7.19c) require that either a
time period be identified during which a conflict occurs, or else, the artificial variable δ0 be
selected to equal one. The remainder of this formulation follows from IP1, where again, for
each i = 1,...,K and q = 1, ..., Q, Miq is a sufficiently large number so as to make (7.19b)
redundant unless δi = ∆q = 1.

We now construct an equivalent linear programming convex hull representation for this
problem. Note that bodies i and j, i < j, collide during interval q (assuming for the time
being that no prior collision has occurred) if there exists a minimum time tijq ∈ [0, τq] for
which a point Xijq lies in both the bodies. From (7.17) and (7.18), this occurs if the problem
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of minimizing tijq subject to the following constraints has a solution.

A
(q)
i Xijq − g(q)i tijq ≤ bi + p(q)0i

A
(q)
j Xijq − g(q)j tijq ≤ bj + p(q)0j

0 ≤ tijq ≤ τq.
(7.20)

Given that such a collision time tijq exists, the actual time of collision measured from the
initial time t = 0 is given by"

tijq +

q−1X
r=1

τr

#
. (7.21)

Now, let us define the binary variables

δijq =

 1 if the very first collision in the system occurs between bodies i
and j during interval q

0 otherwise, ∀ i < j, q = 1, ..., Q.
(7.22)

Consider the following linear program.

LP2: Minimize
K−1X
i=1

KX
j=i+1

QX
q=1

"
tijq + δijq

q−1X
r=1

τr

#
+ δ0

QX
q=1

τq (7.23a)

subject to A
(q)
i Xijq − g(q)i tijq ≤

h
bi + p

(q)
0i

i
δijq (7.23b)

∀ 1 ≤ i < j ≤ K, q = 1, ..., Q
A
(q)
j Xijq − g(q)j tijq ≤

h
bj + p

(q)
0j

i
δijq (7.23c)

∀ 1 ≤ i < j ≤ K, q = 1, ..., Q
0 ≤ tijq ≤ τqδijq ∀ 1 ≤ i < j ≤ K, q = 1, ..., Q (7.23d)

K−1X
i=1

KX
j=i+1

QX
q=1

δijq + δ0 = 1, δ ≡ (δ0, δijq ∀ i < j, q) ≥ 0. (7.23e)

Note that LP2 has a similar structure to LP1, and as indicated in Proposition 7.3 below,
extreme points of LP2 yield 0-1 values for δ. Hence, if some δuvw = 1 in an optimal solution,
then the solution (Xuvw, tuvw) to the corresponding constraints for u < v and w in (7.23b)-
(7.23d) yields the first point and instant of collision, where the latter is given by the objective
term within brackets in (7.23a) for (i, j, q) ≡ (u, v, w). The remaining variables δijq are zeros,
yielding tijq ≡ 0 via (7.23d) and thereby, enforcing Xijq ≡ 0 in (7.23b,c) since the bodies are
polytopes.
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Set 1 Set 2 Set 3
Formulation CPU Time CPU Time CPU Time

IP2 342.9 715.7 1605.9
LP2 99.8 249.1 726.8

Table 7.4: Effectiveness of IP2 versus LP2.

Proposition 7.3. The vector δ = (δ0, δijq ∀ i < j, q) is binary valued at any extreme point
of LP2.

Proof. Similar to the proof of Proposition 7.1, for any fixed δ feasible to (7.23e), we again
obtain separable linear programs for each (i, j, q) for which the right-hand sides are scaled by
δijq. Hence, the minimization of any linear function subject to the constraints of LP2 can be
equivalently viewed in the projected space of the δ-variables as minimizing a linear function
of δ subject to (7.23e), thereby yielding binary values of δ at optimality. This completes the
proof. 2

Proposition 7.4. Let IP2’ be given by adding the second set of constraints in (7.12) to
IP2, and let LP2’ be given by adding the following identity constraints to LP2:

X =
PK−1

i=1

PK
j=i+1

PQ
q=1Xijq, tq =

PK−1
i=1

PK
j=i+1 tijq ∀ q = 1, ..., Q,

δi =
P

j>i

PQ
q=1 δijq +

P
j<i

PQ
q=1 δjiq ∀ i = 1, ..., K, and

∆q =
PK−1

i=1

PK
j=i+1 δijq ∀ q = 1, ..., Q.

(7.24)

Then the projection of the feasible region of LP2’ onto the space of the variables (X, t1, ..., tQ,
δ0, δ1, ..., δK, ∆1, ...,∆Q) represents the convex hull of feasible solutions to Problem IP2’.

Proof. First, note that any feasible solution (X,t1, ..., tQ,δ0,δ1, ..., δK,∆1, ...,∆Q) to IP2’
is also feasible to LP2’ by defining δijq = δiδj∆q ∀ i < j, ∀ q, tijq = tqδijq ∀ i < j, ∀ q,
and Xijq = Xδijq ∀ i < j, ∀ q. Furthermore, by Proposition 7.3, since (7.24) represent
only dummy substitution constraints, any extreme point of LP2’ has binary values of δ.
Corresponding to any such vertex, the resultant solution δ0 along with X, t1, ..., tQ, δ1, ..., δQ,
and ∆1, ...,∆K given by (7.24) is readily verified to be feasible to IP2’. This completes the
proof. 2

For the purpose of computationally testing this piecewise linear case, we constructed a
similar test-bed of problems as for the linear case. In these test instances, we let Q = 10
periods, with τq = 1 ∀ q = 1, ..., Q, and used K = 30, 40, and 50 bodies for test sets 1, 2, and
3, respectively. For Problem i, we imposed a collision at time i − 0.5 for i = 1,...,10, while
Problem 11 involves no collisions. Table 7.4 exhibits the relative effectiveness of LP2 over
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IP2 on these problems, using an initial solution along with t-scaling for LP2 and δ-scaling
for IP2. (Note that δ-scaling is equivalent to the corresponding scaling by the coefficient of
the ∆-variables for IP2.) As evident from Table 7.4, LP2 significantly outperforms IP2 for
each of the test sets investigated.

Remark 7.4. Note that in a general scenario, the different bodies might be moving along
piecewise linear trajectories that are unsynchronized with respect to time. This is accom-
modated within the model by defining the breakpoints of the defined Q intervals to coincide
with the union of the breakpoints of the individual bodies. Moreover, it might be that the
rotation of the bodies involves a non-negligible duration during which time other bodies
might be moving along translational trajectories. This can also be accommodated within
the model by appropriately defining breakpoints to cover such rotational durations during
which the particular rotating body simply assumes the new position (say, at the beginning
of the interval) and has a zero velocity vector during this period. Nonetheless, this would be
an approximate representation, but one that could be made more refined by discretizing the
rotation into steps, at the expense of increasing the number of intervals to be considered.

Remark 7.5. Note that LP2 and IP2 attempt to view the collision problem with piecewise
linear trajectories in its entirety, by simultaneously locating both the segment in which the
collision occurs along with the collision time during that segment. Alternatively, we could
solve this problem iteratively as follows. Suppose that we begin by solving LP1 or IP1
for the first time segment alone. If a collision occurs during this time interval, we report
the details of this collision and terminate the process. Otherwise, we perform the rotation
and update the starting position and linear trajectory for each body corresponding to the
next segment, and reiterate. This is continued until either a collision is detected or all the
segments are explored. In this fashion, unlike as in LP2/IP2, we need only perform as many
of these updates as there are segments investigated before a collision is found. Tables 7.5

and 7.6 demonstrate conclusively that this iterative approach (denoted as “Iterative LP”
and “Iterative IP” in these tables) is superior to the holistic viewpoint adopted by LP2 and
IP2, even if no collision occurs and each time segment must be considered. Note that the
linear behavior exhibited by the iterative methods is due to the fact that one mathematical
program must be solved for each time segment (recall that Problem i involves a collision
during time interval i for i = 1, ..., 10 and Problem 11 involves no collision).
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Set 1 Set 2 Set 3
Problem LP2 Iterative LP LP2 Iterative LP LP2 Iterative LP

1 86 3 174 8 113 15
2 36 6 192 14 902 27
3 41 10 84 21 171 39
4 44 13 158 28 2842 53
5 57 16 466 34 330 64
6 376 19 177 41 406 76
7 75 22 311 46 509 91
8 91 26 347 55 574 103
9 93 29 314 60 727 117
10 104 32 284 69 939 129
11 95 35 233 74 482 145

Average 99.8 19.2 249.1 40.9 726.8 78.1

Table 7.5: Execution Time (secs) Required for Iterative LP versus LP2.

Set 1 Set 2 Set 3
Problem IP2 Iterative IP IP2 Iterative IP IP2 Iterative IP

1 345 3 572 8 178 14
2 63 7 148 15 1750 29
3 404 10 492 24 1308 45
4 228 14 441 31 1794 59
5 303 17 595 39 1059 73
6 325 21 683 46 1365 91
7 382 25 783 56 1842 100
8 391 27 1012 62 2076 118
9 423 31 1004 71 2050 134
10 442 35 995 78 2070 147
11 466 41 1148 90 2173 167

Average 349.9 21.0 715.7 47.3 1605.9 88.8

Table 7.6: Execution Time (secs) Required for Iterative IP versus IP2.



Chapter 8

A Collaborative Decision-Making Tool
For Selecting Flight-Plans

In this chapter, we consider a scenario in air-traffic management in which several flights must
be scheduled over some airspace subject to certain specified workload, safety, and equity
restrictions. Each flight may be executed by one of several alternative flight-plans. The
Airspace Planning Model (APM) selects a set of flight-plans from among these alternatives
to minimize a delay and fuel cost based objective function, subject to the aforementioned
restrictions. Within the framework of generating the model APM, we utilize the Airspace
Sector Occupancy Model (AOM) and the Aircraft Encounter Model (AEM) of Chapter 6.

The remainder of this chapter is organized as follows. In Section 8.1, we develop the
Airspace Planning Model, discussing in detail several modeling issues which affect both the
validity and solvability of the problem. In Section 8.2, we develop a heuristic procedure
which provides tight upper bounds to the problem. In Section 8.3, we analyze the polyhe-
dral structure of certain subsets of constraints, and derive related facetial cutting planes in
order to further tighten the model representation. Section 8.4 prescribes an implementa-
tion strategy for identifying such structures for which specific facets may be generated in a
computationally viable and beneficial manner. Related computational results are provided
in Section 8.5 to demonstrate the efficacy of the proposed approach using test problem in-
stances based on actual airspace data that represent realistic scenarios which are of interest
to the FAA.

8.1 The Airspace Planning Model
Consider a planning horizon H, and suppose that we are given a set of flights i ∈ M ≡
{1,...,mH} covering this horizon that are relevant to a certain region of airspace. For each

123
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flight i ∈M , let

Pi = {set of possible flight-plans p composed of departure and anticipated arrival
times, along with trajectory and cruising altitude information when traversing

a route between the corresponding origin-destination pair}.

Note that there will typically exist some preferred departure time for each flight, along with
some alternative (discrete) departure schedules. For each departure time, given the existing
state of special-use airspace restrictions, one or more flight-plans corresponding to different
trajectories and/or cruising altitudes could be generated using some commercial package,
such as FliteStar [61], or OPGEN [81], for example. These packages consider various details
such as wind velocity and direction vectors, Special-Use Airspaces, and terrain obstacles,
while optimizing the flight paths. Given any such combination (i, p), i ∈ M , p ∈ Pi, we
can compute a cost factor cip for adopting plan p for flight i. (SIMMOD [43], for example,
can be used for this purpose.) This cost would reflect fuel expended, delay costs, as well as
penalties or benefits (rewards or negative penalties) based on the relative desirability of the
particular flight-plan.

Accordingly, defining the decision variables

xip =

½
1 if plan p ∈ Pi is adopted for flight i ∈M
0 otherwise

∀ i ∈M, p ∈ Pi, (8.1)

we can formulate a total system-based objective function to

minimize
X
i∈M

X
p∈Pi

cipxip. (8.2)

The constraints would include the selection of a plan for each flight as specified byX
p∈Pi

xip = 1 ∀ i ∈M, (8.3)

as well as certain equity, workload, and conflict resolution restrictions that are discussed
next.

8.1.1 Equity Constraints:
Suppose that there are some F airline firms involved in this study, indexed by f = 1,...,F .
In the process of selecting flight-plans based on (8.2) and (8.3) (in addition to workload and
conflict resolution constraints as described in the sequel), we would also like to achieve a
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degree of equity among the airline firms. For each firm f = 1,...,F , let us define a measure
of ineffectiveness Mf as

Mf =
X

(i,p)∈Af
αipxip (8.4a)

where

Af ≡ {(i, p) : flight i belongs to firm f}, f = 1, ..., F, (8.4b)

and where the coefficients αip are suitably defined, as specified in Remark 8.2 below, for
example. Accordingly, defining the equity variables xel and x

e
u to respectively represent the

lower and upper limits of the range of variation for the ineffectiveness measures Mf , f =
1,...,F , where xeu is restricted to be no more than some specified value νe, we can model
equity via the following mechanism.
Include the following restrictions within the constraints:

xel ≤
X

(i,p)∈Af
αipxip ≤ xeu ∀ f = 1, ..., F (8.5)

xel ≥ 0, xeu ≤ νe. (8.6)

Include the following terms within the objective function:

(Minimize) ... + µe(x
e
u − xel ) + µeuxeu (8.7)

where µe is a (commensurate) penalty per unit of variation in the measures Mf , f=1,...,F ,
and µeu is a (commensurate) penalty for the maximum incurred measure of ineffectiveness.
Note that we could take µeu ≡ 0 in case restricting xeu ≤ νe is itself sufficient. On the other
hand, in order not to overly restrict the problem, νe could be taken as the maximum tolerable
limit on any Mf value, and then the penalty µ

e
u would serve to reduce x

e
u below νe to the

extent possible or desirable.

Remark 8.1. The variables xel and x
e
u can be fixed at their respective bounds of 0 and νe

if so desired. In this case, each measure Mf is simply restricted to be no greater than νe, for
f = 1,...,F , and the constraints Mf ≥ xel ≡ 0 in (8.5) may be omitted. 2
Remark 8.2 (Special Cases). The following are some special cases of the equity mod-
eling constraints (8.5)-(8.7). In each case, xel and x

e
u can be treated as variables as in (8.5)

and (8.6), or be fixed as mentioned above in Remark 8.1.
Case(i): Define

Uf = {(i, p) ∈ Af : flight-plan (i, p) is relatively undesirable} ∀ f = 1, ..., F, (8.8)
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and let αip ≡ 1 ∀ (i, p) ∈ Uf , and zero otherwise. This restricts the number of undesirable
flight-plans selected for each firm to be no more than νe, and strikes a balance between the
firms via the objective function. However, since the number of flights nf , say, that belong to
the various firms f = 1,...,F might differ quite widely, it is more appropriate to seek equity
with respect to the proportion of flight-plans selected that are undesirable, as opposed to the
total number of undesirable flight-plans. Accordingly, we prescribe an equity relationship
among the fraction of flights selected for each firm that are undesirable by setting

αip =
1

nf
for each (i, p) ∈ Uf , and zero otherwise, ∀ f = 1, ..., F. (8.9)

Case(ii): Let αip equal the delay (dip, say) for flight-plan (i, p), ∀ (i, p) ∈ Af . This case seeks
an equity with respect to total delay. Note that in lieu of delay, any other “cost” measure
(such as excess fuel plus delay cost) could be used in this context. We can normalize this
measure as in Case (i) by considering average delay instead of total delay. Accordingly, we
can use

αip =
dip
nf

for each (i, p) ∈ Af , ∀ f = 1, ..., F. (8.10)

Case(iii): The foregoing strategies attempt to minimize the spread as well as the maximum
measure of ineffectiveness over the airline firms. Alternatively, we could consider a purely
minimax strategy that attempts to minimize the maximum delay (or excess cost) dip incurred
by any selected flight-plan, or minimize the maximum average delay (or excess cost) incurred
by the firms f = 1, ..., F . Hence, we would fix µe = 0 and x

e
l = 0 in this case, and replace

(8.5) and (8.6) by

xeu ≥ dipxip ∀ (i, p) ∈ Af , f = 1, ..., F, or by xeu ≥
1

nf

X
(i,p)∈Af

dipxip ∀ f = 1, ..., F.

(8.11)

In our implementation in this paper, we focus on the Case (ii) variant of the equity con-
straints, embodied by Equation (8.10), along with Equations (8.5)-(8.7), and suggest the
investigation of the formulations in Cases (i) and (iii) for future research. 2

8.1.2 Workload Constraints:
Consider the total collection of flight-plans

S
i∈M Pi. Jointly, these plans involve traversals

between certain pairs of fixes, as well as Free-Flight cruises between designated pairs of fixes,
at various specified altitudes. Let us consider a segmentation of the airspace into sectors as
defined by FAA (these are generally nonconvex polygons lifted into the vertical dimension,
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and stacked at low, high, and super-high altitudes) and let

S = {set of all sectors involved with the collection of flight-plans
[
i∈M

Pi}. (8.12)

Define the workload for a sector at any point in time to be the number of aircraft that are
resident within that sector at the given instant of time. To characterize this workload we
can examine the occupancy durations of the flights i ∈ M within each sector s ∈ S, over
the horizon H. The model AOM provides this information by constructing a Gantt chart
of flight-plan occupancy intervals for each sector. Note that a particular flight-plan that
traverses through some sector s might be in conflict with another flight-plan that occupies
a different sector s0 as described in Section 8.1.3 below. Since this situation adds to the
potential workload of both sectors s and s0, we include within the Gantt chart for each of
these sectors the flight-plan that belongs to the other sector for the duration over which this
conflict persists. Hence, the workload constraints accommodate such extraneous occupancy
intervals as well. Naturally, for any sector, whenever we have an overlap of such occupancy
durations, we would have a potential increase in workload. In practice, Air Traffic Con-
trol (ATC) operators routinely monitor several aircraft that are simultaneously traversing
their sectors. Of course, when the workload becomes too high, a potentially dangerous or
untenable situation can arise. Hence, let us define the following entities.

For each sector s ∈ S, let k = 1, ..., Ks index the collection of maximal overlapping sets
Csk of flight-plans (i, p), where an overlapping set of flight-plans is called maximal if it is
not a strict subset of another overlapping set. For example, examining Figure 8.1, we have
Ks = 4 such maximal sets given by {(i1, p1), (i2, p2), (i3, p3)}, {(i2, p2), (i3, p3), (i4, p4)},
{(i3, p3), (i4, p4), (i6, p6)}, and {(i5, p5), (i6, p6)}. Hence, we have,

Csk = {(i, p) : flight-plan (i, p) belongs to the kth maximal overlapping set for
sector s}, ∀ k = 1, ..., Ks, s ∈ S. (8.13)

An efficient algorithm for determining these sets is described in Sherali and Brown [105].
Note that it is possible that if (i1, p1) and (i2, p2) ∈ Csk, then i1 = i2, i.e., this pair corre-
sponds to the same flight, although in this case, the plans would be distinct.

Let us now define the variable ns to represent the maximum number of overlapping flights
within each sector s ∈ S, and let us bound this variable on a suitable interval [1, ns], and
furthermore, penalize its value in the objective function using a penalty factor that increases
nonlinearly in an appropriate fashion with an increase in workload. The motivation here is
that if the maximum number of aircraft being simultaneously monitored in a sector increases
from one to three, for example, the associated penalty should likely more than triple. Hence,
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Figure 8.1: Gantt Chart for Formulating Workload Constraints.

let us define the binary variables

ysn =

½
1 if the maximum workload in sector s is n
0 otherwise

∀ s ∈ S, n = 1, ..., ns

and let µsn be the associated penalty for having ysn = 1. We assume that

µs2 ≥ µs1, and µsj ≥ 2µs(j−1) − µs(j−2) ∀ j = 3, ..., ns. (8.14)

Note that the condition (8.14) implies that

0 ≤ (µs2 − µs1) ≤ (µs3 − µs2) ≤ ... ≤ (µsns − µs,ns−1). (8.15)

Figure 8.2 illustrates the implied convex nature of this penalty structure. Observe that by
enforcing ns ≥ 1, we always incur a workload cost of at least µs1, even when no aircraft
are being scanned over the horizon. This is reasonable since there always exists a fixed
monitoring cost. More importantly, by avoiding a cost of zero corresponding to ns = 0, we
permit greater flexibility in considering practical workload costs that would satisfy (8.14).
For example, we might have 0 < µs1 = µs2 = ... = µsτ for up to some threshold number
τ of aircraft being monitored, after which the costs might increase at an increasing rate as
in (8.15). This is the cost structure that arises in practice, and we shall assume that it
holds true. Moreover, as shown in Proposition 8.1 below, this structure precludes an explicit
consideration of binariness on the y-variables, enabling us to equivalently treat these variables
as continuous. This penalty structure for workload consideration may be incorporated in



Chapter 8: A Collaborative Decision-Making Tool For Selecting Flight-Plans 129

-

6

1 2 3 4 5 n

µsn

v v
v

v

v

Figure 8.2: Illustration of a Convex Sector Workload Cost Structure.

the model as follows.
Include the following restrictions within the constraints:X

(i,p)∈Csk
xip − ns ≤ 0 ∀ k = 1, ...,Ks, s ∈ S (8.16a)

ns =
nsX
n=1

nysn ∀ s ∈ S (8.16b)

nsX
n=1

ysn = 1 ∀ s ∈ S (8.16c)

ysn ≥ 0 ∀ n = 1, ..., ns, s ∈ S. (8.16d)

Include the following term within the objective function:

(Minimize) ... +
X
s∈S

nsX
n=1

µsnysn. (8.16e)

Note that the reason for selecting maximal overlapping sets Csk above is to obtain a minimal
nonredundant set of constraints in (8.16a). For any overlapping set that is not explicitly
represented in (8.16a), this set must be a subset of some set that appears in (8.16a). Fur-
thermore, both ns and ysn, ∀ s, n, have been declared as continuous variables in (8.16). As
justified by the following result, the binary restrictions on y hold automatically at optimality
in our model, and hence, so do the integrality and the bounding restrictions on the variables
ns ∀ s ∈ S.
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Proposition 8.1. Assume that (8.14) holds true, and consider any model that includes the
term (8.16e) in the objective function, and the restrictions (8.16a-d) in the constraints, where
among other stipulations, the x-variables are required to be binary valued. Then, given any
x∗ as part of an optimal solution to such a model, there exists an optimal completion for
which ns = n

∗
s, ysn∗s = 1, and ysn = 0 ∀ n 6= n∗s, where

n∗s ≡ max
1, max

k=1,...,Ks

{
X

(i,p)∈Csk
x∗ip}

 is an integer in [1, ns], for each s ∈ S. (8.17)

Proof. Consider any s ∈ S. Define fs(ns) as a piecewise linear function having breakpoints
at n = 1, ..., ns with fs(n) ≡ µsn ∀ n = 1, ..., ns. Note that by (8.15), fs is nondecreasing
and convex. Moreover, since the constraints (8.16b-d) compose ns as a convex combination
of the grid points {1,...,ns}, and the nondecreasing nature of the penalties prefers ns to be
as small as possible, we can take ns = n

∗
s as given by (8.17). By feasibility, n

∗
s ∈ [1, ns] and

is integer valued. Furthermore, by the convexity of fs, we have that

µsn∗s ≡ fs(n∗s) ≤
nsX
n=1

ysnfs(n) ≡
nsX
n=1

ysnµsn (8.18)

for any feasible completion y to (8.16b-d), given ns = n∗s. Hence, we have that ysn∗s = 1,
and ysn = 0 ∀ n 6= n∗s, is an optimal set of values for ysn, n = 1, ..., ns, for each s ∈ S. This
completes the proof. 2

Remark 8.3. Observe that for each flight-plan combination (i, p), we can examine the
number of times xip appears in the constraint set (8.16a) in order to assess the degree of
workload being generated by this flight-plan. This indicator could be used to prompt the
generation of alternative plans for a given flight i ∈ M , based on the degrees of workload
associated with the flight-plans in its current set Pi. Furthermore, note that the forego-
ing concept of workload focuses on the critical notion concerning the maximum number of
overlapping flights that are required to be monitored within each sector over the horizon.
Several alternative measures of workload could be investigated in this context. For example,
we could partition the horizon into suitable discrete time segments, and evaluate and pe-
nalize the maximum number of overlapping flights that are required to be monitored within
each sector for each time segment using a structure similar to (8.16)-(8.17) that is replicated
for each such time segment. In addition, restrictions or penalties could be imposed based
on the occupancy duration of each flight within each particular sector. Such alternative
considerations will be explored in future enhancements of the proposed model. 2
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8.1.3 Conflict Constraints:
For each sector, let us discretize the horizon into time segments whose durations depend on
the amount of traffic normally present in the sector and its conflict resolution capability. This
capability is to be reflected within the conflict constraints developed below which impose the
restriction that for each sector, the maximum number of (permissible) conflicts that need
to be resolved for each time segment should not exceed 1. (Note that this complements the
foregoing workload restriction consideration.) For example, since air traffic is dense in New
York, and an ATC controller handling a New York enroute sector is trained to be exposed
to relatively larger workloads, the duration of the time segments in the corresponding sector
could be relatively smaller.

In order to develop these conflict constraints, we must first be able to evaluate each pair
of flight trajectories for any potential conflicts. Furthermore, we must be able to determine
the sector occupancy of each flight trajectory, and consequently, detect when and over which
sectors intrusions leading to collision risk occur. This information is retrieved by running the
Airspace Occupancy Model (AOM) and the Aircraft Encounter Model (AEM). The sector
occupancy information is derived from AOM as discussed above. The model AEM performs
a conflict analysis based on the output of AOM. In a preprocessing step, AEM first identifies
all possible situations in which conflicts might arise between pairs of flight-plans that are not
surrogates of the same flight, along with the times during which such conflicts might occur.
These potentially conflicting flight pairs are then examined in greater detail as they traverse
between designated way-points (or breakpoints) along their trajectories during the identified
critical intervals, in order to detect and characterize any conflict that actually occurs. AEM
reports the severity of each such identified conflict, along with a detailed geometric analysis
regarding the nature of the conflict.

If any detected conflict is declared to be fatal in this analysis by virtue of an aircraft pen-
etrating the inviolable airspace surrounding another aircraft, we would immediately impose
a constraint in the present model that permits the selection of at most one such flight-plan.
Denoting FC as the set of such fatally conflicting pairs of flight-plans P ≡ (i1, p1) and Q ≡
(i2, p2), we begin by stipulating that

xP + xQ ≤ 1 for all (P,Q) ∈ FC. (8.19)

Other nonfatal conflicting situations are permitted to exist, provided that they can be re-
solved by the ATC in the particular sector in which they occur. To reflect this resolution
capability, we formulate the following set of additional conflict constraints. Suppose that we
construct a graph Gst(Nst, Ast) for each sector s and time segment t, where Nst is the set of
nodes that represent all the flight-plans (i, p) which reside in sector s during time segment
t, and Ast is the set of edges such that if flight-plans P and Q are in conflict in sector s
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during this time segment t, then Ast includes an edge joining these corresponding nodes. If a
flight-plan residing in an adjacent sector conflicts with a flight-plan residing within s during
the time segment t, then we include such a flight-plan in Nst, with the corresponding conflict
edge being incorporated within Ast. Since we have explicitly excluded non-permissible con-
flicts via (8.19) above, we can restrict our attention to recording via Ast just the permissible
conflicts, that is, conflicts that can be resolved based on ATC capabilities. The resulting
graph Gst would typically be a collection of (disjoint) components. In our implementation,
Ast is represented by a list of pairwise permissible conflicts, while Nst is not explicitly stored.
We now impose the constraint that no more than one permissible conflict should occur for
each sector during each time segment.

To model these constraints, for each sector, consider the edges in Ast taken two at a time,
and for each pair k, let Sk be the set of nodes (representing flight-plans) at which this pair
of edges is incident. |Sk| equals three or four, depending on whether the pair of edges is
adjacent or not. The imposed constraint would then beX

P∈Sk
xP ≤ |Sk|− 1. (8.20)

Note that there would be |Ast|(|Ast|− 1)/2 inequalities of the type (8.20) for each sector
s, for each time segment t. For notational convenience, let us assume that the index k runs
contiguously for k = 1, ..., K over the constraints (8.20) for all s, t. Observe that there
will likely be several redundant constraints established via this process. In particular, the
following result holds true.

Proposition 8.2. Consider a pair of constraints of the type (8.20) corresponding to sets
Sk1 and Sk2, such that Sk1 ⊆ Sk2 . Then (8.20) for Sk2 is redundant (even in the continuous
sense) and can therefore be deleted.

Proof. Let us show that (8.20) for Sk1 implies that for Sk2 . Given that (8.20) holds for
Sk1, we have thatX

P∈Sk2
xP =

X
P∈Sk1

xP +
X

P∈Sk2−Sk1
xP ≤ |Sk1|− 1+ |Sk2 − Sk1 | = |Sk2 |− 1.

This completes the proof. 2

Based on this result and other duplication considerations, Procedure 8.1 below presents a
scheme for directly generating only nonredundant elements of (8.20) for any given conflict
graph Gst.
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Overview of Procedure 8.1. First, constraints (8.20) are generated for all adjacent
pairs of edges. These constraints may contain duplicates if the sets of nodes involved form
cliques. The procedure recognizes this structure to avoid generating a copy of a pre-existing
constraint. For all remaining pairs of edges, a constraint is generated only if it is not already
implied by the constraints generated from the adjacent pairs of edges. In the following,
flight-plans are represented by single upper case letters P and Q, for example, as above,
with an implied ordering among these entities being represented by P < Q.

Details for Procedure 8.1. Given a conflict graph Gst, define an upper triangular node-
node adjacency matrix E having elements E(P,Q) = 1 if nodes P and Q have a connecting
edge, and 0 otherwise, for each P < Q. We will let E(P ∼ Q) denote E(P,Q) if P < Q,
and E(Q,P ) otherwise.
Step 1: Generate (8.20) for adjacent edges.
for each row P ,

for each entry E(P,Q) = 1, Q > P
• Generate (8.20) corresponding to edges (P,Q) and (P,U) where E(P, U) = 1
and U > Q.

• Generate (8.20) corresponding to edges (P,Q) and (V,Q), where E(V,Q) = 1,
P < V < Q, and E(P, V ) 6= 1.

• Generate (8.20) corresponding to edges (P,Q) and (Q,W ), where E(Q,W ) = 1,
P < Q < W , and E(P,W ) 6= 1.

end
end
Step 2: Generate (8.20) for non-adjacent edges.
for each row P ,

for each entry E(P,Q) = 1, Q > P
for each row U > P , U 6= Q, E(P, U) 6= 1,

for each column V > U , such that E(U, V ) = 1, V 6= Q, E(P, V ) 6= 1
if E(Q ∼ U) 6= 1 and E(Q ∼ V ) 6= 1, then

generate (8.20) corresponding to edges (P,Q) and (U, V )
end

end
end

end
end

Note that several duplicate constraints will be generated as Procedure 8.1 is repeated
sequentially for each conflict graph Gst. We can screen the constraints for redundancy in
this iterative process as follows. Suppose that we construct an overall conflict graph G(N,A),
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where N is the set of nodes representing all the flight-plans, and A is the set of arcs such
that if flight-plans P and Q conflict (with resolvable severity) at any point in time in the
horizon, then we have an edge connecting P and Q. Now, let us index the edges of G, each
of which represents a conflict between some pair of flight-plans, as c = 1, ..., c. Let us also
construct an indexing scheme for pairs of conflicts as α = 1, ...,α, where α = c(c− 1)/2, and
where the two-tuple for any given pair of conflicts (e, f), for e < f , with {e, f} ⊆ {1,...,c},
is represented by the single index

α = {(c− 1) + (c− 2) + ...+ [c− (e− 1)]}+ (f − e)
≡ (e− 1)(2c− e)

2
+ (f − e). (8.21)

Now, define a vector v having α components vα, for α = 1, ...,α, where vα is made to equal
1 whenever (8.20) is generated (or is implied via Proposition 8.2) for the particular pair of
conflicts represented by α, and is left at 0 otherwise. Hence, starting with the first graph Gst,
we use Procedure 8.1 to generate all the relevant nonredundant constraints (8.20). At the
end of this routine, for every pair of conflicts (e, f) present in Ast, e < f , {e, f} ⊆ {1,...,c},
we make vα = 1, where α is given by (8.21).

Iteratively, whenever Procedure 8.1 is applied to any conflict subgraph, at the step where
(8.20) is generated, we add the check that vα = 0 (else, we do not generate this inequality).
Once Procedure 8.1 has been applied to the current Gst, then for each pair of conflicts (e, f),
e < f , present in Ast, we make the corresponding vα = 1. Consequently, while generating
nonredundant constraints (8.20) with respect to any Gst, we also check nonredundancy with
respect to previously generated inequalities of this type. Let KNR ⊆ K be the set of indices
k for which (8.20) is explicitly generated and added to the model via the above procedure
for the corresponding sets Sk.

An Airspace Planning Model (APM) that incorporates the foregoing equity, workload,
and conflict constraints, along with suitable costs in the objective function, can now be
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constructed as the following mixed-integer 0-1 programming problem.

APM: Minimize
X
i∈M

X
p∈Pi

cipxip +
X
s∈S

nsX
n=1

µsnysn + µe(x
e
u − xel ) + µeuxeu (8.22a)

subject to
X
p∈Pi

xip = 1 ∀ i ∈M (8.22b)X
(i,p)∈Csk

xip − ns ≤ 0 ∀ k = 1, ..., Ks, s ∈ S (8.22c)

ns =
nsX
n=1

nysn ∀ s ∈ S (8.22d)

nsX
n=1

ysn = 1 ∀ s ∈ S (8.22e)

xel ≤
X

(i,p)∈Af
αipxip ≤ xeu ∀ f = 1, ..., F (8.22f)
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xP + xQ ≤ 1 for all (P,Q) ∈ FC (8.22g)X
P∈Sk

xP ≤ |Sk|− 1 for each k ∈ KNR (8.22h)

x binary, y ≥ 0, xel ≥ 0, xeu ≤ νe. (8.22i)

Remark 8.4. We can alternatively model the conflict constraints by defining a variable
zPQ for each edge (P,Q), P < Q, in the conflict graph Gst for each sector s and time segment
t, which takes on a value of 1 if this conflict is permitted and 0 otherwise. Then, we would
have a single conflict constraint for each (s, t) that requiresX

(P,Q)∈Ast
zPQ ≤ 1 ∀ s ∈ S, ∀ time segments t. (8.23a)

The new z-variables would then need to be related to the original x-variables via the following
constraints:

zPQ ≥ xP + xQ − 1, zPQ ≥ 0, ∀ (P,Q) ∈ Ast, P < Q,
∀ s ∈ S, and time segments t. (8.23b)

This, in effect, would create a linearized version of essentially a quadratic model based on
equating zPQ = xPxQ, and would also permit the penalizing of different types of conflicts
differently in the objective function, if necessary. Note that we do not need the other
constraints of the type zPQ ≤ xP and zPQ ≤ xQ which are usually incorporated in this
linearization since in the present context, we simply wish to enforce that zPQ = 1 whenever

xP = xQ = 1, and that no more than one z-variable takes on a value of 1. However, the
LP relaxation of this modified formulation will likely be weaker, although reformulation
techniques could be used to strengthen it. Let us refer to this alternative formulation in
which the constraints (8.22h) in APM are replaced by (8.23a,b) as model APM0. 2

Naturally, we expect model APM0 to become more favorable as the number of nonfatal
conflicts in the model increases. To demonstrate the effect of the density of conflict graphs
on the performance of APM versus APM0, we generated the following two test sets. The
first, P75, contains fifteen flights each with five surrogate flight-plans over the Miami and
Jacksonville (ZMA-ZJX) Air Route Traffic Control Centers (ARTCC). The second scenario,
P260, contains 52 flights each with five surrogate flight-plans over the Salt Lake City ARTCC
(ZLC). For scenario P75, we examined 290 conflict subgraphs typically containing between 10
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APM APM0

Scenario Branch-and- CPU Time Branch-and- CPU Time
Bound Nodes (seconds) Bound Nodes (seconds)

P75 44 14.76 35 4.23
P260 2271 55.41 2515 63.96

Table 8.1: Comparison of APM Versus APM0 for Two Different Conflict Density Scenarios.

and 130 arcs each, while for scenario P260, there were only 6 conflict graphs having 2-5 arcs
each. Each of these scenarios was solved on a SUN Ultra-1 workstation using CPLEX-MIP
6.5 [36]. Table 8.1 demonstrates the relative effectiveness of model APM versus APM0 for
each of these cases. Note that for P75, APM0 efficiently handles the dense conflict constraints
and provides a significant computational advantage over APM. However, for P260, where the
conflict constraints are not as restrictive, APM0 is not as effective as APM. This observation
was evident in several other similar test cases. In Section 8.5, we provide some additional
insights into the efficacy of using APM versus APM0 in solving the underlying airspace
planning problem.

8.2 Heuristic Solution Procedure
In this section, we prescribe a heuristic procedure based on a depth-first/backtracking al-
gorithm for generating good quality approximations to an optimal solution for the airspace
planning problem. A flow-chart for the main routine executed by this heuristic is given in
Figure 8.3, in which flight-plans are iteratively selected for each flight, ensuring at each step
that feasibility with respect to conflict and equity constraints is maintained. The subroutine
SUB, depicted in Figure 8.4, handles the backtracking details for this heuristic.

To initialize the heuristic, we select a maximum allowable number of backtracking steps, N ,
and create a stack, SH , which records a history of actions taken by the heuristic. Each item
on the stack contains two elements. The first element is an x-variable that is currently being
fixed by the algorithm. The second element is a flag which describes whether the variable
was set equal to 1 in a greedy selection or initialization phase (TRUE), or if it was necessarily
set to 0 or 1 due to feasibility considerations based on previous restrictions (FALSE). To
provide an advanced start, the linear programming relaxation to APM (or APM0) is solved.
Let cip be the reduced cost coefficient for the variable xip in this LP solution, ∀ (i, p). We
now construct a partial solution vector x, where xip is set equal to 1 if its corresponding value
in the linear programming relaxation is equal to 1, and 0 otherwise. For each xip fixed at 1
by this process, we place xip on SH with a Boolean value of TRUE. In our implementation,
we arrange these items within SH in nondecreasing order of their corresponding cip values
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Init: Set backtracks = 0, max backtracks = N = number of flights. Let stack SH be
empty. Each item of SH will be a pair of elements: a variable and a Boolean value.

Solve the LP relaxation; obtain the solution x and the reduced costs c. Set
xip ← bxipc ∀ i, p. Let I = {flight i :

P
p xip = 0}. For each i ∈ I, let

Li = {permissible surrogates of flight i}, and for all (i, p) such that xip = 1,
place (xip,TRUE) in SH in order of nondecreasing cip.

Stop: return
solution x.

Perform logical tests on Li for all i ∈ I
adding all new variables fixed at 0 to the
end of SH with a FALSE Boolean value.

Let p(i) ∈ argmin{cip : p ∈ Li} ∀ i ∈ I,
i∗ ∈ argmin{cip(i), i ∈ I}. Set xi∗p(i∗) = 1,
remove i∗ from I, and add (xi∗p(i∗),TRUE)

to the end of SH .

For each i such that |Li| = 1, say Li = {p(i)},
put xip(i) = 1 and add (xip(i),FALSE)
to the end of SH and remove i from I.

Call
Subroutine

SUB
(Figure 8.4)
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Figure 8.3: MAIN Routine for the Heuristic Procedure.
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MAIN
Routine

Stop: no solution
returned.

backtracks ← backtracks + 1.

Set xip = 0, change
(xip,TRUE) to (xip,FALSE)

in SH , add i to I,
initialize Li = {p:
(xip,FALSE) /∈ SH}.

Add i to I, initialize Li =
{p : (xip,FALSE) /∈ SH} ∪ {p},

set xip = 0 and discard
(xip,FALSE) from SH .

Discard (xip,FALSE)
from SH . Add p to Li.
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Figure 8.4: Subroutine SUB for the Heuristic Procedure.
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to encourage the algorithm to retain the most inexpensive flight-plans in its final solution.

Through the remainder of this heuristic, we must keep track of the feasibility of the
current partial solution x with respect to the assignment constraints (8.22b), the fatal conflict
constraints (8.22g), the nonfatal conflict constraints (8.22h), and the maximum inequity
constraint in (8.22i). The heuristic maintains a running list of nonfatal conflicts which will
occur within each conflict subgraph based on the currently selected flight-plans. Each time
an additional flight-plan is selected, this list is updated for all conflict subgraphs that contain
the selected flight-plan. Similarly, for the equity restrictions, a list of aggregate inequities
for the different airlines is maintained and is updated with each chosen flight-plan. Using
these lists, along with the list of fatal conflicts, logical tests are performed after each solution
augmentation step to reduce the list of permissible surrogates for each flight.

The heuristic implicitly tracks (8.22b) in its main routine via a list Li that maintains the
permissible surrogates for flight i ∈ I, where I = {i ∈M : flight i has not yet been assigned
a flight-plan}. When I = ∅, all flights have been assigned corresponding flight-plans, and
the heuristic successfully terminates. Otherwise, we examine all sets Li, and proceed based
on one of the following three cases as applicable.

• Case 1. Li = ∅ for some i ∈ I, implying that the current partial solution x is
infeasible. The procedure must backtrack using the subroutine of Figure 8.4 and remove
the previous assignment which led to this infeasibility (this process is described in the
sequel).

• Case 2. |Li| = 1 for some i ∈ I, implying that only one feasible choice of a flight-plan
remains for flight i. For each i such that |Li| = 1, the lone remaining feasible flight-
plan for flight i is chosen, and is placed on SH with a FALSE Boolean value. This
augmentation of x is then examined for feasibility.

• Case 3. |Li| > 1 for all i ∈ I. We then select a feasible flight-plan having the least
c-value which corresponds to an unassigned flight, and place it on SH with a TRUE
Boolean value.

After each flight-plan assignment augments x in Cases 2 and 3, we must update the
current conflict and inequity lists, eliminate potential fatal conflicts, and revise Li ∀ i ∈ I.
If infeasibility with respect to the flight-plans already selected is detected in this process,
the algorithm must backtrack. This main routine continues until a solution is found or the
maximum permissible number of backtracking steps is exceeded.

Note that in our implementation, we have used the reduced costs cip ∀ (i, p) obtained
from the LP relaxation to guide the selection of flight-plans. Alternatively, we could have
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used the actual costs cip of the flight-plans themselves, or any other cost index. This would
allow the user to skip the LP solution phase altogether if necessary (the partial solution x
would be initialized as a null vector in this case). However, using the LP-based information
often provides a good advanced start, and the reduced costs tend to provide a more accurate
measure of the ultimate cost of selecting flight-plans.

The backtracking subroutine (SUB) utilizes the stack SH to determine the most recent
assignment which is responsible for the infeasibility. Those items on SH having a FALSE
Boolean value correspond to variables that have either been necessarily fixed at 0 by logical
tests, or have been set equal to 1 because no other choices for that flight were available. The
procedure removes each FALSE item on the stack in a last-in-first-out fashion by releasing
those variables fixed at 0 to be considered again by the procedure, and unassigning those
fixed at 1, until a TRUE item is found. Once a TRUE item is found, the flight corresponding
to this item is inserted into I, and the corresponding flight-plan variable is fixed at 0 (since
setting it to 1 resulted in an infeasibility). The item remains on the stack, but now with a
FALSE Boolean value. The overall logic of this process is displayed in Figure 8.4.

We may extend this heuristic to perform a limited number of branch-and-bound steps to
improve the quality of the solution obtained. Let N 0 be the number of backtracking steps
executed by the heuristic. The extended version of this heuristic provides APM (or APM0)
with the heuristic solution as its incumbent upper bound, and then solves APM via CPLEX-
MIP with a limit of N − N 0 branch-and-bound nodes enumerated. In our computational
experiments, we will refer to the basic construction heuristic procedure as HP, and to the
foregoing enhanced heuristic procedure as EHP.

8.3 Facets and Partial Convex Hull Representations
In this section, we identify certain special substructures of conflict graphs Gst for which
facetial cutting planes may be derived in order to obtain a tighter reformulation of the
Airspace Planning Model. For some of these structures, we are able to prescribe polynomial
descriptions of the corresponding convex hull representations. This analysis leads to the
design of some proposed procedures for generating strong cutting planes for enhancing the
model representation.

8.3.1 Star Subgraphs.
Consider a star subgraph having m nodes {1, ...,m}, with node 1 being the hub or central
node, that might be part of some conflict graph Gst. The following inequalities currently
represent the conflict constraints that would be generated for this subgraph, where each xi
is restricted to be binary valued, and where for the sake of convenience in this section, the
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indices correspond to flight-plans.

x1 + xi + xj ≤ 2 ∀ i, j ∈ {2, ...,m} (8.24a)

0 ≤ xi ≤ 1 ∀ i ∈ {1, ...,m}. (8.24b)

Note that x = (1, 1/2, 1/2, 1/2, 0, ..., 0) is a fractional vertex of (8.24), and similarly,
there exist other fractional vertices obtained by assigning values of 1/2 to the variables in
{x2,...,xm} taken r at a time, r = 3, ...,m− 1, along with setting x1 = 1 and the remaining
variables to zero.

Consider the following augmented set of constraints, where for any r ∈ {2, ...,m− 1}, Srk
for k = 1, ...,

¡
m−1
r

¢
are all distinct subsets of {2,...,m} formed by taking elements of this set

r at a time.

(r − 1)x1 +
X
j∈Srk

xj ≤ r ∀ r = 2, ..., (m− 1), k = 1, ...,
µ
m− 1
r

¶
(8.25a)

0 ≤ xj ≤ 1, i = {1, ...,m}. (8.25b)

Note that for r = 2, the constraints (8.25a) reproduce the set (8.24).

Proposition 8.3. The constraints (8.25a) are facets of X = conv{x binary: (8.24)}. More-
over, (8.25) provides a complete description for this convex hull representation, i.e., X ≡ {x:
(8.25)}.
Proof. (a) First, let us verify that (8.25a) are valid forX. Consider any r ∈ {3, ...,m−1}
and k ∈ {1, ..., ¡m−1

r

¢}. (Note that for r = 2, (8.25a) ≡ (8.24).) If x1 = 0, then this constraint
(8.25a) is implied by (8.24b). On the other hand, if x1 = 1, then we must have no more than
one xj equal to one for j ∈ {2, ...,m} by (8.24a), and so, again (8.25a) is valid.
(b) Next, let us show that for any r ∈ {2, ...,m−1} and k ∈ {1, ..., ¡m−1

r

¢}, the correspond-
ing constraint (8.25a) is facet inducing for X by demonstrating that there exist m linearly
independent (and hence affinely independent) points feasible to X at which this constraint
is binding. Let R = {2, ...,m}−Srk, and consider the following m points recorded row-wise,
noting that |R| = m− r − 1.
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x1 xj for j ∈ Srk xj for j ∈ R
1

r points
... I 0
1

1 point 0 1 · · · 1 0
0 1 · · · 1

m− r − 1 points ...
...

...
... I

0 1 · · · 1

It is readily verified that (8.25a) is binding at each of these points. Moreover, denoting the
above m x m matrix of these points as B, we have that the system Bλ = 0 yields

λj = −λ1 ∀ j ∈ Srk,
X
j∈Srk

λj = 0 = −λj ∀ j ∈ R

which implies that λ = 0. Hence, (8.25a) defines a facet of X.
(c) Now, let us verify that X is completely described by (8.25). In order to do this, noting
part (a) and that the region defined by (8.25) is a subset of that defined by (8.24), it is
sufficient to show that x is binary valued at all vertices of (8.25). To begin with, let us
show that x1 is binary at all vertices of (8.25). Note that the RLT method of Sherali and
Adams [98] applied to (8.25) using the factors x1 and (1-x1) would produce X1 = conv{x:
(8.25), x1 binary}. This set X1 is given by the following constraints, where zj represents the
linearization of the product x1xj for j ∈ {2, ...,m}.X

j∈Srk
zj ≤ x1 ∀ r = 2, ..., (m− 1), k = 1, ...,

µ
m− 1
r

¶
(8.26a)

X
j∈Srk

(xj − zj) ≤ r(1− x1) ∀ r = 2, ..., (m− 1), k = 1, ...,
µ
m− 1
r

¶
(8.26b)

0 ≤ zj ≤ 1 ∀ j = 2, ...,m (8.26c)

0 ≤ (xj − zj) ≤ (1− x1) ∀ j = 2, ...,m. (8.26d)

The constraints (8.26a,c) given above can be equivalently replaced by the following, noting
(8.26a) for r = m− 1, and that 0 ≤ x1 ≤ 1.

mX
j=2

zj ≤ x1, zj ≥ 0 ∀ j = 2, ...,m.
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Furthermore, (8.26b) are all implied by (8.26d). Hence, (8.26) is equivalent to

mX
j=2

zj ≤ x1 (8.27a)

0 ≤ (xj − zj) ≤ (1− x1) ∀ j = 2, ...,m (8.27b)

zj ≥ 0 ∀ j = 2, ...,m. (8.27c)

Next, let us show that X1 ≡ {x: (8.27) holds true for some z} ≡ {x: (8.25)}, which would
then imply that x1 is binary valued at each vertex of (8.25). Clearly, since x ∈ X1 implies
that x ∈ {x : (8.26)}, which in turn implies that x satisfies (8.25), we only need to verify
that given any x satisfying (8.25), there exists a z such that (8.27) holds true. Toward this
end, given such an x, define

zj = max{0, x1 + xj − 1} ∀ j = 2, ...,m. (8.28)

Hence, zj ≥ 0 and zj ≥ x1 + xj − 1, i.e. (xj − zj) ≤ (1 − x1) ∀ j. Also, (xj − zj) ≡
xj - max {0,x1 + xj − 1} = xj + min {0,1 − x1 − xj} = min {xj , 1 − x1} ≥ 0. Hence,
(8.27b,c) are satisfied. Moreover, suppose that for some r values of xj , for j ∈ Srk, we have
(x1+xj−1) ≥ 0, i.e., xj ≥ (1−x1). If r = 0, then from (8.28), zj = 0 ∀ j, and (8.27a) holds
true. If r = 1, then with Srk = {q}, we get

P
j zj = x1 + xq − 1 ≤ x1, and so again (8.27a)

holds true. Otherwise, r ≥ 2 and Srk is a set of the type in (8.25a), and we have from (8.28)
that

mX
j=2

zj = r(x1 − 1) +
X
j∈Srk

xj ≤ r(x1 − 1) + r − (r − 1)x1 = x1.

Hence (8.27a) is again satisfied, and so, x1 is binary valued at each vertex of (8.25).

Finally, let us show that xj , j = 2, ...,m, are also binary valued at each vertex of (8.25)
by demonstrating that the linear program

max

(
mX
j=1

∇jxj : (8.25)

)
(8.29)

yields a binary optimal solution for any objective gradient ∇ for which (8.29) has a unique
(extreme point) optimal solution. Hence, for any such vector ∇, let x be the corresponding
optimum for (8.29). From the foregoing argument, we have that x1 is binary valued. If x1 =
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0, then (8.25a) are implied by (8.25b) and the resulting problem in the variables {x2,...,xm}
must yield binary values of x (since this uniquely solves (8.29)). On the other hand, if x1 =
1, then (8.25) reduces to the constraints

mX
j=2

xj ≤ 1, 0 ≤ xj ≤ 1 ∀ j = 2, ...,m.

and therefore, x is again binary valued. This completes the proof. 2

Remark 8.5. Given a star conflict graph structure, we can generate the convex hull rep-
resentation (8.25) viaµ

m− 1
2

¶
+

µ
m− 1
3

¶
+ ...+

µ
m− 1
m− 1

¶
= 2m−1 −m (8.30)

constraints comprising the set (8.25a). However, the higher dimensional representation (8.27)
yields an equivalent set of (2m-1) inequalities, using (m - 1) additional variables zj , j =
2, ...,m. As evident from the proof, the projection of (8.27) onto the x-space produces the
exponential number of facets (8.25a). When m = 4, (8.25) is preferable. But when m = 5,
(8.25) yields 11 structural constraints while (8.27) yields 9 structural constraints, but using 4
additional variables. For m = 6 this comparison of structural constraints becomes 26 versus
11. We therefore recommend using (8.27) when m ≥ 6. 2
Example 8.1. Consider the following star conflict graph with center node 3 and m = 4,
as depicted in Figure 8.5, where node i represents flight-plan i, for i = 1,...,4. Formulation

½¼
¾»
1 ½¼

¾»
2

½¼
¾»
3 ½¼

¾»
4

A
A
A
A
A

¢
¢
¢
¢
¢

Figure 8.5: Star Subgraph for m = 4.
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(8.25) yields the following four constraints:

x1 + x2 + x3 ≤ 2 (8.31a)

x1 + x3 + x4 ≤ 2 (8.31b)

x2 + x3 + x4 ≤ 2 (8.31c)

2x3 + x1 + x2 + x4 ≤ 3 (8.31d)

xi ≥ 0, ∀ i = 1, ..., 4 (8.31e)

while the higher dimensional representation (8.27) yields the following seven constraints:

z1 + z2 + z4 ≤ x3 (8.32a)

0 ≤ (x1 − z1) ≤ (1− x3) (8.32b)

0 ≤ (x2 − z2) ≤ (1− x3) (8.32c)

0 ≤ (x4 − z4) ≤ (1− x3) (8.32d)

xi ≥ 0 ∀ i = 1, ..., 4 (8.32e)

zi ≥ 0. i = 1, 2, 4 (8.32f)
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¢
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¢
¢
¢

Figure 8.6: Augmented Star Subgraph for m = 4.

Now, if we add the link (1,2) to the graph as in Figure 8.6, the nonredundant conflict
resolution constraints for this structure are given by:

x1 + x2 + x3 ≤ 2 (8.33a)

x1 + x3 + x4 ≤ 2 (8.33b)

x2 + x3 + x4 ≤ 2 (8.33c)

0 ≤ xi ≤ 1, ∀ i = 1, ..., 4 (8.33d)
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xi binary. (8.34)

Note that the feasible solution

(1/2, 1/2, 1, 1/2) ∈ {extreme points of (8.33)}, (8.35)

as determined by the four linearly independent active constraints (8.33a,b,c) and x3 = 1.
Hence, (8.33) does not define the set conv{(8.33),(8.34)}, since

max{x1 + x2 + 2x3 + x4 : (8.33)} (8.36)

yields the solution (8.35). Since the conflict graph embodied by (8.33) contains the star
graph obtained by omitting the link (1,2), the new constraint of type (8.25a) for r = 3 given
by 2x3 + (x1 + x2 + x4) ≤ 3 defines a valid inequality for (8.33). In fact, this is facetial by
Proposition 8.3 since the inclusion of the link (1,2) (or other such symmetric links) introduces
no new conflict inequalities in (8.33) beyond the underlying star graph inequalities.
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Figure 8.7: Star Subgraph Augmented with Two Arcs.

However, if we include two such links as in Figure 8.7, we obtain the following conflict
constraints that include an additional conflict constraint (8.37b).

x1 + x2 + x3 ≤ 2 (8.37a)

x1 + x2 + x4 ≤ 2 (8.37b)

x1 + x3 + x4 ≤ 2 (8.37c)

x2 + x3 + x4 ≤ 2. (8.37d)

From the tripod-star with center at node 3, we obtain the corresponding inequality (8.25a)
as

x1 + x2 + 2x3 + x4 ≤ 3, (8.38a)
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and from the tripod-star with center at node 2, we obtain the inequality

2x1 + 2x2 + x3 + x4 ≤ 3. (8.38b)

Note that by including the link (1,4) as well to get the clique conflict graph, we do not add
any more inequalities to (8.37), but the structure reveals the following two valid inequalities
based on tripods at nodes 1 and 4:

2x1 + x2 + x3 + x4 ≤ 3 and x1 + x2 + x3 + 2x4 ≤ 3. (8.38c)

However, to generate the convex hull representation for the clique subgraph with n = 4, it
turns out that we also need the clique facet

x1 + x2 + x3 + x4 ≤ 2. (8.38d)

Without this, the maximum of (x1 + x2 + x3 + x4) subject to (8.37), (8.38a,b,c), and 0
≤ xj ≤ 1 ∀ j yields the solution (0.6, 0.6, 0.6, 0.6) of objective value 2.4. Since 2.4 > 2,
incorporating (8.38d) for this objective function cuts off this linear relaxation solution, and
happens to provide an integer optimum solution.

8.3.2 Chain Subgraphs
Consider a chain graph on m nodes as depicted in Figure 8.8. Define

X = conv{x binary: conflict constraints for the chain graph on m nodes

hold true}, (8.39)

and consider the following result.

½¼
¾»
1 ½¼

¾»
2 ½¼

¾»
3 ½¼

¾»
m. . .

Figure 8.8: Chain Subgraph.

Proposition 8.4. Let m ≥ 3. The inequality
mX
j=1

xj ≤ bm
2
+ 1c (8.40)

is a valid conflict constraint. Moreover, for m odd, this is facet inducing for X defined by
(8.39), and for m even, this is implied by such an inequality based on the nodes {1,...,m−1}
along with the bounding constraint xm ≤ 1.
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Proof. To establish validity, it is sufficient to argue that

max{
mX
j=1

xj : original conflict constraints, x binary} = bm
2
+ 1c. (8.41)

First, let us demonstrate that there exists a feasible solution to the problem in (8.41) which
attains the stated objective value. Consider the solution x∗ = (1,1,0,1,0,1,...) where the 0-1
pattern after the first two ones repeats until truncation by m total components (ending with
a 0 if m is odd). Note that x∗ is feasible and has an objective value given by 2+(m-2)/2
if m is even, and by 1+(m-1)/2 if m is odd. In either case, this value equals bm/2 + 1c.
Furthermore, note that any feasible solution to (8.41) can have at most two consecutive
ones. If a solution has no consecutive ones, then the maximum objective value of such a
solution is achieved if 1 and 0 alternate and is given by m/2 ≤ bm/2 + 1c if m is even, and
by 1+(m-1)/2 ≡ bm/2+1c if m is odd. On the other hand, if a feasible solution has one pair
of consecutive ones, then since we must have a 0 on either side of these consecutive ones in
case they do not occur at the very beginning or at the very end, the objective value of such
a solution is the same as that if the string to the left of the consecutive ones is re-attached
in reverse order at the end. But the number of 1-values in such a solution can be at most as
in x∗, and so (8.41) holds true. This establishes the validity of (8.40).

To show that (8.40) is facet inducing when m is odd, let us demonstrate the existence of m
linearly independent feasible solutions to the conflict constraints at which (8.40) is binding
in such a case. Define the following points, where for each pi, i = 1, ...,m − 1, we have
xi = xi+1 = 1, and that 0 and 1 alternate up to the number of components on either side of
the consecutive 1-values.

pi = (..., 1, 0, 1, 1, 0, 1, ...) ∀ i = 1, ...,m− 1.

Also, define

pm = (1, 0, 1, 0, ...)

having 1 and 0 values alternating up to the number of components. Note that pi is feasible
to the conflict constraints ∀ i = 1, ...,m. Furthermore, for each i = 1, ...,m − 1, pi has
i/2 + 1+ (m− i− 1)/2 = m/2 + 1/2 = bm/2 + 1c 1-values if i is even, and similarly, it has
(i− 1)/2 + 1+ (m− i)/2 = bm/2 + 1c 1-values if i is odd. Likewise, pm has 1 + (m− 1)/2
= bm/2 + 1c 1-values. Hence, (8.40) is binding at each of pi, i = 1, ...,m. Next, let us
demonstrate that the system piλ = 0, ∀ i = 1, ...,m yields λ = 0 as a unique solution,
thereby establishing the linear independence of pi, i = 1, ...,m, and hence verifying that
(8.40) is facetial.
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Toward this end, note that

(pi−1 − pi+1)λ = 0 gives λi − λi+1 = 0, i.e., λi = λi+1 = θ, say, ∀ i = 2, ...,m− 2,
(8.42a)

(p1 − pm−1)λ = 0 gives λ1 − λm = 0, i.e., λ1 = λm = φ, say, and (8.42b)

(p1 − pm)λ = 0, i.e., (0, 1,−1, ..., 1,−1, 1,−1)λ = 0 gives θ − φ = 0. (8.42c)

From (8.42), we get λ1 = ... = λm = θ, which by p
mλ = 0, e.g., implies that θ = 0. Hence,

(8.40) is facet inducing for m odd.

Finally, suppose that m ≥ 4 is even. For the chain graph on the first (m-1) nodes, we
have that the corresponding facet inducing inequality (8.40) is given by

m−1X
j=1

xj ≤ bm− 1
2

+ 1c. (8.43)

Surrogating this with xm ≤ 1 yields, since m is even,

mX
j=1

xj ≤ bm− 1
2

+ 2c = m

2
+ 1 ≡ bm

2
+ 1c.

This completes the proof. 2

Corollary 8.1. Consider any chain graph on m nodes. LetM 0 be a subset of somem0 ≤ m
odd consecutive nodes in this chain, and let X be defined by (8.39). ThenX

j∈M 0
xj ≤ bm

0

2
+ 1c = m0 + 1

2
(8.44)

is facet inducing for X.

Proof. Without loss of generality, let us suppose that (by re-indexing, if necessary), M 0 =
{1,...,m0}. Note that by Proposition 8.4, (8.44) is valid for X and that the m0 x m0 matrix
B0 whose rows are given by p1,...,pm

0
as defined for the case of m0 in the proof of Proposition

8.4 is nonsingular. Consider the following m x m matrix B.

xj for j ∈ S xj for j /∈ S
B0 0

B = p1

... I
p1



Chapter 8: A Collaborative Decision-Making Tool For Selecting Flight-Plans 151

Note that the final element of p1 is 0 since m0 is odd, and so, each of the m rows of B is a
feasible solution at which (8.44) is active. Moreover, det(B) = det(B0) 6= 0. Hence, (8.44)
is facet inducing, and this completes the proof. 2

Example 8.2. Consider the chain conflict graph on five nodes. The conflict constraint set
for this graph is given as follows.

x1 + x2 + x3 ≤ 2 (8.45a)

x2 + x3 + x4 ≤ 2 (8.45b)

x3 + x4 + x5 ≤ 2 (8.45c)

x1 + x2 + x4 + x5 ≤ 3 (8.45d)

0 ≤ xi ≤ 1 ∀ i = 1, ..., 5. (8.45e)

Note that the solution (1/2, 1, 1/2, 1/2, 1) is an extreme point of (8.45) as evidenced by
the five linearly independent hyperplanes given by the four structural constraints in (8.45)
along with x5 = 1 which are binding at this solution. Hence

X ≡ conv{x binary: 8.45} (8.46)

is not described by (8.45). In fact, as verified by Proposition 8.4, the valid inequality

x1 + x2 + x3 + x4 + x5 ≤ 3 (8.47)

is a facet for X that deletes the above fractional vertex.

Remark 8.6. Consider the following higher dimensional representation of the conflict con-
straints for the chain graph as in Model APM’:

m−1X
j=1

zj ≤ 1 (8.48a)

zj ≥ xj + xj+1 − 1 ∀ j = 1, ...,m− 1 (8.48b)

(x, z) binary. (8.48c)

Observe that several valid inequalities are evident from the projection of (8.48) onto the
x-space. Specifically, for each zj in (8.48a), we can either substitute 0 based on zj ≥ 0,
or (xj + xj+1 − 1) based on (8.48b) to obtain a corresponding valid inequality in the x-
variables. This corresponds to 2m−1 such projected inequalities, an exponential number,
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that are captured by the polynomial length representation (8.48). In particular, the class of
valid inequalities

[xi + xi+1] + [xj−1 + 2xj + xj+1] ≤ 4 ∀ 5 ≤ j ≤ m− 1, 1 ≤ i ≤ j − 4 (8.49a)

are obtained via the projection operation which yields the following for each such i, j:

[xi + xi+1 − 1] + [xj−1 + xj − 1] + [xj + xj+1 − 1] ≤ 1. (8.49b)

Similarly, the valid inequalities

[xi−1 + 2xi + xi+1] + [xj−1 + 2xj + xj+1] ≤ 5 ∀ i ≥ 2, i+ 3 ≤ j ≤ m− 1 (8.50a)

are obtained via the projection operation which yields

[xi−1 + xi − 1] + [xi + xi+1 − 1] + [xj−1 + xj − 1] + [xj + xj+1 − 1] ≤ 1. (8.50b)

In fact, following a similar line of proof as for Proposition 8.4, we can show that the classes
of valid inequalities (8.49a) and (8.50a) are indeed facet inducing for X defined by (8.39).
However, for m odd, the facet (8.40) is not implied by the continuous relaxation of (8.48) as
shown by Example 8.3 below. Hence, the continuous relaxation of (8.48) does not yield the
convex hull representation.

Example 8.3. Consider again the chain graph of five nodes, as in Example 8.2. Using this
higher dimensional representation as in (8.48), we obtain the following constraints.

z1 + z2 + z3 + z4 ≤ 1 (8.51a)

z1 ≥ x1 + x2 − 1 (8.51b)

z2 ≥ x2 + x3 − 1 (8.51c)

z3 ≥ x3 + x4 − 1 (8.51d)

z4 ≥ x4 + x5 − 1 (8.51e)

(x, z) ≥ 0, xi ≤ 1 ∀ i = 1, ..., 5. (8.51f)

Maximizing the objective function (x1 + x2 + x3 + x4 + x5) subject to (8.51) yields the
solution x1 = x5 = 1, x2 = x3 = x4 = 1/2, with an objective function value of 3.5. Note that
adding the facet (8.40) given by x1 + x2 + x3 + x4 + x5 ≤ 3 deletes this fractional solution.
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We now show how to construct the convex hull of (8.48) via a polynomial-length repre-
sentation. Such a representation would therefore capture all the foregoing classes of facets
(8.40), (8.49a) and (8.50a), among others. The key feature that enables this construct is that
for a fixed binary z, the set of constraints (8.48) in the x-variables has a network structure,
yielding 0-1 values of x at any extreme point. This is revealed by noting that if we multiply
every alternate constraint in (8.48b) by -1, each xj column is either a ± unit vector, or has
a +1 and a −1 as its nonzero elements (see [20]). Hence, we can equivalently write (8.48) as

m−1X
j=1

zj + z0 = 1 (8.52a)

zj ≥ xj + xj+1 − 1 ∀ j = 1, ...,m− 1 (8.52b)

0 ≤ xj ≤ 1 ∀ j = 1, ...,m− 1 (8.52c)

z ≡ (z0, z1, ..., zm−1) binary. (8.52d)

Now, consider the following result.

Proposition 8.5. The convex hull of (8.52) is given by the following representation in
terms of the variables (x, z, w).

m−1X
j=0

zj = 1 (8.53a)

2zr ≥ wrr + wr+1,r ∀ r = 1, ...,m− 1 (8.53b)

zr ≥ wjr + wj+1,r ∀ j = 1, ...,m− 1, and r = 0, ...,m− 1, r 6= j (8.53c)

0 ≤ wjr ≤ zr ∀ j = 1, ...,m, and r = 0, ...,m− 1 (8.53d)

xj ≡
m−1X
r=0

wjr ∀ j = 1, ...,m. (8.53e)

Proof. It is sufficient to show that (a) any feasible solution to (8.52) is feasible to (8.53);
(b) any feasible solution to (8.53) is feasible to the continuous relaxation of (8.52), and (c)
the vertices of (8.53) have binary values of z. To prove part (a), given any (x, z) feasible to
(8.52), define wjr = xjzr ∀ j, r. It is readily verified that this satisfies (8.53). To prove part
(b), examining (8.52) and (8.53), it is sufficient to show that the constraints of (8.53) imply
that (8.52b) and (8.52c) hold true. For each j = 1,...,m-1, summing (8.53b) for r = j and
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(8.53c) for r = 0,...,m-1, r 6= j, and using (8.53e), we get
m−1X
r=0

zr + zj ≥ xj + xj+1

or that (8.52b) holds true, using (8.53a). Similarly, (8.52c) is implied by summing (8.53d)
over r = 0,...,m-1 for each j, and then using (8.53a) and (8.53e).

Finally, we establish part (c) by verifying that z is binary at an extreme point optimum to
the maximization of any linear objective function αtx + βtz + γtw subject to (8.53), given
that this solution is unique. In solving this latter linear program, we can first substitute
out for xj in the objective function by using (8.53e). Next for each r = 0,...,m-1, observe
that the constraints in (wjr, j = 1,...,m) are separable and have their right-hand sides scaled
by zr. Hence, by linear programming duality, the optimal values of w are linear functions
of z. Consequently, the linear program reduces to maximizing a linear objective in the z-
variables, subject to (8.53a) and z ≥ 0, which yields binary values of z at optimality, noting
the hypothesis of a unique optimum. This completes the proof. 2

Corollary 8.2. System (8.53) represents the convex hull of (8.48).

Proof. Notice that the convex hull of (8.52) is comprised of the convex hull of solutions
that are composed as binary values of z feasible to (8.52a) along with corresponding extreme
points of the resultant system (8.52) in the x-variables. Since this latter system has a network
structure, the x-variables are binary valued at any such vertex. Hence, the convex hull of
(8.52), given by (8.53), is the set of convex combinations of (x, z) binary that are feasible to
(8.52), which precisely defines the convex hull of (8.48). This completes the proof. 2

Remark 8.7. We comment here that by exploiting the GUB structure (8.52a,d), the RLT

procedure of Sherali et al. [103] can be alternatively used to construct the convex hull of
(8.52). This can be verified to produce the system (8.53), hence providing an alternative
proof for Proposition 8.5.

Remark 8.8. It is of interest to verify that the facet (8.40), for odd m, is now an implied
consequence of (8.53), in contrast with the occurrence in Example 8.3. To see this, for any r
= 0,...,m-1, consider the following surrogates of the indicated constraints. If r is even, sum
the constraints (8.53c) for odd indices j in {1,...,m-2}, along with zr ≥ wmr from (8.53d).
This yields

mX
j=1

wjr ≤
µ
m− 1
2

+ 1

¶
zr. (8.54)
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Similarly, if r is odd, sum the constraints (8.53c) for odd indices j in {1,...,r-2} and for even
indices j in {r+1,...,m-1} (as they exist), along with zr ≥ wrr from (8.53d). Again, this sum
yields (8.54). Hence, we have from (8.53a) and (8.53e) that

mX
j=1

xj =
m−1X
r=0

"
mX
j=1

wjr

#
≤
·
m− 1
2

+ 1

¸m−1X
r=0

zr =

·
m− 1
2

+ 1

¸
,

which yields (8.40).

8.3.3 Loop Structures
Consider a subgraph of Gst having a loop on m nodes. If m is odd, we will call this an odd-
hole, and if m is even, we will call it an even-hole. Propositions 8.6 and 8.7 below identify
facets for each of these cases. In either case, X denotes the convex hull of binary solutions
that are feasible to the corresponding conflict constraints.

Proposition 8.6. For an odd-hole graph, the inequality

mX
j=1

xj ≤ m− 1
2

+ 1 (8.55)

defines a facet of X.

Proof. Note that (8.55) is valid for X based on (8.40) for the chain subgraph on the m
nodes that is inherent within the loop. Moreover, each of pi, i ≡ 1,...,m, as defined in the
proof of Proposition 8.4, has at most two consecutive ones when wrapped around in a loop,
and hence is feasible to the loop conflict constraints as well. Since these describe m linearly
independent feasible solutions at which (8.55) is binding by the proof of Proposition 8.4, we
have that (8.55) is facet inducing for X. This completes the proof. 2

Proposition 8.7. For an even-hole graph, the inequality

mX
j=1

xj ≤ m

2
(8.56)

defines a facet of X.

Proof. Consider the chain subgraph on the (m-1) nodes 1,...,m-1. By Proposition 8.4, the
inequality

m−1X
j=1

xj ≤ m− 2
2

+ 1 ≡ m

2
(8.57)
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is a facet inducing inequality for the convex hull of binary feasible solutions to the cor-
responding conflict constraints, as evidenced by the (m − 1) linearly independent feasible
solutions, say, {pi, i = 1,...,m-1}, where pi ∈ Rm−1 ∀ i, at which (8.57) is active. Let us now
lift (8.57) into the mth dimension by finding the largest α for which

m−1X
j=1

xj + αxm ≤ m

2
(8.58)

is valid. Clearly, when xm = 0, this is valid regardless of α. However, when xm = 1, the
greatest permissible α is given by

α =
m

2
−max{

m−1X
j=1

xj: xm = 1, x satisfies the loop conflict constraints, x binary}.

(8.59)

In the solution to the problem in (8.59), since xm = 1 and the nodes 1 and (m-1) are
adjacent to node m in the loop, either both x1 and xm−1 are zero at optimality, or exactly
one of them (say x1, without loss of generality) is one. In the former case, the best feasible
solution is obtained by letting (x1,...,xm−1) = (0,1,0,1,...,0), yielding an objective value of
(m-2)/2. (Note that making some two consecutive variables ones in this string leads to
the same objective value.) In the second case, since we have two consecutive ones (x1 =
xm = 1), we must have xm−1 = 0, and the best possible solution in this case is given by
(x1,...,xm−2,xm−1) = (1,0,1,0,...,1,0,0), again yielding an objective value of (m-2)/2. Hence,
this is the maximizing value for the optimization problem in (8.59), yielding α = m/2 -
(m-2)/2 = 1, and so, (8.58) is given by (8.56). Moreover, letting pm ∈ Rm−1 denote either
of the foregoing identified optimal solutions to (8.59), we have that the collection of vectors
{(pi,0), i = 1,...,m-1, and (pm,1)} in Rm are linearly independent feasible solutions at which
(8.56) is binding, and so, (8.56) defines a facet of X. This completes the proof. 2

Remark 8.9. The inequality (8.56) can also be derived as a Chvatal-Gomory constraint
as follows. Note that for each i = 1,...,m, based on the chain graph on nodes {1,...,m} - {i},
the following inequality is valid by Proposition 8.4:

nX
j=1
j 6=i

xj ≤ m− 2
2

+ 1 =
m

2
.

Summing these constraints yields

(m− 1)
mX
j=1

xj ≤ m2

2
,
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that is,

mX
j=1

xj ≤ m2

2(m− 1) =
m(m− 1) +m
2(m− 1) =

m

2
+

m

2(m− 1) . (8.60)

Hence, by Chvatal-rounding, noting that m is even and m/[2(m − 1)] < 1 when m ≥ 4, we
obtain

mX
j=1

xj ≤ bm
2
+

m

2(m− 1)c =
m

2

which is precisely the inequality (8.56). The lifting argument of Proposition 8.6 provides an
alternative perspective, and a direct proof of the facetial nature of (8.56).

Remark 8.10. By using the modeling approach of APM’ for the loop subgraph, we obtain
the following representation of the conflict constraints, where zj equals 1 if flight-plans j and
j + 1 are selected, and 0 otherwise, for j = 1,...,m-1, and where zm = 1 if flight-plans 1 and
m are selected, and 0 otherwise:

mX
j=1

zj ≤ 1 (8.61a)

zj ≥ xj + xj+1 − 1 ∀ j = 1, ...,m− 1 (8.61b)

zm ≥ xm + x1 − 1 (8.61c)

(x, z) binary. (8.61d)

Again, whenever for a fixed (binary) z, the constraints in x are network structured, we can

compose a convex hull representation as for the chain graph (see Proposition 8.5, Corollary
8.2, and Remark 8.7). Note that for even-node loops we may multiply constraints (8.61b)
for which j is odd by −1 to reveal the +1 and −1 nonzeroes in each column of x. Hence,
the convex hull representation can be constructed for this structure as in Proposition 8.5 or
Remark 8.7. However, for an odd-node loop, we would need to fix z and some x-variable, say
x1, in order to obtain a network structure, and so the convex hull representation would need
to consider the GUB constrained z-variables plus an extra variable x1 as binary within the
RLT process alluded to in Remark 8.7. (A similar situation arises for the case of the higher
dimensional representation of the type (8.61) constructed for the star graph structure. For
this case, (8.25) yields the convex hull representation in the projected original variable space,
as established by Proposition 8.3, and (8.27) yields a polynomial length higher dimensional
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convex hull representation as pointed out in Remark 8.5.) On the other hand, for an odd-
node loop, the surrogate of (8.61a,b,c) yieldsÃ

mX
j=1

xj

!
≤ (m+ 1)

2
(8.62)

which is the odd-hole facet. (When m is even, a Chvatal rounding of the right-hand side to
bm+1

2
c = m/2 is required to derive the even-hole inequality.)

8.4 Implementation Strategy
In the foregoing section, we have identified several classes of facets and convex hull repre-
sentations for various structured conflict (sub)graphs. (For manageably sized instances of
other more general conflict graph structures, the strategy expounded in Sherali and Adams
[98, 99] and Sherali et al. [103] can be used to derive the convex hull representation.) We
now present an implementation strategy based on the insights gleaned by exploring the poly-
hedral structure of the convex hull representation of the conflict constraints for the various
subgraphs considered in the foregoing section. First, we describe four generic algorithms for
identifying the subgraphs analyzed above, namely, the star graph, the chain graph, and the
loop graph. For each of these procedures, assume that we are examining a conflict graph Gst
with node set Nst and arc set Ast.

Procedure 8.2 is an O(|Nst|2) procedure which finds the largest star subgraph in Gst by
essentially finding the node in Gst having the maximum degree. The list SS contains the
number of nodes adjacent to each node in this process.
Procedure 8.2: Generating Star Subgraphs.
Let SS(i) = 0 for i = 1,...,|Nst|.
for each row P ,

for each entry E(P,Q) = 1, Q > P
SS(P ) = SS(P ) + 1
SS(Q) = SS(Q) + 1

end for
end for
Select node i ∈ argmaxi {SS(i)} as the center node of the star, and let all nodes adjacent to
i be its satellite nodes.

For the next two procedures, note that finding the longest chain and the longest cycle
in an undirected graph are both NP-Hard problems (see [48]). We instead use heuristic
methods to efficiently identify good solutions to these problems. Procedure 8.3 below first
finds a suitable spanning tree in the subgraph, and then prescribes the largest weighted path
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between any two nodes in the tree, yielding the output chain subgraph (both these problems
are polynomially solvable). Procedure 8.4 uses the chain from Procedure 8.3 to generate a
loop. Given a chain on some m nodes, Procedure 8.4 attempts to identify a loop of length
m arcs by checking the existence of a link between the first and last nodes of the chain in
the subgraph. If this is not found, the process then checks for loops of length m-1, m-2, etc.
Procedure 8.3: Generating Chain Subgraphs.
Given a set of arc weights ω, generate a minimum spanning tree, MST, using the method
of Kruskal [67]. Trace the unique path from each node to every other node, and select the
largest weighted path in MST as the chain subgraph.
Procedure 8.4: Generating Loop Subgraphs.
Given a chain n(1), n(2), ..., n(m)
for i = m-1 down to 2

for k = 1 to m− i
if E(n(k) ∼ n(k + i)) = 1

return the loop with nodes n(k),...,n(k + i)
end if

end for
end for
The complexity of Procedure 8.3 is determined by the arc weight sorting step required by
Kruskal’s algorithm. Since there are O(|Nst|2) arcs, Procedure 8.3 is thus O(|Nst|2 log |Nst|2).
The complexity of Procedure 8.4 is O(|Nst|2), due to the two O(|Nst|) for-loops.
Because there are many conflict graphs (equal to the sum of the number of discrete time

segments over all the sectors), it is too computationally expensive to perform these tests for
each conflict graph. Instead, we only consider graphs meeting certain specified criteria. For
the model APM, we consider only the top ρ1% of conflict graphs in terms of the number of
arcs in these graphs, and perform Procedures 8.2 through 8.4 to augment the model with the
appropriate valid inequalities before solving it. In Procedure 8.2, we identify the largest star
subgraph, and enhance APM by adding the constraints in (8.27). In Procedure 8.3, the arc
weights ωij between nodes i and j are set equal to cicj, the product of the objective function
coefficients for flight-plans i and j. Given the chain resulting from Procedure 8.3, we may
either incorporate (8.53) into the model, or simply include facets of the type (8.40) in APM,
possibly, along with (8.48). Finally, in Procedure 8.4, we generate the longest cycle from
the chain generated in Procedure 8.3, and either incorporate (8.55) or (8.56), depending on
whether the loop is an odd-hole or an even-hole, respectively.

Next, we solve the linear relaxation of APM (or APM’) augmented with these facets. We
define an edge of a conflict graph to be fractional if the product of the linear relaxation
solution of its incident nodes is fractional. We then consider only the top ρ2% of conflict
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graphs in terms of their fractional edges, further restricting the choice to conflict graphs
having at least ψ fractional edges. (Note that we may take ψ to be as low as one, if desired.)
For each such conflict graph, we assign a weight of ωij = xixj to each arc that connects
node i and node j, and find a maximum spanning tree given these arc weights. Using this
tree, we invoke Procedures 8.3 and 8.4 to generate the corresponding valid inequalities as
above. These inequalities are then used to augment the current model provided they contain
at least one variable that is fractionally valued in x.

Remark 8.11 As another alternative, we can attempt the following strategy. Recall that
we had proposed a modified formulation APM’ in Remark 8.4 based on the linearization
of certain quadratic conflict constraints. The structure of these constraints also emerged
as higher dimensional convex hull representations of particular types of conflict subgraph
constraints within the model APM. Given this latter feature and the likelihood that APM’
might be too large to implement in its entirety, we can examine certain key conflict subgraphs
as proposed above for generating valid inequalities, but instead of applying Procedures 8.2-
8.4 to derive such inequalities, we can simply augment the problem with the APM’ type of
constraints for such identified conflict subgraphs. We explore this along with other variants
in order to compose a strategy for deriving a model representation that yields the best overall
computational benefits.

8.5 Computational Results
In this section, we study the performance of applying CPLEX-MIP Version 6.5 to the models
developed in Section 8.1, as well as evaluate the heuristic and cutting plane generation
procedures developed in Sections 8.2-8.4. Toward this end, we generated a set of twelve
test problems based on data obtained from the FAA-ETMS (Enhanced Traffic Management
System) database over the Miami (ZMA) and Jacksonville (ZJX) ARTCCs. The number
of flights for these problems ranged from 50 to 200 in increments of 50, and instances were
generated for each of these flight-mix scenarios using 3, 4, and 5 surrogate flight-plans for each
flight. For each instance, the cost of each flight was given by its direct fuel costs. These fuel
costs were computed using the Base of Data (BADA) Eurocontrol Database, which provides
information on fuel costs as a function of altitude and prevalent wind conditions (specified
in the ETMS database). The sector workload costs were assumed to increase according to a
defined quadratic function, and the measure of inequity for each flight was given by its delay
time multiplied by an appropriate cost-conversion factor. For these scenarios, we defined our
SUA as a cylindrical section of airspace that approximates the volume of enroute airspace
around the Cape Canaveral spaceport. The surrogates for each flight were generated by
adjusting both the departure time of the flight and the shortest-detour based rerouting of
the flight around the SUA, if applicable.
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Scenario: APM: APM0:
Flights Surrogates Nodes CPU Time Nodes CPU Time Obj Value
50 3 0 0.71 0 0.99 175852.64
50 4 4 0.9 4 1.33 173262.40
50 5 3 1.14 3 1.63 172070.34
100 3 3 1.24 3 1.71 314482.50
100 4 6 1.75 6 2.23 309787.65
100 5 218 18.19 218 24.68 307920.21
150 3 35 4.32 34 7.87 480031.62
150 4 20 6.28 21 10.41 472970.44
150 5 577 252.1 750 367.09 470370.34
200 3 49 17.89 4648 585.32 623677.20
200 4 3755 1176.71 3846 1523.7 611747.83
200 5 485 339.87 2208 2046.9 607498.12

Table 8.2: Comparison of APM Versus APM0.

First, we examined the efficacy of model APM versus model APM0. For each of the twelve
scenarios, we recorded the number of branch-and-bound nodes enumerated (Nodes), the
CPU time in seconds (CPU Time), and the objective function value (Obj Value). Since this
problem set was based on actual recorded flight data, few conflicts occurred between flight-
plans. As in Table 8.1, we would expect APM to outperform APM0 on such a data set, and
Table 8.2 confirms this anticipation. Although APM exhibits only a slight computational
advantage over APM0 in most cases, as demonstrated by the 200 flight scenario with three or
five surrogate flight-plans per flight, APM occasionally greatly outperforms APM0. Note also
that the optimal objective function value decreases somewhat as more surrogates become

available for each set of three instances having 50, 100, 150, and 200 flights, respectively.

Next, we considered the heuristic developed in Section 8.2. For each of the data sets de-
scribed above, we ran the variants HP and EHP and obtained their solutions, recording their
execution times and the number of backtracking steps performed. Model APM was selected
for deriving the LP-based starting solution and reduced costs for HP, and for implementing
the limited branch-and-bound algorithm for EHP. The solution provided by HP is within 1
percent of optimality for 9 of the 12 test cases. In the first test case, the linear programming
solution turned out to be integer-valued, and thus the heuristic terminated with this optimal
solution in its initialization phase. Note that the number of backtracking steps is usually
very small, and hence, the possibility of an unsuccessful termination due to the maximum
allowable backtracking limit was never imminent. The enhancement EHP provided an op-
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With Cutting Planes Without Cutting Planes
Flights Surrogates Nodes CPU Time Nodes CPU Time
50 3 0 0.74 0 0.71
50 4 4 1.08 4 0.9
50 5 3 1.15 3 1.14
100 3 3 1.62 3 1.24
100 4 6 1.86 6 1.75
100 5 218 18.51 218 18.19
150 3 35 4.46 35 4.32
150 4 21 6.27 20 6.28
150 5 564 244.59 577 252.1
200 3 53 20.27 49 17.89
200 4 3811 1238.62 3755 1176.71
200 5 495 332.62 485 339.87

Table 8.3: Effectiveness of Cutting Planes.

timal solution in 8 of the 12 test cases, and provided a solution within 0.01% of optimality
in the other 4 test cases. These results show that EHP is a promising alternative to solving
the mixed-integer programming model to optimality, and might be especially useful for large
instances of the airspace planning problem. We comment here that although HP can also be
used to find an incumbent solution for the exact branch-and-bound method, our experimen-
tal experience revealed that the time consumed in executing this heuristic offsets the gains
achieved by utilizing this upper bound.

We next investigated the effect of incorporating the cutting planes developed in Section
8.3 into the model APM. For each run made in Tables 8.3 and 8.4, we set ψ = 1, and
ρ1 = ρ2 = 0.1. This choice of parameters results in the a priori generation of cutting planes
based on one star, chain, and loop subgraph, and the a posteriori generation of cutting
planes based on one star, chain, and loop subgraph provided that at least one fractional arc
exists in a subgraph. This combination of values exhibited the best computational results of
those attempted. We also investigated the individual generation of valid inequalities based
on star, chain, and cycle subgraphs. None of these classes of valid inequalities by themselves
appeared to be preferential over the others or over the adopted strategy of generating a
combination of cutting planes. We would expect these classes of cuts to be most effective
when used to tighten a problem having large conflict subgraphs. However, the test-bed
of problems investigated here contain conflict subgraphs having only a few edges. Table
8.3 demonstrates that the cutting planes generated for these problems had either a slightly
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With Cutting Planes Without Cutting Planes
Problem Nodes CPU Time Nodes CPU Time
P75 44 17.47 44 13.99
P260 1928 50.93 2271 55.41

Table 8.4: Effectiveness of Cutting Planes.

adverse or negligible effect on the computational time of the overall algorithm. Furthermore,
the number of branch-and-bound nodes for these problems was not significantly reduced
with the addition of these cutting planes. Recall however that problems P75 and P260 have
moderate to large-sized conflict subgraphs. Table 8.4 shows that the addition of cutting
planes decreases the solution time required for P260 by about 9%, but not for P75. The
cutting planes might have failed to improve the solution performance for P75 due to the
brevity of the actual branch-and-bound process, as compared to P260. Hence, it appears
that the cutting planes might benefit only more challenging instances that involve sufficiently
dense conflict subgraphs. However, this hypothesis requires a more detailed computational
study.

For future research, we will develop algorithms which will more efficiently utilize the par-
tial convex hull representations detailed in this chapter. Our research suggests that for most
problems, only some small subset of conflict subgraphs generate constraints which are binding
at optimality. One way of identifying these binding conflict subgraphs is to solve the linear
programming relaxation of APM and examine the number of binding conflict constraints
corresponding to each conflict subgraph. Another idea is to solve APM without any conflict
constraints, and identify which conflict subgraphs are violated by this relaxed solution. Hav-
ing identified these conflict subgraphs, we must then investigate the effectiveness of different
tightening techniques. One idea for accomplishing this tightening is to generate APM0 for
only these conflict subgraphs in addition to the constraints of model APM. Alternatively, we
may construct partial convex hull representations for special structures of these subgraphs
as developed in Section 8.3. In this investigation, we will consider alternative methods of
selecting star, chain, and cycle structures from which partial convex hull representations will
be generated. One such method involves the selection of these structures which cover each
edge in the subgraph, i.e., each edge is contained within at least one of the structures for
which a partial convex hull is generated.

Finally, we demonstrate the usefulness of this airspace planning model as a strategic
planning tool for the FAA. In particular, we explore the sensitivity of the solution provided
by the model to changes in the radius of the SUA formulated around the spaceport, and in
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HP: EHP:
Flights Surrogates % Optimal CPU Time N 0 % Optimal CPU Time
50 3 0 0.01 0 0 1.01
50 4 0.01 0.05 0 0 1.33
50 5 0.24 0.07 0 0 1.54
100 3 2.64 0.39 1 0 2.04
100 4 0.60 0.95 1 0 2.64
100 5 0.42 1.57 30 3.87 x 10−3 11.49
150 3 2.48 3.24 1 0 7.41
150 4 0.26 9 1 0 17.02
150 5 7.58 7.9 9 5.78 x 10−3 166.41
200 3 0.63 20.14 1 0 42.36
200 4 0.39 40.02 2 9.15 x 10−3 209.64
200 5 0.37 76.64 1 7.06 x 10−4 287.48

Table 8.5: Effectiveness of Airspace Planning Heuristic.

the duration of the launch-window during which the SUA is activated. To illustrate the effect
of these parameters, we chose the set of data containing 100 flights. First, we generated three
surrogate flight-plans for each flight based only on varying the departure time of the flight-
plans, and we ran APM to determine the optimal set of flight-plans for this problem instance.
Using the resulting optimal 100 flight-plan data set, we calculated the number of flight-plans
which intersected SUAs of different radii and launch-window durations. Specifically, we
examined radii of R (the original radius of the SUA), R/2, and R/4, and we varied the
launch-window durations between 0 and 12 hours in intervals of 2 hours. The results of this
experiment are displayed in Figure 8.9. By cutting the SUA radius in half, the number of
flights impacted by the SUA is reduced by about 25%, while reducing the SUA radius to
one-fourth its original size cuts the number of flights impacted by about 33%. Also, note
that increasing the duration of the launch-window tends to affect the number of impacted
flights almost linearly until the duration reaches 6 hours. After this point, the number of
flights impacted by the SUA is relatively insensitive to an increase in the launch-window
duration.

We then evaluated the effect of these parameters on the total extra system cost as given
by APM. For this experiment, we examined the cases of launch-windows having durations
of 4, 5, and 6 hours, and generated problem instances having SUA radii equal to R, 3R/4,
R/2, and R/4. The flight data used was composed of the 100 flight-plan scenario described
above, modified by generating three surrogate flight-plans based on adjusting the departure
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Figure 8.9: Number of Flights Impacted by the SUA for Different Radii and Launch-Window
Durations.

times and by rerouting the aircraft via efficient detour paths around the SUA. The total
extra system cost for any instance based on a specified SUA enforcement is thus given by
the difference between the optimal objective function value of this instance minus the cost of
the system with no SUA enforcement. The results of this experiment are depicted in Figure
8.10. Note that the approximate quadratic increase in extra system cost due to an increase
in SUA radius is indicative of a direct proportionality between the extra system cost and
the SUA area. A best quadratic fit for this output as given by the equation c = αit

2, where
c is the total extra cost of the scenario, t is the fraction of the radius R of the SUA, and αi
is a suitable cost parameter for launch-window of duration i, for i = 4, 5, 6, is determined by

letting α4 = $49278.3, α5 = $55643.7, and α6 = $65444.4. The goodness-of-fit R
2-statistic

values for the cases of 4, 5, and 6 hour launch-window durations are 0.991, 0.988, and 0.990,
respectively, indicating that these results are very well described by the stated quadratic
equations.
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Figure 8.10: Total Extra System Cost Due to SUAs having Different Radii and Launch-
Window Durations.



Chapter 9

Summary, Conclusions, and
Recommendations for Future
Research

In this dissertation, we have demonstrated the importance of designing tight models for
mixed-integer 0-1 programming problems. We began by considering the use of RLT to
tighten the representation for this class of problems. In several studies in this area, the first-
level RLT relaxation (RLT-1) of Sherali and Adams [98, 99] has served to provide a strong
computational device, even when applied by considering only a single selected variable at any
stage of the algorithm to be binary valued as in Balas et al. [14]. We have shown in Chapter
3 of this dissertation that there exists a reduced relaxation of RLT-1 that uses the original
constraints along with only one of each pair of RLT constraints generated via the structural
restrictions of the problem which will yield the same lower bounding value as RLT-1. By
examining the nature in which the RLT construction process provides a tightening of the
relaxation through the substitution x2i = xi for each binary variable i ∈ B, we proposed
an a priori prediction of such a reduced relaxation RRLT-1 and demonstrated that for
knapsack (m = 1) mixed-integer 0-1 problems having |B| = 1, we indeed obtain v(RRLT-
1) = v(RLT-1), with RRLT-1 constructing the convex hull representation. However, with
|B| = 1 and m ≥ 2, we showed that this was no longer true, even if the column of the binary
variable is of one sign, or if we use bound-factors based on the optimal value of the binary
variable to generate the partial first-level relaxation. An insightful result provided a more
detailed viewpoint into the feature that makes a reduced relaxation preserve v(RLT-1) for
this case, and led to demonstrating that while we can always construct a reduced first-level
relaxation that will preserve the objective value of RLT-1, there exist instances for which no
such relaxation would generate the convex hull representation and hence, preserve this value
uniformly for all objective functions.
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For the case of knapsack problems (m = 1) having multiple binary variables (|B| ≥ 2),
we provided some special conditions under which v(RRLT-1) = v(RLT-1), but showed that
this is not true in general. An insightful result in this case demonstrated that the projected
feasible region of RRLT-1 is precisely given by the intersection of the partial convex hulls
obtained by enforcing variables to be binary one at a time, while RLT-1 can possibly con-
struct a strictly tighter relaxation. Nonetheless, in some preliminary computational results
using problems having multiple binary variables and multiple constraints, we have shown
that RRLT-1 provides a competitive relaxation with respect to RLT-1, and performs quite
well in predicting a reduced relaxation that would preserve the bound v(RLT-1).

Motivated by this work, we propose as a future research topic the development and testing
of an algorithmic procedure for solving mixed-integer 0-1 programming problems based on
the use of partial first-level relaxations. The proposed reduced relaxation RRLT-1, or some
other such reduced relaxation that is either constructed a priori or is generated dynamically
within a Lagrangian relaxation approach, could be used for this purpose (see [16, 125], for
example). These relaxations could also be used to generate cutting planes to augment the
original formulation in the same dimensional space.

We next illustrated the concept of incorporating hierarchical constraints to reduce the
number of symmetric solutions for various problems having indistinguishable objects. We
have reinforced through three different examples the concept that in discrete optimization,
it is not enough simply to construct a mathematically correct formulation of the problem.
Rather, it is usually imperative to construct a good formulation in the sense that it affords
a tight representation of the problem with respect to the underlying LP relaxation, as well
as imparts to it a structure that is amenable to the application of an adopted solution
approach. We have focused in this dissertation on the latter feature by further augmenting
the recommendations provided by Barnhart et al. [18] with the advice of exploring and

eliminating (or reducing) the effect of any symmetry that might be inherent in the problem.
We find that although it is naturally advantageous to uniquely define hierarchies, care should
be taken to ensure that special structures which allow for efficient solution procedures remain
intact. Future research ideas may attempt to determine the exact nature of the tradeoff
between preserving classes of special structures versus altering them in favor of reducing
symmetry inherent in various problems.

The third of these applications deals with a telecommunication network design problem
involving the SONET ring technology, as discussed in detail in Chapter 5. We have developed
an exact cutting plane and enumeration algorithm for a SONET design problem deploying
unidirectional path switched rings, modeling it as a mixed-integer program and exploiting
certain problem characteristics to enhance its solution capability. We first showed that a
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straightforward branch-and-bound strategy to solve a traditional mixed-integer formulation
for this problem performs poorly, primarily due to the large number of symmetric solutions
that the enumeration process must sift through in determining an optimum. To alleviate
this, we investigated several different methods that tend to mitigate the effects of symmetry
by imposing certain valid configuration hierarchies, and demonstrated that the inclusion of
such additional constraints significantly improves the performance of the algorithm.

We then investigated the effectiveness of various preprocessing routines and of different
variable branching priorities. The proposed specialized preprocessing routines implemented
led to a sharp decrease in the branch-and-bound effort, and an appropriate prioritized order-
ing scheme for selecting branching variables also moderately decreased the execution time for
the algorithm, especially when used in concert with certain hierarchical constraints. Next, we
examined the generation of cutting planes from various classes of valid inequalities, designing
suitable separation routines for deriving strong cutting planes that delete the solution to the
current linear programming relaxation. Incorporating these cuts was also shown to enhance
the effectiveness of the solution algorithm. While these cutting planes were implemented
only at node zero to allow the use of a powerful commercial optimization package (CPLEX),
it might be worthwhile to explore a specialized branch-and-cut algorithm in which such valid
inequalities are generated at other nodes of the enumerative tree as well. In addition, we
designed two heuristic procedures along with an improvement routine for providing useful
upper bounds on the problem and reducing the amount of effort required by the branch-and-
bound process. These procedures typically determined solutions having an objective value
within 5-13% of the optimum, thereby promoting their use for possibly obtaining good solu-
tions for larger problems which may not be solvable to exact optimality. Finally, we provided
some insights into the non-split demand allocation version of the problem considered in this
paper, showing that this case leads to problems that are relatively harder to solve, and its
reduced flexibility is more likely to result in infeasible instances or somewhat more expensive
optimal solutions.

In Chapter 6, we focus on the development and application of two models: an Airspace
Sector Occupancy Model (AOM) and an Aircraft Encounter Model (AEM), designed to
respectively predict traffic flows across defined volumes of airspace (sectors), and to predict
the number of potential blind-conflicts if all flight-plans are executed without controller or
pilot intervention. New concepts and metrics for classifying the geometry and severity of
conflicts are described. The models developed have been coded in MATLABTM (Mathworks,
Inc., 1997), a general engineering language. This facilitates their execution on any computer
platform (PCs, PowerPC Macs and UNIX workstations) without modifications. Using real
data provided by the FAA, preliminary analyses of blind-conflicts expected to affect the
NAS system in the near future under two Free-Flight operational concepts: RVSM (Reduced



Chapter 9: Summary, Conclusions, and Recommendations for Future Research 170

Vertical Separation Minimum) and cruise-climb are conducted. The results provide insights
into the potential advantages, noting the stated points of caution, that might accrue in
transitioning to the Free-Flight scenarios.

While this study provides a first-order approximation analysis of the level of conflict expo-
sure in a particular sector or center, it does not provide a measure of collision risk in the true
sense. Further investigation of the end-game ATC controller and pilot dynamics (including
aircraft navigational accuracy capabilities) is needed to truly quantify collision risk.

Several conclusions regarding the effects of the analyzed Free-Flight operational concepts
can be derived from this study. First, there would be small to moderate variations in
traffic flow patterns across various ARTCC center sectors in NAS, depending upon their
geographical location. Second, the number of potential conflicts in the enroute airspace
system would decrease with the introduction of Free-Flight operations if reduced vertical
separation criteria are allowed. The number of blind-conflicts expected under RVSM and
cruise-climb modes of operation are of the same order of magnitude, although it is not
clear how ATC controllers would react to potential conflicts between two or more aircraft
operating in a cruise-climb scenario, and what would be the consequent effect on collision
risk. Third, vertical transition conflict durations under RVSM and cruise-climb scenarios
are generally expected to be shorter due to the smaller vertical separation criteria. Finally,
enroute conflict durations (i.e., durations for coplanar conflicts) appear to vary significantly.

It is recommended that future research should perform a similar analysis as conducted in
this paper using NAS scenarios for the years 2005 and 2015 which were recently developed by
the FAA/CSSI. Also, a more comprehensive study of the NAS behavior should be undertaken
in order to assess the effects of geographical and procedural differences across the various
ARTCC centers. In our study, only four of twenty centers were analyzed. The models
developed can process all NAS data at the expense of a more computationally intensive
study.

AEM can also be executed using various detection envelopes to assess differences in con-
flict rates under various vertical, in-trail, and lateral separation criteria. To quantify collision
risk under ATC controller and pilot intervention, a detailed investigation of controller, pilot,
and aircraft dynamics should be undertaken. One possible approach is to enhance the AEM
model by introducing end-game dynamics using causal theory, dynamic fault-tree analysis,
or other suitable techniques, accompanied by mathematical models of the complex human-
in-the-loop interactions in response to a potential conflict. For instance, there is a critical
need to collect information on pilot and airline operational practices, and on ATC controller
responses and separation maneuvers under the various new NAS operational concepts. This



Chapter 9: Summary, Conclusions, and Recommendations for Future Research 171

is viewed as an important step to quantify the reliability of human controllers in an inter-
vention model framework. The models developed in this study offer an essential ingredient
and first step toward undertaking such investigations.

In Chapter 7, we developed equivalent linear programming convex hull representations of
the integer programming model of Selim and Almohamad [95] for analyzing multiple body
collisions. This yields an improvement in model complexity, and provides the opportunity
for a more robust, polynomial time solution capability. We have demonstrated the com-
putational advantage of employing this linear model over the integer model for the case of
bodies translating along linear trajectories, and have explored the importance of various
algorithmic strategies such as the use of an advanced starting basis and problem scaling. For
bodies translating along piecewise linear trajectories along with rotations at breakpoints,
we have developed and tested a similar integer programming model along with its linear
convex hull representation. In this instance, the linear programming formulation exhibits a
significant computational advantage over the integer programming formulation. However, in
either case, a substantial computational improvement results upon using an iterative tech-
nique of solving successive linear/integer programs until a collision is detected versus using
a larger linear/integer program which considers all time segments simultaneously. This iter-
ative method remains dominant even when the collision occurs during later time segments
in this process, or not at all. Although we have relied on CPLEX for performing our com-
putations, the use of alternative solvers, including interior point methods to solve the linear
programming models, is left open for further investigation.

Finally, in Chapter 8, we proposed a 0-1 mixed-integer Airspace Planning Model (APM) to
provide guidelines in a collaborative decision-making process between the FAA and commer-
cial airlines. This process seeks to select flight-plans that satisfy various equity, workload,
and safety considerations under future airspace scenarios. Computational results indicate

that model APM is preferable in most instances of the airspace planning problem, although
a reformulated model (APM0) may become more effective when several nonfatal conflicts
occur between flight-plans. We also devised an effective heuristic technique that identifies
a feasible solution whose objective function value is within 0.01% of the optimal solution.
This procedure is recommended particularly for large problem instances. For future research,
we will more closely investigate situations under which the cutting plane generation scheme
developed in Sections 8.3 and 8.4 will improve the solution efficacy of model APM.

The proposed model can be utilized in one of two ways.

(a) Air Traffic Management: Generator of a suitable mix of flight-plans for a set of flights.
In this role, the model can be coordinated with NASPAC, a large-scale simulation
model for analyzing airport operations related to a given set of flight-plans, by using the
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latter simulation package to evaluate in more detail the airport operations pertaining
to the prescribed solution suggested by the model.

(b) Policy Evaluator. Various what-if scenarios can be evaluated by policy/decision-makers
in formulating operational guidelines. In particular, the following types of investiga-
tions can be considered.

(a) Alternative restrictions with respect to volume and duration on the cordoning of
airspace around the RLV spaceport during launches could be evaluated with respect
to this model. Different airspace restrictions would yield different values of cost coef-
ficients in the model based on fuel and delay computations. In addition, one might
develop certain measures of safety, and incorporate appropriate penalties in the objec-
tive cost coefficients to reflect the relative safety of trajectories with respect to RLV
operations. The effect of launch timings and frequencies could also be studied in this
context.

(b) The effect of various ATC maximum sector workload policies can be evaluated with
respect to their influence on system performance, along with associated costs. Alter-
native measures of and controls on workload can also be investigated.

(c) The effect of alternative flight-plans, or protocols/directives for generating such flight-
plans can also be evaluated using this model. In fact, this model can itself serve to
evaluate the efficacy of various flight-plan generation programs.

(d) Similar to (b), different aircraft separation regulations imposed by FAA might yield
different interpretations on what poses a “conflict.” These policies could be evaluated
by translating them into appropriate constraints of the type (8.16a-c) and examining
their effect on the model solution.

Hence, the model can be used, both in a tactical decision-making mode as an Air Traffic
Management tool, as well as for formulating strategic guidelines and policies.
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[14] E. Balas, S. Ceria, G. Cornuéjols, A Lift-and-Project Cutting Plane Algorithm for
Mixed 0-1 Programs, Mathematical Programming 58(3) 295-324, 1993.
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