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Abstract

Robust Implementations of the Multistage Wiener Filter

By

John David Hiemstra

The research in this dissertation addresses reduced rank adaptive signal process-

ing, with specific emphasis on the multistage Wiener filter (MWF). The MWF is a

generalization of the classical Wiener filter that performs a stage-by-stage decompo-

sition based on orthogonal projections. Truncation of this decomposition produces a

reduced rank filter with many benefits, for example, improved performance.

This dissertation extends knowledge of the MWF in four areas. The first area

is rank and sample support compression. This dissertation examines, under a wide

variety of conditions, the size of the adaptive subspace required by the MWF (i.e., the

rank) as well as the required number of training samples. Comparisons are made with

other algorithms such as the eigenvector-based principal components algorithm. The

second area investigated in this dissertation concerns “soft stops”, i.e., the insertion of

diagonal loading into the MWF. Several methods for inserting loading into the MWF

are described, as well as methods for choosing the amount of loading. The next area

investigated is MWF rank selection. The MWF will outperform the classical Wiener

filter when the rank is properly chosen. This dissertation presents six approaches for

selecting MWF rank. The algorithms are compared to one another and an overall

design space taxonomy is presented. Finally, as digital modelling capabilities become

more sophisticated there is emerging interest in augmenting adaptive processing al-

gorithms to incorporate prior knowledge. This dissertation presents two methods

for augmenting the MWF, one based on linear constraints and a second based on



non-zero weight vector initialization. Both approaches are evaluated under ideal and

perturbed conditions.

Together the research described in this dissertation increases the utility and ro-

bustness of the multistage Wiener filter. The analysis is presented in the context

of adaptive array processing, both spatial array processing and space-time adaptive

processing for airborne radar. The results, however, are applicable across the entire

spectrum of adaptive signal processing applications.
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Chapter 1

Introduction

The research presented in this dissertation is directed towards advancing the state-

of-the-art in reduced rank adaptive signal processing, with specific emphasis on the

multistage Wiener filter (MWF). The MWF is an adaptive filtering algorithm that

generalizes the classical Wiener filter by performing a stage-by-stage decomposition

based on orthogonal projections. By truncating this decomposition a reduced rank

filter is obtained that has many benefits, chief among them, improved performance

relative to the full rank Wiener filter and a reduction in the required amount of

training data.

As with the classical Wiener filter, the multistage Wiener filter is widely applicable

to a variety of adaptive signal processing problems. We focus on adaptive array

interference cancellation for radar. Our analysis includes both spatial array processing

and space-time adaptive processing.

The research in this dissertation makes contributions in four specific areas. We

deepen the understanding of the MWF in the area of rank compression and sample

support compression. We show how diagonal loading can be added to the MWF. We

develop new techniques for selecting the best operating rank for the MWF. Lastly, we

develop new variants of the MWF that allow for the insertion of a priori knowledge.

1
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1.1 Background

The subject of this dissertation is linear, discrete-time, reduced rank, adaptive finite

impulse response filtering. The Wiener filter, developed in World War II by Norbert

Wiener, is a fundamental building block for linear adaptive filtering [Hay96]. A

diagram of the Wiener filter is shown in Figure 1.1.

Σ

wopt

d0(k) ε(k)

x0(k)

+
-

d0(k)^

Figure 1.1: The Classical Wiener Filter (Full Rank): x0=input data vector,
d0=desired signal, d̂0=estimate of desired signal, wopt=optimal Wiener filter weight
vector, ε=scalar output.

The Wiener filter is optimal in the sense of minimizing the mean square error

(MSE) of the output. Let the MSE be given as follows [WS85]

J = MSE = E
[

|d0(k) − wHx0(k)|2
]

(1.1)

= σ2
d0
− wHrx0d0 − rHx0d0

w + wHRx0w, (1.2)

where

Rx0 = E
[

x0x
H
0

]

, (1.3)

rx0d0 = E [x0d
∗
0] , (1.4)

σ2
d0

= E[d0d
∗
0]. (1.5)

We solve for the optimal solution by differentiating J with respect to the weight

vector w and setting the result equal to zero [Hay96]

∇w(J) = −rx0d0 + Rx0w = 0. (1.6)

The solution to 1.6 yields the classical Wiener filter

wopt = R−1
x0

rx0d0 . (1.7)
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When the statistics associated with Rx0 and rx0d0 are known exactly then the mini-

mum mean square error (MMSE) is obtained and we refer to the filter as “optimal”.

In general, of course, the statistics are not known but rather are estimated from the

data. We refer to this filtering solution as “adaptive”.

The Wiener filter applies to a wide variety of adaptive signal processing problems.

Four fundamental classes of problems are shown in Figure 1.2. These are equaliza-

tion, prediction, system identification, and interference cancellation. These problems

represent different architectural arrangements of the plant, adaptive filter, and delay

elements [WS85, Hay96, MIK00].

Σ
+

−
AF

Predictions

ε
D

Σ
+

−
AFP

D

Equalization
s

d

ε

d̂
Σ

+
−

AF

P

System ID
s

d

ε

d̂

Σ
+

−
AF

Interference Cancellation
s+n

ε

n'd̂

d

d̂

d

Figure 1.2: Different Classes of Problems for Adaptive Signal Processing: P=Plant,
D=Delay, AF=Adaptive Filter, s=signal, n=noise, d=desired signal, ε=error signal.

The system applications for the above filter architectures, and hence the Wiener

filter, are quite numerous. A few examples include radar (interference cancellation)

[War94, GGR00], sonar (interference cancellation) [Ows85, RCG00], communications

(equalization, interference cancellation) [HX01, Sud02], geophysical exploration (sys-

tem identification) [WS85], electrocardiography (interference cancellation) [WS85],

and global positioning (interference cancellation) [Myr00].

For many of the system applications cited above the specific implementation of
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interest is multisensor array processing. Our interest in this dissertation is array pro-

cessing for radar, both spatial array processing and space-time adaptive processing.

The block diagram of an adaptive array is shown in Figure 1.3. This array contains an

individual receiver at each element and thus there are N simultaneous measurements,

x = [x1 x2 x3 · · · xN ]T , at the input to the adaptive array processor. Figure 1.4

shows how the Wiener filter applies to this situation. In array processing there are

two basic filter architectures — the direct form processor, shown in Figure 1.4(a), and

the generalized sidelobe canceller (GSC) [GJ82], shown in Figure 1.4(b). The GSC

configuration explicitly shows the presence of the Wiener filter. Both the direct form

processor and GSC structures are equivalent [Gol01], and we will make use of both

throughout this dissertation.

Rcvr RcvrRcvr ... Rcvr

Adaptive Array Filter, w

x1(k) x3(k)x2(k) xN(k)

Figure 1.3: Block Diagram of an Adaptive Array: Each element has its own receiver.

Large, fully adaptive arrays, particularly space-time adaptive arrays, can be im-

practical to implement because of the computational burden and sample support

requirements for weight training [War94]. This motivates consideration of partially

adaptive arrays. Partially adaptive arrays utilize a rank reducing transformation

in order to reduce the number of adaptive degrees-of-freedom. This reduction in the

number of adaptive degrees-of-freedom brings with it a commensurate reduction in the

computational complexity and training sample requirements [GGR01, War94, RG00]

Additionally, it has been shown that reduced rank signal processing techniques can

provide superior performance to full rank approaches [VT02, PHA+00, HWNG02].

We summarize these motivations for considering reduced rank processing in Table 1.1.

Many different approaches have been developed for reduced rank processing. One

approach is to use “beamspace” processing, i.e., implement a transformation from

element-space to beamspace where the number of beams is less than the number of
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Σ
d0(k) ε(k)

d̂0(k)

x(k)

+
-

waB

s

x0(k)

Unconstrained Wiener Filter

w
ε(k)x(k)

(a) Direct Form Processor

(b) Generalized Sidelobe Canceller

Figure 1.4: The Classical Wiener Filter Applied to Array Processing: (a) The direct
form processor is a constrained Wiener filter. (b) The generalized sidelobe canceller
shows explicitly the presence of an embedded Wiener filter. Both approaches are
equivalent.

elements [VT02, War94]. A second approach is to use a statistical transformation.

An example of this class is the “eigenspace” beamformer. Eigenspace beamform-

ers include principal components and the cross-spectral metric. In this dissertation

we focus on a statistical reduced rank algorithm called the multistage Wiener fil-

ter (MWF). The MWF has been shown to operate in a more compact subspace

than other techniques such as principal components and the cross-spectral metric

[GRS98, ZGGR98, GGR00, HX01]. The specific challenges addressed by this disser-

tation are described in the following section.
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Table 1.1: Motivations for Reduced Rank Processing.

Motivation

Reduced computational complexity

Reduced training sample requirements

Increased performance in low sample support environments

1.

2.

3.

1.2 Problem Statement

The multistage Wiener filter (MWF) has been shown to be able to operate in a lower

dimensional subspace than other reduced rank algorithms such as principal compo-

nents or the cross-spectral metric [GRS98, ZGGR98, GGR00, HX01]. We call this

characteristic “rank compression”. We have observed, however, that different applica-

tions can exhibit significantly different levels of rank compression. Some applications,

such as spatial array processing in the presence of large discrete interference sources,

do not show appreciable rank compression [HWNG02]. Other applications, such as

airborne radar space-time adaptive processing (STAP), often do show significant rank

compression [GGR01]. In this dissertation we investigate rank compression to deter-

mine the situations where it is likely to occur.

Additionally, a key motivation of reduced rank processing is sample support re-

duction. Some reduced rank algorithms, such as principal components, have been

statistically characterized and found to have sample support performance that is dic-

tated by the number of significant interferers in the environment [Gie97]. Since the

MWF can exhibit significant rank compression relative to the number of significant

interferers in the environment, it raises the question as to whether the sample support

requirements are tied to the size of the adaptive subspace or the number of significant

interferers in the environment. This dissertation examines that question.

Diagonal loading is a popular method for adding robustness to adaptive array

beamformers against a variety of conditions such as direction-of-arrival mismatch;

element position, gain, and/or phase mismatch; and “statistical” mismatch due to fi-

nite sample support [CZO87, VT02]. Because of the robustness that diagonal loading
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provides it is always desirable to find ways to add diagonal loading to beamform-

ing algorithms. In this dissertation we show how to apply diagonal loading to the

multistage Wiener filter. We present multiple approaches for adding loading to the

MWF and describe their relationships. We also discuss methods for selecting the

appropriate amount of loading.

The multistage Wiener filter, as stated above, can significantly outperform the full

rank Wiener filter in environments with low sample support. Enjoying this additional

performance, however, requires that the MWF be operated at the correct rank. The

correct rank, however, is not a fixed number but rather varies depending on the

amount of interference in the environment. Thus a need exists for adaptive (i.e.,

data dependent) methods for determining the best rank at which to operate the

MWF. We present six rank selection algorithms in this dissertation and evaluate

their performance. We also present an overall design-space taxonomy to classify the

different algorithms.

The multistage Wiener filter was introduced in [GRS98] in its most general form

as an unconstrained filter. This form serves as the basic filtering engine for a broad

spectrum of adaptive signal processing applications. As digital modelling capabilities

become more sophisticated there is emerging interest in augmenting adaptive pro-

cessing algorithms to incorporate a priori knowledge. This dissertation presents two

different ways to augment the MWF for the insertion of a priori knowledge.

1.3 Overview of Dissertation

This dissertation is organized as follows. Chapter 2 introduces the fundamentals

of array processing, both for spatial array processing and space-time adaptive pro-

cessing. It discusses array architectures, signal models, beamforming, performance

metrics, and Monte Carlo simulation. Chapter 3 presents background material on

reduced rank adaptive filtering. Four approaches are described — principal com-

ponents (PC), the cross-spectral metric, the multistage Wiener filter, and diagonal

loading (DL). The relationships between PC, DL, and the MWF are explicitly de-

scribed. In Chapter 4 rank compression and sample support compression for the

MWF are examined. The variables that are investigated include interference type,

interference power level, interference location, and sample support. Diagonal loading

for the multistage Wiener filter is described in Chapter 5. Three approaches to insert-

ing loading into the MWF are presented, along with an analysis of the relationships
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among them. The L-Curve approach for selecting the level of diagonal loading is also

introduced. Rank selection algorithms for the MWF are presented in Chapter 6. Six

approaches are described along with comparative performance simulations. Chapter 7

describes two different methods for inserting a priori knowledge into the MWF. These

approaches are exploited to provide recursive and knowledge-aided implementations

of the MWF. Finally, the conclusions of the dissertation research are presented in

Chapter 8.



Chapter 2

Adaptive Array Processing

In this chapter we discuss the fundamentals of array processing as background for

the discussion in later chapters. We introduce the concept of a partially adaptive

array and show how it relates to other more conventional antenna approaches. We

define the signal, jammer, and noise models that will be used throughout this dis-

sertation. We discuss array beamforming, including classical, optimal, and adaptive.

We define the performance metrics that we will use in this dissertation and illustrate

the performance advantage that reduced rank algorithms offer. We also introduce

airborne radar space-time adaptive processing (STAP). Lastly we briefly describe our

approach to Monte Carlo simulation. We will use Monte Carlo simulation extensively

in the later chapters in order to evaluate the performance of the different algorithms

under investigation.

2.1 Antennas and Arrays

The focus of this dissertation is on advancing the state-of-the-art in signal processing

for partially adaptive arrays, also called reduced rank adaptive signal processing. In

this section we describe the architecture of a partially adaptive array and compare this

architecture to other more conventional approaches. The context of this discussion

is radar but the concepts developed are broadly applicable to other adaptive array

applications such as sonar and communications.

9



10

2.1.1 Mechanically Scanned Antennas

Mechanically scanned planar array antennas have been used since the earliest days of

radar. These types of arrays were used for most of the lower frequency (e.g., 30-200

MHz) air surveillance radars during the early part of World War II including the

U.S. Army’s 100 MHz SCR-270 radar that detected the Japanese attack on Pearl

Harbor on December 7, 1941 [Sko01]. These arrays often used half-wavelength dipole

elements [Bar88]. Mechanically scanned planar arrays were eventually replaced by

parabolic reflector antennas as radar frequencies increased into the microwave region

[Sko01]. During the 1970s there was a resurgence of interest in mechanically scanned

planar arrays as slotted waveguide radiator technology made possible ultra-low side-

lobe antennas at microwave frequencies (e.g., 1-10 GHz) [Sko01, Bar88]. An example

of an ultra-low sidelobe slotted waveguide planar array is the U.S. Air Force Airborne

Warning and Control System, AWACS, array [Bar88]. An example of a mechanically

scanned parabolic reflector antenna is the airport surveillance radar, ASR-9 [Sko01].

A block diagram of a mechanically scanned planar array is presented in Fig-

ure 2.1(a.1). This antenna architecture contains a series of elements that are fed by

a fixed array manifold. Since the array manifold is hard-wired, for example using

waveguide, the resulting beam points in a single direction and the sidelobe response

is fixed. Steering the beam to multiple look directions requires mechanical rotation

of the antenna.

A block diagram of a parabolic reflector antenna is presented in Figure 2.1(a.2).

This type of antenna exploits the plane wave property of a parabola. That is, when

a parabola is illuminated by a source located at its focal point it will reflect a plane

wave along its axis [Bar88]. Like the mechanically scanned planar array, the parabolic

antenna points a beam in only a single look direction and has a fixed sidelobe response.

Steering the beam for a parabolic antenna requires mechanically rotating the array.

2.1.2 Electronically Scanned Arrays

Beginning in the mid-1960s electronically scanned arrays (ESA), also known as phased

arrays, began to appear in some of the more demanding military applications [Sko01].

These arrays allow electronic beam steering by controlling phase shifters. This pro-

vides a very fast and flexible beamforming architecture and enables a single array

to perform multiple functions such as interleaving surveillance and tracking. It also

provides other desirable properties such as increased mechanical reliability due the
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elimination of motors, gimbals, and joints, and increased flexibility in aperture illu-

mination [Gol01]. The chief disadvantages of phased arrays are that they are complex

and costly [Sko01]. An example of a phased array is the AN/FPS-85 satellite surveil-

lance radar, which became operational at Eglin Air Force Base, FL, in 1969 [Sko01].

Phased arrays are divided into two different categories - passive arrays and active

arrays. Figure 2.1(b.1) shows a block diagram of a passive array. This array architec-

ture contains a phase shifter at each element in order to facilitate beam control. The

transmitter and receiver, however, are centrally located. The feed to and from the

array can be either a constrained feed, such as waveguide, or a space feed. Since the

transmitter, and hence the final high power amplifier, is centrally located the phase

shifters must be capable of handling high power (e.g., ferrite phase shifters).

Figure 2.1(b.2) shows a block diagram of an active ESA. The active ESA has a dis-

tributed transmitter architecture. That is, each element contains a transmit/receive

module (T/R) that provides the final element-level amplification. Additionally the

T/R module contains a phase shifter for beam control and a low noise amplifier. The

active ESA, however, still retains a centralized receiver.

2.1.3 Adaptive Arrays

We now consider adaptive arrays. Adaptive arrays provide the ability not only to

steer the main beam of the array, as with an ESA, but also to “steer” the nulls of the

array [Gol01]. Adaptive arrays use Wiener filter theory to estimate the interference

present in the environment and then modify the sidelobe pattern in order to place

nulls on the specific interferers that are present [Gol01]. Adaptive arrays have been

a topic of research for at least three decades and continue to be an area of active

research [BR73, AC76, GRS98, VT02].

Adaptive arrays can be divided into two different categories - fully adaptive arrays

and partially adaptive arrays. The block diagram for a fully adaptive array is shown

in Figure 2.1(c.1). Fully adaptive arrays contain a receiver at each element. This

includes an analog-to-digital converter (A/D) that provides digital output from each

element to the signal processor. The block diagram of a typical adaptive array re-

ceiver is presented in Figure 2.2. The decentralized receiver architecture of adaptive

arrays is in contrast to phased arrays, which have a centralized receiver architecture

with only a single channel (or a few channels). The fully adaptive array digitally

applies a complex weight to the output of each array element and takes the form of
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an adaptive linear combiner [WS85]. The adaptive weights are computed based on

training samples that sense the interference present and place nulls accordingly. The

number of adaptive degrees-of-freedom is equal to the number of receivers, and thus

for the fully adaptive array is equal to the number of elements. The adaptive array

shown in Figure 2.1(c.1) is for a receive-only configuration. It assumes a separate

transmit array. This is an attractive architectural configuration that exploits the fact

that there are individual receivers behind each element. Multiple simultaneous receive

beams can be digitally formed to populate a broad transmit region. This provides

additional system flexibility that can be useful in some applications.

Low-pass
filter

A/D
converterX

x(k)=x(I)(k)+jx(Q)(k)

x(Q)(k)

x(I)(k)Low-pass
filter

A/D
converterX

x(t) cos(2πfct)

sin(2πfct)

~

Figure 2.2: Adaptive Array Receiver Block Diagram.

Partially adaptive arrays are the final architecture for discussion and are the pri-

mary focus of this dissertation. A partially adaptive array is similar to a fully adaptive

array except that a rank reducing transform is applied to the data in order to reduce

the number of degrees-of-freedom. Early motivation for this approach came from a

desire to reduce the computation burden on the adaptive processor. Recent and more

compelling motivation for using partially adaptive arrays is that they can provide

superior performance to fully adaptive arrays in real world applications that include

finite sample support [HG02]. Rank reducing transformations can be implemented

physically through subarraying or digitally through signal processing [MIK00]. Rank

reducing transformations implemented via signal processing include deterministic ap-

proaches, such as beamspace processing, or statistical approaches, such as principal

components and the multistage Wiener filter [VT02, GGR00]. A block diagram of

a partially adaptive array, with digitally implemented rank reduction, is presented

in Figure 2.1(c.2). Additional detail on statistical approaches for rank reduction is

provided in Chapter 3 and throughout this entire dissertation.
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2.2 Signal Models

In this dissertation we primarily consider spatial array processing. Secondarily, we

consider space-time adaptive processing (STAP). In this section we introduce the sys-

tem models for spatial array processing. STAP adds significant additional complexity

and will be considered separately in Section 2.5.

For spatial array processing we consider three signal types — desired signal, noise,

and jamming. The total received signal, x, obeys the principle of superposition and

is the sum of these three components [War94, MIK00]

x = xs + xn + xj, (2.1)

where xs is the desired signal, xn is the noise signal, and xj is the jamming signal.

We refer to xn, and xj as undesired signals,

xu = xn + xj. (2.2)

Jamming is also referred to as interference. When we discuss STAP we will introduce

a second type of interference — clutter.

The undesired signals are each modelled as zero-mean Gaussian random processes

and are mutually uncorrelated. Therefore the covariance matrix of the undesired

signals, Ru, can be expressed as the sum of the individual covariance matrices [War94],

Ru = E[xux
H
u ] (2.3)

= Rn + Rj, (2.4)

where Rn is the noise covariance matrix and Rj is the jamming covariance matrix.

Since these signal are modelled as zero-mean Gaussian random processes, the covari-

ance matrices fully describe their statistical properties. We elaborate on each of the

signal types below.

2.2.1 Desired Signal

The desired signal is modelled as a nonrandom signal of unknown amplitude and

random phase, i.e.,

x̃(t) = αej(2πfct−φ), (2.5)

where α is the unknown amplitude, φ is a uniform random variable between 0 and

2π, and fc is the carrier frequency [War94]. We assume that the signal is narrowband
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and satisfies the plane-wave assumption. Figure 2.3 shows a diagram of this desired

signal impinging on an adaptive array. For positive values of θ the signal will arrive

first at the left-most element. The signal will have to travel an additional path length

of d sin θ in order to reach each subsequent element. Since the signal is assumed

narrowband we can approximate the propagation delay between elements as a phase

shift [MIK00]. The adaptive array has a receiver behind each element. These receivers

down convert and digitize the received signal. The output of these receivers is an N -

dimensional vector as follows

x =
[

xej0 xej2π
d
λ

sin θ · · · xej2π(N−1) d
λ

sin θ
]T

(2.6)

= xvθ, (2.7)

where x is the complex baseband signal received at the first element, and vθ is the

array manifold vector given by

vθ =
[

ej0 ej2π
d
λ

sin θ · · · ej2π(N−1) d
λ

sin θ
]T

, (2.8)

where d is the inter-element spacing, λ is the center frequency wavelength, j =
√
−1,

and T is the transpose operator.

The discussion above included two key assumptions — plane wave signals and

narrowband signals. Figure 2.4 illustrates the plane wave approximation in the far

field of an electromagnetic source [MIK00]. The conditions for which the far field

assumptions are valid are the following [ST98]

r >
2D2

λ
, (2.9)

r � D, (2.10)

and

r � λ, (2.11)

where r is the range from the source, D is the length of the array, and λ is the

wavelength. For a 430 MHz radar (λ = 0.7 meters) with a 14 element, half-wavelength

spaced, array1 the far field distance is 68 meters. Thus the plane wave assumption is

justified for source distances typical of a surveillance radar, e.g., tens of kilometers.

The second assumption identified above is that the signals are narrowband, i.e.,

the signal bandwidth is small compared to the carrier frequency. This assumption

1These parameters correspond to the DARPA Mountain Top array discussed in Section 2.5.3.
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Figure 2.3: A Plane-wave Signal Impinging on an Adaptive Array.

may be enforced as a design parameter on the operating bandwidth of the system.

In applications where this is not desirable one approach to satisfying the narrow-

band assumption is through channelization. In a channelized processing architecture

the wideband received signal is transformed to the frequency domain. Within the

frequency domain multiple parallel narrowband beamformers are implemented. The

output of these beamformers can then be recombined into a single composite beam-

former output. This concept is illustrated in Figure 2.5.

2.2.2 Noise

The first undesired signal component is noise, more specifically, receiver thermal noise.

Receiver thermal noise is modelled as a zero-mean Gaussian random process. Since

each element of the adaptive array contains its own receiver, the noise is uncorrelated

from channel to channel and has the following covariance structure

Rn = σ2
nI, (2.12)
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Figure 2.4: Plane Wave Approximation in the Far Field of an Electromagnetic Source.

where I is the identity matrix of dimension (N × N), N is the number of elements,

and σ2
n is the element-level white noise power. The noise power can be computed as

follows

σ2
n = kTnB, (2.13)

where k is Boltzmann’s constant (1.38 × 10−23J/K), Tn is the equivalent noise tem-

perature in Kelvins, and B is the receiver bandwidth in Hz. However, for analysis

purposes the element-level noise power is frequently normalized to unity for conve-

nience, i.e., σ2
n = 1 [War94]. We adopt that convention throughout this dissertation

with the exception of Section 6.2.7 where we present a method for estimating σ2
n.

2.2.3 Jamming and Interference

The jamming in this dissertation is all assumed to be noise jamming, also called

barrage jamming. A single jammer appears as a point source spatially and has the

following rank one covariance matrix

Rj = σ2
jvθj

vHθj
, (2.14)
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where σ2
j is the jammer’s power and vθj

is the array manifold vector associated with

the jammer’s direction of arrival, θj. Multiple jammers are considered mutually un-

correlated and so their covariance matrices add

Rj =

Nj
∑

i=1

Rj(i), (2.15)

where Nj is the number of jammers. For spatial array processing jamming and inter-

ference are terms that are used interchangeably, i.e.,

Ri = Rj, (2.16)

where Ri is the interference covariance matrix. In the STAP discussion of Section 2.5

we consider a second type of interference, clutter.

2.2.4 Signal-to-Noise Ratio and Jammer-to-Noise Ratio

We briefly define two quantities that appear many times throughout this dissertation,

signal-to-noise ratio (SNR) and jammer-to-noise ratio (JNR). Both of these quantities

are defined at the element level and are used to characterize the environment at the

input of the array. We define performance metrics to evaluate the output of the array

in Section 2.4.

Signal-to-noise ratio is defined as follows

SNR =
σ2
s

σ2
n

, (2.17)
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where σ2
s is the element-level desired signal power and σ2

n is the element-level thermal

noise power. We use the notation σ2
s for the desired signal power even though the

desired signal is modelled as a nonrandom quantity.

Jammer-to-noise ratio is defined as

JNR =
σ2
j

σ2
n

, (2.18)

where σ2
j is the element-level jammer power and σ2

n is the element-level thermal noise

power. When there are multiple jammers present the total JNR is

JNR(total) =

∑Nj

i=1 σ
2
j (i)

σ2
n

, (2.19)

where Nj is the number of jammers present. Both SNR and JNR are power ratios

and are normally quoted in decibels (dB), e.g., SNR(dB) = 10 log (σ2
s/σ

2
n).

2.3 Beamforming

In this section we examine beamforming for adaptive arrays. We first present beam-

forming fundamentals including the method for computing beampatterns. Next we

describe methods for computing the beamforming weight vector. We discuss both

classical (i.e., deterministic) techniques as well as optimal and adaptive approaches.

2.3.1 Beamforming Fundamentals

The block diagram of an adaptive beamformer for a 1-dimensional (1-D) uniform

linear array (ULA) is shown in Figure 2.6. All of the examples presented in this

dissertation pertain to a 1-D ULA. The basic principles are readily extendable to 2-D

or 3-D arrays as well as arrays with non-uniform spacing [VT02].

The beamformer in Figure 2.6 has N elements. A single plane wave signal arrives

from angle θ. The signal is assumed to be narrowband and is modelled as a complex

exponential. The array elements are all assumed identical and have an omnidirectional

response. The elements are separated by a distance d. For positive values of θ the

signal will arrive first at the left-most element. The signal will have to travel an

additional path length of d sin θ in order to reach each subsequent element. Since the

signal is narrowband we can approximate the propagation delay between elements

as a phase shift [MIK00]. The adaptive array has a receiver behind each element.
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21

These receivers down convert and digitize the received signal. Once the signal has

been digitized we apply a complex weight to the output of each receiver and sum the

result. We refer to this as an adaptive linear combiner [WS85].

The beamformer output is a complex scalar, y, as follows [Gue01b]

y = w∗
1x1 + w∗

2x2 + · · · + w∗
NxN (2.20)

= w∗
1xe

j0 + w∗
2xe

j2π d
λ

sin θ + · · · + w∗
Nxe

j2π(N−1) d
λ

sin θ (2.21)

= x

N
∑

i=1

w∗
i e
j2π(i−1) d

λ
sin θ. (2.22)

We refer to the quantity in the summation as the array factor, A(θ) [VT02]

A(θ) =
N
∑

i=1

w∗
i e
j2π(i−1) d

λ
sin θ. (2.23)

When the element responses are omnidirectional, as we assume throughout this dis-

sertation, the beampattern, B(θ), is equal to the array factor, i.e.,

B(θ) = A(θ). (2.24)

In practice, however, the individual elements are not omnidirectional but rather have

some directivity, e.g., dipole elements. The beampattern, then, is the product of the

array factor and the element radiation pattern, Be(θ), i.e.,

B(θ) = A(θ)Be(θ). (2.25)

This property is referred to as pattern multiplication [VT02].

2.3.2 Classical Beamforming

The equation for the output of an adaptive beamformer is given in (2.20). This can

be expressed in vector notation as

y = wHx. (2.26)

We now discuss methods for choosing the weight vector, w. The weighting process is

also called shading or tapering. We first consider weight vectors that are computed

deterministically. This is referred to as “classical” beamforming [VT02]. This is in
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contrast to weight vector approaches that are optimized in a statistical sense, which

we consider in Section 2.3.3.

The simplest type of array weighting is uniform weighting, i.e.,

w(unif) =
1√
N

[1 1 · · · 1]T , (2.27)

where T indicates vector transpose, and the constant 1/
√
N is present to enforce the

distortionless response, i.e.,
(

w(unif)
)H

s = 1. We observe that w(unif) is exactly equal

to the steering vector, s, when s is steered to broadside. The resulting beampattern

has a narrow mainbeam but high near-in sidelobes (first sidelobe height = −13 dB).

Because of the high near-in sidelobes, uniform weighting is not practical for systems

subjected to sidelobe interference, i.e., most real systems. However, it should be noted

that uniform weighting is the optimal weighting (maximizes the signal-to-interference-

plus-noise ratio, SINR) for an array that is only subjected to white noise interference.

This is an important theoretical result in the context of optimal beamforming and

will be discussed further in Section 2.3.3.

The beampattern for a uniformly weighted 16 element ULA is shown in Figure 2.7.

This beampattern is plotted as a function of angle in degrees. Observe that the lobing

in the pattern gets wider as the angle moves off boresight. This lobe widening can be

removed by transforming the x-axis into “sine-space”, i.e., u = sin(θ). We will use the

sine-space convention throughout this dissertation. Figure 2.8 shows the beampattern

for a uniformly weighted array in sine-space.

Because the high sidelobes of a uniformly weighted array are susceptible to inter-

ference many other types of deterministic weighting have been developed. For linear

arrays with equal spacing between elements there is a duality between spatial filter-

ing and temporal filtering, e.g., finite impulse response (FIR) filtering [VT02]. Thus

the windowing techniques developed in other communities can be applied directly to

array tapering. These include, for example, Hann, Hamming, or Chebychev tapering

[Mar87]. Chebychev weighting is a popular choice in array processing due to the

uniform sidelobe response. Figure 2.9 shows the Chebychev weight values for a 16 el-

ement ULA with −40 dB sidelobes, normalized for distortionless response relative to

the unit norm steering vector. The associated beampattern is shown in Figure 2.10.

We see a substantially improved sidelobe response for the Chebychev weighted array.

The cost of this improved sidelobe response is a wider mainbeam. When determinis-

tic weighting is used for an array the benefits of low sidelobes are normally a higher

priority than the cost of the wider mainbeam.
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Figure 2.7: Beampattern of a Uniformly
Weighted Array plotted as a Function of
Angle in Degrees: N=16 elements.

Figure 2.8: Beampattern of a Uniformly
Weighted Array plotted as a Function of
Sine-space Angle: N=16 elements.

For arrays with non-uniform element spacing the time domain windowing tech-

niques do not apply. More sophisticated deterministic pattern synthesis techniques

have been developed such as the Tseng-Griffiths algorithm for arbitrary arrays [TG92a].

We will not consider these techniques further in this dissertation.

Beam Steering

The beampattern examples shown in Figures 2.8 and 2.10 were steered to broadside.

By introducing an appropriate phase shift on each of the elements we can steer the

beam to any desired angle2. The weight vector for a steered beam can be computed

as follows [Gue01a]

wθ = w � vθ, (2.28)

2Phase shifts are adequate under the narrowband assumption. Wideband applications require
true time delay.
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chev Weighted Array: N=16 elements,
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comparison.

where w is the broadside weight vector for the tapering of interest, vθ is the array

manifold vector for the desired look direction, and � denotes the Hadamard (element-

wise) product. The Hadamard product for two (N ×M) matrices A and B is

A � B =















a11b11 a12b12 · · · a1Mb1M

a21b21 a22b22 · · · a2Mb2M
...

...
. . .

...

aN1bN1 aN2bN2 · · · aNMbNM















. (2.29)

Figure 2.11 shows an example of a Chebychev beampattern steered off boresight to

28.6 degrees (u=0.4).

2.3.3 Optimal Beamforming

In this section we derive the formula for the optimal minimum variance distortionless

response (MVDR) beamformer. Our analysis follows [VT02]. We consider the adap-

tive array of Figure 2.6 which receives N complex observations, one per element, as
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Figure 2.11: Beampattern of a Chebychev Weighted Array Steered off Broadside:
θ=23.6 degrees (u = 0.4), N=16 elements, Sidelobe level=-40 dB.

follows

x = [x1 x2 · · · xN ]T . (2.30)

The measurement vector, x, is a composite signal that contains the desired signal,

xs, multiple plane wave interferers (noise jamming), xi, and spatially white receiver

noise, xn, as follows

x = xs + xi + xn. (2.31)

The desired signal is modelled as a nonrandom plane-wave signal, with unknown

amplitude and random phase, arriving from a known direction θ. The interference

and noise are each modelled as zero mean Gaussian random processes. They are

completely characterized by their second order statistics (covariance matrices), which

for optimal beamforming, are assumed to be known. The interference and noise are

uncorrelated and their covariance matrices can be combined as follows

Ri,n = Ri + Rn, (2.32)

where Ri = E[xix
H
i ], Rn = E[xnx

H
n ], and Ri,n = E[xi,nx

H
i,n] are the interference,

noise, and interference-plus-noise covariance matrices.

Next, we recall from (2.26) that the beamformer output can be expressed as
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y = wHx. Combining (2.26) and (2.31) leads to

y = ys + yi + yn (2.33)

= ys + yi,n, (2.34)

where ys is the desired signal output and yi,n is the interference plus noise output.

We wish to derive beamformer weights that accomplish two objectives: (a) minimize

the output interference plus noise power, E|yi,n|2, and (b) retain the desired signal

without distortion. The output interference plus noise power, E|yi,n|2, can also be

expressed as

E|yi,n|2 = E|wHxi,n|2 (2.35)

= wHE[xi,nx
H
i,n]w (2.36)

= wHRi,nw. (2.37)

The second beamformer objective is distortionless response for the desired signal.

This objective implies

wHs = 1, (2.38)

where s is the unit norm steering vector3

s =
vθ

‖vθ‖
, (2.39)

and where vθ is the array manifold vector, defined in (2.8), for the look direction θ4.

The symbol ‖ · ‖ in (2.39) indicates the vector 2-norm which can be computed as

follows

‖vθ‖ =
√

vHθ vθ. (2.40)

We are now ready to combine the two beamforming objectives into the following

minimum variance, distortionless response (MVDR) constrained minimization

w(mvdr) = arg min
wHs=1

{

wHRi,nw
}

. (2.41)

3We define the array manifold vector, vθ, to have unit magnitude elements and the steering
vector, s, to be unit norm. Both methods of normalization appear frequently in the literature.

4We assume throughout this dissertation that there is no steering vector mismatch, i.e., the
steering vector that is used to compute the weight vector is equal to the true steering vector. This
implies that the direction of arrival of the desired signal is known, the element positions are known,
and the element gain/phase responses are well calibrated.
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This minimization can be solved using the method of Lagrange multipliers [VT02,

MIK00, Hay96]. The function to be minimized (the Lagrangian, L) is

L = wHRi,nw + λ
[

wHs − 1
]

+ λ∗
[

sHw − 1
]

, (2.42)

where λ is the Lagrange multiplier and ∗ denotes complex conjugation [VT02]. We

solve (2.42) by taking the complex gradient with respect to wH and setting the result

equal to zero [Hay96]

∇wH (L) = Ri,nw + λs = 0, (2.43)

or

w = −λR−1
i,ns. (2.44)

We then solve for λ by applying the constraint in (2.38) to (2.44), i.e.,

(

−λR−1
i,ns
)H

s = 1. (2.45)

Solving (2.45) yields

λ = −
(

1

sHR−1
i,ns

)

, (2.46)

where we note that Ri,n is Hermitian and thus [R−1
i,n]

H = R−1
i,n. Substituting (2.46)

into (2.44) yields the final expression for the MVDR weight vector [VT02]

w(mvdr) =
R−1
i,ns

sHR−1
i,ns

. (2.47)

We will also refer to the above result as the full rank MVDR solution since it uses

all N adaptive degrees-of-freedom. We observe that (2.47) is in the form of a Wiener

filter, w = R−1r, where the cross correlation, r, is the steering vector, s, normalized

by its whitened norm
∥

∥

∥
R

−1/2
x s

∥

∥

∥

2

[Gol01], i.e.,

w(mvdr) = R−1
i,n

(

s

sHR−1
i,ns

)

. (2.48)

The MVDR weight vector in (2.47) was derived by minimizing the interference-

plus-noise power out of the beamformer, while retaining the desired signal without

distortion. This same weight vector solution can also be derived based on the objective

of maximizing the signal-to-interference-plus-noise ratio (SINR). This derivation is

provided in [MIK00].
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In Section 2.3.2 above we indicated that uniform weighting is the optimal weight-

ing for environments that consist solely of white noise (i.e., no jamming). This

can now be seen from (2.47). Let the interference environment be white noise, i.e.,

Ri,n = σ2
i,nI, where σ2

i,n is the element-level noise power level and I is the identity

matrix. Substituting σ2
i,nI for Ri,n in (2.47) yields

w(mvdr) =
[σ2
i,nI]

−1s

sH [σ2
i,nI]

−1s
(2.49)

= s (2.50)

= w(unif) � vθ, (2.51)

where we recall that s is unit norm, i.e., sHs = 1, and � is the Hadamard product,

defined in (2.29).

2.3.4 Adaptive Beamforming

The MVDR weight vector derived above in (2.47) assumes that the covariance matrix,

Ri,n, is known, and is referred to as an optimal beamformer. In practice the covariance

matrix is not known but rather must be estimated using training data. A beamformer

that uses estimated statistics is called an adaptive beamformer. Our interest in this

dissertation is in adaptive beamformers.

The standard method of estimating the covariance matrix is by constructing the

sample covariance matrix, R̂i,n, where

R̂i,n =
1

K

K
∑

k=1

xi,n(k)x
H
i,n(k), (2.52)

where xi,n(k) is the kth training sample, and K is the total number of training samples

that are available. The sample covariance matrix, R̂i,n, is the maximum likelihood

estimate of the true covariance matrix, Ri,n [VT02].

When the sample covariance matrix is used in place of the true covariance matrix

in (2.47) the resulting approach is called sample matrix inversion (SMI), i.e.,

w(mvdr,smi) =
R̂−1
i,ns

sHR̂−1
i,ns

. (2.53)

There are three critical issues related to the training data that affect the perfor-

mance of an adaptive beamformer. These issues are:
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• the type of training data,

• the amount of training data, and

• the quality of training data.

We first discuss the type of training data. There are two basic types of training

data - “target-free” training data, xi,n = xi + xn, and “target-in” training data,

xs,i,n = xs + xi + xn. The covariance matrix that we wish to estimate in (2.52) is

the interference plus noise covariance, Ri,n. Thus (2.52) assumes that samples of xi,n

are available, i.e., target-free training data. For some applications, such as radar,

target-free training data is, in fact, available. A radar is able to take measurements

at ranges both shorter and longer than the range of the (hypothesized) target and as

such can obtain xi,n. Passive sonar, on the other hand, is an example of an application

that can only collect “target-in” training data. This is because a passive sonar does

not do ranging. Applications where only target-in training data are available are

forced to use xs,i,n in (2.52) with an attendant degradation in performance. Since we

are primarily focused on radar applications in this dissertation, we will assume that

“target-free” training data is always available.

The second critical issue affecting the performance of adaptive beamformers is

the amount of training data that is available. Generally speaking, more is better.

For the MVDR-SMI beamformer the performance as a function of the number of

training samples has been theoretically characterized in a well-known paper by Reed,

Mallet, and Brennan [RMB74]. This paper analyzes a metric, ρ, called the normalized

signal-to-interference-plus-noise ratio (SINR)

ρ =
SINR(smi)

SINR(opt)
, (2.54)

where SINR(smi) is the adaptive MVDR-SMI SINR and SINR(opt) is the optimal

MVDR SINR. SINR is defined as

SINR = σ2
s

|wHs|2
wHRi,nw

, (2.55)

where w is the weight vector of interest, e.g. MVDR or MVDR-SMI, and σ2
s is the

element-level signal power. Reference [RMB74] shows that the probability density

function (pdf) of the normalized SINR for the full rank MVDR processor is as follows

p(ρ) =
K!

(N − 2)!(K + 1 −N)!
(1 − ρ)N−2 ρK+1−N , (2.56)
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where N is the number of adaptive degrees-of-freedom (e.g., the number of elements),

and K is the number of training samples. The pdf in (2.56) is a beta distribution,

i.e.,

p(x) =
Γ(α + β)

Γ(α)Γ(β)
(1 − x)β−1 xα−1, (2.57)

where α = K +2−N , β = N − 1, and Γ(·) is the gamma function defined by [MF77]

Γ(α) =

∫ ∞

0

xα−1e−xdx. (2.58)

When α = n is an integer Γ(n+ 1) = n!, where “!” is the factorial operator. A basic

property of the beta distribution is that the mean value is equal to α/(α+ β) which

implies that the mean value of the normalized SINR is given by

E(ρ) =
K + 2 −N

K + 1
. (2.59)

Therefore we see that the MVDR-SMI performance is not a function of the number

of training samples by itself but rather the number of training samples relative to

the number of adaptive degrees-of-freedom, N . For this reason we normally quote

the amount of training samples, not only in absolute terms, but also as a function of

N (e.g., K = 1N or K = 2N). Solving (2.59) for E(ρ) = 0.5 yields K = 2N − 3.

This is the genesis of the common rule-of-thumb that K ≈ 2N provides “good”

performance, i.e., within 3 dB. Solving (2.59) for K = 1N yields E(ρ) = 2/(N + 1)

which rapidly becomes small asN increases. ThereforeK = 1N is not a very adequate

level of sample support for the MVDR-SMI beamformer. However, the reduced rank

multistage Wiener filter (MWF), which is the focus of this dissertation, is able to

achieve significantly improved performance at low levels of sample support such as

K = 1N . We will use K = 1N samples frequently in this dissertation because

it represents a challenging level of sample support to full rank techniques such as

MVDR-SMI.

The third critical issue affecting the performance of adaptive beamformers is the

quality of training data. Since we are using data samples, xi,n, to estimate the in-

terference plus noise covariance matrix, Ri,n, it is implicitly assumed that these data

samples are realizations from this covariance. That is, we assume that the data sam-

ples, xi,n, are independent and identical distributed (IID). It is frequently the case

that training samples are taken either from a different spatial location than the tar-

get (e.g. at different ranges for a radar [GGR01, War94]), or collected across time.
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Samples taken from different physical locations rely on an assumption of spatial ho-

mogeneity. Samples taken across time rely on an assumption of temporal stationarity

(e.g. no moving jammers). In practical applications the spatial or temporal extent

over which these assumptions are justified may severely limit the amount of IID train-

ing data that is available. Therefore, processing algorithms, such as the MWF, that

are able to effectively operate in sample-starved environments are of great practical

interest.

2.3.5 Examples of Optimal and Adaptive Beampatterns

We now illustrate the benefit of optimal and adaptive beamforming. We consider

an 1-D fully adaptive array of the type shown in Figure 2.1(c.1). There are N=16

elements with half-wavelength element spacing. Five noise jammers are present at

[-64.7 -24.8 -17.4 43.3 34.5] degrees in addition to white receiver noise. Each of the

jammers has an element-level jammer-to-noise ratio of 50 dB.

We first consider optimal MVDR beamforming. The beampattern for an optimal

MVDR beamformer is shown in Figure 2.12. We see that deep nulls are placed

at each of the jammer locations. In Figure 2.13 we plot the same optimal MVDR

beampattern together with the uniformly weighted pattern shown earlier in Figure 2.8

and the Chebychev weighted pattern shown earlier in Figure 2.10. Note that the

optimal MVDR beampattern shares the narrow main beamwidth of the uniformly

weighted beampattern while at the same time providing deep jammer nulls. By

contrast the sidelobe levels with uniform weighting or even the Chebychev weighting

are inadequate to effectively suppress the hypothesized 50 dB jammers. We will

further quantify the performance implications in Section 2.4.

The optimal MVDR beampattern shown in Figure 2.12 was based on an as-

sumption of perfect knowledge of the environmental statistics, i.e., the covariance

matrix. We now examine a sample beampattern for the adaptive MVDR-SMI beam-

former, which is based on finite training sample support. We consider the case with

K = 2N = 32 training samples. One realization of the MVDR-SMI beampattern

is shown in Figure 2.14. We see that the beampattern contains deep nulls at the

locations of the noise jammers, just as we saw with the optimal MVDR beampattern.

However, the other areas of the beampattern show noticeably higher sidelobe levels.

This is because with finite sample support the beamformer is not able to accurately

characterize the white receiver noise.
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Figure 2.12: Beampattern for an
Optimal MVDR Beamformer: N=16
element ULA, 5 noise jammers,
JNR=50 dB (all).

Figure 2.13: Comparison of Uniformly
Weighted, Chebychev, and Optimal
MVDR beampatterns: N=16 element
ULA, 5 noise jammers, JNR=50 dB
(all), Chebychev sidelobe level=-40 dB.

Next we consider a 1-D partially adaptive array of the type shown in Figure 2.1(c.2)

The physical configuration is the same as for the fully adaptive array above, e.g., the

same number of elements and same element spacing. However, now we use the reduced

rank multistage Wiener filter (MWF) to generate the weight vector5. We also restrict

the sample support to only K = 1N = 16 samples as opposed to K = 2N = 32

samples used above for MVDR-SMI. Figure 2.15 shows a sample beampattern for the

MWF operated at a rank of 6. We see that the pattern is virtually identical to the

optimal MVDR beampattern, and thus has much better behaved sidelobes than the

MVDR-SMI beampattern of Figure 2.14. This has the important practical advantage

of providing increased robustness to any unmodelled interference that may be present

in the environment. Thus the MWF provides three major advantages: (a) the narrow

beamwidth of a uniformly weighted pattern, (b) deep jammer nulls and well-behaved

sidelobes, and (c) the ability to operate with significantly reduced sample support.

These are compelling motivations for using the MWF.

5The MWF will be described in detail in Chapter 3.
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Figure 2.14: MVDR-SMI Beampattern:
N=16 element ULA, 5 noise jammers,
JNR=50 dB (all), K=2N=32 samples.

Figure 2.15: Multistage Wiener Filter
Beampattern: N=16 element ULA, 5
noise jammers, JNR=50 dB (all), MWF
rank=6, K=1N=16 samples.

2.4 Performance Metrics

In this section we define four metrics commonly used for evaluating beamformer

performance — signal-to-interference-plus-noise ratio (SINR), normalized SINR (ρ),

array gain (AG), and mean square error (MSE). Unless otherwise stated these quanti-

ties are computed at the output of the array beamformer. Recall that in Section 2.2,

equations (2.17) and (2.18), we defined two related quantities, signal-to-noise ratio

(SNR) and jammer-to-noise ratio (JNR). Both SNR and JNR are used in this disser-

tation as element-level quantities (unless otherwise stated) to describe the signal and

interference environment at the input to the array.

In this section we begin by motivating the four performance metrics. We then

derive their expressions, and show the relationships among them. We also evaluate

these metrics under optimal, white noise conditions. This leads to simple expres-

sions that help validate and provide insight into the formulas. Lastly, we provide a

simulation example to illustrate the behavior of these metrics in a more complex envi-

ronment. We evaluate two classical beamformers (uniform weighting and Chebychev

weighting) and two adaptive beamformers (full rank MVDR-SMI and the reduced

rank multistage Wiener filter, MWF). This evaluation demonstrates the performance
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advantage of the MWF, particularly in tough environments with heavy jamming and

low sample support. The discussion in this section, and throughout the dissertation,

assumes that target-free training data is available (xi,n), that there is no steering

vector mismatch (i.e., the signal arrives from a known direction and the element po-

sitions are known), and that the distortionless constraint is relative to the unit-norm

steering vector (i.e., wHs = 1 where sHs = 1).

Motivation

We now motivate each of the four performance metrics described above, beginning

with SINR. SINR is a generalization of SNR (signal-to-noise ratio) that explicitly

takes into account the impact of interference, i.e., jamming. Maximizing SINR is the

optimal criterion for most detection and estimation problems [MIK00]. For example,

radar detection performance is directly related to SINR. Under the assumptions of

Gaussian interference and known statistics it is shown that maximizing the SINR

leads to maximizing the probability of detection [BR73]. SINR can be computed

either at the input to the array (i.e., element level) or at the output of the array. We

are most concerned with SINR at the output of the array and therefore when SINR

is not further specified it is assumed that we mean output SINR.

Normalized SINR, ρ, is the ratio of the SINR for a given weight vector to the SINR

for the optimal weight vector. Normalized SINR is an important metric because there

are classic theoretical results that have been derived using this metric. Specifically,

the performance of normalized SINR as a function of sample support for the MVDR-

SMI beamformer is presented in [RMB74]. In Section 2.6 we use this theoretical result

as one means of validating the simulation codes used in this dissertation.

Array gain is the third metric of interest. Array gain is the ratio of the SINR

at the output of the array to the SINR at the input of the array [VT02]. It is a

measure of the productivity of the array and also directly impacts system detection

performance. Some authors use array gain, also called “improvement factor” as their

primary metric [Kle98]. It is important to note, however, that array gain is quite

different from power gain, G6, used in the radar range equation, or even directive

gain GD
7. As we show when we simulate the performance metrics below, the value

of array gain can grow quite large as it reflects not only the coherent gain from the

6G=maximum power density radiated by a directive antenna/power density radiated by a lossless
isotropic antenna with the same power input [Sko01].

7G = ρrGD, where ρr is the radiation efficiency [Sko01].
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number of elements but also the impact of nulling jammers.

The last metric of interest is mean square error (MSE). Mean square error is

a measure of an adaptive filter’s ability to cancel interference. As we show below,

MSE is the most fundamental of the four metrics. Each of the other three metrics

is inversely proportional to MSE under the conditions cited at the beginning of this

section. MSE will be used widely throughout this dissertation to evaluate algorithms.

2.4.1 Performance Metric Derivation

We begin by defining mean square error since this quantity will appear frequently

in subsequent derivations. MSE is a measure of an adaptive filter’s ability to cancel

interference. MSE is defined for target-free training as

MSE = E
[

|wHxi,n|2
]

(2.60)

= wHRi,nw, (2.61)

where Ri,n = E[xi,nx
H
i,n] is the interference-plus-noise covariance matrix.

Input SINR, or element-level SINR, is ratio of the signal power to the interference

plus noise power at the individual element [MIK00]

SINR(input) =
σ2
s

σ2
i + σ2

n

(2.62)

=
σ2
s

σ2
i,n

, (2.63)

where σ2
s , σ

2
i , and σ2

n are the desired signal, interference, and thermal noise powers

at the individual element level, and σ2
i,n is the interference-plus-noise power at the

element-level. A convenient means of computing σ2
i,n is

σ2
i,n =

1

N
trace (Ri,n) , (2.64)

where N is the number of elements and trace(Ri,n) =
∑N

i=1 ri,n(i, i).

Output SINR is the ratio of the signal power to the interference-plus-noise power

at the output of the array

SINR(output) =
|wHxs|2

E [|wHxi,n|2]
(2.65)

=
σ2
s |wHvθ|2

wHRi,nw
, (2.66)
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where v2
θ is the array manifold vector defined in (2.8). Recall from (2.39) that s = vθ

‖vθ‖
,

which implies that

vθ =
√
Ns. (2.67)

Substituting (2.67) into (2.66) yields

SINR(output) =
Nσ2

s |wHs|2
wHRi,nw

. (2.68)

Next we recall from the distortionless constraint defined in (2.38) that wHs = 1. This

constraint implies that there is no steering vector mismatch, i.e., the steering vector

used to compute w is identical to the steering vector used to evaluate the SINR.

Substituting (2.38) into (2.68) yields

SINR(output) =
Nσ2

s

wHRi,nw
. (2.69)

Lastly, we note that the denominator in (2.69) is the same as the mean square error

defined in (2.61). Substituting (2.61) into (2.69) yields the final expression for the

output SINR

SINR(output) =
Nσ2

s

MSE
. (2.70)

Thus we see that the output SINR is inversely proportional to the MSE, i.e.,

SINR(output) =
α1

MSE
. (2.71)

The next performance measure is normalized SINR, which is defined as follows

ρ =
SINR

SINR(opt)
, (2.72)

where SINR is the output SINR for a given weight vector (e.g., computed using

an estimated covariance matrix), and SINR(opt) is the optimal output SINR (i.e.,

computed using the true covariance matrix). Substituting (2.70) into (2.72) yields

ρ =
MSE(opt)

MSE
(2.73)

=
MMSE

MSE
, (2.74)

where the optimal MSE is more commonly referred to as the minimum MSE (MMSE).

We also note the the MMSE will be a fixed quantity for a given scenario while the
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MSE will vary for each weight vector being evaluated. Therefore (2.74) can also be

expressed as

ρ =
α2

MSE
, (2.75)

in order to emphasize the inverse relationship with MSE.

The final performance metric of interest is the array gain (AG). Array gain is

defined as follows

AG =
SINR(output)

SINR(input)
. (2.76)

Substituting (2.63) and (2.70) into (2.76) yields

AG =
Nσ2

i,n

MSE
. (2.77)

The constants in the numerator can also be replaced by a single generic constant in

order to emphasize the inverse relationship with MSE, i.e.,

AG =
α3

MSE
. (2.78)

We summarize the expressions for the four performance metrics in Table 2.1.

2.4.2 Optimal White Noise Performance Metric Expressions

In this section we evaluate each of the four performance metrics derived above for the

ideal case of white noise interference and known statistics. This provides an intuitive

validation for the expressions shown in Table 2.1.

We first consider MSE for the case of known statistics, i.e., MMSE. MMSE is

defined as

MMSE = wH
optRi,nwopt, (2.79)

where

wopt = w(mvdr) (2.80)

=
R−1
i,ns

sHR−1
i,ns

. (2.81)

Substituting (2.81) into (2.79) yields

MMSE =

[

R−1
i,ns

sHR−1
i,ns

]H

Ri,n

R−1
i,ns

sHR−1
i,ns

(2.82)

=
1

sHR−1
i,ns

, (2.83)
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Table 2.1: The Expressions for Four Different Beamformer Evaluation Metrics:
w is the weight vector under investigation, Ri,n is the interference-plus-noise covari-
ance matrix, N is the number of elements, σ2

s is the element-level desired signal power,
and σ2

i,n is the element-level interference-plus-noise power. These expressions assume
target-free training data, no steering vector mismatch, and unit-norm steering vector
used in the distortionless constraint.

Performance Metric Expression

Mean Square Error, MSE wHRi,nw

SINR(output) Nσ2
s

MSE

Normalized SINR, ρ MMSE
MSE

Array Gain
Nσ2

i,n

MSE

where we note that Ri,n is Hermitian and thus [R−1
i,n]

H = R−1
i,n. Next since we are

considering the case with only white noise interference we have

Ri,n = σ2
i,nI. (2.84)

Substituting (2.84) into (2.83) yields

MMSE(white) = σ2
i,n, (2.85)

where we have again used the fact that the steering vector is unit norm, i.e., sHs = 1.

Thus we see that the ideal MMSE under the conditions of white noise interference

and unit norm steering vectors is simply equal to the white noise power level. This

result is intuitively appealing.

Next we evaluate the array gain under these same assumptions. Substituting

(2.85) into (2.77) yields

AG(white,opt) =
Nσ2

i,n

MMSE(white)
(2.86)

= N. (2.87)
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Thus for the case of noise-only (no jamming) the array gain will be equal to the

power gain which is equal to the number of elements for an array with omnidirectional

elements [Bar88].

Next we evaluate the output SINR under these conditions. Substituting (2.85)

into (2.70) yields

SINR(white,opt) =
Nσ2

s

MMSE(white)
(2.88)

= N
σ2
s

σ2
i,n

. (2.89)

Again we find this result intuitively appealing. We have improved the element-level

SINR (σ2
s/σ

2
i,n) by a gain equal to the number of elements, N .

The normalized SINR under these conditions is trivial

ρ(white,opt) =
MMSE

MMSE
= 1. (2.90)

Evaluation of these performance metric expressions for the ideal case of white noise

interference and known statistics provides insight and confidence in these expressions.

To the extent that the interference environment contains colored noise (i.e., jamming)

and the statistics have to be estimated from training snapshots, the performance will

degrade. We next examine this degradation through Monte Carlo simulation.

2.4.3 Performance Metric Simulation Example

In this section we present a simulation example to demonstrate the four different

performance metrics defined above — mean square error (MSE), output signal-to-

interference-plus-noise ratio (SINR), normalized SINR, and array gain (AG). We use

the same simulation parameters that were used to generate beampatterns in Sec-

tion 2.3.4, i.e., a 16 element uniform linear array of the architecture shown in Fig-

ures 2.1(c) with 5 noise jammers at [-64.7 -24.8 -17.4 43.3 34.5] degrees. However,

for this example we vary the element-level jammer-to-noise ratio (JNR) of each jam-

mer from -7 to 53 dB. Thus the total JNR for the five jammers varies from 0 to

60 dB. All individual JNRs are the same during a given trial. We use an element-

level SNR=0 dB, and normalize the thermal noise power to unity. We evaluate the

performance of four different beamformers — uniform weighting, Chebychev weight-

ing with −40 dB sidelobes, MVDR-SMI with K = 2N = 32 samples, and MWF with
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K = 1N = 16 samples. We run 1000 Monte Carlo trials where each realization is for

a different random draw of training data.

Figure 2.16 shows the MSE performance for the four different beamformers. We

see that the MSE performance is good for uniform weighting when the level of jam-

ming is very light, but as the level of jamming increases the performance quickly

degrades. The uniformly weighted beamformer is, as expected, the worst of the four

beamformers in scenarios with any appreciable level of jamming.

The Chebychev beamformer performs significantly better than the uniformly weighted

beamformer due to its much lower (−40 dB) sidelobe levels. The Chebychev beam-

pattern was shown in Figure 2.10 . The Chebychev performance, however, begins to

degrade when the JNR level increases above about 28 dB. The reason that the degra-

dation occurs around 28 dB as opposed to around 40 dB is because jamming, unlike

noise, adds coherently across the array. There are 16 elements which, unfortunately,

provides 12 dB of coherent gain for the jammers.

The next beamformer is the MVDR-SMI beamformer with K = 2N = 32 training

samples. This beamformer adaptively nulls each of the jammers, as we saw in Fig-

ure 2.14, and thus provides performance that is independent of the jammer-to-noise

ratio. Overall the performance of this beamformer is quite good.

The last beamformer is the multistage Wiener filter (MWF)8 with only K = 1N =

16 training samples. This beamformer also adaptively nulls each of the jammers, as

we saw in Figure 2.15, and thus also provides performance that is independent of

the jammer-to-noise ratio. The MWF is able to outperform the MVDR-SMI beam-

former in this interference environment (5 jammers) even though it uses only half as

many samples for training. This is consistent with the fact that the MWF beampat-

tern sidelobe levels in Figure 2.15 are better behaved than those of the MVDR-SMI

beamformer shown in Figure 2.14.

Next we examine the array gain metric in Figure 2.17. This figure dramatically

shows the difference between array gain and power gain. The array gain is about

12 dB (10 logN) for each of the four beamformers when the jamming level is small.

This is consistent with the power gain and agrees with the white-noise-only analysis

presented in (2.87). However, as the JNR level increases the array gain values for

each of the beamformers increase in recognition of the fact that the jammers are

being suppressed. For the classical beamformers (uniform weighting and Chebychev

weighting) there is a limit to the amount of array gain dictated by the level of the

8The MWF will be described in detail in Chapter 3.
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Figure 2.16: Investigation of Mean
Square Error for Four Beamformers:
N=16 element ULA, 5 noise jammers,
1000 trials.

Figure 2.17: Investigation of Array Gain
for Four Beamformers: N=16 element
ULA, 5 noise jammers, 1000 trials.

beampattern sidelobes. Note from Figure 2.8 that the uniformly weighted beamformer

has a sidelobe level of -13 dB at the peak of its near-in sidelobe. The specific jammers

in this environment, however, do not lie on the peak of this first sidelobe so the array

gain for the uniformly weighted beamformer exceeds 13 dB.

The two adaptive beamformers, MVDR-SMI and MWF, are able to null the jam-

mers all of the way down to the noise floor. Thus they achieve an array gain that is

equal to the total JNR plus the coherent gain from N elements. For example, with

N = 16 elements (12 dB) and a JNR of 60 dB, a total array gain of 72 dB is possible.

The MWF and MVDR-SMI beamformers both approach this level of array gain. This

shows the benefit of adaptive jammer nulling as opposed to deterministic sidelobes9.

The next metric, output SINR, is plotted in Figure 2.18. This is simply an inverted

and scaled version of the MSE plot shown in Figure 2.16. We see that at low JNR

levels the beamformer results are clustered around 12 dB. The element-level SNR is

0 dB in this example and there are 16 elements. Thus 12 dB is the value of output

SINR that would be expected. As the jammer-to-noise-ratio increases the classical

9The depth of jammer nulls that are achievable in practice will be limited by the accuracy of the
array/receiver calibration.
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beamformers each reach a threshold where SINR performance begins to degrade.

The adaptive beamformers provide jammer nulling throughout and thus are able to

maintain the peak level of SINR. The MWF, again, slightly outperforms the MVDR-

SMI beamformer.

0 10 20 30 40 50 60
−40

−30

−20

−10

0

10

20

Jammer−to−Noise Ratio, Total (dB)

O
ut

pu
t S

IN
R

 (d
B

)

Uniform Weighting
Chebychev Weighting (−40 dB)
MVDR−SMI, K=2N=32 Samples
MWF, Rank 6, K=1N=16 Samples

0 10 20 30 40 50 60
−60

−50

−40

−30

−20

−10

0

Jammer−to−Noise Ratio, Total (dB)

N
or

m
al

iz
ed

 S
IN

R
 (d

B
)

Uniform Weighting
Chebychev Weighting (−40 dB)
MVDR−SMI, K=2N=32 Samples
MWF, Rank 6, K=1N=16 Samples

Figure 2.18: Investigation of Output
SINR for Four Beamformers: N=16 ele-
ment ULA, 5 noise jammers, 1000 trials.

Figure 2.19: Investigation of Normal-
ized SINR for Four Beamformers: N=16
element ULA, 5 noise jammers, 1000 tri-
als.

The last performance metric, normalized SINR, is shown in Figure 2.19. Being a

normalized version of output SINR the only difference between Figures 2.18 and 2.19

is the y-axis scaling.

Performance Metric Summary

We have evaluated four different metrics against a common scenario. Each of the four

metrics had a different physical interpretation, but was expressible as a function of

mean square error. Thus, each of the four metrics told the same story with regard

to comparative analysis between beamformers. The multistage Wiener filter was

shown to offer the best performance of the four beamformers analyzed. This was true

even though the MWF used only half as many training samples as the MVDR-SMI

beamformer. This example also demonstrated the benefit of adaptive jammer nulling,

particularly against loud jammers.
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This dissertation focuses on comparative analysis of alternate algorithms and so

we will frequently use MSE as our primary metric. Normalized SINR will also be used

(e.g., in Section 2.6) in order to compare to theoretical results from the open literature

that are based on this metric. SINR is a useful metric for its absolute interpretation.

In radar systems SINR dictates detection performance. This dissertation, however,

is concerned mainly with comparative analysis so SINR will not be used frequently.

Lastly, array gain is used extensively by some authors, [Kle98], but our use of this

metric will be limited (e.g., Section 6.2.1).

2.5 Space-Time Adaptive Processing

In this section we extend the adaptive array concepts developed above to space-time

adaptive processing (STAP), with a particular emphasis on airborne radar. This adds

two new complexities. It introduces a new form of interference, clutter, and it adds

the temporal processing dimension. We discuss the implications of each.

Figure 2.20 presents a block diagram of a fully adaptive space-time array. It is

similar to the fully adaptive array of Figure 2.1 except that it incorporates multiple

radar pulses in addition to multiple array elements. The total number of adaptive

degrees-of-freedom is equal to the cartesian product of the number of elements and the

number of pulses. A complex adaptive weight is applied to each degree-of-freedom.

The dimensionality of STAP is significantly larger than for spatial array processing,

thus providing motivation for reduced rank (i.e., partially adaptive) techniques.
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Figure 2.20: Block Diagram of Space-Time Processor.
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The data that is collected by the STAP system for weight training can be visualized

through the “data cube”. The data cube, shown in Figure 2.21, has as its three axes

pulses, elements and range gates. The K samples needed to train the weight vector

are obtained by collecting snapshots at ranges both closer and farther than the range

gate under test [GGR01, War94]. The particular range gate under test is excluded

from the training data in order to enforce the condition of “target-free training”.

Often, the range gates closest to the target range gate are also excluded from training

in order to provide guard cells and preclude the possibility of target sidelobe energy

creeping into the training data [GGR01].
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Figure 2.21: The STAP Data Cube.

2.5.1 The Space-Time Array Manifold Vector

One of the fundamental changes that comes as a result of introducing the temporal

processing dimension is the need to modify the array manifold vector. The array

manifold vector for spatial array processing was defined in (2.8). This array manifold

vector remains valid for the spatial dimension, and is referred to as the spatial array

manifold vector. We generalize it to reflect both azimuth and elevation angles:

vψ =
[

ej0 ej2πψn · · · ej2π(N−1)ψn
]T
, (2.91)
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where ψn = d
λ

sin θ cosφ is the normalized spatial frequency, d is the element spacing,

λ is the radar wavelength, and θ and φ are the azimuth and elevation angles of the

signal. The dimension of the spatial array manifold vector is (Ne × 1) where Ne is

the number of elements. The temporal array manifold vector is defined as

vω =
[

ej0 ej2πωn · · · ej2π(Np−1)ωn
]T
, (2.92)

where ωn = f/fp is the normalized Doppler frequency, f is the Doppler of the signal

and fp is the pulse repetition frequency (PRF). The dimension of the temporal array

manifold vector is (Np × 1) where Np is the number of pulses. We combine the

spatial and temporal array manifold vectors into a single (NeNp×1) space-time array

manifold vector as follows

vst = vω ⊗ vψ, (2.93)

where ⊗ is the Kronecker product [War94]. The Kronecker product of an (N ×M)

matrix A and a (K × L) matrix B is an (NK ×ML) matrix as follows

A ⊗ B =















a11B a12B · · · a1MB

a21B a22B · · · a2MB
...

...
. . .

...

aN1B aN2B · · · aNMB















. (2.94)

2.5.2 Space-Time Signal Models

In this section we expand upon the signal models presented in Section 2.2. First

we introduce clutter. Then we show how the desired signal, noise and jamming are

generalized to reflect the addition of the temporal processing domain.

Clutter

Clutter refers to unwanted radar echoes from the natural environment [Sko01]. We

restrict our attention to land clutter, which has zero inherent velocity10. The geometry

for an airborne radar subjected to clutter is shown in Figure 2.22. The radar is hosted

on a platform that moves with velocity vp. Ground clutter is present in a “clutter

ring” that is at the same radius from the radar as the desired signal (i.e., target). The

10Other types of clutter such as sea clutter, rain clutter, and bird clutter can have nonzero intrinsic
velocity.
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width of the clutter ring is equal to the range resolution of the radar, ∆R = c/2B,

where c is the speed of light and B is the instantaneous bandwidth of the radar.

The clutter ring is further divided into clutter “patches”. For simulation purposes

we assume 360 discrete clutter patches around the ring. The echo from each clutter

patch is imparted with Doppler shift due to the radar platform velocity. This Doppler

shift is given by

fc =
2vp
λ

sin θc cosφc, (2.95)

where θc and φc are the azimuth and elevation angles of the clutter patch [War94].

...

...

...
vpIso-Range

Clutter-Ring

...

...Clutter
Patch
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�������
�������

�������
�������
�������
�������

Target

Figure 2.22: Clutter Geometry for Airborne Radar: vp is the radar platform velocity.

Figure 2.23 illustrates the resulting “clutter ridge” seen by the radar. The clut-

ter Doppler shift is a linear function of the spatial frequency and thus inherits a

special angle/Doppler structure. The slope of this clutter ridge for an array with

half-wavelength spacing is

β =
4vp
λfr

, (2.96)

where fr is the radar’s PRF. The factor β dictates the number of times that the clutter

Doppler spectrum aliases into the unambiguous Doppler space [War94]. Figure 2.23

corresponds to β = 1 where the Doppler space is fully populated but there is no

aliasing. Figure 2.24 illustrates the clutter ridge behavior for other values of β. We

assume β = 1 throughout this dissertation.
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Figure 2.23: The Clutter Ridge of an Airborne Radar in Joint Angle-Doppler Space.

Clutter is modelled as a zero-mean Gaussian random process. The space-time

clutter covariance matrix is given by

Rc =
Nr
∑

i=1

Nc
∑

j=1

σ2
c (i, j)

[

vωc
(i, j)vωc

(i, j)H
]

⊗
[

vψc
(i, j)vψc

(i, j)H
]

, (2.97)

where Nc is the number of clutter patches evenly distributed in azimuth, Nr is the

number of range ambiguities, σ2
c (i, j) is the power in the ijth clutter patch, vωc

(i, j)

and vψc
(i, j) are the temporal and spatial array manifold vectors associated with the

ijth clutter patch, and ⊗ is the Kronecker product, defined in (2.94) [War94]. The

total clutter-to-noise ratio is given by

CNR =

∑Nr

i=1

∑Nc

j=1 σ
2
c (i, j)

σ2
n

, (2.98)

where σ2
n is the element-level receiver noise power.

Desired Signal, Noise, and Jamming

The desired signal, noise, and jamming models, defined earlier in Section 2.2, also

need to be extended to reflect the addition of the temporal processing domain. We
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Figure 2.24: The Space-Time Clutter Ridge for Different Velocity/PRF Conditions:
β = (4vp)/(λfp) for half-wavelength element spacing, where vp is the platform velocity,
λ is the wavelength, and fp is the pulse repetition frequency (PRF). Note clutter
aliasing when β > 1.

use the space-time array manifold vector defined in Section 2.5.1 to extend the desired

signal model as follows

x = xvst, (2.99)

where x is the complex baseband signal received at the first element during the first

pulse, and vst is the space-time array manifold vector, defined in (2.93).

As discussed earlier, “noise” refers to receiver thermal noise and is modelled as a

zero-mean Gaussian random process. It is uncorrelated both spatially and temporally

and therefore is characterized by the following covariance matrix

Rn = σ2
n

[

INp
⊗ INe

]

, (2.100)

where σ2
n is the noise power on a single receiver (i.e., element-level), INp

and INe
are

identity matrices of dimension (Np × Np) and (Ne × Ne) respectively, and ⊗ is the

Kronecker product, defined in (2.94).

Jamming is spatially correlated as we saw in (2.14) but is uncorrelated pulse-

to-pulse. Therefore the jamming covariance matrix (for a single jammer) can be

expressed as [War94]

Rj = σ2
j

[

INp
⊗ [vψj

vHψj
]
]

, (2.101)

where σ2
j is the jammer power, vψj

is the jammer spatial array manifold vector, and

⊗ is the Kronecker product, defined in (2.94). We only consider noise jamming in

this dissertation.
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The undesired signals for STAP (noise, clutter, and jamming) are all assumed

to be mutually uncorrelated. Therefore, the total interference-plus-noise covariance

matrix can be expressed as the sum of the individual covariance matrices

Ri,n = Rn + Rc +

Nj
∑

i=1

Rj(i), (2.102)

where Nj is the number of jammers.

2.5.3 The DARPA Mountain Top Program

The STAP simulations shown in this dissertation are based on the DARPA Mountain

Top radar configuration. The Mountain Top program was started in 1990 to study

advanced signal processing techniques for next generation airborne early warning

radars. This program used the UHF Radar Surveillance Technology Experimental

Radar (RSTER) array on receive. A companion Inverse Displaced Phase Center Array

(IDPCA) was used on transmit in order to emulate radar motion from a fixed site.

The RSTER array contained 14 half-wavelength-spaced azimuth receive channels,

where each channel was a vertical stick of elements with a fixed 9 degree elevation

beam. A 16 pulse coherent processing interval (CPI) was used for a total of 224

adaptive degrees-of-freedom. The radar parameters are summarized in Table 2.2.

Table 2.2: Radar Parameters for the Mountain Top Program.

Parameter Value

Operating Frequency 400 − 500 MHz

Transmit Power (Peak/Average) 100/6 kW

Receive Antenna Gain 29 dBi

Beamwidth (Azimuth/Elevation) 6/9 degrees

Bandwidth 200 kHz

Number of Receive Channels 14

Number of Pulses per CPI 16

Pulse Repetition Frequency 250 − 1500 Hz
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2.6 Monte Carlo Simulation of Adaptive Arrays

This dissertation makes extensive use of Monte Carlo simulation, in Matlab, in order

to assess the algorithms and techniques that are developed. In this section we provide

a description of the simulation approach that is used throughout. We demonstrate this

approach using spatial array processing and the MVDR-SMI beamformer introduced

in Section 2.3.4. This example was chosen because an analytical solution exists that

characterizes the normalized SINR, ρ, as a function of the number of training samples.

We use this analytical solution in order to validate our basic approach and simulation

engine, which will then be extended to other problems that are not so analytically

tractable.

The adaptive array architecture that we simulate is shown in Figure 2.25. This is

a fully adaptive array of the type shown earlier in Figure 2.1(c.1). The randomness for

this system comes from two sources. Each of the N elements has its own receiver, and

each receiver contributes thermal noise to the system. The impact of these receiver

noise sources is characterized by a diagonal covariance matrix, Rn = σ2
nI, as was

discussed earlier in Section 2.2. Additionally there is “colored noise” in the system

due to the presence of multiple barrage jammers, also called interferers. Each jammer,

as was also discussed in Section 2.2, is modelled as Gaussian random processes and

is characterized by the following covariance matrix

Rj = σ2
jvθj

vHθj
, (2.103)

where σ2
j is the jammer’s power and vθj

is the array manifold vector associated with

the jammer’s direction of arrival, θj. Formation of the overall interference-plus-noise

covariance matrix, Ri,n = Rj + Rn is an important early step in the simulation.

Next, Figure 2.26 shows the basic approach used for the simulation. The simula-

tion is divided up into three sections — definitions and initializations, main program,

and outputs. Within the main program there are three main functions — generating

the training data, computing the adaptive weight vector, and evaluating the perfor-

mance of the adaptive weight vector. A key part of the definitions and initializations

stage involves forming the true interference-plus-noise covariance matrix, Ri,n as was

discussed above. The adaptive algorithms are based on training data snapshots drawn

from Ri,n. Thus a key function at the start of the main program is generating data

snapshots. We compute these snapshots as follows [Ric00]

xi,n(k) = R
1/2
i,n ak, (2.104)
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Figure 2.25: Block Diagram of an Adaptive Array: xi(k) is the kth measurement
taken at element i, w∗

i is the complex conjugate of the ith complex weight, y is the
beamformer output, and N is the number of elements.

where

ak =
1√
2

(randn(N, 1) + j × randn(N, 1)) , (2.105)

where “randn” refers to Matlab’s normally distributed random number generator and

j =
√
−1. Observe that

E
[

aka
H
k

]

= I, (2.106)

and therefore

E
[

xkx
H
k

]

= R
1/2
i,n E

[

aka
H
k

]

R
1/2
i,n (2.107)

= R
1/2
i,n IR

1/2
i,n (2.108)

= Ri,n, (2.109)

where we recall that Ri,n is Hermitian, i.e., RH
i,n = Ri,n.
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Figure 2.26: Basic Approach to Monte Carlo Simulation for Adaptive Arrays.

The second main function within the main program is computing the adaptive

weight vector. In this section we evaluate the MVDR-SMI beamformer, which as we

saw in (2.53) is computed from

w(mvdr,smi) =
R̂−1
i,ns

sHR̂−1
i,ns

, (2.110)

where R̂i,n = 1
K

∑K
k=1 xi,n(k)x

H
i,n(k) is the sample covariance matrix computed from

the training snapshots, xi,n(k). The main focus of this dissertation, however, is on

the multistage Wiener filter (MWF). The equations to implement the MWF weight

vector are presented in Chapter 3.

The third main function of the main program is evaluating the adaptive weight

vector’s performance. Section 2.4 provides a detailed discussion of four different

metrics. We use normalized SINR in this section. Normalized SINR, ρ, is a random

variable that has a beta distribution [RMB74]. We use Monte Carlo simulation to

compute the sample mean, ρ̄, of this random variable, i.e.,

ρ̄ =
1

Nmc

Nmc
∑

n=1

ρ̂, (2.111)

where ρ̂ is the normalized SINR computed on a single trial, and Nmc is the total

number of Monte Carlo trials. Recall from Section 2.4 that

ρ =
MMSE

MSE
=

α

MSE
. (2.112)

There is an important caution with regard to (2.112). When evaluating the sample

mean, ρ̄, one must compute ρ̂ for each trial and then literally apply (2.111). One
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cannot use the sample mean of MSE, ξ̄, in order to compute ρ̄, i.e.,

ρ̄ 6= MMSE

ξ̄
, (2.113)

where ξ̄ = 1
Nmc

∑Nmc

n=1 ξ̂ and ξ̂ is the MSE computed on a single trial. We illustrate this

point with a simple numerical example. Consider an environment with MMSE=1.

Next, suppose we conduct five Monte Carlo trials yielding the following values of

mean square error

ξ̂ = [2 2 2 2 10]. (2.114)

The corresponding values of normalized SINR are

ρ̂ = [0.5 0.5 0.5 0.5 0.1]. (2.115)

It follows that ξ̄ = 3.6 and ρ̄ = 0.42. Observe that ρ̄ 6= 1/ξ̄ = 0.278.

Next we implement the MVDR-SMI simulation. An outline of the simulation along

with the actual Matlab code is provided in Appendix A. The simulation parameters

are the same as those used above in the simulation of Section 2.4, except that now

instead of varying the jammer-to-noise ratio, we hold the JNR fixed at 50 dB per

jammer, and vary the number of training samples. The results of the simulation

are shown in Figure 2.27. Note how poorly the MVDR-SMI beamformer does when

limited to only K = 1N = 16 samples. The normalized SINR is -9.3 dB as compared

to -1.5 dB observed for the MWF in Figure 2.19.

Recall from (2.59) that the analytical solution for the MVDR-SMI normalized

SINR is given by [RMB74]

E(ρ) =
K + 2 −N

K + 1
, (2.116)

where N is the number of elements and K is the number of training samples. We see

excellent agreement between the simulated and the analytical solutions. This pro-

vides an important source of validation for our codes. Other analytical sanity checks

are provided within this dissertation such as the performance metric comparisons

presented in Section 2.4 for the ideal white noise scenario.
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Figure 2.27: Validation Example for Monte Carlo Simulation. Comparison of Analyt-
ical and Simulated Solutions for the Normalized SINR of an MVDR-SMI Beamformer:
1000 Monte Carlo trials.



Chapter 3

Reduced Rank Processing

In this chapter we describe several algorithms for reduced rank filtering, focusing

primarily on statistical approaches. These algorithms apply to partially adaptive ar-

rays, which were introduced in Chapter 2. Our particular interest is in the multistage

Wiener filter (MWF) although we also describe the well-known principal components

(PC) algorithm and the lesser known cross-spectral metric (CSM). We discuss diag-

onal loading (DL) and show why it can also be regarded as a form of rank reduction.

We describe the relationships among several of the reduced rank techniques making

use of the concept of “filter factors”.

3.1 Approaches to Rank Reduction

Several approaches have been developed for reduced rank processing. The general ap-

proach is to perform a rank reducing transformation that converts the input data from

a full-rank, N -dimensional vector, to a reduced-rank, r-dimensional vector, where r

is less than N . Adaptation then is carried out in the reduced dimensional space. This

approach is depicted in Figure 3.1.

The techniques for performing the rank reducing transformation can be catego-

rized into two different classes - deterministic transforms, and transforms based on sta-

tistical optimization theory [ZGGR98]. An example of the former type is beamspace

processing. Examples of the latter include principal components [EY36, TKK82,

KT94], the cross-spectral method [GR97a, GR97b], and the multistage Wiener filter

[GRS98]. This proposal focuses on the MWF. We also discuss principal components

and will use it as a benchmark due to its community-wide popularity. Table 3.1

summarizes techniques for performing rank reducing transformations.

55
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Figure 3.1: General Approach to Reduced Rank Processing

Table 3.1: Techniques for Performing Rank Reducing Transformations.

Statistical

Principal Components

Cross-Spectral Metric

Multistage Wiener Filter

Deterministic

Beamspace Processing

The approaches to rank reduction listed in Table 3.1 are based on a transforma-

tion to a reduced dimensional space. We refer to these techniques as “hard stop”

or truncation techniques because they involve the truncation of a subspace decom-

position. There is an alternate approach to rank reduction based on diagonal load-

ing [CZO87, Car88]. Diagonal loading does not reduce the physical dimensions of

the computational space but does reduce the adaptive degrees-of-freedom. Diagonal

loading enjoys the same reduction in sample support requirements that the truncation

techniques enjoy [Che82, Gie97]. Additionally, diagonal loading can be used in con-

junction with the truncation techniques [CP97, RCG01, HG02]. We describe diagonal

loading in Sections 3.1.4 and 3.2.3 and show how it relates to truncated techniques

such as principal components. We refer to diagonal loading a “soft stop” technique.
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3.1.1 Principal Components

Eigenspace beamformers have been studied by many authors as a means of perform-

ing rank reduction [TKK82, HT83, Ows85, HB88, Fri88, KT94, CP97]. We consider

a popular variant known as principal components [TKK82, KT94]. Principal compo-

nents is based on the concept of computing the best low rank approximation to the

covariance matrix. Consider the minimum variance distortionless response, sample

matrix inversion (MVDR-SMI) beamformer introduced in Section 2.3.4

w(mvdr,smi) =
R̂−1

x s

sHR̂−1
x s

, (3.1)

where s is the steering vector defined in (2.39) and R̂x is the sample covariance matrix

R̂x =
1

K

K
∑

k=1

x(k)xH(k), (3.2)

where x(k) = xi,n(k) is the interference-plus-noise training data (i.e., target-free

training) and K is the number of training snapshots. We perform an eigenvalue

decomposition (EVD) of the sample covariance matrix as follows

R̂x =
N
∑

i=1

λiviv
H
i , (3.3)

where the λi and vi are the eigenvalues and eigenvectors of R̂x, and N is the total

number of degrees-of-freedom. The best rank r(pc) approximation of the covariance

matrix is obtained by retaining the r(pc) terms in (3.3) corresponding to the largest

r(pc) eigenvalues [EY36], i.e.,

R̂(pc) =
r(pc)
∑

i=1

λiviv
H
i . (3.4)

These are the components with the most power. This is equivalent to applying a rank

reducing transformation T(pc) such that [Gol01]

T(pc) = Vr(pc) , (3.5)

where

Vr(pc) = [v1 v2 · · ·vr(pc) ] (3.6)
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is the matrix formed from the r(pc) eigenvectors corresponding to the r(pc) largest

eigenvalues. Adaptation is then performed in this reduced dimensional space.

The principal components technique can be implemented two different ways in

array processing. This distinction is not well articulated in the literature. The first

approach, shown in Figure 3.2(a), is referred to as “signal-independent principal com-

ponents” (PC-SI), and corresponds to a direct form processor implementation (see

Figure 1.4(a)). The eigenvalue decomposition is performed on the sample covariance,

R̂x, of the original data observations, x.

Σ
εx

+
-

waB

s

x0

d0

d0
^

T(PC-SD)=Vr(X0)
(N-1 x r)

z0

T(PC-SI)=Vr(X)
(N x r)

εx
w

z

(a) Signal Independent Principal Components

(b) Signal Dependent Principal Components

Figure 3.2: Comparison of Signal Independent Principal Components and Signal
Dependent Principal Components

The second approach, shown in Figure 3.2(b), is referred to as “signal-dependent

principal components” (PC-SD). This approach is in the form of a generalized sidelobe

canceller (GSC), which was shown in Figure 1.4(b). The eigenvalue decomposition is

performed on the sample covariance matrix, R̂x0 , of the data, x0, in the lower path

of the GSC. Note that while we found in Figure 1.4 that the direct form processor

and the GSC were equivalent for the full rank case, this is not true for the reduced

rank situation. The PC-SI and PC-SD algorithms are distinct.
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3.1.2 The Cross-Spectral Metric

In this section we briefly describe the cross-spectral metric (CSM) algorithm for rank

reduction [GR97a, GR97b]. The CSM also uses an eigenvector basis for the rank re-

ducing transformation. However, the CSM selects those eigenvectors that correspond

to maximizing the signal-to-interference-plus-noise ratio (SINR). We develop this as

follows [ZGGR98]. Consider the output SINR defined in (2.69)

SINR =
Nσ2

s

wHRi,nw
, (3.7)

where N is the number of adaptive degrees-of-freedom, σ2
s is the element-level desired

signal power, w is the weight vector of interest, and Ri,n is the interference-plus-noise

covariance matrix. Next, consider the optimal MVDR weight vector, defined in (2.47)

w(mvdr) =
R−1
i,ns

sHR−1
i,ns

. (3.8)

Substituting (3.8) into (3.7) and solving yields

SINR = α
(

sHR−1
i,ns
)

, (3.9)

where α = Nσ2
s . We then perform an eigenvalue decomposition of the covariance

matrix, Ri,n = VΛVH , where V is the matrix of eigenvectors and Λ is the diagonal

matrix of eigenvalues. SINR can then be expressed as follows

SINR = α
(

sHVΛ−1VHs
)

(3.10)

= α
N
∑

i=1

|vHi s|2
λi

. (3.11)

The CSM algorithm retains the r(csm) eigenvectors that maximize the metric |vHi s|2/λi.
These eigenvectors will, in general, be different from the eigenvectors retained by the

principal components algorithm.

3.1.3 The Multistage Wiener Filter

Principal components, e.g. PC-SD, performs rank reduction by finding the best low

rank approximation to the sample covariance matrix, R̂x0 . This results in the choice
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of eigenvectors as the basis vectors for the PC rank reducing transformation. Recall

from (1.7), however, that the classical Wiener filter is given by

wopt = R−1
x0

rx0d0 , (3.12)

which is a function of both the covariance matrix, Rx0 , and the cross-correlation

vector, rx0d0 . Note that the principal components method does not consider the cross-

correlation vector in selecting its rank reducing transformation. This observation

provides motivation for the multistage Wiener filter, which makes cross correlation

central to its filter architecture.

The multistage Wiener filter was introduced in [GRS98]. The MWF filter struc-

ture, in constrained form, is shown in Figure 3.3. In the forward recursion the filter

decomposes the observed process, x, by a sequence of orthogonal projections [GRS98].

Rank reduction is accomplished by truncating this decomposition at the desired num-

ber of stages, r(mwf). The resulting rank reducing transformation spans the Krylov

subspace [HX00, GVL96],

K(s,Rx, r
(mwf)) = span

{

s,Rxs,R
2
xs, · · · ,R(r(mwf)−1)

x s,
}

, (3.13)

rather than using an eigenvector basis as with the PC or CSM algorithms. Since it

tailors its basis selection to the problem at hand, i.e., pivoting on the desired steering

vector, the MWF is able to operate in a more compact subspace [ZGGR98]. After the

forward recursion is completed the MWF computes a nested chain of scalar Wiener

filters. These scalar Wiener filter coefficients (“scalar weights”) can be subsequently

combined to form the overall MWF weight vector

w(mwf) = s − w1

[

BH
0 h1 − w2

[

BH
0 BH

1 h2 − w3

[

BH
0 BH

1 BH
2 h3 − · · ·

]]]

(3.14)

= s − w1B
H
0 h1 + w1w2B

H
0 BH

1 h2 − w1w2w3B
H
0 BH

1 BH
2 h3 + · · · .(3.15)

The complete set of MWF recursion equations is shown in Table 3.2.

The MWF has many desirable properties. For example, since its basic computa-

tional operation is vector cross correlation and it does not explicitly form a covariance

matrix, substantial computational advantages accrue [RG00]. Neither matrix inver-

sion nor eigenvector decomposition is required, each of which is an expensive O(N 3)

operation [GVL96, VT02].
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Figure 3.3: The Filter Structure for the MWF: Constrained form for N=4 elements,
x=input data vector, s=steering vector, B0=blocking matrix=null(s), di=desired
signals, hi=direction of cross-correlation vectors, Bi=blocking matrices=null(hi),
wi=scalar weights, εi=error signals.

3.1.4 Diagonal Loading

Diagonal loading is a popular beamforming technique and provides a variety of bene-

fits. For example, it allows beamforming solutions to be obtained for underdetermined

problems (fewer samples than degrees-of-freedom), where the sample covariance ma-

trix, R̂x, would otherwise be noninvertible. It also is well-known for adding robustness

to beamformers. Diagonal loading provides robustness against direction-of-arrival

mismatch; element position, gain, and/or phase perturbations; and “statistical” mis-

match due to finite sample support [CZO87, VT02]. Diagonal loading can also be

thought of as a form of rank reduction. As we will show in Section 3.2.3 diagonal

loading serves to “turn-off” the eigenvectors associated with the small eigenvalues

and thereby reduces the number of adaptive degrees-of-freedom.

Consider again the MVDR-SMI beamformer, defined in (3.1). Diagonal loading

is added to this beamformer as follows [Hud81, Car88, JD93]

w(dl) =
R̃−1

x s

sHR̃−1
x s

, (3.16)

where

R̃x = R̂x + σ2
LI, (3.17)
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Table 3.2: MWF Recursion Equations.

Forward Recursion Backward Recursion

rxidi
= E[xi(k)d

∗
i (k)] wi = δi/ξi

δi+1 =
√

rHxidi
rxidi

= magnitude of rxidi
εi−1(k) = di−1(k) − wiεi(k)

hi+1 = rxidi
/δi+1 = direction of rxidi

ξi−1 = E[|εi−1|2]
= σ2

di−1
− δ2

i /ξi

Bi+1 = null(hi+1)

di+1(k) = hHi+1xi(k)

σ2
di

= E[|di(k)|2]
xi+1(k) = Bi+1xi(k)

and where R̂x is the sample covariance matrix defined in (3.2), s is the steering vector

defined in (2.39), I is the identity matrix, and σ2
L controls the amount of loading. We

discuss methods for selecting σ2
L in Section 5.4.

3.2 The Relationship Between Principal Compo-

nents, Diagonal Loading, and the Multistage

Wiener Filter

In this section we discuss the relationship between diagonal loading, principal com-

ponents and the multistage Wiener filter using the concept of filter factors. We

consider the unconstrained filter structure shown in Figure 3.4. Recall that the gener-

alized sidelobe canceller in Figure 1.4(b) contains this structure. Our analysis follows

[Han98]. We begin with a review of the full rank Wiener filter.

3.2.1 The Full Rank Wiener Filter

The expression for the classical Wiener filter, also called the full rank (FR) Wiener

filter, was derived in Chapter 1 and is as follows

w
(fr)
a,opt = R−1

x0
rx0d0 , (3.18)
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Figure 3.4: Unconstrained Filter Structure: x0=input data vector, d0=desired signal,
d̂0=estimate of desired signal wa=adaptive weight vector, ε=scalar output.

where Rx0 = E
[

x0x
H
0

]

is the (N×N) covariance matrix, rx0d0 = E [x0d
∗
0] is the (N×1)

cross correlation vector, and N is the number of adaptive degrees-of-freedom. The

covariance matrix and cross-correlation vector defined above are based on ensemble

averages and are, in practice, unknown. Therefore we estimate these quantities based

on K training snapshots. The (N × K) data matrix of snapshots is denoted X0.

The (1 × K) row vector of desired signals is denoted d0. We compute the sample

covariance matrix and sample cross-correlation vector as follows

R̂x0 =
1

K

K
∑

k=1

x0(k)x
H
0 (k) (3.19)

=
1

K
X0X

H
0 , (3.20)

and

r̂x0d0 =
1

K

K
∑

k=1

x0(k)d
∗
0(k) (3.21)

=
1

K
X0d

H
0 . (3.22)

Substituting (3.20) and (3.22) into (3.18) yields

w(fr)
a =

[

X0X
H
0

]−1
X0d

H
0 . (3.23)

Next, we would like to transform (3.23) into a form that will allow greater insight

into the reduced rank techniques that we are investigating. We consider the eigenvalue
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decomposition of X0X
H
0 as follows

X0X
H
0 = VΛVH (3.24)

=
N
∑

i=1

λiviv
H
i , (3.25)

where λi are the eigenvalues and vi are the orthonormal eigenvectors of X0X
H
0 . Ad-

ditionally we consider the singular value decomposition (SVD) of XH
0 as follows

XH
0 = UΣVH (3.26)

=
N
∑

i=1

uiσiv
H
i , (3.27)

where σi are the singular values, and ui and vi are the left and right singular vectors.

By substituting the right hand side of (3.26) into the expression X0X
H
0 we can show

that the vi in (3.25) and (3.27) are the same, and λi = σ2
i . Substituting (3.25) and

(3.27) into (3.23) yields

w(fr)
a =

N
∑

i=1

viu
H
i

σi
dH0 . (3.28)

We can rewrite (3.28) as follows

w(fr)
a =

N
∑

i=1

uHi dH0
σi

vi, (3.29)

in order to emphasize that w
(fr)
a can be expressed as a weighted sum of the eigenvec-

tors vi. Recall that d0 was defined as a row vector so that dH0 is a column vector and

uHi dH0 is an inner product and hence a scalar.

3.2.2 Principal Components

In Section 3.1.1 we saw that the principal components (PC) technique for rank re-

duction was based upon finding the best rank r(pc) approximation to the covariance

matrix. This resulted in formation of the adaptive weight vector using the r(pc) eigen-

vectors corresponding to the largest r(pc) eigenvalues of the covariance matrix. Based

on this insight together with the weight vector formulation shown above in (3.29) we

can express the PC weight vector as follows

w(pc)
a =

r(pc)
∑

i=1

uHi dH0
σi

vi. (3.30)
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It is implied above in (3.30) that the eigenvalues and associated eigenvectors are

sorted from largest to smallest. We can rewrite (3.30) as follows

w(pc)
a =

N
∑

i=1

f
(pc)
i

uHi dH0
σi

vi, (3.31)

where the f
(pc)
i are “filter factors” [Han98]. The PC filter factors are defined as follows

f
(pc)
i =

{

1 i ≤ r(pc)

0 otherwise
. (3.32)

3.2.3 Diagonal Loading

Next we consider diagonal loading. Diagonal loading computes the adaptive weight

vector as follows

w(dl)
a = R̃−1

x0
rx0d0 , (3.33)

where

R̃x0 = R̂x0 + σ2
LI, (3.34)

where σ2
L is the loading level and I is the (N ×N) identity matrix. Alternately (3.34)

can be expressed as

R̃x0 =
1

K
X0X

H
0 + σ2

LI (3.35)

=
1

K

(

X0X
H
0 + β2I

)

, (3.36)

where β2 = Kσ2
L. We next compute the EVD of X0X

H
0 + β2I as follows

X0X
H
0 + β2I = VΛ̃VH , (3.37)

where Λ̃ = Λ + β2I and where Λ is the same as computed in (3.24). The inverse of

(3.37) can be expressed as
[

VΛ̃VH
]−1

= VΛ̃−1VH , (3.38)

due to the unitary property of V, i.e., V−1 = VH . Alternately (3.38) can be expressed

as

VΛ̃−1VH =
N
∑

i=1

viv
H
i

(λi + β2)
(3.39)

=
N
∑

i=1

viv
H
i

(σ2
i + β2)

. (3.40)



66

Combining (3.22), (3.27), (3.33), (3.36), (3.37), and (3.40) yields

w(dl)
a =

N
∑

i=1

σiviu
H
i

(σ2
i + β2)

dH0 . (3.41)

Alternately we can express (3.41) as

ŵ(dl)
a =

N
∑

i=1

σiu
H
i dH0

(σ2
i + β2)

vi (3.42)

=
N
∑

i=1

σ2
i

(σ2
i + β2)

uHi dH0
σi

vi (3.43)

=
N
∑

i=1

λi
(λi + β2)

uHi dH0
σi

vi (3.44)

=
N
∑

i=1

f
(dl)
i

uHi dH0
σi

vi, (3.45)

where the diagonal loading filter factors can be expressed as [Han98]

f
(dl)
i =

λi
(λi + β2)

. (3.46)

Thus the diagonal loading filter factors are weighting factors that depend on the mag-

nitude of the eigenvalues relative to the level of diagonal loading. When the eigen-

values are large relative to the diagonal loading level then the filter factors of (3.46)

are approximately one and the associated eigenvector is essentially fully retained in

the weight vector calculation. Conversely when the eigenvalues are small relative to

the level of diagonal loading then the filter factors of (3.46) approach zero and the

associated eigenvector is essentially discarded from the weight vector calculation.

3.2.4 The Multistage Wiener Filter

The multistage Wiener filter is a “signal dependent” reduced rank technique. By

signal dependent we mean that the algorithm uses both the data matrix and the

steering vector in order to form its basis for rank reduction [GRS98]. The resulting

basis set is a Krylov basis set [HX01] as opposed to the eigenvector basis set used by

both principal components and the cross-spectral metric. The MWF reduced rank

filter is generated by truncation within the Krylov basis set. While the MWF uses
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a Krylov basis set it is still possible to expand the MWF weight vector in terms of

eigenvectors as was done for principal components and diagonal loading,

w(mwf)
a =

N
∑

i=1

f
(mwf)
i

uHi dH0
σi

vi. (3.47)

The standard MWF algorithm is partitioned into a forward recursion (or analysis

filter bank) followed by a backward recursion (or synthesis filter bank). In the forward

recursion the input data covariance matrix R̂x0 is transformed into the tridiagonal

R̂d matrix

Rd =





















σ2
d0

δ1 0 · · · 0

δ1 σ2
d1

δ2 · · · 0

0 δ2 σ2
d2

· · · 0
...

...
...

. . . δN−1

0 0 0 δN−1 σ2
dN−1





















, (3.48)

where σ2
di

= E[|di(k)|2] and the δi are the magnitudes of the cross correlation vectors

as shown in Table 3.2.

The “Ritz values”, θ
(r)
j , are defined as the eigenvalues of the (r × r) R̂d matrix,

where r = rmwf is the rank of the MWF filter [Han98]. The MWF filter factors are

then computed as follows [Han98]

f
(mwf,r)
i = 1 −

r
∏

j=1

θ
(r)
j − λi

θ
(r)
j

, i = 1, 2, · · · , N. (3.49)

Note that the expressions in (3.47) and (3.49) above involve a full N nonzero terms

since we are expanding the MWF weight vector in terms of the eigenvectors vi. The

MWF weight vector, when expanded in its natural Krylov basis, only involves r(mwf)

terms, where r(mwf) is the chosen rank of the filter. Note also that the MWF filter

factors depend on both X0 and d0 (via the Ritz values) in contrast to the principal

components and diagonal loading filter factors that depend only upon X0 [Han98].

We emphasize that the weight vector expressions in (3.29), (3.31), (3.45) and

(3.47) are all identical except for the different filter factor expressions, noting that

f
(fr)
i is equal to one for all N . These are the relationships that we seek to understand.



Chapter 4

Rank and Sample Support

Compression

The multistage Wiener filter (MWF) has been shown to be able to operate at a lower

rank than other reduced rank algorithms such as principal components or the cross-

spectral metric [GRS98, ZGGR98, GGR01, HX01]. Alternately stated, the MWF

operates in a lower dimensional subspace thus requiring fewer adaptive degrees-of-

freedom. We call this characteristic “rank compression”. For the MWF computa-

tional complexity is proportional to the filter rank and thus operation at low rank is

advantageous [RG00]. We have observed, however, that different applications have

shown significantly different levels of rank compression. Some applications, such as

spatial array processing in the presence of large discrete interference sources, do not

show appreciable rank compression [HWNG02]. Other applications, such as airborne

radar space-time adaptive processing (STAP), often do show significant rank com-

pression [GGR01]. The first objective of this chapter is to examine a broad array of

scenarios to determine the situations where rank compression is likely to occur. We

will examine parameters such as interference type (clutter, jamming), interference

power level, interference location (vis-a-vis the steering vector) and sample support.

Rank comparisons will be made to both signal-dependent principal components (PC-

SD) as well as the number of eigenvalues above the noise floor.

Reduction in computational complexity is one motivation of reduced rank pro-

cessing. A second motivation of reduced rank processing is sample support reduc-

tion. A classic result in the array processing literature states that 2N samples are

68



69

needed (where N is the number of adaptive degrees-of-freedom) for “good” perfor-

mance (within 3 dB of optimal) for a full rank minimum variance distortionless re-

sponse (MVDR) processor [RMB74]. This level of sample support may be difficult

to achieve with large dimensional sensors [GGR01]. Other reduced rank techniques

such as principal-components [Gie97, KT85, KT94] and diagonal loading [Che82] have

been statistically characterized. We find that a reduced rank variation of the “2N

rule” applies. Specifically, for diagonal loading when there are Ns strong interferers

present (Ns < N) then good performance (within 3 dB of optimal) can be achieved

with 2Ns samples as opposed to 2N samples [Hud81, Che82]. This can be a substan-

tial reduction. The same result holds true for principal components [Gie97]. Recall,

however, that principal components is an eigenspace technique where the rank of the

processor is equal to the number of significant eigenvalues, hence, typically, the num-

ber of significant interferers. The MWF, however, is different. For scenarios where

there is significant rank compression the rank of the filter is different (lower) than

the number of signals present. Thus an important question for the MWF concerns

its performance with respect to sample support compression. Are the sample support

requirements proportional to the rank of the filter or the number of signals present?

We examine this question in this chapter.

4.1 Rank Compression

In this section we examine MWF rank compression. We first present analysis to

provide context and insight into a number of mechanisms contributing to rank com-

pression. Then we consider two different applications - spatial array processing and

space-time adaptive processing. Rank compression results are shown for a variety of

conditions based on extensive computer simulations.

4.1.1 Analysis

Consider the unconstrained filter shown in Figure 4.1. The goal of the adaptive

filter, wa, is to provide the best possible estimate of the desired signal, d0, based

on the observed data, X0. We are interested in comparing the number of adaptive

degrees-of-freedom (i.e., rank) needed by the multistage Wiener filter and principle

components (PC), as well as the number of signals present. For principal components

the rank of the filter, r(pc), is equal to the number of eigenvalues of the data covariance
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matrix that are used in the weight vector calculation. For the MWF the rank of the

filter, r(mwf), is equal to the number of MWF stages. We refer to the number of

signals present as the signal rank, r(signal). When rx < ry we say that there is rank

compression of x relative to y.

Σ

wa

d0(k) ε(k)

x0(k)

+
-

d0(k)^

Figure 4.1: Unconstrained Adaptive Filter: x0=input data vector, d0=desired signal,
d̂0=estimate of desired signal wa=adaptive weight vector, ε=scalar output.

Closely Spaced Signals

Our first observation is that the number of significant eigenvalues of the data co-

variance matrix can be less than the signal rank. We demonstrate this as follows.

Consider an N element adaptive array1 and two signals (noise jammers) arriving

from angles θ1 and θ2. From (2.14), (2.15) the jammer covariance matrix, Rj is as

follows

Rj =
2
∑

i=1

σ2
i vθi

vHθi
(4.1)

= σ2
1vθ1v

H
θ1

+ σ2
2vθ2v

H
θ2
, (4.2)

where σ2
i are the jammer power levels, and vθi

are the jammer array manifold vectors.

Recall that the array manifold vector for a signal arriving from angle θ is given by

vθ =
[

ej0 ej2π
d
λ

sin θ · · · ej2π(N−1) d
λ

sin θ
]T

, (4.3)

where d is the inter-element spacing, λ is the center frequency wavelength, j =
√
−1,

and T is the transpose operator.

1Additional details on adaptive arrays are provided in Chapter 2.
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We can also decompose Rj using an eigenvalue decomposition as follows

Rj =
2
∑

i=1

λiviv
H
i (4.4)

= λ1v1v
H
1 + λ2v2v

H
2 , (4.5)

where λi are the eigenvalues and vi are the eigenvectors of Rj. Note the subtle

distinction in notation between the eigenvectors, vi, and the array manifold vectors,

vθi
. We then express the eigenvalues, λi, in terms of the jammer powers, σ2

i , and the

array manifold vectors, vθi
, of (4.2). Reference [VT02] presents a closed form solution

for this problem, which for the case of uncorrelated signals is

λ1(2) =
1

2
N
(

σ2
1 + σ2

2

)



1 ±

√

1 − 4σ2
1σ

2
2(1 − |B(1,2)

c |2)
(σ2

1 + σ2
2)

2



 , (4.6)

where B
(1,2)
c is the spatial correlation between signal 1 and signal 2

B(1,2)
c =

vHθ1vθ2

N
, (4.7)

where N is the number of array elements.

We evaluate (4.6) as a function of signal separation. Figure 4.2 shows the case

of two equal power jammers (10 dB jammer-to-noise ratios). For wide separation

(≥ 1 half-power beamwidth2) the normalized eigenvalues are each about the same

and equal to the power in each jammer (10 dB). However, as the signal spacing

becomes closer than a half-power beamwidth we see a bifurcation into one dominant

eigenvalue and one weak eigenvalue. For example, at a spacing of 1/10th of a half-

power beamwidth the stronger eigenvalue contains almost all of the power (13 dB)

while the weaker eigenvalue has a level of only -10 dB.

Similarly, Figure 4.3 evaluates the case of two unequal power jammers (20 dB and

10 dB jammer-to-noise ratios). We see a similar result. For wide spacings there is very

little interaction between the two signals. However, at narrow spacings the two signals

merge into a dominant eigenvalue. These examples illustrate one mechanism which

can cause the number of significant eigenvalues to be less than the number of signals

present and thus lead to reduced rank processors that require fewer adaptive degrees-

of-freedom than the number of physical signals in the interference environment.

2We refer to the half-power beamwidth of an N element array with uniform weighting.
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Figure 4.2: The Eigenvalues Associated
with Two Equal Power Signals as a
Function of Signal Separation. The Sig-
nal Separation is Normalized to the Ar-
ray 3-dB Beamwidth.

Figure 4.3: The Eigenvalues Associated
with Two Unequal Power Signals as a
Function of Signal Separation. Signal 1
is 10 dB Stronger Than Signal 2. The
Signal Separation is Normalized to the
Array 3-dB Beamwidth.

Rank Compression Through Filter Constraints

We now consider a second mechanism that can contribute to rank compression —

filter constraints. When constraints are added to a filter, as is normally the case

for adaptive array processing, an additional opportunity exists for rank compression.

We first consider the case of a single linear constraint — the distortionless constraint.

We consider the generalized sidelobe canceller (GSC) shown in Figure 4.4. The upper

path of the GSC contains the steering vector, s, and is a manifestation of the filter’s

distortionless constraint, wHs = 1. As a result of this distortionless constraint, the

input data, x, is filtered prior to arriving at the two input ports of the adaptive filter

(x0 and d0). This filtering provides another mechanism by which interfering signals

can be suppressed prior to exposure to the adaptive portion of the filter.

We evaluate the rank compression attributable to steering vector filtering with

an example. We consider a 20 element partially adaptive array of the configuration

shown in Figure 2.1(c.2). We consider 10 noise jammers, each with a jammer-to-noise

ratio (JNR) of 25 dB. The placement of the jammers will be varied relative to the
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Σ
d0(k) ε(k)

d̂0(k)

x(k)

+
-

waB

s

x0(k)

Unconstrained Adaptive Filter

Figure 4.4: The Generalized Sidelobe Canceller: The GSC contains an embedded un-
constrained adaptive filter. x(k)=input data vector, s=steering vector, B =null(s),
d0(k)=desired signal, x0(k)=unconstrained filter input, wa=adaptive weight vector,
ε(k)=scalar output.

steering vector nulls. We run 2000 Monte Carlo trials, where each trial represents

a different random draw of training data. We consider three levels of sample sup-

port: K=1N=20, K=2N=40, and K=10N=200 samples, where N is the number of

elements.

Figure 4.5(a) shows the beampattern corresponding to the conventional steering

vector, s. (Note that this pattern only represents the steering vector response and

does not represent the overall MWF beampattern. Only in the case of white noise

interference, as discussed in Section 2.3.3, will the overall MWF response be equal to

this beampattern.) Interference signals will be suppressed by the sidelobe response of

the steering vector pattern and in particular will be annihilated if they happen to lie

precisely in a sidelobe null. We examine the sensitivity of this effect to the precision

with which interferers are aligned in the nulls.
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Figure 4.5: Assessment of Jammer Filtering Provided by the Steering Vector in a
Constrained Filter: N=20 elements, Nj=10 noise jammers, JNR=25 dB (all), 2000
trials: (a) Beampattern of conventional steering vector, (b) Rank compression for
K=1N=20 samples, (c) Rank compression for K=2N=40 samples, (d) Rank com-
pression for K=10N=200 samples.

In Figure 4.5(b)-(d) we plot rank versus jammer placement. The 10 jammers are

each initially placed precisely in a sidelobe null of the steering vector. We then run

the MWF and PC-SD filters to determine the required number of adaptive stages. We

repeat the process many times; each time the jammers are shifted increasingly away

from their respective null. Figure 4.5(b) shows the result for K=1N=20 samples.

We see that when the 10 jammers are precisely in the steering vector nulls then they

are completely suppressed and both the MWF and PC-SD filters do not require any

adaptive stages. As the jammers separate from the nulls the MWF and PC-SD begin

to require adaptive stages to reject the interference. When the jammers are about

1/30th of a half-power beamwidth away from the nulls then the filtering effect of the
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steering vector has diminished. The width of this region depends on the power in the

jammers (JNR=25 dB in this example). Note also that the MWF still requires only

6 adaptive stages and hence is demonstrating some rank compression. Figures 4.5(c)

and (d) show similar results for the cases of K=2N=40 samples and K=10N=200

samples. As the sample support increases the width of the rank compression notch is

reduced. At K=10N=200 samples suppression occurs only when jammers are aligned

within about 1/100th of a half-power beamwidth from the steering vector nulls. We

do see, however, that the MWF “steady state” rank compression, away from the nulls,

improves as sampled support grows.

Quiescent Pattern Constraints

The case above was for a single linear constraint, i.e., the distortionless constraint.

This resulted in a conventional steering vector for the initial data filtering. Using the

technique of quiescent pattern constraints [TG92b] we can impose other types of filter

responses in place of the conventional steering vector3. This provides the possibility of

additional interference suppression, hence rank compression, due to these constraints.

We continue our example to illustrate this concept.

Figure 4.6 shows the beampattern response for a 20 element array with Chebychev

weighting at the -40 dB sidelobe level. Compared to Figure 4.5(a) this is a significantly

lower sidelobe response. We next evaluate the rank compression for both the MWF

and PC-SD algorithms. Ten noise jammers are present at randomly selected directions

and with jammer-to-noise ratios that were chosen randomly between 10 and 30 dB.

We run 1000 Monte Carlo trials, where each trial is a different realization of the

training data. The jammer directions and power levels remain the same for all trials.

We determine the best filter rank as a function of Chebychev sidelobe levels. These

results are shown in Figure 4.7 for K=1N=20 samples. We observe that for relatively

high sidelobe levels (e.g. 20 dB) there is little (MWF) or no (PC) rank compression

relative to the signal rank. As the sidelobe levels are reduced we begin to see rank

compression. The MWF always experiences more rank compression than the PC-SD

algorithm. Once the sidelobe levels are about 50 dB down then all of the interference

is suppressed by the Chebychev filtering and no further adaptive filtering is needed.

3We will discuss quiescent pattern constraints in more detail in Chapter 7 in the context of
Recursive MWF.
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Figure 4.6: Chebychev-40 Beampattern
for a 20 Element Uniform Line Array.

Figure 4.7: Impact of Chebychev Qui-
escent Pattern Constraints on MWF
Rank Compression: N=20 elements,
Nj=10 noise jammers, JNR=rand(10-
30) dB,K=1N=20 samples, 1000 trials.

Rank Compression of the Unconstrained Multistage Wiener Filter

We have discussed two mechanisms that contribute to rank compression but are exter-

nal to the core unconstrained multistage Wiener filter (MWF). The two mechanisms

are closely spaced signals and filter constraints. We now analyze the rank compres-

sion inherent in the core unconstrained MWF. We compare the MWF to principal

components. We consider the unconstrained filter of Figure 4.1.

Let

Rx0 = VΛVH (4.8)

=
N
∑

i=1

λiviv
H
i (4.9)

be the eigenvalue decomposition of the data covariance matrix, Rx0 , where λi are the

eigenvalues, vi are the eigenvectors, and Λ and V are the matrices of eigenvalues and

eigenvectors respectively. We assume that the eigenvalues/eigenvectors are sorted in

descending order, i.e.,

λ1 ≥ λ2 ≥ · · · ≥ λN . (4.10)
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The principal components weight vector is constructed using an eigenvector basis

E(Rx0 , r
(pc)) = span(v1,v2, · · · ,vr(pc)). (4.11)

If r(pc) = N then all N eigenvectors are retained and the full N -dimensional space

is spanned. To the extent that r(pc) < N then the higher index eigenvectors are

discarded solely based on the power in these eigenvectors, i.e., λi. No consideration

of the desired signal is given during the eigenvector pruning process.

The MWF weight vector, however, uses a different basis, i.e., a Krylov basis

[HX00]. The Krylov subspace is defined as follows [GVL96]

K
(

Rx0 , rxd, r
(mwf)

)

= span{rxd,Rx0rxd,R
2
x0

rxd, · · · ,Rr(mwf)−1
x0

rxd}. (4.12)

For analysis purposes we expand rxd in terms of the eigenvector bases computed

above

rxd = α1v1 + α2v2 + · · · + αNvN . (4.13)

The αi factors represent the degree to which a particular eigenvector is correlated

between the desired signal and the observed data. The vector rxd is the first basis

vector of the Krylov subspace. We now consider the second basis vector Rx0rxd as

follows

Rx0rxd = VΛVH [α1v1 + α2v2 + · · · + αNvN ] . (4.14)

Recall that the eigenvectors are orthonormal, i.e.,

vHi vj = δij, (4.15)

where δij is the Kronecker delta function defined by

δij =

{

1 i = j

0 otherwise
. (4.16)

Thus

VHrxd = [α1 α2 · · ·αN ]T . (4.17)

Combining 4.17 and 4.14 and simplifying yields

Rx0rxd = α1λ1v1 + α2λ2v2 + · · · + αNλNvN . (4.18)

In a similar manner the other Krylov basis vectors can be represented as follows

Rk
x0

rxd = α1λ
k
1v1 + α2λ

k
2v2 + · · · + αNλ

k
NvN , (4.19)
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where we note that

Rk
x0

= VΛkVH . (4.20)

Thus each of the Krylov basis vectors is a weighted sum of the eigenvectors where

the weighting values are a function of both the power in the eigenvector, λi, and the

correlation of that eigenvector with the desired signal, αi. If r(mwf) = N then all N

Krylov basis vectors are retained and the full N -dimensional space is spanned. To

the extent that r(mwf) < N then the Krylov subspace dimension is reduced based on

either low eigenvector power, λi, as with principal components, or low correlation,

αi, or a combination. This implies that the MWF rank will always be less than or

equal to the PC rank because any dimension reduction due to the αi will be over and

above the dimension reduction due to the λi. Thus

r(mwf) ≤ r(pc). (4.21)

Furthermore, it follows from above that low power interferers will be good candi-

dates for MWF rank compression due to the low αiλ
k
i product. Additionally, complex

scenarios with many interference sources will also be good candidates for MWF rank

compression because of the increased likelihood of closely spaced interference sources,

which as we saw earlier, creates a bifurcation into a dominant eigenvector and a weak

eigenvector. These weaker eigenvectors then become additional candidates for rank

compression.

4.1.2 Spatial Array Processing Simulations

We now evaluate rank compression through a series of Monte Carlo simulations.

Details on our approach to Monte Carlo simulation are provided in Section 2.6. We

first consider spatial array processing using a large, N=100 element, partially adaptive

array of the type shown in Figure 2.1(c.2). We investigate the rank that provides best

mean square error (MSE) performance for both the multistage Wiener filter (MWF)

and signal-dependent principal components (PC-SD) under a variety of scenarios.

The MSE metric was described in Section 2.4. In addition we keep track of the signal

rank as well as the number of eigenvalues of the true covariance matrix that are above

the noise floor.

We begin by examining sample plots of eigenspectra and MSE performance. Fig-

ure 4.8 shows the eigenspectra for both the true covariance and estimated covariance

matrices for a scenario with 75 noise jammers. The jammer directions are randomly
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chosen using a uniform random number generator and span the angular region outside

the main beam. The element-level jammer-to-noise ratios (JNR) are also randomly

chosen with a uniform random number generator and span, in this example, from 0

to 30 dB. Recall from Section 2.2.4 that JNR(dB)=10log (σ2
j/σ

2
n) where σ2

j and σ2
n are

the element-level jammer and noise powers respectively. The noise power is normal-

ized to unity for convenience. Each trial uses a new realization of jammer directions

and powers.

0 10 20 30 40 50 60 70 80 90 100
−60

−40

−20

0

20

40

60

Eigenvalue Index

10
*L

og
10

(E
ig

en
va

lu
e)

Eigenspectra of True Covariance Matrix
Eigenspectra of Estimated Covariance Matrix

0 10 20 30 40 50 60 70 80 90 100
0

5

10

15

20

25

30

Rank

M
ea

n 
S

qu
ar

e 
E

rr
or

 (d
B

)

MWF
PC−SD
MMSE

Figure 4.8: Sample Eigenspectra:
N=100 elements, Nj=75 noise jam-
mers, jammer directions are random
(outside main beam) and jammer-to-
noise ratios are random (from 0 to
30 dB), K=1N=100 samples for esti-
mated covariance matrix.

Figure 4.9: Rank Compression Exam-
ple: MSE versus Rank for MWF and
PC-SD, N=100 elements, Nj=75 noise
jammers, jammer directions are ran-
dom (outside main beam) and jammer-
to-noise ratios are random (from 0 to
30 dB), K=1N = 100 samples, single
realization.

We see in Figure 4.8 that there are 72 eigenvalues of the true covariance matrix

that are above the noise floor. This is slightly less than the signal rank which is

75. Thus we already observe some rank compression relative to the signal rank. We

described earlier one mechanism (closely spaced signals) that can account for this

reduction. Also included in Figure 4.8 is the eigenspectra of the estimated covariance

matrix, for K=1N=100 samples. We see that the large eigenvalues are very close to

those of the true covariance matrix. However, the smaller eigenvalues, and the noise
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eigenvalues in particular, can be very poorly estimated. The inability to accurately

define the noise subspace at low sample support is a strong motivation for using

reduced rank techniques.

Next Figure 4.9 shows a single realization of the MSE performance of the MWF

and PC-SD algorithms using the same parameters as Figure 4.8. This plot is a

fundamental building block for the other results presented in this section. We see

that both the MWF and PC-SD have approximately the same best value of MSE but

the MWF achieves this best value at a much lower rank. The minimum mean square

error (MMSE), which is the MSE when the covariance matrix is known exactly, is

also shown for reference.

Next, we repeat the simulation 10,000 times and generate histograms of the results.

These are shown in the quad chart of Figure 4.10. We see that the MSE performance

of the MWF and PC-SD are virtually identical with the most likely value of MSE

being about 5 dB higher than the MMSE. However, the rank required by each of the

algorithms to achieve its best MSE is quite different. The MWF shows greater rank

compression than PC-SD, a peak at 48 versus 65. Also we see that the PC-SD rank

histogram is much more concentrated than the MWF.

The results presented in the previous three figures were for a scenario with 75 noise

jammers and JNRs randomly chosen from 0 to 30 dB. We next examine the impact of

different numbers of jammers, and a couple different ranges of jammer-to-noise ratios.

Figure 4.11 presents the rank compression results for the case with JNRs between 0

and 10 dB. We see that the MWF provides a substantial amount of rank reduction,

almost 5:1. For example, when there are 99 jammers present the MWF only requires

a rank of 22 in order to achieve best MSE. This is consistent with the analysis in

Section 4.1.1 that shows that low power interference provides the best opportunity

for MWF rank compression. By contrast we see that the PC-SD algorithm provides

much more modest levels of rank compression (relative to either the signal rank or

the number of eigenvalues above the noise floor.) Recall from Figure 4.8 that the

eigenvalues close to the noise floor are the most difficult to accurately estimate and

thus it is not surprising to see some rank compression for the PC-SD algorithm, as it

discards poorly estimated eigenvectors.



81

0 20 40 60 80 100
0

200

400

600

800

1000

Rank

# 
O

cc
ur

re
nc

es

(c) MWF Rank Histogram

0 20 40 60 80 100
0

200

400

600

800

1000

Rank

# 
O

cc
ur

re
nc

es

(d) PC−SD Rank Histogram

0 5 10 15
0

100

200

300

400

500

600

Mean Square Error (dB)

# 
O

cc
ur

re
nc

es

(a) MWF MSE Histogram

0 5 10 15
0

100

200

300

400

500

600

Mean Square Error (dB)

# 
O

cc
ur

re
nc

es

(b) PC−SD MSE Histogram

Figure 4.10: Histograms of Rank and Mean Square Error for the Multistage Wiener
Filter and Signal-Dependent Principal Components: N=100 elements, Nj=75 noise
jammers, jammer directions are random (outside main beam) and jammer-to-noise
ratios are random (from 0 to 30 dB), MSE bin size=0.1 dB, K=1N=100 samples,
10,000 trials.
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Figure 4.11: Rank Compression versus
the Number of Noise Jammers: N=100
elements, jammer directions are random
(outside main beam) and JNRs are ran-
dom (from 0 to 10 dB), K=1N=100
samples, 1000 trials.

Figure 4.12: Rank Compression versus
the Number of Noise Jammers: N=100
elements, jammer directions are random
(outside main beam) and JNRs are ran-
dom (from 10 to 30 dB), K=1N=100
samples, 1000 trials.

Figure 4.12 is similar to Figure 4.11 except that the jammer-to-noise ratios are now

much higher, ranging from 10 to 30 dB as opposed to 0 to 10 dB. We see a significant

reduction in the amount of MWF rank compression compared to Figure 4.11. For

example, with 99 jammers the MWF processor now requires, on average, a rank of

68. This still represents a compression of about one-third relative to the signal rank,

but is much less dramatic than for the lower power interferers.

Next we more fully examine the dependency on jammer power level. Figure 4.13

presents rank versus jammer-to-noise (JNR) ratio for the case of 75 jammers. In

this figure each of the 75 jammer powers are the same for a given trial. We see a

monotonic increase in the MWF rank with jammer power. At low jammer powers

the MWF only requires a rank of about 10. This increases to almost 70 for loud, e.g.

JNR=40 dB, jammers. The PC-SD algorithm also shows a dependency on jammer

power level but much less pronounced than the MWF.

The results of Figure 4.13 were for low sample support, K=1N=100 training

samples. We next examine the results for different levels of sample support, i.e.,

K=2N=200 and K=10N=1000. These results are presented in Figure 4.14 where we
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Figure 4.13: Rank Compression as a Function of Jammer-to-Noise Ratio: N=100
elements, Nj=75 noise jammers, jammer directions are random (outside main beam),
K=1N=100 samples, 1000 trials.

see that for this scenario there is very little dependency of rank compression on sample

support. In fact the larger sample support levels actually require a modest amount of

additional rank. One interpretation of this result is that the greater level of sample

support allows more faithful estimates of the basis vectors and thus allows marginal

basis vectors to now be productive contributors to the weight vector calculation.

The last major parameter that we examine in this section concerns covariance

matrix tapers (CMT). A covariance matrix taper is a method to account for uncer-

tainty in covariance matrix estimates. Covariance matrix tapers are applied as follows

[Mai95, Zat95, Gue99]

R̃x = R̂x � Tcmt, (4.22)

where � denotes the Hadamard (element-wise) product, defined in (2.29), and Tcmt

is the taper matrix. We investigate tapers of the following form [Gue99]

[Tcmt]mn = sinc ((m− n)∆/π) , (4.23)

where sinc(x)=sin(πx)/(πx) and ∆ is a spreading parameter. Applying a CMT to
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Figure 4.14: Impact of Sample Support on Rank Compression: N=100 elements,
Nj=75 noise jammers, jammer directions are random (outside main beam), 1000
trials. (a) Multistage Wiener Filter, (b) Signal-Dependent Principal Components.

the covariance matrix serves to smear out the eigenspectra creating a more complex

interference environment. Figure 4.15 shows the eigenspectra of the true covariance

matrix for 50 noise jammers and three different levels of CMT spreading. We see that

as the CMT spreading parameter, ∆, increases the number of eigenvalues above the

noise floor increases. The amount of increase can be substantial. Figure 4.16 shows

the same result except for estimated covariance matrices. We see that the large

eigenvalues are not impacted by the addition of the CMT. However, many additional

smaller eigenvalues are created.

Figure 4.17 shows the rank compression performance as a function of CMT spread-

ing factor. The covariance matrix taper causes the number of eigenvalues above the

noise floor to increase from 50 to 90, an 80% increase. However, the MWF only

experience a rank growth from 38 to 55, a 45% increase. This is consistent with the

fact that the additional eigenvalues that are created are generally of low power. The

PC-SD algorithm is in between. We see a rank growth from 48 to 77, a 60% increase.
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Figure 4.15: Spreading of the Eigen-
spectra due to a Covariance Matrix Ta-
per: N=100 elements, Nj=50 noise
jammers, jammer directions are random
(outside main beam) and jammer-to-
noise ratios are random (from 10 to
30 dB), true covariance matrix.

Figure 4.16: Spreading of the Eigen-
spectra due to a Covariance Matrix Ta-
per: N=100 elements, Nj=noise 50
jammers, jammer directions are random
(outside main beam) and jammer-to-
noise ratios are random (from 10 to
30 dB), estimated covariance matrix,
K=1N=100 samples, single realization.

4.1.3 Space Time Adaptive Processing Simulations

We now examine rank compression for a different application — airborne radar space-

time adaptive processing (STAP). STAP was introduced in Section 2.5. The envi-

ronment for this application includes three types of undesirable signals — jamming,

clutter, and noise, as discussed in Section 2.5.2. We evaluate performance under a

variety of different conditions for these undesired signals. We consider the radar con-

figuration used in the DARPA Mountain Top program, i.e., an Ne=14 element linear

array with Np=16 pulses per coherent processing interval. Thus there are a total of

N=224 adaptive degrees of freedom. The parameters for this system are given in

Table 2.2.

We first examine sample plots of eigenspectra and mean square error (MSE) per-

formance. We consider two cases - clutter plus noise, and jamming plus clutter plus

noise. Figure 4.18, parts (a) and (b), concern the first case of clutter plus noise. The
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Figure 4.17: Impact of Covariance Matrix Tapers on Rank Compression: N=100
elements, Nj=50 noise jammers, jammer directions are random (outside main beam)
and jammer-to-noise ratios are random (from 10 to 30 dB), K=1N=100 samples,
1000 trials.

clutter-to-noise ratio (CNR) is 30 dB. Recall from (2.98) that the clutter-to-noise

ratio is given by

CNR =

∑Nr

i=1

∑Nc

j=1 σ
2
c (i, j)

σ2
n

, (4.24)

where Nc is the number of clutter patches evenly distributed in azimuth, Nr is the

number of range ambiguities, σ2
c (i, j) is the power in the ijth clutter patch, and σ2

n

is the element-level receiver noise power. We use Nc=360 clutter patches and no

“second-time-round” clutter.

We see in Figure 4.18(a) that there are 29 eigenvalues above the noise floor. This

is consistent with “Brennan’s Rule”, which states that the effective clutter rank, rc,

can be estimated as follows

rc = Ne + (Np − 1)β, (4.25)

where β is the is the slope of the clutter ridge and dictates the number of times that

the clutter Doppler spectrum aliases into the unambiguous Doppler space [War94].
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The parameter β was described in Section 2.5.2. We use β = 1 in these simulations

and thus the Brennan’s Rule estimate for the clutter rank is rc=29, which agrees with

Figure 4.18(a).
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Figure 4.18: Sample Eigenspectra and STAP Mean Square Error Performance for
Clutter plus Noise and Clutter plus Jamming plus Noise: Ne=14 elements, Np=16
pulses, Ntotal=224 degrees-of-freedom, Nj=4 noise jammers at [21 -31 -39 53] de-
grees, jammer-to-noise ratio=30 dB (all 4 jammers), clutter-to-noise ratio=30 dB,
K=1N=224 samples, 100 trials (for MSE plots).

Figure 4.18(b) shows the mean square error (MSE) performance of both the mul-

tistage Wiener filter (MWF) and signal dependent principal components (PC-SD)

for the clutter-plus-noise case. We see that PC-SD requires 29 adaptive degrees-of-

freedom to cancel the clutter. By contrast the MWF only requires about 15 (the

region from 13 to 19 is quite flat). Thus the MWF is providing significant rank

compression (about half) in this scenario.

Next we consider the addition of jamming. Four noise jammers are added at 21,
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-31, -39, and 53 degrees. The jammer-to-noise ratios are each 30 dB. Recall from Sec-

tion 2.2.4 that JNR=σ2
j/σ

2
n where σ2

j is the element-level jammer power and σ2
n is the

element-level thermal noise power. We see in Figure 4.18(c) that there are 89 eigen-

values above the noise floor, which is consistent with the fact that the noise jammers

contaminate all Doppler cells. Figure 4.18(d) then shows the MSE performance. The

PC-SD algorithm requires 89 adaptive degrees-of-freedom (no compression) while the

MWF requires only 35 and thus provides significant rank compression.

Next we vary the clutter-to-noise ratio (CNR) and jammer-to-noise ratio (JNR)

parameters to investigate the impact on rank compression. Figure 4.19 shows the rank

requirements of MWF and PC-SD as a function of CNR. There is no jamming present.

We see that the MWF rank compression is a strong function of the clutter-to-noise

ratio, ranging from full compression (no adaptive stages needed) when CNR=0 dB to

only modest compression for high values of CNR. The PC-SD algorithm by contrast

is insensitive to the CNR. The PC-SD algorithm requires the full 29 adaptive degrees-

of-freedom regardless of the CNR level, with the exception of very low clutter levels

(i.e., CNR=0 dB).

We next examine the impact of changes in JNR. Figure 4.20 plots rank compres-

sion versus JNR for the case of CNR=30 dB. Again we see that the PC-SD algorithm

provides essentially no rank compression. The MWF, by contrast, provides signifi-

cant rank compression. We see that the number of adaptive MWF stages increases

with JNR. However, the increase is not monotonic. When the jammer power levels

begin to approach the clutter power levels we see a small dip. There apparently is an

interaction in the eigenvalues that the MWF is able to exploit for rank compression.

In order to investigate this interaction more fully we examine the full, 2-D, space

of CNR and JNR variations. Figures 4.21 and 4.22 present image plots for the MWF

and PC-SD as CNR and JNR are each varied from 0 to 60 dB. The PC-SD shows

essentially no rank compression except at very low levels of either jamming or clutter.

The MWF, however, shows a strong dependency on both CNR and JNR. Low values

of interference lead to high levels of rank compression and vice-versa. We again see

the interaction between CNR and JNR. The peak value of MWF rank does not occur

at the highest level of CNR but rather at a CNR level that is about 10 dB below the

JNR level. This interaction is an area for further investigation.
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Figure 4.19: Rank Compression as
a Function of Clutter-to-Noise Ra-
tio: Ne=14 elements, Np=16 pulses,
Ntotal=224 degrees-of-freedom, No jam-
mers, K=1N=224 samples, 100 trials.

Figure 4.20: Rank Compression as
a Function of Jammer-to-Noise Ra-
tio: Ne=14 elements, Np=16 pulses,
Ntotal=224 degrees-of-freedom, Nj=4
noise jammers at [21 -31 -39 53]
degrees, clutter-to-noise ratio=30 dB,
K=1N=224 samples, 100 trials.

4.2 Sample Support Compression

Rank compression is an area of interest for the multistage Wiener filter both academ-

ically and because the MWF computational burden grows with rank. Sample support

compression is an area of even greater practical interest. By sample support compres-

sion we mean the condition whereby fewer training samples are needed to achieve a

given level of performance than a benchmark such as full rank minimum variance dis-

tortionless response, sample matrix inversion (MVDR-SMI). Reduced rank algorithms

are known to exhibit sample support compression relative to full rank MVDR-SMI.

The sample support requirements for MVDR-SMI are theoretically well-known

and were presented in Section 2.3.4 [RMB74]. We review them again below and show

that the normalized SINR for MVDR-SMI follows a beta distribution that is dictated

by the number of adaptive degrees-of-freedom in the system. Similarly, the statistical

distribution of normalized SINR is known for several reduced rank algorithms, e.g.,

principal components (PC) and diagonal loading (DL). Both PC and DL follow the
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Figure 4.21: MWF Rank Compres-
sion as a Function of both Jammer-to-
Noise Ratio and Clutter-to-Noise Ra-
tio: Ne=14 elements, Np=16 pulses,
Ntotal=224 degrees-of-freedom, Nj=4
noise jammers at [21 -31 -39 53] degrees,
K=1N=224 samples, 100 trials.

Figure 4.22: PC-SD Rank Compres-
sion as a Function of both Jammer-to-
Noise Ratio and Clutter-to-Noise Ra-
tio: Ne=14 elements, Np=16 pulses,
Ntotal=224 degrees-of-freedom, Nj=4
noise jammers at [21 -31 -39 53] degrees,
K=1N=224 samples, 100 trials.

same beta distribution, except now the performance is dictated by the number of

strong interferers present in the environment as opposed to the number of adaptive

degrees-of-freedom [Gie97, Che82, KT85]. In this section we evaluate the multistage

Wiener filter to determine its sample support characteristics. Of particular interest

is whether the sample support requirements are dictated by the number of strong

interferers in the environment, as with PC and DL, or by the size of the MWF

adaptive subspace, which as we showed in Section 4.1 can be substantially smaller.

4.2.1 Background

In Section 2.4 we defined the four performance metrics that are used throughout

this dissertation — mean square error (MSE), signal-to-interference-plus-noise ratio

(SINR), normalized SINR, and array gain. The performance metric most frequently

used in this dissertation is mean square error, which is defined as follows

MSE = wHRxw, (4.26)
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where Rx is the true covariance matrix and w is the weight vector associated with

the direct form processor (constrained filter). The second performance metric, SINR,

is given by

SINR =
Nσ2

s

MSE
, (4.27)

where N is the number of adaptive degrees-of-freedom and σ2
s is the element-level

desired signal power. The theoretical results presented in this section are based on

the third metric, normalized SINR (denoted ρ), which is given by

ρ =
SINR

SINRopt

, (4.28)

where SINRopt is the optimal SINR, i.e., the SINR based on clairvoyant knowledge

of the covariance matrix. Applying (4.27) to (4.28) yields the following convenient

form

ρ =
MMSE

MSE
, (4.29)

where MMSE is the minimum mean square error. The minimum mean square error

is the mean square error associated with the optimal MVDR weight vector.

The seminal paper relating to sample support requirements is that of Reed, Mallet,

and Brennan [RMB74]. This paper derives the probability density function (pdf) of

the normalized SINR for the full rank MVDR processor as follows

p(ρ) =
K!

(N − 2)!(K + 1 −N)!
(1 − ρ)N−2 ρK+1−N , (4.30)

whereN is the number of adaptive degrees-of-freedom andK is the number of training

samples. The pdf in (4.30) is a beta distribution, i.e.,

p(x) =
Γ(α + β)

Γ(α)Γ(β)
(1 − x)β−1 xα−1, (4.31)

where α = K +2−N , β = N − 1, and Γ(·) is the gamma function defined by [MF77]

Γ(α) =

∫ ∞

0

xα−1e−xdx. (4.32)

When α = n is an integer Γ(n+ 1) = n!, where “!” is the factorial operator. A basic

property of the beta distribution is that the mean value is equal to α/(α+ β) which

implies that the mean value of the normalized SINR is given by

E(ρ) =
K + 2 −N

K + 1
. (4.33)
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Solving (4.33) for E(ρ) = 0.5 yields K = 2N − 3, which is the genesis of the rule of

thumb that K ≈ 2N provides performance within 3 dB.

The above results are for the full rank MVDR-SMI processor. The statistical

properties of two reduced rank processors are also known, i.e., diagonal loading

[Hud81, Che82, Gie97] and principal components [Gie97, KT85, KT94]. The normal-

ized SINR for both diagonal loading and principal components are beta distributed

with the parameters α = K + 1−Ns and β = Ns, where K is the number of training

samples and Ns is the number of “strong” interferers [Gie97]. In the investigations

below we seek to confirm the beta distribution result for principal components and

use this as a benchmark for comparison with the multistage Wiener filter.

4.2.2 Simulation Results

We now examine sample support compression through Monte Carlo simulation. Our

general approach to Monte Carlo simulation is described in Section 2.6. We perform

simulations for both spatial array processing and airborne radar space-time adaptive

processing. These are the same two applications that were analyzed for rank com-

pression in Sections 4.1.2 and 4.1.3. We select scenarios from Sections 4.1.2 and 4.1.3

that demonstrated significant MWF rank compression in order to allow us to test if

there is a link between rank compression and sample support compression.

We first investigate mean square error (MSE) performance as a function of sam-

ple support. We consider the same array configuration used in Section 4.1.2, i.e.,

an N=100 element partially adaptive array of the type shown in Figure 2.1(c.2).

We consider Nj=75 noise jammers, in randomly selected locations and each with a

jammer-to-noise ratio of 10 dB. We use 1000 Monte Carlo trials, where each trial rep-

resents a different realization of the training data. The rank compression results for

this case (for K=1N=100 training samples) were shown in Figure 4.13. The MWF

showed significant rank compression for this case, requiring only about 25 stages,

compared to the signal rank of 75. The PC-SD algorithm, on the other hand, showed

only modest rank compression, needing about 65 adaptive degrees-of-freedom. Fig-

ure 4.23 shows MSE performance as a function of sample support for both the MWF

and PC-SD. Both curves are virtually identical. The fact that the MWF operated

at a much lower rank than the PC-SD algorithm did not have any bearing on the

number of training samples required to achieve a given level of mean square error.

We next consider a STAP example to further corroborate this result. We consider
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Figure 4.23: Training Samples versus
Mean Square Error for Both MWF
and PC-SD, Spatial Array Process-
ing: N=100 elements, Nj=75 noise
jammers, jammer-to-noise ratio=10 dB
(all), 1000 trials.

Figure 4.24: Training Samples versus
Mean Square Error for Both MWF and
PC-SD, Space-Time Adaptive Process-
ing: Ne=14 elements, Np=16 pulses,
Ntotal=224 degrees-of-freedom, Nj=4
noise jammers, JNR=30 dB (all),
CNR=30 dB, 100 trials.

the same STAP configuration analyzed in Section 4.1.3, i.e., Ne=14 elements, Np=16

pulses, Nj=4 jammers, JNR=30 dB, and CNR=30 dB. Rank performance for this

case was shown in Figure 4.20. The MWF required only 32 stages while the PC-SD

required a rank of 90. Despite this difference in rank compression we see in Figure 4.24

that both the MWF and PC-SD require virtually identical levels of sample support

for a given level of MSE performance. These results strongly suggest that rank

compression does not imply sample support compression.

The results above in Figures 4.23 and 4.24 are average values of mean square

error. We now examine the distribution of normalized SINR for a given level of

sample support. We are interested in examining two related questions

• Is the normalized SINR distribution for the MWF the same as the normalized

SINR distribution for PC-SD?

• Does the normalized SINR distribution for the MWF follow a beta distribution

as has been reported for principal components?
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We first examine a simple case. The theoretical development for principal compo-

nents distributions (and diagonal loading) was based on an assumption of “extremely

large” jammer-to-noise ratios [Gie97, Che82]. Thus we first examine this case. We

consider an N=16 element partially adaptive array with Nj=8 noise jammers. The

jammers are located at uj=[0.236, -0.341, 0.374, -0.462, 0.627, -0.593, 0.761, -0.618]

and have large jammer-to-noise ratios — [45, 46, 54, 55, 48, 51, 53, 52] dB. We run

50,000 Monte Carlo trials. Figure 4.25 shows the histogram of normalized SINR for

both the MWF and PC-SD for K=1N=16 samples. Also shown is the theoretical

beta distribution for α = K + 1 − Ns = 9 and β = Ns = Nj = 8. We see that the

MWF distribution is virtually identical to the PC-SD distribution and is in excellent

agreement with the theoretical beta distribution. Figure 4.26 next examines the same

scenario except using K=2N=32 samples. Again we see that the MWF, PC-SD, and

theoretical beta distributions are all in excellent agreement.
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Figure 4.25: Examination of Beta Dis-
tribution Hypothesis for MWF Sample
Support for Spatial Array Processing,
Test Case 1: N=16 elements, Nj=8
noise jammers, JNR=[45 46 54 55 48 51
53 52] dB, K=1N=16 samples, 50,000
trials.

Figure 4.26: Examination of Beta Dis-
tribution Hypothesis for MWF Sample
Support for Spatial Array Processing,
Test Case 2: N=16 elements, Nj=8
noise jammers, JNR=[45 46 54 55 48 51
53 52] dB, K=2N=32 samples, 50,000
trials.

We next investigate more complex scenarios. The 16 element example above

featured a few loud discrete jammers. Such a scenario does not provide MWF rank
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compression and therefore does not give insight into the question of whether MWF

sample support compression is dictated by the number of strong interferers or the

size of the adaptive subspace. The two examples that we now consider address this

question. The first example considers the spatial array processing scenario evaluated

in Figure 4.23, i.e., N=100 elements Nj=75 noise jammers, JNR=10 dB. Recall that

the MWF showed significant rank compression for this scenario, requiring only about

25 adaptive stages, compared to about 65 for PC-SD.

Five different plots related to this scenario are shown in Figure 4.27. The eigen-

spectra is shown first in Figure 4.27(a). We see that the number of eigenvalues of

the true covariance that are above the noise floor is 72. The estimated covariance,

however, is more smeared so it is difficult to make a definitive judgement regard-

ing the exact size of the interference and noise subspaces. Figure 4.27(b) shows the

MSE performance versus rank (average) for both the MWF and PC-SD. MWF rank

compression is clearly seen in this plot. Figures 4.27(c) and (d) present the rank

histograms for the MWF and PC-SD, further quantifying the MWF rank compres-

sion. These results are for 10,000 Monte Carlo trials. The last plot Figure 4.27(e)

is the plot of primary interest. It shows the histogram of normalized SINR for both

the MWF and PC-SD as well as the beta distribution. We see that the MWF and

PC-SD have virtually identical distributions and that there is very good agreement

with the theoretical beta distribution. The theoretical beta distribution is for the

parameters α = K + 1 − N
(effective)
j = 38 and β = N

(effective)
j = 63. The value

of N
(effective)
j shown in the figure was manually selected to match the results. As

noted above there is a smeared response in the eigenspectra near the noise floor. The

value of N
(effective)
j = 63 shown lies well within the region of uncertainty and thus is

consistent with the observed interference environment.

Our last example revisits the scenario evaluated in Figure 4.24, i.e., space-time

adaptive processing with 224 adaptive degrees-of-freedom, CNR=30 dB, Nj=4 noise

jammers, and JNR=30 dB. We evaluate the performance using the five outputs shown

in Figure 4.28. The eigenspectra is shown first in Figure 4.28(a). We see that the

number of eigenvalues of the true covariance that are above the noise floor is 89. The

estimated covariance also has a well defined delineation in the spectra at an eigenvalue

index of 89. Figure 4.28(b) shows the mean square error (MSE) performance versus

rank (average) for both the MWF and PC-SD. MWF rank compression is clearly

seen in this plot. Figures 4.28(c) and (d) present the rank histograms for the MWF

and PC-SD, further quantifying the MWF rank compression. These results are for



96

0 20 40 60 80 100
−40

−30

−20

−10

0

10

20

30

40

Eigenvalue Index

10
*L

og
10

(E
ig

en
va

lu
e)

(a) Eigenspectra

0 20 40 60 80 100
0

5

10

15

20

25
(b) Mean Square Error Performance

Rank

M
ea

n 
S

qu
ar

e 
E

rr
or

 (d
B

)

0 20 40 60 80 100
0

500

1000

1500

2000

2500
(c) Histogram of Rank for MWF

MWF Rank

N
um

be
r o

f O
cc

ur
re

nc
es

0 20 40 60 80 100
0

500

1000

1500

2000

2500
(d) Histogram of Rank for PC−SD

PC−SD Rank

N
um

be
r o

f O
cc

ur
re

nc
es

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

2

4

6

8

10
(e) Histogram of Normalized SINR

Normalized SINR = ρ = SINR/SINR
opt

P
ro

ba
bi

lit
y 

D
en

si
ty

 F
un

ct
io

n 
of

 ρ

Nj
eff

=63

Multistage Wiener Filter
Principal Components, Signal−Dependent
Beta Dist(K+1−Nj

eff
, Nj

eff
)

MWF
PC−SD
MMSE

Figure 4.27: Examination of Beta Distribution Hypothesis for MWF Sample Support
for Spatial Array Processing, Test Case 3: N=100 elements, Nj=75 noise jammers,
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PC-SD, (e) Histogram of normalized SINR.
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10,000 Monte Carlo trials. Note the change in the Y-Axis scale between the MWF

rank and PC-SD rank plots. The last plot Figure 4.28(e) is the plot of primary

interest. It shows the histogram of normalized SINR for both the MWF and PC-

SD as well as the beta distribution. We see that the MWF and PC-SD have very

close agreement in their distributions and that there is excellent agreement to the

theoretical beta distribution. The theoretical beta distribution is for the parameters

α = K + 1 − N
(effective)
j = 136 and β = N

(effective)
j =89, where N

(effective)
j is the

number of significant eigenvalues.

4.3 Compression Summary

In this chapter we investigated rank compression and sample support compression

for the multistage Wiener filter (MWF) and signal-dependent principal components

(PC-SD). We described several mechanisms than can contribute to rank compression

including closely spaced signals and filter constraints. We also showed through eigen-

vector and Krylov basis analysis why the MWF will have rank compression greater

than or equal to PC-SD.

We then presented a series of computer simulations to demonstrate the conditions

for which rank compression can occur. We found that complex environments with

many low power interferers are good candidates for MWF rank compression. We an-

alyzed both spatial array processing and space-time adaptive processing applications.

We also investigated sample support compression. Our primary interest was ex-

ploring whether environments with significant MWF rank compression, relative to

PC-SD, also required fewer training samples. We found that this was not the case.

We examined complex scenarios for both spatial array processing and space-time

adaptive processing and found in both instances that while the MWF experienced

significant rank compression the sample support requirements for both MWF and

PC-SD were virtually identical. Furthermore, histograms of normalized SINR were

generated for both the MWF and PC-SD. These histograms showed that the normal-

ized SINR distributions for the MWF and PC-SD were the same and followed a beta

distribution.
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Figure 4.28: Examination of Beta Distribution Hypothesis for MWF Sample Support
for STAP: Ne=14 elements, Np=16 pulses, Ntotal=224 degrees-of-freedom, Nj=4 noise
jammers at [21 -31 -39 53] degrees, JNR=30 dB (all), CNR=30 dB, K=1N=224 sam-
ples, 10,000 trials: (a) Eigenspectra, (b) Mean Square Error Performance, (c) Rank
histogram for MWF, (d) Rank histogram for PC-SD, (e) Histogram of normalized
SINR (Note Y-Axis scale change between (c) and (d)).



Chapter 5

Soft Stops for the MWF

Diagonal loading, introduced in Sections 3.1.4 and 3.2.3, is a popular method for

adding robustness to adaptive array beamformers. Diagonal loading (DL) provides

robustness against a variety of types of mismatch, including direction-of-arrival mis-

match, element perturbations, and “statistical” mismatch due to finite sample support

[CZO87, VT02]. The focus of this chapter is on applying diagonal loading to the mul-

tistage Wiener filter (MWF) in order to provide robustness to rank selection in the

presence of statistical mismatch. We show that a properly chosen level of diagonal

loading will cause the MWF to saturate at its peak value across a broad region in

rank. This characteristic motivates the term “soft stop”. This is in contrast to “hard

stop” techniques, discussed in Chapter 6, which attempt to identify the specific rank

where peak MWF performance is attained.

In a traditional sample matrix inversion (SMI) implementation of the minimum

variance distortionless response (MVDR) beamformer diagonal loading can be in-

serted by adding a scaled version of the identity matrix to the sample covariance

matrix [Car88]. This same approach could be used for the MWF provided that one

implemented the covariance matrix version of the MWF. However, the data matrix

version of the MWF is typically preferred because it is more computationally effi-

cient. Therefore, we are motivated to develop novel and efficient diagonal loading

formulations that are compatible with the MWF data matrix approach.

In this chapter we present three approaches for adding loading to the multistage

Wiener filter — Rd loading, scalar loading, and error loading. We describe the re-

lationships between these approaches and conventional diagonal loading. We also

discuss two methods for selecting the appropriate amount of loading — one based on

a rule-of-thumb, and one using a technique called the L-Curve criterion.

99
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5.1 Insertion of Diagonal Loading into the MWF

We introduce two methods of inserting diagonal loading into the MWF recursion

equations. The first method, “Rd loading” [Wei01] is a modification of the forward

recursion. The second method, “scalar loading” is a modification of the backwards

recursion. Both approaches, as we will show, are equivalent to covariance-based MWF

with a diagonally loaded covariance matrix. This further implies that the MWF-DL

solution (Rd or scalar loading) will converge at full rank to the MVDR-SMI-DL

solution. We also investigate a technique called “error loading” [RCG01]. We show

that error loading is slightly different from diagonal loading.

5.1.1 Rd Loading

The MWF forward recursion equations are summarized in Table 3.2. In this section

we introduce and apply an alternate matrix approach for characterizing the forward

recursion. Let L be the matrix transformation given by

LH =

[

h1 BH
1 h2 BH

1 BH
2 h3 · · ·

N−1
∏

i=1

BH
i

]

, (5.1)

where the hi are the directions of the cross correlation vectors and Bi are the blocking

matrices, defined by Bihi = 0. This transformation matrix L provides a change of

basis and converts the input covariance Rx to a tridiagonal covariance matrix Rd, as

follows

Rd = LRxL
H (5.2)

=





















σ2
d0

δ1 0 · · · 0

δ1 σ2
d1

δ2 · · · 0

0 δ2 σ2
d2

· · · 0
...

...
...

. . . δN−1

0 0 0 δN−1 σ2
dN−1





















, (5.3)

where σ2
di

= E[|di(k)|2] and the δi are the magnitudes of the cross correlation vectors.

We next observe that diagonal loading is invariant to this change of basis for

unitary L, i.e.,

L(R̂x + σ2
LI)L

H = L(R̂x)L
H + L(σ2

LI)L
−1 (5.4)

= Rd + σ2
LI, (5.5)
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where σ2
L is the loading level. Thus applying loading to Rd, i.e., the σ2

di
variables, will

have the same impact as diagonal loading the sample covariance matrix R̂x. Therefore

diagonal loading can be inserted into the MWF recursion equations by the following

simple modification to the forward recursion

σ̃2
di

= σ2
di

+ σ2
L. (5.6)

We refer to this approach as Rd loading.

5.1.2 Scalar Loading

The MWF backward recursion equations are summarized in Table 3.2. In this section

we introduce a change of notation in order to highlight the similarity to conventional

diagonal loading. First, recall the classic Wiener filter solution given by

wopt = R−1
x rxd. (5.7)

Conventional diagonal loading is implemented by augmenting the sample covariance

matrix with a scaled version of the identity matrix

R̃x = R̂x + σ2
LI. (5.8)

Next recall that the MWF scalar weights are given by

wi =
δi
ξi
. (5.9)

Since ξi is the variance of εi we introduce the alternate notation Rε where

Rε = ξi = σ2
di
− δ2

i+1

ξi+1

. (5.10)

Furthermore we know from [GRS98], in the absence of loading, that δi is the cross

correlation of εi and di−1

δi = E
[

εi(k)d
∗
i−1(k)

]

(5.11)

= rεd. (5.12)

Therefore we can recast the MWF scalar weight calculation as follows

wi = R−1
ε rεd. (5.13)
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Motivated by (5.7) and (5.8) we introduce loading as follows

w̃i =
[

Rε + σ2
LI
]−1

rεd, (5.14)

where “I” is a (1 × 1) dimensional identity matrix, also known as a scalar. We refer

to this approach as “scalar loading”. By inspection of (5.6), (5.10) and (5.14) we see

that Rd loading and scalar loading are equivalent and represent two alternate ways

to associate the loading parameter σ2
L.

5.1.3 Error Loading

Error loading, introduced in [RCG01], is implemented with the following modified

backward recursion equations

w̃i =
δi

ξ̃i + σ2
L

, (5.15)

ε̃i(k) = di(k) − w̃i+1ε̃i+1(k), (5.16)

and

ξ̃i = E
[

|ε̃i(k)|2
]

. (5.17)

Observe the distinction between ξi defined in (5.10) and that defined in (5.17), (5.16).

5.2 Relationships Between Loading Approaches

In (5.5) we showed that Rd loading is equivalent to diagonal loading. In this section we

examine the relationship between Rd loading and error loading (they are different) and

the relationship between scalar loading and diagonal loading (they are equivalent).

5.2.1 Relationship Between Rd Loading and Error Loading

Error loading is based on loading ξi, the variances of scalar Wiener filter errors, εi(k).

Rd loading is based on loading σ2
di

, the variances of the scalar signals, di(k). At first

reading it would appear that both approaches are equivalent since from (5.10)

ξi = σ2
di
− δ2

i+1

ξi+1

. (5.18)

That is, it would appear that loading ξi on the left hand side should be the same

as loading σ2
di

on the right hand side. However, there is an assumption built into
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(5.18) that serves to provide a distinction between the two techniques. We elaborate

as follows. Consider the equation

εi(k) = di(k) − wi+1εi+1(k). (5.19)

This equation is part of the error loading implementation. Next consider equation

(5.18). This equation is part of the Rd loading implementation. For the case without

loading (5.19) leads to (5.18) via the expression

ξi = E
[

|εi(k)|2
]

. (5.20)

We show this as follows. Substituting (5.19) into (5.20) yields

ξi = E
[

|di(k) − wi+1εi+1(k)|2
]

, (5.21)

or

ξi = E
[

|di(k)|2
]

− 2wi+1E [|εi+1(k)di(k)
∗|] + w2

i+1E
[

|εi+1(k)|2
]

. (5.22)

Recall that

σ2
di

= E
[

|di(k)|2
]

, (5.23)

and

wi =
δi
ξi
. (5.24)

Substituting (5.23) and (5.24) into (5.22) yields

ξi = σ2
di
− 2

δi+1

ξi+1

E [|εi+1(k)di(k)
∗|] +

δ2
i+1

ξi+1

. (5.25)

Now for the case of no loading, we have already observed in (5.11) that

E
[

εi(k)d
∗
i−1(k)

]

= δi, (5.26)

so for the case of no loading we conclude that (5.19) leads to (5.18), i.e.,

ξi = σ2
di
− δ2

i+1

ξi+1

. (5.27)

This establishes an appearance of equivalence between error loading and Rd loading.

However, in error loading we recursively alter the instantaneous error values, εi(k).

In doing so (5.26) no longer holds for error loading (recall that the δi parameters are

fixed in the MWF forward recursion). Thus for the case of error loading, the two

equations (5.19) and (5.18) are not equivalent, and therefore error loading, based on

(5.19), and Rd loading, based on (5.19), are two distinct techniques.
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5.2.2 Relationship Between Scalar Loading and Diagonal

Loading

We saw in Section 5.1.1 that Rd loading was equivalent to diagonal loading due

to the invariance of diagonal loading under unitary transformation (change of basis).

Additionally, we explicitly defined scalar loading to be equivalent Rd loading by virtue

of the fact that we used ξi in (5.10) as opposed to (5.19), (5.20) in our scalar loading

formulation. Therefore scalar loading is equivalent to diagonal loading. This provides

an intuitively appealing interpretation as summarized below:

Conventional diagonal loading can be inserted into the MWF by “diagonal”

loading each the MWF’s scalar Wiener filters.

5.3 Loading Example

We present a simulation example to demonstrate the following:

• The benefit of loading the MWF in low sample support environments,

• Two of the loading relationships developed above

– Rd loading is equivalent to diagonal loading,

– Rd loading and error loading are distinct.

We consider a partially adaptive array of the type discussed in Chapter 2. A block

diagram is shown in Figure 5.1. The array has 16 elements with half-wavelength

element spacing and is steered to broadside. The element level signal-to-noise ratio

(SNR) is 0 dB (decibels). Five noise jammers are present at 17, 30, 69, -14, and

-34 degrees. The element-level jammer-to-noise ratios (JNR) are 20, 22, 17, 20, and

19 dB. We consider K=1N=16 training snapshots of target-free data. Loading is

applied at a level of LNR=10 dB where LNR (“loading-to-noise ratio”) is defined as

LNR =
σ2
L

σ2
n

, (5.28)

where σ2
L is the loading level (per element), and σ2

n is the element-level thermal

noise power. We run 1000 Monte Carlo trials where each trial represents a different

random draw of the training data. Our performance metric is output SINR as defined

in Section 2.4.
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Figure 5.1: Block Diagram of Partially
Adaptive Array: Five noise jammers
present plus receiver thermal noise, half-
wavelength element spacing.

Figure 5.2: Diagonally Loaded Mul-
tistage Wiener Filter Beampattern:
N=16 elements, Nj=5 noise jammers,
K=1N=16 samples, MWF rank=6,
Loading-to-Noise Ratio=10 dB.

Figure 5.2 shows a sample beampattern for the multistage Wiener filter operated

at a rank of six. Each of the five jammers are nulled and the rest of the sidelobe

region is well-behaved. While this beampattern is for a rank of six, any rank between

6 and 16 will produce an identical result. This is because the diagonal loading has

“turned off” the higher rank stages.

Figure 5.3 shows the output signal-to-interference-plus-noise ratio (SINR) as a

function of rank for the MWF with Rd loading, error loading, and no loading. (Since

scalar loading is equivalent to Rd loading we show only the Rd loading result.) Addi-

tionally the figure shows the optimal MVDR solution as well as the full-rank MVDR-

SMI solution both with and without diagonal loading. First we see that the optimal

MVDR beamformer provides 11.9 dB of output SINR. This is just slightly less than

the maximum output SNR possible (10 log 16 = 12.0 dB) from a 16 element array in

white noise with an element-level SNR=0 dB. The reason that the optimal MVDR

beamformer is 0.1 dB shy of 12.0 dB is because of the presence of the five jammers.

The 0.1 dB loss is the cost of adapting to these jammers.
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Figure 5.3: Output SINR Comparison Between Rd Loading, Error Loading, and
Diagonal Loading: N=16 element array, K=1N=16 samples, Nj=5 noise jammers,
loading-to-noise ratio=10 dB, 1000 Monte Carlo trials.

Next we see in Figure 5.3 that the peak value of MWF performance is 10.3 dB. The

reason that the MWF performance is 1.6 dB less than the optimal MVDR performance

is finite sample support. The optimal MVDR beamformer has clairvoyant knowledge

of the interference-plus-noise covariance matrix, while the MWF must estimate this

matrix from the training data. In comparison, however, the full-rank MVDR-SMI

beamformer (no loading) is able to achieve an output SINR of only about 2.6 dB (7.7

dB worse than the MWF). This scenario contains only K=1N=16 training samples.

As we saw in Section 2.6 this amount of sample support is inadequate for the MVDR-

SMI beamformer. The fact that the MWF can achieve 10.3 dB of output SINR

under these conditions is strong motivation for using the MWF in adaptive array

applications.

We also see in Figure 5.3 that the MWF performance with Rd loading reaches its

peak at a rank of six and then saturates at this peak value. Thus any rank between 6

and 16 can be selected and still yield peak performance. This is the robustness that

we set out to achieve with MWF loading. Note the contrast to the unloaded MWF
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solution that peaks at a rank of six and then declines thereafter until it becomes equal

to the full rank unloaded MVDR-SMI solution. Lastly we see that the peak MWF

performance with Rd loading is the same as for the diagonally loaded MVDR-SMI

beamformer and is different (slightly) than the MWF performance with error loading.

5.4 Selecting the Loading Level

The diagonal loading performance shown above was for an LNR of 10 dB. This level

worked well for the scenario considered. However, the best level of loading can vary

depending on the amount of interference in a given scenario. We next extend the

simulation example of Section 5.3 to explore the impact of varying the amount of

loading. We consider seven different loading-to-noise ratios ranging from -50 dB to

+50 dB. The results are shown in Figure 5.4.
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Figure 5.4: Output SINR versus Rd Loading Level: LNR=loading-to-noise ratio,
N=16 elements, K=1N=16 samples, Nj=5 noise jammers, 1000 Monte Carlo trials.

We observe in Figure 5.4 that for very low levels of LNR the performance is similar

to the unloaded case (shown in Figure 5.3) as expected. For high levels of loading
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we observe that the performance is the same as the non-adaptive case (i.e., rank=1).

This is because the loading has turned off all of the adaptive degrees-of-freedom. The

best level of loading corresponds to a level that is higher than the noise floor, σ2
n,

but lower than the jammer levels. A common rule-of-thumb in the signal processing

community is to select a loading level that is 5–10 dB above the noise floor, i.e.,

10 log σ2
L = 10 log σ2

n + η, (5.29)

where η is a user-defined threshold, expressed in dB relative to the noise floor. Equa-

tions (5.28) and (5.29), of course, are two ways of expressing the same idea. That is,

(5.28) and (5.29) imply LNR=η. Thus the simulation presented above in Section 5.3

is an example of this rule-of-thumb in action. Clearly, however, this approach re-

quires that a reasonable estimate be available for the noise floor. We next describe a

technique called the L-Curve that does not require any prior knowledge in order to

select the best loading level.

5.4.1 The L-Curve

In this section we present a data dependent technique for selecting the loading level

called the L-curve criterion. This technique is borrowed from the numerical linear

algebra community where diagonal loading is analogous to Tikhonov regularization

[Han92, HO93, LH95]. We motivate and formulate the L-curve in the context of array

processing and evaluate its performance.

The L-curve, in the context of array processing, is a parametric plot of the square

of the norm of the adaptive weight vector, ‖wa‖2, versus the sample mean square

error (SMSE), plotted on a log-log scale. Both ‖wa‖2 and SMSE (defined below)

vary as a function of the loading level. The L-curve allows one to explore the tradeoff

between these two competing metrics. Furthermore, both of these metrics can be

measured directly from the data, removing the need for any auxiliary knowledge such

as a threshold level.

L-Curve Motivation

Consider the basic filter, w, shown earlier in Figure 1.4(a) and repeated below as

Figure 5.5. This filter structure is referred to as the “direct form processor” (DFP).

Next, recall that the optimal minimum variance distortionless response (MVDR)
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w
ε(k)x(k)

Figure 5.5: Basic Filter (Direct Form Processor): x=input data vector, w=filter
weight vector, ε=scalar output.

beamformer solves the following constrained minimization

wopt = arg min
wHs=1

E
[

|wHx|2
]

(5.30)

= arg min
wHs=1

{

wHRxw
}

, (5.31)

where Rx = Ri,n = E
[

xi,nx
H
i,n

]

is the true (clairvoyant) covariance matrix of interference-

plus-noise training data xi,n, and s is the unit norm steering vector, defined in (2.39).

The well-known solution to (5.31), derived in Section 2.3.3, is

wopt =
R−1

x s

sHR−1
x s

. (5.32)

Sources of mismatch to either Rx or s degrade the filter’s performance. For example,

the true covariance Rx is known only in simulation. Thus, in practice, the sample

matrix inverse (SMI) implementation is commonly used. SMI replaces Rx with its

maximum likelihood estimate

R̂x =
1

K
XXH , (5.33)

where X is an N by K data matrix with N equal to the number of array elements

and K equal to the number of training samples. For cases of low sample support, e.g.

K < 2N , there is a significant “statistical mismatch” between Rx and R̂x, and the

SMI filter performance is significantly inferior to the optimal MVDR filter. Diagonal

loading (DL) can be used to recover much of this lost performance. Diagonal loading

solves the following constrained minimization

w(dl) = arg min
wHs=1

{

wH(R̂x + σ2
LI)w

}

(5.34)

= arg min
wHs=1

{

wHR̂xw + σ2
L‖w‖2

}

, (5.35)
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where σ2
L is the loading level. Note that the minimization is with respect to w

as opposed to the loading level parameter σ2
L. There is an overall best value for

the loading level parameter, which depends on the amount of interference in the

environment. We desire a method for selecting the best loading level that is based

solely on the measured data and does not require auxiliary parameters. The L-Curve

is one such technique. We desire to select the loading level that optimizes a suitable

performance metric such as mean square error (MSE). MSE is defined for the direct

form processor as

MSE = wHRxw, (5.36)

where we emphasize that (5.36) is based on the clairvoyant covariance matrix, Rx.

Note that MSE appears in (5.31).

Further motivation for the term ”mean square error” comes from the generalized

sidelobe canceller (GSC) structure shown earlier in Figure 1.4(b) and repeated below

in Figure 5.6. The GSC is equivalent to w from the direct form processor shown in

Figure 5.5. Recall that the GSC contains an embedded unconstrained adaptive filter,

wa, and the output ε is the error from this filter.

Σ
d0(k) ε(k)

d̂0(k)

x(k)

+
-

waB

s

x0(k)

Unconstrained Adaptive Filter

Figure 5.6: The Generalized Sidelobe Canceller: The GSC contains an embedded un-
constrained adaptive filter. x(k)=input data vector, s=steering vector, B =null(s),
d0(k)=desired signal, x0(k)=unconstrained filter input, wa=adaptive weight vector,
ε(k)=scalar output.

Since MSE is a function of the clairvoyant covariance matrix this metric is unob-

servable and we cannot use it to select the best loading level. An observable metric
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that is an alternate to MSE is the sample mean square error (SMSE). SMSE uses the

sample covariance matrix in place of the true covariance matrix as follows

SMSE = wHR̂xw. (5.37)

One might consider selecting the loading level that minimizes SMSE. However, as

shown in the example in Figure 5.7, MSE and SMSE have fundamentally different

characteristics as a function of loading level, particularly for low sample support.

Specifically, we observe that SMSE is monotonically increasing with the loading-to-

noise ratio (LNR, defined in (5.28)). Minimizing SMSE would incorrectly suggest

using LNR = −∞ dB, i.e., no diagonal loading. In contrast the true MSE has a clear

minimum, around LNR=10 dB in this example. Additionally, we observe that for low

loading levels the value of SMSE is actually significantly below that of the minimum

mean square error (MMSE). Recall from (2.79) that MMSE is based on clairvoyant

knowledge for both the covariance matrix and the weight vector as follows

MMSE = wH
optRxwopt, (5.38)

and therefore represents the optimal MSE. Thus SMSE is not a reliable measure of

MSE (at low sample support) because it has a different shape than MSE and because

it violates the MMSE lower bound. We do note, however, that MSE and SMSE

share similar structure for large LNR. We exploit this characteristic subsequently.

Lastly, we define “Best MSE” to be the smallest value of MSE for a given data set,

as indicated in Figure 5.7. Note that Best MSE is worse than Minimum MSE due to

finite sample support.

Referring back to (5.35) we observe that the diagonal loading minimization in-

volves two terms - one due to SMSE and one proportional to the square of the norm

of the DFP weight vector, ‖w‖2. This motivates us to also consider these same two

terms in selecting the loading level. In [CZO87] it is observed that ‖w‖2 is a measure

of the sensitivity to mismatch errors. Inclusion of this term in the minimization of

(5.35) allows us to dampen ‖w‖2 and thus provide robustness to mismatch. We il-

lustrate the relationship between ‖w‖2 and loading level in Figure 5.8, where we see

that ‖w‖2 decreases as the loading or damping level increases.

Next we observe that the DFP weight vector can be related to the GSC adaptive

weight vector, wa, as follows

w = s − Bwa. (5.39)
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Figure 5.7: Characteristic Shape of Mean Square Error (MSE) and Sample Mean
Square Error (SMSE) as a Function of Loading Level: N=16 array elements,
K=1N=16 samples, Nj=5 noise jammers, 100 Monte Carlo trials.

We find that wa, since it reflects only the adaptive degrees-of-freedom in the problem,

is a more sensitive function of the loading parameter. From (5.39) it follows that

‖w‖2 = 1 + ‖wa‖2, (5.40)

where we have assumed that the blocking matrix is chosen to satisfy BHB = I. Note

that the presence of the steering vector has placed a floor under ‖w‖2 at zero dB

that masks variations in ‖w‖2 when ‖wa‖2 is small. We plot both ‖w‖2 and ‖wa‖2 in

Figure 5.8 for comparison. We subsequently focus our attention on the more sensitive

function ‖wa‖2. Note how this function monotonically decreases with increasing LNR,

which is opposite the behavior of SMSE.

Definition of the L-Curve

The L-curve is a parametric plot of ‖wa‖2 versus SMSE, plotted on a log-log scale.

Each term varies as a function of the loading level. The name L-curve is used because

the plot resembles the letter ”L” and is characterized by having a well-defined knee
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Figure 5.8: Weight Vector Variation with Loading: w=direct form processor weight
vector, wa=adaptive weight vector embedded within the generalized sidelobe can-
celler, N=16 array elements, K=1N=16 samples, Nj=5 noise jammers, single trial.

that represents a compromise between the two competing terms. Figure 5.9 presents a

sample L-curve. To the left of the knee the norm squared of the adaptive weight vector

increases rapidly, allowing for possible self-nulling or over modelling, and yet providing

only a small decrease in the SMSE. To the right of the knee there is only a small

decrease in the norm squared of the adaptive weight vector at a large cost to SMSE

and possibly causing undernulling of interferers. Thus selecting the loading level

associated with the knee in the L-curve is a logical choice that represents a compromise

between these two competing terms. For the single trial shown in Figure 5.9 the knee

of the L-curve is virtually collocated with the point corresponding to the Best MSE.

We further quantify the performance for many Monte Carlo trials below, where we

show that, indeed, the L-curve provides a very good estimate of the loading level

parameter associated with the Best MSE.
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Figure 5.9: Sample L-Curve: N=16 array elements, K=1N=16 samples, Nj=5 noise
jammers, wa=adaptive weight vector embedded within the generalized sidelobe can-
celler.

Computational Considerations

The L-curve is comprised of a series of points, where each point is based on the weight

vector computed with a different level of diagonal loading. Recall from Section 3.1.4

that diagonally loaded MVDR-SMI weight vectors are computed as follows

w(dl) =
[R̂x + σ2

LI]
−1s

sH [R̂x + σ2
LI]

−1s
. (5.41)

A brute force implementation of (5.41) would require a matrix inverse for each value

of σ2
L, and thus would be computationally burdensome. Below we describe an efficient

method for computing a family of weight vectors (and subsequently the norm-squared

of the adaptive weight vector, ‖wa‖2, and sample mean square error, SMSE) that is

based on a single eigenvalue decomposition (EVD) of the covariance matrix.

Let

R̂x = VΛVH (5.42)

be the EVD of the sample covariance matrix R̂x, where V is a unitary matrix of the
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orthonormal eigenvectors vi, and Λ is a diagonal matrix of the eigenvalues λi. When

diagonal loading is added to R̂x we can express the resultant matrix as

R̃x = R̂x + σ2
LI (5.43)

= VΛ̃VH , (5.44)

where Λ̃ = (Λ + σ2
LI). Similarly the inverse of R̃x is

R̃−1
x = VΛ̃−1VH . (5.45)

Alternately, (5.45) can be expressed as

R̃−1
x =

N
∑

i=1

viv
H
i

λi + σ2
L

. (5.46)

Substituting (5.46) into (5.41) and simplifying yields

w =

∑N
i=1

(vH
i s)vi

λi+σ2
L

∑N
i=1

|vH
i s|2

λi+σ2
L

. (5.47)

From (5.47) and (5.40) it follows that the norm-squared of the adaptive weight vector

can be expressed as

||wa||2 = −1 +

∑N
i=1

|vH
i s|2

(λi+σ2
L
)2

(

∑N
i=1

|vH
i s|2

λi+σ2
L

)2 . (5.48)

In a similar manner we can solve for the sample mean square error as follows

SMSE =

∑N
i=1

λi|v
H
i s|2

(λi+σ2
L
)2

(

∑N
i=1

|vH
i s|2

λi+σ2
L

)2 . (5.49)

Thus we can use (5.48) and (5.49) to compute the L-Curve with only modest com-

putational burden beyond the initial eigenvalue decomposition. This is relevant for

using the L-curve as an analytical tool. However, selection of the loading level also

requires an automatic knee finding routine. We discuss this below.
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Finding the Knee

The L-curve of Figure 5.9 has a well-defined knee that the human eye can readily

discern. However, a practical implementation of the L-curve requires an automated

means of selecting the knee. There are several ways to precisely define the knee and

we use the definition in [HO93] which states that the knee is the point of maximum

curvature. Recall from basic calculus [Ste91] that curvature is the magnitude of

the rate of change of the tangent vector with respect to the arc length and can be

computed as follows

κ(σL) =
|ẋÿ − ẍẏ|

[ẋ2 + ẏ2]3/2
, (5.50)

where κ(σL) is the curvature, x is the log of SMSE and y is the log of ‖wa‖2 and ẋ,

ẏ, ẍ, and ÿ represent derivatives with respect to σL. For continuous rank reduction

parameters, such as σL, curvature can be computed directly from (5.50). For discrete

rank reduction parameters an intermediate curve-fitting step is required. We discuss

discrete rank reduction parameters in Chapter 6. The reader is referred to [HO93]

and the references therein for additional details.

L-Curve Example

We present a simulation example to evaluate the performance of the L-curve for

selecting the best diagonal loading level for an SMI beamformer. General details on

the simulation approach are presented in Section 2.6. We consider the same scenario

as in Section 5.3. That is we consider a partially adaptive uniform line array as

shown in Figure 5.1. The array has 16 elements with half-wavelength spacing and

is steered to broadside. The element-level SNR is 0 dB. Five noise jammers are

present at 17, 30, 69, -14, and -34 degrees. The element-level jammer-to-noise ratios

(JNR) are 20, 22, 17, 20, and 19 dB. We are primarily interested in the case with

low sample support, specifically K=1N=16 snapshots. Additionally, we show results

for K=2N=32 snapshots. In both cases we consider target-free training data and

1000 Monte Carlo trials. Each Monte Carlo realization is for a different random draw

of training data.

The plots shown earlier in Figures 5.7, 5.8, and 5.9 correspond to the same simu-

lation scenario (K=1N=16 samples) and thus show representative characteristics for

sample mean square error (SMSE), the norm-squared of the adaptive weight vector,

‖wa‖2, and the L-curve. Figure 5.10 shows, for K=1N=16 samples, a histogram
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of L-curve performance. It plots the difference between the loading-to-noise ratio

(LNR=σ2
L/σ

2
n) associated with the Best MSE and the LNR chosen by the L-curve,

i.e.,

∆LNR = LNR(Best MSE) − LNR(L-Curve). (5.51)

Note that the Best MSE and its associated loading level change on a trial-by-trial

basis. The data in Figure 5.10 show a range of LNR that spans approximately 15 dB

(-10 dB to +5 dB). While this might seem large at first reading we note that it

corresponds closely with the width of the MSE sweet spot shown in Figure 5.7.
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Figure 5.10: Histogram of ∆LNR for L-Curve Loading Level Selection. The quan-
tity ∆LNR is the difference between the best possible loading-to-noise ratio and
the loading-to-noise ratio selected by the L-curve algorithm: N=16 array elements,
K=1N=16 samples, Nj=5 noise jammers, 1000 Monte Carlo trials.

Next, since MSE is the performance metric of ultimate interest we compute, for

each trial, the MSE associated with the value of loading selected by the L-curve. This

MSE is then compared to the Best MSE for that trial as follows

∆MSE = MSE(Best) −MSE(L-Curve). (5.52)

Figure 5.11 shows the cumulative distribution function for ∆MSE, estimated from

a histogram of ∆MSE. We see that forK=1N=16 samples the L-curve is able to select
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a loading level that provides MSE within 1 dB of best over 99 percent of the time

and within 0.5 dB 94 percent of the time. For the case of K=2N=32 samples the

L-curve is able to get within 0.25 dB 99 percent of the time. Thus we conclude that

the L-curve does an excellent job of selecting the loading level.
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Figure 5.11: Performance of the L-Curve in Selecting Diagonal Loading Levels. The
quantity ∆MSE is the difference between the best possible mean square error and
the mean square error achieved using the value of loading dictated by the L-curve
algorithm: N=16 array elements, Nj=5 noise jammers, 1000 Monte Carlo trials.



Chapter 6

Hard Stops for the MWF

The multistage Wiener filter (MWF) is a reduced rank filter that can significantly

outperform the full rank Wiener filter in environments with low sample support.

We saw this, for example, in Figure 5.3 where the MWF provided 7.7 dB better

SINR performance than the minimum variance distortionless response, sample matrix

inversion beamformer (MVDR-SMI). Enjoying this additional performance, however,

requires that the MWF be operated at the correct rank. The correct rank, however,

is not a fixed number but rather varies depending on the amount of interference in

the environment. Thus a need exists for adaptive (i.e., data dependent) methods for

determining the best rank at which to operate the MWF. That is, we must determine

when to “stop” the MWF at the correct number of stages, and prevent over-adaption

which leads to reduced performance.

Stopping the MWF adaptive process can be done in two ways. One way is to

add diagonal loading in order to reduce the influence of the higher ranking stages

even though the filter is run out to full rank. This is referred to as a “soft stop”

because the filter still computes the full N stages (where N is the number of degrees-

of-freedom). Soft stops were the focus of Chapter 5. The second way to “stop” the

MWF is through truncation. That is, the MWF is operated as a true reduced rank

filter and retains only r stages, where r < N . We refer to this approach as a “hard

stop”. Hard stops are the focus of this chapter. We present six hard stop algorithms

(or stopping criteria) and evaluate their performance against an example scenario.

We also present an overall design-space taxonomy to classify the different algorithms.

This framework provides insight into the approaches considered as well as guidance

that other researchers can exploit to address requirements that might differ from those

that have motivated the research of this dissertation.

119
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6.1 Taxonomy of Stopping Criteria

Consider the filter diagram shown in Figure 6.1(a). There is an input, x, a filter

weight vector, w, and an output y. We consider the case where w is a reduced rank

filter, such as the MWF, and we desire an algorithm to select the best filter rank.

We observe that the quantities available for exploitation by candidate rank selection

algorithms are the three listed above, i.e., x, w, and y. It is insightful to classify rank

selection algorithms according to which of these quantities they utilize. Figure 6.1

presents such a taxonomy. Several candidate algorithms are identified — some well

known from the literature, others developed herein. Note also that some techniques

exploit more than one of the quantities {x, w, y}, and are referred to as hybrid

algorithms.

We consider further the details of Figure 6.1. Figure 6.1(b) describes algorithms

that are based on analyzing the input data, x, by performing a rank revealing de-

composition. The most common rank revealing decomposition is the eigenvalue de-

composition (EVD). Well known algorithms that use the EVD include the Akaike

Information Criterion (AIC) [Aka74] and the Minimum Description Length (MDL)

[Ris78, Sch78]. These rank selection approaches apply to the principal components

(PC) algorithm since PC is based on eigenvector bases. The MWF, by contrast, is

based on Krylov space bases and therefore the EVD-based algorithms are not ap-

propriate. In Section 6.2.6 we introduce the Krylov power function Pr(0) which is

derived from the MWF’s tridiagonal Rd matrix. This function, by itself, could be

used as the foundation for a stopping criteria algorithm but is not developed further

herein. We focus, rather, on hybrid techniques that exploit the Pr(0) function in

conjunction with other quantities such as sample mean square error (SMSE).

Figure 6.1(c) describes algorithms that are based on analyzing the weight vec-

tor, w. A well known technique exists for this class of algorithm called the “white

noise gain constraint” (WNGC). It has been observed that the norm of the direct form

processor (DFP) weight vector, ‖w‖, grows in response to mismatch errors [VT02].

Therefore constraining ‖w‖ (or ‖w‖2) adds robustness, which further implies that

thresholding ‖w‖2 can be used as a rank selection criteria. We further describe and

evaluate this technique in Section 6.2.1.
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wx y

(a) Basic Filter

(b) Analyze Input Data, x

* Rank revealing decomposition
   such as an eigenvalue
   decomposition
   - Find the break point between
     the signal & noise subspaces
        >> e.g., Akaike Information
             Criterion (AIC)
   - Krylov subspace analysis
     applies to the Multistage
     Wiener Filter (MWF)
        >> e.g., The Krylov power 
             function, Pr(0)

(c) Analyze Filter Weights, w

* Monitor the size of the
   weight vector norm and
   stop adapting when it
   grows too large
   - Referred to as the "White
      Noise Gain Constraint"
      (WNGC)

(d) Analyze Output Metrics

* Monitor output metrics such as:
   - Mean Equare Error (MSE):
     An ideal but unobservable
     metric.
   - Sample Mean Equare Error: 
     Used in the Generalized 
     Discrepancy Principle, but
     requires knowledge of the 
     error levels.
  - Independent Sample Mean 
     Square Error (Also known as
     Cross Validation): Provides a
     faithful estimate of the mean
     square error.

(e) Hybrid Techniques

     * L-Curve:  Combines both sample mean square error (SMSE) and the norm of the adaptive weight
        vector, ||wa||.
     * Modified Hanke-Raus Error Estimation:  Combines both sample mean square error and the 
        Krylov power function, Pr(0).
     * Input-Output Power Function:  Combines both sample mean square error and the 
        Krylov power function, Pr(0).

* The Krylov power function, Pr(0), is equal to the trace of the inverse of the multistage Wiener
   filter's tridiagonal Rd matrix.

Figure 6.1: Taxonomy of Stopping Criteria.
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Figure 6.1(d) describes algorithms that are based on analyzing the output, y.

An ideal metric for this is mean square error (MSE)1. If MSE were observable, then

minimizing MSE would be an ideal stopping criteria. However, recall from (2.61) that

MSE=wHRxw where Rx = Ri,n is the true (unobservable) interference-plus-noise

covariance matrix. Since Rx is unobservable, we cannot use MSE, per se, for stopping.

However, we can estimate MSE and use that for stopping. One such approach is the

sample mean square error (SMSE), which substitutes the sample covariance for the

true covariance, i.e., SMSE=wHR̂xw. The SMSE function however is monotonically

decreasing with rank and is uncharacteristic of the true MSE. Therefore minimizing

SMSE is not a viable stopping algorithm. However, comparing SMSE to a threshold

is a viable stopping approach and is referred to in the literature as the generalized

discrepancy principle [Han98]. A second approach that is based on estimating MSE is

the cross validation2 (CV) algorithm [All74, Plu96, QB00]. The CV algorithm divides

the available training data into two partitions — one for training and one for testing.

This partitioning ensures that the training and testing samples are independent, and

therefore the resulting MSE estimate is faithful to the shape of the true MSE function.

An alternate name for cross validation is independent sample mean square error

(ISMSE) [WG02].

Figure 6.1(e) describes hybrid algorithms. Three are shown. The L-curve [Han92,

HO93], described earlier in Section 5.4.1 in the context of diagonal loading (DL),

uses both the norm of the adaptive weight vector, ‖wa‖, and SMSE in its stopping

formulation. This algorithm is described further in Section 6.2.3. Other hybrid

algorithms include the modified Hanke-Raus error estimate (MHREE) algorithm and

the input-output power function (IOPF). Both of these algorithms use SMSE and

Pr(0). These algorithms are described in Sections 6.2.6 and 6.2.7 respectively.

Stopping criteria algorithms are categorized in Figure 6.1 according to the type of

input upon which they operate. Another insightful means of classifying the stopping

criteria algorithms is according to whether they require auxiliary knowledge, in par-

ticular a threshold, or whether they are “blind”. We present such a categorization in

Table 6.1. Four of the eight approaches identified require a threshold. Specifically, the

eigenvalue thresholding approach requires that we know the theshold level separating

the signal and noise eigenvalues; the white noise gain constraint requires a threshold

1Another good metric, signal-to-interference-plus-noise ratio (SINR), is inversely related to MSE
but requires knowledge of the desired signal power level.

2Also known as ordinary cross validation, to distinguish it from generalized cross validation.
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on ‖w‖2; the generalized discrepancy principle (GDP) requires a threshold on the

sample mean square error; and the modified Hanke-Raus error estimate technique

requires a threshold on its error estimate function. By contrast the four algorithms

listed in the right-most column are “blind”. We find that they rely on one of two

threshold-free methods to determine the best rank

• Minimizing a function,

• Locating the knee of a curve.

AIC and MDL each have penalty functions embedded in their formulation in order

to force the existence of a minimum. The cross validation algorithm generates an

estimate of mean square error and, like MSE, will have a minimum. The L-curve

algorithm is based upon finding the knee of the the L-curve. Note that by under-

standing the basic input quantities, {x, w, y}, along with the different approaches for

locating the best rank, one can articulate a whole series of potential stopping criteria,

and, after evaluation, determine the most promising for a particular application.

Table 6.1: Stopping Criteria Algorithms with and without Auxiliary Knowledge.

Class

Analyze Input Data, x

Analyze Filter
Weights, w

Analyze Output, y

Hybrid, wy

Hybrid, xy

With Auxiliary
Knowledge

Eigenvalue Thresholding

White Noise
Gain Constraint

Generalized
Discrepancy Principle

Modified Hanke-Raus
Error Estimation

Without Auxiliary
Knowledge

AIC / MDL

Cross Validation

L-Curve

Input-Output Power
Function
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One final categorization of stopping criteria is provided in Table 6.2. This table

classifies algorithms according to the rank reduction strategies to which they apply.

Four of the eight approaches are quite general and apply to all of the rank reduc-

tion strategies considered (the multistage Wiener filter, principal components, and

diagonal loading). Two of the approaches are eigenvalue based and therefore apply

only to principal components. Two of the approaches are based on the MWF-unique

input function, Pr(0), and therefore apply only to the MWF. Recall also, that in

Section 5.4 we introduced a rule-of-thumb for selecting the level of diagonal loading,

10 log σ2
L = 10 log σ2

n + η. This rule-of-thumb applies only to diagonal loading. In

the remainder of this chapter we describe and evaluate the six algorithms listed in

Table 6.2 that apply to the MWF.

Table 6.2: Cross Mapping Between Stopping Criteria Algorithms and Rank Reduction
Algorithms.

Algorithm

AIC / MDL

Eigenvalue Thresholding

White Noise Gain Constraint

Generalized
Discrepancy Principle

Cross Validation

L-Curve

Modified Hanke-Raus
Error Estimation

Input-Output Power Function

Multistage
Wiener
Filter

x

x

x

x

x

x

Principal
Components

x

x

x

x

x

x

Diagonal
Loading

x

x

x

x
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6.2 Description of Stopping Criteria Approaches

In this section we describe in more detail the six multistage Wiener filter (MWF)

stopping criteria algorithms that were introduced in Section 6.1. These algorithms

are the white noise gain constraint (WNGC), the generalized discrepancy principle

(GDP), the L-curve, cross validation (CV), the modified Hanke-Raus error estimate

(MHREE) algorithm, and the input-output power function (IOPF). For each algo-

rithm we provide analysis to justify its use. We then subject each algorithm to Monte

Carlo simulation in order to allow performance comparison. The Monte Carlo sim-

ulation parameters in this section, described below, are the same as those used in

Sections 5.3 and 5.4. In Section 6.3 we provide additional simulation testing in more

complex scenarios to further compare the algorithms.

The Monte Carlo simulations3 in this section are for the following scenario. We

consider a partially adaptive uniform line array of the type discussed in Chapter 2. A

block diagram is shown in Figure 6.2. The array has 16 elements with half-wavelength

element spacing and is steered to broadside. The element level signal-to-noise ratio

(SNR) is 0 dB (decibels). Five noise jammers are present at 17, 30, 69, -14, and

-34 degrees. The element-level jammer-to-noise ratios (JNR) are 20, 22, 17, 20, and

19 dB. We consider K=1N=16 training snapshots of target-free data.

X *w1

Rcvr

x1(k)

Beamformer output
y(k)=wHz(k)

wr
*Xw2

*X

x2(k) xN(k)

RcvrRcvr

...
Rcvr

x3(k)

Σ

d=λ/2

n (Rcvr noise)nnn

Rank Reducing Transformation (r<N)

...

d=λ/2

z1(k) z2(k) zr(k)

Figure 6.2: Block Diagram of Partially Adaptive Array.

3Additional details on our approach to Monte Carlo simulation is provided in Section 2.6.
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Figures 6.3 and 6.4 present sample beampatterns for the multistage Wiener filter

for the scenario described above. Figure 6.3 presents a beampattern for the MWF

at rank 6, which is the best rank for this scenario. We see that each the jammer is

nulled and the sidelobes are well-behaved. Figure 6.4 presents a beampattern for the

MWF at rank 8. This is not the best rank for this scenario and therefore illustrates

the impact of choosing the wrong rank. While the jammers are still nulled, the

sidelobe levels have started to deteriorate. In this chapter we evaluate rank selection

algorithms. None of these algorithms will select the correct rank 100% of the time.

Figure 6.4 shows the impact on the beampatterns of making a rank selection error.
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Figure 6.3: Multistage Wiener Filter
Beampattern at Correct Rank (MWF
rank=6): N=16 elements, Nj=5 noise
jammers, K=1N=16 samples.

Figure 6.4: Multistage Wiener Filter
Beampattern at Incorrect Rank (MWF
rank=8): N=16 elements, Nj=5 noise
jammers, K=1N=16 samples.

There are two primary performance metrics that are used throughout this chapter

to evaluate each of the six algorithms. They are ∆Rank and ∆MSE. Both of these

metrics represent the difference between the best value of a parameters (rank or MSE)

and the value selected by the algorithm under test (AUT),

∆Rank = Rank(Best MSE) − Rank(AUT), (6.1)

∆MSE = MSE(Best) −MSE(AUT). (6.2)
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We evaluate ∆Rank and ∆MSE for 1000 Monte Carlo trials, where each trial rep-

resents a different random draw of the training data. The results for ∆Rank are

presented as a histogram. The results for ∆MSE are presented as a cumulative dis-

tribution function, which is estimated from a histogram of ∆MSE.

6.2.1 White Noise Gain Constraint

A well known approach for selecting the amount of loading in diagonally loaded

MVDR-SMI beamformers4 is to use a quadratic constraint [VT02], also known as a

“white noise gain constraint” (WNGC). This technique is based on the observation

that many sources of error in physical systems are approximately uncorrelated from

element to element and degrade performance in a manner that is similar to adding

a corresponding amount of white noise to each element [CZO87]. Thus array gain

against white noise is a measure of robustness [CZO87]. This technique can also be

applied to rank selection for the MWF as we describe below.

Let AG(white) be the array gain against white noise (or “white noise gain”) defined

as follows5

AG(white) =
SINR(output)

SINR(input)
, (6.3)

where SINR(output) is the signal-to-interference-plus-noise ratio at the output of the

array and SINR(input) is the element-level signal-to-interference-plus-noise ratio. Both

array gain and SINR are discussed in Section 2.4. From (2.63)

SINR(input) =
σ2
s

σ2
i + σ2

n

=
σ2
s

σ2
i,n

, (6.4)

where σ2
s , σ

2
i , σ

2
n, and σ2

i,n are the element-level power levels for the desired signal,

interference (i.e., jamming), thermal noise, and interference-plus-noise respectively.

From (2.69)

SINR(output) =
Nσ2

s

wHRi,nw
, (6.5)

4Diagonally loaded MVDR-SMI beamformers were discussed in Section 3.1.4
5This analysis is based on the assumptions of target-free training data, no steering vector mis-

match (i.e., the signal arrives from a known direction and the element positions are known), and
a distortionless constraint that is relative to the unit-norm steering vector (i.e., w

H
s = 1 where

s
H
s = 1).



128

where N is the number of elements and Ri,n is the interference-plus-noise covariance

matrix. Substituting (6.4) and (6.5) into (6.3) yields

AG(white) =
Nσ2

i,n

wHRi,nw
. (6.6)

Since we are presently concerned with the array gain against white noise

Ri,n = σ2
i,nI, (6.7)

where I is the identity matrix. Substituting (6.7) into (6.6) and solving yields

AG(white) =
N

‖w‖2
, (6.8)

where ‖w‖2 = wHw.

A conventional (i.e., uniformly weighted) beamformer (which is also a rank one

MWF beamformer) will have the best (maximum) value of AG(white). As adaptive

stages are added to the MWF AG(white) will decrease. This decrease, as experience

has shown, will at first be gradual as the filter adapts against interference. However,

once the MWF rank exceeds that of the signal subspace then the adaptation will be

influenced by the noise subspace and AG(white) will decrease appreciably. This will

also correspond to a deterioration in other figures-of-merit such as mean square error.

Robustness is enforced by limiting the decrease in AG(white). That is, we constrain

the white noise gain for the adaptive filter in terms of the white noise gain for the

conventional filter, AG
(white)
c , as follows:

10 logAG(white) ≥ 10 logAG(white)
c − η(wngc), (6.9)

where η(wngc) is a user-defined threshold. Substituting (6.8) into (6.9) yields

10 logN − 10 log wHw ≥ 10 logN − 10 log wH
c wc − η(wngc), (6.10)

where wc is the conventional weight vector. The term 10 logN cancels leading to

10 log wHw ≤ 10 log wH
c wc + η(wngc). (6.11)

For the MWF we use unit norm steering vectors such that wH
c wc = sHs = 1. Equation

6.11 then becomes

10 log wHw ≤ η(wngc), (6.12)

which is the desired form for the white noise gain constraint. The WNGC algorithm

then minimizes the output power subject to (6.12) and the distortionless constraint,

wHs = 1. A typical value for η(wngc) is 3 dB.
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WNGC Example

We illustrate the performance of the WNGC with an example, using the simulation

scenario described at the beginning of Section 6.2. First, Figure 6.5 shows the behavior

of ‖w‖2 as a function of rank for ten different Monte Carlo realizations. We observe

that ‖w‖2 remains relatively flat from rank 1–6, corresponding to the signal subspace

(five jammers plus the desired signal). Above rank 6 we observe a significant increase

in ‖w‖2 indicative of a decrease in MSE performance.
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Figure 6.5: Typical Behavior of ‖w‖2 as a Function of MWF Rank. Ten Monte Carlo
realizations, where each realization is based on a different random draw of training
data: N=16 elements, K=1N=16 samples, Nj=5 noise jammers.

Next, Figures 6.6 and 6.7 present MWF rank selection performance results, using

the metrics defined in (6.1) and (6.2), for the WNGC algorithm with η(wngc)=3 dB.

We see that the rank is consistently overestimated, and the MSE performance is

within 1 dB of best only about 3% of the time. Clearly, η(wngc)=3 dB is not the best

threshold for this scenario. Figures 6.8 and 6.9 present similar results except that the

threshold has been adjusted to a more favorable value, η(wngc)= 0.5 dB. We now see

that the MSE performance is within 1 dB of best 98.3% of the time. Thus excellent

performance is possible with the WNGC algorithm.
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Figure 6.6: Histogram of Rank
Selection via the WNGC Algo-
rithm: η(wngc)=3 dB, N=16 elements,
K=1N=16 samples, Nj=5 noise
jammers, 1000 trials.

Figure 6.7: Rank Selection Per-
formance using the WNGC Algo-
rithm: η(wngc)=3 dB, N=16 elements,
K=1N=16 samples, Nj=5 noise jam-
mers, 1000 trials.
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Figure 6.8: Histogram of Rank Se-
lection via the WNGC Algorithm:
η(wngc)=0.5 dB, N=16 elements,
K=1N=16 samples, Nj=5 noise
jammers, 1000 trials.

Figure 6.9: Rank Selection Per-
formance using the WNGC Algo-
rithm: η(wngc)=0.5 dB, N=16 elements,
K=1N=16 samples, Nj=5 noise jam-
mers, 1000 trials.
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6.2.2 Generalized Discrepancy Principle

The generalized discrepancy principle (GDP) is based on setting a threshold on the

sample mean square error (SMSE) [Mor84, Han98]. That is, we add adaptive stages

to the MWF until the SMSE dips below a prescribed level. The GDP development in

the numerical linear algebra literature assumes that the level of system perturbations

are known and then sets the threshold based on these perturbations. We elaborate

as follows.

Consider an unconstrained Wiener filter with data matrix X0, desired signal vector

d0, and minimum mean square error (MMSE) ξ0. Let

X0 = X
(exact)
0 + E, (6.13)

and

d0 = d
(exact)
0 + e, (6.14)

where E and e represent perturbations from ideal versions of the data matrix and

desired signal vector. Also, let

‖E‖ ≤ ξ(E), (6.15)

and

‖e‖ ≤ ξ(e). (6.16)

The GDP algorithm uses a threshold as follows [Han98]

η(gdp) = ξ0 + ξ(E)‖wopt‖ + ξ(e). (6.17)

Then the MWF rank is selected as follows6

r(gdp) = min{r} subject to SMSE ≤ η(gdp). (6.18)

Clearly, setting the threshold based on unobservable quantities such as MMSE

and ‖wopt‖, as in (6.17), is not practical. However, the basic concept of selecting

rank based on a threshold for SMSE is still viable. We investigate the performance

of this approach using an empirically derived threshold.

6We state the GDP minimization in (6.18) consistent with the literature [Han98]. Interestingly,
reversing the inequality resulted in improved performance for the cases investigated, i.e., r(gdp) =
max{r} subject to SMSE ≥ η(gdp).
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Generalized Discrepancy Principle Example

We illustrate the performance of the generalized discrepancy principle using the simu-

lation scenario described at the beginning of Section 6.2. First, Figure 6.10 shows the

behavior of SMSE as a function of rank for five different Monte Carlo realizations,

along with true MSE and MMSE. We observe that SMSE behaves similar to true

MSE for the low ranks corresponding to the signal subspace. However, once above

a rank of six, where the noise subspace begins, SMSE and MSE curves depart one

another. Note that SMSE dips well below MMSE. Clearly this behavior is an artifact

and represents a limitation of SMSE as an estimator of true MSE.
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Figure 6.10: Typical Behavior of SMSE as a Function of MWF Rank. Five Monte
Carlo realizations, where each realization is based on a different random draw of
training data: N=16 elements, K=1N=16 samples, Nj=5 noise jammers.

Next, Figures 6.11 and 6.12 present MWF rank selection performance results, us-

ing the metrics defined in (6.1) and (6.2), for the GDP algorithm with the threshold

manually optimized to η(gdp) = −1 dB. We observe that the rank is centered around

the true rank but not as tightly clustered as for other algorithms. The MSE perfor-

mance is within 1 dB of best 65.4% of the time, which is not as attractive as, for

example, the WNGC results shown above in Figure 6.9.
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Figure 6.11: Histogram of Rank Selec-
tion via the GDP Algorithm:
η(gdp) = −1 dB, N=16 elements,
K=1N=16 samples, Nj=5 noise jam-
mers, 1000 trials.

Figure 6.12: Rank Selection Per-
formance using the GDP Algorithm:
η(gdp) = −1 dB, N=16 elements,
K=1N=16 samples, Nj=5 noise jam-
mers, 1000 trials.

6.2.3 L-Curve

The L-curve was introduced in Section 5.4.1 as a means of selecting the level for

diagonal loading. As noted in Table 6.2 the L-curve can be also used to select the

best rank for the multistage Wiener filter [HWGP02].

The L-curve is motivated by considering the constrained minimization associated

with diagonal loading, i.e.,

w(dl) = arg min
wHs=1

{

wHR̂xw + σ2
L ‖w‖2

}

, (6.19)

There are two terms in (6.19) — one due to the sample mean square error (wHR̂xw),

and one due to the norm of the weight vector, ‖w‖2. Finding the minimum for (6.19)

requires a compromise between these two terms. We further observed in Section 5.4.1

that the adaptive weight vector, wa, was a more sensitive function of the rank re-

duction parameter then the direct form processor (DFP) weight vector, w, since wa

reflects only the adaptive degrees-of-freedom in the problem, whereas, w also reflects

the distortionless constraint. This can be seen from the relation

‖w‖2 = 1 + ‖wa‖2, (6.20)
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which was introduced earlier in (5.40).

The L-curve is defined as the parametric plot of the norm-squared of the adaptive

weight vector, ‖wa‖2, versus the sample mean square error, SMSE, plotted on a

log-log scale. Each term varies as a function of the rank reduction parameter. We

consider the discrete rank reduction parameter, r, associated with the multistage

Wiener filter in this section. The name L-curve is used because the plot resembles

the letter “L” and is characterized by having a well-defined knee that represents a

compromise between the two competing terms. Figure 6.13 presents a sample L-curve.

To the left of the knee ‖wa‖2 increases rapidly, allowing for possible self-nulling or

over modelling, and yet providing only a small decrease in the SMSE. To the right of

the knee there is only a small decrease in ‖wa‖2 at a large cost to SMSE and possibly

causing undernulling of interferers. Thus selecting the loading level associated with

the knee in the L-curve is a logical choice that represents a compromise between these

two competing terms.
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Figure 6.13: Sample L-Curve for the MWF:N=16 element array, K=1N=16 samples,
Nj=5 noise jammers.
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The L-curve of Figure 6.13 has a well-defined knee that the human eye can readily

discern. However, a practical implementation of the L-curve requires an automated

means of selecting the knee. There are several ways to precisely define the knee and

we use the definition in [HO93] which states that the knee is the point of maximum

curvature. Recall from basic calculus [Ste91] that curvature, κ, is the magnitude of

the rate of change of the tangent vector with respect to the arc length and can be

computed as follows

κ(r) =
|ẋÿ − ẍẏ|

[ẋ2 + ẏ2]3/2
, (6.21)

where for our problem x is the log of SMSE and y is the log of ||wa||2 and ẋ, ẏ, ẍ, and

ÿ represent derivatives with respect to rank, r. Since MWF rank is a discrete rank

reduction parameter an intermediate curve-fitting step is required. We implement

this using the MATLAB Splines toolbox. The reader is referred to [HO93] and the

references therein for additional details.

L-Curve Example

We illustrate the performance of the L-curve with an example, using the simulation

scenario described at the beginning of Section 6.2 and the metrics defined in (6.1)

and (6.2). Figures 6.14 presents the ∆Rank performance results. We observe that

the histogram is well centered around the true best value. The exact best rank is

selected over 40% of the time and a rank within ±1 of the best rank is selected over

95% of the time. Figure 6.15 shows the resulting ∆MSE performance. We see that

the L-curve selects a rank that yields within 1 dB of the best MSE over 93% of the

time. This is slightly less than what we saw in Figure 6.9 for the WNGC, but still is

quite respectable.
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Figure 6.14: Histogram of Rank Selec-
tion via the L-Curve Algorithm:
N=16 elements, K=1N=16 samples,
Nj=5 noise jammers, 1000 trials.

Figure 6.15: Rank Selection Perfor-
mance using the L-Curve Algorithm:
N=16 elements, K=1N=16 samples,
Nj=5 noise jammers, 1000 trials.

6.2.4 The Relationship Between the White Noise Gain Con-

straint, the Generalized Discrepancy Principle and the

L-Curve

The L-curve plots the norm-squared of the adaptive weight vector, ‖wa‖2, versus the

sample mean square error (SMSE) and select the rank corresponding to the knee of the

curve. The L-curve also provides a convenient framework to interpret the white noise

gain constraint (WNGC) and the generalized discrepancy principle (GDP) [Han98].

Recall that the L-curve was motivated by considering the constrained minimization

associated with diagonal loading (DL), shown earlier in (6.19) and repeated below

w(dl) = arg min
wHs=1

{

wHR̂xw + σ2
L ‖w‖2

}

. (6.22)

We can also state the WNGC and GDP algorithms in terms of similar minimizations.

The WNGC minimizes the sample mean square error subject to the constraint that

the norm of the weight vector is less than a threshold [VT02],

w(wngc) = arg min
wHs=1

{

wHR̂xw
}

subject to ‖w‖2 ≤ η(wngc), (6.23)
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where η(wngc) is a user-defined threshold. Conversely, the generalized discrepancy

principle minimizes the norm of the weight vector subject to a constraint on the

sample mean square error [Han98]

w(gdp) = arg min
wHs=1

‖w‖2 subject to wHR̂xw ≤ η(gdp), (6.24)

where η(gdp) is another, different, user-defined threshold.

These relationships can be seen visually in Figure 6.16. The WNGC selects the

closest rank below the point where the ‖w‖2 = η(wngc) horizontal line crosses the L-

curve7. Similarly, the GDP selects the closest rank to the left of the point where the

wHR̂xw=η(gdp) vertical line crosses the L-curve. The L-curve algorithm, of course,

selects the rank associated with the corner of the L-curve. Because of these relation-

ships it is not surprising that the WNGC might have a tendency to “undersmooth”,

i.e., select a rank that is too large (as we saw in Figure 6.6 with η(wngc) = 3 dB),

while the GDP might have a tendency to “oversmooth”, that is, select a rank that is

too small (as reported in [Han98]).

6.2.5 Cross Validation

The cross validation (CV) algorithm [All74, Plu96, QB00], also known more recently

as the independent sample mean square error (ISMSE) algorithm [WG02], is a stop-

ping technique that is based on estimating the mean square error (MSE) and finding

the rank that minimizes this MSE estimate. The sample mean square error (SMSE)

is one method for estimating MSE. As we saw in Section 6.2.2, however, SMSE is

not a faithful estimate of MSE for cases of low sample support. More specifically,

we saw in Figure 6.10 that the SMSE provides a reasonable estimate of MSE for the

low ranks corresponding to the signal subspace. However, at the higher ranks which

are due to the noise subspace, the SMSE estimate departs radically from the true

MSE. This is because the SMSE uses the same training data for both weight compu-

tation and covariance estimation. This results in an “in-breeding” contamination of

the SMSE metric. The weights are able to cancel out the specific realization of noise

for which they are trained and this same realization of noise is also present in the

covariance estimate. Thus the SMSE metric appears to show attractive performance

in the ranks associated with the noise subspace. However, this is a false measure of

success, because the true utility of the weights is determined by their ability to deal

7Note, again, the relationship ‖w‖2 = 1 + ‖wa‖2 from (6.20).
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Figure 6.16: The Relationship Between the White Noise Gain Constraint, the Gen-
eralized Discrepancy Principle and the L-Curve.

with the independent realizations of noise that are present in the new data to which

the weights are applied. The cross validation algorithm overcomes this in-breeding

problem by splitting up the available training data into two partitions — one for

training the weights and one for computing the covariance matrix estimate used with

the ISMSE performance metric.

We begin by more formally defining MSE, SMSE, ISMSE, and MMSE as follows

Mean Square Error (MSE) = wHRw (6.25)

Sample Mean Square Error (SMSE) = wHR̂w (6.26)

Independent Sample Mean Square Error (ISMSE) = wH
1 R̂2w1 (6.27)

Minimum Mean Square Error (MMSE) = wH
optRwopt, (6.28)

where R is the true or clairvoyant covariance matrix and R̂ is the estimated covariance

matrix based on sampled data. We restrict our attention to the case of target-free

training data in this dissertation and so R and R̂ refer to covariance matrices of

interference-plus-noise, i.e., Ri,n and R̂i,n respectively. The subscripts in (6.27) refer

to the training {1} and testing {2} partitions. The definitions in (6.25)–(6.28) are
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all of similar format but have different combinations of estimated versus clairvoyant

quantities. We emphasize these distinctions in Table 6.3, where the term “finite”

means computed with a finite number of training snapshots.

Table 6.3: Mean Square Error and its Related Definitions.

Metric

Mean Square Error (MSE)

Sample MSE

Independent Sample MSE

Minimum MSE

Weights

Finite w

Finite w

Finite w

Clairvoyant w

Covariance

Clairvoyant R

Finite R

Finite R

Clairvoyant R

Comments

Same
Data Samples

for w & R

Different
Data Samples

for w & R

We are now ready to define the CV stopping criteria. Let X be an N by K data

matrix containing K snapshots of target-free training data. Each data snapshot is an

N dimensional vector, where N is the number of array elements. We divide the data

matrix into two partitions as follows

X = [X1 X2], (6.29)

where X1 contains K1 snapshots, X2 contains K2 snapshots and K1 +K2 = K. We

refer to X1 as the training set and X2 as the testing or “hold-out set”8. The CV

algorithm selects the rank that minimizes the independent sample mean square error

r(cv) = arg min
r

{

1

M

M
∑

i=1

wH
1 R̂2w1

}

, (6.30)

8Also called the “validation” set, hence motivating the name cross validation.
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where w1 is the MWF weight vector trained on the data in X1, R̂2 = 1
K2

X2X
H
2 , and

M is the number of “resamples” (defined below). Note that once the MWF rank has

been selected with (6.30) we can double back and compute the final MWF weight

vector using all K available data snapshots.

The CV algorithm has two important parameters — the split between the training

set and the hold-out set (i.e., the size of the hold-out set), and the number of resamples

M .

The size of the hold-out set can vary between 1 and K-1, noting that R̂2 in (6.30)

never needs to be inverted so that rank deficient estimates are permissible. In fact

a popular choice for the size of the hold-out set is K2=1, also known as “leave-one

out” [Plu96]. We have found, though, as have others [Plu96], that larger hold-out set

sizes improve performance. The partitioning is a tradeoff between getting an accurate

weight vector and getting an accurate covariance matrix estimate. Thus a 50%/50%

split would not seem unreasonable. A note of caution is in order, however, when

dealing with small sample sizes (a case of great practical interest). The multistage

Wiener filter requires at least r data snapshots in order to compute a rank r filter.

Thus the size of the training partition, K1, must remain large enough to span the

range of ranks anticipated for a given application. All told we have found that a

75%/25% split between training and testing has worked well for the cases examined

[Gur02].

Once the size of the hold-out set has been chosen one must determine the specific

partitioning for the data. Recall that there are C(K,K2) ways to select K2 objects

out of a total of K objects where [Liu68]

C(K,K2) =
K!

(K −K2)!K2!
. (6.31)

This introduces the possibility of choosing multiple partitioning realizations for the

same data set and averaging the results. We refer to this concept as “resampling” and

find that it is a worthwhile strategy [Plu96]. We do note, however, that resampling

drives up the computational burden for the algorithm. In the example below we

examine different choices for both the size of the hold-out set and the amount of

resampling.

CV Example

We illustrate the performance of the cross validation algorithm with an example, using

the simulation scenario described at the beginning of Section 6.2. First, Figure 6.17
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shows the behavior of ISMSE as a function of rank for four different realizations, along

with the true MSE for those same realizations. Note that the ISMSE curves are bowl

shaped like the MSE curves which is in contrast to the monotonically decreasing

shape of the SMSE curves shown earlier in Figure 6.10.
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Figure 6.17: Typical Behavior of ISMSE as a Function of MWF Rank: Four Monte
Carlo realizations, N=16 elements, K=1N=16 samples, Nj=5 noise jammers.

Next we examine the performance of the cross validation algorithm as a function

of the size of the hold-out set and the number of resamples. Figure 6.18 presents a

quad chart. The four plots are for hold-out sets sizes of 1–4 respectively. Within each

plot there are six different levels of resampling ranging from 1 to 16. We see that

the performance improves as the size of the hold-out set is increased. Also, we see

that performance improves as the number of resamples increases. There is a point of

diminishing returns, however, as the number of resamples increases.

The data in Figure 6.18 are plotted in a different format in Figure 6.19. This plot
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Figure 6.18: CV Performance as a Function of Hold-Out Set Size and Number of
Resamples: N=16 elements, K=1N=16 samples, Nj=5 noise jammers, 1000 trials.

looks at the probability of choosing a rank that yields an MSE within 1 dB of best

as a function of hold-out set size and number of resamples. Again, we see the benefit

of increasing both parameters along with the point of diminishing returns.

Finally, for comparison with the other algorithms, Figures 6.20 and 6.21 present

MWF rank selection performance, using the metrics defined in (6.1) and (6.2), for the

CV algorithm under its most favorable conditions (hold-out set=4, resamples=16).

We observe that the rank is well centered around the true rank and the MSE perfor-

mance is within 1 dB of best 88.1% of the time. This is slightly less than some of the

other algorithms but still quite respectable.
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6.2.6 Modified Hanke-Raus Error Estimate

The Hanke-Raus error estimate (HREE) stopping algorithm was developed in the

numerical linear algebra community in the context of the conjugate gradients (CG)

algorithm [HR96, Han95, Han98]. In [WHGZ02] it is shown that the method of

conjugate gradients can be used to implement the multistage Wiener filter. Thus

techniques developed for the CG algorithm can often be brought to bear for the

MWF as well. Such is the case with the HREE stopping criteria algorithm. In this

section we present the HREE technique in its original form. We find that it performs

poorly as a means of selecting MWF rank. However, modifying the HREE technique

to incorporate a threshold yields a viable MWF stopping approach. We refer to this

approach as the modified Hanke-Raus error estimate (MHREE) algorithm.
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Figure 6.20: Histogram of Rank Se-
lection via the CV Algorithm: Hold-
out Set Size=4 Samples (25%), Num-
ber of Resamples=16, N=16 elements,
K=1N=16 samples, Nj=5 noise jam-
mers, 1000 trials.

Figure 6.21: Rank Selection Perfor-
mance using the CV Algorithm. Hold-
out Set Size=4 Samples (25%), Num-
ber of Resamples=16, N=16 elements,
K=1N=16 samples, Nj=5 noise jam-
mers, 1000 trials.

Original Hanke-Raus Error Estimate

Consider the set of linear equations

Ax = b, (6.32)

where A ∈ R
m×n, b ∈ R

m, and x ∈ R
n. In [HR96] Hanke and Raus develop a bound

for the error between the exact solution, xexact, and the solution computed with the

method of conjugate gradients, xk,

‖xexact − xk‖ ≤
√

Pk(0) ‖b − Axk‖ , (6.33)

where k is the conjugate gradients iteration index and Pk is the conjugate gradients

polynomial. Pk is a polynomial of degree k − 1 satisfying the recurrence relation

[Han98]

Pk(θ) =

(

1 − θαk +
αkβk−1

αk−1

)

Pk−1(θ)
αkβk−1

αk−1

Pk−2(θ) + αk, (6.34)
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where αk and βk are intermediate variables used in the conjugate gradients least

squares (CGLS) algorithm. Solution vectors, xk, computed with CGLS satisfy [Han98]

xk = Pk(ATA)ATb. (6.35)

The Hanke-Raus error estimate is based upon the bound in (6.33). It treats this

bound as an equality and interprets the resulting function as an estimate of the error

‖xexact − xk‖. The HREE stopping criteria then selects the iteration index (rank)

that minimizes this function

k(hree) = arg min
k

√

Pk(0) ‖b − Axk‖ . (6.36)

To apply (6.36) to the multistage Wiener filter requires translation. The CGLS

algorithm referred to above is a CG implementation that is applied to the “normal

equations”

ATAx = ATb. (6.37)

The least squares solution to (6.32) is known to satisfy the normal equations [Bjö96].

The foundation for the MWF is the Wiener-Hopf equation Rx0wa = rx0d0 . The

Wiener-Hopf equation is also in the form of (6.37) for the case of estimated statistics.

Specifically, let R̂x0 be the sample covariance matrix

R̂x0 =
1

K
X0X

H
0 , (6.38)

where X0 is the N by K data matrix containing K observations, each of length N.

Let r̂x0d0 be the sample cross correlation vector

r̂x0d0 =
1

K
X0d

H
0 , (6.39)

where d0 is the 1 by K row vector of desired signals. Substituting (6.38) and (6.39)

into the Wiener-Hopf equation yields

X0X
H
0 wa = X0d

H
0 . (6.40)

Equation (6.40) is equivalent to (6.37) with the following change of variables

A −→ XH
0 (6.41)

x −→ wa (6.42)

b −→ dH0 . (6.43)
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The Hanke-Raus error estimate stopping criteria for the MWF can now be stated

as follows

r(hree) = arg min
r

√

Pr(0)
∥

∥XH
0 wa,r − dH0

∥

∥ (6.44)

= arg min
r

√

Pr(0)
√
K × SMSE, (6.45)

where r is the index for rank and

SMSE =
1

K
‖XH

0 wa,r − dH0 ‖2 (6.46)

= wHR̂xw. (6.47)

Note that the expression for SMSE in (6.46) corresponds to the unconstrained Wiener

filter, e.g., as embedded in the generalized sidelobe canceller of Figure 1.4(b), while

the expression in (6.47) is applicable to the constrained Wiener filter, as embodied

in the direct form processor of Figure 1.4(a). We refer to the quantity Pr(0) as the

Krylov power function and now discuss how it can be computed.

Calculation of Pr(0)

The Krylov power function, Pr(0), can be computed as follows [Han98]

Pr(0) =
r
∑

i=1

(θri )
−1 , (6.48)

where θri are the “Ritz values” associated with the r-stage MWF9. The Ritz values

are the eigenvalues of the MWF’s tridiagonal Rd matrix [Han98]. Computing the

Ritz values through a brute force eigenvalue decomposition of Rd at each stage would

be computationally burdensome — specifically requiring O(r3) computer operations

per stage [GVL96]. Therefore we desire a more efficient solution.

We recognize that the expression in (6.48) is also equal to the trace of the inverse

of Rd, i.e.,

Pr(0) = trace
(

R−1
d

)

. (6.49)

Equation (6.49) is amenable to further simplification. We invoke three simplifications.

First, we recall that Rd is sparse, i.e., tridiagonal. Second, we note that we do not need

the full inverse but only the trace of the inverse. Third, we note that a tridiagonal

9The Krylov power function actually has units of power−1.
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matrix can be efficiently decomposed using an LDL decomposition [GVL96]. We

proceed as follows for a 5 by 5 case. Let

Rd =





















σ2
1 δ1 0 0 0

δ1 σ2
2 δ2 0 0

0 δ2 σ2
3 δ3 0

0 0 δ3 σ2
4 δ4

0 0 0 δ4 σ2
5





















. (6.50)

Then Rd = LDLH where

L =





















1 0 0 0 0

w1 1 0 0 0

0 w2 1 0 0

0 0 w3 1 0

0 0 0 w4 1





















, (6.51)

and

D =





















ξ1 0 0 0 0

0 ξ2 0 0 0

0 0 ξ3 0 0

0 0 0 ξ4 0

0 0 0 0 ξ5





















, (6.52)

where wi and ξi are simple scalar computations at each stage

wi =
δi
ξi
, (6.53)

and

ξi+1 = σ2
i+1 − δiwi, (6.54)

and where ξ1 = σ2
1. Then

[Rd]
−1 =

[

LDLH
]−1

(6.55)

= L−HD−1L−1, (6.56)
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where

D−1 =





















1/ξ1 0 0 0 0

0 1/ξ2 0 0 0

0 0 1/ξ3 0 0

0 0 0 1/ξ4 0

0 0 0 0 1/ξ5





















, (6.57)

and

L−1 =





















1 0 0 0 0

−w1 1 0 0 0

w1w2 −w2 1 0 0

−w1w2w3 w2w3 −w3 1 0

w1w2w3w4 −w2w3w4 w3w4 −w4 1





















. (6.58)

Expanding the terms of L−HD−1L−1 yields

[

R−1
d

]

(1,1)
=

1

ξ1
+

|w1|2
ξ2

+
|w1w2|2
ξ3

+
|w1w2w3|2

ξ4
+

|w1w2w3w4|2
ξ5

,

[

R−1
d

]

(2,2)
=

1

ξ2
+

|w2|2
ξ3

+
|w2w3|2
ξ4

+
|w2w3w4|2

ξ5
,

[

R−1
d

]

(3,3)
=

1

ξ3
+

|w3|2
ξ4

+
|w3w4|2
ξ5

, (6.59)

[

R−1
d

]

(4,4)
=

1

ξ4
+

|w4|2
ξ5

,

[

R−1
d

]

(5,5)
=

1

ξ5
.

Then

trace
(

R−1
d

)

=
[

R−1
d

]

(1,1)
+
[

R−1
d

]

(2,2)
+
[

R−1
d

]

(3,3)
+
[

R−1
d

]

(4,4)
+
[

R−1
d

]

(5,5)
. (6.60)

By comparing the expressions for the 5 by 5 system to the expressions for the 4 by 4

system (not shown) we can infer the general expression for Pr(0) in terms of Pr−1(0)

as follows

Pr(0) = Pr−1(0) +
1

ξr

[

1 + |wr−1|2 + |wr−1wr−2|2 + · · · + |wr−1wr−2 · · ·w1|2
]

. (6.61)

Computing Pr(0) with (6.61) requires only O(r) operations per stage as opposed to

O(r3) for the brute force approach mentioned earlier.
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HREE Example

We illustrate the performance of the original HREE algorithm using the simulation

scenario defined at the beginning of Section 6.2. First Figure 6.22 shows five Monte

Carlo realizations of the error estimate produced by the HREE formula along with

the corresponding true error functions. We see that the HREE function is not a

particularly tight bound for this example. Furthermore, while the true function has

a minimum at five or six, the HREE function is very flat for all low ranks and often

reaches its minimum prematurely. We have observed this behavior for many different

simulation scenarios. Thus we anticipate that HREE MSE performance will be poor.
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Figure 6.22: Comparison of the Hanke-Raus Error Estimate to the True Error Five
Monte Carlo realizations, N=16 elements, K=1N=16 samples, Nj=5 noise jammers.

Next, Figures 6.23 and 6.24 present MWF rank selection performance results for

the original HREE algorithm, using the metrics defined in (6.1) and (6.2). We confirm

that the rank is consistently underestimated. This translates into poor performance

as measured by MSE. The ranks selected by the HREE algorithm are able to get

within 1 dB of best only 46% of the time. This is substantially inferior to other

approaches such as the results shown in Figure 6.9 for the WNGC algorithm.
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Figure 6.23: Histogram of Rank Selec-
tion via the Original HREE Algorithm:
N=16 elements, K=1N=16 samples,
Nj=5 noise jammers, 1000 trials.

Figure 6.24: Rank Selection Perfor-
mance using the Original HREE Al-
gorithm: N=16 elements, K=1N=16
samples, Nj=5 noise jammers, 1000 tri-
als.

Modified Hanke-Raus Error Estimate

In Figure 6.22 we see that the HREE function is very flat for low ranks and often

reached its minimum prematurely. However, we also observe that the HREE function

seems to “take off” once the signal subspace rank is exhausted. This observation

motivates a modification to the HREE formulation. Let

hr =
√

Pr(0)
√
K × SMSE (6.62)

be the HREE function, and

h(min)
r = min{hr}. (6.63)

We define the modified Hanke-Raus error estimate stopping criteria to be that which

selects the maximum rank such that the value of hr has not significantly exceeded its

minimum, i.e.,

r(mhree) = max{r} subject to 10 log hr ≤ 10 log h(min)
r + η(mhree), (6.64)

where η(mhree) is a user-defined threshold. For the scenarios considered η(mhree) = 5 dB

has worked well.
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Figure 6.25: Histogram of Rank Selec-
tion via the Modified HREE Algorithm:
N=16 elements, K=1N=16 samples,
Nj=5 noise jammers, 1000 trials.

Figure 6.26: Rank Selection Perfor-
mance using the Modified HREE Al-
gorithm: N=16 elements, K=1N=16
samples, Nj=5 noise jammers, 1000 tri-
als.

Modified HREE Example

We illustrate the performance of the modified HREE algorithm using the simulation

scenario defined at the beginning of Section 6.2 and the metrics defined in (6.1) and

(6.2). Figure 6.25 presents a histogram of ∆Rank showing the difference between

the rank selected by the modified HREE algorithm and the best rank. We see good

performance; the modified HREE algorithm selected the correct rank over 60% of the

time. Figure 6.26 presents cumulative distribution function for ∆MSE. The ranks

selected by the modified HREE algorithm are able to get within 1 dB of best 98.4%

of the time. Clearly this is good performance.
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6.2.7 Input-Output Power Function

In Section 6.2.6 we introduced the Krylov power function, Pr(0). This function, as

we illustrate below, is a monotonically increasing function of rank. Conversely, as we

saw in Figure 6.10, sample mean square error (SMSE) is a monotonically decreasing

function of rank. Thus SMSE and Pr(0) have opposite responses as a function of

rank. This observation motivates a new stopping algorithm that we refer to as the

input-output power function (IOPF) The IOPF selects the MWF rank as follows

r(iopf) = arg min
r

{

Π̄(in)
r + Π̄(out)

r

}

, (6.65)

where

Π̄(in)
r = σ2

n × Π(in)
r (6.66)

= σ2
n × Pr(0), (6.67)

and

Π̄(out)
r =

Π
(out)
r

σ2
n

(6.68)

=
SMSE

σ2
n

, (6.69)

where σ2
n, is the element-level thermal noise power. The name “input-output power

function” is derived from the fact that Pr(0) is an input quantity in the context of

the taxonomy of Section 6.1, while SMSE is an output quantity. Both quantities are

in units of power. However, Pr(0) is actually in units of 1/power, and therefore we

normalize both Pr(0) and SMSE to make them dimensionally consistent. Thus σ2
n

appears in (6.66) – (6.69) above as a normalization term.

Implementation of the IOPF requires three quantities — Pr(0), SMSE, and σ2
n. An

efficient method for computing the first quantity, Pr(0), was presented in Section 6.2.6.

Equation (6.61) requires only O(r) operations per stage. Formulas for computing

SMSE were given in (6.46) and (6.47). Each of these formulas requires a matrix/vector

multiply, which is, in general, an O(r2) operation. A more efficient approach can be

implemented by computing SMSE in the Krylov basis, i.e.,

SMSE = uH1 Rdu1, (6.70)
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where

uH1 = [1 − w1 + w1w2 − w1w2w3 · · · ] . (6.71)

Since Rd is tridiagonal, (6.70) only requires O(r) operations.

Next we consider the thermal noise power, σ2
n. The value of σ2

n may be known

a priori or can be estimated in-situ. One method for in-situ noise power estimation

is to point a low sidelobe, deterministic, unit-norm beam into an interference-free

region. The noise level can then be estimated as follows

σ2
n ≈ w̄H

ChebR̂w̄Cheb, (6.72)

where w̄Cheb is a unit-norm Chebychev weight vector, i.e., w̄H
Chebw̄Cheb = 1. Equation

(6.72) can be understood by considering a decomposition of the sample covariance

matrix as follows

R̂ =

Nj
∑

i=1

σ2
j (i)vθj

(i)vθj
(i)H + σ2

nI, (6.73)

where Nj is the number of noise jammers, σ2
j (i) is the element-level power of the ith

jammer, and vθj
(i) is the array manifold vector associated with the ith jammer. With

low sidelobe beam shading the response to the jammers will be small, i.e.,

w̄H
Chebvθj

(i) ≈ 0. (6.74)

Combining (6.72), (6.73), and (6.74) yields

w̄H
ChebR̂w̄Cheb = w̄H

Cheb





Nj
∑

i=1

σ2
j (i)vθj

(i)vθj
(i)H + σ2

nI



 w̄Cheb (6.75)

=

Nj
∑

i=1

σ2
j (i)(w̄

H
Chebvθj

(i))2 + σ2
nw̄

H
Chebw̄Cheb (6.76)

≈ σ2
n. (6.77)

With regard to σ2
n estimation we also mention the following negative result. Es-

timating the noise floor as the smallest eigenvalue of the sample covariance matrix is

not a viable method for conditions of low sample support. This method would have

been quite attractive since the smallest Ritz value of the tridiagonal Rd matrix is

efficient to compute and provides an estimate of the smallest eigenvalue of the sample

covariance matrix. Figure 6.27 shows the eigenspectra associated with both the true
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covariance matrix and the sample covariance matrix for the case of a single interfer-

ence source in white noise, supported by K=1N=16 samples. We observe that the

smallest eigenvalue of the sample covariance matrix is more than 20 dB below the

true noise floor. We do observe that one could make a valid estimate of the noise floor

by averaging all of the eigenvalues within the noise subspace. This is an unattractive

solution, however, because it requires that all eigenvalues be computed and that the

noise subspace be delineated from the signal subspace. The nature of our interest in

stopping criteria implies that we do not know the delineation between the noise and

signal subspaces.
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Figure 6.27: Eigenspectra of a Single Noise Jammer in White Noise for Both the True
Covariance Matrix and the Sample Covariance Matrix: N=16 elements, K=1N=16
samples, JNR=30 dB.

IOPF Example

We illustrate the performance of the input-output power function algorithm using

the simulation scenario defined at the beginning of Section 6.2. First Figure 6.28

shows, for a single Monte Carlo realization, several of the relevant functions — Pr(0),

SMSE, IOPF, and the true MSE. We observe that Pr(0) is a monotonically increasing
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function of rank, while SMSE is a monotonically decreasing function of rank. The

resultant input-output power function is bowl shaped with its minimum collocated

with the minimum of the true MSE.
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Figure 6.28: Characteristic Shape of Functions Relevant to the Input-Output Power
Function: N=16 array elements, K=1N=16 samples, Nj=5 noise jammers, single
Monte Carlo realization.

Next, Figures 6.29 and 6.30 present MWF rank selection performance results for

the IOPF algorithm, using the metrics defined in (6.1) and (6.2). Figure 6.29 presents

a histogram of the difference between the true best rank and the rank selected by the

IOPF. This plot is for the case of σ2
n estimated in the manner described in (6.72).

We observe good performance with the correct rank selected over 60% of the time.

Figure 6.30 presents MWF rank selection performance in terms of MSE error for the

IOPF with both clairvoyant and estimated σ2
n. Performance is excellent and nearly

identical for both cases. The ranks selected by the IOPF algorithm are able to get

within 1 dB of best 98.0% and 97.5% of the time for the cases with clairvoyant and

estimated σ2
n respectively.
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Figure 6.29: Histogram of Rank Se-
lection via the IOPF Algorithm, Esti-
mated σ2

n: N=16 elements, K=1N=16
samples, Nj=5 noise jammers, 1000 tri-
als.

Figure 6.30: Rank Selection Perfor-
mance using the IOPF Algorithm:
N=16 elements, K=1N=16 samples,
Nj=5 noise jammers, 1000 trials.

6.3 Performance Comparison

Section 6.2 presented six different hard stop algorithms for the MWF - the white

noise gain constraint (WNGC), the generalized discrepancy principle (GDP), the

L-curve, cross validation (CV), the modified Hanke-Raus error estimate (MHREE)

technique, and the input-output power function (IOPF). Each of these was evaluated

against a common scenario havingN=16 elements and five noise jammers. Figure 6.31

summarizes on one plot the ∆MSE performance for all six algorithms. Recall that

∆MSE was defined in (6.2) as the difference between the mean square error when

the MWF is operated at its best rank and the mean square error when the MWF is

operated at the rank dictated by the rank selection algorithm under test.

We see from Figure 6.31 that the three best performing algorithms (WNGC,

MHREE, and IOPF) have virtually identical performance for the scenario tested,

and achieved within 1 dB of the best MSE 98% of the time. Two of these algorithms

(WNGC and MHREE) require a threshold, which detracts slightly from their attrac-

tiveness. The IOPF requires an estimate for the noise floor. This can be obtained

from the data, making IOPF a “blind” technique (as is the case in Figure 6.31), or it
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CV, Hold−out Set=4, Resamples=16
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WNGC, MHREE, and IOPF
Each Performed the Same 

Figure 6.31: Rank Selection Comparison for All Six MWF Stopping Algorithms,
Original Scenario (The WNGC, MHREE, and IOPF curves lie on top of one another):
N=16 elements, Nj=5 noise jammers, K=1N=16 samples, 1000 trials.

can come from a priori knowledge. The next two algorithms, the L-curve and cross

validation, are truly blind techniques. They achieved within 1 dB of the best MSE

95% and 88% of the time respectively. Cross validation is a very robust approach due

to its faithful estimate of the true MSE, however, it requires a greater computational

burden than the other algorithms. Lastly, the GDP algorithm was the worst perform-

ing algorithm of the group, achieving within 1 dB of the best MSE only 65% of the

time. The GDP algorithm also requires a threshold making this the least attractive

algorithm of the group. These results are for a single scenario. Next we investigate a

more complex scenario to further evaluate the algorithms.
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6.3.1 Performance in Complex Scenarios

In this section we consider a pair of scenarios that are more complex than the one

presented in Section 6.2 and evaluated in Figure 6.31 in order to further investigate

the MWF stopping algorithms. We consider an N=50 element uniform line array

with half wavelength spacing, steered to broadside. We again consider the case of

low samples support, K=1N=50 snapshots of target-free training data. Fifteen noise

jammers are present at randomly selected locations and power levels. The jammer

directions were restricted to lie outside of the main beam and the jammer-to-noise

ratios (JNR) where chosen to lie between 10 and 40 dB. Figure 6.32 shows the jammer

directions and power levels. We also consider the addition of a covariance matrix taper
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Figure 6.32: Jammer Directions and Jammer-to-Noise Ratios for Complex Scenario:
N=50 elements, Nj=15 noise jammers.

(CMT) to the data as a means of spreading the eigenspectra of the data and hence

further complicating the scenario. The covariance matrix taper is applied as follows

[Mai95, Zat95, Gue99]

R̃x = R̂x � Tcmt, (6.78)

where � denotes the Hadamard (element-wise) product, defined in (2.29), and Tcmt

is the taper matrix. We apply a CMT of the following form [Gue99]

[Tcmt]mn = sinc ((m− n)∆/π) , (6.79)
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Figure 6.33: Eigenspectra for Com-
plex Scenario, Without CMT: N=50
elements, Nj=15 noise jammers,
K=1N=50 samples.

Figure 6.34: Eigenspectra for Complex
Scenario, With CMT: N=50 elements,
Nj=15 noise jammers, K=1N=50 sam-
ples, ∆=0.01.

where sinc(x)=sin(πx)/(πx) and ∆ is a spreading parameter. We choose ∆ = 0.01 for

this example. Figures 6.33 and 6.34 show the eigenspectra for this example both with

and without the application of the CMT. We see that the CMT serves to smear out

the eigenspectra and mask the delineation between the signal and noise subspaces.

This is particularly true for the eigenspectra associated with the estimated covariance.

We next consider the MSE performance for these scenarios as a function of MWF

rank. This is shown in Figures 6.35 and 6.36 where we see that the MWF offers

15.1 dB and 13.4 dB respectively of performance advantage over full rank (i.e., lower

MSE) when the MWF is operated at its best rank. Note that the best rank is

different for the cases with and without the CMT consistent with the eigenspectra

characteristics shown in Figures 6.33 and 6.34.

We now apply the six MWF stopping algorithms to these scenarios and evaluate

their ability to select the best rank using the ∆MSE metric defined in (6.2). The

results are shown in Figures 6.37 and 6.38. For the case without CMT we see that the

MHREE, IOPF, and L-curve all provide excellent and virtually identical results. They

achieve within 1 dB of best MSE essentially 100% of the time. The CV algorithm is
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Figure 6.35: MSE Performance for
Complex Scenario, Without CMT:
N=50 elements, Nj=15 noise jammers,
K=1N=50 samples, 1000 trials.

Figure 6.36: MSE Performance for
Complex Scenario, With CMT:
N=50 elements, Nj=15 noise jam-
mers, K=1N=50 samples, 1000 trials,
∆=0.01.

also quite good and achieves within 1 dB of best MSE 98% of the time. The WNGC

has noticeably worse performance but still achieves within 1 dB of best MSE 90% of

the time. Note that the threshold used for the WNGC is quite small. Recall that

the MWF steering vector was chosen to be unit norm. Thus the non-adaptive weight

vector norm is 0 dB. The WNGC threshold, then, is only 0.5 dB above this level,

which is a hairline threshold. Slightly better WNGC performance could have been

achieved with a yet smaller value of threshold but the threshold used was arbitrarily

capped at 0.5 dB. Lastly, the GDP performance is the worst of the six algorithms.

This is consistent with the earlier results shown in Figure 6.31.

For the case with a covariance matrix taper we see generally worse performance,

consistent with the notion that this is a more challenging scenario. We also see a little

more spread in the relative capability of the various stopping algorithms. Note that

the threshold levels used in the three threshold-based algorithms have been adjusted

in order to provide peak performance. In practice, of course, the ability to fine tune

thresholds may be limited. The MHREE algorithm emerges as the best performing

of all of the algorithms. The second best is the WNGC. Here, the WNGC threshold

is 1 dB and thus is not impacted by the minimum threshold consideration applied
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Figure 6.37: Rank Selection Comparison for All Six MWF Stopping Algorithms,
Complex Scenario Without CMT: N=50 elements, Nj=15 noise jammers, K=1N=50
samples, 1000 trials.

earlier. The IOPF is third in performance. Recall that this algorithm requires an

estimation of the noise power level. This scenario complicates the task of estimating

the noise floor. Next, surprisingly, is the GDP algorithm. The GDP algorithm

actually performed better with the CMT than without. This is counter-intuitive.

However, we note that in Figures 6.35 and 6.36 that the MSE minimum sweet spot

is wider for the case with the CMT than without. Recall that the GDP algorithm

is based on an estimate of MSE (i.e., Sample MSE) and thus the wider sweet spot

appears more forgiving to this algorithm. Fifth is the CV algorithm. It achieved

within 1 dB of best MSE about 80% of the time. Last is the L-curve. It performed

noticeably worse than the other algorithms achieving within 1 dB of best MSE only

about 37% of the time. The L-curve algorithm relies on finding the knee in L-curve.

As the eigenspectra gets smeared this task becomes more difficult, and the L-curve

does not have any knobs to tweak (such as a threshold) in order to compensate.
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Figure 6.38: Rank Selection Comparison for All Six MWF Stopping Algorithms,
Complex Scenario With CMT: N=50 elements, Nj=15 noise jammers, K=1N=50
samples, 1000 trials, ∆=0.01.

6.4 Summary of Hard Stops

Six viable MWF stopping criteria algorithms have been described in this chapter

and evaluated against three different scenarios. Three of these algorithms required a

threshold — MHREE, WNGC, and GDP. The MHREE algorithm was the overall best

performing algorithm in the scenarios investigated The WNGC algorithm was not far

behind. In situations for which threshold tuning is possible these two algorithms

appear to be the most promising. The GDP algorithm consistently underperformed

the MHREE and WNGC algorithms and thus is the least attractive of the three.

The L-curve and cross validation algorithms are both completely blind algorithms.

In situations where threshold values may not be easily determined these two algo-

rithms provide attractive alternatives. The L-curve algorithm, however, since it relies

on finding the knee of a curve, can suffer in complex scenarios where the delineation

between the signal subspace and noise subspace is smeared. The CV algorithm, on
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the other hand, appears to be a very robust algorithm. Since it is a faithful esti-

mate of the true MSE this algorithm does not have an obvious Achilles heel. The

performance of the CV algorithm is not as attractive as that of the threshold-based

algorithms, for well selected thresholds, but that is to be expected. The threshold-

based algorithms bring to bear a priori knowledge, i.e., the threshold, and therefore

operate with an advantage. One practical disadvantage of the CV algorithm is its

computational complexity. Since it relies on multiple resamples of the data it must

compute the weight vector multiple times. This increases the computer operations

requirements in direct proportion to the number of resamples.

Last is the IOPF algorithm. This algorithm is perhaps best described as semi-

blind. It requires an estimate of the noise floor, which can either be derived from

the data (i.e., blind) or provided a priori. The results presented herein assumed that

the noise power was derived from the data by pointing a low sidelobe, deterministic

beam into an interference-free region. We saw that this worked quite well for the

cases investigated but this approach cannot be relied on in the most general case.

This chapter has presented performance comparisons for three different simula-

tion scenarios. Variability in the different algorithm’s performance was observed.

Clearly different scenarios stress each of the stopping criteria algorithms in different

ways. Therefore having a library of multiple stopping criteria algorithms, as presented

herein, is desirable and provides flexibility to effectively address different applications

and environments.



Chapter 7

Knowledge-Aided and Recursive

Implementations of the MWF

The multistage Wiener filter (MWF) was introduced in [GRS98] in its most general

form as an unconstrained filter. This form serves as the basic filtering engine across

the whole spectrum of adaptive signal processing applications. In this chapter we are

concerned with augmenting the MWF in order to take advantage of pre-existing en-

vironmental knowledge. We consider two different cases. In the first case we consider

interference sources that are known a priori, such as might be the case for known

fixed transmitters or clutter reflections predicted from digital terrain data bases. We

refer to this class of problem as “Knowledge-Aided MWF”. In the second case we take

advantage of the information contained in previously computed adaptive solutions to

constrain or initialize our new solutions. We refer to this case as “Recursive MWF”.

In this chapter we describe two different methods for implementing Knowledge-

Aided and Recursive MWFs. The first approach uses existing linear constraint tech-

niques. Recall that the generalized sidelobe canceller (GSC) [GJ82], shown in Fig-

ure 1.4(b), can be used to convert an unconstrained filter into a structure that is

convenient for inserting linear constraints. For example, it was shown in [GRS98]

how the GSC can be used to apply the distortionless constraint to the MWF. Many

different types of linear constraints have been developed in the array processing com-

munity such as directional constraints, derivative constraints and quiescent pattern

constraints [VT02]. These types of constraints apply directly to the MWF via the

GSC structure. We evaluate these approaches for Knowledge-Aided and Recursive

MWFs in Section 7.1.

164



165

Additionally, we introduce in this chapter a new method of inserting knowledge

into the MWF. It has recently been shown that the MWF can be implemented via

the method of conjugate gradients (CG) [WHGZ02, Zol02]. In this implementation,

referred to as CG-MWF, the filter is initialized with a starting weight vector. This

initial weight vector can be the zero vector if no prior knowledge is available, or it can

be nonzero to reflect a priori knowledge. We exploit this structure for Knowledge-

Aided and Recursive MWFs in Section 7.2. In Section 7.3 we combine both linear

constraints and the CG-MWF to simultaneously implement Knowledge-Aided and

Recursive MWFs.

The algorithms described in this chapter are evaluated against a common scenario.

We consider a partially adaptive array of the type discussed in Chapter 2. A block

diagram is shown in Figure 7.1. The array has 32 elements with half-wavelength

spacing and is steered to broadside. There are 25 noise jammers at randomly se-

lected locations and power levels. The jammers are restricted to lie outside the main

beam and have jammer-to-noise ratios (JNR) between 20 and 50 dB. Recall from

Section 2.2.4 that JNR(dB)=10log (σ2
j/σ

2
n) where σ2

j and σ2
n are the element-level

jammer and noise powers respectively. The noise power is normalized to unity for

convenience. Figure 7.2 shows the jammer locations and JNR levels. We consider

K=1N=32 training samples of target-free data. We run 1000 Monte Carlo trials

where each trial represents a different random draw of the training data.
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Figure 7.1: Block Diagram of Par-
tially Adaptive Array: 25 noise jammers
present plus receiver thermal noise, half-
wavelength element spacing.

Figure 7.2: Jammer Locations and
Power Levels: N=32 elements, Nj=25
noise jammers.

Figure 7.3 presents a sample beampattern for the MWF operated at rank 25. We

see that all 25 noise jammers are nulled and the sidelobes are well-behaved. The

primary performance metric used in this chapter is mean square error (MSE) which

is defined for target-free training as

MSE = wHRxw, (7.1)

where Rx = Ri,n = E[xi,nx
H
i,n] is the interference-plus-noise covariance matrix. Fig-

ure 7.4 presents the baseline MSE performance for the MWF for the scenario described

above. We see that the MSE reaches its best (lowest) level at rank 25. We will evalu-

ate how this MSE performance changes for the different algorithms presented in this

chapter.
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for 32 Element Adaptive Array with 25
Noise Jammers.

Figure 7.4: Baseline MSE Performance
for the MWF as a Function of Rank:
N=32 elements, Nj=25 noise jammers,
K=1N=32 samples, 1000 trials.

7.1 Linearly Constrained MWF

7.1.1 LC-MWF Background

In this section we review the linear constrained minimum variance (LCMV) beam-

former1 and show how we can similarly apply multiple linear constraints to the mul-

tistage Wiener filter. In Chapter 2, we derived the minimum variance distortionless

response (MVDR) beamformer using the following constrained minimization

w(mvdr) = arg min
wHs=1

E
[

|wHxi,n|2
]

, (7.2)

where xi,n are interference-plus-noise training snapshots (i.e., target-free training),

s is the unit-norm steering vector, and there is a single linear constraint wHs = 1.

Recall from (2.39) and (2.8) that the steering vector is defined as

s =
vθ

‖vθ‖
, (7.3)

1The LCMV analysis in this section is well known. Our discussion follows [VT02].
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where vθ is the array manifold vector for the look direction θ

vθ =
[

ej0 ej2π
d
λ

sin θ · · · ej2π(N−1) d
λ

sin θ
]T

, (7.4)

where d is the array inter-element spacing, λ is the center frequency wavelength,

j =
√
−1, and T is the transpose operator. The solution to (7.2) is

w(mvdr) =
R−1

x s

sHR−1
x s

, (7.5)

where Rx = Ri,n = E
[

xi,nx
H
i,n

]

is the covariance matrix.

The MVDR beamformer is a special case of the more general LCMV beamformer

which is defined by the following minimization

w(lcmv) = arg min
wHC=gH

E
[

|wHxi,n|2
]

, (7.6)

where C is an N ×Nc constraint matrix that contains Nc constraint vectors, and g is

an Nc × 1 vector that specifies the values of these constraints. The solution to (7.6)

is

w(lcmv) = R−1
x C

(

CHR−1
x C

)−1
g. (7.7)

Equation (7.7) is the direct form processor solution. The LCMV beamformer can

also be implemented as a generalized sidelobe canceller (GSC). The GSC, shown in

Figure 7.5, divides the N -dimensional solution space into a constraint subspace and

a subspace that is orthogonal to the constraint subspace. The constraint subspace is

defined by the columns of C. The subspace orthogonal to the constraint subspace is

defined by the columns of the blocking matrix B where

B = null
(

CH
)

, (7.8)

i.e.,

CHB = 0. (7.9)

The projection of (7.7) onto the constraint subspace is given by the quiescent weight

vector

wq = C
(

CHC
)−1

g. (7.10)

Many different types of linear constraints have been developed for the LCMV

beamformer. We consider directional constraints and quiescent pattern constraints.
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Figure 7.5: The Generalized Sidelobe Canceller Implementation of the LCMV
Beamformer: x(k)=input data vector, wq=quiescent weight vector, B =null(CH),
d0(k)=desired signal, x0(k)=unconstrained filter input, wa=adaptive weight vector,
ε(k)=scalar output.

The distortionless constraint of the MVDR beamformer, wHs = 1, is one example

of a directional constraint. We are also interested in directional null constraints that

enforce beampattern nulls in the direction of known interference sources

wHsj = 0, (7.11)

where sj is the steering vector in the direction of the jth interferer. Combining the

distortionless constraint with Nj null constraints yields the following C matrix and

g vector

C =
[

s s1 s2 · · · sNj

]

, (7.12)

gH = [1 0 0 · · · 0] . (7.13)

We apply directional constraints to Knowledge-Aided MWF in Section 7.1.2.

We are also interested in “quiescent pattern” constraints. There are several dif-

ferent approaches for quiescent pattern constraints. We consider the approach in

[TG92b] which utilizes two linear constraints. The first constraint imposes the quies-

cent response

wHw̄dq = 1, (7.14)

where

w̄dq =
wdq

wH
dqwdq

, (7.15)
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and where wdq is the desired quiescent pattern. The second constraint protects the

desired signal from being cancelled by the adaptive filter2

wHcs = 0, (7.16)

where

cs = P⊥
w̄dq

s, (7.17)

where P⊥
w̄dq

is the projection matrix orthogonal to Pw̄dq
and where Pw̄dq

is the pro-

jection matrix with respect to w̄dq. Thus

P⊥
w̄dq

= I −
(

w̄dq

(

w̄H
dqw̄dq

)−1
w̄H
dq

)

. (7.18)

The resulting C matrix and g vector are given by

C = [w̄dq cs] , (7.19)

gH = [1 0] . (7.20)

Note that the upper path of the GSC still contains wq computed via (7.10) based

on C and g above in (7.19) and (7.20) and should not be confused with wdq or w̄dq.

Similarly the blocking matrix is still found from (7.8). We apply quiescent pattern

constraints to Recursive MWF in Section 7.1.3.

The development above was specifically based on the LCMV beamformer defined

by the minimization of (7.6). This is a full rank beamformer — Nc constraints plus

N−Nc adaptive degrees-of-freedom. All of the analysis, however, carries over directly

to the reduced rank MWF via the GSC architecture. That is, through inspection of

Figure 7.5 we see that we can enforce the linear constraints in the same manner

through wq and B and use the MWF for the solution to the unconstrained filter, wa,

that lies in the subspace orthogonal to the constraint subspace. We refer to the MWF

with multiple linear constraints as LC-MWF.

2The constraint in (7.16) protects a point. A broader region in angle/frequency space can be
protected using additional constraints as described in [TG92b].
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7.1.2 Knowledge-Aided LC-MWF

When the locations of interference sources are known a priori we can apply linear

null constraints to the multistage Wiener filter as described above. We refer to this

approach as Knowledge-Aided LC-MWF. We now evaluate Knowledge-Aided LC-

MWF using the scenario defined at the beginning of this chapter (i.e., 32 element

adaptive array, 25 noise jammers). We assume that 10 of the 25 jammers come from

known directions and place null constraints in these 10 directions. Figure 7.6 shows

the resulting performance under the assumption of perfect knowledge of the jammer

directions. We see that the MWF is now able to reach its best performance at rank

15 as opposed to 25 in the baseline case. Thus we have productively partitioned

the solution subspace into quiescent and adaptive subspaces due to the high quality

(i.e., perfect nature) of our a priori knowledge. We also see in Figure 7.6 that the

mean square error (MSE) for the LC-MWF solution is 2.9 dB better than for the

baseline case. This is because the LC-MWF processor has perfect knowledge of 10

of the jammer directions while the baseline MWF processor has to rely on statistical

estimates.

We next examine the more practical case where the a priori knowledge is imper-

fectly known. We perform a sensitivity study and look for the breakpoint in required

accuracy. Figure 7.7 shows the performance for five different error levels in the as-

sumed jammer directions, ranging from 1/2 to 1/100th of a half-power beamwidth3.

We see that performance is quite sensitive to these errors. Even one-sigma errors of

only 1/50th to 1/100th of a half-power beamwidth provide noticeable performance

degradation in both the best MSE and the required number of adaptive stages. By the

time the one-sigma errors have reached 1/20th of a half-power beamwidth the best

MSE has deteriorated by 2 dB relative to the baseline and thus Knowledge-Aided

LC-MWF is no longer productive.

7.1.3 Recursive LC-MWF

We next consider the use of quiescent pattern constraints for Recursive LC-MWF.

We process an initial block of K0 data snapshots (e.g., K0=1N) at time τ0 using the

standard MWF algorithm with only the distortionless constraint. Then we receive

another block of K1 data snapshots (e.g., K1=1N) at time τ1. We run the LC-MWF

algorithm using the best weight vector computed at time τ0 as our desired quiescent

3We refer to the half-power beamwidth of a 32 element array with uniform weighting.
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Figure 7.6: Knowledge-Aided Linear Constrained MWF, Perfect Knowledge:
N=32 array elements, Nc=10 linear null constraints, Nj=25 noise jammers,
K=1N=32 samples, 1000 trials.

pattern, i.e., wdq. We refer to this as the “first recursion” since it is the first time that

weight vector feedback was used. We repeat this process as many times as desired

using the relation

wdq(τi+1) = w(rbest)(τi). (7.21)

We refer to the LC-MWF algorithm using (7.21) as Recursive LC-MWF.

We evaluate Recursive LC-MWF using the scenario described at the beginning of

this chapter (i.e., 32 element adaptive array, 25 noise jammers). Figure 7.8 shows the

results for the baseline, 1st recursion, 2nd recursion, and 10th recursion for stationary

data. We see that for all the recursive cases the filter indeed leverages the performance

of the previous weight vector and immediately provides excellent performance. Note

that for the 1st recursion the best rank is not literally at a rank of 1. This is consistent

with the fact that w(rbest)(τ0) 6= w(opt) but rather is the best approximation supported

by the specific training samples provided. However, as the number of recursions

increases the best rank tends toward 1 and the MSE performance level gradually

approaches that of the optimal MMSE performance.
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Figure 7.7: Sensitivity of Knowledge-Aided LC-MWF to Jammer Direction Errors:
N=32 elements, Nc=10 linear null constraints, Nj=25 noise jammers, K=1N=32
samples, 1000 trials.

We next examine the sensitivity of Recursive LC-MWF to the stationarity of the

environment. Clearly if the interference environment changes from one recursion to

the next performance will degrade. We examine the gracefulness of this degradation.

We consider cases where jammers are either deleted or added to the baseline interfer-

ence environment between times τ0 and τ1. For simplicity we examine performance

with just a single recursion.

In Figure 7.9 we examine performance for the case of deleted jammers. At time τ0
we implement the standard MWF using observations containing 25 jamming signals

at the same locations and power levels as shown in Figure 7.2. At time τ1 we execute

Recursive LC-MWF constrained by w(rbest)(τ0) but using observations that reflect the

deletion of 0, 1, 2, or 3 jammers. We see in Figure 7.9 that the deletion of jammers

has virtually no impact on the performance. Excellent performance is achieved in

the first recursion for each of these cases. This is not a surprising result since the

presence of extraneous nulls in the desired quiescent pattern is not disruptive.

In Figure 7.10 we examine performance for the case of additional jammers. At time



174

0 5 10 15 20 25 30
0

5

10

15

20

25

30

35

40

45

50

Rank

M
ea

n 
S

qu
ar

e 
E

rr
or

 (d
B

)

Baseline Multistage Wiener Filter
1st Recursion
2nd Recursion
10th Recursion
Minimum Mean Square Error

Figure 7.8: Recursive MWF using a Quiescent Pattern Constraint, Stationary Data:
N=32 elements, Nj=25 noise jammers, K=1N=32 samples per block, 1000 trials.

τ0 there are 25 jammers at the same locations and power levels as shown in Figure 7.2.

At time τ1 we process data that reflects the addition of 0, 1, 2, or 3 jammers. The

additional jammers have the same characteristics as the original 25 jammers. That

is, they are randomly determined with the restrictions that they lie outside the main

beam and have jammer-to-noise ratios between 20 and 50 dB. We see in Figure 7.10

that the addition of jammers has a negative impact on the performance, as one would

expect since the new jammers are not nulled in the constraint subspace. Additionally,

however, we see that the filter requires a full 25-27 adaptive stages in order to recover

best performance. Thus an entirely new adaptive subspace solution is needed even

though the interference environment has changed only by 1 to 3 jammers. This is

an unfortunate property. However, the amount of adaptive processing required is no

more than if the standard MWF had been used. Thus in abruptly nonstationary

environments we are neither better off nor worse off for having used Recursive LC-

MWF.
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Figure 7.9: Sensitivity of Recursive LC-
MWF to Nonstationary Data – Certain
Jammers Present at Time τ0 but Turned
Off at Time τ1: N=32 elements, Nj=25
noise jammers (initially), K=1N=32
samples per block, 1000 trials.

Figure 7.10: Sensitivity of Recursive
LC-MWF to Nonstationary Data – Cer-
tain Jammers Absent at Time τ0 but
Turned On at Time τ1: N=32 ele-
ments, Nj=25 noise jammers (initially),
K=1N=32 samples per block, 1000 tri-
als.

7.2 The CG-MWF Algorithm

7.2.1 The Relationship Between the Multistage Wiener

Filter and the Method of Conjugate Gradients

In this section we describe the relationship between the multistage Wiener filter and

the method of conjugate gradients as background for the CG-MWF algorithm. Our

discussion follows [WHGZ02]. Both the MWF and the CG method minimize the same

cost function and operate in the same subspace, namely the Krylov subspace. Thus

they will generate the same weight vector solutions on a stage-by-stage basis when

applied to the Wiener-Hopf equation. We begin by describing Krylov subspaces.

Krylov Subspaces

The Krylov subspace is defined as follows

K(R, r, n) = span{r,Rr,R2r, · · · ,Rn−1r}, (7.22)
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where R ∈ C
N×N ; w, r ∈ C

N ; and n ≤ N [GVL96]. Krylov subspaces arise naturally

in many applications. For example, Zoltowski has shown how the Krylov subspace

can arise in array processing [Zol02]. Recall from the Cayley-Hamilton Theorem that

R−1 may be expressed as a linear combination of the powers of R [Bro85]

R−1 =
N−1
∑

i=0

αiR
i (7.23)

= α0I + α1R + α2R
2 + · · · + αN−1R

N−1. (7.24)

Now consider the Wiener-Hopf solution

w = R−1r. (7.25)

Substituting (7.24) into (7.25) yields

w = α0r + α1Rr + α2R
2r + · · · + αN−1R

N−1r. (7.26)

Thus we see that w is a linear combination of {r,Rr,R2r, · · · ,RN−1r} which are

precisely the Krylov basis vectors.

A useful property of Krylov subspaces is their connection with the unitary4 tridi-

agonalization of a Hermitian matrix as described in the following theorem [WHGZ02,

GVL96]:

Theorem 1. If QHRQ = T is a unitary tridiagonal decomposition of the Hermitian

matrix R, then the columns of Q span the Krylov subspace K(R,q1, N) where q1 is

the first column of Q.

We observe that there are many Q matrices that tridiagonalize R. Each is de-

termined uniquely by the first column q1. Theorem 1 provides a practical means of

finding bases for Krylov subspaces by using any algorithm that provides a unitary

tridiagonalization [WHGZ02]. The forward recursion of the multistage Wiener filter,

for example, is one such means.

The Multistage Wiener Filter

The multistage Wiener filter, introduced in Section (3.1.3), is a “signal dependent”

reduced rank adaptive filter. By signal dependent we mean that the algorithm uses

4Recall that unitary matrices have the property U
−1 = U

H .
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both the observed data and the desired signal in determining the basis for rank

reduction.

We consider the unconstrained filter shown in Figure 7.11. The standard MWF

implementation is divided into a forward recursion and a backward recursion as shown

in Table 3.2. In the forward recursion, or analysis stage, a basis is computed which

converts the observed data covariance matrix, Rx0 , into a tridiagonal covariance ma-

trix, Rd, as follows

Rd = LRx0L
H , (7.27)

where

Rx0 = E
[

x0x
H
0

]

, (7.28)

and

LH =

[

h1 BH
1 h2 BH

1 BH
2 h3 · · ·

N−1
∏

i=1

BH
i

]

. (7.29)

The hi are the cross correlation unit direction vectors and the Bi are the blocking

matrices, defined by Bihi = 0. We restrict our attention to blocking matrices that

have orthonormal rows, BiB
H
i = I. The resulting L is unitary and Theorem 1 applies.

Σ

wa

d0(k) ε(k)

x0(k)

+
-

d0(k)^

Figure 7.11: Unconstrained Adaptive Filter: x0=input data vector, d0=desired signal,
d̂0=estimate of desired signal wa=adaptive weight vector, ε=scalar output.

The transformation matrix, L, defined in (7.29) above is square, unitary, and

Theorem 1 directly applies. However, in the more typical MWF application the

forward recursion is truncated at a rank which is less than the full rank. In this case

the transformation matrix, Lr, is no longer square (hence cannot be unitary) but
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rather is r(mwf) ×N

LH
r =



h1 BH
1 h2 BH

1 BH
2 h3 · · ·

r(mwf)−1
∏

i=1

BH
i



 . (7.30)

The transformation matrix, however, will still satisfy LrL
H
r = I and the range of Lr

will still span the Krylov subspace, as shown in [WHGZ02], with a commensurate

reduction in subspace dimension. Thus we observe that:

The multistage Wiener filter forward recursion provides a decomposition

of the observed data in the Krylov subspace, where the columns of LH
r

represent the Krylov basis vectors.

The MWF backward recursion, or synthesis stage, then solves the Wiener-Hopf

equations in the new basis with a nested chain of scalar Wiener filters. In other words

the backwards recursion finds the weight vector that minimizes the mean square error

(MSE) over all possible vectors that lie in the Krylov subspace defined by the forward

recursion. Referring again to Figure 7.11 the mean square error is

MSE = E
[

|wH
a x0(k) − d0(k)|2

]

(7.31)

= wH
a Rx0wa − 2<(rHxdwa) + σ2

d, (7.32)

where rxd = E[x0d
∗
0], σ

2
d = E[|d0|2], and <(z) is the real part of the complex number

z. Then the MWF weight vector solves the following minimization [WHGZ02]

w(mwf)
a,r = arg min

w∈Ran(Lr)

{wH
a Rx0wa − 2<(rHxdwa) + σ2

d}, (7.33)

where Ran(Lr) is the range of Lr, which spans the Krylov subspace, i.e.,

Ran (Lr) = K
(

Rx0 , rxd, r
(mwf)

)

. (7.34)

The Method of Conjugate Gradients

The method of conjugate gradients is an iterative technique for solving symmetric

positive definite linear systems. It was developed in the early 1950s by Hestenes and

Stiefel [HS52]. We consider the Wiener-Hopf equation associated with the uncon-

strained filter in Figure 7.11

Rx0wa = rxd, (7.35)
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where Rx0 ∈ C
N×N is Hermitian and positive definite. There are several ways to

derive the CG method. We consider the approach from Golub and Van Loan [GVL96]

which minimizes the following cost function [WHGZ02]

φ(wa) = wH
a Rx0wa − 2<(rHxdwa). (7.36)

One approach to the minimization of this cost function is to use the method of

steepest descent. This approach chooses search directions that are aligned in the

direction of the negative gradient, −∇φ(wa). This approach, however, is known to

converge slowly for the cases where the condition number, κ(Rx0), is large [GVL96].

The method of conjugate gradients chooses different search directions in order to

improve convergence. Specifically, the CG method considers search directions, pi,

that are R-conjugate, i.e.,

piRx0pj = 0 ∀ i 6= j. (7.37)

In order to retain the positive aspects of the method of steepest descent, the method

of conjugate gradients chooses search directions that are the closest to the negative

gradient while still being R-conjugate. The final recursion equations associated with

the CG method require considerable analysis to develop. We are concerned with an

important relationship that results from this analysis [GVL96]

span(p1,p2, · · · ,pr(cg)) = K(Rx0 , t̄0, r
(cg)), (7.38)

where r(cg) is the number of CG iterations and t̄0 is the “residual” at the initial

starting point, w
(0)
a , i.e.,

t̄0 = rxd − Rx0w
(0)
a . (7.39)

Frequently, w
(0)
a = 0 is used for initialization leading to

t̄0 = rxd. (7.40)

In this case the conjugate gradient search directions span the Krylov subspace

span(p1,p2, · · · ,pr(cg)) = K(Rx0 , rxd, r
(cg)), (7.41)

which is our desired result.
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The Relationship Between the Multistage Wiener Filter and the Method

of Conjugate Gradients

We now are ready to relate the multistage Wiener filter to the method of conjugate

gradients. We consider again the Wiener-Hopf equation associated with the uncon-

strained filter in Figure 7.11

Rx0wa = rxd. (7.42)

We consider the MWF with orthonormal rows in the transformation matrix L and

the CG method initialized with w
(0)
a = 0. We observe from (7.33) and (7.36) that

the minimization cost functions for the MWF and CG method are the same5. Fur-

thermore, we observe in (7.34) and (7.41) that both algorithms operate in the same

Krylov subspace. Therefore the MWF and CG algorithms will compute the same

weight vector solutions at each stage [WHGZ02], i.e.,

w(mwf)
a,r = arg min

wa∈Ran(Lr)

{wH
a Rx0wa − 2<(rHxdwa) + σ2

d} (7.43)

= arg min
wa∈K(Rx0 ,rxd)

{wH
a Rx0wa − 2<(rHxdwa) + σ2

d} (7.44)

= arg min
wa∈K(Rx0 ,rxd)

{wH
a Rx0wa − 2<(rHxdwa)} (7.45)

= arg min
wa∈K(Rx0 ,rxd)

{φ(wa)} (7.46)

= w(cg)
a,r . (7.47)

This relationship provides motivation for the CG-MWF algorithm described below.

7.2.2 The CG-MWF Algorithm

Knowing the relationship between the MWF and CG weight vectors described above

allows us to leverage insights and techniques developed in the CG community for the

MWF algorithm. We saw an example of this earlier in Section 6.2.6 with regard to

the Hanke-Raus Error Estimate stopping technique. Here we implement the MWF

algorithm using the CG recursions in order to take advantage of several desirable

properties. We refer to this approach as CG-MWF. Figure 7.12 shows insertion of

the CG recursions into the generalized sidelobe canceller (GSC) structure to provide

a constrained CG-MWF filter.

5The quadratic functions differ only by a constant and therefore have the same unique minimum.
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Σ
d0(k) ε(k)

d̂0(k)

x(k)

+
-

wa
(cg)B

s

x0(k)

Figure 7.12: The CG-MWF Algorithm Implemented as a Constrained Filter Using
the GSC: x(k)=input data vector, s=steering vector, B =null(s), d0(k)=desired

signal, x0(k)=unconstrained filter input, w
(cg)
a =adaptive weight vector implemented

with the conjugate gradient algorithm, ε(k)=scalar output.

Note that there are many different implementations of the CG algorithm. In

connection with (nonsymmetric) least squares problems (Ax = b) the CG method

is applied to the normal equations AHAx = AHb. One popular and stable CG

implementation for the normal equations is conjugate gradient least squares (CGLS)

[Han98]. Recall from Section 6.2.6 that the Wiener-Hopf equation takes the form of

the normal equations for the case of estimated statistics. That is, we solve

R̂x0wa = r̂xd, (7.48)

where

R̂x0 =
1

K
X0X

H
0 , (7.49)

and

r̂xd =
1

K
X0d

H
0 . (7.50)

Substituting (7.49) and (7.50) into (7.48) yields

X0X
H
0 wa = X0d

H
0 . (7.51)

We consider CGLS applied to (7.51) in this chapter. The CGLS recursion equations

are presented in Table 7.1 [Han98].

One desirable feature of the CG algorithm is that it is a “forward-only” recursion.

This is in contrast to the standard MWF algorithm that has both a forward recursion
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Table 7.1: CGLS Recursion Equations.

wa Computed Via

αi = ‖X0t
(i−1)‖2

‖XH
0 a(i−1)‖2

w
(i)
a = w

(i−1)
a + αia

(i−1)

t(i) = t(i−1) − αiX
H
0 a(i−1)

βi = ‖X0t
(i)‖2

‖X0t(i−1)‖2

a(i) = X0t
(i) + βia

(i−1)

Initialized With

Starting vector w
(0)
a

t(0) = dH0 − XH
0 w

(0)
a

a(0) = X0t
(0)

and a backward recursion. The forward-only formulation is convenient for inserting

stopping criteria in an as-you-go manner.

A second desirable feature of the CG algorithm is that it starts with an initial

weight vector, w
(0)
a . Often the algorithm is initialized with w

(0)
a = 0. However, our

interest is in nonzero weight vector initializations. Motivation for this approach comes

from the following theorem that relates to the rate of convergence for the CGLS (and

hence CG-MWF) algorithm [Bjö96].

Theorem 2. Let t(r) be the residual associated with the rth conjugate gradient itera-

tion such that t(r) = XH
0 w

(r)
a − dH0 , then the residual error is bounded by

‖t(fr) − t(r)‖ < 2
(

κ−1
κ+1

)r ‖t(fr) − t(0)‖,
where t(fr) is the full rank residual and κ is the condition number of X0.

We can simplify the expression in Theorem 2 by noting that κ−1
κ+1

< 1 (and indeed

is approximately 1 since κ(X0) is typically large). Therefore

‖t(fr) − t(r)‖ < 2‖t(fr) − t(0)‖. (7.52)
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Additionally, we recognize that that the factor of 2 (i.e., 3 dB) in (7.52) is small in re-

lation to typical interference cancellation requirements for adaptive array processing

applications. Thus we interpret (7.52) as meaning that the benefits of interference

rejection that are captured in an initial weight vector, w
(0)
a , will be retained in subse-

quent iterations of the CG-MWF algorithm. This confirms our intuition that smart

initialization of the CG-MWF algorithm is a productive endeavor.

7.2.3 Knowledge-Aided CG-MWF

We now consider the case where a priori knowledge of the interference environment

is available to the filter. We insert this knowledge using the following relation

w(0)
a = w(dq)

a , (7.53)

where w
(dq)
a is the desired quiescent pattern that reflects all of the a priori knowledge.

We refer to CG-MWF initialized with (7.53) as Knowledge-Aided CG-MWF.

We evaluate Knowledge-Aided CG-MWF using the scenario described at the be-

ginning of this chapter (i.e., 32 element adaptive array, 25 noise jammers). We first

consider the case of perfect knowledge, i.e., all interference sources are known ex-

actly. This is an unrealistic assumption, of course, but represents a bounding case.

Figure 7.13 shows the results. We see that the filter is able to achieve the minimum

MSE immediately at rank 1 (no adaptive stages). As adaptive stages are added the

performance degrades due to overadaption.

Next we examine the sensitivity of this approach to imperfections in our knowledge

of the interference environment. We search for the breakpoint that determines how

accurately a priori knowledge must be known in order for it to be productive. We

consider two types of imperfections, errors in interference directions and errors in

interference power levels. Figure 7.14 shows the performance as a function of errors

in our knowledge of the interferer directions. We consider one-sigma errors of 1/10,

1/20, 1/50, and 1/100 of a half-power beamwidth. We see that the breakpoint appears

to be at a one-sigma level of about 1/20th of a half-power beamwidth. When errors

are small relative to this level, quiescent pattern initialization is quite productive. The

mean square error (MSE) achieved is superior to that achieved in the baseline case

and fewer adaptive stages are required. Conversely, when errors are large relative

to this level then the benefit of initialization is diminished. We do note, however,

that w
(q)
a initialization is not counterproductive. Even with large errors the number



184

0 5 10 15 20 25 30
0

5

10

15

20

25

30

35

40

45

50

Rank

M
ea

n 
S

qu
ar

e 
E

rr
or

 (d
B

)

Baseline, w
a
(0)=0        

Perfect A Priori Knowledge
Minimum Mean Square Error 

Figure 7.13: Performance of Knowledge-Aided CG-MWF with Perfect Knowledge:
N=32 elements, Nj=25 noise jammers, K=1N=32, 1000 trials.

of required adaptive stages does not exceed that for w
(0)
a = 0, and the MSE at best

rank is the same.

Figure 7.15 presents the results when there are errors in the interference power

levels (e.g., as might be caused by multipath fading). Here we see that the breakpoint

appears at a one-sigma error level of between 10 and 15 dB. Below this level the

performance advantage is significant. Above this level the utility is diminished. Again

we note that the performance with poor a priori knowledge in terms of best MSE

and required number of stages does not deteriorate relative to the baseline case.

7.2.4 Recursive CG-MWF

We next consider the case where data observations become available with time. We

process an initial block of K0 data snapshots (e.g., K0=1N) at time τ0 using the

CG-MWF algorithm with w
(0)
a (τ0) = 0. Then we receive another block of K1 data

snapshots (e.g., K1=1N) at time τ1. We run the CG-MWF algorithm again, this time

using w
(0)
a (τ1) = w

(rbest)
a (τ0), where w

(rbest)
a (τ0) is the best weight vector computed at
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Figure 7.14: Sensitivity of Knowledge-
Aided CG-MWF to Jammer Direction
Errors: N=32 elements, Nj=25 noise
jammers, K=1N samples, 1000 trials.

Figure 7.15: Sensitivity of Knowledge-
Aided CG-MWF to Jammer Power Er-
rors: N=32 elements, Nj=25 noise jam-
mers, K=1N=32 samples, 1000 trials.

time τ0, i.e., at the best rank. We refer to this second run of the CG-MWF algorithm

as the “first recursion” since it is the first time that weight vector feedback was used.

We continue adding additional recursions as desired using the relation

w(0)
a (τi+1) = w(rbest)

a (τi). (7.54)

We refer to the CG-MWF algorithm using (7.54) as Recursive CG-MWF.

We evaluate Recursive CG-MWF using the scenario described at the beginning of

this chapter (i.e., 32 element adaptive array, 25 noise jammers). Figure 7.16 shows the

results for the baseline, 1st recursion, 2nd recursion, and 10th recursion for stationary

data. We see that for all the recursive cases the filter indeed leverages the performance

of the previous weight vector and provides excellent performance with no (or few)

adaptive stages required. Note that for the 1st recursion the best rank is not literally

at a rank of 1. This is consistent with the fact that w
(rbest)
a (τ0) 6= w

(opt)
a but rather is

the best approximation supported by the specific training samples provided. However,

as the number of recursions increases the best rank tends toward 1 and the MSE

performance level gradually approaches that of the optimal MMSE performance.

We next examine the sensitivity of Recursive CG-MWF to the stationarity of the

environment. Clearly if the interference environment changes from one recursion to
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Figure 7.16: Performance of Recursive MWF versus the Number of Recursions, Sta-
tionary Data: N=32 elements, Nj=25 noise jammers, K=1N=32 samples per block,
1000 trials.

the next performance will degrade. We examine the gracefulness of this degradation.

We consider cases where jammers are either deleted or added to the baseline interfer-

ence environment between times τ0 and τ1. For simplicity we examine performance

with just a single recursion.

In Figure 7.17 we examine performance for the case of deleted jammers. At time

τ0 there are 25 noise jammers at the same locations and power levels as shown in

Figure 7.2. At time τ1 we process data that reflects the deletion of 0, 1, 2, or 3

jammers. The initialization at time τ1 is again with w
(0)
a (τ1) = w

(rbest)
a (τ0). We see in

Figure 7.17 that the deletion of jammers has virtually no impact on the performance.

Excellent performance is achieved with the recursion. This is not a surprising result

since the presence of extraneous nulls in w
(0)
a (τ1) is not disruptive.

In Figure 7.18, however, we examine performance for the case of additional jam-

mers. At time τ0 there are 25 noise jammers at the same locations and power levels

as shown in Figure 7.2. At time τ1 we process data that reflects the addition of 0,

1, 2, or 3 jammers. The additional jammers have the same characteristics as the
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Figure 7.17: Sensitivity of Recursive
CG-MWF to Nonstationary Data.
Certain Jammers Present at Time τ0
but Turned Off at Time τ1: N=32 ele-
ments, Nj=25 noise jammers (initially),
K=1N samples per block, 1000 trials.

Figure 7.18: Sensitivity of Recursive
CG-MWF to Nonstationary Data.
Certain Jammers Absent at Time τ0
but Turned On at Time τ1: N=32 ele-
ments, Nj=25 noise jammers (initially),
K=1N samples per block, 1000 trials.

original 25 jammers. That is, they are randomly determined with the restrictions

that they lie outside the main beam and have jammer-to-noise ratios between 20 and

50 dB. The initialization at time τ1 is again with w
(0)
a (τ1) = w

(rbest)
a (τ0). We see in

Figure 7.18 that the addition of jammers can have mixed results. Typically, as one

would expect, that the performance suffers appreciably due to the introduction of

an undernulled interference sources. We see that this is the case with either 2 or 3

new jammers. However, we also see that the case of a single additional jammer had

very little negative impact. This is due to a fortuitous random draw of the jammer

location/power. We also note that when performance suffers the filter then takes a

full 25-28 stages to converge again to its best performance. Thus an entirely new

subspace is needed to achieve best performance even though only 2 to 3 new jammers

are present. This is no more burdensome, however, then if trivial initialization had

been used.
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7.3 Combining Linear Constraints with CG-MWF

In this chapter we have described two different means of augmenting the MWF to

take advantage of pre-existing environmental knowledge — LC-MWF and CG-MWF.

These two approaches can be combined, of course, to simultaneously implement both

Knowledge-Aided and Recursive MWF. For example, a priori knowledge can be in-

serted using linear constraints and recursion can be implemented using CG-MWF.

We refer to this as LC-CG-MWF and demonstrate the results in Figure 7.19 for the

baseline scenario under consideration. We see that the linear constraints reduce the

adaption requirements from 25 to 15 as before. Additionally, upon recursion the per-

formance quickly converges to best MSE. The results in Figure 7.19 are for perfect

knowledge and stationary data. Performance degradations due to imperfections and

nonstationarities are not shown but can be inferred from the previous results.

0 5 10 15 20 25 30
0

5

10

15

20

25

30

35

40

45

50

Rank

M
ea

n 
S

qu
ar

e 
E

rr
or

 (d
B

)

Baseline Multistage Wiener Filter
LC−MWF, 10 Directional Constraints
LC−CG−MWF, 1st Recursion
LC−CG−MWF, 2nd Recursion
LC−CG−MWF, 10th Recursion
Minimum Mean Square Error

Figure 7.19: Combined Knowledge-Aided and Recursive LC-CG-MWF:
N=32 elements, Nc=10 null constraints with perfect knowledge, recursive CG-MWF
with stationary data, Nj=25 jammers, K=1N=32 samples per block, 1000 trials.
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7.4 Summary

In this chapter we have described methods for augmenting the multistage Wiener

filter in order to exploit a priori knowledge or take advantage of previously computed

adaptive solutions. The first algorithm was based on applying multiple linear con-

straints using standard LCMV techniques. Directional null constraints were used to

insert prior knowledge about jammer directions, and quiescent pattern constraints

were used to feedback the best adaptive weight vector from one block of data to the

next. A second algorithm was presented that takes advantage of a new CG-MWF im-

plementation and affords the possibility of nonzero weight vector initialization. We

used this nonzero initialization to insert either a priori jammer knowledge or the

weight vector solution from a previous block of data. Additionally a combination of

the two approaches was demonstrated.

We evaluated the above techniques using a common array processing simulation.

We found that these techniques worked very well for cases with accurate a priori

knowledge or stationary data. We also evaluated these approaches under imperfect

and nonstationary conditions in order to identify the breakpoints where the techniques

were no longer productive. For the cases tested we found that prior knowledge of

jammer directions needed to be known to a one-sigma accuracy of about 1/20th of a

half-power beamwidth. Similarly prior knowledge of jammer power levels needed to

be known to between 10 and 15 dB, one-sigma. For the recursive implementations

we found that performance was very sensitive to the appearance of new interference

sources, and that when this occurred full adaptation to a new subspace was needed.

We also observed, however, that use of the above algorithms was not counterpro-

ductive. That is, when the techniques were spoiled due to either poor prior knowledge

or nonstationary environments the processor simply required the same adaptive rank

as it would have required in the absence of these techniques. Thus these approaches

can be confidently exploited in situations where pre-existing environmental knowledge

is either accurate and stationary or only transiently inaccurate or nonstationary. Per-

formance will then be self-correcting. In cases where the pre-existing knowledge is

consistently poor or nonstationary then these approaches will be unproductive. This,

of course, is to be expected.



Chapter 8

Conclusions

This dissertation has presented research directed at advancing the understanding and

utility of the multistage Wiener filter (MWF). The MWF is a reduced rank adap-

tive signal processing algorithm with many important advantages, chief among them

improved performance relative to full rank techniques and reduced sample support

requirements. We described the MWF along with other reduced rank algorithms such

as principal components, the cross spectral method, and diagonal loading. Our pri-

mary benchmark for comparison was principal components due to its community-wide

popularity. We focused on adaptive array processing, both spatial array processing

and airborne radar space-time adaptive processing (STAP).

In Chapter 4 we investigated rank compression and sample support compression

for the MWF. We described several mechanisms than can contribute to rank compres-

sion including closely spaced signals and filter constraints. We also showed through

eigenvector and Krylov basis analysis why the MWF will have greater rank compres-

sion than principal components. We then presented a series of computer simulations

to demonstrate the conditions for which rank compression can occur. We found that

complex environments with many low power interferers are good candidates for MWF

rank compression.

We also investigated sample support compression. Our primary interest was ex-

ploring whether environments with significant MWF rank compression, relative to

principal components, also required fewer training samples. We found that this was

not the case. We examined several complex scenarios that experienced significant

MWF rank compression and found that the sample support requirements for both the

MWF and principal components were virtually identical. Furthermore, histograms of

normalized signal-to-interference-plus-noise ratio (SINR) were generated for both the

190
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MWF and principal components. These histograms showed that the normalized SINR

distributions for the MWF and principal components were the same and followed a

beta probability density function.

In Chapter 5 we presented three approaches for adding loading to the multistage

Wiener filter — Rd loading, scalar loading, and error loading. We described the

relationships between these approaches and conventional diagonal loading. We found

that Rd loading and scalar loading were equivalent. We showed the impact of loading

on MWF performance, and found that when the loading level was properly adjusted

the MWF filter would saturate at its peak value of SINR and would be shielded from

the deleterious effects of overadaption. We also discussed two methods for selecting

the appropriate amount of loading — one based on a rule-of-thumb, and one using a

technique called the L-Curve criterion. We described in detail the L-curve criterion

as it applies to array processing.

In Chapter 6 we examined hard stop algorithms for selecting the best MWF rank.

Six viable MWF stopping criteria algorithms were presented. Three of these al-

gorithms required a threshold — the modified Hanke-Raus error estimate technique

(MHREE), the white noise gain constraint (WNGC), and the generalized discrepancy

principle (GDP). The MHREE algorithm was the overall best performing algorithm

in the scenarios investigated The WNGC algorithm not far behind. In situations for

which threshold tuning is possible these two algorithms appear to be the most promis-

ing. The GDP algorithm consistently underperformed the MHREE and WNGC al-

gorithms and thus is the least attractive of the three.

The L-curve and cross validation (CV) algorithms were investigated as examples

of completely blind algorithms, i.e., not requiring a threshold. In situations where

threshold values may not be easily determined these two algorithms provide attractive

alternatives. The L-curve algorithm, however, since it relies on finding the knee of

a curve, can suffer in complex scenarios where the delineation between the signal

subspace and noise subspace is smeared. The CV algorithm, on the other hand,

appears to be a very robust algorithm. Since it is a faithful estimate of the true

mean square error (MSE) this algorithm does not have an obvious Achilles heel.

The performance of the CV algorithm, however, is not as attractive as that of the

threshold-based algorithms, for well selected thresholds, but that is to be expected.

The threshold-based algorithms bring to bear a priori knowledge, i.e., the threshold,

and therefore operate with an advantage. One practical disadvantage of the CV

algorithm is its computational complexity. Since it relies on multiple resamples of the
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data it must compute the weight vector multiple times. This increases the computer

operations requirements in direct proportion to the number of resamples.

The final hard stop algorithm investigated was the input-output power function

(IOPF). This algorithm is perhaps best described as semi-blind. It requires an es-

timate of the noise floor, which can either be derived from the data (i.e., blind) or

provided a priori. The results presented in this dissertation assumed that the noise

power was derived from the data by pointing a low sidelobe, deterministic beam

into an interference-free region. We saw that this worked quite well for the cases

investigated but this approach cannot be relied on in the most general case.

Chapter 7 of this dissertation presented methods for augmenting the multistage

Wiener filter in order to exploit a priori knowledge or take advantage of previously

computed adaptive solutions. We investigated two approaches. The first algorithm

was based on applying standard linear constraints techniques and was referred to

as LC-MWF. Directional null constraints were used to insert prior knowledge about

jammer directions, and quiescent pattern constraints were used to feedback the best

adaptive weight vector from one block of data to the next. A second algorithm

was presented that takes advantage of a new conjugate gradient based implementa-

tion of the MWF (CG-MWF) and affords the opportunity for nonzero weight vector

initialization. We used this nonzero initialization to insert either a priori jammer

knowledge or the weight vector solution from a previous block of data. Additionally

a combination of the two approaches was demonstrated.

We evaluated the LC-MWF and CG-MWF algorithms and found that these tech-

niques worked very well for cases with accurate a priori knowledge or stationary data.

We also evaluated these approaches under imperfect and nonstationary conditions in

order to find the breakpoints where the techniques were no longer productive. For the

cases tested we found that prior knowledge of jammer directions needed to be known

to a one-sigma accuracy of about 1/20th of a half-power beamwidth. Similarly prior

knowledge of jammer power levels needed to be known to between 10 and 15 dB,

one-sigma. For the recursive implementations we found that performance was very

sensitive to the appearance of new interference sources, and that when this occurred

full adaptation to a new subspace was needed. We also observed, however, that using

the above algorithms was not counterproductive. When the techniques were spoiled

due to either poor prior knowledge or nonstationary environments the processor sim-

ply required the same adaptive rank as it would have required in the absence of these

techniques. Thus these approaches are self-correcting.
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Areas of future work include the following. The sample support compression re-

sults of Chapter 4 showed a compelling demonstration that the normalized SINR

performance of the MWF follows a beta distribution just as has been shown for prin-

cipal components and diagonal loading. Rigorous proof of this result is an area for

future work. Chapters 5 and 6 derived stopping algorithms for the MWF. Their per-

formance was evaluated with many computer simulations including those modelling

interference complexity through the application of a covariance matrix taper. The

covariance matrix tapers that were used model interference modulation effects such

as internal clutter motion. An interesting area of future research would be to explore

other models for capturing real-world complexity including receiver chain effects such

as quantization. Additionally, assessing the performance of these algorithms with ex-

perimental data would be an interesting area for future work. The same holds true for

the approaches developed in Chapter 7. Performance was evaluated using computer

simulations. Applying these techniques to measured sensor data is an area of future

work.
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Appendix A: Matlab Code for

Sample Monte Carlo Simulation

Outline and Matlab Computer Code

for the Monte Carlo Simulation of an MVDR-SMI Beamformer

(See also Section 2.6)
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Main Program

Compute the optimal weight vector
Compute the optimal performance metric
Loop over number of samples
     Compute analytical solution
     Loop over number of Monte Carlo trials
          Generate data snapshots
          Compute adaptive weight vector
          Compute performance metric
     End Loop for number of Monte Carlo trials
End Loop for number of samples

Output Section

Plot analytical solution
Plot emprical solution

Definitions & Initializations

Define number of array elements
Define the number of training samples
Define number of Monte Carlo trials
Define true covariance matrix (jammer & noise)
     Define the noise level (normalized to unity)
     Define the jammer directions
     Define the jammer power levels
     Form the jammer array manifold vectors
     Form the jammer power vector
Define the target steering vector

Outline of MVDR-SMI Simulation Code
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% John Hiemstra

% filename: MVDR_Monte_Carlo_Validation

% This prog is Monte Carlo sim of an MVDR-SMI beamformer

% Normalized SINR is computed both analytically & via sim

clear all; % Clear existing Matlab variables

close all; % Clear existing figures

tic % Use tic/toc to time the run

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

% Definitions and Initializations

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

Nmc=1000; % The number of Monte Carlo trials

N=16; % The number of array elements

Nm1d2=(N-1)/2; % Used for array manifold vectors, AMV

K=[N round(1.5*N) 2*N 3*N 4*N 5*N]; % # of train snapshots

theta_deg=[-64.7 -24.8 -17.4 43.3 34.5]; % Jammer DOAs

uj=[sin(theta_deg*(pi/180))]; % Jammer DOAs in u-space

V = zeros(N, length(uj)); % Matrix of jammer AMVs

SI= zeros(length(uj),length(uj)); % Matrix of jammer powers

for nj=1:length(uj) % Forming AMVs and Jammer Power Matrix

for n=1:N

V(n,nj)=exp(j*pi*uj(nj)*(n-Nm1d2)); % Calc jmr AMVs

end

SI(nj,nj) = 10^(50/10); % All jammers powers=50 dB

end

R=(V*SI*V')+eye(N); % Normalized with noise level = unity

R_half_power=R^0.5; % Used to generate the snapshots

R_inv=inv(R); % Calculate once and use twice

s = ones(N,1)/norm(ones(N,1)); % Broadside steer vec

Rho=zeros(1,length(K)); % Init Rho, normalized SINR
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%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

% Main Program

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

W_MVDR_H=(s'*R_inv)/(s'*R_inv*s); % Optimal MVDR wt vector

MMSE=real(W_MVDR_H*R*W_MVDR_H'); % Min Mean Square Error

for nK=1:length(K) % Loop on the # of training samples, K

for nmc=1:Nmc % Loop on the number of Monte Carlo trials

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

% MVDR-SMI Beamformer

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

a =(1/sqrt(2))*(randn(N,K(nK))+j*randn(N,K(nK))); % For X

X = R_half_power*a; % Data Matrix, Note E[XX']=R

R_hat=(1/K(nK))*(X*X'); % sample covariance matrix

R_hat_inv=inv(R_hat); % Calculate once, use twice

W_SMI_K1N_H=(s'*R_hat_inv)/(s'*R_hat_inv*s); % SMI wt vec

MSE=real(W_SMI_K1N_H*R*W_SMI_K1N_H'); % Mean square error

Rho(nK)=Rho(nK) + (1/Nmc)*(MMSE/MSE); % Normalized SINR

end % end of Monte Carlo loop

end % end of training sample loop

for nK=N:5*N % Compute analytical solution on a fine grid

K2(1,nK)=nK; % Used as the indep variable for plot

Rho_Anal(nK)=(K2(1,nK)+2-N)/(K2(1,nK)+1); % Analytic Soln

end % end of training sample loop

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

% Output Section

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

figure(1)

plot(K2,10*log10(Rho_Anal),‘b'); % Plot analytical solution

hold on; grid on;

plot(K,10*log10(Rho),‘ro') % Plot simulated solution

xlabel(‘Number of Training Samples')

ylabel('Normalized SINR (dB)')

legend('MVDR-SMI Analytical Solution',…

'MVDR-SMI Simulated Solution',0)

toc % Use tic/toc to time the run
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Abstract

Diagonal loading is a well-known technique in adaptive

beamforming for adding robustness to mismatch. Ef-
fective use of this technique, however, requires that the

loading level be properly set for the given environment.  A 

technique, called the L-curve, has been developed in the
numerical linear algebra community for selecting the

regularization parameter in least squares problems.  Mo-

tivation for the L-curve is developed herein.  This tech-
nique is applied to adaptive beamforming and its per-

formance is evaluated through Monte Carlo simulation.

Initial results indicate that the L-curve predicts the opti-
mal loading level very well. 

1. Introduction 

In this paper we consider diagonally loaded adaptive

beamforming. Diagonal loading is used in adaptive beam-

formers in order to add robustness to mismatch, such as

direction of arrival mismatch, sensor gain/phase

perturbations, or “statistical mismatch” due to finite

sample support [1-3]. Left unmitigated, these sources of

mismatch can cause a significant reduction in beamformer

performance. Effective use of diagonal loading, however,

requires that the loading level be properly set, a condition

that depends on the interference environment at-hand. In

this paper we investigate a data dependent technique for

setting the loading level called the L-curve criterion. This

technique is borrowed from the numerical linear algebra

community where diagonal loading is analogous to 

Tikhonov regularization [4-6]. In this paper we motivate

and formulate the L-curve in the context of array 

processing and evaluate its performance.

The L-curve, in the context of array processing, is a

parametric plot of the square of the norm of the adaptive

weight vector (||wa||
2) versus the sample mean square error

(SMSE), plotted on a log-log scale. Both ||wa||
2 and SMSE

(defined below) vary as a function of the loading level.

The L-curve allows one to explore the tradeoff between

these two competing metrics. Furthermore, both of these

metrics can be measured directly from the data.

2. Technical approach 

2.1 Background and motivation 

Consider the basic filter, w, shown in Figure 1. This

filter structure is often referred to as a “direct form proc-

essor” (DFP). Next, consider the optimal minimum

variance distortionless response (MVDR) beamforming

filter that solves the following constrained minimization
2

, s.t. 1

arg min
H

H

opt
w w s

w E w x  (1)

 (2)
, s.t. 1

arg min
H

H

w w s

w Rw

where R=E[xx
H] is the true covariance matrix of the

training data snapshots x, and s is the unit norm steering

vector. The well-known solution to (2) is 
1

1
.opt H

R s
w

s R s
 (3)

Sources of mismatch to either R or s degrade the filter’s 

performance. For example, the true covariance R is

known only in simulation. Thus, in practice, the sample

matrix inverse (SMI) implementation is commonly used.

SMI replaces R with its maximum likelihood estimate

ˆ /H KR XX  (4)

where X is an N by K data matrix with N equal to the

number of array elements and K equal to the number of

training snapshots. For cases of low sample support, e.g.

K<2N, there is a significant “statistical mismatch” be-

tween R and , and the SMI filter performance is many

dBs inferior to the optimal MVDR filter. Diagonal load-

ing can be used to recover much of this lost performance.

R̂

x w yx ww y

Figure 1: Basic filter (direct form processor).

Diagonal loading solves the following constrained

minimization

Copyright 2002 IEEE
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 (5)( ) 2

, s.t. 1

ˆarg minL

H

H

L
w w s

w w R I w

or
2( ) 2

, s.t. 1

ˆarg min .L

H

H

L
w w s

w w Rw w  (6)

Note that the minimization is with respect to w as op-

posed to the loading level parameter 2

L . There is an 

overall best value for the loading level parameter, which

is environmentally dependent. We desire a method of

selecting the best loading level that is based solely on the

measured data and does not require auxiliary parameters.

The L-Curve is one such technique. 

We desire to select the loading level that optimizes a

suitable performance metric such as mean square error 

(MSE)1. MSE can be defined as

 (7)HMSE w Rw

where R is the clairvoyant covariance matrix and w is the

weight vector of interest. Note that MSE appears in (2).

Further motivation for the term “mean square error”

comes from the generalized sidelobe canceller (GSC)

structure shown below in Figure 2. The GSC is equivalent

to w from the DFP shown in Figure 1. We observe that

the GSC contains an embedded unconstrained Wiener

filter, wa, and the output y is the error from this Wiener

filter.

Figure 2: The generalized sidelobe canceller.

Since MSE is a function of the clairvoyant covariance

matrix this metric is unobservable and we cannot use it to

select the best loading level. An observable metric that is

an alternate to MSE is the sample MSE (SMSE). SMSE

uses the sample covariance matrix in place of the true

covariance matrix as follows 

 (8)ˆ .HSMSE w Rw

One might consider selecting the loading level that

minimizes SMSE. However, as shown in the example in

Figure 3, MSE and SMSE have fundamentally different

characteristics as a function of loading level, particularly

for low sample support. Specifically, we observe that

SMSE is monotonically increasing with the loading-to-

noise ratio (LNR) where 2 2

L wLNR  and where 2

w  is

the white noise power level. Minimizing SMSE would

incorrectly suggest using , i.e., no diagonal

loading. In contrast the true MSE has a clear minimum,

around

 dBLNR

10 dBLNR  in this example. Additionally, we 

observe that for low loading levels the value of SMSE is 

actually significantly below that of the “Minimum MSE”

(MMSE). Recall that MMSE is based on clairvoyant

knowledge for both the covariance matrix and the weight

vector as follows

1 Another common metric, signal-to-interference-plus-noise ratio

(SINR), is inversely related to MSE, but requires knowledge of the 

desired signal power level.

.  (9)H

opt optMMSE w Rw

Thus, at low sample support, SMSE is not, by itself, a

reliable indicator of performance. We do note, however,

that MSE and SMSE share similar structure for large LNR.

We exploit this characteristic subsequently. Lastly, we 

define “Best MSE” to be the smallest value of MSE for a

given data set, as indicated in Figure 3. Note that Best

MSE is worse than Minimum MSE due to finite sample

support.
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Figure 3: MSE and SMSE as a function of loading 
level (N=16 element uniform line array, K=1N
samples, 5 jammers, 100 Monte Carlo trials). 

Referring back to (6) we observe that the diagonal

loading minimization involves two terms – one due to

SMSE and one proportional to the square of the norm of 

the DFP weight vector, ||w||2. This motivates us to also

consider these same two terms in selecting the loading

level. In [2] it is observed that ||w||2 is a measure of the 

sensitivity to mismatch errors. Inclusion of this term in

the minimization of (6) allows us to dampen ||w||2 and

thus provide robustness to mismatch. We illustrate the

relationship between ||w||2 and loading level in Figure 4,

where we see that ||w||2 decreases as the loading or

damping level increases.

Next we observe that the DFP weight vector can be

related to the GSC adaptive weight vector, wa, as follows
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 (10).aw s Bw

We find that wa, since it reflects only the adaptive

degrees-of-freedom in the problem is a more sensitive

function of the loading parameter. From (10) we see that
2

1 aw w
2
 (11)

10

where we have assumed that the blocking matrix is

chosen to satisfy B
H
B=I. Note that the presence of the

steering vector has placed a floor under ||w||2 at zero dB 

that masks variations in ||w||2 when ||wa||
2 is small. We 

plot both ||w||2 and ||wa||
2, in Figure 4 for comparison. We

subsequently focus our attention on the more sensitive

function ||wa||
2. Note how this function monotonically

decreases with increasing LNR, which is opposite the

behavior of SMSE.

Figure 4: Weight vector variation with loading. 

2.2 The L-Curve 

The L-curve is a parametric plot of ||wa||
2 versus SMSE,

plotted on a log-log scale. Each term varies as a function

of the loading level. The name L-curve is used because

the plot resembles the letter “L” and is characterized by

having a well-defined knee that represents a compromise

between the two competing terms. Figure 5 presents a 

sample L-curve. To the left of the knee the norm squared

of the adaptive weight vector increases rapidly, allowing

for possible self-nulling or over modeling, and yet

providing only a small decrease in the SMSE. To the right

of the knee there is only a small decrease in the norm 

squared of the adaptive weight vector at a large cost to 

SMSE and possibly causing undernulling of interferers.

Thus selecting the loading level associated with the knee

in the L-curve is a logical choice that represents a 

compromise between these two competing terms. For the

single trial shown in Figure 5 the knee of the L-curve is

virtually collocated with the point corresponding to the

Best MSE. We further quantify the performance for many

Monte Carlo trials in section 3, where we show that,

indeed, the L-curve provides a very good estimate of the

loading level parameter associated with the Best MSE.
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Figure 5: Sample L-Curve.

2.3 Implementation considerations 

2.3.1 Computational considerations: The L-curve is

comprised of a series of points, where each point is based

on the weight vector computed with a different level of 

diagonal loading. Recall that diagonally loaded SMI 

weight vectors are computed as follows 
1

2

1
2

ˆ

.
ˆ

L

H

L

R I s
w

s R I s

 (12)

A brute force implementation of (12) would require a

matrix inverse for each value of 2

L , and thus would be

computationally burdensome. In this section we describe

an efficient method for computing a family of weight

vectors (and subsequently ||wa||
2 and SMSE) that is based

on a single eigen-decomposition of the covariance matrix.

Let

ˆ H
R V V  (13)

be the eigen-decomposition of the sample covariance

matrix , where V is a unitary matrix of the orthonormal

eigenvectors , and 

R̂

iv  is a diagonal matrix of the

eigenvalues i . When diagonal loading is added to  we 

can express the resultant matrix as 

R̂

2ˆ
L

H

R R I

V V
 (14)

where 2 .LI  Similarly the inverse of  is R

1 1 .H
R V V  (15)

Alternately, (15) can be expressed as 
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1

2
1

.
HN

i i

i i L

v v
R  (16)

Substituting (16) into (12) and simplifying yields

2

2
1 1

H H
N N

i i i

i ii L i L

2
.

v s v v s
w  (17)

From (17) and (11) it follows that

2
2 2

2

2 22
1 1

1

H H
N N

i i

a

i i i Li L

v s v s
w .  (18)

In a similar manner we can solve for SMSE as follows 

2
2 2

2 22
1 1

.

H H
N N

i i i

i i i Li L

SMSE
v s v s

 (19)

Thus we can use (18) and (19) to compute the L-Curve

with only modest computational burden beyond the initial

eigen-decomposition. This is relevant for using the L-

curve as an analytical tool. However, selection of the

loading level also requires an automatic knee finding

routine. We discuss this in the next section.

2.3.2 Finding the knee: The L-curve of Figure 5 has a 

well-defined knee that the human eye can readily discern. 

However, a practical implementation of the L-curve

requires an automated means of selecting the knee. There

are several ways to precisely define the knee and we use

the definition in [6] which states that the knee is the point

of maximum curvature.  Recall from basic calculus [e.g., 

7] that curvature is the magnitude of the rate of change of

the tangent vector with respect to the arc length and can 

be computed as follows

3
2 2 2

( )
xy xy

t

x y

 (20)

where for our problem x is the log of SMSE and y is the

log of ||wa||
2 and the derivatives are with respect to L .

For continuous rank reduction parameters, such as 2

L ,

curvature can be computed directly from (20). For

discrete rank reduction parameters (see Appendix A) an

intermediate curve-fitting step is required. The reader is

referred to [6] and the references therein for additional

details.

3.  Simulation example 

We present a simulation example to evaluate the per-

formance of the L-curve for selecting the best diagonal

loading level for an SMI beamformer. We consider a 16

element uniform linear array with half-wavelength spac-

ing, steered to broadside. The element level SNR is 0 dB.

Five interferers are present at 17, 30, 69, -14, and –34

degrees. The interferer power levels are 20, 22, 17, 20,

and 19 dB respectively relative to the element noise level.

We are primarily interested in the case with low sample

support, specifically K=1N=16 snapshots.  Additionally,

we show results for K=2N=32 snapshots. In both cases we

consider target-free training data and 1000 Monte Carlo

trials.

The plots shown earlier in Figures 3-5 correspond to the

same simulation scenario (K=1N) and thus show 

representative characteristics for SMSE, ||wa||
2, and the L-

curve. Note in Figure 3 that the use of diagonal loading,

when the loading level is properly adjusted, provides a

full 10.3 dB of performance advantage over standard

(unloaded) SMI. The recovery of this statistical mismatch

loss is a significant motivator for using diagonal loading.

Figure 6 shows, for K=1N, a histogram of L-curve

performance. It plots the difference between the LNR

associated with the Best MSE and the LNR chosen by the

L-curve, i.e.,

Best MSE L-Curve .LNR LNR LNR  (21)

Note that the Best MSE and its associated loading level 

change on a trial-by-trial basis. The data in Figure 6 show

a range of LNR that spans approximately 15 dB (-10 dB

to +5 dB). While this might seem large at first reading we

note that it corresponds closely with the width of the MSE
sweet spot shown in Figure 3.

Next, since MSE is the performance metric of ultimate

interest we compute, for each trial, the MSE associated

with the value of loading selected by the L-curve. This

MSE is then compared to the Best MSE for that trial as 

follows

Best L-Curve .MSE MSE MSE  (22)

Figure 7 shows the cumulative probability distribution

of MSE. We see that for K=1N that L-curve is able to

select a loading level that provides MSE within 1 dB of

best over 99% of the time and within 0.5 dB 94% of the

time. For the case of K=2N samples the L-curve is able to 

get within 0.25 dB 99% of the time. Thus we conclude

that the L-curve does an excellent job of selecting the 

loading level.
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Figure 6: Histogram of LNR.

Figure 7 – Performance of the L-curve in 
selecting diagonal loading levels, 1000 trials. 

4. Summary 

This paper addresses the problem of loading level

determination for a diagonally loaded SMI beamformer,

focusing on statistical mismatch due to low sample

support. We investigated the L-curve technique, which

was previously developed in the numerical linear algebra

community for the regularization of ill-posed least 

squares problems. We found that this approach works

well. Sample simulation results have shown that the L-

curve selects a loading level within 1 dB of the Best MSE

over 99% of the time for the test case with K=1N samples.
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Appendix A: The L-Curve applied to rank 

selection for the multistage Wiener filter 
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Diagonal loading is a form of rank reduction with a 

continuous rank reduction parameter 2

L  that controls the

amount of loading. The multistage Wiener filter (MWF)

is form of rank reduction with a discrete rank reduction

parameter r that determines the number of MWF stages.

The L-curve technique can be used to determine both

continuous and discrete rank reduction parameters. In this

appendix we briefly describe how the L-curve is used to 

select the discrete rank parameter r for the MWF and pre-

sent simulation results.

Figure 8 shows a sample plot of the L-curve for the

MWF. It is a plot of the same two quantities, SMSE and 

||wa||
2, as was utilized for the diagonal loading L-curve

except now each term varies as a function of the number

of MWF stages, as opposed to diagonal loading level.

Figures 9 shows performance of the MWF L-curve using

the same simulation scenario as described in section 3.

We observe performance very similar to the diagonal

loading results of Figure 7. Specifically, the L-curve is 

able to select an MWF rank that yields MSE performance

within 1 dB of best over 93% of the time.
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Figure 8: Sample L-Curve for the MWF. 
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Figure 9: Performance of the L-Curve for MWF 
rank selection.

Appendix B: Relationship between diagonal 

loading and Tikhonov regularization

As was stated in the Introduction diagonal loading is

analogous to Tikhonov regularization in the numerical

linear algebra community. We more carefully describe

this relationship below.

Tikhonov regularization solves the following uncon-

strained minimization
2( ) 2arg min

x

x Ax b
2

x

where Ax=b describes a system of linear equations and

is the regularization parameter. Recall that the generalized

 (23)

sidelobe canceller (GSC) of Figure 2 also contained an

embedded unconstrained minimization. We switch

notation to be consistent with the GSC notation and 

substitute into (23) yielding

( ) arg min H
w X w
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2 22

0 0

a

H

a a
w

d aw  (24)

where the data matrix, X0, is N-1 by K for K data snap-

ots and the desired signal, d0, is a 1 by K vector. Wesh

next multiply through by 1/K yielding

2
( ) 1 H H

a

2
2

0 0arg min .
a

a a
K Kw

w dw X w  (25)

This allows us to interpret the first term of (25) as the

mple mean square error (SMSE) as followssa

21 K
HSMSE d w x

L Curve MW F Rank Determination, N=16, K=16

0 0

1

2

0 0

1
.

a

i

H H

a

K

K
X w d

 (26)

Next, we can equate the SMSE expression for the GSC

above with the SMSE expression for the direct form proc-

essor (DFP) shown previously in (8). Furthermore, we

can incorporate the relationship between the adaptive

weight vector, wa, and the DFP weight vector, w, shown

previously in (11). These two substitutions yield
2

2( ) ˆarg min 1
H

H

K
w w Rw w

,  s.t. 1

.
w w s

 (27)

N hat (27) is expressed in terms of th

formulation and thus inherits the distortionless constraint

in

ote t e DFP

herent in this formulation. Next we let
2

2

L
K

di
2

(28)

yiel ng

( ) 2

, s.t. 1

ˆarg min 1 .L

H

H

L
w w s

w w Rw w

ization

 (29)

The constant term does not impact the minim

and can be dropped yielding

( )
arg minLw w

22

, s.t. 1

ˆ .
H

H

L
w w s

Rw w  (30)

Alternately we can write

I w  (31)

which we recognize as diagonal loading.

( )
arg mLw

2

, s.t. 1

ˆin
H

H

L
w w s

w R
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INSERTION OF DIAGONAL LOADING INTO THE MULTISTAGE WIENER FILTER

John D. Hiemstra, Matthew E. Weippert, Hien N. Nguyen, J. Scott Goldstein 

SAIC, Chantilly, VA  {hiemstraj, weippertm, nguyenhi, goldsteinja}@saic.com

ABSTRACT 2. INSERTION OF LOADING INTO THE MWF 

A block diagram of the multistage Wiener filter is shown in

Figure 1 [5]. This filter is formed in two steps – a forward

recursion followed by a backward recursion. In the forward

recursion, or analysis step, the observed process is decom-

posed by a sequence of orthogonal projections. This is

followed by a backward recursion, or synthesis step, which 

is characterized by a nested chain of scalar Wiener filters.

The recursion equations are summarized in Figure 2.

Observe that a primary computational operation of the

MWF is vector cross correlation and that a sample

covariance matrix is not explicitly formed. Hence the 

traditional (SMI) means of inserting diagonal loading does

not apply.

Diagonal loading is a well-known technique for adding 

robustness to beamformer solutions. Diagonal loading will 

add robustness to steering vector direction-of-arrival mis-

match; element position, gain, and/or phase perturbations;

“statistical” mismatch due to finite sample support; etc. In a

traditional sample matrix inversion implementation of the

minimum variance distortionless response beamformer 

diagonal loading can be inserted by adding a scaled version of

the identity matrix to the sample covariance matrix. Other 

adaptive beamformers (e.g. LMS) have their own approaches 

for adding diagonal loading. In this paper we describe how

diagonal loading can be added to the multistage Wiener filter 

(MWF). Previous published results have developed one form

of loading for the MWF called “error loading”. In this paper

we introduce two new forms of loading and show that each of

these is equivalent to diagonal loading, whereas, error loading 

is distinct. We introduce two methods of inserting diagonal

loading into the MWF recursion equations. The first

method, “Rdd loading” is a modification of the forward

recursion. The second method, “scalar loading” is a modifi-

cation of the backwards recursion. Both approaches, as we

will show, are equivalent to covariance-based MWF with a 

diagonally loaded covariance matrix. This further implies

that the Loaded-MWF solution (Rdd or scalar loading) will

converge at full rank to the Loaded-MVDR-SMI solution.

1. INTRODUCTION

The purpose of this paper is to describe various approaches

for adding diagonal loading to the multistage Wiener filter

(MWF), and to point out the relationships between these

approaches. Diagonal loading is useful for beamforming

because it provides robustness to a variety of types of 

mismatch, including steering vector direction-of-arrival

mismatch; element position, gain, and/or phase perturba-

tions; and “statistical” mismatch due to finite sample sup-

port [1, 2]. In a traditional sample matrix inversion (SMI)

implementation of the minimum variance distortionless

response (MVDR) beamformer diagonal loading can be

inserted by adding a scaled version of the identity matrix to 

the sample covariance matrix [3].
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This same approach could be used for the MWF pro-

vided that one implemented the covariance matrix version

of the MWF. However, the data matrix version of the

MWF is typically preferred because it is more computa-

tionally efficient. Therefore, we are motivated to develop

novel and efficient diagonal loading formulations that are

compatible with the MWF data matrix approach. In this

paper we describe two such approaches. We show how

they are equivalent to the brute force covariance imple-

mentation. Additionally, we review a previously published

form of loading for the MWF called “error loading” [4] and

show how it is distinct.

Figure 1 - The filter structure of the MWF.

Copyright 2002 IEEE
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Figure 2 - Recursion equations for the MWF. 

2.1. Rdd Loading

The MWF recursion equations are shown above in Figure

2. We consider the forward recursion, which can alternately 

be described in terms of a matrix transformation, L, given

by

 (1)
1

1 1 2 1 2 3

1

N
H H H H

i

i

L h B h B B h B
H

where the hi are the directions of the cross correlation

vectors and Bi are the blocking matrices, defined by

. This transformation matrix L provides a change

of basis and converts the input covariance R

i iB h 0

xx to a

tridiagonal covariance matrix Rdd, as follows

 (2)

0

1

2

2

1

2

1 2

2

2

2

0 0

0

0 0

0 0 0
N

d

d

H
ddd xx

N

N d

R LR L

where
22

id iE d k and the i are the magnitudes of

the cross correlation vectors. We next observe that diagonal

loading is invariant to this change of basis for unitary L
2 2

2

H H

xx L xx L

dd L

1
L R I L L R L L I L

R I
 (3)

where 2

L  is the loading level. Thus applying loading to

Rdd, or the 2

id variables, will have the same impact as 

diagonal loading of the sample covariance matrix Rxx.

Therefore diagonal loading can be inserted into the MWF

recursion equations by modifying the forward recursion as

follows
2 2 .

i id d

2

L  (4)

We refer to this approach as Rdd loading.

2.2. Scalar Loading

We now consider the MWF backward recursion. This

recursion, as noted above, is a nested chain of scalar 

Wiener filters. To develop “scalar loading” we introduce a 

f notation from that shown in Figure 2 (and [5]) in

order to highlight the similarity to conventional diagonal

loading. First, recall the well known classical Wiener filter 

solution given by

change o

1 .xx xdw R r  (5)

Conventional diagonal loading is implemented by

augmenting the covariance matrix with a scaled version of

the identity matrix
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2 .xx xx LR R I  (6)

Next recall from Figure 2 that the MWF scalar weights are

computed from the following scalar computation

.i
i

i

w  (7)

 Since i  is the variance of i , we introduce the alternate

notation

.2 1 2

1 1ii d i iR  (8)

Furthermore, we know from [5] (in the absence of loading)

that i  is the cross correlation of 1 andi id

 (9)*

1( ) ( ) .i i iE k d k r d

d

Therefore we can recast the MWF scalar weight calculation

as follows

1 .iw R r  (10)

Motivated by (5) and (6) we can introduce loading as 

follows

1
2

i Lw R I r d  (11)

where “I” is a (1x1) dimensional identity matrix (a.k.a. 

scalar). We refer to this approach as “scalar loading”. Thus

diagonal loading of the MWF can be achieved by scalar

loading each of the nested scalar Wiener filters within the

backward recursion. By inspection of (4), (8) and (11) we

see that Rdd loading and scalar loading are equivalent and

represent two alternate ways to associate the loading

parameter 2

L .
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2.3. Error Loading

Error loading, introduced in [4], is implemented with the

following modified backward recursion equations

2
,i

i

i EL

w  (12)

1 1( ) ( ) ( ),i i i ik d k w k  (13)

and
2

( ) .i iE k  (14)

Observe the distinction between i  defined in (8) and that

defined in (14).

2.4. Relationship Between Rdd Loading and Error

Loading

Error loading is based on loading i  (the scalar Wiener

filter error parameters). Rdd loading is based on loading 
2

id  (the variances of the scalar signals). At first 

blush it would appear from (8), repeated below as (15) that

both approaches are equivalent. Specifically,

(id k)

2
2 1

1
i

i
i d

i

 (15)

so that loading i on the left hand side should be the same

as loading 2

id on the right hand side. However, there is an

assumption built into (8, 15) that serves to provide a

distinction between the two techniques. We elaborate as 

follows. Consider the equation 

1 1( ) ( ) ( ).i i i ik d k w k  (16)

This equation is part of the error loading implementation.

Next consider equation (15). This equation is part of the

Rdd loading implementation. For the case without loading

we show presently that (16) leads to (15) via the expression

2
( ) .i iE k  (17)

Furthermore from (7)

i
i

i

w  (18)

thus

1
1

1

( ) ( ) ( ).i
i i i

i

k d k k  (19)

Combining (17) and (19) yields

2

1
1

1

2
2 2*1 1

1 12

1 1

( ) ( )

( ) 2 ( ) ( ) ( ) .

i
i i i

i

i i
i i i i

i i

E d k k

E d k E d k k E k

 (20)

Next we observe that

22 ( ) .
id iE d k  (21)

Combining (17), (20), and (21) yields

2
2 *1 1

1

1 1

2 ( ) ( )
i

i i
i d i i

i i

E d k k .

i

 (22)

Now for the case of no loading, we have already observed

in (9) that

*

1( ) ( )i iE k d k  (23)

so for the case of no loading we conclude that (16) leads to

(15), i.e.,
2

2 1

1

.
i

i
i d

i

 (24)

This establishes an appearance of equivalence between

error loading and Rdd loading. However, in error loading 

we recursively alter the instantaneous error values, ( )i k .

In doing so (23) no longer holds for error loading (recall 

that the i  parameters are fixed in the MWF forward

recursion). Thus for the case of error loading, the two

equations (16) and (15) are not equivalent, and therefore

error loading (based on (16)) and Rdd loading (based on

(15) are two distinct techniques.
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3. SIMULATION EXAMPLE

We present a simulation example to show that Rdd loading 

is equivalent to diagonal loading and that Rdd loading and 

error loading are distinct. We consider an N=16 element

uniform linear array with half-wavelength spacing, steered

to broadside. The element level SNR is 0 dB. Five

interferers are present at 17, 30, 69, -14, and –34 degrees.

The interferer power levels are 20, 22, 17, 20, and 19 dB

respectively (relative to the element noise level). We

consider the case of target-free training with 16 snapshots

(K=1N) and 1000 Monte Carlo trials.

Figure 3 shows the output SINR as a function of rank

for the MWF without loading, with Rdd loading, and with 

error loading. (Since scalar loading is equivalent to Rdd

loading we show only the Rdd loading result.) Additionally

we show the optimal MVDR solution as well as the full-

rank MVDR-SMI solutions with and without diagonal 

loading. We see that the MWF performance with Rdd

loading converges to the full-rank MVDR-SMI solution 

with diagonal loading. Additionally we see that the MWF 

performance with Rdd loading is modestly different than the

MWF performance with error loading.

Figure 3 – Output SINR ve us rank with and withoutrs

loading.

4. SUMMARY

In this paper we have described how diagonal loading can

be inserted into the multistage Wiener filter. We showed

how it can be inserted into the forward recursion, as Rdd

loading, or into the backward recursion, as scalar loading. 

Both approaches were shown to be equivalent. We also

analyzed a third approach called error loading. We showed 

that error loading is slightly different from Rdd or scalar

loading. We provided a simulation example to confirm the 

results presented.
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ABSTRACT

The Multistage Wiener Filter (MWF) is an adaptive

processing technique that has the ability to outperform the

full rank Wiener solution in a low sample support

environment. However, this requires knowledge of the

appropriate rank in order to enjoy these advantages. In 

this paper we show that the addition of a diagonal

loading-like quantity to the Multistage Wiener Filter will 

add significant robustness to the rank selection process. 

Since the MWF is most often implemented without the

formation of a sample covariance matrix, diagonal loading

cannot be added in the usual sense. In this paper we 

describe an alternate technique called “error loading” for 

augmenting the filter. The incorporation of error loading

is shown to provide the rank selection robustness that we

desire.

1. INTRODUCTION 

In this paper we describe a method for augmenting the

Multistage Wiener Filter (MWF) with a diagonal loading-

like quantity. The Multistage Wiener Filter, described in

detail in [1], is most often implemented without the

explicit formation of a sample covariance matrix. Thus

diagonal loading cannot be introduced in the usual sense, 

i.e., by adding a scaled version of the identify matrix to

the sample covariance matrix. Instead we add a scalar 

quantity to the mean-square of each error signal which is 

in turn used to compute the MWF scalar weights. We

therefore call the technique “error loading”. 

Diagonal loading is well known to provide benefits in

array processing in many ways such as improving

robustness to steering vector mismatch [2]. Our 

motivation in this paper is to provide robustness to MWF

rank selection, that is, choosing the number of stages with

which to operate the MWF. We consider the case where 

there is no target signal present in the training data. The

case with target signal present in the training data is

considered in [3] with particular emphasis on the

prevention of signal cancellation.

The MWF provides a stage-by-stage decomposition

of the Wiener filter solution. At each stage a “scalar 

weight” is computed for the MWF which weights the

contribution of that stage in removing interference from

the desired signal. The first stage of the MWF is

responsible for removing the interference most correlated

with the desired signal. Each successive stage works to 

remove the residual interference that survived all the

previous stages. Each successive stage acts upon a smaller

and smaller residual interference quantity. Eventually a

point of diminishing returns is reached and the inclusion

of additional stages becomes counterproductive. Thus the

goal of the error loading is to diminish the impact of the

higher rank scalar weights, which are not contributing to

the solution in a positive manner.

In this paper we describe the MWF algorithm with

error loading in Section 2. We present a simulation

example in Section 3 that demonstrates the utility of error

loading. Lastly, we summarize our results in Section 4.

2. THE MULTISTAGE WIENER FILTER WITH 

ERROR LOADING 

The most easily understood form of the Multistage 

Wiener Filter structure is shown in Figure 1. This filter is 

formed in two recursive steps. In the forward recursion 

(analysis step) the observed process is decomposed by a

sequence of orthogonal projections. This is followed by a

backward recursion (synthesis step), which is

characterized by a nested chain of scalar Wiener filters.

Rank reduction is obtained by truncating the filter 

recursion at the desired number of stages (<N, where N is 

the number of elements). This “truncation” can be

accomplished in both “hard” and “soft” manners. The 

“soft” truncation is accomplished by diminishing the 

impact of the higher rank scalar weights, as we will show

below. The recursion equations for the MWF are

summarized in Figure 2 [1]. 

Copyright 2002 IEEE 



220

 Figure 1 – The filter structure of the MWF for N=4
elements.

Figure 2 – Recursion equations for the MWF

We observe that the primary computational operation 
of the MWF is vector cross correlation and that a sample 
covariance matrix is not formed. Hence conventional
diagonal loading does not readily apply. Furthermore, it 
can be shown that the adaptive weight vector
corresponding to the MWF solution can be represented as 
follows

[ ]1 2 3w w w  = − − − −  1 2 3w s h h h L (1)

where the iw correspond to the scalar weights of the 

MWF synthesis recursion. Recall from Figure 2 that these 
weights are computed as follows

i
i

i

w
δ
ξ

= (2)

where iξ is the expected value of the magnitude squared 

error at the ith stage. We apply “error loading” to the scalar 
weights as follows

2
  .i

i
i EL

w
δ

ξ σ
=

+
(3)

By applying a fixed quantity, 2
ELσ , the impact on the iw

will be most pronounced for the higher rank scalar weights 
where iξ  is smallest. This will diminish the influence of 

these higher rank stages as we desire. 

3.  ARRAY PROCESSING SIMULATION EXAMPLE

To demonstrate the advantages of MWF error loading we 
consider an adaptive beamforming simulation example. We 
consider a 16-element uniform line array with half-
wavelength element spacing. We consider five interference 
sources, with the locations and power levels (relative to 
the noise level) shown in Table 1. The SNR of the desired
signal is 0 dB (element  level). We present results for 1000 
trials  from a Monte Carlo simulation.

Table 1: Location and power levels of interferers
Interferer Location (deg)

Relative to broadside
Power Level (dB)

1 -69 20
2 -30 22
3 -17 17
4 14 20
5 34 19

Our primary performance metric is output SINR which 
is computed as follows:

2

2
ˆ

ˆ ˆ

H

o s H
n

SINR σ=
w v

w R w
(4)

where 2
sσ  is the signal power level, ŵ  is the adaptive 

weight vector, v  is the array manifold vector of the
desired signal, and nR  is the ideal covariance matrix of the 

interference plus noise. 
We first consider the Multistage Wiener Filter without 

error loading for various number of stages. Additionally, 
we consider the conventional MVDR (full rank) as a
benchmark. Figure 3 shows output SINR versus sample
support.

Figure 3 – Output SINR versus sample support for 
differing numbers of MWF stages
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We observe that the best performance is achieved 
with the MWF implemented with a rank of six (five
adaptive stages). This is an intuitively appealing result
given that the scenario contained six signals - five
interferers and one desired signal. (Recall that one degree-
of-freedom is used to maintain the distortionless constraint 
on the desired signal.)

Next, we plot the data of Figure 3 in a different format.
That is, in Figure 4 we plot output SINR versus rank of the 
MWF for three different levels of sample support (K=1N, 
2N, and 100N). We observe that for the lowest sample 
support case (i.e., K=1N) that there is a significant
advantage (approximately 8 dB) to proper rank selection. 
For this scenario, a rank of 6 is clearly the best choice. 
However, enjoying this performance advantage requires 
knowledge of the best rank. This knowledge may not be 
readily apparent in practice. Note that the MWF
performance converges to the full rank (FR) MVDR
performance (which is worse) as the number of MWF 
stages approaches full rank, as was shown in [1]. Notice 
also, that for high sample support (i.e., K=100N) we are 
seeing “compression”. That is the MWF processor is able
to achieve full rank performance with a rank of 4 (3
adaptive stages), which is less than the number of signals 
present.

Figure 4 – Output SINR versus MWF rank

Next we apply error loading to the MWF processor. 
We choose an error loading level relative to the element 
noise level of 10 dB (i.e., LNR=10 dB). These results are 
shown in Figure 5. We observe the desired performance 
characteristic. The SINR level peaks at the same rank and 
at virtually the same SINR. However, more importantly, the 
SINR remains essentially at its peak level as the number of 
MWF stages is increased. Thus, we have a much more 
robust region of rank with which to implement the
processor which is our desired result.

Figure 5 – Output SINR versus MWF rank with error 
loading

Next, for completeness, we examine beampatterns.
Beampatterns for the low sample support case (K=1N
samples) for both the MWF rank 6 processor and the full 
rank MVDR processor are shown in Figure 6. We observe 
that the MWF, rank 6 beampatterns are much better
behaved than the full rank MVDR beampatterns. This is 
consistent with the observed SINR performance, and also 
implies a robustness to any unmodeled interference
sources that may be present. While these beampatterns are 
for a single realization, it is noted that the characteristics 
are very representative of numerous cases that have been 
examined.

Figure 6 – Sample beampatterns at low sample support
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The error loading performance shown above was for a 
loading level of 10 dB (loading power relative to the
element noise power). We next explore the impact of
varying the amount of loading. We considered 7 different 
levels of loading; LNR=-30 dB to LNR=+30 dB. These 
results are shown in Figure 7. We observe that for low 
levels of loading the performance is similar to that without 
loading, as expected. For high levels of loading we observe 
a degradation in performance due to the beamformer
undernulling the interferers. We find that a loading level of 
about 10 dB is best for this scenario. We observe that the 
performance in Figure 7 is consistent with that observed 
for conventional diagonal loading applied to other
problems. It appears that a similar rule of thumb is 
appropriate, as follows [2]:

10 dB .SNR LNR JNR+ ≤ ≤ (5)

Figure 7 – Output SINR versus loading level

4. SUMMARY

In this paper we examined the Multistage Wiener Filter for
adaptive beamforming with target-free training data. We 
augmented the MWF with error loading by adding a fixed 
loading quantity to the denominator of the MWF scalar 
weights. We demonstrated that this loading adds
significant robustness to rank selection, particularly in the 
case of low sample support. A rule of thumb was offered 
for selecting the loading level that is consistent with that 
of conventional diagonal loading.
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Abstract – In this paper we develop a beamforming

technique called colored diagonal loading. This technique is a 

generalization of diagonal loading in which the covariance 

matrix is augmented with a scaled version of a colored matrix as 

opposed to using the identity matrix as with conventional

diagonal loading. Thus as the loading is increased, the 

beampattern increasingly takes on the form of a desired

quiescent pattern as opposed to that of a conventional (high

sidelobe) pattern. The attractiveness of this technique is that it

retains the robustness and simple formulation of diagonal

loading while allowing insertion of additional quiescent 

structure. We compare this technique is to conventional

diagonal loading and to other quiescent pattern techniques. 

I.  INTRODUCTION

This paper discusses a technique for loading the

minimum variance distortionless response (MVDR)

beamformer in a manner more general than conventional

diagonal loading. The motivation for this technique is to 

retain the simplicity and robustness of conventional diagonal

loading while introducing additional known/desirable

properties into the formulation. Conventional diagonal

loading can be thought of as a gradual morphing between two

different beampatterns - a fully adaptive MVDR solution (no

loading) and a conventional, uniformly weighted beampattern

(infinite loading). However, a conventional beampattern, with

attendant 13 dB near-in sidelobes, may not be the most

desirable non-adaptive endpoint. Experience may tell us that

additional sidelobe suppression is desirable to counter bleed

through interference, or we may have a priori knowledge of

other desirable beampattern structure. With colored diagonal

loading we change the non-adaptive endpoint of this

morphing process to be the beampattern of our choosing.

Thus as loading is applied we span a range of patterns more

directly to our liking.

The MVDR beamformer is well known to maximize the

output signal-to-interference-plus-noise ratio (SINR) from an

array in the presence of colored noise [1]. However, the

formulation requires explicit knowledge of statistics of the

interference environment (covariance matrix), the position

and gain/phase response of the sensor elements, and the

direction of arrival of the desired signal. Uncertainty in these

quantities can lead to performance degradation. In order to

improve robustness to sources of mismatch a wide variety of

techniques have been developed [2]. Diagonal loading is one

such technique, which can be shown to arise from

quadratically constraining the weight vector [3, 4]. Diagonal

loading reduces adaptivity against small interference sources

[5] and provides significant performance improvement in low 

sample support environments.

Linear constraints offer another approach to adding

beamformer robustness. Techniques include directional

constraints, derivative constraints, eigenvector constraints,

quiescent pattern constraints, etc. [1, 2]. Colored diagonal

loading combines elements from both diagonal loading and

quiescent pattern constraints. In this paper we develop

colored diagonal loading and compare it to several other

beamforming techniques.

II. APPROACH

A. The Colored Loading Processor

Conventional diagonal loading for the MVDR sample

matrix inversion processor, denoted MVDR-DL, is

implemented as follows

 (1)
1

2ˆ
MVDR DL MVDR DL Lw R I s

where
1

2ˆH

MVDR DL Ls R I

ˆ

s  is the MVDR-DL

normalization constant, R  is the sample covariance matrix,
2

L is the diagonal loading level, and I is the identity matrix.

As the loading level
2

L  increases, the beampattern morphs

from a fully adaptive MVDR beampattern
2

0L to a

conventional, uniformly weighted beampattern
2

L .

The formulation for colored diagonal loading, denoted

MVDR-CL, mimics that of conventional diagonal loading but

alters the
2

L  endpoint by generalizing the loading term:

 (2)
1

2ˆ
MVDR CL L dqw R R s

where  is a covariance matrix that that captures the

desired quiescent structure. may be known directly

dqR

dqR

Copyright 2002 IEEE
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based on a priori information, or may be computed based on a 
desired weight vector. In the former case, dqR  need not, of 

course, be diagonal, but rather can be a fully filled desired 
covariance. In the later case, we will show presently that 

dqR will be, by design, diagonal.

Consider, again, the equation for an MVDR beamformer

1 .α −=w R s (3)

Clearly there exists some matrix dqR  for which (3) will yield 

the desired quiescent weight vector, dqw . We solve for the 

dqR matrix as follows. Let dqw  and s be known (Nx1)

vectors, and let dqR  be an unknown (NxN) matrix. Let the 

constant α  be absorbed into the diagonal loading constant 
2

Lσ  (i.e., let 1α = ). Left multiplying by dqR  yields

.dq dq =R w s (4)

Note that this is quite different from the familiar equation 
=Ax b  where A and b are known and x is unknown. In our 

problem it is the matrix dqR  that is unknown. We consider 

the first row of (4)

11 1 12 2 1 1 .N N+ + + =R w R w R w sL (5)

This yields one equation and N unknowns

( )11 12 1, , , NR R RL .  Thus we have a highly
underdetermined set of equations and the solution is not 
unique. For each row of dqR  we may arbitrarily select N-1

values of the coefficients and solve for the remaining one 
coefficient. We use this flexibility to impose a simple form. 
Specifically we let

0ij for i j= ≠R (6)

and solve for the diagonal elements of the matrix. This yields

,dqdiag dq =R w s (7)

where ,dqdiagR is a diagonal matrix. Since ,dqdiagR is diagonal 

(7) can be rewritten as

, ,dqdiag dqvec =W r s (8)

where, using Matlab “ diag” function notation1,

, ( )dqdiag dq=W wdiag  and ( ), ,dqvec dqdiag=r Rdiag . We can 

then solve for ,dqvecr as follows

1
, , .dqvec dqdiag

−=r W s (9)

Furthermore, we observe that since ,dqdiagW is diagonal then

,1

1
,2

,

,

1 0 0 0

10 0 0
.

10 0 0

dq

dq
dqdiag

d q N

w

w

w

−

 
 
 
 

=  
 
 
   

W
M M O M

(10)

Knowing ,dqvecr we can then solve for the dqR matrix as 

,( ).dq dqvec=R rdiag (11)

Combining (9) and (11) yields the final desired result

( )( )1
.dq dq

−
 =  R w sdiag diag (12)

B. Comparison to Other Constrained Processors

The body of literature for constraining minimum
variance beamformers is well developed. Many methods exist 
for imposing quiescent pattern constraints [2, 6, 7, 8]. In this 
section we compare the MVDR-CL processor with two other
techniques - the MVQR processor and one form of the
method of soft constraints (MVSC).

We begin with the MVQR processor. In this processor 
we solve the minimization [2]:

min H

w
w Rw (13)

subject to the constraint

1H
dq =w w (14)

1 For an (Nx1) vector x, diag(x) produces an (NxN) matrix 
with the xi elements along the diagonal and zeros in the off-
diagonals. For an (NxN) matix A, diag(A) produces an 
(Nx1) vector composed of the diagonal elements of the 
matrix A.
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where dqw  is the normalized weight vector associated with 

the desired quiescent pattern. The solution to this problem is 
[2]

1
MVQR MVQR dqα −=w R w (15)

where
1

1H
MVQR dq dqα

−− =  w R w . One can add diagonal

loading to the MVQR processor in the usual manner. The 
resulting processor, denoted MVQR-DL, is then described by

[ ] 1
1MVQR DL MVQR DL dqα β −

− −= +w R I w (16)

where 1β  specifies the amount of loading.

Next we consider the MVSC processor [2, 7, 8]. This 
technique also incorporates a desired pattern, and does so in a 
very general manner. Specifically, the MVSC processor
considers the weighted error, 2ε , between a desired pattern 
and the actual beam pattern [2]:

( ) ( )2 H

dq dqε = − −w w Q w w (17)

where

( ) ( ) ( ) .Hf dψ ψ ψ ψ
Ψ

= ∫Q v v (18)

The processor minimizes the output power Hw Rw subject to 
a maximum allowable value of the weighted error, 2ε . We 
consider the MMSE version of this processor, which can be 
described as follows [2]:

[ ] [ ]1
, 2 2MVSCMMSE dqw β β−= + +R Q I Q w (19)

where 2β  is the loading parameter. (This version of the
MVSC processor has the advantage that it does not cause the 
output to go to zero as the 2

2,  0ε β→ ∞ →  [2].) 
For comparison with the MVDR-CL processor we

consider the case where the Q matrix spans all space with 
equal weighting. In that case the Q matrix reduces to

2π=Q I . Plugging this value for Q back into (19) and 
simplifying leads to

[ ] 1
, , 3MVSCMMSE MVSCMMSE dqw α β −= +R I w% (20)

where we use the tilda to remind us that we are considering a 
particular case for Q.

We observe that the MVQR-DL processor in (16) and 
the MVSC-MMSE processor in (20) are of the same form.
Thus we continue our comparison to just the MVQR-DL
processor and use the simplified notation

12ˆ .MVQR DL L dqα σ
−

−  = + w R I w (21)

Next we recall

1 .dq dq
−=w R s (22)

Substituting (22) into (21) and simplifying yields

12ˆ .MVQR DL dq L dqα σ
−

−  = + w R R R s (23)

We compare (23) to the MVDR-CL processor

12ˆ .MVDR CL L dqα σ
−

−  = + w R R s (24)

Clearly the two processors are different, except for the
degenerate case of uniform diagonal loading wherein

dq =R I .

III. EXAMPLES

A. Example 1

This is a trivial example is for visual emphasis of the 
structure of dqR . We consider a simple 5 element linear array 

steered to broadside. We desire Chebychev weighting with 30 
dB sidelobes. The corresponding weighting is

,30

0.3185

0.7683

1.00

0.7683

0.3185

chebychev

 
 
 
 =
 
 
  

w (25)

For broadside steering ( ),1N=s ones . Substituting into (12) 

yields

3.14 0 0 0 0

0 1.30 0 0 0

0 0 1.00 0 0

0 0 0 1.30 0

0 0 0 0 3.14

dq

 
 
 
 =
 
 
  

R (26)
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We observe that dqR is non-uniform diagonal (and

persymmetric due to the symmetry of dqw ), in contrast to the 

standard identity matrix of conventional diagonal loading.

B. Example 2

In this example we consider a 10 element uniform linear 
array. Two interferers are present at u=+0.481 and u=-0.327.
The SNR is equal to 0 dB and the INRs are equal to 30 dB 
and 40 dB respectively. We first consider the optimal
MVDR-CL processor with Chebychev loading (-30 dB). Fig. 
1 shows the beam patterns for three different loading levels 
(none, 0 dB, and 10 dB)2. We observe that the interferer nulls 
are retained as the loading level increases while the sidelobes 
increasingly approach –30 dB, per the Chebychev weighting. 

We next consider adaptive performance. We examine the 
output SINR versus sample support (K=1N to K=10N) for 
four beamformers – MVDR, MVDR-DL, MVDR-CL, and
MVQR-DL. There is no mismatch present in this example, 
except for the “ statistical mismatch”  associated with finite 
sample support. We see in Fig. 2 the substantial benefit that 
loading provides at low sample support for the three loaded 
beamformers. The MVDR-DL beamformer provides the best 
performance, as would be expected for the case of no
mismatch. However, the additional sidelobe protection of the 
quiescently constrained beamformers (the benefit of which is 
not specifically captured in the metric of this simple example) 
comes at modest cost - half a dB. We observe that the 
MVDR-CL provides slightly better performance than the
MVQR-DL beamformer in this example.

Figure 1 – Optimal MVDR-CL beampatterns for three 
different loading levels (Chebychev, -30 dB loading)

2 relative to the element noise level (a.k.a. LNR).

Figure 2 – Output SINR for four different beamformers for example 2.

C. Example 3

In this example we consider the same 10-element array 
as in example 2 and the same interference environment.
However, in this example we investigate direction of arrival 
mismatch in the context of signal present in the training data 
(of interest in passive sensor systems). An SINR performance
comparison is shown in Fig. 3 for the same four
beamformers. We observe that colored loading outperforms 
both conventional loading and the MVQR-DL beamformer. 
We note that the colored loading has a wider main beamwidth 
that provides protection against signal cancellation.

Figure 3 – Output SINR in the presence of DOA mismatch.
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IV. SUMMARY

This paper has described a technique called colored 
diagonal loading that augments the sample covariance matrix 
of an MVDR processor in a manner similar to that of
conventional diagonal loading. This technique retains the 
simple formulation and performance advantages of
conventional diagonal loading augmented with additional
desired quiescent properties. This quiescent constraining can 
include, for example, better sidelobe control. We have
compared colored diagonal loading to conventional diagonal 
loading as well as other quiescent pattern constraining
techniques. We found that colored diagonal loading is well 
behaved and extracts only modest SINR loss in simple
scenarios without mismatch - in exchange for increased 
sidelobe protection. With mismatch, we showed that colored 
diagonal loading can outperform conventional diagonal
loading. Colored diagonal loading presents array designers 
with another technique for controlling beampatterns. The 
level of advantage for this technique will depend on the 
usefulness of the prior/quiescent information for the specific 
problem at hand.
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