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Abstract 

Computational grids and other heterogeneous, large-scale distributed systems require more 

powerful and more flexible authorization mechanisms to realize fine-grained access-control of 

resources.  Computational grids are increasingly used for collaborative problem-solving and 

advanced science and engineering applications.  Usage scenarios for advanced grids require 

support for small, dynamic working groups, direct delegation of access privileges among users, 

procedures for establishing trust relationships without requiring organizational level agreements, 

precise management by individuals of their privileges, and retention of authority by resource 

providers.  Existing systems fail to provide the necessary flexibility and granularity to support 

these scenarios.  The reasons include the overhead imposed by required administrator 

intervention, coarse granularity that only allows for all-or-nothing access control decisions, and 

the inability to implement finer-grained access control without requiring trusted application code. 

PRIMA, the model and system developed in this research, focuses on management and 

enforcement of fine-grained privileges.  The PRIMA model introduces novel approaches that can 

be used in place of, or in combination with existing access control mechanisms. PRIMA enables 

the users of a system to manage access to their own assets directly without the need for, and costs 

of intervention by technical personnel. System administrators benefit from more flexible and fine-

grained definition of access privileges and policies.  A novel access control decision and 

enforcement model with support for legacy applications has been developed. The model uses on-

demand account leasing and implements expressive enforcement mechanisms built on existing 

low-overhead security primitives of the operating systems.  The combination of the PRIMA 

components constitutes a comprehensive security model that facilitates highly dynamic 

authorization scenarios and increases security through least privilege access to resources.  In 

summary, PRIMA mechanisms enable the use of fine-grained access rights, reduce administrative 

costs to resource providers, enable ad-hoc and dynamic collaboration scenarios, and provide 

improved security service to long-lived grid communities. 
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1 Introduction 

1.1 Grid Computing 

Securing the current and future generations of computational grid infrastructures, as well 

as other national cyber-infrastructures, requires fundamental advances in security models 

and mechanisms for widely distributed systems. The needed fundamental advances must 

overcome usability and scalability limitations caused by confining authority-granting to 

relatively few system administrators, imposing trust establishment procedures that cater 

only to large organizations, and restricting the granularity of security controls to a level 

that interferes with least-privilege access. This research explores these fundamental 

advances in computational grids. 

A computational grid is a distributed computing infrastructure for advanced science and 

engineering applications [STE97]. Researchers of many disciplines rely on grids to 

collaboratively solve compute and data intensive problems too large for the resources of a 

single institution. Grid infrastructures provide for more efficient utilization of existing 

resources by combining heterogeneous, widely distributed computational resources into a 

cohesive computing infrastructure. Grids are built on open standards and protocols to 

foster interoperability among heterogeneous resources. The grid represents itself to the 

end user as a unified virtual compute resource where individual resources, their location 

and internal architecture are abstracted.  

Virtual Organizations (VOs) [FOS01] are created when computational and intellectual 

resources from separate physical organizations are shared to tackle problems that require 

the combined efforts and resources of the VO members (e.g., collaborative problem-

solving). The resources shared in a VO include data files, computers, software, and 

specialized resources such as scientific instruments. VOs range from small, ad-hoc 

groups that may exist for only a short period of time, to larger, well-structured and 

persistent collaborations. 

This research creates a new security model for PRIvilege Management and 

Authorization (PRIMA) that empowers users to act authoritatively for their own 
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resources, supports VOs based on small, dynamic working groups for which the ability to 

establish transient collaboration is a key requirement, and provides fine-grained 

expression and enforcement of access rights. Beyond its immediate contribution to the 

development of more usable and scalable grid environments, the PRIMA research is also 

applicable to other critical cyber-security domains. 

 

1.2 Security Requirements of Advanced Grid Environments 

Three usage scenarios for advanced grid environments are described. A set of security 

requirements is derived from an analysis of these scenarios. The scenarios are justified on 

several bases (see section 1.2.2). 

 

1.2.1 Advanced Grid Usage Scenarios  

Scenario S1 – Ad-hoc Collaboration  

Bob is a university researcher who has developed a protocol emulator and has a 

dedicated cluster resource (for which he is authoritative) for execution of the 

emulator. He would like to be able to grant Joan, a researcher in industry, temporary 

access to his emulator and the cluster resource such that Joan can evaluate a new 

protocol she has developed using Bob’s emulator. To do so Bob requires grid layer 

mechanisms to define and delegate the temporary access rights (e.g. access to the 

emulator on the cluster for one week) directly to Joan. Joan on the other hand needs 

grid level tools to utilize these access rights. Bob should not need to involve the 

administrator (or other technical support personnel) of the cluster, nor should he need 

to break the grid abstraction and manually log into this system and interact with the 

operating system directly. 

Scenario S2 – Multi-Project User  

Sam takes part in a number of unrelated projects that utilize shared grid resources. He 

must ensure that his utilization of grid resources is accounted to the correct project. 

Furthermore, he requires grid mechanisms to protect his results and parameters from 



 

 3

accidental modification or deletion by his colleagues and himself. These mechanisms 

must not constrain his ability to share these data individually or in bulk with his 

colleagues. He frequently executes experimental code produced by him and by 

external collaborators besides his production code. Sam must ensure that the 

experimental code does not interfere with the execution of the production code and 

would like to be able to define exactly what resource objects an experimental code 

can access. 

Scenario S3 – Resource Provider Protection 

Alex is a grid resource administrator, he maintains a site network of several compute 

resources including Bob’s cluster. Alex must monitor resource usage and provide 

protection against misuse. He is also responsible for implementing site wide security 

policies such as requirements for authentication strength, restrictions on the access to 

resources from outside of the university network, and the use of encrypted protocols 

for data transfer for some applications.  If Alex detects misuse of resources he must 

be able to react immediately - for example by modifying resource access policies or 

by preventing individual users from accessing any of the resources for which he is 

responsible.   

 

1.2.2 Security Requirements 

The scenarios above reveal a number of security requirements for grid systems. It is 

important to note that the following list of requirements is not a comprehensive list of all 

security requirements for grid systems. Rather it focuses on the particular requirements 

implicit in these advanced usage scenarios. Basic requirements, such as the support for 

single sign-on and mutual authentication, have been omitted since these requirements are 

well met by existing grid systems.  
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Fully distributed mechanisms 

Scenario S1 describes an ad-hoc collaboration that cannot rely on group infrastructure 

such as servers that manage group membership. The security mechanisms used to 

establish and maintain short lived, ad-hoc collaborations must be fully distributed and 

should not require group-specific infrastructure components.   

 

Low overhead trust establishment and adequate reflection of trust levels 

The establishment of trust relationships as the basis for resource access rights must 

impose minimal initial overhead and be adaptable to model the real world trust 

relationships between the collaborating entities. For example, many ad-hoc 

collaboration scenarios like the one outlined in Scenario S1 will be prevented if 

entities from different organizations are required to establish formal trust 

relationships between their organizations before the entities can engage in a 

collaboration with each other.  

 

Fine-grained access rights 

An access right is “fine-grained” if it can specify a single right of a given user to a 

given object. Access rights are not fine-grained if they require a right to be granted to 

all members in a group of users or if the right conveys access to all objects in a set of 

objects. The absence of fine-grained rights and associated management functions 

prevents many usage scenarios like those presented in scenarios S1 and S2. For 

example, Bob in scenario S1 would not be able to grant Joan only limited access to 

the compute cluster. To accommodate scenario S1 without fine-grained rights would 

require for Joan to receive access to a large set of resource objects that the cluster 

holds. Joan would most likely have the ability to execute a variety of applications that 

could either be installed on the cluster or staged by her to the cluster, could store large 

amounts of data on the cluster’s storage media, and easily utilize the cluster’s CPUs 

and network connectivity for tasks unrelated to the collaboration. 
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Direct delegation of authorization 

Scenario S1 points out the need for users and other authoritative parties to have the 

ability to directly delegate access to other grid entities (users and processes). Direct 

delegation is especially powerful when combined with fine-grained access rights as 

the minimum access rights required for a specific task or purpose can be delegated to 

collaborators. The ability to delegate access rights directly is also needed to provide 

for the necessary scalability of grid security solutions. If delegation is only supported 

via indirect (third party) means, the overhead required to delegate authorization 

creates barriers to the scalability of such a system.  

 

Selective use of access rights 

Both scenario S1 and scenario S2 reveal the need for grid entities to be able to select 

which of their access rights should be used to authorize a specific access request. This 

selectability increases overall system security as services can be executed with only 

the least access rights required. Furthermore, unrelated requests from the same entity 

can be effectively separated if different authorizations are used. Also, concurrent 

services executing on behalf of the same entity are less likely to suffer from 

interference if they each only have access to the resources they require. 

 

Fine grain enforcement 

To support fine grain access rights the enforcement mechanisms must be able to 

constrain the execution of services at an equally fine level of granularity. This 

requirement stems from all three scenarios S1, S2 and S3.    

 

Support for legacy and untrusted applications 

Resource owners and users require the ability to constrain the resource access of 

legacy applications and untrusted code to prevent accidental or malicious misuse of 

resources as presented in scenario S2 and S3. Entities involved in ad-hoc groups only 
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place minimal trust in (and thus require high protection from) executables received 

from new collaborators.  

In grid environments custom codes are often executed on behalf of the user to render 

a service. Frequently users modify and tune their executables to the problems at hand. 

Resource providers cannot rely on these codes to self-constrain their resource access. 

Furthermore, legacy codes are commonly adapted to and used in grid environments. 

These codes frequently assume unrestricted access to resources and do not provide 

security features. It is not feasible to modify large parts of such codes to incorporate 

new security mechanisms.  

 

Grid-layer management of access control policies 

The management of policies consistently across a set of heterogeneous grid resources 

as indicated in scenario S3 can be a challenging task. Grid resource administrators 

require standardized languages to express such policies independent of individual 

resource specifics. They also need tools to create, modify, test, and deploy policies on 

grid resources. Issues like the secure association of policies with authoritative entities 

and the combination of policies from several authorities have to be addressed.  

 

Accounting of usage 

Advanced grid environments must accurately account for resource usage to provide 

for billing, cost-recovery, fair use, the maintenance of non-trivial qualities of service, 

and related services in advanced grid environments. This is especially important for 

virtual organizations that utilize resources from separate administrative domains. In 

addition the ability to reconstruct events in the case of a system fault or malicious 

attack is a requirement in many organizations. This requirement is mainly driven by 

resource owner and administrator interests (scenario S3) but also by users sharing 

their resources and data files (scenarios S1). 
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Leveraging existing resources and infrastructure 

Significant investments have been made in grid and related distributed computing 

resources and infrastructures. Individual organizations may have special purpose 

computer security mechanisms and procedures in place based on regulatory 

requirements. Grid security mechanisms must be able to interface with and leverage 

existing resources and infrastructure components. The heterogeneity among different 

local security solutions must be dealt with. The use of open standards and protocols is 

imperative to achieve interoperability among grid resources from different 

administrative domains.  

 

Secure user credential management 

Security often depends on the strength of the protections guarding a user’s 

credentials. The secure storage and management of these credentials is the user’s 

responsibility. Usability, user mobility, and inadequate protection of workstations can 

pose significant problems that often undermine the security of user credentials. In 

advanced grid environments, users require improved tools and mechanisms that 

provide for secure storage and ubiquitous access to their credentials. Resource owners 

may require guarantees as to the level of protection the user’s credentials are afforded 

(scenario S3). 

 

1.2.3 Scenario Justification 

The scenarios introduced in section 1.2.1 are based on experiences from previous work, 

interactions with other grid researchers and grid resource providers, and on the results of 

a grid community survey.  

Previous work on the prototype for a Virginia Tech campus grid infrastructure [RIB02] 

and the development of a collaborative composition and execution environment for 

distributed applications [LOR02] clearly revealed the necessity for more sophisticated 
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security services to adequately support secure use of grid resources in a variety of usage 

scenarios including but not limited to collaborative use.  

Additional requirements became evident in collaborations with other researchers 

through the Global Grid Forum and at Fermi National Accelerator Laboratory. Some of 

these requirements were summarized in two informational GGF requirement documents 

(see Appendix B: “Security Requirements of Advanced Collaborative Environments”, 

and “Site Authentication, Authorization, and Accounting Requirements”). 

A survey was conducted in the Fall of 2002 among members of the grid community to 

understand the needs of grid user and grid application developers, provide information on 

typical modes-of-use, and elicit requirements for future grid security systems. The size, 

dynamics, composition and similar characteristics of grid communities constitute 

important data for grid security requirements gathering and analysis. Collaborative grid 

communities are especially important as they constitute a vital part of grid usage modes 

(see scenario S1) and clearly demonstrate the need for more advanced grid security 

solutions.  

The salient results of this survey are summarized immediately below. Appendix C 

provides a table with the survey questions and the answers provided by the respondents. 

The survey was announced and distributed at the sixth meeting of the Global Grid Forum. 

Most (77%) of the 39 respondents classified themselves as grid researchers and 

developers.  

The survey showed that collaborations often cross organizational lines, underscoring 

the significance of inter-organizational trust. The responses showed a high level of 

communication and collaboration with people from outside the respondent’s department 

(90%), outside their company or organization (82%), and outside their country (69%). 

The likelihood of sharing grid resources with collaborators decreased with larger 

distance: most share resources with collaborators from outside their department (77%), 

about two-thirds (67%) with people from outside their company or organization and less 

than half with others from outside their country (46%). These results show that grid 

security trust models must be able to accommodate large numbers of close collaborators 
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but also provide adequate support for small-scale collaborations with external entities as 

described by scenario S1. 

The majority of today’s grid communities such as virtual organizations tend to be 

relatively small in size. Most (59%) respondents were members of a grid community. The 

community size was distributed as follows: 60% fall in the category of 1 to 25 members, 

17% have 26 – 100 members, no membership was reported for communities of size 101 

to 200, and 23% are large communities with more than 200 members. These communities 

consist equally of single projects (49%) as well as for multiple projects (49%); only one 

correspondent was a member of a community that had a lifetime of only a single task. 

Most respondents (71%) that are member of grid communities answered that they make 

use of less than 10% of the total number of community resources, which in 64% of all 

cases was between 1 and 50 resources. Only 16% of the communities shared more than 

50 resources. These results point to the need for adequate security mechanisms for two 

categories of grid entities. Category one are individual users that require tools to manage 

small collaborative efforts as described in scenario S1, category two are resource and 

community administrators that must manage larger sets of users and resources for 

example through policies as outlined in scenario S3. 

The plurality of grid users decide for themselves with whom they want to collaborate 

and what rights should be allocated to their collaborators.  The communities of the 

respondents are equally divided into those using a structured hierarchical paradigm for 

administration and those using an ad-hoc manner, where membership is achieved through 

joining and contributing. In more than half (54%) of the cases of ad-hoc communities, 

privileges are delegated and assigned in a hierarchical manner through a community 

administrator, which may be evidence of the lack of support for efficient management of 

privileges in ad-hoc grid collaboration scenarios. The plurality of respondents (41%) 

decide for themselves with whom they share resources, of which 37.5% have to contact 

an administrator in order to grant the corresponding access rights. These numbers 

underscore the need for grid users to be able to manage access to their resources directly 

as described in scenario S1 and S2. 
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Forty-six percent of communities use a first generation, resource administered 

authorization mechanism such as the Grid Security Infrastructure (GSI) [FOS98], 18% 

use community administered authorization mechanisms such as the experimental 

Community Authorization Service (CAS) [PEA02] or the Virtual Organization 

Membership Service (VOMS) [ALF03], a small fraction (5%) uses distributed 

authorization (e.g., as in AKENTI [THO03]) and another 5% were not sure what they 

use. Eight percent responded that they leverage other systems, such as Kerberos [STE88]. 

Asked about their beliefs about the security features provided by grid software in 

collaborative scenarios, 53% answered that existing grid security solutions do not provide 

adequate services for collaborative grid communities. The reasons given ranged from the 

lack of an underlying threat model to the complexity and expense of inter-site trust 

relationships that are currently required. Fifty-nine percent believe that existing grid 

security solutions impose too much administrative overhead for efficient collaborative 

use and 47% thought that the level of security provided by existing solutions (e.g., 

encryption strength, security of the protocol, non-repudiation guarantees) is not 

sufficient; however, 38% indicated that they believe it is sufficient. The plurality (48%) 

of respondents did not believe that maintaining a public key infrastructure (PKI) for grid 

services is too expensive vs. only 20% that doubted the adequacy of maintaining a PKI. 

Mechanisms for a user to manage their own privileges and credentials seem to be 

insufficient. This was the opinion of 23 respondents (59%), 26% were undecided about 

this issue and only 10% thought the mechanisms were sufficient (5% did not provide an 

answer). On the question of whether real world trust relationships can be modeled 

adequately using existing grid security solutions, most respondents (56%) disagreed. The 

reasons given revolve mostly around immature trust models, the observation that 

collaborators trust each other but not their respective institutions, and the issue of users 

having multiple roles. Asked specifically if trust relationships between collaborators can 

be correctly modeled, 46% indicated their disagreement, where as only 28% could agree 

to this question and 23% were undecided. One of the comments given was stressing the 

need to “push privilege management down to the individuals, which poses a challenge to 

the tools and plumbing” which nicely captures the requirements motivated by scenario 

S1. 
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Summarizing the survey responses, it seems apparent that existing security mechanisms 

are adequate only for a subset of today’s use-cases in grid environments. These 

mechanisms focus on traditional solitary and clearly defined collaborative scenarios and 

require additional functionality to provide for the full expressive range necessary for 

more secure dynamic collaborations and least-privilege access schemes. The following 

section will discuss in more detail what existing grid security systems provide and for 

which requirements new models and mechanisms are required. 

 

1.3 Current State of Grid Security 

First generation security mechanisms for computational grids focus mainly on 

authentication and the protection of data in transit. These mechanisms provide secure 

single sign-on and rights delegation using local security solutions. First generation grid 

security mechanisms depend on the basic security semantics present at the resources to 

authorize resource access. Guaranteeing final authority over the use of resources to the 

resource owners or other stakeholders is another focus of first generation grid security 

mechanisms.  

The selective delegation, use, and enforcement of fine grained access rights is not 

provided for by first generation grid security mechanisms. Non-selective rights 

delegation is achieved by delegating all rights of one entity to another entity. The absence 

of fine-grained rights and associated management functions prevents many usage 

scenarios involving collaboration between grid entities as the overhead and trust levels 

required to start new collaborations are significant. The use of coarse-grained 

authorization mechanisms lowers overall system security as services frequently execute 

with excessive access rights and users cannot select the set of access rights with which a 

specific request should be executed.  

First generation grid security systems rely on standard operating system enforcement 

mechanisms which themselves lack adequate support for expressing fine-grained access 

control. The operating system enforcement mechanisms are not abstracted and 

represented in the grid layer in these systems. This requires the use of traditional tools 
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through interactive resource access to configure the enforcement mechanisms before grid 

requests can be serviced. Furthermore, standard operating system security mechanisms 

aim to provide for individual users of the local system and can support simple groups of 

users on the local system; they do not support users from separate administrative 

domains. This restriction imposes further limitations on the ability of users to express 

desired access controls. The sheer number of possible users poses a scalability and 

management problem for resource administrators since each grid user must have a local 

user account on each grid resource that the user may want to employ. The total number of 

local user accounts grows quadratically (grid resources times grid users). 

Second generation grid security systems provide fine grain authorization mechanisms 

and the expressive management of access control for some types of collaborative groups. 

However, most approaches require group infrastructure to manage the assignment of 

rights to members of the group. In addition, the enforcement mechanism is incorrectly 

layered. To solve the expressiveness limitations of the basic operating system, these 

systems enforce access rules at the grid-middleware or application layer. This layering 

violates the fundamental design principles of “economy of mechanisms” [SAL75], 

“separation of concerns” [DIJ76], and “least privilege access” [SAL75]. As a result, there 

is lower overall security due to re-implementation of security code outside of the 

operating system, the need for fully trusted service code to perform enforcement, and the 

execution of service code with escalated access rights. In addition, legacy applications are 

not supported. 

 

1.4 PRIMA Approach 

PRIMA is a privilege-based approach to meeting the advanced grid security 

requirements discussed in section 1.2.2. PRIMA is both a comprehensive grid security 

model and system. The model describes how privileges are created, distributed, shared, 

selected, and bound to resource requests. The model also describes how the privileges 

relate to policies defined by resource managers and how the intent of the security system 

can be enforced. The system illustrates how the model can be implemented.  
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In PRIMA, a privilege is a platform independent, self contained representation of a 

fine-grained right. PRIMA achieves platform independence of privileges by externalizing 

fine-grained access rights to resource objects from the resource’s internal representation. 

For example, a privilege for a file access right is abstracted from the way file access 

rights are stored in the file meta information by the operating system. The PRIMA 

representation uses a standard XML-based language to encode the externalized form of 

the privilege. A privilege is self-contained in that its meaning is fully determined by the 

information contained in the privilege.  

PRIMA provides for the grid layer management and delegation of privileges on a user-

to-user and administrator-to-user basis. The holder of privileges can selectively provide 

individual privileges to grid resources when requesting access. This enables least 

privilege access to resources and ensures that the user has fine-grained control over 

resource usage of requested services. Resource administrators create and manage polices 

for their resources via grid layer PRIMA mechanisms. The user-supplied privileges are 

combined with the administrator-provided policies to render a dynamic authorization 

decision.  

Expressive enforcement mechanisms match the granularity of the privilege 

management and authorization decision mechanisms and facilitate highly dynamic 

authorization policies and least-privilege access to resources. 

Figure 1-1 provides a high-level overview over the PRIMA model and system. 

Resource administrators configure grid resources with access policies that regulate usage 

of the resource. Access rights of resource objects are externalized and represented to both 

administrators and users on the grid layer as PRIMA privileges (step 2). Privileges can be 

traded among and between grid users, administrators, and other grid entities (step 3). Grid 

users holding privileges can selectively use (step 4) and apply these privileges to grid 

resource requests (step 5). The enforcement mechanisms makes authorization decisions 

based on the resource’s access policy and the privileges provided with the request. These 

mechanisms also configure the local environment to enforce the authorization decisions. 

Both enforcement mechanisms match the granularity of the privileges.    
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Figure 1-1 PRIMA System Overview 

 

PRIMA is fully distributed and does not require centralized infrastructure components 

for the management of privileges. This aspect of PRIMA leads to scalability by avoiding 

centralized components that could introduce performance and reliability bottlenecks. 

More importantly, required infrastructure components would hinder the creation of ad-

hoc groups by imposing undue administrative overhead and costs for the establishment of 

new collaborations. If no infrastructure is required ad-hoc groups can be created on the 

fly at minimal initial cost.  

PRIMA enforcement mechanisms are integrated with and leverage the resource’s 

operating system to provide secure and efficient access control without relying on trusted 

application code or imposing large processing overhead. This integration also enables the 

continued secure use of legacy applications. The necessary granularity, flexibility, and 
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security are obtained by dynamically configuring access control lists for resource objects 

(such as files or network ports) and quota settings to encode fine grain rights that are 

enforceable by the operating system. 

 

1.5 Contributions 

This section highlights the specific contributions of the PRIMA research. The 

relationship between these contributions and the requirements for advanced 

computational grids is described in the next section.  

 

1.5.1 A High-level Privilege Management Model for Collaborative 
Distributed Systems 

A privilege-based security model defines the nature of how privileges are created, 

shared, and managed among users and system administrators within the bounds of a 

controlling privilege management policy. Specific advantages of this model are  

(1) the ability to manage privileges on a system independent, abstract level 

(externalized from the actual resource and the system specifics),  

(2) a reduction in administrative overhead through the ability for authorities 

(including users) to directly manage and delegate privileges , 

(3) an increase in flexibility due to the added control given to users over the 

resources they are authoritative for, and 

(4) added security through least privilege access to resources since users have the 

ability to select a specific subset of their privileges for a specific action, in 

contrast to the bulk access rights granted in traditional models based solely on the 

identity of the user. 

While this security model was developed to provide support for ad-hoc collaborative 

environments, it can be applied to a large number of usage scenarios and combined with 

other models to achieve even greater flexibility. Some of the concrete outcomes of this 
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model include an understanding of the relationship between “privileges” and “attributes” 

which resulted in the definition of “privilege attributes” in contrast to other attributes 

classified as “descriptive attributes”, and a profile to encode privileges in an XML-based 

standard language for access control. 

 

1.5.2 Incremental, User-centric Trust Model 

PRIMA is based on an innovative trust model. The PRIMA trust model, refined in 

collaboration with Deb Agarwal and Mary Thompson from LBNL [AGA03, LOR03-1], 

is centered around the users of a collaborative system in contrast to the common focus on 

administrators. In the PRIMA model, users build and maintain trust through direct 

interaction with each other. This user-centric trust model reduces the number of 

intermediaries necessary to manage access control and is thus more efficient, trustworthy 

and less prone to errors. It resembles more closely the dynamic way humans build trust in 

the real world and allows transactions to be performed with a minimal initial trust level. 

This is especially important for ad-hoc and transient scenarios where initially very little 

trust exists between the collaborating entities and a common trust anchor (such as a 

commonly trusted organization) is not available. The PRIMA trust model takes this into 

account and lowers barriers to collaboration by allowing trust to be built incrementally 

over time. 

 

1.5.3 A Dynamic Authorization Decision and Enforcement Model 

The PRIMA authorization decision and enforcement model is an implementation-

neutral description of how the intent of the privilege management model is achieved. 

Specifically, the model describes the relationship of externally managed privileges 

presented by a user when requesting a service to the authorization policy defined for the 

resource being accessed. This relationship is captured in the concept of a “dynamic 

security policy”. This policy is “dynamic” since it applies only for the evaluation of the 

user’s current request. A second concept that emerged from the enforcement model is that 

each authorized request is executed within a specifically-provisioned execution 
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environment. This execution environment is equipped, based on the dynamic policy, with 

the minimal permissions needed to perform the user’s request in accordance with the 

principle of least privilege access.  

 

1.5.4 Novel Authorization Decision and Enforcement Mechanisms 

PRIMA’s authorization decision mechanisms support the concept of dynamic policies 

through a request-specific policy context. Furthermore, they enable the use of existing, 

low-level security primitives by provisioning fine-grained access rules to the enforcement 

mechanisms via obligations when granting access based on coarse grained requests. For 

example, while a typical coarse-grained authorization decision may state: “Yes, you can 

execute XYZ service on our resource”, finer granularity is achieved through obligations 

such as “disk quota 100MB, 5 CPU hours, no network access”.  

The underlying enforcement mechanisms provide a system-specific implementation of 

the enforcement model and guarantee that the effects defined by the enforcement model 

are properly realized on a given system. A central concept is that of dynamic, request-

specific user accounts. This concept refers to the on-demand creation, configuration and 

management of an execution environment based on ordinary user accounts. Such 

accounts are configured with the minimal set of fine-grained access rights required for 

the specific access. Enforcement via the execution environment provides for the secure 

execution of non-trusted legacy applications without the need to duplicate security code 

already present in the operating systems.  

To embed novel enforcement mechanisms into existing grid middleware an 

authorization call-out interface is specified. Together with members of a number of large 

grid computing projects, an interface specification was produced and subsequently 

implemented as one component of PRIMA. The interface implementation has been 

deployed in other grid projects and included in the Virtual Data Toolkit (VDT), a base 

distribution for many grid projects. 
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1.5.5 Comprehensive Fine-grain Authorization Model and System 

When designing and building a security system it is important that the models and 

components have matching granularity. The specified access rules and the access control 

decisions based them must be matched by equally expressive enforcement mechanisms. 

Only then can the full potential of the selected level of granularity be realized. Similarly, 

other characteristics, such as flexibility and consistency, also need to be compatible. The 

PRIMA models and mechanisms constitute a comprehensive authorization approach. The 

fine granularity at the privilege level is complemented by an equally fine granularity of 

access rules that serve as the basis for authorization and enforcement. The use of an 

application and system independent privilege and policy format allows for the definition 

of access rules that are consistent across a wide variety of heterogeneous resources. The 

flexibility and security provided by the privilege management model permits individual 

selection of privileges, is fully supported by the decision making process via dynamic 

policy constructs, and can be effectively enforced while supporting legacy applications.  

 

1.5.6 Community Impact 

Within the Global Grid Forum (GGF), the working group on Authorization 

Frameworks and Mechanisms has been proposed and co-chaired by Markus Lorch 

together with Andrew McNab of the European Data Grid. The working group targets 

recommendation and standardization of a conceptual authorization framework. Markus 

Lorch’s GGF involvement has led to significant contributions to five GGF informational 

and standards documents in the security field either as editor, co-author, or contributor 

(see Appendix B - Contributions to the Community). Engagement in the GGF also 

provided very valuable feedback that enriched the PRIMA research and helped to align it 

with the research performed by others and the needs and requirements of the community. 

These community efforts also led to a grant and collaborative effort with Fermi National 

Accelerator Laboratory.  

 



 

 19

1.6 Research Summary and Document Outline  

Grid computing fundamentals, advanced grid usage scenarios, requirements based on 

these scenarios, and an analysis of the state of grid security are presented in this chapter 

to motivate the PRIMA research. The scenarios are justified by experiences from 

previous work, interaction with the community, and a survey on the needs of future grid 

security mechanisms. A high level overview of the PRIMA approach and a summary of 

the contributions that stem from this research are provided.  

Figure 1-2 summarizes this chapter with a mapping from the usage scenarios 

introduced in section 1.2.1 to the requirements derived from these scenarios in section 

1.2.2. The requirements are mapped to the core PRIMA contributions outlined in section 

1.5. 
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Figure 1-2 Relationship between Usage Scenarios, Requirements, and Contributions 
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The remainder of this document is organized as follows. Chapter 2 discusses general 

security fundamentals, reviews related literature and work, and examines the grid 

computing concept and grid security mechanisms in more detail. Chapter 3 provides a 

detailed discussion of the PRIMA model for privilege management, trust, and 

authorization and enforcement in grid computing environments. A concrete 

implementation of the PRIMA model in the context of the Globus Toolkit grid 

middleware can be found in Chapter 4. Approaches to improve the overall security of 

grid systems through the use of cryptographic hardware are described in Chapter 5. 

Chapter 6 concludes the document with a summary and an outlook to future work related 

to PRIMA.  
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2 Literature Review and Classification of Systems  

 

2.1 Chapter Overview 

This section provides fundamental background information on computer security, with 

a special focus on authorization. Furthermore, the most widely deployed grid middleware 

software, the Globus Toolkit, is introduced together with Legion, a distributed operating 

system for grid computing. 

 

2.2 Distributed System Security Fundamentals 

Computer security deals with the protection of computer systems against unauthorized 

access and use. Computer security encompasses more than simply the protection of 

software components, individual computer system, or networks of computers. To protect 

computer systems it is necessary to take the physical security of the computers as well as 

the procedures and practices followed by the users of the computer system into account.  

In [AND73] the types of threats to computers systems have been classified in the 

following three categories: 

1. Information release:  

An unauthorized entity gains access to information or programs stored on a 

computer. 

2. Information modification:  

An unauthorized entity modifies information stored on a computer. 

3. Denial of Service:  

An authorized entity is prevented from accessing and using data, compute 

resources or services offered. 
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To protect against these threats and ensure the integrity of computers, data and services 

security policies need to be devised and put into action through the use of a variety of 

security mechanisms.  

The following sub-sections will introduce basic design principles for secure software 

and provide an overview of security mechanisms with a special emphasis on 

authorization topics.  

 

2.2.1 Software Security 

The design of secure software has to balance functional design goals such as feature 

richness and usability with the goal of building a secure system. Frequently the 

mechanisms developed to satisfy security design goals work against other goals and 

require design tradeoffs.  It is important to realize that security should not be viewed as 

just another feature that can simply be sacrificed if conflicting requirements are present.  

Security considerations often produce fundamental system requirements that are essential 

to the integrity and viability of a system.  It is thus important to perform a careful 

evaluation of system design alternatives based on an assessment of associated security 

risks to achieve sensible compromises between security and functionality. 

Fundamental design principles for secure computer systems provide guidance when 

designing and implementing protection mechanisms. The following principles were 

established by [SAL75] and have been considered in the PRIMA research. 

• Least Privilege Access 

A subject should only use the least set of access rights necessary to perform a 

specific access. This prevents over- and misuse of resources through accidental 

actions as well as through defective or compromised programs. Examples of least 

privilege access are: (1) restricting the execution of a stand-alone application so 

that it does not have access to network services; and (2) the limitation of an 

analysis program to execute with read-only access to the input data and write-only 

access to specific output locations. 
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• Open Design 

Security should be based on the integrity, not the secrecy, of a protection 

mechanism. The designer of a security mechanism should always assume that a 

possible attacker knows and understands the detailed workings of the protection 

mechanisms. Most widely deployed and successful security mechanisms are open 

source. Examples of secret mechanisms (that are frequently circumvented) are 

protection mechanisms to prevent unauthorized copying and use of computer 

software, which often rely on the hiding of secrets in compiled code.  

• Economy of Mechanisms 

Protection mechanisms should be simple and small. Existing mechanisms should 

be re-used wherever possible. Duplication of security functions should be 

avoided. For example, the security mechanisms provided by the operating system 

should be leveraged whenever possible and applicable and these functions should 

not be duplicated in application-level code. (see “Separation of Concerns” and 

“Keep it Simple” principles below) 

• Complete Mediation 

Every access request should be evaluated against the applicable access policy. An 

example is the verification of sufficient access permissions on every access to a 

resource object instead of just checking access permissions once when a request is 

initially submitted. 

• Separation of Privileges 

The requirement for two or more separate credentials to authenticate or gain 

access provides for higher security. An example is two factor authentication 

mechanisms where you need to present both something you have (e.g. a smart 

card) and something you know (e.g. a password) to establish your identity. 

• Least Common Mechanism 

Mechanisms and variables should not be shared among entities to avoid 

information leakage. For example, the use of a shared execution environment for 

several entities can result in accidental or malicious interference between the 
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individual entity’s system accesses. These types of interference should be 

avoided. 

• Acceptability 

Mechanisms to protect computer systems must be simple and usable. Mechanisms 

that constitute a barrier to the subjects’ effective use of the computer system will 

be avoided or circumvented. Examples of mechanisms that are not easily accepted 

and used include the requirement for extremely long passwords or complicated 

login and logout procedures. Subjects will avoid these mechanisms for example 

by remaining logged into their workstation even when not attended or adopt other 

practices that weaken system security.  

• Fail-Safe Defaults 

Security mechanisms should follow an additive security approach where a subject 

requesting access to an object is not granted permissions based on default 

behavior. For example if no access rules match the access request of an entity or 

the processing of an access request resulted in a failure condition, then the access 

should be denied by default.  

Another generally accepted principle not explicitly mentioned by [SAL75], but 

nevertheless important to the protection of computer systems, is what can be referred to 

as “least information disclosure”. For example, error messages should reveal only the 

information necessary for the user to correct or identify the problem. Additional 

information may provide a possible attacker with private details about the system and its 

behavior. Disclosure of unnecessary details can be counterproductive as the information 

may be useful to the attacker when trying to undermine security mechanisms in the case 

of an attack.  

The general software engineering principle of “Separation of Concerns” [DIJ76] is also 

of significant importance to the design of secure systems. This principle suggests that 

different kinds of concerns should be identified and dealt with separately to reduce 

complexity and allow for simplicity. This goal is in line with the Salzer’s “Economy of 

Mechanisms” principle and the “Keep It Simple” principle explained in [VIE01]. 
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The National Institute of Standards and Technology (NIST) published a document that 

explains in more detail software engineering principles that help software designers to 

achieve better software security [STO01].  

 

2.2.2 Use of Cryptography 

Cryptography is a tool for the computer security professional to build protection 

mechanisms, especially for distributed systems where information is exposed to public 

data networks and untrusted intermediary computers. Cryptography provides mechanisms 

that allow for the protection of private information through encryption and the proof of 

authenticity and integrity of information. The use of cryptography by itself does not make 

a computer system secure. In [FER03] a cryptographic component is compared to a lock, 

with well-defined boundaries and function. To achieve overall system software security 

the other software components, such as operating system, middleware, application also 

have to follow fundamental security principles.  Further more cryptographic components 

have to be placed at strategically important places in the architecture. For example it is of 

little use to encrypt the transfer of a user’s login information entered on a web page if this 

login information is then cached unencrypted in session cookies stored on the user’s 

computer. Further more security flaws in underlying operating systems can often be 

easily exploited to compromise the security mechanisms put in place by applications.  

Secret-key and private key cryptography are two fundamentally different approaches 

that can be used to provide encryption and authentication mechanisms. Secret-key 

cryptography, for example, is used in the Kerberos [STE88] system for authentication. 

Public-key cryptography is the basis for the authentication handshake mechanism in the 

TLS protocol [DIE99]. Virtually all security architectures for wide-area distributed 

computing employ one, and often a combination, of these mechanisms. 

Secret-key security architectures use symmetric encryption and decryption techniques. 

These techniques rely on one secret key that is known to all authorized partners. The 

required distribution of secret keys over potentially insecure networks before a secure 

communication can be established is the major issue with secret-key cryptography. This 
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issue is termed the key distribution problem [DIF76]. The relative simple and 

computationally inexpensive encryption and decryption algorithms define its advantages.  

Public-key schemes use asymmetric cryptographic algorithms employing a pair of 

inverse keys, one of which is referred to as the public key and the other of which is 

referred to as the private key. Public-key cryptography solves the key distribution 

problem because the public key is freely distributed and shared with others. The private 

key in turn is kept secret and should be protected from unauthorized access. The keys are 

related with each other in such a way that the private key can not (easily) be derived from 

the public key. Depending on the application the private key is either used for encryption 

(e.g., when signing messages to verify the identity of the sender) or for decryption (e.g. 

when receiving an encrypted message). The most popular implementation of a public-key 

scheme is in the RSA algorithm [RIV78]. 

The advantages of secret-key and public-key cryptography can be combined in a hybrid 

architecture. A public-key method is used for connection set up and authentication to 

avoid the key distribution problem. Once a secure channel has been established, 

symmetric session keys are generated, exchanged and subsequently used in faster secret-

key encryption of the exchanged messages. An example of such a hybrid is the transport 

layer security protocol (TLS). More information on the workings of these and other 

encryption methods can be found in [RSA01].  

 

2.2.3 Public Key Infrastructure 

A Public Key Infrastructure (PKI) leverages commonly trusted entities to securely 

associate identities with public keys. Public key cryptography solves the key distribution 

problem but cannot practically verify the authenticity of an entity by itself. To verify an 

entity’s signature on a signed message, one needs to have that entity’s public key. 

Knowledge of the other entity’s public key usually requires a trusted third party that maps 

public keys to identities.  

Certification Authorities (CAs) act as commonly trusted entities in a PKI that map 

public keys to identities. To minimize the negative impacts of a centralized component on 
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a distributed architecture (single point of failure, limited scalability, vulnerability to 

attacks), the CAs do not act as an "online dictionary" that responds to queries for the 

identity associated with a specific public key. Instead, CAs issue digitally signed 

documents, so called certificates that certify that a specific identity to public-key 

mapping is authentic. 

The CA uses its own private key to sign an identity certificate containing the name and 

public key of the entity. Every node in the network needs to know the public keys of the 

CAs it trusts. With these public keys it can verify if a signature was generated by the CA 

for the specific identity to private key mapping. 

A widely used standard for authentication based on identity certificates is the ITU 

X.509 recommendation [ITU93]. Based on this recommendation, the Internet 

Engineering Task Force (IETF) most recent profile for the use of X.509 certificates in the 

internet is specified in RFC3280 [HOU02]. 

Revocation of certificates is an issue if the private key of an entity is compromised or 

the mapping of the key to the identity becomes invalid. As certificates are traded and 

stored freely a certificate cannot be easily deleted or removed. Certificate revocation lists 

(CRLs) are regularly made available to all nodes accepting certificates for authentication. 

A node, before accepting a certificate, checks the revocation list to make sure the 

certificate is still valid. To limit the size of revocation lists, certificates normally have a 

life span after which they are no longer valid. Revoked certificates need only to be 

included in the revocation list until the end of their life span. A requirement produced by 

the use of such an expiration date is to have loosely synchronized system clocks on the 

network nodes.  

In summary, in a PKI a subject authenticates its identity by proving possession of a 

private key. The subject’s identity is bound to a publicly known key (inverse to the 

private key) via a certificate issued and signed by a commonly trusted certification 

authority. The security of this mechanism is dependent on the secrecy of the subject's 

private key. Protection of the private key is the responsibility of the subject (the user). 

Section 5 addresses in detail issues that arise from the storage and protection of private 

keys on user workstations.  
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Public Key Infrastructures have a number of shortcomings and drawbacks. Most 

notably there is not entity or organization that is even close to be globally trusted in 

addition to issues associated with the need for globally unique naming. A good discussion 

of issues and possible solutions can be found in [GUT02]. 

 

2.2.4 Trust in Computer Systems 

Trust is a human social phenomenon that is often difficult to apply in an information 

technology setting. It is argued that humans can trust computers in a way similar to the 

way they trust social partners [NAS97], but computers in turn cannot make dynamic trust 

decisions as humans do--computers rely on fine-grained, predefined rules that specify 

trust relationships. One of the foundations of trust management [KHA97] in computer 

systems is the principle of specificity. Building and maintaining trust requires us to 

quantify the types and bounds of trust relationships; this is particularly important when 

we want to convey information about a trust relationship to others. Computer systems 

typically rely on specific sets of precisely defined rules to model accurately the actual 

trust relationships among users. Frequently the initial difficulty of quantifying and 

managing the complex (and dynamic) rules of human trust relationships force trust based 

security systems to implement a high level of abstraction which allows only very basic 

trust decisions. To be effective, a trust based security system would need to easily and 

quickly incorporate new and changing trust attributes into the system. 

Trust (or mistrust) among humans can be built through basically two mechanisms: 

through association of a previously not trusted entity with a trusted entity, or gradually, 

through experiences from repeated interaction with an entity over time. Trusting entities 

can make predictions regarding the behavior of others based on their interaction history 

or based on the trust they place in the entity that introduced them and thus assess the risks 

involved when collaborating. Trust relationships are n² (entity to entity) and thus do not 

scale well to large numbers of entities. Organizations help to reduce the number of trust 

relationships by acting as trusted intermediaries.  
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Organizations are powerful tools that aid scalability of trust relationships but they can 

also be a hindrance especially for small dynamic groups, or direct peer-to-peer 

collaborations. Organizations become barriers when trust establishment is only allowed 

or possible through association with an organization. Trust establishment among 

organizations is an expensive procedure and may not be justified or feasible if it is only to 

facilitate collaboration between a few members of different organizations. 

The topic of inter-organizational, cross-domain trust relationships is a pressing issue for 

collaborations of any size. In prevalent security mechanisms, organizations have to 

explicitly trust each other’s identity credentials in order for their members to be able to 

use these credentials for authentication in a collaboratory with shared resources. Issues of 

trust are fundamental to any security system but are especially complicated in systems 

that incorporate entities and resources from different administrative domains.  

 

2.3 Authorization in Distributed Systems 

The term authorization refers to a statement or combination of statements that prove a 

subject’s right to access a resource, or to describe the act of validating that a subject has 

such a right. Unless otherwise specified the term authorization refers to an authorization 

statement in this document. An authorization may be issued, transported, presented, 

verified, delegated, revoked etc. An authorization may be represented by: 

• a set of attributes that describes a user characteristic,  

• a set of policies as the bases for a decision to grant access to a resource,  

• digitally signed documents that assert access rights to a resource.  

The following subsections describe fundamental authorization concepts used in the grid 

computing context. 
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2.3.1 Authorization Process 

Authorization decisions are based on authorization information provided by authorities. 

These authorities must have a direct or a delegated relationship with either the 

authorization subject (e.g. user or organization member to which the authorization is 

issued), or with the resource that is the target of the request that prompted the 

authorization (e.g. owner or administrator of a resource), or with both. These 

relationships may be implemented using a trust mechanism based on a cryptographic 

method (i.e. by an asymmetric or symmetric key mechanism) or may be implemented 

completely off-line (i.e. by some other trusted delivery mechanism). 

The authorization process is frequently split into three distinct processes: 

1. defining a high-level authorization policy by a person or by an organization. 

2. expressing the high level policy in a machine-processable form 

3. evaluating the policy by a process which decides to issue a specific authorization 

to a subject or allow a specific action.  

 

2.3.2 Basic Entities Involved in the Authorization Process  

The three basic high level entities involved in an authorization process are: 

Subject:  An entity (e. g. a person or process) that can request, receive, own, transfer, 

present or delegate an electronic authorization as to exercise a certain right. 

Informally, a subject is any user of a service or resource. The subject may be 

identified as an individual user or as a member of a group of users. A 

subject may also be a process or agent that acts on behalf of a user and holds 

access rights that were delegated to it from the user. The subject may define 

a set of policies that determine how its authorization is used.  

Resource:  A component of the system that provides or hosts services and may enforce 

access to these services based on a set of rules and policies defined by 

entities that are authoritative for the particular resource. Typical resources in 

Grid environments are computers providing compute cycles or data storage. 
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Access to resources may be enforced by a resource itself or by some entity 

(a policy enforcement point, gateway) that is located between a resource and 

the requestor and thus protecting the resource from being accessed in an 

unauthorized fashion.  

Authority:  An administrative entity that is capable of and authoritative for issuing, 

validating and revoking an electronic means of proof such that the named 

subject (a.k.a. the holder) of the issued electronic means is authorized to 

exercise a certain right or assert a certain attribute. Rights may be implicitly 

or explicitly present in the electronic proof. A set of policies may determine 

how authorizations are issued, verified, etc. based on the contractual 

relationships the authority has established. 

Three general types of authorities are in common use. Attribute Authorities issue 

attribute assertions that a given subject has one or more attribute/value pairs. Policy 

Authorities issue authorization policies with respect to resources and services offered by 

these resources. These authorization policies contain assertions that a given subject has a 

certain right with respect to a given service. Identity Authorities (e.g. the Certification 

Authorities (CAs) of a Public-Key Infrastructure (PKI)) issue certificates that assert a 

mapping of cryptographic tokens to subject identities. 

 

2.3.3 Functional Components of an Authorization System 

The component performing the evaluation of the policy by computing an authorization 

decision on behalf of the authorities is referred to as an Authorization Server. Typically, 

an authorization server has a combination of the following duties: 

1. The generation of an authorization decision. Authorization decisions are typically 

the outcome of the evaluation of applicable policy in the context of a specific 

request. 

2. The performance of an authorization lookup to obtain an entity’s rights. These 

rights may form the basis of a new authorization decision taken elsewhere by 

another authorization server or they represent the outcome of a previously made 
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(cached) authorization decision  

3. The signing of a record of an authorization to assert the record’s authority. 

4. The delegation of an authorization decision to another authorization server. 

Typically, the functions performed by an authorization system are split between two 

functional entities. Policy decision points (PDPs) make access control decisions based on 

resources involved in a service request and the attributes and policies bound to the 

subjects. Policy enforcement points (PEPs) enforce the access decisions made by the 

PDPs. In many systems, the PDPs are independent of the services and applications 

whereas the PEPs are tightly coupled with these components. Depending on the system 

architecture, a PDP and a PEP may be collocated or separated. When co-located a 

programming interface usually provides for the necessary communication; when on 

separate resources a secure communication mechanism and a request-response protocol is 

needed.  

A more detailed discussion of decision and enforcement components is given in the 

authorization frameworks described in [VOL00] as well as in [ITU95]. Access-control 

Decision Function (ADF) [ITU95] corresponds to PDP [VOL00] and Access-control 

Enforcement Function (AEF) [ITU95], corresponds to PEP [VOL00]. Access Control 

Information (ACI) [ITU95], is a general term for what this document refers to as 

authorization policy and (subject and resource) attributes.  

 

2.3.4 Authorization Sequences 

The interaction among the entities with respect to how the authorization decision is 

requested and routed is defined in [VOL00] by three different sequences: pull, push and 

agent. In the pull sequence (shown in Figure 2-1), the subject calls the PEP with a 

request, which in turn calls the PDP to retrieve an authorization decision based on which 

it will grant or deny access. This is arguably the most common scenario. In the push 

sequence (shown in Figure 2-2), the subject first queries the PDP for an authorization 

decision and then includes this decision with his request to the PEP. In the agent 

sequence (shown in Figure 2-3), the subject requests a service from the PDP which, 
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acting as an agent on the subject’s behalf, requests the service from the PEP while at the 

same time supplying the authorization decision to the PEP.  

Subject

Policy Decision Point

Policy Enforcement Point Resource

1. request service

2. authorization
request

3. authorization
response

4. authorized
service request

5. service response6. service response  
Figure 2-1 Authorization Pull Sequence 

 

Subject

Policy Decision Point

Policy Enforcement Point Resource

3. request service
provide authorization

1. authorization
    request

2. authorization
    response

4. authorized
service request

5. service response6. service response  
Figure 2-2 Authorization Push Sequence 

 

Subject

Policy Decision Point

Policy Enforcement Point Resource

1. service
    request

3. authorized
service request

6. service response

6. service
    response

5. service
    response

2. authorized
service request

 

Figure 2-3 Authorization Agent Sequence 
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2.3.5 Management of Access Control 

The components of authorization architectures that manage the privileges of subjects 

(e.g. through subject attributes) combined with mechanisms for resource attribute and 

policy management are collectively referred to as Privilege Management components. 

Permissions, properties, characteristics, rights, authorizations, and entitlements are 

typical examples of subject attributes and form the primary focus for Privilege 

Management. 

The first of two widely used privilege management mechanisms is discretionary access 

control [SAL75]. In discretionary mechanisms, access rights to a specific resource are 

bound directly to an entity. The entities that own the resource objects (e.g. file 

ownership) can directly (at their discretion) exercise their authority and modify access 

permissions. A direct scheme may be implemented via Access Control Lists (ACLs). An 

ACL is a data structure typically associated with and stored close to a resource object 

which enumerates subjects and their access rights on the specific object. 

Role Based Access Control (RBAC) refers to indirect management of access rights. 

RBAC schemes improve the manageability of individual access rights by combining a set 

of access rights to define a role. This allows for the separation of the resource agnostic 

tasks of defining what roles a subject can act under from the resource specific task of 

defining what set of access rights a specific role translates to on a specific resource. 

Hierarchical RBAC extends this mechanism with inheritance: roles higher in the 

hierarchy inherit access rights from roles situated lower in the hierarchy. RBAC thus has 

manageability advantages (especially with respect to scalability in systems with large 

user bases) when compared to a discretionary rights management approach where 

individual access rights are allocated directly to subjects.  

In a RBAC scheme, access decisions are made by rendering role and other descriptive 

attributes against applicable access control policies. The role attributes thus grant access 

rights indirectly. The access control policies define what access rights are associated with 

a given role. In RBAC, the defined Source of Authority (SoA) determines who is 

authoritative to issue attributes. This facilitates outsourcing of attribute management. The 
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definition of policies which define how attributes are translated into specific access rights 

on a resource is typically performed by a resource administrator.  

The advantages of an RBAC scheme lie in the increased manageability of large user 

bases, especially if many users share a common and stable set of access rights. However, 

an RBAC-only system cannot easily accommodate scenarios requiring temporary roles, 

specific access rights for an individual, and task specific groupings of access rights. 

 

2.3.6 Administrative Domains 

An administrative domain is the collection of entities that fall within the domain’s 

scope of authority. In many distributed authorization scenarios there are at least two 

administrative domains: that of the subject and that of the resource. Frequently there are 

separate domains for identity, subject attribute, resource policy, and community policy 

authorities. For example, in a simple grid scenario the subject is in one administrative 

domain and the resource is in another. In more advanced scenarios, a community or 

virtual organization (VO) domain is present. A VO domain can provide authorities that 

perform privilege management for all the members of a VO. A typical grid scenario is 

one where a subject needs to use services from several domains. Sometimes this is 

accomplished by a resource in one domain using a resource in another domain on behalf 

of the subject in a third domain. Grid service providers may provide resources to users in 

multiple VO or domains. 

 

2.3.7 Flow of Access Control Information 

Access control information, such as policies, attributes, identities and environmental 

parameters (e.g. time), are utilized and combined when making authorization decisions. 

Authorization policies define how a request or response should be handled. Many 

policies use the concepts of conditions and actions which have to be evaluated with 

respect to the actual request, the requesting subject’s identity and the attributes this 

subject holds. Policies may also be expressed in strings (S-expressions [MCC69]). If one 
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string (the request) is more specific than another (the policy) then the request is granted. 

Policies may also be hidden in the implementation of the authorization mechanisms, so 

that certain sequences may not be possible in a given interaction. Attributes are 

statements bound to an entity. Attributes can be grouped into descriptive and privilege 

attributes. Descriptive attributes associate a characteristic with an entity, while privilege 

attributes define directly applicable access rights of an entity with respect to a resource 

(privilege attributes are described later in this document in more detail, see section 4.5.1). 

Descriptive attributes are used to convey characteristics of the entity they are bound to 

and are typically agnostic to the resource and request or action. Descriptive attributes 

have to be rendered against policies to yield access rights (see the discussion on role-

based access control in section 2.3.5). Often descriptive attributes are named after the 

entity with which they are associated (e.g. subject or resource attributes). 

Figure 2-4 (see section 2.3.8 below) shows a simplified information flow in an 

authorization system. Attributes, parameters and policies, issued by the corresponding 

authorities, are made available to the authorization servers. The authorization servers use 

this information to make authorization decisions upon request by the enforcement 

functions. A set of information flow paths for authorization attributes have been defined 

in [FAR02]: 

Attribute acquisition: 

1. Attribute authorities provide attributes to the subjects (subject acquisition) 

2. Attribute authorities provide attributes directly to the authorization 

servers/decision functions (server acquisition) 

3. Attribute authorities provide attributes to repositories  

Attribute application: 

1. Subjects provide (a subset of) their attributes to the decision function via the 

enforcement function at the time of request possibly following an attribute 

negotiation phase (attribute push).  

2. Attributes are retrieved by decision functions on demand from a repository 

(attribute pull) 
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Policies are typically stored in a repository or provisioned directly to the decision 

functions by the policy authorities. 

 

2.3.8 Authorization Architecture 

An authorization architecture consists of a set of entities and functional components 

that allow authorization decisions to be made and enforced based on attributes, 

parameters and policies. The basic entities involved have been introduced in section 

2.3.2. Figure 2-4 provides an overview of an authorization system based on the pull 

scenario as described in section 2.3.4. It also shows various authorities that may be 

involved in issuing and determining authorization parameters, attributes and policies.  

Resources

assign
attributes to subjects

Subjects

Attribute Authorities

Ennvironment Authorities

Policy Decision Point

define policies
for resources and sites

Policy Enforcement
Point

Resource Authorities /  Service Provider

Policy Authorities

define environmental
parameters

define resource
specific policies

service request

service response

authorization
 request

authorization
response

service request

service response  

Figure 2-4 Authorization Architecture Based on the Pull Sequence 

 

Similar diagrams could be drawn for the push and agent scenarios. In these scenarios 

the subject sends the service request to the decision function. In the push scenario, the 

decision function gives the subject a token authorizing access to the service. The subject 

then provides this token to the enforcement function when requesting the service. In the 

agent case the decision function has an enforcement component that controls the resource 

by issuing commands to modify its state. The decision function thus acts like an agent on 

the user’s behalf. The resource may either have an enforcement function that will check 
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the validity of the token (push) or the source of the request (agent). In the push and agent 

sequences, subjects may also include references to authorities from which attributes 

should be retrieved, allowing the subject to perform a certain degree of self-provisioning. 

 

2.4 Policy Languages and Attribute Formats for Authorization 

2.4.1 X.509 Attribute Certificates 

X.509 Attribute Certificates (ACs) [FAR02] are a means to bind arbitrary attributes 

(e.g. role membership information, policy statements, accounting information) to 

identities. The binding can be accomplished by specifying either a name (e.g. X.500 

Distinguished Name), a X.509 public key certificate issuer and serial number, or the 

public key of an entity as the "holder". Figure 2-5 shows a textual representation of an 

attribute certificate. A single attribute certificate may contain a set of attributes. A 

validity field contains a time frame (not before – not after) that bounds the lifetime of an 

AC.  

The issuer of an attribute certificate (AC) is often referred to as the authoritative entity. 

The issuer is identified in an issuer field and signs the AC digitally. Thus, ACs are self 

contained and do not need to be protected or stored in secured/trusted directories. A 

relying party, before accepting an attribute certificate, must verify that the private key 

used to create the signature is associated with the issuer (e.g. via the issuers X.509 public-

key certificate) and that the issuer was authoritative for the attribute. X.509 ACs are 

ASN.1 encoded and complement X.509 public key identity certificates.  

ACs can be used to build a privilege management infrastructure. Issuer chains build a 

hierarchy similar to that of identity certificates, with the root being called the source of 

authority (SOA). This provides the theoretical support for delegation of ACs, which is 

not supported by the RFC3281 profile [FAR02] for complexity reasons. Extensions 

would be required to specify delegation rules.  
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Figure 2-5 Textual Representation of an Attribute Certificate 

 

2.4.2 The Security Assertion Markup Language – SAML 

The Security Assertion Markup Language (SAML) [HAL02] defines a language and 

protocol to exchange authentication and authorization information. Its primary goal is to 

provide a mechanism by which permissions and management data can be shared in a 

standardized, implementation independent fashion across administrative domains. SAML 

    [Acinfo: 

        Version: 1 

        Holder: 

           BaseCertificateID: null 

           EntityName: [CN=Dennis Kafura, OU=Virginia Tech User, OU=Class 1, O=VT, C=us] 

           ObjectDigestInfo: null 

        Issuer: 

           IssuerName: [CN=VT Campus Grid Admin, OU=Virginia Tech User, O=VT, C=us] 

           BaseCertificateID: null 

           ObjectDigestInfo: null 

        Signature: SHA1withRSA, OID = 1.2.840.113549.1.1.5 

        SerialNumber: SerialNumber: [    05] 

        AttrCertValidityPeriod: 

           NotBeforeTime: Sat May 11 09:27:16 EDT 2002 

           NotAfterTime: Sat May 18 09:27:16 EDT 2002 

        Attributes: 1 

        [1]: Type: ObjectId: 1.3.6.1.4.1.6760.8.1.1  Values: 1 

           Values[0]: <!-- e.g. the XML encoding of a privilege attribute (omitted) --> 

        IssuerUniqueID: 10110101 

        Extensions: null 

    ] 

    SignatureAlgorithm: SHA1withRSA 

    SignatureValue: <!-- binary data (omitted) --> 
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provides schemas for queries and replies for security related assertions. Attribute 

assertions for a particular subject may be requested via an AttributeQuery wrapped within 

a SAML request. According to protocol semantics, a SAML response to that request 

contains zero or more relevant assertions.   

SAML also defines an assertion language such that assertions may exist independently 

to this protocol. Each SAML assertion is a generic packaging of a set of statements 

pertaining to a particular category (Attribute, AuthorizationDecision or Authentication) 

into a standard XML structure. Each assertion holds meta-data specific to the assertion 

itself, such as the issuer identity represented by a string, assertion identifier, and protocol 

version numbers as well as conditions and advice. Assertion validity dates are a specific 

form of a condition. Other standard condition definitions address caching and intended 

audience restrictions. 

As the assertion is the packaging of asserted data, SAML specifies that digital 

signatures be attached at this level. However, a single SAML assertion can wrap multiple 

attribute statements. Each attribute statement contains a single subject identity, and one or 

more attributes, each with zero or more values. Attributes are identified within a 

statement by an AttributeDesignator. An AttributeDesignator specifies a namespace URI 

and an attribute name local to that namespace. 

 

2.4.3 The eXtensible Access Control Markup Language - XACML 

The eXtensible Access Control Markup Language (XACML) [GOD03] is a general 

purpose policy system designed to support the needs of modern authorization systems. 

XACML consists of a syntax definition for a policy language and semantic rules that 

specify how XACML policies should be processed. An authorization request and 

response message format provides a standard interface for communication between 

XACML-based PDPs and PEPs. The XACML policy system is based on the policy 

framework definitions of [VOL00 ].  

XACML policies are organized in a tree structure. Each policy tree pertains to a policy 

target, and at the leaves of the tree are a collection of rules (see Figure 2-6). The target 
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consists of a set of criteria used to determine its applicability to a request. Rules contain, 

possibly complex, logic that makes XACML extremely expressive. A sample policy is 

provided in section 4.5.2.2.  The top level constructs of XACML documents are “Policy” 

and “PolicySet”. Figure XX shows the organization of an individual policy. A PolicySet 

uses the same hierarchy with the exception that “Rules” are replaced by “Policies” and 

the rule combining algorithm needs to be exchanged for a policy combining algorithm. 

Target

Policy

Subjects

Rule Combining
Algorithm

RulesRulesRules
RulesRulesObligations

Actions Resources Actions ResourcesTarget
 

Figure 2-6 Structure of XACML Policies 

 
Combining algorithms define how to join results from multiple rules or policies into a 

single outcome. A standard set of combining algorithms is defined in the XACML system 

(e.g. first applicable, deny overrides) which can be extended with custom algorithms. 

XACML policies can include references to other XACML policies. This enables 

individual authorities to manage their own policies independently and in a decentralized 

manner. 

XACML uses a flexible system of datatypes and functions. XACML attributes are of a 

well-known type, and XACML functions have a well-known signature. XACML defines 

a set of standard datatypes (like string, boolean, integer, time, set, etc.), and a set of 

standard functions (like equality, comparison, set comparison, etc.). An extension 
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mechanism is defined for cases where the standard datatypes and functions are not 

sufficient. 

Attribute values are resolved using two mechanisms: AttributeDesignators (referencing 

values by identifier, datatype, and optional meta-data), and AttributeSelectors 

(referencing values using XPath expressions). XACML can utilize external attribute 

sources either through the inclusion of attribute values in a authorization request or by 

custom mechanisms for the attribute retrieval when a request is being evaluated. 

PEP and PDPs following the XACML model communicate using a request / response 

scheme for authorization decisions. An XACML authorization requests consist of 

attributes associated with the requesting subjects (subject attributes), the resource being 

acted on (resource attributes), the environment (environment attributes), and the action 

being requested. Responses to authorization requests yield one of the following four 

possible answers:  

1. PERMIT  

  The requested action is allowed. 

2. DENY 

  The requested action is not allowed. 

3. NOT APPLICABLE 

  The policies available to this PDP are not applicable to the request. 

4. INDETERMINATE  

  An error some error occurred during processing.  

Responses can also convey obligations and informative data. Obligations are additional 

directives for the enforcement point. An obligation may specify actions that are to be 

taken when the authorized request is performed. For example, an obligation may specify 

that the PEP has to document the access in a system log, or that a certain resource usage 

quota must be enforced. Obligations may also be used in case of a negative response, for 

example instructing the PEP to notify an administrator of the failed authorization. Other 

optional informative data may be included. For example, the response may contain a 

description of the cause of an error.  



 

 43

2.5 Approaches for the Enforcement of Authorization Decisions 

Enforcement is the limitation of operations performed by resources on behalf of a 

subject to those permitted by an authoritative entity. 

In many traditional enforcement scenarios, enforcement mechanisms focus on limiting 

a user’s access to an application. The access of the application to the underlying resource 

(e.g. through the operating system) is of secondary concern as usually the applications are 

trusted software components and their system access is statically configured at the time 

of application deployment.  

The grid context presents a different scenario. Grid applications and services can be 

user-provided software components that are staged to the compute resources in a grid and 

are not necessarily trusted by the resource owners. The resources act as hosting 

environments for these services, which often are transient, mobile and have to be able to 

migrate to a different resource if e.g. performance criteria can no longer be met. Thus, 

depending on the service characteristics, it may not be possible to establish static trust 

relationship between the service application and the underlying resource (hosting 

environment) in advance. Rather it is important to control not only the access of a subject 

to a service but also the access of a service to its current service hosting environment.  

Enforcement functions can either receive the set of authorized operations with the 

service request (push scenario), or by querying a PDP (pull scenario). Defined 

request/response protocols (e.g. SAML-P [HAL02], see section 2.4.2) can be used to 

facilitate communication if the PDP and PEP are remote to each other. A number of 

programming interfaces (AZN-API [AZN00], GAA-API [RYU99], PERMIS [CHA02]), 

can be used if the PDP and PEP are collocated. 

Enforcement mechanisms can be characterized in two different groups: application 

dependent mechanisms and application independent mechanisms. 

Application dependent enforcement mechanisms are often directly integrated in the 

application and perform enforcement functions before the application attempts to access 

underlying operating system resource. This approach allows for the enforcement of fine 

grained access control policies which are tailored to the semantics of the application. 



 

 44

Furthermore, enforcement can be highly efficient, the service often degrades gracefully, 

and precise information can be provided to the user if of the user’s request is not 

authorized. Drawbacks of integrating enforcement functionality into the application code 

include the need for trusted services and the duplication of security code possibly present 

in the underlying middleware or operating system. The need for trusted code is an 

obstacle to the staging and migration of services across platforms in different 

administrative domains. It may also be very difficult to adapt existing legacy applications 

to use authorization APIs or protocols and enforce their access to resources. Application 

dependent enforcement mechanisms are often favored in new service implementations 

and mostly applicable when services are stationary.  

Application independent enforcement mechanisms are separate from the application. 

The application is run in a suitably constrained execution environment. This permits the 

running of untrusted services, supports code migration and executable staging. It has 

drawbacks with respect to the granularity of operations that can be enforced and possible 

performance overhead imposed by the system as application semantics are typically 

unknown. Frequently the required close integration of such mechanisms into the 

operating system poses portability issues.  

A variety of native operating system enforcement mechanisms can be used to enforce 

access rules without performance degradation. Among these are basic file permissions, 

file system access control lists, network firewall rules, and quota settings. The 

implementation is often portable to a fair number of resource operating systems if 

standardized or generally adopted interfaces (e.g. POSIX standards) are used. A 

drawback is the limitation of enforceable policies to those rules that can be translated into 

a security function supported by the operating system. Leveraging native operating 

system enforcement semantics is one of the core enforcement approaches followed in the 

PRIMA system (see section 4).  

“Sandboxing” creates a confined environment that intercepts and evaluates an 

application’s resource access before passing them on to the operating system. This 

approach allows for the enforcement of arbitrarily fine grained access control rules but 

creates the danger of significant performance impacts due to the interception of system 
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calls. Another drawback is the limited portability as low-level operating system interfaces 

are used to intercept system calls. The Virtual Execution Environment (VXE) [VXE04] 

and Janus [GOL96] are typical sandboxing systems that perform system call interception.  

Redirection of library calls through dynamically injected shadow libraries is another 

mechanism that can be used to enforce security policies without application support. 

Bypass [THA01] uses such an approach as part of the Condor [BAS99] project. This 

approach is more promising than sandboxing as the shadow libraries are likely to be more 

portable. However, it requires a mechanism to ensure that the application is not using any 

system calls that are not “shadowed” and thus not controlled.  

 

2.6 Grid Computing Overview 

2.6.1 Computational Grids 

Computational grids are an emerging technology that allows the combination of widely 

distributed and loosely coupled resources to support large scale computations. The 

combination of resources provides for computationally and data intensive applications 

and allows better utilization of 

available assets.  

By enabling the use of widely 

distributed resources, grid technologies 

provide the basis for today’s and 

tomorrow’s compute intensive 

applications needed by researchers and 

industry. Examples for such problems 

range from decoding genomes in bio-

informatics to computational fluid 

dynamics calculations in aircraft 

engineering. Through the sharing of 

grid resources, entities can form virtual 

organizations [FOS01] and work together in advanced collaborative environments. 

 

Figure 2-7 Hourglass model for Grid software 
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For computational grid software, the “hourglass” model [FOS99] is a way to 

understand the importance of different layers (see Figure 2-7). In such a model there are 

numerous high level tools (grid applications and grid services) which rely on a limited set 

of middleware tools. The middleware tools provide a set of standardized interfaces to 

access a wide variety of underlying services offered by grid resources and their operating 

systems. In this document, the software modules which are represented by the neck of the 

hourglass are referred to as the “grid middleware”. 

Evolving grid computing middleware systems include the Globus Toolkit [FOS99], 

Legion [GRI99] and UNICORE [ROM00]. The Globus Toolkit has been widely adopted, 

deployed and built upon. It has become a de-facto standard for grid computing protocols 

and services. The following sub-sections will thus focus on the Globus Toolkit. Section 

2.3.4 will also cover the Legion system which has, during the course of this research, 

evolved into a commercial grid product named “Avaki”. 

 

2.6.2 Grid Middleware – The Globus Toolkit Version 1 and 2 

The Globus Toolkit Version 2 (GT2) provides protocols and services for computational 

grids. A modular approach permits incremental development of grid tools and 

applications. GT2 offers core grid services for communication, security, resource access, 

information management, and brokering. The Globus tools have been built around 

standardized protocols and services and allow for seamless integration in existing 

networks. A Globus-based grid can be spread over several administrative domains and 

span multiple organizations. This feature is the foundation for what Ian Foster refers to as 

“Virtual Organizations”, organizations that are mainly defined through the sharing of 

vital resources via a grid environment [FOS01].  

The Globus Toolkit is released under a public license that permits the distribution and 

use of the toolkit in source and binary form. Partly due to this open license, but also due 

to other characteristics, the Globus Toolkit has a large tool and user base and is used in 

the majority of national and international scale grid projects and its services and protocols 

constitute a de-facto standard for grid computing. Among Globus’ attractive 
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characteristics are its rapidly evolving services, the use of already established protocols 

and tools, and the support from federal agencies and industry.  

 

2.6.2.1 Toolkit Architecture and Components 

The Globus Tookit provides middleware services at the neck of the hourglass shown in 

Figure 2-7 that allow diverse higher level services standardized access to heterogeneous 

underlying grid resources. These services provide for: 

• Security: the Grid Security Infrastructure (GSI) 

• Resource Management: the Grid Resource Allocation Manager (GRAM)  

• Communication: the Globus-IO and Nexus communication libraries 

• Data Management: the Globus Access to Secondary Storage (GASS)  

• Information Infrastructure: the Metacomputing Directory Service (MDS)  

The Globus Toolkit supports a wide variety of operating systems such as Linux, AIX, 

Solaris, and Irix. GT2 also interfaces with local scheduling systems such as PBS 

[BAY99], Condor [BAS99], LSF [ZHO92], and LoadLeveler [LL93] as well as available 

communication services, e.g. TCP/IP and MPI.  

On top of Globus are grid scheduling systems and resource broker that are aware of and 

can manage multiple grid resources. Globus itself also provides some components that 

can be regarded as higher level services and commodity programming APIs. The Java 

Commodity Toolkit for Globus (Java CoG) [LAS00], for example, facilitates the 

programming of grid applications and portals in a high-level, portable language by 

providing a convenient API to Globus services purely in Java.  

 

2.6.2.2 Security Services 

A core component of the Globus Toolkit is the Grid Security Infrastructure (GSI).  

While almost all Globus services rely on the GSI for authentication and secure 
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messaging, the GSI can be deployed independently from the other toolkit components. 

The GSI, for example, is also being used in a GSI-enabled secure-shell implementation 

[GSISSH]. The GSI leverages a Public Key Infrastructure (PKI) for mutual 

authentication among users, services and resources based on X.509 public key certificates 

as introduced in section 2.2.3. The GSI is described in more detail in section 2.7.2. 

 

2.6.2.3 Resource Management 

Resource access and management 

services for a single resource are provided 

by the Globus Resource Allocation 

Manager (GRAM). The GRAM consists of 

a “gatekeeper” and a “jobmanager” 

module executing on a resource and 

providing remote access to the resource’s 

scheduling system. A job that is submitted 

using the GRAM protocol is described by a set of “attribute-value” pairs according to the 

Globus Resource Specification Language (RSL). A simple RSL job description for a 

parallel job that requires five nodes on a remote cluster is shown in Figure 2-8. To run 

this job a user with proper authentication credentials allowing access to the resource 

could save this RSL in a file (e.g. myJob.rsl) and submit it to the resource’s GRAM with 

one of the supplied command line tools, e.g.: 

 globusrun  -r cluster.cs.vt.edu/jobmanager-pbs  myJob.rsl 

Two higher-level components that also fall into the resource management category are 

the General-purpose Architecture for Reservation and Allocation (GARA) and the 

Dynamically Updated Request Online Co-allocator (DUROC). GARA is, as the name 

reflects, a complete architecture aimed at providing quality of service for various types of 

resources by allowing advanced as well as immediate reservations. Reservations are 

described in RSL. DUROC is a co-allocator which can coordinate transactions on several 

resources to tie together all the resources required for a job to be executed.  

Figure 2-8 A Simple RSL Description 

&(count=5) 

   (jobType=MPI) 

   (directory=/home/mlorch/testapp) 

   (executable=/home/mlorch/bin/my-test-app) 

   (arguments=-f inputfile.dat outputfile.dat) 



 

 49

2.6.2.4 Communication Libraries  

The Globus communication libraries Globus-IO (GRIO) and Nexus build on top of the 

communication methods available at a resource (e.g. TCP/IP) and provide a unified 

foundation for higher level message interchange among resources. Nexus is meant for 

library developers and was used for communication services by MPICH-G, a grid-

enabled MPI (message passing interface) implementation. The many complex features of 

Nexus proved to be a drawback, especially in terms of performance. The new version 

MPICH-G2 [KAR03] no longer relies on Nexus but rather uses Globus-IO socket 

connections. Globus-IO is targeted more at the application developer and provides for 

TCP, UDP, IP multicast and file I/O operations similar to those offered by standard Unix 

system calls but adapted to a Grid environment. 

 

2.6.2.5 Data Management 

Access to remote data is a significant concern for many grid applications. Existing 

services like standard FTP can not efficiently provide the functionality nor the security 

required by grid-enabled applications that access large data sets on remote facilities. 

Furthermore, data transfers may need to cross institutional boundaries and their firewalls. 

To support these scenarios, the GT2 protocols built on and extended existing Internet 

protocols.  

Globus Access to Secondary Storage (GASS) provides data transfer capabilities based 

on the HTTP and HTTPS protocol. GASS clients and servers are used when executables 

and data files have to be staged to a remote location and for the redirection of input and 

output streams to remote processes. GridFTP, a grid enabled FTP protocol includes 

features for efficient data grid operations like parallel data transfers, partial file transfers, 

striping across several grid nodes and third-party data transfers with data channel 

authentication (DCAU). Both GASS and GridFTP use the Grid Security Infrastructure 

(GSI) for authentication and data protection.  
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2.6.2.6 Grid Information Service (GIS) 

Static and semi-dynamic information on the various resources available in the Grid is 

managed and provided to higher layer resource broker and scheduling services via the 

Metacomputing Directory Service (MDS). The MDS is a hierarchical grid information 

system based on the Lightweight Directory Access Protocol (LDAP) and consists of 

mainly two components: 

• The Grid Resource Information Service (GRIS), which resides on every Globus 

resource and provides system information 

• The Grid Index Information Service (GIIS), which holds an index of all registered 

Globus resources and caches their GRIS supplied information 

When a Globus enabled resource comes available it registers with one or more GIIS 

servers which can be local to an institution or span multiple domains. A user or software 

component interested in the availability and state of resources can query the GIIS to 

acquire this information. If the GIIS has a cached copy of the requested information it 

returns this immediately. In case of stale cache entries it will query indexed GRIS nodes 

in parallel and return the results in one stream to the entity which requested the 

information. By default, GRIS supplies information concerning the computational node 

itself, its operating system, and its network connections. The use of the Lightweight 

Directory Access Protocol (LDAP) allows for uncomplicated, standardized extension 

with additional site specific information. LDAP also provides for powerful query 

statements when a client is searching for specific information. 

 

2.6.3 The Open Grid Services Architecture and the Globus Toolkit 
Version 3 

Based on concepts and experiences from earlier Globus Toolkit releases and the 

evolution of web services [GRA01], a new architecture for grid computing, the Open 

Grid Services Architecture (OGSA) has been developed [FOS02]. OGSA adopts and 

augments web services semantics, interface definition mechanisms, and conventions 
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originally aimed at the development of distributed business applications utilizing the 

internet for the use in grid computing environments. Web services security mechanisms 

have also been adapted and included in OGSA.  

Based on OGSA, the Open Grid Services Infrastructure (OGSI) specification [TUE03] 

has been developed in the Global Grid Forum. OGSI is a concrete instantiation of an 

OGSA compliant infrastructure. It defines a common basic behavior of grid services. The 

Globus Toolkit Version 3 (GT3) has implemented a grid services infrastructure based on 

OGSI. The following section provides an introduction to OGSA and then describes core 

services available in GT3. 

Web services are based on technologies that are especially aimed at heterogeneous, 

distributed systems, such as eXtensible Markup Languages (XML) and the Simple Object 

Access Protocol [BOX00].  SOAP provides for the serialization of XML-data and allows 

bindings to many transport protocols and mechanisms. The Web Services Description 

Language (WSDL) [GRA01] can be used to describe services, the Universal Description, 

Discovery and Integration (UDDI) [GRA01] provides a simple directory for the 

discovery of services, and WS-Inspection [BAL01] defines conventions for locating 

service descriptions.  

 

2.6.3.1 The Open Grid Services Architecture 

The OGSA is a Service Oriented Architecture (SOA) [HE03]. A service is a software 

component with a well-defined interface that can be described, published, discovered and 

accessed remotely. Service-oriented systems allow for the composition of applications 

out of independently developed and managed services. When compared to other 

distributed computing approaches such as RPC, CORBA, Java RMI and DCOM, service 

oriented architectures are not as tightly coupled and allow for greater heterogeneity 

among components (services) as well as among underlying systems that host the services.  

Location transparency is achieved in OGSA through multiple implementations of the 

functionality of a service to optimally leverage differing resources or through mapping 

from the platform independent service interface to the native interface. The ability of a 
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service to bind to multiple communication protocols adds to the flexibility. OGSA also 

defines fundamental grid service semantics, such as the requirement for services and 

hosting environments to be individually upgradeable and to expose a grid service 

interface for discovery, creation, notification and lifetime management. The support for 

transient services, stateful interactions, and lifetime management is arguably the most 

significant difference of a grid service from a regular web service.  

OGSA is implementation agnostic and merely specifies how grid services can interact. 

Grid services are instantiated and execute in a hosting environment which defines 

implementation details. A hosting environment may be a basic operating system process 

space or a service container as provided by environments such as J2EE, Websphere, .Net, 

and Sun One. Depending on the functionality provided by the hosting environment the 

service itself may have to provide the required grid service functionality or may rely on 

the hosting environment for some of the functions (e.g. lifetime management).  

 

2.6.3.2 The Globus Toolkit 3 

The Globus Toolkit 3 (GT3) is an OGSA compliant implementation of core grid 

services. It provides a grid service container and security services implementation based 

on the OGSI specification. System level services, which enable management, logging and 

administration of grid services, are implemented. In addition to these fundamental 

components GT3 also provides the following base services: 

• Job management services 

These services enable the submission and monitoring of jobs remotely. The job 

management services correspond to the GRAM components of GT2. The 

management of jobs is performed by the Master Managed Job Factory Service 

(MMJFS). 

• Index services 

For the discovery of services, the indexing services can be queried for service 

data. The index services correspond to the MDS components of GT2. 
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• Reliable File Transfer services (RFT) 

RFT services provide for data management. These services leverage the GridFTP 

protocol already present in GT2.  

GT3 components are implemented in the Java Programming Language. GT3 supports a 

number of hosting environments. A simple hosting environment is included in the GT3 

distribution which can be used to host basic services. The use of more advanced hosting 

environments, such as J2EE containers [J2EE], is possible and recommended for more 

complex services.  

 

2.6.4 The Legion (Avaki) Grid Systems 

The Legion project at the University of Virginia is an object-based “operating system 

for grids” [GRI99]. In contrast to other systems, Legion hides the complexities of the 

distributed grid resources (scheduling on processors, data transfer, communication and 

synchronization) by creating the impression of a global virtual computer. The goal of the 

project is to create a highly useable, efficient, and scalable system using principles from 

object-oriented programming, parallel processing, distributed computing, and computer 

security fields. Support for easier application programming through mechanisms for fault 

tolerance and advanced security schemes has been a major goal from the beginning. 

Legion has recently been commercialized. The commercial version, called Avaki, is 

now developed separately from the Legion research project. The Legion software is 

available for educational and research purposes on request. 

 

2.6.4.1 System Architecture  

Legion is object oriented. Every component (hosts, files, programs) is represented as an 

object of a class. The provided classes implement basic (default) functionality and can be 

extended or completely replaced by users and resource owners which allows for 

customization.  
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Legion is written in MPL (Mentat Programming Language), a parallel version of C++, 

and supports applications written in MPL, Fortran and Java as well as the use of MPI and 

PVM (Parallel Virtual Machine) for communication among processes. There is support 

through object wrappers for running legacy applications that cannot be modified and 

recompiled in the Legion environment. 

The Legion user interface consists of a set of Legion commands that can be executed 

from the user’s regular command shell. A user is authenticated to the Legion system 

through the “legion_login” command. From this time on the user can access all resources 

within the Legion context through Legion commands. For example to run a job on a 

number of resources the user registers the executables with the 

“legion_register_program” command, possibly link the necessary data files into the 

Legion context and run his jobs with the “legion_run” command. The user specifies as 

parameters to “legion_run” how many processors and what architecture is required by the 

program. Other tasks like staging the executables to remote machines, collecting output 

from those machines, submitting the job to possibly differing batch-scheduling systems at 

the remote locations etc. are be carried out by the Legion system and hidden from the 

user [NAT01]. 

 

2.6.4.2 Legion Security Model 

The Legion system runs in user space on the grid resources to ensure that the resource 

owner has final authority over the use of his resources. Like all other Legion classes the 

security classes can also be extended or redefined to fit specific requirements. 

The security model is aimed at protecting objects and their communication.  An object 

owner defines a security policy for the object. The object owner also issues signed 

documents which certify access rights that are granted to specific users. Each invocation 

of any method of an object has to pass a "guard" function called "MayI". This function 

will determine if the certificate(s) presented by the calling user permits access to the 

called method. Rights can also be permanently assigned to a group of users. In this case 

"MayI" has to verify the group membership of the caller.  
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Legion uses public-key cryptography to protect communications. The public-key of 

each object is derived from its Legion Object ID (LOID). This prevents the need for a 

centralized certification authority as used in other PKI-based systems. 

 

2.6.4.3 Scheduling and Resource Management 

Scheduling in Legion is done on a high layer (application level scheduling) through a 

negotiation between resource providers and consumers. The negotiation process takes 

place between three objects called collector, scheduler and enactor. A collector gathers 

information about the state of the system and provides this to a scheduler which in turn 

produces a proposed schedule. The enactor then tries to reserve the needed resources and 

reports the outcome of the reservation process to the scheduler. When everything goes 

well, the enactor will place the objects in the reserved locations and monitors their status. 

The resource owner has final authority over the use of its resources by specifying usage 

policies for the access control mechanisms. Legion resources are also represented either 

as host objects (compute resources) or as vault objects (storage resources). These objects 

are protected by the same security mechanisms as programs and data files. 

 

2.6.4.4 I/O Model 

A large problem in grid computing is the need for a distributed file system. Existing file 

systems like NFS or AFS do not scale to the size of a grid and also lack security features 

needed in wide area network environments. In order to cope with these problems Legion 

provides its own distributed file system, LegionFS. Files are encapsulated in basic file 

objects and can be used in four different ways: 

 

• Basic I/O interface 

C system calls and functions from an I/O library can be used to access Legion 

files in a C/C++ like manner.  
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• Low Impact buffered interface 

Files are copied from the Legion context space to local storage before legacy code 

execution and back into the Legion context space after execution ends. No 

modifications to legacy codes are necessary. 

 

• Legion aware NFSD 

A NFS file-system is emulated for legacy applications. The emulation is kept 

local to one host to counteract NFS security problems. The NFS daemon provides 

for the translation between the NFS user-based access mechanism and the 

certificate-based object access in Legion.  

 

• Parallel I/O interface 

This interface supports parallel file access through striping of data across several 

basic file objects and enables concurrent access to a file. 

 

2.7 Discussion of Related Grid Security Mechanisms  

 

2.7.1 Common Security Requirements for Grid Architectures 

Grid environments demand sophisticated security features to gain the trust of both the 

users, who want to run their programs protected from unauthorized interference, and the 

resource owners, who demand authoritative autonomy over their machines. 

The following is a list of features that need to be provided by a grid security 

architecture. These features are based on requirements stated in [FOS98] and [BEL98]: 

• Single sign-on: a user should only need to authenticate to the system once per 

session (e.g. once per work day). 

• Protection of credentials: user credentials should not be exchanged over insecure 

networks. 
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• Uniform credentials and certification: an infrastructure to mask the often 

heterogeneous local security schemes.  

• Team collaboration: support for secure group communication and management. 

• Commercially appropriate: adaptable to legal export regulations, e.g. through the 

use of unregulated encryption methods. 

• Heterogeneity: support for multiple implementations on different architectures. 

• Proxy agents: support for restricted delegation of rights to other entities/processes. 

• Role support: an entity’s rights need to adapt to current role or group membership. 

• Scalable and reliable architectures: ability to accommodate a large number of 

users. Specific design guidelines include the avoidance of single points of failure 

and the increase of availability though redundancy. 

 

2.7.2 The Grid Security Infrastructure of the Globus Toolkit 1 and 2 

The Grid Security Infrastructure (GSI) [FOS98] is a public key system for mutual 

authentication and authorization of grid users, processes and resources. It is an important 

component of the Globus Toolkit but can also be used independently (see [GSISSH]). 

The GSI relies on standardized X.509v3 certificates [HOU02] for authentication and 

proprietary access control lists (ACLs) for authorization. An access request is authorized 

if a resource has an entry in its grid map file (its ACL) for the (authenticated) global 

identity presented with the request. The global user-id is then mapped to a corresponding 

local user-id and finer grain authorization is left to the local resource operating system 

mechanisms. This allows the GSI to be layered securely on top of existing systems and to 

provide uniform credentials and certification infrastructure without undermining local 

security mechanisms. The layering approach comes at the price of limited control over 

access rights through GSI mechanisms (only coarse grain access decisions are possible) 

and the need for local user accounts for possibly large numbers of grid users. A mapping-

registration protocol was initially proposed that would reduce the administrative overhead 

of maintaining the grid map file at every resource by providing a means for an existing 
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user to securely add and manage the user’s own entry in this ACL. This protocol has not 

been implemented. 

Single sign-on functionality is achieved through the use of proxy certificates (PC) 

[WEL04]. A proxy certificate is derived from a user certificate (a.k.a. end entity 

certificate) or another PC. A PC is used to delegate the user’s authority to a process for a 

very limited time period (usually a work day). The proxy process can then authenticate 

on the user’s behalf to remote resources and processes. This concept is comparable to 

session keys in secret key systems, the proxy certifies the temporary binding of a session 

key pair to the user’s identity. Access to the confidential user credentials is only required 

at initial log-on when a proxy is created. Through the use of proxy certifications, the 

principle long lived user credentials do not have to be used directly when authenticating 

to a remote resource and can thus be more easily protected against misuse. The 

credentials of a proxy certificate do not require the same level of protection as they are 

only valid for a short amount of time (the session). 

Delegation to a PC is achieved by creating a new public and private key and signing the 

public key together with a reference to the original user’s identity (the proxy has its own 

identity that is derived from the issuer identity) with the user’s private key. This 

establishes a chain of trust from the proxy certificate via the user’s certificate to the 

original certificate authority through which the proxy credentials can be verified. A proxy 

certificate can also be derived from a proxy certificate. This allows for multiple 

delegation steps.  
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Figure 2-9 A Certificate Chain with Proxy Certificates 

 

A certificate chain enables the verification of digital signatures on certificates all the 

way up to a commonly trusted public key, which is typically the private key of the CA 

that issued the long-lived subject credential. Proxy certificates are only meaningful if the 

issuer can be traced back to a user’s identity, which in turn must be traced to a common 

trusted party (the CA). Figure 2-9 depicts a certificate chain. Each certificate in the chain 

has a corresponding private key, which is used when the certificate holder issues a new 

certificate (the CA issues identity certificates, and users issue proxy certificates). Only 

the for the topmost certificate the entity endorsed in the certificate signs its own 

certificate. This is called a self-signed certificate. Self-signed certificates must be 

explicitly trusted and are typically used to identify a trust root.  

When certificates are to be verified each signature must be verified using the public key 

of the issuer’s certificate. To do so such a certificate chain must be constructed by a 

relying party.  

The GSI accesses security functions through the Generic Security Services API 

[LIN97]. This makes the GSI independent of specific encryption algorithms and enables 

it to easily adapt to varying legal regulations (e.g. export of encryption technology). The 

GSSAPI is available for different platforms which provides for portability. The current 
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implementation of the GSI uses the SSL/TLS protocol handshake for authentication of 

communicating parties. The SSL/TLS protocol also provides for message protection.  

A problem in most public-key security architectures is the storage of private keys (for a 

more detailed discussion of these issues see section 5). In the GSI the user's private keys 

are stored encrypted on local storage (local to the user) and are password protected. 

These credentials are only accessed during the proxy creation. The user proxy's private 

key, however, is stored unprotected in the proxy file and used frequently by grid tools 

and applications. The resources’ private keys are always stored on the resources’ local 

file systems without additional protection. This scheme relies heavily on file system 

access security provided by the host operating system to ensure security of the private 

keys.  

The GSI has no direct support for group communication and collaboration.  Group 

relationships need to be established by the lower layer resource security mechanisms. 

Current work on the Community Authorization Service (CAS) [PEA02] is aimed at 

improving group collaboration support. The ability to restrict proxy certificates (see GSI 

improvements in the following section on GSI in GT3) is an integral part of this 

approach. 

 

2.7.3 The Grid Security Infrastructure of the Globus Toolkit 3 

The GSI released with the Globus Toolkit 3 (GSI3) [WEL03] is based on and largely 

compatible with the earlier GSI implementations but has been improved and augmented 

with new features aimed at securing a services based architecture. The new features 

support Web Services Security specifications, such as SOAP [BOX00] with XML-

Signature [BAR02] and XML-Encryption [EAS02] for authentication and message 

protection. Context establishment is based on the proposed WS-SecureConversation 

protocol [DEL02].  

Furthermore, a new format for proxy certificates [WEL04] has been implemented. The 

new format supports the use of policy statements in proxy certificates to restrict the set of 
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delegated rights. Limiting the set of delegated rights improves security in the case of a 

stolen proxy certificate and private key and enables the more selective use of rights. The 

same mechanisms are leveraged to enable client-side authorization. A service using GSI3 

can hold a proxy certificate (delegated from the certificate of the host where the service is 

running) which specifies the service owner, the local account under which the service 

executes and local resource policy that applies to the service in the policy restrictions. 

This enables clients to verify on which hosts their services execute and under which local 

user identity.  

 

2.7.4 The Community Authorization Service 

The Community Authorization Service (CAS) [PEA02] reduces administrative 

overhead by separating the administration of resource specific issues (resource 

administration) from those that are community specific. Resource administrators can 

grant bulk rights to a grid community (e.g. a Virtual Organization) and community 

administrators then decide what subset of a community’s rights an individual member 

will have. Group members authenticate to grid resources with a group credential that has 

restrictions applied to it (limited proxy credential) narrowing the individual’s rights to a 

subset of the rights the community has at the resource. The limitations imposed on the 

rights the group account has at the resources are enforced by the grid service application.  

In CAS, the requirement for existing local user accounts is eased through shared group 

accounts and the community is given the flexibility to manage membership and 

member’s privileges without resource administrators. Drawbacks of this approach include 

the requirement for enforcement within the application code (PEP is built into the grid 

service application, thus creating a need for trusted application code), the requirement for 

a group owned infrastructure component (the CAS server), and a community 

administrator. In addition, CAS is a subtractive security mechanism and violates the 

least-privilege principle [SAL75]. CAS is a subtractive mechanism because the 

individual’s privileges are defined by subtraction from the community’s privileges. CAS 

enabled services execute with excess access rights and need to self-restrict their use of the 

underlying resources. The Generic Authorization and Access Control API (GAA-API) 
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[RYU99] is used by CAS enabled services to query for fine grained authorization 

decisions based on the policy embedded in the presented proxy certificate. Legacy 

applications are not supported.  

The general scheme of authentication and authorization in CAS is shown in Figure 2-10 

and generally follows the following steps.  

1. Resource owners grant coarse 

grain privileges for their 

resources to communities. 

2. CAS servers maintain fine 

grain access control 

information and grant 

restricted proxy credentials to 

community members based 

on community policies 

specified by community 

administrators. 

3. Users (community members) make requests to the resources using the CAS proxy 

credentials; resources grant access based on the resource’s own access policy and the 

community policy stated in the proxy certificate.  

4. A user’s effective rights are the intersection of the coarse grain rights granted by 

resource owner to the community and the more fine grain rights granted by the 

community to the community member (the user). 

 

2.7.5 The Virtual Organization Membership Service (VOMS)  

The Virtual Organization Membership Service (VOMS) [ALF03] constitutes a system 

conceptually similar to CAS. It also has a community centric attribute server that issues 

subject attributes to members of the community. In VOMS however, the subjects 

authenticate with their own credentials (in contrast to a limited group credential in CAS) 
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Figure 2-10 CAS Authorization Mechanism 
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and subject attributes allow for the use of community privileges. This is the same 

approach as taken in our PRIMA model, except that in PRIMA the attributes are not 

issued by a community server but rather come directly from the individual attribute 

authorities. PRIMA and VOMS can complement each other effectively. In the most 

recent release the VOMS implementation has adopted the X.509 Attribute Certificate 

format as the container for VOMS issued subject attributes. 

 

2.7.6 The Virtual Organization Membership Registration Service 
(VOMRS) and Site Authorization Service (SAZ) 

In 2003, Fermi National Accelerator Lab organized a project to extend the virtual 

organization membership service (VOMS) and improve site authorization based on user 

registration. Combining efforts from Fermi National Accelerator Lab, Brookhaven 

National Lab, Virginia Tech, and the University of Indiana, the VOX project [SEH03-2] 

was able to provide the infrastructure to improve the management of a VO and establish 

the work flow to register users and to establish roles and relationships. In addition, the 

project developed an authorization service (SAZ) [SEH03-1] leveraging a modular 

authorization call-out for the Globus gatekeeper implemented as part of the PRIMA 

research. SAZ authorization modules extend the authorization mechanisms of the Globus 

gatekeeper to allow for the evaluation of requests against a central user database and for 

additional credential verification.   

 

2.7.7 Local Centre Authorization Services (LCAS) 

The Local Centre Authorisation Service (LCAS) [LCAS] is an extension to the Globus 

gatekeeper. Its functionality is similar to that of the SAZ project but lacks a centralized 

authorization server and database. LCAS currently uses a proprietary extension 

mechanism to interface with the Globus gatekeeper but plans to leverage the standard 

call-out mechanism in the future.  
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2.7.8 The SlashGrid Project 

The SlashGrid project [SLASH] is a file system framework to provide local disk 

storage controlled by grid credentials. SlashGrid controls access to individual files and 

directories based on an XML policy. The policy associates access rules with the global 

identity of a user in contrast to traditional file systems that evaluate access rules based on 

the current local user account. SlashGrid thus enables the use of dynamically allocated 

user accounts. In a proof-of-concept implementation of the fundamental PRIMA 

mechanisms [LOR03-3], it has been shown how the PRIMA mechanisms can interface 

with and utilize SlashGrid.  

 

2.7.9 Dynamic Account Management Approaches for Grids 

Keahey et al [KEA03] propose a mechanism that provides support for the rudimentary 

management of dynamic runtime environments to reduce the administrative overhead 

created by the need for static, preconfigured execution environments in the Globus 

Toolkit 3. Their approach features the dynamic changing of the gridmap file in GT3 

based on information provided with a service request.  

A methodology for dynamic account management in grids is proposed in [HAC01]. A 

demand-driven user allocation scheme for grid environments is suggested that reduces 

the administrative overhead through automatic allocation and de-allocation of user 

accounts based on lifetime and access frequency.  

An approach using logical user accounts and virtual file systems to decouple users, 

data, and applications from specific resources is described in [KAP01]. A check-out 

system for local user accounts manages the domain-wide dynamic assignment of a user 

account to a subject, while an abstraction layer in the file system proxies file system 

requests and maps the files into the current user space. The approach is very similar to 

that taken in SlashGrid (see section 2.7.8) and the associated dynamic user account 

system [ref].  
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2.7.10 The Akenti Authorization System 

The Akenti [THO03] system provides grid resources and resource administrators with 

distributed mechanisms to define resource usage policy by multiple stakeholders and 

make dynamic authorization decisions based on supplied credentials and applicable usage 

policy statements defined in the Akenti policy language. Akenti leverages standard X.509 

public key certificates for authentication and uses proprietary XML certificate structures 

for the binding of attributes to users (e.g. roles, group membership) and to resources (e.g. 

use condition statements).  

Authorization of a request to a resource is handled by the Akenti policy engine, which 

compares attributes (e.g. group membership) of the authenticated user to use-conditions 

specified by the resource owners (called stakeholders). Akenti’s attribute certificates 

convey attributes about user identities. Use-condition certificates specify the conditions 

that must be satisfied before a request is granted.  Trusted repositories are used to store 

certificates. The resources use an authority configuration file to learn what repositories 

need to be queried, which certificate authorities they trust, and the list of stakeholders 

who are authoritative to issue use-condition statements for the specific resource. Use-

condition repositories are distributed to avoid centralized access policy information and 

distribute load but are typically kept close to the resources to reduce communication 

overhead. 

Other components of the Akenti system are a logging server and a policy generator. 

The logging server records information on access decisions and system operation. The 

policy generator aids the stakeholder in creating use-conditions and the attribute issuer in 

assigning attributes to identities. Identity certificates, however, are generated by standard 

X.509 certification authorities. A hierarchical naming scheme for resources reduces the 

amount of use-conditions required, as a single condition can apply to a whole branch of a 

naming tree or the tree in general.  

In Akenti, the PDP and PEP are co-located and interact via a programming interface. 

The PEP is an integral part of Akenti enabled services. This prevents the secure execution 

of legacy applications in an Akenti environment. 
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2.7.11 The Permis Authorization System 

PERMIS [CHA02] is a privilege management infrastructure that complies with the 

authorization framework defined in [VOL00]. PERMIS uses a role based access control 

(RBAC) scheme that allows privileges to be associated with roles rather than with 

specific entities. Entities can hold several roles. X.509 attribute certificates securely bind 

and communicate role membership among the components of the infrastructure. Access 

requests are evaluated via an Authentication, Authorization and Accounting server (AAA 

Server). The PDP and PEP are co-located and the PERMIS Java API facilitates the 

necessary communication between them. LDAP repositories are employed for credential 

storage. An RBAC policy language based on XML has been developed for PERMIS. 

Current work on PERMIS [personal communication with D.W. Chadwick] includes the 

replacement of the proprietary policy language with XACML and the development of a 

remote authorization interface following the interface specification for a grid 

authorization service currently being developed by the Global Grid Forum.  

 

2.7.12 The CARDEA Authorization System 

Cardea [LEP03] is a distributed authorization system, developed as part of the NASA 

Information Power Grid. Cardea’s authorizations are independent of local identities at the 

resources. Authorization requests are evaluated by rendering attributes of the resource 

and of the requester against applicable resource policies specified in XACML. Required 

attribute values are assessed, collected and presented to a PDP by the PEP with the 

request.  

Cardea exposes web service portTypes as external interfaces and is implemented in the 

Java Programming Language. For communication between system components, SAML 

and XACML are used for message formats and SOAP is used as a transport mechanism. 

Messages are secured using the XML Digital Signature [BAR02] specification.  

A focus of Cardea is the support for authorization scenarios that span multiple 

administrative domains. The reduction of local system state at the resources through 

independence from local user accounts is one of the mechanisms that achieves this goal. 
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2.7.13 The CRISIS Wide Area Security Architecture 

CRISIS [BEL98] is the security subsystem of WebOS [VAH96], a wide area operating 

system with the goal to provide wide area security, remote process execution, resource 

management and distributed storage services. WebOS was developed at the University of 

California at Berkeley. 

The CRISIS architecture was developed by systematically applying fundamental design 

principles, taken from other areas of system security, to the unique requirements of a 

wide area security architecture. Some of the basic principles applied in CRISIS are: 

• Redundancy: to prevent an attack that can succeed by only compromising one 

component, the architecture requires an attacker to compromise at least two 

components within a short amount of time to compromise the system as a whole. 

• Caching: to improve availability and performance, credentials may be cached on a 

short term basis. 

• Least Privilege: fine grain control of rights is a requirement to assure that an 

operation receives the minimum rights needed for proper function and 

performance. 

• Accountability: all evidence of circumstances leading to a security decision need 

to be logged to properly account for delegated rights 

• Local Autonomy: to prevent an inflexible centralized authority. CRISIS leaves the 

sole responsibility for access decisions to the local security mechanisms 

Public-key mechanisms are used as the basic building blocks for the CRISIS 

architecture. Some other technologies incorporated into CRISIS are the JANUS 

sandboxing system [GOL96] for running untrusted applications, the Secure Socket Layer 

(SSL) protocol for privacy and data integrity, and X.509 certificates for authentication 

services. 

CRISIS encodes identities, privileges and privilege transfers in certificates which are 

always signed by two entities, the entity creating the certificate and a co-signer, which 

can be any other entity. The signatures have different lifetimes.  The creator's signature 
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has a long timeout but the co-signer's signature is valid for only a short time. The purpose 

of the second signature is to validate and endorse that the certificate has not been revoked 

recently. A revoked certificate would not receive the approval of the co-signer. The two 

types of certificates used in CRISIS are identity certificates, which associate a private key 

with an entity, and transfer certificates, which transfer privileges in form of capability 

lists. Certification Authorities and reference monitors (supervising the transfer of 

privileges) are used to maintain and check certificate validity. 

For identity certificates the co-signer is a so called local on-line agent (OLA) that 

verifies the validity of certificates by periodic re-endorsement. This approach enables 

CRISIS to create long lived certificates through the CA and revoking them with only a 

short delay through the OLA. During the OLA timeout period, the certificates can be 

cached to improve performance and reduce the amount of on-line lookups required.  

A very important feature of CRISIS is the ability to have roles assigned to entities. 

While acting in a specific role the entity is bound to the access rights issued to this role. 

An entity can have several roles which are arranged in a hierarchical fashion. A role can 

inherit a subset of rights from the entity's main role (single inheritance) but also rights 

from multiple entities or other roles. This enables CRISIS to create user groups in which 

every user can add his personal capabilities to the group role. A role is implemented as a 

separate entity with its own identity certificate which is created and signed by the 

hierarchical "parents" of this role. For example, a group role would thus have several 

parents that sign the identity certificate and contribute capabilities.  

CRISIS also provides for different administrative domains which each have their own 

CA. Like roles, CAs also have a hierarchical relationship. If an entity as a member of one 

administrative domain wants to mutually authenticate with a member of another 

administrative domain a trust path needs to be established that links the two domains via 

the least common CA ancestor. This mechanism keeps trust as local as possible, another 

basic principle, while providing for the case of inter-domain authentication.  

The authorization of requests in the CRISIS architecture is accomplished by a hybrid 

between an access control list scheme and a capability list scheme. The entity provides its 
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identity plus its capabilities and the resource combines these capabilities with its access 

control list. Only actions that are permissible by both policies will be admitted.  

 

2.7.14 The Legion Security Architecture 

The primary goal of the security architecture developed for the Legion system is 

flexibility. Every object is allowed to implement its own security policy. Legion provides 

a basic implementation of a public-key based policy which can be replaced by other 

security modules.  

In Legion every object is identified by a unique Legion object ID (LOID). The LOID 

contains a X.509 certificate that includes the public key for this object. As the public key 

is an integral part of the objects identifier, a centralized CA is not needed.  

When a method call is issued the requestor object's credentials containing a list of rights 

are compared to an access control list (ACL) at the object from which a service is 

requested to determine whether the method call should be allowed. This is accomplished 

by passing every method call through a so called “May-I” layer. This layer makes its 

authorization decision based on the above mentioned evaluation of the caller’s credentials 

and the internal ACL. The May-I layer can also collaborate with other objects in the 

process of making an authorization decision. The fact that this layer is invoked for every 

method call and that it can be tailored to an object's specific security needs makes this 

architecture very flexible but also can cause considerable overhead.  

Data encryption and integrity services are also applied to messages passed between 

objects in Legion. Three different modes are implemented in the current Legion system: 

• no security, messages are sent as plain text 

• protected mode, credentials are encrypted and a message digest is added to ensure 

message integrity 

• private mode, messages are sent fully encrypted (header and body) 

If the system detects credentials in a message it automatically transmits the message in 

protected mode.  
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Legion runs on top of existing operating systems and does not undermine the native 

security mechanisms of the host OS. Legion objects are isolated from each other so that 

one malicious object can not access information stored in another object. If an object is 

run on a resource for which the submitting user has no account, Legion provides a very 

restricted user space to run the object. If the user has a local account on the resource 

hosting the object, the object can run in the user's own account with possibly more rights. 

Legion uses a process called the Process Control Daemon (PCD) to achieve this. 
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3 The Prima Model 

 

3.1 Chapter Overview 

This chapter introduces the PRIMA security model. The PRIMA model consists of 

three interrelated elements that define a coherent framework for fine grained 

authorization in distributed systems with an emphasis on user managed access rights. The 

three elements are a high-level privilege management model for collaborative distributed 

systems (described in section 3.2), an incremental, user-centric trust model (described in 

section 3.3), and a dynamic model for authorization and enforcement (described in 

section 3.4).  

 

3.2 A High-level Privilege Management Model for Collaborative 

Distributed Systems 

In PRIMA the term privilege refers to a fully associated and directly applicable access 

right at a specific (set of) resource(s) that has been externalized from the resource’s 

internal representation and is packaged in a container that protects it from manipulation 

and provides for issuer identification that cannot be repudiated. 

Privileges are fully associated as they explicitly specify the subjects, objects (resource) 

and allowed actions on that object. The full association property means that privileges 

have full meaning and can be managed outside of the context of a particular resource or a 

particular request. Other authorization tokens such as capabilities or access control lists 

are not fully associated. Capabilities are explicitly bound to the action and the object but 

only implicitly (via possession) to a subject. Access control lists enumerate subjects and 

allowed actions explicitly, but the object is typically implicitly specified by linking the 

list as a whole with a resource object. Privileges are also distinct from authorization 

decisions. Authorization decisions are explicitly bound to a specific service request which 
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in turn includes subject, object and action information. In contrast, privileges are not 

bound to a particular service request.  

Privileges are directly applicable access rights. This property distinguishes them from 

other descriptive attributes a subject may hold. A privilege contains a concrete access 

right that can be exercised without interpretation. In contrast, other commonly used 

subject attributes like group membership or clearance level are resource-agnostic and 

have to be rendered against resource-specific policies to yield an applicable access right. 

The access rights conveyed through privileges are externalized from their resource 

specific representation. Privileges are described in a platform independent format and 

contain meta information such as the type of privilege (used by an entity accepting 

privileges (a.k.a. a relying party) to select an appropriate enforcement mechanism) and 

the privilege issuer (needed to verify the authority of the privilege).  

Privileges are secure against accidental or deliberate 

alteration. In PRIMA, privileges are embedded in a 

container as shown in Figure 3-1. The container 

contains issuer and holder information and provides 

protection against modification (e.g. through the use of 

digital signatures). The payload of the container is the 

privilege itself. In combination with the externalized 

representation, the protection afforded to privileges 

enables resource independent, grid-layer sharing, use 

and management of access rights outside of a protected 

resource environment. 

PRIMA privileges also always have a well defined lifetime. This property also 

distinguishes privileges from traditional access rights that are typically not bounded in 

time and from authorization decisions that are implicitly bounded through their 

association with only a single request. The lifetime property models real-world situations 

where entitlements expire unless they are frequently renewed. This protects systems from 

dormant privileges that may not reflect real world trust relationships (e.g. an entity may 

have switched organizations) and mitigates risks associated with delegation as the 

Figure 3-1 Privilege Container 

Privilege

Issuer’s Digital Signature

From: Issuer
To: Holder
Lifetime: Validity

Privilege Container
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grounds for the delegation can be verified before a privilege is renewed.  A privilege’s 

lifetime also provides the basis for the implementation of a variety of revocation 

mechanisms. Due to the lifetime, the set of privileges for which revocation information 

may have to be provided is bounded, as expired privileges do not or no longer need to be 

revoked. The semantics of the privilege lifetime requires that access rights based on 

privileges become void at privilege expiration and no manual management action is 

required on the side of the privilege issuer.  

PRIMA privileges are fine-grain. Fine grain is a relative quality that is interpreted with 

respect to the resources and applications of interest. In this dissertation, the resources and 

applications of interest are those relevant to computational grids. In this context, the 

privilege “user X is allowed to read file F” is considered fine grain while the privilege 

“user X is allowed to exercise any right assigned to account Y” is not considered fine 

grain. A coarse grain privilege can, of course, be expressed in a fine grain system. In 

other contexts, fine grain may refer to even smaller entities than those considered in this 

work. For example, in [DAM02] individual attributes in an XML document are 

considered fine grain. 

The PRIMA privilege management model defines how privileges are defined, shared, 

and managed among and between users and system administrators within the bounds of a 

controlling privilege management policy. At its core the PRIMA privilege management 

model  

1. empowers users by enabling them to delegate access to their resources first-

hand following the discretionary access control management approach [SAL75], 

which cuts overhead and errors typically introduced by intermediaries,  

2. enables the specification of minimal access rights required for a specific 

resource access protects users and resources and heightens overall system 

security as this limits the effects malicious or erroneous code can cause, and  

3. is fully decentralized, as it does not rely on third party infrastructure 

components to store, manage and use privileges. 
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3.2.1 Delegation 

PRIMA subjects (users) can delegate to other subjects (e.g. collaborators) privileges 

that the delegating subject possesses or privileges that the delegating subject can create. 

A subject can create privileges to resources for which the subject is authoritative. This 

aspect of PRIMA is motivated mainly by two observations. First, subjects, especially in 

grid computing environments, are often authoritative for significant resources. For 

example, a grid user may be authoritative for their applications (services offered), their 

data files, and computers they own or operate (grid nodes). Second, despite their 

authoritativeness, subjects are often unable to administer access to these assets through 

existing grid mechanisms. Instead, the subjects require interactive access to the machines 

hosting their resources (e.g. to change file system permissions for applications, services, 

and data files) or the help of administrators (e.g. when creating new user accounts on grid 

nodes for which the subjects themselves are authoritative). Resource authorities (e.g. 

administrators) can also use delegation to grant privileges to users and to issue policy 

statements for their resources. 

The delegation of privileges in PRIMA is constrained via rules expressed in privilege 

management policies defined by resource and site administrators. Typical privilege 

management policies implement rules that define: 

• which subjects are authoritative for specific resources,  

• to which subjects access privileges may be delegated by the authoritative 

entities (for example access privileges to resource A may only be delegated to 

members of organization XYZ), 

• which subjects may never gain access to these resources (black list 

functionality), 

• how subjects are allowed to combine delegated privileges (for example, a 

member of two competing experiments may not be allowed to combine 

(privileges to) resources from these two experiments), 

• specific privileges that may never be granted or have to be overruled for a 

specific resource. 
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Another type of policy supported by the PRIMA model are resource access control 

policies that describe additional access rules and augment or constrain the access rights 

derived from privileges. A relying party must ensure that all specified rules (those from 

presented privileges and those from applicable access control policies) are taken into 

account when an authorization decision is made. For this adequate rule combining 

mechanisms and precedence relationships need to be established. In a typical PRIMA 

environment the rules stated in resource access control policies will always have 

precedence over privileges to ensure that final authority over the use of resources remains 

in the hands of the resource administrators. 

The following scenario illustrates the differences between traditional access right 

management models and the PRIMA delegation-based privilege management model. A 

university researcher, Bob, has developed an experimental network protocol emulator 

that runs on a special purpose compute cluster at the university. Joan, a corporate 

researcher, has heard about Bob’s simulator and would like to use it to simulate a new, 

proprietary protocol that she developed. She contacts Bob and asks for permission to use 

the simulator (Step 1 in Figure 3-2 and Figure 3-3). If Bob agrees to the collaboration he 

wants to grant Joan temporary access to his emulator software and to his compute cluster 

(as the software is not portable).  
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Figure 3-2 Management of Access Rights for a Collaborative Scenario with PRIMA 
 

Using PRIMA, the administrative tasks of delegating the necessary access and execute 

permissions to Joan can be performed directly by Bob (see Figure 3-2). Bob creates a 

privilege credential (a security token conveying a privilege) bound to Joan’s identity 

which grants short-lived access and execute permissions. Bob then sends this credential 

to Joan (Step 2). Joan can now contact Bob’s compute cluster, authenticate with her own 

identity credential and provide the privilege credential to the grid resource (Step 3). The 

resource validates that the privilege credential came from an authoritative entity (Bob) by 

checking against the privilege management policy and grants access to Joan for the 

validity period of the privilege credential. 

 

Bob 
University Researcher 
“protocol emulator” 
“compute cluster“ 

Joan
Corporate Researcher

“proprietary protocol”

Cluster Resource 
Protocol Emulator 

3. request service, 
present temporary permissions 
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Figure 3-3 Management of Access Rights for a Collaborative Scenario 

 

In most prevalent grid security systems the example scenario would require the 

following steps for Bob to grant Joan temporary access permissions. These steps are 

shown in Figure 3-3. First, Bob needs to endorse and relay the request for access from 

Joan (Step 1) to his local resource administrator (Step 2). The administrator then creates a 

static user and group account for this collaboration and enters the new user account into a 

grid access control list (e.g. the grid-map file when the Globus Toolkit is used) (Step 3). 

Both the new user (Joan) and the simulator executable would have to become members of 

this group. (Note: expressiveness limitations of the operating system may prevent the 

simulator executable from being a member of more than one group.) The administrator 

notifies Bob (Step 4) who in turn tells Joan that she has received the necessary access 

permissions and can now access the resource (Step 5). Joan is now in the position to use 

Bob’s resource (Step 6). After the collaboration ends (possibly after just a single access 

by Joan), the administrator needs to delete Joan’s account and the group account to 

prevent unauthorized use in the future (Step 7). 

Bob 
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A comparison of the actions needed to enable the scenario illustrates the advantages of 

PRIMA over existing grid security mechanisms. The manual creation of an account, 

assigning of access rights and later removal of the account in the second scenario 

constitute significant issues that typically prevent the formation of ad-hoc collaborative 

groups and cause delay and high administrative costs in larger, more permanent 

collaborations. Furthermore, the manual revocation of access rights is often forgotten or 

not performed in a timely fashion. The dynamic management of these low-level aspects 

by automated mechanisms based on the high-level delegation of privileges in PRIMA 

alleviates these concerns.  

Multi-step delegation is the process of delegating to another subject a privilege that the 

delegating subject itself has received from another authority. In this case, the delegating 

subject plays the role of an intermediate authority. Figure 3-4 depicts multi-step 

delegation where two university researchers exchange privileges with each other. In the 

scenario depicted in Figure 3-4, the two researchers delegate the privileges they received 

from their respective peer to their local assistants thus creating a one-level hierarchy. The 

researchers do not need to know the specific identity of the assistants of their peers. Each 

researcher is only required to maintain a single external trust relationship with their 

collaborating peer (see section 3.3 on trust relationships). 

Researcher A

Assistants of Researcher A

Researcher B

Assistants of Researcher B

delegate privilege PA (1st delegation step)

delegate privilege PA
  (2nd delegation step)

delegate privilege PB (1st delegation step)

   delegate privilege PB
(2nd delegation step)

 

Figure 3-4 Multiple Delegation Scenario 

 

A relying party accepting a delegated privilege must construct, walk, and verify the 

delegation chain of this privilege up to a trusted source of authority before accepting such 
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a privilege. This involves verifying the integrity of each privilege, identifying the issuer 

and verifying that the issuer had the authority to issue this privilege (e.g. through another 

privilege that was delegated to the issuer). This process has to be repeated (in the case of 

multiple delegation steps) until a source of authority is found (for example an entity 

named in the privilege management policy as authoritative for the resource).  

Delegation can be limited in several ways. First, a delegated privilege can be a subset 

(more specific) of the original privilege. Second, a privilege itself may include rules on 

how, to whom and how often it may be delegated. Third, the number of steps in multi-

step delegation can be controlled by including a delegation parameter which specifies that 

a maximum number of additional delegations (after the initial delegation) that can be 

performed. 

 

3.2.2 Least-Privilege Access 

PRIMA was developed with a strong emphasis on following the least-privilege access 

design principle. The least-privilege access principle dictates that a request should be 

served with only the minimum privileges required to render the requested service. As 

explained more fully below, three aspects of PRIMA support the least-privilege access 

principle. First, the fine-grained nature of privileges allows a precise collection of the 

access rights to be defined for a given request. Second, the subjects are allowed to select 

which subset of privileges they hold are bound to a given request. Third, the security 

model is additive. 

The granularity used in the privilege management mechanism indirectly defines the 

finest possible granularity of enforcement mechanisms. To support successfully least-

privilege access, the units in which access rights are described and managed (privileges) 

must be fine grained enough to allow the definition of a set of access rights that are 

minimal for a specific access. For example, least-privilege access cannot be supported if 

the granularity used only supports the choice of read access to a whole directory that 

contains several files unrelated to the requested access. On the other hand, care must be 

taken to avoid inefficient micromanagement of access rights due to overly fine grained 
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privileges. Least-privilege access is frequently an approximation of minimal rights 

weighed against the risks associated with granting some degree of additional rights due to 

management simplifications. Advanced tools are required to minimize the cases where 

such approximations have to be made.  

In PRIMA, access permissions are primarily granted based on privileges that the 

subject holds and chooses to group with this request. This is very different from the more 

typical approach of awarding access permissions in bulk based on the subject identity. 

The ability to specify exactly what privileges are to be used with a specific access permits 

a subject to define access requests with the minimum privileges required. This minimizes 

the risk a subject has when utilizing a less trusted resource or service. It also protects the 

resources from services that accidentally or deliberately over or misuse resources (e.g. in 

the case of software failures, cyber attacks to compromise the resource, or denial-of-

service attacks with the aim to disrupt service to users).  

The PRIMA approach to privilege management constitutes an additive security model. 

In an additive model, no access rights are awarded by default. Rather, the set of rights is 

built up based on provided privileges and applicable policy rules. Missing or deliberately 

omitted attributes will result in fewer access permissions. In subtractive systems that use 

negative rules to reduce the total amount of access rights, trusted repositories are required 

to guarantee that all restrictive attributes are available to the access-control decisions 

functions.  

 

3.2.3 Fully Distributed Operation 

PRIMA is designed for fully distributed operation. This allows PRIMA to support the 

creation of small, transient and ad hoc communities without imposing the requirement to 

deploy group infrastructure components. Other privilege management systems frequently 

use attribute repositories in which attribute authorities deposit subject attributes for easy 

reference by decision functions, or community authorization servers that act as automated 

authorities to issue group membership and similar subject attributes.  While not required, 
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However, the PRIMA model can incorporate such services when available and provide 

additional services and improved manageability for larger groups.  

3.2.4 Support for Roles and Privilege Groups 

While PRIMA binds access rights directly to subjects, a form of Role-Based Access 

Control (RBAC) is also possible (compare to section 2.3.5). Individual PRIMA privileges 

can be grouped to form a role, and the group of privileges can then be applied to a set of 

users (holders of the role). PRIMA differs from traditional RBAC in its user-centric 

approach to the management of access controls. RBAC schemes increase the 

manageability of access rights by separating the resource agnostic tasks of the assignment 

of roles to subjects from the resource specific task of defining the access rights a role 

contains. PRIMA roles are simpler and aimed at improving the manageability of fine 

grained access rights through the grouping of privileges.  

A second administrative mechanism to relate individual PRIMA privileges to each 

other is the inclusion of a group/project identifier with a privilege. This identifier enables 

a privilege issuer to state that the issued privilege can only be used in conjunction with 

other privileges that have a matching group/project identifier or with privileges that do 

not specify a group/project (identifier is omitted). An example use is the issuance of a 

privilege that assigns a specific processor usage quota to a subject that should only be 

used when the subject submits requests pertaining to a specific project.  

The need to prevent users from combining privileges associated with separate 

(administrative) projects is a requirement frequently stated when the same user is part of 

competing experiments or similar projects [Personal communication with Ian Fisk, Fermi 

National Accelerator Laboratory]. 

 

3.3 An Incremental, User-centric Trust Model 

The second major element of PRIMA is an incremental, user-centered trust model. In 

general, trust enables humans to make decisions involving risk when interacting with 

other people or organizations.  Section 2.2.4 presents a brief introduction to trust in 
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computer systems. In this context, trust is defined as a measure of a user’s confidence 

that a privilege delegated by that user will be used in a manner consistent with the user’s 

intentions and values. Trust relationships mature and change over time based on 

interaction experiences. For example, when engaging in a new collaboration people tend 

to be careful and award only a minimal level of trust to the new partners. A history of 

positive interactions will typically lead to an increase in the trust among the interacting 

entities. The minimal level of trust typical placed in new collaborations or in new 

members of an existing collaboration should be reflected by an equally minimal set of 

privileges for these scenarios. Incremental changes in the trust relationships among 

entities should be reflected in corresponding changes to the set of access rights associated 

with these entities. Security mechanisms in collaborative environments should be able to 

utilize, represent, and adapt to changes in the trust relationships among its users. 

Prevalent security systems often rely on organization-centered trust that cannot easily 

accommodate incremental adaptation of access rights to changes in levels of trust among 

collaborators [BOR95]. Two common properties are especially problematic for computer 

mediated collaboration scenarios. First, there is significant administrative overhead of 

adding new members to the collaboration. This raises the trust threshold at which users 

would undertake a collaboration. Second, dynamically modifying authorization policies 

to adapt to changes in the level of trust can pose significant administrative overhead and 

is not practical. As a result, users are reluctant to make small incremental changes and 

often result to coarser-grain, bulk allocation practices.  

The difficulties of organization-centered trust are exacerbated when cross-domain trust 

is involved. Cross-domain trust is particularly important in grids where entities of 

separate administrative domains frequently need to build a trust relationship, e.g. when a 

new virtual organization is instantiated. Organizations are frequently used as commonly 

trusted parties to reduce the number of trust relationships by acting as trusted 

intermediaries. Figure 3-5 illustrates the reduction of trust relationships through trusted 

organizations. Members of organization A trust members of organization B indirectly 

because of a mutual trust relationship among the two organizations. However, trust via 

intermediate organizations can pose a hindrance for small, dynamic virtual organizations 

or direct peer-to-peer collaborations that cross organizational domains. The organizations 
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become barriers when individual trust establishment is only allowed or possible through 

association with an organization that may not yet be trusted. Trust establishment among 

organizations is an especially expensive procedure and may not be justified if it reduces 

only a few trust relationships between member entities of the organizations.  

Members of Organization A

Organization A

Members of Organization B

Organization BMutual trust among organizations

 

Figure 3-5 Indirect Trust Through Trusted Organizations 

 

The PRIMA trust model is user-centered and direct. PRIMA users build and maintain 

trust through direct interaction with each other. This direct, user-centric trust model 

reduces the number of intermediaries (e.g. trusted organizations and other third parties) 

necessary to enable sharing of access rights. Direct, user-centered trust resembles more 

closely the dynamic way humans build trust in the real world, especially when interacting 

in small groups, and allows interactions to take place with a minimal initial trust level. 

This is especially important for ad-hoc and transient scenarios where initially very little 

trust exists between the collaborating entities and a common trust anchor (such as a 

commonly trusted organization) is not available. The PRIMA trust model lowers barriers 

to collaboration by allowing trust to be built incrementally over time and by enabling 

entities to establish individual trust-relationships with entities from different 

administrative domains without the need for formal collective trust between the domains 

themselves. Figure 3-6 depicts direct trust relationships among members of two 

organizations that do not have a mutual trust relationships established at the 

organizational level. Three entities of each organization have a direct, mutual trust 
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relationship with their peer at the other organization. A fourth organization member is 

depicted that is not engaged in a trust relationship with a member of the other 

organization. This shows that the direct trust relationships in PRIMA can more accurately 

reflect the specific individual trust relationships that vary across the members of two 

interacting organizations. 

Mutual trust
among individual entities

Members of Organization A Members of Organization B  

Figure 3-6 Direct Trust Relationships Among Individual Entities 

 

The PRIMA trust model can accommodate both user-centered and organization-

centered approaches. The combination of the direct trust relationships of PRIMA with 

organizational trust relationships from traditional mechanisms combines the flexibility 

advantages of PRIMA with the scalability advantages of organizational trust. Figure 3-7 

shows how direct and indirect trust relationships can be combined for increased 

flexibility for small collaborations and scalability.  

Members of Organization A

Organization A

Members of Organization B

Organization BMutual trust among organizations

Member of untrusted Organization

Mutual trust
with external individual

 

Figure 3-7 Combined Trust Model Leveraging Indirect and Direct Trust Relationships 
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3.4 A Dynamic Authorization Decision and Enforcement Model 

The third major element of PRIMA is a dynamic authorization decision and 

enforcement model. The decision and enforcement model is an implementation-neutral 

description of how access control decisions are reached and the intent of the security 

model is achieved. Specifically, the model describes the relationship of privileges 

possessed by a user to applicable access control and privilege management policies 

defined by policy authorities. This relationship is captured in the concept of a “dynamic 

policy” which refers to the combination of the user’s privileges with the resource’s 

security policy prior to the assessment of the user’s request. This augmented policy is 

“dynamic” since it applies only for the evaluation of the user’s current request.  

Figure 3-8 illustrates the authorization decision and enforcement process in PRIMA. 

When a subject issues a service request (step 1), the subject also provides a set of 

privileges. Following the attribute push model described in section 2.3.7, the request and 

the accompanying privileges are present to an enforcement point. The enforcement point 

individually checks the  

• applicability  

(does the privilege apply to the local resource and the entity requesting the 

service),  

• validity  

(is the privilege within its lifetime and is the digital signature intact), and  

• authority  

(was the privilege issued by an authoritative party)  

of each provided privilege against the applicable privilege management policies by 

repeatedly querying the policy decision point (these interactions are not shown in Figure 

3-8). All permissible privileges constitute the dynamic policy for the request. The 

enforcement point contacts the policy decision point with an authorization request which 

includes the dynamic policy (step 2). The PDP evaluates the request against the 

combination of all applicable policies (including the dynamic policy) (step 3) and 

provides an authorization response back to the enforcement point (step 4). Conceptually 
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two decisions are made by the PDP: (1) a relatively coarse decision corresponding to the 

service request that specifies if the PEP should allow access to the requested service in 

general; and (2) a set of instructions, termed obligations, from the PDP to the PEP on 

how the requested service should be confined and monitored during its execution. If the 

PEP cannot fulfill the obligations then it should not allow the access to proceed. The 

request/response interaction for an authorization decision follows the authorization pull 

sequence described in section 2.3.4. The enforcement point, upon receiving a positive 

response from the decision point, instantiates a custom execution environment, 

configured with the least privilege access rights as specified in the obligations provided 

with the authorization response, and starts and monitors the execution of the requested 

service in this environment (step 5). Service responses are passed to the enforcement 

point (step 6) and relayed to the subject (step 7).  

Subjects

Policy Decision Point

Enforcement Point
1. service request
   (with privileges)

7. service response

2. authorization
 request

(with privileges)

4. authorization
response
(with obligations)

5. provision execution
    environment, and
    start + monitor service

6. service response

Execution
Environment

Requested
Service

3. evaluate request against dynamically
    created policy based on subject provided
    privileges and applicable privilege
    management and access control policies

 

Figure 3-8 Authorization Decision and Enforcement Process 

 

The use of obligations in authorization decisions addresses one of the more subtle 

issues frequently encountered when fine-grained authorization decisions are made: a 

mismatch in the level of detail with which an authorization request is stated and the level 

of detail that applicable policies are or should be stated in. Policy decision points are 

application independent and are unable to understand or extrapolate the implications of a 

broad resource request. An example is the request to instantiate a user-provided service. 

The applicable policies and provided privileges are likely to specify in detail what a user 

provided service is allowed to do. But a simple yes/no decision from the decision point 

cannot convey this level of detail. A positive authorization decision response thus needs 
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to be augmented with additional decision qualifications that instruct the enforcement 

point how exactly the requested action should be permitted and if additional constraints 

should be applied. For example, the list of fine grained access rights that specifies to what 

extent the user provided service is allowed to access other services and resources of the 

hosting environment can be provided this way. In PRIMA, additional constraints to an 

authorization decision are referred to as obligations of an authorization decision. 

Obligations also enable the system to maintain state (e.g. information about previously 

used privileges or previous unsuccessful access attempts). The PDP can instruct the PEP 

to keep such state information and present it back to the PDP on subsequent access 

requests (e.g. in the form of additional attributes, such as environment attributes, to the 

authorization request). The enforcement mechanisms should only permit the requested 

access if the obligations can be enforced as well.  

In the PRIMA enforcement model, each authorized request is executed within a 

specifically-provisioned execution environment. This execution environment is 

dynamically configured with the permissions specifically provided by the user to perform 

the user’s request. This feature allows the user to operate in accordance with the principle 

of “least privilege” access. Execution environments can be implemented in a variety of 

ways: standard UNIX process spaces, sandboxing approaches such as 

[VAR04][GOL96][VXE04],  or hosting environments for web and grid services. These 

techniques enable a system built following the PRIMA model to employ native security 

mechanisms. The use of native mechanisms results in low administrative and 

performance overhead, retains flexibility, and thus supports a variety of usage scenarios, 

including ad hoc collaborative groups. 

PRIMA’s enforcement is based on controlling the environment within which the 

application will execute. The majority of use cases in grid computing environments can 

be handled by controlling access to the file system (e.g. through file system access 

control lists and file system quota mechanisms). If combined with functions that can 

enforce access control on individual network connections, an even larger variety of 

access-control scenarios can be supported. Enforcement via the execution environment 

provides the added benefit of being able to securely execute non-trusted legacy 

applications without duplicating security code already present in the operating systems. 
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Based on the degree to which the enforcement environments are dynamically allocated 

and are specific to a request, the enforcement strategy can be characterized in one of three 

ways. 

1. Identity Authorization: Basic identity credentials are mapped to preexisting 

execution environments configured with a static set of access rights. This enables 

the requested service to utilize all access rights associated with the execution 

environment.  

2. Mixed Mode Authorization: Identity authorization is used to define an initial set 

of access rights. Additional access rights based on presented privilege attributes 

are applied to the specific local execution environment before the request is 

served. After a resource access is completed the additional access rights are 

removed. Alternatively the access rights could remain assigned to the local 

execution environment for the lifetime of the presented privilege attributes. 

3. Privilege-based Authorization: A request is served by a special-purpose, 

dynamically allocated and configured execution environment. The presented 

privilege attributes are applied to a generic, initially very restricted, execution 

environment. After completion the execution environment is returned into its 

original, restricted state. Depending on the anticipated usage scenario the 

execution environment could be maintained and reused for future, similar service 

requests by the same subject.  

 
The advantages of the PRIMA enforcement model are most beneficial if the chosen 

enforcement mechanisms fall in the privilege-based authorization category. However, 

there may be environments that will not allow for the dynamic allocation of execution 

environments, for example due to regulatory aspects, or power users may require 

statically created execution environments as they also require interactive access to 

resources. The PRIMA model can accommodate these cases using mixed-mode 

authorization approaches and can provide improved functionality to environments with 

static allocation of execution environments. 
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4 Prima Architecture and System Components 

 

4.1 Chapter Overview 

This chapter elaborates on the design and implementation of the PRIMA authorization 

system. The implementation extends and augments the security mechanisms of the 

Globus Toolkit Version 2.  

 

4.2 PRIMA System Architecture 

The PRIMA system architecture and authorization process is illustrated in Figure 4-1. 

A dashed line separates the figure into two parts. The top part of the figure is the 

privilege management layer. Generally, most of the actions in the privilege management 

layer occur at administration time, that is, prior to the submission of a request for 

execution. The bottom half of the figure is the authorization and enforcement layer. The 

actions in the authorization and enforcement layer occur at access time, that is, at or after 

the time that an execution request is made by a user. 

Three types of individuals are acting in the privilege management layer: subjects, 

attribute authorities, and policy authorities.  A subject is a user or a process acting on 

behalf of such a user. An attribute authority in general is any entity authoritative to issue 

an attribute bound to another entity. In the PRIMA system, attribute authorities typically 

issue privilege attributes bound to subjects. This means any entity in the PRIMA system 

that has the authority to delegate access rights to another entity can act as an attribute 

authority. A policy authority is an entity which is authoritative for a (set of) resource(s). 

Examples of policy authorities include system administrators who are authoritative for 

computer systems, group and VO administrators who manage role assignment and right 

distribution within the bounds of a VO, and site security personnel that defines site-wide 

policies. 
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Attribute authorities use the Privilege Creator to create self-contained privilege 

attributes bound to specific subjects (users). In PRIMA, any subject can issue privilege 

attributes for the resources it owns or is otherwise authoritative. Privilege attributes are 

stored in ordinary files and can be provided to subjects via a variety of mechanisms. 

Example mechanisms that have been used include email, simple file transfer, and the 

storage of attributes on personal cryptographic hardware tokens (e.g. smart-cards). 

Another example is the Lightweight Directory Access Protocol (LDAP) which could be 

used to query for and retrieve privilege attributes from remote repositories. LDAP 

provides in depth support for the attribute container format used in PRIMA. The privilege 

creator is explained in more detail in section 4.3.1. 

Policy authorities use the Policy Creator to create self-contained policy documents 

defining rules that ultimately govern the access to the resources to which the policies 

apply. Policies may allow access decisions based on privilege attributes and other 

attributes, govern who may issue such attributes, and regulate how attributes are 

delegated and used. The use of policies in the PRIMA system provides a mechanism for 

resource administrators and other stakeholders to retain final control over the use of their 

resource. Policies are provided to the PRIMA policy decision points at administration 

time, i.e. de-coupled from the point in time where a request is made to a resource (access 

time). The policy creator is described further in section 4.3.2. 

The interplay and relationships among policy documents and privilege attributes is 

explained here based on the collaborative scenario introduced in section 3.2.1. In this 

scenario Bob desires to grant Joan temporary access to run a simulator on Bob’s own 

cluster resource.  Two specific privilege attributes bound to Joan’s identity are created by 

Bob (using the Privilege Creator to create two privilege attributes, each in its own file). 

Bob can send these privileges to Joan as an email attachment. The attributes convey the 

following: 

1. Joan should be granted access to a dynamically allocated user account for the time 

from 8am UTC on April 1st, 2004 to 4pm UTC on April 10th, 2004.  

2. Joan’s dynamic user account has to be configured with read and execute 

permissions to the simulator executable, located at /usr/local/bin/bobs-simulator. 
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Policy authorities (e.g. the system administrators of Bob’s compute cluster) create a 

privilege management and an access control policy using the Policy Creator. These 

policies are stored in individual files that the policy authorities made available to the 

policy decision point (an authorization component, see section 4.4.3)).  These policies 

can be changed and augmented at any time by policy authorities. In this case, the two 

policies are specified as follows where a third individual, Mark, is also introduced. 

1. The privilege management policy states the following two rules:  

”Bob may delegate system access privileges to anybody” 

”Mark may delegate system access privileges to other members of the university” 

2. The access control policy states the following rule: 

”The resource is unavailable for access between Fridays 5pm and the following 

Mondays 8am to entities that are not affiliated with the university” 

The combination of the rules stated in the policies and the privileges that Joan holds yield 

the following outcome with respect to Joan’s access.  

1. Bob was authoritative to grant the access permissions to Joan. Mark, another 

researcher at the university, would not have been able to provide Joan with 

privileges that would be honored by the resource as he may not delegate access 

rights to entities that are not members of the university. 

2. Joan can access the cluster resource, will be awarded a dynamic user account if 

her access is within the time frame of 8am UTC on April 1st, 2004 to 4pm UTC 

on April 10th, 2004. For repeated accesses Joan will be mapped to the same 

account. Her account will be configured with execute and read permissions for the 

simulator executable. 

3. Joan cannot access the cluster over the weekend from 5pm on April 2nd, 2004 to 

8am on April 5th, 2004. 

An example of a privilege management policy together with a privilege statement (the 

payload of a privilege attribute) encoded in an XML language is depicted and discussed 

in section 4.5.2. 
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The authorization and enforcement layer (bottom part of Figure 4-1) has two primary 

components. The first component is the PRIMA authorization module. The authorization 

module, described in detail in section 4.4.2, plays the role of a policy enforcement point 

and has three primary functions.  

• it extracts and validates all user-provided privileges and assembles them into a 

dynamic policy,  

• it constructs an application independent authorization requests based on the 

application dependent service request received by the user, communicates this 

request to a decision point, and interprets a response.  

• it interfaces with native and special purpose enforcement mechanisms to 

provision a special purpose execution environment for the requested service.  

The second component is the PRIMA policy decision point which, based on policies 

made available to it, will respond to authorization requests from the enforcement point. 

The decision point is discussed in more detail in section 4.4.3  

Two other components in the authorization and enforcement layer are the gatekeeper 

and the Privilege Revocator. The gatekeeper is a standard Globus Toolkit component for 

the management of access to Globus resources. It was augmented with a modular 

interface to communicate with authorization components. This interface is described in 

section 4.4.1. The JobManager, also a standard component of the Globus Toolkit, has not 

been modified from the original Globus distribution. It is instantiated by the Globus 

gatekeeper after successful authorization. It starts and monitors the execution of a user’s 

job. The Privilege Revocator (see section 4.4.5) monitors the lifetime of privileges that 

were used to configure execution environments. On privilege expiration, the Privilege 

Revocator removes access rights and de-allocates execution environment automatically. 

No manual intervention from system administrators is required.  

The numbered arrows in Figure 4.1 indicate the steps in a typical access request and 

authorization sequence. Subjects select the subset of privilege attributes they hold for a 

specific (set of) grid request(s) (Step 1). The Privilege Combinator creates a short lived 

grid identity credential (proxy credential) and embeds the selected privileges (Step 2). 
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The resulting grid credential is then used with standard grid job submission tools to issue 

grid service requests (Step 3).  

 

 

Figure 4-1 The PRIMA System Components and the PRIMA Authorization Process 

 

Upon receiving a subject’s service request, the gatekeeper calls the PRIMA 

authorization module (Step 4). The PRIMA authorization module extracts and verifies the 

privilege attributes presented to the gatekeeper by the subject. It then assembles all valid 
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privileges into a dynamic policy. To validate that the privileges were issued by an 

authoritative source, the Authorization Module queries the privilege management policy 

via the PRIMA Policy Decision Point (PDP). The multiple interactions between 

authorization module and PDP are depicted in a simplified form as a single message 

exchange (Step 5 and 6) in Figure 4-1. Once the privilege’s issuer authority is 

established, the PRIMA Authorization Module formulates an XACML authorization 

request based on the user’s service request and submits the request to the PDP. The PDP 

generates an authorization decision based on the static access control policy of this 

resource. The response will state a high-level permit or deny.  

In the case of a permit response, the Authorization Module interacts with native and 

special purpose security mechanisms to allocate an execution environment (a UNIX user 

account with minimal access rights) and provision this environment with access rights 

based on the dynamic policy rules (Step 7). Once the execution environment is 

configured, the PRIMA Authorization Module returns the permit response together with a 

reference to the allocated execution environment (the user identifier) to the gatekeeper 

and exits (Step 8). The following steps are unchanged from the standard Globus 

authorization mechanisms. The Globus gatekeeper spawns a JobManager process in the 

provided execution environment (Step 9). The JobManager instantiates and manages the 

requested service or process (Step 10).  

In the case of a deny response, the Authorization Module returns an error code to the 

gatekeeper together with an informative string indicating the reason for the denied 

authorization. The gatekeeper in turn will protocol this error in its log, return an error 

code to the grid client (subject) and end the interaction. 

The fine-grained privileges applied to the execution environment will remain active for 

their full lifetime as specified in the original privilege. The Privilege Revocator watches 

over the validity period of dynamically allocated user accounts and all fine-grained 

access rights, revoking them when the associated privileges expire (Step 11).  
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4.3 Privilege Management Layer Components 

The following sub-sections describe the privilege management components of the 

PRIMA system shown in the upper part of Figure 4-1. The Privilege Creator (section 

4.3.1) and the Policy Creator (section 4.3.2) are tools used at administration time by 

entities authoritative for resource and service access. The Privilege Combinator (section 

4.3.3) aids the user in the selection and application of privileges at access time.   

4.3.1 The Privilege Creator - ACGen 

The Privilege Creator, ACGen, is a graphical tool that aids the 

user in the creation of privilege attributes. ACGen is 

implemented in the Java Programming Language. The ACGen 

tool uses the IAIK cryptography provider [IAIK] for the creation 

of X.509 Attribute Certificates and other certificate operations.  

The structure of a PRIMA privilege attribute is shown in 

Figure 4-2. A privilege attribute consist of two components.  

(1) A set of privilege statements encoded as a rule construct of 

the XACML policy language (for a detailed discussion of 

this encoding, see section 4.5.2).  

(2) A privilege container, realized using an X.509 Attribute Certificate (discussed in 

section 2.4.1). The container provides a standardized message format that supports 

the secure binding of privilege statements to identities (issuer and holder 

information), as well as the specification of a lifetime, and integrity and non-

repudiation guarantees through digital signatures. X.509 Attribute Certificates 

integrate seamlessly into existing X.509 Public Key Infrastructures.  

 

A textual representation of an attribute certificate is provided in Figure 2-5, a privilege 

statement encoded in XACML is shown in Figure 4-15. 

 

Figure 4-2 Privilege 
Attribute Structure 

Issuer
Holder
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Signature

Privilege
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Figure 4-3 The Privilege Creator – ACGen 
 

Figure 4-3 shows a screen print of the ACGen user interface. The user interface consists 

of four parts. First, the three topmost fields contain information about the user (the Issuer) 

creating the privilege. Second, the next field contains the identity of the user to whom the 

privilege is bound (the Holder). Third, the Group and Validity fields specify constraints 

on the validity of the privilege. Fourth, the remaining fields describe the access rights 

conveyed by the privilege. Some fields are editable (for example the Password, Holder, 

Group, Host Name and Path Name fields in the example from Figure 4-3) while others 

are non-editable (for example the “Expires in” field which presents the expiration time of 

the selected issuer identity credential). There are also controls for selecting options and 

choosing among operations (for example the Issuer, Valid from, Valid until, Privilege 

Type fields and the Read, Write, Execute checkboxes). Finally, a single large button at 

the bottom of the window creates an X.509 Attribute Certificate holding a Privilege 

Statement, also referred to as a Privilege Attribute.  
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As noted above, the top three fields of the ACGen interface describe the user issuing a 

privilege. The user must provide one PKI credential as the issuer credential for the 

privilege being created. A selection style interaction is used to define the PKI credential 

because the credential is a complex data structure, and cannot be entered manually. In 

addition, the user may have several credentials any one of which might be used. A given 

user may have several PKI credentials because the credentials might have been issued to 

the user by different organizations. For example, a scientist might have one PKI 

credential from his home institution, a second credential from a professional society, and 

a third credential from a virtual organization using the grid. ACGen discovers the set of 

available credentials via two mechanisms:  

1. For credentials stored in ordinary files following the PEM format [LIN93], a 

credential configuration file is used. This file specifies the location of each 

credential’s public key certificate and associated private key (the public and 

private components constituting a credential) and displays the subject name 

defined in the corresponding certificate in the Issuer Credential field.  

2. For credentials stored on cryptographic tokens (e.g. smart-cards) that support 

the programming interface defined in the Public Key Cryptographic Standard # 

11 – Cryptographic Token Interface Standard (PKCS11) [PKCS11], ACGen 

discovers all certificates that are present on the device and displays in the Issuer 

Credential field the PKCS11 label, a reference name for a certificate typically 

defined by the entity that created the certificate on the device.. ACGen does not 

have, nor require, direct access to the private key object if cryptographic tokens 

are used via PKCS11. 

The Password/PIN field is necessary to access the private key associated with the 

selected credential. In the case of a credential that has its private key stored encrypted in 

a file, the password constitutes the key to decrypt the private key. In the case of a 

credential stored on a cryptographic token, the entry made in the Password /PIN field is 

used to log into the device using the PKCS11 login function. Once logged in ACGen can 

utilize other PKCS11 functions, including those that require access to private objects (i.e. 

the private key corresponding to the selected PKCS11 certificate label).  
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The expiration date of the issuer credential is presented to the user for informative 

purposes. As discussed below, the lifetime of the issuer credential automatically defines 

the maximum lifetime of the privilege attribute.   

The Holder field identifies the recipient of the privilege. While a variety of naming 

formats could be used, the current version of ACGen accepts an X.500 name [CHA94]. 

This naming format was selected because it is commonly used in X.509 identity and 

attribute certificates. As the naming format is detailed and lengthy, ACGen provides a 

“Search” functionality allowing users to search directories for the name of the intended 

holder. ACGen currently supports naming queries to directory servers using the 

Lightweight Directory Access Protocol (LDAP). The prototype version of ACGen has 

been integrated with the Virginia Tech PKI Pilot directory that enables users to quickly 

search for and select a holder from the list of Virginia Tech identities. 

The next set of fields constrain the privilege attribute. The first constraining property of 

a PRIMA privilege attribute is the group identifier (a.k.a. project identifier). The group 

identifier is used to classify a privilege as belonging to an administrative grouping of 

privileges. While this parameter is optional, it enables privilege issuers to define a 

privilege that may only be used together with other privileges that have a matching group 

field. For example, an issuer could specify that a file access privilege can only be used 

with a specific system access privilege by assigning the same group identifier to both 

attributes. This constraint prevents users from combining privileges intended for separate 

projects (e.g. to facilitate accurate accounting of resource usage) and enables users to 

hold several disjoint system access privileges that can be realized as separate execution 

environments (e.g. one reusable execution environment per project). 

A second constraining property is the validity period. A validity period is specified as a 

pair of dates: the start date and the end date. These dates denote the lifetime of the 

attribute certificate. The privilege being created has no meaning outside of the validity 

period. The dates are selected using the “Set” buttons. When a “Set” button is pressed, a 

window is opened into which the user can enter the required date information. The date 

information is specified by selecting day, month, year, hour and minute.  
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As with all certificates the lifetime of the issuer’s identity certificate (the public 

component of the issuer credential) defines the maximum lifetime of the attribute 

certificate. If the issuer’s certificate (or certificate of the CA that issued the issuer’s 

certificate) expires before the lifetime of the attribute certificate is over, a relying party 

will no longer be able to verify the certificate and the attribute certificate becomes 

useless. The collection of certificates that enables the iterative verification of certificate 

signatures and validity times is called the certificate chain. Most commonly, the 

certificate chain for a privilege attribute consists of a CA certificate, an end-entity 

certificate (that of the issuer), and the attribute certificate that conveys the privilege. 

Certificate chain validation is explained in section 2.7.2 in the context of proxy 

certificates and section 4.4.2.1 elaborates on the validation of attribute certificates. 

Finally, the issuer must define the type of privilege by selecting from the set of 

supported privilege types. The privilege types currently supported by ACGen are: 

1. File Privilege, which describes an access rights (read, write, execute) to a 

individual file or directory 

2. Access Privilege, which describes an access right to a compute resource and 

results in the allocation of a dynamic user account. 

3. Network Privilege, which describes an access right to a specific network port 

for external communication from the grid resource.  

Depending on the selected privilege type the user interface will elicit type specific 

parameters from the user. In Figure 4-3 a file privilege was selected and thus the resource 

host name and file path must be supplied and the allowed actions chosen from the set of 

read, write, and execute. Other privilege types require information specific to their type. 

For example, an access privilege requires the specification of a host name while a 

network privilege requires a host name and a network port. 

Once all information has been provided, the user can create a self-contained X.509 

Attribute Certificate holding a privilege statement by clicking on the “Create and Save 

Attribute Certificate” button.  ACGen will create a new attribute certificate structure and 
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a privilege statement in the form of an XACML rule construct as the attribute certificate’s 

payload. To sign the attribute certificate, ACGen either : 

• decrypts and loads the private key corresponding to the selected issuer 

credential from file using the provided password/PIN and generates a digital 

signature of the attribute certificate structure, or  

• logs in to the cryptographic token using the password/PIN and uses PKCS11 

functions to generate a signature with the private key stored on the 

cryptographic token (the private key never has to leave the cryptographic token 

as all private key operations are performed on the token). 

The created attribute certificate saved together with the issuer certificate in a file 

specified by the user (a dialog elicits this information). The file format used to encode the 

attribute certificate is based on the PEM encoding in [LIN93]. However, an encapsulation 

boundary of “----- BEGIN ATTRIBUTE CERTIFICATE -----“ is used to distinguish 

attribute certificates from identity certificates which are denoted by the boundary “----- 

BEGIN CERTIFICATE -----“.   

The selection of multiple holders, the specification of multiple privileges per attribute 

certificate, and the multiple delegation of privileges as an intermediate authority, while 

desirable, is not supported by the current version of the ACGen graphical user interface.  

 

4.3.2 Policy Creator 
The Policy Creator is a tool by which policy authorities create privilege management 

and access control policies in the XACML format. A tool is needed because of the 

syntactic complexity of the XACML representation. The Policy Creator has been 

designed by Markus Lorch and implemented in Java using the Sun XACML library 

[SUNXACML] by Sumit Shah under guidance of Markus Lorch. The current 

implementation of the tool supports the creation of limited policies. It enables an 

authoritative party to define basic, predefined access rules with relative ease. Figure 4-4 

shows a screen shot of the Policy Creator tool. 
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Figure 4-4 The Policy Creator 

 

The policy creator presents the user with a tree representation of a policy in the left half 

of the screen and a set of input list boxes and fields in the right half of the screen. In 

Figure 4-4 the configuration of a rule is depicted, the rule’s target (subject, resources, and 

actions) can be selected from preconfigured lists.  

Once administrators have created policies the policy documents must be provisioned to 

the policy decision points. In PRIMA this requires copying the policy from the 

administrator’s workstation to the resource. A secure and authenticated mechanism to do 

so is required to ensure that the policies are not modified in transit and that entities not 

authoritative for a resource cannot provision policies to the resource’s PDP. A 

mechanism for the secure association of remotely managed policy documents has been 

devised. The policies are embedded in X.509 ACs stored in ordinary files. These files can 

then be provisioned to the PDPs using grid middleware file staging. A small routine at the 

PDP can verify received policies for issuer authority and integrity (leveraging the PDP to 

query the privilege management policies) and configure the new policies directly into the 

PDP's local policy store.  
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4.3.3 Privilege Combinator 

The Privilege Combinator is a command line tool that enables grid users to associate a 

set of privilege attributes with their identity. The resulting grid credential can be used to 

supply the set of privilege attributes with a service request that is presented to a grid 

resource. 

The Privilege Combinator (ACProxyInit) embeds selected privileges, represented in the 

form of attribute certificates, in a proxy certificate that is derived from the user’s 

principal identity certificate. The Globus security mechanisms use proxy certificates (see 

section 2.7.2 on the Grid Security Infrastructure) to provide for single sign-on and rights 

delegation. Proxy certificates are short lived public-key certificates signed with a user’s 

end-entity credentials. The proxy credentials (proxy certificate plus associated private 

key) allow a process to act on the user’s behalf for a limited amount of time without 

requiring access to the subject’s end-entity credentials. Issuer information on the ACs 

(the AC issuer certificate path) is also embedded in the proxy certificates to aid the 

resources in the process of AC validation (see section 4.4.2.1 for a description of the AC 

validation process). 

The privilege attributes are embedded in the proxy certificate structure by including the 

ACs and AC issuer certificates as extensions to the proxy certificate structure before the 

structure is digitally signed using the end-entity’s private key. The X.509 attribute 

certificates, the X.509 identity certificates, and the proxy certificates are ASN.1 (Abstract 

Syntax Notation One [DUB00]) structures. X.509 certificate extensions are optional 

fields of the certificate structure and, if present, consist of a sequence of one or more 

arbitrary ASN.1 sub-structures that can be embedded in a (proxy) certificate structure.  

To embed a custom certificate extension (with a custom ASN.1 structure) a globally 

unique Object Identifier (OID) must be assigned to the extension structure by the Internet 

Assigned Numbers Authority (IANA). The existing, standardized ASN.1 structures of 

identity and attribute certificates already have OIDs assigned. The PRIMA certificate 

extensions for proxy certificates are identified by these standard OIDs. Because of this 

implementation, the extensions can be recognized as well-known certificate data 

structures by existing cryptographic libraries.  
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Figure 4-5 shows the core fields of a proxy certificate with an identity certificate (that 

of the attribute certificate issuer) and an attribute certificate (that conveys privilege 

attributes) embedded as extensions. The bold words denote required fields. Some fields 

are omitted for simplicity. The detailed structure definition of X.509 identity certificates 

(proxy certificates use the same structure) can be found in [HOU02] and that of X.509 

attribute certificates is described in [FAR02]. 
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Figure 4-5 Structure of a Proxy Certificate with other Certificates as Extensions 

 

As shown in Figure 4-5, the individual signatures of the embedded certificates are 

retained and the proxy certificate signature encompasses the data of the embedded 

certificates. This yields a secure and unforgable endorsement by the user of privileges 

(conveyed by the embedded attribute certificates) that should be used for a specific 

access. The user bundles the delegated identity used for a specific access with the 

privileges to be used by this delegated identity and signs both of these components. This 
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approach also solves the problem of transporting ACs securely through existing protocols 

and legacy software layers that lack support for attribute certificates.  

4.4 Authorization and Enforcement Layer Components 

As shown in Figure 4-1 the authorization and enforcement layer of the PRIMA system 

consist of an Authorization Call-Out interface for the Globus Gatekeeper (section 4.4.1), 

the PRIMA Authorization Module (section 4.4.2), the PRIMA Policy Decision Point 

(4.4.3), a set of enforcement mechanisms (Section 4.4.4), and the Privilege Revocator 

component (section 4.4.5). These components are described in the following sub-

sections. 

 

4.4.1 The Globus GRAM Authorization Call-Out 

The Globus GRAM authorization call-out interface is an extension to the Globus 

gatekeeper. This interface enables the extension of the standard grid-map file 

authorization mechanism. Possible extension include additional admission controls (e.g. 

such as site wide authorization decisions on the user identity) and more flexible identity 

mapping. . This interface has been designed in collaboration with members of the Particle 

Physics Data Grid, the European Data Grid, and the Globus community. Within the 

PRIMA research this interface has been implemented for the Globus Toolkit Version 

2.2.4 and has been deployed in other Grid projects [SEH03-1]. The Globus project has 

later produced its own implementation of the interface (with slight changes in the way 

parameters are exchanged) for the Globus Toolkit Version 2.4. 

Two interfaces have been defined and implemented: the identity mapping interface and 

the admission control interface. Each interface allows programs to dynamically load 

modules that implement custom authorization behavior. The PRIMA system itself uses 

only the identity mapping interface which replaces the grid-map mechanism. For 

completeness both interfaces are described in the following two subsections. 
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4.4.1.1 Identity Mapping Interface 

The identity mapping interface replaces the static grid-map file mechanism by which 

the grid user identity (the subjects distinguished name extracted from the X.509 identity 

certificate used by the client during authentication) is mapped to a local user identity at 

the resource. Using the identity mapping interface, sites can replace the default behavior 

controls. The gatekeeper will call the identity mapping interface only one time (multiple 

identity mapping modules are not supported).  

Through the identity mapping interface the gatekeeper provides the following 

parameters to an identity mapping module: 

gss_context: The generic security services context created during mutual authentication 

between the client requesting service and the grid resource. This context contains 

all certificates that were used during authentication, including the proxy 

certificate with embedded attribute and issuer identity certificates, and certificate 

chains necessary for issuer validation of the proxy certificate. (Parameter type: 

input, constant) 

service_name: A NULL-terminated string indicating the name of the requested service; 

for example, “jobmanager” for simple job submissions. (Parameter type: optional, 

input, constant) 

info_string: A string buffer (length provided by info_string_len, see below) by which the 

called function can return diagnostic information (NULL-terminated) in the case 

of an authorization or other failure.  (Parameter type: optional, output) 

info_string_len: The length of the info_string buffer provided. (Parameter type: input, 

constant) 

indentity_string: A string buffer (length provided by identity_string_len) that the called 

function should fill with the local identity (NULL-terminated) to which this 

request should be mapped if the mapping could be established. (Parameter type: 

output) 

identity_string_len: The length of the identity_string buffer provided. (Parameter type: 

input, constant) 
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Identity mapping function return code: return value of zero indicates that the mapping 

was performed successfully and the identity_string buffer has been filled with a 

local identity. A non-zero return value indicates that the mapping failed and the 

calling application should not proceed. 

 

4.4.1.2 Admission Control Interface 

The admission control interface enables additional, external (to the gatekeeper) 

admission checks beyond the mapping of identities. The PRIMA system does not use this 

interface. It is being used in the SAZ project (see section 2.6.6) to check identities against 

a site centralized user blacklist and perform additional path validation and certificate 

revocation checks before access is permitted. Multiple admission control modules can be 

called by the gatekeeper iteratively.  

Through the admission control interface the gatekeeper provides the following 

parameters to the set of available admission control modules: 

gss_context: The generic security services context created during mutual authentication 

between the client requesting service and the grid resource. This context contains 

all certificates that were used during authentication, including the proxy 

certificate with embedded attribute and issuer identity certificates, and certificate 

chains necessary for issuer validation of the proxy certificate. (Parameter type: 

input, constant) 

service_name: A NULL-terminated string indicating the name of the requested service; 

for example, “jobmanager” for simple job submissions. (Parameter type: optional, 

input, constant) 

info_string: A string buffer (length provided by info_string_len, see below) by which the 

called function can return diagnostic information (NULL-terminated) in the case 

of an authorization or other failure.  (Parameter type: optional, output) 

info_string_len: The length of the info_string buffer provided. (Parameter type: input, 

constant) 
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Admission control function return code: return value of zero indicates that the 

authorization was performed successfully and the calling application should 

proceed with the identity mapping. A non-zero return code indicates that the 

authorization failed and the calling application should not proceed. 

The PRIMA implementation adds code for 

parsing a call-out configuration file, loading and 

initializing modules, and logging to the existing 

Globus gss_assist library. A configuration file 

allows a maximum of one identity mapping 

module specified by a “gridmap” entry (if none is specified the implementation will 

revert back to the standard grid-map mechanism) and zero or more admission control 

modules can be listed using the “authz” entry type. A sample configuration file is shown 

in Figure 4-6, it identifies a dynamically loadable library “prima” for use by the identity 

mapping call-out and two dynamically loadable libraries “vtauthz1” and “vtauthz2” to be 

called by the admission control interface. Only the core library name must be provided 

(e.g. “prima” instead of “libprima.so”) and the libraries must be in the available in the 

system’s dynamic library locations or in a location defined in the LD_LIBRARY_PATH 

environment variable.  

The PRIMA implementation of the call-out protocol records the actions of the call-out 

to the Globus gatekeeper’s log file. Figure 4-7 shows a gatekeeper log file. The first five 

lines are generated by standard Globus gatekeeper mechanisms and report on the 

successful authentication and that the service “jobmanager” was requested. The following 

lines show messages generated by the call-out implementation. The first step is an 

attempt to call the “globus_gss_assist_gridmap_mod” function which represents the 

implementation of the identity mapping interface. This function succeeds and the 

following lines report that the local identity “grid009” was returned. Next, a call to the 

“globus_gss_assist_authz_mod” function, which implements the admission control 

interface, was performed. As no admission control modules were configured in this 

example the implementation reports this and allows the gatekeeper to proceed. Finally, 

Figure 4-6 Call-out Configuration 

gridmap   prima 
authz   vtauthz1 
authz   vtauthz2 
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the standard gatekeeper reports on the changing of the local user identity and the spawing 

of a child process (the requested jobmanager service).  

 

Figure 4-7 Identity Mapping via the Call-Out Interface 

 

The Globus gatekeeper’s program flow is slightly different with the call-out in place. 

The standard gatekeeper performs the mapping to a local user identity before accepting 

the service request from the client. The modified gatekeeper must read the service request 

and extract the service name before the authorization modules are called in order to 

provide the service name with the parameters as specified in the interface.  

 

4.4.2 PRIMA Authorization Module 

As shown in Figure 4-1, the PRIMA Authorization Module interfaces the Globus 

gatekeeper with the authorization decision and enforcement mechanisms of the PRIMA 

system. It is implemented as a dynamically loadable library (libprima.so) and called from 

the Globus gatekeeper after a service request has been received from an authenticated 

client. The authorization module performs the following sequence of actions: 

Notice: 6: globus-gatekeeper pid=17829 starting at Tue Sep 23 11:34:29 
2003 
Notice: 6: Got connection 128.173.54.49 at Tue Sep 23 11:34:29 2003 
Notice: 0: GRID_SECURITY_HTTP_BODY_FD=8 
Notice: 5: Requested service: jobmanager 
Notice: 5: Authenticated globus user: /Email=mlorch@vt.edu/CN=Markus 
Lorch (mlorch)/OU=Virginia Tech User/OU=Class 2/O=vt/C=US 
Notice: 5: Now attempting globus_gss_assist_gridmap_mod 
AuthZ Mod Notice: 5: entered globus_gss_assist_gridmap_mod 
AuthZ Mod Notice: 5: get_config found gridmap module prima 
Notice: 5: globus_gss_assist_gridmap_mod() returned identity_string: 
grid009 
Notice: 5: Now attempting globus_gss_assist_authz_mod 
AuthZ Mod Notice: 5: no authz modules configured 
Notice: 5: globus_gss_assist_authz_mod() authorized access 
Notice: 5: Authorized as local user: grid009 
Notice: 5: Authorized as local uid: 50009 
Notice: 5:           and local gid: 102 
Notice: 0: executing /usr/local/globus/libexec/globus-job-manager 
Notice: 0: GRID_SECURITY_CONTEXT_FD=12 
Notice: 0: Child 17830 started 



 

 109

• validates the privileges accompanying the request and requests an authorization 

decision, 

• determines the local user account that will be used to service the request, and 

• provisions the selected user account with the access rights need to perform the 

requested service based on the validated privileges. 

These actions are explained in the following subsections.  

 

4.4.2.1 Validating Privileges and Requesting an Authorization Decision 

The PRIMA authorization module receives from the Globus gatekeeper a Generic 

Security Services (GSS) context containing the all the certificates used during mutual 

authentication including the privilege attributes that were provided by the requesting 

client. The GSS context is a container for security related information whose contents can 

be accessed through a defined programming interface (GSS-API) [LIN97]. This interface 

abstracts away the low-level authentication token formats and cryptographic mechanisms 

by which the context is implemented. The PRIMA implementation further extents the 

GSS-API to abstract authorization token formats (i.e. the Attribute Certificate format 

used in PRIMA) and enables the retrieval and verification of privilege attributes in a 

mechanism independent format. The Globus GSS-API implementation is based on the 

security functions provided by OpenSSL’s [OPENSSL] implementation of the Transport 

Layer Security (TLS) protocol and the OpenSSL cryptographic library (libcrypto).  

The authorization module extracts and verifies the privileges contained in the GSS 

context. The GSS-API extensions developed as part of the PRIMA research provide for 

the verification of the privilege attributes by extracting the attribute certificates and issuer 

identity certificates that are embedded in the subject’s proxy certificate and constructing 

and verifying the certificate chain for each one of those attribute certificates. Figure 4-8 

provides an overview of the certificate chain verification process for the proxy certificate 

used for authentication (top part, performed by the standard Globus implementation of 

the GSS-API) and for every attribute certificate that is provided (bottom part, provided by 

the PRIMA extensions to the Globus GSS-API implementation). The figure assumes a 
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single proxy certificate is used (only one direct delegation from the identity certificate to 

the proxy). Multiple delegation steps (another proxy derived from this first proxy) would 

add additional proxy certificates. If a hierarchy of Certification Authorities is used then 

multiple CA certificates are also possible.  

The basic validation process proceeds as follows. This process is the same for both 

proxy and attribute certificates. Each certificate’s signature has to be verified using the 

issuer’s certificate public key. The issuer field or a certificate must match the subject 

field of the upstream (issuer’s) certificate. All certificates in the chain must be within 

their denoted validity time at the time of validation, i.e. the certificate with the earliest 

closest expiration date denotes the maximum lifetime for all certificates that are 

downstream from it. Finally the holder of an attribute certificate must be the end-entity 

(a.k.a. the user or subject) that authenticated by means of the proxy certificate and 

associated private key (the proxy certificate issuer). 
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Figure 4-8 Proxy and Attribute Certificate Validation 

 

Once all privilege attributes have been validated the PRIMA authorization module 

determines if the issuers of the privilege attributes were authoritative to issue the specific 

privileges for the resources named in the privileges. To perform this check, the 

authorization module generates XACML queries that are transmitted to the PRIMA 
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Policy Decision Point. The PDP evaluates the queries against the applicable privilege 

management policies.  

Figure 4-9 shows an automatically generated XACML request to verify 

authoritativeness of an issuer of a file privilege The request consists of a subject tag that 

names the privilege issuer, a resource tag that specifies to what resource the issued 

privilege applies, and an action tag that indicated that the issuance of a privilege of a 

specific type must be authorized. Figure 4-10 shows the corresponding (positive) 

response which consists of a result tag with a decision element and an optional status 

code tag. A sample privilege management policy as the basis for these types of responses 

is discussed in section 4.5.2 and listed in Figure 4-16.  

 

Figure 4-9 XACML Request to Verify Issuer Authority 
 

Figure 4-10 XACML Response 

<?xml version="1.0" encoding="UTF-8"?> 
<Request    xmlns="urn:oasis:names:tc:xacml:1.0:context" 
      xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance" 
      xsi:schemaLocation="urn:oasis:names:tc:xacml:1.0:context 
        cs-xacml-schema-context-01.xsd"> 
    <Subject> 
        <Attribute 
             AttributeId="urn:oasis:names:tc:xacml:1.0:subject:subject-id" 
              DataType="http://www.w3.org/2001/XMLSchema#string"> 
            <AttributeValue>/CN=Markus Lorch/OU=Computer Science/O=Virginia Tech 
/ST=Virginia/C=U</AttributeValue> 
        </Attribute> 
    </Subject> 
    <Resource> 
        <Attribute 
              AttributeId="urn:oasis:names:tc:xacml:1.0:resource:resource-id" 
              DataType="http://www.w3.org/2001/XMLSchema#anyURI"> 
            <AttributeValue>http://zuni.cs.vt.edu/opt/prima-vo/analysis-results-
2004</AttributeValue> 
        </Attribute> 
    </Resource> 
    <Action> 
         <Attribute 
               AttributeId="urn:oasis:names:tc:xacml:1.0:action:action-id" 
               DataType="http://www.w3.org/2001/XMLSchema#string"> 
            <AttributeValue>IssueFilePrivilege</AttributeValue> 
         </Attribute> 
    </Action> 
</Request> 

<Response     xmlns='urn:oasis:names:tc:xacml:1.0:context' 
  xsi:schemaLocation='urn:oasis:names:tc:xacml:1.0:context 
    http://www.oasis-open.org/tc/xacml/1.0/sc-xacml-schema-context-01.xsd'> 
  <Result> 
    <Decision>Permit</Decision> 
  <Status> 
    <StatusCode Value='urn:oasis:names:tc:xacml:1.0:status:ok'></StatusCode> 
  </Status> 
  </Result> 
</Response> 
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For some fine grained privileges the privilege management policy will not contain rules 

that govern who may issue such privileges. An example of this situation is file access 

privileges. To be authoritative to issue a file access privilege the issuer must be the owner 

of the file. Basing authority on file system ownership has two implications for the 

verification of file access privilege: 

1. The PDP cannot determine the authority of the issuer and the authorization 

module does not understand the detailed semantics of the file system ownership 

mechanisms (they are different based on which file access enforcement 

mechanism is being used). In these cases the verification of the authority of the 

issuer is deferred until the enforcement mechanism attempts to implement the 

access right contained in the privilege.  

2. The enforcement mechanism may limit the set of files for which issued privileges 

can be verified. This limitation is due to the need for a reverse mapping of the 

user account owning the file to the external grid identity issuing a privilege. If a 

file is owned by a dynamic user account then this ownership is lost when the 

dynamic user account is deallocated. Thus, a mapping to a grid identity is not 

possible. Some enforcement mechanisms (e.g. SlashGrid, see 4.4.4.2) do not rely 

on this mapping to identify the owner and can support the creation and 

verification of privileges for file objects owned by dynamic user accounts.  

 

The use of ownership information provided by the enforcement mechanism is 

advantageous because it enables privilege management policies to be smaller, and 

focused on coarser grained issues. The privilege management polices need only be 

concerned, for example, with who may delegate a system access privilege or to whom 

privileges in general may be delegated (e.g. only to other members of the same 

organization). Furthermore, it prevents the otherwise redundant storage of security 

information and improves the integrity of the system. The distributed storage of authority 

information does not prevent the user from delegating rights to files for which the user is 

authoritative. It simply means that the privilege management policy by itself cannot 

validate such privileges.  
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If the enforcement mechanisms detect that a privilege cannot be applied to an execution 

environment the affected privileges will be silently ignored and the execution 

environment configured with only those access rights based on privileges from 

authoritative entities. This opportunistic approach was chosen because the ignored 

privileges may not or no longer be required to successfully complete the request (e.g. due 

to changes in the service code). It would be a trivial to change the semantics of the 

authorization module to abort the process of provisioning access rights to an execution 

environment. This approach would be motivated in systems where the cost of failed 

service executions due to missing privileges is believed to be higher than the benefits of 

this opportunistic approach. Checkpointing and recovery mechanisms can also be utilized 

to mitigate the effect of missing privileges (see notes to mitigate late-binding effects 

below). The decision on which of these two approaches to follow could also be decided 

by the system administrator and encoded as part of the resource’s policy. 

The combination of all valid privileges constitutes a dynamic policy which will be used 

to construct and configure the execution environment for the requested service. Once the 

authority of all privilege issuers are validated, a final authorization request to the PRIMA 

PDP is made. This authorization request ensures that the service request is allowed by the 

access control policies configured into the PDP. This final request enables resource 

administrators to overrule access rights assigned via privileges and ensures that 

administrators have final control over resource usage. 

The PRIMA model calls for the dynamic policy to be provided to the PDP and the 

resource request to be evaluated against the combination of the dynamic policy and static 

access control policies (see section 3.2). The PRIMA system implementation, specifically 

the Authorization Module, directly makes a decision on the applicability of the provided 

privileges to the resource request. As privileges contain access rights that can be 

exercised without further interpretation (see section 3.2) the authorization module can 

provision these access rights directly to the enforcement functions (explained in detail in 

sub-section 4.4.2.3). The enforcement functions will then make individual access control 

decisions when access to the resource object is requested by the process that serves the 

subject’s request. If a privilege was presented for this type of access to the resource 

object the enforcement mechanisms will grant access. If no privilege was presented 
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access will be denied. This late-binding approach of decision making may prevent some 

services from completing if a required privilege was not provided prior to execution of 

the requested service. At the same time, late-binding provides a solution to the level of 

detail mismatch problem discussed in section 3.4. This problem stems from the inability 

of a decision function to understand what specific resource requests an executable will 

make once it has been allowed to start. To mitigate possible impacts on long running 

applications that cannot gracefully accommodate denied access to operating system 

resources checkpointing and recovery solutions such as those developed in the Weaves 

project [VAR04] may be utilized to suspend executables that discover a lack of access 

rights until the appropriate privileges can be acquired and provided to the resource by the 

subject. 

The fact that access control decisions on fine grained access rights are deferred until 

runtime does not affect the ability of the resource access control policy to constrain rights 

granted via privileges. If the access control policies do not allow for the access in general 

or have detailed instructions for the enforcement mechanisms on how to constrain 

execution of the request, this information can be included in the final authorization 

decision response (see final authorization decision request above) provided to the 

authorization module by the PDP.  

 

4.4.2.2 Mapping to a Local User Account 

For each authorized request, PRIMA determines a local user account under which the 

requested service will execute. The user account may already be allocated to the subject 

(traditional static user accounts) or may be dynamically allocated by PRIMA. 

Dynamically allocated accounts are drawn from a pool of accounts made available to 

PRIMA by the system administrator. These accounts disallow direct login and have 

minimal initial rights. Such accounts may also have lifetime restrictions allowing them to 

serve only the current request or to exist only for a specified period of time.  

The dynamic logic of the creation, configuration, and management of user accounts by 

the PRIMA authorization module is outlined in Figure 4-11. System access privileges are 
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used in PRIMA to convey a right to use a dynamically allocated account. After verifying 

the validity of a system access privilege, the authorization module check determines the 

privilege’s applicability by verifying that the host name specified in the privilege matches 

the name of the resource. If the privilege is applicable to the resource, PRIMA will check 

for an existing dynamically allocated user account matching the distinguished name and 

an optional group or project identifier that are contained in the privilege. This check is 

used to distinguish among multiple concurrent dynamic accounts held by the same entity 

(see section 4.3.1).  An existing dynamic account is chosen if the check succeeds.  At this 

time, an extension can be made to the lifetime of the account if the privilege has a longer 

lifetime than the chosen account. If no existing mapping to a dynamic account is found, ,a 

new account is assigned from the pool of available accounts. The system also supports 

the use of a static account if no system access privilege was presented with the request. In 

this case the traditional grid-map file is consulted to see if a static local user account 

exists for the user identity established during authentication. 

Gridmap request from
gatekeeper

Security context
has dynamic account

privilege?

Has static user acct

Deny access

Map to static
account

Account
for this project

existing?

Map to dynamic
account for project

Create new
account for

project

Provision fine grained access control decisions to
enforcement mechanism

Return local user Identity to gatekeeper

yes yes

yes

no

no

no

 

Figure 4-11 Account Mapping and Allocation Logic 
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Management of dynamic accounts is controlled through a privilege database storing the 

user’s identity, project assignment, and lease expiration for each account. Accounts 

remain valid until the lease expiration date is reached. When an account’s lease expires it 

is automatically cleansed (all access rights associated with the local user identity are 

reset) and returned to the dynamic user account pool. The administrator retains control 

over the number of accounts available at any given time and can manually change or 

revoke account assignments. 

 

4.4.2.3 Provisioning Privileges to the Enforcement Mechanisms  

Before the determined local user identity is returned to the Globus gatekeeper (see 

Figure 4-1, Step 8), the fine-grained access rights contained in the dynamic policy are 

provisioned to the enforcement mechanisms (see Figure 4-1, Step 7). The provisioned 

access rights limit the operations that can be performed on resources by a user (or a 

process running on the user’s behalf) to those permitted by the rules in the dynamic 

policy. For each fine-grained access right the enforcement mechanism is also provided 

with the issuer of the corresponding privilege attribute. This enables the enforcement 

mechanisms to make discretionary authority decisions based on the owner of an object. 

As noted above, the privilege management policy will not include authorization 

statements for every single file on a file system. Instead, the authority to delegate a file 

access privilege is defined by ownership of the file (which is only known to the file 

system mechanism). A file owner is authoritative for his files unless the privilege 

management policy overrules this mechanism with an explicit rule that defines a different 

behavior.  

The PRIMA authorization module can interface with a variety of native or special 

purpose enforcement mechanisms on the local resource. This property allows the PRIMA 

mechanisms to be implemented on heterogeneous platforms. The enforcement 

mechanisms currently used are explained in section 4.4.4. 
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4.4.3 The PRIMA Policy Decision Point  

The PRIMA Policy Decision Point (PDP) is a policy engine for XACML policies. It is 

shown to the right of the PRIMA authorization module in Figure 4-1. The PDP responds 

to authorization requests made by the authorization module. The PDP accepts a set of 

XACML policies and an XACML authorization request as input. It will evaluate the 

request with respect to the presented policies and produce an XACML response. 

Communication between the PRIMA authorization module and the PRIMA PDP is 

achieved via temporary text files that are created dynamically and contain the XACML 

requests and responses. 

The PRIMA PDP is currently implemented as a wrapper around a freely-available (in 

binary) implementation by JiffySoftware [JIFFY] called the Jiffy Policy Tester.  It was 

designed as a command line tool for policy schema evaluation (hence the need to 

communicate with it thought text files) but provides sufficient functionality to evaluate 

XACML requests against policies.  

For added flexibility and manageability a site-centralized decision point could be used 

though drawbacks in reliability and performance may be incurred. A centralized decision 

point can contain policies that apply to a set of resources without the need to replicate 

such policies on every resource. Drawbacks of this centralization include the introduction 

of a single point of failure through the centralized component, and the need for secure 

message exchange between the PRIMA authorization module and the PDP (e.g. via the 

SAML protocol [HAL02]). Furthermore, the Jiffy Policy Tester would not be able to 

handle the load of multiple resources requesting authorization decisions simultaneously, 

nor would the current solution of passing requests and responses via text files be 

adequate. A more advanced policy decision point could be built using Sun Microsystem's 

open source XACML library [SUNXACML] which is already used in the Policy Creator 

component. Sun’s implementation provides richer functionality, is easily available as 

open source software, and allows custom communication mechanisms for more flexible 

communication with a PDP process, for example through network connections.  
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4.4.4 Enforcement Mechanisms 

The enforcement mechanisms provide a system-specific implementation of the 

enforcement model. These mechanisms must guarantee that the effects defined by the 

enforcement model are properly realized on a given system. 

The PRIMA system implements the enforcement model by providing controlled 

execution environments within which user requests are serviced. These execution 

environments are realized using dynamically allocated and configured local user 

accounts. The user accounts initially hold only the bare minimum of access rights a 

generic user is awarded. The access rights are augmented with additional rights based on 

the dynamic policy rules assembled by the PRIMA authorization module. A variety of 

security primitives, both native to the resource operating system as well as special 

purpose mechanisms, are used to configure the execution environment. This approach 

imposes low administrative costs, is flexible, and supports a variety of usage scenarios 

and resource configurations. Enforcement via specifically provisioned execution 

environments provides the added benefit of being able to securely execute non-trusted 

legacy applications without duplicating at the application level security functions already 

present in the operating systems. 

A critical feature of the execution environments is that they control access to the file 

system. This feature meets the security requirements of typical use cases present in 

computational grids. File systems controls are provided by file system permissions and 

file system quota mechanisms. PRIMA currently utilizes two enforcement mechanisms to 

control file access: POSIX.1E file system access control lists [POS88] which are 

available on Unix operating systems, and XML-based Grid Access Control Lists 

(GACLs) which were developed as part of the SlashGrid project [SLASH]. The selection 

among the enforcement mechanism is completely transparent to the PRIMA PDP and 

depends solely on the local configuration at the resource.  The use of POSIX access 

control lists is described in more detail in section 4.4.4.1 and the SlashGrid mechanism in 

section 4.4.4.2.  

Access control on individual network connections meets additional security 

requirements. An enforcement mechanism that has been explored for the PRIMA system 
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is iptables [IPTABLES]. Through iptables, host based firewall rules enable selective 

network access for individual local user accounts. For example, a resource connected to 

the Internet may have a general iptables rule in place that prevents all generic user 

accounts from opening network connections to nodes outside of the local area network. 

For service requests that require such access, permissive rules can be added dynamically 

when an execution environment is configured. These permissive rules could allow the 

selective opening of network connections for specific user accounts on specific network 

ports (even the permissible destination addresses, ports and the allowed transport 

protocols can be defined). Section 4.4.4.3 elaborates on the network enforcement 

mechanism.  

 

4.4.4.1 File System Access Control Lists 

Secure sharing of files is often more limited than what is needed by many grid usage 

scenarios. Traditional operating systems require the creation of user group accounts and 

the changing of group membership for users as well as resource objects (i.e. files). 

Standard UNIX-like systems store file access permissions (read (r), write (w), execute 

(x)) for three categories of users: the file owner, the 

file group, and others. The management of access 

rights by assigning them to one of the user-group-

other categories poses a problem if multiple users, 

that are not member of file group, require access. A 

file cannot be assigned to several groups.  

File system access control lists remove these 

limitations by extending the standard file 

permission categories to allow for finer control. In 

addition to the file owner, file group, and others, 

additional users and groups can be granted or 

denied access.  Figure 4-12 shows a sample text representation of an ACL specifying 

additional access permissions for users abazaz, kafura and akarnik for a file owned by 

user mlorch. The basic UNIX access permissions in this example enable the owner 

 

# file: data/simresult 

# owner: mlorch 

# group: csstudent 

user::rw- 

user:abazaz:r- 

user:kafura:r- 

user:akarnik:rw- 

group::r-- 

mask::rw- 

other::—— 

Figure 4-12 A File System ACL 
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(mlorch) to read and write to the data file “data/simresult”. The additional users “abazaz” 

and “kafura”, as well as every user that is a member of the group “csstudent” can read the 

data while the user “akarnik” is given read and write permission. The mask entry defines 

the maximum rights that can be given to additional users (beyond user, group, other) by 

the ACL. Other users of the system (members of the “other” category) have no access to 

the file.  

In PRIMA, the system’s ACLs are modified dynamically based on file privileges 

provided by the authorization module to configure the set of access rights for an 

execution environment. The ACL is changed only when the privilege issuer is the file 

owner or an entity explicitly named as authoritative by the privilege management policy 

(see related discussion on delayed issuer verification in section 4.4.2.1). When an ACL 

entry is dynamically modified the change is recorded in a resource privilege database 

together with the issuer and expiration information. This database is used for subsequent 

restoration of the original state of the ACLs (see Privilege Revocator explanation in 

section 4.4.5).  

The authorization module uses system calls to read and modify ACLs. POSIX ACLs 

(on Linux) are stored as extended attributes directly associated with the inode of the file 

or directory to which they correspond. Extended attributes are atomic objects and can 

only be read and replaced as a whole. Modifications to extended attributes (and thus file 

system ACLs) have to be done in a buffer by the application and the new version written 

back to the file system in a single write access.  

ACLs are available on a number of UNIX operating systems, specifically Linux, 

Solaris, and IRIX. On these systems, ACLs are implemented following loosely the 

POSIX.1E [POS88] draft recommendation1.  The specific file systems that support ACLs 

on Linux to date are EXT2, EXT3, NFS, ReiserFS, IBM JFS, SGI XFS. The core system 

calls differ only slightly between Linux and Irix systems and would allow the PRIMA 

system to be easily ported to Irix. Solaris, which implements ACLs based on an earlier 

                                                 
1 Unfortunately, the POSIX.1E recommendations have never been formally completed and standardized. 
Interfaces and implementations in prevalent operating systems differ slightly but exhibit the same core 
functionality.  
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draft of POSIX 1.e differs significantly. To achieve a truly portable implementation an 

abstraction layer could be used to hide the differences in implementations.  

 

4.4.4.2 Grid Access Control Lists 

Grid Access Control Lists (GACLs) are an XML representation of file access control 

lists with additional features to accommodate users belonging to different groups or 

projects.  Figure 4-13 shows a simple GACL specifying the issuer, user, and associated 

permissions. SlashGrid uses GACLs in a grid-aware file system. Subject privileges are 

associated directly with the subject’s distinguished name rather than a local user identity 

and thus can provide for consistent, long-term privilege assignments even if local user 

identities change over time.  

The PRIMA enforcement mechanism 

based on GACL and SlashGrid is similar 

to the mechanism that uses POSIX ACLs. 

It verifies that the issuer is authoritative 

for the file or directory tree to which a 

privilege applies to (i.e. the issuer has the 

“admin” right on the object) and then 

applies the access right by modifying the 

corresponding GACL. All modifications 

are also stored in a resource privilege 

database (for later restoration).  

One specific advantage of the GACL format is that it stores access rights associated 

directly the grid identity (the distinguished name that was established during 

authentication based on the proxy certificate chain). This simplifies the verification of a 

privilege issuer as no reverse mapping from a local user account (that holds file 

ownership) to a grid identity has to be performed to verify the authority of a file privilege 

issuer.  

Figure 4-13 A Grid Access Control List 

<gacl version="0.0.1"> 
<entry> 
  <person> 
   <dn>/CN=Markus Lorch/O=vt/C=US</dn>
  </person> 
  <allow> 
    <write/><admin/><read/><list/> 
  </allow> 
</entry> 
<entry> 
  <person> 
   <dn>/CN=Sumit Shah/O=vt/C=US</dn> 
  </person> 
  <allow> 
    <read/><list/> 
  </allow> 
</entry> 
</gacl>
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SlashGrid is a server process that enforces the rules expressed in GACL files. 

SlashGrid uses the CODA [SAT96] kernel module in Linux to intercept access to files in 

an emulated file system, consult the GACL rules, and, if appropriate, forward the access 

request to the underlying file system. GACLs are stored in a separate text file in the 

directory for which they specify access control rules (“.gacl” file). If access control rules 

are specified for an individual file, the corresponding GACL is stored in the same 

location as the governed file and the naming convention is “filename.gacl”.  The GACL 

library [SLASH] provides functions to create and parse GACL files. 

 

4.4.4.3 Host-Based Firewall Rules 

To support the selective control over network access of services running in an 

execution environment the PRIMA system could be extended to use the iptables packet 

filtering framework [IPTABLES] of the Linux 2.4 and 2.6 kernels. Iptables enables the 

specification of network filtering rules based on the local user identity associated with the 

network packets. This additional enforcement mechanism enables PRIMA to selectively 

allow or disallow the creation of network connections. A dynamically allocated execution 

environment could not send network packets to external addresses unless an iptables 

permit rule for the execution environment’s user account is present.  

These network firewall rules are enforced directly by the operating system kernel. The 

enforcement of network rules for incoming connections (i.e. a requested service listening 

to a network port) is not supported in this manner with the current version of iptables.  

The network rules are dynamically configured by modifying the iptables internal state. 

Such modifications are made by calling the iptables command with appropriate 

parameters. The modified state is also written to the iptables boot script to retain the 

changed rules in case of a system reboot. The modified state is also logged in the 

privilege database together with its expiration time.  
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4.4.5 The Privilege Revocator 

The Privilege Revocator, present on each PRIMA enabled resource, automatically 

revokes privileges and dynamic user accounts when they expire. The resource’s privilege 

database is periodically checked by the Privilege Revocator. When an individual fine-

grained privilege, such as write access to a specific file, expires, the Privilege Revocator 

removes this right from the respective access control list. In the case of privileges for a 

dynamic user account, a notification can be sent to the account holder before expiration 

to allow the account holder time to present a new privilege for the account to extend the 

account lease and keep the data and other privileges associated with this account. Expired 

accounts are cleansed of all access rights, returned to its initial state, and made available 

for reallocation.  

 

4.5 PRIMA Authorization Information Formats 

4.5.1 Privilege Attributes 

The PRIMA system uses X.509 Attribute Certificates (introduced in section 2.4.1) to 

securely bind privilege attributes to subjects and to securely bind policies to resources. 

Attribute certificates are not intrinsic to the PRIMA model. Attribute certificates are used 

because they allow seamless integration into the X.509 Public Key Infrastructure., have 

efficient encoding mechanisms, and have available code libraries to create and 

manipulate the certificates. 

Privilege statements are contained as the payload in attribute certificates. A single 

attribute certificate may contain one or a set of privileges. A single certificate can also be 

bound to one or a set of entities. This allows for the creation of attribute certificates that 

define simple role credentials as discussed in section 3.2.1.   

Figure 4-14 shows the core fields of an attribute certificate and possible values for these 

fields based on the scenarios in section 3.2 and section 4.2. The holder field in the ACs 

corresponds to the user to whom the contained privileges are issued. The issuer field 

identifies the authoritative entity that created and signed the AC (and, by implication, the 
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contained privileges). A validating party should verify that the private key used to create 

the signature is associated with the issuer (via the issuers X.509 public-key certificate, 

see discussion on certificate chain validation in section 4.4.2.1) and that the issuer was 

authoritative for the privileges. The validity field contains a time frame (not before – not 

after) that denotes a period within which the attribute and its privileges have effect. 

Signature

Attributes
(Privileges)

Attribute
Certificate

Holder

Validity

Issuer CN=Bob Researcher, OU=Computer Science, O=Virginia Tech, C=US

CN=Joan Evaluator, OU=R&D Division, O=Network Research Company, C=US

08:00:00 UTC April 1st, 2004 - 16:00:00 UTC April 10th, 2004

One or more XACML RULE constructs making up the privilege statements

 

Figure 4-14 The Core Fields of an Attribute Certificate 

 
The Attributes field shown in Figure 4-14 holds the payload of the attribute certificate. 

In PRIMA, the attribute certificate payload is the privilege statement encoded as a 

variable length UTF8 string. Through this encoding any XML based content can be 

included in the attribute fields. The following object identifier (OID) is registered under 

the organizational OID branch of Virginia Tech to identify PRIMA privilege attributes.  

iso.org.dod.internet.private.enterprise.VirginiaTech. 

ComputerScience.GridSecurity.PrivilegeAttribute  

(1.3.6.1.4.1.6760.8.1.1) 

The use of a specific object identifier for the attribute that holds the privilege statement 

enables a relying party to categorize the attribute when extracting it from the attribute 

certificate without being able to understand and parse the content of the attribute field. 

Based on this categorization the attribute can then later be processed by the appropriate 

code. 

A set of utility functions that extend the OpenSSL cryptographic library [OPENSSL] to 

support the validation, verification and creation of X.509 attribute certificates has been 

implemented. The core support (x509ac.c and x509ac.h) was written by Steve Henson as 
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part of the OpenSSL project. These utility functions have been made available to the 

community at the PRIMA website: http://prima.cs.vt.edu.  

 

4.5.2 Encoding of Privileges and Policies in XACML 

An interesting concept evolving from this research is that of a dynamic policy. The 

dynamic policy shows how XACML can be used to express privileges and how these 

XACML-expressed privileges relate to XACML-expressed policies. The dynamic policy 

based on privileges complements the more static access policy traditionally associated 

with XACML. 

In addition to the definition of individual, delegated privileges, PRIMA allows for the 

definition of privilege management policies that are used to define the permissible actions 

with regard to the creation and delegation of individual privileges. Resource based access 

control policies are used to abridge or extend the set of actions allowed based on 

privileges held by subjects. This provides for additional flexibility in the definition of 

access control rules, allows for the combination of a variety of rules from different 

authorities, and enables the timely and uncomplicated revocation of delegated privileges. 

The encoding of attributes in a privilege management system is outside of the core 

focus of XACML. XACML views attributes as an external form of access control 

information that need to be converted from their native form and included in an XACML 

authorization decision request by a context manager component. Despite this difference, 

privilege attributes can be described using XACML policy language components 

(specifically the RULE construct) augmented with issuer and validity information 

provided by the secure container.  

XACML was introduced into PRIMA to allow flexible specification of access control 

rules in privileges and policies. The ability to reuse code for the creation and parsing of 

these constructs as well as possible interoperability benefits also played a key role in this 

decision to use XACML. A drawback of the use of XACML is the significantly greater 

size of policies and privilege statements due to the XML encoding overhead and 

verbosity of the language. 
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The integration of XACML into the X.509-centric infrastructure of the Globus Toolkit 

and PRIMA was without problems and did not require changes to the protocols used 

between grid nodes. The support for X.500 names in XACML enables the 

straightforward linking of policy rules directly to the grid entities identified by X.509 

identity and attribute certificates. 

PRIMA uses XACML to express three different types of access control information: 

privilege attributes, privilege management policies, and access control policies. The 

following sub-sections describe the use of XACML for these types of access control 

information in more detail and provide examples. 

 

4.5.2.1 Privilege Attributes  

As explained earlier, privilege attributes are created by ordinary users, group leaders 

and managers to convey individual access rights to a recipient for a specific lifetime. 

Privilege attributes supplied with a specific access request are complied into a dynamic 

policy which is used in conjunction with the resource's access control policies to 

determine the access rights applicable to the request.  

An example of a privilege statement (the payload of a privilege attribute) encoded in 

XACML is shown in Figure 4-15. The privilege statement is an XACML RULE 

construct. The rule has a “Permit” effect which states that a request matching this rule 

should be permitted. The holder of the privilege (the receiving subject) is specified in the 

Subjects par the rule’s “target” construct. The resource to which the right applies is 

specified in the Resources part of the rule's “target” construct. For the rule to apply, the 

requested service must match what is specified in the “action” construct. Optional 

conditions on the matching of a rule can be specified using an obligatory “condition” 

construct to provide for more complex rules.  

The example shown in Figure 4-15 has the following structure and meaning. The rule 

(top-level construct) has the effect to “permit” the access if the subject, resource and 

action of the request match the information specified in the targeted construct. No 

condition is provided. The target construct specifies the subject “Dennis Kafura”. The 
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named resource is a file on “zuni.cs.vt.edu” with path and filename “/opt/prima-

vo/analysis-results-2004”. The requested action described by this privilege statement is a 

“read” access. 

The container (in PRIMA an X.509 Attribute Certificate) provides the information on 

authority (issuer identifier, signature) and validity (time frame). There is no standard 

mechanism to include issuer and signature information in an XACML rule construct. The 

XACML rules are not intended for individual use outside of a trusted policy document. 

XACML policies also cannot contain issuer and signature information in the XACML 1.0 

schema. Current work on XACML evaluates ways by which such information can be 

included directly in XACML in the next major version of the standard to enable the 

delegation of access rights as done in the PRIMA project. This work is motivated in part 

by feedback from this research [LOR03-2]. 

The separation of the validity and authority information (in the attribute certificate) 

from the access control rules (in the privilege statement) may be desirable as it promotes 

the separation of concerns in the PRIMA system. The validity and authority information 

is used when a request context and dynamic policy is built by what the XACML standard 

refers to as a context handler. The context handler is realized by the PRIMA GSS-API 

extensions. In contrast, the access control rules will provide the content for the dynamic 

policy and are processed at a higher layer by the authorization module and policy 

decision point. 
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Figure 4-15 Privilege Statement Encoded as an XACML Rule 

<Rule RuleId="File-Privilege-Rule" Effect="Permit"> 

 <Target> 

  <Subjects> 

   <Subject> 

    <SubjectMatch MatchId="urn:oasis:names:tc:xacml:1.0:function:x500Name-equal"> 

     <AttributeValue DataType="urn:oasis:names:tc:xacml:1.0:data-type:x500Name"> 

         CN=Dennis Kafura (kafura),OU=Virginia Tech User,OU=Class 2,O=vt,C=US 

     </AttributeValue> 

     <SubjectAttributeDesignator 
AttributeId="urn:oasis:names:tc:xacml:1.0:subject:subject-id" 
DataType="urn:oasis:names:tc:xacml:1.0:data-type:x500Name" /> 

    </SubjectMatch> 

   </Subject> 

  </Subjects> 

 

  <Resources> 

   <Resource> 

    <ResourceMatch MatchId="urn:oasis:names:tc:xacml:1.0:function:anyURI-equal"> 

     <AttributeValue DataType="http://www.w3.org/2001/XMLSchema#anyURI"> 

         file://zuni.cs.vt.edu/opt/prima-vo/analysis-results-2004 

     </AttributeValue> 

     <ResourceAttributeDesignator 
AttributeId="urn:oasis:names:tc:xacml:1.0:resource:resource-id" 
DataType="http://www.w3.org/2001/XMLSchema#anyURI" /> 

    </ResourceMatch> 

   </Resource> 

  </Resources> 

 

  <Actions> 

   <Action> 

    <ActionMatch MatchId="urn:oasis:names:tc:xacml:1.0:function:string-equal"> 

     <AttributeValue DataType="http://www.w3.org/2001/XMLSchema#string"> 

         Read 

     </AttributeValue> 

     <ActionAttributeDesignator 
AttributeId="urn:oasis:names:tc:xacml:1.0:action:action-id" 
DataType="http://www.w3.org/2001/XMLSchema#string" /> 

    </ActionMatch> 

   </Action> 

  </Actions> 

 </Target> 

</Rule> 
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4.5.2.2 Privilege Management Policies 

Privilege management policies define the authorities for a resource and govern the 

delegation of rights. Privilege management policies are relatively static as they often 

reflect organizational role assignments (e.g. who is authoritative for what resources). 

These policies are typically created and maintained by system administrators.  

Figure 4-16 shows a sample privilege management policy in XACML. The first lines of 

the document define the encoding to be “UTF-8”, identify the xml name spaces used, 

assign the PolicyId “IssuerVerification”, specify that the algorithm by which the rules of 

this policy are to be combined is “permit-overrides,” and give a textual description of the 

policy.  

The target construct is global to the policy document. Targeting of a policy is typically 

used for the indexing of available policies by a PDP. The sample policy is not targeted at 

any specific subject, resources or actions as only a single policy document is made 

available to the PDP. In this example, all targeting information is thus contained in the 

individual rule constructs.  

The policy holds two rule constructs. An XACML PDP will always process an 

XACML policy top to bottom until it finds an applicable rule, the effect of this rule will 

determine the outcome of the decision process. If no matching rule can be found the PDP 

will return “NotApplicable”. 

The first rule named “IssuerVerificationRule” has a “permit” effect and applies to the 

following combination of subjects, resources and actions. The subjects addressed by the 

first rule are “Markus Lorch” and “Sumit Shah” (the policy states their distinguished 

names as used in their identity certificates). The rule applies to only a single resource, 

namely to the Globus Resource Allocation Manager (GRAM) at “zuni.cs.vt.edu”. The 

action that is permitted if the rule is matched is named “delegate GRAM access”. This 

action refers to the delegation of a system access privilege for a Globus resource. The 

subjects named in the target construct thus refer to the possible issuers of such a privilege 

(as the issuers perform the “action” of delegating a privilege). A single condition is 

specified within the first rule that has to be fulfilled for the PDP to return the “permit” 

result. The condition states the constraint that the holder name (which refers to the holder 
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of a system access privilege) must be an X.500 name that identifies the subject as a 

“Virginia Tech User” by ending with the name components “OU=Virginia Tech User, 

OU=Class 2,O=vt, C=US”. A standard XACML name comparison function for X.500 

names (x500Name-match) is used to compare the name component to the holder name. 

The second rule construct is named “FallThroughReturnDeny” and has the effect 

“Deny” if matched. The rule has no target construct and no condition, which means that it 

will always be matched it the PDP reaches this point in the policy. This type of rule is 

called a fall-through rule. It ensures that a PDP evaluating the policy will return DENY if 

the no previous rule could be matched. By default if a condition in a rule evaluates to 

FALSE the rule’s effect is “Not Applicable” and consecutive rules will be processed.  

<?xml version="1.0" encoding="UTF-8" ?> 
<Policy xmlns="urn:oasis:names:tc:xacml:1.0:policy" 
        xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance" 
        xsi:schemaLocation="urn:oasis:names:tc:xacml:1.0:policy cs-xacml-schema-
policy-01.xsd"  
        PolicyId="IssuerVerification"  
        RuleCombiningAlgId="urn:oasis:names:tc:xacml:1.0:rule-combining-
algorithm:permit-overrides"> 
<Description> 
  This is a privilege management policy. The RULE defines two subjects as issuers 
which are authoritative to grant "Delegate GRAM access" privileges for resource 
"gram://zuni.cs.vt.edu/" to other entities. The Condition element adds a constraint by 
specifying that only entities that belong to the Virginia Tech domain can be holders 
of the privilege. 
</Description> 
 
<Target> 
  <Subjects> 
   <AnySubject /> 
  </Subjects> 
  <Resources> 
   <AnyResource /> 
  </Resources> 
  <Actions> 
   <AnyAction /> 
  </Actions> 
</Target> 
 
<Rule RuleId="IssuerVerificationRule" Effect="Permit"> 
<Description> 
  This is the main rule of this policy, if a request is successfully matched against 
  this rule an evaluating PDP will return Permit 
</Description> 
 
 <Target> 
   <Subjects> 
    <Subject> 
     <SubjectMatch MatchId="urn:oasis:names:tc:xacml:1.0:function:x500Name-equal"> 
        <AttributeValue DataType="urn:oasis:names:tc:xacml:1.0:data-type:x500Name"> 
           CN=Markus Lorch (mlorch),OU=Virginia Tech User,OU=Class 2,O=vt,C=US 
        </AttributeValue> 
              <SubjectAttributeDesignator 
                AttributeId="urn:oasis:names:tc:xacml:1.0:subject:subject-id" 
                        DataType="urn:oasis:names:tc:xacml:1.0:data-type:x500Name" /> 
     </SubjectMatch> 
    </Subject> 
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Figure 4-16 A Privilege Management Policy in XACML 

 

4.5.2.3 Access Control Policies 

Access control policies are used to complement the dynamic policies created from 

privilege statements. The combination of these two mechanisms not only provides for 

added flexibility in the specification of access control rules but also provides a 

mechanism to limit or revoke rights that were issued or delegated using privilege 

statements. The encoding of access control policies in XACML is well understood and 

examples can be found in the XACML standard [GOD03]. 

    <Subject> 
     <SubjectMatch MatchId="urn:oasis:names:tc:xacml:1.0:function:x500Name-equal"> 
        <AttributeValue DataType="urn:oasis:names:tc:xacml:1.0:data-type:x500Name"> 
           CN=Sumit Shah (sshah),OU=Virginia Tech User,OU=Class 2,O=vt,C=US 
        </AttributeValue> 
        <SubjectAttributeDesignator 
                AttributeId="urn:oasis:names:tc:xacml:1.0:subject:subject-id" 
                       DataType="urn:oasis:names:tc:xacml:1.0:data-type:x500Name" /> 
     </SubjectMatch> 
    </Subject> 
  </Subjects> 
 
  <Resources> 
    <Resource> 
     <ResourceMatch MatchId="urn:oasis:names:tc:xacml:1.0:function:anyURI-equal"> 
      <AttributeValue DataType="http://www.w3.org/2001/XMLSchema#anyURI"> 

gram://zuni.cs.vt.edu/</AttributeValue> 
      <ResourceAttributeDesignator 
                AttributeId="urn:oasis:names:tc:xacml:1.0:resource:resource-id" 
                          DataType="http://www.w3.org/2001/XMLSchema#anyURI" /> 
     </ResourceMatch> 
    </Resource> 
  </Resources> 
 
  <Actions> 
    <Action> 
     <ActionMatch MatchId="urn:oasis:names:tc:xacml:1.0:function:string-equal"> 
       <AttributeValue DataType="http://www.w3.org/2001/XMLSchema#string"> 
                 delegate GRAM access  </AttributeValue> 
       <ActionAttributeDesignator 
AttributeId="urn:oasis:names:tc:xacml:1.0:action:action-id" 
DataType="http://www.w3.org/2001/XMLSchema#string" /> 
     </ActionMatch> 
    </Action> 
   </Actions> 
 </Target> 
 
 <Condition FunctionId="urn:oasis:names:tc:xacml:1.0:function:x500Name-match"> 
   <AttributeValue DataType="urn:oasis:names:tc:xacml:1.0:data-type:x500Name"> 
      OU=Virginia Tech User,OU=Class 2,O=vt,C=US</AttributeValue> 
   <Apply FunctionId="urn:oasis:names:tc:xacml:1.0:function:x500Name-one-and-only"> 
     <SubjectAttributeDesignator DataType="urn:oasis:names:tc:xacml:1.0:data-
type:x500Name" AttributeId="urn:oasis:names:tc:xacml:1.0:attribute:holder" /> 
   </Apply> 
 </Condition> 
</Rule> 
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5 Improving Grid Security with Cryptographic Hardware  

 

5.1 Chapter Overview 

The research described in this chapter investigated how specialized cryptographic 

hardware devices can be used to improve the overall usability, security and performance 

of a grid security infrastructure. .Usability is improved by devices that employ biometric 

data (e.g., fingerprint readers) or personal security tokens (e.g., smart-cards).  Security is 

improved by devices that store and protect security tokens in hardware and do not allow 

the extraction of private credential components (e.g., smart-cards and cryptographic co-

processor). Performance is improved by devices that implement cryptographic functions 

in hardware and act as cryptographic accelerators by relieving the general purpose CPUs 

of a computer system from cryptographic operations.  

Cryptographic hardware devices can improve the PRIMA authorization system in 

several specific ways. PRIMA’s usability can be improved by providing storage for user 

identity credentials as well as privileges. Both types of credentials profit from the 

mobility and ease-of-use aspects of smart-cards. That is a smart-card can provide an 

entities personal credential wallet which can be carried around by the user. All credentials 

are available to the user simply by inserting the smart-card into the reader at the current 

workstation. The use of smart-cards would also improve security by protecting the 

identity credential’s private component as explained below. Privilege credentials do not 

require protection as there is no private component of privilege credentials, rather the 

security of privilege dependent is directly dependent on the security of the identity 

credential used for authentication. Similar improvements can be afforded if cryptographic 

co-processors are used to implement centralized credential repositories protected by 

passwords. They also provide for the mobility aspects by allowing remote access to the 

credentials and protect private credential components by storing them on protected by the 

co-processor hardware.  

This chapter is organized as follows. Section 5.2 describes the issues associated with 

usability and credential security in PKI mechanisms.  Section 5.3 reports on approaches 
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to and experiences with the use of smart-cards to improve the usability of a grid 

computing environment. In section 5.4 a promising approach to online credential 

management with the aim to improve grid security is explained. This approach enhances 

the security of an online credential repository through the use of a cryptographic co-

processor. Section 5.5 concludes this chapter with the discussion of ways to improve the 

performance of public-key mechanisms through the use of cryptographic accelerator 

hardware.  

 

5.2 Credential Management and Performance Challenges in PKI 

Environments 

Generation, management and adequate protection of private keys is typically the 

responsibility of the subject (user). Usability challenges make the request for and 

management of private keys difficult for users. Generating keys and requesting a public 

key certificate can be a confusing and time-consuming process. For example, the Internet 

Explorer web browser may require the user to go through “up to 12 steps with scary 

messages about scripting violations” [CAR03] to complete a certificate request. Regular 

files or application dependent storage formats are frequently used to store the generated 

key pairs and associated certificates. The user has to manually export, copy, and import 

the credentials to other computers and into other applications to achieve credential 

mobility. When doing so, careful attention has to be paid to ensure that the private keys 

are only stored and communicated in encrypted form and that file permissions are set 

correctly at the multiple storage locations.  

The security of Public Key Infrastructure mechanisms is dependent on the secrecy of a 

subject’s private keys (see section 2.2.3). Improper “key hygiene” frequently leads to a 

compromise of a subject’s private key. Common lapses in “key hygiene” include failing 

to encrypt the key with a strong password or storing the key on an insecure file system. 

Tools and protocols sometimes increase key vulnerability. For example, many systems 

that rely on public key pairs and public key certificates utilize web browsers. Web 

browsers are preferred because of their ubiquitous availability and familiarity to the user. 
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However, some browsers [CAR03] store the private keys without protection, making the 

“private” keys available to anybody with access to the computer. Users of other tools, 

like OpenSSL [OPENSSL], remove password protection on keys to make the usage of 

these keys more convenient. Inadequate protection of the private key opens the door for 

key compromise when the security of the hosting computer, network, or backup system is 

breached. Due to the distributed nature of PKI mechanisms, it is difficult or impossible to 

enforce proper key protection policies. One possible solution is the use of personal 

hardware tokens for the private keys (e.g. smart cards). These devices can be configured 

to disallow the extraction of keys stored on the smart card (see section 5.3).  

Public key mechanisms are computationally expensive. Even though modern general 

purpose CPUs can easily handle reasonable numbers of public key operations per second 

the main CPU becomes unavailable to other tasks. Significant performance 

improvements can be achieved if the cryptographic algorithms are implemented in 

hardware. In usage scenarios where a high volume of cryptographic operations associated 

with the public key mechanisms is present on security servers the use of cryptographic 

accelerators to improve performance may be appropriate. Examples of such servers 

include centralized credential repositories, centralized servers that perform certificate 

path validation for a large number of resources, and servers that serve many small 

requests for which no common security context can be established (and thus the 

negotiation of faster symmetric mechanisms and keys would introduce additional delay). 

The use of cryptographic accelerators in grid environments is explored in section 5.5.  

 

5.3 Using Smart-Cards in PKIs  

Generating and storing users’ private keys on smart-cards is an attractive solution for 

managing private keys. The private key remains secure in the smart-card’s memory, and 

the smart-card provides key mobility, allowing the user to use his credential on different 

terminals. In addition, smart-cards provide for “two-factor” authentication (see 

Separation of Privilege Principle in section 2.2.1): something you have (the card) plus 

something you know (the PIN needed to access the smart-card).  
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When smart-cards are used, a Certification Authority (CA) frequently chooses to create 

key-pairs directly on the smart-cards, issue end-entity certificates for these new key pairs, 

and store the certificate also on the smart-cards. Users then receive the smart-card already 

loaded with their credential directly from the CA with a preset PIN. The PIN is a 

password that user’s have to supply every time they want to use the keys stored on the 

smart-cards (configurations with no PIN are possible but uncommon). The CA typically 

chooses to flag the private keys such that users can never extract these keys from the 

cards, thus alleviating the key hygiene problem. Furthermore, the cards typically have 

protective mechanisms in place that guard the credential against repeated access attempts 

with invalid PINs (e.g. in case a card is lost or stolen). Some cards will erase the 

protected memory if the maximum number of login attempts with invalid PINs has been 

exceeded. 

Smart-cards have additional positive properties, such as their conceptual similarity to 

traditional door and locker keys. Users often forget to “log-out” of their workstation 

when they leave it unattended, yet they are usually better at locking cabinets and drawers 

with confidential information when access is no longer needed. If smart-cards are 

incorporated into the security mechanisms of the operating system the removal of the 

card can automatically lock down a workstation until the user returns, re-inserts the card 

and provides the corresponding PIN. Smart-cards with proximity readers are also 

available that allow the user to carry the smart-card in a pocket or wallet. The proximity 

reader detects when the user (more precisely, the smart card carried by the user) leaves 

the workstation area. 

Smart-cards have very limited storage (e.g. on the order of 16 – 32 kb) and processing 

capabilities. This storage is sufficient for a small number of certificates, keys and other 

information (e.g. passwords). Credentials for different purposes, some to unlock 

workstations, others to authenticate to grid resources, and yet others to sign digital email 

can be stored on a single card. 

However, deployment of smart-cards is not a simple task. Many workstations lack 

smart-card reader devices and there are software integration problems. For example, in 

the Virginia Tech campus grid project [RIB02] smart-cards were use to carry public-key 
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credentials issued under a PKI pilot by the Virginia Tech CA. The credentials could also 

be used for signing digital documents (e.g., email, assignments). The integration of these 

smart-cards into the grid infrastructure was problematic due to a lack of reader drivers for 

Unix based workstations and the lack of support for smart-cards in the Globus Toolkit 2. 

The PKCS11 (see detailed discussion in section 5.4.4.3) standard provides a common 

interface in the C programming language to smart-cards from different manufacturers. 

While it was possible to use smart-cards with the Java CoG Kit for Globus [LAS00], the 

licensing of the necessary libraries and the necessary cumbersome conversion from Java 

to the PKCS11 interface in C prohibited a large-scale deployment of this solution.  

Recently, compact smart-card devices that combine a smart-card chip with a smart-card 

reader in one unit that is accessed through the Universal Serial Bus (USB) interface are 

becoming available (e.g. Aladdin eToken, see 

http://www.ealaddin.com/etoken/products.asp). These devices provide the same 

functionality as ordinary smart-cards but do not require a smart-card reader to be present 

permanently at the workstations. The near-ubiquitous support for the USB interface on 

recent personal computers and workstations allows for uncomplicated use of these 

devices. However, the use of credentials that reside on cryptographic tokens (e.g. via the 

PKCS11 interface) in grid middleware software is still not supported. 

To summarize, smart-cards could solve problems associated with key-hygiene and the 

complexity of creating key-pairs and the management of certificates. But the use of 

smart-card devices in today’s grid computing infrastructures is at best cumbersome and 

requires better support by the grid middleware for smart-card interfaces and a higher 

availability of smart-card reader drivers on UNIX operating systems. The high cost 

associated with grid-wide deployment of smart-card readers and associated software 

components may make other solutions more viable. One such solution is presented in the 

following section.  
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5.4 Online PKI Server Solutions 

Online PKI servers can provide a level of security and usability similar to smart-cards 

[SAN02]. However, the concentration of credentials in such PKI servers makes them an 

attractive target for attacks. In addition, regulatory controls may not allow for the storage 

of credentials in a centralized system as non-repudiation can no longer be guaranteed due 

to the possible access to the credentials by a third party (the administrator of the PKI 

server).  

The following sub-sections review background material on online credential 

management and discuss in detail how a password-enabled PKI server can be enhanced 

using a hardware-secured online credential repository. The hardware-enhanced system 

creates cryptographic keys in a tamper resistant cryptographic co-processor and issues 

short-term credentials, signed with the protected keys, to authenticated users. Storing 

keys in the co-processor addresses the hygiene problem because keys cannot be 

extracted. Preventing key extraction also satisfies many regulatory controls as the keys 

will always remain in the protected memory of the co-processor and the usage of keys on 

the co-processor can be closely monitored. The co-processor provides for fast and high 

quality key generation using a hardware random number generator. The security of the 

repository is improved because keys are protected in the co-processor even if the 

computer hosting the repository is compromised. The system has been implemented by 

modifying an existing credential repository for Grid computing called MyProxy 

[NOV01]. 

 

5.4.1 Online Credential Management Background 

Cryptographic co-processors have previously been integrated with distributed security 

mechanisms based on shared key cryptography. In Kerberos, a popular shared key 

authentication service, a centralized Key Distribution Center (KDC) shares a secret key 

with each user (derived from the user’s password). The KDC issues Kerberos tickets 

upon request. These tickets, encrypted with the user’s secret key, allow the holder to 

authenticate to system services. .Itoi [ITO00] integrated the IBM 4758 secure co-
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processor into the Kerberos V5 KDC to protect against KDC compromise by moving 

critical KDC operations to the co-processor. In this design, user keys are never available 

in unencrypted form on the KDC host machine. 

An authentication system similar to Kerberos, but built on public key cryptography, is 

SPX [TAR91]. Long-term PKI credentials are encrypted with the user’s password and 

stored on the SPX server. Users retrieving their credentials from the SPX server must 

satisfy a password authentication scheme. The user derives short-term credentials that are 

stored without additional protection on the user’s workstation for frequent and convenient 

use. The limited lifetime of the stored short-term credentials reduces the risk of 

compromise. 

The Globus Grid Security Infrastructure (see section 2.7.2) also uses short-term PKI 

credentials, called proxies. In most GSI deployments, the user’s long-term PKI 

credentials in encrypted form, and the unencrypted short term proxy credentials are both 

stored in ordinary files on the user’s workstation.  

MyProxy [NOV01] is an online credential repository that improves storage security and 

mobility for GSI credentials. Users authenticate to a MyProxy server with a password to 

create a short-term proxy credential derived from their long-term credentials. MyProxy 

differs from the SPX server in that a user’s long-term credentials are not extracted from 

the MyProxy server during the construction of the short-term credentials.  

Commercial solutions for online credential management are also available. These 

products are frequently used by Certification Authorities to support credential mobility 

[SAR02][BAS03]. For example, the nCipher netHSM (www.ncipher.com/nethsm/) stores 

private keys in a network-attached hardware security module. A standard protocol to 

remotely access online credential repositories is being developed by the IETF Securely 

Available Credentials (SACRED) working group [ARS01]. 

 

5.4.2 Classification of Password-enabled PKI Solutions 

Password-enabled PKI solutions have been categorized by Sandhu et al. [SAN02] into 

two classes: virtual soft tokens and virtual smart-cards. Users in the virtual soft token 
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category need to retrieve their private keys from the credential server and then use these 

keys directly (e.g. SPX). Virtual smart-card systems do not allow users direct access to 

their private keys. In these systems signing operations are performed by the server. In 

virtual smart-card systems the private key is divided into two components: a user held 

key component (typically derived from a password) and a server held key component. An 

online signing protocol can generate a signature without the need for either entity to 

disclose their key component to the partner. The fact that the user’s key is derived from a 

password makes it possible for an attacker who compromised the credential server to gain 

knowledge of the combined private key by running a dictionary attack to guess the user’s 

password. To protect against server compromise it is possible to distribute “threshold 

split keys” to multiple servers.  Any subset t of n servers can work together to generate a 

threshold signature without reconstructing the complete private key. Thus, a compromise 

of less than t servers cannot reconstruct the complete private key [WAN03]. 

Online credential repositories can also be characterized as mechanism-aware or 

mechanism-neutral. In a mechanism-aware repository the server performs operations with 

the user’s credential upon request.  For example the repository may sign a short-term 

credential with the long-term credential’s key. This approach has the advantage that the 

private key of the long-term credential never leaves the credential repository. If the users 

cannot gain access to their long-term credential via other mechanism, the secure storage 

of the private key is controlled by the administrator and no key hygiene issues are 

present. Furthermore, the revocation of a credential is simple as the credential merely has 

to be deleted from the repository. A drawback of this approach lies in the weakened non-

repudiation guarantees as third parties (e.g. the repository administrator) may have access 

to the private key. 

A mechanism-neutral credential repository is not integrated with the application 

mechanism and can store a variety of different credentials. In this type of repository the 

credentials are encrypted and decrypted on the client side. Alternatively the client and 

server may have to work together to encrypt the credentials when they are to be stored on 

the repository and similarly to decrypt the credential when it is to be extracted. In any 

case the repository does not have direct access to credentials. As the repositories do not 

have to understand the internal structure and semantics of the credential arbitrary 
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credentials can be stored on such repositories. However, the services offered by 

mechanism-neutral repositories are strictly limited to the online storage of credentials.  

Yet another related approach is an online certification authority [ZHO02] that creates 

credentials on demand. A user generates a new key pair, authenticates to the online CA, 

and issues a certificate request. The CA signs a short-term certificate binding the user’s 

authenticated identity to the new public key. This mechanism provides users with short-

term credentials on demand.  KCA [KOR01] is an example of an online CA for Grids. 

KCA issues GSI proxy certificates for users authenticated via Kerberos. The security of 

the online CA’s private key is paramount and hardware security devices may be used to 

provide adequate protection. Further protection can be achieved if threshold split-key 

approaches are used to distribute CA functionality across multiple CAs [ZHO02]. One 

drawback of online CAs is the potentially high cost of adding new trust agreements with 

all relying parties for certificates issued by the online CA. Credential repositories are 

more flexible and do not require new trust relationships (this is especially true for 

mechanism independent repositories). 

 

5.4.3 MyProxy Online Credential Repository 

The MyProxy system consists of a repository server, MyProxy client tools, and a set of 

MyProxy administrator tools. MyProxy facilitates access to grid credentials through 

trusted web portals. MyProxy also supports credential mobility since user’s can gain 

access to their credentials from various locations. 

Subject

MyProxy
Server

Web Portal

Grid Resource

(3) access grid resources
on the subject’s behalf
using delegated proxy

(2) authenticate to MyProxy with
WebPortal PKI credentials and supply
username/password of subject

(3) retrieve delegated
proxy credential

(1) authenticate to web portal
with username/   password and

issue Grid service request

 
Figure 5-1 MyProxy Enables Web Portals to Use User Credentials 
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Figure 5-1 shows how MyProxy enables a web portal to access a delegated proxy of a 

subject in order to perform grid service requests on behalf of a subject. A subject 

authenticates to a web portal using a username and password combination (step 1). Once 

authenticated, the web portal supports the user in creating a grid service request. In order 

for the web portal to access grid resources on the user’s behalf the web portal requires a 

delegated proxy credential. To facilitate thin web clients the user’s are not required to 

have their long term credentials available when they access the web portal (and be able to 

delegate a proxy to the web portal directly). Instead, the web portal requests a delegated 

proxy credential from the MyProxy server. To do so the web portal mutually 

authenticates with the MyProxy server using its own credentials to establish its identity as 

a trusted web portal.  The portal then supplies the subject’s username/password 

combination to MyProxy (step 2). This communication takes place over an encrypted 

network channel If the subject’s authentication was successful, MyProxy will delegate a 

short-lived proxy credential to the web portal (step 3). Using this credential the web 

portal can access grid resources on the subject’s behalf (step 4).  

Subject

MyProxy
Server

(1) authenticate to MyProxy with username/password
request delegated proxy credential

(2) retrieve delegated proxy credential
 

Figure 5-2 MyProxy Provides Support for User Mobility 

 

Figure 5-2 shows how MyProxy supports user mobility. Using a MyProxy server, a 

subject can gain access to a delegated proxy credential from any grid workstation without 

the need to have his long term credentials available on foreign workstations. In this 

scenario the subject directly authenticates with the MyProxy server using a 

username/password combination and requests a delegated proxy credential (step 1). The 

MyProxy server, upon validation of the provided password, signs the request for a proxy 

credential, which creates a delegated proxy credential.  
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Subject

CA

MyProxy
Server

(2) delegate proxy of long-lived credentials to MyProxy

(1) issue long-lived
credentials to
user

(A1) issue long-lived credentials
     to users, but store the credentials
                directly in MyProxy

 

Figure 5-3 Staging Credentials to the MyProxy Server 

 

The MyProxy server has to be provided with either the long-term user credentials, or 

delegated proxy credentials before a subject (either through a web portal, or directly) can 

request a delegated proxy. Figure 5-3 depicts the two conceptual mechanisms for doing 

so. Long-term credentials are issued to subjects by Certification Authorities (CA) (step 1, 

compare section 2.2.3). In the absence of MyProxy servers the subject would locally 

create a delegated proxy credential which then directly used this proxy for access to grid 

resources. If a Myproxy server is used (i.e. to later gain access to a delegated proxy 

credential from a different workstation) the subject also creates a local proxy credential. 

In addition, the subject then engages in a remote delegation protocol (depicted in Figure 

5-4) to delegate a second level proxy to the MyProxy server (step 2 in Figure 5-3). The 

MyProxy server is now in the position to perform yet another delegation if the user or a 

web portal requires a proxy credential at a later time. 

The alternative to delegating a proxy to the MyProxy server is to directly store the long 

term credentials in MyProxy. This can be done directly by the CA using an 

administrative interface as is depicted by the arrow labeled A1 in Figure 5-3. When the 

long lived credentials are directly supplied to MyProxy, the issues associated with user 

managed key protection are diminished since users may be prevented from ever having 

direct access to their long lived private key. The MyProxy server can effectively control 

all access to the long lived credential and enforce additional credential usage policies 
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(e.g. when the user can use his credentials and from what resources proxies may be 

requested). 

Client Server

create new key pair

create certificate request

authenticate and submit certificate request

sign request

return signed certificate with issuer certificate chain

 

Figure 5-4 Proxy Delegation Protocol 

 

Figure 5-4 depicts the simplified interaction sequence between a client requesting a 

proxy delegation on behalf of a subject and a server having access to the subject’s long-

term credentials. The client first generates a new public and private key for the proxy 

credential. The client then creates an empty certificate request structure which holds the 

newly created public key. This is different from typical certificate requests that would 

also include information about the subject identity. While initial versions of the protocol 

also included the identity of the subject in the certificate request, newer versions merely 

state “/CN=NULL SUBJECT NAME ENTRY” in an attempt to show that the proxy 

certificate is different from an identity certificate. Next, the request structure is digitally 

signed with the private key that corresponds to the included public key. Following the 

request creation, the client initiates a connection with the server, authenticates and 

submits the signed certificate request. The server verifies the identity of the requestor, 

selects the appropriate long-term credential, and signs the certificate request with the long 

term private key of the subject (or with the private key of a delegated proxy credential 

that the server holds). A certificate chain (see section 2.7.2) is created that contains the 
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certificates of all entities involved in the delegation process up to a commonly trusted 

entity (typically the CA) and is returned to the client. The certificate chain together with 

the private key the client created earlier make up the proxy credential. 

 

5.4.4 Hardware-secured MyProxy 

The MyProxy software has been extended to employ a cryptographic co-processor for 

the secure storage of private keys. The co-processor not only protects the user’s keys 

from potential attackers in the case of a host compromise, but also prevents access to 

those keys by administrators. The co-processor adds three important features to a 

software-only MyProxy server. 

1. By generating and storing the keys only on the cryptographic co-processor, the key 

hygiene is enforced and, through a hardware random number generator, key 

generation is stronger and faster. 

2. As the keys are not extractible from the co-processor, no third party can ever 

access the keys directly. Many Certification Authorities require this property as it 

is the basis for non-repudiation guarantees. 

3. Due to the tamper resistant properties of the hardware token, a host machine does 

not require extensive physical security and can be located in semi-secure areas 

comparable to housing an ordinary server machine. 

The following sub-sections describe how the MyProxy software was enhanced by a 

secure co-processor. 

 

5.4.4.1 Hardware and Software Used 

The hardware used to enhance the MyProxy system is an IBM 4758 cryptographic co-

processor. The IBM 4758 is FIPS-140 certified at level 4, which is the highest possible 

certification for commercial security granted by the U.S. Department of Commerce's 

National Institute of Standards. It consists of a fully self-contained, programmable 

computer on a battery powered PCI adapter card with a tamper responsive casing. It has a 
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built in cryptographic processor for fast public key cryptography and comes with 4MB of 

non-volatile storage for keys, certificates and firmware. The creation and storage of more 

than 800 2048-bit RSA key pairs on the device was possible with the standard software 

configuration. Through customization of the firmware much larger numbers may be 

possible (theoretically up to 10,000) by optimizing the on-card memory management. 

Several co-processors could be installed in a single machine to increase the capacity even 

further. Typical smart-cards in contrast provide storage of 16-32 KB which is enough for 

3-5 key pairs and certificates. The IBM 4758 can run secure applications directly on the 

adapter’s own general purpose processor (an Intel 486) while cyptographic operations are 

performed by a separate, special purpose processor that implements the RSA algorithm in 

hardware.  

To interface the card with MyProxy, IBM’s open source software “openCryptoki” 

(http://www-106.ibm.com/developerworks/security/library/s-pkcs) was used. 

OpenCryptoki provides an implementation of the standard PKCS11 [PKCS11] 

programming interface developed by RSA for interaction between applications and 

personal security tokens such as smart-cards. Most of the PKCS11 functionality is 

implemented on the co-processor itself in the form of specialized PKCS11 firmware that 

replaces the standard IBM Cryptographic Component Architecture firmware more 

typically used with the 4758. The complete system is implemented on Linux using IBM’s 

Open Source Linux driver and the Linux management toolkit for the 4758. Since the 

modified version of MyProxy interfaces with the 4758 via the standard PKCS11 

interface, the implementation is expected to be portable to other cryptographic hardware 

modules. 

 

5.4.4.2 Credential Generation 

To enforce proper “key hygiene”, keys are generated directly on the co-processor and 

are marked non-extractable. Neither the end-entity (the user) nor the administrator can 

extract such keys from the device. Instead, the key is used exclusively to request a time-

limited proxy credential. The user must supply his identity and password to request the 
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proxy creation. The decision to retain the keys in the co-processor limits this approach to 

those applications that support the use of proxy certificates.  

Traditionally, end-entity certificate requests are generated as follows. First a new key 

pair is generated on the user’s workstation (i.e. by a web browser). Next, a certificate 

request structure is created containing the requesting user’s identity information and the 

newly generated public key. This structure is then signed with the newly generated 

private key and sent to a CA. The CA, upon verifying the user’s identity, will create a 

certificate that binds the user’s identity to the public key the user specified in the 

certificate request. 

The creation of user key-pairs on the (remote) hardware token required a new protocol 

and mechanism for certificate requests. The traditional procedure described above is not 

possible if the user does not have direct access to the private key. Instead, a simple web 

interface to the credential repository has been created. Through this interface a user can 

provide identity information (e.g. name, organizational unit, building, email address, etc.) 

together with an initial password that will later protect the credentials. The repository 

creates a key pair and a certificate request that the repository then sends to the CA. The 

user will receive a confirmation including his newly created public key which, if required 

by the CA, the user can present to a CA appointed registration authority for the identity 

vetting procedure. CAs typically make new certificates available for download to the 

user. As the certificates themselves do not need to be protected, an automated routine on 

the MyProxy server can retrieve and install the certificates without user or administrator 

intervention. Installation of a new certificate merely requires the storage of this certificate 

along with the user’s public key and access control information in the MyProxy 

credential database. 

 

5.4.4.3 Changes to MyProxy 

The changes required to enable MyProxy to use the IBM 4758 were mainly in the 

underlying OpenSSL security library. OpenSSL allows the application code to select an 

external implementation of a mechanism-specific set of cryptographic functions at 
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runtime. Such external implementations are referred to as “cryptographic engines” within 

OpenSSL. The MyProxy server has been modified to select a custom PKCS11 engine for 

all RSA related operations. This almost alleviated the need for changes in the MyProxy 

server code as the use of PKCS11 is otherwise transparent both to MyProxy and to the 

security libraries of the Grid Security Infrastructure that MyProxy uses. 

However, a significant change to the behavior of MyProxy with respect to process 

management was required. The software-only MyProxy created a new child process to 

serve each incoming client request. However, PKCS11 forbids the use of the same 

PKCS11 session in different process spaces. The current prototype handles requests 

sequentially in a single process to avoid this problem. Of course, a single process 

provides inadequate performance for multiple clients. Creating individual PKCS11 

sessions after a client process has been forked is undesirable as a PIN has to be supplied 

to gain access to the co-processor. Storing the PIN in the server process memory makes it 

vulnerable to attack. Furthermore, the possible large number of concurrent sessions may 

overload the co-processor and make it vulnerable to denial-of-service attacks. An 

implementation of the server that utilizes a fixed pool of worker processes is planned. At 

startup, the administrator will enter the co-processor PIN and the server will spawn a set 

of processes which will use the PIN to initiate individual sessions with the co-processor 

and then immediately remove the PIN from memory. 

A significant functional change to the standard MyProxy is the way a requested proxy 

certificate is signed. In the software-only version, the user’s private key is decrypted and 

loaded into the main memory of the host machine and then a signature for the proxy 

certificate is created using the main CPU of the host. In the hardware enhanced version, 

only the public key of the user is loaded into the host computer’s memory. The PKCS11 

interface is used by the OpenSSL engine to transparently locate the corresponding private 

key on the co-processor and to create a signature utilizing the co-processor’s RSA 

implementation in hardware. The private key never leaves the co-processor. 

In the standard MyProxy server the user’s private keys are encrypted individually with 

a user supplied password when a user uploads his credentials. When the delegation of a 

new proxy certificate is requested this password has to be supplied in order for MyProxy 
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to access the user’s private key (additional access control mechanisms such as mutual 

authentication of the computer from which the user requests a proxy may also apply). In 

the modified version of MyProxy the user’s private key is never loaded into the host 

computer’s memory. Instead, all cryptographic functions that require access to the key 

are handled on the co-processor. PKCS11 only provides for a single login which grants 

the accessing application the right to use all the private keys on the device. Access 

control to individual PKCS11 objects is not supported by the interface. Instead, access 

control is performed by the MyProxy server by checking a one-way hash of the user 

supplied password against the corresponding entry in a password file. 

While performance aspects are not the most important considerations of this work it is 

interesting to note that the IBM 4758 implements RSA operations in hardware and thus 

makes the main CPU of the host computer available for other tasks. However, the co-

processor is not a crypto accelerator and considerable overhead is imposed by the 

additional software abstraction layer (the PKCS11 implementation). The result is lower 

performance for cryptographic operations when compared to the standard implementation 

using the main CPU of the host computer (Intel Xeon @ 2.4GHz). A total performance 

degradation could be observed of 15% for delegation requests without mutual PKI 

authentication and 19% when the clients authenticated with a PKI credential to the 

MyProxy server (all RSA operations are performed on the co-processor, including those 

for the TLS protocol used by the Grid Security Infrastructure). Utilization of the main 

CPU was significantly lower with the co-processor enabled. Newer generations of 

cryptographic co-processors may provide much higher public key speeds. For example, 

in the evaluation of an IBM cryptographic accelerator (IBM 2058), a 66-fold increase in  

2048 bit RSA operations per second were possible with the accelerator support than with 

the above mentioned general purpose CPU (using the openSSL speed command 

[OPENSSL] ).  

 

5.4.5 Security Assessment 

The hardware-enhanced MyProxy system provides stronger key protection than the 

original MyProxy. In the original version an attacker that compromises the MyProxy 
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server could learn a user’s password when the user sends a request for credentials. Once 

in possession of the password, the attacker could decrypt and exploit the user’s private 

key. 

In the hardware enhanced system neither an attacker nor a user nor an administrator can 

ever extract the private key from the co-processor even if the security of the host machine 

is breached. The PKCS11 PIN with which MyProxy authenticates to the co-processor has 

to be manually keyed in at the console when the service is started. For higher security and 

to avoid keystroke logging an external keypad could be used.  

The fact that the co-processor guarantees that nobody can ever extract the user’s private 

key allows this credential repository to be used with most currently issued certificates. 

Common key handling procedures and requirements (i.e. that entities other than the end 

user have no access to the private key; that the unencrypted private key is never 

available) stated in many CA's Certificate Policy and Certification Practice Statements 

are fulfilled. 

In addition, using a hardware-secured online credential store with password protected 

access to credentials not only provides for the simpler dissemination and protection of 

PKI credentials but also offers higher security than a username/password authentication 

scheme alone. These advantages result from the fact that the user's keys can never be 

extracted from the hardware token. Thus, even if an attacker manages to gain knowledge 

of the user's password, the keys cannot be copied. The attacker could merely request 

proxy credentials from the service if the user's password is known. This has the 

significant advantage that keys and certificates do not need to be revoked but merely the 

password changed when such a compromise is detected. As the credential repository is 

the only place from where such a proxy could be requested these requests can be 

monitored closely and misuse detected (which is much less possible if a key is 

compromised and copied to a remote location; thus the traditional need for a revocation). 

The advantages of relieving the user from key hygiene procedures coupled with the 

convenience of remote access to delegated credentials are well worth the usage 

restrictions that come with this scheme (i.e., a user’s end-entity credentials are not 

available directly to the user’s applications). It is typical that certificates issued for grid 
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computing are rarely used for tasks other than authentication and the creation of proxy 

certificates. Many grid CA policies do not even allow them to be used in other 

applications. 

 

5.4.6 Future Work on Hardware-secured Credential Repositories 

The security of the credential service can be further improved if the PKCS11 token 

would support access control decisions on an individual bases for each private key. 

Currently, the credential service authenticates and authorizes access to use a specific 

private key but, due to limitations in the PKCS11 standard, the credential service itself 

has access to all the keys on the hardware token. This violates the least privilege access 

principle [SAL75] and does not allow for localization of a security breach.  

The inability of PKCS11 to perform access-control on an individual key basis is due to 

its original focus on personal security tokens, such as smart-cards. Today, PKCS11 is 

moving towards the use in servers where many different credentials are stored on the 

token and thus individual access control is required. There has been some discussion in 

the PKCS community on how these scenarios can be supported better. The next major 

version of PKCS11 (version 3) may incorporate appropriate extensions. 

An approach that would indefinitely increase the storage capacity of the hardware token 

is the outsourcing of protected keys. Outsourcing must guarantee that keys can never 

exist unencrypted outside the device, even if the user's password has been compromised. 

Such a storage system could be realized as follows. 

(1) Key pairs are created only on the device and the private key is marked 

"sensitive", which allows extraction only in encrypted form. 

(2) A newly created private key is wrapped (encrypted) with a combination of two 

keys, one key is derived from the user's password and the other key is only 

available to the hardware device internally and un-extractable. The second key is 

also marked such that it can only be used for wrapping and unwrapping of keys. 

(3) A wrapped key can be stored in any location outside the hardware token. 
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(4) To use a wrapped key, it must re-imported into the hardware token and 

unwrapped using the user's password and the token’s internal key. As the unwrap 

operation requires both the user's password and the wrapping key held on the 

device it is guaranteed that even if the user's password is compromised the user's 

key could never be unwrapped anywhere but in the hardware token. 

(5) The semantics of the unwrap operation have to be such that an unwrapped key 

cannot be extracted from the hardware token in the clear and may only be 

wrapped with token internal wrapping keys that are non extractable.  

Unfortunately this mechanism cannot be implemented using the current PKCS11 

standard (V2.x) due to the following two reasons. First, in PKCS11 there is no 

mechanism to define that a user's key contained in the co-processor can only be wrapped 

using the combination of user and token keys as described above. While an attacker could 

not extract an unencrypted key, it is possible to extract the key encrypted with the 

attacker’s choice of a wrapping key. Second, the current PKCS11 definition of the 

unwrap operation does not mark the resulting keys as "sensitive." A subsequent 

modification of the attributes could fix this setting. But this leaves open the possibility of 

a timing-based attack that allows the extraction of the key in unencrypted form. An 

alternative is to program the co-processor with custom functionality similar to the work 

done by Itoi [ITO00] but the abstraction and thus portability advantages that PKCS11 

provides would be lost. 

Another item for future work is a system extension that will allow a user from a 

different administrative domain to obtain a locally trusted certificate. Instead of entering 

his personal information into the certificate request module, the user would authenticate 

to the certificate request module using a foreign public key credential (issued by a CA 

that is not generally trusted on the local resources, a common situation in today’s grid 

environments). The certificate request module would generate a certificate request to the 

local CA and also provide the proof of identity (based on the user's authentication) to the 

CA. The CA in turn can then, based on the trust in the foreign certificate, either issue a 

local certificate without the need to vet the identity of the user again or perform 

additional identity vetting. This is similar to an Online CA as the time and effort involved 
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in getting a local certificate is much reduced when compared to a direct request at the 

CA. It also has the advantage that no additional Online CA is required, nor do new trust 

relationships (either for an Online CA or for the foreign CA issuing the original 

certificate) need to be configured on the local resources. 

As mentioned earlier, the fact that the user's private keys are only stored in a remote 

credential repository and cannot be extracted limits the application of this system to grid 

authentication scenarios that employ proxy certificates. The development of a client 

interface exposing a standard PKCS11 application programming interface would allow 

the system to be used with any PKCS11 capable application. The hardware device would 

simply be outsourced. The connection between the local PKCS11 library stub and the 

remote PKCS11 server could be secured with existing secure transport technologies like 

TLS with server-only authentication where the client would authenticate using his 

password (provided by the PKCS11 application via the PIN login mechanism). The 

identity of the user could be provided though a mechanism similar to the one outlined in 

the existing PKCS11 standard (in the appendix on multiple PINS and virtual tokens) by 

appending the user's identity to the token name or out of band through configuration 

parameters supplied to the local PKCS11 client stub. 

 

5.5 Improving Performance of Security Operations 

through Cryptographic Accelerators 

 
Public key mechanisms rely of asynchronous cryptographic operations that are 

computationally expensive. Cryptographic accelerators implement key operations in 

hardware and offer potential performance increases. Figure 5-5 compares the number of 

RSA signatures per second done by the OpenSSL cryptographic library on a general 

purpose processor (system with two 2.4 GHz Intel Xeon CPUs) to the number of RSA 

operations per second an IBM 2058 Cryptographic Accelerator can perform. For 2048 bit 

RSA sign operations, the accelerator performs roughly 66 times more operations than the 

main CPU. Figure 5-6 compares the performance for RSA operations to verify a 
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signature. In addition to the increased speed of the cryptographic accelerator the main 

CPU is available for other tasks when cryptographic operations are offloaded to a 

cryptographic accelerator.  
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Figure 5-5 Accelerator Performance for RSA Sign Operations 
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Figure 5-6 Accelerator Performance for RSA Verify Operations 

 
In most communication protocols that use public key cryptography the number of 

asymmetric key operations is kept very small by immediately negotiating a symmetric 

session key after the entities have mutually authenticated with each other. Symmetric key 

operations are significantly faster than asymmetric key operations.  A cryptographic 

accelerator typically does not offer any performance advantage for symmetric key 

operations as the overhead involved in moving data to the cryptographic device and back 
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to main memory is larger than the performance improvements offered by the specialized 

hardware.  

However, cryptographic accelerators can improve performance in such protocols if a 

large number of very short lived connections are opened frequently. This situation occurs 

on heavily trafficked web servers that secure web transactions following the Hyper Text 

Transfer Protocol (HTTP) with the Transport Layer Security (TLS) protocol. A HTTP 

request is usually very small and in most cases only a single response, also relatively 

small, is transmitted. The overhead of setting up a TLS connection for such a short 

interaction is significant and cryptographic accelerators that speed up the public-key 

handshake can yield large performance increases. For example a study performed by 

Networkshop [NET] indicates that “a Pentium server with Linux and Apache supporting 

322 unsecured sessions [per second], when SSL was turned on; the connects per second 

decreased to 2.4.” 

The cryptographic accelerator is not seen as a way to improve the performance of the 

Globus Toolkit (version 2). It might be thought that an accelerator would be useful since 

this toolkit uses the TLS protocol to secure connections and, in addition, the frequent 

delegation of proxy certificates adds additional public key operations that are not present 

in a standard TLS handshake. However, typical grid communications are relatively long 

lived transactions (several messages are exchanged over the lifetime of a single 

connection) and the overhead of connection set-up and proxy delegation is minimal when 

compared to the lifetime of the connection. For this reason the use of cryptographic 

accelerators with GT2 was not explored. 

A cryptographic accelerator may improve the performance of The Globus Toolkit 

version 3 (GT3) which uses message-based security mechanisms. These mechanisms can 

operate both with and without setting up a security context and negotiating a symmetric 

key for this context. Message-based security is much more commonly used in web 

service based infrastructures as these frequently use the HTTP protocol in the manner 

explained above. For scenarios where only a few messages have to be exchanged 

between two communicating parties, not negotiating a symmetric key may be beneficial 

as the message exchanges required for this negotiation can be saved. For this special case 
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the use of a cryptographic accelerator has the potential to yield significant overall 

performance improvements. 

A team of students at Virginia Tech under guidance of Markus Lorch as well as Olle 

Mulmo of the Globus Alliance [MUL04] have independently analyzed the potential for 

performance improvements of message based security functions in the GT3. This 

analyses indicated that while a theoretical improvement by means of hardware 

acceleration is possible, most of the security overhead created by message based security 

mechanisms in GT3 is due to inefficient XML parsing operations in the security libraries. 

Thus, the security performance of GT3 for message based security should first be 

improved by easier means (i.e. code improvements) than through the introduction of a 

cryptographic accelerator and the added complexity (due to the interface to use the 

hardware functions) and hardware requirements that come with it. 
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6 Summary, Conclusions and Future Work 

This dissertation presents the PRIMA model for privilege management, authorization 

and enforcement in grid environments. This work is particularly motivated by the desire 

to support spontaneous, short-lived collaborations among small groups of grid users. 

Beyond this immediate purpose, PRIMA’s improved security services contribute to the 

development of scalable grid environments and are also applicable in other distributed 

application domains. The feasibility of the PRIMA approach is demonstrated by an 

implementation of the PRIMA model that extends the Globus Toolkit. The PRIMA 

enhanced Globus system supports a variety of collaborative scenarios not possible in the 

standard Globus system.  

PRIMA achieves flexible, grid-layer management of access rights through the 

externalization (abstraction) of system-specific access rights. The externalization 

leverages existing security languages (XACML) and security credential standards 

(attribute certificates). Low-overhead enforcement mechanisms for file access rights and 

network access enable efficient realization of fine-grain access policies while supporting 

legacy software. The ability to securely run legacy software with fine-grained access 

permissions using existing operating system extensions is a much-needed feature in grid 

environments. User-to-user delegation of rights without administrative intervention 

enables transient ad hoc collaboration. PRIMA’s mechanisms can also be used to 

improve existing security systems, such as GSI, CAS, and VOMS, that focus on more 

static collaborative structures.  

PRIMA contributes to scalability of security without diminishing the ultimate control of 

resource administrators over their resources.  The scalability is achieved by allowing 

users to delegate privileges to each other and to assign selected privileges they hold to 

specific tasks, processes or services.  However, such delegation is easily enabled, 

disabled or constrained by resource administrators via a privilege management policy. 

This policy governs who is authoritative for specific resource objects and defines within 

what bounds the delegation of privileges must occur. This policy gives the resource 

administrator fine-grain control over the distributed management of privileges.  
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To improve overall security and performance in grid security systems the application of 

cryptographic hardware devices to grid systems is explored. The most promising 

approach resulted in the implementation of a hardware-secured online credential 

repository that improves storage security while providing ubiquitous, secure access to 

credentials.  

The results of this research have impacted the community in several ways. First and 

foremost the close collaboration with other researchers and implementers of grid 

technologies through the global grid forum has led to several informational and standards 

documents for the grid community. Furthermore, a national scale grid computing project 

(U.S. CMS) involving multiple organizations under the lead of Fermi National 

Accelerator Laboratory has deployed the authorization call-out interface components of 

the PRIMA system. U.S. CMS also provides funding for the refinement and further 

development of PRIMA mechanisms in the immediate future. PRIMA mechanisms will 

be used to provide for advanced security services in the U.S. CMS grid computing 

infrastructure.   

This research lays the foundation for significant future work. This work includes 

combining privilege-based and role-based models, determining least-privilege access 

requirements from service descriptions, assessing the costs and risks when privileges 

cannot be perfectly mapped to the enforcement layer, and devising means to securely 

convey resource policies in a distributed environment.   

Privilege-based access control can be combined with role-based access control 

(RBAC). This integration achieves the flexibility and granularity necessary to support 

small scale collaborations (via privileges) as well as the manageability needed for large 

and long lived VOs (via roles). In a privilege-based scheme, access is granted contingent 

directly on the set of privilege attributes provided with a service request. In an RBAC 

scheme, access is granted by rendering role and other descriptive attributes against 

applicable access control policies (role attributes thus grant access rights indirectly). In 

both cases, the defined sources of authority determine who is authoritative to issue the 

(role or privilege) attributes. The advantages of a privilege-based system lie in the 

considerable flexibility provided to the user who can be given the authority to delegate 
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privileges to others (thus enabling many collaborative scenarios) and to use only the least 

privileges necessary for a specific access (increasing security through least privilege 

access). The advantages of RBAC lie in the increased manageability of large user bases, 

especially if many users share a common and stable set of access rights. An RBAC-only 

system, however, cannot easily accommodate scenarios requiring temporary roles, 

specific access rights for individual, or even task specific groupings of access rights. 

Determining the least privileges needed to use a service may be achieved by analyzing 

service descriptions. Service descriptions are represented in special-purpose languages 

(e.g., the web service description languages, WSDL) or in application-specific meta-data. 

An issue is how to use the security information inferred from such descriptions to create 

the minimal access rights necessary to use the service. A solution to this problem is 

needed to help non-technical users manage their assets through the delegation, restriction 

and review of access to resources under their control.  

Risk-based and cost-based factors need to be studied for those cases where fine-grain 

privileges cannot be perfectly mapped to the enforcing system’s access control 

mechanisms. In the PRIMA model, fine-grained access-control decisions are based on 

explicit resource policies and user privileges. These decisions are enforced at 

heterogeneous resources by mapping the privileges to access rights on the resources using 

the resources’ security primitives. There may be cases where a one-to-one mapping is not 

possible due to differences between the granularity of the privilege and the granularity of 

the primitives at the resource. For example, a privilege allows append access to a specific 

file, but the resource can only support simple read or write access control. In such cases, 

it may be desirable to make a risk-based and cost-based assessment of whether to 

authorize the access. A risk assessment and analysis of the enforcement overhead 

associated with finer grained enforcement than what is possible using the existing 

security primitives at the resource would provide the basis for such an assessment.  

Additional mechanisms are required to securely convey to remotely located decision 

functions the dynamic policy information extracted from user-selected privileges. The 

dynamic assembly of policies is performed in PRIMA before an access decision is made 

and allows for the combination of user-selected privileges and resource policies statically 
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available to the decision functions. The PRIMA architecture currently calls for a co-

located decision and enforcement point which makes the provisioning of the dynamic 

policy to the decision function a straightforward task. To make a PRIMA decision 

function available to several resources, the decision function may be centralized and 

available as a service to the enforcement functions. In this case, the applicable policies 

and privileges must be securely communicated between the centralized decision function 

and the decentralized enforcement points.  

Finally, PRIMA should be applicable to a wide variety of critical cyber-security 

problems. For example, the privilege-based authorization model developed for PRIMA 

may be valuable in other distributed system contexts including the general web services 

environment on which electronic commerce systems are built.  In a future cyber-society, 

the introduction of digital credentials for citizens [BRY01] lends itself to the use of 

privileges bound to such credentials (e.g. to convey the ability to act as a public notary, 

CPA, or law enforcement agent). In many ways, the privilege model resembles the real 

world use of certificates, diplomas, and licenses. Like its real world counterparts, the 

privilege approach requires minimal infrastructure, has no repositories, and permits easy 

assignment and delegation. Privilege-based systems can also develop strategies to cope 

with the more complex tasks of revocation and auditing based on real world practices. 

The user also always has the authority to decide which subset of credentials to present to 

others (e.g. which credit card) when making a transaction.  
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Appendix A - Glossary 
 

Access Control Policy 

See Policy. 

Attribute 

A named statement of a property (i.e. type – value pair).  

Attribute Certificate, X.509 Attribute Certificate 

A Certificate (see Certificate) that binds attributes to entities. X.509 Attribute 

Certificates follow a standardized structure, are ASN.1 encoded and use public-key 

cryptography to digitally sign the certificate structure. A profile for X.509 Attribute 

Certificates is defined in [FAR02]. 

Certificate 

A digitally signed document used in public key cryptography that associates either a 

public-key with an entity (see Identity Certificate) or an attribute with an entity (see 

Attribute Certificate) Certificates are issued by authorities and have a lifetime 

associated. Relying parties that accept certificates must trust the certificate issuer to 

be authoritative for the key or attribute to identity binding made in the certificate.  

Credential 

A security token, often consisting of a public component (e.g. a certificate and public 

key) and a private component (the corresponding private key). 

End-entity Certificate 

See Identity Certificate. 

Fine-grained / Fine-grained access right 

Fine-grained is a relative quality that is interpreted with respect to the resources and 

applications of interest. In this dissertation, the resources and applications of interest 

are those relevant to computational grids. In this context, the privilege “user X is 

allowed to read file F” is considered fine-grained while the privilege “user X is 
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allowed to exercise any right assigned to account Y” is not considered fine-grained. A 

coarse-grained privilege can, of course, be expressed in a fine-grained system. In 

other contexts, fine-grained may refer to even smaller entities than those considered 

in this work. 

Identity Certificate, Public-key Certificate, End-entity Certificate 

A certificate binding an identity to a public key. X.509 defines a profile in ASN.1 for 

identity certificates [HOU02]. Identity Certificates typically have lifetimes on the 

order of one year and can be renewed. 

Policy 

Policy in the context of this dissertation refers to a machine readable representation of 

a set of rules that specify the intent of the security model. Types of policies used in 

PRIMA are Privilege Management Policies that define the authorities for a resource 

and govern the delegation of rights through privileges. Access Control Policies 

specify access control rules that apply to a set of resources. 

Policy Decision Point (PDP) 

A component of an authorization architecture that makes authorization decision upon 

request based on attributes and policies. PDPs are typically application independent 

and do not understand application semantics and protocols.  

Policy Enforcement Point (PEP) 

A component of an authorization architecture that enforces authorization decisions 

made by a PDP. PEPs are often integrated with the application.  

Privilege 

In the context of this dissertation the term privilege refers to a fully associated and 

directly applicable access right at a specific (set of) resource(s) that has been 

externalized from the resource’s internal representation and is packaged in a container 

that protects it from manipulation and provides for issuer identification that cannot be 

repudiated. 
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Privilege Attribute 

A privilege attribute refers to an implementation of a Privilege using X.509 Attribute 

Certificates. Privilege Attributes consist of two components: (1) the Attribute 

Certificate acting as the container for the Privilege with issuer, holder and lifetime 

information and a digital signature, and (2) the Privilege Statement that conveys the 

actual access right. 

Privilege Management 

The components of authorization architectures that manage the privileges of subjects 

combined with mechanisms for resource attribute and policy management are 

collectively referred to as Privilege Management components.  Permissions, 

properties, characteristics, rights, authorizations, and entitlements are typical 

examples of subject attributes and form the primary focus for Privilege Management. 

Privilege Management Policy 

See Policy. 

Privilege Statement 

A Privilege Statement is the payload of a Privilege Attribute that defines the actual 

access right and the resource it applies to. In PRIMA Privilege Statements are 

encoded using RULE constructs of the XACML policy language. 

Proxy Certificate 

A Proxy Certificate is a certificate with a short lifetime (e.g. on the order of one day) 

that binds a temporary public key (similar to a session key) to a unique proxy identity 

that is derived from a subject identity. Proxy certificates are issued by subjects and 

signed with the private key corresponding to the subjects’ Identity Certificate (the 

subject’s long term private key). Proxy certificates can be used to authenticate with 

other grid entities on the issuer’s (subject’s) behalf without requiring access to the 

subject’s long term private key. 

Public-Key Certificate 

See Identity Certificate. 



 

 163

Resource Attributes 

Attributes that describe the characteristics of resources. For example the clearance 

level a resource is certified under. 

Relying Party 

An entity that makes decisions based on identity and attribute certificates. 

Subject Attributes 

Attributes that describe the characteristics of subjects. For example the membership 

of a subject in a group of subjects. 

Validity 

Validity in the context of certificates typically refers to the certificate lifetime and its 

integrity. A relying party must verify that the certificate lifetime includes the time at 

which it is being used and that the signature is authentic by verifying it with the 

issuer’s public key.  
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Appendix B - Contributions to the Community 
 

This appendix provides an overview of the community involvement of this research. 

Section B.1 provides a brief introduction to the work of the Authorization Frameworks 

and Mechanisms Working Group at the Global Grid Forum and Section B.2 enumerates 

the GGF documents that have been co-authored by Markus Lorch. 

 

B.1 GGF Authorization Frameworks and Mechanisms WG 

Within the Global Grid Forum (GGF), Markus Lorch proposed and has co-chaired 

(2002 – date), together with Andrew McNab of the European Data Grid, the working 

group on Authorization Frameworks and Mechanisms. Jim Basney (NCSA) is the 

working group secretary. The working group produced an informational document that 

describes a conceptual authorization framework together with a classification of existing 

grid security mechanisms. The current focus of the working group is on a common 

glossary document for the grid authorization area.  

 

Group Charter:  

Current and future security requirements of grid systems call for advanced, fine grain 

and flexible authorization mechanisms. This group will define a conceptual grid 

authorization framework for grid developers with the goal to provide a basis for the 

design of such grid authorization systems. A main goal of this document is to provide for 

the immediate needs in the area of authorization by categorizing existing authorization 

modules and systems as a first step towards standardization of interfaces among modules. 

Another important aim of this work is to put existing services and modules in relation to 

newer grid architectures currently under development. We will synchronize our efforts 

with the work done by other groups in the security area, specifically with S3A and 

OGSA-Sec.  
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Group Milestones / Timeline: 

• GGF6 Fall 02  

Birds of Feather Meeting, WG Charter established  

• GGF7 Spring 03  

Summary document, 1st draft  

Conceptual framework and classification document, 1st draft  

• May 2003  

Summary document, 2nd draft  

Conceptual framework and classification document, 2nd draft  

Glossary, 1st draft 

• GGF8 Summer 2003  

Conceptual framework and classification document, 3rd draft 

Summary document merged with framework document 

• GGF9 Fall 2003  

Conceptual framework and classification document finalization, 

last-call in January 2004, submission to the GGF editor on 2004-03-05 

Glossary, 2nd draft 

• GGF10 Spring 2004  

Glossary, 3rd draft 

• GGF11 Summer 2004 (anticipated) 

Glossary submission 

Working group dissolves 

 

The group has about 55 subscribers from academic institutions, research facilities and 

industry from around the world at the time of this writing. At GGF meetings an average 

of 45 people participate in the working group sessions.  
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B.2 GGF Documents 

Markus Lorch’s GGF involvement has led to significant contributions to several GGF 

informational and standards draft documents in the security field either as editor, co-

author, or contributor. The following section provides an overview of the GGF document 

drafts to which Mr. Lorch contributed a major part. Most documents are at the time of 

this writing near completion or have already been submitted to the GGF editor for final 

review and public comment. The revision dates and status information reflects the current 

state of the documents.  

 

Conceptual Authorization Framework and Classification 

Authors:  Markus Lorch (Editor), Virginia Tech 

 Bob Cowles (Co-Editor), Stanford Linear Accelerator Center 

 Rich Baker, Brookhaven National Laboratory 

 Leon Gommans, University of Amsterdam 

 Paul Madsen, Entrust 

 Andrew McNab, University of Manchester 

 Lavanya Ramakrishnan, CNIDR/MCNC 

 Krishna Sankar, Cisco Systems Inc. 

 Dane Skow, Fermi National Accelerator Laboratory 

 Mary R. Thompson, Lawrence Berkeley National Laboratory 

Working Group:  Authorization Frameworks and Mechanisms  

Category:  Informational 

Date:  2003-02-17, revised 2004-03-05 

Status: Under GGF Editor review 
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Document Summary: 

The Conceptual Authorization Framework and Classification document provides 

informational content to the grid community. It introduces the basic concepts and models 

of authorization, specifies a conceptual grid authorization framework and classifies 

existing and proposed authorization mechanisms with regard to this framework.  

The authors made an attempt to capture common assumptions and best practices, 

however, no standards are defined and statements made in this document are non-

normative. 

Authorization may be perceived as a rather fuzzy term that can imply many things and 

many processes and entities may be involved in authorization. This document considers 

the various authorization concepts and their relationships and describes a framework that 

is expected to be general and abstract enough to allow for a classification of any type of 

authorization system. Abstract entities and functions are defined and fundamental 

communication sequences for authorization requests and decisions are shown. The 

mapping of existing authorization systems to the concepts introduced in this framework 

and an overview of related standards and protocols concludes the document. 

 

Authorization Glossary 

Authors: Markus Lorch, Virginia Tech 

 Dane Skow, Fermi National Accelerator Laboratory 

 Mary Thompson, Lawrence Berkeley National Laboratory 

Working Group:  Authorization Frameworks and Mechanisms  

Category:  Informational 

Date:  2003-10-08, revised 2004-02-24 

Status: Working Draft 
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Document Summary: 

This document provides a comprehensive glossary for the area of grid authorization. An 

attempt has been made to identify the most common interpretation of the terms while also 

pointing out possible alternatives in various contexts.  

 

Attributes for OGSA Authorization 

Authors:  Mary Thompson, Lawrence Berkeley National Laboratory 

 Von Welch, University of Chicago 

 Markus Lorch, Virgina Tech 

 Rebekah Lepro, NASA Ames 

 David Chadwick, Univeristy of Salford 

 Vincenzo Ciaschini, INFN CNAF 

Working Group:  OGSA Authorization  

Category:  Recommendation 

Date:  2003-09-03, revised 2004-02-24 

Status: Working Draft 

Document Summary: 

Elements and vocabulary for expressing descriptive and privilege attributes to be used 

in the context of Open Grid Services Architecture (OGSA) authorization are defined in 

this document. Standard formats and semantics are defined to facilitate compatibility 

between attribute authorities issuing attribute assertion, policy authorities who define 

roles and access policies, and authorization servers that evaluate attributes and apply 

them to the authorization decision process. 
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Security Requirements of Advanced Collaborative Environments 

 

Authors:  D. Agarwal – Lawrence Berkeley National Laboratory 

 B. Corrie – Simon Fraser University 

 J. Leigh – University Illinois at Chicago  

 M. Lorch – Virginia Tech 

 J. Myers – Pacific Northwest National Laboratory 

 R. Olson – Argonne National Laboratory 

 M. E. Papka – Argonne National Laboratory 

 M. Thompson – Lawerence Berkeley National Laboratory 

Working Group:  Advanced Collaborative Environments Research Group 

Category: Informational 

Date: 2004-02-19 

Status:  Under GGF Editor review 

Document Summary: 

The security requirements of Advanced Collaborative Environments (ACEs)are described 

in this informational document. Examples of ACEs include grid videoconferencing 

systems, tele-immersion, remote visualization, collaborative experiments as well as 

dynamic and asynchronous collaborative environments. The intent of this document is to 

collect security issues important to the ACE community. 
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Site Authentication, Authorization, and Accounting Requirements 

Authors: Shawn Mullen,  IBM 

 Matt Crawford, Fermi National Accelerator Laboratory 

 Markus Lorch, Virginia Tech 

 Dane Skow, Fermi National Accelerator Laboratory 

Working Group:  Site Authentication Authorization and Accounting Requirements  

Category:  Informational 

Date:  2003-09-03, revised 2004-02-24 

Status: Working Draft 

Document Summary: 

This informational GGF document is a compilation of requirements of existing grid 

computing sites. A core focus is the acceptability of grid credentials used by subjects and 

resources that need to gain access to site resources and services. The research group made 

every effort to develop a coherent and compatible set of requirements. Where this was 

not possible (e.g. due to non-uniform, or even mutually exclusive requirements) the 

document encourages the use of extension points in grid middleware to allow for 

customized replacements of associated modules and functionalities. 
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Appendix C - Grid Security Survey Results 

The results consist of 39 responses provided between Oct. 14th and Nov. 27th, 2002.  

Part 1: Personal demographics, computer usage and community membership 

 

Your relation to grid computing  

3 ( 8%) grid user 

9 (23%) grid project manager 

30 (77%) grid systems researcher / developer

1 ( 3%) other 

 

How long have you been involved with grid technologies 

5 (13%) 6 months or less 

5 (13%) 6 - 12 months 

17 (44%) 13 - 24 months 

11 (28%) longer than 24 months

1 ( 3%) no answer 

 

Do you communicate and collaborate frequently with people from  

35 (90%) outside of your department 

32 (82%) outside of your institution / company

27 (69%) outside of your country 
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Do you typically share resources with collaborators from 

30 (77%) outside of your department 

26 (67%) outside of your institution / company

18 (46%) outside of your country 

 

Who decides with whom you can share your resources (e.g. your data files, your 

programs)? 

16 (41%) you yourself 

11 (28%) your manager / department head

4 (10%) your site administrator 

5 (13%) I do not share resources 

3 ( 8%) other 

0 ( 0%) no answer 
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Who grants access to resources that you share with others?  

15 (38%) you yourself 

4 (10%) your manager / department head

13 (33%) your site administrator 

5 (13%) I do not share resources 

2 ( 5%) other: 

0 ( 0%) no answer 

 

Are you a member of a community that is based on grid technology (e.g. a virtual 

organization) 

16 (41%) not a member of a grid based community

13 (33%) a member of 1 community 

6 (15%) a member of 2-4 communities 

4 (10%) a member of 5 or more communities 

0 ( 0%) no answer 

 

 

If the respondent answered "not a member of a grid based community" to the above 

question she was asked to skip the remaining questions in part one of this survey 

and proceed with part two. 
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The following six questions refer to the community the respondent is/was most 

engaged with: 

 

What is the size of the community you are most engaged in 

9 (23%) 1 - 12 members 

6 (15%) 13 - 25 member 

2 ( 5%) 26 - 50 members 

1 ( 3%) 51 - 75 members 

1 ( 3%) 76 - 100 members 

0 ( 0%) 101 - 150 members 

0 ( 0%) 151 - 200 members 

6 (15%) more than 200 members

14 (36%) no answer 

 

How is membership in this community defined? 

12 (31%) structured, clearly defined membership 

11 (28%) ad-hoc, one becomes a member by joining and contributing

2 ( 5%) other 

14 (36%) no answer 
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What is the lifetime of this community? 

1 ( 3%) short (e.g. a single task) 

12 (31%) medium (e.g. a single project)

12 (31%) long (e.g. multiple projects) 

14 (36%) no answer 

 

How are privileges delegated or shared among community members 

11 (28%) hierarchical, through assignment by a community administrator 

11 (28%) 

peer to peer, through direct delegation by any entity who is authoritative (e.g. 

you can directly assign access permissions to one of your files to another 

community member) 

2 ( 5%) other 

15 (38%) no answer 

 

In average, what percentage of the total number of shared resources (e.g. 

computational nodes, databases) available to you do you use frequently? 

18 (46%) less than 10%  1 ( 3%) 75 - 100% 

2 ( 5%) 10 - 24%  2 ( 5%) I don't know

2 ( 5%) 25 - 49%  14 (36%) no answer 

0 ( 0%) 50 - 74%     
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What is the absolute number of this subset of resources? 

12 (31%) less than 10 resources

4 (10%) 11 - 50 resources 

0 ( 0%) 51 - 100 resources 

0 ( 0%) 101 - 200 resources 

4 (10%) 201 or more resources

5 (13%) I don't know 

14 (36%) no answer 

 

The following four questions relate to all the communities the respondent is a 

member of: 

What is the average size of all the communities your are engaged in 

10 (26%) 1 - 12 members 

3 ( 8%) 13 - 25 members 

3 ( 8%) 26 - 50 members 

1 ( 3%) 51 - 75 members 

0 ( 0%) 76 - 100 members 

0 ( 0%) 101 - 150 members 

0 ( 0%) 151 - 200 members 

8 (21%) more than 200 members

14 (36%) no answer 
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What is the average lifetime of the communities you are a member of? 

2 ( 5%) short (e.g. a single task) 

12 (31%) medium (e.g. a single project)

11 (28%) long (e.g. mulitple projects) 

14 (36%) no answer 

 

Please indicate which category of grid mechanisms are being used by the 

communities you are a member of: 

12 (31%) synchronous communication tools (e.g. AccessGrid)

7 (18%) shared workspace environments 

14 (36%) shared access to data files 

10 (26%) indexing and information services 

9 (23%) legacy tools like email lists and text based chats 

7 (18%) other 

 

What type of authorization mechanisms are being used in the communities you are 

a member of? 

18 (46%) resource administered authorization (e.g. GSI) 

7 (18%) community administered authorization (e.g. CAS / VOMS)

2 ( 5%) distributed authorization (e.g. Akenti) 

2 ( 5%) I don't know 

3 ( 8%) other 
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Part 2: Impact of grid tools on communities and security related questions 

 

The next set of questions deal with the impact of advanced collaborative grid tools, 

such as multimedia synchronous communication tools, shared workspaces and 

collaborative problem solving environments. 

 

Do you believe that such tools foster grid communities with close personal 

interactions among its members?  

2 ( 5%) Strongly Disagree 

0 ( 0%) Disagree 

9 (23%) Undecided 

18 (46%) Agree 

10 (26%) Strongly Agree 

0 ( 0%) no answer 

 

Why do you believe so: 

  

(1) years of VIC/VAT etc had little real impact 

(2) Our Users had these capabilities before the word "grid" became hot. 

(3) While collaborative tools help with widely distributed groups, face-to-face 

meetings are still very important. 

(4) Definitely helps when the members are geographically separated since it is not 

always the case that a phone or an email will do the job. One needs an option of 

both a synchronous and an asynchronous mode of communication as well as an 

easy way to share digital data. 
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(5) they certainly help collaborative working but we are a long way off using them 

effectively and certainly not as effectively as face to face scenarios 

(6) yes - we've seen interaction patterns shift towards that seen between local 

researchers 

(7) Ability to share is a priority for Scientific growth 

(8) our uses had these capabilities before the word "grid" became hot 

(9) years of VIC/VAT etc. -> little real impact 

(10) I use it, they use it 

 

Do you believe that such tools improve community efficiency (less communication 

and synchronization overhead) when compared to traditional tools like email lists 

and chat rooms? 

2 ( 5%) Strongly Disagree 

4 (10%) Disagree 

12 (31%) Undecided 

13 (33%) Agree 

7 (18%) Strongly Agree 

1 ( 3%) no answer 

 

Why do you believe so: 

(1) years of VIC/VAT etc had little real impact 

(2) too complicated, non-uniform 

(3) The amount of time wasted configuring collaborative technologies is still very 

high compared to the value 
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(4) I do not think the AccessGrid is less of an overhead compared to emails or chat 

rooms. 

(5) e-mail lists and chat rooms have specific and limited functionality - they have 

problems of their own. Communication and ways of working strategies are 

needed to define what technologies are used for what - playing to the strengths of 

each technology, but remembering that people need to communicate 

(6) why don't we use batch tools for all our desktop interactions with programs - 

synchronous interaction is important for certain tasks - problem solving, 

planning, debugging, exploring, ... 

(7) some truths can only come from rapid interchange of ideas 

(8) too complicated, non-uniform 

(9) years of VIC/VAT etc. -> little real impact 

(10) I have now more communication 

 

Do you believe that such tools provide a higher quality of interaction than 

traditional computer mediated communication tools? 

2 ( 5%) Strongly Disagree 

5 (13%) Disagree 

7 (18%) Undecided 

19 (49%) Agree 

5 (13%) Strongly Agree 

1 ( 3%) no answer 
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Why do you believe so: 

(1) more natural audio and video 

(2) years of VIC/VAT etc had little real impact 

(3) we were fine with what we had 

(4) Existing tools provide very poor interactivity and communication quality 

(5) he potential is great but this is not realized yet - there are technology issues, 

cultural issues and behavioral issues to overcome 

(6) not sure what the comparison is with - A/V, shared screens, whiteboards, etc have 

existed for many years and they are improving steadily. Synchronous tools are 

good for different things than asynchronous tools. 

(7) can get nonverbal cues that reveal more than words 

(8) teleconference + showing an occasional powerpoint picture is adequate 99% of 

the time 

(9) we were fine with what we had 

(10) years of VIC/VAT etc. -> little real impact 

(11) interactivity, desktop sharing 

 

Do you believe that such tools will be useful for traditional online communities as 

well? 

0 ( 0%) 
Strongly 

Disagree 

 
18 (46%) Agree 

2 ( 5%) Disagree  6 (15%) Strongly Agree

11 (28%) Undecided  2 ( 5%) no answer 
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The next set of questions deal with the applicability of existing grid security 

solutions to collaborative scenarios. 

 

Do you believe that currently existing grid security solutions provide adequate 

security for collaborative grid communities? 

6 (15%) Strongly Disagree 

15 (38%) Disagree 

9 (23%) Undecided 

7 (18%) Agree 

1 ( 3%) Strongly Agree 

1 ( 3%) no answer 

 

Why do you believe so:  

(1) Do not support VOs with no prior trust model in place 

(2) no realistic threat model underlies the tookits 

(3) Very large organizations need to create trust structure needed for sharing 

distributed high-value resources 

(4) I think the work on multiple credentials is definitely one of the solutions to a 

collaborative environment. The ability to play multiple roles is a necessity. 

(5) For highly secure collaboratories we need better solutions (like high assurance 

bridge CA's) for enabling and supporting inter-site trust relationships 

(6) too hard to use and too fragile to set up correctly (or requires too much work) 

(7) Depends what adequate means - not enough for commercially sensitive stuff, but 

fine for many scenarios 

(8) at scenarios that do not yet exist. 
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(9) We are just begining to get set up, good for now, but the future??? 

(10) too complicated, need finer grained delegation model 

(11) Weak storage of private keys 

(12) no realistic threat model underlies the toolkits 

(13) do not support VOs with no prior trust model in place 

(14) no support for ad-hoc collaborative scenarios, lack of flexibility 

 

Do you believe that existing grid security solutions impose TOO MUCH 

administrative overhead for efficient collaborative use (e.g. require centralized 

administration)? 

0 ( 0%) Strongly Disagree 

11 (28%) Disagree 

4 (10%) Undecided 

17 (44%) Agree 

6 (15%) Strongly Agree 

1 ( 3%) no answer 

 

Do you believe that existing grid security solutions DO NOT provide adequate 

service with respect to the level of security they provide (encryption strength, secure 

protocol, non-repudiation guarantee)? 

0 ( 0%) Strongly Disagree  17 (44%) Agree 

14 (36%) Disagree  1 ( 3%) Strongly Agree 

6 (15%) Undecided  1 ( 3%) no answer 
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Do you believe that maintaining a public-key infrastructure for grid security is too 

expensive? 

6 (15%) Strongly Disagree 

13 (33%) Disagree 

11 (28%) Undecided 

6 (15%) Agree 

2 ( 5%) Strongly Agree 

1 ( 3%) no answer 

 

Do you believe that the way existing grid security mechanisms allow you to manage 

your privileges and credentials is sufficient? 

5 (13%) Strongly Disagree 

18 (46%) Disagree 

10 (26%) Undecided 

4 (10%) Agree 

0 ( 0%) Strongly Agree 

2 ( 5%) no answer 
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Do you believe that the real world trust relationships between institutions that have 

collaborating entities can be modeled adequately using existing grid security 

solutions. 

4 (10%) Strongly Disagree 

18 (46%) Disagree 

6 (15%) Undecided 

8 (21%) Agree 

2 ( 5%) Strongly Agree 

1 ( 3%) no answer 

 

Why do you believe so: 

(1) Neither X.509 not Kerberos have adequate semantics 

(2) grid-mapfile has all the power of assembly language 

(3) Although new trust models are evolving, they are not sufficiently mature for 

prime time yet. 

(4) Not all the users in the community have the same rights as the others in the 

community and a single person may have multiple roles to play. Both of these 

issues haven’t been dealt with yet. 

(5) Some (not all) grid solutions are adequate with enough infrastructure work. For 

example, GSI via smart cards, using cross-certified CAs (or bridge CA's) and 

daily CRL checking should be adequate. 

(6) if tools are better ... 

(7) Trust is more than security!!!! - cultural elements - risk aversion/sharing/ trust in 

actions, behaviors and motives 
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(8) it depends - VOs have been built without 'Grid' security (VPNs, commercial 

certs, etc.). Will we need more capable security models in the future - yes. 

(9) We need practice experience - a history first... 

(10) if you can't trust your own security then how can you trust someone else's 

(11) need more flexibility in the federation of credentials and selective exposure 

(12) Most often two individuals trust each other -- not their respective institutions! 

(13) "grid-mapfile" has all the power of assembly language ... 

(14) neither x509 nor kerberos have adequate semantics 

(15) firewalls prevent me from doing collaborations 

 

Do you believe that the trust relationships between community members can be 

modeled correctly using existing grid security solutions? 

4 (10%) Strongly Disagree 

14 (36%) Disagree 

9 (23%) Undecided 

11 (28%) Agree 

0 ( 0%) Strongly Agree 

1 ( 3%) no answer 

 

Why do you believe so: 

(1) Neither X.509 not Kerberos have adequate semantics 

(2) "can be"=yes, "will be"=no 

(3) I think trust models will evolve over the next several years 
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(4) Right now all the security solutions seem to categorize people into the same 

class. Most communities are hierarchical in nature. 

(5) see above answer..... 

(6) The DOE2000 Diesel Collaboratory documented ongoing and dynamically 

changing exceptions to stated community security policies - there are no solutions 

that match their reality, just 80% solutions. 

(7) one has to push the privilege management down to the individuals, which poses a 

challenge on the tools and plumbing 

(8) "can be"- yes, "will be"-no 

(9) neither x509 nor kerberos have adequate semantics 

(10) have not used it yet. this is an issue that needs to be addressed differently 

 

Do you have any comments or ideas related to this survey? 

(1) No 

(2) Excellent survey. just going through these questions made me realize that I 

havent given thought to a lot of finer details. I hope Markus will be putting up 

some results from this survey so that I know what the general consensus is for 

these issues. 

(3) High-dollar resources and data that would have high consequence if disclosed or 

modified will reside behind firewalls. Many user desktops are protected by an 

institutional firewall. I don't think the current grid technology adequetely 

addresses collaboration over extranets that operate through these firewalls. 

(4) Although we are not yet part of a grid based community we are hoping to be in 

the near future. 

(5) I find the survey odd - the security requirements for collaboration, and the 

usefulness of collaboration are independent of the size of data and computations - 

there have been a wide range of collaboratory projects/virtual organizations, with 
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a wide range of security needs and uses/styles of collaboration. Is there any 

reason to expect that putting the word Grid in front of things will change the trust 

relationships between people or the effectiveness of how they collaborate? (Yes, 

the cost and generic nature of typical Grid resources require strong security, but 

does that change how collaborations occur? is it different than the need to protect 

the one paragraph statement of a patentable idea by people who would not 

consider themselves connect to Grids in any way? 

(6) Good luck! 
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Appendix D - Presentations and Publications 

 

D.1 Peer-reviewed Publications 

Markus Lorch, Jim Basney, Dennis Kafura, "A Hardware-secured Credential 

Repository for Grid PKIs" accepted for publication at the 4th ACM/IEEE Int. 

Symposium on Cluster Computing and the Grid (CCGrid 2004), April 14-19, 2004, 

Chicago, Ilinois 

http://zuni.cs.vt.edu/publications/myproxy-ccgrid2004-final.pdf 

 

Markus Lorch, David Adams, Dennis Kafura, Madhu Koneni, Anand Rathi, Sumit Shah, 

"The PRIMA System for Privilege Management, Authorization and Enforcement in 

Grid Environments", Proc. 4th Int. Workshop on Grid Computing - Grid 2003, 17 

November 2003 in Phoenix, AR, USA. 

http://zuni.cs.vt.edu/publications/PRIMA-2003.pdf 

 

Markus Lorch, Dennis Kafura, Sumit Shah, "An XACML-based Policy Management 

and Authorization Service for Globus Resources", work in progress paper, Proc. 4th 

Int. Workshop on Grid Computing - Grid 2003, 17 November 2003 in Phoenix, AR, 

USA., 

http://zuni.cs.vt.edu/publications/grid-authz-policy-mgmt-wip03.ps 

 

Markus Lorch, Seth Proctor, Rebekah Lepro, Dennis Kafura, Sumit Shah, "First 

Experiences using XACML for Access Control in Distributed Systems", ACM XML 

Security Workshop, 31. October 2003 in Fairfax, VA, USA 

http://zuni.cs.vt.edu/publications/xml-security-xacml-experiences.pdf 
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Deborah Agarwal, Markus Lorch, Mary Thompson, Marcia Perry, "A New Security 

Model for Collaborative Environments", Workshop for Advanced Collaborative 

Environments, Seattle, WA, June 22, 2003 

http://zuni.cs.vt.edu/publications/WACE-IncTrust-full-final.pdf 

 

Markus Lorch and Dennis Kafura, "Supporting Secure Ad-hoc User Collaboration in 

Grid Environments", Proceedings of the 3rd Int. Workshop on Grid Computing - Grid 

2002, Pages 181 - 193, Baltimore, MD, USA, November 18th, 2002 

http://zuni.cs.vt.edu/publications/grid-security-V6-submission.pdf 

 

Markus Lorch and Dennis Kafura, "Symphony - A Java-based Composition and 

Manipulation Framework for Computational Grids", Proceedings of the 2nd 

IEEE/ACM International Symposium on Cluster Computing and the Grid (CCGrid2002), 

Pages 136-143, May 21-24, 2002, Berlin, Germany  

http://zuni.cs.vt.edu/publications/ccgrid2002-symphony.pdf 

 

D.2 Technical Reports (not peer-reviewed) 

Markus Lorch, Deborah Agarwal, Mary Thompson, Marcia Perry, "Incremental Trust: 

Building Trust Naturally", DOE Technical Report, October 2003 

http://www.osti.gov/dublincore/ecd/servlets/purl/816544-cjQxdv/native/816544.pdf 

 

Markus Lorch, Dennis Kafura, "Grid Community Characteristics and their Relation 

to Grid Security", Technical Report TR-03-20, Computer Science, Virginia Tech, June 

2003, http://eprints.cs.vt.edu:8000/archive/00000678/ 
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Cal Ribbens, Dennis Kafura, Amit Karnik, Markus Lorch, "The Virginia Tech 

Computational Grid: A Research Agenda", Virginia Tech Technical Report TR-02-31, 

December 2002, http://eprints.cs.vt.edu:8000/archive/00000641/ 

 

D.3 Presentations 

• "Thoughts on Fine Grained Authorization", LCG Security Workshop, CERN, 

Geneva, Switzerland, Dec. 15-17, 2003  

• "The PRIMA System for Privilege Management, Authorization and Enforcement 

in Grid Environments", Grid2003, Phoenix, AZ, Nov. 17, 2003  

• "First Experiences using XACML for Access Control in Distributed Systems", 

XML Security Workshop, Fairfax, VA, Oct. 31, 2003 

• "Grid Authorization - Issues and Approaches", Fermi National Accelerator 

Laboratory, Batavia, IL, June 17, 2003 

• "Privilege Management with Attribute Certificates", Work in Progress Session, 

2nd Annual PKI Research Workshop, NIST, Gaithersburg, MD, April 28, 2003 

• "The PRIMA System to support flexible and secure access to grid resources", 

Virginia Tech Research Symposium, Poster Session, Blacksburg, VA, March 26, 

2003 (First prize, Physical Sciences and Engineering category)  

• "Supporting Flexible and Secure Access to Grid Resources", Information Security 

Research Seminar, Commonwealth Information Security Center, James Madison 

University, Harrisonburg, VA, February 24, 2003 

• "Supporting Secure Ad-hoc User Collaboration in Grid Environments", 3rd Int. 

Workshop on Grid Computing - Grid 2002, Baltimore, MD, USA, November 

18th, 2002  

• "Management and Enforcement of Fine Grain Access Rights in Grid 

Environments", PhD Research Proposal / Preliminary Exam, Virginia Tech, 

Blacksburg, VA, USA, October 11, 2002 
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• "Gridwelten - Internet der nächsten Generation", Hanns-Seidel Stiftung, Wildbad 

Kreuth, Germany, July 28, 2002 

• "Symphony - A Java-based Composition and Manipulation Framework for 

Computational Grids", Thesis Defense, University of Applied Sciences Albstadt-

Sigmaringen, Germany, July 4, 2002 

• "A Security Architecture to Enable Ad-hoc Collaboration in Computational Grids 

- II" (together with D. Kafura and J. Holman), Commonwealth Information 

Security Center, James Madison University, Harrisonburg, VA, USA, June 26, 

2002 

• "Symphony - A Java-based Composition and Manipulation Framework for 

Computational Grids", 2nd IEEE/ACM International Symposium on Cluster 

Computing and the Grid (CCGrid2002), Berlin, Germany, May 21-24, 2002 

• "A Security Architecture to Enable Ad-hoc Collaboration in Computational 

Grids" (together with D. Kafura), Commonwealth Information Security Center, 

James Madison University, Harrisonburg, VA, USA, March 18, 2002 
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