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ABSTRACT 

 

A METHODOLOGY FOR CHARACTERIZATION AND PERFORMANCE 

ANALYSIS OF CONNECTION-BASED NETWORK ACCESS TECHNOLOGIES 

 

David C. Novak 

 

Network administration has become more difficult as the number of Internet users has 

grown and customer usage patterns have changed over time. Rapidly increasing 

subscriber bases, data intensive applications (such as streaming audio and video), heavy 

Web browsing, and large file downloads require significant resources and may tax 

existing network bandwidth. Reliability and quality of service are becoming serious 

issues for service providers across the country. Due to the dynamic nature of the 

information technology (IT) sector in general, it is difficult to predict future network 

usage patterns or what types of applications may be available, and how these applications 

may be used over time.  

 

This research presents a methodology to facilitate capacity planning and to improve the 

evaluation of network performance for connection-based networks using the Virginia 

Tech modem pool as a test bed. The abstract research question is can innovative business 

strategies be employed in lieu of, or in addition to, traditional management practices such 

as adding capacity in order to improve the performance of a dialup network? Examples of 

such strategies or business rules may include limiting the duration of an online session or 

limiting the number of times a given customer can dial into the pool in a specified time 

period. A complete network traffic characterization is conducted based on service time 

and interarrival time variables. A longitudinal analysis is performed to examine how 

traffic patterns have changed over time. Finally, a simulation model is utilized to examine 

how imposing different business rules during peak-periods of operation can reduce the 

blocking probability and improve the overall level-of-service. The potential contribution 

of this research appears to be significant based on the lack of existing literature.  
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CHAPTER 1 

NETWORK MANAGEMENT AND CAPACITY PLANNING 

 

Computer networking is one of the most exciting and heavily publicized technology-

based topics to emerge in recent years. There are very few people who have not made 

some use of computer networks, whether to send electronic mail (email), to transfer files, 

or to �surf the net� using a World Wide Web browser like Navigator or Internet Explorer 

(Peterson and Davie, 1996). Two decades ago, very few people had access to a computer 

network. Today, computer-based communication is an essential part of our infrastructure. 

Networking is widely utilized for both business and pleasure. The growth of the global 

Internet is one of the most interesting phenomena in networking. Over the span of a few 

decades, the Internet has grown from a research project involving a few dozen sites to a 

communication system with more than six million computers and tens of millions of 

users (Peterson and Davie, 1996). 

 

Reliance on computer networks to support an increasingly large and varied number of 

uses has grown along with the complexity of the various new technologies required in 

operating these networks. As the focus of many network professionals has shifted to 

gaining a better understanding of dynamic new technologies, the systematic management 

of computer networks has often been overlooked. There are many different technologies 

that comprise an individual network or groups of interconnected networks called 

internetworks. Mastery of all these technologies is difficult, if not impossible. However, 

effective management of network resources is critical in maintaining a functional high-

performance network, regardless of different types of hardware and software utilized. 

 

Network management includes a number of different aspects. The first is performance 

management, where objectives include quantifying, measuring, reporting, and analyzing 

and controlling the performance (utilization and throughput) of different network 
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components. The second is fault management, where objectives include logging, 

detecting, and responding to fault conditions in the network. The third is configuration 

management, where the objectives include tracking the devices on the managed network, 

as well as managing the hardware and software configurations of the devices. The fourth 

is accounting management, where objectives include managing user accounts and various 

shared resources. The fifth is security management, where objectives include controlling 

access to network resources according to some well-defined policy, and the use of 

firewalls to monitor and control external access points to the managed network. Saydam 

and Magedanz (1996) provide the following definition of network management. 

�Network management includes the deployment, integration and coordination of 

the hardware, software, and human elements to monitor, test, poll, configure, 

analyze, evaluate and control the network and element resources to meet the real-

time, operational performance, and Quality of Service requirements at a 

reasonable cost.� 

 

The management of network resources is complicated as large internetworks of 

heterogeneous networks are created, since a single organization rarely has control over 

the various links and the different devices that comprise the internetwork. This is 

particularly true in the case of data communication over various public networks such as 

the Public Switched Telephone Network (PSTN) or private networks belonging to local 

or regional cable television companies, utilities, or other organizations. Communications 

entities like long-distance telephone service providers and local cable television 

companies often lease capacity on their networks to individual service providers 

operating their own local area network (LAN). Large integrated networks like wide area 

networks (WANs) often consist of a number of LANs interconnected by a long-distance 

network. Therefore, operation and maintenance of regional communications networks is 

not the responsibility of a single party -- the integrated network may include dozens or 

even hundreds of individually managed LANs all using different hardware and software.  
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1.1. PROBLEM STATEMENT 

Network administration has become more difficult as the number of Internet users has 

grown and customer usage patterns have changed over time. Rapidly increasing 

subscriber bases, data intensive applications (such as streaming audio and video), heavy 

Web browsing, and large file downloads require significant resources and may tax 

existing network bandwidth. Reliability and quality of service are becoming serious 

issues for service providers across the country. Due to the dynamic nature of the 

information technology (IT) sector in general, it is difficult to predict future network 

usage patterns or what types of applications may be available, and how these applications 

may be used over time.  

 

Long-range capacity planning must become an essential part of managing network 

resources to provide an adequate level of customer service in the future. The need for 

capacity planning will only increase as more users are added to the Internet and the 

underlying infrastructure of the various networks deployed across the United States 

become more heavily used. Service providers must be able to estimate the capacity 

demand of their users and characterize basic network traffic patterns to provide a quality 

service. This is particularly true for providers that utilize third-party network resources to 

service their customers since changes in demand or usage patterns may require upgrading 

existing hardware and/or adding new capacity, leasing additional capacity, and/or 

changes in pricing policies.   

 

Over the past several years, the quality of service (QoS) or level-of-service (LoS) 

provided by numerous Internet service providers (ISPs) has been questioned with 

increasing frequency. LoS is a critical concept in telecommunications because it is a 

measure of how effectively the organization is meeting the needs of the customer 

(Freeman, 1999). There have been numerous instances of poor resource management and 

low quality service reported in the media. Possibly the most well publicized criticism 

involved the ISP giant America Online (AOL). Although AOL is certainly not the only 

ISP that continues to be criticized, it is repeatedly singled out for providing poor service 

and neglecting long-range capacity planning issues (Why America Online Sucks, 2000). 
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These management failures and the apparent lack of understanding regarding how 

customers may be using various Web-based services and the Internet in general, raise 

questions concerning how well existing networking resources are being managed around 

the country. Characterizing the online traffic patterns of users, conducting some type of 

traffic analysis, and attempting to forecast traffic based on historical data are essential 

procedures in long-term capacity planning.   

 

1.1.1. Managing Dialup Connection-Based Networks 

As Internet usage continues to grow, the demand for fast, reliable service also grows. In 

spite of the introduction of new network access technologies such as Asymmetric Digital 

Subscriber Line (ADSL), hybrid fiber coax (HFC) and broadband wireless, cable 

modems, and Integrated Services Digital Network (ISDN), traditional analog modems 

remain a popular and viable alternative for Internet access. In fact, most providers 

support the majority of their customer base using analog dialup modems or modem pools 

(Goodman, 1999; Rickard, 1998). In telecommunications systems such as analog modem 

pools, limited switching and transmission resources are available to the customer base as 

a whole. A pool of facilities is provided in common for a number of customers, and thus 

situations arise in which a customer is rejected or has to wait for connection due to a 

shortage of common resources (Akimaru and Kawashima, 1999). It is a common practice 

to quantitatively measure the LoS to clarify the relationship between customer service 

and the available telecommunications facilities.   

 

Analog modem pools present an interesting challenge in a management context because 

network administrators may have little control over the network resources used in 

maintaining online connections. In many cases, the local phone companies or Local 

Exchange Carriers (LECs), not the ISP, maintain all the telephone switches and the lines 

used for data communication over the PSTN. Since dialup modems operate over the 

PSTN into the home, traditional management of a modem pool generally involves 

maintaining the modems themselves. There are a number of resources that must be 

managed by the operator of the modem pool such as cycling algorithms, the 
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performance/reliability of the modems themselves, the number of modems contained in 

the pool, error resolution, etc. This is not a trivial process and management of these 

resources should be carefully considered as part of the overall management picture. 

Modem-related issues, however, are not the focus of this research. Rather, the focus of 

this research is on identifying and understanding current online traffic patterns to 

facilitate planning, evaluate network performance, and to develop a sound management 

strategy that is prescriptive rather than reactive in nature.  

 

Numerous service providers advertise specific modem to subscriber ratios as a LoS 

guarantee. For example, a 1:10 modem-to-user ratio is very popular and advertised on the 

Web sites of numerous ISPs. There is, however, a noticeable lack of analytical literature 

that justifies the use of any one specific modem to subscriber ratio (or even a range of 

ratios). Although, on the surface, the modem-to-user ratio is important in characterizing 

LoS, it is not the only important quality of service factor. Specific modem-to-user ratios 

may have less to do with obtaining high quality service than the number and capacity of 

the primary rate lines leased by individual service providers and the traffic patterns of 

individual users. This fact seems to be secondary to most dialup providers. Currently, 

there is very little literature that addresses connection-based traffic patterns in general, 

and more specifically very little literature relating to how changes in capacity, customer 

usage, technology, and various pricing schemes may impact these patterns.  

 

1.1.2. The Virginia Tech Modem Pool 

The Communications Network Services (CNS) of Virginia Tech currently operates and 

maintains an analog modem pool to service Virginia Tech affiliates. Although other 

Internet services are available through a myriad of private providers, the CNS modem 

pool has traditionally provided reliable, quality service for a reasonable price and 

therefore remains a popular service alternative. Over the past several years, sustained 

modem pool activity has increased noticeably. This trend is partially due to a large 

increase in the subscriber base throughout the 1990's. In the fall of 1994, the VTMP had 

fewer than 1,000 customers (C. Gaylord, personal communication, January 26, 2001). By 
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the fall of 1995, the number of customer accounts had more than tripled to around 3,200. 

The number of customer accounts more than doubled again between fall 1995 and fall 

1996 to around 7,300. More recently, the number of customer accounts has stabilized. 

There were approximately 9,700 customer accounts in 1997. The number of accounts 

grew to about 10,100 accounts in the fall of 1998 and then dropped back down to around 

9,700 by the fall of 1999. Although the customer base has been relatively stable over the 

past three years, CNS continues to experience increased demand for modem pool 

resources and congestion in the pool during peak periods of activity. 

 

Historically, CNS has experienced the heaviest demand for resources during time periods 

in the late afternoon and throughout the evening. Peak period usage times (the times of 

very heavy utilization when the arrivals are essentially in equilibrium) have spread over 

the past few years. While some portion of the increased activity within the pool can be 

attributed to the rapid growth in the subscriber base throughout the 1990's, this growth 

does not necessarily explain the continued increase in activity more recently. Despite the 

fact that modem pool capacity has been routinely upgraded (first with the increase in the 

number of subscribers and more recently due to increased demand for resources), 

utilization remains extremely high. Due to cost considerations, CNS is questioning the 

rationale of adding capacity to the pool as existing resources become more heavily 

utilized.  

 

To gain a better understanding of traffic within the pool, CNS was interested in 

accurately characterizing online traffic patterns in terms of common traffic parameters 

such as service times and interarrival times. Characterizing existing traffic patterns was 

viewed as a first step in gaining a better understanding of usage within the VTMP and 

ultimately enabling the organization to develop long-term management approaches that 

may improve LoS. To continue to provide quality service, CNS has considered several 

usage policies aimed at reducing modem pool congestion, particularly during peak hours. 

At the same time, CNS does not want to restrict access to the pool to the point that 

customers begin to cancel their accounts and look to other providers for service. These 

usage policies are discussed in more detail in subsequent chapters. 
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CNS currently operates and manages the campus LAN and also manages 

NET.WORK.VIRGINIA, an advanced, broadband network delivering ATM 

(asynchronous transfer mode) service to over 600 sites statewide. Despite the abundance 

of network management and technical experience, management of the VTMP has 

presented the organization with a number of unique challenges. First, CNS cannot 

manage network traffic traversing the PSTN. Verizon (the LEC) operates and maintains 

all PSTN communication hardware. At some point, all modem pool traffic is aggregated 

onto lines owned and operated by Verizon. CNS has no control over these lines or the 

switches on the lines, and therefore does not have complete control over the performance 

of the modem pool. This is true for any provider that utilizes leased lines and or hardware 

to varying degrees. Second, CNS collects a variety of modem pool data regarding user 

sessions using an off-the-shelf database hardware and software solution called the 

Terminal Access Controller Access Control System (TACACS). Specific variables of 

interest such as service time and interarrival time are not provided by default in this 

system. In fact, the TACACS database does not provide data in a format conducive to 

conducting detailed performance analyses by default, as it is not a performance analysis 

tool. Based on a review of existing diagnostic software, it appears as though off-the-shelf 

performance analysis tools are not readily available to most dialup providers. Third, as in 

most organizations, there has been some turnover between various projects. The 

individuals who initially managed the modem pool project are no longer involved with 

daily operations, data collection and even the data of interest has changed, and in some 

cases certain information/expertise has been lost.  

 

In general, there are a number of difficulties associated with modeling an analog dialup 

modem pool. One, the collection of data is difficult. Two, the costs in terms of both 

dollars and time are relatively high. And three, in the past, the utility of conducting such a 

study was questioned due to rapid evolution of system capabilities and user 

characteristics. Nevertheless, accurate long-range capacity planning cannot occur without 

some prerequisite knowledge concerning existing traffic patterns and how those patterns 

may have changed over time. It is also important to note that inferences drawn from 

traffic models for the design and management of systems without empirical 
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determination of parameter values and without testing the model with the estimated 

parameters are suspect (Fuchs and Jackson, 1970). To initiate the development of a long-

range strategic management plan, CNS requested a project designed to analyze existing 

session data from the TACACS database to gain some insight into existing traffic 

patterns within the VTMP. 

 

The characterization project was undertaken during the summer of 1999. The objectives 

of the project were relatively straight forward, but required significant time and effort to 

achieve. The initial objectives involved characterizing several key traffic parameters � 

namely service time and interarrival time. The characterization of these parameters 

through statistical analysis was determined to be a necessary step into gaining some 

understanding of existing traffic in the VTMP. This understanding would, in turn, allow 

for more effective planning and the possible implementation of specific policies relating 

to modem pool usage designed to improve the LoS. 

 

1.2. OBJECTIVES OF RESEARCH 

This research seeks to develop a methodology to facilitate capacity planning and to 

improve the evaluation of network performance for connection-based networks using the 

VTMP as a test bed. The abstract research question is, can innovative business strategies 

or business rules be employed in lieu of, or in addition to, traditional management 

practices such as adding capacity to improve the performance of a dialup network? 

Examples of such strategies or rules, hereafter referred to as business rules, may include 

limiting the duration of an online session or limiting the number of times a given 

customer can dial into the pool in a specified time period. The potential contribution of 

this research appears to be significant based on the lack of existing literature. To the best 

of the author's knowledge, there are no studies that directly address LoS in terms of 

blocking probability. There are no studies that examine the relationships between various 

traffic parameters and blocking, or that examine the relationships between the addition of 

new capacity and blocking. Furthermore, there are no studies that consider the 

performance or LoS of dialup networks from a business perspective. Much of the existing 
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literature falls short of addressing relevant issues such as how network performance may 

be impacted by changes in traffic patterns or how network performance may be impacted 

by changes in capacity allocation and how these changes may eventually impact the 

viability of service providers. To accomplish the overall research objective, a number of 

sub-objectives are specified.  

1. Perform a network traffic analysis that includes a detailed statistical characterization 

of interarrival time and service times to depict existing traffic patterns.  

2. Perform a longitudinal analysis to examine how network traffic patterns have 

changed over time.  

3. Conduct an analytical network performance analysis by calculating the steady-state 

blocking probability at a given point in time using specified traffic parameters to 

quantify the current LoS and to validate more advanced simulation models.  

4. Consider various management solutions that may improve service and/or provide a 

given  (LoS) based on changes in capacity, changes in the user base, changes in 

traffic patterns, and/or the implementation of policies designed to change user 

behavior. The final objective is exploratory in nature and addresses a number of 

outstanding issues such as how changes in traffic patterns may impact the 

performance of a network.  

 

1.3. RESEARCH METHODOLOGY 

Because a number of sub-objectives are specified, there is no single methodology utilized 

in this research. Based on a review of the literature, there are a number of tools and 

techniques commonly employed in evaluating network traffic and constructing 

communications traffic models. There is, however, nothing in the literature that directly 

relates to analyzing traffic patterns in a dialup modem pool. Commonly used tools and 

techniques include univariate and advanced statistical analysis, both linear and nonlinear 

programming, simulation, and queueing theory. At the time of writing, CNS had no plans 

to deploy a large-scale questionnaire addressing user behavior and/or pricing issues 

concerning dialup services. All analyses are limited by the data currently collected by the 

TACACS system.  
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The underlying research methodologies are discussed in detail in this section. The 

methodologies are divided into two parts, Section 1.3.1 and Section 1.3.2. The basic 

statistical methodologies used to characterize existing network traffic based on service 

times and interarrival times are discussed in Section 1.3.1. These methodologies are 

involved in completing sub-objectives 1 � 2 outlined in Section 1.2. Section 1.3.2 

discusses more advanced methodologies aimed at evaluating network performance and 

facilitating and improving network management. The methodologies presented in Section 

1.3.2 are consistent with sub-objectives 3 and 4 outlined in Section 1.2. 

 

1.3.1. Basic Statistical Methodologies 

Service times and interarrival times are the key metrics or parameters of interest used in 

characterizing traffic patterns in the VTMP and in dialup performance analyses in 

general. These parameters are analogous to the two key parameters used in 

telecommunications traffic engineering, holding time and calling rate (Freeman, 1999). 

The definitions of service time and interarrival time presented in this section differ 

slightly from their telephony counterparts since the problem domain is not voice calls; 

however, the concepts are identical. Service time is the length of time a phone line and 

modem are in use for a given session, inclusive of modem initialization. Service time 

describes the duration of an individual modem pool session. Or more accurately, the 

length of time a particular modem is tied-up or unavailable for additional incoming calls. 

In this paper, the mean service time is represented by µ. Interarrival time represents the 

elapsed time between newly arriving calls in seconds. In this paper the mean interarrival 

time is typically represented by λ. 1/ λ represents the mean interarrival rate -- the number 

of incoming calls per second.  

 

The first objective of the research is to perform a detailed statistical analysis 

characterizing traffic patterns based on service time and interarrival time for specific data 

sets. This involves examining the underlying distributions of the data and collecting 

summary statistics that provide some insight into usage patterns. During the preliminary 

analysis twenty-four hour-long, continuous time intervals were examined for a single 
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year. An aggregate data set was examined as a whole for the year, as well as aggregate 

data sets for each of the seven days of the week. The focus of this study is on the peak 

period, and in most cases, non-peak period data will not be examined in detail. The 

second objective of the research involves conducting a longitudinal analysis to examine 

how (or if) service times and interarrival times have changed over time using sample data 

sets from the same time periods over a four year time period (1996 � 1999). The mean 

values for the aggregate daily data sets are compared as well as the mean values for each 

of the 24-hourly intervals. Mean values for peak periods will also be compared. An 

appropriate multiple comparison test is employed based on the underlying distribution of 

the data and the sample size. 

 

1.3.2. Advanced Methodologies 

The third objective of the research involves estimating the current blocking probability of 

the modem pool during steady-state operation to assess the performance of the VTMP 

using analytical queueing models. Queueing theory is a commonly used tool to evaluate 

performance of both data networks and telephone networks (Robertazzi, 1994). The 

purpose of this objective is to validate the simulation model that will be used to 

accomplish the fourth objective. Since selecting and then solving an analytical queueing 

model depends on the underlying distributions of both service time and interarrival time, 

several generalized assumptions are employed in this analysis. A standard Markovian 

M/M/m/m or M/M/m loss queueing model is initially used to estimate blocking 

probability using the average service time and average interarrival time values obtained 

from the first objective as input parameters to the queueing model. This model assumes 

Poisson arrivals and assumes that the service time parameter follows an exponential 

distribution. It is a reasonable assumption to regard customers as a relatively independent 

source of traffic (Bear, 1988). This assumption may not exactly hold in the case of the 

VTMP, since the customer base consists only of students, faculty, and staff during the 

course of a semester. For theoretical purposes, these conditions are assumed to hold 

precisely, although they are only approximately satisfied in the real world. A more 

detailed description of the model assumptions is provided in Chapter 4.  
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The fourth objective of the research is purely exploratory in nature. A number of open-

ended performance questions regarding how the implementation of various management 

strategies may impact the overall performance of a dialup network are proposed. 

Examples of performance issues include examining how changes in traffic patterns 

impact the overall performance of a network; examining how adding capacity (by adding 

modems to a modem pool) may impact the performance of a network; and examining 

how imposing different business rules may impact the performance of a network. The 

answers to these questions, and more specifically, the methodology used to obtain these 

answers are the most valuable aspect of this study. Not only because these types of 

questions are currently being asked by CNS, but because these types of questions are 

questions that any provider needs to be able to answer to successfully plan medium to 

long term operations. Service providers in general, need some tool that will enable them 

to estimate how specific management actions (or lack of action) may impact the LoS.  

 

To model the dynamic nature of the VTMP, a simulation model is built using OPNET 

Technologies network simulation tool, OPNET Modeler�. Simulation is a commonly 

used tool to model communications network connectivity and performance because there 

are many dynamic conditions for which exact solutions cannot be obtained (Akimaru and 

Kawashima, 1999). Simulation is a tool that allows one to model systems in situations 

where it may be too complex or even impossible to use an analytical model (Law and 

Kelton, 1991). The analytical performance analysis mentioned in objective 3 is employed 

expressly for validation of the simulation model used in objective 4. A number of specific 

questions are considered regarding the implementation of different management 

approaches.  

1. Can business rules be used to improve performance of a dialup network?  

2. If so, which business rules are most effective in improving network performance and 

how effective are they? 

3. Are dynamic business rules more effective than static business rules (dynamic 

business rules are implemented only when traffic characteristics of the VTMP exceed 

a baseline value)? 

4. How does the addition of modems to the VTMP impact network performance? 
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5. What is the optimal management practice concerning the implementation of both 

business rules and adding capacity (through the addition of modems)? 

6. How do changes in traffic patterns impact the performance of the VTMP? Can a trend 

of pattern be identified? To what degree is the effectiveness of business rules 

influenced by traffic patterns? 

7. What is the relationship between adding capacity and changes in traffic patterns? Can 

a trend or pattern be identified? 

8. What is the relationship between the subscriber base, the number of modems in the 

pool and system performance? Can a trend or pattern be identified? 

 

1.4. SCOPE AND LIMITATIONS 

The research is based on dialup session data contained in the CNS TACACS server and 

includes only data from 1996 - 1999. The primary focus of this research is the peak 

period of operation. Peak period is defined as a given time interval where usage is very 

heavy. For all intents and purposes, the system can be viewed as being in equilibrium 

during this time because as soon as a customer leaves the pool, another immediately takes 

the departed customer's place. In some cases the pool may be saturated during the peak 

period, but this is not necessarily the case. The term steady state cannot accurately be 

applied to the peak period since the mean of both traffic parameters (service time and 

interarrival time) change during this time period. For the purpose of this paper, peak 

period is defined as the continuous time interval between 6:00 PM - 11:00 PM inclusive. 

The peak period interval is discussed in more detail in Chapter 4. 

 

It is important to note that the conclusions obtained from this research may or may not be 

generalized and applied to other dialup networks, connection-oriented networks, or to 

connectionless packet-switched networks as a whole. This is true of campus modem 

pools also. It is impossible to assess how modem pool usage at Virginia Tech might be 

different from modem pool usage at other ISPs or even at other universities. Other 

universities may have larger or smaller online course-based requirements for example. In 

a more general sense, online behavior of modem pool customers in an academic setting 
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may be significantly different than online behavior of customers in a non-academic 

setting. There is currently no research that provides any type of comparison between 

academic and non-academic users. As a consequence, the ability to generalize the results 

of this research and directly apply it to other problem domains may be limited. 

 

The generalizations that can be made based on this research focus on the underlying 

methodology and analytical techniques that are developed and employed. The techniques 

presented in this paper may be used to evaluate the performance of other networks and 

applications based on circuit-switched technologies and may be applied to other service 

providers or to enterprise networks. The methodology presented in this paper is used to 

facilitate network management and encourage long-range capacity planning. It should 

apply (at least in principle) to other connection-based access methods and even to packet-

switched and cellular access methods as well. Trends in usage patterns and estimated 

impacts resulting from various changes in management approaches may also provide 

valuable insight into network management and performance in a general sense. A 

detailed discussion of the issues associated with the generalization of the research is 

presented in Appendix B, Generalization of Research. 

 

The primary limitations to this study involve the type and quantity of data available for 

analysis. Although service times and interarrival times are the two critical parameters 

needed to assess network traffic patterns and are essential input parameters for simulation 

and queueing analysis, they may not be sufficient for describing user behavior in general. 

The observed service times and interarrival times do not provide insight into the factors 

driving specific behavior, do not provide any indication of user preferences, and do not 

provide any insight into how specific applications or services are being used. Service 

time and interarrival time are used to examine changes in traffic patterns over time as 

outlined by the second objective discussed in Section 1.3. There is nothing inherently 

wrong with this approach; however additional data would be extremely useful in 

identifying potential causes of change and user perceptions regarding the current LoS.  
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Level-of-service (LoS) itself is a fairly intangible concept because it can mean different 

things to different customers (Freeman, 1999). In the case of this research, the probability 

of blocking is used as a proxy for LoS. However, there is no comparison between the 

blocking probability associated with the VTMP and other campus modem pools or dialup 

services provided by other ISPs because the data are not available to perform such an 

analysis. It unclear what level of blocking is acceptable to customers or even what level 

of blocking probability is considered "acceptable" or "good." In fact, different customers 

may have very different perceptions of what constitutes an unacceptable level of 

blocking. Local ISPs may experience different levels of blocking during peak hour 

operation than the VTMP and/or may have vastly different traffic patterns.  

 

A second limitation of the study pertains to the longitudinal analysis. Only four years of 

data are currently available for analysis (1996 � 1999). Although it would be very useful 

to examine additional data points, the data are not available to do so. CNS stores only a 

limited amount of its historical data. Furthermore, the TACACS system was not 

implemented before 1996, so detailed historical data regarding modem pool sessions are 

not available prior to 1996. CNS adopted a new data collection and storage system in fall 

1999 called TACPLUS. The new system does not format the session data in the same 

way as the TACACS system. When conducting a time series analysis, more data 

reference points are generally preferred to fewer reference points. Since the number of 

data points is limited, analyzing data trends over the past four years may not provide the 

desired level of insight into historical changes in data traffic in the VTMP. 

 

A third limitation to the study is that it is exploratory in nature. There is not a single 

question that is being examined. More accurately, there are a number of open-ended 

questions relating to how various management practices may impact the LoS of the 

network. These questions are examined using discrete-event simulation. The results 

derived from a simulation model are only as good as the model itself. Determining 

whether a particular simulation model is an accurate representation of the actual system 

being studied � whether the model is valid � is one of the most difficult problems 

encountered when simulation is used as a modeling tool (Law and Kelton, 1991). By 
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nature, simulation is an imperfect tool. Simulation models must be carefully verified and 

validated before they are used. Verification is the process of determining that the 

computer program performs as intended. Validation is concerned with whether the 

conceptual simulation model is an accurate representation of the system being modeled 

(Law and Kelton, 1991). Finally, simulation is a statistical tool that is based on 

probability. Numerous replications of the model must be run and the output must be 

statistically analyzed before conclusions are made. It is possible that unusual events may 

not be captured in the simulation. It is also possible that although the model may be 

validated for a particular time period, conditions may change and the model may need to 

be re-evaluated. Finally, simulation does not provide any insight into cause and effect 

relationships.  

 

1.5. PRESENTATION OF RESEARCH 

Chapter 2 presents an overview of communications and networking. Telecommunications 

issues are discussed along with data communications issues. Packet-switched and circuit-

switched networks are examined as well as connection-oriented and connectionless 

networks. A detailed literature review is presented in Chapter 3. The statistical 

characterization of network traffic is presented in Chapter 4. The longitudinal analysis 

including graphical results as well as a comparison of means analysis is provided in 

Chapter 5. A detailed description of the simulation model as well as the results of all 

simulation analyses are presented in Chapter 6. Chapter 7 concludes the research and 

discusses some of the key lessons learned from the research as well as addressing 

additional research issues. The details associated with the squared coefficient of variation 

calculations for individual data sets are presented in Appendix A. Appendix B discusses 

how this research may be generalized and applied to other problem domains. A brief 

description of alternative high-speed/high-capacity technologies for the Single Office 

Home Office (SOHO) or consumer Internet market is also described. The chapter 

concludes with a discussion of why analog modems may continue to provide a viable and 

popular access method for years to come. Detailed output from the comparison of means 

analysis is presented in Appendix C.   
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CHAPTER 2 

COMMUNICATIONS AND COMPUTER NETWORKING OVERVIEW 

 

The purpose of this chapter is to provide a general overview of networking and to 

examine the specific characteristics associated with voice and data communications, 

circuit-switched and packet-switched networks, as well as connection-oriented and 

connectionless networking technologies. The rationale behind the overview is to give the 

reader some insight into the research problem domain. The chapter then ties everything 

together and relates the various topics back to this specific research project. Readers who 

are familiar with various networking technologies and data and voice networks in general 

may be able to skim through this chapter or skip it entirely. 

 

Data and voice networks are compared and contrasted in Section 2.1. Section 2.1.1 

provides an overview of telecommunications including Plain Old Telephone Services 

(POTS). Section 2.2 describes the basics of circuit-switched networks. Packet-switched 

networks are briefly discussed in Section 2.3. The differences between voice and data 

communication are discussed in Section 2.4. Detailed characteristics of data and voice are 

presented in Section 2.4.1. Section 2.5 describes connection-oriented and connectionless 

networks. Section 2.6 summarizes the chapter. 

 

2.1. NETWORKS: A SYSTEMS PERSPECTIVE 

A number of different technologies work together to create a network. Voice and data 

signals are carried over a variety of transmission media and switched and/or routed so 

that they reach only the intended destination. Smaller networks are aggregated together to 

form larger networks or internetworks where information can be transmitted to and from 

various cities in various countries around the world. In the United States, a key 

component to the Internet and the overall telecommunications network in general is the 

Public Switched Telephone Network (PSTN). The PSTN is an important component of 



 18 

an internetwork because it provides a large portion of the physical infrastructure that 

allows for the interconnection of various smaller networks. Individual local area networks 

(LANs) consisting of various access technologies and hardware are interconnected by a 

long-distance network (which is a component of the PSTN). A generic illustration of the 

PSTN is provided in Figure 2.1.  

 

Figure 2.1. The PSTN: Local Networks Interconnected by a Long-Distance Network 

 

 

Communications technologies have made incredible advances over the past three 

decades. New transmission technologies offer large bandwidths capable of carrying 

voice, data, and video signals. New electronic switching systems are more reliable and 

smaller in size than the electromechanical systems of the past, and the computers that 

control them offer great flexibility with respect to new programmable services (Noll, 

1999). The possibilities seem endless. Despite the utopian view of communication 

technologies where every home and business has a dedicated, high-capacity fiber 

connection and voice, data, and video communication are integrated into a single system, 

the PSTN remains the largest, most heavily used communication network in the United 

States (Freeman, 1999; Noll, 1998). By default, the vast majority of internetworking that 

occurs today utilizes the PSTN to some degree. 
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Developing a clear understanding of networking, particularly the Internet, wide area 

networks (WANs), and enterprise networks requires some understanding of how the 

PSTN works. This is because the PSTN provides the majority of the physical links that 

make interstate and international communication possible. With respect to telephony, a 

flat rate is generally charged that allows the calling party to make unlimited calls within a 

defined local area (Noll, 1998). Calls outside that area (long-distance calls) are billed 

based on the distance and length of the call. Originally, the physical network connecting 

various cities in the United States was owned by the Long Lines Division of the 

American Telephone and Telegraph Company (AT&T) (Noll, 1998). Today, a number of 

independent organizations (such as Sprint and MCI for example) provide long-distance 

services using either their own facilities or by reselling services provided over another 

company's facilities. These high-capacity fiber optic links (the physical infrastructure) 

provide the foundation for most of the interstate communication in the United States -- 

voice, data, and video. In the context of this paper, the PSTN refers to both the local 

telephone network that provides copper pairs to the home and the high-capacity backbone 

networks owned and operated by a number of long-distance carriers. Even if an 

organization deploys and maintains its own physical network infrastructure, it generally 

must utilize the PSTN to some degree to fully take advantage of the Internet. This is 

because there are no organizations in the United States other than a handful of long-

distance carriers that provide a publicly available national communications infrastructure. 

 

2.1.1. Telecommunications Overview 

In the United States, most every building, including single family homes, have at least 

one telephone jack. Each telephone jack is connected to a pair of wires (or copper pair) 

that run out of the building and connect to some type of telephone switching equipment 

within about 20,000 feet of the building (Rauschmayer, 1999).  The pair of copper wires 

is commonly referred to as the subscriber line. The relevance of the subscriber line in 

terms of networking is that it provides a physical means for transmitting data as well as 

voice. The subscriber lines may serve a group of homes, an apartment building, an office 

building, or any generic subscriber. Telephones, fax machines, and analog modems are 
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all common devices found at the subscriber end of the subscriber line. Generically, these 

devices are referred to as Plain Old Telephone Service (POTS) devices. Figure 2.2 shows 

a typical section of the telephone system.  

 

Figure 2.2. Subscriber Lines and a Central Office with a Telephone Switch 

Source: Rauschmayer, 1999 

 

The PSTN is a circuit-switched (or virtual circuit) network that is available to everyone 

(hence the term public in PSTN). Switching selects the route to the desired destination 

that the transmitted signal travels. This is accomplished by the closing of electronic 

switches in either the space domain or the time domain or some combination of the two 

(Freeman, 1999). Switching is analogous to establishing a circuit between two end points. 

The term switched is used to contrast the PSTN with networks created from private lines 

that are dedicated, not switched (Noll, 1998). Private and public networks actually share 

space on the same physical facilities. This is accomplished through the use of virtual 

networks. Virtual networks are used by businesses as an alternative to deploying and 

maintaining their own private physical networks (although some organizations do 

maintain their own private networks). Businesses lease line circuits from the established 

common carrier to create their own private networks for in-house use (Noll, 1998). The 

leased circuits can be voice-grade quality private lines, high-speed data lines, or digital 

lines capable of carrying multiple voice-grade circuits. A virtual network is a subnetwork 
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of the PSTN because both public and private communication is being transmitted over 

the same physical network, though separated in virtual space.  

 

Trunks connect telephone switches. A trunk is simply a transmission path between 

exchanges or central offices (Freeman, 1999). Transmission can occur over a variety of 

media: wire-pair cable, coaxial cable, fiber optic cable, microwave radio, or even satellite 

communication. Telephone switching equipment is designed to allow one end user to call 

another end user. The links between the various telephone switches are typically high-

bandwidth fiber optic connections, capable of serving many users simultaneously. But, 

since there are many potential end users, each end user can only use a small portion of the 

entire bandwidth of the link. Likewise, the switching equipment located at the central 

office is designed to only handle small amounts of bandwidth per end user. The modern 

POTS has a maximum carrying capacity of 64 Kbps (Rauschmayer, 1999).  

 

Transmission is the aspect of telephony that deals with the various media and 

technologies for conveying signals from one place to another -- voice, data, or video 

signals (Noll, 1998). As discussed in the proceeding paragraph, there is a variety of 

media used to transmit and convey signals. Sometimes media only carry a single signal, 

while other times they carry many signals combined together, or multiplexed. The 

commonly used multiplexing techniques are frequency-division multiplexing (FDM), 

which is sometimes called analog transmission and time-division multiplexing (TDM), 

which is also referred to as digital transmission (Noll, 1998). Today, most transmission is 

time-division multiplexing of digital signals over optical fiber. 

 

Analog multiplexing combines a number of voice circuits with each voice circuit given 

its own unique space in the frequency spectrum. In its most basic form the signal is called 

a baseband signal and occupies the frequency spectrum from about 300 Hz to 3,400 Hz 

(Freeman, 1999). Analog multiplexing suffers from noise, distortion, and other 

impairments and has been largely replaced by digital multiplexing. Digital multiplexing, 

or TDM, is used to combine a number of digital signals where a sample of each signal is 

given its own unique time interval or time slot and a large number of time slots is then 
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transmitted repetitively. The digital signals can be either an analog signal (telephone, 

speech, facsimile, or modem signal) that has been converted into a digital format or 

digital data that has been generated directly by a computer (Noll, 1998). The 64 Kbps 

digital version of a single voice signal is called a DS-0 signal. Digital is also known as 

pulse code modulation, since the amplitudes of the signal are encoded as binary 

combinations of on-off pulses.     

 

Most consumer data users (i.e. online home PC users) have only analog access to the 

digital PSTN (Freeman, 1999; Goodman, 1999). Their connectivity to the Internet (or the 

network in general) is via the copper subscriber loop to the local telephone exchange. At 

this point the analog channel (the subscriber loop) enters a pulse code modulation (PCM) 

channel bank and the signal is converted to a digital signal. Analog transmission is 

designed to optimize voice traffic and therefore hinders the transmission of binary digits 

or bit streams. To transmit data over voice facilities (i.e. the subscriber loop), the digital 

computer signal must be converted to a signal in the voice frequency range. A modem, an 

acronym for modulator-demodulator, is the equipment that performs this conversion and 

effectively allows computer generated data traffic to traverse the voice-oriented PSTN. 

 

2.2. CIRCUIT-SWITCHED NETWORKS 

Circuit-switched networks like the PSTN focus on setting up and taking down individual 

connections (Goralski and Kolon, 1999). A number of technologies work together to 

create the network. Data and voice signals are switched so that they reach only their 

intended destination. Switching selects the route to the desired destination that the 

transmitted signal travels. The entire PSTN, which is comprised of various smaller 

networks that facilitate end-to-end communication, is itself controlled by various signals 

that tell the switching machines what connections to perform and that assign transmission 

channels. In the case of the PSTN, after a caller dials the requested telephone number, 

network switches methodically find a path through the network(s) to the destination, 

reserve a certain amount of bandwidth along the call�s path, ring the destination phone, 

and make the connection when the telephone is answered. For all intents and purposes, a 
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point-to-point circuit now connects the two telephones. The call must still be terminated 

in an orderly fashion so that the resources being used during the call (bandwidth, 

memory, and ports on the switches) can be returned to the network and used by 

subsequent callers. 

 

The PSTN is referred to as a circuit-switched network because the switches contained in 

the network seem to form an actual electronic circuit between the caller and receiver 

(Goralski and Kolon, 1999). A PSTN voice connection is referred to as a call. Even when 

a connection is set up for the explicit purpose of data transfer, the network still treats the 

connection as a voice call. Circuit-switched networks place very few restrictions on the 

format of the information sent over the network. The primary limitation is that the 

bandwidth, or the range of frequencies are limited to that which the circuit is capable of 

handling. Data traverse the network in exactly the same way as voice. Calls in progress 

are not re-routed, and calls that are blocked are dropped. Thus, when a end users 

establishes a modem-based connection over the PSTN, a dedicated circuit is established 

for the duration of the session regardless of how the circuit is being utilized. Circuit-

switching networks have the following four characteristics: 

1. Signaling protocols set up the connection. 

2. All bits follow the same path through the network. 

3. The path consumes all the bandwidth all the time. 

4. The connection is torn down after the call is completed. 

 

2.3. PACKET SWITCHED NETWORKS 

Packet networks were designed to address the separate needs of data, with variable bit 

rates, and error-free data communications. While computers originally utilized direct 

point-to-point circuits for data transfer, the use of all the bandwidth all the time was 

extremely wasteful. The packet is the key concept in a packet-switched network. A 

packet can be defined as a unit of data that leaves one node and traverses the network 

intact until it reaches the destination node (Goralski and Kolon, 1999). The purpose of the 

packet is to get information from one node on the network to another. Packets contain 
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some network address information to ensure that the various devices on the network can 

determine where the packet came from and where it is going.  

 

Packet-switched networks are designed to optimize the transfer of digital data and differ 

from circuit-switched networks in two basic ways. First, the multiplexing methods 

utilized in the two networks are different. Second, packet-switched networks introduce 

the concept of buffers, which are not utilized in circuit-switched networks (Goralski and 

Kolon, 1999). Circuit-switched networks, specifically the PSTN, rely on voice-oriented 

time-division multiplexing (TDM) to combine the basic 64 Kbps digital voice channels 

for transmission over a single media such as two pairs of twisted wire or two strands of 

fiber-optic cable. TDM divides the total bit rate into a series of time slots with an 

identical duration. Each time slot typically carries eight bits. Figure 2.3 illustrates TDM.  

 

Figure 2.3. Example of Time Division Multiplexing 

 

 

TDM operates in a round-robin scheme where the multiplexor sends a small number of 

bits (generally eight -- or a byte) from source one, then sends a small number of bits from 

source two, and so on. This approach guarantees equity among the various sources. Each 

source is guaranteed its share of the bandwidth and the various flows cannot interfere 

with one another (Peterson and Davie, 1996). The disadvantage of TDM is that unused 

bandwidth cannot be transferred to a different source. For example, if C does not have 

any information to send, the time slots allocated to C simply remain empty. They are not 

re-allocated to A or B. 
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Since data communications are bursty, it makes little sense to multiplex data into fixed-

bit-rate channels using TDM. Data-oriented packet networks utilize statistical TDM or 

asynchronous TDM (Goralski and Kolon, 1999). This approach unchannelizes the total 

capacity of the link, allowing each source to utilize the full capacity of the link but not at 

the same time. The statistical TDM is illustrated in Figure 2.4. 

 

Figure 2.4. Example of Statistical Time Division Multiplexing 

 

 

Given the bursty nature of data traffic, it is often the case that the various sources have 

different needs for the shared link at any given point in time. For example, at a given 

point in time, A may be extremely busy, B may be much less busy, and C may not be 

busy at all. If standard TDM is used, C�s slots are wasted, they cannot be reallocated 

between A and B. Statistical TDM allows the multiplexors to assign the bandwidth on the 

link dynamically as needed by the end nodes that share the link (Goralski and Kolon, 

1999). In this particular illustration, Source A is allocated the majority of slots because it 

has the most data to transmit. Source B is allocated fewer slots because it is not very 

busy. And Source C is not allocated any slots because it is not being used at the moment. 

 

If packets are received from two different sources at the same time, one of the packets 

must be buffered while the other is sent. When the bursty activity subsides, the buffered 

packet is sent. A buffer is a memory area reserved for networking purposes (Goralski and 

Kolon, 1999). Since buffers are a fixed resource, when there are no buffers available, 

incoming packets are discarded. The number of packets a particular device can queue is 
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dependent on the buffer space contained in that device. As the buffer size of an individual 

device increases, the potential for variable delay becomes greater. For example, if a 

packet arrives at a network node with a buffer of five packets, it will be queued behind 

any other packets already stored in the buffer as long as the buffer capacity of five has 

not been exceeded (in which case the packet would be dropped). The incoming packet 

must wait its turn to be released from the buffer to the destination. Generally, it will be 

delayed by at least the n packets before it. The next network node the packet encounters 

on its way to the destination node may also buffer the packet.  

 

Circuit-switched networks have no buffers. Packets/messages in a circuit-switched 

network travel directly through the network without being delayed by the network nodes 

because there is a direct connection established between the sender and receiver. In a 

packet-switched network there is no dedicated connection established between the sender 

and the receiver. Individual packets in a packet-switched network may be delayed and/or 

dropped. There is a trade-off between circuit-switched networks and packet-switched 

networks. The efficient use of unchannelized packet network links is balanced by the 

need of packet-switched networks to incorporate extensive buffers and processor-

intensive buffer management schemes which may lead to more variable network delay 

(Goralski and Kolon, 1999). It is generally accepted that voice traffic is optimized over a 

circuit-switched network and data is optimized over a packet-switched network. The 

characteristics of voice and data traffic are discussed in the next section. 

 

2.4. DATA COMMUNICATION VERSUS VOICE COMMUNICATION 

Historically, separate transmission approaches have been applied to data communication 

and voice communication. The PSTN was designed to service voice communications in a 

circuit-switched manner. Data networks like the Internet developed as packet-switched 

networks (Goralski and Kolon, 1999). It has traditionally been very difficult to support 

circuit voice on a packet-based data network. This has changed to some degree as voice 

over IP (VoIP) has developed. On the other hand, packet data are frequently transmitted 

over circuit-switched networks. Every time a user employs a modem to link a home PC to 
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the Internet, he or she is using a circuit-switched network to transfer data packets 

(Goralski and Kolon, 1999). The PSTN, however, was not designed with the notion of 

optimizing data communications in mind. Although the PSTN is frequently used for 

packetized data communication, it has limited bandwidth and does not deal well with 

bursty traffic.   

 

2.4.1. Characterizing Data and Voice  

With the phenomenal growth of data communication, there is an increased demand for 

switching and terminal devices designed to handle large amounts of data as well as voice 

traffic for each end user. A fundamental communications issue is whether data traffic 

should be supported, or can be optimally supported, on the same subscriber lines that the 

telephone system currently use (with upgrades) or whether a new high-bandwidth packet-

based infrastructure should (or will ever) be deployed to the curb. In other words there 

are two different schools of thought with regard to the future of communications: 1) 

design and construct a completely new packet-based infrastructure designed expressly for 

the purposes of data transmission, or 2) adapt the existing telephone facilities for data 

transmission. There is certainly no lack of discussion as to how data and voice traffic 

should be supported. At this point in time, option #2 seems more feasible, at least over 

the short term. 

 

There are a number of reasons why deploying a new high-bandwidth, packet-based 

infrastructure to the curb may not be practical in the short term. First and foremost, 

adding bandwidth by either adding new links or upgrading existing links is very 

expensive. Although many organizations are moving to deploy new links and/or 

upgrading existing links with high-capacity fiber-optic cable, it won�t happen overnight. 

Bandwidth supplied by wires or cable, such as telephone, cable television, local area 

networks (LANs), may not seem limited because wires can always be added or replaced 

by higher-capacity connections (Lu, 1998). However, the cost of installing new wires or 

fiber-optic cable and the difficulties associated with integrating new capacity are 
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prohibitive and may place functional limits on available bandwidth for years or even 

decades.   

 

Second, there are large functional communications networks that already exist. The 

PSTN is by far the largest, most heavily utilized communications network in the United 

States (Noll, 1998). It is very convenient and cost effective to utilize existing copper 

phone lines to provide data service to individual households. Various cable television 

companies also have extensive communications networks already in place. Although 

these networks are not as large as the PSTN, over 64 million households received some 

type of cable television service in 1999 (Cablevision online, 2000). Both cable television 

providers and phone companies have been continually upgrading their network 

infrastructures and offering new technologies and services that facilitate data 

communication to consumers. It happens to be the case, however, that neither of these 

networks is designed to optimize data traffic. The cable television network is designed as 

a broadcast only network. It is not inherently designed to support duplex transmission and 

operates over a shared media. The PSTN, as discussed earlier in this chapter, is designed 

to optimize voice traffic using circuit-switched technologies. In any case, the costs 

associated with upgrading either or both the cable television network and/or the PSTN 

are very high, and it may be years or even decades before high-capacity links are 

available to the majority of households in the United States as a basic service.  

 

In addition to the economic issues associated with the cost of deploying a new high-speed 

curbside communication infrastructure, data and voice communications have vastly 

different and to a large degree non-compatible characteristics. These differences must be 

considered when various network services are being offered to end users, as network 

performance and utilization may be impacted depending on whether the user intends to 

use voice intensive or data intensive applications. Questions remain as to whether or not 

both forms of communication can be optimally serviced on the same network or whether 

separate networking infrastructures should be developed for voice applications and data 

applications. Table 2.1 presents some of the major differences between telephone users 

and computers using networks.  
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Table 2.1. Characteristics of Telephone Users and Computers Using a Network 

Network Feature 
 

Telephone Users 
(Circuits) 

Computers (Data Packets) 

Bit rate Fixed and low (≤ 64 Kbps) Wide variation (to Gbps) 

Bursts 
 

Nonexistent High 

Error tolerance 
 

Own error control May require error-free 

Re-sending 
information 

Cannot be done (real time) Can do it fast enough 

Delay Must be low and stable Can be high and can vary 

Connection 
 

Connection-oriented Can be connectionless 

Source: Goralski and Kolon, 1999 

 

Digital voice requires a very modest amount of bandwidth, 64 Kbps at most (Goralski 

and Kolon, 1999). Giving voice more than 64 Kbps will not improve the functionality of 

the voice network. Data transfers however, will most always benefit from more 

bandwidth. Some data applications can easily consume 1 Gbps (1,000 Mbps) of 

bandwidth. Data networks are characterized by frequent variations in the bit rate called 

bursts. The data burst ratio can be anywhere from 100:1 to 1000:1 (Goralski and Kolon, 

1999). For example, over time, the average rate of bits sent between a client and server 

may be as low as 1 Mbps, however the application may require short periods where the 

bit rate needs to be as high as 100 Mbps. Bursts are nonexistent in circuit voice networks. 

 

Error tolerance on voice networks is high because humans do their own error detection 

and correction, which relieves the network of much of the burden of error control 

(Goralski and Kolon, 1999). Data networks on the other hand require various degrees of 

error-control depending on the content of the data. If packets have errors they will not 

function properly. While data networks typically employ some sort of error-control 

strategy that will result in the retransmission of corrupt or lost packets, voice networks 

have no error-control strategy. Voice cannot be resent if there are errors. 

 

The network delay for voice must be low and stable (Goralski and Kolon, 1999). 

Although data networks often benefit from low delay, there can be some variance in 
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delay. As long as all the packets that make up a given message are received in a 

reasonable period of time1, it does not really matter how much variation there is in the 

time between receipt of the individual packets that comprise the message. An individual 

message cannot be read until all packets that comprise that message are received. 

Connection-oriented networks provide low and stable delays because there is a dedicated 

connection with some level of guaranteed bandwidth established between the two end 

nodes. Data networks with minimal delay concerns can be connectionless, although 

several data-oriented networking technologies are also connection-oriented.  

 

2.5. CONNECTION-ORIENTED VERSUS CONNECTIONLESS NETWORKS 

An internet (with a lowercase i) or internetwork is an arbitrary collection of 

heterogeneous networks interconnected to provide some sort of host-to-host packet 

delivery service (Peterson and Davie, 1996). The Internet (with a capitol I) is the global 

internetwork to which a large percentage of Local Area Networks (LANs) are now 

connected. The Internet Protocol (IP) is the key to building scalable, heterogeneous 

internetworks. IP defines the infrastructure that allows all the different nodes and 

networks to function together as a single logical internetwork. The IP datagram carries 

enough information to let the network forward the packet to its correct destination. A 

packet is placed on the network from one end node and the network does its best to get 

the packet to the desired destination. IP is a best-effort service. If something goes wrong 

and the packet gets lost, is mis-delivered, or corrupted, the network does nothing 

(Peterson and Davie, 1996). It does not make an attempt to recover from the failure. The 

base Internet infrastructure is a connectionless, best-effort, packet-based network. The 

primary benefits of a connectionless network are that there is no setup and tear down 

phase associated with connectionless networking and the connectionless network is 

robust -- packets may travel over a number of different routes between the sender and the 

receiver. A failed link will not prevent the transfer of a packet.   

                                                 
1 What is considered to be a reasonable period of time depends heavily on the type of data being sent and 
what it is being used for. Delay in data networks is typically measured in microseconds, milliseconds, or 
seconds. 
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The PSTN is the prototype connection-oriented network where connections are setup, a 

guaranteed amount of bandwidth is provided when the connection is made, and then the 

connection is torn down when the call is completed. There are certain benefits associated 

with connection-oriented network technologies regardless of the payload being carried. 

First, once a call has been set up, both end nodes are dealing with a link of known quality 

to a known destination, with some expectation that when information is put into one end 

of the link, it will come out of the other end of the link and be delivered to the party they 

expect (Goralski and Kolon, 1999). Second, in a connection-oriented network the end 

nodes and switches work together to maintain the network connection. Once the 

connection is established, very little else must take place to move information over the 

network beyond submitting it to the network in a predefined manner. Third, in a 

connection-oriented network the switches and network links that comprise the physical 

network can operate very simply once a connection is established (Goralski and Kolon, 

1999). The signaling that is necessary to make the switches set up the connection require 

some time, but once complete, the switches need only forward the information from one 

node to another based on the information contained in their circuit tables. The simplicity 

associated with connection-oriented networks means that they are typically very fast and 

add little delay to the information being forwarded.  

 

The Internet combines various aspects of connectionless and connection-oriented 

internetworking. Although the Internet was initially designed as a connectionless 

network, there are different technologies and protocols that utilize connection-based 

communications. For example, the Internet architecture, which is also called the TCP/IP 

architecture is based on the two main protocols used on the Internet -- namely IP (which 

was discussed at the beginning of the section) and the transmission control protocol 

(TCP) (Peterson and Davie, 1996). The TCP/IP protocols that emerged from the 

ARPANET project form the foundation of today's Internet (Leon-Garcia and Widjaja, 

2000). Protocols provide a communication service that higher-level objects such as high-

level protocols and application processes use to exchange information. They are defined 

by Peterson and Davie as "abstract objects that make up the layers of a network 

system�" (Peterson and Davie, 1996, p. 30). IP is a layer three networking protocol that 
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supports the interconnection of multiple networking technologies into a single, logical 

internetwork.  

 

TCP is a fairly sophisticated protocol that offers a connection-oriented, reliable byte-

stream service (Peterson and Davie, 1996). TCP is most commonly utilized with the 

Internet Protocol (IP). In fact, TCP is a transport layer protocol that sits on top of IP. TCP 

is one of the most widely utilized protocols on the Internet today. It is useful to a variety 

of applications because it frees the application from having to worry about missing or 

out-of-order data. �TCP supports logical connections between processes that are running 

on any two computers in the Internet � (Peterson and Davie, p. 287, 1996). TCP utilizes 

an explicit connection establishment phase where the two nodes involved in the 

connection agree to exchange data with each other, and an explicit tear down phase, 

where the connection is terminated. The concepts of permanent and switched virtual 

circuits also apply to TCP.   

 

2.6. SUMMARY 

In its simplest form, a communication network is a set of equipment and facilities that 

provides the service of transferring information between users located at various 

geographical points (Leon-Garcia and Widjaja, 2000). Communication networks provide 

an essential infrastructure in every society. The most widely used communication 

network is the public switched telephone network (PSTN). Over time, the PSTN has 

evolved from an analog transmission system to a primarily digital transmission system. 

The PSTN is a connection-oriented, circuit-switched network designed to optimize voice 

traffic. On the other hand, the Internet is a packet-switched, connectionless network that 

utilizes the TCP/IP protocols to optimize data transmission. Although many local area 

networks (LANs) are packet-switched data networks, the circuit-switched PSTN 

comprises the majority of the physical interstate networking infrastructure in this country 

today. This infrastructure includes the copper subscriber loops that run from telephone 

switches to the curb as well as the high-capacity fiber optic trunks owned and maintained 

by long-distance providers. In most cases, Internet data traffic traverses the circuit-
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switched PSTN at some point. The Single Office Home Office (SOHO) or consumer 

Internet user generally gains access to the Internet through the use of a modem. A modem 

is device used to convert digital information to analog information for transmission over 

the analog subscriber loop and back to digital again so another computer can receive it.  

 

Analog modems utilize the existing phone lines in the building to convert information 

from binary form (ones and zeros) to analog form (continuously variable) for 

transmission over the PSTN. The PSTN establishes a physical or virtual connection 

between the end users. A caller dials the requested telephone number, network switches 

find a path through the network(s) to the destination, reserve a certain amount of 

bandwidth along the call�s path, ring the destination phone, and make the connection 

when the telephone is answered. This same basic process is followed regardless of 

whether the end user is making a phone call or establishing a connection to a modem 

pool. For all intents and purposes, a point-to-point circuit now connects the two end users 

(two telephones or computer to modem pool modem).  

 

Data communication is not optimized over circuit-switched networks because data traffic 

tend to be bursty in nature. Circuit-switched networks require a dedicated circuit between 

end users, regardless of how the circuit is being used. Instead, packet-switched 

technologies are better suited for data transfer. Packets are units of data that leave one 

node and traverse the network intact until they reach the destination node. The purpose of 

the packet is to get information from one node on the network to another. Packets contain 

network address information to ensure that the various devices on the network can 

determine where the packet came from and where it is going. Packet-switching does a 

much better job of allocating existing resources between sources that need the resources 

the most through statistical time-division multiplexing (TDM) and buffering. 

Unfortunately, there are not publicly available, international packet-switched network 

architectures in place. 

 

While the PSTN is not designed to optimize data traffic, it is a largely digital 

internetwork supporting a very high capacity optical fiber backbone mesh that is already 
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deployed curbside in the United States. Given the extremely high costs associated with 

deploying new network infrastructure and/or upgrading existing infrastructure and the 

fact that the PSTN infrastructure is already in place, the majority of Internet traffic 

transverses some part of the PSTN by default. Although there are proponents for 

developing and deploying separate network infrastructures to optimize both voice and 

data communications, concerted international effort has been put into developing 

Broadband Integrated Services Digital Networks (BISDN) capable of providing high 

bandwidth service supporting various types of communication over the existing PSTN 

media.  

 

The analyses performed during the course of this research are heavily grounded in 

traditional telecommunications traffic engineering concepts. Therefore, the 

telecommunications concepts discussed in this chapter illustrate the functionality behind 

the VTMP and demonstrate how dialup services work in general. Of particular 

importance are the concepts of circuit-switching and the establishment and tear down of 

calls or connections. This chapter also presents a basic overview of some of the major 

issues being addressed in the communications arena as a whole, such as the inherent 

differences between data and voice communications and some of the potential problems 

associated with transmitting data over a circuit-switched network. Having a basic 

understanding of networking and telecommunications concepts such as circuit and packet 

switching and the establishment of a connection is paramount to understanding this 

research and how these concepts can be applied to various applications on different types 

of access and backbone networks.  
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CHAPTER 3 

LITERATURE REVIEW 

 

This research is heavily grounded in traditional telecommunications theory because of the 

circuit-switched, connection-oriented nature of dialup modems and the public switched 

telephone network (PSTN). While there is a considerable literature relating to a number 

of the various issues addressed in this research, no information was found relating 

directly to performance and management issues associated with a closed-system modem 

pool. It is possible that relatively few dialup providers are engaged in long-range capacity 

planning and that this literature does not exist. It is a time-consuming and resource 

intensive endeavor to collect and analyze the data needed to accurately characterize 

existing traffic patterns and network performance of a given network. It is also possible 

that literature does exist in this arena, but is proprietary in nature. A serious obstacle to 

conducting analytical research related to network performance and management is that 

many network managers (including both LAN managers and telephony network 

managers) do not want to disclose detailed information about network performance and 

management to the general public.  

 

This chapter presents a comprehensive review of relevant literature that serves as a 

foundation for this research. Logical organization of this literature proved to be a 

daunting task for several reasons. First, a number of sources were used that provided 

general background information on multiple topic areas or subjects examined in this 

research. In many cases, source material overlapped on several topics. Second, there are 

relatively few sources that relate directly to closed system dialup access networks, so 

sources that examined similar topics or utilized techniques and methodologies similar to 

those utilized in the research are prevalent. Third, this research is a compilation of a 

number of different analytical methodologies and techniques and therefore draws on a 

number of different literary sources. Finally, very little literature addresses 

communications issues from a business perspective. There are countless sources that 
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focus on the engineering and technical aspects of developing communications models to 

analyze the performance of a specific protocol or application. Very few of these sources, 

however, focus on evaluating the overall of level-of-service (LoS) of a network or 

developing management or decision support tools that may improve network 

performance.  

 

For convenience, the literature is discussed in two different sections. Section 3.1 

addresses the basic resources used in this research. Section 3.1.1 relates to 

networking/communications in general. Section 3.1.2 provides an overview of the 

different sources that focus on particular networking/communications technologies or 

architectures such as cable modems, ADSL, ISDN, and digital switching. General 

telecommunications literature discussing the history of telecommunications, the design of 

telecommunication networks, and telecommunications performance and evaluation are 

presented in Section 3.1.3. Section 3.1.4 includes general analytical references including 

statistical methods, queueing theory and models, and simulation.  

 

Section 3.2 addresses more detailed issues and concentrates on specific studies and 

published research relating to a variety of networking applications, protocols, and 

topologies. Topics such the performance of various applications and protocols using 

different access services, the economic and social impacts of information technology, 

applied simulation studies examining both packet-based and circuit-based networks, 

teletraffic modeling studies, and network design and management issues are addressed in 

this section. Section 3.2.1 provides a collection of studies that focus on characterizing key 

network parameters associated with different network architectures and applications. 

Analytical modeling literature is discussed in Section 3.2.2. Section 3.2.3 presents a 

collection of simulation studies. Some of these studies address analytical and modeling 

issues, while others simply present the results of a particular simulation study. Section 

3.2.4 discusses consumer behavior on the Internet and Internet growth trends. Section 

3.2.5 presents a potpourri of relevant networking and communications studies. The 

subject matter of these studies varies greatly and includes, but is not limited to, ISDN 

issues including Quality of Service (QoS) and performance, Internet telephony, 
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bandwidth allocation, and call resubmission. The rationale behind dividing the section in 

this manner is that much of the literature addressed in Section 3.2.5 pertains to multiple 

topics, employs a variety of problem solving techniques, provides a relatively small 

contribution to the study, or includes too few specific topics to warrant a separate section 

for the given topic. The sources discussed in this section all contributed, at least 

indirectly, to the research.  

 

3.1. BASIC LITERARY RESOURCES 

As mentioned in the Introduction, there is a vast literature addressing various aspects of 

computer networking, communications, telephony, simulation, queueing theory, and 

statistics that served as a foundation for this research. While not all of the potentially 

relevant literature is (or can be) presented, this section includes a fairly comprehensive 

review of different sources that address the important topic areas covered in this paper. 

The majority of this literature is generic in nature and consists of textbooks and Web 

sites. The literature presented in this section served as a starting point for conducting the 

research presented in this paper and to refine the author's understanding of certain topics 

and issues related to telecommunications and networking.  

 

3.1.1. General Communication/Networking Topics 

There is a multitude of computer networking resources available. A number of texts 

provided the necessary introductory background information relating to computer 

networking technologies, transmission media, and communication methodologies for this 

research. Dean (2000) presents a primer for mastering broad, vendor-independent 

networking concepts. Leon-Garcia and Widjaja (2000) provide an overview of 

communications networks including network services, network architectures, and 

advanced networking topics. Palmer and Sinclair (1999) describe networking from both a 

wide area and local area perspective. Lu (1998) discusses data transmission from a 

bandwidth perspective. The book addresses various issues associated with the importance 

of information flow and the various forms it can take. Comer (1997) provides a broad 
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overview of computer networking -- from the lowest levels of data transmission and 

wiring to the highest levels of application software. Networking Essentials by Microsoft 

Press (1997) provides an overview of networking hardware, transmission media, and 

various protocols. Peterson and Davie (1996) describe a systems-oriented view of 

computer networking identifying the underlying principles and foundations of computer 

networking. 

 

3.1.2. Specific Communication/Networking Topics 

There is also a considerable literature addressing specific networking issues or topics 

discussed in this paper. Several sources were selected to provide a more in depth 

perspective on issues such as broadband integrated networks, both digital and analog 

transmission technologies and services, and transmission media. Cable Datacom News 

(2000) and Cablevision Online (2000) discussed recent events and technologies related to 

cable modem Internet access. The DSL Forum (2000) provided background information 

on the history of the various forms of Digital Subscriber Lines (DSL), technical 

information for the various services, and recent market information. Likewise, the ISDN 

Zone (2000) provided historical, technical and market information for Integrated Services 

Digital Networks (ISDN). The List (2000) discussed typical dialup service options and 

pricing. Breyer and Riley (1999) discuss building and managing high-performance 

Ethernet networks. Rauschmayer (1999) presents the principles of ADSL and VDSL. His 

text includes an overview of various DSL technologies and detailed operational and 

functional descriptions of these technologies. Harrison et al. (1998) provide an overview 

of ADSL including the advantages, issues and challenges, stakeholders, and deployment. 

Dally and Poulton (1998) present digital systems' engineering in detail. Ali (1998) 

discusses reliability and analysis of digital switching systems. Schwartz (1996) provided 

a detailed overview of broadband integrated networking including Asynchronous 

Transfer Mode (ATM) and Integrated Services Digital Networks (ISDN). This text 

included a detailed discussion of traffic characteristics for broadband services and 

admission and access control issues. Lathi (1995) describes how modern digital and 

analog communication systems work and how they perform. Gilster (1995) provides a 
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detailed overview and history of the Serial Line Internet Protocol (SLIP) and the Point-

to-Point Protocol (PPP). Hecht (1993) discusses the various components and hardware 

associated with fiber optics.  

 

3.1.3. Telecommunications References 

A number of telecommunications texts were also utilized. These sources provided 

valuable insight into teletraffic engineering issues such as network performance, design, 

and management. Yarberry (2000) addresses many of the day-to-day technologies 

encountered by organizations that are currently engaged in the process of merging voice 

and data networks. Aspects of IP telephony including transmitting voice and fax over the 

Internet and fundamentals of digital and packet voice IP are described in Goralski and 

Kolon (2000). Freeman (1999) discusses telecommunications fundamentals in an entry-

level textbook. Noll (1998) provides a thorough representation of telephones and 

telephone systems. Bear (1988) discusses the principles of teletraffic engineering 

including performance evaluation and parameter measurement. Briley (1983) describes 

various aspects of telephone networks including the history, features and applications, 

network details, and economics. Jewett et al. (1980) presents analytical approaches for 

designing and managing optimal voice networks. Hobbs (1974) discusses the 

digitalization of the public switched telephone network (PSTN).  

 

3.1.4. Analytical References 

Finally, select texts served as a reference for performance evaluation and management of 

computer and communication networks and for the analytical component of the research. 

Akimaru and Kawashima (1999) apply teletraffic theories and formulas to a variety of 

applications.  Higginbottom (1999) discusses performance evaluation of communication 

networks. His text describes various analytical techniques of mathematical analysis and 

computer simulation. The book spends considerable time addressing traditional teletraffic 

engineering issues involving the study of voice traffic using electrical signals and 

automatic switching equipment. Modern network planning fundamentals such as 



 40 

mathematical programming, network algorithms, reliability, software and optimization, 

and data analysis are covered by Robertazzi (1999). Falin and Templeton (1997) examine 

telecommunications systems with repeated calls (or retrial queues, queues with returning 

customers, repeated orders, etc.). Mazda (1996) describes the analytical techniques used 

in telecommunications and provides a vast array of potentially useful mathematical 

formulas. Neter et al. (1996) provide an applied approach to understanding linear 

statistical models for regression, analysis of variance, and experimental design. Fuller 

(1996) provides a detailed overview of statistical time series. Perros (1994) examines 

queueing networks with respect to modeling and evaluating the performance of 

computers and communications networks. Robertazzi (1994) focuses on statistical 

performance evaluation of computer networks and systems and covers continuous time 

queueing theory, stochastic Petri networks, and discrete time queueing theory. Frank and 

Althoen (1994) focus on various concepts and applications of statistics, particularly on 

probability theory. Milliken and Johnson (1992) discuss analysis of "messy" data for 

designed experiments. Law and Kelton (1991) give a detailed treatment of various 

aspects of a simulation study including modeling, languages, validation, and output data 

analysis. Allen (1990) discusses probability, statistics and queueing theory with computer 

science applications. MacDougall (1987) presents a text intened for computer and 

communications system designers who want to analyze the performance of their designs 

using simulation. Gross and Harris (1985) provide an introduction to queueing theory. 

Conway and Georganas (1989) provide a detailed overview of computational algorithms 

for the analysis of product-form queueing networks in equilibrium. Titterington, Smith, 

and Makov (1985) offer a systematic treatment of the structure of finite mixture 

distributions, an account of various applications, and a detailed description of the 

attempts to apply different statistical methodologies to the analysis of data from mixture 

distributions. Everitt and Hand (1981) review literature related to finite mixture 

distributions and indicate the practical details of fitting such distributions to sample data. 

Hoel et al. (1971) presents fundamental ideas of probability theory. Morse (1958) 

presents a monograph on queueing theory that focuses on outlining some of the analytical 

aspects of the theory.  
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3.2. DETAILED LITERARY RESOURCES 

Although the majority of the literature presented in this section does not relate directly to 

dialup services, it provided valuable insight into data analysis, communication modeling 

and performance issues, and various issues/problems associated with using simulation as 

a tool to evaluate various communications networks. Some of the issues covered in this 

section include network traffic patterns, applied network simulation, analytical queueing 

analysis in various models, issues pertaining to call backs in loss networks, and various 

packet and circuit switching research issues. While the first section provided basic 

background information, the second section includes actual studies and analysis that were 

useful in conducting this research. This section presents select journal articles and 

conference proceedings used to complete this research. Due to the vast literature 

available, only the most relevant articles are included in this section. 

 

3.2.1 Characterization of Traffic Parameters 

This research does not develop or employ any new techniques with respect to 

characterizing existing traffic patterns by identifying the underlying distributions of 

specific traffic parameters and analyzing the related summary statistics for those 

parameters. This research uses existing techniques to identify and examine traffic patterns 

related to the VTMP. Telephony traffic patterns have been a well-studied area dating 

back to A.K. Erlang in the 1920's. As mentioned in the introduction to this chapter, no 

references were found for traffic characteristics of dialup modem pools (either 

commercial or university pools). Traffic characteristics may vary greatly depending on 

the network architecture, access methods, and the types of applications being used. This 

section presents a number of related studies that examine the traffic characteristics 

associated with different parameters of interest on various networks. Some of the sources 

described in this section address circuit-based traffic parameters directly associated with 

those examined in this research such as service time and interarrival time. Other sources 

examine traffic parameters on packet-based networks. Sources addressing mixture 

distributions are also presented in this section. 
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Chandra and Eckberg (1997) present a statistical characterization of online traffic. Paxson 

and Floyd (1995) discuss the failure of Poisson modeling to accurate characterize wide 

area network traffic. They find that user-initiated session arrivals such as remote-login 

and file-transfer are well modeled using Poisson assumptions, but connection arrivals 

deviate considerably from Poisson. Paxson (1994a) examines wide-area TCP traces to 

characterize traffic patterns. He derives analytic models describing random variables 

associated with TELNET, NNTP, SMTP, and FTP connections. Claffy and Polyzos 

(1993) present the results of a measurement study of the T1 NSFNET backbone. They 

discuss traffic growth, sources and destinations, as well as the distribution of traffic and 

mean utilization traffic statistics. Choi et al. (1990) propose a packet-switched 

synchronous voice/data transmission system. They investigate the performance of both 

data and voice traffic by obtaining the cumulative distribution of delay of voice packets 

and the mean delay time of voice and data packets. Pavlou and Knight (1990) present the 

results from a study that examines the extent to which typical LAN traffic might translate 

to a workstation operating on an ISDN network. Marshall and Morgan (1985) analyze 

data traffic on an AT&T Bell Laboratories network and report the distributions and 

summary statistics associated with interarrival times and service times for various types 

of traffic. Iisaku and Urano (1985) describe several capacity assignment strategies for 

integrated communications systems with heterogeneous traffic and propose methods to 

evaluate performance in terms of blocking probability, and homogeneous servers are 

shown to be insensitive to the holding time distribution. Carey et al. (1984) characterize 

analog voice and voiceband data transmission on the PSTN. Pawlita (1981) discusses the 

relevance of traffic statistics for network modeling, performance analysis, and network 

traffic control. He presents results of traffic measurements in a teleprocessing system and 

discusses the implications of the results. Fuchs and Jackson (1970) characterize the 

distributions underlying an elementary model of the user-computer interactive process.  

 

3.2.2. Analytical Models 

Considerable work has been published relating to the performance and evaluation of 

computer and communication systems. Much of the performance and evaluation 
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literature involves analytical modeling issues -- specifically queueing models. This 

section presents an expansive collection of traffic modeling literature pertaining to a wide 

variety of access methods and network architectures. These sources were critical in 

allowing the author to gain a better understanding of the plethora of issues encountered in 

network performance modeling and evaluation. There are also a number of sources that 

discuss the modeling of dialup services such as ISDN that are directly transferable to this 

research.  

 

Goodman (1999) discusses consumer Internet access and how modems are a primary 

source of delay experienced on voice over IP calls. Polyzois et al. (1999) describe the 

challenges and problems associated with moving from plain old telephone service 

(POTS) to new services via the Internet. Kinoshita et al. (1999) examine the impacts of 

call retrials on network performance in a cellular network. Makrakis et al. (1999) 

examine the performance of two hybrid medium access control protocols using realistic 

traffic models. Kausar et al. (1999) propose a session-based pricing model for the Internet 

and look at the impact of pricing on real-time multimedia conferencing. Reyes-Aldasoro 

and Kuhlmann (1999) examine demographic information pertaining to the availability of 

advanced communications technologies worldwide. Karlis and Xekalaki (1999) develop a 

testing procedure based on the likelihood ratio test to test for the number of components 

in a mixed Poisson model. Cselényi et al. (1998) present an experimental system to 

explore telecommunication research issues such as resource allocation and management. 

Methods for refining closed queueing network models to account for restrictions imposed 

by switch capacities, finite buffer sizes, and channel capacities or data rates are discussed 

by Woodward (1998). Girard and Sansó (1998) compare the performance measures 

calculated by multicommodity models with results produced by a real-time measurement 

technique. Lam et al. (1997) present a teletraffic modeling framework that can be used 

for personal communications services (PCS). The framework captures complex human 

behavior and was validated through analysis of actual call and mobility data. The 

modeling requirements of network traffic over next-generation internets and intranets is 

discussed by Beckmann (1997). Klivansky (1997) presents a traffic modeling 

methodology for network performance analysis that appears to preserve temporal 
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dependencies and the marginal distribution of the packet arrival process for connection-

oriented traffic over a wide-area backbone network. Jung (1996a) discusses QoS in 

telecommunications and its application to BISDN. Jung (1996b) presents a translation of 

QoS parameters between the different layers of ATM. Cheng and Muntz (1996) derive 

properties for a broad class of closed multichain product-form networks. Choudhary et al. 

(1995) extends a recently developed algorithm for computing steady-state blocking 

probabilities to cover general state-dependent arrival and service rates to allow modeling 

of non-Poisson traffic. Conway et al. (1994) describe three new decomposition models 

developed for the exact analysis of stochastic multi-facility blocking models of the 

product-form type. Kesidis (1994) compares two approaches to estimating the effective 

bandwidth of a traffic source of fixed-length packets in a high-speed network. Mun and 

Youn (1994) develop general analytical models for the point-to-point blocking 

probability of the call-packing scheme applied to specific networks. Hellerstein (1994) 

provides an introduction to time series analysis and applies it to analyzing the 

performance of information systems. Onvural (1993) provides a detailed overview of 

queueing networks with finite capacities. Pombortsis and Halatsis (1993) study the 

performance characteristics of circuit-switched interconnection networks for tightly-

coupled (shared-memory) multiprocessor systems under extreme nonuniform traffic. 

Conway and Pinsky (1992) formulate a general-purpose decomposition model for the 

exact analysis of blocking probabilities in a multi-rate circuit-switched network. 

Labourdette and Hart (1990) examine performance models and approximations for very 

large multi-media networks. Onvural (1990) provides a systematic presentation of 

literature related to closed queueing networks with finite queues. Botta, Harris, and 

Marchal (1987) examine the class of generalized hyperexponential probability 

distribution functions. Gifford (1987) analyzes the performance of ISDN. Botta and 

Harris (1986) characterize generalized hyperexponential probability distribution 

functions and justify their use as convenient approximations to specific cumulative 

distribution functions. Iversen (1985) demonstrates that a generalized loss system with a 

state-dependent Poisson arrival process, state-dependent probability of blocking. Roberts 

and Liao (1985) derive formulas useful for dimensioning a video conference network to a 

low blocking probability grade of service. They discuss the characteristics associated 
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with advanced reservation and how they are different from traditional 

telecommunications traffic characteristics. De Boer (1985) discusses several methods for 

approximating the blocking probabilities of overflow traffic components. Hofstetter and 

Weber (1985) present a traffic model for a large scale ISDN PABX's. Potter (1985) 

provides an overview of teletraffic modeling concepts. Le Gall et al. (1984) formulate a 

one moment model for telephone traffic taking into account load sharing and alternate 

routing procedures. Gopinath et al. (1984) demonstrate that the law of the overflow 

traffic and the blocking probability are independent of the assignment of arrivals to 

outgoing links on a switch.  

 

3.2.3. Simulation Studies 

There is also a considerable literature related to network/communication simulation 

studies.  Srikant and Whitt (1996) derive formulas approximating the asymptotic variance 

of four estimators for the steady-state blocking probability in a multiserver loss system. 

The formulas are used to predict simulation run lengths required to obtain the desired 

statistical precision before the simulation is run. Francini and Neri (1996) compare 

methodologies proposed in the literature for the stationary analysis of simulation data, 

focusing on the Montecarlo simulation of telecommunications networks. Chang et al. 

(1995) describe a simulation technique for estimating the probability of buffer overflows 

in a queueing model that arises in the analysis of ATM switches. Gupta and Schenfeld 

(1994) discuss a versatile simulation tool for modeling the performance of circuit-

switched multicomputer networks. Law and McComas (1994) discuss how simulation is 

used to design and analyze communications networks. Unger and Lomow (1993) present 

a set of integrated simulation tools to support the design and analysis of a variety of 

telecom planning and operation problems. Kubat (1989) proposes a general 

simulation/analytic approach for assessing the reliability and performance of a 

communication/computer network.  
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3.2.4. Internet Traffic and Growth Patterns  

Kraut et al. (1999) present the results of a survey examining home use of the World Wide 

Web and interpersonal communication. Hlavacs and Kotsis (1999) propose a user 

behavior modeling framework that consists of various layers. The approach is 

demonstrated on modeling HTTP traffic to be used in a network simulation. Choi and 

Limb (1999) present a Web traffic model designed to assist in the evolution and 

engineering of shared communications networks. Crovella and Bestavros (1997) show 

that the subset of network traffic that is due to World Wide Web transfers can show 

characteristics that are consistent with self-similarity. Mah (1997) develops an empirical 

model of network traffic produced by HTTP. Paxson (1994b) discusses how the Internet 

will evolve as new users discover the Internet and existing users expand their current 

usage. Williamson and Jennings (1985) describe methods for predicting subscriber 

behavior in the choice of digital data services.  

 

3.2.5. Miscellaneous Topics 

As mentioned in the introduction, a number of sources contributed to the research but did 

not readily fit into any of the other four categories presented in Section 3.2. Much of this 

literature focuses on bandwidth allocation for virtual circuit switched networks such as 

ATM, various non-analytical performance issues, Internet telephony, call retrials or call 

backs, and Quality of Service (QoS). In some cases these sources contributed directly to 

the research while in other cases the sources provided an indirect contribution. The 

sources that provided an indirect contribution may have provided insight into relevant 

issues that an not entirely transferable to connection-based modem operations, such as 

QoS and bandwidth allocation, but still were useful in gaining a better understanding of 

network operations.   

 

Habib and Saadawi (1999) propose and analyze a dynamic bandwidth allocation and 

control scheme based on the virtual path principle. Chahed et al. (1999) discuss QoS with 

respect to recent developments in telecommunications networks, most notably ATM-

based ISDN and QoS-capable IP networks. The National Research Council (1998) 
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presents a report on the economic and social impacts of information technology. 

Shiomoto et al. (1998) propose a new connection admission control method based on 

actual virtual path traffic measurements to achieve high bandwidth efficiency for various 

types of traffic. Yuang and Haung (1998) propose a bandwidth assignment paradigm for 

the assignment of network bandwidth to voice and data in an effort to guarantee minimal 

data delay and voice call blocking probability. Shroff and Schwartz (1998) develop an 

analytical technique to determine the loss probability at an access node to an ATM 

network. Ramaswamy et al. (1997) use simulation data to develop regression models for 

cell loss and cell decay for ATM networks. Dietrich and Ramesh (1996) study the delay 

performance of a circuit switched, self-routing Delta network and derive a recursive 

expression for the probability mass function of the cycle time in the dominant system. 

Chan and Geraniotis (1996) analyze the performance of multi-media virtual circuit 

networks. They develop fast and accurate approximation schemes for blocking. Hung and 

Kesidis (1996) address the design of a class of bandwidth scheduling policies that are 

suitable for public, wide-area ATM networks. Ash (1995) discusses how new 

technologies have enabled network evolution that reduces costs and improves overall 

performance. Wirth (1995) discusses various network teletraffic traffic issues that must 

be addressed to support personal mobility, terminal mobility, and services flexibility and 

management. Kositpaiboon and Georganas (1988) present a simple protocol for 

establishing and terminating circuit-switched communications within a MAN that 

supports both circuit-switched and packet-switched communications. Haas and Cheriton 

(1988) demonstrate the superiority of packet-switching compared to circuit-switching in a 

high-performance, distributed environment. Eigen (1985) outlines an ISDN architecture 

and provides examples of how ISDN and network components can be combined to meet 

customer needs. Budrikis and Netravali (1984) propose a switch suitable for integrated 

local communications networks that will support both packet switching and circuit 

switching. 
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CHAPTER 4 

TRAFFIC CHARACTERIZATION 

 

The results of the Virginia Tech Modem Pool (VTMP) traffic characterization analysis 

are presented in this chapter. The findings focus on analyzing two key traffic variables, 

service time and interarrival time. Results are presented and discussed for various data 

sets for four concurrent years, 1996, 1997, 1998, and 1999. The underlying distributions 

of the two variables are examined as well as the summary statistics of the variables over 

specified time intervals. Analysis of these variables provides valuable insight into 

network traffic patterns. Service time represents the duration of an individual dialup 

session and interarrival time represents the time between independent call arrivals to the 

VTMP. The variables examined in this chapter are consistent with traffic parameters 

examined in teletraffic studies in general.  

 

This analysis is purely exploratory in nature. The preliminary characterization was 

performed during the summer of 1999 and focused only on 1998 data. At the time the 

preliminary analysis was conducted, the Communications Network Service (CNS) had 

conducted very little analytical research on VTMP traffic patterns and could not 

accurately characterize traffic on the network. The purpose of the preliminary analysis 

was to gain some insight into historical traffic patterns on the VTMP. The preliminary 

characterization was then followed up with a more detailed characterization involving 

four years of data. The results presented in this chapter are particularly relevant to the 

overall research because they serve as a foundation for more advanced performance 

modeling conducted in subsequent chapters. SAS code written to manipulate the various 

data sets as well as the exact techniques employed to characterize the data was largely 

refined during the preliminary analysis. The procedures used to extract, clean, and 

convert these data into SAS data sets were subsequently used to perform the same 

operations on other modem pool data examined in this study. The objectives for the 

exploratory analysis include identifying the underlying distributions for the two random 
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variables over specified time intervals and obtaining summary statistics such as the mean, 

median, and standard deviation over specific time intervals. The purpose of this analysis 

was to gain some basic insight into traffic patterns in the VTMP. In a more general sense, 

the methodology used to collect and examine statistics should be of interest to anyone 

conducting a similar analysis. 

 

Section 4.1 provides a detailed overview of the analysis including a description of the 

variables and the data. Service time is discussed in Section 4.1.1. Interarrival time is 

discussed in Section 4.1.2. Section 4.1.3 outlines the data storage and retrieval issues. A 

comprehensive discussion of how the data sets were selected is presented in Section 

4.1.4. Section 4.2 discusses the various methodologies used in this chapter. Section 4.3 

presents the results of the traffic analysis. The underlying distributions associated with 

the two variables are described in Section 4.3.1. Section 4.3.2 details the univariate 

summary statistics associated with both service times and interarrival times over 

specified time intervals. The results are summarized in Section 4.4. 

 

4.1. OVERVIEW 

Between 1996 and 1998, CNS collected and stored data related to VTMP sessions in the 

Terminal Access Controller Access Control System (TACACS) database. The database 

contained modem pool account information relating to the date of the transaction, 

terminal server ID, line ID, a unique client ID, and session start and end times. Data were 

collected 24 hours a day, seven days a week. The data were stored as formatted text files 

for individual days. For example, the TACACS data file for October 1, 1998 began at 

12:00:01 AM and ended at 11:59:59 PM. There are generally between 100,000 - 250,000 

records contained in any one individual daily file2. The number of records contained in 

any one daily file depends on how busy the system was on that particular day. TACACS 

records are only created for successful connections to the VTMP and do not include any 

information on the number of busy signals or the number of incoming calls to the 

Verizon switch. In the fall of 1999, CNS switched to the TACPLUS system that collects 
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different fields of data and stores and formats the data differently than the TACACS 

system. Like TACACS, TACPLUS stores individual session records by the day.   

 

4.1.1. Service Time 

Service time is the length of time a phone line and modem are in use for a given session, 

inclusive of modem initialization. Service time describes the duration of individual 

modem pool sessions in seconds. The service time for TACACS data begins with a 

session log-in and ends with a session slip-off (in the case of a SLIP session) or session 

log-off (when SLIP is not used). SLIP (or the Serial Line Internet Protocol) allows 

anyone with a modem to exchange data packets directly with a network (Gilster, 1995). 

The Point-to-Point Protocol (PPP) refines the SLIP model and provides an alternative 

mechanism for remote access through modems. The service time is calculated using 

TACACS accounting records for each session. Service times for all four years of data 

were calculated by subtracting the beginning session time (in seconds) from the end 

session time (in seconds). Although the procedure for creating the service time variable 

differs slightly between the TACACS and TACPLUS data, the end result is that service 

time is calculated the same way for all four data sets.   

 

4.1.2. Interarrival Time 

Interarrival time represents the elapsed time between independent calls to the VTMP. 

Interarrival time is the key variable in calculating the rate at which new calls arrive into 

the pool. Due to several uncontrollable issues, the interarrival times presented in the 

analysis may not always reflect the true time between new call arrivals. Interarrival times 

may be overstated in some cases due to the following reasons. First, the primary 

characterization of the population or source of potential customers is whether it is infinite 

or finite (Allen, 1990). The VTMP is a finite source system � there are a limited number 

of customers who subscribe to the pool. It is possible that the number of customers in a 

                                                                                                                                                 
2 There are fewer records for the 1999 data sets, as TACPLUS provides more efficient record storage.  
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finite source system may impact the arrival rate in the system. For example, if all 

potential customers are already in the system, the arrival rate is zero. Although the 

example does not exactly pertain to the VTMP � there were approximately 1,100 

modems and 9,700 customers when the preliminary analysis was conducted (1998) -- the 

concept of the closed system is relevant. As the number of customers in the pool 

increases, the probability of a new arrival decreases. The end result is that the rate of 

arrival may be slightly understated in a closed system. 

 

Second, the TACACS (and TACPLUS) records only have a time stamp resolution of one 

second. An interarrival time of 0.51 seconds is recorded as one second as well as an 

interarrival time of 1.49 seconds. Likewise, an interarrival time of 0.23 seconds is 

recorded as zero seconds. Although providing a more detailed resolution of the time 

stamps would be extremely useful in terms of characterizing the arrival rate, the existing 

time stamps can not be resolved beyond second integer values. Unfortunately, this 

problem was not resolved with the upgrade of the TACACS to TACPLUS prior to the 

fall semester 1999. The TACPLUS software does not provide time stamp resolution 

greater than one second. It is unclear how this impacts the results of the analysis. It is 

clear, however, that the records for the arrivals do not provide as much detail as needed. 

A truly accurate arrival record would provide time resolution to the tenth of a second. 

This would allow for greater decomposition of the interarrival times. 

 

Third, for the purpose of this study, interarrival times are measured by the elapsed time 

between session log-in records. When the pool is full, there is no way to measure the 

exact arrival rate into the system. TACACS accounting records are only created for 

successful connections � there is no record for calls that are not successfully connected. 

When the pool is full, the interarrival times recorded by the system are limited by the rate 

at which old connections are torn down and new ones are successfully established, not on 

the actual rate of incoming calls. It is also the case that a TACACS / TACPLUS record is 

not created for failed sessions3. Therefore, the estimated peak interarrival times might be 

                                                 
3 Failed sessions may be the result of an invalid user ID, invalid password, or some type of temporary 
technical problem with a particular modem or line. 
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higher than the actual interarrival times when the pool is full. This point is particularly 

relevant since the study focuses on peak period activity when the pool may be filled to 

capacity. During this time, there may be some calls that are blocked. If an incoming call 

is blocked there is no record created for the call, and the call is not accounted for in the 

interarrival time estimate.  

 

Finally, the VTMP incorporates numerous separate components that perform different 

functions in establishing and tearing down individual connections. The components 

include the Verizon Central Office (VCO), the TACACS server4, terminal servers, 

modems, and Primary Rate Interface (PRI) lines. As is the case with most (if not all) 

large modem pools, there is an authentication/authorization (A/A) process associated 

with the VTMP for every new call that is established. This process includes negotiating a 

physical connection between the caller and the terminal servers and the authorization and 

authentication of the user once the connection is established. The process of establishing 

and verifying individual sessions affects the time stamp associated with each record in 

the TACACS database, and therefore directly impacts the interarrival times reported in 

this chapter. A simplified schematic of the session activation process is presented in 

Figure 4.1.  

                                                                                                                                                 
 
4 This process is essentially the same in the TACPLUS system. 
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Figure 4.1. Schematic of Modem Pool Session Activation (based on Fall 1998) 

 

 

Customers call into the pool through the VCO essentially the same way traditional 

telephone calls are routed. During fall of 1998, each modem pool call was then assigned 

to a particular ISDN PRI that contains 23 B channels and 1 D channel (the D channels are 

used for control data transfer). CNS leases the PRI�s from the local exchange carrier 

(LEC), Verizon. Each PRI feeds a particular terminal server. The Cisco 5200 terminal 

servers support two PRIs each, while the Cisco 5300 terminal servers support four PRIs 
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each5. CNS does not control the VCO rotary responsible for assigning incoming calls to a 

particular PRI.  

 

An example of how the rotary process works is presented to clarify the session activation 

process. The example is based on Figure 4.1. Assume the modem pool is completely 

empty at time t = 0. The first 46 incoming calls are assigned to terminal server A, the 

5200. The rotary then routes calls 47 � 138 to terminal server B, the 5300.  The sequential 

rotary process is followed even if existing calls are disconnected. Call 47 will be routed 

to the 5300 regardless of how many of the first 46 calls are completed and disconnect 

before call 47 arrives. Once the call reaches a terminal server, it is assigned to a modem 

pool phone line and queued for the A/A request. The VTMP rotary fills all lines on a 

given terminal server before the next server is utilized. The rotary operates in a sequential 

manner and will cycle through all lines on all servers once before a second request is 

made for a particular line. The TACACS server has a single processor and processes A/A 

requests following a First-In-First-Out (FIFO) queueing model. The first call goes 

through the A/A request, then the second call, and so on. If the pool is very active, and a 

large number of calls are received between 0 < t < n (where n is some relatively small 

time interval, like a minute), the calls are routed in sequential order to terminal server A, 

then terminal server B, and so on. The calls on terminal server B must wait for all A/A 

requests to be completed for all lines on terminal server A before they are serviced. 

Interarrival times during peak hours have the potential to be overstated because of the 

A/A queueing process. 

 

For example, if 10 calls are received immediately after one another (the actual interarrival 

time is milliseconds), the A/A process services the first call and queues calls 2 � 10. Once 

the TACACS server returns the A/A request for the first call (it is either accepted or 

rejected), the second call is serviced. When the pool is busy, the interarrival time 

estimates based on records contained in the TACACS database may be higher than the 

                                                 
5 Simple addition will show that while the 5200s contain 48 ports, a maximum of 46 ports are used at any 
given time to support modem pool customers. Two of the ports support the D channels. Likewise, the 
5300s support a maximum of 92 customers at any given time. 
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actual interarrival times due to the A/A queue. The time stamps associated with the 

accounting records for 10 incoming calls received at virtually the same time may not 

accurately reflect the true times between call arrivals � they will reflect the time the call 

is successfully processed by the A/A request. The time stamp recorded in the TACACS 

database depends on the delay associated with the A/A process. The actual interarrival 

times for these hypothetical 10 calls may actually be milliseconds apart, but the time 

stamps associated with those calls may be seconds apart. Senior engineers at CNS do not 

think the A/A process provides a significant delay in terms of interarrival times, but have 

not attempted to quantify the impact of the FIFO queue (C. Gaylord, personal 

communication, November, 17, 2000). 

 

4.1.3. Data Storage and Retrieval 

TACACS and TACPLUS records are stored on a Unix-based workstation. Due to the 

large volume of data, only a couple of weeks of records are stored on the server at any 

given time. The out-of-date data are backed up on CD-ROM and stored off site. Neither 

service times nor interarrival times are explicitly defined in either the TACACS or 

TACPLUS system. The fact that TACACS/TACPLUS does not explicitly record the 

duration of a given session and the time between arrivals greatly contributes to the 

difficulty and cost associated with this type of analysis. Both variables are calculated 

using mathematical operations involving connection establishment and tear down 

timestamps for individual user ID values. The first step in the characterization process 

includes retrieving and formatting the various data, building data sets to conduct various 

analyses, and creating specific variables within the given data sets.  

 

The data examined for this research consist of all daily files for October (Oct 1 � Oct 31) 

and a number of days during the first two weeks of November for each of the four years 

(1996, 1997, 1998, and 1999). It was determined that October and the first several weeks 

of November were good months to analyze since they represent months in the middle of 

the fall semester where no unusual events typically occur that might bias the analysis 

(such as exams or a fall break). Unusual behavior associated with incoming freshmen 
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who might utilize the Web differently than other students (for whatever reason) is not 

included in the analysis since the vast majority of freshmen are required to live on 

campus and have dedicated Ethernet ports in the dorms. A Tcl6 script was written to 

scrub each User ID and convert it to a unique, but untraceable number7. Data files were 

further scrubbed of bad records and transactions that were not needed in the analyses 

(such as low-speed modem pool records). Once the data files were void of unwanted 

records, the files were examined for time concurrency. Several records were identified as 

being incomplete due to a recurring TACACS log server problem experienced during the 

month of October and discarded. Complete files were then exported to a PC via FTP as 

data files. The data files were converted to SAS data sets on the PC.  

 

4.1.4. Data Sets 

Since the raw TACACS data files represent individual days, SAS data sets were initially 

created for individual days. A base aggregate data set was created for each year 

examined. The data included days in October and November for which there were 

complete concurrent data sets. There are 26 daily data sets for 1996, 25 daily data sets for 

1997, 26 daily data sets for 1998, and 27 daily data sets for 1999 included in the traffic 

characterization. The actual days used for each of the four years may be different, but the 

data all come from the same time period (October and the first two weeks of November). 

For 1996, the aggregate data set consists of four Sundays, three Mondays, three 

Tuesdays, four Wednesdays, four Thursdays, four Fridays, and four Saturdays. For 1997, 

the aggregate data set consists of three Sundays, four Mondays, four Tuesdays, four 

Wednesdays, four Thursdays, three Fridays, and three Saturdays. For 1998, the aggregate 

data set consists of four Sundays, four Mondays, three Tuesdays, three Wednesdays, four 

Thursdays, five Fridays, and three Saturdays. For 1999, the aggregate data set consists of 

                                                 
6 Tcl (Tool Command Language) pronounced "tickle" is more like a scripting language than a 
programming language, so it shares a greater similarity to the C shell or Perl than it does to C++ or C.  
 
7 Personal ID�s were converted to a numeric value to protect and honor the privacy of modem pool 
customers. There has been no attempt to identify the behavior or usage patterns associated with any 
particular VTMP customer. 
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four Sundays, four Mondays, three Tuesdays, four Wednesdays, four Thursdays, four 

Fridays, and four Saturdays.  

 

To conduct a service time analysis on a particular day using TACACS data between 1996 

and 1998, the data set for the following day needs to also be complete up to 8:00:00 AM. 

This is because the accounting record for a session beginning at the end of one day will 

be displayed at the time the session ends the following day. Due to a CNS imposed usage 

policy, sessions are automatically terminated after eight hours. A session beginning at 

11:59:59 PM on Sunday night can end any time up to and including 8:00:01 AM Monday 

morning8. Therefore, the maximum session time for any single session is approximately 

eight hours. Two complete days of data are needed to conduct an unbiased service time 

analysis on a single day because of the way the TACACS records are maintained. Since 

separate records are created for the beginning of a session and the end of a session using 

TACACS, it is possible to have a begin session recorded on one day and have the end of 

that session recorded on the following day. For example, using the TACACS, a five-hour 

session beginning at time 23:00:00 (11:00 PM) on Friday would end at 4:00:00 (4:00 

AM) on Saturday. The begin session record would appear in the Friday data set, while the 

end session record would appear in the Saturday data set. This problem is eliminated in 

TACPLUS. The 1999 data (using TACPLUS) contain complete records for all sessions 

that begin on a given day, even if the session ends on the following day. Since TACPLUS 

records only one record per session, both the begin session and end session records 

appear in the data set for the day on which the session began. 

 

An aggregate SAS data set was created for each year from the daily data sets. Although 

interarrival time data are less sensitive to breaks in time sequences (it is fairly easy to use 

partial data sets by working around the breaks), only complete data sets were used to 

analyze both variables using the same data sets. Due to the large volume of data, there 

was little justification for creating separate data sets for interarrival times and service 

times. Day-of-the-week, peak-hour, and hourly data sets were created from the annual 

                                                 
8 Allowing for some margin of error. There is added latency attributed to the shutdown processes. 
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aggregate data sets. The day-of-the-week data set combines all records that occurred on a 

specific day of the week during a given year. For example, all records that occur on 

Monday during a given year are contained in the �Monday� data set regardless of the date 

or month. Likewise, the hourly data sets for a given year contain all records originating 

during a specific time interval regardless of date or month. For example, the Hour #1 data 

set contains all records from the aggregate data set originating in the continuous time 

interval between 12:00:00 AM � 12:59:59 AM. The creation of the day-of-the-week and 

the hourly data sets allows for more detailed analyses to be conducted in certain cases. 

The peak-hour data sets include only the peak hours from each day of the week. The 

selection process for determining the peak time period is discussed in more detail later in 

the chapter. 

 

There was considerable manipulation that needed to be performed on the raw SAS data 

sets before they could be used in various analyses. Preliminary data scrubbing tasks 

within SAS included removing all records not associated with the modem pool terminal 

servers from the data set (for example, records containing the IP address of routers) and 

removing all IP addresses associated with the low speed modem pool servers and test 

boxes. A significant portion of the time spent conducting the analyses presented in this 

and subsequent chapters involved the creation of the final data sets. In general, the 

TACACS data (1996-1998) were much more difficult to manipulate and organize due to 

a number of factors. Several of the more involved processes involving the TACACS data 

are described in greater detail below.   

 

4.1.4.1. Modem Pool Abusers 

During the course of the data cleansing/manipulation process, records were identified that 

needed to be removed from the data sets for various reasons. One of the reasons for 

removal included "abusive" behavior. Modem pool abusers are defined as users who are 

online for more than 24 hours in any given 24-hour period, or who were online more than 

five hours during the peak period 6:00 PM to 11:00 PM for any given day. Each 

registered VTMP user is assigned a unique Personal Identifier (PID) when opening an 
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account. Abuses occur when multiple people use the same PID. The registered user may 

have sold his/her PID, or may simply be sharing it with others to circumvent having to 

pay the monthly service fee. An effort was made to identify abusers and exclude any 

records that included abused PIDs from the analyses because these records do not 

represent the behavior of any one user.  

 

Although the potential use of a single PID by more than one user seems counter-intuitive, 

it was entirely possible with the original TACACS. The problem of �abuse� has been 

resolved with the deployment of TACPLUS. The new system includes software that 

eliminates user abuse of PID�s by allowing only one instance of a PID to be utilized at 

any given time. Versions of TACACS prior to 1999, however, did not prevent multiple 

instances of the same PID. The algorithm employed in this research for identifying 

abusers is not guaranteed to capture all abusers and remove the records from the 

subsequent analyses as it only identifies PIDs that have accrued service times over the 

maximum possible service time during a given time period. Therefore, it only captures 

heavy users with respect to service time. The algorithm did identify instances of PID 

abuse for the three years TACACS data was utilized (1996, 1997, and 1998). Any records 

involving PIDs that were being abused were removed from the analyses. It is important to 

note that there may be many additional abusers who are not identified using the 

algorithm. For example, abusers who do not exceed the possible total service time during 

a given period are not identified. Abused PIDs were only removed from the aggregate 

data set for the year during which the abuse occurred. The number of sessions conducted 

per day by individual users was not investigated. Since TACPLUS resolves issues 

associated with PID abuse, there was no need to conduct a detailed analysis regarding 

abuse. The purpose of this analysis was to remove biased data from consideration when 

possible.    

 

4.1.4.2. Identifying Session “Pairs” 

For the purpose of the analyses presented in this paper, the TACACS database includes 

five major categories of records 1) log-in, 2) slip-on, 3) log-off, 4) slip-off, and 5) 
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account9. The accounting records and log-in records are of particular interest. The 

accounting records contain a session duration variable used to track session time in 

seconds. The log-in records indicate the time a particular session begins. The TACACS 

software generates two separate accounting records for each SLIP connection. In cases 

where SLIP is used (the vast majority of sessions), an accounting record is generated for 

the time between log-in and slip-on (the time between a successfully negotiated 

connection and the initialization of SLIP). Another accounting record is generated for the 

time between slip-on and slip-off (the time between the initialization of SLIP and when 

SLIP is torn down). These accounting records represent the same session, but are stored 

separately. Before the data analyses proceeded, the accuracy of the accounting records 

was verified by checking the time between the log-in and slip-off against the reported 

session duration. The order of events using SLIP is as follows: 1) log-in, 2) slip-on, log-

off, and 4) slip-off. So, the actual connection is torn down at the slip-off, not at the log-

off. Although PPP is a more robust protocol and has been available for a number of years, 

SLIP remained the most commonly used access protocol via the VTMP through the fall 

of 1998. This was due to a number of reasons (R. Stell, personal communication, 

November 27, 2000). First, CNS had been supporting SLIP for so long that the 

conversion to PPP was just slow in coming. Second, a number of problems were 

discovered with the early versions of PPP that delayed full-scale adoption of the protocol. 

Over time, as faster modems were added to the pool and software support improved for 

PPP, it replaced SLIP as the access protocol of choice in the VTMP.  

 

Session pairs were created based on the (User ID, Server IP, Line ID, Time Stamp) tuple 

to aggregate all session pairs into a single record. Records were first sorted by User ID, 

then by the IP address of the terminal server, then by the Line ID, and finally the time 

stamp. All four fields were required to match session pairs. Even though the probability 

of the same user obtaining the same line on the same terminal server for different session 

                                                 
9 This description applies to TACACS data only (1996 - 1999). TACPLUS data contain single records for 
each connection and include nine fields (Server IP, Line Number, Facility Name (high-speed modem pool), 
Start Time, Stop time, Elapsed Time, PID, Service Name (ppp, shell, slip), Peer Address (address of the 
slip/ppp user). 
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is remote, there were enough records contained in the data sets that this anomaly occurred 

on at least several occasions. The service times for individual SLIP sessions represent the 

time between log-in and slip-on added to the time between slip-on and slip-off. It is 

estimated that around 91.34 percent, 95.36 percent, and 92.18 percent of all records 

included in the aggregate data sets are session pairs for the 1996, 1997, and 1998 data 

respectively. The estimation is based on a random sample of 10 days for each year. The 

ratio of single records to the total number of records for each day is examined. Records 

that do not contain a session pair are assumed to be:  

1) telnet sessions (where no SLIP connection was established),  

2) failed sessions (for some reason SLIP was not established and the session was 

aborted), or  

3) a lost record pair (sessions which have either lost the log-in to slip-on record, or 

have lost the slip-on to slip-off record of a session pair). 

 

To minimize the number of records included in the final data sets, only the accounting 

records were used. Session log-in times were calculated for paired sessions by subtracting 

an accounting record time variable associated with the log-in to slip-on activity from the 

record time stamp -- which is equal to the session log-in time stamp. For single sessions, 

the log-in time stamp is simply equal to the time stamp minus the service time. The 

algorithms used to estimate session log-in times proved to be accurate when tested, and 

eliminated the need to store additional data relating specifically to session log-in time 

stamps. For the purpose of this research, sessions are defined as any call received by the 

modem pool where an accounting record exists. All sessions are considered � both paired 

SLIP sessions and single sessions, because they represent sessions that utilized a terminal 

server, line, and modem over some time period. There was some discussion as to whether 

or not the single sessions should be included in the analyses because the failed session 

records and the lost SLIP pairs could not be extracted from the data because there is no 

session type variable provided. The rationale behind the inclusion of all the single session 

records in the final data sets is that the purpose of the session is not relevant with respect 

to the characterization. It does not matter whether a given session is a �legitimate� 

session where the user performs a specific action, or an aborted session. The relevant 
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information is that a server, line, and modem was used for some time period. Although 

inclusion of aborted sessions biases traffic results to some degree10, the inclusion of all 

sessions is critical in accurately characterizing VTMP traffic. A breakdown of suspected 

aborted sessions versus �legitimate� sessions is estimated using the density plot of the 

log10 of aggregate service time data for each year of TACACS data (1996, 1997, 1998). 

1999 data are not included since TACPLUS contains a session type field. A graph is 

displayed for 1998 data in Figures 4.3 to illustrate the process.   

 

Figure 4.3. Density Plot of Log10 of Aggregate Service Time -- 1998  

 
 
 

 

 

 

 

 

 

 

Each of the density plots illustrates a fairly obvious break between sessions with a 

duration of less than 10 seconds (less than one on the horizontal axis on the graph) and 

sessions with a duration of 10 seconds or greater. It is hypothesized that the vast majority 

of sessions with duration of less than 10 seconds represent failed sessions. Although this 

assumption is not tested, it is logical -- even if a customer simply wants to perform a very 

quick operation like checking their email, a reasonable session length is probably at least 

10 seconds. Using the SAS procedure PROC HBAR on service time, it was estimated 

that approximately 4.62 percent of all sessions contained in the 1996 aggregate data set 

are aborted sessions (less than 10 seconds in length). Using the same procedure, it was 

estimated that around 3.45 percent of all sessions contained in the 1997 aggregate data set 

and 3.82 percent of all sessions contained in the 1998 aggregate data set are aborted 

                                                 
10 Aborted sessions are characterized by unusually short service times. 

0.0 0.6 1.2 1.8 2.4 3.0 3.6 4.2

L_SERVTI

0

20000

40000F

r

e

q

u

e

n

c

y



 63 

sessions. A session may be aborted due to some action by the user, may be aborted due to 

some type of temporary technical issue involving individual modems, or may be aborted 

due to a failure in the execution of a log-in script.   

 

By adding the percentage of SLIP sessions (the session pairs) to the percentage of aborted 

or terminated sessions (less than 10 seconds in duration), the percentage of telnet and lost 

session pairs can be estimated for each of the four years examined. Since there is no 

session type record field for the TACACS data, it is not possible to differentiate between 

lost session pairs and telnet sessions. Any further decomposition between telnet sessions 

and lost pairs is pure speculation as there are no data to support the decomposition. For 

1996, 95.96 percent of the total records are accounted for (91.34 percent (number of SLIP 

sessions) + 4.62 percent (aborted sessions) = 95.96 percent). For 1997, 99.81 percent of 

the total records are accounted for (95.36 percent (SLIP) + 3.45 percent (aborted) = 99.81 

percent). For 1998, 96 percent of the total records are accounted for (92.18 percent 

(SLIP) + 3.82 percent (aborted) = 96 percent). By the process of elimination, it can be 

estimated that about 4.04 percent, 0.19 percent, and 4 percent of all sessions are telnet 

sessions or lost session pairs respectively. For example, for 1996 (100 percent � 95.96 

percent = 4.04 percent telnet or lost sessions). These estimates are relevant in terms of 

how they may impact the interpretation of the statistical results for both the service time 

and interarrival time parameter values. The 1999 data are slightly easier to evaluate since 

TACPLUS contains a session type field. By performing a PROC HBAR on the 1999 

aggregate data set, the following breakdown was identified -- 87.47 percent PPP, 11.74 

percent shell, 0.58 percent SLIP, and 0.21 percent unknown11.  

 

4.1.4.3. Creation of Variables 

Although numerous variables are created in the various SAS data sets during the course 

of the analyses, only the creation of the service time and interarrival time variables are 

described in detail in this paper. As discussed in the previous section, the two service 

                                                 
11 The value "unknown" means that the TACPLUS client (e.g. the terminal server) didn't record the service 
name in the accounting record.  
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time records are aggregated for paired sessions to create a single service time variable for 

each session12. The service times for sessions that begin on one day and end on the 

following day also must be aggregated. For the purpose of this research, overrun sessions 

(that begin on one day and end the next) are stored on the day the session begins although 

the TACACS stores the records on the day the session ends. A session that spans two 

days is treated as a single record, not as two distinct records. For example, an accounting 

record for the session log-in to slip-on may appear on the Sunday data set, while the 

accounting record for the slip-on to slip-off may appear on the Monday data set. This sort 

of break in accounting records occurred frequently since the daily TACACS records are 

based on a daily calendar, while VTMP users are not constrained to session access based 

on a daily schedule. The interarrival time variable is created by first sorting the aggregate 

data set by the date (month and day are separate numeric fields) and then by the session 

initialization time, in effect creating a sequential listing of all records. The time 

difference between sequential log-ins (the interarrival time) is calculated by subtracting 

the session initialization time stamp for record n from record n+113. In cases where 

consecutive days are used, the algorithm moves seamlessly between the last record in day 

one and the first record in day two. Where consecutive days are not used, the first record 

of the new day contains a missing value for interarrival time.  

 

4.1.4.4. Selection of Data Sets 

This research focuses on peak-hour traffic. Telephony traffic typically falls to low levels 

at night, grows to a peak during the morning business period, slackens off at lunch time, 

and then reaches another peak during afternoon business hours (Bear, 1988). As a rule, 

peak-periods are not very sharply defined; in fact there is usually a period of at least an 

hour where the traffic levels off and fluctuates randomly without any upward or 

                                                                                                                                                 
 
12 Recall paired session records have two time stamps. One stamp representing the time between log-in and 
slip-on and one stamp representing the time between slip-on and slip-off. These records were combined to 
form a single session record with the service time equal to slip-off � log-in. 
 
13 Where n represents the number of the current record in the sample data set. This manipulation in SAS 
was created through the use of retained variables. 
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downward trend, so that a state of equilibrium exists. This uninterrupted period during 

which the traffic is a maximum is generally referred to as the busy hour and is used as the 

basis for many traffic calculations. Although the concept of a peak-period -- a time period 

where traffic is in a state of equilibrium -- is the same for both telephony traffic and 

dialup data traffic, the busy hours and duration of the peak period may be quite different. 

In the case of the VTMP, the busiest hours of operation generally begin in the evening 

and extend into the night. So, the peak-period does not occur during normal business 

hours.  

 

As Bear (1988) indicates, there is no strictly defined peak-period used in traffic analysis. 

In fact, in the case of the VTMP, there is no readily identifiable continuous peak-hour. 

For the purpose of this research the peak-period or peak-hours of operation are defined as 

the continuous time interval between 6:00 PM and 11:00 PM. The peak-period was 

defined over this time interval for two primary reasons. First, the time periods during the 

day when the pool is most likely to reach capacity occur between 6:00 PM and 11:00 PM. 

Second, interarrival times are relatively stable and at their lowest point of the day 

between 6:00 PM and 11:00 PM. CNS collected modem utilization data for each day of 

the week during 1996 and most of 1997. Using these data, it is possible to identify times 

when the VTMP is completely saturated, or times when the pool is filled to capacity. Due 

to management changes in late 1997, the procedure of collecting and storing these data 

was discontinued. The new pool manager did have some data related to modem pool 

utilization in 1998 and 1999, but the data were not consistently collected. Using the 

available data, it is possible to examine the hours during the day when the pool is most 

likely to be saturated. The heaviest utilization generally occurs between 6:00 PM and 

11:00 PM for all days of the week and across the four years. To gain a better 

understanding of how the interarrival times change over the course of the day, the log10 

of interarrival time versus hour of the day was plotted for each annual aggregate data set. 

This plot reveals any significant changes in arrival time patterns. The plot for the 

aggregate 1999 arrival data is presented in Figure 4.4. Aggregate plots for 1996, 1997, 

and 1998 are not presented as they do not differ significantly from the 1999 data. One 

plot is sufficient to illustrate the point. 
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Figure 4.4. Log10 Interarrival Time -vs- Hour of the Day (1999) 

 

 

 

 

 

 

 

 

 

 

Based on the graph, the interarrival time is at its lowest point and remains relatively 

constant between hour 18 (6:00 PM) and hour 23 (11:00 PM). This pattern, along with 

the fact that saturation typically occurs between these hours is the basis for defining the 

peak-period as the continuous time period between 6:00 PM and 11:00 PM. The period 

containing the minimum interarrival time (or the highest arrival rate) is included in the 

6:00 PM - 11:00 PM time period. In this case, hour 22 appears to contain the smallest 

interarrival time. Using a telephony-based decision criterion, hour 22 would likely be 

selected to represent the peak-hour. For the purpose of this research, a peak-period of five 

hours is used. The rationale behind this decision is discussed in greater detail in the 

following paragraphs. 

 

Unlike teletraffic capacity planning, which focuses on minimizing the probability of 

blocking during a relatively short peak-period of an hour, capacity planning for dialup 

services is more likely to focus on an extended peak-period of around three to six hours. 

With respect to telephony, good, high-quality service is considered a necessity during 

normal business hours (when the peak-hour typically occurs). Being unable to connect to 

the telephone network due to a capacity shortage during the busiest time of the day is 

generally considered unacceptable. Telephony providers therefore conduct capacity 

planning in an effort to minimize blocking during a worst-case scenario. The same 

strategy does not necessarily apply to ISPs. Although most ISPs strive to provide a 
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quality service, there is no indication that dialup customers perceive the ability to 

automatically connect to the network on the first try during the busiest times of the day a 

critical indication of a good, high-quality service. It is important to understand that the 

underlying traffic characteristics for dialup network access and dialup telephone 

communication are different -- therefore it is reasonable to expect capacity planning for 

the two to differ. It may be the case that consumer-based dialup services are considered a 

luxury rather than a necessity. Although the information available to make more 

generalized statements concerning dialup network capacity planning and the perception 

of what constitutes a high-quality service is not available, CNS can be used as a model.  

 

With respect to the VTMP, the stated goal of CNS is not to minimize blocking 

probability during a small, well-defined peak period. CNS does not guarantee customers 

that they will be able to connect to the network in x number of dialup attempts during a 

short, well-defined time interval. The goal of CNS is to provide a dialup service that is 

considered to be at least comparable to competitive dialup providers (C. Gaylord, 

personal communication, September 8, 2000). CNS also has a goal to provide adequate 

capacity to allow their customers to access the pool at some point during the busiest time 

of the day -- the hours between 6:00 PM - 11:00 PM. If customers are not able to access 

the pool at all during that time period, CNS might consider their level of service to be 

unacceptable. However, they do not plan capacity based on a worst-case scenario. If all 

customers try to dial into the pool between the hours of 5:00 PM - 6:00 PM, the 

probability of blocking will be very high. Given the existing traffic characteristics for 

service time and interarrival time, there is not enough capacity to allow all customers to 

access the pool during any given hourly time interval. It is assumed that customers will 

change their behavior in a manner consistent with allowing a high probability of dialup 

success during a longer time period. CNS and possibly most ISPs therefore plan capacity 

based on a wider peak-period time range rather than on the busiest hour of the day.     

 

In this paper, a number of different data sets are examined. While the performance 

analysis concentrates on the peak-period, summary statistics are collected for a number of 

other data sets. In addition to the peak-period analysis where a continuous time period 
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that is relatively short and busy is examined, it is also imperative to examine network 

traffic characteristics during off-peak hours. First, an aggregate data set was created for 

each of the four years. These data sets include all daily records for a given year. The 

aggregate data provide information regarding how service times and interarrival times 

changed over the course of a day and characteristics of traffic on an annual basis. Next, 

daily data sets for each of the seven days of the week were created for each year. For 

example, the Monday data set for 1996 contains all records that occurred on Monday in 

the year 1996, the Tuesday data set for 1996 contains all records that occurred on 

Tuesday in the year 1996, and so on. The daily data sets provide information regarding 

how traffic patterns vary between the different days of the week and detailed information 

on how traffic may change from one year to the next based on the day of the week. 

Twenty-four hourly data sets were also created from each annual aggregate data set. Each 

of the hourly data sets represent a continuous time interval of one hour and contains all 

records that began in that time interval. For example, all sessions that begin between 

12:00:00 AM and 12:59:59 AM are contained in the Hour #1 data set. The hourly data 

sets provide additional detail regarding how traffic characteristics vary over the course of 

a day. Finally, several different peak-period data sets were created. The peak data sets are 

created from individual days of the week for each year. For example, all records 

originating during the continuous time period between 6:00 PM and 11:00 PM for 

Monday are examined for each year. All records originating during the continuous time 

period between 6:00 PM and 11:00 PM for Tuesday are examined for each year and so 

on. These data sets provide greater detail with respect to traffic patterns. In all there are 

39 data sets for each parameter for each year: one aggregate data set, 24 hourly data sets, 

seven day of the week data sets, and seven peak-period data sets, one for each day of the 

week. 

 

4.2. METHODOLOGY 

There is not a single methodology utilized in the traffic characterization. A number of 

different statistical techniques are employed to characterize VTMP traffic patterns based 

on the service time and interarrival time variables. For the most part, all statistical 
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analyses presented in this paper are conducted using various SAS procedures or by using 

SAS/INSIGHT�14. The specific methodologies used in each of the individual analyses 

are discussed along with the related results. Details regarding the assumptions associated 

with individual SAS procedures can be found in the SAS reference literature, and are not 

described in detail within this paper. 

 

4.3. RESULTS 

The objective of this characterization is to gain a basic understanding of the traffic 

patterns in the VTMP for each year examined. Information regarding the times of the day 

when the VTMP is most heavily utilized, the number of successful connections occurring 

during specific time periods and on specific days of the week, and quantitative estimates 

for both service time and interarrival time for specific time intervals are of particular 

interest. The results presented in this section provide the reader with a basic 

understanding of existing and historical traffic patterns of the VTMP and serves as a basis 

for conducting more detailed analyses in the future. An abundance of interesting 

information was discovered during the course of this research. To simplify the 

presentation, the results are presented in two separate sections: 1) underlying 

distributions, and 2) univariate statistics. An overview of the methodologies associated 

with each of the various analyses is presented separately from the results for both service 

time and interarrival time.  

 

4.3.1. Underlying Distributions 

A common assumption in many statistical analyses is that the data utilized in the study 

are drawn from independent and identically distributed (IID) samples. An underlying 

assumption in the characterization and performance analyses of the VTMP is that the 

estimated mean values for each variable change over time. This implies that both the 

service time and interarrival time variables do not follow the same distribution over time. 

                                                 
14 SAS version 8.1 was employed in the final analysis. 
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Therefore the data from the aggregate data sets are not identically distributed. This is an 

important point with respect to how the various analyses are conducted in this study. 

Analyses involving large aggregate data sets are avoided for the most part. Instead, 

analyses focus on smaller time intervals during peak-periods where data are hypothesized 

to follow identical distributions. Although it is not necessarily the case that the hourly 

time intervals comprising the peak-period are identically distributed, it is assumed that 

the distributions of both the service time and interarrival time variables are very similar 

during the peak-period. A comparison of means during the peak-period in presented in 

Chapter 5. 

 

Determining the underlying distribution of the both the service time and interarrival time 

variables over a given time interval is a critical step in characterizing the VTMP. Various 

assumptions can be made with respect to specific properties of the data based on the 

distribution they follow. The distribution also gives basic information as to the form of 

the data. Furthermore, accurately characterizing the underlying distribution for both the 

service time and interarrival time variables is critical in selecting the type of queueing 

model employed in the performance analysis of the system. The underlying hypothesis is 

that both service times and interarrival times follow an exponential distribution over a 

continuous hourly time interval. More specifically, interarrival times are hypothesized to 

follow a Poisson process with exponential service times. This is consistent with the basic 

assumptions underlying many performance studies involving communications networks. 

A discussion of basic queueing theory and relevant assumptions is provided in the 

following section.  

 

4.3.1.1. Queueing Theory Basics 

The exponential distribution is a very common distribution used to model both service 

times and interarrival times in telephone traffic theory because of the simplicity for 

theoretical analysis (Akimaru and Kawashima, 1999; Perros, 1994; Allen, 1990; Bear, 

1988). The exponential distribution is typically used to describe the service time or 

arrival time at a server because of the Markov or �memoryless� property associated with 
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the distribution. One interpretation of the memoryless property is that if X is the waiting 

time until a particular event occurs and t units of time have produced no event, then the 

distribution of additional waiting time is exactly the same as it would be if no waiting 

time had passed. The system does not remember that t time units have produced no event, 

so the probability of a given event occurring is not impacted by the occurrence of past 

events (Allen, 1990). The memoryless property is illustrated below. 

 

0,0],[]|[ >>>=>+> hthXPtXhtXP  

 

The Poisson process is an extremely significant concept in telecommunications and 

queueing theory. One of the original applications of the Poisson process was to model the 

arrival of calls to a telephone exchange and is still used today to model many types of 

arrival patterns (Robertazzi, 1994). It is a process where events occur independently over 

some given time period, such that the distribution of time until the next event is the same 

no matter at what point in time one is. For example, assume one were to flip a coin n 

times during a one minute time interval. The probability of getting a �heads� at any time 

during the time period is completely independent of the last time a �heads� was 

produced. In the context of interarrival time, the probability of receiving an arrival at any 

given point in time is independent of the last arrival. In the context of service time, the 

probability that a given session will last for time t is completely independent of the 

duration of previous sessions. The Poisson assumption is somewhat liberal in a finite 

source system as the number of customers in the pool does impact the arrival rate as n → 

m, where n = the number of customers in the pool at time t = 0 and m = the total number 

of customers. However, in the case of the VTMP, the total number of customers in the 

pool at any given time is generally between 10 and 15 percent of the total customer base 

depending on the exact number of modems in the pool and the exact number of 

customers. For the purpose of these analyses, it is assumed that interarrival times follow a 

Poisson process.  
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Three separate methods are used to examine the underlying distribution of each of the 

variables. The rationale behind using each of the three methods is explained in detail 

along with the results obtained. The methods include:  

1. A histogram or density plot,  

2. A goodness-of-fit test using the Kolmogorov statistic, 

3. The squared coefficient of variance. 

 

4.3.1.2. Density Plots  

A histogram or density plot is used to display information about a data sample by 

dividing the data into separate classes, based on the magnitude of the various data 

elements (Allen, 1990). The class intervals determine the class to which each data 

element belongs. The height of the histogram over the class interval represents the 

frequency, or the number of data elements contained in each class interval. A histogram 

provides a relatively simple approach to conducting exploratory data analysis by allowing 

the reader to detect patterns or structure in the data by a visual inspection. To gain some 

initial insight into the underlying distribution associated with each of the data sets for 

each year examined a histogram was constructed to evaluate the density of the data for a 

variety of different data sets. Although the focus of the performance analysis is on the 

peak-period, accurately characterizing the VTMP involves examining a number of other 

data sets. These data sets were discussed in detail in Section 4.1.4.4. The data sets 

examined include the peak-period data sets for each year, the individual hourly data sets 

(i.e. Hour 1, Hour 2, � Hour 24) for each year, the day-of-the-week data sets (Monday, 

Tuesday, � Sunday) for each year, and the aggregate data sets for each of the four years. 

Only the aggregate density plots for both the service time and interarrival time variables 

are presented in the body of the paper. Providing all 39 density plots (24 hourly plots, 7 

day of the week plots, an aggregate plot, and the 7 peak-period plots) for each parameter 

for each year is considered to be excessive. A single plot for each parameter provides the 

reader with adequate information with respect to the general underlying structure of the 

data for a given year.  
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Service Time 

The histogram for aggregate service time for the year 1999 is presented in Figure 4.5. 

Since the other aggregate service time data sets are similar, only one graphic is provided. 

The observed data clearly have an exponential-like form, however, a positive skew is 

evident in the data -- the mean service time is larger than the median service time. Figure 

4.5 illustrates the general form of the service time data for all of the data sets examined in 

the study. The directional skew implies that there are a large number of very short 

sessions -- larger than would be observed if the data truly followed an exponential 

distribution. A portion of the short sessions can be attributed to aborted sessions 

(discussed in Section 4.1.4.2). However, there is still a substantial skew even if the 

aborted sessions are eliminated from the analysis. A cumulative frequency distribution 

using PROC HBAR function in SAS revealed that approximately 50 percent of the data 

points in the aggregate data set lie in the first class interval for 1999. Results are very 

similar for the other three years. Since each interval represents a 500-second time 

segment, around half of all sessions are 500 seconds (about 8.3 minutes) or less.  

 

Figure 4.5. Histogram of Aggregate Service Time -- 1999 

 

 

 

 

 

 

 

 

 

 

 

A spike around 7,200 seconds or two hours is evident in Figure 4.5. In the fall of 1999 

CNS implemented a two-hour session limit for sessions beginning between 4:00 PM and 

9:00 PM. The two-hour session limit is designed to reduce extended use and provide all 
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customers with an adequate opportunity to access resources during the peak-period. The 

session limit is only in place for 1999. The smaller data sets (peak-period, hourly and 

weekly data sets) follow the general form illustrated in Figure 4.5, although the 

percentage of data points in the first interval varies to some degree depending on the 

individual time interval being examined.  

 

Interarrival Time 

A histogram for 1999 aggregate interarrival times is presented in Figure 4.6. The x-axis is 

truncated at 30 seconds to provide better resolution. In reality, there are observed 

interarrival times as high as 600 seconds over the course of a day. Plotting the data using 

an extended x-axis that incorporates all observations detracts from the usefulness of the 

histogram. The observed data clearly have an exponential-like form, and like the service 

time data, the data seem have a positive skew -- the mean arrival time is larger than the 

median arrival time. There are more observations to the left of the mean than would be 

observed if the data truly followed an exponential distribution. Figure 4.6 illustrates the 

general form of the interarrival time data for all of the data sets examined in the study. 

The same basic form is evident in the hourly plots, the daily plots, and the peak-hour 

plots for each year.  

 

Figure 4.6. Histogram of Aggregate Interarrival Time -- 1999 
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A better understanding of the underlying distribution for the interarrival time of each year 

can be obtained by examining a cumulative frequency distribution plot. For 1999, 91.71 

percent of all interarrival time observations are contained in the first five intervals on the 

graph. Each interval represents a continuous time interval one-second in duration so the 

first five intervals represent the continuous time interval between 0 and 5 seconds. For 

1998, 88.22 percent of all interarrival time observations are contained in the first five 

intervals. For 1997, 88.32 percent of all interarrival time observations are contained in the 

first five intervals. And for 1996, 88.39 percent of all interarrival time observations are 

contained in the first five intervals. The percentage of arrivals occurring within five 

seconds of each other is slightly higher in 1999, than in the other three years.  

 

The aggregate interarrival data are structured somewhat differently than the other 

interarrival time data sets. In fact many of the hourly data sets appear to be approximately 

exponential based on a visual inspection (to a much greater degree than the aggregate 

data set). It is true that the vast majority of hourly data sets are skewed in the positive 

direction, but the number of data points contained in the time interval 0 � 5 seconds 

varies significantly between hourly time periods. The aggregate data sets for interarrival 

times prove to be a poor proxy for certain hourly data sets because there is great deal of 

variation between the hourly interarrival data. Figure 4.4 in Section 4.1.4.4 illustrates the 

variation well. It is clear by examining this plot that the interarrival time for off-peak 

periods differs considerably (and is in fact much higher) than the interarrival times during 

the peak period. The summary statistics associated with the different hourly time 

intervals are discussed in detail in Section 4.3.2.  

 

4.3.1.3. Goodness-Of-Fit Test  

A goodness-of-fit test is a statistical hypothesis test that is used to formally assess 

whether the observations X1, X2, � Xn are an independent sample from a specific 

distribution (Law and Kelton, 1991). SAS/INSIGHT� provides parametric density 

estimation for data from a known parametric family of distributions such as normal, 

lognormal, exponential, and Weibull (SAS/INSIGHT User's Guide, 1990). 
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SAS/INSIGHT� provides users with several methods of testing for specific distributions 

� one of these methods is a goodness-of-fit test using the Kolmogorov statistic. 

Goodness-of-fit tests are commonly used statistical procedures that can be employed to 

test the distribution of various data sets by examining the error terms of the residuals 

(Neter, et al. 1996).  The Kolmogorov statistic is used to assess the amount of 

discrepancy between the estimated hypothesized distribution F, and the empirical 

distribution (SAS/INSIGHT User's Guide, 1990). The probability of obtaining a larger 

test statistic is obtained by forming the modified Kolmogorov statistic. 

 






 −



 ++=
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The output provided by SAS/INSIGHT� includes the parameter estimates for both σ 

and θ (slope and intercept respectably), an estimate of the value of the Kolmogorov 

statistic, and the probability that the hypothesized value will be greater than the estimated 

statistic. The following null hypothesis is tested: 

 

H0: The Xj's are IID random variables with a distribution function F ' 

where F ' represents one of the test distributions such as exponential or Weibull 

 

In cases where the sample size is large, the goodness-of-fit test will almost always reject 

H0 since H0 is virtually never exactly true. Even a minute departure from the 

hypothesized distribution will be detected for a large n (Law and Kelton, 1991). This is 

an unfortunate property of the goodness-of-fit test because it is usually sufficient to have 

a distribution that is nearly correct. 

    

Service Time 

The goodness-of-fit test was performed on all 39 data sets for the service time parameter 

for each of the four years examined. A proxy variable was created to test whether or not 

the service time for each data set followed an exponential distribution. Since the 

exponential threshold parameter θ = 0 was greater than or equal to the smallest value of 
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the service time variable, the exponential density function could not be created in cases 

where service time was equal to zero. A very small number was added to the service time 

to eliminate the problem of service time values equal to zero. The goodness-of-fit tests 

were performed on the service time proxy variable.  

 

First, the aggregate service time data sets were examined. As discussed in the 

introduction to Section 4.3.1, the assumption that the service time data are identically 

distributed is not expected to hold for any of the data sets where the hourly time intervals 

are aggregated. Aggregating separate exponentially distributed data sets (it is 

hypothesized that the hourly data sets follow an exponential distribution) with 

presumably different means does not yield an exponential distribution. For thoroughness, 

the aggregate data sets were tested anyway. The goodness-of-fit test performed on the 

aggregate service time data using the Kolmogorov statistic in SAS/INSIGHT� provided 

strong statistical support for the alternative hypothesis that the aggregate data do not 

follow an exponential distribution for any of the four years. The null hypothesis was 

rejected for all of the four standard distributions that were tested (normal, lognormal, 

exponential, and Weibull) using SAS/INSIGHT�. This result was not surprising. Even 

though the mean service time varies little over time, it does vary.  

 

Once all the aggregate data sets were examined, all 24 hourly data sets (including peak 

hours) for each of the four years was tested. Again, the underlying assumption was that 

service time variables are identically distributed over hourly time intervals and follow an 

exponential distribution. Theoretically, the IID assumption should hold over some 

continuous time period, although just how big that time period is (an hour, a half-hour, 

fifteen minutes, two minutes, etc) is unclear. A goodness-of-fit test was performed on 

each of the 24-hour service time data sets. The null hypothesis was rejected in all cases 

with a P-value less than 0.01, indicating that there is very strong evidence in favor of the 

alternative hypothesis, the data do not follow an exponential distribution. Although not 

all of the hourly data sets were expected to be exponential, it was assumed that at least 

several of the data sets would follow an exponential distribution. The null hypothesis was 

rejected for all four base distributions provided in SAS/INSIGHT�. 
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Next, the seven data sets for the individual days of the week were examined. Although, 

the IID assumption was not really expected to hold for the daily data sets, the standard 

null hypothesis was tested; all Xj's are IID random variables with a distribution function 

F'. The null hypothesis was rejected for all daily data sets with a very small P-value in 

each test case. There was strong statistical support in favor of the alternative hypothesis 

that the data were not IID and were not exponential. 

 

Finally, the peak-period data sets for each day of the week for each of the four years were 

examined. The null hypothesis was that the service time data were identically distributed 

and followed an exponential distribution over hourly time intervals. A goodness-of-fit 

test was performed on each of the six peak-period data sets for each year. The null 

hypothesis was rejected with a P-value less than 0.01 in each case. There was strong 

evidence in favor of the alternative hypothesis. 

Interarrival Time 

The same process was followed for the interarrival data that was followed for the service 

time data. A goodness-of-fit test was performed on all 39 data sets for the interarrival 

time variable for each of the four years examined. To test whether or not the interarrival 

time for each data set followed an exponential distribution, a proxy variable was created. 

Since the exponential threshold parameter θ = 0 was greater than or equal to the smallest 

value of the interarrival time variable, the exponential density function could not be 

created in cases where service time was equal to zero. A very small number was added to 

the interarrival time to eliminate the problem of values equal to zero. The goodness-of-fit 

tests were performed on the interarrival time proxy variable. 

 

First, the aggregate interarrival data were tested for each of the four years. Although the 

interarrival time random variables in the aggregate data were not expected to be 

identically distributed based on the graphical changes observed in the interarrival time 

variables over time, the standard null hypothesis was tested; the Xj's are IID random 

variables with an exponential distribution. Goodness-of-fit tests performed using 

SAS/INSIGHT� provided strong statistical support for the alternative hypothesis, the 
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data do not follow an exponential distribution. This results was not surprising as the 

density plots for the hourly time intervals showed considerable variation in the mean 

arrival times over the course of the day.  

 

Next, the interarrival times were examined for each of the 24 hourly time intervals. The 

hypothesis was that the random variables were IID and exponentially distributed over 

each of the hourly time intervals. The null hypothesis was not accepted in any case, the 

data were not IID and were not distributed exponentially. The P-value was less than 0.01 

in all cases. It was expected that at least several of the hourly data sets would be 

distributed exponentially.    

 

Next, the seven data sets for the individual days of the week were examined. The daily 

interarrival time random variables were really not expected to be IID for the same reasons 

the aggregate variables were not expected to be IID -- the mean interarrival time is 

expected to change over time. However, the standard null hypothesis for the goodness-of-

fit test was tested; the Xj's are IID random variables with a distribution function F '. There 

was strong support for the alternative hypothesis in all cases, the daily interarrival time 

variables were not IID and were not exponentially distributed.  

  

Finally, the peak-period data sets for each day of the week for each of the four years were 

examined. The hypothesis was that the arrival time data were identically distributed and 

followed an exponential distribution over the peak-period hourly time intervals. A 

goodness-of-fit test was performed on each of the seven peak-period data sets. The null 

hypothesis was rejected for all tests with a P-value less than 0.01. There is no statistical 

support that the data are exponentially distributed. It was assumed that at least several of 

the data sets would follow an exponential distribution. Some of these test results were 

interesting because they contradict results obtained using the squared coefficient of 

variance. The results associated with the squared coefficient of variance are discussed in 

Section 4.3.1.4.  
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4.3.1.4 The Squared Coefficient of Variance 

Law and Kelton (1991) point out that when large sample sizes are considered, the null 

hypothesis is almost always rejected using a goodness-of-fit test because the null is 

virtually never exactly true. In this study, the sample size, n, was extremely large as some 

data sets consisted of close to a million records. Although the goodness-of-fit tests 

discussed in the previous section indicated that none of the data sets examined were 

exponentially distributed, an additional test was performed to determine how far the 

individual data sets tended to deviate from the exponential distribution. The squared 

coefficient of variance, C2
X, was calculated to provide some additional insight into the 

underlying distributions of both the service time and interarrival time data. Since well-

understood analytical queueing models can be employed in cases where service times and 

interarrival times are distributed exponentially, it was considered worthwhile to examine 

just how far the individual data sets deviated from the exponential distribution. Although 

a particular group of random variables may not be exactly exponentially distributed, it is 

considered sufficient if the distribution is "nearly" exponential. The squared coefficient of 

variance provides information related to how close to exponential a particular data set is. 

The squared coefficient of variance for a random variable X with E[X] ≠ 0 is defined by 

Allen (1990) as: 

 

C2
X = Var[X] / E[X]2 

 

The squared coefficient of variance also provides additional insight into other well-

known teletraffic distributions such as the Erlang-k and hyperexponential distributions. 

The squared coefficient of variance is a useful parameter to measure the character of 

probability distributions used to represent service time and interarrival time (Akimaru 

and Kawashima, 1999; Allen, 1990). If C2
X is equal to one then X has an exponential 

distribution; if C2
X = 1 / k then X has an Erlang-k distribution; and if C2

X > 1 then X has a 

n-stage hyperexponential distribution. The squared coefficient of variance was calculated 

for each of the 39 data sets for both the service time and interarrival time variables. To 

illustrate how the squared coefficient of variance is calculated results for the 1999 

aggregate data set are presented for both variables. A summary comparison is made 
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between the various data sets for both service time and interarrival time. Detailed 

calculations are presented in Appendix A along with a discussion of the findings.  

 

Service Time 

Using the mean and variance from the aggregate summary statistics from 1999, the 

squared coefficient of variance, CST
2, was calculated for service time.  

 

E[ST] = 1,763.9593 seconds  
Var[ST] = 13,647,345.1 seconds 
CST

2= 13,647,345.1 / (1,763.9593)2 = 4.386 
 
CST

2= 4.386 
 

The squared coefficient of variance indicates that the aggregate service time random 

variables are hyperexponentially distributed. A value of 4.386 indicates that the standard 

deviation of the service time is much greater than the mean of the service time. The 

results imply that aggregate service time is greatly variable and the aggregate service 

time data follow an n-stage hyperexponential distribution where times tend to cluster 

around specific values. In the case of the aggregate service time data, this result is 

expected, as the underlying hypothesis is that the aggregate data come from a number of 

separate exponential distributions with different means. 

 

Interarrival Time 

Using the mean and variance from the aggregate interarrival time data, the squared 

coefficient of variance, CAR
2, was calculated for interarrival time.  

 

E[AR] = 2.3783 seconds  
Var[AR] = 22.7882 seconds 
CAR

2 = 22.7882 / (2.3783)2 = 4.029 
 
CAR

2 = 4.029 
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The squared coefficient of variance indicates that the aggregate interarrival time random 

variables are hyperexponentially distributed. A value of 4.029 implies that the standard 

deviation is much greater than the mean of the interarrival time and that aggregate 

interarrival time is greatly variable and follows an n-stage hyperexponential distribution 

where times tend to cluster around specific values. As was the case with the service time 

data, this result is expected for the aggregate data set. The underlying hypothesis is that 

the aggregate interarrival time data come from a number of separate exponential 

distributions with different means. 

 

4.3.2. Univariate Statistics  

This section characterizes the basic traffic statistics such as mean, median, standard 

deviation, and variance for the service time and interarrival time variables. These 

statistics provide valuable insight into traffic patterns and how the pool is being used 

during specific days of the week and during specific hours of the day. CNS has some 

understanding of traffic in general because they possess historical information concerning 

modem demand, however they do not posses detailed information about traffic patterns 

including average service times and interarrival times during specific periods of the day 

or based on day of the week. Univariate statistics are presented by service time and then 

by interarrival time. 

 

Service Time 

Summary statistics are presented for the aggregate and day-of-the-week service time data 

for 1999 in Table 4.1. Summary statistics including the mean and standard deviation for 

the other years examined are presented in Appendix A along with the squared coefficient 

of variance calculations.  
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Table 4.1. Service Time Statistics for Daily and Aggregate Data Sets - 1999 

 Ave. # 
Sessions 

Mean 
(sec.) 

Std. Dev. 
(sec.) 

75 % Q3 
(sec.) 

50 % 
Median 

(sec.) 

25 % Q1 
(sec.) 

34,660 1,800.01 3,424.21 1,960 602 109 
Monday 42,783 1,675.35 3,243.49 1,840 575 118 
Tuesday 42,630 1,712.02 3,389.71 1,845 564 115 

Wednesday 42,372 1,697.00 3,440.28 1,812 523 89 
Thursday 39,677 1,695.18 3,484.43 1,782 501 92 

Friday 29,563 1,896.87 4,459.47 1,662 477 101 
Saturday 22,666 2,029.59 4,826.16 1,709 424 59 
Aggregate 36,336 1,763.96 3,694.23 1,815 530 98 

 

Based on the average volume of daily sessions, the three busiest days of the week are 

Monday, Tuesday, and Wednesday with over 42,000 sessions per day on average. 

Thursday is a close second with approximately 39,600 average sessions per day. Sunday 

is the third busiest day of the week with around 34,600 sessions per day. Fridays average 

around 29,500 sessions per day. Saturdays are the least busy day of the week in terms of 

session volume, averaging around 22,600 sessions per day. Examination of the session 

volume for the other three years reveals similar trends. The days with the heaviest session 

volume tend to have lower average service times associated with them. For example, 

Mondays, Tuesdays, Wednesdays, and Thursdays all have average service times less than 

the aggregate average of 1,763 seconds. Sundays and Fridays have average service times 

of around 1,800 and 1,900 seconds respectively. Saturdays have the largest average 

service time, nearly 2,030 seconds. This implies that although the session volume is 

heavier Monday through Thursday, the average session duration tends to be shorter 

during those days.  

 

The median service time provides a little more insight into actual traffic because there is 

considerable variation in the service time data. The median service time ranges between 

424 -- 602 seconds (7.07 � 10.03 minutes) depending on the day of the week. Based on 

the median value, it is fairly accurate to say that about 50 percent of all sessions involve a 

reasonably short service time duration that may include logging in and performing a 

relatively short task like checking or sending email or downloading a homework 

assignment, and logging back out. This is consistent with the heavy positive skew 
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illustrated in the density plot for service time displayed in Figure 4.4. Seventy-five 

percent of all sessions are less than 33 minutes in length. Twenty-five percent of all 

sessions are between one and two in duration. The univariate summary statistics 

associated with the aggregate hourly data set for 1999 are presented in Table 4.2. The 

variation between the different hours of the day is clearly evident when viewing these 

statistics. Although the mean value does not change to a large degree from hour to hour, 

there is some change in the distribution of the data. Detailed summary statistics for 1996 - 

1998 are discussed in Appendix A. 

 

Table 4.2. Service Time Statistics for Hourly Data Sets - 1999 

 Ave. # 
Sessions 

Mean 
(seconds) 

Std. Dev. 
(seconds) 

75 % Q3 
(seconds) 

50 % Med. 
(seconds) 

25 % Q1 
(seconds) 

Hour 1 1,480 2,484.62 5,300.61 2,277 723 126 
Hour 2 906 2,361.71 5,169.18 2,124 660 117 
Hour 3 547 2,522.8 5,530.28 2,120 618 106 
Hour 4 285 2,550.07 5,516.82 2,147 622 105 
Hour 5 166 2,827.08 5,729.2 2,413 753 112 
Hour 6 155 2,791.07 5,788.64 2,652 687 105 
Hour 7 339 2,275.91 5,296.73 1,832 564 101 
Hour 8 781 2,559.11 6,105.04 1,726 483 110 
Hour 9 1,181 2,224.42 5,380.52 1,616 471 104 

Hour 10 1,444 2,010.93 4,657.52 1,704 514 108 
Hour 11 1,614 1,806.05 4,042.76 1,644 493 98 
Hour 12 1,770 1,718.53 3,680.68 1,653 511 106 
Hour 13 1,911 1,559.64 3,230.61 1,566 473 101 
Hour 14 1,850 1,521.22 2,986.53 1,641 488 94 
Hour 15 2,003 1,421.39 2,700.22 1,590 481 83 
Hour 16 2,096 1,426.62 2,683.76 1,655 504 106 
Hour 17 2,162 1,408.81 2,581.81 1,639 504 105 
Hour 18 2,283 1,549.49 2,704.99 1,797 517 106 
Hour 19 2,136 1,491.58 2,667.63 1,707 505 101 
Hour 20 2,158 1,614.02 2,704.1 1,894 537 104 
Hour 21 2,185 1,623.91 2,624.67 1,979 578 100 
Hour 22 2,322 1,608.27 2,557.63 1,994 567 85 
Hour 23 2,269 1,579.45 2,851.31 1,901 497 59 
Hour 24 2,061 2,354.8 5,145.63 2,151 624 92 

 
 

In general, mean service time is smaller during the peak hours than in off-peak hours. 

The standard deviation also tends to be smaller during peak hours. The smallest mean 

service time value is 1,408.81 seconds or 23.48 minutes in Hour #17 while the largest 

mean service time value is 2,827.08 seconds or 47.12 minutes in Hour #5. While the 
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smallest mean service time occurs in Hour #17, Hour #13 contains the smallest median 

service time. The smallest service time value for the 25 percent quartile is contained in 

Hour #23. An aggregate representation of the mean service times and standard deviation 

of the hourly service times for 1999 is provided in Figure 4.7.  

 

Figure 4.7. Mean and Standard Deviation of Service Times by Hour 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4.9 illustrates how the mean and standard deviation of service time change across 

time for the 1999 data. Comparisons of the mean and standard deviation of service time 

for the years 1998, 1997, and 1996 are presented in Appendix A. Mean service time is 

generally higher during the early morning hours when the number of sessions is relatively 

low. Mean service time increases to around 2,800 during Hour #5 and Hour #6, then 

steadily decreases to approximately 1,400 seconds around Hour #15. The average service 

time then remains relatively constant, fluctuating between 1,408 and 1,623 seconds 

during the next 9 hours until Hour #1, when it jumps up to around 2,350 seconds. The 

standard deviation generally follows the same pattern as the mean. Service time is highly 

variable during early morning hours when mean service time is high, and tends to vary 

less during the peak period when the mean service time is relatively low. 
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The summary statistics for the peak period service times for 1999 are presented in Table 

4.3. Statistics for years 1998, 1997, and 1996 are presented in Appendix A. Only the 

mean and standard deviation are provided. Peak period comparisons between the four 

years are discussed in Chapter 5. 

 

Table 4.3. Service Time Statistics for Peak Period Data Sets - 1999 

 Interarrival Time (sec) 
Hour / Day of 

Week 
Sun Mon Tues Wed Thur Fri Sat 

Mean 1,636.13 1,474.82 1,481.32 1,462.94 1,460.06 1,713.28 1,793.30 H18 
Std Dev 2,236.74 2,077.76 2,078.86 2,082.83 2,089.37 4,299.05 4,472.61 
Mean 1,450.06 1,398.20 1,444.85 1,367.23 1,331.52 1,780.06 2,108.39 H 19 

Std Dev 2,045.86 1,948.77 2,059.71 1,967.34 1,976.05 4,253.66 4,964.52 
Mean 1,579.17 1,513.82 1,563.94 1,560.56 1,526.93 1,867.55 2,007.40 H 20 

Std Dev 2,177.79 2,103.54 2,158.59 2,148.23 2,161.04 4,398.51 4,570.21 
Mean 1,558.55 1,568.82 1,562.19 1,587.04 1,591.99 1,937.49 1,803.43 H 21 

Std Dev 2,119.96 2,120.15 2,061.81 2,131.25 2,207.25 4,318.14 4,281.22 
Mean 1,660.83 1,603.55 1,534.69 1,621.61 1,404.85 1,933.09 1,779.16 H 22 

Std Dev 2,183.68 2,109.10 2,104.95 2,155.37 2,051.91 4,152.08 4,163.87 
Mean 1,635.06 1,622.56 1,596.24 1,622.02 1,191.79 2,068.84 1,678.62 H 23 

Std Dev 2,615.33 2,417.49 2,394.35 2,536.23 2,271.00 4,556.66 4,133.41 
 

Interarrival Time 

The summary statistics for aggregate and day-of-the-week interarrival time data for 1999 

are presented in Table 4.4. The presentation format is exactly the same as the service time 

statistics.  

 

Table 4.4. Interarrival Statistics for Daily and Aggregate Data Sets - 1999 

 Ave. # 
Sessions 

Mean 
(sec.) 

Std. Dev. 
(sec.) 

75 % Q3 
(sec.) 

50 % 
Median 

(sec.) 

25 % Q1 
(sec.) 

34,660 2.474 5.328 3 1 1 
Monday 42,783 2.017 4.408 2 1 1 
Tuesday 42,630 2.027 4.075 2 1 1 

Wednesday 42,372 2.005 4.138 2 1 1 
Thursday 39,677 2.146 4.185 2 1 1 

Friday 29,563 2.919 4.885 3 2 1 
Saturday 22,666 3.808 6.67 4 2 1 
Aggregate 36,336 2.378 4.774 3 1 1 
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The mean interarrival time is lowest during the days of Monday, Tuesday, and 

Wednesday. All three days have a mean interarrival time of approximately 2.0 seconds, 

or a rate of 0.5 arrivals every second. The day with the next lowest interarrival time is 

Thursday, with an arrival time of 2.15 seconds. Saturdays have the highest interarrival 

time -- 3.81 seconds, or a rate of 0.26 arrivals every second. The median interarrival time 

provides little insight into actual arrival rates since the value is an integer and does not 

change much between the various days of the week. Since the time resolution on the 

TACACS timestamps is limited to integer values, it is impossible to gain insight into the 

magnitude associated with possible changes in the median values between the various 

days of the week. For example, the median interarrival times for Sunday, Monday, 

Tuesday, Wednesday, and Thursday can represent actual values anywhere between 0.5 

seconds to 1.49 seconds. The lack of resolution is a significant drawback in this analysis 

because there is a considerable difference between a median arrival time of 0.5 seconds 

and a median arrival time of 1.49 seconds. The values presented in Table 4.4 are 

consistent with the heavy positive skew illustrated in the interarrival time density plots. 

Interarrival times are lower during the busiest days of the week. This is logical, as more 

arrivals are expected during busy days. The interarrival statistics associated with the 

aggregate hourly data sets are presented in Table 4.5.  
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Table 4.5. Arrival Time Statistics for Hourly Data Sets -- 1999 

 Ave. # 
Sessions 

Mean 
(seconds) 

Std. Dev. 
(seconds) 

75 % Q3 
(seconds) 

50 % Med. 
(seconds) 

25 % Q1 
(seconds) 

Hour 1 1,480 2.42 2.85 3 2 1 
Hour 2 906 3.95 4.38 5 2 1 
Hour 3 547 6.51 7.50 9 4 2 
Hour 4 285 12.33 14.35 17 7 3 
Hour 5 166 21.13 24.92 30 12 4 
Hour 6 155 22.89 27.77 32 13 4 
Hour 7 339 10.45 15.80 13 5 2 
Hour 8 781 4.55 6.57 5 2 1 
Hour 9 1,181 3.02 3.97 4 2 1 

Hour 10 1,444 2.48 2.77 3 2 1 
Hour 11 1,614 2.23 2.34 3 1 1 
Hour 12 1,770 2.03 2.10 3 1 1 
Hour 13 1,911 1.88 1.94 2 1 1 
Hour 14 1,850 1.94 2.02 3 1 1 
Hour 15 2,003 1.79 2.01 2 1 1 
Hour 16 2,096 1.72 3.35 2 1 1 
Hour 17 2,162 1.66 1.81 2 1 1 
Hour 18 2,283 1.58 1.73 2 1 1 
Hour 19 2,136 1.69 1.95 2 1 1 
Hour 20 2,158 1.67 1.98 2 1 1 
Hour 21 2,185 1.65 1.97 2 1 1 
Hour 22 2,322 1.55 1.95 2 1 0 
Hour 23 2,269 1.58 2.20 2 1 0 
Hour 24 2,061 1.74 2.19 2 1 0 

 

There is significant variation in the mean value of interarrival times across the course of 

an average day. The minimum value for the average interarrival time is 1.55 seconds in 

the Hour #22 time interval. The maximum value is 22.89 seconds in the Hour #6 time 

interval. The mean interarrival time is less than 1.7 seconds during the entire peak period 

between 6:00 PM � 11:00 PM, while the mean interarrival time ranges between 2.42 � 

22.89 seconds between the early morning hours of 1:00 AM � 8:00 AM. The number of 

sessions is the same for both service time and interarrival time because both variables are 

contained in the same data sets. A graph displaying the mean interarrival times and 

standard deviation of the interarrival times by hour of the day for the year 1999 is 

presented in Figure 4.8. The variation in the distribution of arrival times across hours is 

clearly displayed in the figure. 
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Figure 4.8. Mean and Standard Deviation of Arrival Times by Hour -- 1999 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

The standard deviation exactly mirrors the mean interarrival time. Both the mean and 

standard deviation of interarrival time is relatively high between 3:00 AM and 8:00 AM 

when the level of activity in the pool is low. The mean interarrival time drops sharply 

from the peak of 22.89 seconds during Hour #6 to 2.48 seconds during hour #10 and 

remains fairly constant between 10:00 AM and 1:00 AM. Peak period interarrival times 

range between 1.547 seconds and 1.685 seconds. The standard deviation of arrival time 

follows the same pattern as the mean. Peak interarrival time statistics are provided for 

1999 in Table 4.6.  
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Table 4.6. Interarrival Time Statistics for Peak Period Data Sets - 1999 

 Interarrival Time (sec) 
Hour / Day of 

Week 
Sun Mon Tues Wed Thur Fri Sat 

Mean 1.463 1.285 1.337 1.354 1.443 2.020 2.978 H18 
Std Dev 1.419 1.315 1.354 1.334 1.422 2.032 3.182 
Mean 1.601 1.332 1.337 1.474 1.524 2.309 3.309 H 19 

Std Dev 1.539 1.326 1.350 1.462 1.530 2.336 4.011 
Mean 1.449 1.256 1.413 1.424 1.591 2.600 3.146 H 20 

Std Dev 1.407 1.287 1.404 1.426 1.567 2.668 4.007 
Mean 1.405 1.301 1.327 1.390 1.535 2.820 3.006 H 21 

Std Dev 1.374 1.371 1.394 1.440 1.599 2.834 3.718 
Mean 1.390 1.300 1.192 1.374 1.209 2.974 2.820 H 22 

Std Dev 1.431 1.414 1.301 1.454 1.510 3.015 3.566 
Mean 1.312 1.301 1.370 1.425 1.263 3.201 2.614 H 23 

Std Dev 1.951 1.824 1.873 1.598 1.714 3.336 3.341 
 

The lowest mean interarrival time occurs in Hour #22 on Tuesday. Fridays and Saturdays 

are less busy (in terms of session volume) and also have higher interarrival times during 

the peak period than the busier days of the week. Overall, interarrival times are relatively 

stable during the peak period. 

  

4.4. SUMMARY 

The purpose of this chapter was to provide an initial characterization of VTMP traffic 

through the use of standard statistical techniques. Prior to conducting the 

characterization, CNS had little detailed information concerning VTMP traffic patterns. 

The results presented in this chapter provide essential information that enables more 

detailed performance analyses to be conducted. This section summarizes the key traffic 

characterization discoveries. Numerous SAS data sets were created for analyses. 

Aggregate data sets for each of the four years were created. Twenty-four hourly data sets 

were created for individual time intervals, independent of the day. Seven day-of-the-week 

data sets were created for each of the seven days of the week. Finally, a peak period data 

set was created for each day of the week for each year. Both the interarrival time and 

service time variables are contained in each of the 39 data sets.  
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4.4.1. Distribution of Data 

The null hypothesis was that both interarrival and service times were distributed 

exponentially within hourly time intervals. It was also assumed that data were 

independent and identically distributed (IID) within those intervals. Neither the 

exponential distribution assumption nor the IID assumption was really expected to hold 

for the aggregate data sets as they represent an aggregation of 24 different data sets that 

presumably follow different distributions. However, the standard null hypothesis was still 

tested in the aggregate cases to keep the null hypothesis consistent. Goodness-of-fit tests 

using the Kolmogorov statistic were performed in SAS for both the service time and 

inter-arrival time variables for each data set for each of the four years. Two major 

families of distributions were tested against each of the hourly data sets: 1) Exponential 

and 2) Weibull. In every case, there was strong evidence in support of the alternative 

hypothesis, the variables are not IID and do not follow either the Weibull or exponential 

distribution.  

 

To gain additional insight into the underlying distributions of service time and interarrival 

time, density plots of the data sets were examined. In general, both variables were 

skewed to the right. In the case of service time, the skew implies that the majority of 

sessions are relatively short in duration. In the case of interarrival time, the skew implies 

that the majority of calls arrive closely spaced together. The underlying distribution of the 

service time data does not tend to vary as much as the underlying distribution of the 

interarrival time data. The mean service time values are fairly constant across time, while 

the mean arrival time values vary significantly across time.  

 

The squared coefficient of variance, CX
2 was examined next to determine the magnitude 

of variation from the exponential distribution. The service time variable for each data set 

followed a hyperexponential distribution where the standard deviation of the service time 

was much larger than the mean of the service time. The squared coefficient of variance 

was fairly large in the majority of cases -- around 3 or 4. In the case of interarrival time, 

the underlying distributions varied considerably between the hourly data sets and 

aggregate data sets. Based on the squared coefficient of variance, most data sets followed 
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a hyperexponential distribution, but the majority of the hourly data sets and peak period 

data sets were very close to being exponential -- CX
2 was slightly greater than one. In 

some cases, the squared coefficient of variance indicated that the data set followed an 

exponential distribution (CX
2 equal to one) or an Erlang-k distribution (CX

2 less than one). 

The value of examining CX
2 is that the measure reveals that the interarrival variable can 

be fairly accurately approximated using an exponential distribution.  

 

4.4.2. Univariate Statistics 

Univariate statistics involve the collection and analysis of basic summary statistics 

associated with both service time and interarrival time. Based on call volume, the busiest 

days of the week ranked in order from busiest to least busy for 1999 are: 1) Monday, 2) 

Tuesday, 3) Wednesday, 4) Thursday, 5) Friday, 6) Sunday, and 7) Saturday. Figure 4.9 

provides a graphical representation of average call volume by day for 1999.  

 

Figure 4.9. Average Call Volume by Day -- 1999 
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considerably on Saturday to around 22,600 sessions. Mean service times tend to be 

higher during the off-peak periods and lower during the peak periods. The standard 

deviation of service time also tends to be higher during off-peak periods. Customers seem 

to log on and complete whatever task they need to fairly quickly during peak periods and 

tend to stay on longer during off-peak periods. Interarrival times are lower (rates are 

higher) during the peak period.  

 

The mean service time for the aggregate data set for 1999 is 1,763.96 seconds 

(approximately 29.4 minutes) with a standard deviation of 3,694.23 seconds 

(approximately 61.6 minutes). The median service time is 530 seconds (8.83 minutes). 

Seventy-five percent of all sessions are less than 33 minutes in duration. Twenty-five 

percent of all sessions are two minutes or less in duration. The mean service times for the 

hourly data sets range between 1,409 � 2,827 seconds. The median values vary 

accordingly. Lower service times are associated with the peak period 6:00 PM � 

11:00PM. Higher service time times are associated with early morning hours between 

3:00 AM � 8:00 AM. 

 

The interarrival times presented in this paper may be overestimated in some cases. The 

various assumptions associated with interarrival times as well as the reasons these times 

tend to be overestimated are discussed in detail in Section 4.1.2. The mean interarrival 

time associated with the aggregate data set is 2.378 seconds with a standard deviation of 

4.774 seconds. The median interarrival time is one second. Seventy-five percent of all 

arrivals occur within three seconds of one another. Twenty-five percent of all arrivals 

occur within one second or less of one another. The mean interarrival times for the hourly 

data sets range between 1.547 � 22.88 seconds. The median values vary accordingly. 

Lower interarrival times (higher rate of arrival) are associated with the peak period 6:00 

PM � 11:00PM. High arrival times (lower rate of arrival) are associated with early 

morning hours between 3:00 AM � 8:00 AM. 
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CHAPTER 5 

LONGITUDINAL ANALYSIS 

 

Historical analysis of traffic patterns may provide some insight into future trends, which 

in turn, may allow service providers to more effectively manage scarce resources. This 

chapter discusses how traffic patterns in the VTMP have changed over the past four 

years. While detailed characterization of 1999 data is presented in Chapter 4, the focus of 

this chapter is on higher level relationships. Changes in the mean service times and mean 

interarrival times are examined across the four years. The primary objective of this 

chapter is to identify if and how traffic parameters have changed over time in the VTMP. 

This chapter presents graphical results where trends in service times and interarrival 

times are examined over the past four years and a comparison of means analysis that 

provides additional statistical details that may not be adequately captured in the graphical 

analysis.  

 

A general comparison of traffic across the four years is presented in Section 5.1. This 

section includes aggregate analyses regarding how utilization, service times, and 

interarrival times may be changing. Changes in the mean number of sessions occurring 

during specific days of week and specific hours of the day are examined in Section 5.1.1. 

Changes in the mean service times are examined in Section 5.1.2. Section 5.1.3 addresses 

changes in mean interarrival times. A comparison of means analysis is presented in 

Section 5.2. Section 5.2.1 discusses service times. Interarrival times are discussed in 

Section 5.2.2. A summary is provided in Section 5.3.   

 

5.1. GENERAL COMPARISON OF TRAFFIC 

When evaluating potential performance issues regarding dialup services it may be useful 

to examine changes in traffic patterns over time. This chapter identifies and discusses 

general trends in utilization, service times, and interarrival times over the four year time 
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period examined in this study. Examining utilization of the VTMP along with observing 

mean service times and mean interarrival times provides some insight into how VTMP 

traffic may be changing over time. Identifying how traffic parameters may be changing 

over time is a particularly important step in performance management because it yields 

insight into how customer behavior may be changing over time. Service providers must 

be aware of trends in utilization, session duration, and interarrival rates to make informed 

decisions regarding all types of management issues including long-range capacity 

planning, pricing, and resource allocation. 

 

5.1.1. Utilization  

One of the most straightforward metrics of how modem pool usage may be changing over 

time is the mean number of sessions that occur over a given time period. Because the 

VTMP is very dynamic in nature -- there may be changes in the customer base, there may 

be changes in capacity, and there may be technological changes -- it is difficult to assess 

the magnitude of these changes using raw data. To examine how utilization of the VTMP 

may be changing over time, the mean number of sessions is compared daily and hourly 

for each of the four years. These data provide some indication as to how utilization, on 

average, may be changing over time. Apart from how the duration of individual sessions 

and interarrival rates to the pool may be changing over time, it is valuable to study how 

the volume of calls or utilization of the pool may be changing over time.  

 

The first step in this analysis involved examining how the customer base and capacity of 

the VTMP has changed over the past several years. An approximation of the customer 

base along with capacity in terms of modems is presented in Table 5.1. It is important to 

note that the customer base can, and does change from day to day to some degree. The 

approximation is based on the mean number of customer accounts between October 15 

and October 20 of each year, a period two months into the academic year by which time 

most new subscribers have signed up and unsatisfied customers have dropped the service. 

The capacity is represented in terms of modems available at that particular time. 

Incremental increases in capacity throughout the years are not shown. 
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Table 5.1. Customer Base, Capacity, and User-to-Modem Ratios  

Year Capacity  
(# Modems) 

Customer Base User -to- 
Modem Ratio 

1995 317 3,200 10 : 1 
1996 560 7,300 13 : 1 
1997 805 9,700 12 : 1 
1998 1,100 10,100 9.2 : 1 
1999 1,300 9,700 7.5 : 1 

 

 

Between October 1995 and October 1996, the customer base of the VTMP increased by 

about 128 percent. During the same time period the capacity of the VTMP was increased 

by approximately 77 percent. The user-to-modem ratio increased from 10:1 to 13:1 as the 

customer base increased by a greater percentage than capacity. Customer growth slowed 

down the following year and the customer base increased by around 33 percent between 

1996 and 1997. CNS increased the capacity of the pool by around 44 percent during this 

time period. The customer base increased again between 1997 and 1998, this time by 

only about four percent. Between 1997 and 1998, the capacity of the VTMP was 

increased by approximately 37 percent and the user-to-modem ratio dropped from 12:1 to 

around 9.2:1. Between 1998 and 1999 the customer base actually decreased by four 

percent to a level comparable with October 1997. The customer base has remained fairly 

stable since October 1999. Although the customer base actually decreased, CNS 

increased capacity between 1998 and 1999 by about 18 percent. This increase in capacity 

coupled with a decrease in the customer base lowered the user-to-modem ratio to 7.5:1.  

 

It is also useful to examine changes in the mean number of sessions over time. By 

dividing the total number of sessions observed for any particular day by the number of 

days examined, the mean number of sessions for any given day or the week can be 

observed. For example, there were a total of 127,889 sessions that occurred on Tuesday 

in the aggregate 1999 data set. Data from three separate Tuesdays were included in the 

data set (127,889 / 3) ≈ 42,630 session per day on Tuesday. A comparison of the mean 

number of sessions by day of week is presented in Figure 5.1. 
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Figure 5.1. Comparison of Daily Utilization 

 

 

A clear trend can be observed by examining Figure 5.1.  While utilization patterns have 

remained fairly consistent from year to year (there are many more sessions during the 

week between Monday and Thursday than on Friday, Saturday, and Sunday on average), 

the average number of sessions per day has increased dramatically between 1996 and 

1999. The busiest days of the week averaged around 28,000 sessions per day in 1996. 

The busiest days of the week average over 42,000 sessions per day in 1999. Utilization 

remained fairly stable between 1997 and 1998, although the capacity of the pool was 

increased during this time. Even though there were more customers in 1998, the average 

number of sessions per day was less in 1998 than in 1999. The mean number of sessions 

increased somewhere between 34 - 65 percent for each day of the week between 1996 

and 1999. Although the user-to-modem ratio actually decreased from 10:1 to 7.5:1 

between 1996 and 1999, the mean number of sessions increased. The increase was 

particularly noticeable during the busiest days of the week (Sunday - Thursday), where 

utilization increased by roughly 64 percent over the four year time period.  
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The mean number of hourly sessions is presented in Figure 5.2. A trend of increased 

utilization over time is clearly evident in Figure 5.2. In general, the mean number of 

sessions during early morning hours between 1:00 AM and 7:00 AM has changed very 

little over time. There is a slight increase in utilization between 1996 and 1999 during the 

early morning off-peak hours. After 7:00 AM, however, changes in utilization become 

more pronounced. Utilization increased by roughly 30 percent between 1996 and 1997 

after 8:00 AM. Utilization remained fairly stable between 1997 and 1998. Mean 

utilization again increased rather dramatically between 1998 and 1999. Mean utilization 

typically increased between 20 and 30 percent between 1998 and 1999. Overall, 

utilization in 1999 has increased by between 30 and 80 percent over 1996 levels for most 

hourly time intervals after 7:00 AM.  

 

Figure 5.2. Comparison of Hourly Utilization 
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and other information technology (IT) professionals that general Internet usage is 

becoming more common over time. This general trend was anticipated at the university 

level also. The underlying hypothesis was that on average, customers have been staying 

online longer over time. Mean service times for the seven days of the week for each of 

the four years are presented in Figure 5.3.  

 

Figure 5.3. Comparison of Daily Mean Service Times  
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1998. Although there is not much of a visual difference in terms of mean service time 

between 1996, 1997, and 1998 for most days of the week, there is a significant increase 

in mean service times observed across all days of the week between 1998 and 1999. 
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days of the week. Customers are staying online an average of 20 to 40 percent longer 
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each time they log into the VTMP. Hourly mean service times for each of the four years 

are presented in Figure 5.4. 

 

Figure 5.4. Comparison of Hourly Mean Service Times  

 

 

A comparison of the mean service times for 1999, 1998, 1997, and 1996 for each of the 

24 hourly time intervals follows the same general trend as the mean service times for the 

various days of the week. Between 1996 and 1997 there was an increase in mean service 

times during early morning hours, but only a marginal increase in mean service times 

during the afternoon and evening. The same trend was observed between 1997 and 1998. 

The annual change of the largest magnitude occurred between 1998 and 1999, when 

mean service times are noticeably higher for every hourly time interval. The change in 

the mean service times was the largest during the off-peak hours in the early morning 

between 3:00 AM - 7:00 AM. Because the mean service time changes so dramatically 

over the course of the day, it was difficult to express the changes in terms of percentage 

growth. During the peak period when service times were generally much shorter, there 

was as much as 11 percent growth rate in the mean service time between 1996 and 1999. 
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In the off-peak period, the growth in mean service time between 1996 and 1999 exceeded 

60 percent for some hours. While the mean duration of online sessions has increased by 

rather small amounts during the busiest hours of the day, the mean duration of online 

sessions during off-peak or least busy times of the day has increased dramatically. It is 

also of interest to note that beginning in 1999, the mean service time increased 

dramatically around 11:00 PM, where in the past the mean service time tended to drop 

significantly after 11:00 PM. The pattern of longer session lengths during the off-peak 

hours typically began around 1:00 or 2:00 AM and lasted until about 7:00 AM between 

1996 and 1998. Beginning in 1999, the pattern shifted to begin at 11:00 PM and didn't 

end until 8:00 or 9:00 AM. 

  

4.1.2. Interarrival Time 

It was hypothesized that the mean time between arrivals has decreased over time. In other 

words, over time the rate of incoming calls to the VTMP has increased. This hypothesis 

was based on the opinion of the author and other IT processionals that online usage is 

becoming more and more popular over time and consequently there is a larger demand 

for networking resources now than there was even three years ago. A decrease in the time 

between arrivals is consistent with an increase in the number of sessions assuming the 

capacity of the pool remains the same. In the case of the VTMP, it was hypothesized that 

the interarrival rate had been increasing independently of changes in the customer base 

and capacity. The mean interarrival times for the seven days of the week for each of the 

four years are presented in Figure 5.5.  
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Figure 5.5. Comparison of Daily Mean Interarrival Times  

 

 

Figure 5.5 displays a decreasing trend in daily mean interarrival times for each day of the 

week. While the mean interarrival time remains fairly constant between 1996, 1997, and 

1998, there is a significant change in the mean interarrival time between 1998 and 1999 

for all seven days of the week. The mean interarrival time is around 2.4 - 2.5 seconds 

between 1996 and 1998 for the busiest days of the week -- Monday, Tuesday, and 

Wednesday. This means that on average, 0.4 incoming calls are received by the VTMP 

every second. The mean interarrival time drops to 2.0 seconds during the same days in 

1999, a decrease of around 20 percent. 0.5 incoming calls are received by the VTMP 

every second. When the 1999 trend line is examined, mean interarrival times have 

decreased for all days of the week, even on traditionally slow days such as Friday and 

Saturday. Although the magnitude of this change appears to be relatively small, it is 

important to note that interarrival times are measured in terms of fractions of seconds. A 

decrease in the mean interarrival time by a small fraction of a second can have a large 

impact on the overall arrival rate to the pool if one is considering thousands or tens of 

thousands of calls per day. The mean interarrival times for the aggregate hours of the day 

for each of the four years are presented in Figure 5.6. 
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Figure 5.6. Comparison of Hourly Mean Interarrival Times  

 

 

Figure 5.6 reveals a continuous decrease in mean interarrival times during off-peak hours, 

but reveals very little noticeable change in the mean interarrival time during the peak 

period. The mean interarrival times during the early morning off-peak hours between 

3:00 AM and 7:00 AM have decreased by over 80 percent during some hours of the day 

between 1996 and 1999. This implies that off-peak periods are experiencing heavier 

utilization over time. It may also imply that over time, CNS may experience a peak-

period spread, where the busiest hours (the peak hours) are expanding. For example, 

peak-period spread might mean that the peak period is expanding from the three-hour 

time interval of 5:00 PM - 8:00 PM to the five-hour time interval of 4:00 PM - 9:00 PM. 

There is too little data to draw this conclusion, but the observed trend is that the mean 

interarrival time continues to decrease during the off-peak hours. Due to the scale of the 

graph, it is difficult to observe any changes in interarrival times during the peak period. A 

comparison of peak period interarrival times is presented in Figure 5.7.  
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Figure 5.7. Comparison of Peak Mean Interarrival Times  
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they are not based on any type of statistical analysis. To provide greater detail with 

respect to how mean service times and mean interarrival times may be changing over 

time, a comparison of means analysis was conducted involving all four years of data. The 

comparison of means does not include all possible relationships, as some relationships 

are too detailed to be of much interest. The focus of the comparison of means analysis is 

on differences between mean service and interarrival times between the seven days of the 

week for each of the four years. Hourly differences are not examined statistically, only 

graphically.  

 

Multiple comparison procedures are useful in situations where the family of inferences 

includes all possible inferences that can be anticipated to be of potential interest (Neter, et 

al, 1996). In this study, Tukey's multiple comparison procedure was utilized to examine 

the set of all pairwise comparisons of factor level means. The family consists of estimates 

of all pairs D = µi - µi'.  The hypothesis tests examined are of the form: 

 

 

If all sample sizes are equal, the family confidence coefficient for the Tukey method is 

exactly 1 - α and the family significance level is exactly α (Neter, et al, 1996). In cases 

where the sample sizes are not equal, as is the case discussed here, the family confidence 

coefficient is greater than 1 - α and the family significance level is less than α. The 

Tukey procedure is conservative when the sample sizes are not equal. If the Tukey 

multiple comparison test indicates that there is a statistically significant relationship 

between two particular means (i.e. they are not equal), it is fairly certain that they are 

indeed not equal15. In other words, the Tukey test minimizes the possibility of 

committing a Type I error because the family significance level is actually less than α.    

 

                                                 
15 A detailed discussion of the Tukey multiple comparison procedure is presented in Chapter 17 of Neter, et 
al (1996). Multifactor studies are discussed in Chapter 23 of Neter, et al (1996). 
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The following approach was used to perform the multiple comparison procedure. First, 

the data sets were sorted by the desired factor (year, day of week, and hour). A PROC 

RANK was performed on the data sets by the factors for the variable of interest, on both 

service time and interarrival time. Once the data were ranked, the appropriate multiple 

comparison of means test was applied (in this case Tukey) using PROC MIXED for a 

mixed model as opposed to PROC GLM for a general linear model. The following SAS 

code was utilized. 

 

proc mixed data=MPool5.combo_1; 
class year dow hour; 
model diff= year*dow*hour year*dow year*hour year dow hour; 
lsmeans year dow year*dow / adjust=Tukey; 
run; 
 

While each main effect and all combinations of mixed effects are modeled (the model 

statement), only the means of the main effects year, day of week, and mixed effect of 

year*dow (day of week) are examined. This is due to the fact that examining additional 

mixed effects was not necessarily considered to be of interest and the fact that generating 

additional mixed comparisons involving hourly time intervals produced a huge quantity 

of output (hundreds of pages). It was determined that examining the mixed effects of 

year*dow provided the most interesting and meaningful results relating to this research. 

The same procedure was performed for both service time and interarrival time.  

 

5.2.1. Service Time 

The comparisons of interest for service time include an annual pairwise comparison of 

aggregate mean service times and a pairwise comparison of daily service times for the 

four years. The annual comparison provided some general insight into whether or not the 

overall mean service time has increased over the course of each year. The daily 

comparison across each of the four years provided detailed insight into how the mean 

service times have changed for each day of the week. Although it is possible to evaluate 

all pairwise hourly comparisons across the various days of the week and across all years, 
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the quantity of output is too great to be of much practical use. Since the P-value is 

provided for each comparison, it is easy to evaluate whether or not each hypothesis test is 

significant at a specific family significance level (α). 

 

5.2.1.1. Annual Comparisons 

The first group of pairwise comparisons included the aggregate annual comparisons. For 

example, the aggregate mean service time for 1996 is compared to the aggregate mean 

service time for 1997, 1998, and 1999. Each pairwise comparison is examined. There is 

very strong evidence in favor of the alternative hypothesis in each case. In all six 

hypothesis tests, the null hypothesis, H0 : µi - µi ' = 0 is rejected with a P-value less than 

0.0001 indicating a significant statistical difference in the mean service time values for 

each of the pairwise comparisons. Based on the estimates provided in the comparisons, 

the aggregate mean service time is approximately 60 seconds greater in 1997 than 1996. 

The aggregate mean service time is approximately 200 seconds greater in 1998 than 

1996. And finally, the aggregate mean service time is approximately 540 seconds greater 

in 1999 than 1996. The most significant annual increase occurs between 1998 and 1999 

(a 343-second increase). Based on these results, there has been a statistically significant 

increase in the aggregate mean service time over each of the years examined in the study. 

 

5.2.1.2. Daily Comparisons by Year 

The second group of comparisons examined was all daily comparisons by year. Although 

these tests provided useful information in evaluating the statistical relationships between 

various pairwise comparisons, there are thousands of comparisons -- too many to discuss 

in detail or to present in tabular form. Therefore only corresponding days of the week for 

each of the four consecutive years were examined. For example, mean service times for 

Monday of each subsequent year were compared. The comparisons are presented in 

Table 5.2. All pairwise comparisons have been made, but are not discussed in this paper. 

The complete test results are presented in Appendix C.  
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Overall, there are very few cases where the mean service time for a particular day is not 

statistically different from the same day the following year. There is very strong 

statistical evidence that Mondays, Thursdays, and Fridays differ between 1996 and 1997, 

but the null hypothesis is not rejected in the other four cases (Sundays, Tuesdays, 

Wednesdays, and Saturdays). When the mean service times for 1997 and 1998 are 

compared, there is only one comparison that does not differ from the previous year 

(Monday). There is significant to very strong statistical evidence in favor of H1 for the 

other six days of the week. Between 1998 and 1999, there is very strong statistical 

evidence in favor of the alternative hypothesis in all seven cases. The mean service time 

does change between 1998 and 1999 for all days of the week. There are numerous 

additional pairwise comparisons that can be made between various years and days, 

however, the focus of this chapter is on longitudinal analysis, not on identifying and 

discussing all possible pairwise comparisons. The pairwise comparisons provide some 

statistical validation for some of the graphical results presented earlier in the chapter.  

 

Table 5.2. Annual Daily Comparison of Mean Service Times  

Comparison Year / Date #1 Year / Date #2 P-Value Conclusion 
1996, Sunday 1997, Sunday 1.0000 No evidence H1 
1996, Monday 1997, Monday 0.0002 Very Strong evidence H1 
1996, Tuesday 1997, Tuesday 0.9932 No evidence H1 

1996, Wednesday 1997, Wednesday 1.0000 No evidence H1 
1996, Thursday 1997, Thursday < 0.0001 Very Strong evidence H1 

1996, Friday 1997, Friday < 0.0001 Very Strong evidence H1 

 
 

1996 
to  

1997 

1996, Saturday 1997, Saturday 0.9997 No evidence H1 
1997, Sunday 1998, Sunday < 0.0001 Very Strong evidence H1 
1997, Monday 1998, Monday 0.7198 No evidence H1 
1997, Tuesday 1998, Tuesday < 0.0001 Very Strong evidence H1 

1997, Wednesday 1998, Wednesday 0.0184 Significant evidence H1 
1997, Thursday 1998, Thursday 0.0011 Strong evidence H1 

1997, Friday 1998, Friday < 0.0001 Very Strong evidence H1 

 
 

1997 
to  

1998 

1997, Saturday 1998, Saturday < 0.0001 Very Strong evidence H1 
1998, Sunday 1999, Sunday < 0.0001 Very Strong evidence H1 
1998, Monday 1999, Monday < 0.0001 Very Strong evidence H1 
1998, Tuesday 1999, Tuesday < 0.0001 Very Strong evidence H1 

1998, Wednesday 1999, Wednesday < 0.0001 Very Strong evidence H1 
1998, Thursday 1999, Thursday < 0.0001 Very Strong evidence H1 

1998, Friday 1999, Friday < 0.0001 Very Strong evidence H1 

 
 

1998 
to  

1999 

1998, Saturday 1999, Saturday < 0.0001 Very Strong evidence H1 
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5.2.2 Interarrival Time 

The comparisons of interest for interarrival time included an annual comparison of the 

aggregate mean interarrival times for each of the four years and a daily pairwise 

comparison of for each sequential year. The aggregate annual comparison provided some 

general insight into whether or not the overall mean interarrival time has changed over 

time. A comparison of each day of the week across each of the four years provides 

detailed insight into how the mean interarrival time has changed for each day of the week 

across time. Although it is possible to evaluate all hourly pairwise comparisons across the 

various days of the week and across all years, the quantity of output is too great in this 

case to be of much practical use. Since the P-value is provided for each comparison, it is 

easy to evaluate whether or not each hypothesis test is significant at a specific family 

significance level (α). 

 

5.2.2.1. Annual Comparisons 

The first group of comparisons included the aggregate annual comparisons. For example, 

the aggregate interarrival service time for 1996 is compared to the aggregate mean 

interarrival time for 1997, 1998, and 1999. Each pairwise comparison is examined. There 

is very strong evidence in favor of the alternative hypothesis in each case. In all six tests, 

the null hypothesis, H0 : µi - µi ' = 0 is rejected with a P-value less than 0.0001. Therefore, 

the conclusion is that there is a significant statistical difference in the mean interarrival 

times for each of the pairwise comparisons. The aggregate mean interarrival time is 

approximately 0.86 seconds lower in 1997 than 1996. The aggregate mean interarrival 

time is approximately 1.03 seconds lower in 1998 than 1996. And finally, the aggregate 

mean interarrival time is approximately 2.75 seconds lower in 1999 than 1996. The 

greatest annual increase occurs between 1998 and 1999 when the mean interarrival time 

decreased by 1.71 seconds. There was a statistically significant decrease in the aggregate 

mean interarrival time over each of the four years examined. 
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5.2.2.2. Daily Comparisons by Year 

The second group of comparisons included all daily comparisons by year. Although these 

tests provided some useful information in evaluating the statistical relationships between 

various pairwise comparisons, there are thousands of comparisons. Consequently, only 

corresponding days of the week for consecutive years are discussed. For example, mean 

interarrival times for Monday of each subsequent year were compared. The comparisons 

are provided in Table 5.3. All pairwise comparisons were made, but are not discussed in 

this paper due to length considerations. The complete test results are presented in 

Appendix C.  

 

Table 5.3. Annual Daily Comparison of Mean Interarrival Times 

Comparison Year / Date #1 Year / Date #2 P-Value Conclusion 
1996, Sunday 1997, Sunday < 0.0001 Very Strong evidence H1 
1996, Monday 1997, Monday < 0.0001 Very Strong evidence H1 
1996, Tuesday 1997, Tuesday < 0.0001 Very Strong evidence H1 

1996, Wednesday 1997, Wednesday < 0.0001 Very Strong evidence H1 
1996, Thursday 1997, Thursday 0.0003 Very Strong evidence H1 

1996, Friday 1997, Friday < 0.0001 Very Strong evidence H1 

 
 

1996 
to  

1997 

1996, Saturday 1997, Saturday < 0.0001 Very Strong evidence H1 
1997, Sunday 1998, Sunday < 0.0001 Very Strong evidence H1 
1997, Monday 1998, Monday 0.9995 No evidence H1 
1997, Tuesday 1998, Tuesday 0.7380 No evidence H1 

1997, Wednesday 1998, Wednesday < 0.0001 Very Strong evidence H1 
1997, Thursday 1998, Thursday < 0.0001 Very Strong evidence H1 

1997, Friday 1998, Friday < 0.0001 Very Strong evidence H1 

 
 

1997 
to  

1998 

1997, Saturday 1998, Saturday < 0.0001 Very Strong evidence H1 
1998, Sunday 1999, Sunday < 0.0001 Very Strong evidence H1 
1998, Monday 1999, Monday < 0.0001 Very Strong evidence H1 
1998, Tuesday 1999, Tuesday < 0.0001 Very Strong evidence H1 

1998, Wednesday 1999, Wednesday < 0.0001 Very Strong evidence H1 
1998, Thursday 1999, Thursday < 0.0001 Very Strong evidence H1 

1998, Friday 1999, Friday < 0.0001 Very Strong evidence H1 

 
 

1998 
to  

1999 

1998, Saturday 1999, Saturday < 0.0001 Very Strong evidence H1 
 

 

In the case of the interarrival times, only two comparisons provide no statistical evidence 

in favor of H1 -- the pairwise comparison between Monday, 1997 and Monday, 1998, and 

the pairwise comparison between Tuesday, 1997 and Tuesday, 1998. In all other 

comparisons, there is very strong statistical evidence rejecting the null hypothesis. The 

mean interarrival time changes from year to year for each day of the week in almost all 
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comparisons. This is relevant because graphically it is difficult to determine whether or 

not the mean interarrival time actually did change over consecutive years in some cases. 

The test results indicate that changes in the mean interarrival times were statistically 

significant although this change is not illustrated well in the graphical results. 

 

5.3. SUMMARY 

A longitudinal analysis of both service times and interarrival times was presented in this 

chapter. Various graphs displaying trends for mean service times and mean interarrival 

times were provided. Changes in mean service times and mean interarrival times for each 

year were examined daily and hourly. The average number of sessions for all hourly and 

daily time intervals was also provided. A series of multiple comparison tests were also 

performed using Tukey's method to compare factor level means for both variables on an 

annual basis and on a daily basis for consecutive years. 

 

It is possible to identify many changes in the mean number of sessions, mean service 

time, and mean interarrival time over time by examining the various graphs presented in 

Section 5.1. The mean number of sessions increased considerably between 1996 and 

1999 for all days of the week and for all hours of the day despite the fact that the user-to-

modem ratio in the VTMP decreased from 10:1 in 1996 to approximately 7.5:1 in 1999. 

The mean number of daily sessions per customer was estimated for each year. The mean 

number of sessions per customer actually decreased between 1996 and 1997. The mean 

number of session decreased from 3.32 sessions per customer per day in 1996 to 3.05 

sessions per customer per day in 1997. The mean number of sessions per customer 

remained roughly the same between 1997 and 1998, but then increased significantly 

between 1998 and 1999. The mean number of sessions per customer in 1998 was 2.97 

sessions per customer per day. The mean number of sessions per customer increased to 

3.75 sessions per customer per day in 1999. This represents an increase of about 780 

sessions per day for every 1,000 customers in the pool. Considering the VTMP has 

roughly 10,000 customers, it is estimated that on average there are approximately 7,800 

more sessions per day in 1999 than there were in 1998. 



 112 

Changes in mean service times and mean interarrival times over time were also apparent. 

While the mean service time increased rather slightly between 1996 and 1998, it 

increased significantly between 1998 and 1999 for all days of the week and over the 

course of a day (24-hour time period). The change in the mean interarrival time mirrors 

this trend. There were slight decreases in the mean interarrival time (an increase in the 

arrival rate) between 1996 and 1998 for most days of the week and most hourly time 

periods. There was, however, a considerable decrease in the mean interarrival time 

between 1998 and 1999 for all days of the week and for all hourly time intervals.  

 

When these trends are examined together, the hypothesis that traffic patterns are 

changing over time seems to be validated. The available data support the hypothesis that 

the duration of online sessions is increasing, the time between incoming calls to the pool 

is decreasing, and the utilization of the pool is increasing over time. The multiple 

comparison tests presented in Section 5.2 add statistical support the hypothesis that 

VTMP customers are staying online longer, interarrival times are decreasing, and 

utilization is increasing over time. The factor level means are changing in the appropriate 

directions to validate the hypothesis. It is true that more analysis can be done related to 

comparing factor level means, but that analysis is not the primary objective of this paper.  

 

In conducting a longitudinal analysis, the more data one possesses, the more significant 

the results of the analysis tend to be. Unfortunately, there are only four years of data 

examined in this particular study, but additional data can be examined using the 

methodology described in this paper, as they become available. There is preliminary 

evidence that the trends of higher mean service times, lower mean interarrival times, and 

higher utilization have continued throughout the 2000/2001 academic year. The general 

statement that customers tend to be staying online longer and utilizing the VTMP more 

heavily over time is supported by the data presented in this study and also by a 

preliminary analysis conducted by CNS (C. Gaylord, personal communication, 

November, 17, 2000). To date, additional data have not been analyzed in any detail.  
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CHAPTER 6 

PERFORMANCE ANALYSIS 

 

The results of the performance analysis are discussed in this chapter. The performance of 

the VTMP is analyzed via simulation using OPNET Technologies� network simulation 

tool Opnet Modeler. The discrete-event simulation model used in OPNET is presented 

including various modeling assumptions. The primary objective of this chapter is to 

examine the performance of the VTMP in terms of blocking probability. General 

relationships between blocking, capacity, and the two primary traffic parameters, 

interarrival time and service time, are presented. Because there are an endless number of 

scenarios that can be examined, the focus of this research is on blocking probability 

during the peak period of operation in the VTMP. Blocking probability during the peak 

period in the VTMP with no business rules is estimated and compared to blocking 

probability using both static session limits and dynamic session limits. Two different 

probability density functions (PDF) are examined for service times. 

 

The simulation model is discussed in detail in Section 6.1. Model conditions, validation, 

and verification are presented in Section 6.1.1.This includes a discussion of random 

number seeds, the number of model replications, the warm-up period, and the simulation 

runtime. The results of the simulation performance analysis are presented in Section 6.2. 

General comparisons between capacity, mean service time, mean interarrival time, and 

the blocking probability are made in Section 6.2.1. The impact of imposing both static 

and dynamic session limits on the blocking probability is discussed in Section 6.2.2. An 

exponential service time distribution is considered as well as a customized distribution 

designed to mimic realistic call duration on the VTMP.     
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6.1. SIMULATION MODEL 

The primary benefit of building a simulation model to analyze the modem pool is to 

provide some quantitative evidence in determining whether or not implementing business 

rules is an effective means of decreasing the blocking probability. Although it is possible 

to construct an M/M/m/m analytical queuing model to determine blocking probabilities 

for different parameter values such as the number of modems, interarrival times, and 

service times, analyzing the impact of various business rules on blocking probability 

greatly complicates the analytical queuing model. In many cases it is not feasible for 

providers to implement various business rules to observe the impact on blocking. This 

would cause a disruption in service that could critically impact customer satisfaction. 

Simulation allows one to examine a number of hypothetical scenarios by imposing 

specific business rules and examining the impacts in terms of blocking probability. A 

system that may be too complex to model analytically can be modeled using simulation 

(Law and Kelton, 1994). Finally, once the base simulation model is constructed, a 

number of different "what if" scenarios can be examined rather easily. Relationships 

between different traffic parameters, different user-to-modem ratios, and different 

business rules can be examined without impacting customer service. 

 

The use of this particular simulation model is justified because it allows for a fairly 

realistic portrayal of customer behavior. By using traffic parameters that are estimated 

based on a statistical characterization of actual VTMP traffic, the blocking probability 

can be modeled in a reasonably accurate manner. The model described in this paper also 

accounts for the probability of immediate redial in the case where a session is 

prematurely truncated due to the imposition of session limits. The impact of immediate 

redials in cases where initial calls to the VTMP are blocked is not explicitly accounted 

for in this model, but can be implicitly incorporated into the inter-arrival time estimate 

itself.  

 

The M/M/m/m queuing model was used as the basis for the simulations discussed in this 

research because it represents a finite number of servers operating in a closed system 

where both inter-arrival and service times are exponentially distributed, where arrivals 
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are characterized as a Poisson process.  The number of servers in the queue corresponds 

to the number of modems in the modem pool.  Since no additional queuing resources are 

available, the total system size is also equal to the number of modems. Changes have 

been made to the model to account for situations where the service time distribution is 

not exponentially distributed. A custom probability density function (PDF) for service 

time was created based on actual service time data obtained from CNS. A custom PDF 

for interarrival time was not constructed16. A diagram of the basic queuing model is 

presented in Figure 6.1. 

 

Figure 6.1. Diagram of Basic Queueing Model 
  

 

Source Sink Queue 

 

 

 

OPNET Modeler� is a modeling tool that is primarily used to model packet switching 

networks17. For the purpose of this research, it was determined that call duration was best 

modeled by individual packets. For example, by setting the service rate parameter in the 

queue module to 1 bit/second and by generating a packet with a length of 100 bits, it is 

possible to model a modem session with a duration of 100 seconds. The service rate of 

the queue in combination with the packet size represents the length of each connection as 

described above. The interarrival time for sessions is modeled using the interarrival time 

parameter set within the packet generator in the source module. By default, the OPNET 

queueing model provides an interarrival time parameter that can be set using a pull-down 

menu. 

 

                                                 
16 Based on the traffic characterization presented in Chapter 4, peak-period interarrival times were "nearly" 
exponential. Service times were not distributed exponentially, so a customized PDF was created based on 
actual service time data. 
 
17 OPNET Version 7.0.B provides some circuit switching support. 
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Another challenge in modeling a modem pool was how to incorporate various business 

rules such as maximum session times into the model.  This challenge was overcome by 

modifying the process-level code of the basic M/M/m/m queue within OPNET.  The 

modified queue includes two extended attributes, a Boolean value indicating whether or 

not the business rules should be used and an integer value corresponding to the maximum 

session duration.  If the Boolean value is TRUE, the integer value representing the 

session duration is used to terminate sessions when they exceed the specified limit. The 

truncation is performed immediately upon the packet�s arrival in the queue module and 

prior to any servicing of the packet.  This does not truly mimic the actual operation of the 

business rules because there is no way to predict the intentions of an individual caller, but 

it yields the same results and creates efficient simulations. 

 

Additional modifications to the model included altering the process model code to reflect 

some probability that truncated sessions will immediately try to reconnect to the pool. 

The appropriate traffic engineering technique for modeling a network without queuing is 

either Erlang B or Extended Erlang B (EEB) (Jewett et al. 1980). Erlang B assumes that 

neither blocked calls nor truncated calls retry the system. The EEB, developed by Jewett 

and Shrago in 1975, is the appropriate technique when some portion of blocked callers 

immediately retry their calls. Although this model does not consider redials if the initial 

call is blocked, the model does incorporate a probability of redialing if the existing call is 

truncated. A flow chart describing the modeling process is presented in Figure 6.2. 



 117 

Figure 6.2. Flow Chart of Modeling Process  

 

 

The technique employed to generate redials in the case of a truncated session is a 

modified Erlang B technique. When the source node generates a random length session 

following an exponential distribution with a specified mean, the length of that session 

(the original session) is known by the system. If the original session is truncated, the 

excess session time is recorded. Excess session time is equal to the original session time 

The arrivals follow
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stated mean

Source generates an 
arrival (packet)

Service rate parameter 
in queue module is set 

to desired rate
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equivalent  to call duration 

Re-dial call blocked,
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If service time <
session limit, call
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minus the session limit imposed by a particular business rule. The excess session time is 

then divided by the original session time to calculate the percent of the original session 

that was truncated. OPNET Modeler�s random number generator function is called and 

returns a random number distributed U(0,100.1), where the upper bound is exclusive. If 

the random number is less than or equal to the percent truncated times 100, the customer 

immediately redials. The new arrival is generated at the time the truncated session ends 

plus 15 seconds (current time + 15 sec ± error). The static 15-second time interval was 

designed to capture the actual time required to reconnect to the network and was selected 

based on an estimate of how long it would take a customer to redial and connect. 

 

If the call back is successful, the new session duration is equal to the excess session time 

from the original session. This process is repeated if the session is truncated multiple 

times. Furthermore, it is more likely that a longer original session that is truncated will 

generate a call back than a shorter original session that is truncated. For example, if the 

original session is seven hours (25,200 seconds) and a two-hour session limitation is 

being imposed (7,200 seconds), the excess session time is 18,000 seconds (25,200 � 

7,200). The percent truncated is equal to 71.4 ((18,000 / 25,200) * 100). There is about a 

71 percent chance that the customer will immediately call back to re-establish the session. 

As the excess session time decreases, the probability of an immediate call back also 

decreases. There are sources available that examine redials or retrials in queues, (Falin 

and Templeton, 1997; Perros, 1994; Jewett, 1980), but these sources do not necessarily 

provide accurate information related to the probability of a redial should the customer not 

connect to the network on the first attempt. Falin and Templeton (1997) point out that 

repeated calls cannot be fully observed because there is usually a joint arrival flow of 

primary and repeated calls to the server. In the absence of definitive information 

regarding customer behavior with respect to redials, the algorithm described above was 

believed to adequately estimate redials. 
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6.1.1. Model Conditions, Validation, and Verification 

When using any type of model to help in problem solving it is important that the model 

provide a correct representation of the system being modeled. Analytical solutions can be 

obtained for some models using mathematical methods such as algebra, calculus, or 

probability theory to obtain exact information on questions of interest (Law and Kelton, 

1991). In cases where real-world systems are too complex or simply not available to 

allow models to be evaluated analytically, models can be studied by means of simulation. 

In a simulation, a computer is used to evaluate a particular model numerically, and data 

are gathered to estimate the true characteristics of the model. In the case of this research, 

blocking probability is estimated when business rules are employed and also when a 

customized PDF is used because analytical solutions are not available. The simulation 

model must therefore be validated and verified. In addition to concerns related to whether 

or not the model accurately represents the VTMP and whether or not the code in the 

model does what it is supposed to do, conditions such as the simulation warm-up period, 

the simulation termination time, and the number of replications are examined. 

 

6.1.1.1. Random Number Seeds 

OPNET generates a sequence of random numbers based on a random number seed 

(Opnet Online Documentation). Different seeds produce a different sequence of random 

numbers resulting in different network configurations. If the same seed value is used, the 

random numbers generated by OPNET for a particular scenario will be the same. The 

seed value can be a predetermined value, a value provided by the user, or a value 

generated by OPNET. In the case of this research, seed values were selected from Law 

and Kelton (1991) and MacDougall (1987). Both sources provide code examples for 

creating a random number generator with suggested seed values. 

  

6.1.1.2. Number of Replications 

As mentioned at the beginning of this chapter, simulation involves a statistical analysis of 

the model output. According to Law and Kelton (1991), simulation models are typically 
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viewed as being either discrete-event or continuous in nature. "Discrete-event simulation 

concerns the modeling of a system as it evolves over time by a representation in which 

the state variables change instantaneously at separate points in time" (Law and Kelton, 

1991, p. 7). Discrete simulations have a definable beginning and ending time period and 

focus only on discrete events occurring within that time period. The term replication is 

used in the discrete-event realm. A single replication involves an independent run of the 

simulation with a unique random number seed. "Continuous simulation concerns the 

modeling over time of a system by a representation in which the state variables change 

continuously with respect to time" (Law and Kelton, 1991, p. 109). Continuous 

simulations do not necessarily have a definitive starting or stopping point. Continuous 

simulations employ the batch means method to obtain independent observations from a 

single, continuous simulation run18.  

 

Although a modem pool does not really start up or shut down at the beginning and end of 

every day, discrete-event simulation is used for this project because the scope is the peak-

period that begins at 6:00 PM and ends at 11:00 PM every day. Therefore, the number of 

replications used in the analysis need to be addressed. The number of replications 

selected is an important subject because the real utility of simulation lies in comparing 

the output from several different simulation runs (Law and Kelton, 1991). Since 

simulation is statistical in nature, interpreting the results from a single simulation run (or 

replication) leads to fallacious conclusions. Interpretation of simulation output involves 

examining a number of simulation runs or replications.   

 

To determine the number of replications, a specified precision procedure described by 

Law and Kelton (1991) was employed. Initially, it was determined that a confidence 

interval for session duration should be estimated. Four replications of the base simulation 

model with no business rules were run each with a different seed for the duration of two 

hours with no warm-up. The variable of interest in this case is session duration. No warm 

up was needed because the duration of incoming calls is not impacted by a warm-up 

period. The mean session duration was estimated for each of the four replications. A 

                                                 
18 Batch means is discussed in detail in Chapter 9 of Law and Kelton (1991). 
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confidence interval was constructed for n = 4 replications where the mean of the sample 

equals 1,500.401 seconds and variance for the sample was 313.146 seconds.  

 

Using α = 0.05, the resulting confidence interval was (1,472.247, 1,528.555). The half-

length of the interval was approximately 28 seconds (total error of 56 seconds). The 

desired precision was a total error of 30 seconds, or ± 15 seconds. A total error of 30 

seconds represents a small deviation from the actual mean and a tight confidence interval 

given the magnitude of the mean session duration. The current confidence interval was 

determined to be too large based on the desired precision. An approximate expression for 

the total number of replications is given in Equation 6.1as given by Law and Kelton 

(1991). 

 

Equation 6.1. Approximate Expression for Number of Replications  

 

 

The number of replications was determined by iteratively increasing i by one until the 

smallest integer value of i was obtained for which the equation was satisfied. First i = 4 

was tested, then i = 5, and so on, until Equation 6.1 was satisfied for the error value, β = 

15. It was determined that a minimum of eight replications of the simulation were needed 

to obtain the 90 percent confidence interval (1,485.401, 1,515.401). Ten replications were 

run because ten represented a round number and the computing resources associated with 

running two additional replications were not that great. A detailed description of this 

procedure is provided Chapter 9 of Law and Kelton (1991). The results of the 

approximation for the number of replications are provided in Equation 6.2. 
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Equation 6.2. Approximation for i = 8 Replications 

 

6.1.1.3. Validation 

Validating the simulation model involves determining whether or not the model provides 

an accurate or "correct" representation of the system being modeled. To validate the 

model, 10 replications were run using baseline parameter estimates for exponentially 

distributed interarrival times and service times without using any business rules. In the 

case of no business rules, the model is designed to function as a standard M/M/m/m 

queue. Output results from the simulation were then compared to the analytical values 

obtained using the Erlang B Formula for the various parameters. Several different 

parameter values were tested for both service time and interarrival time. The analytical 

formulation of the M/M/m/m queueing system is presented in Equation 6.3. Results of 

the comparisons between the Erlang B formula and the simulation model are presented in 

Table 6.1. 
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Table 6.1. Erlang B Results versus Simulation Results for Validation (n=10) 

Scenario Number of 
Modems 

Interarrival 
Rate (λλλλ) 

Service Rate  
(µµµµ) 

Erlang B 
Calculations 

Simulation 
Results 

1 1,300 1.3333 0.000667 0.351 0.352 
2 1,100 1.3333 0.000667 0.451 0.451 
3 1,000 1.0000 0.0005882 0.413 0.414 
4 900 0.71428 0.000556 0.302 0.302 
5 1,100 0.83333 0.000556 0.268 0.270 

 

 

In each case, the analytical values obtained using the Erlang B formula are extremely 

close to the experimental values. This test validates the accuracy of the model in cases 

where no business rules are employed -- which is the only case for which the model can 

be validated against an analytical formula. Immediate redials associated with blocked 

calls are not explicitly accounted for in this model.  The model described in this paper 

utilizes a modified Erlang B technique, but does not employ the EEB technique.  That is, 

if a call is blocked it is not immediately retried based on some probability. However, it is 

commonly accepted among many telecommunications professionals that when calls are 

initially blocked, some unknown percentage of callers immediately tries to reconnect 

(Scavo and Miranda, 1985; Jewett et al. 1980).  Although this model does not directly 

account for redials with respect to initially blocked calls, interarrival estimates can be 

adjusted to incorporate this behavior into the model.  Thus the model provides a 

reasonable representation of user behavior based on the available information. 

 

6.1.1.4. Warm-up Period 

The purpose of a warm-up period is to reduce (or eliminate) initialization bias in the 

simulation. Although a warm-up period was not used to determine the number of 

replications used in the analysis, since the duration of individual sessions is not impacted 

in any way by a warm-up, a warm-up period is needed when blocking probability is 

considered. This is because in a discrete-event simulation, there is a beginning simulation 

time. In this case, the goal is to model the steady state of the VTMP during peak periods. 

Therefore, statistics collected at the beginning of the simulation -- when the pool is empty 

-- are not of interest and will bias the blocking probability results. A commonly used 
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methodology was employed to determine the warm-up period. The methodology is a 

graphical procedure due to Welsh (Law and Kelton, 1991). Although the details 

associated with the Welsh procedure are not discussed in detail in this paper, the basic 

premise of the methodology is straightforward. A particular statistic is identified and a 

moving average associated with each observation for that statistic is collected and 

plotting. The point at which the moving average curve levels out is the minimum warm-

up period19. The mean session duration was selected as the statistic of interest because it 

is collected for each observation and OPNET plots the statistic (in a variety of forms 

selected by the user) by default. The objective was to determine the point at which the 

mean session duration leveled off and remained stable throughout the duration of the 

simulation.  

 

The mean session duration for a particular scenario was entered as an attribute in the 

process model of OPNET. Code was added into the process model to collect the call 

duration for each incoming call and export the data into a text file. A base scenario using 

1,100 modems, a mean interarrival time of 1.0 seconds, and a mean call duration of 1,500 

seconds was used and 10 replications were run, each with a different seed. Each 

simulation spanned five hours of simulated time. At approximately 34 minutes into each 

simulation the moving average leveled out and remained constant throughout the duration 

of the simulation run. In addition to using the built-in graphing features provided by 

OPNET, the output data were exported to an Excel file where they were also examined to 

double-check the 34-minute warm-up. Since the test-case scenario for the warm-up 

period contained a relatively small number of modems (1,100), a relatively high mean 

interarrival rate (1.0 arrivals / second), and a moderate mean session duration (1,500 

seconds), it was determined that a warm-up period of one hour (3,600 seconds) would be 

more than adequate to model the steady-state operation of the VTMP in an unbiased 

manner for any scenario examined in this paper.   

 

                                                 
19 A detailed description of the Welsh procedure is described in Chapter 9 of Law and Kelton (1991). 
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6.1.1.5. Simulation Run Time 

The simulation model employed in this research is a terminating simulation. "A 

terminating simulation is one for which there is a natural event E that specifies the length 

of each run (replication). Since different runs use independent random numbers and the 

same initialization rule, this implies that comparable random variables from the different 

runs are IID." (Law and Kelton, 1991, p. 529). Since the peak-period as defined in this 

research is the continuous five hourly time intervals between 6:00 PM and 11:00 PM, the 

duration of the simulation should be no more than five hours in length exclusive of the 

warm-up period. Extending the duration of the simulation past five hours is not useful in 

examining the impact of business rules during the peak period.  

 

6.1.1.6. Verification 

Verification of the model involved determining whether or not the code written at the 

process level of the model (which essentially provided a custom model) functioned in the 

way it was supposed to. Code included at the process model level of OPNET is Pseudo C. 

The primary means of verifying the model was to print out various variables and statistics 

at different points in the simulation run (or collect output from certain statistics 

throughout the simulation run) and examine the output for inconsistencies. As different 

model parameters were specified for the model, the output statistics were examined to see 

if changes were consistent with what was expected. In many cases, counters were 

assigned to variables to make sure they were incrementing or decrementing properly. 

 

6.2. RESULTS 

The results of the performance analysis are presented in this section. Blocking probability 

was examined for various levels of service time, interarrival time, and capacity. The 

purpose of this examination was to determine if specific patterns or trends could be 

identified that might assist other providers with capacity planning issues. The impact of 

imposing business rules in the form of session limits is also discussed. Blocking 

probability was estimated using the standard assumption of Poisson arrivals and 
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exponential service times and also using Poisson arrivals and a customized probability 

density function (PDF) based on empirical service time data from the VTMP.   

 

6.2.1. General Comparisons 

A component of this research involved examining how changes in different traffic 

parameters as well as changes in the capacity of a dialup system might impact blocking 

probability, a level-of-service (LoS) measure. The results of a general comparison where 

different combinations of traffic parameters and capacities are examined are presented in 

this section. One hundred different scenarios were examined. Five different mean 

interarrival time values were considered. The values are based on results obtained from 

the peak-period traffic characterization for 1999 presented in Chapter 4. The mean 

interarrival times included 0.75, 0.9, 1.0, 1.1, and 1.2 seconds. Although the traffic 

characterization presented in Chapter 4 provided no statistical evidence for considering 

interarrival times less than 0.9 seconds, the 0.75-second interarrival time value was 

selected based on input from network engineers at CNS. The real interarrival time to the 

system during peak periods may actually be less than the estimated value presented in the 

traffic characterization if immediate redials due to failed connection attempts are 

implicitly included in the interarrival time value (C. Gaylord, personal communication, 

January 26, 2001). It may also prove interesting to examine the impact of short 

interarrival times on the blocking probability. Four different values for mean service time 

were considered -- 1,300 seconds, 1,500 seconds, 1,700 seconds, and 1,900 seconds. 

These values are based on a range of mean service time values discovered during the 

traffic characterization. Finally, five different capacity values were considered. The 

values represent the number of modems in the modem pool. The values include 1,100, 

1,300, 1,500, 1,700, and 1,900 modems. These values were selected based on various 

level of capacity observed in the VTMP in the past and also on possible future capacity 

additions. 

 

Ten replications were run for each of the 100 scenarios. The mean blocking probability 

was recorded and a number of graphs were constructed to illustrate trends. Tables 
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containing numerical blocking probability values are also provided. Not all of the 

simulation results are presented in this paper due to length considerations and several 

scenarios were selected to serve as representative illustrations describing how changes in 

the various traffic parameters and in the capacity of the pool may impact the blocking 

probability. Although the impacts associated with various changes in parameters and 

capacities are dynamic in nature, an attempt was made to isolate these impacts by holding 

several parameters constant while varying a single parameter. 

 

6.2.1.1. Examining the Impact of Capacity 

The impact of capacity on the blocking probability is examined in this section. Since 

there are three parameters that vary -- capacity, service time, and interarrival time, 

capacity versus the mean service time is examined separately from capacity versus the 

mean interarrival time. The estimated blocking probabilities for a fixed interarrival time 

of 0.75 seconds where the capacity and mean service time vary are displayed in Table 

6.2. The corresponding graph is provided in Figure 6.3. 

 

Table 6.2. Estimated Blocking Probability -- Fixed Interarrival Time of 0.75 sec 

Capacity  
(Number of Modems in Pool) 

Mean 
Session 
Duration 1,100 1,300 1,500 1,700 1,900 
1,300 sec 36.77% 25.30% 13.91% 3.37% 0.00% 
1,500 sec 45.02% 35.11% 25.22% 15.39% 5.71% 
1,700 sec 51.37% 42.66% 33.90% 25.21% 16.54% 
1,900 sec 56.65% 48.73% 40.85% 33.03% 25.21% 
 

 

It appears as though the blocking probability is reduced for each service time level in a 

linear manner as capacity is increased. These general results hold for all cases regardless 

of the mean service time. Consider a mean service time of 1,500 seconds. When capacity 

is 1,100 modems (or roughly 9:1 user-to-modem ratio)20, the estimated blocking 

                                                 
20 Assume 10,000 customers. This number is easy to work with and is very close to the number of 
customers that utilize the VTMP. 
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probability is 45.02 percent. The estimated blocking probability is 35.11 percent when 

the capacity is 1,300 modems (approximately 7.7:1 user-to-modem ratio). When the 

capacity is 1,500 modems (approximately 6.7:1 user-to-modem ratio), the estimated 

blocking probability is 25.22 percent. The estimated blocking probability is 15.39 percent 

when the capacity is 1,700 modems (approximately 5.9:1 user-to-modem ratio). Finally, 

when the capacity is 1,900 modems (approximately 5.3:1 user-to-modem ratio), the 

estimated blocking probability is 5.71 percent.  

 

Figure 6.3. Estimated Blocking Probability -- Fixed Interarrival Time of 0.75 sec 
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The blocking probability is reduced by roughly 10 percent every time the capacity is 

increased by 200 modems. This trend is basically the same for all mean service time 

values, although the reduction in blocking probability does vary slightly for different 

mean service time values. When the mean service time is less than 1,500 seconds, the 

percentage reduction in blocking for every incremental capacity addition is larger than 

when the mean service time is greater than 1,500 seconds. For example, the blocking 

probability decreases by between 11-12 percent for every incremental addition of 

capacity when the mean service time is 1,300 seconds. The blocking probability is 
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reduced by between 8-9 percent for every incremental addition of capacity when mean 

service time is 1,700 seconds. The smaller the mean service time value, the greater the 

reduction in blocking probability for a given addition to modem pool capacity. If 

customers tend to stay online less, adding a fixed level of capacity to the pool will 

improve performance to a greater degree than if the customers tended to stay online 

longer. 

 

When the relationship between blocking probability, capacity, and service time is 

examined in greater detail, the relationship is not exactly linear. There is not a consistent 

reduction in the blocking probability associated with a fixed capacity addition for any 

given mean service time value. However, the relationship is approximately linear and it 

may be possible to construct a linear regression model to predict blocking probabilities 

associated with capacity changes within the given range of data with a fairly high degree 

of accuracy for given mean service and interarrival time values. Since the stated purpose 

of this research is not to estimate equations for determining the blocking probability for 

all scenarios, the various relationships are not discussed in more detail. Given a mean 

interarrival time and a mean service time, a linear function can be used to estimate the 

blocking probability.  

 

The estimated blocking probabilities for a fixed mean service time of 1,700 seconds 

where the capacity and mean interarrival times vary are displayed in Table 6.3. The 

corresponding graph is provided in Figure 6.4. Blocking probability is reduced in a linear 

manner as capacity is increased for each interarrival time level. These results hold for all 

cases regardless of the interarrival time. Consider a mean interarrival time of 0.75 

seconds. When capacity is 1,100 modems (or roughly 9:1 user-to-modem ratio), the 

estimated blocking probability is 51.37 percent. The estimated blocking probability is 

42.66 percent when the capacity is 1,300 modems (approximately 7.7:1 user-to-modem 

ratio). When the capacity is 1,500 modems (approximately 6.7:1 user-to-modem ratio), 

the estimated blocking probability is 33.90 percent. The estimated blocking probability is 

25.21 percent when the capacity is 1,700 modems (approximately 5.9:1 user-to-modem 

ratio). Finally, when the capacity is 1,900 modems (approximately 5.3:1 user-to-modem 
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ratio), the estimated blocking probability is 16.54 percent. The blocking probability is 

reduced by roughly 11 percent every time the capacity is increased by 200 modems. This 

trend is similar for all interarrival time values.  

 

Table 6.3. Estimated Blocking Probability -- Fixed Service Time of 1,700 sec 

Capacity  
(Number of Modems in Pool) 

Mean 
Session 
Duration 1,100 1,300 1,500 1,700 1,900 
0.75 sec 51.37% 42.66% 33.90% 25.21% 16.54% 
0.9 sec 41.93% 31.43% 20.94% 10.48% 1.47% 
1.0 sec 35.39% 23.76% 12.13% 1.76% 0.00% 
1.1 sec 28.80% 16.11% 3.86% 0.00% 0.00% 
1.2 sec 22.64% 8.72% 0.13% 0.00% 0.00% 
 

Figure 6.4. Estimated Blocking Probability -- Fixed Service Time of 1,700 sec 
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capacity changes with a fairly high degree of accuracy for stable interarrival times. 

Overall, changes in capacity can be modeled in a linear manner with a fairly high degree 

of precision regardless of the underlying service time and interarrival time values. 

 

6.2.1.2. Examining the Impact of Mean Service Time 

The purpose of this section is to identify the impact in blocking associated with changes 

in the mean service time for different values of mean interarrival times assuming capacity 

is fixed. Table 6.4 provides results for a fixed capacity of 1,300 modems. The 

corresponding graph is presented in Figure 6.5. 

 

Table 6.4. Estimated Blocking Probability -- Fixed Capacity of 1,300 Modems 

Mean Service Time 
(seconds) 

Mean 
Interarrival 
Time  1,300 1,500 1,700 1,900 
0.75 sec 36.77% 45.02% 51.37% 56.65% 
0.9 sec 24.06% 34.39% 41.93% 48.13% 
1.0 sec 15.83% 26.90% 35.39% 42.10% 
1.1 sec 7.83% 19.42% 28.80% 36.33% 
1.2 sec 1.57% 12.50% 22.64% 30.57% 

 

Figure 6.5. Estimated Blocking Probability -- Fixed Capacity of 1,300 Modems 
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Assuming capacity is fixed at 1,300 modems and the mean interarrival time is fixed at 0.9 

seconds, the estimated blocking probability associated with a mean service time of 1,300 

seconds (about 21.7 minutes) is 24.06 percent. The estimated blocking probabilities 

associated with mean service times of 1,500 seconds (25 minutes), 1,700 seconds (about 

28.3 minutes), and 1,900 seconds about (31.7 minutes) are 34.39 percent, 41.93 percent, 

and 48.13 percent respectively. Assuming that capacity remains fixed at 1,300 modems 

and the interarrival time remains fixed at 0.9 seconds, the blocking probability increases 

every time the mean service time increases by 200 seconds, although the trend is not 

linear. 

 

As the mean service time increases the blocking probability increases, but in a curvilinear 

manner. The slope of each interarrival time line begins to decrease as the mean service 

time becomes larger. Once mean service time is relatively large, additional increases have 

less of an impact on the blocking probability. This is the same trend observed for all 

different capacity levels. Although it appears there may be a pattern associated with 

variations in the mean interarrival time based on the graph, an examination of the values 

presented in Table 6.4 illustrates that this is not the case. There is no consistent increase 

in the blocking probability associated with fixed incremental increases in the mean 

service time. For example, based on Figure 6.5, it appears as though there is a 5-6 percent 

decrease in blocking probabilities associated with a 10 percent increase in the mean 

interarrival time. When the tabular values are examined, it becomes obvious that this is 

not the case.  

 

Table 6.5 presents numerical data describing the relationship between mean service time 

and blocking when the mean interarrival time is fixed at 0.75 seconds where capacity 

varies. The corresponding graph is presented in Figure 6.6. The relationship between the 

blocking probability and the mean service time is similar regardless of whether mean 

service time is compared to capacity or compared to interarrival time, it is curvilinear. In 

general, as mean service times increase, the blocking probabilities increase. However, 

this relationship is not linear. As the service time gets larger, the corresponding increase 

in the blocking probability becomes smaller. Based on these results, at some point in 
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time, additional increases in mean service time will have a negligible impact on the 

blocking probability.   

 

Table 6.5. Estimated Blocking Probability -- Fixed Interarrival Time of 0.75 sec 

Mean Service Time 
(seconds) 

Number of 
Modems 

1,300 1,500 1,700 1,900 
1,100 36.77% 45.02% 51.37% 56.65% 
1,300 25.30% 35.11% 42.66% 48.73% 
1,500 13.91% 25.22% 33.90% 40.85% 
1,700 3.37% 15.39% 25.21% 33.03% 
1,900 0.00% 5.71% 16.54% 25.21% 

 

Figure 6.6. Estimated Blocking Probability -- Fixed Interarrival Time of 0.75 sec 
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blocking probability is 31.67 percent when the mean interarrival time is 1.0 seconds. The 

blocking probability is estimated at 24.89 percent when a mean interarrival time of 1.1 

seconds is considered. And finally, when the mean interarrival time is 1.2 seconds the 

blocking probability is 18.18 percent. Table 6.6 provides the simulation results for a 

scenario where the mean service time is fixed at 1,900 seconds. The corresponding graph 

is presented in Figure 6.7. 

 

Table 6.6. Estimated Blocking Probability -- Fixed Mean Service Time (1,900 sec) 

Mean Interarrival Time 
(seconds) 

Number of 
Modems 

0.75 0.9 1.0 1.1 1.2 
1,100 56.65% 48.13% 42.10% 36.33% 30.57% 
1,300  48.73% 38.63% 31.67% 24.89% 18.18% 
1,500  40.85% 29.17% 21.33% 13.29% 5.69% 
1,700  33.03% 19.82% 10.55% 2.59% 0.00% 
1,900  25.21% 10.28% 1.56% 0.00% 0.00% 
 

Figure 6.7. Estimated Blocking Probability -- Fixed Mean Service Time (1,900 sec) 
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As mean interarrival time decreases, the blocking probability increases. Based on the 

graph, for a given capacity level, the blocking probability increases in a fairly linear 

fashion as mean interarrival times decrease. For example, for a fixed capacity of 1,100 

modems, there is 6-7 percent increase in the blocking probability associated with every 

10 percent decrease in the mean interarrival time. However, this pattern is not consistent 

across the different capacity levels. If a capacity of 1,500 modems is assumed, the 

percentage increase in blocking attributed to a 10 percent decrease in the interarrival time 

is around eight percent. Capacity appears to influence the relationship between the 

interarrival time and blocking probability. Blocking probabilities increase at a greater rate 

for larger capacity values given a fixed decrease in the interarrival time.  

 

The relationship between interarrival time and blocking is examined next. Table 6.7 

provides the simulation results when capacity is fixed at 1,100 modems. The graph is 

presented in Figure 6.8. 

 

Table 6.7. Estimated Blocking Probability -- Fixed Capacity (1,100 Modems) 

Mean Interarrival Time 
(seconds) 

Mean  
Session  
Duration 0.75 0.9 1.0 1.1 1.2 
1,300 36.77% 24.06% 15.83% 7.83% 1.57% 
1,500  45.02% 34.39% 26.90% 19.42% 12.50% 
1,700  51.37% 41.93% 35.39% 28.80% 22.64% 
1,900  56.65% 48.13% 42.10% 36.33% 30.57% 
 

 

For a given mean service time, the blocking probability increases in a linear fashion as 

the interarrival time decreases. The relationship is not exactly linear, but it appears as 

though linear regression could be used to estimate the blocking probability associated 

with a particular interarrival time value with a fairly high degree of accuracy. The 

relationship between the blocking probability and interarrival time can be reasonably 

approximated using a linear function. It is important to note that there will be different 

functions must be employed depending on the values of service time and capacity. As the 

mean service time increases, the increase in the blocking probability associated with a 

decrease in the mean interarrival time decreases. Therefore, when the user-to-modem 



 136 

ration is already low (a large number of modems), reductions in the interarrival time will 

have less of an impact on blocking than in cases where the user-to-modem ratio is high. 

 

Figure 6.8. Estimated Blocking Probability -- Fixed Capacity (1,100 Modems) 
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6.2.2. Impact of Business Rules  

The purpose of this section is to examine if and how the level-of-service (LoS) may be 

improved without adding capacity to the pool. The term business rules was defined in 

Chapter 1 as "innovative business strategies that may be employed in lieu of, or in 

addition to, traditional management practices such as adding capacity to improve the 

performance of a dialup network." Although this definition is rather broad, within the 

scope of this research the definition only applies to session limits. Session limits impose a 

maximum online session duration on incoming calls during the time period the business 

rules are in effect. Online sessions are automatically terminated at that point. For 

example, if a two-hour session limit were employed, customers would be automatically 

disconnected from the network at t = 7,200 seconds. They would then have to re-connect 
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to the network, creating a new session, to remain online. Session limits are imposed to 

reduce the monopolization of networking resources during times when resources are in 

high demand. 

 

An important point to consider is that providers generally have no control over traffic 

parameters such as service time and interarrival time. Although changes in these 

parameters may impact the probability of blocking and consequently the LoS, providers 

do not explicitly have control over the parameter values. Traditionally, to reduce the 

blocking probability or increase the LoS (the chance of getting online without receiving a 

busy signal), a service provider must increase capacity. This statement provides an 

excellent preface into the relevance of business rules as a possible means for improving 

the LoS for connection-based networks since the primary focus of this research examines 

the effectiveness of business rules on reducing blocking probabilities.  

 

Due to the potentially large number of scenarios that are possible (one could consider 

many combinations of traffic parameters and capacity levels), only aggregate estimates 

for the service time and interarrival time parameters were examined. A mean service time 

of 1,500 seconds and mean interarrival time of 1.0 seconds were used. The mean service 

times for the busiest days of the week in 1999 -- Monday, Tuesday, and Wednesday were 

approximately 1,501, 1,502, and 1,497 seconds respectively21. Therefore, a mean service 

time of 1,500 seconds was selected for simulation purposes. The selection of the 

interarrival time was a little more subjective. Because of the way the interarrival data are 

currently captured and stored, the general feeling at CNS was that the interarrival data 

were likely to be overstated during the peak periods22. The observed peak period 

interarrival time estimates for each of the three busiest days of the week were 1.302, 

1.340, and 1.408 seconds respectively. In conversations with senior engineers in the 

                                                 
21 See Chapter 4. 
 
22 Recall from Chapter 4 that there were a number of issues associated with the accuracy of the interarrival 
time data. First, TACPLUS only resolves numeric data to the second. Second, there is a FIFO queue for the 
A/A process. Third, arrivals to the system that are dropped are not captured. Fourth, the VTMP is a closed 
system. Also, CNS did not have daily utilization logs available past 1997, so it was not possible to observe 
periods of time when the pool was operating at capacity.  
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Network Engineering group at CNS, a number of alternative mean interarrival time 

values were discussed, ranging from 0.75 seconds to 1.3 seconds. In the end, the value of 

1.0 seconds was selected as a compromise, middle-of-the-road value. The lower bound of 

0.75 seconds tended to understate the interarrival time in many cases because an arrival 

time this low most likely only occurs if the pool is saturated. Likewise, the upper bound 

of 1.3 seconds is almost certain to overstate the interarrival time because it does not take 

into account any of the issues associated with the interarrival time data that were 

presented in Chapter 4. Based on the uncertainty surrounding the interarrival time, a 

compromise value was selected -- it is neither too optimistic nor too pessimistic.  

 

Finally, four different capacity values were selected. These values include 900 modems, 

1,100 modems, 1,300 modems, and 1,500 modems. The capacity levels represent user-to-

modem ratios that are fairly common based on provider advertisements. Assuming a base 

of approximately 10,000 customers, the lower bound of 900 modems represents a ratio of 

about 11:1. The upper bound of 1,500 modems represents a ratio less than 7:1 (about 

6.7:1). Obviously, the impact of imposing session limits to reduce the blocking 

probability will diminish as the capacity of the pool increases. There may be no need to 

implement session limits if the probability of blocking is low to begin with. To capture 

the full impact associated with the session limits, capacity levels that inherently resulted 

in very low blocking probabilities without business rules were not considered. 

 

To model the various business rules, a number of simulation replications were run, each 

using a different maximum session limit that represented a separate business rule.  Seven 

separate session limits were examined: 900 seconds (0.25 hours), 1,800 seconds (0.5 

hours), 3,600 seconds (1 hour), 5,400 seconds (1.5 hours), 7,200 seconds (2 hours), 

10,800 seconds (3 hours), and 14,400 seconds (4 hours). The final session limit of four 

hours was incorporated for thoroughness, in an effort to capture the point at which the 

session limits would no longer be effective. Implementing a session limit of four hours 

during a peak period of five hours was not expected to have much of an impact on the 

blocking probability. A replication was also run with no limit on the length of the session 

(no business rules) to serve as a baseline. The interarrival time was set to 1.0 seconds and 
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the average call duration was set to 1,500 seconds for each scenario. Two initial 

conditions are considered. Condition #1 assumes exponential service and exponential 

arrivals. Condition #2 assumes a mixed exponential service time distribution (an estimate 

of the empirical PDF) and exponential arrivals.  

 

6.2.2.1. Modeling the Empirical PDF 

A representation of the empirical service time PDF was created to better mimic the actual 

service times observed in the VTMP. Based on the traffic characterization presented in 

Chapter 4, peak period interarrival times could be accurately approximated using an 

exponential distribution, but service times could not. The empirical service time 

distribution had a positive skew --the median service time was much smaller than the 

mean service time. The mode of the empirical distribution was not zero (as it is assuming 

an exponential distribution), but was around 300 seconds. The exponential distribution 

also did not adequately capture the appropriate percentage of sessions with a long 

duration. When an exponential distribution with a mean of 1,500 seconds (approximately 

25 minutes) is used to generate sessions, there are very few sessions that last at least two 

hours. Given that the standard deviation of an exponential distribution is equal to the 

mean of the distribution, any session over 4,500 seconds in length is greater than three 

standard deviations from the mean. Therefore, there is only a very minute probability that 

a session three standard deviations or greater from the mean will occur at all.  This is 

illustrated by integrating the density function for the exponential distribution as shown 

below:  
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There is less than a two-percent probability of generating a session with a length greater 

than 4,500 seconds using this exponential distribution. The probability of generating calls 

with duration greater than two hours is negligible. Using an exponential distribution to 

approximate service times will bias the results of the simulation because long sessions 

have almost no probability of occurring. To address this problem, a customized PDF was 
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designed to generate more realistic service time data. Figure 6.9 illustrates an 

exponentially shaped distribution. Figure 6.10 provides an example of the shape 

associated with the customized PDF. These graphics are not drawn to scale and serve 

only to illustrate the basic difference in shape between the two distributions.  

 

Figure 6.9. Approximate Shape of an Exponential Distribution 

  

Figure 6.10. Approximate Shape Associated with the Customized PDF 
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By default, OPNET includes a pull-down menu in the process model that can be used to 

assign a theoretical distribution to both the service time and interarrival time. The 

software also includes a PDF Editor that enables users to create a customized probability 

density function. It is important to point out that the PDF Editor provided in OPNET is a 

drawing tool that allows the user to place points and then connect them. Therefore, the 

customized PDF does not necessarily represent the true empirical service time 

distribution. The ideal PDF would be generated using the actual service time data. Given 

the minimum support that was available from OPNET Technologies, it was not clear if a 

customized PDF could be generated in OPNET from a SAS data set. This issue will be 

pursued in greater detail at a later date.  

 

The customized service time PDF was created based on empirical service time data from 

the 1999 aggregate data set. PROC HBAR was run on the data to generate a discrete 

cumulative density function (CDF) using specified midpoint values. The corresponding 

percentage values for specific points were used to formulate the customized PDF. For 

example, a mean service time of zero seconds was observed approximately 13 percent of 

the time. A mean service time value of 500 seconds was observed approximately 15 

percent of the time. The pair of service time midpoint values and probability of 

occurrence were used to create the customized PDF. The function was smoothed and 

normalized within OPNET.  

 

Once the base PDF was completed, a single replication of the simulation model with no 

business rules was run to examine the individual service time values generated by the 

function and overall mean service time that occurred over the entire simulation run. 

Examination of the service time values for individual calls provided a means of 

validating the PDF. The shape of the base PDF was slightly altered until the mean service 

time value was close to 1,500 seconds. It was determined that an absolute error of 60 

seconds was acceptable (± 30 seconds). This margin of error was greater than the margin 

allowed for the exponential distribution since the service time data generated by the 

customized PDF were expected to have a larger variance. In fact, given the shape of the 

empirical service time data, it was clear that the data would have a larger variance than 
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data generated using an exponential distribution. The procedure described in Section 

6.1.1.2 was used to determine the appropriate number of replications needed to achieve 

the desired confidence interval. Ten replications of the simulation model were run and a 

confidence interval was constructed for the mean service time. The mean was 1,504.247 

and the variance was 746.05. The resulting confidence interval generated using 10 

replications was (1,484.709, 1,523.785). Ten replications were more than adequate to 

achieve the desired level of precision using the customized PDF. The desired confidence 

interval in this case was (1,474.709, 1,534.785). Although this approach does not result in 

an exact representation of the empirical service time distribution, it addresses the 

potential biases associated with using an exponential distribution to generate the service 

time data. It is also important to note that the service time CDF created in SAS will 

change to some degree as different midpoint values are used. Consequently, the author 

does not claim to have created a customized PDF that exactly mirrors the true empirical 

PDF for the VTMP service time data. The customized distribution, however, is a 

reasonable approach for creating a more realistic distribution function that provides a 

more accurate approximation of session duration.   

 

6.2.2.2. Condition #1 - Exponential Arrivals and Exponential Service 

The simulation results associated with Condition #1 are presented in this section. Ten 

replications were run for each of the seven session limits as well for the baseline scenario 

of no business rules. The numerical results are presented in Table 6.8 and are displayed 

graphically in Figure 6.11.  

 

Table 6.8. Exponential Arrival and Exponential Service -- Session Limits 

Session Limits Capacity 
Modems 0.25 hr 0.5 hr 1 hr 1.5 hr 2 hr 3 hr 4 hr No BR 

900 10.61% 27.00% 36.10% 38.73% 39.67% 40.21% 39.66% 40.06% 
1,100 0.01% 11.12% 21.97% 25.23% 26.20% 26.91% 26.34% 26.90% 
1,300 0.00% 0.07% 8.49% 12.03% 13.02% 13.92% 13.11% 13.73% 
1,500 0.00% 0.00% 0.01% 0.85% 1.34% 1.92% 1.48% 1.96% 
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Figure 6.11. Exponential Arrival and Exponential Service -- Session Limits 
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Based on the simulation results, static session limits of two hours or greater have a very 

limited impact on reducing the blocking probability at any capacity level. Session limits 

have roughly the same impact on blocking regardless of the capacity, assuming the 

interarrival time and service time remain constant. Imposing a session limit of 1.5 hours 

(5,400 seconds) resulted in less than a two-percent reduction in blocking probability 

under the baseline condition of no session limit. Imposing a one-hour session limit 

reduced the blocking probability by about four percent compared to the baseline. 

Implementing a half-hour session limit reduced the blocking probability by between 13 to 

16 percent, except in the case of 1,500 modems where it had no impact because the 

blocking probability was already negligible. Imposing a 15 minute session limit reduced 

blocking by between 27 and 29 percent in the case of 900 and 1,100 modems, but had no 

impact at higher capacity levels (because the blocking probability was very small). In the 

case of exponential service times, imposing session limits over 1.5 hours had little impact 

on reducing the probability of blocking.  
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There is approximately a 13 percent difference in the blocking probabilities across each 

of the four capacity levels for each session limit. Based on the general results presented in 

Section 6.1, it is reasonable to assume that this difference will change to some degree as 

the mean interarrival time and the mean service time change. For example, if the mean 

interarrival time were reduced to 0.75 seconds, the overall blocking probabilities 

associated with each session limit (and no session limit) should be higher (lower 

interarrival times are consistent with higher blocking probabilities). Since smaller 

reductions in blocking were observed for smaller mean interarrival times, it is 

hypothesized that there will be less than a 13 percent reduction in blocking associated 

with capacity additions in cases where the mean interarrival time is less than 1.0. It is also 

likely that if the mean service time were to increase, the blocking probabilities associated 

with each session limit should also be reduced by less than 13 percent for each fixed 

capacity addition. 

 

6.2.2.3. Condition #2 - Exponential Arrival and Custom Service 

The simulation results associated with Condition #2 are presented in this section. Ten 

replications were run for each of the seven session limits as well for the baseline scenario 

of no business rules. The numerical results are presented in Table 6.9. The graphical 

results are presented in Figure 6.12. Recall from Section 6.2.2.1 that the customized PDF 

results in a greater probability of a longer duration call being generated. 

 

Table 6.9. Exponential Arrival and Custom Service PDF -- Session Limits 

Session Limits Capacity 
Modems 0.25 hr 0.5 hr 1 hr 1.5 hr 2 hr 3 hr 4 hr No BR 

900 0.00% 2.49% 15.99% 21.24% 25.89% 30.78% 33.95% 35.48% 
1,100 0.00% 0.00% 1.33% 5.90% 9.05% 14.10% 18.03% 19.43% 
1,300 0.00% 0.00% 0.00% 0.00% 0.33% 2.25% 5.33% 6.88% 
1,500 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.00% 0.15% 
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Figure 6.12. Exponential Arrival and Custom Service PDF -- Session Limits 
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The session limits have a vastly different impact on blocking when service time data are 

generated using the customized PDF as opposed to when service time data are generated 

using the exponential PDF. First of all, the difference in blocking probabilities across the 

different capacity levels is not uniform, as was in the case using exponential service 

times. The impact of the session limits on blocking changes depending on the capacity 

level. The blocking probabilities are approximately 15 - 16 percent lower when the 

capacity increases from 900 to 1,100 modems. When capacity is increased from 1,100 to 

1,300 modems, the blocking probabilities for each session limit scenario decrease by 

about 12 - 13 percent. Since the probability of blocking is already very low in the case of 

1,500 modems, not much can be interpreted regarding the decrease in blocking 

probabilities associated with an increase in capacity from 1,300 to 1,500 modems. 

 

As illustrated in Figure 6.12, session limits seem to be very effective in reducing the 

blocking probability when the customized PDF is considered -- to a much greater degree 

than when exponential service times were assumed. This is due to the fact that there is a 

much greater probability of generating calls with duration greater than 4,500 seconds 
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using the customized PDF. Therefore, the session limits are more effective under 

Condition #2. Session limits are more effective in reducing blocking if there are a 

reasonably large number of long sessions that might otherwise monopolize the resources 

of the pool. It is also relevant to note that the blocking probability is about five percent 

lower in the baseline case when the customized PDF is employed as opposed to baseline 

case when the exponential PDF is employed. This is interesting, as intuition would hold 

blocking would be lower using the exponential PDF. Based on the shape of the 

distributions, it is hypothesized that there is a greater probability of generating sessions 

with duration between 30 minutes and an hour using the exponential distribution than 

using the customized PDF. These mid-length sessions utilize enough of the pool's 

resources to impact blocking. On the other hand, the vast majority of the sessions 

generated using the custom PDF are between 5 - 30 minutes in length (which is actually 

what is observed empirically). These sessions do not monopolize the pool's resources to 

the extent the longer sessions do.  

 

At every capacity level, session limits have some impact on reducing the blocking 

probability under Condition #2. For example, assuming the capacity is 900 modems, the 

blocking probability was reduced by approximately five-percent under the baseline level 

when a session limit of three hours was employed compared to no reduction in the 

blocking probability assuming exponential service times. The blocking probability was 

reduced by nearly 10 percent under the baseline level when a session limit of two hours 

was employed. Implementing a session limit of one hour reduced the blocking probability 

by nearly twenty percent compared to a reduction of only about four-percent assuming 

exponential service times. By imposing a very aggressive session limit of 0.5 hours, 

blocking probability was reduced by about 33 percent as opposed to a reduction of 13 

percent assuming exponential service times. Based on these results, blocking probabilities 

can be reduced by imposing modest to aggressive session limits on users. This was not 

the case when exponential service times were assumed. Only very aggressive session 

limits of an hour or less had a noticeable impact on reducing blocking probabilities.   
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The relevance of this discovery is that if the standard assumption of exponential 

interarrival times and exponential service times were used, the conclusion would be that 

session limits are generally ineffective in reducing the probability of blocking for any 

session limit greater than one hour. When the custom PDF is employed, which more 

accurately mirrors the empirical service time distribution, session limits prove to be very 

effective in reducing the probability of blocking. Although it is widely accepted that 

service times do not follow an exponential distribution for data or voice applications, the 

exponential assumption is often employed to avoid the complexities associated with 

uncharacterized mixture distributions that have near-exponential form (Robertazzi, 1994; 

Pearce, 1985; Gross and Harris, 1985; Guerineau, 1985). This research demonstrates that 

using the exponential service time assumption can greatly alter performance results and 

may lead to incorrect conclusions regarding the effectiveness of alternative management 

practices such as session limits on reducing blocking. 

 

6.2.2.4. Implications for the VTMP 

Since the VTMP was used as a test bed for this research, it is only fitting to discuss the 

simulation results with respect to how session limits may impact the blocking probability 

on the VTMP. Of particular interest is how the customized service time PDF compares to 

the exponential service time PDF with regard to overall performance (the level of 

blocking), and how effective session limits may be in reducing blocking. The mean 

service time and mean interarrival time values used in the simulations are based on a 

traffic characterization of VTMP data. Therefore, when a capacity assumption of 1,300 

modems is used, the simulation results can be directly applied to the VTMP. The 

blocking probability on the VTMP was estimated to be slightly less than seven percent 

during the peak period. This is about half of the blocking estimate that was obtained by 

using the exponential service time assumption under the same capacity and parameter 

assumptions. Based on these results, it does not appear that blocking is a serious issue in 

the VTMP even during the peak period. The blocking probability for the baseline 

scenario was about 6.88 percent. This estimate of the blocking probability is considered 

to be reasonable, although it cannot be verified at this point in time.  
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These results may be somewhat misleading during smaller time intervals because the 

mean interarrival time is so dynamic and may be much lower during some time intervals. 

The capacity of the VTMP is known and fixed at a given point in time. Based on the 

traffic characterization, the mean service time can be estimated with a very high degree 

of precision and is relatively stable over the entire peak period. However, the mean 

interarrival time is by nature, much more dynamic. As discussed earlier in this chapter, it 

is the opinion of some CNS engineers that the mean service time is actually less than 1.0 

seconds during at least some portion of the peak period. If the mean interarrival time 

fluctuates substantially during the peak period, even for very short time intervals, the 

corresponding increase in the blocking probability may be noticeable. For example, if the 

mean interarrival time dropped to 0.75 seconds for a relatively short period of time, the 

blocking probability may increase noticeably. Unfortunately, CNS no longer keeps 

monthly or weekly logs related to utilization of the VTMP, and Verizon (the local area 

exchange) has not provided CNS with actual blocking statistics for the switch(es) used by 

the VTMP. Consequently, the simulation results cannot be validated. It would be very 

useful to obtain blocking data from Verizon to compare the blocking estimates generated 

by the simulation to empirical blocking results. 

 

With respect to the simulation results, CNS can practically eliminate blocking by 

implementing a modest session limit of two hours during the peak period. An important 

consideration for any service provider to consider is the trade-off between session limits 

and the blocking probability. The level-of-service (LoS) will increase as the blocking 

probability is reduced. Customers' will be happier if they can get online when they want 

to. On the other hand, LoS will also increase if customers' can stay online as long as they 

want to. There is an inverse relationship between these two measures of LoS. While 

customers' want a low probability of blocking, they most likely do not want to be 

restricted by session limits. The more aggressive (or stringent) the session limit the 

greater the impact it has on reducing the probability of blocking. Providers should 

consider this trade-off carefully before implementing a policy like imposing session 

limits that is designed to reduce blocking. Although imposing very aggressive session 

limits might reduce the blocking probability to zero, customers may become extremely 



 149 

inconvenienced by the session limit. Consequently, their perception of the overall LoS 

may be negative even though their chance of being blocked from the network is 

negligible.  

 

6.2.3 Consideration of Dynamic Business Rules 

During the course of this research the possible impact of dynamic business rules was 

discussed in some detail. In theory, various management strategies designed to improve 

the LoS by adapting in a real-time manner to network conditions would be imposed 

dynamically. For example, dynamic session limits would reduce blocking, but in a less 

intrusive manner than static session limits, thus changing the trade-off between low 

blocking probabilities and stringent session limits. In the case of static session limits, all 

incoming calls are subject to the session limit regardless of network utilization. 

Consequently, sessions may be truncated when utilization is relatively low. Customers 

would not be happy because their session time is limited and the provider would not be 

happy because the network is being underutilized. Dynamic session limits would be 

imposed only if network utilization were high and blocking were imminent. They would 

not be imposed if they were not needed. This practice would improve efficient network 

utilization and might result in a higher level of customer satisfaction if they were not 

automatically subjected to limitations on the duration of their sessions. 

 

Dynamic session limits can be imposed in many ways. The very nature of dynamic 

session limits implies that some type of event triggers them. In the context of this paper, 

the trigger is interarrival time. The interarrival time associated with each incoming call is 

examined and a session limit is triggered only if a baseline interarrival time threshold is 

exceeded. In this case, the baseline interarrival time threshold was set to the mean 

interarrival time value of 1.0 seconds. Every time an incoming call arrived at t < 1.0 

seconds from the previous call, a session limit was imposed on that call. However, a 

noticeable shortcoming is associated with this technique. The dynamic session limit can 

only be as effective as the static session limit for a given session limit value. It will never 
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outperform a static session limit because static session limits are equivalent to imposing 

dynamic session limits that are triggered for every arrival. 

 

Other approaches to implementing dynamic session limits might include calculating a 

moving average for some relatively small time interval and implementing a session limit 

for subsequent calls within another time interval if the baseline threshold is exceeded. 

Different variations in the threshold trigger value might be considered. For example, 

setting the interarrival time trigger to a higher value will result in a greater percentage of 

incoming calls being subjected to the session limit. Another technique might include 

setting triggers based on different utilization values. For example, a very aggressive (say 

30 minutes) session limit might be imposed if utilization reached 95 percent, a modest 

session limit of 1.5 hours might be imposed if 95 percent > utilization ≥ 85 percent, and 

no session limit if utilization < 85 percent. However, since the purpose of this research 

was not necessarily to conduct sensitivity analysis on various dynamic session limit 

techniques, and pool utilization values were not readily available, the individual call 

approach described above was utilized. The consideration of alternative dynamic 

techniques is an area of future research that is currently being pursued.  

 

Since the dynamic session limits described in this paper cannot match the performance of 

the static session limits, by the nature of the way they were triggered, the dynamic 

simulation results were not compared to the static simulation results. Instead, the dynamic 

results are compared in much the same way as the simulation results in Section 6.2.2 -- 

by the service time distribution. Although the analysis was not carried out to the level at 

which dynamic session limits could be directly compared to static session limits, the 

effectiveness of dynamic session limits was examined in general and then compared 

under different service time considerations.  

 

6.2.3.1. Condition #1 - Exponential Arrival and Exponential Service 

Ten replications were run for each of the seven session limits for all capacity levels. A 

baseline replication with no business rules was also run for each of the four capacity 
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levels. Table 6.10 presents the numerical results associated with Condition #1, 

exponential arrivals and exponential service time. The corresponding graphical results are 

displayed in Figure 6.13.  

 

Table 6.10. Exponential Arrivals and Exponential Service -- Dynamic 

Session Limits Capacity 
Modems 0.25 hr 0.5 hr 1 hr 1.5 hr 2 hr 3 hr 4 hr No BR 

900 31.09% 36.03% 39.08% 39.46% 39.79% 40.00% 39.65% 40.06% 
1,100 13.05% 20.83% 25.32% 26.07% 26.54% 26.63% 26.39% 26.90% 
1,300 1.22% 5.71% 11.79% 12.75% 13.40% 13.63% 13.22% 13.73% 
1,500 0.02% 0.04% 0.59% 1.27% 1.53% 1.77% 1.57% 1.96% 

 

Figure 6.13. Exponential Arrivals and Exponential Service -- Dynamic  
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The impact of imposing dynamic session limits is relatively uniform across all four 

capacity levels. There is generally around a 13 percent difference in blocking across the 

various capacity levels, although this difference tends to increase slightly for very 

aggressive session limits. The dynamic session limits do have an impact on the blocking 

probability, but that impact is very marginal beyond a 30-minute limit. Assuming a 

capacity of 900 modems, the probability of blocking was reduced by about four percent 
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under the baseline of no session limit when a 30-minute dynamic session limit was 

imposed. The blocking probability is reduced by approximately nine percent when a 15-

minute session limit was imposed.  

 

6.2.3.2. Condition #2 - Exponential Arrival and Custom Service 

The impact on blocking associated with imposing dynamic business rules assuming 

exponential interarrival times and a customized service time PDF is examined in this 

section. Ten replications were run for each of the seven session limits at various capacity 

levels. A baseline replication with no business rules was also run for each capacity level. 

The numerical results are presented in Table 6.11. The corresponding graphical results 

are displayed in Figure 6.14.  

 

Table 6.11. Exponential Arrivals and Custom Service -- Dynamic 

Session Limits Capacity 
Modems 0.25 hr 0.5 hr 1 hr 1.5 hr 2 hr 3 hr 4 hr No BR 

900 28.47% 28.84% 30.61% 31.99% 33.18% 34.28% 35.12% 35.48% 
1,100 7.93% 9.35% 12.44% 14.52% 16.08% 17.87% 19.11% 19.43% 
1,300 0.00% 0.11% 0.83% 1.96% 3.38% 5.21% 6.41% 6.88% 
1,500 0.00% 0.00% 0.00% 0.00% 0.00% 0.02% 0.03% 0.15% 

 

 

Dynamic session limits were more effective in reducing the blocking probability 

assuming Condition #2, exponential arrivals and custom service. In this case, there was 

reduction in the blocking probability observed at all session limits, whereas the blocking 

probability was reduced only for very aggressive session limits when exponential service 

times were considered. The dynamic session limits have some impact on reducing the 

blocking probabilities for all session limits, but the impacts are relatively small in most 

cases. For example, if a capacity of 900 modems is assumed, the blocking probability 

was reduced by only about two-percent over the baseline level when a dynamic session 

limit of two hours was employed. The blocking probability was reduced by 

approximately five percent when a dynamic session limit of one hour was employed. This 

is a noticeable improvement over the exponential service time assumption, but not 
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particularly impressive. Implementing aggressive dynamic session limits between 0.5 

hours and 0.25 hours resulted in a reduction in blocking of about 6 - 7 percent.  

 

Figure 6.14. Exponential Arrivals and Custom Service -- Dynamic  
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It is interesting to note that the dynamic session limits seem to be much more effective 

when capacity is 1,100 modems as opposed to 900 modems. Since the blocking 

probability is quickly reduced to zero for greater capacity values, it is difficult to 

comment on this phenomenon to a greater extent at this time. Overall, dynamic session 

limits were somewhat effective in reducing the probability of blocking assuming a 

customized service time PDF. Under the exponential service time assumption, the 

dynamic business rules were largely ineffective. While dynamic session limits cannot be 

directly compared to static session limits in an equitable manner, the results show that 

blocking probabilities can be reduced by implementing a simple proactive management 

strategy such as imposing session limits on only some incoming calls. Using an arrival 

trigger of 1.0, approximately 60 percent of all incoming calls were subjected to the 

session limits. This means that 40 percent of all incoming calls had no limit imposed on 

them at all. This is a noteworthy finding in that dynamic session limits not only were able 
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to reduce the probability of blocking, but may increase customer satisfaction since only 

60 percent of all calls were subjected to a session limitation. However, for a substantial 

reduction in blocking to be observed in this case, the session limits must be fairly 

aggressive, for example less than 1.5 hours. Since customer preferences are not addressed 

in this research, it is difficult to expound on whether or not customers might prefer more 

aggressive, dynamic session limits that targeted only about 60 percent of all incoming 

calls to less aggressive static session limits that targeted all incoming calls. This is an 

interesting and complex research question that warrants additional attention.    

 

6.3. SUMMARY 

The performance of the VTMP with respect to the blocking probability, or the probability 

associated with receiving a busy signal when dialing the network, was analyzed via 

simulation using OPNET Technologies� network simulation tool Opnet Modeler. 

General relationships between blocking, capacity, and the two primary traffic parameters, 

interarrival time and service time, were examined. The chapter also considered several 

innovative approaches to improving performance through the implementation of various 

business rules designed to reduce blocking probabilities without adding capacity to the 

pool. Several interesting trends were identified. The relationship between capacity and 

blocking probability was fairly linear, although not exactly. As capacity was increased by 

fixed increments, the blocking probability was consistently reduced within a tight range 

of values. These values varied depending on the mean service times and interarrival 

times.  

 

There was a relationship between larger mean service times and higher blocking 

probabilities. However, as the mean service time continued to increase, the corresponding 

increase in the blocking probability diminished. When mean service times were relatively 

large to begin with, additional increases had a smaller impact on the blocking probability. 

In general, small interarrival times were associated with higher blocking probabilities 

since the rate of arrivals to the pool increases as the interarrival time decreases. The 

relationship between interarrival time and blocking probability was fairly linear. The 
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particular linear approximation depended on the capacity and mean service time values. It 

is reasonable to conclude that linear regression may be used to estimate the impact of 

changes in capacity and interarrival time on blocking. This was not the case with service 

time. 

 

A customized PDF was created to generate a more realistic service time distribution. It is 

relevant to note that the custom PDF generated noticeably smaller blocking probabilities 

at all four baseline levels -- generally about five percent below the exponential baseline 

values. The most interesting finding was that business rules were much more effective 

when the custom PDF was employed as opposed to the exponential PDF. The 

significance of this finding is that it is still a relatively common practice to assume 

exponential service times for some data and telephony applications even though the 

empirical distribution is not truly exponential. In this particular case, there were 

consequences associated with this assumption in terms of overestimating the blocking 

probability and underestimating the effectiveness of session limits on reducing the 

blocking probability. With respect to conducting performance analysis, the exponential 

service time assumption does not appear to provide an accurate representation of 

customer behavior.  

 

Dynamic business rules were shown to be somewhat effective in reducing the probability 

of blocking, particularly when more aggressive session limits were employed. In this 

case, the arrival trigger resulted in approximately 60 percent of all incoming calls being 

subjected to a session limit. Consequently, the other 40 percent of incoming calls had no 

session limits imposed on them. The simple dynamic case illustrated in this chapter 

resulted in a decrease in the blocking probability of about five to seven percent at all 

capacity levels when a session limit of one-hour was imposed. This session limit was 

applied to only 60 percent of the incoming calls. Dynamic session limits may result in a 

higher level of customer satisfaction than static session limits because session duration is 

limited only some portion of the time, as opposed to 100 percent of the time. 
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CHAPTER 7 

CONCLUSIONS 

 

As the demand for communications resources continues to grow, providers of 

connection-based services, such as dialup Internet access, face substantial challenges in 

managing increasingly scarce resource bases. The need for long-term capacity planning 

on the part of Internet service providers (ISPs), whether private or not, will only increase 

as more subscribers are added to the Internet and the underlying communications 

infrastructure across the United States becomes more heavily used. To provide quality 

service, ISPs must be able to estimate the demand for network resources. Despite the 

introduction of new high-speed access technologies, the majority of the consumer 

Internet market is still supported using analog dialup modems or modem pools 

(Goodman, 1999; Rickard, 1998). This trend is not expected to decrease significantly 

over the next five years.  

 

Analog modem pools rely on the existing telecommunications network to transfer data. In 

telecommunications systems such as analog modem pools, limited switching and 

transmission resources are available to the customer base as a whole. A pool of facilities 

is provided in common for a number of customers, and thus situations arise in which a 

customer is rejected or has to wait for connection due to a shortage of common resources 

(Akimaru and Kawashima, 1999). It is a common practice to quantitatively measure the 

level-of-service (LoS) to clarify the relationship between customer service and the 

available telecommunications facilities. The probability a customer will be rejected, or 

fail to connect to the network is referred to as the blocking probability.   

 

This research has presented a methodology designed to facilitate capacity planning by 

describing sequential steps involved in conducting a traffic characterization and 

performance analysis for connection-based networks using the Virginia Tech Modem 

Pool (VTMP) as a test bed. The abstract research question focuses on whether innovative 
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business strategies or business rules can be employed in lieu of, or in addition to, 

traditional management practices such as adding capacity to improve the performance of 

a dialup network. Although there are potentially many types of business rules a given 

provider might consider, this paper focuses on limiting the duration of online sessions by 

implementing various types of session limits. The potential contribution of this research 

appears to be significant based on the lack of existing literature. To the best of the 

author's knowledge, there are no studies that directly address LoS in terms of blocking 

probability. There are no studies that examine the relationships between various traffic 

parameters and blocking, or that examine the relationships between the addition of new 

capacity and blocking. Furthermore, there are no studies that consider the performance or 

LoS of dialup networks from a business perspective. Much of the existing literature falls 

short of addressing relevant issues such as how network performance may be impacted 

by changes in traffic patterns or how network performance may be impacted by changes 

in capacity allocation and how these changes may eventually impact the viability of 

service providers. The summary conclusions of the research are presented in this chapter. 

 

7.1. TRAFFIC CHARACTERIZATION 

Prior to conducting the detailed characterization of online traffic presented in this paper, 

the Communications Network Services of Virginia Tech (CNS) had very little detailed 

information concerning online traffic patterns related to the modem pool. A lack of 

literature, discussions with telecommunications and networking professionals, and a lack 

of off-the-shelf software to facilitate the characterization of online traffic support the 

notion that this tends to be the norm rather than the exception for most Internet service 

providers. The purpose of the traffic characterization was to gain a better understanding 

of network usage patterns by examining univariate statistics for two key variables of 

interest -- service times and interarrival times.  Numerous SAS data sets were created for 

analyses. Aggregate data sets for four years of data, 1996, 1997, 1998, and 1999 were 

created. Twenty-four hourly data sets were created for continuous hour-long time 

intervals, independent of the day. Seven daily data sets were created for each of the seven 

days of the week. Finally, a peak period data set, including only data between 6:00 PM 
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and 11:00 PM was created for each day of the week for each year. Both the interarrival 

time and service time variables were contained in each of the 39 data sets for each year. 

 

7.1.1. Distribution of Data 

The preliminary step in conducting a performance analysis of online data involved 

determining the underlying distributions associated with traffic variables over specified 

time periods. The initial hypothesis was that both interarrival and service times were 

distributed exponentially within hourly time intervals. It was also assumed that the data 

were independent and identically distributed (IID) within those intervals. The following 

null hypothesis is tested: 

 

H0: The Xj's are IID random variables with a distribution function F ' 

where F ' represents one of the test distributions such as exponential or Weibull 

 

It is important to note that in cases where the sample size is large, the goodness-of-fit test 

will almost always reject H0 since H0 is virtually never exactly true. Even a minute 

departure from the hypothesized distribution will be detected for a large n (Law and 

Kelton, 1991). This is an unfortunate property of the goodness-of-fit test because it is 

usually sufficient to have a distribution that is nearly correct. To test the hypothesis, 

goodness-of-fit tests using the Kolmogorov statistic were performed in SAS for both the 

service time and inter-arrival time variables for each data set for each of the four years. 

Two major families of distributions were tested against each of the hourly data sets: 1) 

Exponential and 2) Weibull. There was very strong support for the alternative hypothesis 

-- the data did not follow the test distribution for either variable for any of the data set 

examined.  

 

To gain additional insight into the underlying distributions of the traffic variables for 

given data sets, density plots were examined. In general, both variables were skewed to 

the right. In the case of service time, the skew implied that the majority of sessions were 

relatively short in duration. In the case of interarrival time, the skew implied that the 
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majority of calls arrived closely spaced together. The underlying distribution of the 

service time data did not tend to vary as much as the underlying distribution of the 

interarrival time data over various time intervals. The mean service time values were 

fairly constant across time, while the mean arrival time values varied significantly across 

time. For example, mean interarrival time values during off-peak hours (3:00 AM - 7:00 

AM) tended to be several magnitudes larger than mean interarrival time values during 

peak hours (6:00 PM - 11:00 PM). Although mean service time values also tended to be 

larger during off-peak hours, the differences were not nearly as substantial.  

 

The squared coefficient of variance, CX
2 was examined to determine the magnitude of 

variation from the exponential distribution. Based on the squared coefficient of variance 

calculations, the service time variable for each data set followed an unspecified n-stage 

hyperexponential distribution where the standard deviation was much larger than the 

mean. The squared coefficient of variance was fairly large in the majority of cases -- 

around 3 or 4. In the case of the interarrival time, the underlying distributions varied 

considerably between the hourly data sets and aggregate data sets. Most data sets 

followed a hyperexponential distribution, but the majority of the hourly data sets and 

peak period data sets were very close to being exponential -- CX
2 was slightly greater than 

one. In some cases, the squared coefficient of variance calculation indicated that the 

particular data set followed an exponential distribution (CX
2 equal to one) or an Erlang-k 

distribution (CX
2 less than one). Although the goodness-of-fit test results differed from 

CX
2 in a number of cases, it is important to note that for large sample sizes, the null 

hypothesis in a goodness-of-fit test is rarely accepted because there is typically at least a 

minute departure from the hypothesized distribution (Law and Kelton, 1991). It is 

generally sufficient to have a distribution that is approximately or nearly correct. The 

primary value of examining CX
2 was that it is a measure that reveals how close to the 

exponential distribution the test data actually were, where the goodness-of-fit test only 

test whether or not the data were truly exponential. The measure revealed that peak-

period interarrival time data could be accurately approximated using an exponential 

distribution, while peak-period service time data could not.  
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7.1.2. Univariate Statistics 

Summary statistics were examined for both service time and interarrival time. Based on 

call volume, the busiest days of the week ranked in order from the busiest day to the least 

busy day for 1999 were: 1) Monday, 2) Tuesday, 3) Wednesday, 4) Thursday, 5) Friday, 

6) Sunday, and 7) Saturday. The average session volume on Monday, Tuesday, and 

Wednesday was between 42,000 and 43,000 sessions a day. The average session volume 

dropped considerably on Saturday to around 22,600 sessions. Mean service times tended 

to be higher during off-peak hours and lower during the peak period. The standard 

deviation of service time also tended to be higher during the off-peak period. Online 

sessions tended to be fairly short during the peak period and longer, with a much larger 

standard deviation in the off-peak period. Interarrival times were lower (the interarrival 

rate was higher) during the peak period.  

 

The mean service time for the aggregate data set for 1999 was 1,763.96 seconds 

(approximately 29.4 minutes) with a standard deviation of 3,694.23 seconds 

(approximately 61.6 minutes). The median service time was 530 seconds (8.83 minutes). 

Seventy-five percent of all sessions were less than 33 minutes in duration. Twenty-five 

percent of all sessions were two minutes or less in duration. The mean service times for 

the hourly data sets ranged between 1,409 � 2,827 seconds. The median values varied 

accordingly. Lower service times were associated with the peak period 6:00 PM � 

11:00PM. The mean peak-period service time for the busiest days of the week (Monday, 

Tuesday, and Wednesday) was approximately 1,500 seconds (about 25 minutes). Higher 

service time times were associated with early morning hours between 3:00 AM � 8:00 

AM. 

 

The interarrival times presented may be overestimated in some cases. The various 

assumptions associated with interarrival times as well as the reasons these times may be 

overestimated were discussed in detail in Section 4.1.2. The mean interarrival time 

associated with the 1999 aggregate data set was 2.378 seconds with a standard deviation 

of 4.774 seconds. The median interarrival time was one second. Seventy-five percent of 

all arrivals occurred within three seconds of one another. Twenty-five percent of all 
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arrivals occurred within one second or less of one another. The mean interarrival times 

for the hourly data sets ranged between 1.547 � 22.880 seconds. The median values 

varied accordingly. Lower interarrival times (higher rate of arrival) were associated with 

the peak period 6:00 PM � 11:00PM. The mean peak-period interarrival time for the 

busiest days of the week (Monday, Tuesday, and Wednesday) was approximately 1.36 

seconds. High arrival times (lower rates) were associated with early morning hours 

between 3:00 AM � 8:00 AM. 

 
 

7.2. LONGITUDINAL ANALYSIS 

Historical analysis of traffic patterns can provide valuable insight into past trends which, 

in turn, may allow providers to more effectively plan for the future. Changes in mean 

service times and mean interarrival times were examined across each of the four years. 

The primary objective of the longitudinal analysis was to identify how traffic parameters 

have changed over time and attempt to derive some type of pattern or trend that may be 

of use in future capacity planning. A comparison of means test was also conducted to 

examine the statistical significance associated with aggregate annual changes in 

parameter values. Daily changes in parameter values on an annual basis were also 

considered. 

 

When evaluating network performance issues it is necessary to examine changes in traffic 

patterns and utilization over time. This section summarizes general trends in utilization, 

service times, and interarrival times over the four-year time period examined in this 

study. Identifying how traffic parameters are changing over time is an important step in 

performance management because it yields insight into how customer behavior may be 

changing over time. Service providers must be aware of trends in utilization, session 

duration, and interarrival rates to make informed decisions regarding all types of 

management issues including long-range capacity planning, pricing, and resource 

allocation. 
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Between 1996 and 1999 the mean number of sessions increased considerably for all days 

of the week and for all hours of the day despite the fact that the user-to-modem ratio for 

the VTMP decreased from 10:1 in 1996 to approximately 7.5:1 in 1999. The mean 

number of sessions per customer per day actually decreased between 1996 and 1997 -- 

down from 3.32 sessions per customer per day in 1996 to 3.05 sessions per customer per 

day in 1997. The mean number of sessions per customer remained roughly the same 

between 1997 and 1998, but then increased significantly between 1998 and 1999. The 

mean number of sessions per customer in 1998 was 2.97 sessions per customer per day. 

The mean number of sessions per customer increased to 3.75 sessions per customer per 

day in 1999. This represents an increase of about 780 sessions per day for every 1,000 

customers in the pool. Considering the VTMP had roughly 10,000 customers in 1999, it 

is estimated that on average there are approximately 7,800 more sessions per day in 1999 

than there were in 1998. 

 

Changes in the mean service times and mean interarrival times over time were also 

apparent. The mean service time increased only slightly between 1996 and 1998 at both 

the hourly and daily level. However, between 1998 and 1999 there was a significant 

increase in mean service time for all days of the week and over the course of a day (24-

hour time period). The change in the mean interarrival time mirrors this trend. There were 

slight decreases in the mean interarrival time (an increase in the arrival rate) between 

1996 and 1998 for most days of the week and most hourly time periods. There was a 

considerable decrease in the mean interarrival time between 1998 and 1999 for all days of 

the week and for all hourly time intervals. Overall, the largest and most drastic changes in 

the traffic parameters occurred between 1998 and 1999. 

 

The available data support the hypothesis that the duration of online sessions is 

increasing, the time between incoming calls to the pool is decreasing, and the utilization 

of the pool is increasing over time. When these trends are examined together, the 

hypothesis that existing network resources are being more heavily utilized over time 

tends to be supported. The multiple comparison tests presented in Section 5.2 add further 

statistical support to the hypothesis that VTMP customers are staying online longer and 
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interarrival times are decreasing over time. The Tukey multiple comparison tests 

indicated that the factor level means associated with both the service time and interarrival 

time parameters were changing in the appropriate directions to validate the hypothesis. In 

other words, there was very strong evidence in support of the alternative hypothesis -- the 

mean values for the observed data were not equal across time for the various days of the 

week and annually. Mean service times were becoming larger over time based on both an 

aggregate annual comparison (1996 -vs- 1997, 1997 -vs- 1998, and so on) and on a daily 

basis (Monday, 1996 -vs- Monday, 1997, Tuesday, 1998 -vs- Tuesday, 1999, and so on). 

At the same time, mean interarrival times were becoming smaller. 

 

In conducting a longitudinal analysis, the more data one possesses, the more significant 

the results of the analysis tend to be. Unfortunately, there were only four years of data 

examined in this study. Using the methodology described in this paper, additional data 

can be examined as they become available. There is evidence that the trends described in 

this section have continued throughout the 2000/2001 academic year. In a preliminary 

analysis conducted by CNS, the observed trends of higher mean service times, lower 

mean interarrival times, and greater utilization has continued. (C. Gaylord, personal 

communication, November, 17, 2000). To date, additional data have not been analyzed in 

any detail.  

 

7.3. PERFORMANCE ANALYSIS 

The primary focus of this study was evaluating the performance of the VTMP and 

considering how effective different types of business rules were in improving network 

performance by reducing the probability of blocking. The performance of the VTMP was 

analyzed via simulation using OPNET Technologies� network simulation tool Opnet 

Modeler. General relationships between blocking, capacity, and the two primary traffic 

parameters, interarrival time and service time, were examined as well. The simulation 

model, the underlying modeling assumptions, and the results were discussed in detail in 

Chapter 6. The results are summarized below. 
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 7.3.1. General Comparisons 

Although dialup Internet services are very dynamic in nature, an attempt was made to 

isolate the impact of three different factors -- capacity, mean service time, and mean 

interarrival time -- to perform a basic sensitivity analysis on how each might impact the 

probability of blocking. The purpose of the analysis was to identify trends and patterns 

associated with various changes in the factors and derive some generalized results that 

might be applied to other connection-based networks. One hundred different scenarios 

were considered utilizing five different mean interarrival time values, four different mean 

service time values, and five different capacity levels. The model assumed exponential 

arrivals and exponential service times. The general relational hypothesis was that 

blocking probabilities decrease as mean service times decrease, as mean interarrival times 

increase, and as capacity levels increase. 

 

Based on the simulation results, adding capacity to a modem pool has an approximately 

linear impact on reducing the blocking probability assuming the mean service time and 

mean interarrival time remain fixed. The percentage reduction in blocking varied 

depending on the values of both the mean service time and the mean interarrival time. 

The blocking probability was reduced by a greater percentage as fixed levels of capacity 

were added to the pool when the mean service time was lower. Blocking probability was 

also reduced by a larger magnitude given fixed capacity additions the lower the mean 

interarrival time was. Although there was not a consistent pattern identified, the 

relationship between blocking probability and capacity was approximately linear for any 

combination of service time and interarrival time parameter values. Therefore, it may be 

possible to construct a linear regression model to predict the blocking probabilities 

associated with various capacity changes with a fairly high degree of accuracy for given 

mean service and interarrival time values.  

 

Increasing the value of the mean service time had a diminishing impact on blocking 

probability, as the mean service time became larger. Once the mean service time became 

relatively large, additional increases resulted in less of an increase in blocking. On the 

other hand, the relationship between blocking probability and interarrival time was fairly 
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linear. Fixed percentage reductions in the interarrival time resulted in relatively consistent 

increases in the blocking probability at various capacity levels and for different mean 

service time values. These are general observations and should apply to most connection-

based access technologies. It is important to reiterate that the underlying assumptions 

associated with these results are exponential arrival and exponential service times.    

 

7.3.2. Business Rules 

Although service providers may greatly benefit from knowledge regarding various 

relationships between capacity, mean service times, and mean interarrival times, service 

providers do not directly control the value of the traffic parameters. The only variable the 

service providers have direct control over is capacity. Traditional approaches to 

managing network resources assume providers have no control over customer usage 

patterns and therefore assume that the only way to improve network performance or the 

level-of-service (LoS), is to increase the capacity. The primary focus of this research 

involved assessing how effective business rules (resource management strategies) may be 

in the LoS by reducing blocking probabilities without necessarily adding capacity to the 

pool. The most significant component of this research examined how implementing 

different types of session limits may reduce the blocking probability during the peak 

periods of business. This section summarizes the results of that analysis. Two different 

base conditions were considered. Condition #1 assumed exponential arrivals and 

exponential service times. Condition #2 assumed exponential arrivals and a customized 

PDF (used to more accurately represent service patterns on the VTMP).  

 

The relevance of session limits or business rules in general, is that there is a trade-off 

between capacity and the probability of blocking. There is an inverse relationship 

between the two. As capacity increases, the blocking probability decreases. However, 

there is also a trade-off between obtaining higher network performance by adding 

capacity and costs associated with that capacity. In the end, if the costs associated with 

capacity additions are passed on to the customers, their perception of the LoS they are 

receiving may actually decrease, even though the probability of being blocked is very 
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low. At some point, monthly fees will have a negative impact on customer demand to the 

point where the service provider may begin to loose customers. This may occur despite 

the fact that customers can get online when they want to without receiving a busy signal. 

This research addresses LoS issues without necessarily considering capacity additions. 

 

In addition to estimating the impacts on the blocking probabilities associated with the 

session limits under each condition, the effectiveness of more pro-active management 

strategies was examined through the use of dynamic session limits. In theory, 

management strategies can be imposed in an adaptive manner by adjusting a particular 

strategy to the existing network conditions. For example, dynamic session limits would 

reduce blocking in a less intrusive manner than static session limits. As opposed to 

subjecting all incoming calls to a session limit, dynamic session limits would be imposed 

only if network utilization were high and blocking were imminent. They would not be 

imposed if they were not needed. This practice would improve efficient network 

utilization and might result in a higher level of customer satisfaction. Since the dynamic 

session limits described in this paper cannot match the performance of the static session 

limits, by the nature of the way they were triggered, the blocking probabilities were not 

directly compared in Chapter 6.   

 

A customized PDF was also created to generate a service time distribution based on the 

empirical data. The custom PDF generated noticeably smaller blocking probabilities at all 

four baseline levels -- generally about five percent below the exponential baseline values. 

The most significant finding was that business rules were much more effective when the 

custom PDF was employed as opposed to the exponential PDF. It is a relatively common 

practice to assume exponential service times for some data and telephony applications 

even though the empirical distribution is not truly exponential. This research 

demonstrates that this assumption was not accurate in estimating blocking probabilities 

nor the effectiveness of session limits in the case of the VTMP. The exponential service 

time assumption does not appear to provide an accurate representation of customer 

behavior.  
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Dynamic business rules were shown to be somewhat effective in reducing the probability 

of blocking, particularly when more aggressive session limits (more stringent) were 

employed. In this case, the arrival trigger resulted in approximately 60 percent of all 

incoming calls being subjected to a session limit. Consequently, the other 40 percent of 

incoming calls had no session limits imposed on them. The simple dynamic case 

illustrated in this paper resulted in a decrease in the blocking probability of about five to 

seven percent at all capacity levels when a session limit of one-hour was imposed, 

although the session limit was applied to only 60 percent of the incoming calls. It is 

possible that dynamically imposed session limits may result in a higher level of customer 

satisfaction than static session limits because session duration is limited only some 

portion of the time, as opposed to 100 percent of the time.  

 

7.4. SUMMARY 

A methodology designed to facilitate management of connection-based access 

technologies is presented in this paper. Although the methodology can be applied to other 

connection-based technologies, the focus of this research is on dialup analog modems. 

Conducting a traffic characterization and performance analysis is not necessarily a quick 

and easy undertaking particularly in light of the fact that there does not seem to be off-

the-shelf software designed to collect and analyze the data needed for such analysis. 

However, both the traffic characterization and performance analysis proved to be 

extremely valuable with respect to long-range capacity planning at CNS. Information was 

discovered during the course of this analysis that would otherwise not have been known. 

Gaining insight into the underlying distributions for the various traffic parameters as well 

as simply understanding the form of the data is paramount in conducting any sort of 

model-based performance analysis. It is equally important to collect summary statistics 

over given time intervals to obtain a quantitative assessment of the traffic. Longitudinal 

analysis is useful in identifying historical patterns or trends and can be critical in long-

term planning and management issues. Finally, simulation can be used to examine 

situations where it may not be practical or feasible to implement a specific change or plan 

and then observe the results.  
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7.5. LESSONS LEARNED 

A number of valuable lessons were discovered during the course of this research relating 

to data collection and analysis. No matter what the problem domain, good data is 

necessary to obtain good results. If the input data are biased or faulty, the accuracy of the 

model used in the analysis becomes irrelevant, as the conclusions will be invalid. The 

first lesson learned was that all data are important. Data that seem obsolete now may 

prove to be very useful in the future. Over the years, CNS stopped collecting some very 

relevant data during various management changes. There tended to be no standardized 

operating procedures with respect to collection and storage of VTMP data. In defense of 

CNS, the modem pool was originally intended to be a very small-scale project that 

wound up quadrupling in size in a period of about two years. A lack of continuous 

records of daily utilization plots prevented the author from checking interarrival time 

estimates associated with particular days against utilization plots to determine if 

interarrival times may have been overstated. For example, if during the peak period of a 

given day, a utilization plot were to show the pool filled to capacity during some time 

interval, it could be concluded that interarrival times were likely overstated. TACACS 

only stores successful connections, so any incoming calls that were initially blocked were 

not recorded. Therefore, the TACACS data would not accurately reflect the true 

interarrival time. However, if the pool were not saturated, the interarrival time estimates 

would likely be much more accurate. Overall, the need for data that were not available 

was very real. 

 

Secondly, during repeated upgrades and management changes, information concerning 

exactly what the specific ports on the various terminal servers were used for was lost. In 

some cases, it was extremely difficult to evaluate which terminal server / line pairs 

serviced the high-speed modem pool (the VTMP), the low-speed modem pool (not used 

in the study), and various test boxes. Written records of these pairs would have been very 

useful in eliminating potentially biased records from the analysis. As it was, the author 

spent considerable time identifying suspect data through analysis in an effort to clean up 

the data sets used in the study.  
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The third lesson learned during the course of this analysis was that off-the-shelf 

hardware/software solutions used to collect and store online modem pool session data 

such as the Terminal Access Control Access Control System (TACACS), are not 

designed with analysis of data in mind. Data extraction, the creation of data sets, and 

analysis of the data were much more painful than they should have been. Tools that could 

facilitate the extraction and analysis of data were simply not available. TACPLUS was a 

huge improvement over the original TACACS in terms of storage efficiency, the way 

individual sessions were recorded, and the types and numbers of variables collected. 

However, TACAPLUS did not facilitate data extraction or analysis in terms of the 

network traffic variables, service time and interarrival time. The most significant 

drawback in terms of analysis was that time-related variables could not be resolved 

beyond second integer values. This greatly limits the potential for conducting meaningful 

analysis with interarrival times where resolution of at least a tenth a second is needed. 

 

Fourth, it is paramount to identify the underlying distribution or shape of the data as 

accurately as possible. Previous research has shown that an exponential distribution may 

be used as an approximation for service times and inter-arrival times in cases where the 

data have an exponential-like form, but do not truly follow an exponential distribution 

(Robertazzi, 1994; Pearce, 1985; Gross and Harris, 1985; Guerineau, 1985). Based on the 

traffic characterization, interarrival times could be approximated using an exponential 

distribution, service times could not. The magnitude of error associated with the 

exponential approximation could be visualized to some degree when the various session 

limits were examined. The baseline blocking probability was 5 - 7 percent lower when 

the customized PDF was utilized as opposed to the exponential PDF. The customized 

PDF not only generated longer session with a greater probability than the exponential 

PDF, but also generated sessions with a very short duration 100 - 500 seconds with a 

greater probability than the exponential PDF. Overall, the exponential service time 

assumption was not a reasonable assumption for the VTMP, and may not be a reasonable 

assumption for other connection-based access technologies. 
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Finally, the addition of capacity to the system had a significant impact on reducing the 

blocking probability. The trade-off between capacity and the blocking probability is an 

important consideration. There are explicit costs associated with adding capacity to a 

modem pool. There are also implicit costs associated with high levels of blocking. 

Individual customers weigh the trade-off between the cost of a service and LoS when 

selecting the type of Internet access they subscribe to. As Internet usage increases and 

network resources become more heavily taxed, many service providers will be faced with 

the decision of either passing the costs associated with capacity or hardware upgrades 

along to their customers in the form of fees or providing a lower LoS as blocking 

probabilities increase. For dialup providers, the problem may be compounded as the costs 

associated with high-speed access alternatives such as DSL and cable modems drop and 

demand for these technologies increases. It is certainly in the best interest of Internet 

service providers (ISPs) to minimize both blocking and capacity. This research 

demonstrates that innovative management strategies such as session limits can be used to 

effectively reduce the probability of blocking without adding capacity. However, the use 

of session limits raises issues regarding the duration of the session limit may impact 

customer satisfaction. Dynamic session limits that adapt to current network conditions are 

also considered in this paper.  

 

One of the more interesting results is that a user-to-modem ratio of 10:1 provides a fairly 

poor level of blocking at a very modest arrival rate of one call / second. Based on a 

review of various provider services, many dialup providers advertise a 10:1 user-to-

modem ratio, claiming that this ratio virtually eliminates busy signals. According to 

simulation results for both the exponential service distribution and the custom service 

distribution, the blocking probability is around 30 percent assuming a 10:1 ratio. 

Incoming calls to the pool will be blocked nearly a third of the time. This does not seem 

to provide a particularly good LoS. This discovery raises the question of whether 

providers have any idea of what current blocking levels are, and more importantly what 

their definition of "good" service is.  
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Table 7.1 summarizes the impact of capacity associated with approximate user-to-modem 

ratios. These approximations assume an exponential arrival rate with a mean of 1.0 

seconds, and mean service time with duration of 1,500 seconds using two different 

service time distributions. The blocking values are approximations based on 

extrapolations of the simulation results. 

 

Table 7.1. Blocking Probability Estimates for Various Modem-to-User Ratios  

Estimated Blocking Probability User-to-Modem 
Ratio Exponential  

Distribution 
Empirical 

Distribution 
≈≈≈≈ 11:1 40 percent 35.5 percent 
≈≈≈≈ 10:1 33.5 percent 27.5 percent 
≈≈≈≈ 9:1 27 percent 19.5 percent 
≈≈≈≈ 8:1 15 percent 8 percent 
≈≈≈≈ 7:1 3 percent 1 percent 

 

 

As the user-to-modem ratio drops below 10:1, the impact of capacity on reducing the 

blocking probability is substantially increased. User-to-modem ratios greater than 8:1 do 

not seem to result in a "low" blocking probability. While modest session limits were 

effective in reducing the blocking probability by around 10 percent, larger reductions in 

the blocking probability may only be achieved by adding capacity. For example, only 

very aggressive session limits result in a reduction in blocking around 20 percent. If the 

peak-period is relatively short, imposing aggressive session limits during, and/or 

immediately prior to the peak-period may be a reasonable alternative to increasing 

capacity. However, if providers wish to achieve across the board reductions in blocking, 

or peak activity periods on the pool are relatively long, capacity additions may be the best 

alternative. Based on the simulation results, operating a modem pool at a ratio greater 

than 11:1 resulted in an unacceptable level of service with about 50 percent blocking. As 

was demonstrated in Section 6.2.1, the blocking probability may increase significantly as 

either the mean interarrival rate or mean session duration is increased.   

 

The level of blocking that is acceptable to various ISPs is most likely different, 

depending on the size of the provider, other service options that are available in the area, 
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and demographics of the customer base. The results provided in Table 7.1 represent peak-

period traffic on the VTMP. It is important to note that the values associated with traffic 

parameters in the analysis are relatively modest. A mean service time of 1,500 seconds 

(25 minutes) and a mean interarrival rate of one incoming call per second are not 

extreme. While providers may want to exercise caution in planning capacity 

improvements around the peak-period alone, it is realistic to assume that the traffic 

parameters on other networks are similar to those used in this study.    
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APPENDIX A 

CALCULATIONS FOR THE SQUARED COEFFICIENT OF 
VARIANCE 

 

The calculations for the squared coefficient of variance are presented in this appendix. 

The aggregate calculations for both interarrival times and service times for different days 

of the week and for different hours of the day for the year 1999 are presented in Chapter 

4. Tables A-1a - A-1d and A-2a - A-2d provide the squared coefficient of variance 

calculations for the day-of-the-week data sets for service times and interarrival times for 

each of the four years. Tables A-3a - A-3d and A-4a - A4d present the squared coefficient 

of variance calculations for the hourly data sets for service time and interarrival time for 

each of the four years. The results for the peak-hour data sets are provided in Table A-5a 

- A-5d for the service time data and A-6a - A-6d for the interarrival time data. Recall 

from Chapter 4, the squared coefficient of variance, C2
X, is calculated to provide some 

additional insight into the underlying distributions of both the service time and 

interarrival time data. The squared coefficient of variance is a useful parameter to 

measure the character of probability distributions used to represent service time and 

interarrival time (Akimaru and Kawashima, 1999; Allen, 1990). If C2
X is equal to one 

then X has an exponential distribution; if C2
X = 1 / k then X has an Erlang-k distribution; 

and if C2
X > 1 then X has a n-stage hyperexponential distribution. The squared coefficient 

of variance for a random variable X with E[X] ≠ 0 is defined as C2
X = Var[X] / E[X]2. 



 

Table A-1. Squared Coefficient of Variance Daily Data Sets - Service Time 

Day of Week Mean (seconds) Standard Deviation C2
ST 6 
a) 199
 (seconds) 

Sunday 1502.612 2903.422 3.734 
Monday 1331.864 2593.119 3.791 
Tuesday 1379.351 2677.555 3.768 
Wednesday 1417.825 2730.051 3.708 
Thursday 1358.342 2667.595 3.857 
Friday 1338.196 2730.191 4.162 
Saturday 1433.818 2949.323 4.231 

 

Day of Week Mean (seconds) Standard Deviation 
(seconds) 

C2
ST 
b) 1997 
Sunday 1450.29 3007.054 4.299 
Monday 1388.683 2824.71 4.138 
Tuesday 1364.567 2808.82 4.237 
Wednesday 1377.876 2828.638 4.214 
Thursday 1402.271 2966.567 4.476 
Friday 1396.278 2983.59 4.566 
Saturday 1487.452 3224.842 4.700 

 

Day of Week Mean (seconds) Standard Deviation 
(seconds) 

C2
ST  
c) 1998
Sunday 1527.186 2866.956 3.524 
Monday 1447.724 2704.249 3.489 
Tuesday 1438.943 2594.789 3.252 
Wednesday 1431.413 2718.548 3.607 
Thursday 1367.471 2737.954 4.009 
Friday 1512.282 3416.219 5.103 
Saturday 1740.788 3800.71 4.767 

 

Day of Week Mean (seconds) Standard Deviation 
(seconds) 

C2
ST 
d) 1999 
186 

Sunday 1800.013 3424.211 3.619 
Monday 1675.338 3243.485 3.748 
Tuesday 1712.017 3389.712 3.920 
Wednesday 1696.998 3440.278 4.110 
Thursday 1696.134 3484.434 4.220 
Friday 1896.873 4459.473 5.527 
Saturday 2021.589 4826.163 5.699 

 

 

The squared coefficient of variance calculations presented in Tables A-1a through A-1d 

are very similar to the aggregate calculations presented in Section 4.3.1.4. The standard 



 

deviation of the service time data is much larger than the mean of the service time data in 

the daily data sets. Based on the squared coefficient of variance, each daily data set for 

each of the four years appears to follow an n-stage hyperexponential distribution. 

Interarrival times for the aggregate day-of-the-week data sets are presented in Tables A-

2a through A-2d. 

 

Table A-2. Squared Coefficient of Variance for Daily Data Sets - Arrival Time 

Day of Week Mean (seconds) Standard Deviation C2
AR 6 
a) 199
 (seconds) 

Sunday 3.371 8.475 6.321 
Monday 2.456 6.362 6.710 
Tuesday 2.407 5.912 6.033 
Wednesday 2.445 5.611 5.267 
Thursday 2.495 5.268 4.458 
Friday 3.125 6.176 3.906 
Saturday 4.394 8.41 3.663 

 
 

Day of Week Mean (seconds) Standard Deviation 
(seconds) 

C2
AR  
b) 1997
Sunday 3.255 7.996 6.035 
Monday 2.525 5.491 4.729 
Tuesday 2.46 5.609 5.199 
Wednesday 2.529 7.586 8.998 
Thursday 2.648 5.665 4.577 
Friday 3.298 6.47 3.849 
Saturday 4.7 8.539 3.301 

 
 

Day of Week Mean (seconds) Standard Deviation 
(seconds) 

C2
AR 8 
c) 199
187 

Sunday 3.144 7.163 5.191 
Monday 2.470 5.370 4.727 
Tuesday 2.382 5.357 5.058 
Wednesday 2.432 5.146 4.477 
Thursday 2.624 5.571 4.508 
Friday 3.360 5.958 3.144 
Saturday 4.660 8.492 3.321 

 



 

 
Day of Week Mean (seconds) Standard Deviation C2

AR  
d) 1999
188 

(seconds) 
Sunday 2.474 5.328 4.638 
Monday 2.017 4.408 4.776 
Tuesday 2.027 4.075 4.042 
Wednesday 2.005 4.138 4.259 
Thursday 2.146 4.185 3.803 
Friday 2.919 4.885 2.801 
Saturday 3.808 6.67 3.068 

 

 

The squared coefficient of variance calculations for interarrival times presented in Tables 

A-2a through A-2d are also very similar to the aggregate interarrival time calculations 

presented in Section 4.3.1.4. The standard deviation of the interarrival times is much 

larger than the mean of the interarrival times. Each daily data set for each of the four 

years appears to follow an n-stage hyperexponential distribution. Service times for the 

hourly data sets are presented in Table A-3a through A-3d. 



 

Table A-3. Squared Coefficient of Variance for Hourly Data Sets - Service Time 

Hourly Time 
Interval 

Mean (seconds) Standard 
Deviation 

C2
ST 

 
a) 1996
189 

(seconds) 
Hour 1 1501.131 2803.784 3.489 
Hour 2 1454.667 2816.888 3.750 
Hour 3 1529.221 3110.128 4.136 
Hour 4 1664.618 3179.808 3.649 
Hour 5 1723.671 3150.984 3.342 
Hour 6 1691.056 3234.652 3.659 
Hour 7 1578.123 3268.773 4.290 
Hour 8 1354.772 3164.419 5.456 
Hour 9 1423.181 3318.921 5.438 
Hour 10 1465.172 2979.101 4.134 
Hour 11 1380.489 2711.234 3.857 
Hour 12 1274.617 2544.711 3.986 
Hour 13 1358.237 2649.202 3.804 
Hour 14 1375.203 2588.161 3.542 
Hour 15 1405.784 2642.651 3.534 
Hour 16 1403.597 2592.583 3.412 
Hour 17 1330.485 2533.038 3.625 
Hour 18 1307.969 2602.974 3.960 
Hour 19 1380.795 2701.863 3.829 
Hour 20 1457.186 2756.467 3.578 
Hour 21 1430.664 2808.937 3.855 
Hour 22 1496.801 2894.823 3.740 
Hour 23 1434.63 2815.816 3.852 
Hour 24 1183.315 2581.087 4.758 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 

 
Hourly Time 

Interval 
Mean (seconds) Standard 

Deviation 
C2

ST 
 
b) 1997
190 

(seconds) 
Hour 1 1555.393 3220.862 4.288 
Hour 2 1682.197 3515.897 4.368 
Hour 3 1621.033 3374.935 4.335 
Hour 4 2205.302 4350.549 3.892 
Hour 5 1934.875 4202.455 4.717 
Hour 6 1785.969 3792.204 4.509 
Hour 7 1632.858 3908.581 5.730 
Hour 8 1666.494 4179.741 6.291 
Hour 9 1619.443 4050.368 6.255 
Hour 10 1563.621 3505.25 5.025 
Hour 11 1463.524 3124.45 4.558 
Hour 12 1380.456 2931.874 4.511 
Hour 13 1350.218 2815.878 4.349 
Hour 14 1389.273 2758.812 3.943 
Hour 15 1344.242 2621.656 3.804 
Hour 16 1330.757 2586.655 3.778 
Hour 17 1303.122 2631.791 4.079 
Hour 18 1320.019 2784.505 4.450 
Hour 19 1318.395 2685.51 4.149 
Hour 20 1387.406 2726.733 3.863 
Hour 21 1384.014 2615.209 3.571 
Hour 22 1434.553 2761.45 3.705 
Hour 23 1355.569 2535.401 3.498 
Hour 24 1127.322 2513.468 4.971 

 



 

 
Hourly Time 

Interval 
Mean (seconds) Standard 

Deviation 
C2

ST 
 
c) 1998
191 

(seconds) 
Hour 1 1816.431 3573.011 3.869 
Hour 2 1849.807 3742.912 4.094 
Hour 3 2016.995 4211.910 4.361 
Hour 4 2365.521 4592.986 3.770 
Hour 5 2357.412 4884.104 4.292 
Hour 6 2107.050 3852.267 3.343 
Hour 7 1804.709 4023.677 4.971 
Hour 8 1702.510 4162.997 5.979 
Hour 9 1665.228 4095.935 6.050 
Hour 10 1606.797 3577.020 4.956 
Hour 11 1502.106 3212.992 4.575 
Hour 12 1438.664 2956.462 4.223 
Hour 13 1396.106 2780.168 3.966 
Hour 14 1408.192 2611.212 3.438 
Hour 15 1354.412 2457.659 3.293 
Hour 16 1306.936 2418.554 3.425 
Hour 17 1290.626 2423.980 3.527 
Hour 18 1384.500 2594.541 3.512 
Hour 19 1351.823 2502.748 3.428 
Hour 20 1417.611 2489.577 3.084 
Hour 21 1488.844 2503.576 2.828 
Hour 22 1435.477 2429.264 2.864 
Hour 23 1461.427 2687.521 3.382 
Hour 24 1297.633 2973.795 5.252 

 

 



 

 

Hour Time 
Interval 

Mean (seconds) Standard 
Deviation 

C2
ST 

 
d) 1999
192 

(seconds) 
Hour 1 2484.622 5300.608 4.551 
Hour 2 2361.711 5169.176 4.791 
Hour 3 2522.8 5520.278 4.788 
Hour 4 2550.065 5516.82 4.680 
Hour 5 2827.084 5729.199 4.107 
Hour 6 2791.074 5788.636 4.301 
Hour 7 2275.908 5296.73 5.416 
Hour 8 2559.108 6105.045 5.691 
Hour 9 2224.422 5380.521 5.851 
Hour 10 2010.925 4657.523 5.364 
Hour 11 1806.045 4042.761 5.011 
Hour 12 1718.534 3680.68 4.587 
Hour 13 1559.637 3230.615 4.291 
Hour 14 1521.222 2986.534 3.854 
Hour 15 1421.389 2700.22 3.609 
Hour 16 1426.616 2683.759 3.539 
Hour 17 1408.811 2581.81 3.358 
Hour 18 1549.494 2704.99 3.048 
Hour 19 1491.579 2667.626 3.199 
Hour 20 1614.021 2704.096 2.807 
Hour 21 1623.911 2624.672 2.612 
Hour 22 1608.267 2557.625 2.529 
Hour 23 1579.453 2851.312 3.259 
Hour 24 2354.797 5145.628 4.775 

 

 

The squared coefficient of variance calculations for the aggregate hourly data sets for 

service time also closely resembles the aggregate calculation. For each hour, for each of 

the four years, the standard deviation of service time is much larger than the mean of the 

service time. This implies that all hourly time intervals follow an n-stage 

hyperexponential distribution. In most cases, the magnitude of the squared coefficient of 

variance for the peak period is less than in the off-peak period. In general, the standard 

deviation of service time is smaller in the peak period. This implies there is less variation 

in session duration during the peak period. The squared coefficient of variance 

calculations for the hourly data sets for interarrival times are presented in Tables A-4a 

through A-4d. 

 



 

Table A-4. Squared Coefficient of Variance for Hourly Data Sets - Arrival Time 

Hourly Time 
Interval 

Mean (seconds) Standard 
Deviation 

C2
AR 

 
a) 1996
193 

(seconds) 
Hour 1 2.65 3.314 1.564 
Hour 2 4.013 4.397 1.201 
Hour 3 7.154 7.748 1.173 
Hour 4 15.133 17.861 1.393 
Hour 5 30.854 34.427 1.245 
Hour 6 43.007 44.28 1.060 
Hour 7 23.288 30.6 1.727 
Hour 8 8.454 13.982 2.735 
Hour 9 4.961 6.944 1.959 
Hour 10 3.473 4.363 1.578 
Hour 11 2.818 3.3 1.371 
Hour 12 2.301 2.69 1.367 
Hour 13 2.279 2.518 1.221 
Hour 14 2.197 2.498 1.293 
Hour 15 2.079 2.582 1.542 
Hour 16 1.909 2.139 1.255 
Hour 17 1.855 2.174 1.374 
Hour 18 1.915 2.133 1.241 
Hour 19 1.979 2.316 1.370 
Hour 20 1.948 2.303 1.398 
Hour 21 1.861 2.419 1.690 
Hour 22 1.926 2.263 1.381 
Hour 23 1.965 2.501 1.620 
Hour 24 1.645 2.406 2.139 

 

 

 

 



 

 

Hourly Time 
Interval 

Mean (seconds) Standard 
Deviation 

C2
AR 

 
b) 1997
194 

(seconds) 
Hour 1 2.509 3.256 1.684 
Hour 2 4.363 5.112 1.373 
Hour 3 7.67 9.031 1.386 
Hour 4 14.858 22.089 2.210 
Hour 5 28.158 32.005 1.292 
Hour 6 33.461 40.546 1.468 
Hour 7 17.957 35.177 3.838 
Hour 8 7.217 11.688 2.623 
Hour 9 4.41 6.56 2.213 
Hour 10 3.411 4.223 1.533 
Hour 11 2.883 3.352 1.352 
Hour 12 2.567 2.881 1.260 
Hour 13 2.456 2.825 1.323 
Hour 14 2.282 3.036 1.770 
Hour 15 2.171 2.472 1.297 
Hour 16 1.956 2.37 1.468 
Hour 17 1.86 2.222 1.427 
Hour 18 1.826 2.063 1.276 
Hour 19 1.99 2.274 1.306 
Hour 20 1.999 2.27 1.290 
Hour 21 1.953 2.317 1.407 
Hour 22 1.891 2.252 1.418 
Hour 23 1.928 2.339 1.472 
Hour 24 1.624 2.523 2.414 

 

 

 

 



 

 

Hourly Time 
Interval 

Mean (seconds) Standard 
Deviation 

C2
AR 

 
c) 1998
195 

(seconds) 
Hour 1 2.856 3.451 1.460 
Hour 2 4.58 5.152 1.265 
Hour 3 8.392 9.405 1.256 
Hour 4 16.315 20.324 1.552 
Hour 5 29.272 31.841 1.183 
Hour 6 33.134 35.226 1.130 
Hour 7 15.251 21.976 2.076 
Hour 8 6.079 8.619 2.010 
Hour 9 3.936 5.102 1.680 
Hour 10 3.194 3.816 1.427 
Hour 11 2.759 3.321 1.449 
Hour 12 2.459 2.982 1.471 
Hour 13 2.293 2.758 1.447 
Hour 14 2.293 2.783 1.473 
Hour 15 2.121 2.501 1.390 
Hour 16 1.994 3.876 3.778 
Hour 17 1.916 2.317 1.462 
Hour 18 1.869 2.244 1.442 
Hour 19 1.986 2.342 1.391 
Hour 20 2.064 2.389 1.340 
Hour 21 2.052 2.509 1.495 
Hour 22 2.002 2.573 1.652 
Hour 23 1.964 2.594 1.744 
Hour 24 1.744 2.54 2.121 

 

 

 

 

 

 

 

 



 

 

Hour Time 
Interval 

Mean (seconds) Standard 
Deviation 

C2
AR 

 
d) 1999
196 

(seconds) 
Hour 1 2.425 2.851 1.382 
Hour 2 3.951 4.38 1.229 
Hour 3 6.51 7.503 1.328 
Hour 4 12.326 14.352 1.356 
Hour 5 21.133 24.916 1.390 
Hour 6 22.885 27.765 1.472 
Hour 7 10.447 15.797 2.286 
Hour 8 4.547 6.571 2.088 
Hour 9 3.024 3.972 1.725 
Hour 10 2.483 2.773 1.247 
Hour 11 2.227 2.342 1.106 
Hour 12 2.031 2.103 1.072 
Hour 13 1.881 1.938 1.062 
Hour 14 1.943 2.015 1.075 
Hour 15 1.794 2.008 1.253 
Hour 16 1.716 2.346 1.869 
Hour 17 1.662 1.809 1.185 
Hour 18 1.575 1.73 1.207 
Hour 19 1.685 1.949 1.338 
Hour 20 1.666 1.976 1.407 
Hour 21 1.645 1.965 1.427 
Hour 22 1.547 1.95 1.589 
Hour 23 1.583 2.204 1.938 
Hour 24 1.743 2.192 1.582 

 

 

The squared coefficient of variance calculations for the aggregate hourly data sets for 

interarrival time deviate considerably from the aggregate calculations for interarrival 

time. They also differ from the squared coefficient of variance calculations for hourly 

service times. Some of the hourly interarrival data sets are much closer to following an 

exponential distribution than the data sets examined previously. In many cases, the 

squared coefficient of variance is very close to one, which implies the distribution is 

nearly exponential and may be approximated using an exponential distribution. For 

example, the squared coefficient of variance for Hour 14 in Table A-4d (1999) is 1.075. It 

is reasonable to conclude that the Hour 14 data set for 1999 can be approximated using an 

exponential distribution with a mean of 1.943 seconds. In most cases, the magnitude of 

the squared coefficient of variance for the peak period hours is less than in the off-peak 



 

hours. In general, the standard deviation of interarrival time is smaller in the peak period. 

This implies there is less variation in the time between arrival during the peak period. 

This is logical, as it is reasonable to expect a relatively uniform arrival rate during the 

peak period. The squared coefficient of variance calculations for peak period service time 

during 1996 is provided in Tables A-5a through A-5g. Each day of the week appears in a 

separate table. 

 

 Table A-5. Squared Coefficient of Variance for Peak 

Period Data Sets - Service Time 1996 

Hourly Time Mean (seconds) Standard C2
ST y 
a) Sunda
 Interval Deviation 

(seconds) 
Hour 17 1477.445 2765.357 3.503 
Hour 18 1402.064 2677.823 3.648 
Hour 19 1422.979 2704.474 3.612 
Hour 20 1461.618 2864.668 3.841 
Hour 21 1445.889 2799.529 3.749 
Hour 22 1466.156 2689.429 3.365 
Hour 23 1400.362 2650.347 3.582 

 

Hourly Time Mean (seconds) Standard C2
ST  
b) Monday
 Interval Deviation 

(seconds) 
Hour 17 1299.289 2393.945 3.395 
Hour 18 1212.676 2325.538 3.678 
Hour 19 1245.196 2568.041 4.253 
Hour 20 1305.458 2335.23 3.200 
Hour 21 1479.31 2860.869 3.740 
Hour 22 1446.495 2774.638 3.679 
Hour 23 1393.779 2594.186 3.464 

 

Hourly Time Mean (seconds) Standard C2
ST  
c) Tuesday
197 

Interval Deviation 
(seconds) 

Hour 17 1317.02 2580.094 3.838 
Hour 18 1317.072 2742.017 4.334 
Hour 19 1311.686 2513.727 3.673 
Hour 20 1464.261 2753.222 3.535 
Hour 21 1391.922 2569.376 3.407 
Hour 22 1498.854 2804.175 3.500 
Hour 23 1383.478 2737.913 3.916 

 



 

Hourly Time Mean (seconds) Standard C2
ST y 
d) Wednesda
 Interval Deviation 

(seconds) 
Hour 17 1333.734 2417.065 3.284 
Hour 18 1323.765 2615.809 3.905 
Hour 19 1441.707 2839.824 3.880 
Hour 20 1456.569 2653.688 3.319 
Hour 21 1429.255 2736.601 3.666 
Hour 22 1529.019 2936.949 3.689 
Hour 23 1464.163 2792.329 3.637 

 

Hour Time Mean (seconds) Standard C2
ST  
e) Thursday
 Interval Deviation 

(seconds) 
Hour 17 1285.299 2503.508 3.794 
Hour 18 1248.845 2466.053 3.899 
Hour 19 1409.578 2717.702 3.717 
Hour 20 1440.1 2728.159 3.589 
Hour 21 1440.376 2773.412 3.707 
Hour 22 1447.141 2653.702 3.363 
Hour 23 1418.986 2774.789 3.824 

 

Hour Time Mean (seconds) Standard C2
ST y 
f) Frida
 Interval Deviation 

(seconds) 
Hour 17 1258.571 2442.433 3.766 
Hour 18 1313.313 2656.621 4.092 
Hour 19 1414.848 2830.93 4.003 
Hour 20 1664.815 3325.124 3.989 
Hour 21 1560.552 3078.998 3.893 
Hour 22 1676.91 3512.028 4.386 
Hour 23 1600.4 3155.197 3.887 

 

Hour Time Mean (seconds) Standard C2
ST y 
g) Saturda
198 

Interval Deviation 
(seconds) 

Hour 17 1375.087 2700.12 3.856 
Hour 18 1364.82 2778.122 4.143 
Hour 19 1401.009 2684.984 3.673 
Hour 20 1472.567 2700.656 3.363 
Hour 21 1288.447 2934.368 5.187 
Hour 22 1487.535 3210.846 4.659 
Hour 23 1444.604 3261.077 5.096 

 

 



 

None of the peak period service time data for 1996 closely follow an exponential 

distribution. In all cases, the value of the squared coefficient of variance is greater then 

3.3. The peak period data sets follow the same pattern identified in the previous service 

time data sets -- the standard deviation is relatively large when compared to the mean. 

This implies the various data sets follow an n-stage hyperexponential distribution. The 

peak period service time data for 1997 are examined in Tables A-6a through A-6g. 

 
 

Table A-6. Squared Coefficient of Variance for Peak  

Period Data Sets - Service Time 1997 

Hourly Time Mean (seconds) Standard C2
ST y 
a) Sunda
 Interval Deviation 

(seconds) 
Hour 17 1402.145 2674.489 3.638 
Hour 18 1339.35 2606.324 3.787 
Hour 19 1333.813 2703.521 4.108 
Hour 20 1377.097 2667.037 3.751 
Hour 21 1397.738 2558.332 3.350 
Hour 22 1404.47 2748.875 3.831 
Hour 23 1284.873 2376.985 3.422 

 

Hourly Time Mean (seconds) Standard C2
ST  
b) Monday
 Interval Deviation 

(seconds) 
Hour 17 1306.11 2649.904 4.116 
Hour 18 1330.406 2758.026 4.298 
Hour 19 1293.821 2555.425 3.901 
Hour 20 1364.936 2529.248 3.434 
Hour 21 1345.077 2427.113 3.256 
Hour 22 1449.056 2683.162 3.429 
Hour 23 1352.197 2351.41 3.024 

 

Hourly Time Mean (seconds) Standard C2
ST  
c) Tuesday
199 

Interval Deviation 
(seconds) 

Hour 17 1273.991 2567.469 4.061 
Hour 18 1294.685 2658.893 4.218 
Hour 19 1331.292 2567.161 3.718 
Hour 20 1359.771 2531.039 3.465 
Hour 21 1359.088 2513.106 3.419 
Hour 22 1338.713 2628.476 3.855 
Hour 23 1279.409 2383.215 3.470 

 



 

Hourly Time Mean (seconds) Standard C2
ST y 
d) Wednesda
 Interval Deviation 

(seconds) 
Hour 17 1277.587 2497.342 3.821 
Hour 18 1304.401 2715.178 4.333 
Hour 19 1302.364 2554.514 3.847 
Hour 20 1428.588 2808.823 3.866 
Hour 21 1371.646 2487.485 3.289 
Hour 22 1395.891 2548.434 3.333 
Hour 23 1362 2565.399 3.548 

 

Hourly Time Mean (seconds) Standard C2
ST  
e) Thursday
 Interval Deviation 

(seconds) 
Hour 17 1231.774 2546.343 4.273 
Hour 18 1312.047 2900.861 4.888 
Hour 19 1311.817 2691.334 4.209 
Hour 20 1407.16 2879.571 4.188 
Hour 21 1375.156 2734.119 3.953 
Hour 22 1572.278 3049.305 3.761 
Hour 23 1364.257 2493.76 3.341 

 

Hourly Time Mean (seconds) Standard C2
ST  
f) Friday
 Interval Deviation 

(seconds) 
Hour 17 1343.841 2871.956 4.567 
Hour 18 1261.321 2785.57 4.877 
Hour 19 1318.78 2994.696 5.157 
Hour 20 1352.426 2805.185 4.302 
Hour 21 1446.851 2918.777 4.070 
Hour 22 1469.465 3034.674 4.265 
Hour 23 1476.775 3019.432 4.180 

 

Hourly Time Mean (seconds) Standard C2
ST  
g) Saturday
200 

Interval Deviation 
(seconds) 

Hour 17 1391.597 2795.11 4.034 
Hour 18 1462.493 3199.136 4.785 
Hour 19 1383.584 3139.681 5.149 
Hour 20 1422.07 3084.745 4.705 
Hour 21 1522.973 3127.189 4.216 
Hour 22 1481.486 2907.737 3.852 
Hour 23 1583.977 3176.099 4.021 

 

 



 

The value of the squared coefficient of variance is greater than 3.0 for all 1997 peak-

period data sets. The peak period data sets basically follow the same pattern identified 

previously. The standard deviation is relatively large when compared to the mean, which 

implies the various data sets follow an n-stage hyperexponential distribution. The peak 

period service time data for the year 1998 are examined in Tables A-7a through A-7g. 

 

Table A-7. Squared Coefficient of Variance for Peak 

Period Data Sets - Service Time 1998 

Hourly Time Mean (seconds) Standard C2
ST y 
a) Sunda
 Interval Deviation 

(seconds) 
Hour 17 1335.952 2261.038 2.864 
Hour 18 1481.873 2463.601 2.764 
Hour 19 1376.566 2328.648 2.862 
Hour 20 1419.048 2293.043 2.611 
Hour 21 1468.995 2296.212 2.443 
Hour 22 1407.035 2171.027 2.381 
Hour 23 1450.149 2442.143 2.836 

 

Hourly Time Mean (seconds) Standard C2
ST  
b) Monday
 Interval Deviation 

(seconds) 
Hour 17 1294.572 2095.177 2.619 
Hour 18 1347.635 2222.641 2.720 
Hour 19 1316.646 2171.033 2.719 
Hour 20 1405.678 2140.607 2.319 
Hour 21 1472.833 2175.427 2.182 
Hour 22 1408.236 2154.226 2.340 
Hour 23 1453.496 2500.921 2.961 

 

Hourly Time Mean (seconds) Standard C2
ST  
c) Tuesday
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Interval Deviation 
(seconds) 

Hour 17 1198.432 1732.309 2.089 
Hour 18 1309.552 1953.032 2.224 
Hour 19 1302.026 1886.703 2.100 
Hour 20 1426.305 1981.174 1.929 
Hour 21 1465.444 2020.464 1.901 
Hour 22 1432.543 2011.06 1.971 
Hour 23 1384.982 2172.839 2.461 

 

 



 

Hourly Time Mean (seconds) Standard C2
ST y 
d) Wednesda
 Interval Deviation 

(seconds) 
Hour 17 1245.721 1902.788 2.333 
Hour 18 1308.729 2117.616 2.618 
Hour 19 1297.419 2005.828 2.390 
Hour 20 1323.812 1943.687 2.156 
Hour 21 1389.573 2016.619 2.106 
Hour 22 1369.12 1963.066 2.056 
Hour 23 1325.735 2255.565 2.895 

 

Hourly Time Mean (seconds) Standard C2
ST  
e) Thursday
 Interval Deviation 

(seconds) 
Hour 17 1183.951 2180.205 3.391 
Hour 18 1335.943 2430.032 3.309 
Hour 19 1267.53 2245.128 3.137 
Hour 20 1314.748 2324.371 3.126 
Hour 21 1438.144 2376.542 2.731 
Hour 22 1341.881 2298.469 2.934 
Hour 23 1468.264 3028.29 4.254 

 
 

Hourly Time Mean (seconds) Standard C2
ST  
f) Friday
 Interval Deviation 

(seconds) 
Hour 17 1352.173 3163.36 5.473 
Hour 18 1412.788 3454.856 5.980 
Hour 19 1468.277 3461.065 5.557 
Hour 20 1538.802 3414.855 4.925 
Hour 21 1606.845 3406.919 4.495 
Hour 22 1684.907 3603.364 4.574 
Hour 23 1651.859 3379.771 4.186 

 
 

Hourly Time Mean (seconds) Standard C2
ST  
g) Saturday
202 

Interval Deviation 
(seconds) 

Hour 17 1617.036 3668.396 5.147 
Hour 18 1665.194 3791.139 5.183 
Hour 19 1616.675 3752.425 5.387 
Hour 20 1689.736 3752.407 4.932 
Hour 21 1766.37 3776.36 4.571 
Hour 22 1660.931 3491.997 4.420 
Hour 23 1712.809 3448.504 4.054 

 

 



 

The peak period service time data for 1998 continue to follow the same pattern identified 

previously. The standard deviation is relatively large when compared to the mean. Again, 

this implies the various data sets follow an n-stage hyperexponential distribution. For the 

1998 data, the magnitude of the squared coefficient of variance is 1.9 or higher for each 

of the data sets. The peak period service time data for the year 1999 are examined in 

Tables A-8a through A-8g. 

 

Table A-8. Squared Coefficient of Variance for Peak 

Period Data Sets - Service Time 1999 

Hourly Time Mean (seconds) Standard C2
ST y 
a) Sunda
 Interval Deviation 

(seconds) 
Hour 17 1345.771 1890.423 1.973 
Hour 18 1636.127 2236.738 1.869 
Hour 19 1450.055 2045.857 1.991 
Hour 20 1579.173 2177.785 1.902 
Hour 21 1558.548 2119.959 1.850 
Hour 22 1660.828 2183.677 1.729 
Hour 23 1635.06 2615.333 2.559 

 

Hourly Time Mean (seconds) Standard C2
ST  
b) Monday
 Interval Deviation 

(seconds) 
Hour 17 1328.529 1839.438 1.917 
Hour 18 1474.817 2077.756 1.985 
Hour 19 1398.204 1948.773 1.943 
Hour 20 1513.819 2103.535 1.931 
Hour 21 1568.825 2120.15 1.826 
Hour 22 1603.546 2109.099 1.730 
Hour 23 1622.558 2417.488 2.220 

 

Hourly Time Mean (seconds) Standard C2
ST  
c) Tuesday
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Interval Deviation 
(seconds) 

Hour 17 1331.688 1895.365 2.026 
Hour 18 1481.317 2078.864 1.970 
Hour 19 1444.855 2059.706 2.032 
Hour 20 1563.942 2158.587 1.905 
Hour 21 1562.187 2061.807 1.742 
Hour 22 1534.693 2104.954 1.881 
Hour 23 1596.24 2394.351 2.250 

 



 

Hourly Time Mean (seconds) Standard C2
ST y 
d) Wednesda
 Interval Deviation 

(seconds) 
Hour 17 1257.869 1797.875 2.043 
Hour 18 1462.936 2082.827 2.027 
Hour 19 1367.23 1967.336 2.070 
Hour 20 1560.56 2148.233 1.895 
Hour 21 1587.042 2131.254 1.803 
Hour 22 1621.61 2155.368 1.767 
Hour 23 1622.017 2536.227 2.445 

 

Hourly Time Mean (seconds) Standard C2
ST  
e) Thursday
 Interval Deviation 

(seconds) 
Hour 17 1279.002 1843.495 2.078 
Hour 18 1460.065 2089.374 2.048 
Hour 19 1331.517 1976.046 2.202 
Hour 20 1526.935 2161.041 2.003 
Hour 21 1591.992 2207.248 1.922 
Hour 22 1404.854 2051.911 2.133 
Hour 23 1191.787 2271.004 3.631 

 

Hourly Time Mean (seconds) Standard C2
ST  
f) Friday
 Interval Deviation 

(seconds) 
Hour 17 1732.033 4162.03 5.774 
Hour 18 1713.281 4299.053 6.296 
Hour 19 1780.06 4253.658 5.710 
Hour 20 1867.548 4398.51 5.547 
Hour 21 1937.486 4318.142 4.967 
Hour 22 1933.087 4152.076 4.613 
Hour 23 2068.842 4556.66 4.851 

 

Hourly Time Mean (seconds) Standard C2
ST y 
a) Saturda
204 

Interval Deviation 
(seconds) 

Hour 17 1875.126 4534.543 5.848 
Hour 18 1793.296 4472.61 6.220 
Hour 19 2108.391 4964.522 5.544 
Hour 20 2007.398 4570.207 5.183 
Hour 21 1803.428 4281.22 5.636 
Hour 22 1779.157 4163.872 5.477 
Hour 23 1678.622 4133.412 6.063 

 

 



 

The peak period service time data for 1999 follow the same pattern identified previously. 

The standard deviation of service time is relatively large when compared to the mean. 

This implies the various data sets follow an n-stage hyperexponential distribution. It is 

interesting to note that the squared coefficient of variance decreases over time. This 

phenomenon is illustrated in Chapter 5, but can also be observed by examining the 

Monday peak-period data set for each of the four years. For the year 1996, the squared 

coefficient of variance ranges between 3.2 - 4.253 during the peak period on Monday. 

During the Monday peak period in 1997, the squared coefficient of variance ranges 

between 3.024 - 4.298. For the year 1998, the squared coefficient of variance ranges 

between 1.901 and 2.461 for the peak period on Monday. Finally, for 1999, the squared 

coefficient of variance ranges between 1.73 - 2.2 for Monday's peak period. Over time, 

the squared coefficient of variance is decreasing during the peak period. A similar trend 

can be observed by examining the peak period service times from other days of the week. 

The peak period distributions seem to be more exponential-like over time. The squared 

coefficient of variance for peak period interarrival times in 1996 is presented in Tables A-

9a - A-9g. 

 

Table A-9. Squared Coefficient of Variance for Peak 

Period Data Sets - Interarrival Time 1996 

Hourly Time Mean (seconds) Standard C2
AR y 
a) Sunda
205 

Interval Deviation 
(seconds) 

Hour 17 2.326 2.521 1.175 
Hour 18 2.228 2.319 1.083 
Hour 19 2.043 2.168 1.126 
Hour 20 1.872 1.98 1.119 
Hour 21 1.769 1.86 1.106 
Hour 22 1.64 1.773 1.169 
Hour 23 1.601 1.836 1.315 

 



 

 

Hourly Time 
Interval 

Mean (seconds) Standard 
Deviation 
(seconds) 

C2
AR 

Hour 17 1.531 1.633 1.138 
Hour 18 1.584 1.729 1.191 
Hour 19 1.652 1.781 1.162 
Hour 20 1.56 2.384 2.335 
Hour 21 1.486 1.793 1.456 
Hour 22 1.552 1.701 1.201 
Hour 23 1.533 1.678 1.198 

 

Hourly Time 
Interval 

Mean (seconds) Standard 
Deviation 
(seconds) 

C2
AR 

Hour 17 1.579 1.69 1.146 
Hour 18 1.535 1.655 1.162 
Hour 19 1.636 2.389 2.132 
Hour 20 1.573 1.662 1.116 
Hour 21 1.555 1.73 1.238 
Hour 22 1.58 1.696 1.152 
Hour 23 1.543 1.723 1.247 

 

Hourly Time 
Interval 

Mean (seconds) Standard 
Deviation 
(seconds) 

C2
AR 

y 

 

 

d) Wednesda

Hour 17 1.563 1.674 1.147 
Hour 18 1.625 1.721 1.122 
Hour 19 1.653 2.031 1.510 
Hour 20 1.655 1.757 1.127 
Hour 21 1.569 1.72 1.202 
Hour 22 1.567 1.705 1.184 
Hour 23 1.604 1.773 1.222 

 

Hourly Time Mean (seconds) Standard C2
AR  
e) Thursday
b) Monday
c) Tuesday
206 

Interval Deviation 
(seconds) 

Hour 17 1.64 1.762 1.154 
Hour 18 1.675 1.781 1.131 
Hour 19 1.76 1.86 1.117 
Hour 20 1.755 1.888 1.157 
Hour 21 1.784 2.612 2.144 
Hour 22 1.779 1.907 1.149 
Hour 23 1.889 2.125 1.265 

 



 

Hourly Time Mean (seconds) Standard C2
AR  
f) Friday
 Interval Deviation 

(seconds) 
Hour 17 1.948 2.19 1.264 
Hour 18 2.269 2.399 1.118 
Hour 19 2.576 2.725 1.119 
Hour 20 2.871 3.118 1.179 
Hour 21 3.112 3.256 1.095 
Hour 22 3.485 3.608 1.072 
Hour 23 3.478 3.833 1.215 

 

Hourly Time Mean (seconds) Standard C2
AR  
g) Saturday
207 

Interval Deviation 
(seconds) 

Hour 17 2.754 3.489 1.605 
Hour 18 2.923 3.113 1.134 
Hour 19 2.998 3.093 1.064 
Hour 20 3.028 3.176 1.100 
Hour 21 2.32 3.545 2.335 
Hour 22 2.893 3.191 1.217 
Hour 23 3.223 4.131 1.643 

 

 

The peak period interarrival time data for 1996 are relatively close to an exponential 

distribution for many of the hourly time intervals, much more so than the service time 

data for the corresponding year. For example, the squared coefficient of variance for 

Hour 19 in Table A-9g (Saturday, 1996) is 1.066. The distribution of this data set is 

approximately exponential based on the value of the squared coefficient of variance. 

Tables A-10a through A-10g provide the squared coefficient of variance calculations for 

the 1997 peak period interarrival data. 



 

Table A-10. Squared Coefficient of Variance for Peak 

Period Data Sets - Interarrival Time 1997 

Hourly Time Mean (seconds) Standard C2
AR y 
a) Sunda
 Interval Deviation 

(seconds) 
Hour 17 2.211 2.358 1.137 
Hour 18 2.148 2.297 1.144 
Hour 19 2.171 2.424 1.247 
Hour 20 1.954 2.062 1.114 
Hour 21 1.849 2.065 1.247 
Hour 22 1.651 1.855 1.262 
Hour 23 1.65 1.847 1.253 

 

Hourly Time Mean (seconds) Standard C2
AR  
b) Monday
 Interval Deviation 

(seconds) 
Hour 17 1.588 1.737 1.196 
Hour 18 1.634 1.805 1.220 
Hour 19 1.664 1.848 1.233 
Hour 20 1.691 1.831 1.172 
Hour 21 1.61 1.815 1.271 
Hour 22 1.645 1.762 1.147 
Hour 23 1.691 1.818 1.156 

 

Hourly Time Mean (seconds) Standard C2
AR  
c) Tuesday
 Interval Deviation 

(seconds) 
Hour 17 1.661 1.8 1.174 
Hour 18 1.597 1.749 1.199 
Hour 19 1.751 1.893 1.169 
Hour 20 1.759 1.909 1.178 
Hour 21 1.657 1.845 1.240 
Hour 22 1.514 1.688 1.243 
Hour 23 1.579 1.754 1.234 

 

Hourly Time Mean (seconds) Standard C2
AR y 
d) Wednesda
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Interval Deviation 
(seconds) 

Hour 17 1.694 2.063 1.483 
Hour 18 1.695 1.833 1.169 
Hour 19 1.764 1.842 1.090 
Hour 20 1.796 1.974 1.208 
Hour 21 1.758 2.019 1.319 
Hour 22 1.658 1.866 1.267 
Hour 23 1.629 1.776 1.189 



 

Hourly Time Mean (seconds) Standard C2
AR  
e) Thursday
 Interval Deviation 

(seconds) 
Hour 17 1.751 2.378 1.844 
Hour 18 1.571 1.732 1.215 
Hour 19 1.848 1.978 1.146 
Hour 20 1.889 2.03 1.155 
Hour 21 1.85 2.038 1.214 
Hour 22 1.882 2.023 1.155 
Hour 23 1.94 2.172 1.253 

 

Hourly Time Mean (seconds) Standard C2
AR  
f) Friday
 Interval Deviation 

(seconds) 
Hour 17 2.029 2.303 1.288 
Hour 18 2.165 2.427 1.257 
Hour 19 2.573 2.816 1.198 
Hour 20 2.959 3.218 1.183 
Hour 21 3.081 3.352 1.184 
Hour 22 3.301 3.716 1.267 
Hour 23 3.253 3.743 1.324 

 

Hourly Time Mean (seconds) Standard C2
AR  
g) Saturday
209 

Interval Deviation 
(seconds) 

Hour 17 2.908 3.253 1.251 
Hour 18 2.858 3.038 1.130 
Hour 19 3.347 3.721 1.236 
Hour 20 3.081 3.397 1.216 
Hour 21 3.455 3.778 1.196 
Hour 22 3.399 3.615 1.131 
Hour 23 3.72 4.129 1.232 

 

 

Many of the hourly time periods for the 1997 peak period interarrival time data are 

approximately exponentially distributed based on the squared coefficient of variance 

calculations -- the squared coefficient of variance for many of the data sets is very close 

to one. The squared coefficient of variance calculations for the 1998 peak-period 

interarrival time data is presented in Tables A-11a through A-11g. 



 

Table A-11. Squared Coefficient of Variance for Peak 

Period Data Sets - Interarrival Time 1998 

Hourly Time Mean (seconds) Standard C2
AR y 
a) Sunda
 Interval Deviation 

(seconds) 
Hour 17 2.12 2.172 1.050 
Hour 18 1.922 2.024 1.109 
Hour 19 1.941 1.982 1.043 
Hour 20 1.883 1.903 1.021 
Hour 21 1.782 1.858 1.087 
Hour 22 1.769 1.852 1.096 
Hour 23 1.656 1.803 1.185 

 

Hourly Time Mean (seconds) Standard C2
AR  
b) Monday
 Interval Deviation 

(seconds) 
Hour 17 1.664 2.422 2.119 
Hour 18 1.579 1.871 1.404 
Hour 19 1.638 1.889 1.330 
Hour 20 1.674 2.031 1.472 
Hour 21 1.686 2.239 1.764 
Hour 22 1.654 2.397 2.100 
Hour 23 1.613 2.355 2.132 

 

Hourly Time Mean (seconds) Standard C2
AR  
c) Tuesday
 Interval Deviation 

(seconds) 
Hour 17 1.612 1.666 1.068 
Hour 18 1.5 1.568 1.093 
Hour 19 1.634 1.674 1.050 
Hour 20 1.701 1.753 1.062 
Hour 21 1.569 1.666 1.127 
Hour 22 1.544 1.597 1.070 
Hour 23 1.482 1.571 1.124 

 

Hourly Time Mean (seconds) Standard C2
AR y 
d) Wednesda
210 

Interval Deviation 
(seconds) 

Hour 17 1.715 1.943 1.284 
Hour 18 1.598 2.212 1.916 
Hour 19 1.689 2.273 1.811 
Hour 20 1.719 1.824 1.126 
Hour 21 1.77 2.272 1.648 
Hour 22 1.509 2.016 1.785 
Hour 23 1.454 1.916 1.736 



 

Hourly Time Mean (seconds) Standard C2
AR  
e) Thursday
 Interval Deviation 

(seconds) 
Hour 17 1.757 1.981 1.271 
Hour 18 1.709 1.878 1.208 
Hour 19 1.82 1.941 1.137 
Hour 20 1.973 2.145 1.182 
Hour 21 1.971 2.163 1.204 
Hour 22 1.839 1.982 1.162 
Hour 23 1.924 2.171 1.273 

 

Hourly Time Mean (seconds) Standard C2
AR  
f) Friday
 Interval Deviation 

(seconds) 
Hour 17 2.077 2.391 1.325 
Hour 18 2.367 2.585 1.193 
Hour 19 2.722 2.779 1.042 
Hour 20 3.056 3.073 1.011 
Hour 21 3.249 3.285 1.022 
Hour 22 3.505 3.659 1.090 
Hour 23 3.594 3.857 1.152 

 

Hourly Time Mean (seconds) Standard C2
AR  
g) Saturday
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Interval Deviation 
(seconds) 

Hour 17 3.032 3.705 1.493 
Hour 18 3.099 3.737 1.454 
Hour 19 3.192 4.013 1.581 
Hour 20 3.309 3.993 1.456 
Hour 21 3.407 4.133 1.472 
Hour 22 3.865 4.6 1.417 
Hour 23 3.821 4.581 1.437 

 

 

Most of the hourly time periods for the 1998 peak period interarrival time data are 

approximately exponential based on the squared coefficient of variance calculations. The 

squared coefficient of variance is very close to one for the majority of the hourly data 

sets. This is particularly true for the busiest days of the week, Monday, Tuesday, and 

Wednesday. The peak period squared coefficient of variance calculations for 1999 

interarrival times are presented in Tables A-12a through A-12g. 

 

 



 

Table A-12. Squared Coefficient of Variance for Peak 

Period Data Sets - Arrival Time 1999 

Hourly Time Mean (seconds) Standard C2
AR y 
a) Sunda
 Interval Deviation 

(seconds) 
Hour 17 1.67 1.695 1.030 
Hour 18 1.463 1.419 0.941 
Hour 19 1.601 1.539 0.924 
Hour 20 1.449 1.407 0.943 
Hour 21 1.405 1.374 0.956 
Hour 22 1.39 1.431 1.060 
Hour 23 1.313 1.951 2.208 

 

Hourly Time Mean (seconds) Standard C2
AR  
b) Monday
 Interval Deviation 

(seconds) 
Hour 17 1.341 1.386 1.068 
Hour 18 1.285 1.315 1.047 
Hour 19 1.332 1.326 0.991 
Hour 20 1.256 1.287 1.050 
Hour 21 1.301 1.371 1.111 
Hour 22 1.3 1.414 1.183 
Hour 23 1.301 1.824 1.966 

 

Hourly Time Mean (seconds) Standard C2
AR  
c) Tuesday
 Interval Deviation 

(seconds) 
Hour 17 1.405 1.426 1.030 
Hour 18 1.337 1.354 1.026 
Hour 19 1.337 1.35 1.020 
Hour 20 1.413 1.404 0.987 
Hour 21 1.327 1.394 1.104 
Hour 22 1.192 1.301 1.191 
Hour 23 1.37 1.873 1.869 

 

Hourly Time Mean (seconds) Standard C2
AR y 
d) Wednesda
212 

Interval Deviation 
(seconds) 

Hour 17 1.415 1.496 1.118 
Hour 18 1.354 1.334 0.971 
Hour 19 1.474 1.462 0.984 
Hour 20 1.424 1.426 1.003 
Hour 21 1.39 1.44 1.073 
Hour 22 1.374 1.454 1.120 
Hour 23 1.425 1.598 1.258 



 

Hourly Time Mean (seconds) Standard C2
AR  
e) Thursday
 Interval Deviation 

(seconds) 
Hour 17 1.603 1.581 0.9727 
Hour 18 1.443 1.422 0.9711 
Hour 19 1.524 1.53 1.0079 
Hour 20 1.591 1.567 0.9701 
Hour 21 1.535 1.599 1.0851 
Hour 22 1.209 1.51 1.5599 
Hour 23 1.263 1.714 1.8417 

 

Hourly Time Mean (seconds) Standard C2
AR  
f) Friday
 Interval Deviation 

(seconds) 
Hour 17 1.975 1.992 1.0173 
Hour 18 2.02 2.032 1.0119 
Hour 19 2.309 2.336 1.0235 
Hour 20 2.6 2.668 1.0530 
Hour 21 2.82 2.834 1.0100 
Hour 22 2.974 3.015 1.0278 
Hour 23 3.201 3.336 1.0861 

 

Hourly Time Mean (seconds) Standard C2
AR  
g) Saturday
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Interval Deviation 
(seconds) 

Hour 17 2.876 3.027 1.1078 
Hour 18 2.978 3.182 1.1417 
Hour 19 3.309 4.011 1.4693 
Hour 20 3.146 4.007 1.6223 
Hour 21 3.006 3.718 1.5298 
Hour 22 2.82 3.566 1.5991 
Hour 23 2.614 3.341 1.6336 

 

 

The peak period interarrival time data for 1999 are different from the previous peak 

period interarrival time data in that some of the squared calculations are equal to or less 

than one (for all other years the squared coefficient of variance is greater than one). This 

implies that some of the peak period data sets follow an exponential or Erlang 

distribution as opposed to an n-stage hyperexponential distribution. Despite the fact that a 

number of the calculations are extremely close to or even exactly equal to one, goodness-

of-fit tests indicated that none of the data sets followed an exponential distribution. The 

squared coefficient of variance calculations provide some valuable insight into how close 
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specific data sets are to the exponential distribution. First, it is interesting to note that a 

large number of the peak period data sets for all years are approximately exponential (a 

squared coefficient of variance that is very close to one). Second, the calculations provide 

some interesting insight into how these distributions may be changing from year to year. 

It appears that over time, both the service time and interarrival time distributions are 

becoming closer to true exponential distributions. 

 

As was the case with the service time data, the magnitude of the squared coefficient of 

variance calculations seems to be diminishing over time. This is particularly true between 

1998 and 1999. Interarrival times are fairly constant between 1996 and 1998. While 

many of the peak-period data sets from the years 1996, 1997, and 1998 have a squared 

coefficient of variance close to one, nearly all the 1999 peak-period data sets are close to 

one. While, it is not true that the squared coefficient of variance is diminishing in 

magnitude for all peak period data sets, this trend is readily evident in many of the peak 

period interarrival time data sets. 

 

The major contribution of examining the squared coefficient of variance of the various 

data sets used in the study is that it is perfectly reasonable to approximate the interarrival 

time distribution for peak periods using an exponential distribution. This approximation 

is not necessarily accurate in the case of service time. It may also be the case that the 

Erlang distribution is useful in describing certain peak period interarrival times. The 

squared coefficient of variance provides additional insight into the underlying 

distributions associated with all of the data sets examined in this study. Prior to 

calculating the squared coefficient of variance, only limited information was available 

concerning the distribution of the various data sets -- namely, none of the data sets 

followed an exponential or Weibull distribution. The squared coefficient of variance 

provides additional information concerning the shape of the various distributions. The 

hyperexponential and Erlang distributions are briefly discussed Section A.1. The 

relevance of the exponential distribution in teletraffic and communications networking 

research is discussed in Section 4.3.1.1. 
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A.1. MIXTURE AND ERLANG DISTRIBUTIONS 

Teletraffic and networking research involve the use of queueing theory, which in turn 

involves the use of basic statistical theory utilizing many different types of probability 

distributions. The relevance of the exponential distribution in this research is discussed in 

Section 4.3.1.1. In addition to the exponential distribution, there are several other 

important and widely utilized statistical distributions that appear in teletraffic and 

computer networking research. Two of these distributions are the hyperexponential 

distribution and the Erlang-k distribution. The hyperexponential distribution is briefly 

discussed in Section A.1.1 and the Erlang-k distribution is briefly discussed in Section 

A.1.2.  

 

A.1.1. Exponential Mixture Distributions 

There are a number of different types of statistical distributions that can be expressed as 

superpositions of component distributions (Everitt and Hand, 1981). Such superpositions 

are referred to as mixture distributions or compound distributions. For example23, the 

distribution of height in a population of children might be expressed using the following 

equation.  

 

Where g(height; age) is the conditional distribution of height on age and f(age) is the age 

distribution of the children in the population. The probability density function of height is 

expressed as an infinite superposition of conditional height density functions and is 

therefore a mixture density. The height density function may thus be expressed as 

  

                                                 
23 This example is taken from Everitt and Hand (1981).  

∫= agedagefageheightgheighth )();()(

)();()();()( 21 girlpgirlheighthboypboyheighthheighth +=
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Where p(boy) and p(girl) represent the respective probability that a member of the 

population is a boy or girl, and h1 and h2 are the height density functions for boys and 

girls. The density function of height is expressed as a superposition of two conditional 

density functions. Mixture distributions may be of particular interest in cases where data 

are not available for each conditional distribution separately, but only for the overall 

mixture distribution (Everitt and Hand, 1981).  

  

The hyperexponential distribution is a mixture of some number, n, individual exponential 

distributions (Akimaru and Kawashima, 1999; Everitt and Hand, 1981). Each of these 

exponential distributions has a unique mean and some probability of occurrence 

associated with it. If the service time or interarrival time of a queueing system has a large 

standard deviation relative to the mean, it can often be approximated by a 

hyperexponential distribution (Allen, 1990). A hyperexponential distribution is therefore 

an aggregation or mixture of some unknown (or possibly known) number of separate 

exponential distributions. In this particular study, the number of components contained in 

each of the hyperexponential distributions associated with each data set is unknown, as is 

the probability of occurrence. There are various techniques available for estimating 

exponential mixture parameters (Karlis and Xekalaki, 1999; Strelen, Bärk, Becker, and 

Jonas, 1998; Jayade and Prasad, 1990; Arnold and Strauss, 1988). However, parameter 

estimation for exponential mixture distributions is not trivial in cases where n > 2, and is 

beyond the scope of this particular study.  

 

In the case of a 2-stage hyperexponential distribution, the mixed exponential distributions 

Ex(µ1) and Ex(µ2) become the second order hyperexponential distribution H(µ1, µ2). This 

can be generalized for n stages. The n-stage hyperexponential distribution Hk(µ1, . . . , µ2) 

possesses the following probability density function, mean, and variance (Akimaru and 

Kawashima, 1999).   
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Both service time and interarrival time follow a mixed exponential distribution comprised 

of n different exponential distributions. Any one of these distributions can be randomly 

selected over a given time interval based on the probability (p) associated with the 

occurrence of that particular distribution.  

 

A.1.2. Erlang-k Distributions 

The Erlang-k distribution is a member of the gamma family (Law and Kelton, 1991). The 

Erlang distribution generally applies when there are a large number of independent 

sources (n > 30). The Danish mathematician A.K. Erlang utilized the Erlang distribution 

to model delays in telephone traffic.  

 

The physical model was a service facility consisting of k identical independent stages, 

each with an exponential distribution of service time (Allen, 1990). Erlang wanted the 

facility to have the same mean service time as a single facility whose service time 

followed an exponential distribution with parameter µ. The service time for the k-stage 

facility could be written as the sum of k exponential random variables, each with 

parameter µk. For a fixed mean service time, the variance of service time decreases as the 

number of components (k) increases and, in the limit, goes to zero. A squared coefficient 

of variance less than one indicates an Erlang-k distribution. 

1;0
1

0

=≥ ∑

∑

=

−

=

n

i
i

x
i

n

i
i

pxwhere

eppdf iµµ

0
)!1(

)( 1

≥
−

−
−

xwhere

ek
k

xkpdf xk
k

µµµ

µ
1mean 2

1var
µk

iance



 

 

 

218 

APPENDIX B 

GENERALIZATION OF RESEARCH 

 

Although this research utilizes dialup analog modem pool connections as a test bed, a 

general understanding of connection-oriented networking technologies and protocols is 

helpful in developing a �big picture� overview of this research since many of the 

concepts and methodologies presented in this paper relate directly to broadband 

networking. Specifically, many of the management and performance aspects associated 

with analog dialup networks apply to Broadband ISDN (BISDN) networks including 

Asynchronous Transfer Mode (ATM), Voice over IP (VoIP), personal communication 

services (PCS), and to the connection-oriented characteristics of TCP as well. 

Generalization of the research to apply to a number of other applications and problem 

domains is discussed in this chapter. The relevance of dialup analog modems as a viable 

networking option for years to come is also discussed. 

 

An overview of how this research might be generalized to apply to other applications and 

problem domains is discussed in Section B.1. This section establishes the foundation for 

the research to be applied to network applications and technologies other than dialup 

analog modems. Applications of circuit-based capacity planning are discussed in terms of 

Voice over IP (VoIP) and ATM among others. High-speed access alternatives to analog 

dialup service are presented in Section B.2. Digital Subscriber Line (DSL) is discussed in 

B.2.1. Cable modems are discussed in B.2.2. And ISDN is discussed in B.2.3. Section 

B.3 presents several arguments that support the notion that dialup access service, whether 

analog or digital, may continue to be a popular Internet service alternative for years to 

come.  
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B.1. GENERALIZED CAPACITY PLANNING ISSUES 

Teletraffic research, such as the research presented in this paper, provides invaluable 

insight into network planning and design issues (Lam et al. 1997). Teletraffic models are 

useful in areas such as network resource allocation, the comparison of network 

architectures, and performance evaluation of protocols. Although the incumbency of 

telephony is very strong in the world of networking, it is reasonable to assume that there 

will continue to be growth in packet-based access methods. However, even as packet-

switched access technologies become more prevalent, there are natural aspects of circuit-

switching that will persist as capacity planning issues. The relevance of the issues and 

methodologies presented in this paper therefore extend well beyond the realm of analog 

dialup modem pools.  

 

This section presents five different domains and/or applications where this research may 

be generalized and applied to address capacity planning issues. First, the circuit-switched 

nature of the national communication backbone is discussed. Second, circuit-based 

capacity planning for VoIP is presented. Third, the circuit-switched nature of connection-

based BISDN technologies such as ISDN and ATM is considered. Capacity planning for 

IP applications using circuit-switching concepts is illustrated fourth. Fifth, circuit-

switched capacity planning for wireless services such as PCS cellular services is 

discussed. The relevance of this research and circuit-based communication applications 

in general is certainly not limited to these five examples. These examples simply serve to 

illustrate the importance and application of circuit-switching concepts outside of the 

traditional dialup modem pool domain. 

 

B.1.1. The National Communication Infrastructure 

It may be that that over the next several decades circuit-based access technologies will 

become relatively obsolete. Even as packetized voice and other packet-based access 

technologies become more prevalent, the trunks used to interconnect the various 

providers of voice services are circuit-switched. As discussed in Chapter 2, the long-
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distance carriers such as the baby Bell's, MCI, and Sprint own and maintain the physical 

infrastructure that comprise the nation's communication backbone. This backbone is a 

high-capacity, switched optical fiber mesh that was originally designed to optimize voice 

communication, regardless of what types of applications may utilize the network in the 

future. It is therefore likely that the long-distance providers will continue to view capacity 

planning, especially along their network backbones, in the context of circuit-switched 

performance measures such as the number of calls supported and the number of calls 

blocked or dropped. In this case, research related to improving the performance and 

management of connection-based communications remains extremely relevant. 

 

B.1.2. Voice Over IP 

It is the opinion of some Information Technology (IT) professionals that the days of the 

circuit-switched PSTN as the primary transmission media for voice are limited (Goralski 

and Kolon, 2000). A commonly held belief is that the packet-based Internet Protocol (IP) 

will gradually replace circuit-based voice as the preferred means for voice transmission 

using VoIP. VoIP simply means that the IP protocol will be used to deliver packetized, 

digital voice over a network. Although the primary application for circuit-switching is 

voice, packetized voice still requires capacity planning based on the number of calls that 

can be maintained, not on the number of packets that can be maintained. Performance of 

VoIP will be measured the same way traditional circuit-based calls are measured today -- 

the number of calls maintained and the number of calls dropped. Although the means of 

transmission will be different -- digital voice transmitted over a dedicated circuit versus 

digital voice transmitted via packet -- providers must retain some idea of how many 

"calls" they are supporting. Instead of setting up dedicated circuits, VoIP is concerned 

with maintaining some Quality-of-Service (QoS) guarantee with respect to packet delay 

and variation of delay. Fundamentally, capacity planning must still be thought of in terms 

of how many calls are supported and therefore must be modeled in a connection-based 

manner consistent with traditional teletraffic engineering. 
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B.1.3. Broadband Integrated Services Digital Networks 

The third generalization of the research relates to the use of BISDN as an access service 

or technology. Both ATM and ISDN are connection-based services that require the 

establishment and tear down of connections. Although in North America one gets the 

feeling that technologies such as frame relay, ATM, and gigabit enterprise networks have 

made ISDN relatively obsolete, ISDN continues to have repeated resurgence in North 

America and has fairly high penetration in Europe (Freeman, 1999). This research relates 

directly to ISDN because not only is ISDN a connection-oriented access technology, it is 

a dialup access technology. The concepts and methodologies presented in this research 

may therefore be directly applicable to ISDN services. 

 

It is likely that over time ATM will be used less and less in core networks. This is simply 

because it does not scale well when adapted as a LAN technology. However, as an access 

technology, ATM has considerable flexibility and is fairly well understood by access 

providers. It is relatively common for Local Exchange Carriers (LECs) offering DSL 

services to provision their service with ATM on the back-end to accommodate potential 

QoS issues in this market. Therefore, the network backbone of the provider continues to 

function in a connection-oriented capacity regardless of the access technology utilized.   

 

There are a number of similarities with respect to resource management and performance 

analysis between dialup service and ATM. This is due to the connection-oriented nature 

of ATM. The concept of the call set-up is similar between ATM and dialup service. Like 

dialup service, ATM also utilizes a call set-up phase to determine whether or not a 

specific connection request can be granted. If the required bandwidth is not available, the 

call (or the VP) will be blocked. It is important to note that the ATM call set-up is 

dynamic in nature, while the dialup connection is static. If the user of a dialup service 

receives a busy signal, they must physically re-try to establish a connection at a later 

time. In the case of ATM, the connection will automatically be made as soon as the 

minimum bandwidth required by the QoS is available. In both cases the concept of 

blocking is an important parameter for measuring network performance. Fundamentally, 
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ATM performance still incorporates some of the same capacity planning issues addressed 

in traditional circuit-switched networks -- namely the number of calls supported and the 

number of calls blocked. Whether these "calls" are viewed in terms of a virtual circuit or 

a physical circuit is irrelevant.  

 

B.1.4. IP Capacity Planning 

It is possible to view IP planning in the context of IP flows where each flow is thought of 

as a virtual circuit (along the lines of an ATM virtual circuit). In this case, the concepts of 

calls, service time, and interarrival time also apply to the IP flows, although the concepts 

are not identical. In a dialup environment, the connection (which is physical, not virtual 

in nature) is maintained until the user disconnects. The user may or may not be using the 

dedicated bandwidth provided on the circuit in an effective manner. In fact, they may not 

be using the circuit at all. Service time is simply represented as the duration of time for 

which a particular connection (or circuit) is in use by a particular user. In a TCP/IP 

environment, virtual paths (VPs) are set up and torn down based on usage. A number of 

different connections may be set up and torn down in the time it takes a user to complete 

a single task. While it is logical to expect the number of sessions (as measured by the 

number of VPs established) to be much higher using TCP/IP, the duration of those 

sessions still provides insight into resource utilization and behavior. The link capacity can 

also be viewed in terms of how many TCP connections can be maintained at a given 

point in time. Although these connections are dynamic in nature, when the available 

bandwidth is being utilized, connections are blocked. The time between connection 

requests also provides managers with an indication of the demand for network resources.  

 

B.1.5. Personal Communications Services 

Although traditional traffic models have been developed for wireline networks, they can 

be adopted to model PCS traffic by including subscriber mobility and callee distributions 

(Lam et al. 1997). Parameters inherent in telephony communication models such as 

interarrival times and service times also apply to PCS traffic. Identifying the underlying 
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distributions of both interarrival times and service times for various types of customers 

and analyzing the univariate statistics associated with these parameters provide valuable 

and necessary insight into existing traffic patterns on the network. Although the network 

is wireless in this case, capacity planning issues such as the number of calls supported 

and the number of calls blocked are critical in maintaining a guaranteed QoS to 

customers. Many of the concepts and issues addressed in this research relate directly to 

network management and performance issues for wireless networks as well.   

 

In general, the concepts presented in this research can be applied to many connection-

oriented applications and technologies as well as to specific applications over packet-

switched IP networks. Unlike dialup connections, however, the performance of 

connection-oriented technologies that utilize packet-switched data networks are typically 

evaluated using standard network performance measures such as throughput and delay. 

Delay is expressed in terms of how long it takes a packet (or message) to traverse the 

network from the sender to the receiver and back. Throughput is expressed in terms of 

how many bits can be transmitted between the sender and the receiver in some given time 

period. Performance measures such as blocking, service time, and interarrival time are 

implicitly incorporated into throughput and delay when broadband networks are being 

considered. Internet performance is typically not thought of in terms of blocking 

probability, service time, and interarrival time because network activity is so dynamic. In 

some contexts, however, circuit-based modeling of network performance and traffic 

patterns remains the optimal methodology for capacity planning.  

 

B.2. HIGH-SPEED ALTERNATIVES TO ANALOG MODEMS 

In recent years, many organizations have moved away from operating and maintaining 

their own traditional modem pools and have opted for higher bandwidth services such as 

DSL, Virtual Private Networks (VPN), and ISDN provided by any number of service 

providers (Greene, 1999). Large ISPs that operate nationally have increasingly been 

building their own facilities, laying their own fiber optic cable and installing their own 

switches in points of presence � essentially establishing their own central offices (Wirbel, 
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1998). However, the immediate impacts of these technologies on the consumer Internet 

market is at best unclear, and may be overstated in the communications literature. Dialup 

access utilizing the PSTN continues to remain a very popular and commonly used data 

communications technology in the consumer Internet market (Goodman, 1999; Rickard, 

1998). Forrester reports that dialup modems will continue to dominate the consumer 

Internet access market during the early part of the 21st century (Goodman, 1999). A 

breakdown of consumer Internet access methods is provided in Table B.1. 

 

      Table B.1. The Forrester Forecast of Consumer Internet Access Types 

Access Type 1998 1999 2000 

Dialup modems 96.5% 92.1% 87.9% 

Cable modems 2.4% 5.7% 9.5% 

ISDN, ASDL, wireless 1.1% 2.3% 2.6% 

Source: Goodman, 1999 

 

If the data points provided in Table B.1 are extrapolated to the year 2005, a linear trend 

line can be created for each of the three access technology groups. The result of such an 

extrapolation is presented in Figure B.1.  

 

Figure B.1. Linear Extrapolation of Trends Associated with Consumer Internet 

Access 

 

 

 

 

 

 

 

 

 

 

0

10

20

30

40

50

60

70

80

90

100

1996 1998 2000 2002 2004 2006

Year

Pe
rc

en
t M

ar
ke

t P
en

et
ra

tio
n

Dialup modems
Cable modems
ISDN, ADSL, wireless



 

 

 

225 

Based on a linear extrapolation, the market penetration of dialup analog modems will still 

be over 65 percent in the year 2005. These data points are, of course, based on pure 

speculation regarding what might happen with respect to consumer demand for the 

various access technologies. There is no particular reason to believe the market 

penetration for the various access technologies will follow a linear trend, or any other 

standard trend line. This graphic serves only to illustrate that if current trends continue 

analog dialup access via modem will continue to be a widely employed access 

technology over the next five to ten years.  

 

It may be that consumer demand for alternative access technologies remains relatively 

stable or experiences limited growth over the next few years. Consumer demand for the 

various alternative access technologies is simply unclear at this point in time because 

many of these technologies have only recently been introduced and are not even available 

in some locations. From the standpoint of the consumer Internet user, there are relatively 

few proven data communication technologies to choose from. Various high-speed data 

communications alternatives currently available to the consumer Internet user are 

presented next. Three popular high-capacity alternatives are discussed: 1) DSL, 2) cable 

modems, and 3) ISDN.  

 

B.2.1. Digital Subscriber Line 

DSL (in its various forms) is growing technology capable of delivering high-rate digital 

data over existing copper using a relatively new modulation technology called Discrete 

Multitone (DMT) to allow the high-speed transmission of data. DSL splits the voice 

channel from the data channel and provides the user with both data and voice services on 

a single phone line. Local telephone companies known as Local Exchange Carriers 

(LECs) provide DSL-based services in conjunction with ISPs. There are two principle 

forms of DSL technology, Asymmetric Digital Subscriber Line (ADSL) and Very High 

Speed Digital Subscriber Line (VDSL) (Rauschmayer, 1999). ADSL provides end users 

with data rates up to 8 Mbps in one direction and up to 800 Kbps in the other. VDSL 

provides even higher speeds as well as symmetric or asymmetric operation.  
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While DSL is a sound technology that seems to work very well, it has several significant 

shortcomings. First, DSL services are not yet widely offered at the national level in the 

United States. DSL is an option in many large metropolitan areas, but has limited 

availability outside large cities. Second, there are many �flavors� of DSL. At this point in 

time, many of the technologies used in the various forms of DSL have not been 

standardized. There are compatibility issues and concerns over which hardware and 

software solutions may be used in the future and which may become obsolete. Third, 

DSL relies on the quality of the existing phone lines to perform DMT. If the existing 

lines are not of high quality, the data cannot be properly modulated, and the advantages 

of DSL disappear. Finally and possibly most importantly, DSL is fairly expensive in most 

localities.  

 

Determining the exact cost of DSL service is difficult in a general sense because prices 

range dramatically depending on the service provider, region of the country the 

subscriber is located in, and service package options. In most cases, DSL service consists 

of three basic cost components 1) the hardware cost of the DSL modem and accessories, 

2) the monthly cost of the DSL provider�s services including installation and activation 

fees, and 3) the monthly cost of Internet service through an ISP. In some cases the DSL 

provider may also provide Internet access, in other cases the DSL provider and the 

Internet access provider are separate entities. Based on a review of a number of different 

DSL service providers (see attached DSL Service Providers list at the end of the 

Bibliography for details), monthly fees for DSL range anywhere from about $50 to $850 

depending on the line speed and service package selected. Lower line speeds (128 Kbps) 

are associated with lower monthly costs, while higher line speeds (1.54 + Mbps) are 

associated with higher monthly costs. In addition to monthly service fees and startup 

costs, most providers require the purchase of specific hardware to support the DSL 

service. The hardware is a one-time fixed capital cost that generally ranges between $200 

- $300. Startup fees typically range between $100 - $800, depending on the provider, the 

service package, and any current promotions. As mentioned previously, Internet access 

may or may not be included in the DSL service package. In cases where access is not 

included, ISPs provide a variety of service options with monthly fees ranging from 
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between $15 and $40 a month depending on the service option selected (The List, 2000). 

This is in addition to any costs associated with the DSL service itself. On the low end of 

the service spectrum, the consumer can expect to pay between $50 - $150 per month for 

DSL services that include 128 Kbps downloads and limited Internet access -- startup 

costs and hardware not included. Furthermore, once a contract is negotiated, it typically 

takes several months before the service is up and running. Even after a substantial 

monetary outlay, reviews with respect to quality of service and the value of the service 

received are mixed (DSL Reports, 2000). 

 

B.2.2. Cable Modems 

Cable modems are another high-speed data communication alternative. Like DSL, cable 

modems suffer from a number of drawbacks. First and most importantly, there are a 

number of questions concerning how suitable the existing cable television infrastructure 

is for supporting a large number of data users. The existing cable television infrastructure 

was designed to support broadcast television signals to the home. To provide high-speed 

Internet service, cable providers must do more than simply install cable modem hardware 

� they must build an end-to-end Internet Protocol (IP) based networking infrastructure 

robust enough to support thousands of data subscribers (Cable Datacom News, 2000). 

This includes Internet backbone connectivity, servers, routers, network management 

tools, and security and billing systems. Building such as system presents a significant 

engineering and operations challenge.   

 

Second, although cable modem services are generally more widely available than DSL 

services, full-duplex data transfer is not readily available at the national level (Cable 

Datacom News, 2000). Simplex data transmission (one-way, from the provider to the 

subscriber) still requires the use of an analog modem to upload information, while 

downloads are provided over the existing coaxial cable supplied by the local cable 

television company. In this form, cable modems do not eliminate the need for dialup 

analog modems to utilize the Internet, they simply provide high-speed downloads. In 

order for the true potential of cable modems to be realized, they must operate in a full-
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duplex manner. To provide full-duplex services, high-quality two-way hybrid 

fiber/coaxial (HFC) plants must be deployed. Upgrades generally cost the cable provider 

between $200 - $250 per home passed24 (Cable Datacom News, 2000). Many cable 

companies, particularly smaller companies, have not made this investment and may not 

currently have the  

backbone infrastructure in place to support the upgrades. Larger companies that have 

provided these upgrades like Cox Communications, Time Warner Cable, and MediaOne 

have generally been more successful in the cable modem market. They also have high-

speed fiber optic network backbones in place to support full-duplex connectivity.  

 

Third, cable modems operate on a shared media, so both performance and security are 

potentially serious issues. The performance of the cable link in a particular area may 

depend on how many data communication subscribers there are in that area, and on usage 

patterns of those subscribers. Lots of subscribers and heavy use patterns can mean a 

serious degradation in network performance. Also, because the media is shared, it is not 

particularly secure. Finally, cable modems are more expensive than traditional dialup 

connections. Monthly subscription fees average between $40 - $60 a month which 

typically includes the cable modem and some type of Internet service agreement (Cable 

Datacom News, 2000). In the case of simplex transmission, the monthly service fee to the 

cable provider (for high-speed downloads) must be added to the monthly fee of the dialup 

service provider (for dialup uploads).   

 

B.2.3. Integrated Services Digital Network 

ISDN can actually mean different things to different people. This confusion is attributed 

to what people mean by a "digital" network. Although the PSTN network is digital in 

nature, the local loop (the physical connection to the home or office) is mostly analog. 

For example, if ISDN is defined as a digital network that carries digital signals 

representing many different services, the ISDN is already here (Noll, 1998). But, if one 

                                                 
24 This literally means that upgrades cost the cable provider $200 - $250 for every home in the service area, 
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defines ISDN to mean end-to-end digital connectivity over the local loop, then ISDN is a 

long way from arriving. In the context of this paper, ISDN refers to the first of the two 

definitions -- a digital network that carries digital signals representing different services. 

To further complicate matters, ISDN can refer to both a general technology (providing 

integrated digital services over some type of network) and a specific service provided by 

local exchange carriers (LECs) -- namely a service that provides integrated digital service 

over existing copper.  

 

ISDN as a service, has been fairly widely deployed in the United States for the past 

decade. ISDN currently seems to be the most popular �high-speed� technology 

alternative that operates over existing phone lines, primarily because it is actually 

available to customers who want it (Krampf, 1999). While DSL and cable modem 

technologies have been the focus of most of the media attention, ISDN has experienced 

considerable growth across much of the country over the last few years. This may change 

however, as DSL and cable modem technologies become more widely available and 

pricing schemes change.  

 

Like the other high-speed technologies, there are also several drawbacks associated with 

ISDN. First, although it is more widely available than either DSL or cable modems, 

ISDN is not available everywhere. The LECs must install the necessary equipment in the 

central office to provide service to local residents. Second, ISDN is very sensitive to 

outside interference. Customers must be within a given distance of the telephone 

company equipment that serves them (typically 18,000 feet). There also can not be any 

anomalies near the wiring that might interfere with the transmission. As a result, even if 

the proper equipment is installed at the central office, it is possible that certain residents 

will not be able to get ISDN due to line interference or their physical distance from the 

central office (Microsoft Online Glossary, 2000). Finally, like the other high-speed 

service alternatives, ISDN is relatively expensive when compared to dialup service. In 

fact, the high cost of ISDN coupled with the relatively small capacity improvements it 

                                                                                                                                                 
regardless of whether or not they are current cable subscribers.  
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delivers (Kbps as opposed to Mbps) preclude ISDN as an access alternative for most 

consumers.  

 

There are three basic cost components to ISDN for the individual user 1) monthly service 

fees for ISDN service itself, 2) monthly service fees for Internet access, and 3) setup fees. 

Like the other services, the cost of ISDN can vary dramatically depending on the 

individual service provider, the region of the country the subscriber is located in, and 

service options. Based on a limited review of ISDN providers (ISDN Zone, 2000), there 

are a number of ISDN options available in the consumer Internet market. On the low end, 

there is a data only service. Data only service average between $40 - $50 a month, plus 

Internet usage charges and an installation fee around $125. On the high end, there are full 

service packages available that include data, voice, voice mail, and call management. The 

full service packages average between $60 - $100 a month, plus Internet usage charges 

and an installation fee around $160 (ISDN Zone, 2000). On average, monthly costs for 

basic ISDN services are between $60 - $100 without the installation fee.  

 

B.3. THE FUTURE OF DIALUP SERVICE  

Internet access is viewed as the primary driver for the consumer network access market in 

the United States (Harrison et al. 1998). Although alternative high-speed access 

technologies are becoming more widely available, questions remain as to how much 

individual users are willing to pay per month for Internet access. At this point, the 

demand for DSL services in localities that provide those services has been relatively low 

in the consumer Internet market. This is also the case with ISDN, but less so for cable 

modems (see Table B.1). The relative lack of interest in certain access technologies may 

be driven by the high price of the service. Harrison et al. (1998) suggest that demand for 

DSL services is very price elastic, although they do not elaborate on this statement by 

providing any details on the market segment being examined. For example, there is no 

discussion as to whether their claim applies to the computer-owning population as a 

whole or to certain segments of the computer-owning population. A Yankee Group study 

released at the end of 1997, found that although most consumer Internet users wanted 
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high-speed access, few were willing to pay for it (Vittore, 1997). Only about seven 

percent of current Internet users polled were willing to pay $40 or more a month for 

unlimited access. The implications associated with the pricing of these services are 

profound with respect to the market share and longevity of traditional dialup modems. 

Just because high-speed access services are available does not necessarily imply that 

customers are willing to pay for them. 

 

The three service alternatives discussed in the previous section (DSL, cable modems, and 

ISDN) provide the consumer Internet user with several high-speed data communications 

alternatives to analog dialup modems. Each technology has some type of drawback 

associated with it however. The two most significant drawbacks in terms of consumer 

demand are availability and cost. It appears as though there is currently limited demand 

for these technologies in the home, although this is not necessarily the case in the 

business world. The rationale of comparing these technologies is to emphasize the 

underlying belief of a number of communications professionals that although there are 

technically functional high-speed data communications technologies currently available, 

dialup analog modems will remain a viable and widely used means of Internet access for 

years to come. This contradicts a lot of the media hype that implies that as soon as the 

various high-speed technologies become widely available in the consumer market, dialup 

modems will become obsolete. While there is little question that the introduction of new 

high-speed technologies to the home will dramatically change the dialup market, it may 

not be the case that the majority of modem pool customers will jump to these services as 

soon as they become available.  

 

Because these technologies are relatively new, there is little information regarding current 

consumer market demand for high-speed Internet service. Even as these technologies 

become more widely available, there is some indication that the average consumer might 

not abandon the dialup connection as quickly as one might think. The largest Internet 

provider in the world, America Online (AOL), has increased its subscriber base from 

around 100,000 subscribers in 1991 to more than 8,000,000 today (Why America Online 

Sucks, 2000). The fact that AOL, a dialup service provider continues to add new 
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subscribers at an impressive rate does not really support the notion that people are 

moving away from dialup connections to newer technologies en masse.  

 

In addition to issues associated with pricing and availability, customer usage patterns and 

the types of applications they use will impact the type of access service selected. A recent 

study conducted by Carnegie Mellon University found that e-mail is the primary driver 

behind use of the Internet (Kraut et al.1999). Although the author cautions about making 

generalizations regarding the results of the study25, the results are certainly thought 

provoking with respect to the types of applications people most commonly use. If most 

people primarily use the Internet for personal communication via e-mail, a relatively non-

data intensive application, there is no pressing need to pay more money for high-speed 

Internet access. This research certainly raises some issues with respect to the price 

elasticity for demand for new high-speed access services. Clearly, further research is 

warranted in many areas of consumer behavior and technology utilization with respect to 

the Internet. 

 

B.4. SUMMARY 

Although this research uses dialup analog modem service as a test bed, aspects of it can 

be generalized to apply to connection-based networking applications/technologies such as 

ATM and TCP, to some packet-based applications like Voice over IP (VoIP), and even to 

wireless personal communications service (PCS). Even as packet-based access 

technologies become more prevalent, the majority of long-distance providers are likely to 

continue to view capacity planning in terms of circuit-based metrics such as the number 

of calls supported and the number of calls blocked. This is because the backbone of the 

national communications network is circuit-based. The connection-oriented, circuit-based 

capacity planning issues presented in this paper apply to many different aspects of 

broadband networking that continue to rely on circuit-based theories and performance 

measures utilized in traditional telecommunications engineering. 
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There is no doubt the popularity of dialup access will decline over the next decade as new 

communications networks are built and new packet-based access technologies are 

developed and deployed. The speed at which this decline will take place is unclear. While 

much of the IT and communications literature focuses on newer packet-based access 

technologies, the vast majority of the consumer Internet market is serviced via dialup 

modems. At this point in time, it seems as though demand for high-speed access services 

such as DSL, cable modems, and ISDN have been overstated to some degree. While there 

is evidence of demand for high-speed digital services in the business market, there is little 

indication that high-speed digital services are in high demand in the consumer Internet 

market. These services all have significant drawbacks that limit their market appeal to the 

consumer Internet user. Until these issues are resolved, the marketability of these services 

remains uncertain. Dialup service is currently a reliable and popular service alternative, 

and may remain so over the next five to ten years.  

                                                                                                                                                 
25 The sample includes only new Internet subscribers who were provided with a computer and Internet 
access free of charge in exchange for participating in the study. 
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APPENDIX C 

SAS RESULTS FOR COMPARISON OF FACTOR LEVEL MEANS 

 

C.1. INTERARRIVAL TIMES 

  

                                      The Mixed Procedure 
 
                                       Model Information 
 
                     Data Set                     MPOOL5.COMBO_1 
                     Dependent Variable           DIFF 
                     Covariance Structure         Diagonal 
                     Estimation Method            REML 
                     Residual Variance Method     Profile 
                     Fixed Effects SE Method      Model-Based 
                     Degrees of Freedom Method    Residual 
 
 
                                    Class Level Information 
 
                       Class    Levels    Values 
 
                       YEAR          4    1996 1997 1998 1999 
                       DOW           7    1 2 3 4 5 6 7 
                       HOUR         24    1 2 3 4 5 6 7 8 9 10 11 12 13 
                                          14 15 16 17 18 19 20 21 22 23 
                                          24 
 
 
                                          Dimensions 
 
                              Covariance Parameters             1 
                              Columns in X                    832 
                              Columns in Z                      0 
                              Subjects                          1 
                              Max Obs Per Subject          3.13E6 
                              Observations Used            3.13E6 
                              Observations Not Used             0 
                              Total Observations           3.13E6 
 
 
                                     Covariance Parameter 
                                           Estimates 
 
                                     Cov Parm     Estimate 
 
                                     Residual      24.6451 
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                                        Fit Statistics 
 
                             -2 Res Log Likelihood        18926391 
                             AIC (smaller is better)      18926393 
                             AICC (smaller is better)     18926393 
                             BIC (smaller is better)      18926406 
 
                                         The SAS System         16:11 Monday, 
March 26, 2001   2 
 
                                      The Mixed Procedure 
 
                                 Type 3 Tests of Fixed Effects 
 
                                         Num     Den 
                       Effect             DF      DF    F Value    Pr > F 
 
                       YEAR*DOW*HOUR     552    31E5     281.88    <.0001 
                       YEAR*DOW           18    31E5     448.35    <.0001 
                       YEAR*HOUR          69    31E5     936.42    <.0001 
                       YEAR                3    31E5    18916.3    <.0001 
                       DOW                 6    31E5    11624.3    <.0001 
                       HOUR               23    31E5    54712.2    <.0001 
 
 
                                      Least Squares Means 
 
                                                Standard 
         Effect      YEAR    DOW    Estimate       Error      DF    t Value    
Pr > |t| 
 
         YEAR        1996             7.8939     0.01026    31E5     769.71      
<.0001 
         YEAR        1997             7.0375    0.009135    31E5     770.39      
<.0001 
         YEAR        1998             6.8598    0.008864    31E5     773.91      
<.0001 
         YEAR        1999             5.1449    0.007441    31E5     691.46      
<.0001 
         DOW                 1        9.0221     0.01356    31E5     665.31      
<.0001 
         DOW                 2        6.4204     0.01163    31E5     552.03      
<.0001 
         DOW                 3        5.9243     0.01191    31E5     497.42      
<.0001 
         DOW                 4        5.7423     0.01090    31E5     526.79      
<.0001 
         DOW                 5        5.5552     0.01030    31E5     539.34      
<.0001 
         DOW                 6        6.1387     0.01093    31E5     561.83      
<.0001 
         DOW                 7        8.3349     0.01351    31E5     616.95      
<.0001 
         YEAR*DOW    1996    1       11.0342     0.03022    31E5     365.17      
<.0001 



 

 236 

         YEAR*DOW    1996    2        8.0246     0.03003    31E5     267.26      
<.0001 
         YEAR*DOW    1996    3        7.2602     0.02908    31E5     249.70      
<.0001 
         YEAR*DOW    1996    4        6.7927     0.02441    31E5     278.24      
<.0001 
         YEAR*DOW    1996    5        5.9536     0.02281    31E5     261.03      
<.0001 
         YEAR*DOW    1996    6        6.7091     0.02388    31E5     280.98      
<.0001 
         YEAR*DOW    1996    7        9.4825     0.02842    31E5     333.70      
<.0001 
         YEAR*DOW    1997    1        9.6592     0.03029    31E5     318.93      
<.0001 
         YEAR*DOW    1997    2        6.3512     0.02128    31E5     298.42      
<.0001 
         YEAR*DOW    1997    3        6.0477     0.02078    31E5     291.02      
<.0001 
         YEAR*DOW    1997    4        6.5064     0.02153    31E5     302.16      
<.0001 
         YEAR*DOW    1997    5        6.1068     0.02087    31E5     292.56      
<.0001 
         YEAR*DOW    1997    6        6.4689     0.02481    31E5     260.75      
<.0001 
         YEAR*DOW    1997    7        8.1219     0.02779    31E5     292.31      
<.0001 
         YEAR*DOW    1998    1        8.9820     0.02537    31E5     354.10      
<.0001 
         YEAR*DOW    1998    2        6.3052     0.02128    31E5     296.23      
<.0001 
         YEAR*DOW    1998    3        5.9680     0.02392    31E5     249.52      
<.0001 
         YEAR*DOW    1998    4        5.5278     0.02305    31E5     239.79      
<.0001 
         YEAR*DOW    1998    5        5.8965     0.02061    31E5     286.10      
<.0001 
         YEAR*DOW    1998    6        6.2941     0.01902    31E5     330.90      
<.0001 
         YEAR*DOW    1998    7        9.0445     0.02938    31E5     307.84      
<.0001 
                                         The SAS System         16:11 Monday, 
March 26, 2001   3 
 
                                      The Mixed Procedure 
 
                                      Least Squares Means 
 
                                                Standard 
         Effect      YEAR    DOW    Estimate       Error      DF    t Value    
Pr > |t| 
 
         YEAR*DOW    1999    1        6.4129     0.02165    31E5     296.24      
<.0001 
         YEAR*DOW    1999    2        5.0006     0.01889    31E5     264.72      
<.0001 
         YEAR*DOW    1999    3        4.4212     0.02050    31E5     215.66      
<.0001 
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         YEAR*DOW    1999    4        4.1423     0.01761    31E5     235.23      
<.0001 
         YEAR*DOW    1999    5        4.2640     0.01780    31E5     239.57      
<.0001 
         YEAR*DOW    1999    6        5.0828     0.01905    31E5     266.88      
<.0001 
         YEAR*DOW    1999    7        6.6905     0.02185    31E5     306.19      
<.0001 
 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR      1996       1997           0.8564   0.01373  31E5    62.35    
<.0001  Tukey-Kramer 
  YEAR      1996       1998           1.0341   0.01356  31E5    76.29    
<.0001  Tukey-Kramer 
  YEAR      1996       1999           2.7490   0.01267  31E5   216.96    
<.0001  Tukey-Kramer 
  YEAR      1997       1998           0.1777   0.01273  31E5    13.96    
<.0001  Tukey-Kramer 
  YEAR      1997       1999           1.8926   0.01178  31E5   160.64    
<.0001  Tukey-Kramer 
  YEAR      1998       1999           1.7149   0.01157  31E5   148.18    
<.0001  Tukey-Kramer 
  DOW             1           2       2.6016   0.01787  31E5   145.63    
<.0001  Tukey-Kramer 
  DOW             1           3       3.0978   0.01805  31E5   171.64    
<.0001  Tukey-Kramer 
  DOW             1           4       3.2798   0.01740  31E5   188.51    
<.0001  Tukey-Kramer 
  DOW             1           5       3.4668   0.01703  31E5   203.59    
<.0001  Tukey-Kramer 
  DOW             1           6       2.8834   0.01741  31E5   165.57    
<.0001  Tukey-Kramer 
  DOW             1           7       0.6872   0.01914  31E5    35.90    
<.0001  Tukey-Kramer 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR      1996       1997         <.0001 
                            YEAR      1996       1998         <.0001 
                            YEAR      1996       1999         <.0001 
                            YEAR      1997       1998         <.0001 
                            YEAR      1997       1999         <.0001 
                            YEAR      1998       1999         <.0001 
                            DOW             1           2     <.0001 
                            DOW             1           3     <.0001 
                            DOW             1           4     <.0001 
                            DOW             1           5     <.0001 
                            DOW             1           6     <.0001 
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                            DOW             1           7     <.0001 
                                         The SAS System         16:11 Monday, 
March 26, 2001   4 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  DOW             2           3       0.4962   0.01665  31E5    29.81    
<.0001  Tukey-Kramer 
  DOW             2           4       0.6781   0.01594  31E5    42.54    
<.0001  Tukey-Kramer 
  DOW             2           5       0.8652   0.01554  31E5    55.69    
<.0001  Tukey-Kramer 
  DOW             2           6       0.2817   0.01596  31E5    17.65    
<.0001  Tukey-Kramer 
  DOW             2           7      -1.9144   0.01783  31E5  -107.39    
<.0001  Tukey-Kramer 
  DOW             3           4       0.1820   0.01615  31E5    11.27    
<.0001  Tukey-Kramer 
  DOW             3           5       0.3690   0.01575  31E5    23.44    
<.0001  Tukey-Kramer 
  DOW             3           6      -0.2144   0.01616  31E5   -13.27    
<.0001  Tukey-Kramer 
  DOW             3           7      -2.4106   0.01801  31E5  -133.85    
<.0001  Tukey-Kramer 
  DOW             4           5       0.1871   0.01500  31E5    12.47    
<.0001  Tukey-Kramer 
  DOW             4           6      -0.3964   0.01543  31E5   -25.68    
<.0001  Tukey-Kramer 
  DOW             4           7      -2.5926   0.01736  31E5  -149.35    
<.0001  Tukey-Kramer 
  DOW             5           6      -0.5835   0.01502  31E5   -38.86    
<.0001  Tukey-Kramer 
  DOW             5           7      -2.7796   0.01699  31E5  -163.62    
<.0001  Tukey-Kramer 
  DOW             6           7      -2.1962   0.01738  31E5  -126.40    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1996   2       3.0095   0.04260  31E5    70.65    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1996   3       3.7740   0.04193  31E5    90.00    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1996   4       4.2415   0.03885  31E5   109.19    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1996   5       5.0805   0.03786  31E5   134.20    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1996   6       4.3251   0.03851  31E5   112.31    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1996   7       1.5516   0.04148  31E5    37.41    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1997   1       1.3749   0.04278  31E5    32.14    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1996  1    1997   2       4.6829   0.03696  31E5   126.70    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1997   3       4.9864   0.03667  31E5   135.97    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1997   4       4.5277   0.03710  31E5   122.03    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1997   5       4.9274   0.03673  31E5   134.17    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1997   6       4.5653   0.03910  31E5   116.77    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1997   7       2.9122   0.04105  31E5    70.94    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1998   1       2.0521   0.03945  31E5    52.02    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1998   2       4.7289   0.03696  31E5   127.95    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1998   3       5.0662   0.03854  31E5   131.46    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1998   4       5.5064   0.03801  31E5   144.88    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1998   5       5.1377   0.03658  31E5   140.47    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1998   6       4.7400   0.03571  31E5   132.75    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1998   7       1.9896   0.04215  31E5    47.21    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1999   1       4.6213   0.03717  31E5   124.33    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1999   2       6.0335   0.03564  31E5   169.31    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1999   3       6.6130   0.03651  31E5   181.10    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1999   4       6.8919   0.03497  31E5   197.06    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1999   5       6.7701   0.03507  31E5   193.05    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1999   6       5.9514   0.03572  31E5   166.62    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1999   7       4.3437   0.03729  31E5   116.49    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1996   3       0.7645   0.04180  31E5    18.29    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1996   4       1.2319   0.03870  31E5    31.84    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1996   5       2.0710   0.03771  31E5    54.93    
<.0001  Tukey-Kramer 
                                         The SAS System         16:11 Monday, 
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                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            DOW             2           3     <.0001 
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                            DOW             2           4     <.0001 
                            DOW             2           5     <.0001 
                            DOW             2           6     <.0001 
                            DOW             2           7     <.0001 
                            DOW             3           4     <.0001 
                            DOW             3           5     <.0001 
                            DOW             3           6     <.0001 
                            DOW             3           7     <.0001 
                            DOW             4           5     <.0001 
                            DOW             4           6     <.0001 
                            DOW             4           7     <.0001 
                            DOW             5           6     <.0001 
                            DOW             5           7     <.0001 
                            DOW             6           7     <.0001 
                            YEAR*DOW  1996  1    1996   2     <.0001 
                            YEAR*DOW  1996  1    1996   3     <.0001 
                            YEAR*DOW  1996  1    1996   4     <.0001 
                            YEAR*DOW  1996  1    1996   5     <.0001 
                            YEAR*DOW  1996  1    1996   6     <.0001 
                            YEAR*DOW  1996  1    1996   7     <.0001 
                            YEAR*DOW  1996  1    1997   1     <.0001 
                            YEAR*DOW  1996  1    1997   2     <.0001 
                            YEAR*DOW  1996  1    1997   3     <.0001 
                            YEAR*DOW  1996  1    1997   4     <.0001 
                            YEAR*DOW  1996  1    1997   5     <.0001 
                            YEAR*DOW  1996  1    1997   6     <.0001 
                            YEAR*DOW  1996  1    1997   7     <.0001 
                            YEAR*DOW  1996  1    1998   1     <.0001 
                            YEAR*DOW  1996  1    1998   2     <.0001 
                            YEAR*DOW  1996  1    1998   3     <.0001 
                            YEAR*DOW  1996  1    1998   4     <.0001 
                            YEAR*DOW  1996  1    1998   5     <.0001 
                            YEAR*DOW  1996  1    1998   6     <.0001 
                            YEAR*DOW  1996  1    1998   7     <.0001 
                            YEAR*DOW  1996  1    1999   1     <.0001 
                            YEAR*DOW  1996  1    1999   2     <.0001 
                            YEAR*DOW  1996  1    1999   3     <.0001 
                            YEAR*DOW  1996  1    1999   4     <.0001 
                            YEAR*DOW  1996  1    1999   5     <.0001 
                            YEAR*DOW  1996  1    1999   6     <.0001 
                            YEAR*DOW  1996  1    1999   7     <.0001 
                            YEAR*DOW  1996  2    1996   3     <.0001 
                            YEAR*DOW  1996  2    1996   4     <.0001 
                            YEAR*DOW  1996  2    1996   5     <.0001 
                                         The SAS System         16:11 Monday, 
March 26, 2001   6 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1996  2    1996   6       1.3156   0.03836  31E5    34.29    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1996  2    1996   7      -1.4579   0.04134  31E5   -35.27    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1997   1      -1.6346   0.04265  31E5   -38.33    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1997   2       1.6734   0.03680  31E5    45.47    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1997   3       1.9769   0.03652  31E5    54.14    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1997   4       1.5182   0.03695  31E5    41.09    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1997   5       1.9178   0.03657  31E5    52.45    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1997   6       1.5557   0.03895  31E5    39.94    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1997   7     -0.09730   0.04091  31E5    -2.38    
0.0174  Tukey-Kramer 
  YEAR*DOW  1996  2    1998   1      -0.9574   0.03931  31E5   -24.36    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1998   2       1.7194   0.03680  31E5    46.72    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1998   3       2.0566   0.03839  31E5    53.58    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1998   4       2.4968   0.03785  31E5    65.96    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1998   5       2.1282   0.03642  31E5    58.44    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1998   6       1.7305   0.03554  31E5    48.69    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1998   7      -1.0199   0.04201  31E5   -24.28    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1999   1       1.6118   0.03701  31E5    43.54    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1999   2       3.0240   0.03547  31E5    85.25    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1999   3       3.6035   0.03636  31E5    99.12    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1999   4       3.8824   0.03481  31E5   111.54    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1999   5       3.7606   0.03490  31E5   107.74    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1999   6       2.9419   0.03556  31E5    82.74    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1999   7       1.3342   0.03713  31E5    35.93    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1996   4       0.4675   0.03797  31E5    12.31    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1996   5       1.3066   0.03695  31E5    35.36    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1996   6       0.5511   0.03762  31E5    14.65    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1996   7      -2.2223   0.04066  31E5   -54.66    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1997   1      -2.3991   0.04198  31E5   -57.14    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1997   2       0.9089   0.03603  31E5    25.23    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1996  3    1997   3       1.2125   0.03574  31E5    33.93    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1997   4       0.7538   0.03618  31E5    20.83    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1997   5       1.1534   0.03579  31E5    32.22    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1997   6       0.7913   0.03822  31E5    20.70    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1997   7      -0.8617   0.04022  31E5   -21.43    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1998   1      -1.7219   0.03859  31E5   -44.62    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1998   2       0.9550   0.03603  31E5    26.50    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1998   3       1.2922   0.03765  31E5    34.32    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1998   4       1.7324   0.03711  31E5    46.69    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1998   5       1.3637   0.03564  31E5    38.26    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1998   6       0.9660   0.03475  31E5    27.80    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1998   7      -1.7843   0.04134  31E5   -43.17    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1999   1       0.8473   0.03625  31E5    23.38    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1999   2       2.2596   0.03467  31E5    65.17    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1999   3       2.8390   0.03558  31E5    79.80    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1999   4       3.1179   0.03399  31E5    91.72    
<.0001  Tukey-Kramer 
                                         The SAS System         16:11 Monday, 
March 26, 2001   7 
 
                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1996  2    1996   6     <.0001 
                            YEAR*DOW  1996  2    1996   7     <.0001 
                            YEAR*DOW  1996  2    1997   1     <.0001 
                            YEAR*DOW  1996  2    1997   2     <.0001 
                            YEAR*DOW  1996  2    1997   3     <.0001 
                            YEAR*DOW  1996  2    1997   4     <.0001 
                            YEAR*DOW  1996  2    1997   5     <.0001 
                            YEAR*DOW  1996  2    1997   6     <.0001 
                            YEAR*DOW  1996  2    1997   7     0.8301 
                            YEAR*DOW  1996  2    1998   1     <.0001 
                            YEAR*DOW  1996  2    1998   2     <.0001 
                            YEAR*DOW  1996  2    1998   3     <.0001 
                            YEAR*DOW  1996  2    1998   4     <.0001 
                            YEAR*DOW  1996  2    1998   5     <.0001 
                            YEAR*DOW  1996  2    1998   6     <.0001 



 

 243 

                            YEAR*DOW  1996  2    1998   7     <.0001 
                            YEAR*DOW  1996  2    1999   1     <.0001 
                            YEAR*DOW  1996  2    1999   2     <.0001 
                            YEAR*DOW  1996  2    1999   3     <.0001 
                            YEAR*DOW  1996  2    1999   4     <.0001 
                            YEAR*DOW  1996  2    1999   5     <.0001 
                            YEAR*DOW  1996  2    1999   6     <.0001 
                            YEAR*DOW  1996  2    1999   7     <.0001 
                            YEAR*DOW  1996  3    1996   4     <.0001 
                            YEAR*DOW  1996  3    1996   5     <.0001 
                            YEAR*DOW  1996  3    1996   6     <.0001 
                            YEAR*DOW  1996  3    1996   7     <.0001 
                            YEAR*DOW  1996  3    1997   1     <.0001 
                            YEAR*DOW  1996  3    1997   2     <.0001 
                            YEAR*DOW  1996  3    1997   3     <.0001 
                            YEAR*DOW  1996  3    1997   4     <.0001 
                            YEAR*DOW  1996  3    1997   5     <.0001 
                            YEAR*DOW  1996  3    1997   6     <.0001 
                            YEAR*DOW  1996  3    1997   7     <.0001 
                            YEAR*DOW  1996  3    1998   1     <.0001 
                            YEAR*DOW  1996  3    1998   2     <.0001 
                            YEAR*DOW  1996  3    1998   3     <.0001 
                            YEAR*DOW  1996  3    1998   4     <.0001 
                            YEAR*DOW  1996  3    1998   5     <.0001 
                            YEAR*DOW  1996  3    1998   6     <.0001 
                            YEAR*DOW  1996  3    1998   7     <.0001 
                            YEAR*DOW  1996  3    1999   1     <.0001 
                            YEAR*DOW  1996  3    1999   2     <.0001 
                            YEAR*DOW  1996  3    1999   3     <.0001 
                            YEAR*DOW  1996  3    1999   4     <.0001 
                                         The SAS System         16:11 Monday, 
March 26, 2001   8 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1996  3    1999   5       2.9962   0.03409  31E5    87.89    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1999   6       2.1774   0.03476  31E5    62.65    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1999   7       0.5697   0.03637  31E5    15.66    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1996   5       0.8391   0.03341  31E5    25.11    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1996   6      0.08364   0.03415  31E5     2.45    
0.0143  Tukey-Kramer 
  YEAR*DOW  1996  4    1996   7      -2.6898   0.03746  31E5   -71.80    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1997   1      -2.8665   0.03890  31E5   -73.69    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1997   2       0.4415   0.03239  31E5    13.63    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1996  4    1997   3       0.7450   0.03206  31E5    23.24    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1997   4       0.2863   0.03255  31E5     8.79    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1997   5       0.6859   0.03212  31E5    21.35    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1997   6       0.3238   0.03481  31E5     9.30    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1997   7      -1.3292   0.03699  31E5   -35.94    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1998   1      -2.1893   0.03520  31E5   -62.19    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1998   2       0.4875   0.03239  31E5    15.05    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1998   3       0.8247   0.03418  31E5    24.13    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1998   4       1.2649   0.03358  31E5    37.67    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1998   5       0.8962   0.03195  31E5    28.05    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1998   6       0.4986   0.03095  31E5    16.11    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1998   7      -2.2518   0.03820  31E5   -58.95    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1999   1       0.3799   0.03263  31E5    11.64    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1999   2       1.7921   0.03087  31E5    58.06    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1999   3       2.3715   0.03188  31E5    74.39    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1999   4       2.6504   0.03010  31E5    88.05    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1999   5       2.5287   0.03021  31E5    83.70    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1999   6       1.7099   0.03096  31E5    55.23    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1999   7       0.1022   0.03276  31E5     3.12    
0.0018  Tukey-Kramer 
  YEAR*DOW  1996  5    1996   6      -0.7554   0.03302  31E5   -22.88    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1996   7      -3.5289   0.03644  31E5   -96.85    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1997   1      -3.7056   0.03791  31E5   -97.74    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1997   2      -0.3976   0.03120  31E5   -12.75    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1997   3     -0.09410   0.03086  31E5    -3.05    
0.0023  Tukey-Kramer 
  YEAR*DOW  1996  5    1997   4      -0.5528   0.03137  31E5   -17.62    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1997   5      -0.1532   0.03092  31E5    -4.95    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1997   6      -0.5153   0.03370  31E5   -15.29    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1997   7      -2.1683   0.03595  31E5   -60.32    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1996  5    1998   1      -3.0284   0.03411  31E5   -88.78    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1998   2      -0.3516   0.03120  31E5   -11.27    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1998   3     -0.01436   0.03305  31E5    -0.43    
0.6640  Tukey-Kramer 
  YEAR*DOW  1996  5    1998   4       0.4258   0.03243  31E5    13.13    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1998   5      0.05717   0.03074  31E5     1.86    
0.0629  Tukey-Kramer 
  YEAR*DOW  1996  5    1998   6      -0.3405   0.02970  31E5   -11.47    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1998   7      -3.0909   0.03719  31E5   -83.10    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1999   1      -0.4592   0.03145  31E5   -14.60    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1999   2       0.9530   0.02961  31E5    32.18    
<.0001  Tukey-Kramer 
                                         The SAS System         16:11 Monday, 
March 26, 2001   9 
 
                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1996  3    1999   5     <.0001 
                            YEAR*DOW  1996  3    1999   6     <.0001 
                            YEAR*DOW  1996  3    1999   7     <.0001 
                            YEAR*DOW  1996  4    1996   5     <.0001 
                            YEAR*DOW  1996  4    1996   6     0.7854 
                            YEAR*DOW  1996  4    1996   7     <.0001 
                            YEAR*DOW  1996  4    1997   1     <.0001 
                            YEAR*DOW  1996  4    1997   2     <.0001 
                            YEAR*DOW  1996  4    1997   3     <.0001 
                            YEAR*DOW  1996  4    1997   4     <.0001 
                            YEAR*DOW  1996  4    1997   5     <.0001 
                            YEAR*DOW  1996  4    1997   6     <.0001 
                            YEAR*DOW  1996  4    1997   7     <.0001 
                            YEAR*DOW  1996  4    1998   1     <.0001 
                            YEAR*DOW  1996  4    1998   2     <.0001 
                            YEAR*DOW  1996  4    1998   3     <.0001 
                            YEAR*DOW  1996  4    1998   4     <.0001 
                            YEAR*DOW  1996  4    1998   5     <.0001 
                            YEAR*DOW  1996  4    1998   6     <.0001 
                            YEAR*DOW  1996  4    1998   7     <.0001 
                            YEAR*DOW  1996  4    1999   1     <.0001 
                            YEAR*DOW  1996  4    1999   2     <.0001 
                            YEAR*DOW  1996  4    1999   3     <.0001 
                            YEAR*DOW  1996  4    1999   4     <.0001 
                            YEAR*DOW  1996  4    1999   5     <.0001 
                            YEAR*DOW  1996  4    1999   6     <.0001 
                            YEAR*DOW  1996  4    1999   7     0.2735 
                            YEAR*DOW  1996  5    1996   6     <.0001 
                            YEAR*DOW  1996  5    1996   7     <.0001 
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                            YEAR*DOW  1996  5    1997   1     <.0001 
                            YEAR*DOW  1996  5    1997   2     <.0001 
                            YEAR*DOW  1996  5    1997   3     0.3198 
                            YEAR*DOW  1996  5    1997   4     <.0001 
                            YEAR*DOW  1996  5    1997   5     0.0003 
                            YEAR*DOW  1996  5    1997   6     <.0001 
                            YEAR*DOW  1996  5    1997   7     <.0001 
                            YEAR*DOW  1996  5    1998   1     <.0001 
                            YEAR*DOW  1996  5    1998   2     <.0001 
                            YEAR*DOW  1996  5    1998   3     1.0000 
                            YEAR*DOW  1996  5    1998   4     <.0001 
                            YEAR*DOW  1996  5    1998   5     0.9889 
                            YEAR*DOW  1996  5    1998   6     <.0001 
                            YEAR*DOW  1996  5    1998   7     <.0001 
                            YEAR*DOW  1996  5    1999   1     <.0001 
                            YEAR*DOW  1996  5    1999   2     <.0001 
                                         The SAS System         16:11 Monday, 
March 26, 2001  10 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1996  5    1999   3       1.5325   0.03067  31E5    49.97    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1999   4       1.8114   0.02881  31E5    62.86    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1999   5       1.6896   0.02893  31E5    58.40    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1999   6       0.8709   0.02971  31E5    29.31    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1999   7      -0.7368   0.03159  31E5   -23.33    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1996   7      -2.7735   0.03712  31E5   -74.72    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1997   1      -2.9502   0.03857  31E5   -76.50    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1997   2       0.3578   0.03199  31E5    11.19    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1997   3       0.6613   0.03165  31E5    20.89    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1997   4       0.2026   0.03215  31E5     6.30    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1997   5       0.6023   0.03171  31E5    18.99    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1997   6       0.2402   0.03443  31E5     6.98    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1997   7      -1.4129   0.03664  31E5   -38.57    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1998   1      -2.2730   0.03484  31E5   -65.25    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1998   2       0.4038   0.03199  31E5    12.63    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1996  6    1998   3       0.7411   0.03380  31E5    21.93    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1998   4       1.1813   0.03319  31E5    35.59    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1998   5       0.8126   0.03154  31E5    25.76    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1998   6       0.4149   0.03053  31E5    13.59    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1998   7      -2.3355   0.03786  31E5   -61.69    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1999   1       0.2962   0.03223  31E5     9.19    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1999   2       1.7084   0.03045  31E5    56.11    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1999   3       2.2879   0.03147  31E5    72.70    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1999   4       2.5668   0.02967  31E5    86.52    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1999   5       2.4450   0.02978  31E5    82.10    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1999   6       1.6263   0.03054  31E5    53.25    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1999   7      0.01859   0.03237  31E5     0.57    
0.5658  Tukey-Kramer 
  YEAR*DOW  1996  7    1997   1      -0.1767   0.04153  31E5    -4.26    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1997   2       3.1313   0.03550  31E5    88.20    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1997   3       3.4348   0.03520  31E5    97.57    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1997   4       2.9761   0.03565  31E5    83.47    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1997   5       3.3757   0.03526  31E5    95.74    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1997   6       3.0136   0.03772  31E5    79.89    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1997   7       1.3606   0.03974  31E5    34.23    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1998   1       0.5005   0.03809  31E5    13.14    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1998   2       3.1773   0.03550  31E5    89.49    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1998   3       3.5145   0.03714  31E5    94.62    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1998   4       3.9547   0.03659  31E5   108.08    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1998   5       3.5861   0.03510  31E5   102.16    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1998   6       3.1884   0.03420  31E5    93.24    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1998   7       0.4380   0.04087  31E5    10.72    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1999   1       3.0697   0.03572  31E5    85.93    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1999   2       4.4819   0.03412  31E5   131.35    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1996  7    1999   3       5.0614   0.03504  31E5   144.45    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1999   4       5.3403   0.03343  31E5   159.74    
<.0001  Tukey-Kramer 
                                         The SAS System         16:11 Monday, 
March 26, 2001  11 
 
                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1996  5    1999   3     <.0001 
                            YEAR*DOW  1996  5    1999   4     <.0001 
                            YEAR*DOW  1996  5    1999   5     <.0001 
                            YEAR*DOW  1996  5    1999   6     <.0001 
                            YEAR*DOW  1996  5    1999   7     <.0001 
                            YEAR*DOW  1996  6    1996   7     <.0001 
                            YEAR*DOW  1996  6    1997   1     <.0001 
                            YEAR*DOW  1996  6    1997   2     <.0001 
                            YEAR*DOW  1996  6    1997   3     <.0001 
                            YEAR*DOW  1996  6    1997   4     <.0001 
                            YEAR*DOW  1996  6    1997   5     <.0001 
                            YEAR*DOW  1996  6    1997   6     <.0001 
                            YEAR*DOW  1996  6    1997   7     <.0001 
                            YEAR*DOW  1996  6    1998   1     <.0001 
                            YEAR*DOW  1996  6    1998   2     <.0001 
                            YEAR*DOW  1996  6    1998   3     <.0001 
                            YEAR*DOW  1996  6    1998   4     <.0001 
                            YEAR*DOW  1996  6    1998   5     <.0001 
                            YEAR*DOW  1996  6    1998   6     <.0001 
                            YEAR*DOW  1996  6    1998   7     <.0001 
                            YEAR*DOW  1996  6    1999   1     <.0001 
                            YEAR*DOW  1996  6    1999   2     <.0001 
                            YEAR*DOW  1996  6    1999   3     <.0001 
                            YEAR*DOW  1996  6    1999   4     <.0001 
                            YEAR*DOW  1996  6    1999   5     <.0001 
                            YEAR*DOW  1996  6    1999   6     <.0001 
                            YEAR*DOW  1996  6    1999   7     1.0000 
                            YEAR*DOW  1996  7    1997   1     0.0064 
                            YEAR*DOW  1996  7    1997   2     <.0001 
                            YEAR*DOW  1996  7    1997   3     <.0001 
                            YEAR*DOW  1996  7    1997   4     <.0001 
                            YEAR*DOW  1996  7    1997   5     <.0001 
                            YEAR*DOW  1996  7    1997   6     <.0001 
                            YEAR*DOW  1996  7    1997   7     <.0001 
                            YEAR*DOW  1996  7    1998   1     <.0001 
                            YEAR*DOW  1996  7    1998   2     <.0001 
                            YEAR*DOW  1996  7    1998   3     <.0001 
                            YEAR*DOW  1996  7    1998   4     <.0001 
                            YEAR*DOW  1996  7    1998   5     <.0001 
                            YEAR*DOW  1996  7    1998   6     <.0001 
                            YEAR*DOW  1996  7    1998   7     <.0001 
                            YEAR*DOW  1996  7    1999   1     <.0001 
                            YEAR*DOW  1996  7    1999   2     <.0001 
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                            YEAR*DOW  1996  7    1999   3     <.0001 
                            YEAR*DOW  1996  7    1999   4     <.0001 
                                         The SAS System         16:11 Monday, 
March 26, 2001  12 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1996  7    1999   5       5.2185   0.03353  31E5   155.64    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1999   6       4.3998   0.03421  31E5   128.62    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1999   7       2.7921   0.03585  31E5    77.89    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1997   2       3.3080   0.03702  31E5    89.37    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1997   3       3.6115   0.03673  31E5    98.33    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1997   4       3.1528   0.03716  31E5    84.84    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1997   5       3.5525   0.03678  31E5    96.58    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1997   6       3.1903   0.03915  31E5    81.49    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1997   7       1.5373   0.04110  31E5    37.40    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1998   1       0.6772   0.03951  31E5    17.14    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1998   2       3.3540   0.03702  31E5    90.61    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1998   3       3.6913   0.03859  31E5    95.65    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1998   4       4.1314   0.03806  31E5   108.55    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1998   5       3.7628   0.03663  31E5   102.71    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1998   6       3.3651   0.03576  31E5    94.09    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1998   7       0.6147   0.04220  31E5    14.57    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1999   1       3.2464   0.03723  31E5    87.21    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1999   2       4.6586   0.03569  31E5   130.51    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1999   3       5.2381   0.03657  31E5   143.23    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1999   4       5.5170   0.03503  31E5   157.48    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1999   5       5.3952   0.03513  31E5   153.58    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1999   6       4.5765   0.03578  31E5   127.92    
<.0001  Tukey-Kramer 



 

 250 

  YEAR*DOW  1997  1    1999   7       2.9688   0.03735  31E5    79.49    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1997   3       0.3035   0.02975  31E5    10.20    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1997   4      -0.1552   0.03028  31E5    -5.13    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1997   5       0.2444   0.02981  31E5     8.20    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1997   6      -0.1177   0.03269  31E5    -3.60    
0.0003  Tukey-Kramer 
  YEAR*DOW  1997  2    1997   7      -1.7707   0.03500  31E5   -50.59    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1998   1      -2.6308   0.03311  31E5   -79.45    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1998   2      0.04602   0.03010  31E5     1.53    
0.1263  Tukey-Kramer 
  YEAR*DOW  1997  2    1998   3       0.3832   0.03202  31E5    11.97    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1998   4       0.8234   0.03137  31E5    26.25    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1998   5       0.4548   0.02963  31E5    15.35    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1998   6      0.05710   0.02854  31E5     2.00    
0.0455  Tukey-Kramer 
  YEAR*DOW  1997  2    1998   7      -2.6933   0.03628  31E5   -74.24    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1999   1     -0.06160   0.03036  31E5    -2.03    
0.0424  Tukey-Kramer 
  YEAR*DOW  1997  2    1999   2       1.3506   0.02846  31E5    47.46    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1999   3       1.9301   0.02955  31E5    65.31    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1999   4       2.2090   0.02762  31E5    79.97    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1999   5       2.0872   0.02774  31E5    75.23    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1999   6       1.2685   0.02856  31E5    44.41    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1999   7      -0.3392   0.03050  31E5   -11.12    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1997   4      -0.4587   0.02993  31E5   -15.33    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1997   5     -0.05906   0.02945  31E5    -2.01    
0.0450  Tukey-Kramer 
  YEAR*DOW  1997  3    1997   6      -0.4212   0.03236  31E5   -13.01    
<.0001  Tukey-Kramer 
                                         The SAS System         16:11 Monday, 
March 26, 2001  13 
 
                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1996  7    1999   5     <.0001 
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                            YEAR*DOW  1996  7    1999   6     <.0001 
                            YEAR*DOW  1996  7    1999   7     <.0001 
                            YEAR*DOW  1997  1    1997   2     <.0001 
                            YEAR*DOW  1997  1    1997   3     <.0001 
                            YEAR*DOW  1997  1    1997   4     <.0001 
                            YEAR*DOW  1997  1    1997   5     <.0001 
                            YEAR*DOW  1997  1    1997   6     <.0001 
                            YEAR*DOW  1997  1    1997   7     <.0001 
                            YEAR*DOW  1997  1    1998   1     <.0001 
                            YEAR*DOW  1997  1    1998   2     <.0001 
                            YEAR*DOW  1997  1    1998   3     <.0001 
                            YEAR*DOW  1997  1    1998   4     <.0001 
                            YEAR*DOW  1997  1    1998   5     <.0001 
                            YEAR*DOW  1997  1    1998   6     <.0001 
                            YEAR*DOW  1997  1    1998   7     <.0001 
                            YEAR*DOW  1997  1    1999   1     <.0001 
                            YEAR*DOW  1997  1    1999   2     <.0001 
                            YEAR*DOW  1997  1    1999   3     <.0001 
                            YEAR*DOW  1997  1    1999   4     <.0001 
                            YEAR*DOW  1997  1    1999   5     <.0001 
                            YEAR*DOW  1997  1    1999   6     <.0001 
                            YEAR*DOW  1997  1    1999   7     <.0001 
                            YEAR*DOW  1997  2    1997   3     <.0001 
                            YEAR*DOW  1997  2    1997   4     0.0001 
                            YEAR*DOW  1997  2    1997   5     <.0001 
                            YEAR*DOW  1997  2    1997   6     0.0730 
                            YEAR*DOW  1997  2    1997   7     <.0001 
                            YEAR*DOW  1997  2    1998   1     <.0001 
                            YEAR*DOW  1997  2    1998   2     0.9995 
                            YEAR*DOW  1997  2    1998   3     <.0001 
                            YEAR*DOW  1997  2    1998   4     <.0001 
                            YEAR*DOW  1997  2    1998   5     <.0001 
                            YEAR*DOW  1997  2    1998   6     0.9713 
                            YEAR*DOW  1997  2    1998   7     <.0001 
                            YEAR*DOW  1997  2    1999   1     0.9659 
                            YEAR*DOW  1997  2    1999   2     <.0001 
                            YEAR*DOW  1997  2    1999   3     <.0001 
                            YEAR*DOW  1997  2    1999   4     <.0001 
                            YEAR*DOW  1997  2    1999   5     <.0001 
                            YEAR*DOW  1997  2    1999   6     <.0001 
                            YEAR*DOW  1997  2    1999   7     <.0001 
                            YEAR*DOW  1997  3    1997   4     <.0001 
                            YEAR*DOW  1997  3    1997   5     0.9705 
                            YEAR*DOW  1997  3    1997   6     <.0001 
                                         The SAS System         16:11 Monday, 
March 26, 2001  14 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1997  3    1997   7      -2.0742   0.03470  31E5   -59.78    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1997  3    1998   1      -2.9343   0.03279  31E5   -89.48    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1998   2      -0.2575   0.02975  31E5    -8.66    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1998   3      0.07974   0.03168  31E5     2.52    
0.0118  Tukey-Kramer 
  YEAR*DOW  1997  3    1998   4       0.5199   0.03104  31E5    16.75    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1998   5       0.1513   0.02927  31E5     5.17    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1998   6      -0.2464   0.02817  31E5    -8.75    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1998   7      -2.9968   0.03599  31E5   -83.27    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1999   1      -0.3651   0.03001  31E5   -12.17    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1999   2       1.0471   0.02808  31E5    37.28    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1999   3       1.6266   0.02919  31E5    55.72    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1999   4       1.9055   0.02724  31E5    69.95    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1999   5       1.7837   0.02736  31E5    65.19    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1999   6       0.9650   0.02819  31E5    34.23    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1999   7      -0.6427   0.03015  31E5   -21.31    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1997   5       0.3996   0.02999  31E5    13.33    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1997   6      0.03754   0.03285  31E5     1.14    
0.2532  Tukey-Kramer 
  YEAR*DOW  1997  4    1997   7      -1.6155   0.03515  31E5   -45.96    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1998   1      -2.4756   0.03327  31E5   -74.40    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1998   2       0.2012   0.03028  31E5     6.65    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1998   3       0.5384   0.03218  31E5    16.73    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1998   4       0.9786   0.03155  31E5    31.02    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1998   5       0.6100   0.02981  31E5    20.46    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1998   6       0.2123   0.02873  31E5     7.39    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1998   7      -2.5381   0.03643  31E5   -69.68    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1999   1      0.09359   0.03053  31E5     3.07    
0.0022  Tukey-Kramer 
  YEAR*DOW  1997  4    1999   2       1.5058   0.02864  31E5    52.57    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1999   3       2.0853   0.02973  31E5    70.14    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1999   4       2.3642   0.02782  31E5    84.99    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1997  4    1999   5       2.2424   0.02794  31E5    80.27    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1999   6       1.4237   0.02875  31E5    49.52    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1999   7      -0.1840   0.03068  31E5    -6.00    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1997   6      -0.3621   0.03242  31E5   -11.17    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1997   7      -2.0151   0.03475  31E5   -57.99    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1998   1      -2.8752   0.03285  31E5   -87.53    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1998   2      -0.1984   0.02981  31E5    -6.66    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1998   3       0.1388   0.03175  31E5     4.37    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1998   4       0.5790   0.03110  31E5    18.62    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1998   5       0.2103   0.02933  31E5     7.17    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1998   6      -0.1874   0.02824  31E5    -6.63    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1998   7      -2.9377   0.03604  31E5   -81.51    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1999   1      -0.3061   0.03007  31E5   -10.18    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1999   2       1.1062   0.02815  31E5    39.29    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1999   3       1.6856   0.02926  31E5    57.61    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1999   4       1.9645   0.02731  31E5    71.94    
<.0001  Tukey-Kramer 
                                         The SAS System         16:11 Monday, 
March 26, 2001  15 
 
                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1997  3    1997   7     <.0001 
                            YEAR*DOW  1997  3    1998   1     <.0001 
                            YEAR*DOW  1997  3    1998   2     <.0001 
                            YEAR*DOW  1997  3    1998   3     0.7380 
                            YEAR*DOW  1997  3    1998   4     <.0001 
                            YEAR*DOW  1997  3    1998   5     <.0001 
                            YEAR*DOW  1997  3    1998   6     <.0001 
                            YEAR*DOW  1997  3    1998   7     <.0001 
                            YEAR*DOW  1997  3    1999   1     <.0001 
                            YEAR*DOW  1997  3    1999   2     <.0001 
                            YEAR*DOW  1997  3    1999   3     <.0001 
                            YEAR*DOW  1997  3    1999   4     <.0001 
                            YEAR*DOW  1997  3    1999   5     <.0001 
                            YEAR*DOW  1997  3    1999   6     <.0001 
                            YEAR*DOW  1997  3    1999   7     <.0001 
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                            YEAR*DOW  1997  4    1997   5     <.0001 
                            YEAR*DOW  1997  4    1997   6     1.0000 
                            YEAR*DOW  1997  4    1997   7     <.0001 
                            YEAR*DOW  1997  4    1998   1     <.0001 
                            YEAR*DOW  1997  4    1998   2     <.0001 
                            YEAR*DOW  1997  4    1998   3     <.0001 
                            YEAR*DOW  1997  4    1998   4     <.0001 
                            YEAR*DOW  1997  4    1998   5     <.0001 
                            YEAR*DOW  1997  4    1998   6     <.0001 
                            YEAR*DOW  1997  4    1998   7     <.0001 
                            YEAR*DOW  1997  4    1999   1     0.3093 
                            YEAR*DOW  1997  4    1999   2     <.0001 
                            YEAR*DOW  1997  4    1999   3     <.0001 
                            YEAR*DOW  1997  4    1999   4     <.0001 
                            YEAR*DOW  1997  4    1999   5     <.0001 
                            YEAR*DOW  1997  4    1999   6     <.0001 
                            YEAR*DOW  1997  4    1999   7     <.0001 
                            YEAR*DOW  1997  5    1997   6     <.0001 
                            YEAR*DOW  1997  5    1997   7     <.0001 
                            YEAR*DOW  1997  5    1998   1     <.0001 
                            YEAR*DOW  1997  5    1998   2     <.0001 
                            YEAR*DOW  1997  5    1998   3     0.0039 
                            YEAR*DOW  1997  5    1998   4     <.0001 
                            YEAR*DOW  1997  5    1998   5     <.0001 
                            YEAR*DOW  1997  5    1998   6     <.0001 
                            YEAR*DOW  1997  5    1998   7     <.0001 
                            YEAR*DOW  1997  5    1999   1     <.0001 
                            YEAR*DOW  1997  5    1999   2     <.0001 
                            YEAR*DOW  1997  5    1999   3     <.0001 
                            YEAR*DOW  1997  5    1999   4     <.0001 
                                         The SAS System         16:11 Monday, 
March 26, 2001  16 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1997  5    1999   5       1.8428   0.02743  31E5    67.18    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1999   6       1.0240   0.02826  31E5    36.24    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1999   7      -0.5837   0.03022  31E5   -19.32    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1997   7      -1.6530   0.03725  31E5   -44.38    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1998   1      -2.5131   0.03548  31E5   -70.83    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1998   2       0.1637   0.03269  31E5     5.01    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1998   3       0.5009   0.03446  31E5    14.54    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1998   4       0.9411   0.03387  31E5    27.79    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1997  6    1998   5       0.5724   0.03225  31E5    17.75    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1998   6       0.1747   0.03126  31E5     5.59    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1998   7      -2.5756   0.03845  31E5   -66.98    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1999   1      0.05605   0.03292  31E5     1.70    
0.0887  Tukey-Kramer 
  YEAR*DOW  1997  6    1999   2       1.4683   0.03118  31E5    47.09    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1999   3       2.0477   0.03218  31E5    63.63    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1999   4       2.3266   0.03042  31E5    76.48    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1999   5       2.2049   0.03053  31E5    72.21    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1999   6       1.3861   0.03128  31E5    44.32    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1999   7      -0.2216   0.03306  31E5    -6.70    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1998   1      -0.8601   0.03762  31E5   -22.86    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1998   2       1.8167   0.03500  31E5    51.90    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1998   3       2.1539   0.03666  31E5    58.75    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1998   4       2.5941   0.03610  31E5    71.85    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1998   5       2.2255   0.03460  31E5    64.33    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1998   6       1.8278   0.03367  31E5    54.28    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1998   7      -0.9226   0.04044  31E5   -22.82    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1999   1       1.7091   0.03522  31E5    48.52    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1999   2       3.1213   0.03360  31E5    92.90    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1999   3       3.7008   0.03453  31E5   107.17    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1999   4       3.9797   0.03290  31E5   120.98    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1999   5       3.8579   0.03300  31E5   116.92    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1999   6       3.0392   0.03369  31E5    90.22    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1999   7       1.4315   0.03535  31E5    40.50    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1998   2       2.6768   0.03311  31E5    80.84    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1998   3       3.0140   0.03486  31E5    86.45    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1998   4       3.4542   0.03428  31E5   100.78    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1998   5       3.0856   0.03268  31E5    94.41    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1998  1    1998   6       2.6879   0.03171  31E5    84.78    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1998   7     -0.06250   0.03882  31E5    -1.61    
0.1074  Tukey-Kramer 
  YEAR*DOW  1998  1    1999   1       2.5692   0.03335  31E5    77.04    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1999   2       3.9814   0.03163  31E5   125.89    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1999   3       4.5609   0.03261  31E5   139.84    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1999   4       4.8398   0.03088  31E5   156.73    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1999   5       4.7180   0.03099  31E5   152.26    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1999   6       3.8993   0.03172  31E5   122.93    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1999   7       2.2916   0.03348  31E5    68.45    
<.0001  Tukey-Kramer 
                                         The SAS System         16:11 Monday, 
March 26, 2001  17 
 
                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1997  5    1999   5     <.0001 
                            YEAR*DOW  1997  5    1999   6     <.0001 
                            YEAR*DOW  1997  5    1999   7     <.0001 
                            YEAR*DOW  1997  6    1997   7     <.0001 
                            YEAR*DOW  1997  6    1998   1     <.0001 
                            YEAR*DOW  1997  6    1998   2     0.0002 
                            YEAR*DOW  1997  6    1998   3     <.0001 
                            YEAR*DOW  1997  6    1998   4     <.0001 
                            YEAR*DOW  1997  6    1998   5     <.0001 
                            YEAR*DOW  1997  6    1998   6     <.0001 
                            YEAR*DOW  1997  6    1998   7     <.0001 
                            YEAR*DOW  1997  6    1999   1     0.9969 
                            YEAR*DOW  1997  6    1999   2     <.0001 
                            YEAR*DOW  1997  6    1999   3     <.0001 
                            YEAR*DOW  1997  6    1999   4     <.0001 
                            YEAR*DOW  1997  6    1999   5     <.0001 
                            YEAR*DOW  1997  6    1999   6     <.0001 
                            YEAR*DOW  1997  6    1999   7     <.0001 
                            YEAR*DOW  1997  7    1998   1     <.0001 
                            YEAR*DOW  1997  7    1998   2     <.0001 
                            YEAR*DOW  1997  7    1998   3     <.0001 
                            YEAR*DOW  1997  7    1998   4     <.0001 
                            YEAR*DOW  1997  7    1998   5     <.0001 
                            YEAR*DOW  1997  7    1998   6     <.0001 
                            YEAR*DOW  1997  7    1998   7     <.0001 
                            YEAR*DOW  1997  7    1999   1     <.0001 
                            YEAR*DOW  1997  7    1999   2     <.0001 
                            YEAR*DOW  1997  7    1999   3     <.0001 
                            YEAR*DOW  1997  7    1999   4     <.0001 
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                            YEAR*DOW  1997  7    1999   5     <.0001 
                            YEAR*DOW  1997  7    1999   6     <.0001 
                            YEAR*DOW  1997  7    1999   7     <.0001 
                            YEAR*DOW  1998  1    1998   2     <.0001 
                            YEAR*DOW  1998  1    1998   3     <.0001 
                            YEAR*DOW  1998  1    1998   4     <.0001 
                            YEAR*DOW  1998  1    1998   5     <.0001 
                            YEAR*DOW  1998  1    1998   6     <.0001 
                            YEAR*DOW  1998  1    1998   7     0.9987 
                            YEAR*DOW  1998  1    1999   1     <.0001 
                            YEAR*DOW  1998  1    1999   2     <.0001 
                            YEAR*DOW  1998  1    1999   3     <.0001 
                            YEAR*DOW  1998  1    1999   4     <.0001 
                            YEAR*DOW  1998  1    1999   5     <.0001 
                            YEAR*DOW  1998  1    1999   6     <.0001 
                            YEAR*DOW  1998  1    1999   7     <.0001 
                                         The SAS System         16:11 Monday, 
March 26, 2001  18 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1998  2    1998   3       0.3372   0.03202  31E5    10.53    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  2    1998   4       0.7774   0.03138  31E5    24.78    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  2    1998   5       0.4088   0.02963  31E5    13.80    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  2    1998   6      0.01108   0.02855  31E5     0.39    
0.6980  Tukey-Kramer 
  YEAR*DOW  1998  2    1998   7      -2.7393   0.03628  31E5   -75.50    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  2    1999   1      -0.1076   0.03036  31E5    -3.55    
0.0004  Tukey-Kramer 
  YEAR*DOW  1998  2    1999   2       1.3046   0.02846  31E5    45.84    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  2    1999   3       1.8841   0.02955  31E5    63.75    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  2    1999   4       2.1630   0.02763  31E5    78.30    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  2    1999   5       2.0412   0.02775  31E5    73.57    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  2    1999   6       1.2225   0.02856  31E5    42.80    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  2    1999   7      -0.3853   0.03050  31E5   -12.63    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1998   4       0.4402   0.03322  31E5    13.25    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1998   5      0.07152   0.03157  31E5     2.27    
0.0235  Tukey-Kramer 
  YEAR*DOW  1998  3    1998   6      -0.3262   0.03056  31E5   -10.67    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1998  3    1998   7      -3.0765   0.03788  31E5   -81.21    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1999   1      -0.4449   0.03226  31E5   -13.79    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1999   2       0.9674   0.03048  31E5    31.74    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1999   3       1.5468   0.03150  31E5    49.10    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1999   4       1.8257   0.02970  31E5    61.47    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1999   5       1.7040   0.02981  31E5    57.15    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1999   6       0.8852   0.03057  31E5    28.95    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1999   7      -0.7225   0.03240  31E5   -22.30    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1998   5      -0.3687   0.03092  31E5   -11.92    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1998   6      -0.7663   0.02989  31E5   -25.64    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1998   7      -3.5167   0.03734  31E5   -94.17    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1999   1      -0.8850   0.03162  31E5   -27.99    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1999   2       0.5272   0.02980  31E5    17.69    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1999   3       1.1066   0.03085  31E5    35.87    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1999   4       1.3855   0.02901  31E5    47.76    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1999   5       1.2638   0.02912  31E5    43.39    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1999   6       0.4451   0.02990  31E5    14.88    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1999   7      -1.1627   0.03176  31E5   -36.60    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1998   6      -0.3977   0.02805  31E5   -14.18    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1998   7      -3.1481   0.03589  31E5   -87.72    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1999   1      -0.5164   0.02989  31E5   -17.28    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1999   2       0.8958   0.02796  31E5    32.04    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1999   3       1.4753   0.02907  31E5    50.75    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1999   4       1.7542   0.02711  31E5    64.71    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1999   5       1.6324   0.02723  31E5    59.95    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1999   6       0.8137   0.02806  31E5    29.00    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1999   7      -0.7940   0.03004  31E5   -26.43    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  6    1998   7      -2.7504   0.03500  31E5   -78.58    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1998  6    1999   1      -0.1187   0.02882  31E5    -4.12    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  6    1999   2       1.2935   0.02681  31E5    48.25    
<.0001  Tukey-Kramer 
                                         The SAS System         16:11 Monday, 
March 26, 2001  19 
 
                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1998  2    1998   3     <.0001 
                            YEAR*DOW  1998  2    1998   4     <.0001 
                            YEAR*DOW  1998  2    1998   5     <.0001 
                            YEAR*DOW  1998  2    1998   6     1.0000 
                            YEAR*DOW  1998  2    1998   7     <.0001 
                            YEAR*DOW  1998  2    1999   1     0.0866 
                            YEAR*DOW  1998  2    1999   2     <.0001 
                            YEAR*DOW  1998  2    1999   3     <.0001 
                            YEAR*DOW  1998  2    1999   4     <.0001 
                            YEAR*DOW  1998  2    1999   5     <.0001 
                            YEAR*DOW  1998  2    1999   6     <.0001 
                            YEAR*DOW  1998  2    1999   7     <.0001 
                            YEAR*DOW  1998  3    1998   4     <.0001 
                            YEAR*DOW  1998  3    1998   5     0.8897 
                            YEAR*DOW  1998  3    1998   6     <.0001 
                            YEAR*DOW  1998  3    1998   7     <.0001 
                            YEAR*DOW  1998  3    1999   1     <.0001 
                            YEAR*DOW  1998  3    1999   2     <.0001 
                            YEAR*DOW  1998  3    1999   3     <.0001 
                            YEAR*DOW  1998  3    1999   4     <.0001 
                            YEAR*DOW  1998  3    1999   5     <.0001 
                            YEAR*DOW  1998  3    1999   6     <.0001 
                            YEAR*DOW  1998  3    1999   7     <.0001 
                            YEAR*DOW  1998  4    1998   5     <.0001 
                            YEAR*DOW  1998  4    1998   6     <.0001 
                            YEAR*DOW  1998  4    1998   7     <.0001 
                            YEAR*DOW  1998  4    1999   1     <.0001 
                            YEAR*DOW  1998  4    1999   2     <.0001 
                            YEAR*DOW  1998  4    1999   3     <.0001 
                            YEAR*DOW  1998  4    1999   4     <.0001 
                            YEAR*DOW  1998  4    1999   5     <.0001 
                            YEAR*DOW  1998  4    1999   6     <.0001 
                            YEAR*DOW  1998  4    1999   7     <.0001 
                            YEAR*DOW  1998  5    1998   6     <.0001 
                            YEAR*DOW  1998  5    1998   7     <.0001 
                            YEAR*DOW  1998  5    1999   1     <.0001 
                            YEAR*DOW  1998  5    1999   2     <.0001 
                            YEAR*DOW  1998  5    1999   3     <.0001 
                            YEAR*DOW  1998  5    1999   4     <.0001 
                            YEAR*DOW  1998  5    1999   5     <.0001 
                            YEAR*DOW  1998  5    1999   6     <.0001 
                            YEAR*DOW  1998  5    1999   7     <.0001 
                            YEAR*DOW  1998  6    1998   7     <.0001 
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                            YEAR*DOW  1998  6    1999   1     0.0112 
                            YEAR*DOW  1998  6    1999   2     <.0001 
                                         The SAS System         16:11 Monday, 
March 26, 2001  20 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1998  6    1999   3       1.8730   0.02797  31E5    66.97    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  6    1999   4       2.1519   0.02592  31E5    83.02    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  6    1999   5       2.0301   0.02605  31E5    77.93    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  6    1999   6       1.2114   0.02692  31E5    45.00    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  6    1999   7      -0.3963   0.02897  31E5   -13.68    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  7    1999   1       2.6317   0.03649  31E5    72.11    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  7    1999   2       4.0439   0.03493  31E5   115.77    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  7    1999   3       4.6234   0.03583  31E5   129.05    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  7    1999   4       4.9023   0.03425  31E5   143.12    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  7    1999   5       4.7805   0.03435  31E5   139.17    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  7    1999   6       3.9618   0.03501  31E5   113.15    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  7    1999   7       2.3541   0.03662  31E5    64.29    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  1    1999   2       1.4122   0.02873  31E5    49.15    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  1    1999   3       1.9917   0.02981  31E5    66.80    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  1    1999   4       2.2706   0.02791  31E5    81.37    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  1    1999   5       2.1488   0.02802  31E5    76.68    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  1    1999   6       1.3301   0.02883  31E5    46.13    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  1    1999   7      -0.2776   0.03076  31E5    -9.03    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  2    1999   3       0.5795   0.02788  31E5    20.79    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  2    1999   4       0.8584   0.02582  31E5    33.24    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  2    1999   5       0.7366   0.02595  31E5    28.38    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  2    1999   6     -0.08212   0.02682  31E5    -3.06    
0.0022  Tukey-Kramer 
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  YEAR*DOW  1999  2    1999   7      -1.6898   0.02888  31E5   -58.50    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  3    1999   4       0.2789   0.02703  31E5    10.32    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  3    1999   5       0.1571   0.02715  31E5     5.79    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  3    1999   6      -0.6616   0.02798  31E5   -23.64    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  3    1999   7      -2.2693   0.02996  31E5   -75.74    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  4    1999   5      -0.1218   0.02504  31E5    -4.86    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  4    1999   6      -0.9405   0.02594  31E5   -36.26    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  4    1999   7      -2.5482   0.02806  31E5   -90.80    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  5    1999   6      -0.8187   0.02607  31E5   -31.41    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  5    1999   7      -2.4265   0.02818  31E5   -86.10    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  6    1999   7      -1.6077   0.02899  31E5   -55.47    
<.0001  Tukey-Kramer 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1998  6    1999   3     <.0001 
                            YEAR*DOW  1998  6    1999   4     <.0001 
                            YEAR*DOW  1998  6    1999   5     <.0001 
                            YEAR*DOW  1998  6    1999   6     <.0001 
                            YEAR*DOW  1998  6    1999   7     <.0001 
                            YEAR*DOW  1998  7    1999   1     <.0001 
                                         The SAS System         16:11 Monday, 
March 26, 2001  21 
 
                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1998  7    1999   2     <.0001 
                            YEAR*DOW  1998  7    1999   3     <.0001 
                            YEAR*DOW  1998  7    1999   4     <.0001 
                            YEAR*DOW  1998  7    1999   5     <.0001 
                            YEAR*DOW  1998  7    1999   6     <.0001 
                            YEAR*DOW  1998  7    1999   7     <.0001 
                            YEAR*DOW  1999  1    1999   2     <.0001 
                            YEAR*DOW  1999  1    1999   3     <.0001 
                            YEAR*DOW  1999  1    1999   4     <.0001 
                            YEAR*DOW  1999  1    1999   5     <.0001 
                            YEAR*DOW  1999  1    1999   6     <.0001 
                            YEAR*DOW  1999  1    1999   7     <.0001 
                            YEAR*DOW  1999  2    1999   3     <.0001 
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                            YEAR*DOW  1999  2    1999   4     <.0001 
                            YEAR*DOW  1999  2    1999   5     <.0001 
                            YEAR*DOW  1999  2    1999   6     0.3118 
                            YEAR*DOW  1999  2    1999   7     <.0001 
                            YEAR*DOW  1999  3    1999   4     <.0001 
                            YEAR*DOW  1999  3    1999   5     <.0001 
                            YEAR*DOW  1999  3    1999   6     <.0001 
                            YEAR*DOW  1999  3    1999   7     <.0001 
                            YEAR*DOW  1999  4    1999   5     0.0004 
                            YEAR*DOW  1999  4    1999   6     <.0001 
                            YEAR*DOW  1999  4    1999   7     <.0001 
                            YEAR*DOW  1999  5    1999   6     <.0001 
                            YEAR*DOW  1999  5    1999   7     <.0001 
                            YEAR*DOW  1999  6    1999   7     <.0001 
 
 

C.2. SERVICE TIMES 
 
 
                                         The SAS System         17:49 Monday, 
March 26, 2001   1 
 
                                      The Mixed Procedure 
 
                                       Model Information 
 
                     Data Set                     MPOOL5.COMBO_2 
                     Dependent Variable           SERVTIME 
                     Covariance Structure         Diagonal 
                     Estimation Method            REML 
                     Residual Variance Method     Profile 
                     Fixed Effects SE Method      Model-Based 
                     Degrees of Freedom Method    Residual 
 
 
                                    Class Level Information 
 
                       Class    Levels    Values 
 
                       YEAR          4    1996 1997 1998 1999 
                       DOW           7    1 2 3 4 5 6 7 
                       HOUR         24    1 2 3 4 5 6 7 8 9 10 11 12 13 
                                          14 15 16 17 18 19 20 21 22 23 
                                          24 
 
 
                                          Dimensions 
 
                              Covariance Parameters             1 
                              Columns in X                    832 
                              Columns in Z                      0 
                              Subjects                          1 
                              Max Obs Per Subject          3.13E6 
                              Observations Used            3.13E6 
                              Observations Not Used             0 
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                              Total Observations           3.13E6 
 
 
                                     Covariance Parameter 
                                           Estimates 
 
                                     Cov Parm     Estimate 
 
                                     Residual      9881293 
 
 
                                        Fit Statistics 
 
                             -2 Res Log Likelihood        59325504 
                             AIC (smaller is better)      59325506 
                             AICC (smaller is better)     59325506 
                             BIC (smaller is better)      59325519 
                                         The SAS System         17:49 Monday, 
March 26, 2001   2 
 
                                      The Mixed Procedure 
 
                                 Type 3 Tests of Fixed Effects 
 
                                         Num     Den 
                       Effect             DF      DF    F Value    Pr > F 
 
                       YEAR*DOW*HOUR     552    31E5       9.22    <.0001 
                       YEAR*DOW           18    31E5      19.91    <.0001 
                       YEAR*HOUR          69    31E5      84.25    <.0001 
                       YEAR                3    31E5    2153.20    <.0001 
                       DOW                 6    31E5     140.40    <.0001 
                       HOUR               23    31E5     369.26    <.0001 
 
 
                                      Least Squares Means 
 
                                                Standard 
         Effect      YEAR    DOW    Estimate       Error      DF    t Value    
Pr > |t| 
 
         YEAR        1996            1465.80      6.4939    31E5     225.72      
<.0001 
         YEAR        1997            1528.07      5.7843    31E5     264.18      
<.0001 
         YEAR        1998            1664.77      5.6125    31E5     296.62      
<.0001 
         YEAR        1999            2007.81      4.7114    31E5     426.16      
<.0001 
         DOW                 1       1828.35      8.5866    31E5     212.93      
<.0001 
         DOW                 2       1611.24      7.3645    31E5     218.78      
<.0001 
         DOW                 3       1605.82      7.5415    31E5     212.93      
<.0001 
         DOW                 4       1621.19      6.9023    31E5     234.88      
<.0001 
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         DOW                 5       1602.89      6.5220    31E5     245.77      
<.0001 
         DOW                 6       1611.73      6.9185    31E5     232.96      
<.0001 
         DOW                 7       1785.07      8.5544    31E5     208.67      
<.0001 
         YEAR*DOW    1996    1       1670.22     19.1331    31E5      87.29      
<.0001 
         YEAR*DOW    1996    2       1427.78     19.0119    31E5      75.10      
<.0001 
         YEAR*DOW    1996    3       1437.68     18.4108    31E5      78.09      
<.0001 
         YEAR*DOW    1996    4       1487.08     15.4581    31E5      96.20      
<.0001 
         YEAR*DOW    1996    5       1393.04     14.4420    31E5      96.46      
<.0001 
         YEAR*DOW    1996    6       1350.17     15.1192    31E5      89.30      
<.0001 
         YEAR*DOW    1996    7       1494.64     17.9932    31E5      83.07      
<.0001 
         YEAR*DOW    1997    1       1656.24     19.1771    31E5      86.37      
<.0001 
         YEAR*DOW    1997    2       1543.61     13.4763    31E5     114.54      
<.0001 
         YEAR*DOW    1997    3       1478.32     13.1588    31E5     112.34      
<.0001 
         YEAR*DOW    1997    4       1513.40     13.6347    31E5     111.00      
<.0001 
         YEAR*DOW    1997    5       1501.64     13.2171    31E5     113.61      
<.0001 
         YEAR*DOW    1997    6       1471.20     15.7087    31E5      93.65      
<.0001 
         YEAR*DOW    1997    7       1532.10     17.5940    31E5      87.08      
<.0001 
         YEAR*DOW    1998    1       1789.27     16.0615    31E5     111.40      
<.0001 
         YEAR*DOW    1998    2       1592.04     13.4776    31E5     118.12      
<.0001 
         YEAR*DOW    1998    3       1603.10     15.1446    31E5     105.85      
<.0001 
         YEAR*DOW    1998    4       1593.15     14.5968    31E5     109.14      
<.0001 
         YEAR*DOW    1998    5       1587.98     13.0503    31E5     121.68      
<.0001 
         YEAR*DOW    1998    6       1619.72     12.0444    31E5     134.48      
<.0001 
         YEAR*DOW    1998    7       1868.13     18.6036    31E5     100.42      
<.0001 
                                         The SAS System         17:49 Monday, 
March 26, 2001   3 
 
                                      The Mixed Procedure 
 
                                      Least Squares Means 
 
                                                Standard 
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         Effect      YEAR    DOW    Estimate       Error      DF    t Value    
Pr > |t| 
 
         YEAR*DOW    1999    1       2197.69     13.7070    31E5     160.33      
<.0001 
         YEAR*DOW    1999    2       1881.52     11.9612    31E5     157.30      
<.0001 
         YEAR*DOW    1999    3       1904.20     12.9813    31E5     146.69      
<.0001 
         YEAR*DOW    1999    4       1891.12     11.1503    31E5     169.60      
<.0001 
         YEAR*DOW    1999    5       1928.91     11.2701    31E5     171.15      
<.0001 
         YEAR*DOW    1999    6       2005.85     12.0594    31E5     166.33      
<.0001 
         YEAR*DOW    1999    7       2245.42     13.8359    31E5     162.29      
<.0001 
 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR      1996       1997         -62.2684    8.6965  31E5    -7.16    
<.0001  Tukey-Kramer 
  YEAR      1996       1998          -198.97    8.5832  31E5   -23.18    
<.0001  Tukey-Kramer 
  YEAR      1996       1999          -542.01    8.0230  31E5   -67.56    
<.0001  Tukey-Kramer 
  YEAR      1997       1998          -136.70    8.0597  31E5   -16.96    
<.0001  Tukey-Kramer 
  YEAR      1997       1999          -479.74    7.4602  31E5   -64.31    
<.0001  Tukey-Kramer 
  YEAR      1998       1999          -343.05    7.3279  31E5   -46.81    
<.0001  Tukey-Kramer 
  DOW             1           2       217.12   11.3122  31E5    19.19    
<.0001  Tukey-Kramer 
  DOW             1           3       222.53   11.4282  31E5    19.47    
<.0001  Tukey-Kramer 
  DOW             1           4       207.17   11.0169  31E5    18.80    
<.0001  Tukey-Kramer 
  DOW             1           5       225.46   10.7827  31E5    20.91    
<.0001  Tukey-Kramer 
  DOW             1           6       216.62   11.0271  31E5    19.64    
<.0001  Tukey-Kramer 
  DOW             1           7      43.2820   12.1205  31E5     3.57    
0.0004  Tukey-Kramer 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR      1996       1997         <.0001 
                            YEAR      1996       1998         <.0001 
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                            YEAR      1996       1999         <.0001 
                            YEAR      1997       1998         <.0001 
                            YEAR      1997       1999         <.0001 
                            YEAR      1998       1999         <.0001 
                            DOW             1           2     <.0001 
                            DOW             1           3     <.0001 
                            DOW             1           4     <.0001 
                            DOW             1           5     <.0001 
                            DOW             1           6     <.0001 
                            DOW             1           7     0.0065 
                                         The SAS System         17:49 Monday, 
March 26, 2001   4 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  DOW             2           3       5.4113   10.5409  31E5     0.51    
0.6077  Tukey-Kramer 
  DOW             2           4      -9.9524   10.0934  31E5    -0.99    
0.3241  Tukey-Kramer 
  DOW             2           5       8.3436    9.8373  31E5     0.85    
0.3964  Tukey-Kramer 
  DOW             2           6      -0.4974   10.1045  31E5    -0.05    
0.9607  Tukey-Kramer 
  DOW             2           7      -173.84   11.2877  31E5   -15.40    
<.0001  Tukey-Kramer 
  DOW             3           4     -15.3638   10.2233  31E5    -1.50    
0.1329  Tukey-Kramer 
  DOW             3           5       2.9322    9.9705  31E5     0.29    
0.7687  Tukey-Kramer 
  DOW             3           6      -5.9087   10.2342  31E5    -0.58    
0.5637  Tukey-Kramer 
  DOW             3           7      -179.25   11.4040  31E5   -15.72    
<.0001  Tukey-Kramer 
  DOW             4           5      18.2960    9.4962  31E5     1.93    
0.0540  Tukey-Kramer 
  DOW             4           6       9.4551    9.7728  31E5     0.97    
0.3333  Tukey-Kramer 
  DOW             4           7      -163.88   10.9917  31E5   -14.91    
<.0001  Tukey-Kramer 
  DOW             5           6      -8.8409    9.5080  31E5    -0.93    
0.3525  Tukey-Kramer 
  DOW             5           7      -182.18   10.7570  31E5   -16.94    
<.0001  Tukey-Kramer 
  DOW             6           7      -173.34   11.0019  31E5   -15.76    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1996   2       242.45   26.9727  31E5     8.99    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1996   3       232.54   26.5525  31E5     8.76    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1996   4       183.14   24.5973  31E5     7.45    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1996  1    1996   5       277.18   23.9718  31E5    11.56    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1996   6       320.06   24.3857  31E5    13.12    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1996   7       175.58   26.2647  31E5     6.69    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1997   1      13.9852   27.0894  31E5     0.52    
0.6057  Tukey-Kramer 
  YEAR*DOW  1996  1    1997   2       126.62   23.4027  31E5     5.41    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1997   3       191.90   23.2213  31E5     8.26    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1997   4       156.83   23.4943  31E5     6.68    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1997   5       168.59   23.2544  31E5     7.25    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1997   6       199.03   24.7556  31E5     8.04    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1997   7       138.12   25.9928  31E5     5.31    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1998   1      -119.04   24.9809  31E5    -4.77    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1998   2      78.1820   23.4035  31E5     3.34    
0.0008  Tukey-Kramer 
  YEAR*DOW  1996  1    1998   3      67.1272   24.4015  31E5     2.75    
0.0059  Tukey-Kramer 
  YEAR*DOW  1996  1    1998   4      77.0690   24.0654  31E5     3.20    
0.0014  Tukey-Kramer 
  YEAR*DOW  1996  1    1998   5      82.2473   23.1600  31E5     3.55    
0.0004  Tukey-Kramer 
  YEAR*DOW  1996  1    1998   6      50.5079   22.6085  31E5     2.23    
0.0255  Tukey-Kramer 
  YEAR*DOW  1996  1    1998   7      -197.90   26.6865  31E5    -7.42    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1999   1      -527.46   23.5363  31E5   -22.41    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1999   2      -211.29   22.5643  31E5    -9.36    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1999   3      -233.97   23.1212  31E5   -10.12    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1999   4      -220.89   22.1451  31E5    -9.97    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1999   5      -258.69   22.2056  31E5   -11.65    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1999   6      -335.63   22.6165  31E5   -14.84    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  1    1999   7      -575.19   23.6116  31E5   -24.36    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1996   3      -9.9080   26.4653  31E5    -0.37    
0.7081  Tukey-Kramer 
  YEAR*DOW  1996  2    1996   4     -59.3056   24.5032  31E5    -2.42    
0.0155  Tukey-Kramer 
  YEAR*DOW  1996  2    1996   5      34.7338   23.8752  31E5     1.45    
0.1457  Tukey-Kramer 
                                         The SAS System         17:49 Monday, 
March 26, 2001   5 
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                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            DOW             2           3     0.9987 
                            DOW             2           4     0.9572 
                            DOW             2           5     0.9798 
                            DOW             2           6     1.0000 
                            DOW             2           7     <.0001 
                            DOW             3           4     0.7433 
                            DOW             3           5     0.9999 
                            DOW             3           6     0.9974 
                            DOW             3           7     <.0001 
                            DOW             4           5     0.4624 
                            DOW             4           6     0.9609 
                            DOW             4           7     <.0001 
                            DOW             5           6     0.9679 
                            DOW             5           7     <.0001 
                            DOW             6           7     <.0001 
                            YEAR*DOW  1996  1    1996   2     <.0001 
                            YEAR*DOW  1996  1    1996   3     <.0001 
                            YEAR*DOW  1996  1    1996   4     <.0001 
                            YEAR*DOW  1996  1    1996   5     <.0001 
                            YEAR*DOW  1996  1    1996   6     <.0001 
                            YEAR*DOW  1996  1    1996   7     <.0001 
                            YEAR*DOW  1996  1    1997   1     1.0000 
                            YEAR*DOW  1996  1    1997   2     <.0001 
                            YEAR*DOW  1996  1    1997   3     <.0001 
                            YEAR*DOW  1996  1    1997   4     <.0001 
                            YEAR*DOW  1996  1    1997   5     <.0001 
                            YEAR*DOW  1996  1    1997   6     <.0001 
                            YEAR*DOW  1996  1    1997   7     <.0001 
                            YEAR*DOW  1996  1    1998   1     0.0006 
                            YEAR*DOW  1996  1    1998   2     0.1571 
                            YEAR*DOW  1996  1    1998   3     0.5517 
                            YEAR*DOW  1996  1    1998   4     0.2248 
                            YEAR*DOW  1996  1    1998   5     0.0849 
                            YEAR*DOW  1996  1    1998   6     0.9035 
                            YEAR*DOW  1996  1    1998   7     <.0001 
                            YEAR*DOW  1996  1    1999   1     <.0001 
                            YEAR*DOW  1996  1    1999   2     <.0001 
                            YEAR*DOW  1996  1    1999   3     <.0001 
                            YEAR*DOW  1996  1    1999   4     <.0001 
                            YEAR*DOW  1996  1    1999   5     <.0001 
                            YEAR*DOW  1996  1    1999   6     <.0001 
                            YEAR*DOW  1996  1    1999   7     <.0001 
                            YEAR*DOW  1996  2    1996   3     1.0000 
                            YEAR*DOW  1996  2    1996   4     0.8043 
                            YEAR*DOW  1996  2    1996   5     0.9998 
                                         The SAS System         17:49 Monday, 
March 26, 2001   6 
 
                                      The Mixed Procedure 
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                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1996  2    1996   6      77.6078   24.2908  31E5     3.19    
0.0014  Tukey-Kramer 
  YEAR*DOW  1996  2    1996   7     -66.8648   26.1765  31E5    -2.55    
0.0106  Tukey-Kramer 
  YEAR*DOW  1996  2    1997   1      -228.46   27.0040  31E5    -8.46    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1997   2      -115.83   23.3037  31E5    -4.97    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1997   3     -50.5433   23.1215  31E5    -2.19    
0.0288  Tukey-Kramer 
  YEAR*DOW  1996  2    1997   4     -85.6215   23.3957  31E5    -3.66    
0.0003  Tukey-Kramer 
  YEAR*DOW  1996  2    1997   5     -73.8608   23.1548  31E5    -3.19    
0.0014  Tukey-Kramer 
  YEAR*DOW  1996  2    1997   6     -43.4201   24.6620  31E5    -1.76    
0.0783  Tukey-Kramer 
  YEAR*DOW  1996  2    1997   7      -104.32   25.9037  31E5    -4.03    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1998   1      -361.49   24.8882  31E5   -14.52    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1998   2      -164.27   23.3045  31E5    -7.05    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1998   3      -175.32   24.3066  31E5    -7.21    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1998   4      -165.38   23.9691  31E5    -6.90    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1998   5      -160.20   23.0600  31E5    -6.95    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1998   6      -191.94   22.5060  31E5    -8.53    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1998   7      -440.35   26.5998  31E5   -16.55    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1999   1      -769.91   23.4379  31E5   -32.85    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1999   2      -453.74   22.4616  31E5   -20.20    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1999   3      -476.42   23.0210  31E5   -20.70    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1999   4      -463.34   22.0405  31E5   -21.02    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1999   5      -501.14   22.1013  31E5   -22.67    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1999   6      -578.08   22.5141  31E5   -25.68    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  2    1999   7      -817.64   23.5135  31E5   -34.77    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1996   4     -49.3976   24.0398  31E5    -2.05    
0.0399  Tukey-Kramer 
  YEAR*DOW  1996  3    1996   5      44.6417   23.3993  31E5     1.91    
0.0564  Tukey-Kramer 
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  YEAR*DOW  1996  3    1996   6      87.5158   23.8232  31E5     3.67    
0.0002  Tukey-Kramer 
  YEAR*DOW  1996  3    1996   7     -56.9568   25.7432  31E5    -2.21    
0.0269  Tukey-Kramer 
  YEAR*DOW  1996  3    1997   1      -218.55   26.5842  31E5    -8.22    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1997   2      -105.92   22.8159  31E5    -4.64    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1997   3     -40.6353   22.6299  31E5    -1.80    
0.0726  Tukey-Kramer 
  YEAR*DOW  1996  3    1997   4     -75.7135   22.9099  31E5    -3.30    
0.0010  Tukey-Kramer 
  YEAR*DOW  1996  3    1997   5     -63.9528   22.6638  31E5    -2.82    
0.0048  Tukey-Kramer 
  YEAR*DOW  1996  3    1997   6     -33.5121   24.2017  31E5    -1.38    
0.1661  Tukey-Kramer 
  YEAR*DOW  1996  3    1997   7     -94.4168   25.4658  31E5    -3.71    
0.0002  Tukey-Kramer 
  YEAR*DOW  1996  3    1998   1      -351.58   24.4321  31E5   -14.39    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1998   2      -154.36   22.8167  31E5    -6.77    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1998   3      -165.41   23.8394  31E5    -6.94    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1998   4      -155.47   23.4952  31E5    -6.62    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1998   5      -150.29   22.5669  31E5    -6.66    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1998   6      -182.03   22.0006  31E5    -8.27    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1998   7      -430.44   26.1735  31E5   -16.45    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1999   1      -760.00   22.9530  31E5   -33.11    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1999   2      -443.83   21.9551  31E5   -20.22    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1999   3      -466.51   22.5271  31E5   -20.71    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1999   4      -453.43   21.5241  31E5   -21.07    
<.0001  Tukey-Kramer 
                                         The SAS System         17:49 Monday, 
March 26, 2001   7 
 
                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1996  2    1996   6     0.2290 
                            YEAR*DOW  1996  2    1996   7     0.7099 
                            YEAR*DOW  1996  2    1997   1     <.0001 
                            YEAR*DOW  1996  2    1997   2     0.0002 
                            YEAR*DOW  1996  2    1997   3     0.9223 
                            YEAR*DOW  1996  2    1997   4     0.0600 
                            YEAR*DOW  1996  2    1997   5     0.2319 
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                            YEAR*DOW  1996  2    1997   6     0.9949 
                            YEAR*DOW  1996  2    1997   7     0.0161 
                            YEAR*DOW  1996  2    1998   1     <.0001 
                            YEAR*DOW  1996  2    1998   2     <.0001 
                            YEAR*DOW  1996  2    1998   3     <.0001 
                            YEAR*DOW  1996  2    1998   4     <.0001 
                            YEAR*DOW  1996  2    1998   5     <.0001 
                            YEAR*DOW  1996  2    1998   6     <.0001 
                            YEAR*DOW  1996  2    1998   7     <.0001 
                            YEAR*DOW  1996  2    1999   1     <.0001 
                            YEAR*DOW  1996  2    1999   2     <.0001 
                            YEAR*DOW  1996  2    1999   3     <.0001 
                            YEAR*DOW  1996  2    1999   4     <.0001 
                            YEAR*DOW  1996  2    1999   5     <.0001 
                            YEAR*DOW  1996  2    1999   6     <.0001 
                            YEAR*DOW  1996  2    1999   7     <.0001 
                            YEAR*DOW  1996  3    1996   4     0.9605 
                            YEAR*DOW  1996  3    1996   5     0.9843 
                            YEAR*DOW  1996  3    1996   6     0.0573 
                            YEAR*DOW  1996  3    1996   7     0.9123 
                            YEAR*DOW  1996  3    1997   1     <.0001 
                            YEAR*DOW  1996  3    1997   2     0.0012 
                            YEAR*DOW  1996  3    1997   3     0.9932 
                            YEAR*DOW  1996  3    1997   4     0.1730 
                            YEAR*DOW  1996  3    1997   5     0.4934 
                            YEAR*DOW  1996  3    1997   6     0.9999 
                            YEAR*DOW  1996  3    1997   7     0.0512 
                            YEAR*DOW  1996  3    1998   1     <.0001 
                            YEAR*DOW  1996  3    1998   2     <.0001 
                            YEAR*DOW  1996  3    1998   3     <.0001 
                            YEAR*DOW  1996  3    1998   4     <.0001 
                            YEAR*DOW  1996  3    1998   5     <.0001 
                            YEAR*DOW  1996  3    1998   6     <.0001 
                            YEAR*DOW  1996  3    1998   7     <.0001 
                            YEAR*DOW  1996  3    1999   1     <.0001 
                            YEAR*DOW  1996  3    1999   2     <.0001 
                            YEAR*DOW  1996  3    1999   3     <.0001 
                            YEAR*DOW  1996  3    1999   4     <.0001 
                                         The SAS System         17:49 Monday, 
March 26, 2001   8 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1996  3    1999   5      -491.23   21.5864  31E5   -22.76    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1999   6      -568.17   22.0088  31E5   -25.82    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  3    1999   7      -807.73   23.0302  31E5   -35.07    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1996   5      94.0393   21.1548  31E5     4.45    
<.0001  Tukey-Kramer 



 

 272 

  YEAR*DOW  1996  4    1996   6       136.91   21.6227  31E5     6.33    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1996   7      -7.5592   23.7215  31E5    -0.32    
0.7500  Tukey-Kramer 
  YEAR*DOW  1996  4    1997   1      -169.16   24.6316  31E5    -6.87    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1997   2     -56.5248   20.5077  31E5    -2.76    
0.0058  Tukey-Kramer 
  YEAR*DOW  1996  4    1997   3       8.7623   20.3004  31E5     0.43    
0.6660  Tukey-Kramer 
  YEAR*DOW  1996  4    1997   4     -26.3160   20.6121  31E5    -1.28    
0.2017  Tukey-Kramer 
  YEAR*DOW  1996  4    1997   5     -14.5553   20.3383  31E5    -0.72    
0.4742  Tukey-Kramer 
  YEAR*DOW  1996  4    1997   6      15.8855   22.0390  31E5     0.72    
0.4710  Tukey-Kramer 
  YEAR*DOW  1996  4    1997   7     -45.0192   23.4201  31E5    -1.92    
0.0546  Tukey-Kramer 
  YEAR*DOW  1996  4    1998   1      -302.19   22.2918  31E5   -13.56    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1998   2      -104.96   20.5085  31E5    -5.12    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1998   3      -116.02   21.6406  31E5    -5.36    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1998   4      -106.07   21.2608  31E5    -4.99    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1998   5      -100.90   20.2303  31E5    -4.99    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1998   6      -132.63   19.5965  31E5    -6.77    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1998   7      -381.05   24.1878  31E5   -15.75    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1999   1      -710.60   20.6600  31E5   -34.40    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1999   2      -394.44   19.5454  31E5   -20.18    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1999   3      -417.12   20.1858  31E5   -20.66    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1999   4      -404.04   19.0600  31E5   -21.20    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1999   5      -441.83   19.1303  31E5   -23.10    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1999   6      -518.77   19.6057  31E5   -26.46    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  4    1999   7      -758.34   20.7458  31E5   -36.55    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1996   6      42.8741   20.9084  31E5     2.05    
0.0403  Tukey-Kramer 
  YEAR*DOW  1996  5    1996   7      -101.60   23.0722  31E5    -4.40    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1997   1      -263.20   24.0069  31E5   -10.96    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1997   2      -150.56   19.7530  31E5    -7.62    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1997   3     -85.2771   19.5377  31E5    -4.36    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1996  5    1997   4      -120.36   19.8614  31E5    -6.06    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1997   5      -108.59   19.5771  31E5    -5.55    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1997   6     -78.1538   21.3385  31E5    -3.66    
0.0002  Tukey-Kramer 
  YEAR*DOW  1996  5    1997   7      -139.06   22.7622  31E5    -6.11    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1998   1      -396.22   21.5996  31E5   -18.34    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1998   2      -199.00   19.7539  31E5   -10.07    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1998   3      -210.05   20.9268  31E5   -10.04    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1998   4      -200.11   20.5338  31E5    -9.75    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1998   5      -194.93   19.4648  31E5   -10.01    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1998   6      -226.67   18.8053  31E5   -12.05    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1998   7      -475.09   23.5513  31E5   -20.17    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1999   1      -804.64   19.9111  31E5   -40.41    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1999   2      -488.48   18.7521  31E5   -26.05    
<.0001  Tukey-Kramer 
                                         The SAS System         17:49 Monday, 
March 26, 2001   9 
 
                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1996  3    1999   5     <.0001 
                            YEAR*DOW  1996  3    1999   6     <.0001 
                            YEAR*DOW  1996  3    1999   7     <.0001 
                            YEAR*DOW  1996  4    1996   5     0.0028 
                            YEAR*DOW  1996  4    1996   6     <.0001 
                            YEAR*DOW  1996  4    1996   7     1.0000 
                            YEAR*DOW  1996  4    1997   1     <.0001 
                            YEAR*DOW  1996  4    1997   2     0.5473 
                            YEAR*DOW  1996  4    1997   3     1.0000 
                            YEAR*DOW  1996  4    1997   4     1.0000 
                            YEAR*DOW  1996  4    1997   5     1.0000 
                            YEAR*DOW  1996  4    1997   6     1.0000 
                            YEAR*DOW  1996  4    1997   7     0.9827 
                            YEAR*DOW  1996  4    1998   1     <.0001 
                            YEAR*DOW  1996  4    1998   2     0.0001 
                            YEAR*DOW  1996  4    1998   3     <.0001 
                            YEAR*DOW  1996  4    1998   4     0.0002 
                            YEAR*DOW  1996  4    1998   5     0.0002 
                            YEAR*DOW  1996  4    1998   6     <.0001 
                            YEAR*DOW  1996  4    1998   7     <.0001 
                            YEAR*DOW  1996  4    1999   1     <.0001 
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                            YEAR*DOW  1996  4    1999   2     <.0001 
                            YEAR*DOW  1996  4    1999   3     <.0001 
                            YEAR*DOW  1996  4    1999   4     <.0001 
                            YEAR*DOW  1996  4    1999   5     <.0001 
                            YEAR*DOW  1996  4    1999   6     <.0001 
                            YEAR*DOW  1996  4    1999   7     <.0001 
                            YEAR*DOW  1996  5    1996   6     0.9614 
                            YEAR*DOW  1996  5    1996   7     0.0034 
                            YEAR*DOW  1996  5    1997   1     <.0001 
                            YEAR*DOW  1996  5    1997   2     <.0001 
                            YEAR*DOW  1996  5    1997   3     0.0040 
                            YEAR*DOW  1996  5    1997   4     <.0001 
                            YEAR*DOW  1996  5    1997   5     <.0001 
                            YEAR*DOW  1996  5    1997   6     0.0595 
                            YEAR*DOW  1996  5    1997   7     <.0001 
                            YEAR*DOW  1996  5    1998   1     <.0001 
                            YEAR*DOW  1996  5    1998   2     <.0001 
                            YEAR*DOW  1996  5    1998   3     <.0001 
                            YEAR*DOW  1996  5    1998   4     <.0001 
                            YEAR*DOW  1996  5    1998   5     <.0001 
                            YEAR*DOW  1996  5    1998   6     <.0001 
                            YEAR*DOW  1996  5    1998   7     <.0001 
                            YEAR*DOW  1996  5    1999   1     <.0001 
                            YEAR*DOW  1996  5    1999   2     <.0001 
                                         The SAS System         17:49 Monday, 
March 26, 2001  10 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1996  5    1999   3      -511.16   19.4187  31E5   -26.32    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1999   4      -498.08   18.2456  31E5   -27.30    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1999   5      -535.87   18.3190  31E5   -29.25    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1999   6      -612.81   18.8149  31E5   -32.57    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  5    1999   7      -852.38   20.0001  31E5   -42.62    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1996   7      -144.47   23.5020  31E5    -6.15    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1997   1      -306.07   24.4203  31E5   -12.53    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1997   2      -193.44   20.2534  31E5    -9.55    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1997   3      -128.15   20.0435  31E5    -6.39    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1997   4      -163.23   20.3591  31E5    -8.02    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1997   5      -151.47   20.0819  31E5    -7.54    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1996  6    1997   6      -121.03   21.8026  31E5    -5.55    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1997   7      -181.93   23.1978  31E5    -7.84    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1998   1      -439.10   22.0581  31E5   -19.91    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1998   2      -241.87   20.2543  31E5   -11.94    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1998   3      -252.93   21.3997  31E5   -11.82    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1998   4      -242.99   21.0156  31E5   -11.56    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1998   5      -237.81   19.9724  31E5   -11.91    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1998   6      -269.55   19.3302  31E5   -13.94    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1998   7      -517.96   23.9726  31E5   -21.61    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1999   1      -847.52   20.4076  31E5   -41.53    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1999   2      -531.35   19.2785  31E5   -27.56    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1999   3      -554.03   19.9274  31E5   -27.80    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1999   4      -540.95   18.7861  31E5   -28.80    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1999   5      -578.74   18.8575  31E5   -30.69    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1999   6      -655.68   19.3396  31E5   -33.90    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  6    1999   7      -895.25   20.4944  31E5   -43.68    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1997   1      -161.60   26.2967  31E5    -6.15    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1997   2     -48.9656   22.4804  31E5    -2.18    
0.0294  Tukey-Kramer 
  YEAR*DOW  1996  7    1997   3      16.3215   22.2915  31E5     0.73    
0.4641  Tukey-Kramer 
  YEAR*DOW  1996  7    1997   4     -18.7568   22.5757  31E5    -0.83    
0.4061  Tukey-Kramer 
  YEAR*DOW  1996  7    1997   5      -6.9960   22.3260  31E5    -0.31    
0.7540  Tukey-Kramer 
  YEAR*DOW  1996  7    1997   6      23.4447   23.8856  31E5     0.98    
0.3263  Tukey-Kramer 
  YEAR*DOW  1996  7    1997   7     -37.4600   25.1655  31E5    -1.49    
0.1366  Tukey-Kramer 
  YEAR*DOW  1996  7    1998   1      -294.63   24.1190  31E5   -12.22    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1998   2     -97.4012   22.4812  31E5    -4.33    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1998   3      -108.46   23.5184  31E5    -4.61    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1998   4     -98.5142   23.1695  31E5    -4.25    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1998   5     -93.3359   22.2276  31E5    -4.20    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1996  7    1998   6      -125.08   21.6524  31E5    -5.78    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1998   7      -373.49   25.8815  31E5   -14.43    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1999   1      -703.04   22.6194  31E5   -31.08    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1999   2      -386.88   21.6062  31E5   -17.91    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1999   3      -409.56   22.1872  31E5   -18.46    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1999   4      -396.48   21.1681  31E5   -18.73    
<.0001  Tukey-Kramer 
                                         The SAS System         17:49 Monday, 
March 26, 2001  11 
 
                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1996  5    1999   3     <.0001 
                            YEAR*DOW  1996  5    1999   4     <.0001 
                            YEAR*DOW  1996  5    1999   5     <.0001 
                            YEAR*DOW  1996  5    1999   6     <.0001 
                            YEAR*DOW  1996  5    1999   7     <.0001 
                            YEAR*DOW  1996  6    1996   7     <.0001 
                            YEAR*DOW  1996  6    1997   1     <.0001 
                            YEAR*DOW  1996  6    1997   2     <.0001 
                            YEAR*DOW  1996  6    1997   3     <.0001 
                            YEAR*DOW  1996  6    1997   4     <.0001 
                            YEAR*DOW  1996  6    1997   5     <.0001 
                            YEAR*DOW  1996  6    1997   6     <.0001 
                            YEAR*DOW  1996  6    1997   7     <.0001 
                            YEAR*DOW  1996  6    1998   1     <.0001 
                            YEAR*DOW  1996  6    1998   2     <.0001 
                            YEAR*DOW  1996  6    1998   3     <.0001 
                            YEAR*DOW  1996  6    1998   4     <.0001 
                            YEAR*DOW  1996  6    1998   5     <.0001 
                            YEAR*DOW  1996  6    1998   6     <.0001 
                            YEAR*DOW  1996  6    1998   7     <.0001 
                            YEAR*DOW  1996  6    1999   1     <.0001 
                            YEAR*DOW  1996  6    1999   2     <.0001 
                            YEAR*DOW  1996  6    1999   3     <.0001 
                            YEAR*DOW  1996  6    1999   4     <.0001 
                            YEAR*DOW  1996  6    1999   5     <.0001 
                            YEAR*DOW  1996  6    1999   6     <.0001 
                            YEAR*DOW  1996  6    1999   7     <.0001 
                            YEAR*DOW  1996  7    1997   1     <.0001 
                            YEAR*DOW  1996  7    1997   2     0.9251 
                            YEAR*DOW  1996  7    1997   3     1.0000 
                            YEAR*DOW  1996  7    1997   4     1.0000 
                            YEAR*DOW  1996  7    1997   5     1.0000 
                            YEAR*DOW  1996  7    1997   6     1.0000 
                            YEAR*DOW  1996  7    1997   7     0.9997 
                            YEAR*DOW  1996  7    1998   1     <.0001 



 

 277 

                            YEAR*DOW  1996  7    1998   2     0.0046 
                            YEAR*DOW  1996  7    1998   3     0.0013 
                            YEAR*DOW  1996  7    1998   4     0.0065 
                            YEAR*DOW  1996  7    1998   5     0.0081 
                            YEAR*DOW  1996  7    1998   6     <.0001 
                            YEAR*DOW  1996  7    1998   7     <.0001 
                            YEAR*DOW  1996  7    1999   1     <.0001 
                            YEAR*DOW  1996  7    1999   2     <.0001 
                            YEAR*DOW  1996  7    1999   3     <.0001 
                            YEAR*DOW  1996  7    1999   4     <.0001 
                                         The SAS System         17:49 Monday, 
March 26, 2001  12 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1996  7    1999   5      -434.27   21.2314  31E5   -20.45    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1999   6      -511.21   21.6607  31E5   -23.60    
<.0001  Tukey-Kramer 
  YEAR*DOW  1996  7    1999   7      -750.78   22.6978  31E5   -33.08    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1997   2       112.63   23.4387  31E5     4.81    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1997   3       177.92   23.2576  31E5     7.65    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1997   4       142.84   23.5301  31E5     6.07    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1997   5       154.60   23.2906  31E5     6.64    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1997   6       185.04   24.7896  31E5     7.46    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1997   7       124.14   26.0252  31E5     4.77    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1998   1      -133.03   25.0146  31E5    -5.32    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1998   2      64.1968   23.4394  31E5     2.74    
0.0062  Tukey-Kramer 
  YEAR*DOW  1997  1    1998   3      53.1420   24.4361  31E5     2.17    
0.0296  Tukey-Kramer 
  YEAR*DOW  1997  1    1998   4      63.0838   24.1004  31E5     2.62    
0.0089  Tukey-Kramer 
  YEAR*DOW  1997  1    1998   5      68.2621   23.1963  31E5     2.94    
0.0033  Tukey-Kramer 
  YEAR*DOW  1997  1    1998   6      36.5227   22.6457  31E5     1.61    
0.1068  Tukey-Kramer 
  YEAR*DOW  1997  1    1998   7      -211.89   26.7181  31E5    -7.93    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1999   1      -541.45   23.5721  31E5   -22.97    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1999   2      -225.28   22.6016  31E5    -9.97    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1997  1    1999   3      -247.96   23.1576  31E5   -10.71    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1999   4      -234.88   22.1831  31E5   -10.59    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1999   5      -272.67   22.2436  31E5   -12.26    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1999   6      -349.61   22.6537  31E5   -15.43    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  1    1999   7      -589.18   23.6473  31E5   -24.92    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1997   3      65.2871   18.8352  31E5     3.47    
0.0005  Tukey-Kramer 
  YEAR*DOW  1997  2    1997   4      30.2089   19.1707  31E5     1.58    
0.1151  Tukey-Kramer 
  YEAR*DOW  1997  2    1997   5      41.9696   18.8760  31E5     2.22    
0.0262  Tukey-Kramer 
  YEAR*DOW  1997  2    1997   6      72.4103   20.6972  31E5     3.50    
0.0005  Tukey-Kramer 
  YEAR*DOW  1997  2    1997   7      11.5056   22.1621  31E5     0.52    
0.6037  Tukey-Kramer 
  YEAR*DOW  1997  2    1998   1      -245.66   20.9662  31E5   -11.72    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1998   2     -48.4356   19.0593  31E5    -2.54    
0.0110  Tukey-Kramer 
  YEAR*DOW  1997  2    1998   3     -59.4903   20.2724  31E5    -2.93    
0.0033  Tukey-Kramer 
  YEAR*DOW  1997  2    1998   4     -49.5486   19.8665  31E5    -2.49    
0.0126  Tukey-Kramer 
  YEAR*DOW  1997  2    1998   5     -44.3702   18.7595  31E5    -2.37    
0.0180  Tukey-Kramer 
  YEAR*DOW  1997  2    1998   6     -76.1097   18.0743  31E5    -4.21    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1998   7      -324.52   22.9718  31E5   -14.13    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1999   1      -654.08   19.2221  31E5   -34.03    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1999   2      -337.91   18.0189  31E5   -18.75    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1999   3      -360.59   18.7116  31E5   -19.27    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1999   4      -347.51   17.4911  31E5   -19.87    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1999   5      -385.31   17.5677  31E5   -21.93    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1999   6      -462.25   18.0843  31E5   -25.56    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  2    1999   7      -701.81   19.3143  31E5   -36.34    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1997   4     -35.0782   18.9489  31E5    -1.85    
0.0641  Tukey-Kramer 
  YEAR*DOW  1997  3    1997   5     -23.3175   18.6506  31E5    -1.25    
0.2112  Tukey-Kramer 
  YEAR*DOW  1997  3    1997   6       7.1232   20.4918  31E5     0.35    
0.7281  Tukey-Kramer 
                                         The SAS System         17:49 Monday, 
March 26, 2001  13 
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                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1996  7    1999   5     <.0001 
                            YEAR*DOW  1996  7    1999   6     <.0001 
                            YEAR*DOW  1996  7    1999   7     <.0001 
                            YEAR*DOW  1997  1    1997   2     0.0005 
                            YEAR*DOW  1997  1    1997   3     <.0001 
                            YEAR*DOW  1997  1    1997   4     <.0001 
                            YEAR*DOW  1997  1    1997   5     <.0001 
                            YEAR*DOW  1997  1    1997   6     <.0001 
                            YEAR*DOW  1997  1    1997   7     0.0006 
                            YEAR*DOW  1997  1    1998   1     <.0001 
                            YEAR*DOW  1997  1    1998   2     0.5617 
                            YEAR*DOW  1997  1    1998   3     0.9263 
                            YEAR*DOW  1997  1    1998   4     0.6607 
                            YEAR*DOW  1997  1    1998   5     0.3974 
                            YEAR*DOW  1997  1    1998   6     0.9987 
                            YEAR*DOW  1997  1    1998   7     <.0001 
                            YEAR*DOW  1997  1    1999   1     <.0001 
                            YEAR*DOW  1997  1    1999   2     <.0001 
                            YEAR*DOW  1997  1    1999   3     <.0001 
                            YEAR*DOW  1997  1    1999   4     <.0001 
                            YEAR*DOW  1997  1    1999   5     <.0001 
                            YEAR*DOW  1997  1    1999   6     <.0001 
                            YEAR*DOW  1997  1    1999   7     <.0001 
                            YEAR*DOW  1997  2    1997   3     0.1098 
                            YEAR*DOW  1997  2    1997   4     0.9991 
                            YEAR*DOW  1997  2    1997   5     0.9079 
                            YEAR*DOW  1997  2    1997   6     0.0998 
                            YEAR*DOW  1997  2    1997   7     1.0000 
                            YEAR*DOW  1997  2    1998   1     <.0001 
                            YEAR*DOW  1997  2    1998   2     0.7198 
                            YEAR*DOW  1997  2    1998   3     0.4037 
                            YEAR*DOW  1997  2    1998   4     0.7543 
                            YEAR*DOW  1997  2    1998   5     0.8379 
                            YEAR*DOW  1997  2    1998   6     0.0077 
                            YEAR*DOW  1997  2    1998   7     <.0001 
                            YEAR*DOW  1997  2    1999   1     <.0001 
                            YEAR*DOW  1997  2    1999   2     <.0001 
                            YEAR*DOW  1997  2    1999   3     <.0001 
                            YEAR*DOW  1997  2    1999   4     <.0001 
                            YEAR*DOW  1997  2    1999   5     <.0001 
                            YEAR*DOW  1997  2    1999   6     <.0001 
                            YEAR*DOW  1997  2    1999   7     <.0001 
                            YEAR*DOW  1997  3    1997   4     0.9895 
                            YEAR*DOW  1997  3    1997   5     1.0000 
                            YEAR*DOW  1997  3    1997   6     1.0000 
                                         The SAS System         17:49 Monday, 
March 26, 2001  14 
 
                                      The Mixed Procedure 
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                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1997  3    1997   7     -53.7815   21.9704  31E5    -2.45    
0.0144  Tukey-Kramer 
  YEAR*DOW  1997  3    1998   1      -310.95   20.7635  31E5   -14.98    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1998   2      -113.72   18.8361  31E5    -6.04    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1998   3      -124.78   20.0627  31E5    -6.22    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1998   4      -114.84   19.6525  31E5    -5.84    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1998   5      -109.66   18.5327  31E5    -5.92    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1998   6      -141.40   17.8388  31E5    -7.93    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1998   7      -389.81   22.7870  31E5   -17.11    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1999   1      -719.37   19.0009  31E5   -37.86    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1999   2      -403.20   17.7827  31E5   -22.67    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1999   3      -425.88   18.4842  31E5   -23.04    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1999   4      -412.80   17.2477  31E5   -23.93    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1999   5      -450.59   17.3254  31E5   -26.01    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1999   6      -527.53   17.8489  31E5   -29.56    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  3    1999   7      -767.10   19.0941  31E5   -40.17    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1997   5      11.7607   18.9894  31E5     0.62    
0.5357  Tukey-Kramer 
  YEAR*DOW  1997  4    1997   6      42.2014   20.8007  31E5     2.03    
0.0425  Tukey-Kramer 
  YEAR*DOW  1997  4    1997   7     -18.7033   22.2588  31E5    -0.84    
0.4008  Tukey-Kramer 
  YEAR*DOW  1997  4    1998   1      -275.87   21.0684  31E5   -13.09    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1998   2     -78.6445   19.1717  31E5    -4.10    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1998   3     -89.6992   20.3781  31E5    -4.40    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1998   4     -79.7575   19.9743  31E5    -3.99    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1998   5     -74.5791   18.8737  31E5    -3.95    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1998   6      -106.32   18.1927  31E5    -5.84    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1998   7      -354.73   23.0652  31E5   -15.38    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1997  4    1999   1      -684.29   19.3336  31E5   -35.39    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1999   2      -368.12   18.1377  31E5   -20.30    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1999   3      -390.80   18.8260  31E5   -20.76    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1999   4      -377.72   17.6135  31E5   -21.44    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1999   5      -415.52   17.6896  31E5   -23.49    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1999   6      -492.45   18.2026  31E5   -27.05    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  4    1999   7      -732.02   19.4252  31E5   -37.68    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1997   6      30.4407   20.5294  31E5     1.48    
0.1381  Tukey-Kramer 
  YEAR*DOW  1997  5    1997   7     -30.4640   22.0055  31E5    -1.38    
0.1662  Tukey-Kramer 
  YEAR*DOW  1997  5    1998   1      -287.63   20.8006  31E5   -13.83    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1998   2     -90.4052   18.8769  31E5    -4.79    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1998   3      -101.46   20.1010  31E5    -5.05    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1998   4     -91.5182   19.6916  31E5    -4.65    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1998   5     -86.3398   18.5742  31E5    -4.65    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1998   6      -118.08   17.8819  31E5    -6.60    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1998   7      -366.49   22.8208  31E5   -16.06    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1999   1      -696.05   19.0414  31E5   -36.55    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1999   2      -379.88   17.8259  31E5   -21.31    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1999   3      -402.56   18.5258  31E5   -21.73    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1999   4      -389.48   17.2923  31E5   -22.52    
<.0001  Tukey-Kramer 
                                         The SAS System         17:49 Monday, 
March 26, 2001  15 
 
                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1997  3    1997   7     0.7862 
                            YEAR*DOW  1997  3    1998   1     <.0001 
                            YEAR*DOW  1997  3    1998   2     <.0001 
                            YEAR*DOW  1997  3    1998   3     <.0001 
                            YEAR*DOW  1997  3    1998   4     <.0001 
                            YEAR*DOW  1997  3    1998   5     <.0001 
                            YEAR*DOW  1997  3    1998   6     <.0001 
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                            YEAR*DOW  1997  3    1998   7     <.0001 
                            YEAR*DOW  1997  3    1999   1     <.0001 
                            YEAR*DOW  1997  3    1999   2     <.0001 
                            YEAR*DOW  1997  3    1999   3     <.0001 
                            YEAR*DOW  1997  3    1999   4     <.0001 
                            YEAR*DOW  1997  3    1999   5     <.0001 
                            YEAR*DOW  1997  3    1999   6     <.0001 
                            YEAR*DOW  1997  3    1999   7     <.0001 
                            YEAR*DOW  1997  4    1997   5     1.0000 
                            YEAR*DOW  1997  4    1997   6     0.9660 
                            YEAR*DOW  1997  4    1997   7     1.0000 
                            YEAR*DOW  1997  4    1998   1     <.0001 
                            YEAR*DOW  1997  4    1998   2     0.0120 
                            YEAR*DOW  1997  4    1998   3     0.0034 
                            YEAR*DOW  1997  4    1998   4     0.0184 
                            YEAR*DOW  1997  4    1998   5     0.0215 
                            YEAR*DOW  1997  4    1998   6     <.0001 
                            YEAR*DOW  1997  4    1998   7     <.0001 
                            YEAR*DOW  1997  4    1999   1     <.0001 
                            YEAR*DOW  1997  4    1999   2     <.0001 
                            YEAR*DOW  1997  4    1999   3     <.0001 
                            YEAR*DOW  1997  4    1999   4     <.0001 
                            YEAR*DOW  1997  4    1999   5     <.0001 
                            YEAR*DOW  1997  4    1999   6     <.0001 
                            YEAR*DOW  1997  4    1999   7     <.0001 
                            YEAR*DOW  1997  5    1997   6     0.9997 
                            YEAR*DOW  1997  5    1997   7     0.9999 
                            YEAR*DOW  1997  5    1998   1     <.0001 
                            YEAR*DOW  1997  5    1998   2     0.0006 
                            YEAR*DOW  1997  5    1998   3     0.0002 
                            YEAR*DOW  1997  5    1998   4     0.0011 
                            YEAR*DOW  1997  5    1998   5     0.0011 
                            YEAR*DOW  1997  5    1998   6     <.0001 
                            YEAR*DOW  1997  5    1998   7     <.0001 
                            YEAR*DOW  1997  5    1999   1     <.0001 
                            YEAR*DOW  1997  5    1999   2     <.0001 
                            YEAR*DOW  1997  5    1999   3     <.0001 
                            YEAR*DOW  1997  5    1999   4     <.0001 
                                         The SAS System         17:49 Monday, 
March 26, 2001  16 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1997  5    1999   5      -427.28   17.3697  31E5   -24.60    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1999   6      -504.22   17.8920  31E5   -28.18    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  5    1999   7      -743.78   19.1344  31E5   -38.87    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1997   7     -60.9047   23.5862  31E5    -2.58    
0.0098  Tukey-Kramer 
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  YEAR*DOW  1997  6    1998   1      -318.07   22.4663  31E5   -14.16    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1998   2      -120.85   20.6980  31E5    -5.84    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1998   3      -131.90   21.8202  31E5    -6.04    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1998   4      -121.96   21.4437  31E5    -5.69    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1998   5      -116.78   20.4224  31E5    -5.72    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1998   6      -148.52   19.7947  31E5    -7.50    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1998   7      -396.93   24.3487  31E5   -16.30    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1999   1      -726.49   20.8481  31E5   -34.85    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1999   2      -410.32   19.7442  31E5   -20.78    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1999   3      -433.00   20.3783  31E5   -21.25    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1999   4      -419.92   19.2638  31E5   -21.80    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1999   5      -457.72   19.3333  31E5   -23.68    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1999   6      -534.66   19.8039  31E5   -27.00    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  6    1999   7      -774.22   20.9331  31E5   -36.99    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1998   1      -257.17   23.8226  31E5   -10.80    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1998   2     -59.9412   22.1629  31E5    -2.70    
0.0068  Tukey-Kramer 
  YEAR*DOW  1997  7    1998   3     -70.9960   23.2144  31E5    -3.06    
0.0022  Tukey-Kramer 
  YEAR*DOW  1997  7    1998   4     -61.0542   22.8608  31E5    -2.67    
0.0076  Tukey-Kramer 
  YEAR*DOW  1997  7    1998   5     -55.8759   21.9056  31E5    -2.55    
0.0107  Tukey-Kramer 
  YEAR*DOW  1997  7    1998   6     -87.6153   21.3217  31E5    -4.11    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1998   7      -336.03   25.6055  31E5   -13.12    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1999   1      -665.58   22.3031  31E5   -29.84    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1999   2      -349.42   21.2748  31E5   -16.42    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1999   3      -372.10   21.8646  31E5   -17.02    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1999   4      -359.02   20.8297  31E5   -17.24    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1999   5      -396.81   20.8941  31E5   -18.99    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1999   6      -473.75   21.3302  31E5   -22.21    
<.0001  Tukey-Kramer 
  YEAR*DOW  1997  7    1999   7      -713.32   22.3826  31E5   -31.87    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1998  1    1998   2       197.22   20.9670  31E5     9.41    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1998   3       186.17   22.0756  31E5     8.43    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1998   4       196.11   21.7034  31E5     9.04    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1998   5       201.29   20.6949  31E5     9.73    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1998   6       169.55   20.0758  31E5     8.45    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1998   7     -78.8612   24.5778  31E5    -3.21    
0.0013  Tukey-Kramer 
  YEAR*DOW  1998  1    1999   1      -408.42   21.1152  31E5   -19.34    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1999   2     -92.2520   20.0260  31E5    -4.61    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1999   3      -114.93   20.6515  31E5    -5.57    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1999   4      -101.85   19.5525  31E5    -5.21    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1999   5      -139.65   19.6211  31E5    -7.12    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1999   6      -216.59   20.0848  31E5   -10.78    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  1    1999   7      -456.15   21.1991  31E5   -21.52    
<.0001  Tukey-Kramer 
                                         The SAS System         17:49 Monday, 
March 26, 2001  17 
 
                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1997  5    1999   5     <.0001 
                            YEAR*DOW  1997  5    1999   6     <.0001 
                            YEAR*DOW  1997  5    1999   7     <.0001 
                            YEAR*DOW  1997  6    1997   7     0.6885 
                            YEAR*DOW  1997  6    1998   1     <.0001 
                            YEAR*DOW  1997  6    1998   2     <.0001 
                            YEAR*DOW  1997  6    1998   3     <.0001 
                            YEAR*DOW  1997  6    1998   4     <.0001 
                            YEAR*DOW  1997  6    1998   5     <.0001 
                            YEAR*DOW  1997  6    1998   6     <.0001 
                            YEAR*DOW  1997  6    1998   7     <.0001 
                            YEAR*DOW  1997  6    1999   1     <.0001 
                            YEAR*DOW  1997  6    1999   2     <.0001 
                            YEAR*DOW  1997  6    1999   3     <.0001 
                            YEAR*DOW  1997  6    1999   4     <.0001 
                            YEAR*DOW  1997  6    1999   5     <.0001 
                            YEAR*DOW  1997  6    1999   6     <.0001 
                            YEAR*DOW  1997  6    1999   7     <.0001 
                            YEAR*DOW  1997  7    1998   1     <.0001 
                            YEAR*DOW  1997  7    1998   2     0.5900 
                            YEAR*DOW  1997  7    1998   3     0.3138 
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                            YEAR*DOW  1997  7    1998   4     0.6178 
                            YEAR*DOW  1997  7    1998   5     0.7127 
                            YEAR*DOW  1997  7    1998   6     0.0117 
                            YEAR*DOW  1997  7    1998   7     <.0001 
                            YEAR*DOW  1997  7    1999   1     <.0001 
                            YEAR*DOW  1997  7    1999   2     <.0001 
                            YEAR*DOW  1997  7    1999   3     <.0001 
                            YEAR*DOW  1997  7    1999   4     <.0001 
                            YEAR*DOW  1997  7    1999   5     <.0001 
                            YEAR*DOW  1997  7    1999   6     <.0001 
                            YEAR*DOW  1997  7    1999   7     <.0001 
                            YEAR*DOW  1998  1    1998   2     <.0001 
                            YEAR*DOW  1998  1    1998   3     <.0001 
                            YEAR*DOW  1998  1    1998   4     <.0001 
                            YEAR*DOW  1998  1    1998   5     <.0001 
                            YEAR*DOW  1998  1    1998   6     <.0001 
                            YEAR*DOW  1998  1    1998   7     0.2214 
                            YEAR*DOW  1998  1    1999   1     <.0001 
                            YEAR*DOW  1998  1    1999   2     0.0014 
                            YEAR*DOW  1998  1    1999   3     <.0001 
                            YEAR*DOW  1998  1    1999   4     <.0001 
                            YEAR*DOW  1998  1    1999   5     <.0001 
                            YEAR*DOW  1998  1    1999   6     <.0001 
                            YEAR*DOW  1998  1    1999   7     <.0001 
                                         The SAS System         17:49 Monday, 
March 26, 2001  18 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1998  2    1998   3     -11.0547   20.2733  31E5    -0.55    
0.5856  Tukey-Kramer 
  YEAR*DOW  1998  2    1998   4      -1.1130   19.8674  31E5    -0.06    
0.9553  Tukey-Kramer 
  YEAR*DOW  1998  2    1998   5       4.0654   18.7605  31E5     0.22    
0.8284  Tukey-Kramer 
  YEAR*DOW  1998  2    1998   6     -27.6741   18.0753  31E5    -1.53    
0.1258  Tukey-Kramer 
  YEAR*DOW  1998  2    1998   7      -276.09   22.9726  31E5   -12.02    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  2    1999   1      -605.64   19.2231  31E5   -31.51    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  2    1999   2      -289.48   18.0199  31E5   -16.06    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  2    1999   3      -312.16   18.7126  31E5   -16.68    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  2    1999   4      -299.08   17.4922  31E5   -17.10    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  2    1999   5      -336.87   17.5688  31E5   -19.17    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  2    1999   6      -413.81   18.0853  31E5   -22.88    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1998  2    1999   7      -653.38   19.3153  31E5   -33.83    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1998   4       9.9418   21.0339  31E5     0.47    
0.6365  Tukey-Kramer 
  YEAR*DOW  1998  3    1998   5      15.1201   19.9917  31E5     0.76    
0.4495  Tukey-Kramer 
  YEAR*DOW  1998  3    1998   6     -16.6193   19.3502  31E5    -0.86    
0.3904  Tukey-Kramer 
  YEAR*DOW  1998  3    1998   7      -265.03   23.9886  31E5   -11.05    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1999   1      -594.59   20.4265  31E5   -29.11    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1999   2      -278.42   19.2984  31E5   -14.43    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1999   3      -301.10   19.9468  31E5   -15.10    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1999   4      -288.02   18.8066  31E5   -15.31    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1999   5      -325.82   18.8779  31E5   -17.26    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1999   6      -402.76   19.3595  31E5   -20.80    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  3    1999   7      -642.32   20.5132  31E5   -31.31    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1998   5       5.1783   19.5800  31E5     0.26    
0.7914  Tukey-Kramer 
  YEAR*DOW  1998  4    1998   6     -26.5611   18.9245  31E5    -1.40    
0.1605  Tukey-Kramer 
  YEAR*DOW  1998  4    1998   7      -274.97   23.6466  31E5   -11.63    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1999   1      -604.53   20.0237  31E5   -30.19    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1999   2      -288.36   18.8716  31E5   -15.28    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1999   3      -311.04   19.5341  31E5   -15.92    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1999   4      -297.96   18.3684  31E5   -16.22    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1999   5      -335.76   18.4413  31E5   -18.21    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1999   6      -412.70   18.9340  31E5   -21.80    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  4    1999   7      -652.26   20.1122  31E5   -32.43    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1998   6     -31.7394   17.7589  31E5    -1.79    
0.0739  Tukey-Kramer 
  YEAR*DOW  1998  5    1998   7      -280.15   22.7245  31E5   -12.33    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1999   1      -609.71   18.9259  31E5   -32.22    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1999   2      -293.54   17.7025  31E5   -16.58    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1999   3      -316.22   18.4072  31E5   -17.18    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1999   4      -303.14   17.1651  31E5   -17.66    
<.0001  Tukey-Kramer 
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  YEAR*DOW  1998  5    1999   5      -340.94   17.2431  31E5   -19.77    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1999   6      -417.88   17.7691  31E5   -23.52    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  5    1999   7      -657.44   19.0195  31E5   -34.57    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  6    1998   7      -248.41   22.1622  31E5   -11.21    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  6    1999   1      -577.97   18.2469  31E5   -31.67    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  6    1999   2      -261.80   16.9747  31E5   -15.42    
<.0001  Tukey-Kramer 
                                         The SAS System         17:49 Monday, 
March 26, 2001  19 
 
                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1998  2    1998   3     1.0000 
                            YEAR*DOW  1998  2    1998   4     1.0000 
                            YEAR*DOW  1998  2    1998   5     1.0000 
                            YEAR*DOW  1998  2    1998   6     0.9995 
                            YEAR*DOW  1998  2    1998   7     <.0001 
                            YEAR*DOW  1998  2    1999   1     <.0001 
                            YEAR*DOW  1998  2    1999   2     <.0001 
                            YEAR*DOW  1998  2    1999   3     <.0001 
                            YEAR*DOW  1998  2    1999   4     <.0001 
                            YEAR*DOW  1998  2    1999   5     <.0001 
                            YEAR*DOW  1998  2    1999   6     <.0001 
                            YEAR*DOW  1998  2    1999   7     <.0001 
                            YEAR*DOW  1998  3    1998   4     1.0000 
                            YEAR*DOW  1998  3    1998   5     1.0000 
                            YEAR*DOW  1998  3    1998   6     1.0000 
                            YEAR*DOW  1998  3    1998   7     <.0001 
                            YEAR*DOW  1998  3    1999   1     <.0001 
                            YEAR*DOW  1998  3    1999   2     <.0001 
                            YEAR*DOW  1998  3    1999   3     <.0001 
                            YEAR*DOW  1998  3    1999   4     <.0001 
                            YEAR*DOW  1998  3    1999   5     <.0001 
                            YEAR*DOW  1998  3    1999   6     <.0001 
                            YEAR*DOW  1998  3    1999   7     <.0001 
                            YEAR*DOW  1998  4    1998   5     1.0000 
                            YEAR*DOW  1998  4    1998   6     0.9999 
                            YEAR*DOW  1998  4    1998   7     <.0001 
                            YEAR*DOW  1998  4    1999   1     <.0001 
                            YEAR*DOW  1998  4    1999   2     <.0001 
                            YEAR*DOW  1998  4    1999   3     <.0001 
                            YEAR*DOW  1998  4    1999   4     <.0001 
                            YEAR*DOW  1998  4    1999   5     <.0001 
                            YEAR*DOW  1998  4    1999   6     <.0001 
                            YEAR*DOW  1998  4    1999   7     <.0001 
                            YEAR*DOW  1998  5    1998   6     0.9936 
                            YEAR*DOW  1998  5    1998   7     <.0001 
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                            YEAR*DOW  1998  5    1999   1     <.0001 
                            YEAR*DOW  1998  5    1999   2     <.0001 
                            YEAR*DOW  1998  5    1999   3     <.0001 
                            YEAR*DOW  1998  5    1999   4     <.0001 
                            YEAR*DOW  1998  5    1999   5     <.0001 
                            YEAR*DOW  1998  5    1999   6     <.0001 
                            YEAR*DOW  1998  5    1999   7     <.0001 
                            YEAR*DOW  1998  6    1998   7     <.0001 
                            YEAR*DOW  1998  6    1999   1     <.0001 
                            YEAR*DOW  1998  6    1999   2     <.0001 
                                         The SAS System         17:49 Monday, 
March 26, 2001  20 
 
                                      The Mixed Procedure 
 
                              Differences of Least Squares Means 
 
                                              Standard 
  Effect    YEAR  DOW  _YEAR  _DOW  Estimate     Error    DF  t Value  Pr > 
|t|  Adjustment 
 
  YEAR*DOW  1998  6    1999   3      -284.48   17.7083  31E5   -16.06    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  6    1999   4      -271.40   16.4134  31E5   -16.54    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  6    1999   5      -309.20   16.4950  31E5   -18.74    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  6    1999   6      -386.14   17.0440  31E5   -22.66    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  6    1999   7      -625.70   18.3440  31E5   -34.11    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  7    1999   1      -329.56   23.1079  31E5   -14.26    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  7    1999   2     -13.3908   22.1171  31E5    -0.61    
0.5449  Tukey-Kramer 
  YEAR*DOW  1998  7    1999   3     -36.0698   22.6850  31E5    -1.59    
0.1118  Tukey-Kramer 
  YEAR*DOW  1998  7    1999   4     -22.9908   21.6893  31E5    -1.06    
0.2891  Tukey-Kramer 
  YEAR*DOW  1998  7    1999   5     -60.7852   21.7511  31E5    -2.79    
0.0052  Tukey-Kramer 
  YEAR*DOW  1998  7    1999   6      -137.72   22.1704  31E5    -6.21    
<.0001  Tukey-Kramer 
  YEAR*DOW  1998  7    1999   7      -377.29   23.1847  31E5   -16.27    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  1    1999   2       316.17   18.1921  31E5    17.38    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  1    1999   3       293.49   18.8784  31E5    15.55    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  1    1999   4       306.57   17.6695  31E5    17.35    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  1    1999   5       268.77   17.7453  31E5    15.15    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  1    1999   6       191.83   18.2568  31E5    10.51    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  1    1999   7     -47.7318   19.4760  31E5    -2.45    
0.0143  Tukey-Kramer 
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  YEAR*DOW  1999  2    1999   3     -22.6791   17.6518  31E5    -1.28    
0.1989  Tukey-Kramer 
  YEAR*DOW  1999  2    1999   4      -9.6001   16.3524  31E5    -0.59    
0.5572  Tukey-Kramer 
  YEAR*DOW  1999  2    1999   5     -47.3945   16.4343  31E5    -2.88    
0.0039  Tukey-Kramer 
  YEAR*DOW  1999  2    1999   6      -124.33   16.9853  31E5    -7.32    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  2    1999   7      -363.90   18.2894  31E5   -19.90    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  3    1999   4      13.0790   17.1127  31E5     0.76    
0.4447  Tukey-Kramer 
  YEAR*DOW  1999  3    1999   5     -24.7154   17.1910  31E5    -1.44    
0.1505  Tukey-Kramer 
  YEAR*DOW  1999  3    1999   6      -101.65   17.7185  31E5    -5.74    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  3    1999   7      -341.22   18.9723  31E5   -17.99    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  4    1999   5     -37.7944   15.8539  31E5    -2.38    
0.0171  Tukey-Kramer 
  YEAR*DOW  1999  4    1999   6      -114.73   16.4244  31E5    -6.99    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  4    1999   7      -354.30   17.7697  31E5   -19.94    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  5    1999   6     -76.9390   16.5059  31E5    -4.66    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  5    1999   7      -316.50   17.8451  31E5   -17.74    
<.0001  Tukey-Kramer 
  YEAR*DOW  1999  6    1999   7      -239.57   18.3538  31E5   -13.05    
<.0001  Tukey-Kramer 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1998  6    1999   3     <.0001 
                            YEAR*DOW  1998  6    1999   4     <.0001 
                            YEAR*DOW  1998  6    1999   5     <.0001 
                            YEAR*DOW  1998  6    1999   6     <.0001 
                            YEAR*DOW  1998  6    1999   7     <.0001 
                            YEAR*DOW  1998  7    1999   1     <.0001 
                                         The SAS System         17:49 Monday, 
March 26, 2001  21 
 
                                      The Mixed Procedure 
 
 
                               Differences of Least Squares Means 
 
                            Effect    YEAR  DOW  _YEAR  _DOW   Adj P 
 
                            YEAR*DOW  1998  7    1999   2     1.0000 
                            YEAR*DOW  1998  7    1999   3     0.9990 
                            YEAR*DOW  1998  7    1999   4     1.0000 
                            YEAR*DOW  1998  7    1999   5     0.5157 
                            YEAR*DOW  1998  7    1999   6     <.0001 
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                            YEAR*DOW  1998  7    1999   7     <.0001 
                            YEAR*DOW  1999  1    1999   2     <.0001 
                            YEAR*DOW  1999  1    1999   3     <.0001 
                            YEAR*DOW  1999  1    1999   4     <.0001 
                            YEAR*DOW  1999  1    1999   5     <.0001 
                            YEAR*DOW  1999  1    1999   6     <.0001 
                            YEAR*DOW  1999  1    1999   7     0.7843 
                            YEAR*DOW  1999  2    1999   3     1.0000 
                            YEAR*DOW  1999  2    1999   4     1.0000 
                            YEAR*DOW  1999  2    1999   5     0.4433 
                            YEAR*DOW  1999  2    1999   6     <.0001 
                            YEAR*DOW  1999  2    1999   7     <.0001 
                            YEAR*DOW  1999  3    1999   4     1.0000 
                            YEAR*DOW  1999  3    1999   5     0.9998 
                            YEAR*DOW  1999  3    1999   6     <.0001 
                            YEAR*DOW  1999  3    1999   7     <.0001 
                            YEAR*DOW  1999  4    1999   5     0.8268 
                            YEAR*DOW  1999  4    1999   6     <.0001 
                            YEAR*DOW  1999  4    1999   7     <.0001 
                            YEAR*DOW  1999  5    1999   6     0.0011 
                            YEAR*DOW  1999  5    1999   7     <.0001 
                            YEAR*DOW  1999  6    1999   7     <.0001
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