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ABSTRACT
Freehand gestures have long been considered to potentially deliver natural, intuitive, terse
but powerful human-computer interaction techniques. Over years, researchers have been
attempting to employ freehand gestures as an alternative input modality to the conventional devices (e.g. keyboard and mouse) in a wide array of application domains, and a
huge number of gesture recognition systems and gesture-based interaction techniques
have been created in lab. However, a fundamental question remains: is it possible to
establish an interaction framework so that we may approach freehand gestural interaction
from a systematic perspective, and design coherent and consistent freehand gesture-based
human-computer interaction experience? Existing research tends to focus on the
technologies that enable the gestural interaction, or on the novel design of gestural
interaction techniques for specific tasks and applications. Such “point designs” are
claimed to be insufficient, and an existing application-specific design lends very limited
insights and guidance to design problems in another application. An interaction
framework allows us to move from individual designs to a more holistic approach.
The goal of this research is to construct a framework to support a systematic approach for
designing freehand gesture-based interactions. Toward this goal our research began with
a review and examination of the gesture interaction literature, followed by an analysis of
the essential components of an interaction framework. We then proposed and justified the
scope of research and the approach we took to construct the interaction framework. We
have designed and evaluated (analytically and empirically) gestural interaction
techniques for two broad categories of freehand gestures we specified – spatial gestures,
and surface gestures. In the design activity, we have discovered and proposed the core
design principles and guidelines, and validated them via user studies. Finally, we
assessed the ability of the freehand gesture interaction framework we have constructed to
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help designers create new applications and designs, by putting together a few proof-ofconcept examples of a coherent and consistent freehand gesture user interface.
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CHAPTER 1

INTRODUCTION

1.1 Motivation: Your Hand is Your Device
Freehand gestures have long been considered promising to enable a natural and intuitive
approach for human-computer interactions for a wide range of domains, tasks, and
applications. Back to 1980, the Architecture Machine Group at the Massachusetts
Institute of Technology experimented with the conjoint use of gesture-recognition and
voice-input to interact with graphics displays (Bolt, 1980). Since then, researchers
seeking an alternative input style to pointing with a mouse and typing with a keyboard
have been fascinated by the notion of using freehand gestures to facilitate a more
expressive and intuitive interaction. Two paradigms of gestural interactions have been
widely explored (Baudel & Beaudouin-Lafon, 1993). In the manipulation paradigm, the
user manipulates objects directly using freehand gestures in an application-specific way.
This paradigm has been extensively used in Virtual Reality (VR) and Augmented Reality
(AR) systems. For example, data gloves were developed over the years, enabling the user
to interact with objects in virtual and augmented reality applications with hand motions
(Wexelblat, 1995; Buchmann et al., 2004). In the sign language paradigm, the user issues
commands to computing systems with hand gestures. For example, waving the hand can
be interpreted as the exit command to a system, and clapping the hands can be a signal to
turn on a light.
There are several expected advantages of using freehand gestures for human-computer
interactions. First, a variety of hand gestures are used for communication or real world
object control in everyday life (Mulder, 1996), and thus are natural and easy to
understand to human beings, if adopted appropriately. Second, hand gestures may afford
terse but powerful interactions, since the position, orientation, and movements of the
hand and fingers provide a large number of degrees of freedom (DOF), hence high power
of expression. Third, a single hand gesture can even specify both a command and its
parameters (Baudel & Beaudouin-Lafon, 1993). Finally, the hand becomes the input
device, which can be easily “acquired” and “reacquired” at any time, eliminating the need
for physical devices.
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Despite the potential benefits of freehand gesture-based interaction, its adoption in real
world applications has been very limited. This is partly because the cost of motion
sensing technologies has been prohibitive for everyday use. However, with technologies
becoming more mature and cheaper, we are witnessing an emerging trend of realizing
“natural user interfaces” in daily computing experience for the massive population. This
trend has been exemplified by the successful launch of Nintendo Wii™, and more
recently, Microsoft Kinect™. There is no reason that we cannot expect the freehand
gesture interaction to gain much wider dissemination in the near future.

1.2 Definition of Concepts
Before further discussion, we define several important concepts that we will use
throughout this research:
Freehand gesture interaction: freehand refers to human beings’ natural hands. Freehand
interaction is a method of interaction with only bare hands for input1. Note, however, that
surface-based freehand interaction (i.e. touch screens or other flat surfaces used to
recognize “strokes” created by fingers) is beyond the scope of this research. Introducing a
touch sensitive surface leads us into a related but disparate area of research. We will
further clarify this in detail in later chapters.
Gestures: in our research, a gesture means a movement of the hand or fingers, which can
be captured by the sensing technologies and translated into computer-interpretable
control signals.
Posture: a posture is a static configuration of the hand (Bowman et al., 2004). Note that
gestural commands in our research can include both postures and gestures.
Framework: an interaction framework in our research specifies major components of
freehand gestural interaction design, and provides design principles and guidance for
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  Note that the implementation of freehand interaction today is usually tied to some sort of

intermediate transducer. The current computer vision based recognition technology is not
sufficiently mature and robust to process “truly” freehand gestures, and thus, the devices used to
translate gestures into input events should be viewed as enabling technologies, and should not be
confounded with “gestural input” in our research.	
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designers, developers, and end users. We will extend the definition of freehand gesture
framework in greater detail in later sections.

1.3 Application Scenarios
Although freehand gesture interaction has not achieved wide dissemination in real world
applications, the following four scenarios do illustrate the potential adoption of this style
of interaction.

1.3.1 Interactive sharable public ambient displays
A new conduit for information presentation is emerging in the form of inexpensive, largescale interactive displays placed in public spaces like airports, shopping malls, hotels,
schools, and meeting rooms (Vogel & Balakrishnan, 2004). Unlike previous information
presentation displays, interactive public ambient displays not only broadcast information
to the public, but also create the opportunity for individuals who pass by to access and
interact with public or private data. Such displays may therefore serve as a ubiquitous
information gateway to both public and personal information, and may reduce the
necessity for carrying around personal devices such as laptops or PDAs. Figure 1 shows a
prototype public ambient display sharable among multiple users.
One of the challenges with deploying this kind of displays in the real world is, what kind
of input device and interface techniques do we need to allow for effective interaction with
it? Traditional keyboard and mouse will fall short. To take full advantage of a large-scale
display, it should be sharable among multiple users either individually or collaboratively.
But keyboard and mouse, by nature, are not intended for sharable interaction scenarios. In
addition, a public ambient display should be designed to support both transient at-adistance interaction and up-close access for extended duration. Traditional devices do not
scale well in this case. Freehand gesture-based interaction, however, effectively
eliminates the issue of device sharing and affords fluid transitions between distant and
up-close interactions (Vogel & Balakrishnan, 2004).
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Figure 1: A prototype sharable public ambient display (photo courtesy of Daniel Vogel and
Ravin Balakrishnan, 2004).

An example scenario is: a businessman and frequent traveler, Joe, is waiting for his flight
in the Chicago airport. He looks at a public information display, and not surprisingly, he
finds out that his flight is delayed. To kill time, he decides to browse business news. He
therefore walks towards the display and stays about two meters away. He uses a gesture
to select news browsing function, and starts reading. He is attracted by a headline about
his company and after reading it, he decides to review his calendar and email to get
updates on a business negotiation. He then gets closer to the screen, entering the personal
interaction phase. His RFID card is identified by the system, and he gestures to retrieve
his weekly calendar along with the latest emails. While he is reading an email, he is
notified that the flight is ready to board. Thus, he uses a gesture to quit the interaction
session.

1.3.2 Home entertainment devices
Our living rooms today are encumbered by a lot of remotes as we install an increasing
number of entertainment devices. Two major functionalities of remotes are command
selection (e.g. channel selection and input source selection) and parameter adjustment
(e.g. sound volume tuning, and brightness and contrast adjustment). An appealing
alternative control might be a coherent gestural interface that seamlessly integrates
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command selection and parameter adjustment, so that we may eventually get rid of all
remotes and issues with frequently switching among them.
For example, Bob is watching a Blu-ray movie on his High-Definition television. He
might point to a designated area for controlling the Blu-ray disc player to select audio
output format and caption language with the gestural interaction technique. He might
point to the television and select a color mode in order to achieve the optimized visual
experience. He might also adjust the volume with the similar gesture interface on the AV
receiver.
As mentioned earlier, with the advent of commodity motion sensing technologies such as
Wii™ and Kinect™, we have seen working gesture-based user interfaces for console
gaming and integrated entertainment experience. For example, Kinect™ has a built-in
feature for browsing and watching ESPN Sports Center programs, completely operated
by hand gestures and voice commands.

1.3.3 Presentation
Slideshow presentation applications such as Microsoft PowerPoint™ have been popular
for many years, but commercial interaction techniques available to control presentations
are primarily based on keyboards and pointing devices like mouse and laser pointer,
which has been claimed to be highly restrictive for the interaction between the presenter
and audience (Cao et al., 2005; Baudel & Beaudouin-Lafon, 1993). Freehand gestures
can be an alternative technology that assists people to give presentations. As noted in
Charade (Baudel & Beaudouin-Lafon, 1993), gestural interaction fits naturally in the
course of the presentation in that: the speakers can control the slides with gestures while
still using gestures for communication with the audience; and they can take advantage of
their natural skills to manipulate computerized objects, avoiding operating unfamiliar
controls in the dark and disrupting the course of the presentation. Cao et al. show that
presenters found freehand techniques natural and easy to use, made more use of eye
contact and body language than was possible with standard mouse/keyboard control and
laser pointer, tended to be more active, and used a more personalized, humanized, and
story-telling style (Cao et al, 2005).
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Consider a speaker, Tom, giving a presentation in a meeting room. He might point his
hand to a “control zone” on the screen, and navigate to the next or previous page with
some gestural commands. While he stays on a particular slide to explain in detail, he
might move his hand away from pointing to the control zone in order to communicate
with audience. His gestures at this time will not be interpreted as any input to the system.
He might pause and switch to a movie player to show several related video clips, during
which he might invoke a menu to select a video clip or an application to demonstrate.

1.3.4 Future offices
Future offices will be equipped with multiple heterogeneous display devices with varied
size, resolution, and physical location, which is generally referred to as an “multi-display
environment” (Nacenta et al., 2007). For example, Figure 2 shows an example of a multiuser, multi-display environment, consisting of two vertical large screens, a tablet PC, a
laptop, and a horizontal tabletop display.

Figure 2: An example of multi-user, multi-display environment (photo courtesy of Nacenta
et al, 2007).

Although a number of prototypes and commercial multi-display systems already exist,
one of the serious problems is that the user has to switch among multiple input devices in
order to access and manipulate information presented on different displays, which greatly
decreases the work efficiency. Also, the traditional input devices reach their limits in the
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face of challenges brought by emerging display technologies, such as large-scale, highresolution displays (Robertson et al., 2005; Ni et al., 2006).
Freehand gestures may offer an alternative or complementary input in multi-display
environments. For example, a geospatial intelligence analyst, Leo, is working on a report
on his laptop computer, and meanwhile he has to frequently consult several geospatial
data visualization programs running on a large display. He might use a gestural command
to quickly switch visualization applications when necessary, and he might use another
gesture to issue zooming operations to a satellite map to get desired level of detail. A
gesture-based file-browsing interface might be invoked by Leo to select other datasets to
visualize in a program.

1.4 Problem Statement
Upon a comprehensive literature review on freehand gesture interaction research, an
important issue is revealed. Existing research tends to focus on the technologies that
enable the gestural interaction, or on the novel design of gestural interaction techniques
for specific tasks and applications. Most of them were “point designs” (Hinckley et al.,
1998; Beaudouin-Lafon, 2004): researchers tended to take an improvised approach in
creating novel interaction techniques and design choices were often made quite
randomly; an existing application-specific design extends little knowledge and guidance
beyond its current implementation. This creates problems for both developers and users.
From the perspective of the interaction designers and developers, since they do not have a
handy well-established framework to reference, they have to start from scratch, resulting
in a less efficient design process. From the perspective of the end users, the gestural
interfaces may vary significantly from one application to the other, and therefore, they
have to spend a lot of time familiarizing themselves with new gestural commands and
action sequences. As noted in (Shneiderman & Plaisant, 2004), consistency in the
interface is critical for allowing the user to transfer their knowledge and skills from one
application to another, but the state-of-the-art of gestural interaction does not abide by
this principle.
In our investigation of the previous gestural interaction research, it was a natural first step
to revisit the WIMP (Window, Icon, Menu, and Pointing devices) paradigm, a stable,
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universally disseminated interaction framework that constitutes the foundation of today’s
desktop computing experience. The success of WIMP relies on a well-defined structure
of interaction design, consisting of an array of fundamental design principles and
practical design guidelines, a rich set of well-developed interaction techniques, widely
adopted input devices, along with a solid theoretical foundation. While the WIMP
framework has been evolving for over two decades and is (almost) complete and mature,
the fundamental structure on which the framework is built remains unchanged. We
therefore make the following assertion:
Establishing an interaction framework is critical to enable a structured approach to
create coherent, consistent and generic freehand gesture-based human-computer
interactions, and to provide designers with appropriate knowledge and guidance when
they enhance interactions of an application with gestural input.
Specifically, a systematic program is necessary to:
•

Determine an effective approach to construct a framework for freehand gestural
human-computer interaction design;

•

Implement essential components of the interaction framework;

•

Demonstrate the ability of the interaction framework to help designers create new
freehand gesture-based applications.

1.5 Overview of the Design Space
We began our research with revisiting the WIMP framework. Since the WIMP
framework has been a dominant user interface paradigm for the desktop computing
environment, we thought that by looking at the WIMP, we are able to specify the design
space of the freehand gesture interaction framework. We noticed that that an interaction
framework is a well-defined structure consisting of three essential dimensions: a class of
input devices (row 1 in Table 1), a set of interaction techniques for users to accomplish
tasks (row 2 in Table 1), and a set of fundamental, core design principles and practical
design guidelines (row 3 and 4 in Table 1). Since WIMP has been the dominant
interaction framework over the past twenty years, researchers have also developed a
number of theoretical models to more deeply understand the details of interaction and to
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predict human performance such as typing or pointing time (row 5 in Table 1). In
addition, as an interaction framework gets wide public acceptance, tools and middleware
that support for creating interactive systems are necessary for developers to prototype and
realize their ideas into commercial products (row 6 in Table 1). But, theoretical models
and interaction architecture are not essential to construct an interaction framework. In
Chapter 3, we will explain each component in detail.

Framework components

WIMP

Input device

E.g., mouse, keyboard
E.g., menu selection, virtual keyboard,

Interaction techniques

drag and drop
E.g., make use of desktop metaphors,
direct manipulation on objects and

Fundamental design principles

controls, use visual representation (i.e.,
icons) for abstract objects such as files
and applications
E.g., “arrange menus so that they reflect
the hierarchy of objects in your
application”, and “Display an

Practical design guidelines

informative, actionable alert message
when something goes wrong” (from
Mac OS X Human Interface Guidelines)

Theoretical models

E.g., Fitts’ law, steering law

Development toolkit

E.g., wxWidgets

Table 1: Components of an interaction framework.
In this research, we develop we believe a framework of freehand gesture-based humancomputer interactions that has a structure similar to that of the WIMP framework,
because this structure will be useful to designers. To construct our framework, therefore,
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we need to specify the detail of each of the three essential components. Specifically, we
need to define the input device for freehand gesture interaction, provide a set of
interaction techniques that allow the user to accomplish fundamental interaction tasks,
and offer a list of fundamental design principles and practical guidelines to guide the
gesture interface design. Nevertheless, we also realized that an early framework for
freehand gesture interaction would not be as comprehensive as the WIMP framework,
which has been refined and enriched by researchers and developers over decades.

1.6 Research Questions
We have stated that the research goal as a whole is to establish a framework to approach
freehand gesture-based human-computer interaction in a systematic and holistic manner,
to guide designers and developers to create coherent and consistent freehand gestural
user interfaces, and to allow users to form an accurate, consistent mental model across
applications.
As the starting point to achieve this goal, we have outlined the design space of the
freehand gesture interaction framework in the previous section. To establish an effective
interaction framework for freehand gesture interaction, we have to specify the detail of
each component. Thus, our first primary research question arises as follows:
•

Research question 1: What specifies each component of an interaction
framework for freehand gesture human-computer interactions?

Our hypothesis is that the framework of freehand gesture interaction should have the
same structure as the WIMP framework. To construct the framework, we need to specify
the details of the three essential components. The input device component is the easiest
question to answer in our research, because we have already assumed the human’s hand
gestures as the input “device”. For the interaction technique component, we have the
following sub-question:
•

Research question 1.1: What is a set of interaction techniques for freehand
gesture interaction framework?

To address this question, we identified command selection and text entry, which we
believe are two fundamental UI tasks for a majority of applications. This will be
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discussed in depth in Chapter 3. Note that our goal is not to design isolated interaction
techniques for each task, since such approach only results in more point designs. Our
design should be guided by some fundamental principles that make the interaction
techniques coherent and consistent. This brings out the second sub-question:
•

Research question 1.2: What are the fundamental, core design principles that
guide the design of freehand gesture-based interaction techniques?

Fundamental, core design principles are critical to an interaction framework, because
they enable people to design and develop interaction techniques with coherent and
consistent style. For example, making use of direct manipulation on objects is a WIMP
user interface design principle, which is embodied and reflected in a variety of desktop
interaction techniques such as button clicking, drag-and-drop, and document navigation
with scrolling.
Lacking fundamental design principles is a reason why most freehand gesture interaction
techniques remain point designs. To solve this problem, we have started with deriving
design principles from designing a baseline interaction technique, and tried to apply the
principles to the design of other interaction techniques. The evaluation of the interaction
techniques can demonstrate the strength of the principles. Meanwhile, new design
principles have been proposed alongside the design of other interaction techniques.
Creating novel interaction techniques and discovering design principles is not sufficient,
however. We must be able to demonstrate the usability of the interaction techniques and
validate the design principles via conducting careful user studies and collecting
quantitative and qualitative evidence. Thus, the third sub-question we need to answer is:
•

Research question 1.3: Can we demonstrate the usability of interaction
techniques and validate the design principles via user studies?

In the course of interaction technique design and evaluation, we will accumulatively
document the practical guidelines such as cautions against design pitfalls, helpful
reminders, tips, and recommendations for design problems. This effort addresses the last
sub-question:
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•

Research question 1.4: What are the practical design guidelines for designing
freehand gesture user interfaces?

The second primary research question concerns with the ability of our interaction
framework for helping designers to create applications and new designs.
•

Research question 2: Can we demonstrate the ability of our interaction
framework to help designers create new applications and designs, by putting
together a proof-of-concept example of a coherent and consistent freehand
gesture user interface?

In Chapter 6, we will present a couple of proof-of-concept applications that use freehand
gestures as input.

1.7 Roadmap
The remainder of this dissertation is organized as follows. In Chapter 2, we review and
analyze the literature of freehand gesture-based human-computer interaction research. In
Chapter 3, we present an in-depth analysis of interaction framework and its major
components, which pave the road to the design of freehand gesture-based interaction
techniques. Then in Chapter 4 and 5, we discuss the design of interaction techniques
based on two general classes of freehand gestures—spatial gestures and surface gestures,
respectively, present the design principles and guidelines we have developed, as well as a
series of user studies we have conducted to measure the user performance of the
techniques and validate the design principles. In Chapter 6, finally, we demonstrate two
proof-of-concept applications that use freehand gestures as input, and discuss why the
proposed framework is useful for other researchers and practitioners, and how the
framework can benefit and inform the future design of freehand gesture-based interaction
techniques and applications.

1.8 Contributions
This research makes the following contributions:
•

We contribute a deeper understanding of freehand gesture human-computer
interactions under a formal, systematic framework.
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•

We propose a systematic design approach to create a set of freehand gesture
interaction techniques for common user tasks, which show coherence and
consistency in interaction style.

•

We contribute a set of freehand gesture interaction techniques for command
selection and text entry using two general classes of gestures.

•

We contribute a set of novel design principles specific to freehand gesture
interaction design, promoting coherence and consistency among multiple
designers and developers in terminology, appearance, interaction style, and
action sequence.

•

We record a set of practical guidelines to remind others of design
recommendations and pitfalls.

•

We demonstrate by examples the ability of our interaction framework to help
other researchers and designers create applications that use freehand gestures
as input.
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CHAPTER 2

REVIEW OF LITERATURE

This chapter presents a literature review, classification and analysis of freehand gesturebased human-computer interaction research. Because of the huge body of research on this
topic, we feel it reasonable to classify the literature in some way to obtain a structured
perspective of the research. Since many gesture-based interactive systems are designed
for specific applications, we first present a list of the application domains that employ
freehand gestural interaction. We then present an overview of enabling technologies that
are used to recognize gestures. In addition, there is a body of work focusing on
understanding and classifying human gestures from the multi-disciplinary perspective of
linguistics, cognitive science and psychology. We will examine the literature within this
topic briefly, with particular attention paid to how they are related to the design of gesture
interaction. Moreover, we will discuss evaluations conducted on gesture systems, which
reveal the problems in the existing freehand gesture interaction research, and reinforce
the significance of our research. Finally, we review several examples of frameworks in
gesture research.

2.1 Application Domains
In this part, we present an overview of both traditional and emerging application domains
that employ freehand gestures to enhance interaction.

2.1.1 Virtual Reality and Augmented Reality
Virtual reality (VR) and augmented reality (AR) applications represent the largest
application domains for freehand gestural interaction, because the traditional input
devices such as keyboard and mouse are not very applicable in such applications, and
using gestures to enable realistic manipulation of virtual objects seems more natural and
appealing. Freehand gestures have been employed in both non-immersive and immersive
environments (Bowman et al., 2004). In Gesture VR (Segen & Kumar, 1998), users
interacted with desktop spatial simulations by hand gestures. The video cameras can
capture and process freely moving, gloveless hand gestures and calculate the hand’s
parameters, which are then used for precise 3D navigation and object manipulation.
Sharmar et al. enhanced a VR application for molecular biologists with a gesture/speech
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user interface, where the freehand gestures were used for manipulating 3D graphical
objects (Sharmar et al., 1996).
Another kind of desktop VR application is 3D modeling. Krueger pioneered the
implementation of the 3D shape modeling using bimanual freehand gestures (Krueger,
1993). In his system, VIDEODESK, the user can control the object shape by forming
hand gestures. In (Shaw & Green, 1997), a method of using both hands to make free-form
polygon surfaces was introduced. Nishino et al. explored a novel method for 3D object
modeling application. Spatial and pictographic hand gestures were used to describe the
features of the object in shape, size and deformation pattern (Nishino et al., 1998).
Fully immersive virtual reality normally employs glove-based recognition devices to
track hand gestures. The early work by Fisher et al. introduced the use of tactile input
gloves to transmit the arm, hand and finger shape and position to the computer (Fisher et
al., 1987). In coordination with connected speech recognition technology, the hand and
arm gesture information was used to control virtual cameras and objects. Zimmerman et
al. reported the development of the Z-Glove™ and the DataGlove™, which contain flex
sensors to measure the finger bending, positioning and orientation information
(Zimmerman et al., 1986). They also considered the potential applications of the glove,
including 3D modeling, hand impairment measurements, and 3D object manipulation.
A more recent work by Song et al. describes a finger gesture-based selection and
manipulation technique in immersive virtual environments (Song et al., 2000), along with
an empirical evaluation showing the effectiveness of their design in terms of task
completion time and accuracy.

Bowman and Wingrave designed a menu selection

technique called the TULIP menus, where the user wears the Fakespace Pinch Gloves™
and forms pinch gestures to select corresponding menu items (Bowman & Wingrave,
2001). In addition, Voodoo Dolls (Pierce & Pausch, 2002) uses two-handed pinch
gestures for object selection and manipulation.
Sturman et al. designed a whole-hand interface to their virtual environment graphical
system for task-level animation (Sturman et al., 1989). In particular, they identified three
different types of hand gesture interactions: direct manipulation, where the user reaches
into the virtual world to manipulate the objects; an abstracted graphical input device, such
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as a button, valuator, or locator; and movement, interpreted as a stream of tokens. These
have been dominant modes for gesture-based interaction in immersive virtual
environments for years.
Although gesture input has been extensively used in VR interfaces, it is far less common
in AR applications. The Tinmith project (Piekarski, 2003) is a wearable outdoor AR
system, where the user wears special gloves for interaction with the system and
environment. Gordon et al. used a real-time dense stereo vision system to enable the 3D
detection and tracking of the user’s fingertip, providing natural 3D pointing gestures
(Gordon et al., 2002). Walairacht et al. developed a system that allows two-handed
interaction in AR with a force feedback device (Walairacht et al., 2002). FingARtips
(Buchmann et al., 2004) implemented several fingertip-based gestures such as grabbing,
pointing and pressing for interaction with virtual objects in the urban planning AR system

2.1.2 Desktop
In desktop computing applications, gestures have been explored as an alternative or
complementary interaction to the mouse and keyboard. Note that most desktop
applications use standard direct input devices, such as mouse and pen, and gestures are
therefore referred to as mouse or pen strokes formed by mouse or stylus movements such
as (Sutherland, 1988), (Rubine, 1992), (Kurtenbach, 1993), (Smith & schraefel, 2004),
just name a few.
Wilson presented a computer vision technique, TAFFI, to detect simple pinching gestures
(when the user brings their thumb and forefinger together), and demonstrated the use of
one and two-handed pinching gestures for desktop tasks like cursor control, translation,
rotation and scaling (Wilson, 2006).

2.1.3 Smart Environment
Early work demonstrated how gestures could be used to interact with distant displays or
devices within smart room environments (Bolt, 1980). It was not until 1994 that Freeman
and Weissman considered computer vision-based hand gestures for television control
(Freeman & Weissman, 1995). Hardenberg & Bérard built three smart room applications
for bare-hand interactions: finger tracking and hand posture recognition were used to
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paint virtually onto the wall, to control a presentation, and to move virtual items on the
wall during a brainstorming session (Hardenberg & Bérard, 2002). Baudel and
Beaudouin-Lafon designed Charade, a presentation system controlled by freehand
gestures (Baudel & Beaudouin-Lafon, 1993). They considered a number of usability
issues with freehand gestural interactions, and proposed useful design guidelines.

2.1.4 Games
Gestures may afford more natural, appealing and interactive gaming experience to
computer game players. Freeman et al. tracked a player’s hand position to control
movement and orientation of interactive game objects such as cars (Freeman et al., 1996).
Paiva et al. employed hand-pointing gestures as a virtual reality game input (Paiva et al.,
2002). PlayStation 2 introduced the EyeToy™, a camera that tracks hand movements for
interactive games.
A successful commercial product we would like to mention is Nintendo Wii™ (Nintendo,
2008), which has gained remarkable popularity among global game players. Although it
does not really employ freehand gesture input, it does make extensive use of gestures
such as hand or arm wave, punch, wrist rotation, and many others. This feature is
considered to be the major breakthrough in game experience, because the user is much
more immersed and involved in the game. These gestures are primarily interpreted via a
handheld controller called the Wii remote, which has built-in motion sensing capability
through the use of accelerometer and optical sensor technology.
More recently, Microsoft launched Kinect™ for Xbox 360 (previously known as Project
Natal), which represents another major leap forward in the arena of controller-free
gaming experience. Kinect is a motion sensing input device based on a pair of infrared
depth cameras. It enables users to control and interact with the Xbox 360 console without
a game controller, through a limited number of freehand and body gestures as well as
spoken commands.

2.1.5 Emerging Technologies
Finally, we look at freehand gestural interactions for emerging application domains,
including multi-touch displays, tabletop, volumetric displays and very large, high-
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resolution displays. For multi-touch and tabletop displays, freehand gestural interactions
are mostly realized via touch or pressure sensitive screen technology. In a sense, hand
gestures are normally interpreted as single or multiple pointing inputs on a surface.
Although our research does not focus on surface-based gesture recognition and
interaction, we do provide a brief review of this area of research considering their high
relatedness.
Multi-touch displays are gaining rapidly increasing popularity today, especially since
Apple Inc. unveiled iPhone™ with multi-touch screen, which allows users to control
everything using only their fingers. But research on multi-touch displays has begun much
earlier than we saw them in commercial products. Back in 1985, Buxton et al. explored
issues and techniques in touch-sensitive tablet input (Buxton et al., 1985). Touch and
pressure sensitive materials have been considered for tabletop gesture interactions in
systems such as DigitalDesk (Wellner, 1993), DiamondTouch (Dietz & Leigh, 2001),
SmartSkin (Rekimoto, 2002), RoomPlanner (Wu & Balakrishnan, 2003), PreSense
(Rekimoto et al., 2003), EnhancedMovie (Nakanishi et al., 2004), and so forth. Wu et al.
developed and articulated a set of design principles for constructing multi-hand gesture
interactions on touch surfaces (Wu et al., 2006). In particular, they proposed three
principles: gesture registration, relaxation, and gesture and tool reuse, which taken as a
whole delineate a sequence of gestures and emphasize on the structure of gestural
interaction. Visual Touchpad (Malik & Laszlo, 2004) is a low-cost vision-based input
device that allows for fluid freehand gestural interactions with desktop PCs, laptops,
public kiosks, or large wall displays.
A 3D volumetric display generates true volumetric 3D images by actually illuminating
points in 3D space, and is akin to viewing physical objects in reality (Grossman et al.,
2004). The nature of the display tends to evoke a strong tendency for people to touch it,
and suggests that freehand gesture based input could be particularly suited to enable rich
and intuitive interaction. Grossman et al. developed a series of direct touch and multifinger posture and gesture interaction techniques for volumetric displays (Grossman et al.,
2004). For example, a thumb trigger gesture was used to select an object, and a thumb
scrub gesture (along index finger) was used to translate 3D models relatively towards or
away from users.
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Very large, high-resolution displays are another emerging technology that has gained
much attention. Vogel and Balakrishnan developed and evaluated techniques for distant
pointing and clicking on a large display using freehand postures and gestures (Vogel &
Balakrishnan, 2005), such as AirTap and ThumbTrigger for clicking, and Grip Clutch for
clutching for relative pointing. Malik et al. also explored the whole-hand and multi-finger
gestural interaction with large displays, but constrained gestures over a vision-based hand
tracking touchpad (Malik et al., 2005). Their techniques support a variety of interaction
tasks like selecting, moving and rotating single objects, selecting multiple objects,
resizing, zooming and rotating workspaces, etc.

2.1.6 Analysis of Freehand Gestures in Application Domains
Gestures are considered as an input technique for a large number of computing
application domains. But so far, a large percentage of applications that really make use of
freehand gesture interactions fall in the virtual and augmented reality domains, and
gestures are not even routinely used as standard input. With the advent of emerging
technologies and new application domains, gestures are making more contributions to
interaction designs than before, but it is still not clear whether freehand gestures will
experience any uptake. We feel that a major contributing factor to this situation is a lack
of a formal, systematic framework that directs the design activity of freehand gesture user
interfaces. Point designs have poor generative ability to shed light on design for new
tasks, applications and scenarios. This could be the reason why the designers and
developers are reluctant to start from scratch when encountering a new design problem.
They are apt to follow a well-established interaction framework, such as WIMP, that
provides them a handful of standard interface elements, action sequences, principles, and
guidelines, so that the design can be easily accepted by the general population. This could
also be the reason why users are reluctant to learn freehand gesture interfaces (Baudel &
Beaudouin-Lafon, 1993). The lack of coherence and consistency makes their skills
obsolete when they transition from one application to the other (Shneiderman & Plaisant,
2004).
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2.2 Enabling Technologies for Input
This section reviews the technologies used to implement freehand gesture interaction,
with emphasis on their characteristics and gestures they enable. We break them down into
four categories: glove-based, computer vision-based, surface-based recognition 2, and
finally, novel technology-based such as “muscle-computer interface” (Saponas et al.,
2009) and electromagnetic noise-based gesture sensing (Cohn et al., 2011).

2.2.1 Glove-Based Gesture Recognition
There are several manufacturers of glove-based gesture recognition devices, such as 5DT
DataGlove™ (5DT, 2008) and Fakespace Pinch Gloves™ (Fakespace, 2008). The
DataGlove™ consists of a glove fitted with flex sensors that can measure the finger
bending, position and orientation, and commonly uses a vibrating mechanism to produce
tactile feedback. Thus, it becomes a natural choice of technology for enabling direct
object manipulation in virtual environment applications, such as picking, rotating,
throwing and squeezing (Zimmerman, 1986).
Pinch Gloves™ consist of a flexible cloth glove augmented with conductive cloth sewn
into the tips of each of the finger (Figure 3). When two or more pieces of conductive cloth
come into contact with one another, a signal is sent back to a host computer to indicate
which fingers are pinched.
Pinch Gloves™ have several desirable characteristics as an enabling technology. They
can be viewed as a logical choice device with a very large number of possible choices
(Bowman et al., 2002). In practice, however, many possible pinch gestures are physically
implausible. In consideration of usability issues like intuitiveness and ease of
remembering, many applications only use simple pinch gestures (i.e. thumb touching one
of the fingers on the same hand). Pinch Gloves™ are normally used in combination with
three or six DOF trackers in VR applications, allowing for context-sensitive interpretation
of pinch gestures. In addition, the gloves are ergonomically light and flexible, and thus do
not cause fatigue or discomfort with extended use (Bowman et al., 2002). Finally, Pinch
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As we have mentioned, our research does not include surface-based gesture interactions, but we

review this technology for the completeness of literature review.	
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Gloves™ produce discrete gesture input events, avoiding ambiguity in gesture interaction
(Baudel & Beaudouin-Lafon, 1993).

Figure 3: A user wearing Fakespace Pinch Gloves™ (Picture from Bowman and Wingrave,
2001).

The uses of Pinch Gloves™ for virtual environment interactions are discussed in
(Bowman et al., 2002), including the TULIP menu system, Pinch Keyboard, and twohanded virtual navigation.
As we will present later in Chapter 3, our design of freehand gesture interaction
techniques have drawn much inspiration from existing research on the use of Pinch
Gloves™, because of the appealing characteristics afforded by the pinch gestures. For
example, our design of the rapMenu, a freehand pinch-based menu selection technique,
has some similarity to the TULIP menu.

2.2.2 Computer Vision-Based Gesture Recognition
Computer vision-based gesture recognition does not require physical contact with any
electronic devices, enabling “truly” freehand gesture interactions. One of the first
examples was VideoPlace (Krueger et al., 1985). They used a projector to overlay a
user’s image onto a large display, and to track its movements for input as he or she
interacts with the display. Störring et al. used a look-up table based color segmentation
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and a fast gesture recognition algorithm to realize a 3D pointing gesture, a click gesture,
and five static postures in an augmented reality interface (Störring et al., 2004). Wilson
presented the Thumb and Fore-Finger Interface (TAFFI), a computer vision-based
technique to detect thumb to index finger pinch gesture (Wilson, 2006). His technique
avoids complex and fragile hand tracking algorithms by detecting the hole formed when
the thumb and index finger contact.
For many years, the computer vision community has been investigating a variety of
pattern recognition and machine learning algorithms for static hand posture and temporal
gesture recognition. For example, Wang and Popovic recently developed an easy-to-use
and inexpensive system that facilitates 3D articulated user input using the hands [Wang
& Popovic 2009]. They used a single camera to track a hand wearing an ordinary color
glove that is imprinted with a custom pattern. In SixthSense [Mistry & Maes 2009], a
webcam is used to recognize and track users’ hand gestures and physical objects with
simple computer-vision techniques. This research topic, however, is beyond the scope of
our research, but readers may refer to (Wu & Huang, 1999) for a comprehensive review
of the literature, if interested.

2.2.3 Surface-Based Gesture Recognition
There are several technologies to enable touch-sensitive surfaces. Camera-based gesture
recognition is one of the most common technologies, such as (Wellner, 1993),
(Matsushita & Rekimoto, 1997), (Koike, 2000), and (Wilson, 2004) but they often suffer
from occlusion and lighting condition problems. A typical configuration is to mount one
or more cameras above the table of in front of the wall. SmartSkin (Rekimoto, 2002) is
based on capacitive sensing, which is able to not only accurately track the position of the
user’s hand, but also calculate the distance from the hand to the surface. It is constructed
by laying a mesh of transmitter and receiver electrodes on the surface, and thus very
flexible in size, thickness and even flatness. DiamondTouch (Dietz & Leigh, 2001) has an
array of antennas embedded in the tabletop to create touch-sensitive capability. More
recently, researchers at Mitsubishi Electronic Research Labs (MERL) have built a twosided interactive touch table by removing the antenna array from two DiamondTouch
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surfaces and mounting them in opposition to one another on thin sheets of Lucite plastic
(Wigdor et al., 2006).

2.2.4 Gesture Recognition Based on Novel Technologies
More recently, researchers have investigated alternative novel technologies for sensing
gestures, with a goal of enabling gesture-based interaction in broader computing
environments. For example, Saponas et al. experimented with muscle sensing using
electromyography (EMG), which were used to accurately classify a useful variety of
finger gestures such as pinch and finger squeezing (Saponas et al., 2009). Their study
demonstrated that classification could be done in real-time, making forearm muscle
sensing viable for human-computer interaction.
In a relevant research, Harrison et al. present Skinput (Harrison et al., 2010), a
technology that appropriates the human body for acoustic transmission, allowing the skin
to be used as input surface. Skinput can resolve the location of finger taps on the arm and
palm by analyzing mechanical vibrations that propagate through the body. To detect
vibrations transmitted through the body, they developed a wearable armband with a builtin bio-acoustic sensing array.
In addition, Harrison and Hudson introduced a technique called Scratch Input, an acoustic
–based input technology that relies on the unique sound produced when a fingernail is
dragged over the surface of a textured material such as wood, fabric, or wall paint
(Harrison and Hudson, 2008). A modified stethoscope was used to capture sound
transmission through solid materials.
Most recently, Cohn et al. noted that home environments frequently offer a signal that is
unique to locations and objects within the home: electromagnetic noise. Thus, they
explored the use of the human body as a receiving antenna and leveraged this noise for
gestural interaction (Cohn et al., 2011). They demonstrated that it is possible to robustly
recognize touched locations on an uninstrumented home wall using no specialized
sensors. A series of experiments were also conducted to explore the capabilities that this
new sensing modality may offer. Specifically, they showed robust classification of
gestures such as the position of discrete touches around light switches, the particular light
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switch being touched, which appliances are touched, differentiation between hands, as
well as continuous proximity of hand to the switch, among others.

2.3 Understanding and Classifying Human Gestures
Human beings use many different types of hand gestures in everyday life (Mulder, 1996;
Kendon, 1988). Understanding and classifying gestures has been a research subject of
linguistics, anthropology, cognitive science and psychology for many years (Karam,
2006). Particularly, the computer science literature provides several attempts at
classifying gestures, such as (Pavlovic et al., 1997), (Wexelblat, 1998), and (Quek, 2002).
Based on reviewing the literature, we consider four categories of hand gesture styles as
follows: speech-coupled hand gestures (gesticulation), manipulative gestures, semaphoric
gestures, and sign language.

2.3.1 Gesticulation
Spontaneous gesticulation is performed unintentionally during speech, and thus
considered to be one of the most natural forms of hand gestures. Speech-coupled gestures
have been applied to multimodal interfaces (e.g., Bolt, 1980; Wexelblat, 1995; Quek et
al., 2002; Kopp et al., 2004; Bolt & Herranz, 1992; Kettebekov, 2004; Silva & Arriaga,
2003; Krum et al., 2002). Gesticulation is also referred to as “coverbal gestures”
(Kettebekov, 2004), or depictive gestures, adding clarity to speech recognition.
Gesticulations rely on analysis of hand movements in the context of speech (Karam,
2006).

2.3.2 Manipulative Gestures
Quek et al. defines manipulative gestures as “those whose intended purpose is to control
some entity by applying a tight relationship between the actual movements of the
gesturing hand/arm with the entity being manipulated” (Quek et al., 2002). The seminal
work “Put-That-There” by Bolt (Bolt, 1980) was the first to employ manipulative gesture
input. Wu and Balakrishnan in a recent work demonstrated the uses of manipulative
gestures for controlling objects rendered on a tabletop surface (Wu & Balakrishnan,
2003), such as vertical two-hand sweeping, two corner-shaped hands and two-finger
freeform rotation. Similarly, Rekimoto used manipulative gestures to sweep or isolate
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objects on a tabletop (Rekimoto, 2002). Including additional parameters like pressure,
weight or velocity in manipulative gestures enables more expressive interactions. For
example, in the finger painting application by (Minsky, 1984), pressure exerted on a
display can indicate the thickness of a line.

2.3.3 Semaphoric Gestures
Semaphoric gestures are defined to be “any gesturing system that employs a stylized
dictionary of static or dynamic hand or arm gestures”, and “may be termed
‘communicative’ in that gestures serve as a universe of symbols to be communicated to
the machine” (Quek et al., 2002). Semaphoric gestures can include static postures or
dynamic gestures (movements). For example, bringing together thumb and index finger
while stretching other fingers forms a static posture to mean “OK”, and waving a hand to
say “exit” is a dynamic gesture. In practice, semaphoric gestures have been used in many
gesture interaction techniques (e.g., Bolt, 1980; Baudel & Beaudouin-Lafon, 1993;
Rekimoto, 2002; Grossman et al., 2004; Alpern & Minardo, 2003).

2.3.4 Sign Language
Sign language defines a specified set of postures and gestures to communicate with
hearing-impaired people. It is considered independent from other gesture styles since it is
language-based and requires the interpretation of multiple hand signs that combine to
form grammatical structures (Karam, 2006). A project that has used sign language-like
gestures for communication is (Fels, 1994).

2.3.5 Gesture Style Selection in Interface Design
While researchers have attempted to classify hand gestures, the majority of interactive
systems we reviewed employ a combination of gesture styles, especially manipulative
and semaphoric gestures (e.g., Grossman et al., 2004; Rekimoto, 2002; Wu &
Balakrishnan, 2003; Sturman et al., 1989).
When designing a freehand gesture interface, deciding on a set of posture and gesture
commands is a crucial step. Unfortunately, we are not aware of much work on guiding
designers and developers to select appropriate gestures. There could be two explanations
for this: First, the hand can form numerous possible postures and gestures, making for
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difficult selection of appropriate gestures for a wide range of applications. Second, most
existing techniques are point designs, and design choices were random and applicationspecific. There are a few hands-on guidelines, such as favoring ease of learning,
providing proper mapping to tasks, and using hand tension (Baudel & Beaudouin-Lafon,
1993), but they remain not systematic. Summarizing a coherent gesturing style is hard
from point designs, which in turn leads to only more point designs.
Epps et al. conducted an observational study of hand gestures for input on tabletop
displays (Epps et al., 2006). They asked users to decide what kinds of hand gestures they
prefer for different types of tasks performed on a tabletop. As expected, they found that
users would like to reuse simple, primitive hand gestures for a variety of tasks. Users also
showed a high level of consistency in choosing preferred gestures. Their work, however,
did not investigate how to associate gesture selection to interaction designs.
We expect to fill this gap in this research. Considering the richness of the hand gestures,
however, we will not specify a fixed list of gesture commands. Rather, we recommend a
set of gestures to designers via our design practice, along with proposing a set of
fundamental design principles for designers to make appropriate choice of effective
gestures, and to create coherent and consistent freehand gesture interaction experience.

2.4 Evaluations of Gesture Systems
In this section, we review evaluations conducted on freehand gesture interaction
techniques. According to (Karam, 2006), it is surprising to find out that almost half of the
implemented systems, interaction techniques, applications, and devices from the literature
do not include any form of evaluation and experimentation, or provide any results about
the usability in terms of measurements such as speed and accuracy of execution.
Although they provide novel designs, they rarely contribute empirical insights to increase
our knowledge and understanding about freehand gesture human-computer interactions.
This may be one of the reasons why after over 25 years, research like (Bolt, 1980) has
still not experienced wide dissemination in everyday computing (Karam, 2006).
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2.4.1 Informal, Exploratory Studies
By informal study, we mean evaluations that: are inherently exploratory, take a loose
procedure, do not have well-defined dependent and independent variables and a wellstructured experimental design, and do not perform strict statistical data analysis. Such
studies are normally conducted in formative evaluations (Bowman et al., 2004). The
majority of evaluations of freehand gesture systems conducted have taken an exploratory
approach, collecting user feedback and usability issues through informal studies. In
(Alpern & Minardo, 2003), for example, a Wizard of Oz experiment was conducted to
evaluate and iterate a gesture interface design for completing secondary tasks (e.g.,
operating the navigation and entertainment system) in driving a car. They found out that
drivers using the gesture interface committed fewer errors than those with the physical
interface. Users reported that the gesture interface was preferable, and helped them focus
on the driving since they did not have to take their eyes off the road. Users were also
amazed by not having to reach and touch anything.
Baudel and Beaudouin-Lafon conducted an experiment to investigate usability issues
with Charade, a freehand gesture interaction system for computer-based presentation
control (Baudel & Beaudouin-Lafon, 1993). They assessed the learnability of the gesture
command set and the raw recognition rate of the algorithm. They also asked two trained
users to make real presentations with Charade, in order to find out real world usability
problems such as immersion syndrome and fatigue.
Other work that has conducted similar informal studies to obtain user feedback includes
(Nishino et al., 1998), (Iannizzotto et al., 2001), (Karam & schraefel, 2005), (Keates &
Robinson, 1998), (Wu & Balakrishnan, 2003), (Kettebekov, 2004), (Quek et al., 2002),
(Roy et al., 1994), (Song et al., 2000), (Krum et al., 2002), (Lee et al., 1998), and
(Wexelblat, 1995).

2.4.2 Formal, Controlled Studies
Contrary to informal studies, formal studies refer to evaluations that: have well-defined
independent and dependent variables, have a well-structured experimental design and
study procedure, and perform rigorous statistical data analysis afterward. Formal studies
are normally conducted in summative evaluations (Bowman et al., 2004). Formal

	
  

27	
  

evaluations of freehand gesture systems have been conducted to collect quantitative data
on user performance in terms of task completion time and error rate, as well as qualitative
data on subjective user preference. Hauptman conducted an experiment in computer
communication using speech and gestures to manipulate graphic images (Hauptman,
1989). He studied three communication modes with computers: hand gestures only,
speech communication only, and combined gestural and verbal communication. His goal
was to investigate which mode users prefer. He found that people strongly preferred to
use both gestures and speech for graphics manipulation tasks, and they intuitively tended
to use both hands and multiple fingers. Users also showed a surprisingly high level of
uniformity and simplicity in hand gestures.
Kessler et al. presented a comprehensive formal evaluation of the sensory characteristics
of the CyberGlove whole-hand input device, produced by Virtual Technologies (Virtual
Technologies, 1992). They studied the level of sensitivity of the sensors, their
performance in recognizing angles, and factors that affected accuracy of recognition of
flexion measurements (Kessler et al., 1995). Though their study did not involve any
freehand gesture interaction technique, it did make an important contribution to the
interaction designers and developers, since the physical characteristics of the input device
have a significant impact on the design of interaction techniques, particularly the gesture
command set and the mapping between gestures and interface operations.
Pierce and Pausch conducted a formal study comparing Voodoo Dolls (Pierce et al.,
1999), a gesture-based virtual manipulation technique, and HOMER (Bowman & Hodges,
1997). They specifically measured distance and orientation error for virtual object
placement task using each technique. They found that the Voodoo Dolls technique
allowed users to both position and orientation objects more precisely, due to the better
feedback provided to users. Their results suggest the importance of improving feedback
for 3D manipulation techniques.
Moreover, Bowman and Wingrave designed the TULIP menu, a pinch gesture-based
menu selection technique for virtual environment applications, and compared it to two
common alternatives: floating menus and pen-and-tablet menus (Bowman & Wingrave,
2001). They actually conducted a formative evaluation to evaluate and iteratively

	
  

28	
  

improve initial designs, and tested their final design of TULIP menus by a summative,
formal evaluation. In particular, they measured the time it took to complete each of the
color matching tasks, and polled the user preferences and comfort ratings. The
experiment identified advantages of disadvantages of the TULIP menus, and shed
insights on the use of pinch gestures for the menu selection interfaces.
High-quality formal evaluations are crucial to the success of this research, because the
empirical data will allow us to compare our design with existing ones, to assess various
aspects of our interaction design, and to validate the applicability and generalizability of
the proposed design principles.

2.5 Frameworks in Gesture Research
Framework is a broad term, but in computer science research, it is generally considered
as a structure to guide system implementation, software programming or research and
design activities (Karam, 2006). Several researchers have presented frameworks in
gesture research from various perspectives. Boussemart et al. proposed a framework for
bimanual gestural interfaces in 3D visualization and manipulation in immersive virtual
environments (Boussemart et al., 2004). Their framework is actually built around a
virtual interface widget called pieglass, which is an adaptation of the concepts of
bimanual interaction, see-through interface and the toolglass widget (Bier et al., 1993).
Their work, however, deals with a specific application domain and the features of the
pieglass are quite limited. Thus, it is hard to generalize their framework to a broad area of
freehand gesture interactions.
Latoschik developed a software framework for gesture detection and analysis (Latoschik,
2001), but it is an algorithmic framework rather than an interaction framework. Kopp et
al. built a framework for analyzing iconic gestures and generating novel iconic gestures
for embodied conversational agents in multimodal interfaces (Kopp et al., 2004), but its
applicability and generalizability to other gesture types or application domains is
questionable.
Karam proposed a theoretical framework for understanding and guiding the research and
design of gesture-based interactions. Her framework is structured around four high-level
categories: gestures, enabling technology, system response (output), and application
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domain (Karam, 2006). Each category was divided into sub-categories, which further
contain manipulable parameters that characterize them. For example, Gesture Set is a
sub-category of Gestures, and a parameter under Gesture Set is the number of gestures in
the set, while another is the complexity of the gestures.
It is worthwhile to point out that, although our research aims at establishing a framework
for freehand gesture interactions, it differs significantly from Karam’s work in several
ways:
•

Research focus: Karam’s framework focuses on a high-level categorization of general
gesture-based human-computer interactions (gestures, enabling technology, system
response, and application domain), and sub-categories and parameters that specify
each category. Our research proposes a specific interaction framework for freehand
gesture interactions, focusing on detailed design of coherent, consistent and generic
freehand gesture human-computer interfaces, as well as interaction design principles
and guidelines.

•

Research approach: Karam’s framework is primarily based on a comprehensive
review and analysis of gesture literature using a content analysis approach. Our
approach is based on detailed user-goal-driven task identification, and interaction
technique design and evaluation based on a set of fundamental design principles.

•

Research scope: Karam’s framework describes gestures and gesture-based humancomputer interaction in a general context, including hand, head and body gestures,
and pen and mouse gestures. Our framework focuses on designing interactions for
freehand gestures only. Interaction frameworks for other gesture types are beyond the
scope of our research.

•

Contribution: Karam’s work contributes a systematic analysis and understanding of
gestures and gesture-based human-computer interactions, and a structured approach
for designers to consider different aspects of gestures. However, it does not offer
detailed specifications and suggestions for designing coherent, consistent and generic
gesture-based user experience, which is our expected major contribution.
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CHAPTER 3

DESIGN SPACE ANALYSIS

The goal of this research as a whole is to establish an interaction framework to approach
freehand gesture-based human-computer interaction in a systematic and holistic manner,
to guide designers and developers to create coherent and consistent freehand gestural user
interfaces, and to allow users to form an accurate, consistent mental model across
applications. This goal is achieved by addressing the two major research questions
outlined in the first chapter. To start, we need to answer the first research question:
•

What specifies each component of an interaction framework for freehand
gesture interaction?

In the following sections, we will elaborate and analyze each component of an interaction
framework, in order to identify the design space in depth and establish the foundation for
the next step of exploration.

3.1 Analysis of Interaction Framework
What is an interaction framework? Obviously, it is the prerequisite question for
conducting this research on the freehand gesture interaction framework. To our
knowledge, there is no standard definition of this term in the research community, and
thus the answer may be subjective. However, we realized that an interaction framework is
a structure that consists of several interrelated components. In Chapter 1, we specified
three essential components of an interaction framework: input device, interaction
techniques, and fundamental design principles and practical design guidelines. Together,
they form major components in a human-computer interaction loop (Figure 4). The input
device plays the role of communication channel between the user and the computer. The
data or control signals generated from the input device must be handled by the software
component of the interaction technique, and translated to the machine-interpretable
information. The computer then processes the information, and the interaction technique
send some form of feedback (e.g. visual or auditory) to the output device, which is
perceived by the user. The design principles and guidelines allow designers to make
appropriate design choices and create effective interaction loop. Note that our definition
of an interaction framework is general rather than application-specific, specifies input
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devices and interaction techniques from which a complete application can be constructed,
and guides designers in using these pieces to design effective interfaces.

Figure 4: Human-computer interaction loop.

3.1.1 Input Device
Input device refers to a physical (hardware) device allowing the user to communicate
with the computer by proving data and control signals. WIMP user interfaces typically
assume mouse and keyboard as the standard input devices. In particular, pointing,
clicking and dragging operations afforded by mouse and other pointing devices such as
stylus are fundamental to WIMP interfaces, and are employed by almost every
application.
In our proposed framework for freehand gesture interaction, we have naturally assumed
the human hand as the input “device”. The human hand is very flexible, affords multiple
degrees of freedom, and can form numerous postures and gestures. These characteristics
are an advantage to interface designers in a way, since they allow for creating richfeatured interaction techniques. But the downside of these properties is that they make the
design of coherent and consistent interactions more difficult, since there are too many
possible design options but few good principles to utilize. In designing the interaction

	
  

32	
  

technique component of our framework, we will discuss how we may take advantage of
the characteristics of freehand gestures as input while minimizing their negative effect.
It is worthwhile pointing out that another component of the input device for freehand
gesture interaction that cannot be ignored is the set of electronic devices that can sense
the gestures and transform them into meaningful control signals to the computer for
processing. These devices, generally called sensors or enabling technologies, are another
integral part of the freehand gesture interaction framework. In this research, in particular,
we have considered two general classes of sensors. The first category consists of
macroscopic sensing devices such as cameras and advanced motion tracking systems
(e.g., InterSense and Vicon), which can be deployed in indoor environments like offices
and homes. The second category, on the other hand, consists of microscopic sensing
devices such as touch sensors and optical sensors. They are particularly useful in outdoor
environments where the installation of cameras or motion tracking devices become
impractical. In this dissertation, we consider freehand gestures along with the two
categories of enabling technologies as parts of the framework’s input device category.

3.1.2 Interaction Techniques
An interaction technique is a method allowing a user to accomplish a task via the user
interface (Bowman et al., 2004). Interaction techniques form a vital component of an
interaction framework. As shown in Figure 4, they are responsible for mapping the
information from the input device into some command that is interpreted by the computer
system, and for mapping the output of the computer to a form of feedback that can be
displayed on the output device and perceived by the user.
As a universally adopted interaction framework, WIMP provides a very rich set of
interaction techniques. The success of WIMP, however, does not merely rely on the
richness of interaction techniques. The coherent and consistent interaction style among
different interaction techniques is also critical. For example, drag-and-drop and resizing a
rectangle in a drawing application are two interaction techniques in a WIMP-based user
interface, but both are built upon direct manipulation.
Interaction techniques are tightly associated with user tasks. Therefore, the design of
interaction techniques is often driven by these tasks (Bowman et al., 2004). For example,
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menus are designed for selecting a command or functionality from a hierarchical
categorization of commands or functionalities, drag-and-drop techniques are designed for
manipulating desktop icons or similar visual representations, and scrollbars are designed
for navigating within a document. Also note that a task can be accomplished by different
interaction techniques. For example, saving a file in a word processor can be done by
selecting the “save” command in a drop down menu or by using a keyboard shortcut like
“Ctrl + s”, and zooming in a satellite map can be completed by clicking a “zoom-in”
button, or by scrolling the mouse wheel in some direction, or by dragging a slider control.
Note that interaction techniques can take various forms, and in theory, an unlimited
number of interaction techniques can be designed for accomplishing application-specific
tasks. However, a framework provides a set of interaction techniques for a set of
fundamental interaction tasks. This is important, particularly for a young field like
freehand gesture interaction, because these interaction techniques form the foundation
that future researchers, designers, and developers can reuse and improve over time. This
has already happened for desktop human-computer interaction. For example, while
menus take very different forms of presentation in different applications, the basic
pointing-based, drop-down hierarchical menus are still widely used.

3.1.3 Design Principles and Guidelines
Design principles are fundamental, widely applicable, and enduring high-level guidance,
providing a benchmark for interaction design and evaluation. There are many user
interface design principles available. Although different people may describe them in
different ways, their underlying meanings remain the same. For example, Raskin
summarizes seven user interface design principles in his book (Raskin, 2000),
Shneiderman and Plaisant present “eight golden rules of interface design” in
(Shneiderman & Plaisant, 2004), and Nielsen and Molich proposed ten usability
heuristics for user interface design (Nielsen & Molich 1990). These principles are
normally very high level, and applicable to the design of any user interface in a general
sense.
There are other more specific principles for particular types of user interfaces, such as
WIMP-based interfaces, which play the crucial role of “unifying link” between different
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interaction techniques, and make it possible to describe and design interaction techniques
with coherent and consistent style. For example, making use of the desktop metaphor is a
widely adopted principle in WIMP user interfaces. It recommends taking advantage of
people’s knowledge of the real-world working space by using metaphors to convey
concepts and features of the applications (Apple, 2007). The metaphor of file folders is
analogous to how people organize a file cabinet. Playlists and photo albums in music and
digital photo applications represent real-world music playlists and photo albums.
Employing direct manipulation is another major design principle in WIMP-based
interfaces, and is embodied in a large number of desktop interaction techniques. For
example, drag-and-drop is based on direct manipulation to move around visual
representations of objects (i.e., icons) or controls. Many other interaction techniques,
such as dragging a slider to manipulate parameters, resizing a window, clicking a button,
and coloring a cube in a drawing application are all build upon the principle of direct
manipulation. Therefore, a fundamental design principle, direct manipulation, has led to a
wide range of coherent and consistent interaction techniques in the WIMP interfaces.
In addition, researchers and interface designers have been writing down guidelines to
record their insights over years, trying to guide the efforts of the future designers
(Shneiderman & Plaisant, 2004). Unlike fundamental design principles, design guidelines
are low-level, specific, practical, but sometimes hard to apply and even wrong. Design
guidelines, in many cases, are about a specific aspect of user interface design. For
example, Apple’s Mac OS X Human Interface Guidelines contain a variety of user
interface design guidelines for menus, controls, and icons, such as “display an
information, actionable alert message when something goes wrong”, and “avoid
displaying more than two levels of hierarchy in a source list”.

3.1.4 Theories and Interaction Architecture
Theories and interaction architecture (i.e. software toolkits or middleware for creating
interactive systems) are two components that are not essential to construct an interaction
framework. We consider them as supporting, rather than core, components to an
interaction framework.

	
  

35	
  

Since WIMP has existed for over 20 years, researchers have done a lot of work to build
theoretical models for basic issues in WIMP user interfaces. For example, Fitts’ Law
(Fitts, 1954) and its extensions such as (McGuffin & Balakrishnan, 2005), (MacKenzie &
Buxton, 1992), and (Accot & Zhai, 2003) are predictive theoretical models that predict
mouse pointing task performance. The steering law developed by Accot and Zhai is a
predictive theory for modeling trajectory-based interaction tasks (Accot & Zhai, 1997).
Cockburn et al. recently proposed a model for predicting menu selection performance,
incorporating both Fitts’ Law pointing time and Hick-Hyman Law decision-making time
(Cockburn et al., 2007). Such theories explain quite a lot about user behavior or
interaction performance, but they are not necessary to define effective user interfaces.
Finally, numerous software toolkits or middleware exist for developers to create WIMP
user interfaces. Commercial or free user interface toolkits are available, such as Microsoft
Visual Studio .NET, Java, Qt, wxWidgets, and so forth. Virtually all today’s toolkits are
based on event-based model where input events are interpreted by a top-level loop and
dispatched to widgets by a callback mechanism (Beaudouin-Lafon, 2004). Many toolkits
also provide composing capability using a pre-defined set of standard widgets, greatly
improving development efficiency. These toolkits greatly enhance developers’ abilities to
rapidly create robust user interfaces, but effective interfaces can be built without toolkits.

3.2

Our Approach to a Freehand Gesture Interaction Framework

In this research, we focus on developing an early framework for freehand gesture-based
user interfaces that consists of the three essential components as described above. This
chapter has already explained the input device component (freehand gestures together
with sensing devices). In the next two chapters, we will present interaction techniques for
two fundamental user tasks—command selection (i.e., menu selection) and text entry—in
different scenarios that involve spatial (Chapter 4) and surface (Chapter 5) hand gestures.
During the design and evaluation of these interaction techniques, we have been able to
extract a set of design principles and guidelines. Thus, a key difference between this
dissertation work and the previous “point designs” is that, rather than developing
application-specific interaction techniques (e.g., freehand gesture interaction for painting
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in virtual environments), we took a more systematic design process, and our results are
more informative and generalizable for future research and development.
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CHAPTER 4

SPATIAL GESTURE-BASED
INTERACTIONS

In Chapter 3, we have elaborated and analyzed in depth each component of an interaction
framework, which in turn identifies our design space of a framework for freehand gesture
interaction. We have specified that the input device component of the framework
constitutes of human hand gestures and enabling technologies that sense and transform
gestures into meaningful control signals for computer processing. In this chapter and the
next, we will present the design, evaluation, and analysis of a series interaction
techniques that employ spatial (this chapter) and surface (Chapter 5) freehand gestures as
input. In doing so, we will specify the interaction techniques component, as well as the
design principles and guidelines component of the interaction framework. Therefore, the
following sub-questions will be answered:
•

Research question 1.1: What is a set of interaction techniques for freehand
gesture interaction framework?

•

Research question 1.2: What are the fundamental, core design principles
that guide the design of freehand gesture-based interaction techniques?

•

Research question 1.3: Can we demonstrate the usability of interaction
techniques and validate the design principles via user studies?

•

Research question 1.4: What are the practical design guidelines for
designing freehand gesture user interfaces?

To answer the research question 1.1, we must first identify user tasks for which
interaction techniques are designed. To identify user tasks, one consideration is the level
of abstraction. For example, menu selection is a common task in most desktop
applications, but it can be decomposed into a sequence of lower-level subtasks such as
mouse cursor movement and clicking. Drawing a blue rectangle in a drawing application
is a high-level task, but it is composed of many sub-tasks such as creating a rectangle,
setting it to specified size, coloring it, and moving it to target location. Each subtask can
be further decomposed into lower-level tasks. Bowman in his dissertation categorized
tasks in immersive virtual environments into travel, selection, and manipulation, which
are universal in a large percentage of interactions taking place in virtual environments
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(Bowman, 1999). They further included three more universal tasks, which are way
finding, system control, and symbolic input, in their book (Bowman et al., 2004). In our
research, tasks are abstracted from an analysis of application scenarios like those we
presented in Chapter 1, as well as previous literature of freehand gesture interaction
techniques and applications. Similar to (Bowman, 1999), we have attempted to extract
common universal tasks for which we study interaction techniques under a systematic,
formal framework.
In addition, we have recognized that the characteristics of the input (i.e., freehand
gestures) cause the design of interaction techniques to be dramatically different from the
traditional practice. An evident observation is that pointing and clicking, upon which a
large portion of interaction techniques in WIMP interfaces are founded, may not always
work well as we shift to freehand gesture interaction. While freehand pointing and
clicking, with proper modification and augmentation, still proves to be useful in simple
tasks such as single object selection (Vogel & Balakrishnan, 2005), it may fall short for
more complex tasks such as hierarchical menu selection, parameter adjustment, or text
entry. Simply decomposing these tasks into a series of freehand pointing and clicking
may yield ineffective interactions. This is because freehand gestures are jittery, less
accurate, more ambiguous, and more error-prone, due to the lack of haptic constraints
(Wang & MacKenzie, 2000). As a result, design and evaluation of freehand gesture
interaction techniques will focus on tasks that are hard to accomplish with only existing,
known techniques. Note, however, that we are not intended to completely get rid of
traditional techniques like pointing and create a whole new set of interactions. Simple
tasks, such as selecting and dragging an object, are still accomplished via pointing and
clicking. But we will discuss how to modify existing freehand pointing and clicking
techniques to make them consistent with our designs.
Finally, tasks we identified are not comprehensive. We did not cover all possible tasks
the user may perform in an application. But they are representative, and allow the user to
accomplish a fairly complex high-level goal in many application scenarios. The
interaction techniques designed for these tasks should be able to express a rich set of
functionalities, as well as to inform the design of other techniques for tasks we do not
cover in this research. This will be demonstrated in the Chapter 6, where we will present
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several proof-of-concept example freehand gesture applications by putting together the
interaction techniques designed in our work.
In this research, we have identified the following two tasks. The first user task is
command selection, or menu selection, which are involved in virtually all applications.
The second user task is text entry, in which users enter alphabetic letters, numbers, or
other symbols. Everyone who uses computers performs text entry tasks constantly
(Bowman et al., 2004). In this chapter, we will discuss interaction techniques for
command selection and text entry using spatial gestures. As we discussed in earlier
chapters, spatial gestures are freehand gestures that occur in free three-dimensional space,
and are generally recognized by input devices that capture 3D location and orientation of
gestures.

4.1 Menu Selection with rapMenu
Freehand gesture-based menu selection is inherently difficult, especially with increasing
menu breadth (i.e., the number of menu items), largely because moving hands in free
space cannot achieve precision as high as physical input devices such as mouse and stylus.
At first glance, it appears straightforward to adopt existing menu systems like direct
pointing-based menus (e.g., Nintendo Wii™ menus), marking menus [Kurtenbach 1993],
or the FlowMenu [Guimbretière 2002] to freehand gestures. Most existing techniques,
however, were developed for very different user interface devices that accept direct (e.g.,
stylus) or indirect (e.g., mouse) pointing input on a surface. When ported to freehand
gesture input, these designs may no longer be effective or feasible, largely because
moving hands in free space cannot achieve precision as high as physical input devices
such as mouse and stylus. Direct pointing, for example, suffers from hand jitter, and even
with an advanced low-pass filter, it is difficult to select small targets from a distance
[Vogel 2005]. Thus, menus have to be made large, taking up much screen real estate (e.g.,
Wii™ menus) and limiting the number of commands available on the display. Gesturebased menus such as the marking menu [Kurtenbach 1993] use directional gestures rather
than pointing to select items, but they may also be more ambiguous and error-prone to
perform with freehand input in mid-air. This is due to the lack of haptic constraints

	
  

40	
  

[Wang 2000] and distinctive gesture delimiters. In addition, increasing menu breadth
requires more directions, making marks more difficult to perform.
We have designed a menu selection technique called rapMenu, for hierarchical menu
selection task (Figure 5). By designing and evaluating it, our goal was to establish a
generalizable style of interaction and a few fundamental design principles that will
inform interaction technique design for other tasks.

Figure 5: A user is making menu selection with the rapMenu technique.

First of all, we review previous research on menu selection techniques and gesture input.

4.1.1 Menus Using Gestures
The marking menu [Kurtenbach 1993] is a well-known gesture-based menu technique,
which allows the user to perform a selection either by popping up a menu or drawing a
mark in the direction of the desired item. It therefore encourages the user to learn
directional gestures, and allows the expert user to operate in an eyes-free manner. Similar
techniques such as the control menus [Pook 2000] and the FlowMenu [Guimbretière
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2002] effectively merge command selection and direct manipulation. Such menus were
primarily designed for devices that accept pointer input directly or indirectly on a surface.
On the other hand, many 3D menus designed for mid-air operation have been proposed
for virtual and augmented reality [Dachselt 2007]. In particular, the ring menu [Liang
1994] is a radial menu that is conceptually the same as the tilt menu techniques [Rahman
2009] and controlled by wrist tilt. The TULIP menu [Bowman 2001] uses multiple pinch
gestures to allow simultaneous access to multiple menu items assigned to particular
fingers, but forces the user to use a specific pinch to “scroll” through longer menus.

4.1.2 Tilt Interaction
Tilt techniques are becoming ubiquitous today as accelerometers are integrated with
many mobile devices. Researchers have demonstrated a number of designs that explore
tilt input beyond simple image rotation or content scrolling. In particular, it is common to
break up the raw angular space available with wrist tilt and group nearby values into
unique controllable tilt levels [Rahman 2009].
Oakley and O'Modhrain [Oakley 2005] described the use of handheld device orientation
to directly control list position, rather than the rate of list traversal. Each menu item was
selected by tilting the device at an angular position. They also demonstrated that this
position-based mapping resulted in lower error rate than a rate-based mapping. TiltText
[Wigdor 2003] and TiltType [Partridge 2002] enable faster text entry on cell phones by
pressing a button and tilting the device in a specific position to enter a letter. The tilt
angle determines which letter is selected. Oakley and Park [Oakley 2007] presented an
eyes-free menu system based on relatively large-scale rotational strokes. In spite of the
limited number of items, this technique can be performed without visual feedback, which
may be of benefit in certain scenarios. Moreover, Kajastila and Lokki [Kajastila 2009]
introduced a spherical auditory menu using speech and 3D sound, which is controlled by
pointing and tilting gestures.
Researchers have also studied the theoretical aspects of tilt techniques. Rahman et al.
[Rahman 2009] formed a framework of wrist-based interaction, considering key factors
such as axial range-of-motion, discretization functions, and feedback. They
systematically studied various factors that influence tilt control, and found that the user
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can comfortably manipulate at least 16 levels on the pronation/supination axis. In
addition, Crossan et al. [Crossan 2008] investigated wrist rotation as a hands-free method
of interaction with a mobile device by conducting a Fitts’ law targeting study under four
body postures: resting, seated, standing and walking.

4.1.3 Pinch Gestures
Pinch gestures were initially explored in virtual environment interactions [Bowman 2001,
Bowman 2002]. In addition to the TULIP menu reviewed earlier, Bowman et al.
described a virtual keyboard technique using pinch gestures [Bowman 2002]. More
recently, Wilson [Wilson 2006] presented a simple but robust computer vision-based
pinch detection technique, and the use of pinch gestures for desktop cursor control and
map manipulation. Also, the Pinch-the-Sky Dome prototype presented by Benko [Benko
2009] used the pinch gesture as the basic unit of interaction, allowing the user to literally
“pinch” the sky and move it around or zoom in or out.
There are several significant benefits of pinch gestures. They are precise and stable
[Wilson 2006]. The user can bring two fingers together and apart quickly and
unambiguously [Benko 2009, Wilson 2006]. Pinching is evocative of grabbing a physical
object, and thus appears very natural to the user. And detecting pinch gestures is
relatively easy: Wilson [Wilson 2006] and Benko [Benko 2009] used a single camera to
detect the hole formed when the thumb and forefinger are touching. Other pinch gestures
can be detected with extra glove-based hardware, but advances in computer vision or
other physiological technologies such as the muscle-computer interfaces [Saponas 2009]
may allow for truly freehand pinch detection in the near future.

4.1.4 Gestural Commands
One of the most important design decisions for the rapMenu was to define a set of
gestural commands and determine how they are mapped to the selection of menu items.
We chose the pinch gesture as the basic command because, compared to other hand poses
like index finger pointing, it is stable and precise, and there is little ambiguity – two
fingers are either touching or not (Balakrishnan & MacKenzie, 1997; Wilson, 2006).
From the user’s point of view, the pinch is a very natural and familiar gesture. Since the
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hand can form four simple pinch gestures (i.e., thumb to another finger), up to four menu
items are selectable at once, increasing the input bandwidth.
Four menu items, however, are far from sufficient in many applications, so we need a
way to navigate longer menus. A natural solution is to split a radial menu into non-overlapping groups, with each group mapped to a specific wrist orientation. To navigate from
one group to another, the user simply rotates their hand.

4.1.5 Visual Design
The simplest visual layout design for the rapMenu divides an eight-item octagonal menu
into upper and lower groups, each with four items (Figure 6). The upper group is mapped
to the palm down posture, while the lower is mapped to the palm up posture (as if the
user’s hand were rotating around the outside of the radial menu). As shown in Figure 6,
the groups are explicitly separated with a thick border, and the currently accessible group
is highlighted, providing visual feedback to facilitate the learning and use of appropriate
postures.

Figure 6: Eight-item rapMenu. Red arrows indicate wrist orientation. In our
implementation, a real-world menu similar to those in digital entertainment devices was
used as a stimulus.

This design can easily be extended to a twelve-item alternative, which is split into left,
center and right portions (Figure 7), corresponding to palm right, down and left postures,
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respectively. While this does increase the number of menu items, it also requires the user
to twist their hand into an ergonomically difficult pose. From a human factors perspective,
turning the right hand’s palm to face right is uncomfortable (without loss of generality,
we assume that the user is right-handed throughout this proposal). To eliminate this issue
while keeping the twelve-item menu breadth, we designed another variation that maps
three easy-to-perform postures (palm down, left and up) to a ¾ circular, fan-like layout
(Figure 8).

Figure 7: 12-item rapMenu.

In each group, four menu items are arranged in order to map to the index, middle, ring,
and pinky fingers on the right hand. Figuring out the correct mapping between the pinch
gestures and menu items requires the user to mentally correlate the physical wrist
orientation to the visual arrangement of items in the current group, but the kinaesthetic
feedback generated by the wrist tension mediates this issue. For example, pinching the
thumb to the pinky finger selects Shows in Figure 8a while the same gesture selects Clock
in Figure 8b and Guide in Figure 8c.
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Figure 8: Modified 12-item rapMenu, which avoids an ergonomically difficult hand posture.

Wrist orientation is inherently imprecise and ambiguous. However, because of the way
we mapped it to the menu layout, the system can easily distinguish the required postures,
and the mapping appears natural and easily understandable to the user.
To further encourage the user to adopt definite wrist postures, we employed the ambiguous posture visualization introduced in (Vogel & Balakrishnan, 2005). When the
posture nears ambiguous positions, the highlight is dimmed while the borders appear red
and become more intense (Figure 9). We only used the visualization when the wrist
orientation goes beyond a threshold angle. Thus, the postures require a certain amount of
wrist tension, which emphasizes the structure of the interaction and makes the user’s
intention explicit (Baudel & Beaudouin-Lafon, 1993); but they also allow the user to
gesture with more relaxation, generating less hand and wrist fatigue. In practice, we
found 45° and 30° reasonable thresholds for the eight- and twelve-item rapMenu, but of
course this can be customized for specific applications or user preferences.
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Figure 9: Ambiguous posture visualization. Dimming the highlight and increasing the
intensity of the red borders indicate the ambiguous posture.

4.1.6 Menu Hierarchies
Figure 10 illustrates how menu hierarchies are implemented in rapMenu. The user starts

by selecting a top-level menu item (“Music” in Figure 10a). As she does, the second-level
submenus appear in an outer layer, while non-selected top-level items are greyed out
(Figure 10b). Selection of a second-level item (“Genres” in Figure 10b) may bring up a
third-level submenu. These items are displayed in the outer layer, while the second-level
items are moved into the inner layer and the top-level items disappear (Figure 10c). In this
way, the rapMenu can represent hierarchies of any depth.

	
  
Figure 10: Hierarchical rapMenu.

This two-layer visual representation keeps a submenu and its direct precedent menu
visible, preserving contextual information. Alternatively, we could choose to always
expand the menu to a new layer when an item is selected. This would make more
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information visible to the user, which may benefit selection in deep, unfamiliar menus.
But since more screen real estate is required, this approach may be impractical for
standard displays. Even when the user interacts with a very large display, other visual
content might be occluded by the menu, which could cause usability problems. It would
be interesting to study the trade-off between the amount of information displayed and the
necessary screen real estate, and how these factors affect user performance, but these
issues are beyond the scope of the current research.

4.1.7 Interaction with rapMenu
We defined an effective zone to overcome the issue of “immersion syndrome” (Baudel &
Beaudouin-Lafon, 1993); the rapMenu effective zone is the entire display area. Gestural
commands are only interpreted when the user’s hand is pointing at the display. Gestures
are otherwise interpreted as unintentional hand movements and ignored.
The rapMenu is invoked by pointing at the display and issuing an initial thumb-toforefinger pinch gesture, and can be dismissed at any time by leaving the effective zone.
To make a selection, the user rotates their wrist to highlight the group where the desired
menu item is found, then selects the item with a pinch click gesture (i.e., the user pinches
their thumb and another finger to indicate a selection and moves them apart to complete
it). As two fingertips contact, the corresponding item is highlighted (Figure 11).
Ideally, an item would be highlighted before the two fingertips make contact, similar to
what occurs when a mouse cursor hovers over an item in a standard GUI menu. Our
current hardware, however, only senses two input states (out-of-range and touching). The
tracking (or hover) state is not available because neither the proximity nor the pressure
between two fingertips is reported.
The user may change their mind and decide not to select the item after beginning the
pinch gesture. To do so, the user leaves the effective zone and then releases the pinch.
The rapMenu is not dismissed in this case. Rather, it enters the pending state and is
greyed out to visually inform the user this state. To resume the interaction, the user
simply points back to the effective zone.
Returning from a submenu to its parent level is done with an upward hand flick gesture.
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Figure 11: Visual feedback when two fingertips contact.

4.1.8 Implementation
To prototype the rapMenu, we used Fakespace Pinch Gloves™ for pinch detection, and
an InterSense IS-900 motion tracking system to obtain hand orientation information. As
we have stated in Chapter 1, while wearing specialized devices is cumbersome and does
limit the overall usability of the prototype, this hardware should be viewed simply as an
enabling technology. It allows us to explore advanced interaction techniques today,
before robust computer vision-based technologies to recognize “truly” freehand gestures
such as TAFFI (Wilson, 2006) become widely available. The software was written in
Visual C++ on Windows XP, and GDI+ provides 2D graphics rendering.

4.1.9 An Extension: Two-Handed Input for rapMenu
Wrist orientation offers a simple and fast input modality to navigate longer menus, but it
does limit the breadth of the rapMenu. Although we feel that 12 items are sufficient in
many applications, there are certain cases where even longer menus are required. The
system must recognize more wrist postures to increase the menu breadth. For example,
five postures (palm facing down, southwest, left, northwest, and up) are necessary to
navigate a 20-item rapMenu (the uncomfortable postures are excluded, as discussed
before). The user, therefore, has to position their hand more precisely, causing more
errors and fatigue.
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A possible solution is to utilize two-handed input, where the rapMenu is split into two
symmetric parts (left and right). The left half is solely controlled by the left hand as the
right half is similarly controlled by the right hand. With this design, using two wrist
postures (palm facing down and up) on each hand increases the breadth of the menu to 16,
as each part contains 8 items. Using three postures (palm facing down, left/right for
right/left hand, and up) increases the menu breadth to 24. Two-handed input also
increases the degree of input parallelism, because two hands together can form eight
simple pinch gestures, and up to eight menu items are selectable at once.

4.1.10 Initial User Feedback
We have asked seven colleagues to informally try our rapMenu design. Our goal was to
obtain initial feedback on key issues such as discoverability of the gestural commands,
understandability of the mapping, and visual design. In order to learn how users perceive
the design and discover which gesture does what, we intentionally asked them to explore
the usage of the rapMenu without giving any instructions beforehand.
While discoverability is a common problem for gesture-based systems (Baudel &
Beaudouin-Lafon, 1993; Vogel & Balakrishnan, 2004), users unanimously reported that
it is easy to figure out how to make a selection with rapMenu. Several users commented
that the high discoverability partly benefited from the hardware they wore – the Pinch
Gloves™ directly imply the pinches for input. We believe that the simplicity of the
gestural command set is another contributing factor. Users also appreciated the visual
feedback the rapMenu provides, and agreed that it helped them in learning the mapping.
In fact, we expected wrist orientation to be more difficult to discover. Surprisingly,
however, most users easily inferred it from the circular menu layout. A few users even
commented that they discovered it from unintentional hand roll that changed the
highlighted group. Several users indicated that it was easier to discover it with the
twelve-item rapMenu than with the eight-item one, because the former requires a smaller
rotation angle to trigger the coarse-grained group selection.
Users generally liked the visual appearance of the rapMenu. Comments from one user did
lead to an improvement in our design. We did not separate groups with a thick line in our
initial implementation. The user found this confusing since he thought that the active
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group could shift by one item at a time, which is inconsistent with the actual mechanism.
The redesign eliminated the confusion and no other users raised this issue.

4.1.11 Essential Design Principle Behind rapMenu
We have presented the visual design, gesture mapping, and implementation of the
rapMenu technique. What do we learn from the design of rapMenu? Why is the rapMenu
designed as this? What benefits does the rapMenu provide to the user? What are the
design principles behind the rapMenu technique?
A menu selection task can be decomposed to two subtasks: indication, where the user
first indicates which item to select, and commitment, where the user commits the
selection. It is indication that typically requires a great deal of precision. As we
mentioned earlier, freehand menu selection is inherently difficult, especially with
increasing menu breadth, largely because moving hands in free space cannot achieve
precision as high as physical input devices such as mouse and stylus. Such precision,
however, is essential in indicating an item in traditional desktop menu interfaces.
On the other hand, most traditional menus have assumed a 1-to-n mapping from a single
discrete choice input to multiple menu items. That is, the user has to indicate one out of
multiple items to select. In a desktop pull-down menu, for example, the user moves a
mouse cursor over a list of items, stops the cursor on an item that is to be selected, and
then clicks a button to commit a selection. But this is not necessarily the model we have
to follow for freehand menu selection interfaces, because freehand gestures such as
pinches can produce multiple discrete input events, affording an opportunity to explore
menu techniques that move beyond the 1-to-n mapping.
For example, marking menus afford the use of directional gestures rather than pointing to
select items [Kurtenbach 1993]. In this case, the indication and commitment subtasks
occur simultaneously. Also, if we consider each directional gesture as a distinct input
event, the marking menu achieves 1-to-1 mapping from a direction (or a mark) to a single
menu item. In so doing, marking menus allow for improved menu selection performance,
especially when the user learns the menu layout [Kurtenbach 1993].
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The essential design principle behind the rapMenu is to take advantage of the multiple
discrete inputs (i.e., the pinch gestures) for commitment to reduce the required precision
of the wrist tilt for indication. In particular, by leveraging multiple discrete input events
generated by pinch gestures, we make the indication subtask much easier, only requiring
a rough, imprecise wrist tilt. Meanwhile, the tradeoff is that the commitment subtask is
slightly more complicated, since it requires the user to decide which pinch to issue.
Such a tradeoff is also observable on a desktop menu interface that supports keyboard
shortcuts. While keyboard shortcuts eliminate the need to move the cursor and indicate an
item from a list, hence speeding menu selection tasks, they also increase the user’s
cognitive load by requiring them to remember which key combination does what.

4.1.12 Potential Benefits of rapMenu
The rapMenu builds upon previous techniques, particularly the tilt menu [Liang 1994,
Rahman 2009] and the TULIP menu [Bowman 2001]. In terms of logical input, tilt as a
gesture input produces continuous absolute values (here tilt angle) within a range. A
separation method is then required to divide the continuous angular space into discrete tilt
levels for tasks like menu selection. With an increasing number of levels, interaction
becomes slower in speed and higher in error [Rahman 2009]. On the other hand, pinches
directly produce multiple discrete choices, but the number of choices that affords easy
and memorable interactions is limited [Bowman 2001, Bowman 2002]. The rapMenu
uses a hybrid of the two input modalities, resulting in a novel menu technique that is
likely to improve over its individual parts. There are several potential advantages offered
by the rapMenu.
Reduces fatigue: Fatigue is always a concern with freehand gesture interaction [Baudel
1993]. Compared to direct pointing-based techniques, the mechanism of rapMenu frees
the user from pointing to the exact location of a menu item. This allows the user to
position the arm in an ergonomically comfortable manner. In addition, this implies that
the rapMenu can scale well with different display and menu sizes. As discussed earlier,
direct pointing becomes more difficult and tiresome when the menu item is small due to
hand jitter and accuracy. Direct pointing also introduces more fatigue when the display

	
  

52	
  

becomes larger, as the user has to move the wrist and arm with larger amplitude. The
rapMenu can remedy these issues, however, because it does not require accurate pointing.
More direct item access: Tilt menus require the user to scan and navigate to an item by
adjusting a tilt cursor (i.e., the indication subtask). With the rapMenu, however, the user
can access an item from a group by forming a particular pinch gesture, bypassing
navigation. In a sense, pinch gestures act like “shortcuts” to different items in a group,
similar to invoking a command with a keyboard shortcut in desktop menus. Thus, the
rapMenu moves closer to the direct item access afforded by marking menus, but it is not
completely direct since it still uses tilt gestures for group navigation.
Transition from novice to expert use: In contrast to a tilt menu [Rahman 2009], the
rapMenu can provide a smooth transition from novice to expert in a way similar to
marking menus. Each item in the rapMenu has an absolute “location”, uniquely identified
by a combination of a tilt position and a pinch. For example, the combination “palm
down, index finger” selects “Music” in Figure 11. In addition, the tilt and pinch gestures
can afford some degree of physical mnemonics due to proprioception [Mine 1997]. As a
result, each time the user selects an item they gain experience that should facilitate the
transition to expert use. As the user learns the menu layout, the navigation and selection
time should be shortened.
Supports eyes-free selection: Eyes-free menu selection is useful in many scenarios where
a visual display is not appropriate or available [Kajastila 2009, Zhao 2007]. Also, eyesfree interaction allows expert users to directly make a selection without invoking visual
menus, improving task efficiency (e.g., marking menus). We expect the rapMenu to
allow for eyes-free menu selection. It naturally encourages designers to place
semantically close items into a chunk, helping users to remember the menu layout. Also,
relatively distinctive tilt levels and pinch gestures do not rely heavily on visual feedback,
and minimum non-speech auditory feedback may be sufficient for users to perform tilt
and pinch gestures. With an appropriate amount of training, therefore, the rapMenu could
be operated eyes-free.
Increases menu breadth: The rapMenu can increase menu breadth over the tilt menu. As
demonstrated in [Rahman 2009], only a limited number of levels are controllable using
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wrist tilt input. The rapMenu can theoretically increase breadth over the tilt menu due to
the combined use of tilt and pinch gestures, since at each tilt level, the user can choose
from up to four items with pinch gestures.
It is important to validate the hypothesized benefits above, not only to demonstrate the
effectiveness of the rapMenu technique, but also to provide evidence for the general
design principles it embodies. In the following sections, we present two user studies that
collect detailed user performance data, investigate the design principle in depth, and
finally consider other design variations and discuss future directions.

4.1.13 User Study 1: rapMenu vs. Tilt Menu
Our preliminary testing indicated that selection with the rapMenu was easy to understand
and fast to perform. In our first formal experiment, we decided to compare it with a tilt
menu technique (e.g., [Rahman 2009]). As discussed earlier, the rapMenu improves on
the tilt menu by leveraging multiple discrete pinch gestures and mitigating issues with
discretization of tilt angles. As a result, this study will investigate the tradeoff between
the angular size of the discrete tilt levels and the number of different selection inputs the
user can make. Beyond the specific techniques, this tradeoff is important to understand
for freehand interface design.
We also considered comparing the rapMenu to the TULIP menu [Bowman 2001], which
uses only pinch gestures for menu selection. As discussed earlier, the TULIP menu uses
multiple pinch gestures to allow simultaneous access to multiple menu items assigned to
particular fingers, but reserves a specific pinch to “scroll” through longer menus. We
found in a pilot study that the TULIP menu becomes very slow for menu breadths greater
than 12. We therefore decided to exclude the TULIP menu in the final experiment.
Hypotheses
We had four main hypotheses in the first experiment:
(1) We expected rapMenu conditions to perform faster than tilt menu conditions, due to
the shortened indication subtask allowed by the combined wrist tilt and multiple
pinch gestures.
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(2) We expected that menu breadth would have different impacts on tilt menu and
rapMenu performance. Specifically, we expected longer menus to have a larger
negative effect on the tilt menu than on the rapMenu.
(3) We expected tilt menu conditions to have higher error rates than rapMenu conditions,
especially with the increasing menu breadth.
Finally, we hypothesized that with the increasing menu breadth, the change in error rate
for rapMenu would be slower than that for tilt menu.
Participants
Twelve participants (two females), aged between 21 and 27, were recruited from the local
institutes. All were right-handed. None of them had previous experience with freehand
gestural menu selection interfaces.
Apparatus
The experiment was conducted on a PC running Microsoft Windows XP, with a 20” LCD
display at a resolution of 1280 × 1024. A Fakespace Pinch Glove™ was used for pinch
detection, and an InterSense IS-900 motion tracking system was mounted on the back of
the glove to obtain hand tilt information (Figure 12: Apparatus used in our study.).

Figure 12: Apparatus used in our study.

Interfaces
There were two interface conditions. In the rapMenu condition, the design presented
above was used. The number of groups of items varied depending on the breadth of the
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menu. In the tilt menu condition, the participant tilted the wrist around the
pronation/supination axis to control the movement of a blue tilt cursor (with an absolute,
position-control mapping) and navigate through a semi-circular radial menu (Figure 13).
Note that although the visual feedback of the two techniques appears to indicate different
angular ranges, both conditions actually make use of a 180-degree tilt angle range (from
palm down to palm up). Other tilt axes such as flexion and extension were not included in
the study, since previous work has demonstrated that the pronation and supination allow
for more controllable tilt levels [Rahman 2009]. We used a quadratic mapping function
for partitioning of the tilt space, as it has been shown to significantly improve user
performance [Rahman 2009]. As a result, the two extremes (i.e., palm down and up) were
given more angular space than the middle (Figure 13).

Figure 13: The 12-item tilt menu used in the experiment.

In both interfaces, we provided two selection mechanisms. In tilt-pinch-to-select,
participants selected a target by first tilting the wrist and then pinch clicking. In pinchtilt-and-release, participants first pinched two fingers, then tilted the wrist to select a
target item, and finally committed the selection by releasing the pinch. In the preliminary
study, we found that the pinch click was faster to perform, but can interfere with the tilt
angle and negatively affect the precision of the input (known as the Heisenberg effect
[Bowman 2002]). Pinch-tilt-and-release, however, interfered little with the tilt angle and
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was used more frequently when menu breadth increased. At the beginning, participants
were educated about both mechanisms, and they were free to use either or both when
performing tasks.
Task and stimuli
During each trial, participants performed a menu selection task with the assigned
interface. To make the experiment more realistic, we chose to use real words as stimuli.
We used a list of familiar commands, such as file, edit and save, as menu items. To make
sure that participants did not get familiar with the menu layout across different interfaces,
item locations were different in each condition.
Before each menu interface, participants received demonstration and practice trials.
Participants then pressed the spacebar using their left hand to start the timed trial. An
instruction showing the item to select was then displayed in the center of the screen.
Participants responded by selecting the target from the given menu interface.
The experimental software recorded trial completion time and errors as dependent
variables. Each trial was timed from the moment the target item was presented to
participants, until the successful selection was committed. If participants selected a nontarget item, an error was recorded and they were asked to try again. A trial ended only
when the participant made the correct selection. We recorded multiple attempts since
they inform us about the level of control achievable using each of the menu interfaces.
Experimental design
A 2×4 (menu interface × menu breadth) within-subjects design was used. Participants
were randomly assigned to one of two six-person groups. The first group performed the
tasks with the rapMenu technique first, and the second group with the tilt menu first.
For each menu interface, participants made selections from four single-level menus
containing 8, 12, 16, and 20 items, respectively. A single ordering of menu breadth was
used, from easy to difficult (i.e., 8-item menu first and 20-item last). The menu content
and item orderings were coded in advance and were identical for all interfaces and for all
participants.
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For each interface × breadth combination, all stimuli were used, and participants
performed five blocks of trials. Menu item presentation order was randomized.
Participants were allowed to take breaks between trials. Breaks were enforced between
different interfaces and breadths. In the end, each participant finished a total of 560
selections. The entire experiment took approximately one hour to finish.
Results
A 2×4 factorial repeated-measures ANOVA was used to assess the effects of menu
interface and breadth on selection time and error rate. Overall Type I error was controlled
with Bonferroni correction.
Selection time: Figure 14 shows average task completion times over all trials completed
without errors for each interface and breadth. There was a significant main effect of
interface (F1, 11 = 73.0, p < .01) and breadth (F3, 33 = 99.86, p < .01) on selection time.

Figure 14: Average selection times for trials without errors (in seconds) with error bards
(standard error) for each menu interface by breadth.

There was also a significant interaction effect between menu interface and breadth (F3,
33 = 11.91, p < .01). This indicates that breadth had different effects on selection time
depending on which menu interface was used. The interaction effect is also reflected in
Figure 14. This supports our second hypothesis.
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Hypothesis 1: Post-hoc pair-wise comparison showed that the rapMenu (mean = 2.13, std.
error = 0.032) was significantly faster than the tilt menu (mean = 2.60, std. error = 0.043).
This supports our first hypothesis.
Post-hoc pair-wise comparisons of breadth yielded significant differences (all p < .01) in
selection times for all pairs. As expected, users were fastest with 8-item menus and
slowest with 20-item menus.
Hypothesis 2: We performed four post-hoc paired-sample t-tests between interfaces
within breadth conditions. The differences in speed between the two interfaces were
significant for menu breadth of 20 (t11 = -9.72, p < .01), 16 (t11 = -6.63, p < .01) and 12
(t11 = -5.28, p < .01). The difference was not significant for breadth 8 (t11 = -1.99, p = .07).
This indicates that for breadths of 12 and higher, the rapMenu was indeed faster than the
tilt menu, which supports our second hypothesis. For the breadth of 8, the speed of
selection between the two interfaces was comparable.
Error rate: Figure 15 shows average error rates for each interface and breadth. Error rates
were calculated as (attempts per trial – 1) × 100%. There was no significant main effect
of interface on error rate (F1, 11 = 4.05, p = .069). As expected, however, there was a
significant effect of breadth on error rate (F3, 33 = 12.39, p < .01).
There was also a significant interaction effect between interface and breadth (F3, 33 = 4.55,
p < .01). This indicates that breadth had different effects on error rate depending on
which menu interface was used. The interaction effect is clearly illustrated in Figure 15.
Note that there was a sharp increase in error rate from 12- to 16-item tilt menus, but it
only increased at a slow rate across rapMenu conditions.
Hypothesis 3: The mean error rate of the rapMenu (mean = 1.89%, std. error = .315) was
lower than that of the tilt menu (mean = 2.83%, std. error = .261), but the post-hoc pairwise comparison showed that the difference was not significant (p = .069). This does not
support our third hypothesis (see discussion below).
As expected, 8-item menus yielded the smallest number of attempts, followed by 12, 16
and 20. Post-hoc pair-wise comparisons of breadth revealed significant differences in
error rate in all non-consecutive pairs.
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Figure 15: Error rates (%) with error bars (standard error) for each menu interface by
breadth.

Hypothesis 4: We performed four post-hoc paired-sample t-tests. The differences in error
rate between the two menu interfaces were significant for breadth 20 (t11 = -2.24, p
= .046) and 16 (t11 = -2.70, p = .021), and were not significant for breadth 12 (t11 = 0.29, p
= .78) and 8 (t11 = 0.00, p = 1.00). This indicates that for breadths of 16 and 20, the
rapMenu indeed yielded fewer erroneous selections than the tilt menu did, which
supports our fourth hypothesis. For breadths of 8 and 12, the error rates of the two
interfaces were comparable.
Subjective preference: In terms of subjective preference, eight participants expressed a
preference for the rapMenu technique, three preferred the tilt menu, and one had no
preference between the two techniques.
Discussion
As hypothesized, the rapMenu conditions outperformed the tilt menu conditions with
respect to the speed of selection. For the 8-item menus, the task completion time of the
two interfaces was very close. But the performance of the tilt menu decreased with
increasing breadth, while the performance of the rapMenu was relatively stable across
breadths.
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We attribute this performance gain to the particular selection mechanism of the rapMenu.
With increasing breadth, the angular size of each item in a tilt menu decreases, making
tilt control more difficult. On the other hand, the angular size of each group in a rapMenu
of the same breadth is much larger. For example, in the 20-item tilt menu in our study,
the angular size of each item was only 180/20 = 9 degrees. But in the 20-item rapMenu,
the angular size of each group of items was 180/5 = 36 degrees. To select different targets
in a group, the rapMenu requires different pinch gestures but no precise wrist tilt.	
  
The comparable error rates between rapMenu and tilt menu conditions were not expected.
This may be due to the tradeoff between the number of tilt levels and the number of
selection inputs. In other words, while all errors in the tilt menu condition were due to
incorrect wrist orientation, most errors in the rapMenu condition were due to pinching the
thumb to the incorrect finger. In addition, the error rates of tilt menu conditions were
much lower than the results reported by Rahman et al. [Rahman 2009]. A possible reason
is that we used a larger range of motion (ROM) for wrist tilt gestures, allowing for larger
angular space for individual menu item and hence easier access. Rahman et al. used a
combined ROM of 125°, while we used 180° (from palm down to palm up). We did not
find this increased ROM to be a problem in our experiment, and no participants
complained about uncomfortable tilt gestures. In fact, it appears that a ROM of 180°
increased selection accuracy over smaller ROMs without affecting speed (the average
selection time was comparable to the result in [Rahman 2009]). In addition, it allowed
users to reliably control up to 20 tilt levels using a quadratic mapping function (error rate
≈ 5%).
Even though there was no significant difference in error rate between the two techniques
overall, we can see in Figure 7 that there was a sharp increase (from under 2% to about
4%) in number of attempts in the tilt menu as breadth increased from 12 to 16. In contrast,
errors with the rapMenu increased slowly. The rapMenu resulted in significantly better
accuracy in menus with 16 and 20 items.
In summary, the study suggests that the rapMenu is a sound freehand gestural menu
interface. It successfully increases the speed of selection over the tilt menu, while
keeping error rates below 3%. More generally, the study suggests that increasing the
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angular size of the tilt levels is beneficial to performance even in the presence of a larger
number of selection inputs. In other words, while having four different pinches for
selecting menu items introduces more opportunity for selection error, it is more than
offset by the benefit of angular space of tilt levels that are four times as large.

4.1.14 User Study 2: Eyes-Free rapMenu Selection
In the second study, we focused on experience with the rapMenu and the opportunity of
eyes-free interaction with it. As discussed earlier, we expected the tilt and pinch gestures
to afford some degree of physical mnemonics, allowing an experienced user to perform
eyes-free menu selection. In the first study, we observed that participants seemed to
develop such mnemonics as they performed tasks. Previous work [Oakley 2007] has also
demonstrated that “strokes” based on relatively large-scale wrist rotations can be used to
develop eyes-free marking-menu-like systems. In addition, the visual design of the
rapMenu should be helpful for remembering the menu’s layout, because it naturally
affords placing semantically related items in a well-defined chunk. In a pilot study, we
found that eyes-free selection with a rapMenu of 20 items or more became slow, had a
high error rate (> 20%), and required long training. In contrast, eyes-free selection in an
eight-item rapMenu was very easy with only about two minutes practice. We therefore
decided to limit our formal study to two conditions that are more interesting and
challenging: 12- and 16-item rapMenus.
Hypotheses
We had four main hypotheses in the second experiment:
(1) In general, we expected that participants would be able to reliably perform eyes-free
menu selection with the rapMenu of both breadths after a certain amount of training.
(2) We expected the eyes-free interaction with the 12-item rapMenu to be faster than that
with the 16-item menu.
(3) We expected the eyes-free interaction with the 12-item rapMenu to yield a lower
error rate than that with the 16-item menu.
(4) We expected the learning rate of the 12-item rapMenu to be faster than that of the 16item.
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Participants
A different set of 12 participants (five females) aged from 20 to 28 was recruited from
our local university campus. All were right-handed. None of them had previous
experience with freehand gestural menu selection interfaces.
Apparatus
The apparatus was the same as that used in the first user study.
Interface
The rapMenu, using the same implementation described above, was the only interface
studied here. In the eyes-free trials, the rapMenu was not rendered on the screen. Instead,
non-speech sounds were offered as auditory feedback when participants navigated to a
different group with the tilt gesture, as well as then they performed a pinch click. Note
that the non-speech auditory feedback did not provide any clues about specific menu
items.
Task and stimuli
Similar to the first study, we chose to use real words as stimuli. However, items were
grouped according to their semantics, rather than laid out randomly. There were three
groups in the 12-item rapMenu condition: the “File” group (New, Open, Save, and
Close); the “Edit” group (Cut, Copy, Paste, and Delete); and the “View” group (Zoom In,
Zoom Out, Pan, and Rotate). In the 16-item condition we added the “Developer” group
(Build, Clean, Debug, and Run).
Before each session, participants were educated about how to interact with the rapMenu.
Participants then performed training trials with the rapMenu visually displayed on the
screen. As in the first study, an instruction showing the item to select was displayed in the
center, and participants responded by selecting the target.
Upon finishing the training trials, the participants performed a series of eyes-free menu
selection tasks, in which only the instruction was displayed on the screen. In each trial, if
participants selected a non-target item, the menu was visually re-displayed in order to
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help them recall the item locations, and an error was recorded. The participants then
selected the correct item with the visual menu displayed, and advanced to the next trial.
The experimental software also recorded trial completion time. Each trial was timed from
the moment the target item was presented to participants, until the successful selection
was committed. For erroneous trials, it also recorded whether the selection was in the
same group as the target.
Experimental design
To eliminate the learning effect between the two interfaces, we used a between-subjects
experimental design. Participants were randomly assigned to two six-person groups. The
first group performed the experiment with the 12-item rapMenu, and the second group
with the 16-item rapMenu.
Each participant performed five blocks of training trials, followed by 12 blocks of eyesfree trials. Each menu item was presented as the target once in each block. Menu item
presentation order was randomized across participants. In the end, each participant in the
first and second group finished a total of 144 and 192 eyes-free selections, respectively.
The entire experiment took approximately 30 minutes.
Results
We assessed the learning effect by grouping the 12 blocks of trials within each condition
into four groups of three contiguous blocks, which will be referred to as the four “time
periods” below. This way, we had sufficient observations in each period, and the
differences in performance over time were more obvious and easier to discuss. A 2×4
mixed design ANOVA (with time period as a repeated-measures variable and breadth as
a between-subjects variable) was used to assess the effects of time period and breadth on
selection time and error rate. Overall Type I error was controlled with Bonferroni
correction.
Selection time: Figure 16 shows average task completion times over all trials completed
without errors for each menu layout by time period.
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Figure 16: Average selection times for trials without errors (in seconds) with error bars
(standard deviation) for each menu breadth by time period (1 time period = 3 contiguous
blocks of eyes-free trials).

There was a significant main effect of time period on selection time (F3, 30 = 21.33, p
< .01). Contrasts revealed that period 2 was significantly faster than that period 1 (F1, 10 =
9.94, p = .01), and period 3 was significantly faster than period 2 (F1, 10 = 37.5, p < .01),
but there was no significant difference between periods 3 and 4 (F1, 10 = 1.18, p = .303).
Hypothesis 2: There was no significant effect of menu breadth (F1, 10 = 1.462, p = .25),
indicating that the selection speeds of the 12- and 16-item rapMenus were not found to be
different. This contradicts our second hypothesis (see discussion below).
There was also no significant interaction effect between time period and breadth (F3, 30
= .64, p = .59), indicating that the increases in performance of the 12- and 16-item
rapMenu were not significantly different over time.
Error rate: Figure 9 shows the error rate for each menu layout by time period.
There was a significant main effect of time period on error rate (F3, 30 = 10.43, p < .01).
Contrasts revealed that there were significant differences in error rate between periods 1
and 2 (F1, 10 = 7.18, p = .02), and periods 2 and 3 (F1, 10 = 8.93, p = .01). However, the
difference between periods 3 and 4 was not significant (F1, 10 = 1.97, p = .66).
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Figure 17: Error rates (%) with error bars (standard error) for each menu breadth by time
period.

There was a significant main effect of menu breadth (F1, 10 = 23.65, p < .01) on error rate,
indicating that the error rates of the 12- and 16-item rapMenu were different. As
illustrated in Figure 17, the 12-item rapMenu yielded a lower error rate (mean = 3.24%,
std. error = .49) than the 16-item rapMenu (mean = 6.59, std. error = .48), which supports
our third hypothesis.
There was a borderline significant interaction effect between time period and breadth (F3,
30

= 2.89, p = .052). This interaction is due to the fact that the error rate reached its lowest

level in the period 2 for the 12-item rapMenu, but continued to drop in period 3 for the
16-item rapMenu, as illustrated in Figure 17.
Based on post-hoc paired-sample t-tests, we found that the differences in error rate
between the two breadths were significant for time periods 1 (t5 = -2.78, p = .02) and 2 (t5
= -5.83, p < .01), but not for periods 3 (t5 = -1.01, p = .18) and 4 (t5 = -1.68, p = .08). This
indicates that the error rate for the 16-item rapMenu was initially significantly higher
than that for the 12-item one, but after two periods of use the error rates for both menu
breadths decreased to approximately the same level.
Discussion
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We were particularly interested in eyes-free selection because it allows expert users to
make a selection directly without invoking visual menus, improving task efficiency.
Users can then maintain visual attention on the objects of interest instead of on the menu.
Also, a visual display is sometimes not appropriate or available [Kajastila 2009, Zhao
2007].
As we expected, eyes-free interaction with the rapMenu has very competitive speed and
accuracy overall. Although initially slow (average selection time was 3.25s and 3.84s for
12- and 16-item menus, respectively), selection time significantly decreased after two
time periods (about ten minutes) of trials. Compared to the performance data in the first
study, the eyes-free interaction was only half a second slower than the visual rapMenu,
and nearly as fast as the visual tilt menu technique (data from the two studies is not
strictly comparable since different menu items were used, but it is still useful to examine
this comparison informally). This is encouraging because it is unlikely that users could
perform eyes-free interaction with a tilt menu of the same breadth, unless speech audio
feedback [Kajastila 2009, Zhao 2007] was also used. Overall, this study demonstrates
that an expert user (where “expert” implies only a short learning period) can perform
effective eyes-free menu selection with a rapMenu of at least 16 items.
It was surprising to find that the difference in selection time between the two breadths
was non-significant. We believe this was due to the following two factors. First, the
rapMenu maps relatively large angular spaces to each group, and therefore increasing the
breadth by four does not have much impact on controllable tilt levels. Second, the way
we placed the items facilitated the recall of menu layout once it was memorized.
Increasing the breadth from 12 to 16 seemed not to increase the participants’ difficulty in
remembering the location of items and accessing them.
Meanwhile, we found that the learning rate with respect to accuracy was not consistent
with the learning rate with respect to speed. The 16-item rapMenu initially had an error
rate of greater than 10%. This is understandable since the increasing breadth requires
more effort to memorize. As illustrated in Figure 17, however, the error rate of the 16item rapMenu decreased to less than 5% after three time periods, and then became
relatively stable. On the other hand, it took only two time periods for the 12-item
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rapMenu participants to reduce the error rate below 5%. However, once participants
achieved expert performance, the error rate of both layouts became comparable. The error
rate of the 16-item rapMenu in the last time period (3.47%) was higher than that of the
visual rapMenu (2.29%), but lower than that of the visual tilt menu (3.85%) from the first
study.
Examining our detailed logged data, we noticed that out of a total of 104 recorded error
selections, only four in the 12-item condition and eight in the 16-item condition were
made in incorrect groups (i.e., participants tilted to a group that did not have the target
item). This indicates that the eyes-free tilt control was very stable for at least four tilt
levels, with minimum auditory feedback.
This experiment demonstrated that rapMenu interfaces with well-designed menu layouts
and reasonable breadths are expert-friendly, up to at least 16 items. Most traditional
expert-friendly menu techniques work optimally at a breadth of eight, since one-to-one
mappings between menu items and geometric attributes (e.g., direction or location) are
not feasible for longer menus [Zhao 2007]. The rapMenu, in contrast, combines two oneto-one mappings (from items to pinch gestures, and from groups to tilt levels), and
successfully achieves expert-friendliness at a breadth of 16.

4.1.15 Design Variations
Other tilt axes
The rapMenu we have studied uses the pronation/supination tilt axis only, but it is easy to
extend the design to other axes. For example, Error! Reference source not found.
shows a 12-item rapMenu using flexion and extension tilt gestures. Previous work has
demonstrated that users are able to control up to 12 levels of flexion/extension tilt
[Rahman 2009], so the rapMenu could easily support longer menus if desired by
application designers.
Reactive auditory feedback
While eyes-free selection is convenient for expert users, they still switch back to visual
menus to refresh their memory of menu layout [Kurtenbach 1993]. However, visual
display is not always desirable or feasible in many scenarios [Zhao 2007], so reactive
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audio feedback becomes important. In our second user study, we only used non-speech
auditory feedback to aid eyes-free menu selection, but we could further replace visual
rapMenu or tilt menu items with only interruptible speech items, similar to [Zhao 2007].
A particular issue with an auditory rapMenu is how to present four audible items without
confusing users. A possible solution is to use 3D spatial sound output [Kajastila 2009]. In
an informal usability test, we found that users performed well with a 16-item auditory tilt
menu. It would be interesting to investigate in future work if the merits of the rapMenu
technique extend to its auditory counterpart.

Figure 18: A variation of rapMenu using the flexion/extension tilt axis.

4.1.16 Design Principles and Implications
We have investigated the design and performance of the rapMenu, a menu interface using
freehand tilt and pinch gestures. Our user studies indicate that the rapMenu is efficient to
use and easy to learn. The rapMenu outperforms the tilt menu in both speed and accuracy
when the menu has a breadth of 12 or more items. Moreover, a well-arranged rapMenu is
expert-friendly, allowing for reliable eyes-free selection after a short period of learning.
In designing and evaluating the rapMenu, we have gained insights into how to design an
effective freehand gesture-based interaction technique. Our goal is to derive generalizable
design principles that can be applied to interaction design for other tasks. As we
discussed earlier, the core design principle of the rapMenu is to take advantage of the
multiple discrete inputs (i.e., the pinch gestures) for commitment to reduce the
required precision of the wrist tilt for indication. This principle is reflected by the
combined use of pinch gestures and wrist tilt (i.e., palm orientation) in the rapMenu

	
  

69	
  

technique. Coarse gestures such as wrist tilt are fast to perform but lack of accuracy. Thus,
they are ideal for setting a range of scale quickly for subsequent operations. On the other
hand, the fine-grained, discrete gestures like pinches afford accurate interaction.
We also observed a few benefits of using pinch gestures. As abovementioned, pinch is
stable and precise, and there is little ambiguity. Pinch gestures are also easy to learn and
understand, since they are used in daily life for gripping small objects, hence familiar to
most people. In addition, proprioceptive cues (Mine et al., 1997) provided by pinching
may facilitate eyes-free interaction. Finally, pinch selection, unlike pointing and clicking,
does not require the user to point to the exact location of the object on the display. This
therefore allows the user to position the arm in an ergonomically comfortable manner.
This also implies that pinch gestures scale well to both up-close and distant interactions,
and to varied display size. This is ideal for freehand gesture interactions, considering the
application scenarios we depicted before.
In summary, we derived three design principles for freehand gesture interaction:
•

Take advantage of the multiple discrete gesture inputs (i.e., the pinch gestures) for
commitment to reduce the required precision of the coarse gesture inputs (i.e., the
wrist tilt) for selection.

•

Take advantage of the parallelism that is afforded by the hand gestures: a hand
can form multiple pinch gestures. Consider improving the degree of parallelism
with two-handed interaction, if necessary. This is analogous to typing texts using
a keyboard, which provides one-to-one mapping between a key and a letter. While
the freehand gestures cannot provide as high level of parallelism as the keyboard,
the pinch gestures (or other similar discrete gestures such as finger tapping) allow
us to design interaction technique in more efficient way.

•

Use the pinch gesture as the unambiguous delimiter. Previous research, together
with the rapMenu technique, has validated the advantages of pinch gestures in
freehand gesture interaction.
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4.2 Text Entry with Freehand Gestures
In this section, we explore freehand gesture-based interaction techniques for text entry.
Text entry is a very common task for entering alphabetic, numeric, and symbolic
characters in many applications (e.g., entering name and email address). In addition, it is
a powerful way to enter commands to a system, as an alternative way to menu selection.
For example, a user may draw a character “P” on her mobile phone to start playing a song,
or draw an “S” to start searching for a particular item. Using characters to issue
commands is similar to using keyboard shortcuts on desktop computers, which, for expert
users, is faster than choosing a command from a menu system.
Since numerous text input methods have been developed for other types of interface, it
appears straightforward at first glance to adapt existing techniques to freehand gesture
input. Most of them, however, were developed for very different input devices such as
keyboard, mouse or stylus. It is not certain if they are applicable to freehand text entry,
since freehand gesture input is different from traditional input devices in several respects:
(1) There is no explicit “button” to trigger discrete events, and similarly, there is no
explicit out-of-range delimiter, which is important for segmenting continuous gestures
[Ni & Baudisch 2009].
(2) Freehand pointing precision is lower than that pointing with a mouse or gesturing on a
stable surface with a pen [Vogel & Balakrishnan 2005], and varies with the distance
between the user and the display [Shoemaker 2009, Vogel & Balakrishnan 2005]. Since
freehand interactions involve relatively unconstrained user movement, distanceindependent [Shoemaker 2009] techniques are preferable.
(3) Freehand gestures involve more muscles than keyboard or stylus interaction and thus
can cause more fatigue [Bowman 2001]. Therefore, freehand interactions should avoid
gestures that require high precision over a long period of time.
In the following sections, we will first examine the existing text entry techniques in order
to determine where we start for exploring freehand text entry. Then we will present our
design and evaluation of three text entry techniques using freehand gestures: AirStroke,
Pinch Keyboard, and Multitap.
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4.2.1 Existing Text Entry Techniques
Traditionally, text entry techniques have taken two primary forms: button-based and
stroke-based. Button-based techniques rely on one or more discrete buttons to enter
characters, such as touch-typing on a QWERTY keyboard, Multitap on a 12-button cell
phone keypad, and Morse code-like techniques with only one button [Ni & Baudisch,
2009]. Shoemaker et al. discussed mid-air text entry methods using a Wiimote
[Shoemaker 2009] based on several variations of virtual keyboards.
Even without physical “buttons” on our hands, we may simulate button clicking via
gestures (e.g., “AirTap” [Vogel & Balakrishnan, 2005] or pinch gestures we discussed
earlier in this chapter) for virtual touch-typing. However, such a method typically
involves large and frequent arm movements, causing fatigue over time. For example, the
Pinch Keyboard [Bowman 2001] uses pinch gestures to select characters from a virtual
keyboard. But since a hand can form only a limited number of pinches, users have to
move their hands around to navigate to different parts of the keyboard. Pinch Keyboard
reached an input speed of only about seven words per minute (wpm) after 30 minutes of
training.
Other text entry techniques are stroke-based, which have been primarily used for stylusbased user interfaces. Well-known character-level techniques are Graffiti [Castellucci &
MacKenzie, 2008], Unistrokes [Castellucci & MacKenzie, 2008], and EdgeWrite
[Wobbrock 2006]. These techniques require users to make a distinct gesture for each
character. Word-level techniques like Cirrin [Mankoff &Abowd, 1998], QuikWriting
[Perlin 1998], and SHARK [Kristensson & Zhai, 2004], on the other hand, allow users to
enter an entire word or even sentence in a continuous gesture without lifting the pen from
the surface.
Although word-level techniques are typically faster than character-level techniques,
word-level text entry techniques seem problematic for free-hand gesture input. They
require users to access each letter within a word from certain visual alphabet layouts (e.g.,
a stylus keyboard in SHARK), making them distance- and visibility-dependent
[Shoemaker 2009]. They may therefore be less suitable for freehand interactions that
involve relatively unconstrained user movement [Shoemaker 2009]. Also, their strokes
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tend to be rather long and lack similarity to Roman letters [Wobbrock 2006], making
them difficult for novice users to learn. In contrast, character-level methods require
making a simple stroke to enter a character, and only the relative positions of the points
in this stroke are calculated for recognition. They do not require pointing to any absolute
location on a display.
Moreover, we note that vision-based hand gesture recognition for text input has been
explored, but with a focus on effective tracking algorithms (e.g., [Liu 2006]) rather than
designing a complete and useful technique and validating its user performance.

4.2.2 Design of AirStroke: Bringing Unistroke Text Entry to Freehand Gesture
Interface
Based on our survey and analysis of existing methods, we feel that a character-level
unistroke method would be a reasonable starting point to explore freehand text entry.
However, naïvely using such a technique in mid-air is not sufficient; there are several
issues we need to consider.
Choosing a proper delimiting gesture: we may define a specific gesture as delimiter,
but it must be unambiguous, simple, and precise to perform.
Avoid extra gestures for mode switching: many unistroke methods require special
“modifier” gestures to change input mode (uppercase, number, punctuation, etc.), but
they slow users down and may cause higher error rates. Our goal was to avoid such extra
gestures and promote more efficient mode switches and text entry by taking advantage of
the richer input capabilities of freehand gestures.
Support word completion and prediction: as fatigue is always a problem in freehand
interactions, it is beneficial to integrate word completion and prediction [Wobbrock &
Myers 2006, Wobbrock 2006] into a method, while not altering existing character-level
strokes.
The core idea of AirStroke is to use one hand for simultaneous mode selection and
character-level text entry, and the other for optional word completion. This approach can
be equally applied to any character-level unistroke method, such as Jot, Unistrokes, or
EdgeWrite, but currently AirStroke is based on Graffiti’s alphabet.
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Character-Level Input
In designing rapMenu, one of the design principles we introduced implies that pinch
gestures can be a robust delimiter. To enter a character, therefore, users pinch their thumb
to another finger (Figure 1b), make a stroke (Figure 1c), and “unpinch” to commit the
character (Figure 1d). As a hand can form different pinch gestures, we can assign them to
distinct modes. Like previous text entry methods, AirStroke has four typical modes:
lower-case, uppercase, number, and punctuation, which are activated by pinching the
thumb to the index, middle, ring, and pinky fingers, respectively.

Figure 19: A user enters lowercase letter “a” with AirStroke.

Note that Graffiti users have to make a special “modifier” gesture to switch a mode, and
then make another one to exit. To enter a comma, for example, takes three strokes. By
using different pinch gestures for different modes, AirStroke “short-cuts” this process.
Word Auto-Completion and Prediction
In Figure 20, the user has entered the letter “t” (Figure 20a), and a list of four candidate
words beginning with “t” is displayed (Figure 20b). If the user sees the desired word in the
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list, he can use one of the four pinches on the left hand to select it and auto-complete this
word (Figure 20c). When a SPACE is entered (automatically entered in word completion),
context-dependent predictions for the next word are offered (Figure 20d). The user is
always free to stroke character-by-character without ever selecting a word, and the list is
continuously updated with the current prefix. Since different hands perform the stroke
and word completion, they do not interfere with each other. Erroneous completions can
be corrected with a “word-level” backspace stroke (i.e., backspace in uppercase mode).
This removes the completed suffix and restores the prior characters.

Figure 20: A user enters “that” with word auto-completion.

Although four words in the completion list may seem to be a small number, research has
shown that this provides a good coverage of common English words [Wobbrock &
Myers 2006]. Also, a short list does not require as much visual search as a longer one.
Importantly, words are always shown in the same order. Due to the proprioceptive
feedback afforded by pinch gestures, this could allow for improvement through
memorization and motor repetition.
We did consider using only one hand for both character entry and word completion. For
example, Wobbrock et al. presented an in-stroke scheme [Wobbrock 2006] that uses a
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“sub-gesture” (e.g., a pigtail) to initiate word completion. However, we found this
approach problematic for the Graffiti recognizer, because a sub-gesture causes
misrecognition of characters.
Implementation
We implemented AirStroke with a Logitech webcam and a pair of Fakespace
PinchGloves™. The fingertip of the right hand’s thumb was painted green (Figure 19),
and we used a simple color filtering and blob detection algorithm to track its movement.
The PinchGloves were used for detecting pinch gestures.
We used an open-source Graffiti recognizer [Ni & Baudisch 2009], whose alphabet
differs slightly from the commercial release. AirStroke’s word completion and prediction
component is based on EdgeWrite’s implementation.
Figure 19 and Figure 20 show AirStroke GUI, which consists of a video image with an

overlay of the current stroke, visual menus showing the available modes and word autocompletion list, and visual feedback for the user’s pinch gestures.

4.2.3 User Study: Speed, Accuracy, and Learning
We conducted a study to assess text entry performance with AirStroke. Our goal was not
to compare AirStroke to other methods, since freehand text entry has been underexplored and it was difficult to identify an obvious baseline technique. Rather, our goal
was to obtain data to validate whether AirStroke offers competitive speed and accuracy
with known (non-freehand) methods, and to find out how AirStroke user performance
changes over time.
Four participants (two females) were recruited from the local campus. Two of them had
prior experience with Graffiti on PDAs, but none were active users of Graffiti.
We conducted our study over multiple short sessions. The evaluation was within-subjects,
with two independent factors being interface (AirStroke with and without word
completion), and session. Each session had two blocks, in which a participant warmed up
by transcribing two phrases before testing on a set of eight phrases using one interface.
Interface orders were counterbalanced in each session. Phrases were transcribed in an
unconstrained fashion [Wobbrock & Myers 2006 TOCHI]. Participants were encouraged
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to proceed quickly and accurately, and were required to correct errors as they went. We
measured mean session speed (wpm) and corrected error rates (%) for the test phrases—
uncorrected error rates [Wobbrock & Myers 2006 TOCHI] were not available since our
procedure made sure that each transcribed phrase was error-free. Sessions were separated
by at least one hour but by no more than one day.
We used TextTest [Wobbrock & Myers 2006 TOCHI] to administer the study, which
generated phrases and logged performance data.
Results
Over two weeks, a total of 20 sessions per participant were completed. We conducted
two-way repeated-measures ANOVAs for speed and corrected error rates, respectively.
Speed: There was a significant main effect of interface on text entry speed (F1, 3 = 440.48,
p <. 001). As Figure 21 shows, AirStroke with word completion (WC) was significantly
faster than AirStroke without WC (µ = 11.0 wpm vs. 6.5 wpm), since participants entered
fewer characters for most phrases when using WC. There was also a significant main
effect of session on speed (F19, 57 = 18.43, p < .001). Learning effects were obvious in that
participants’ text entry speed increased over time with both interfaces, as they became
more familiar with AirStroke. Furthermore, there was a significant interaction effect
between interface and session (F19, 57 = 3.73, p < .001), indicating that learning was faster
in AirStroke with WC. We believe this was be-cause users were learning at both the
character level and the word level. While they were faster in entering individual
characters, they were also able to scan the word completion list and perform pinches
more quickly.
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Figure 21: Text entry speed over 20 sessions (words per minute).

Error rate: There was a significant main effect of interface on corrected error rate (F1, 3 =
140.33, p = .001). As Figure 22 shows, AirStroke with WC had a significantly lower error
rate than AirStroke without WC (µ = 6.6% vs. 11.8%). With WC, participants entered
fewer characters, and thus committed fewer errors in proportion. There was also a
significant main effect of session on error rate (F19, 57 = 9.01, p < .001). There was no
significant interaction effect between interface and session, indicating that with both
interfaces, errors decreased over sessions at a similar rate.
Compared to previously reported data, character-level Air-Stroke alone was slower (for
these users) than Graffiti on a PDA (11.4 wpm [Castellucci & MacKenzie 2008]) or
EdgeWrite (11.8 wpm [Wobbrock & Myers 2006]). We believe that the slower speed for
AirStroke (6.5 wpm without WC) is due to the larger hand movements required for
making strokes in mid-air and the lack of a supporting surface. With word completion,
however, AirStroke offered text entry speed and accuracy that are competitive with
existing (non-freehand) unistroke methods. As shown in Figure 21 and Figure 22,
participants achieved over 13 wpm with word completion in later sessions, while
maintaining an error rate below 5%. These results demonstrate that Air-Stroke is a solid
freehand text entry method that is applicable to real usage scenarios, as well as a good
starting point and baseline for further investigation of freehand text input.
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Figure 22: Corrected error rates over 20 sessions (%).

Participants commented that AirStroke was “error prone and frustrating at first” (P1), but
as they practiced, they “memorized gestures better” (P4), and “were able to [write most
letters] subconsciously” (P4). Also, word completion was “very convenient for long
words” (P1). However, participants also commented that without word completion, “I
just had to focus on getting a letter right” (P2), and that the WC interface required more
cognitive effort. This is understandable, because participants had to switch their attention
among multiple parts of the AirStroke GUI. Over time, however, participants found WC
less distracting. For example, one cited that he was able to “remember when a desired
word popped up after writing one letter” and “perform both [character entry and word
completion] almost in parallel” (P3). In addition, although some participants reported
early arm fatigue, they were “not tired at all” (P3) later since they “became more
confidant and took more relaxed postures” (P1).

4.2.4 Design Principles
In designing the AirStroke, we have successfully applied some design principles from the
design of rapMenu. Specifically, we used pinch gestures for delimiting continuous stroke
gestures. Meanwhile, since our hand can form multiple pinch gestures, we used different
pinches for selecting different text entry modes, which increased the input parallelism
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and provided a succinct method for mode switch. This echoed the second design principle
we extracted from the rapMenu design.
We also discovered two new design principles from the design of AirStroke:
•

The combined use of discrete gestures (e.g., pinch gestures) for simultaneous
gesture delimiting and mode selection.

•

The use of two-handed interaction for asymmetric tasks. For example, we used
the non-dominant hand for optional word auto-completion in the AirStroke to
significantly improve the text entry performance, without introducing interference
to the character entry, which is the primary task on the dominant hand.

4.2.5 “Button”-Based Text Entry Techniques: Pinch Keyboard and Multitap
As we discussed earlier, another category of text entry techniques are button-based, rather
than stroke-based. We have presented AirStroke, a unistroke-based text entry technique
using freehand gestures. Our longitudinal user study has demonstrated that AirStroke
afforded very competitive text entry speed and accuracy. Next, we investigate how we
may bring button-based techniques to freehand gesture interfaces, and how such
techniques compare to AirStroke.
A straightforward solution for button-based freehand text entry is to use an on-screen
virtual keyboard. Such a method has been used in gaming consoles like the Nitendo Wii
(Figure 23). Although the Wii uses the Wiimote for pointing and selecting characters from
the keyboard, it is conceivable that this type of keyboard can be used for freehand gesture
interfaces. As we discussed earlier, however, text entry with the virtual keyboard relies
on pointing gesture, which has lower accuracy than moving a mouse cursor on desktop
computers. Thus, this technique may not work well with freehand gestures as input.
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Figure 23: Nitendo Wii’s onscreen virtual keyboard.

In fact, the other way to think about button-based text entry technique is to consider the
task as a series of menu selection. For example, touch-typing on a QWERTY keyboard is
an extreme case of menu selection, since each button (key) is mapped to one character.
On the other hand, the 12-key keypad seen in cell phones maps multiple characters to a
key, because the full QWERTY keyboard does not fit the form factor of the device. To
select a character, users need to press a key one or more times to rotate among different
characters. In addition, using a mouse to select characters from an on-screen virtual
keyboard is similar with selecting a command from a menu.
Therefore, our previous design of freehand menu selection techniques naturally lends
solutions to button-based freehand text entry. We have designed two techniques, Pinch
Keyboard and Multitap, based on modification of the rapMenu technique.
Pinch Keyboard (Version 2.0)
Bowman et al. has created an early prototype of Pinch Keyboard in [Bowman 2001].
Based on their design as well as our design of rapMenu, we have modified the original
design by rearranging the keyboard layout and improving the mapping between gestures
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and user interfaces. Figure 24 shows the main user interface of the Pinch Keyboard. The
virtual keyboard is split into the left and right portions, which are controlled by the left
and right hand, respectively. Each portion is a modified rapMenu, in that instead of using
wrist rotation gesture to indicate different groups of keys, the wrist pitch gesture is used.
This mapping allows us to maintain the physical keyboard layout that is familiar to most
users. Similar to the rapMenu, the user performs different pinch gestures to select
characters accordingly. Because of the consistency in interaction style and behavior
between the Pinch Keyboard and the rapMenu, users are able to easily transfer the skills
from one technique to the other, facilitating learning.

Figure 24: Pinch Keyboard user interface.

An important lesson we learned from the design of AirStroke is that the optional word
auto-completion and prediction can largely improve the text entry performance and help
reducing fatigue in freehand text entry. Similarly, Pinch Keyboard supports word
completion as users enter characters.
As Figure 25 shows, as users enter individual characters, a list of four candidate word
starting with the current prefix is provided, which works in the same way as the
AirStroke. To move the current group to the word completion list, users rotate either left
or right wrist to the outside. Then they select a word with a pinch gesture.
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Figure 25: Word auto-completion in Pinch Keyboard. Top: as users enter a character “g”,
four candidates words are provided. Bottom: users rotate either hand to select word
completion list, and use a pinch gesture to select a word to complete.

Pinch Keyboard has embodied the design principles we discovered from the design of the
rapMenu and AirStroke, and therefore, should possess the benefits demonstrated by the
previous design. For example, the combination of wrist pitch (continuous gesture) and
pinches (multiple discrete gestures) should allow users to quickly select characters.
Multitap
Multitap is originally designed for text entry on traditional cell phones with 12-key
keypad, and still the most popular text entry technique on such devices to date. To map
26 alphabetic characters to keys labeled 0 to 9 on a 12-key keypad, multitap assigns three
or four characters to each key, and requires users to press a key one or more times to
select a character.
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Given its popularity and familiarity to many users, we have also adapted multitap to
freehand gesture input using the similar design principle derived from the rapMenu and
AirStroke that informed the design of the Pinch Keyboard.
Figure 26 shows the user interface of the freehand multitap technique. To maintain the

familiarity of the 12-key keypad, only the first three buttons in each row are mapped to
characters, and each button corresponds to the pinch between thumb and index, middle,
and ring finger, respectively. Similarly to the Pinch Keyboard, each group is selected by
tilting wrist up and down (i.e., wrist pitch gesture). To enter a character, therefore, users
first select a group where the desired character is seen, and then perform one of the
“pinch click” gestures one or more times to rotate among the characters. For example, to
enter “o” in Figure 26, users pinch click their thumb to middle finger twice. To expedite
the “backspace” operation, the thumb to pinky finger pinch is always used for deleting a
character.

Figure 26: The multitap user interface.

Word auto-completion and prediction is also supported in multitap. Since character-level
entry is performed by dominant hand in multitap, word completion is operated by nondominant hand, similarly to AirStroke. As Figure 27 shows, as users enter characters,
word completion list is provided and they may use one of the four pinch gestures on the
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non-dominant hand to select a word. The mechanism of auto-completion and prediction
is the same as the AirStroke and Pinch Keyboard.

Figure 27: Word completion in multitap.

4.2.6 User Study: Walk-up-and-use Performance of AirStroke, Pinch Keyboard,
and Multitap
Finally, we conducted a user study to investigate the walk-up-and-use performance of the
three freehand text entry techniques we have developed. Unlike the longitudinal study we
conducted earlier for AirStroke, we were more interested in walk-up-and-use
performance because this will give us insights about how novice users perceive, learn,
and use the techniques. We believe that walk-up-and-use is an important application
scenario of freehand gesture interaction, since users are likely to interact with the system
in a casual way.
The evaluation was within-subjects, with three independent factors being interface
(AirStroke, Pinch Keyboard, and Multitap). With each interface, participants warmed up
by transcribing two phrases, followed by 10 study phrases. Interface orders were
counterbalanced. As previously, phrases were transcribed in an unconstrained fashion.
Participants were encouraged to proceed quickly and accurately, and were required to
correct errors as they went. We measured mean session speed (wpm) and corrected error
rates (%) for the test phrases.
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Twelve participants (five females), aged between 19 and 24, were recruited from the
local institutes. None of them had previous experience with freehand text entry interfaces.
Results
We conducted three-way repeated-measures ANOVAs for speed and corrected error rates,
respectively.
Speed: There was no significant main effect of interface on speed. As Figure 28 shows,
Pinch Keyboard resulted in an average speed of 6.7wpm, which was faster than AirStroke
(6.5wpm) and Multitap (5.8wpm).
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0.00
Multitap

Pinch Keyboard

AirStroke

Figure 28: Text entry speed (wpm) of three techniques. Error bars represent standard error.

Error rate: Again, there was no significant main effect of interface on error rate. As
Figure 29 shows, Pinch Keyboard resulted in an average error rate of 12.2%, which is

lower than AirStroke (13.7%) and Multitap (14.8%).
Subjective feedback: We also asked participants to rate on a 7-point Likert-scale (7 is
highest) about usability, learnability, perceived speed, perceived accuracy, comfort, and
likability of each technique. Figure 30: Likert-scale ratings for each technique. shows the
result. Overall, both Pinch Keyboard and AirStroke received higher scores than Multitap,
except for perceived accuracy. It is worth noting that for perceived speed, both Pinch
Keyboard and AirStroke were rated much higher than Multitap (whose average rating
was below 3). Our interview with participants revealed that they perceived Multitap
slower because it requires too many repetitive pinches and once they missed a character,
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they had to repeat a rotation. Although pinch gestures are easy to perform, it is still not
desirable to repeatedly pinch two fingers.
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Figure 29: Text entry error rate (%) of three techniques. Error bars represent standard
error.

In addition, Multitap received an average rating below 4 for likability, which is lower
than Pinch Keyboard and AirStroke. Among 12 participants, 8 of them rated Pinch
Keyboard as their favorite technique, and 4 rated AirStroke as favorite. No one rated
Multitap as favorite. Participants reported that they like the familiarity of the Pinch
Keyboard user interface with the physical QWERTY keyboard, and therefore, they can
quickly learn the operation of the Pinch Keyboard. Participants also pointed out that they
like the two-handed interaction with Pinch Keyboard, since they perceived that typing
with two hands was faster (this response is reflected in the high rating score on
“perceived speed” in Figure 30: Likert-scale ratings for each technique.). As we expected,
participants reported that AirStroke requires learning new stroke gestures, and since they
did not have previous experience with Graffiti or other unistroke text entry techniques,
they felt it slower. But they agreed that AirStroke is not difficult to learn, and is a “fun
technique” to use once they became more familiar with AirStroke’s alphabet. All
participants reported that they did not like Multitap, although it resembles a familiar
technique on call phones.
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Figure 30: Likert-scale ratings for each technique.	
  	
  	
  

4.3 Summary and Design Principles
In this chapter, we have explored interaction techniques, design principles and guidelines
for spatial gestures. By designing and evaluating a series of interaction techniques for
menu selection and text entry—two universal user tasks we have identifier earlier—we
have partially answered the four research questions we listed at the beginning of this
chapter. In summary, the following is the interaction techniques and design principles we
have designed, evaluated, and validated.

Task

Interaction

Design Principles

Techniques
•

Take advantage of the multiple discrete
gesture inputs (i.e., the pinch gestures)
for commitment to reduce the required
precision of the coarse gesture inputs

Menu selection

RapMenu

(i.e., the wrist tilt) for selection.
•

Take advantage of the parallelism that is
afforded by the hand gestures: a hand can
form multiple pinch gestures. Consider
improving the degree of parallelism with
two-handed interaction, if necessary.
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•

Use the pinch gesture as the
unambiguous delimiter.

•

AirStroke
Text Entry

The combined use of discrete gestures
(e.g., pinch gestures) for simultaneous
gesture delimiting and mode selection.

Pinch Keyboard
•

Multitap

The use of two-handed interaction for
asymmetric tasks.

Table 2: Summary of interaction techniques and design principles for spatial freehand
gestures.
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CHAPTER 5

SURFACE GESTURE-BASED
INTERACTIONS

In the last chapter, we have presented a set of interaction techniques that are based on
spatial freehand gestures, along with a set of design principles and guidelines we have
discovered and evaluated. In doing so, we have partially specified the interaction
techniques component, and the design principles and guidelines component of the
interaction framework. As we mentioned before, another general category of freehand
gestures is surface gestures, which are sensed by microscopic sensing devices such as
touch sensors and optical sensors, and occur on the immediate surface of the sensors.
Spatial gestures are useful for indoor settings such as offices, meeting rooms, or living
room. However, they are not always practical, particularly in outdoor, mobile
environments such as when people are walking or jogging, since macroscopic cameras or
other gesture tracking sensors are not always present. In this chapter, we will explore
interaction techniques and design principles based on freehand surface gestures. We will
present the conceptual “disappearing mobile devices” [Ni & Baudisch 2009] that allows
for surface gesture interaction.

5.1 Hardware for Sensing Surface Gestures
We start with exploring input devices, or sensors, for tracking surface freehand gestures.
Comparing to well-known tracking devices for spatial gestures, hardware that tracks
surface gestures is a new concept that requires investigation first. Since surface gestures
are mostly useful in mobile settings, it is natural that we start with scaling down and
miniaturizing mobile devices and researching what a microscopic future device might me.
In the past, the miniaturization of mobile devices has progressed from notebook
computers and PDAs to increasingly smaller devices, such as interactive watches
[Baudisch & Chu, 2009] and rings [Fukumoto 2005, Werner 2008]. At first sight, it might
therefore appear that a continuing miniaturization process is destined to let devices shrink
past any specific size limit. This is not the case, however. What constraints
miniaturization is the devices’ user interface hardware, the size of which is linked to
human constraints. Screens, for example, have to be large enough to be seen, keyboards
large enough to be typed on.
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Since human constraints are largely constant (e.g., fat finger problem [Baudisch & Chu
2009, Vogel & Baudisch 2007]), arbitrary hardware miniaturization does not directly lead
to arbitrarily small devices, but to devices the sizes and shapes of which are determined
by their user interface hardware. For larger devices, that has already happened: the size of
current notebook computers is already largely determined by screen diagonal and
keyboard size. As non-user interface hardware continues to shrink, this observation will
apply to increasingly smaller devices.
Exploring the miniaturization of future mobile devices therefore means to explore the
miniaturization of user interface hardware, more specifically to examine how to strip off
the devices any user interface hardware that requires physical extent.
As a first step, this requires removing all interface hardware that is linked to the user’s
finger size, eyesight, or other human constraints. Instead, alternative approaches have to
be used, such as gesture-based interaction, as previously explored by projects such as
FlowMouse [Wilson 2005] or Gesture Pendant [Starner 2000]. As a second step, we also
need to remove all interface hardware the physical properties of which resist
miniaturization. The miniaturization of gesture pendant, for example, is limited by the
size of the optical path inside the camera and the necessity to illuminate a large space
(here 36 infrared LEDs).
The resulting “ultimately miniaturized” mobile devices adopt properties from wearable
and ubiquitous computing: They can be worn and are always in reach; they offer only
simple interactive capabilities and blend invisibly into any surface, almost like the
sensors/actuators in smart rooms [Brumitt 1998]. However, the “infrastructure” the
device blends into is the user’s clothing or skin rather than a room (Figure 31: Examples of
disappearing mobile devices that are worn or implanted (a) in the wrist, providing visual feedback,
(b) on the finger, providing tactile feedback, and (c) in the earlobe, providing auditory feedback.).

Nonetheless, we envision these devices to still be “traditional” mobile devices in that they
are operated intentionally (unlike ubicomp [Weiser 1991]) and afford manual interaction.
These properties allow the hardware to sense gesture interaction on the direct surface of
the device. Compared to other gesture-based approaches, the resulting surface-based
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interaction requires only minimal illumination and can be accomplished with particularly
small sensors.
Based on these properties and inspired by disappearing computers [Rekimoto 2001] in
ubicomp, we refer to these future devices as disappearing mobile devices.

a

b

c

Figure 31: Examples of disappearing mobile devices that are worn or implanted (a) in the
wrist, providing visual feedback, (b) on the finger, providing tactile feedback, and (c) in the
earlobe, providing auditory feedback.

Today’s technology does not allow us to create such devices “to scale”. Neither can we
anticipate in which particular order hardware components will shrink or what particular
sequence of devices will result from the evolution of hardware. We therefore instead
focus on analyzing candidate technologies with respect to their theoretical limits. We
then explore interaction techniques for such devices. While we recognize that output is
equally important and challenging, we focus our exploration almost exclusively on input.
We complete our exploration with two studies in which we investigate the affordance of
these devices more concretely, namely interaction based on marking and text entry using
a gesture alphabet.

5.1.1 Previous Research on Mobile and Wearable Computing Hardware
While mobile computing initially focused on hand-held devices, such as PDAs and
phones (e.g., [Baudisch & Chu 2009, Vogel & Baudisch 2007, Wigdor 2007]),
continuous miniaturization has allowed researchers to start exploring devices small
enough that they can be worn. The IBM Linux Watch [Narayanaswami 2002] is a
wristwatch computer running Linux. IBM’s digital jewelry consists of earrings, a pendant
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and a Trackpoint ring [Miner 2001]. Telebeads [Labrune & Mackay 2006] are mobile
mnemonic artifacts that allow teenagers to link individuals or groups with wearable
objects such as handmade jewelry. Fukumoto’s fingerring shaped bone conduction
HANDset [Fukumoto 2005, Fukumoto & Tonomura 1997] allows users to issue fingertip
tapping commands. So does Whisper [Fukumoto & Tonomura 1999]. GestureWrist
[Rekimoto 2001], worn like a wristband, supports forearm gestures. GesturePad hides
under clothes [Rekimoto 2001].

5.1.2 Hardware for Disappearing Mobile Devices
As discussed earlier, camera-based gesture interaction is the starting point for our
exploration of arbitrarily small devices, but it has limitations. In this section, we survey
existing interface devices, discuss how they might fit into a disappearing device, and
what modifications are necessary.
If a technology depends on human factors, such as finger size or eyesight, we scale it to
the size of a disappearing mobile device, i.e., size zero. At this point, users cannot resolve
the spatial properties of the hardware anymore. All interface elements that are usually
spatially distinct, such as pixels, collapse into the same location. A screen of any
resolution, for example, thereby becomes indistinguishable from a single pixel. A
keyboard becomes functionally equivalent to a single button, as any number of buttons
will always be pressed at the same time. We call the result, i.e., hardware with no
inherent spatial properties monolithic.
In addition, we investigate technological constraints. How far a specific technology can
be scaled depends at least in part on industrial efforts. In some case, however, there are
limits resulting from physical principles that can already be predicted today.
Output
Several output modalities make interesting candidates. A key requirement is that the
device produces a signal strong enough to be perceivable by human senses. Mounting the
device closer to the user’s perceptual organs, however, generally reduces the required
power and allows for further miniaturization (Figure 31).
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When miniaturized, screens turn into a single pixel or LED (Figure 31a). Depending on
ambient lighting conditions, visual output can be more perceivable than audio or tactile.
LEDs can also be manufactured at a very small scale. For example, the 1.0x0.8x0.2mm
PicoLED built by Rohm (www.rohm.com) is claimed to be the world’s tiniest diode. The
1.7x1.5x0.5mm LXCL-PWT1 from Luxeon (www.luxeon.com) is one of the smallest
LED flashlights, which emits 26 lumens of light at 350mA.
Audio on a disappearing mobile device can offer only a single channel. Higher sound
frequencies and lower volume allow for smaller membranes, which are required for
miniaturization. Power requirements can be reduced further by mounting the device close
to the user’s ears (Figure 31c) [Fukumoto 2005, Luk 2006].
Tactile feedback is similar in nature to auditory feedback in that lower frequency and
stronger signal require a larger vibrating mass. Humans are generally less sensitive to
touch than to sound, but tactile feedback may be viable if mounted directly onto a
sensitive skin area (Figure 31b).
In theory, other modalities could be used as well. That said, other skin perceptions, such
as heat perception tend to be low in bandwidth. Smell and taste involve chemicals,
making them difficult to handle.
Gesture and Touch Input
Since camera-based interaction is limited in terms of power requirements for the
illuminant and physical size of the camera, we reduce power requirements by moving
towards the surface. We primarily look at interactions that take place in direct physical
contact with the device, i.e., variations of touch. At size zero, touch techniques collapse
into the following three interaction styles.
Touch: In its simplest form, a device can tell whether it is being touched on not.
Implementations include capacitive sensors and thresholded light sensors. Hudson
[Hudson 2004] demonstrated how to turn unmodified LED arrays into touch sensitive
input devices. Other mechanisms are possible: microphones, for example, respond to
touch as long as the hand stays in motion (scratching [Harrison & Hudson 2008]).
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Pressure: Humans are able to operate physical buttons of about 1mm in diagonal. An
interaction similar to physical buttons can be implemented using pressure sensors. Ramos
et al. show that users can control up to six levels of pressure [Ramos 2004]. Sensing
pressure gets harder with decreasing device size, as the force that can be sensed is the
product of pressure and surface. Another potential limitation is the fact that sensing
pressure requires the device to be mounted on a hard surface in order to allow users to
build up pressure.
Motion: Not	
   all	
   devices that sense motion continue to work when scaled to size zero.
Capacitive touch pads, for example, turn into touch sensors and cannot track motion
anymore. Friction imposes lower size limits on mechanical solutions such as trackballs. A
wide range of devices can track optical flow. While they still use a camera, limiting the
input to the immediate surface of the device reduces the need for illumination
substantially. The Xybernaut Poma (www.xybernaut.com), for example, is basically an
up-side-down optical mouse. Even more power and space-efficient, laser mice use an
infrared laser diode instead of an LED. By analyzing the laser speckle pattern they allow
for simpler structure, higher accuracy, and capability of working on a wide range of
surfaces [Popov 2004]. Thus, laser technology is a particularly interesting candidate for
disappearing mobile devices.
Self-motion sensing using accelerometers (e.g., [Hinckley 2003]) is another applicable
approach if the device can be mounted such that it can be moved freely (e.g., Figure 31a,
but not Figure 31c) and if inadvertent activation can be avoided. Many other touch-based
techniques, such as bending [Schwesig 2004] and multi-touch [Wigdor 2007] do not
transfer to miniaturized hardware, because they require more than one contact point, and
thus physical extent.
Discussion
Because of the limitations of pressure, we focus on touch and motion. The more powerful
choice is clearly motion sensing, but even with the reduced requirement for illumination,
optical solutions do have elements that cannot be miniaturized arbitrarily, such as an
array of optical sensors and optics that require a certain focal length (a Misumi MO-R803,
for example, measures 4.4mm in diameter, www.misumi.com.tw).
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Overall, devices that sense optical flow clearly have to be considered. However, for the
ultimate limits of miniaturization, such as when designing devices to be implanted into
human skin, we might have to rely on even smaller input devices, such as touch sensors.

5.1.3 Three Classes of Devices
Based on the discussion above, we initially defined two specific models of monolithic
input hardware for sensing surface gestures.
A motion scanner consists of a touch sensor combined with a motion sensor. It can
perceive gestures as well as distinct out-of-range state.
A touch scanner consists of only a single touch sensor (of any underlying technology). It
senses two states: touch and out-of-range.
Due to the limitations of the motion scanner, we introduced a third device of intermediate
size and functionality.
A direction scanner consists of three very closely collocated touch sensors mounted in a
non-collinear layout. While the touch sensors are too close to be operated individually,
directional gestures across the device result in run-time differences between the touch
sensors, allowing it to sense the direction of gestures.
The reason we called them “scanners” is because of the particular interaction style they
support. We discuss this interaction style in the following.

5.2 Interaction with Disappearing Mobile Devices
In order to allow users to interact with these three types of disappearing mobile devices,
we need to offer a command language, i.e., a set of code words (commands and
parameters) and delimiters [Hinckley 2005] that allow the device to parse the input
stream into individual command and parameter tokens. For each type of device, we begin
by discussing delimiters, a crucial element of any gesture language [Hinckley 2005].
Then we explore interaction language for general tasks including command input and
character entry, which have been identified as two universal tasks in previous chapters.
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5.2.1 Morse: The Interaction Language of Touch Scanner
On touch scanner, the only way to define a delimiter is by means of timeout. Example for
such timeout delimiters can be found in Morse code. Morse uses pauses of different
lengths to delimit parts of a character (pause 1 unit), characters (3 units), and words (7
units). The tapping actions on Fukumoto’s handset implement Morse code style
interaction [Fukumoto 2005, Fukumoto & Tonomura 1997].
Moving from there, a simple and coherent way to define interaction language on a touch
scanner is to adopt Morse code as a whole. As a result, it defines a command as a
sequence of short and long signals. For example, since Morse code is original designed
for transmitting textual information, it is conceivable to use Morse code for entering
characters on a touch scanner device. For a specific application, we may redefine the
meaning of individual code, but the nature of the interaction remains equivalent to Morse
code.

a

b

Figure 32: (a) Enter a “1” and (b) a “2” into a touch scanner using a “scanning” interaction.
Figure 32 illustrates an alternative of entering certain parameters that makes use of the

specific properties of the device. Rather than tapping codes into the device with Morse
code, users can enter certain codes, such as the numbers from 1 to 4 by scanning a hand
with the respective number of fingers across the device. Note that this approach may
allow scanning more complex objects, such as simplified punch cards. Compared to
Morse code, this type of interaction is more mnemonic, but very limited in the number of
commands it allows.

5.2.2 Marking: The Interaction Language of Direction Scanner
Direction scanners can do everything that touch scanners can. Any interaction language
defined for a touch scanner will therefore also run on a direction scanner. In addition,
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direction scanners support directional gestures, which multiplies the possibilities and
enables higher bandwidth than Morse.
The choice of delimiter defines the language. If we define our delimiter to be lift-off
(transition from touch to out-of-range), we obtain 8 code words (marking in the direction
of north, northeast, east, etc.) and thus, our language is marking [Kurtenbach & Buxton
1994]. If we use a specific marking direction or a timeout as a delimiter, code words can
be sequences of marks and our resulting language is simple marks [Zhao & Balakrishnan
2004]. Distinguishing marks performed with different numbers of fingers (Figure 32)
offers a particularly effective way of entering simple mark words based on repetitive
strokes.

5.2.3 Unistroke: The Interaction Language of Motion Scanner
Motion scanners can do everything that directional scanners can. In addition, they
recognize the path of a gesture.
The language of motion scanners is similar to direction scanners, yet the individual
gestures are more powerful. Individual gestures can now, for example, be compound
marks [Zhao & Balakrishnan 2004] or character gestures from a unistroke-based alphabet,
such as Jot [Goldberg & Richardson 1993] or Graffiti (Figure 33). As a result, command
selection on a motion scanner can be accomplished with either marking or unistroke
gestures, and text entry can be accomplished by unistroke gestures.

a

b

Figure 33: (a) Entering the Graffiti character “A” on a motion scanner. (b) Entering a real
value parameter with dialing gesture. Using the hand instead of a finger allows for larger
gesture amplitude.
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In theory, any gesture that can be completed on a touchscreen with a stylus or finger can
also be completed on a motion scanner including continuous gestures, such as rubbing
[Olwal 2008] or dialing [Moscovich & Hughes 2004] (Figure 33b). However, there are
several unusual properties that arise when applying these techniques to the hand-overdevice concept of disappearing mobile devices. We discuss some of these particularities
in the following, and others in the user study sections.

5.2.4

(Some of) the Particularities of Scanning Interaction

Scanning inherits from touch and gestures, and as a result, has several interesting
properties.
Unlike gestures in mid-air, scanning allows getting out-of-range very easily. The reason
is that scanning takes place near the device surface, which means to get out-of-range,
users only need to extend their gesture beyond the field of view of the sensor. As a result,
out-of-range makes a great delimiter that mid-air gesturing does not offer.
On the other hand, the proximity of the user’s fingers to the device also limits the
amplitude of gestures. If we define out-of-range to function as a delimiter, moving the
hand too far (even without lifting it) will accidentally uncover the sensor and thus commit
the current gesture prematurely, generally resulting in an error.
Another way of looking at this is to consider scanning as “upside down” mouse input:
during scanning, fingers do not act as the pointing device/mouse anymore, but as the
mouse pad. In this new role, fingers have to provide enough surface area for the
interaction to take place. Small fingers now limit the amplitude of the gestures, the same
way that a small mouse pad limits the range of mouse input.
This effect is amplified by the fact that users cannot see the device while scanning,
because it is occluded by the user’s hand. This increases the risk of accidentally leaving
the field of view of the sensor and delimiting prematurely.
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b

Figure 34: The small finger problem: (a) Scanning with a single finger offers only limited
range for gestures. (b) This range can be increased by scanning with the entire hand.

In homage to the similarly motivated fat finger problem (Vogel & Baudisch 2007,
Baudisch & Chu 2009), we termed this problem small finger problem. One way of
alleviating it is to scan with a larger object, such as an entire hand (Figure 34).

5.3 Prototype Devices and Demo Applications
In order to validate the concept of monolithic devices and scanning we have created
simple prototypes of touch scanners (Figure 35) and motion scanners (Figure 36).

.
Figure 35: Touch scanner prototype based on a Phidgets light sensor board connected to a
PC. To simulate the notion of a disappearing mobile device, we hide the device under the
sleeve of a sweatshirt; a 1mm hole exposes the sensor.
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All prototypes use a PC for data processing. Input from the motion scanners comes in as
pointing input. A mouse hook program intercepts the mouse move events, extracts
relative mouse movements as dx and dy, and delivers them to the application. For the
mouse version shown in Figure 36a, input is mirrored left-right to account for the fact that
the device is operated up-side-down.
Since none of these devices offers an explicit out-of-range state we used a timeout for
that purpose, i.e., any period of at least 750ms without MouseMove events is considered
out-of-range.
The laser track point in Figure 36c is a research prototype from the hardware group at
Microsoft, courtesy of John Lutian. It is particularly optimized for tracking human skin.
Demo Applications
We have used these prototypes to implement a series of simple interactive demo
applications running off a PC that illustrate the interaction model.
Air condition control uses on a motion scanner with a single multi-color LED. Double
tapping unlocks the device. The LED responds by displaying its target temperature, such
as a shade of blue for cold. Entering “h” turns it to heating and makes the LED turn light
red. Marking “up” increases the temperature one notch at a time; marking “down” a few
times or entering a “c” sets it back to cold.
Audio player offers audio output and emulates some of the functionality of the iPod
click wheel. Marking triggers main functions, including play, pause, and next track.
Dialing as shown in Figure 33b browses songs in a playlist. The Graffiti command “a”
adds a song to the play-now playlist. Entering a “v” and dialing adjusts volume. Entering
an “s” and dialing scrub within the current track. Modes return on timeout, confirmed
with a sound.

	
  

101	
  

a

b

laser track point

c

	
  
Figure 36: Three prototypes we used to simulate a motion scanner device: (a) Optical mouse
on its back, (b) Xybernaut Poma, and (c) laser track point.

5.4 User Studies
The interaction techniques we adopted for disappearing mobile devices, such as marking
and gesturing, were initially developed for a very different type of user interface
hardware. When ported to a disappearing mobile device, these techniques undergo
substantial changes. First, as discussed above, users now perform the techniques with the
surface of the fingertip or hand, rather pen or mouse. Second, due to the occlusion of the
device users are likely to commit prematurely as they accidentally gesture over the edge
of the device. And third, there is no visual feedback while performing the gesture due to
occlusion.
As a result, existing knowledge and performance data about these techniques is unlikely
to apply to the new hardware interface and needs to be reestablished in the new context.
To begin this process, we conducted a usability test on marking adapted to a disappearing
mobile device, as well as a user study comparing two types of text entry.

5.4.1 Usability Study: Marking on a Disappearing Device
The purpose of this study was to validate the effectiveness of the marking technique on
direction/motion scanner devices and to identify problems and limitations. During each
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trial, participants entered one mark. Our goal was to determine the reliability of the
technique and to identify potential usability issues.
Interface and apparatus
The device used in the study was a simulated motion scanner. Because of its high
tracking accuracy, we used the simplest of our three prototypes: the optical mouse
(Logitech G5 high precision, 2000dpi). Participants held the device in their left hand, and
entered marks with their right hand’s index finger. The device was connected to a PC
running Windows XP. The software was written in Visual C#.
Task
During each trial, participants performed a selection from an 8-item marking menu. At
the beginning of each trial, a screen showed participants which item to select. To simulate
expert performance, we used the descriptive terms “up”, “up-right”, “right”, etc. for menu
names. Participants selected the respective item by swiping their index finger in the
corresponding direction over the device.
As described above, marking gestures were delimited by a 750ms timeout. Each trial was
timed from the moment an item was presented to the participant until the timeout
completed. If an incorrect item was selected, an error was recorded. Error trials were not
repeated.
Procedure
Before the study, participants were educated about the marking concept. For that purpose,
a marking menu with the traditional 8-octant visuals and a cursor trail was shown on a
connected computer screen. Users performed 20 practice trials using the device under this
visual feedback. After completion of the practice trials, visual feedback was turned off, so
all timed trials were performed without feedback. Overall, each participant performed 80
timed trials: 10 for each menu item in randomized order. Overall the study took
approximately 15 minutes per participant.
Participants
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12 participants (7 male) aged between 26 and 38 were recruited from our local institute.
All were right-handed.
Results
On average, trials took 1736ms including the 750ms timeout (SD = 289.55ms) to
complete. The average error rate across all marking directions was 4.8% (46 errors out of
960 trials combined across all users.
6.7%

2.5%

Figure 37: Errors for marks of the respective direction (y-axis is overall number of errors
across all users).

Broken down by direction, error rates ranged from 2.5% for “up” to 6.7% for “left”
(Figure 37). A one-way Repeated-Measures ANOVA did not find a significant effect of
marking direction on error rate (F7, 77 = 0.52, p = .82).
Observations about error rates
Observation of participants revealed two factors that caused erroneous selections.
First, errors resulted from a biased orientation of the device. As illustrated by Figure 38a,
users would occasionally rotate the device as they were holding it in their non-dominant
hands. A correctly aimed mark thereby ended up in a neighboring sector.
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actual
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Figure 38: Errors resulted from (a) inadvertent rotation of the device and (b) incomplete
lift-off.

Second, errors occurred when participants inadvertently stayed in the range of the sensor
after the gesture was presumably complete (Figure 38b). The fact that fingers are thinner
than long played a role in this. This particularly affected “up”, “down”, “up-left”, and
“down-right” gestures (reversed for left-handed users), because participants either had to
twist their hand in order to get it out of the way or lift their hand off the device to get out
of the range of the sensor. When participants did not lift their hand far enough off the
device, the device continued to track and an error resulted. For other gestures, in contrast,
participants’ fingers cleared the sensor quickly and reliably.
This observation is reinforced by the fact that it is easier to pivot around the elbow than
orthogonal to it (see discussion around bottom-left placement of the Lagoon in Alias
Sketchbook [Fitzmaurice 2003]).
Discussion
Our usability study provided the following two insights:
Reference system: Traditional marking devices, such as tablet computers, offer a visible
reference system; the frame of the screen itself keeps users updated on what physical
direction corresponds to “up”. The mouse-based prototype used in the study offered only
a weak frame of reference; a true disappearing mobile devices will lack such a frame of
reference altogether. Our observations, however, suggest that adding a frame of reference
can reduce error. One approach is to mount devices at places that are surrounded by
features that can serve as landmarks, e.g., the users arm in the case of a wrist-mounted
device.
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Asymmetries of the finger: not all gestures are equally reliable to perform. When
designing a gesture language, easy gestures such as “down-left” should be used
preferably to hard gestures, such as “up-left” (mirrored in the case of left-handed use).
However, triggering the out-of-range state explicitly using an additional touch sensor can
most likely reduce this problem substantially.
Despite these two usability issues, error rates below 5% suggest that marking is a sound
input technique for disappearing mobile devices.

5.4.2 User Study: Unistroke Gestures on a Disappearing Device
The purpose of this user study was to investigate text entry on motion scanners. As
discussed earlier, motion scanners afford the entry of sequence of gestures and thus
unistroke-based alphabets. In this study, we compared two unistroke alphabets, Graffiti
and EdgeWrite, and evaluated their suitability for use with disappearing mobile devices.
Interfaces
There were two interface conditions. The Graffiti condition was implemented using an
open source Graffiti recognizer [Julien Couvreur's programming blog]. Its alphabet
differs slightly from the original version by Palm Inc. in that the letters ‘B’ and ‘E’ use a
lowercase mnemonic, and ‘D’, ‘G’, ‘P’, and ‘Q’ each use one of the alternate writings
also supported by Palm’s Graffiti. The EdgeWrite condition was implemented using the
original EdgeWrite program for mouse and trackballs [Wobbrock & Myers 2006]. We
configured EdgeWrite with 45-pixel radius, 60° diagonals, and 750ms timeout.
All interface conditions were run on the same mouse-based device used in the marking
study. All input was mirrored left-right to account for the fact that the device that was
operated on its back. Neither of the alphabets distinguished between upper and lower case
characters.
Unlike the marking study, participants operated the device with their entire hand. In a
pilot study, we had asked participants to enter text with a single finger only and found
very high (> 40%) error rates. This had clearly resulted from the small-finger problem
discussed earlier. Switching to the full hand eliminated the problem.
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In addition, participants wore a glove as shown in Figure 39. Piloting had revealed that the
ridges in participants’ palms impact tracking. This is caused by the fact that the focal
range of commercial mice is deliberately cropped in order to minimize tracking errors
during clutching. The correct solution is to use an optical sensor without the respective
firmware modification. As a fast workaround, the glove solved the problem.

.

Figure 39: A glove served as a work around to overcome the limited focal range of our
device.

Apparatus
We used the same apparatus as in the Marking study.
Participants
A different set of 24 volunteers (19 males) aged between 21 and 41 participated. Three
had previous experience with Graffiti on PDAs, but none had used EdgeWrite before. All
were right-handed.
Task
Participants entered one character per trial. Participants were presented with the character
and then entered it using the respective interface. Graffiti gestures were delimited by a
1500ms timeout; EdgeWrite used a 750ms timeout. Both were tuned carefully in a pilot
study to ensure an optimal recognition rate. If the character was not recognized or
recognized as a different character, an error was recorded. Error trials were not repeated.
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Design
We used a between-subjects design, i.e., 12 randomly assigned participants used the
Graffiti interface, while the other 12 used the EdgeWrite interface. The between-subjects
design allowed us to keep the study duration reasonably low (40min) by requiring each
participant to learn only one of the two alphabets.
Procedure
Before the study, participants received a demonstration and then practiced each character
at least 10 times. As in the previous study, visual feedback was provided during training,
but not during timed trials. To keep training time within reasonable bounds, a printed
copy of the two alphabets and was visible during timed trials. Training took about 20
minutes on average.
Each participant then performed 8 blocks, during each of which the complete set of 26
alphabetic characters was presented in random order. Finally, participants filled in a
questionnaire. Overall, the study took approximately 40 minutes per participants,
including training.
We recorded error rate, but not task time. Piloting had revealed substantial differences in
learning rates and prior experience and as a result some participants required the sheet
while others managed to perform the task without. This impacted task time to a point
where we chose not to consider task time in this study.
Hypotheses
Based on the results of comparable studies with trackball [Wobbrock & Myers 2006] and
stylus devices [Wobbrock 2003], we expected the error rate of the EdgeWrite condition
to be lower than for the Graffiti condition.
Results
A total of 4992 data points were collected (2496 per technique).
An independent t-test found a significant difference in error rate (t22 = 2.283, p = .032).
The error rate of the EdgeWrite condition (5.2%, 131 errors, SD 1.35%) was lower than
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that of the Graffiti condition (6.9%, 172 errors, SD 1.92%). This supported our
hypothesis.
Subjective ratings of learnability showed the same trend. On a five-item Likert scale
(with higher values being better), the learnability of the EdgeWrite condition was rated
3.08 (SD = .793), while Graffiti’s learnability was rated only 2.42 (SD = 1.165).
EdgeWrite’s usability was rated 3.67 (SD = .888), which is comparable to Graffiti’s
usability 3.58 (SD = .996).
Results by character
Figure 40 shows the breakdown of error rate by character. For both interfaces, error rates

differed widely between characters. In the graffiti condition error rates were particularly
unbalanced, with ‘D’, ‘G’, ‘O’, ‘Q’, and ‘R’ together accounting for 66.3% of all errors
(114 out of 172).
Figure 41 shows examples of misrecognized characters of these five characters.

Discussion
Following the study, we analyzed our logs to investigate why these Graffiti characters
had performed poorly during the study. When the Graffiti recognizer evaluates a stroke,
if uses two types of features: (a) the presence of local features, such as corners and (b) the
relative position between stroke segments, such as whether two strokes intersect or not.
For the top-five most error-prone characters, recognition relies heavily on such relative
position features (Figure 40). Most of the characters with low error rates, in contrast, do
not rely on relative position features.
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Figure 40: Number of errors (out of 96 entries per technique) recorded for each Roman
letter.

Figure 41: Examples of gestures from the study that were misrecognized because
participants (a) undershot or (b) overshot. D P means “D” was presented and the
participant’s stroke was recognized as P. Green/red overdrawn strokes highlight the
missing/superfluous part that caused the error.

On closer inspection, this is not surprising. Both gesture languages were designed for
devices that visualize the stroke as it is drawn, which makes it easy to align later stroke
segments with segments already on the screen. This type of feedback, however, is
missing on disappearing mobile devices, which resulted in increased error rated for
gestures relying on this type of feature.
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A possible approach to overcoming the lack of visual feedback is to offer a haptic
reference. On stylus-based devices, the user’s palm can serve as such a reference; on a
disappearing mobile device, however, the palm is in motion. We found that
complementing the device with a small tactile “dot”, similar to the tactile dots on the F
and J keys of a QWERTY keyboard can serve as such a haptic reference.
Summary
The error rate of EdgeWrite was consistent with results reported in [Wobbrock & Myers
2006], which indicates that text entry with EdgeWrite on a disappearing mobile device is
not only possible, but also competitive with larger devices.
The error rate of Graffiti, in contrast, was roughly twice as high as Graffiti run on a penbased computer (e.g., 3% error rate in [Wobbrock & Myers 2005]). The characters
responsible for this performance loss did poorly because they relied on relative position
features, which are hard to control on a disappearing mobile device. These findings
suggest that gesture languages on disappearing mobile devices need to be redesigned
carefully, so as to be either more forgiving with misaligned features or to instead use
gestures that do not rely on relative positions.
The characters from the EdgeWrite condition, in contrast, do not rely on relative
positions the way Graffiti characters do. This seems to be a likely explanation for why the
EdgeWrite condition performed well on our prototype device.

5.5 Summary and Design Principles
In this chapter, we have investigated the miniaturization of mobile devices as a practical
approach to enable freehand surface gesture based interaction. We explored the hardware
technologies that are most likely to provide the basis for such devices, and interaction
languages such devices can support. We found that although the conceptual disappearing
mobile devices have only minimum form factors, the input capabilities they afford are
surprisingly comprehensive, allowing for performing comparably efficient and reliable
command selection as well as character entry task. Despite their size, the proposed
devices do offer an input vocabulary sufficing for a whole range of current consumer
devices, such as audio players or potentially even more complex communication devices.
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The smallness of these devices and their ability to blend into the users’ clothing or maybe
even their skin will allow for truly ubiquitous use.
While the interaction languages are primarily built on existing techniques, the design of
interaction techniques has to be reconsidered, given the particular properties of the
disappearing mobile devices. We have discovered several design principles along with
the investigation, and validated them via the user studies.
Design Principles and Guidelines
Based on the two studies presented above we have gained insights into the characteristics
of disappearing mobile devices. Here is a summary of the design principles:
•

Rely on eyes-free and mnemonic gestures, such as marking and unistroke gestures,
because devices of this form factor can only deliver minimum forms of feedback.

•

Use the entire hand for input allows for larger motion amplitude, and thus reduces
error with complex gestures.

•

Integrate a touch sensor into the motion scanner allows for explicit out-of-range state,
and may alleviate the incomplete lift-off problem.

•

Preferably use unistroke gestures that do not rely on the correct recognition of relative
position features.

•

If orientation matters, as is the case for marking, provide a clear reference frame, such
as physical features located close to the device.

•

To avoid premature commit, provide a tactile feature that tells users when the device
is getting near the edge of their hand, e.g., a small tactile dot.

•

Design devices, such that they glance over irregularities and gaps between fingers.
However, limit the focal range to prevent motion past lift-off from being recognized
as a gesture.
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CHAPTER 6

APPLICATION OF FREEHAND GESTURE
INTERACTION FRAMEWORK

In Chapter 4 and 5, we have presented a set of interaction techniques that are based on
spatial and surface freehand gestures, along with a set of design principles and guidelines
we have discovered during the design and evaluation process. So far, we have specified
the interaction techniques component, and the design principles and guidelines
component of the interaction framework, and therefore, fully answered the research
question 1: what specifies each component of an interaction framework for freehand
gesture human-computer interaction.
As we discussed in Chapter 1, we have a secondary research question that concerns with
the ability of our interaction framework for helping designers to create applications and
new designs. Again, the research question is:
•

Can we demonstrate the ability of our interaction framework to help
designers create new applications and designs, by putting together a proofof-concept example of a coherent and consistent freehand gesture user
interface?

In this chapter, we will present two proof-of-concept applications that use freehand
gesture user interface, and demonstrate how the interaction techniques we have designed
in the earlier chapters are seamlessly integrated in working prototype applications. The
first application is a simple phone application, which makes use of the rapMenu and
Pinch Keyboard to simulate basic functionality of a cell phone such as making calls and
sending SMS messages. The second one is a prototype application that combines
rapMenu, AirStroke, and ray casting techniques to simulate a unified freehand gesturebased interaction system capable of allowing users to select items from menus, input text,
and point, click, and drag items on a large screen display. The application simulates a
military intelligence analyst-like task in which users are able to place annotated markers
on various targets located on high-resolution satellite images of cities. This application
was developed and evaluated as a semester-long project by David McFarland and Bryan
Cunningham, who were students of the Virtual Environment class (lectured by Dr. Doug
Bowman) in the Spring 2011 semester at Virginia Tech. The author of this dissertation
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has provided necessary resources and guidance during the project. Based on the two
examples, we discuss how other researchers and practitioners can use the freehand
gesture interaction framework.

6.1 A Freehand Gesture-Based Phone Application
We first present a simple phone simulation application that uses freehand gestures for
input. We chose this type of application because of the following reasons. First, making
phone calls and sending messages are very common tasks across various platforms and
usage scenarios. Second, this application is simple and focused, containing a small
number of features; yet, it has sufficient user interaction tasks that require sophisticated
user interface design for command selection and character entry (both numbers and
alphabetic characters).
One potential venue of application of this simple system can be the gesture-based game
consoles, such as the Microsoft’s Xbox Kinect. Because the device has employed hand
and body gestures for gaming experience, it is conceivable that users can communicate
with their online friends (e.g., calling a friend or sending a friend a short message) using
freehand gestures, rather than switching to a physical game control.
Figure 42 shows the “home screen” interface for the phone simulation system. It has three

entry points to its three “apps”—Phone, Messages, and Contacts, respectively, each of
which is selected by a pinch gesture between thumb and index, middle, and ring finger.
Therefore, the home screen is simply a 3-item rapMenu.

Figure 42: The “home screen” interface of the phone simulation application.

	
  

114	
  

Figure 43 shows the interface for the “Phone” app. This interface is based on the design of

the rapMenu system. On the right side is the standard 12-key keypad for entering phone
numbers, which is controlled solely by the right hand. We intentionally did not adopt the
circular layout of the original rapMenu design, because the grid layout is familiar to most
users. Users interact with the keypad in the same way as they interact with the Multitap
technique we presented in Chapter 4, except that each key is mapped to only one number,
rather than several alphabetic characters in Multitap. On the left side, there are two
options for calling the dialed number (“Call”) and returning to the home screen (“Home”),
which are selected by the pinch gesture between thumb and index and middle finger on
users’ left hand, respectively.

Figure 43: The user interface for “Phone” app, which is operated by a two-handed
rapMenu.
Figure 44 is the user interface for the “Messages” app, which is based on the Pinch

Keyboard and the rapMenu technique. Since the primary goal of this app is to send SMS
messages to others (either by number or by name), its center features a Pinch Keyboard
for text entry. On the right side of the virtual keyboard is a 4-item rapMenu that allows
users to choose who to send a message (“To:”) and which to send (“Msg:”), to commit
sending operation (“Send”), as well as to return the home screen (“Home”). In interacting
with the Pinch Keyboard, the user is required to hold their hands in the neutral typing
position (i.e., nearly horizontal, palm facing down). To access the rapMenu, the user
rotates the right hand to the clockwise, and then performs one of the pinch gestures. It is
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worth noticing that the switch between the Pinch Keyboard mode and the “options” mode
is essentially operated by the same gesture of the rapMenu technique.
To enter a recipient of this message, the user selects “To:” from the options, and the text
field preceded by “To:” will be highlighted. In our application, we support entering a
recipient in the form of either a valid phone number or a contact name via the Pinch
Keyboard. In practice, the auto-completion and prediction capability of the Pinch
Keyboard design (presented in Chapter 4) naturally extends well to this application,
which expedites the entry of contact names. As the user enters the name of the recipient,
the system can automatically predict the name by matching the current prefix to the
contact list, and generate a list of candidate names on the left of the Pinch Keyboard. The
user can then rotate the left hand counterclockwise to access and select a recipient.
Moreover, the auto-completion and prediction feature is of great help when users
compose their messages, as demonstrated in Chapter 4.

	
  
Figure 44: The user interface for “Messages” app, which is based on the Pinch Keyboard
and rapMenu techniques. This interface allows users to send messages to others.

Finally, this application allows users to browse and search the contact list, and choose to
call or message a selected contact. Browsing the contact list is implemented based on the
tilt menu presented in the Chapter 4. In reality, a contact list may contain much more
items, making tilt menus much less efficient. Thus, we made two modifications. First, we
changed the circular layout to vertical, which bears more familiarity with the
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conventional list layout. Second, we chose to use the rate-based, rather than positionbased control for browsing the list [Bowman et al. 2005].
Searching a contact is based on the Pinch Keyboard as well and is very similar to the user
interface of Figure 44. Once a contact is found, users can access a rapMenu in the same
way as in Figure 44 to choose to call or message this person.

6.2 A Freehand Gesture-Based System for Pointing, Selecting, and
Texting on Large-Screen Displays
In this section, we will present another prototype application that seamlessly combines
rapMenu, AirStroke, and ray casting techniques to simulate a unified freehand gesturebased interaction system. In the Spring 2011 semester, Dr. Doug Bowman lectured a
Virtual Environment class at Virginia Tech and two students, David McFarland and
Bryan Cunningham, developed this system as their semester-long project. With this
system, users can select items from the rapMenu, input text with AirStroke, and point,
click, and drag items on a large screen display. It simulates a military intelligence
analyst-like task in which users are able to place annotated markers on various targets
located on high-resolution satellite images of cities.
Based on the results of this project, we are able to obtain valuable insights about 1)
whether and how rapMenu and AirStroke work harmoniously in a unified gesture-based
application, 2) what adaptations are necessary for techniques in our framework to use
with a large-screen display 3, and 3) how traditional ray-casting based pointing and
selecting work seamless with rapMenu and AirStroke and how they may complement
each other.
With this application, the user can employ the ray casting technique to move the cursor
on a large-screen display (Figure 45). Once the user moves the cursor to a desired location,
he can pinch the index finger to thumb to activate a rapMenu, from which the user can
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  Note that our original design and evaluation of the rapMenu and AirStroke were conducted on
regular-sized displays, but we believed and claimed that our design choices scale well to larger
displays, since the gestural commands are distance independent. 	
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perform a subsequent operation, such as selecting a marker type (Figure 46 left). Also, the
user can annotate the current marker using the AirStroke technique (Figure 46 right).

Figure 45: A user is moving the cursor (highlighted in yellow) to the next goal in order to
place and annotate a marker for that target (photo courtesy of McFarland and
Cunningham).

	
  
Figure 46: (Left) a user selects a marker type using rapMenu; (right) a user annotates the
marker with AirStroke.

A usability study was also conducted in this project, which consisted of simple tasks
including 1) locating the highlighted goal target, 2) placing a marker at that location, 3)
selecting the corresponding marker type from a menu, and 4) annotating the marker using
textual input. According to both quantitative measures of the menu selection and text
entry performance as well as subjective ratings, their participants believed that the system
is easy to use. Particularly, menu selection with rapMenu received very high score of
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easiness in subjective rating, which was also reflected by the very low error rate they
recorded. On the other hand, text entry with AirStroke was reported more difficult to use
than other components of the system. However, participants did agree with word
completion in AirStroke was much helpful, which resonated with what we found and
reported in our study of AirStroke in Chapter 4. In general, this project has successfully
demonstrated how different components of our freehand gesture interaction framework
are applied in a realistic application and how they work well together to complete such a
system that users enjoyed using. Also, this project showed that very few adaptations were
needed for the rapMenu and AirStroke to work on large displays.

6.3 Design Process: Utility of the Freehand Gesture Interaction
Framework
The two proof-of-concept applications we described above demonstrate the utility of the
freehand gesture interaction framework we have developed, as well as the design process
other researchers, designers and practitioners can use when designing a freehand gesturebased applications with our framework.
It has been a well-known approach in human interface design that a design process starts
with a detailed user requirement analysis. In designing a freehand gesture-based
application, we believe designers and developers should follow the same approach. Based
on the requirement analysis, we will be able to generate a list of user tasks in the
application, which can be further mapped to a set of interaction techniques that allow
users to accomplish those tasks in the application. For example, the design of the phone
application started with the task analysis, which resulted in a list of hierarchical
requirements. At the highest level, users need to choose making a phone call, sending a
text message, or accessing their contact list. At the next level of tasks, we need to support
number dialing for making phone calls, enter texts to send messages, and enter names to
search contacts. Some second-level tasks can be further decomposed into third-level
subtasks. Given these detailed tasks, designers are able to create the workflow and seek
for appropriate interaction techniques.
Moreover, it is evidential that other researchers and developers can make direct use of
Interaction Techniques component of our framework to compose an application that has
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consistent style of interaction. For example, the freehand gesture-based phone application
directly uses the Pinch Keyboard for entering text messages, and the Multitap-style
keypad for dialing numbers. They can also combine or modify the interaction techniques
introduced in the framework in order to fulfill application-specific requirements. With
proper modifications, however, the interaction style is not significantly changed, and thus
the resulting interaction technique remain familiar to users, because the new interaction
techniques conform to the design principles we proposed in the framework. For example,
the text message component of the phone application requires both text entry and
command selection. Since the Pinch Keyboard uses two-handed interaction, it is not
practical to use one hand for text entry and the other for command selection. However,
one lesson we learned from the design of Pinch Keyboard is that we can use different axis
of the wrist rotation to access different modes. Therefore, in performing the text message
task, users can rotate their right hand to the outside in order to access a four-item
rapMenu for command selection, and rotate back to return the text entry mode with Pinch
Keyboard.
It is important to realize that in practice, it is not necessary to utilize interaction
techniques from our framework directly. Other researchers and designers may develop
their own techniques that embody the design principles we have proposed, and in turn
contribute to enriching the freehand gesture interaction framework. Furthermore, even
though other interaction techniques may be designed for tasks other than menu selection
or text entry, many design principles we proposed are useful. For example, one of the key
principles the AirStroke embodies is the use of multiple pinch gestures for simultaneous
gesturing and mode switching. Although the technique was designed for text entry in our
research, the principle can be useful in designing a paint application, where different
pinch gestures can be used to select different paint tools (e.g., pen and brush), or indicate
different colors during the drawing.
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CHAPTER 7

CONCLUSIONS AND CONTRIBUTIONS

In the last three chapters, we have explored the design space of freehand gesture-based
interaction techniques, discovered and proposed design principles and guidelines, and
demonstrated the application of the framework in developing real world systems.
Through these efforts, we have answered the primary research questions raised in
Chapter 1. In this chapter, we will conclude this dissertation research with summarizing
the research results, elaborating the framework of freehand gesture interaction as a whole,
and rephrasing the contributions of this work.

7.1 A framework of Freehand Gesture Interaction
We started this research with revisiting the WIMP framework, which is a stable,
universally adopted framework that constitutes the foundation of today’s desktop
computing experience. While WIMP has been evolving for over two decades and is
(almost) complete and mature, the fundamental structure on which the framework is built
remains unchanged.
Specifically, we consider the following three elements essential to a framework:
•

Input device,

•

Interaction techniques that allow users to accomplish fundamental interaction
tasks, and

•

Essential design principles and practical design guidelines.

Input device
In this dissertation research, we have naturally assumed the human’s hand gestures as the
input “device”. However, another component of input device for freehand gesture
interaction that cannot be ignored, is the electronic devices that can sense the gestures
and transform them into meaningful control signals to the computer for processing. These
devices, generally called sensors or enabling technologies, are another integral part of the
freehand gesture interaction framework. In this research, in particular, we considered two
general classes of sensors. The first category consists of macroscopic sensing devices
such as cameras and motion tracking systems (e.g., InterSense and Vicon), which can be
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deployed in indoor environments like offices and homes. The second category, on the
other hand, consists of microscopic sensing devices such as touch sensors and optical
sensors. They are particularly useful in outdoor environments where the installation of
cameras or motion tracking devices become impractical. In this work, we named the
freehand gestures along with the two categories of enabling technologies as input device.
Interaction techniques
Interaction techniques form a vital component of our framework, since they are
responsible for mapping the information from the input device to commands that are
interpreted by the computer, as well as mapping the output of the computer to different
forms of visual and auditory feedback that can be displayed on the output device and
perceived by the user. Interaction techniques can take various forms, and in theory, an
unlimited number of interaction techniques can be designed for accomplishing
application-specific tasks. However, a framework provides a set of interaction techniques
for a set of fundamental interaction tasks. This is important, particularly for a young
venue like freehand gesture interaction, because these interaction techniques form the
basics that future researchers, designers, and developers can reuse and improve over time.
It has already happened for the desktop human-computer interaction. For example, while
menus take very different forms of presentation in different applications, the basic
pointing-based, drop-down hierarchical menus are still widely used.
Design principles and guidelines
Finally, design principles play the role of “underlying links” between different interaction
techniques and applications, making it possible to describe and design interaction
techniques with more coherent style. For example, making use of desktop metaphor is a
widely adopted principle in the WIMP user interface. It recommends taking advantage of
people’s knowledge of the real world working space by using metaphors to convey
concepts and features of the applications. The metaphor of file folders is analogous to
how people organize file cabinet. Playlists and photo albums in music and digital photo
applications remind users of the real world music playlists and physical photo albums.
Employing direct manipulation is another design principle in the WIMP user interface. It
is embodied in a large number of desktop interaction techniques. For example, many
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interaction techniques such as dragging a slider bar, resizing a window, clicking a button,
and coloring a cube in a drawing application are all build upon the principle of direct
manipulation. Therefore, direct manipulation as a design principle has led to a wide range
of interaction techniques with coherent style in WIMP user interfaces.
In addition to user interface design principles, researchers and developers have developed
empirical guidelines over time. While these guidelines are not as essential as principles
and mostly based on design experience, they do provide handy guidance on specific
aspects of user interface design. An example is the use of color and font for web pages.
In addition to the three components, there are other parts that complement an interaction
framework, such as interaction theoretical models (e.g., Fitts’ Law and steering law), and
development toolkits (e.g., .NET IDE and Apple’s UIKit). But we believe they are not
essential components to establish an early framework for freehand gesture interaction.

7.2 Components of Freehand Gesture Interaction Framework
In our research, we have focused on developing an early framework for freehand gesture
user interfaces that comprises of the three essential components as described above.
Input device
We have explained the input device component (freehand gestures together with the
sensing devices).
Interaction techniques
For interaction techniques, we have explored two fundamental user interface tasks—
command selection (i.e., menu selection) and text entry—in different scenarios that
involve spatial and surface hand gestures. Along the design and evaluation of interaction
techniques, we have been able to extract some design principles and guidelines. Thus, a
key difference between this dissertation work and the previous “point designs” is that,
rather than developing application-specific interaction techniques (e.g., freehand gesture
interaction for painting in virtual environments), we took a design process that is more
systematic, and our results are more informative and generalizable for future research and
development.
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Specifically, starting from input devices we thought about two broad ways that the
freehand gesture interaction could take place. The first is spatial gesture, where gestures
occur in free 3D space, and are generally recognized by the first class of input devices
that capture the 3D location or orientation of the gestures. The second is what we called
surface gesture, where gestures are recognized by the second class of the input device. As
implied by the nature of the input devices, the spatial freehand gestures are mostly
applicable in home or office scenarios. On the other hand, the surface gestures are
applicable in outdoor computing situations, because the motion sensing systems cannot
be present.
Interaction techniques: spatial gestures
For spatial gestures, we have developed techniques for command selection and text entry:
1. For command selection, we have designed and developed rapMenu, and
conducted comprehensive user studies that compare rapMenu to tilt menus.
2. For text entry, the first technique we have designed is AirStroke, which is based
on unistroke gesture recognition. The other two are Pinch Keyboard and
Multitap, which are based on more traditional character selection interfaces.
Interaction techniques: surface gestures
We have also explored command selection and text entry using surface gestures with
small, wearable sensors, instead of cameras. We have proposed three conceptual
“disappearing mobile devices” as enabling technologies for tracking surface gestures:
touch scanner, direction scanner, and motion scanner. We have found that interaction
techniques based on Morse code and marking form basic input languages for scanning
devices. We have also studied how unistroke based character entry techniques such as
Graffiti and EdgeWrite can be adapted to interacting with these devices.
Design principles: spatial gestures
1. The essential design principle we discovered from the design of rapMenu is to
take advantage of the multiple discrete gesture inputs (e.g., the pinch gestures)
for commitment to reduce the required precision of the coarse gesture inputs
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(i.e., the wrist tilt) for selection. This design principle brings multiple benefits
of the rapMenu, as demonstrated by the follow-up user studies.
2. The second design principle embodied in the rapMenu design is to take
advantage of the parallelism that is afforded by the hand gestures: a hand can
form multiple pinch gestures. This is analogous to typing texts using a
keyboard, which provides one-to-one mapping between a key and a letter.
While the freehand gestures cannot provide as high level of parallelism as the
keyboard, the pinch gestures (or other similar discrete gestures such as finger
tapping) allow us to design interaction technique in more efficient way.
3. The third design principle suggested by rapMenu is to use pinch gestures as
unambiguous delimiters. Previous research, together with rapMenu, has
validated the advantages of pinch gestures in freehand gesture interaction.
4. A design principle we discovered with the design and evaluation of AirStroke
is the combined use of discrete gestures (e.g., pinch) for simultaneous gesture
delimiting and mode selection.
5. Another design principle we found out in the design of freehand text entry
techniques is the use of two-handed interaction for asymmetric tasks. For
example, we used the non-dominant for optional word completion in AirStroke
to significantly improve the text entry performance, without introducing
interference to the character entry—the primary task—on the dominant hand.
Design principles and guidelines: surface gestures
1. Rely on eyes-free and mnemonic gestures, such as marking and unistroke gestures,
because devices of this form factor can only deliver minimum forms of feedback.
2. Use the entire hand for input allows for larger motion amplitude, and thus reduces
error with complex gestures.
3. Integrate a touch sensor into the motion scanner allows for explicit out-of-range
state, and may alleviate the incomplete lift-off problem.
4. Preferably use unistroke gestures that do not rely on the correct recognition of
relative position features.
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5. If orientation matters, as is the case for marking, provide a clear reference frame,
such as physical features located close to the device.
6. To avoid premature commit, provide a tactile feature that tells users when the
device is getting near the edge of their hand, e.g., a small tactile dot.
7. Design devices, such that they glance over irregularities and gaps between fingers.
However, limit the focal range to prevent motion past lift-off from being
recognized as a gesture.

7.3 Scope of Our Research
It is worth noticing the touchscreen based gestural interaction is beyond the scope of this
research. Touchscreen interaction differs significantly from the freehand gesture
interaction we discussed in this research. Touchscreen interaction, to some extent, is a
variation of the WIMP interface, since it assumes pointing as the predominant interaction
style, except that the finger replaces the traditional pointing device: mouse. Therefore, the
mapping between the input device (here, finger) and the interface has remained similar,
with several enhancements such as the pinch zooming and swiping. In my research, on
the other hand, we seek for novel interaction techniques that go beyond the traditional
way of mapping freehand gestures to user interface controls, in order to better leverage
the rich expressiveness of hand gestures as input.
That being said, we think some of the techniques and design principles we have
developed can be applicable to enhancing the touchscreen user interface design. For
example, the AirStroke technique indicates that different fingers can be used to accessing
different tools in a more simultaneous way. In fact, this interface concept has already
been implemented in the latest Photoshop Touch applications for Photoshop CS5 for
iPads.

7.4 Future Work
The research presented in this dissertation opens a wide range of future research
opportunities in freehand gesture-based human-computer interaction. The framework we
constructed in this research specifies the essential components including input device,
interaction techniques, and design principles and guidelines. However, as we mentioned
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several times throughout the thesis, this research represents an early endeavor of
constructing a sophisticated framework for freehand gesture interaction. We expect future
researchers, designers, and practitioners to continue contributing and enriching to this
framework by introducing new interaction techniques, design principles, and guidelines.
In addition, it is possible that in future exploration, the existing techniques and principles
are re-examined and iteratively modified and refined. Also, we anticipate that with
increasing development and adoption of freehand gesture-based real world applications,
other researchers will start to study freehand gesture interaction from theoretical
perspective and build human performance models, in order to help the research and
development community to better understand this style of interaction.

7.5 Contributions
In conclusion, our research makes the following contributions:
•

We contribute a deeper understanding of freehand gesture human-computer
interactions under a formal, systematic framework.

•

We propose a systematic design approach to create a set of freehand gesture
interaction techniques for common user tasks, which show coherence and
consistency in interaction style.

•

We contribute a set of freehand gesture interaction techniques for command
selection and text entry using two general classes of gestures.

•

We contribute a set of novel design principles specific to freehand gesture
interaction design, promoting coherence and consistency among multiple
designers and developers in terminology, appearance, interaction style, and
action sequence.

•

We record a set of practical guidelines to remind others of design
recommendations and pitfalls.

•

We demonstrate by examples the ability of our interaction framework to help
other researchers and designers create applications that use freehand gestures
as input.
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APPENDIX A: EXPERIMENT DOCUMENTS FOR
RAPMENU STUDY
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Background Survey
Please help us to categorize our user population by answering the following questions.

1. What is your gender?
() Male

() Female

2. How old are you?
3. Are you wearing glasses or contact lenses during the experiment?
() Glasses

() Contact Lenses

() No

4. Are you left or right handed?
() Left

() Right

5. What is your occupation? (If you’re a student, indicate graduate or undergraduate)

6. If you indicated you’re a student in question 5, what is your major?

7. You are familiar with computers.
() Strongly Disagree () Disagree

() Neutral

() Agree

() Strongly Agree

8. How often do you use computers?

9. Please briefly describe your experience with virtual reality or gesture input devices, if
any.
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APPENDIX B: EXPERIMENT DOCUMENTS FOR
AIRSTROKE STUDY
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APPENDIX C: EXPERIMENT DOCUMENTS FOR TEXT
ENTRY STUDY
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Background Survey
Please help us to categorize our user population by answering the following questions.

1. What is your gender?
() Male

() Female

2. How old are you?
3. Are you wearing glasses or contact lenses during the experiment?
() Glasses

() Contact Lenses

() No

4. Are you left or right handed?
() Left

() Right

5. What is your occupation? (If you’re a student, indicate graduate or undergraduate)

6. If you indicated you’re a student in question 5, what is your major?

7. You are familiar with computers.
() Strongly Disagree () Disagree

() Neutral

() Agree

() Strongly Agree

8. How often do you use computers?

9. Please briefly describe your experience with virtual reality or gesture input devices, if
any.
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Questionnaire
Please answer the following questions to help us understand your evaluation of the
various text entry interfaces you used during the entire experiment.

1.
2.
3.
4.
5.
6.

From 1 to 7, how do you rate the usability of Graffiti?
From 1 to 7, how do you rate the learnability of Graffiti?	
  
From 1 to 7, how do you rate the perceived speed of text entry with Graffiti?	
  
From 1 to 7, how do you rate the perceived accuracy of text entry with Graffiti?	
  
From 1 to 7, how do you rate the comfort of Graffiti?	
  
From 1 to 7, how do you rate the likability of Graffiti?	
  

	
  
1. From 1 to 7, how do you rate the usability of Blind Graffiti?
2. From 1 to 7, how do you rate the learnability of Blind Graffiti?	
  
3. From 1 to 7, how do you rate the perceived speed of text entry with Blind
Graffiti?	
  
4. From 1 to 7, how do you rate the perceived accuracy of text entry with Blind
Graffiti?	
  
5. From 1 to 7, how do you rate the comfort of Blind Graffiti?	
  
6. From 1 to 7, how do you rate the likability of Blind Graffiti?
	
  

	
  

1. From 1 to 7, how do you rate the usability of PinchKeyboard?
2. From 1 to 7, how do you rate the learnability of PinchKeyboard?	
  
3. From 1 to 7, how do you rate the perceived speed of text entry with
PinchKeyboard?	
  
4. From 1 to 7, how do you rate the perceived accuracy of text entry with
PinchKeyboard?	
  
5. From 1 to 7, how do you rate the comfort of PinchKeyboard?	
  
6. From 1 to 7, how do you rate the likability of PinchKeyboard?	
  
1.
2.
3.
4.
5.
6.
	
  

	
  

From 1 to 7, how do you rate the usability of MultiTap?
From 1 to 7, how do you rate the learnability of MultiTap?	
  
From 1 to 7, how do you rate the perceived speed of text entry with MultiTap?	
  
From 1 to 7, how do you rate the perceived accuracy of text entry with MultiTap?	
  
From 1 to 7, how do you rate the comfort of MultiTap?	
  
From 1 to 7, how do you rate the likability of MultiTap?	
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