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Usability Engineering of Text Drawing Styles in
Augmented Reality User Interfaces
Joseph L. Gabbard

(ABSTRACT)
In the coming years, augmented reality, mobile computing, and related technologies have the
potential to completely redefine how we interact with and use computers. No longer will we be
bound to desktops and laptops, nor will we be bound to monitors, two-dimensional (2D) screens,
and graphical user interface (GUI) backgrounds. Instead we will employ wearable systems to
move about and augmented reality displays to overlay 2D and three-dimensional (3D) graphics
onto the real world.
When the computer graphics and user interface communities evolved from text-based user
interfaces to 2D GUIs, many in the field noted the need for “new analyses and metrics”
[Shneiderman et al., 1995]; the same is equally true today as we shift from 2D GUI-based user
interfaces and environments, to 3D, stereoscopic virtual (VR) and augmented reality (AR)
environments. As we rush to advance the state of technology of AR and its capabilities, we need
to advance the processes by which these environments are designed, built, and evaluated. Along
these lines, this dissertation provides insight into the processes and products of AR usability
evaluation.
Despite the fact that this technology fundamentally changes the way we visualize, use, and
interact with information, very little HCI work in general, and user-centered design and
evaluation in particular, have been done to date specifically in AR [Swan & Gabbard, 2005].
While traditional HCI methods can be successfully applied in AR to determine what information
should be presented to the user [Gabbard, 2002], these approaches do not tell us, and what, to
date, has not been researched, is how information should be presented to the user.
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A difficulty in producing effective AR user interfaces (UIs) in outdoor AR settings lies in the
wide range of environmental conditions that may be present, and specifically large-scale
fluctuations in natural lighting and wide variations in likely backgrounds or objects in the scene.
In many cases, a carefully designed AR user interface may be easily legible under some lighting
and background conditions, and minutes later be totally illegible in others. Since lighting and
background conditions may vary from minute to minute in dynamic AR usage contexts, there is a
need for basic research to understand the relationship between real-world backgrounds and
objects and associated augmenting text drawing styles.
This research identifies characteristics of AR text drawing styles that affect legibility on common
real-world backgrounds. We present the concept of active text drawing styles that adapt in realtime to changes in the real-world backgrounds. We also present lessons learned on applying
traditional usability engineering techniques to outdoor AR application development and propose
a modified usability engineering process to support user interface design of novel technologies
such as AR.
Results of this research provide the following scientific contributions to the field of AR:
•

Empirical evidence regarding effectiveness of various text drawing styles in affording
legibility to outdoor AR users.

•

Empirical evidence that real-world backgrounds have an effect on the legibility of text
drawing styles.

•

Guidelines to aid AR user interface designers in choosing among various text drawing
styles and characteristics of drawing styles produced by the pilot and user-based studies
described in this dissertation.

•

Candidate drawing style algorithms to support an active, real-time, AR display system,
where sensors interpret real-world backgrounds to determine appropriate values for
display drawing style characteristics.

•

Lessons learned on applying traditional usability engineering processes to outdoor AR.

•

A modified usability engineering process to assist developers in identifying effective UI
designs vis-à-vis user-based studies.
iii
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1.

Introduction

1.1.

Context for Research

In the coming years, augmented reality, mobile computing, and related technologies have the
potential to completely redefine how we interact with and use computers. No longer will we be
bound to desktops and laptops, nor will we be bound to monitors, two-dimensional (2D) screens,
and graphical user interface (GUI) backgrounds. Instead we will employ wearable systems to
move about and augmented reality displays to overlay 2D and three-dimensional (3D) graphics
onto the real world.
When the computer graphics and user interface communities evolved from text-based user
interfaces to 2D GUIs, many in the field noted the need for “new analyses and metrics”
[Shneiderman et al., 1995]; the same is equally true today as we shift from 2D GUI-based user
interfaces and environments, to 3D, stereoscopic virtual (VR) and augmented reality (AR)
environments. As we rush to advance the state of technology of AR and its capabilities, we need
to advance the processes by which these environments are designed, built, and evaluated. Along
these lines, this dissertation provides insight into the processes and products of AR usability
evaluation.
Augmented Reality is a display paradigm that mixes computer-generated graphics with a user's
view of the real world so that users can see the real world, with virtual information (objects
and/or text) overlaid upon, or composited with, the real world [Azuma, 1997]. An example is
shown in Figure 1. The user wears a see-through head-mounted display that the system tracks in
six-degree-of-freedom space (position and orientation). Computer graphics and/or text are
created and aligned from the user's perspective with the real-world objects to be augmented. By
providing direct, heads-up access to information correlated with a user’s view of the real world,
mobile augmented reality has the potential to redefine the way information is presented and
accessed.
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Figure 1. An example of augmented reality (AR), where graphical
information overlays a user’s view the real world [Hix et al., 2004]. ©2004 IEEE. Reprinted, with
permission, from Proceedings of the Hawaii International Conference on Systems Sciences.

[Milgram, 1994] presents a reality-virtuality continuum that further classifies the technical nature
and system composition of AR and related systems, shown in Figure 2. The scope of this
dissertation is classified as Mixed Reality and specifically Augmented Reality in Milgram’s
Reality-Virtuality Continuum. This research employed optical see through displays, as opposed
to video-see-through displays, so that users see through the display (much like seeing through
sunglasses) directly to the real world, as opposed to viewing LCD screens displaying real-time,
head-mounted camera-based video feeds. This see-through approach to AR maximizes the
extent of presence and degree of “realspace imaging” [Naimark, 1991].

Mixed Reality (MR)

Real
Environment

Augmented
Reality (AR)

Augmented
Virtuality (AV)

Virtual
Environment

Figure 2. Milgram’s Reality-Virtuality Continuum [Milgram, 1994].
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In the past decade, AR research efforts have successfully tackled several challenging hardware
integration problems, so that today there exist AR systems that, for the most part, function on a
reliable basis. As such, the field is just to the point where meaningful human-computer
interaction (HCI) research can be conducted and applied. Despite the fact that this technology
fundamentally changes the way we visualize, use, and interact with information, very little HCI
work in general, and user-centered design and evaluation in particular, have been done to date
specifically in AR [Swan & Gabbard, 2005].
Encouragingly, traditional HCI methods, such as domain analysis, user needs and tasks analysis,
as well as case study development, can be successfully applied in AR to determine what
information should be presented to the user [Gabbard, 2002]. What these approaches do not tell
us, and what, to date has not been researched, is how information should be presented to the user.
Specifically, research is needed to study how information should be designed so as to be
effectively overlaid onto complex and varied real-world backgrounds; this was a major goal of
this dissertation. Figure 3 shows an example from each end of the real world spectrum, from a
fairly visually homogonous and consistent desert scene to the rich, cluttered scene of Times
Square. Overlaying augmenting graphics onto such a variety of backgrounds so that it is legible
to the user in a variety of dynamic environmental conditions is the essence of this research.

Figure 3. AR user interfaces must be effective in a wide range of real-world backgrounds. Images
courtesy of Klaus Bertow and Ken Thomas, respectively via Wikimedia Commons (Public domain).
http://commons.wikimedia.org/wiki/Image:DesertMonahans.jpg
http://commons.wikimedia.org/wiki/Image:Times_Square-27527.jpg
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1.2.

Problem Statement and Motivation

From several pilot and user-based studies (many of which are presented in this dissertation)
conducted by Gabbard and others, we have identified a fundamental challenge in designing user
interfaces for augmented reality systems. Specifically, AR designers have no established set of
guidelines or heuristics to aid them when implementing various drawing styles for augmenting
text. The ability for AR users to quickly and effectively read augmenting text – with little to no
effort – is critical to the success and wide-spread adoption of AR displays in particular and
wearable computing in general.
Indeed, there are no established guidelines or heuristics to assist designers with other aspects of
AR user interface design beyond the presentation of text. When examining many traditional
usability engineering approaches – and specifically design and evaluation activities – in most
cases, design activities rely on leveraging existing metaphors, style guides, or standards in the
field (e.g., drop down menus, a web browser’s back button, etc.). However, in cases where an
application falls within an emerging technological field, designers often have no existing
metaphors or style guides, much less standards on which to base their designs. Moreover, in
cases where the technology provides novel approaches to user interaction or fundamentally alters
the way users perceive the interaction space (i.e., where technology and the real world come
together), designers often have little understanding of the perceptual or cognitive ramifications of
“best guess” designs.
As a result, processes are needed to help designers of novel user interfaces iteratively create and
evaluate designs, gain a better understanding of effective design parameters, and determine under
what conditions these parameters are best applied. Without these processes, applications
developed using traditional usability engineering approaches can only improve incrementally
from a baseline usability of initial designs — which are too often based on developers’ best
guesses, given the absences of guidelines, metaphors, and standards.
An additional challenge in presenting augmenting text in outdoor AR settings lies in the wide
range of environmental conditions that may be present, and specifically large-scale fluctuations
in natural lighting and wide variations in likely backgrounds or objects in the scene. In many
4

cases, a carefully designed AR user interface may be easily legible under some lighting and
background conditions, and minutes later be totally illegible in others. Since lighting and
background conditions may vary from minute to minute in dynamic AR usage contexts, there is a
need for basic research to understand the relationship between real-world backgrounds and
objects and associated augmenting text drawing styles.
While it is the case that much of the recent research in AR is centered around handheld, videobased see through AR, it can be argued that this dissertation work on optical see-through AR
displays is relevant to head-up displays in commercial and military aircraft systems, as well as
the emerging prevalence of overlaid graphics on automobile windshields. These application
domains underscore the need for further research on optical see-through displays.
However, to date, there has been very little research to examine user performance in AR [Swan
& Gabbard, 2005] and almost no research that examines user performance under varying outdoor
lighting conditions or with varying augmenting text drawing styles. While related work by
Gabbard and others strongly indicates that user task performance is affected by a set of viewing
variables, such as the background or objects on which the augmenting text is placed, as well as
the numerous styles in which text can be displayed, little work to date has examined the
combined effects of these issues. As such, this research examined both the nature of the realworld backgrounds and objects, as well as the style in which the augmenting text is displayed –
where style is defined to include more than a static color, but may include a number of
parameters such as font type, bounding rectangles, outlines, background-dependent (real-time
and active) algorithms to determine a color or drawing effect, etc.
Specifically, this dissertation describes empirical (pilot and user-based) studies that examine the
effect of various text drawing styles, real-world backgrounds, and natural lighting on user task
performance in outdoor AR. This dissertation also presents lessons learned on applying usability
engineering techniques to an AR application user interface, as well as lessons learned on
conducting user-based studies to inform user interface design. Additional specifics on the
contents of this dissertation are presented below (Section 1.9).
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1.3.

Goals and Objectives of Research

At the highest level, the goals of this research are
•

to research how text should be designed so as to be effectively overlaid onto complex and
varied real-world backgrounds,

•

to better understand the relationship between real-world backgrounds and associated
augmenting text drawing styles,

•

to develop usability engineering techniques to support the design process when standards
and guidelines are not yet available, and

•

to discover lessons learned from applying traditional usability engineering techniques to
outdoor AR.

To achieve these goals, this research examined characteristics of AR text drawing styles that
affect legibility on common real-world backgrounds. During this research, we identified the
need for, and designed a system that supports the concept of, active text drawing styles – styles
that adapt in real-time to changes to real-world backgrounds.
We also applied results of the stated goals (at least at an abstract level) as a basis for an active
real-time AR system that senses real-world backgrounds, and, given knowledge about user
interface goals (such as priority of information, need for registration, desired color coding, etc.),
determines the best possible drawing style for the augmenting text.
We tackled several focused objectives to address the overall dissertation research goals.
Specifically, an objective of this dissertation work was to conduct user-based studies to
investigate the effects of real-world backgrounds on AR user interface (UI) designs (i.e.,
augmenting textual graphics). The UI designs consisted of several atomic design components
(such as UI text and labels), visual encoding techniques (color, shape, size), and so on. A related
objective of this work was to conduct empirical studies to produce generalizable guidelines for
designing, as well as engineering the usability of, AR user interfaces. As such, this dissertation
provides both product and process results.
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1.4.

Application Context of Research

One of the unique aspects of this work is the fact that the corpus of research was applied to an
actual augmented reality application. The Battlefield Augmented Reality System (BARS) was
developed at the Naval Research Lab in Washington, D.C [Livingston et al., 2002]. During that
time, we worked closely with the BARS software development team to apply usability
engineering techniques and conduct user-based studies to advance state-of-the art research in
outdoor AR user interfaces, as well as the actual BARS user interface itself. To further ground
the work described herein and to provide a concrete discussion and working application context,
we provide a brief description of the BARS problem domain, as well as the system description.
Many military planners believe, and current global events indicate, that urban terrain is one of
the most important environments that warfighters face [Marine Corps Combat Development
Command, 1997]. Because of increased urbanization of combat, it is expected that many future
military operations (such as peace-keeping or hostage rescue) will continue to occur in cities.
However, the urban terrain will continue to be one of the most demanding environments. Above
street level, buildings serve varying purposes (such as hospitals or communication stations).
They can harbor many risks, such as snipers or mines, which can be located on different floors.
Below street level, there can be an elaborate network of sewers and tunnels. The environment
can be cluttered and dynamic. Narrow streets restrict line of sight and make it difficult to plan
and coordinate group activities. Threats, such as snipers, can continuously move and the
structure of the environment itself can change. For example, a damaged building can fill a street
with rubble, making a once-safe route impassable. Such difficulties are compounded by the need
to minimize the number of civilian casualties and the amount of damage to civilian targets. To
ensure the safety of both civilian and military personnel, it has long been argued that
environmental information must be delivered to the individual user in situ in that environment.
However, technologies such as radios or handheld map displays are of limited use because the
information is difficult to integrate or detach the user from the surrounding environment. BARS
seeks to overcome these difficulties through the use of mobile augmented reality.
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Figure 4. An augmented reality user’s view – shown before and after
information filtering [Gabbard et al., 2002].

Mobile augmented reality has many research challenges that are yet to be overcome. The
technological challenges of hardware and software design are well known [Azuma, 1997; Azuma
et al., 2001]. However, there are many issues related to design of the AR user interface that are
less understood. Two problems are illustrated in Figure 4: information overload and the
“Superman X-Ray Vision Problem” [Stedmon et al., 1999]. Information overload arises from
providing the user with too much information. The “Superman X-Ray Vision Problem”
encapsulates the fundamental advantages and disadvantages of mobile AR. With such a system,
a user has “X-Ray” vision and can see data about objects that are not visible. However, the user
loses occlusion cues, which are extremely important for perceiving depth. This dissertation
work describes work on occlusion and depth perception in AR, as well as several pilot and user
studies that examine another known research challenge in mobile augmented reality: text
legibility in varying outdoor conditions.
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1.4.1. BARS Technical System Description
The hardware for the implementation of BARS is shown in Figure 5. BARS is built using the
following commercial off-the-shelf products:
•

an optical see-through head-mounted display,

•

a GPS-based position tracker (which tells where the user is located),

•

an orientation tracker (which tells the direction the user is looking),

•

a wireless network,

•

interaction devices (e.g., a wrist mounted keyboard and wireless handheld mouse),

•

a wearable computer with 3D graphics accelerated hardware, and

•

a rechargeable battery.

Figure 5. Prototype of the Battlefield Augmented Reality System (BARS) [Gabbard et al., 2002].
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The software architecture includes subsystems to manage the geometry database, distribute
environmental information, and to filter the information for display. The geometry is acquired
through traditional modeling approaches, such as photogrammetry or surveying. The geometry is
hierarchically organized into objects, which are then assigned semantic meaning and given
information attributes. These attributes can include whether the geometry represents physical
objects (e.g., a building, building details such as doors and windows, or trees), moving objects
like friendly or enemy forces, invisible objects (e.g., minefields or sewers), or completely virtual
objects such as way points, lines of deconfliction, or target markers.

1.5.

Research Thrusts

To achieve the objectives, we worked along two research thrusts: a main focus and a supporting
focus.
Main

Explore various graphical encoding techniques. Encoding techniques are

Research

atomic and mutually exclusive means of representing information via a

Focus

graphical (visual) encoding [Mackinlay, 1986]. Examples include color,
shape, size, etc. We explored the effectiveness of encoding techniques by
drawing from the literature in the fields of human vision, color perception,
color theory, HCI, and augmented reality.

Supporting

Characterize challenges and identify lessons learned from applying traditional

Research

usability engineering techniques to the development of an outdoor AR

Focus

application. As part of this research, we applied many usability engineering
methods to support the development of BARS. During this work, we made
many observations at the process level – allowing us to better understand the
challenges of applying traditional usability engineering techniques to novel and
emerging technologies such as AR.
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Figure 6. Dissertation contribution space showing the main and supporting research foci. The circles
abstractly represent lessons learned or contributions presented in this dissertation. The main research
focus addresses the design and evaluation of active AR user interfaces to support text legibility, while the
supporting research focus captures lessons learned from applying usability engineering techniques to
development of the Battlefield Augmented Reality System.

This dissertation work explored the main and supporting research foci shown in Figure 6 via
empirical pilot and user-based studies to meet the stated objectives of (1) studying characteristics
of text drawing styles that affect user task performance in AR systems and empirically producing
design guidelines for outdoor mobile AR user interfaces (i.e., product goals) and (2) reflecting on
our experiences in applying usability engineering processes to BARS (i.e., process goals). As
shown in Figure 6, contributions of this dissertation (depicted abstractly as circles) occur
throughout domain analysis, design, and evaluation activities associated with successful usability
engineering efforts.
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1.6.

Overarching Conceptual Hypotheses

Below are our overarching conceptual hypotheses – abstract hypotheses that most dissertation
efforts addressed. These conceptual hypotheses should not be confused with the statistical
hypotheses associated with specific user-based studies presented later in this dissertation.
1.

Color perception, color theory, and current AR display characteristics are relevant to,
and provide effective guidance to, the design of efficient user interfaces for outdoor
mobile AR.

2.

There are statistically significant differences in effectiveness among various graphical
encoding techniques for AR UI text, and the effectiveness is in part based on the
accompanying real-world background.

3.

There exists a set of characteristics and values describing dynamic graphical encoding
techniques for AR UI text that can be applied to active AR displays and/or active UI
rendering systems.

4.

By performing user-based studies that examine basic UI elements and characteristics
early in an AR application’s usability engineering process, designers can identify
effective UI design characteristics or alternatives much earlier in the software
development process than traditional usability processes afford.
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1.7.

Conceptual Approach to Research:
Applying Usability Engineering Techniques and
User-based Studies to Outdoor AR UIs

This work was conducted over the course of several years. During this time, we leveraged a
unique opportunity to perform both basic and applied research – using the results of basic
research to inform the applied research and all along capturing lessons learned. As a result, we
characterize this research as unique and valuable for the following reasons:
•

we performed research alongside, and as part of, an actual AR application software
development effort, thus gaining insight into how usability engineering and software
engineering techniques can be coordinated when developing novel applications,

•

we performed research at the application level (i.e., BARS application), as well as the
basic UI component level (i.e., atomic elements of a user interface such as text),

•

we performed research and present results at both product and process level, and

•

we aimed to capture lessons learned at all stages and levels of abstraction along the way.

As mentioned above, we conducted research at both the application and basic UI component
levels. Application-level research aimed to improve the overall utility and usability of BARS.
Basic UI component-level research aimed to address generic visual elements of an AR’s user
interface and focused on developing best designs to various components of the application user
interface (e.g., visual representation of occlusion, text drawing styles, etc.). The interaction
between these types of research is shown below in Figure 7. Most of the work conducted was at
the basic UI component level; however, it is important to understand that both types of research
were needed to not only build a usable AR application, but understand how to build usable AR
applications.
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Formative
Usability
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Application Level Research Domain
(BARS Application)

BARS back end
BARS user interface

UI
interaction
techniques
for AR

UI
drawing
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for AR

UI
interaction
metaphors
for AR

Basic UI Component Research
(Generic AR Domain)

Statistical
User
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Figure 7. We conducted statistical user studies to better understand and design basic AR user interface
components (e.g., how to draw legible text). This research in turn was used to inform research at the
application level, by informing specific BARS user interface designs and
resulting in more usable initial user interface prototypes.

Figure 8 graphically depicts the collection of research activities and their relationship(s) among
each other, and provides a “one-figure view” of the overall longitudinal body of research
presented in this dissertation. Time is represented along the x-axis. The level of abstraction at
which the research was performed is shown along the y-axis (basic UI component level shown in
orange; application level shown in blue). This work led to design guidelines for UI design in
outdoor AR and a usable BARS application, respectively. Specific research activities performed
during this time are shown as boxes in this space, with forward pointing references to the
sections in which each research activity is discussed. Orthogonal to these two levels is research
(shown in green) we performed on capturing lessons learned from the process of applying
usability engineering activities to BARS.
Early in the work, we intended to apply traditional usability engineering processes. We first
performed a domain analysis for the BARS, focusing on supporting mobile military operations in
urban environments. The BARS software development team then produced an initial BARS
prototype, based on user-centered requirements developed as part of the domain analysis.
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However, when we performed our expert evaluation of BARS (see Section 5), it became clear
that our “best guesses” at designing an effective UI for a novel technology were just that: best
guesses. While they were rooted in traditional UI metaphors and techniques, the nature of the
outdoor mobile domain demanded a new approach to presenting and interacting with information
in time-sensitive usage situations. As such, we prioritized a list of core scientific issues that
needed to be resolved in order to better understand how to best engineer effective AR systems –
from both UI and back-end functionality perspectives (see Section 6.1). In this work, we define
core scientific issues as unexplored or underdeveloped areas of understanding or consensus
within the community. We examined a handful of the core scientific issues at the basic AR UI
component level with respect to user performance including occlusion, properties of AR
displays, depth perception, and the major focus of this dissertation work, text legibility.
Throughout the work on basic UI components, results of the research were fed back into the
BARS application development level (as shown by downward pointing lightweight arrows in
Figure 8).
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Figure 8. The collection of research activities related to this dissertation and their relationship(s) among each other. This is a one-figure view of the overall longitudinal body of research presented in this dissertation document. Time is
represented along the x-axis. As shown on the y-axis, we conducted research at both basic UI component (shown in orange) and application levels (shown in blue). This work led to guidelines for UI design in outdoor AR and a usable BARS
application, respectively. Specific research activities performed during this time are shown as boxes in this space, with forward pointing references to the sections in which each activity is discussed. Arrows between boxes indicate that prior
activity informed the next activity. Orthogonal to these two levels is research (shown in green) we performed on capturing lessons learned on the process of applying usability engineering techniques to BARS.
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1.8.

Scientific Contributions

Results of this research provide the following contributions in terms of enhancing an AR
application, product, or UI design:
•

Empirical evidence regarding effectiveness of various text drawing styles in affording
legibility to outdoor AR users.

•

Guidelines to aid AR user interface designers in choosing among various text drawing
styles and characteristics of drawing styles produced by the pilot and user-based studies
described in this dissertation.

Results of this research provide the following scientific contributions to the field of AR user
interface design:
•

Empirical evidence regarding effectiveness of various text drawing styles in affording
legibility to outdoor AR users.

•

Empirical evidence that real-world backgrounds have an effect on the legibility of text
drawing styles.

•

Guidelines to aid AR user interface designers in choosing among various text drawing
styles and characteristics of drawing styles produced by the pilot and user-based studies
described in this dissertation.

•

Candidate drawing style algorithms to support an active, real-time, AR display system,
where sensors interpret real-world backgrounds to determine appropriate values for
display drawing style characteristics.

We also produced contributions in terms of processes, specifically providing:
•

Lessons learned on applying traditional usability engineering processes to outdoor AR.

•

Lessons learned on conducting domain analyses when working with novel technology.

•

Lessons learned on applying an extended usability engineering process to a developing
AR application.
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•

Lesson learned on conducting basic, UI component-level user-based studies to inform
application design.

•

A modified usability engineering process to assist developers in identifying effective UI
designs vis-à-vis user-based studies.

1.9.

Overview of this Dissertation

This dissertation research is based on more than five years of a large body of augmented reality
research conducted by Gabbard and others at Virginia Tech, much of it in collaboration with
personnel at the Naval Research Laboratory in Washington DC. During this period, we
performed domain analyses, several user interface design activities, approximately six expert
evaluations, several user-based pilot studies, four substantial formal user-based studies
employing three different AR head-mounted displays and at least five different representative
AR user tasks, and two user-based studies that focused explicitly on text legibility in outdoor
AR. Much of this work has been reported in the following publications, implying its impact on
the AR professional community:
•

Gabbard, J.L. & Swan, J. E. "Usability Engineering for Augmented Reality: Employing
User-based Studies to Inform Design", Invited paper to IEEE Transactions on Visualization
and Computer Graphics (TVCG). May-June 2008. Vol. 14, No. 3, pp. 513-525, 2008.

•

Gabbard, J.L., Swan, J.E. Hix, D., Kim, S. & Fitch, G. “Active Text Drawing Styles for
Outdoor Augmented Reality: A User-Based Study and Design Implications”, Proceedings
IEEE Virtual Reality Conference, VR '07, pp. 35-42, March 10-14, 2007.

•

Gabbard, J.L., Swan, J.E. & Hix, D. “The Effects of Text Drawing Styles, Background
Textures, and Natural Lighting on Text Legibility in Outdoor Augmented Reality”, Invited
paper to Presence: Teleoperators & Virtual Environments, Vol. 15, No. 1, pp. 16-32, 2006.

•

Gabbard, J.L., Swan, J.E., Hix, D., Schulman, R.S., Lucas, J. & Gupta, D. “An Empirical
User-Based Study of Text Drawing Styles and Outdoor Background Textures for Augmented
Reality”, Proceedings of IEEE Virtual Reality 2005, pp. 11-18, 2005.

•

Gabbard, J.L., Swan, J. E., Hix, D., Lanzagortac, M., Livingston, M., Brown, D. & Julier, S.
“Usability Engineering: Domain Analysis Activities for Augmented Reality Systems,”
Proceedings SPIE, Stereoscopic Displays and Virtual Reality Systems IX, Andrew J. Woods;
John O. Merritt; Stephen A. Benton; Mark T. Bolas; (Eds.) Photonics West 2002, Electronic
Imaging conference, Vol. 4660, pp. 445-457, San Jose, CA, January 19-25, 2002.
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•

Gabbard, J.L., Hix, D. & Swan, J.E. "User-Centered Design and Evaluation of Virtual
Environments". Invited Paper to IEEE Computer Graphics and Applications, Vol. 19, No. 6,
pp. 51-59, November/December, 1999.

•

Livingston, M. A., Swan II, J. E., Gabbard, J. L., Höllerer, T. H., Hix, D., Julier, S. J.,
Baillot, Y. & Brown, D. “Resolving Multiple Occluded Layers in Augmented Reality”, 2nd
International Symposium on Mixed and Augmented Reality, pp. 56-65, Tokyo, Japan,
October 7-10, 2003.

Chapter 2 describes related research work reported by others in a number of various fields
including AR, HCI, digital imaging, human vision, color perception, and color theory. This
chapter is divided into four major subsections: graphical encoding techniques, natural lighting
and background conditions, text legibility in traditional and AR displays, and a literature review
of factors affecting human performance in AR.
Chapter 3 provides an overview of usability engineering approaches to designing user interfaces.
Chapter 4 describes our domain analysis work on BARS in detail.
Chapter 5 describes our expert evaluation of BARS, and presents the results of this evaluation.
This chapter also describes a critical juncture in this research, as it was from our experiences
during this evaluation (and analysis of evaluation results) that we identified significant
challenges associated with designing, building, and evaluating applications that employ novel
technology, interaction, and display techniques.
Chapter 6 describes our experiences in applying traditional usability engineering techniques to
BARS, and the critical juncture in the work, where we reassessed our usability engineering
process.
Chapter 7 discusses in detail two pieces of background work that gave us insight into perceiving
drawing styles in outdoor AR, as well as insight into visual outdoor capabilities of AR displays.
We describe a user-based study on occlusion, as well as a study of the NOMAD AR headmounted display. These studies also informed our usability engineering process-level research.
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Chapter 8 presents the pilot studies performed in preparation for the user-based studies on text
legibility. These studies were iterative pilot studies that are direct ancestors of our text legibility
user-based studies described in Chapters 9 and 10.
Chapter 9 describes the first text legibility study. This study, performed in a greenhouse to
achieve natural lighting conditions, examined the effects of a number of text drawing styles and
real-world textures on users’ task performance (in terms of time-on-task and user error on a text
legibility task). The discussion includes method and protocol, experimental design, and results.
Chapter 10 describes the second text legibility study. This study was performed outdoors and
employed active drawing styles to examine user performance on a number of different text
styles, text colors, and real-world backgrounds.
Chapter 11 describes our overarching contributions and recommendations for presenting text in
outdoor AR, conducting user-based studies, a summary of lessons learned on the process, as well
as thoughts on extending traditional usability engineering methods for emerging technologies.
Chapters 12 and 13 present a summary of the work described in this dissertation and future work
respectively.
Our complete set of references for this work is given in Chapter 14.
A complete list of publication sources for the literature review on AR display issues is given in
Appendix 1, followed by a glossary list of definitions for AR display issues in Appendix 2.
Appendix 3 contains the low-fidelity, static mockups used in the user-based study on occlusion.
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2.

Related Literature Review

Early HCI efforts with command line, text-based user interfaces examined (among many things)
the most effective methods for displaying text – including, for example, optimal background
color, font style, font color, and font size [Hix & Hartson, 1993]. In the 1970’s and 1980’s,
similar research was applied to GUIs [Hix & Hartson, 1993; Shneiderman, 1992] – where not
only did the number of user interface elements (text, icons, pull down menus, etc.) increase, but
so did the complexity of the graphics background on which these elements are placed. In AR,
the real-world background is not subject to system control and is also potentially much more
complex than typical 2D GUI backgrounds. Indeed, real-world backgrounds in many cases may
be very dynamic, and may change from minute to minute – a problem especially challenging in
outdoor AR systems. Since little work has been done within this research context, we examine
and report below the related work along our main and supporting research thrusts described in
Section 1.5.

2.1.

Graphical Encoding Techniques

When designing or implementing a user interface on any system, a requisite task is deciding
exactly how each visual user interface element (or group(s) of elements) should be presented.
The toolbox available to the designer is the set of existing graphical encoding techniques
[Mackinlay, 1986]. The set of tools includes size, shape, color, location, volume, and so on. So,
for example, a designer may choose to graphically encode a text string by using a large (size),
red (color), times new roman (shape) font. Many of the graphical encoding techniques used in
GUIs can be applied to AR UIs as well; however, it is not clear if their effectiveness in AR is
comparable to their effectiveness in GUIs.
[Cleveland & McGill, 1984] studied the effectiveness of various graphical encoding techniques
for conveying quantitative information. Their work produced an initial list of eight graphical
encoding techniques, which was later extended by [Mackinlay, 1986] to support encoding
techniques for non-quantitative data types. The resulting work presents a comprehensive list of
thirteen graphical devices (Mackinlay’s term for graphical encoding techniques), as well as their
ranked effectiveness in conveying quantitative, ordinal, and nominal data (see Figure 9).
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Ordinal

Position
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Angle

Shape
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Shape

Area
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Shape

Slope
Area
Volume

Figure 9. Mackinlay’s graphical encoding techniques [Mackinlay, 1986], ranked (top to bottom)
according to effectiveness of various graphical devices in communicating
quantitative, ordinal, and nominal data about objects of interest.

Since Mackinlay’s graphical encoding techniques address very low-level, specific characteristics
and, given the state of AR’s infancy, we assert that understanding how existing graphical
encoding techniques can be best applied in AR is a prerequisite to designing AR user interfaces
that effectively employ graphical encoding techniques. Based largely on a literature review, we
determined that color was the strongest candidate in Figure 9 especially given the fact that many
GUI studies have shown color to be one of the most powerful graphical encoding techniques
(e.g., [Nowell, 1997], see also further references in Section 2.1.3).
Perlman & Swan [1993] found that for visual search tasks, texture coding produced reaction
times nearly identical to uncoded displays. In a subsequent study, eliminating confounding
factors and using a simpler task, Perlman & Swan [1994] found nearly equal search times for
color, texture, and density coding (e.g., the value or darkness of the fill color). They note that for
the latter study, colors used were of equal saturation and equal brightness, implying that the
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difference in relative effectiveness of the color code in the first study resulted from varying
saturation and brightness redundantly with varying hue.
Since color plays a very important role in this research, and to help ground our efforts to design
and evaluate various encoding techniques that use color, we examined three important sources of
color-related background work: human vision and color perception, color models and terms, and
color as an effective encoding technique for UIs.

2.1.1. Human Vision and Color Perception
The human eye is an integral part of the chain of human color vision, and serves as a useful
starting point for inquiry. The human eye has a simple two-element lens containing the cornea
(the front or outer element) and the lens (the back or inner element). The amount of light entering
the eye is controlled by the iris, which lies in between the two (see Figure 10). Light passes
through the lens and creates an inverted image on the retina at the back of the eye [Mueller &
Rudolph, 1966; Waldman, 1983; Gonzales & Woods, 1992].

Figure 10. Detailed diagram of the human's eye.
Images courtesy of Rhcastilhos via Wikimedia Commons (GNU Free Documentation License).
http://commons.wikimedia.org/wiki/Image:Schematic_diagram_of_the_human_eye_en.svg
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The retina is the light-sensitive part of the eye. Its surface is coated with millions of
photoreceptors. These photoreceptors sense the light and pass electrical signals indicating the
light’s presence through the optic nerve to stimulate the brain. There are two types of
photoreceptors used to sense light: rods and cones. The two types of photoreceptors complement
each other well since rods are sensitive to very low levels of light but are monochromatic and
cannot see color, whereas cones are less sensitive to intensity but have evolved specifically to
sense color [Waldman, 1983; Gonzales & Woods, 1992].
[Dowling & Boycott, 1966] showed that there are color-sensitive cones in the retina of the
human eye and that they are most densely packed in the eye’s fovea. There are three types of
cones, referred to as S, M, and L. They are roughly equivalent to blue, green, and red sensors,
respectively. Their peak sensitivities are located at approximately 430nm, 560nm, and 610nm for
the average observer. The difference in sensitivity is due to the differences in cones and rods and
their respective sensitivities. Of interest is the fact that the M and L curves (for green and red
respectively) depict greater sensitivity for the corresponding cones (i.e., the eye is most sensitive
to green and red colors as opposed to blue) [Hecht, 1987; Williamson & Cummins, 1983].
Red cones are most stimulated by light in the red-yellow spectrum, green cones are most
stimulated by light in the yellow-green spectrum, and blue cones are most stimulated by light in
the blue violet spectrum. The spectral sensitivity of the eye is defined by these three types of
cones and their corresponding spectrums. By population, about 64% of the cones are redsensitive, about 32% green-sensitive, and about 2% are blue-sensitive [Hecht, 1987; Wandell,
1995].
The human eye/brain combination responds to three different characteristics of emitted or
reflected light energy. These three human sight characteristics are hue, saturation, and brightness.
•

Hue is the perceived color of visible light energy, expressed as red, orange, yellow,
green, blue, violet [Foley et al., 1993]. Hue is most often the result of either a single
wavelength of light, or the dominant wavelength of multiple wavelengths of light. The
term color is often used for hue.
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•

Saturation is the degree of “colorfulness” in proportion to its brightness, and is often the
predicted by the degree to which light is concentrated at a single wavelength. Saturation
can also be thought of as how far a color is from a gray of equal intensity [Foley et al.,
1993]. Thus, rich colors such as royal blue and a leafy green are more saturated than a
pastel blue or dark forest green.

•

Brightness is a psychological experience associated with the perceived amount of light
either emitted or reflected [Berlin & Kay, 1969]. Brightness should not be confused with
luminance, which is a physical measure of light. The terms are often used
interchangeably since two colors with equivalent luminance are often perceived to have
equivalent brightness. However, under certain environmental lighting conditions the
perceived brightness of two colors of equivalent luminance may be different.

In reviewing the literature, it is common to see the terms brightness, luminance, and illuminance
misused. For purposes of this research, we further define these terms.
•

Brightness is a subjective attribute of light to which humans assign a label between very
dim and very bright. Brightness is perceived, not measured, and is perceived by the
amount of lumens that fall on the rods and cones of the eye’s retina.

•

Luminance is the measurable physical quantity most closely related to brightness.
Brightness of a surface is simply the psychological attribute of luminance. Luminance is
the luminous intensity per unit projected area in a given direction or simply a measure of
the amount of light coming from an object. It is measured in candela per meter square
(cd/m2) (SI unit). It is also commonly measured in foot lamberts (fL) [Halsted, 1993].

•

Illuminance is the measurement of how bright a point source of light appears to the eye.
It is measured in foot-candles (or lux). A single foot-candle is defined as the amount of
illuminance on a uniform surface created by the light of one candle, one foot away and is
equal to one Lumen/ft2.
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2.1.2. Color Models and Terms
When examining how to employ color as a graphical encoding technique on computer-based
systems, we must be familiar with available color models, as well as the tradeoffs associated
with choosing one color model over another. Color models are important as they provide
established frames of references, both conceptually and mathematically, for any structured
inquiry into the effects of color on outdoor AR user performance.
The most common color model in computer graphics is the RGB model [Foley et al., 1993]. The
RGB color model describes colors as combinations of red (R), green (G), and blue (B), which are
added to black, rather than subtracted from white. As such, the red, green, and blue primitives
are called additive primary colors. The RGB model is commonly visualized as a cube (see
Figure 11), with the eight cube corners denoting black, the three primary colors (red, green, and
blue), the three secondary colors (cyan not on the cube, magenta, and yellow), and white.
While RGB (and a few other color models) were derived to support computer and television
hardware, other color models have been created to describe colors in terms more natural to an
artist. Two examples of such models are the hue, saturation, and value (HSV) color model
created by Smith (1978) (sometimes referred to as HSB model, where “B” stands for brightness)
and the hue, lightness, and saturation (HLS) color model suggested by Ostwald (1931). The two
spaces can be thought of as being single and double cones, respectively (see Figure 11).
Interestingly, the primitives in the HSV color model are comparable, but not completely
identical, to the HLS primitives. The hue component in both color models is an angular
measurement such that a hue value of 0° designates the color red, a hue value of 120° designates
the color green, and a hue value of 240° designates the color blue [Foley et al., 1993].
Horizontal planes (circles) cut through the cones designate the location of primary colors (red,
green, and blue) and secondary colors (yellow, cyan, and magenta). These six points are
equidistant along the perimeter of the circle, and thus create an inscribing hexagon.
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The saturation component in both color models describes color intensity. A saturation value of
zero (in the middle of a circle or hexagon) designates a shade of gray. A saturation value at the
maximum (on the outer edge of a circle slice) designates a fully saturated color that is at its
maximum “colorfulness” for that specific hue angle and brightness.
In both the HSV and the HLS color models, a value of zero for ‘value’ and ‘lightness’
respectively represent the absence of light, or black. However, when ‘value’ is maximized in
HSV space, a color is at its brightest, whereas in HLS space, a maximum value for ‘lightness’
indicates that the color is white, regardless of the hue and saturation components.

Figure 11. HSV [Smith, 1978], HLS [Ostwald, 1931],and RGB [Foley et al., 1993] color models.
Images courtesy of Moongateclimber, Alexandre Van de Sande, and Horst Frank respectively via
Wikimedia Commons (GNU Free Documentation License).
http://commons.wikimedia.org/wiki/Image:HSV_cone.png
http://en.wikipedia.org/wiki/Image:Color_cones.png
http://commons.wikimedia.org/wiki/Image:RGB_farbwuerfel.jpg
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Alternatively, the CIE chromaticity color model [Foley et al., 1993] was designed to preserve
perceptual uniformity and to develop a specification of light measurements relating to hue and
saturation. In 1931, the Commission Internationale de l’ Éclairage (CIE) defined three standard
primitives (X, Y, and Z) and developed a chromaticity diagram which graphically depicts the
relationship between hue (light wavelengths) and purity and allows the specification of
individual colors with an x-y grid system (see Figure 12). The diagram shows the pure spectral
colors around the curved border of the diagram, as well as the results of mixing any of these
spectral colors at the base and center of the diagram [Fortner & Meyer, 1997].
This CIE chromaticity diagram exhibits a number of interesting properties, including the fact that
when a line is drawn between two color points, the line passes through all possible colors created
by mixing the original two color points at varying proportions [Foley et al., 1993]. This mixing
property can be extended to three points as well. Any three color points in the diagram define an
area representing the range of colors produced by mixing varying proportions of the three chosen
colors [Wyszecki & Stiles, 1982]. Manufacturers of color monitors, televisions, color printers,

Figure 12. Commission Interationale de l’ Éclairage (CIE) 1931 chromaticity diagram.
Images courtesy of PAR via Wikimedia Commons (GNU Free Documentation License).
http://commons.wikimedia.org/wiki/Image:CIExy1931_CIERGB.png
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and most other color devices have their own specific three color points which define their
complete color-range of capabilities within CIE space.

2.1.3. Color as an Effective Encoding Technique for User
Interfaces
Numerous studies in HCI have shown color to be the most effective graphical device for
reducing visual search time ( e.g., [Christ, 1975; Cahill & Carter, 1976; Carter, 1982; Bundesen
& Pedersen, 1983; Treisman & Gormican, 1988; Nowell, 1997]). These studies generally
examine users’ ability to locate and count target items of varying color presented on a display
with or without distracters of other colors present. Some research has examined the contribution
of color coding in comparison to other graphical codes (e.g., [Christ, 1975; Christ, 1984;
Cleveland & McGill, 1985; Jubis, 1990]), while others attempted to determine the optimum
number of colors to use in displays, as well as which colors should be used (e.g., [Cahill &
Carter, 1976; Carter, 1982; Smallman & Boynton, 1990]).
Interesting work by [MacIntyre, 1991; MacIntyre & Cowan, 1992] examines contrast as a means
to create highly effective 2D GUIs. This work created a luminance contrast metric that can be
used to ensure a high degree of legibility on traditional CRTs. The work suggests that a
luminance contrast threshold of 0.8 be met for effective legibility. Although MacIntyre’s
research was done under the assumption that a designer has two colors of interest (a foreground
and a background color) and the designer wishes to determine the luminance contrast for those
two colors, MacIntyre suggests as an aside that the algorithm can also yield a suggested
foreground or background color, given a desired luminance contrast threshold and a single
(either foreground or background) color. This approach was used to generate candidate drawing
styles in one of our user-based studies described in Section 8.3.
Other research suggests that color or chroma contrast plays an important role in encoding
effective user interfaces. [Huang, 2007] explored the degrees of consistency of subjective
ratings for different icon-background color combinations to determine color combinations rated
consistently effective across many subjects. The work identified sixty-five color combinations
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which are appropriate to be used as default icon-background color combinations for effective
legibility in traditional user Interfaces.
In the AR field, a handful of researchers have already determined that many of Mackinlay’s
graphical encoding techniques are relevant to AR contexts, and that many of the effective
encoding techniques (color, shape, and size) for GUIs are effective in AR as well (e.g., [Thomas
et al., 2002]). In designing their specific AR application, [Thomas et al., 2002] ran a small
informal study to determine a set of initial colors to graphically encode the UI. Their goal was to
assess the opaqueness and visibility of augmenting graphics. The study employed four viewing
conditions: (1) standing in shade and looking into the shady area; (2) standing in shade and
looking into a sunny area; (3) standing in a sunny area and looking at a shady area; and (4)
standing in a sunny area and looking to a sunny area.
While the study examined 36 different color and intensity combinations consisting of nine
different colors (green, yellow, red, blue, purple, pink, magenta, orange, and cyan) and four
different intensities, the data collection method was subjective and did not measure, for example,
user task performance or error. Specifically, users subjectively scored the color/intensity
combinations for visibility and opaqueness on a scale of one (very poor) to ten (very good).
Nonetheless, the informal study did yield interesting results. The strongest set of criteria for
color/intensities were both a mean score of at least seven (on four viewing conditions), as well as
a minimum score of six on each of the conditions. Nine colors satisfy this quality level: three
shades of purple, two shades of blue, two shades of yellow, and two of green. A more in-depth
look at when standing in shade and looking into the shade shows the best colors were bright
purple and bright magenta. When standing in shade but looking into a sunny area, the best colors
were dark green and pink while the color to avoid was dark orange.
The results changed when the participant was moved out into a sunny area. When standing in a
sunny area and looking into a shady area, bright yellow and bright purple scored the best. Seven
colors scored poor: bright yellow, bright red, bright pink, bright magenta, bright orange, bright
cyan, and dark cyan. Finally, the results of the best colors for when the participant was standing
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in the sun and looking into a sunny area were as follows: bright green, three shades of blue, and
dark purple. According to this work, the colors to avoid are all intensities of cyan, orange,
magenta, pink, and red. Based on experience, we assert that the effectiveness of these
guidelines depend upon the actual display and usage setting (i.e., real-world backgrounds and
lighting).

2.2.

Natural Lighting and Background Conditions

When researching AR in outdoor environments, the natural environment becomes the usage
context, and as such creates a myriad of uncontrollable problems and challenges for AR
researchers. With respect to AR UI design, characterizing the extent and range of natural
lighting, as well as the character of the natural background conditions, become a necessary
precursor to design. We use the term background conditions to refer to the character of the
scene, or set of objects, or object textures that, in an outdoor AR setting, form the backdrop, or
background, upon which augmenting text is displayed.

2.2.1. Natural Lighting in Outdoor AR
UI design for outdoor AR is demanding since the variation in lighting conditions can vary by
orders of magnitude in very short time periods. Fortunately, much of the research on lighting
can be used to better understand an outdoor AR user’s operating environment. For example,
[Halsted, 1993] identified established ranges of light measurements that vary from a poorly lit
dark street, to indoor lighting, to the brightest sunny day. Table 1 categorizes the illuminance
and luminance values for typical lighting conditions. We used this categorization of light ranges
to conduct experiments under lighting conditions that could be clearly delineated and described.
Table 1. Typical illuminance and luminance levels of a typical scene [Halsted, 1993].

Outdoor

Illuminance (lux)

Luminance (cd/ m2)

Bright sun

50K - 100K

3K - 6K

Hazy day

25K - 50K

1.5K - 3K

Cloudy bright

10K - 25K

600 - 1.5K

Cloudy dull

2K - 10K

120 - 600

Very dull

100 - 2K

6 - 120
31

Sunset

1 - 100

0.06 - 6

Full moon

0.01 - 0.1

0.0006 - 0.006

Starlight

0.001 - 0.001

0.00006 - 0.00006

Indoor

Illuminance (lux)

Luminance (cd/m2)

Operating theatre

5K - 10K

300 - 600

Shop windows

1K - 5K

60 - 300

Drawing office

300 - 500

18 - 30

Office

200 - 300

12 - 18

Living rooms

50 - 200

3 - 12

Corridors

50 - 100

3-6

Good street light

20

1.2

Poor street
lighting

0.1

.006

While not strictly AR, some researchers have noted the effect of ambient or natural lighting on
the effectiveness of outdoor displays. For example [Smith-Gillespie & Cicinelli, 1994]
examined problems pilots encounter when attempting to read LCD-based instruments and
control panels in bright ambient environments. Their work varied display contrast in several
different ambient lighting conditions, including very bright conditions, to determine the effect on
user response time and error rates. As further evidence that outdoor lighting effects legibility,
their work showed that response times decreased as text luminance increased. They conclude by
giving design recommendations for display brightness to support effect task performance in
bright cockpit conditions.
In a similar application domain, [Okabayashi et al., 2006] examined user performance on text
legibility tasks using an LCD-based automotive navigation display system. The work examined
two typical ambient lighting conditions; one in which the luminance of displayed graphics was
too low for users to recognize the graphics under low natural lighting conditions; and a second in
which the luminance contrast of a displayed image was too low users to recognize the graphics
under a high ambient illuminance condition. In the second case, both the luminance of the
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graphics and the natural lighting illuminance was extremely high, but the luminance contrast
between the two was very low. Their experimental results suggested that graphics luminance
data alone was an insufficient measure of legibility, but instead argue that luminance contrast
between displayed graphics and ambient lighting is an important factor to consider when
designing displays to support task performance under outdoor lighting conditions.
In the field of AR, several researchers have empirically examined the effects of natural lighting
on user performance. [Feiner et al., 1997] reported that AR displays are very difficult to read in
bright sunlight. Others have suggested that this commonly noted problem can be mitigated by
using high contrast between the real-world background and the display contents (e.g., text and
graphics), which helps a user to view the display in sunlight [Gleue & Dähne, 2001; Azuma et
al., 1998].
Other attempted solutions to the outdoor lighting problem have ranged from dimming the realworld light that reaches the eye by using a sunglass effect to enhance visibility of the AR display
[Pasman, 1997; Azuma et al., 1999] to creating novel displays such as the virtual retinal display
(VRD) that creates images that can be easily seen in ambient room light and in ambient daylight
[Azuma, 1999] by writing directly on the user’s eye with a low powered laser.

2.2.2. Real-World Scenes, Objects, and Textures
[Ward, Parkes & Crone, 1994] examined the effect of real-world scene complexity on the
legibility of graphics presented on an automobile head up display. In this work, participants
viewed video footage characterized as having low, moderate or high scene complexity.
Participants were asked to identify specific targets overlaid on the video, as presented through a
head up display. Their results clearly indicated that task performance on text legibility tasks
decreased with increased visual complexity of the real-world background scene – providing
experimentally-based evidence to our second overarching hypothesis (Section 1.6), asserting that
“There are statistically significant differences in effectiveness among various graphical encoding
techniques for AR UI text, and the effectiveness is in part based on the accompanying real-world
background.”
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Characterizing the real-world background is and important consideration if we are to better
investigate the relationships between AR UI design and the real-world background. As
mentioned, the dynamic range and expected variation in real-world backgrounds (see Figure 3 –
unknown desert and Times Square, New York, New York) presents a significant challenge to AR
UI designers. While it is possible to use subjective, human-based metrics to characterize a realworld scene, this research instead captured the real-world scene and/or components of the scene
(i.e., objects and/or textures) via digital camera to allow for precise quantitative measure.
Subjective characterizations (e.g., characterizing real-world backgrounds as complex or plain)
were included as well.
2.2.2.1.

Basic Image Metrics

The graphics and photography industries have developed a bewildering array of image metrics,
mostly for use in assessing image quality (in terms of sharpness and noise) and mostly applied to
display devices in assessing the quality of the display (see [Jacobson, 1995] for a thorough
review). Many of the common metrics used to assess digital video quality are based on
mathematical algorithms not closely related to the nature of human perception [Watson et al.,
2001]. Given the purpose and limitations of image quality metrics, many of the metrics were not
appropriate for this dissertation work.
Other work to develop image metrics has been done to provide a numerical measure
of the subjective differences between two images – to compare real-world to synthetic images
[Rushmeier et al., 1995] or to compare two images [Mannos & Sakrison, 1974]. Since this
dissertation work is interested in characterizing a user’s view at any given time (i.e., a single
image, as opposed to, multiple images), these metrics are also not appropriate.
[Ohm et al., 1999] describes three color-based techniques for characterizing the visual scene
based on (1) pixel statistics, (2) color interrelationship between adjacent pixels, and (3) color
features based on segments or arbitrarily-shaped objects. [Ohm et al., 1999] uses color
histograms transformed into HSV space to better match human perception of color differences.
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Two very common metrics in the graphics and imaging community are luminance and contrast.
A simple measure of image luminance is to use the numeric value of “V” in HSV space, either
per pixel or averaged across the scene. Interestingly, the range of luminance available via
computer displays is orders of magnitude less than the human eye can accommodate, which is
orders of magnitude less than that in the real world [Halsted, 1993; Delvin, 2002]. Thus, studies
using luminance metrics applied to computer displays, the human’s eye, and/or the real world (as
this dissertation certainly does) need to pay careful attention to visual stimuli design. Contrast,
or the difference between the brightest and darkest portions an image [Gonzalez & Woods,
1992], can also be measured on a per pixel basis. Measures for luminance and contrast are likely
easy to implement and are widely accepted and understood. As such, they were identified as
strong candidates for this dissertation work. Like color, luminance and contrast measures can be
applied to regions of the scene if desired, so that we could assess objects within a scene or even
textures within an object.

2.3.

Text Legibility in Traditional and AR Displays

Although it is well-known (at least anecdotally) that color and texture of the background
environment have a direct bearing on the visibility and legibility of text in AR systems, very
little research has investigated and quantified these effects. To our knowledge, the studies
described in this dissertation are the first attempt to identify the range of outdoor conditions over
which information from an optical see-through AR display can be effectively read.
Numerous HCI studies have examined the use of color in traditional 2D user interfaces. As long
as three decades ago, researchers studied the contribution of color coding in comparison to other
graphical encoding techniques (e.g., [Christ, 1975; Cleveland & McGill, 1985]), while others
attempted to determine the optimum number of colors to use in displays, as well as which colors
should be used (e.g., [Cahill & Carter, 1976; Carter, 1982; Smallman & Boynton, 1990]).
Zuffi et al. [2007] examine text legibility within a web-browser context. With the popularity of
the world-wide-web growing, almost anyone can create a web page – using any number of colors
for both the text and web page background. Zuffi et at. [2007] examines attributes that influence
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text legibility and present results from a legibility user-based study that focused on text contrast.
Their work showed that light text on a dark background is difficult to read, and that the
minimum luminance contrast between foreground and background color (given in terms of
CIELAB lightness difference) should be about 27 units.
In another web-based study, Gradisar, Humar & Turk [2007] investigate the impact of fifty-six
text and background color combinations on the legibility of text using a traditional cathode ray
tube (CRT) display. The study employed an astonishing four hundred and sixty-eight
participants to examine the subtle effects and difference in color combination, luminance
contrast, color difference, and polarity. Their results provide further evidence that luminance
contrast (along with polarity) have a strong effect on text legibility – with light text on dark
backgrounds supporting better legibility than dark text on light backgrounds.
Earlier work by Harrison and Vicente [1996] describes an “anti-interference” font, designed to
produce transparent 2D menus superimposed over different GUI background content, such as
applications overlaid on the desktop. The work also includes an empirical evaluation of the
effect of varying transparency levels, visual interference produced by different types of
background content, and performance of anti-interference fonts on text menu selection tasks.
While the anti-interference font was not used for our first user-based study on text legibility
(Chapter 9), it was used in our second user-based study on text legibility (Chapter 10).
In the field of aircraft head up display (HUD) design, Weintraub & Ensing [1992] give a very
thorough examination of display factors that effect the legibility of symbols and text presented
on an aircraft’s windshield and thus, overlaid onto the real world. Their work cites several
publications in the HUD field to support their design recommendations on display issues such as
brightness, stroke width, character spacing, font and color among others.
Many AR systems, such as the online maintenance system described by [Lipson et al., 1998], for
example, depict labels as white objects with solid black backgrounds. Although such
backgrounds are possible for video AR displays, they cannot be used for optical see-through AR
displays because see-through displays are additive, which means the color black is effectively
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transparent and thus does not obscure the background view. The AR Quake system, developed
by Piekarski and colleagues [Piekarski & Thomas, 2002; Thomas et al., 2002], modified the
textures of monsters in the AR Quake game to make them visible against the real world, and also
provided recommendations on text color given ambient outdoor lighting conditions.

2.4.

Literature Review of Factors Affecting Human
Performance in AR

We are focusing on the outdoor mobile urban context (e.g., BARS) because it provides one of
the most challenging AR contexts, and because this work was funded in part by the Office of
Naval Research in support of the larger BARS program. From empirical work with BARS, we
determined that display brightness, display color, display focal length, and environmental
lighting warranted study within this context. To provide further backing for this claim, and to
identify other display issues of interest in the field, we conducted an extensive literature review.
This review preceded this dissertation literature review, and was designed to examine a broad
spectrum of issues related to AR displays.
We searched through literally hundreds of articles pertaining to augmented reality and related
areas such as virtual reality, but found only a very small portion had substantive, relevant
information to help us identify issues that impact human performance when using AR displays.
Although these display issues are addressed in literature outside AR/VR publications (e.g., in the
literature on aircraft heads-up displays such as [Weintraub & Ensing, 1992]), we purposely kept
our search within the AR/VR context to ensure that our findings were directly relevant. The
paucity of literature strongly supports the need for research into a variety of AR display topics.
Appendix 1 gives a complete listing of sources we searched during this literature review.
We found a number of AR display issues (shown in Table 2). Appendix 2 contains definitions
for the AR display issues in Table 2 that might be unclear to the reader; issues that are selfexplanatory (e.g., color, HMD weight, etc.) are not included in Appendix 2. We categorized
each AR display issue as high, medium, or low priority, based on the following definitions:
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•

High priority – Expected to have potentially maximum impact; critical to effective,
efficient, and safe human performance with AR displays.

•

Medium priority – Expected to be important, but not mandatory, for effective, efficient,
and safe human performance with AR displays.

•

Low priority – Expected to have minimal impact on human performance with AR
displays.

Further, we prioritized all display issues within three different AR contexts:
•

Urban warfighting (see BARS: Section 1.4),

•

mobile outdoor AR, and

•

mobile indoor AR.
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Table 2. Prioritized list of AR display issues that affect human performance in AR.

We chose these three AR contexts because our literature review revealed that each of these three
different contexts has its own distinct characteristics, features, and problems, which are
compared in Table 3. These variations led to different prioritizations of AR display issues, as
shown in Table 2.
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Table 3. Comparison of three different AR contexts.

Application
domain
Environmental
conditions
Climactic
conditions
Mobility
conditions
Time criticality of
tasks
User task range
Wearable

BARS
Military

Mobile Outdoor AR
Generic

Mobile Indoor AR
Generic

Highly dynamic
and hostile outdoor
environment
Potentially harsh
climatic conditions
Highly mobile

Outdoor environment

Controlled indoor
environment

Varying climactic
conditions
Varying mobility

Controlled climactic
conditions
Limited mobility

Not necessarily timecritical
Far-field and nearfield tasks
Probably wearable;
could be vehiclemounted

Not necessarily
time-critical
Probably near-field
tasks
Wearable; could be
static since mobility
requirements are
limited

Very critical
Far-field tasks
Wearable; form
factor cannot
impede
performance

Because AR is relatively new, we did not find a large number of articles with information related
specifically to human performance. Based on our literature review, we are confident that this is
the first such comprehensive survey and synthesis of this topic. Results from this literature
review are critical in providing scientific underpinnings for choosing which display issues are
most important for commercial purposes, as well as for empirical study. Thus, this body of
literature, even though small, helped us scientifically and systematically drive our design of
experimental user-based studies.
Based on analysis of our literature review and subsequent prioritization of display issues [Gupta
et al., 2003] we concluded that the following four issues are most critical in achieving safe,
effective, and efficient human performance when using AR displays in an outdoor mobile urban
warfighting application such as BARS.

40

The four issues (in no particular order) are:
•

Display brightness – Urban warfighting is characterized by dynamic complex
environments that vary constantly in lighting and other environmental conditions. Thus,
brightness is essential to ensure legibility and readability of objects (e.g., text and
graphics) on the display. We found no suggested values (e.g., optimal, minimal, range)
for brightness of augmenting graphics for outdoor AR in the literature. In the aircraft
head up display literature, [Weintraub & Ensing, 1992] give display brightness
recommendations in relative terms; specifying a minimal luminance contrast ratios
(comparing between real-world background and display luminance) of 1.15:1, 1.5:1 and
4:1 depending upon the luminance of the real-world background,.

•

Field of view – A wide field of view is important because the AR display should enhance
(as opposed to obstruct) a user’s peripheral vision. In a warfighting setting, peripheral
vision is obviously critical. Additionally, a wide field of view can reduce a user’s head
movement and therefore fatigue. Although we found no real guidance in the literature on
choosing specific values for field of view, [Pasman, 1997] suggests that field of view
should be 60 to 80 degrees for each eye. As with many human performance and usability
issues, it is likely that optimal field of view values are application-dependent.

•

Display colors – Under different lighting and viewing conditions, certain colors may not
be visible (e.g., red against a red brick building). Thus, the availability and choice of a
variety of display colors is important to enhance legibility and readability of display
objects. [Thomas et al., 2002] experimentally found nine colors suitable for outdoor AR
(three shades of purple, two shades of blue, two shades of yellow, and two of green).
They also found colors to avoid (cyan, orange, magenta, pink, and red), and that are
suitable for different outdoor lighting conditions (ranging from bright sunlight to shade).
[Weintraub & Ensing, 1992] recommend monochromatic displays for aircraft head-up
displays, citing a wavelength of 545nm (green) as a commonly-used effect color.
Interestingly, their arguments mention how continually changing backgrounds make the
perception of overlaid graphics’ color more difficult for users, and how chromatic
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symbols are hard to discriminate against real-world backgrounds due to lack of chromatic
contrast between the graphics and real-world background – issues that this dissertation
work directly addresses.
•

Pixel resolution – A reasonably high pixel resolution is desirable for all outdoor AR
applications to make the augmenting display objects sharp, easily identifiable, and
recognizable. As with field of view, we found very little literature guidance on values for
optimal pixel resolution. [Birkfellner et al., 2002] report that their Varioscope HMD used
in near-field surgery had a resolution of 640 x 480 pixels. Outdoor AR, which is
typically far-field, would also likely require high resolution displays (e.g., to clearly show
distant, small objects), suggesting that a resolution of 640 x 480 would be a minimum
starting point for research into outdoor AR resolution requirements.

The fact that our results indicate that display color and display brightness significantly effect
human performance was further motivation for this dissertation work.
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3.

Usability Engineering Approaches to
Designing User Interfaces

In software engineering, it is both anecdotally and statistically documented [Hix & Hartson,
1993; Mayhew 1999] that the later in the development lifecycle a bug is discovered, the more
expensive it is to fix. Many engineering/development teams make the mistake of not properly or
adequately performing necessary software engineering activities in early development stages,
mistakenly thinking they are saving time by doing so. But when bugs are found late in the
development lifecycle, the total cost of the product typically becomes much more expensive than
it would have been. This aspect of software engineering has been well known for decades.
An analogous situation applies with usability engineering. Usability problems can involve
serious costs; common usability problems include:
•

functionality that is missing (e.g., some user task the system does not support),

•

poor user performance on a critical or common task (e.g., users are unable to perform
tasks in a reasonable amount of time),

•

catastrophic user error (e.g., accidental user corruption of a sensitive database),

•

low user satisfaction (e.g., users do not like the system because it is so hard to use), and

•

low user adoption of a new system (e.g., users will not use the system, again, because it is
so hard to use).

Just like software bugs, the later in the development process such usability problems are
discovered, the costlier it is to fix them. Approaches to usability engineering focus on iteratively
identifying problems throughout the software development lifecycle with an emphasis on finding
as many problems as early as possible.
To date, numerous approaches to software and user interface design have been developed and
applied. The waterfall model, developed by Royce [1970], was the first widely-known and
applied approach to software engineering. This model takes a top-down approach based on
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functional decomposition. Royce admitted that while this process was designed to support large
software development efforts, it was inherently flawed since it did not support iteration – a
property that he eventually added it to the model.
The spiral model [Boehm, 1988] was the first widely recognized approach that utilized and
promoted iteration. It is useful for designing user interfaces (as well as software), because it
allows the details of user interfaces to emerge over time, with iterative feedback from evaluation
sessions feeding design and redesign. As with usability engineering approaches, the spiral model
first creates a set of user-centered requirements through a suite of traditional domain analysis
activities (e.g., structured interviews, participatory design, etc.). Following requirements
analysis, the second step simply states that a “preliminary design is created for the new system”.
Hix & Hartson [1993] describe a star life cycle that is explicitly designed to support the creation
of user interfaces. The points of the star represent typical design/development activities such as
“user analyses”, “requirements/usability specifications”, “rapid prototyping”, etc, with each
activity connected through a single center “usability evaluation” activity. The points of the start
are not ordered, so development can (at least theoretically) start at any point in the process, but
can only proceed to another point via usability evaluation. The design activities focus on moving
from a conceptual design to a detailed design.
[Mayhew, 1999] describes a usability engineering lifecycle that is iterative and centered on
integrating users throughout the entire development process. With respect to design, the
usability engineering lifecycle relies on screen design standards, which are iteratively evaluated
and updated. Both the screen design standards, as well as the detailed user interface designs, rely
on style guides that can take the form of a platform style guide (e.g., Mac, Windows, etc.),
corporate style guide (applying a corporate-wide “look and feel” akin to product branding),
product family style guide (e.g., MS Office Suite), etc.
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[Gabbard, Hix & Swan, 1999] presented a
cost-effective, structured, iterative
methodology for user-centered design and
evaluation of VE user interfaces and
interaction. Figure 13 depicts the general
methodology, which is based on
sequentially performing:
1. user task analysis,
2. expert guidelines-based
evaluation,
3. formative user-centered
evaluation, and
4. summative comparative
evaluations.
While similar methodologies have been
applied to traditional (GUI-based) computer
systems, this methodology is novel because
we specifically designed it for — and
applied it to — VEs, and it leverages a set

Figure 13. The user-centered design and evaluation
methodology for virtual environment user interaction
described by [Gabbard, Hix & Swan, 1999]. ©1999
IEEE. Reprinted, with permission, from IEEE
Computer Graphics and Applications, Vol. 19, No. 6.

of heuristic guidelines specific to VEs. These sets of heuristic guidelines were derived from
Gabbard’s taxonomy of usability characteristics for VEs [Gabbard, 1997].
A shortcoming of this approach is that it does not give much guidance for design activities. The
approach does not describe how to engage in design activities, but instead asserts that initial
designs can be created using input from task descriptions, sequences, and dependencies, as well
as guidelines and heuristics from the field. Since this methodology assumes the presence of
guidelines and heuristics to aid in designs to be evaluated during the expert guidelines-based
evaluation phase, it is not applicable to emerging technologies such as augmented reality, where
user interface design guidelines and heuristics have, in large measure, not yet been established.
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3.1.

Usability Engineering

Usability is a critically important property of any interactive system and is related to both user
performance and user satisfaction. Specifically, usability is a combination of at least the
following user-oriented characteristics [Hix & Hartson, 1993]:
•

Ease of learning

•

Speed of user task performance

•

User error rate

•

Subjective user satisfaction

•

User retention over time

Note that each of these characteristics is quantifiable; each can be measured. Thus, usability is
quantifiable; it is not something that is merely subjective.
An interactive system with high usability is both useful and usable. Useful indicates that the
system supports tasks users need to accomplish as part of some larger context. Usable indicates
that users can utilize the system with a minimal and quantifiable amount of effort and training.
An excellent indication that a system has succeeded in being both useful and usable, and thus has
high usability, is when users choose to adopt a system on their own, with no organizational
prompting. System usability is not something that happens by accident or good luck; it must be
engineered into a product from the beginning of the
development process. Usability engineering is a costeffective, user-centered development process that
ensures a high level of usability in an interactive
system. It does this by involving users formally, early,
and continually in the development lifecycle.
Producing a user-centered interactive system requires
complementary and parallel application of systems
engineering, software engineering, and usability
engineering, as shown in Figure 14. While systems and
software engineering processes are routinely included
in the development plans of interactive systems,
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Figure 14. The engineering efforts
required to produce a user-centered
interactive system [Gabbard et al., 2002].

usability engineering is often given little or no resources.

3.2.

Complementary Engineering Components

As also shown in Figure 14, there are two distinct types of components involved in interactive
system development: the behavioral component and the constructional component [Hix &
Hartson, 1993; Gabbard, Hix & Swan, 1999]. The behavioral component represents the view of
the user and user interaction with the application, while the constructional component represents
the view of the software developer and overall system.
In the behavioral component, usability engineering supports development of user interaction —
the look and feel and behavior as a user interacts with an application. User interaction
components include all icons, text, graphics, audio, video, and devices through which a user
communicates with an interactive system, as well as navigation, layout, content, and so on. In
the constructional component, software engineering and systems engineering support
development of software, including that for both the user interface and the rest of the application
(i.e., the non-user interface, purely computational software), as well as other non-user interface
elements such as hardware.
Roles that support these two different components require different training, skills, and attitudes.
Usability engineers, graphic designers, and related roles do their work in the behavioral
component, while software and systems engineers and related roles do their work in the
constructional component. And while these roles are relatively well-defined and engineers are
well-trained for software and systems development in the constructional component, these roles
are much less well-defined and there are far fewer well-trained practitioners for user interaction
development in the behavioral component.
Well-known techniques from software and systems engineering are appropriate for developing
and evaluating user interface software. This kind of software evaluation can have many
objectives, such as determining fidelity of a design to its implementation, reliability, reusability,
and so on. Usability, however, is not one of these objectives, and usability engineering employs
a very different set of methods and activities, which are described in Section 3.3. It is not the
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Figure 15. A usability engineering process and the associated activities [Gabbard et al., 2002].

user interface software component that is engineered for usability, but rather the user interaction
component (which just happens to be instantiated in software).
Both the behavioral and the constructional components are necessary for producing any
interactive system, including AR systems, but the component that ensures usability, and in which
usability engineering is applied, is the behavioral component.

3.3.

Usability Engineering Process and Activities

A high-level, generic usability engineering process is shown in Figure 15. That is, this version is
applicable to developing any human-computer interface. In practice, we often adapt the
conceptual framework in Figure 15 to specific needs of a given project or application. Thus, it
represents a generalization of our experiences across a number of projects [Hix et al., 2004; Hix
& Gabbard, 2002; Gabbard, Hix & Swan, 1999; Hix et al., 1999]. While it spans the entire
software development lifecycle including domain analysis and design, development, and
evaluation, the usability engineering process specifically consists of five distinct activities (see
Figure 15), each briefly described below. As indicated by the right-pointing arrows in Figure 15,
these activities are nominally performed in the order given, beginning with domain analysis and
proceeding through to usability evaluation. The left-pointing arrows indicate that each activity
can iterate with the activity that precedes it. However, our experiences have shown repeatedly
that almost any activity can be followed by any other activity; and likewise we can iterate
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between any two activities. Thus the boxes should be considered completely connected, not just
stepwise connected.
While the five activities within the usability engineering process can be applied to development
lifecycles which are already underway, we have learned from experience that the most usable
systems are created by leveraging the process early in the lifecycle and employing all usability
engineering activities depicted in the figure and described below.
Domain Analysis is the activity that answers two critical questions about a specific system
domain:
•

Who are the users?

•

What tasks will they perform?

Domain analysis also reveals methods by which users attempt to complete tasks. Perhaps the
most important result of domain analysis is that usability engineers gain an understanding of user
goals, existing workflow and artifacts, as well as their point of view.
User-Centered Requirements and Metrics are quantitative ways of respectively specifying and
measuring user interaction and user performance with the system. User-centered requirements
ensure that requirements definition efforts reflect user goals and likely user activities. Usercentered metrics are what allow usability engineers to assess the usability of a system. These
metrics are based on measures related to the task domain.
Conceptual and Detailed User Interaction Design activities encompass designing a particular
set of user interactions, based on tasks and users of those tasks. This activity ranges from
conceptual, where large-scale usage and equipment requirements are discussed, to detailed,
where specific user interactions are developed.
Rapid Prototyping is a quick and temporary way of implementing detailed user interaction
designs for the system. Implementing designs is, of course, necessary before those designs can
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be evaluated. But it is important that initial versions of these designs be implemented rapidly
and cheaply, because they are certain to change after usability evaluation. Thus, user interaction
designs should not be committed to real system coding until later in the process, after various
rounds of user-based evaluation. For example, if a particular set of user interactions involved
different ways of drawing an object, initial designs would be created with a drawing package, as
opposed to writing special-purpose rendering code.
Usability Evaluation is the activity of assessing and measuring the usability of a user interaction
design. A key purpose of evaluation is to drive successive iterations of user interaction design
by pointing out interaction design flaws, as well as missed task and system requirements.
Evaluation can also validate a good interaction design. Usability evaluation is itself a very broad
and extremely important topic (see, for example [Gabbard, Hix & Swan, 1999]), but for brevity,
we provide brief descriptions of the three most common usability evaluation techniques.
Expert Usability Evaluation (also called heuristic evaluation or usability inspection) is the
process of identifying potential usability problems by comparing a user interface design to
established usability design guidelines. The identified problems are then used to derive
recommendations for improving that design. This method is used by usability experts to identify
critical usability problems early in the development cycle, so that these design issues can be
addressed as part of the iterative design process [Nielsen, 1993]. Often usability experts rely
explicitly and solely on established usability design guidelines to determine whether a user
interface design effectively and efficiently supports user task performance (i.e., usability). But
usability experts can also rely more implicitly on design guidelines and work through user task
scenarios during their evaluation (this is the approach we used for our BARS expert evaluation;
see Section 5). Nielsen [1993] recommends three to five evaluators for an expert evaluation, and
has shown empirically that fewer evaluators generally identify only a small subset of problems
and that more evaluators produce diminishing results at higher costs. Each evaluator first
inspects the design alone, independently of other evaluators’ findings. They then combine their
data to analyze both common and conflicting usability findings. Results from an expert
evaluation should not only identify problematic user interface components and interaction
techniques, but should also indicate why a particular component or technique is problematic. In
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best cases, candidate solutions are also given. An expert evaluation is arguably the most costeffective type of usability evaluation, because it does not involve users.
Formative Usability Evaluation is the process of assessing, refining, and improving a user
interface design by having representative users perform task-based scenarios, observing their
performance, and collecting data to empirically identify usability problems [Hix & Hartson,
1993]. This observational evaluation method can ensure usability of interactive systems by
including users early and continually throughout user interface development. The method relies
heavily on usage context (e.g., user tasks, user motivation), as well as a solid understanding of
human-computer interaction [Hix & Hartson, 1993]. A typical cycle of formative evaluation
begins with creation of scenarios based on the user task analysis. These scenarios are
specifically designed to exploit and explore all identified tasks, information, and work flows.
Carefully chosen representative users perform these tasks as evaluators collect both qualitative
and quantitative data. Evaluators then analyze these data to identify user interface components
or features that both support and detract from user task performance, and to suggest user
interface design changes, as well as scenario (re)design. Formative evaluation produces both
qualitative and quantitative results collected from representative users during their performance
of task scenarios [del Galdo et al., 1986; Hix & Hartson, 1993]. Qualitative data include critical
incidents, which is a user event that has a significant impact, either positive or negative, on
users’ task performance and/or satisfaction. Quantitative data include metrics such as how long
it takes a user to perform a given task, the number of errors encountered during task
performance, measures of user satisfaction, and so on. Collected quantitative data are then
compared to appropriate baseline metrics, sometimes initially redefining or altering evaluators’
perceptions of what should be considered baseline. Both qualitative and quantitative data are
equally important since they each provide unique insight into a user interface design’s strengths
and weaknesses.
Summative Usability Evaluation, in contrast to formative evaluation, is a process that is
typically performed after a product or some part of its design is more or less complete. Its
purpose is to statistically compare several different systems or candidate designs, for example, to
determine which one is “better,” where better is defined in advance. In practice, summative
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evaluation can take many forms. The most common are the comparative, field trial, and more
recently, the expert review [Stevens et al., 1997]. While both the field trial and expert review
methods are well-suited for design assessment, they typically involve assessment of single
prototypes or field-delivered designs. Our experiences have found that the empirical
comparative approach employing representative users is very effective for analyzing strengths
and weaknesses of various well-formed, candidate designs set within appropriate user scenarios.
However, it is the most costly type of evaluation because it needs large numbers of users to
achieve statistical validity and reliability, and because data analysis can be complex and
challenging.
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4.

BARS Domain Analysis

Domain analysis is the first activity in the usability engineering process. We describe our
domain analysis of BARS and give results in terms of a specific urban battlefield use case that
we developed as part of the domain analysis. We also present lessons learned on the process of
applying domain analysis activities to BARS. This work was performed collaboratively by
Gabbard, Hix, and member of the BARS team (J. Edward Swan, Mark Livingston, and K.C.
Pflueger); led by Joe Gabbard. This work is published in [Gabbard et al., 2002].

4.1.

Approach

Within the usability engineering process, domain analysis activities play a critical role in laying
the groundwork for developing a
user-centered system by clearly
defining a context (both user- and
task-based) within which user
interaction will be designed. That
is, an effective domain analysis
ensures that system features and
user performance are geared
toward effective end-use within a
specific usage context. As
depicted in the left side of Figure
16, our domain analysis process
typically consists of four (often
overlapping) main activities: use
case development, user profiles,
user needs analysis, and user task
analysis. These four activities are
described in more detail below.
The results of these activities (in

Figure 16. Activities of domain analysis as drivers for usercentered requirements definition. This figure presents a detailed
view of the first two usability engineering activities presented in
Figure 15 [Gabbard et al., 2002].
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combination with other non-user-based analysis activities) include several types of requirements,
also shown in Figure 16, which in turn guide user interaction design and may, in later stages of
the development lifecycle, serve as an acceptance checklist.
Software engineers and project managers typically find requirements very useful for a number of
reasons. One of their most immediate uses is to document features and functionality of the
system, and to enumerate parts of the system that must be designed and built. It is this use of
requirements that allows usability engineers to assert the interest of users by inserting usercentered requirements into a requirements definition process that traditionally focuses on
technology and system performance issues. Engineering usability at the requirements gathering
stage, as opposed to later stages in the system development lifecycle, can greatly reduce overall
system cost [Hix & Hartson, 1993].
The domain analysis activities we present help define specific user interface requirements, as
well as user performance requirements, or quantifiable usability metrics, that ensure that
subsequent design and development efforts respect the interests of users. User information
requirements also identified during domain analysis activities (and focused through the
development of use cases) ensure that the final system provides useful and often time-critical
insight to the user’s task. The most intuitive and usable interface in the world will not make a
system useful, unless the core content, functionality, and feature set of the system provide value
to the end user. Finally, domain analysis activities may also shape system requirements,
typically with respect to system components that affect user performance.
A vital participant in the domain analysis process is the subject matter expert. This person (or
persons) brings unique knowledge, skills, or expertise in the specific field for which the AR (or
any interactive) application is created. Subject matter experts are typically very familiar with the
types of users that will potentially employ the system, as well as the type of work (and specific
tasks) that will be performed with the aid of the system. These experts also may have important
knowledge about organizational and social practices and constructs within which the system
must operate — factors that may affect user acceptance and applicability.
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The BARS domain analysis was performed collaboratively by a team consisting of one subject
matter expert, a handful of software engineers (performing various components of the domain
analysis), and two usability engineers. The subject matter expert was an active duty Marine
infantry officer with experience at the company commander level. As such, the subject matter
expert was able to provide pertinent specific guidance on numerous potential BARS uses.

4.1.1. Use Case Development
During a domain analysis, a subject matter expert is integrally involved in use case development,
to set the overarching context for domain analysis activities. Use cases describe in detail
specific usage contexts within which the system will be used, and for which the system should be
designed. They typically describe the types of people, players, relationships, and human
dependencies involved (not necessarily just system users but others who might be interacting in
some way with those users); information content, needs, and flow – i.e., how information is used
and shared; the goals and specific user tasks undertaken; as well as the environmental setting and
context. A rich set of use cases form an essential context for further domain analysis activities
(discussed below in Sections 4.1.2 - 4.1.4).
The use cases for BARS were developed over a series of several days involving the team
described above. This team consulted military documents that describe protocol and tactics
within an urban terrain to verify procedures (i.e., potential user tasks), as well as information
(i.e., data) needs. Moreover, the team also consulted military documents that define specific
terminology and symbology to ensure that the use cases were as accurate, thorough,
representative, and precise as possible. Many times, information (such as terminology and
symbology) captured during use case development is transitioned into the development effort —
and eventually manifests itself in the user interface! This is, in fact, the desired outcome since a
well conceived user-centered analysis should result in actual user interface and user interaction
design (and implementation) decisions, generally at a conceptual level.

4.1.2. User Profiles
User profiles allow usability, software, and system engineers to focus their design efforts on a
particular target population, and to effectively narrow the scope of the potential design space.
55

User profiles provide a characterization of an interactive system's target population. The process
of defining representative users in turn yields information that is useful in making design
decisions. For example, a user profile for a specific system may identify:
•

the amount of general computing experience a typical user of the system has,

•

the amount of VR/AR experience a user has,

•

the amount of training and experience a user has within the usage context (e.g., urban
warfare, in the case of BARS), and

•

the type of social or organizational interaction and communication (formal and
otherwise) a user may have with other users or other persons.

Our subject matter expert was instrumental in identifying realistic use cases and subsequently
what types of military personnel would likely be involved in those cases. Moreover, we were
able to identify how these different users may use the system (i.e., what their goals may be, and
how BARS may support military goals such as situational awareness, reconnaissance, comparing
prepared intelligence to actual scene, and wayfinding), what type of background each user type
may have, and what roles these individuals may play within the use case context (e.g., a squad
leader role is very different than a demolition squad member).

4.1.3. User Needs Analysis
A user needs analysis further refines high-level user goals identified in user profiles by
decomposing these goals within the context of the developed use cases. Moreover, the user
needs analysis provides an assessment of what capabilities are required of the system to assist
users in achieving these goals. These capabilities can then be further analyzed to identify
specific user interaction requirements, as well as information requirements.
While a user needs analysis can be derived from a combination of observational techniques such
as surveys, interviews, and artifact analysis, we based the BARS user needs analysis on
discussions and consultations with the subject matter expert. Within the context of the use cases,
we identified specific user goals (for each user type) and then subsequently identified BARS
system capabilities and information requirements needed to support these goals. When
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examining the capabilities and information requirements, we carefully assessed how these new
capabilities may coexist with existing mechanisms for achieving user goals and closely examined
how these new capabilities could be provided with minimal impact to the existing workflow. We
then extended the analysis to identify technical user interaction requirements, as well as
information requirements. For example, for the user goal of wayfinding, we identified
requirements such as “support labeling of buildings and streets”, “support annotation of
landmarks or other spatial locations”, and “support interactive, top-down map views”.

4.1.4. User Task Analysis
A user task analysis is one of the most commonly used and well-developed domain analysis
activities employed by software and system engineers. Generally a user task analysis employs a
set of methods for decomposing user tasks and understanding a set of procedures a user will
undertake in pursuit of a particular goal. The basic approach is to first define a set of user tasks
and respective task goals – these can be derived from other domain analysis activities and are
scoped within the context of use cases. Each user task is then hierarchically decomposed into a
list of detailed subtasks so that associated information and user interaction requirements can be
extracted to support these subtasks. The level of task refinement depends on the nature of the
application, complexity of user interaction, and available usability engineering resources.
A user task analysis is useful for establishing user performance metrics by identifying what
actions and results constitute successful user task completion, as well as assigning desired target
values to each metric. For example, user performance metrics on a fine-grained positioning task
may include time to complete the task, while the corresponding metric value for this metric may
be 25 seconds. Often target values for desired user performance metrics have to be reassessed
once representative users are employed during the evaluation phase. The user task analysis is
also useful for noting potential errors or pitfalls in the task sequence, such as subtasks which may
be extremely difficult or confusing; in these cases, typically, either the user task flow must be
simplified or the user interface must be redesigned. In later stages of user interface development,
the user task analysis can be used as a reality check on the interface’s ability to exhaustively
support all intended tasks. That is, the user task analysis can be used to identify user interaction
components that may have been accidentally omitted or poorly designed.
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We based the BARS user task analysis on extensive bibliographical research. We consulted both
military history books [Dewar, 1992; Beevor, 1998; Warr, 1997; Bowden, 1999], and manuals of
official combat doctrine issued by the US Department of Defense to Navy Seals, Marines, and
Army personnel [US Army FM-90-10-1, 1993; US Army FM-1698, 1994; US Navy, 1974;
Thompson, 2001]. We found that the two types of references provided complementary
information which fit into a natural hierarchy: the military history books provided a general task
familiarization and context, while the combat doctrine manuals gave specific tactics and rules of
engagement. From the history books we constructed a list of user tasks, and then used the
doctrine manuals to generate specific subtasks within each larger task. This process is described
in more detail in Section 4.2.2 below.

4.2.

Results

The products that resulted from our domain analysis of BARS included specific BARS user,
software, and hardware requirements associated with each of the domain analysis products. As
discussed above (Section 4.1.1), our first domain analysis product was a use case, which
provided a context for additional domain analysis activities. We developed the use case with a
subject matter expert over a period of several days. A representative diagram from the use case
documentation appears in Figure 17. Briefly, the BARS use case is a military scenario, in which
a platoon has the mission to infiltrate an enemy facility and destroy two tanks of non-lethal
chemical agents. The platoon consists of three squads; these squads have various positions they
must occupy and different duties at different stages of the mission. Figure 17 only gives an
example of the use case documentation; it took approximately 20 pages to capture the complete
use case and associated analysis.
This use case sets the context for other domain analysis products described below in Sections
4.2.1 - 4.2.4. Note that while this list of products is representative of AR systems in general,
these particular products would not necessarily result from every domain analysis.
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Background Description

Personnel Details

Intelligence indicates that there are two tanks of non-lethal

PLT CMD – “Benotz” could use BARS to:

chemical agents that can be combined to create a deadly super

•

see blocking positions

gas (see black X “marking the spot” in diagram below).

•

see objective

•

convey info back to SQD Leader

There are 13 men guarding the facilities (3*4)+1 leader.
Given a 3:1 multiplier, we decide to send in 1 platoon

PLT SGT – “UmptyFratz” could use BARS to:

reinforced (PLT+). A demolition or assault squad is

•

first survey area (compare intelligence to actual)

included.
1st Squad BLUE: blocking/security squad

Objectives:

SGT Rock + Machine Gun Section

1.

Confirm presence of tanks.

2.

Neutralize ability to develop deadly agent.

3.

Delay rapid rebuilding of containers.

3 fire teams of 4 plus squad leader (13)

2nd Squad RED: FOCUS OF EFFORT (FOE)
Assault team will test for substance(s) and destroy containers.

PLT CMD + SGT Stud + Demolition Squad (13+4+1 = 18)

Scenario should take about 15 minutes.

3rd Squad GREEN: blocking/security squad
PLT SGT + CPL Green + Machine Gun section (14)

Grassy Area

3

y

1

1
2
3

3
3

1

3

y

y

2

2

1

2
2

2

X

y

1

3

1st SQD - SGT
2nd SQD - (F.O.E.) SGT
3rd SQD - CPL
Figure 17. Sample text and diagram from a BARS use case [Gabbard et al., 2002].
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4.2.1. User Information Requirements
A product we produced from directly analyzing the use case was information requirements for
different BARS users. Figure 18 displays some of these user information requirements. The
left-hand column of Figure 18 shows four different user tasks from the use case; for each task,
the next two columns show information requirements for two potential BARS users: the squad
leader and the platoon commander. The complete list of use case user information requirements
occupies several pages; Figure 18 is just a representative sample.
Description of Activity

User Information Requirements
Squad Leader

3rd Squad lands, surveys

•

Intelligence data.

area using BARS, compares

•

Geometric area

reality to intelligence data.
3rd Squad secures landing

model.
•

and sets up blocking
positions. Prepares for
incoming squads.

Platoon Commander

•

Planned blocking

•

Where blocking positions are for 3rd Squad – not

positions.

individuals, but squads. Can represent squad

Fire teams
locations.

based on spatial position of three fire teams.
•

Sectors of responsibility.

•

Avenues of approach, and alternatives.

•

Landing point, alternate landing points.

•

Building numbers.

•

Where blocking positions are for 1st Squad – not

st

1 Squad lands and move
toward their blocking

individuals, but squads. Can represent squad
rd

positions. Note that 3

based on spatial position of three fire teams.

Squad Section 1 expands

Squad areas (sectors) of responsibility.

their position by moving

•

Avenues of approach, and alternatives.

north east.

•

Reported enemy movements perhaps vehicular
(to relay to 1st Squad via radio).

1st Squad establishes final

•

Reported enemy movements perhaps vehicular
(to relay to 1st Squad via radio).

blocking position.
•

Reportedly found strategic outpost – unmanned
machine gun – observation point.

Figure 18. Some of the derived user information requirements from the BARS domain analysis work.
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4.2.2. User Task Analysis
As described in Section 4.1.4 above, we performed the BARS task analysis based both on
interaction with a subject matter expert and on extensive bibliographical research, including
military history books and military doctrine manuals. We considered both types of sources
equally important and complementary. Military history books provide a general overview of
urban combat, describe associated problems, and outline tactics that have been successfully and
unsuccessfully followed. They also provide a context in which we can discover the importance
of information requirements such as situational awareness. Official training manuals are much
more specific, and enumerate a variety of tactics and rules of engagement. However, because
they give no historical context, it is very difficult to identify which tasks are the most important
ones.
Figure 19 shows a snapshot from the resulting user task analysis document, which was 14 pages
in length. From the military history books, we assembled a list of general tasks performed
during armed conflict in urban areas. Next, we used military doctrine manuals to create a
detailed breakdown of the subtasks that each task requires. Figure 19 shows the high-level task
“moving through open areas”, and two subsequent subtasks. In total we found several hundred
different tasks. However, we realized that for many of the tasks, AR and other visualization /
cognitive systems are just not relevant; an example is the task of “grenade throwing”. Based on
this observation, we reduced the list to around 100 relevant AR-appropriate tasks. Each task that
could be enhanced by an AR system has two main components: perceptual and cognitive. The
perceptual component of the task is the type of perceptual action that the soldier needs to
perform, while the cognitive component describes the necessary mental processes. For each task
we analyzed how an AR system could support both the perceptual and cognitive components.
Figure 19 demonstrates this analysis.
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Task Analysis

Task: “Moving through open areas” – Representative User Subtasks

Components

Task: Identify open areas.

Perception

Task: Conduct movement inside building.

The soldier must have a clear

The soldier must be able to identify the

view of the area around him.

buildings around him, their internal geometry

Combination between reading a

and distribution, the access to them

map and visual observation.

(windows, doors, holes), and their
distribution in space.

Cognition

The soldier must be able to

The soldier must be able to identify the ways

identify open from closed areas; he can use the building's internal geometry

AR support

maps can be difficult to

and distribution to move (or advance)

understand in this sense.

towards his destination.

The soldier using the AR

The soldier using the AR system will have a

system will have a 3D view of

3D view of the terrain around him. He can

the terrain around him. He can

invoke a 3D map that can be manipulated at

invoke a 3D map that can be

will. He can explore the interior of the 3D

manipulated at will. He will see

models of each building and understand

which areas are open and which

more clearly their geometry and distribution.

ones are interiors. He can
identify an open area like a park
or the internal yard of a
building.
Figure 19. A snapshot from the BARS task analysis document.
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4.2.3. User-Centered Requirements
We analyzed the use case documentation, as well as the user information requirements and user
task analysis, to produce user-centered requirements; Figure 20 shows a portion of the resulting
list. This list is the final outcome of domain analysis activities and is what we used to drive
subsequent BARS user interface design and development.
As we produced the user-centered requirements, we discovered some notable design and
implementation challenges. Namely, we realized that our user-centered requirements identified a
list of features that could not be easily delivered by any AR system at that time. Therefore our
User-centered Requirements

System
Features
•
•

Allow the user to control the visual clutter by filtering.
Support hands-free user interaction (e.g., via voice or eye gaze).

•

Annotate the visual scene via voice.

•

Support user-acknowledgement of critical notifications.

•
•

Support planning and visualization of likely avenues of approach and landing points.
Display building layouts and building labels (when available).

•

Display planned objective site or set of objective sites.

•

Display planned points of reference and checkpoints.

•

Display landmarks and geographic locations of interest.

•

Provide navigational aids to the user.

Friendly personnel
movement

•
•

Visually represent the real-time, dynamic location of squads (e.g., fire team)
Support display of planned and real-time lines of de-confliction.

Intelligence feeds
and enemy locations

•
•

Display real-time notifications to individual BARS users.
Display the last known location of enemy forces (e.g., sniper).

•

Display objectives of tactical concern (e.g., strategic outpost).

•
•

Support precise tracking of a user’s location and orientation.
Employ display technology that can be effective in both night and day lighting

User interaction

Prepared
information –
intelligence and
building/site plans

Motion tracking,
registration, and
display technology

conditions.
•

Support both wire frame and shaded surface representations.

•

Support both monoscopic and stereoscopic computer graphics.

•

Display hidden and occluded buildings and objects.

Figure 20. Example of BARS user-centered requirements.
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development team decided to take a step back and consider the need for basic research and
exploratory development to further understand how best to support the identified user-centered
requirements. For example, the last user-centered requirement listed in Figure 20 states that the
system must be able to “display hidden and occluded buildings and objects” (for example, a
building located behind a visible building). It was not obvious to the team how to design and
convey occluded objects (e.g., how should occluded objects be depicted graphically?) We
identified some basic design ideas such as dotted or blurred outlines, but we felt that additional
research was warranted to fully understand what designs afforded acceptable user task
performance. In addition, we discovered important bounds on AR system requirements. For
example, from our use cases, we knew that tracking had to be good enough to accurately position
graphical indicators on buildings and streets, but it did not have to be better than this. This
bound was important, because minutely accurate tracking in outdoor environments is extremely
difficult.

4.2.4. Potential Usage Contexts
We identified three usage contexts in which our domain analysis for BARS could be applied.
Figure 21 depicts how we examined exemplar research agendas within these contexts using
various display platforms. The three usage contexts were:
Real-time urban warfare: This application context was the main focus of our BARS work. It
was chosen largely because of the interest in using BARS in a MOUT (military operations in
urban terrain) setting that presented many unique and challenging conditions for the warfighter
(Section 1.4). In principle, many of these difficulties can be overcome through better situational
awareness offered vis-à-vis mobile augmented reality.
Embedded training: The context of embedded training is one that lends itself well to AR
applications. Just-in-time training or training during deployment allows warfighters to prepare
en route to conflict, or to undertake site-specific training in order to gain additional situational
awareness.
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Figure 21. From our BARS domain analysis work, we identified a number of exemplar research agendas
that could be examined within several research contexts using various display platforms.

Vehicle-based operations: Vehicular operations present the opportunity for increased mobility,
speed, and safety over ‘foot soldiers’, making this application context rather different in terms of
AR issues. For example, tracking lag may be more obvious in an AR system installed in a tank
that can move faster than a human on foot, or the rapidity with which real-world scene changes
may affect how augmenting graphics need to be displayed.

4.3.

Lessons Learned on the Domain Analysis Process

We collected a number of lessons learned on the process of conducting a domain analysis,
especially in engineering situations where novel technology and user interfaces are used. These
lessons learned are summarized below.
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Software engineers should be involved in as many of the domain analysis activities as
resources permit to ensure that any technical limitations of development effort are understood
and respected, as well as to gain a better understanding of the application domain and the
usability engineering process.
In cases where developers and designers are creating applications around novel technology or
approaches, there may be a need for a technology-based domain analysis. This analysis is
conducted after the traditional domain analysis and is different than the traditional domain
analysis presented herein (where we identified users, goals, tasks, etc.), in that engineers instead
strive to identify available technology, as well as the capabilities and limitations of available
technologies. In some cases, there may be several technology solutions that must be assessed
against the requirements produced by traditional domain analysis activities.
Subject matter experts should have a good understanding of existing workflow practices and,
in particular, an understanding of the specific (existing) workflow and environment into
which the technology will be inserted. To this end, a subject matter expert helps ensure that the
technology does not drastically change how users do their work, but instead, augments, aids, and
enhances how users perform work. As a result, usability engineers and other team members
should pay special attention to identifying the best possible subject matter experts, not just the
most convenient subject matter expert!
A successful domain analysis typically employs usability, software/systems, and subject matter
experts. While the knowledge of a subject matter expert may contribute greatly to the overall
understanding of the domain, that knowledge is often very different than that of a usability or
software engineer. The software engineer, creating the constructional component, ensures that
the products of a domain analysis can be implemented within the typical development constraints
of time, money, personnel, and technology. The usability engineer, working on the behavioral
component, uses the subject matter expert to ensure (among other things) that the features and
specifications under consideration are applicable to and designed specifically for the usage
context. The usability engineer also acts as a facilitator of the domain analysis process and
ensures that the user and user performance are key drivers in any decision-making process.
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The role of the subject matter expert in the development of pertinent use cases is paramount to
creating a design that accurately targets a specific user profile. While user profiles are
sometimes performed using surveys, we have found that for cutting-edge, emerging VE/AR
applications, the actual end-use population may not be as easily definable or reachable as
compared to, for example, applications designed to replace an existing in-house industry
application (e.g., accounting system), which already have numerous existing users.
Subject matter experts should be introduced to the specific technology and capabilities when
working with novel technology. When working with novel technology (e.g., new display
paradigms, such as AR), a demonstration of the technology’s capabilities can help subject matter
experts envision different ways in which to employ the technology. A main effort of the subject
matter expert is to ground the design/development to be consistent with existing workflow and
social practices, however, in cases where a substantial change occurs in how a task is performed
(e.g., by using new technology), the faster the subject matter expert understands the technology’s
capabilities and limitations the faster the team can identify reasonable (i.e., implementable) usercentered requirements.
Encourage subject matter experts to think outside the box. In many cases, even the most
creative subject matter experts may have difficulty thinking “outside the box”; that is, beyond
their current understanding of technology or current set of needs and solutions. This is especially
the case in military domains where individuals are specifically trained to think “inside the box”!
It is important to find creative subject matter experts who are interested in the latest technologies
and innovative ways to problem solving.
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5.

BARS Expert Evaluation

Following the domain analysis work, we performed an expert evaluation of BARS. While
expert evaluations often explicitly rely on established usability design guidelines to determine
whether a UI design effectively and efficiently supports user task performance, this expert
evaluation instead relied implicitly on design guidelines. Specifically, our team (usability
engineers, software engineers, and subject matter expert) collectively evaluated the UI,
leveraging our experience and knowledge of user interface design to assess usability while the
subject matter expert performed representative tasks. This work was performed by Gabbard, Hix
and the BARS team; led by Gabbard and Hix.
We set forth the following high-level approach for performing the evaluation in terms of
expected findings:
•

Examine the existing functionality of the BARS prototype to identify (1) how the existing
functionality can be extended to better support our domain users and (2) missing
functionality needed to support domain users.

•

Examine existing features of augmented reality outside the urban warfighting domain.
Look for usability issues (in both hardware and software) that are critical potential
challenges of working with AR outdoors, independent of the domain. For example, Is
our best registration acceptable when labels potentially overlap on top of each other?
What difficulties do users experience perceiving the graphics given different outdoor
backgrounds? Can users cognitively fuse both real-world and virtual world information?

•

Examine the process of performing usability evaluations outdoors with mobile users
working with AR hardware.

From the domain analysis work, we were able to identify, up-front, a number of goals for the
evaluation, many of them designed to confirm or refine requirements identified during the
domain analysis. Specifically, our primary goals were to evaluate different visual
representations for dynamic and static occluded objects; determine what dynamic objects are
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most important to warfighters (e.g., enemy forces, enemy vehicles, etc.); and what static objects
are most important to visualize (e.g., mission objective, suspicious containers, buildings of
interest, lines of demarcation, landing and rendezvous points, etc.). Another primary goal was to
develop candidate visual representations of other BARS users or other friendly forces.
Examining, for example, the need for representations of actual individuals versus groups of
individuals, as well as what kind of additional data about individuals and groups, would be
useful. Our secondary goals for the evaluation were to explore user interaction techniques, as
well as the devices to support visual representation tools. We were interested in exploring what
kind of interaction techniques would be optimal for mobile warfighters, such as voice, gesture,
and controls on weapon.

5.1.

Equipment and Setup

Aside from the user interface challenges introduced by outdoor mobile users, it was obvious
early on in the BARS development lifecycle that there were also many hardware challenges
associated with building a robust, completely mobile outdoor AR platform. These challenges
were addressed in parallel, and as a result, our outdoor user studies relied on a suite of hardware
typically found indoors, such as a laptop computer, tracking system, and many other pieces of
hardware all interconnected with wires (see Figure 22). As such, our experimental platform was
not mobile, but was robust, reliable
and capable of allowing us to
research important UI
considerations outdoors with
accurate tracking.

5.1.1. Tracking Users
Outdoors
Having anticipated the challenge of
working in an outdoor, mobile,
highly dynamic environment,
BARS team members had to
consider innovative approaches to

Figure 22. Our outdoor testbed was anything but mobile!
However, the plethora of equipment provided better real-time
rendering and more robust tracking than the assemblage of
wearable equipment.
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usability evaluation. Our solution was to design and build a specially-constructed motion
tracking cage so that BARS could accurately track the evaluation participant and accurately
register graphics onto the real world. The cage provided a mounting platform for InterSense
IS900 tracking rails, which were and still are currently, common use for AR tracking. While
clearly not usable in a final, fielded outdoor AR system, mounting the tracking rails on top of the
cage gave us adequate tracking performance to meet our user task requirements, without waiting
for BARS engineers to complete the development of mobile AR tracking devices with the

Figure 23. Outdoor tracking cage setup for BARS expert evaluation study. The cage has overhead
tracking rails (barely visible under the blue canopy) so that the augmenting graphics can change as a
participant moves around [Hix et al., 2004]. ©2004 IEEE. Reprinted, with permission, from Proceedings
of the Hawaii International Conference on Systems Sciences.

required performance. The main tradeoff was that the participant was not able to freely walk
large distances, as envisioned for the final BARS. We therefore focused on tasks related to
scanning the urban environment from the area covered by the tracking cage. Our setup also
included auxiliary evaluator’s monitors to provide evaluators an accurate display of a
participant’s view. Our outdoor BARS equipment setup is shown in Figure 23.
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5.2.

Participants and User Tasks

For this expert evaluation, we leveraged the findings from our domain analysis work to create a
set of formal, representative user tasks. As such, the expert evaluation examined both syntactic
usability issues (e.g., legibility of graphics and text) and semantic issues (e.g., domain based
tasks such as estimating distance from participant to virtual objects).
We created a formal set of user tasks, and had five individual participants perform the set of
tasks. Three participants were Marines (see Figure 24) and two were user interface/AR experts.
The tasks were militarily relevant, inspired by our urban warfighting scenario. In the tasks,
participants were asked to find explicit information from the augmenting graphics that they could
see. Some simple examples included answering questions such as:
•

Which enemy platoon is
nearest you?

•

Where are restricted fire
areas?

•

Where are other friendly
forces?

•

Estimate the distance
between the enemy squad
and yourself.

•

What direction is the enemy
tank traveling?

Figure 24. One of our SMEs thinking aloud during the
BARS expert evaluation.

We created several scenarios or vignettes designed to examine user performance and preferences
as participants interacted with different types of information, objects (both real and virtual),
visualization techniques, and interaction techniques. Some examples include:
Vignette: Situational Awareness – This vignette was designed to simulate conditions that a
warfighter might experience when first arriving at a scene or location of interest. In these cases,
participants needed to perform a quick visual inspection of the area to identify the relative
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position of many objects including threats, friendly troops, landmarks, likely avenues of
approach for enemy, checkpoints, objectives, and extraction points (both primary and
secondary). This vignette required participants to look at many types of objects, such as those
that were occluded and those that were not, as well as objects that were real and objects that were
virtual.
Vignette: Friendly Fire, Restricted Fire Areas, and Lines of Deconfliction – This vignette
was designed for dismounted soldiers in a real-time urban warfighting context; providing visual
cues to assess where and when to fire a weapon, as well as where and when not to fire a weapon.
The dismounted soldier views enemy personnel and friendly personnel at a distance along with a
line of deconfliction (responsibility). Both friendly and enemy forces are moving; simulated by
both real persons (fitted with GPS) and virtual representations. During the vignette, participants
were asked to make a set of assessments such as where are the enemy troops, how many are
there, are they moving, and if so, in which direction. Also, where are the friendly forces, how
many are there, are they moving, and if so, in which direction, where is the line of deconfliction.
Participants had to make temporal assessments such as “whose responsibility is the enemy
now?”, and indicate (e.g., say aloud) when that responsibility changed.
Vignette: Locate and Neutralize a Chemical Container – This vignette was more detailed and
required the participant to locate a hazard, assess the environment, create a plan of attack to
neutralize the threat, and lastly coordinate the attack, all from a ground position. We designed
the vignette such that there were snipers (visually indicated via the AR head-mounted display) in
distant buildings, as well as other threats nearby. We also designed the vignette to examine the
scientific question: How do visual representations support secondary tasking (e.g., perception
and distance estimation) and not distract from primary tasks (e.g., guide demolition crew to
target). Participants had to first locate the hazardous containers, then locate the demolition crew
that was already placed in the area, but whose exact location is not known. Participants then had
to locate potential obstacles (e.g., restricted fire areas, static enemy troops, vehicle (static and
moving), then guide the demolition crew (who did not have AR capabilities) using objects and
landmarks as reference points.
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We also challenged the participant by introducing some dynamic events during the task, such as
random vehicle(s) and/or troop(s) that moved to intersect the demolition crew, with the intent to
chase the demo crew, or block an obvious path. Here participants had to use information
displayed via AR to re-route the demolition crew. We also had the demolition crew
“accidentally” make wrong turns, again to force the AR participant to make a quick assessment
using information overlaid onto the real world.

5.3.

Approach

Participants wore a head-mounted, Sony Glasstron optical see-through display – the same
display used throughout most of this dissertation work. Participants were asked to perform
simple perceptual tasks, and answer questions about what they perceived using BARS. For
example, we wanted to determine whether the system could present information to the
participant about relative locations and sizes of objects that may be hidden from actual view, but
visible using the “X-Ray vision” metaphor (see Section 1.4) enabled through AR. We also
assessed participants’ perception of depth, by having them estimate distances from themselves to
both real and virtual objects. We derived some of these measurements from certain operating
parameters of the system, such as the accuracy with which various subsystems for determining
the participant’s location (e.g., GPS and inertial navigation systems, or other passive
measurement devices) must report the participant’s location in order for the participant to answer
such questions with a desired confidence or accuracy level. Finally, we asked participants
subjective questions about the system: likes and dislikes, potential features to be considered in
revised BARS prototypes, etc.
Researchers and software developers observed participants while the study was performed and
recorded data about participant behavior (for example, if the participant moved and answered
questions quickly or deliberately or if/how the participant gestured while answering questions).
For some tasks, the participant was asked to press keys on a miniature wrist-worn keyboard or
point using a gyroscopic computer mouse. From these observations, we were able to produce
subjective measurements of user performance, such as comfort and ease of learning.
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Each participant was present for no more than two hours, including the orientation, all
experimental tasks, intermediate reconfigurations of the system, all questions, and debriefing.
The total time actually wearing the AR display was approximately 30 to 45 minutes, in spans of
approximately ten minutes with breaks as needed or requested by participants. Following is the
specific list of procedures (protocol) used for this evaluation:
1. Welcomed the participant and introduced him/her to all researchers present.
2. Introduced the study, its objective, and the equipment being used.
3. Had the participant put on the AR display device and look at the real world through it. At
this stage, no graphics were displayed.
4. Introduced the computer-generated (i.e., AR) imagery and had the participant survey the
surrounding real-world environment in combination with computer-generated imagery. The
participant was able to see line-based drawings of objects in the field of view (which may be
occluded), and was able to look in any direction.
5. Had the participant – while wearing the display – face a specific direction. A software
developer assisting with the evaluation then triggered the system to display or highlight
selected objects (buildings, vehicles, or individuals), some of which were real, synthetic,
occluded, and/or visible.
6. Researchers then asked a series of questions about what the participant saw and how he or
she was interpreting what they saw. Samples questions included whether the participant saw
certain colors in use in the display, which item in a set of objects was closest to the
participant, identify when a moving object became visible, describe how the participant
might navigate to a highlighted location (even though the participant did not physically move
to the location), or locate a particular object (e.g., a friendly unit or a mission objective).
Steps 5 and 6 were repeated several times with different objects.
7. The participant (at various times during this series of questions) was allowed to press keys on
a miniature keyboard to change the parameters of the display methods. These parameters
included the distance at which objects were highlighted and the type of method used to
highlight objects.
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8. At various times, researchers introduced different methods of drawing styles to the
participant. For example, objects that were drawn with lines were redrawn with filled
shapes, or lines changed from solid to dashed or dotted, or changed in intensity or color.
9. Some virtual objects were in motion during some of the questions. No real objects physically
approach the participant, nor did any imagery depict an object coming close to the
participant.
10. At the end of the study, we handed each participant a written statement, and asked him or her
to read the statement. We then verbally reiterated the main points of the debriefing
statement, and encouraged the participant to ask any questions. During this time we
observed the participant carefully for any signs of simulator after-effects. We also asked the
participant if they felt dizzy or lightheaded, as we asked them to walk around in the space
nearby.

5.4.

Results

Our overall evaluation results showed that participants performed approximately 85% of the
tasks correctly and efficiently with less than 10 minutes of training using BARS. Participants
liked having multiple views of various graphical augmentations, and liked being able to develop
strategies to manipulate the scene and understand how BARS works. They stated that they were
able to gain situational awareness from using BARS. Participants disliked use of wireframes
(lines) as the main augmentation representation, saying that they made the scene too cluttered.
They also disliked some of the controls for manipulating augmentations (e.g., making them
appear/disappear), but these controls are temporary, only for our evaluation studies, and are not
intended to be included in a deployable BARS. Many scientific results supported findings from
our previous observations, such as no more than three or four levels of occlusion are
discriminable, and that objects must be perceived by a user as three-dimensional. We made new
findings such as the fact that three-dimensionality of occluded objects was easier to perceive in
shaded objects than in line-drawn objects. All participants had a very positive, enthusiastic
reaction to BARS and its capabilities. Our experience during the evaluation led us to determine
that the problem of representing occluded objects in AR required more research, and specifically
required us to design studies to determine what visual design factors for occluded objects were
most effective, independent of other user interface components (e.g., text labels).
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5.4.1. Observations on Design of the BARS Prototype
Through mostly empirical observation, we identified several lessons learned regarding the actual
BARS prototype, with the majority of these lessons learned centered around the visual user
interface. These lessons learned, along with potential solutions or next steps, include:

Lesson Learned

Potential Solution(s) or Next Step

Participants found far (distant) text difficult to
read.
Participant could not associate virtual text
labels with specific real-world buildings.

•
•
•
•
•

Participants had difficulty associating text size
with distance (e.g., smaller text registered to
real-world objects that were farther away than
larger text).

•

•
•
Participants could not discriminate buildings
when using wireframe and/or dashed lines as
visual cues.
Participants found small objects at a distance
hard to see.

•
•

•
•
Participants had difficulty determining
direction of occluded moving vehicles
Participants could not determine whether
personnel (shown as virtual representations)

•
•
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Research methods to increase text
legibility.
Use tethers, indicating which labels belong
to which buildings.
Employ better registration between text and
real-world objects.
Research AR HMDs with auto-adjustable
focal depths.
Put labels on side of buildings, pasted like
billboards.
Increasing/decreasing labels sizes should
be exaggerated and well-pronounced (well
above the just-noticeable-difference
threshold).
Place labels in the vertical direction to
redundantly encode distance.
Present actual distances (e.g., in meters) as
part of the label (would want this to be
user-toggleable).
Continue to examine the use of transparent
fill patterns to represent occluded objects.
Use redundant techniques to visually
encode objects, such as shading,
transparency, and outlines to indicate
front/visible/hidden surfaces.
Use 3 to 4 encodings to cardinally encode
buildings as opposed to using specific
measured distances to visually encode.
Consider integrating MIL-STD 25/25 or
MIL-STD 50 to increase recognition of
objects.
Display motion vectors for moving objects
Use subtle visual encoding enhancement to
indicate whether personnel is inside or

were inside or outside a specific building.
Participants were not sure which areas were
“off limits” to engagement.

•

Participants had difficulty perceiving real•
world threat when there was too much visual
clutter. Moreover, the visual clutter was
•
difficult to avoid by the system, since BASS
did not have any filtering mechanisms in place.
•

Participants liked the overhead map feature,
but found it lacked rich functionality.

•

AR display was heavy on participants’ head.

•

Participants found the wrist keyboard and gyro
mouse cumbersome.

•
•

The virtual compass feature was well-received
by participants, and was considered vital for
performing domain-specific tasks.
Participants had no visible indications of
nausea at any time during or after their
evaluation session.

•
•
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indicate whether personnel is inside or
outside building.
Use subtle encoding enhancement to
indicate restricted fire areas and friendly
areas of refuge.
Legend (if needed) should be used at the
bottom of display.
Employ a hardware button or voice
command to instantly toggle all graphics on
and off.
Support 3 levels of database use:
1. whole scene, whole database -supported via map mode
2. general areas, 3 to 5 buildings deep -supported via optional map and
soldier’s eye modes
3. nearby areas -- the next building or two,
who can harm me now -- supported via
soldier's eye view.
Extend overhead map feature to include:
• Support for route planning
• Distance estimation (e.g., marking
points along a path)
• A distance scale in the corner.
Consider alternate displays (e.g.,
lightweight monocular displays that mount
to helmet).
Examine other hardware for truly mobile
yet intuitive user interaction devices.
Examine devices currently used by military
in the field that could be leveraged.
Continue development of virtual compass,
supporting both the soldier’s eye and map
mode views.
Consider employing Kennedy’s simulator
sickness questionnaire [Kennedy et al.,
1993] in future evaluations to quantify
nausea, or lack there-of.

5.5.

Lessons Learned on the Evaluation Process

As usability engineers, it is important to regularly assess the effectiveness of the current process,
with special attention to given to how best to apply existing and/or new usability methods. This
is especially true in evaluation settings where novel technology, user interface, or user
interaction techniques are present. During this evaluation, we captured many lessons learned on
the process of conducting an expert evaluation on AR applications. These lessons learned, along
with potential solutions, include:
For evaluation sessions, ensure visual communication between evaluator and participants is
possible. In AR usage settings, participants cannot always see evaluators’ pointing gestures,
which can be useful when discussing a usability issue with a participant. In these cases, the
evaluator must use descriptive language or other references that clearly and uniquely convey
target objects of evaluators’ gestures.
For evaluation sessions, ensure audio communication between evaluator and participant is
possible. As a usability evaluator, it can be difficult to hear participants think aloud with the
ambient noise inherent in outdoor conditions. Likewise for the participant, it may be difficult to
hear an evaluator’s instructions or questions. In loud environments, leverage the audio
capabilities built in (or at least, available for) most AR displays that allow participants to speak
into a microphone and hear digital audio through one or both ears. Provide each evaluator a oneear headset with microphone. This configuration allows all evaluators and participants to
communicate effectively even in very loud environments. It also allows evaluators (when
ethical) to eavesdrop on conversations among participants in a multi-user evaluation scenario.
In AR, provide the participant’s integrated (i.e., graphics and real-world scene) point-of-view
to usability evaluators. In optical see-through settings, it is difficult for evaluators to see a
participant’s integrated point-of-view, where a view of both the registered graphics and real
world can be seen as one. This is very different from traditional GUI (with monitor, keyboard,
and mouse) evaluation that UE processes to-date have been designed for. Use a tracked,
lightweight video (e.g., firewire) camera, mounted atop participants’ head to approximate the
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participant’s point-of-view. Integrate the video image of the scene with overlaid graphics, and
present to evaluators using an external monitor. Depending upon the evaluation setting, it may
be useful to mount individual evaluator's displays nearby so that each evaluator can easily see
graphical and real-world display contents in real time.
If experimenting outdoors, pay careful attention to weather forecasts. Under some conditions,
the wind shook or moved the tracking cage, resulting in momentary jitter in the tracking
reference frame. The jitter manifests itself visually when overlaid graphics move off and on their
corresponding real-world object. As a general (and obvious) rule of thumb, evaluations
conducted outdoor require careful attention to weather forecasts. Indeed, weather can be a
confounding factor (e.g., brightness of sun, angle of sun, wind, rain, etc.) if care is not taken.
Employ smoothing filters to handle small to moderate jitter that may occur due to a number of
reasons (e.g., signal interference, light wind, etc.).
If experimenting outdoors, pilot user studies in several locations. Most outdoor settings cannot
be controlled to the same level of granularity as indoor/lab settings. For outdoor AR studies,
confounding effects associated with a given location can skew results. Pilot the study in
alternate locations to ensure that the real-world environment (e.g., setting, proximity and density
of objects such as buildings, presence of people, opportunity for interruption, etc.) will provide
the best setting to collect data.
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6.

Reaching a Critical Juncture in Applying
Traditional Usability Engineering
Techniques to BARS

The most compelling realizations from of our expert evaluation work was the simple fact that
software developers were designing outdoor AR user interfaces with absolutely no guidance
from the literature or standards, as there is a scarcity of both [Swan & Gabbard, 2005]. Thus, as
a team of engineers and usability experts, we felt that we had reached a critical juncture in the
overall BARS program both in terms of product (e.g., how to effectively design and develop a
quality BARS UI) and process (i.e., how to modify/extend our existing usability engineering plan
to address difficult AR design activities).
The system continually has to make this choice: it can either continue to exploit a
known process and make it more productive, or it can explore a new process at
the cost of being less efficient.
Kevin Kelly, Author

We started by identifying a set of core scientific issues that needed to be addressed before costeffective AR application development could flourish in the field (see Section 6.1). We then
modified our existing usability engineering process to help inform the BARS application
development process (see Section 6.2).

6.1.

Core Scientific Issues in Outdoor AR

We made a decision to “take a step back” and catalogue, as a team, the core outdoor AR issues
that needed to be resolved before meaningful user interface/interaction design and evaluation
activities could take place. Concurrently with domain analysis and the BARS team, we
determined a list of over 25 core scientific issues in user interface design of ARs. This list,
presented in Table 4, came from an extensive literature review, team brainstorming sessions, our
own expertise, and discussion with other AR researchers.
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Table 4. Catalogue of core scientific issues identified during domain analysis and early expert evaluation
activities. Note that issues subsequently researched by Gabbard are presented in maroon text, while
issues subsequently researched by other members of the BARS team are presented in orange text. There
is no meaning to the order in which the core scientific issues are presented.
Registration/tracking errors and accuracy
• Researching hybrid techniques to support outdoor tracking.
• Managing latency via prediction techniques.
• Calibrating the tracking system, techniques, and speed.
Distance and depth perception/estimation
• Understanding how users perform differently when integrating stereoscopic versus monoscopic
graphics with real-world backgrounds.
• Understanding how users perceive depth in a combined synthetic and real-world 3D space.
Optical see-through display luminance/brightness of overlaid graphics – Effect on legibility (text

and other graphics) given real-world objects as backgrounds.
Occlusion – Understanding how to represent objects that are occluded to afford quick recognition and
spatial cognition.
Optical see-through display resolution/field of view – Effect on user task performance in outdoor
conditions.
Managing users’ attention via alerts and notifications – Mechanisms for user acknowledgement to
alerts and notifications.
Optical see-through display weight/comfort
Collaboration – How to support networked synchronous AR users.
Representing and encoding information with respect to:
• Importance, criticality.
• Timeliness, staleness.
• Degree of certainty.
• Environmental and volumetric data visualization.
• Information that is dynamically changing.
New user interaction techniques:
• 2D control of cursor in 3D space.
• Use of local and remote auxiliary displays.
• Palm input devices.
• Multimodal interaction using voice and gesture.
• Eye gaze and eye tracking.
Information clutter/filtering of objects and labels – Understanding how to present information to
mobile users without cluttering the real world in which graphics are overlaid.
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Label placement – Understanding how to place labels such that they do not overlap, are legible, do not
occlude important real-world objects, and can be associated with their real-world counterpart.
Modeling accuracy – Researching how to access 3D models of regions “just-in-time”, and understanding
how to manage inaccuracies in these models, especially when registering them to the real-world.
Spatial awareness – Understanding how best to leverage augmented reality to improve a user’s spatial
awareness of information, resources, and threats.
User annotation – Understanding how to leverage voice and gesture technology to add graphical and
audio annotations to the scene.
User interface layout – Understanding what real-world objects are associated with augmenting graphics,
text, and lines.

This catalog of core scientific issues that posed design and evaluation challenges for outdoor AR
systems forced us to a critical junction where we had to decide whether usability engineering
efforts should address domain/scenario-level issues or address core scientific-level AR issues.
We concluded that we would examine core scientific AR issues within the context of our current
urban warfighting domain. Specifically, we chose to emphasize five issues (listed below in
rough chronological order in which they were researched) most likely to improve user
performance within an AR in an urban warfighting setting:
•

Representing occlusion in far-field AR (occlusion),

•

Supporting accurate distance and depth perception in far-field AR (distance
perception/estimation and stereopsis),

•

Designing augmenting graphics for display on real-world backgrounds (text legibility),

•

Determining acceptable ranges of registration error and tracking lag (tracking and
registration), and

•

Managing information clutter and user-filtering of 3D objects and labels (i.e., information
filtering).

A brief discussion of each of these core scientific issues along with (where applicable) candidate
research approach(es) for addressing these issues follows.
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Representing occlusion in far-field AR: This is an issue in which we invested substantial time
and effort early in the BARS project. Section 7.1 details several activities, including different
types of iterative evaluations, employed to determine optimal visual representations for occluded
objects in far-field AR.
Supporting accurate distance and depth perception in far-field AR: Another of our original
‘core scientific issues’ in AR (see Table 4) is how to design augmenting graphics to overlay the
real world so that users can accurately judge both relative and absolute distances. These are
critical tasks in many urban warfighting situations. For example, a warfighter may need to know
how far away their closest cover is (absolute distance), or which of two friendly squads is nearer
to some specific operational objective (relative distance). A key feature of AR is the potential to
provide this kind of information. However, this necessitates effective use of appropriate
perceptual/visual cues via the augmenting overlaid graphics.
Designing augmenting graphics for display on real-world backgrounds: Presenting
augmenting graphics on top of a dynamic real-world scene visible through a see-though headmounted display is a very challenging usability issue. Many visual characteristics of the everchanging real-world background affect human visibility, perception, and discriminability of the
overlaid augmenting graphics. These characteristics include, for example, complexity of the
real-world background (e.g., a still body of water vs. Times Square) and brightness of the
environment (e.g., sunny vs. night-time).
Similarly, augmenting graphics also have visual characteristics that affect human visibility,
perception, and discriminability. Examples of these include type of graphics (e.g., text vs.
icons), complexity/amount of graphics (e.g., a little vs. a lot of augmenting graphics),
brightness/saturation/hue of graphics, color of graphics, and contrast of graphics with real-world
background.
Determining acceptable ranges of registration error and tracking lag: One of our original
‘core scientific issues’ in AR (see Table 4) relates to how much error in registration of
augmenting graphics with the real world a human can tolerate and still be able to adequately
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perform various tasks in an AR. Clearly, this is closely related to the type of task; for example,
an outdoor way-finding (far-field) situation typically will need less accurate registration of
graphics than a surgical (near-field) situation.
Managing information clutter and user-filtering of 3D objects and labels: Rich AR
environments are often supported by large databases of information to be displayed (e.g., virtual
street signs and hidden infrastructure, such as sewer or gas lines). Moreover, an urban
environment can be extremely dense and complicated, and thus can have numerous facts stored
and displayable about each object in the scene. Therefore, AR designers must allow users to
manage what is displayed, as it is very easy to present so much information to the user that they
are essentially overloaded, and thus cannot discern one graphical feature from another.
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6.2.

Modified Usability Engineering Approach for AR

Once this catalogue of core scientific issues was created, we re-assessed how we could best
apply a usability engineering approach to a development effort in which there was much
uncertainty. As a result, we produced an early conceptual model for our modified usability
engineering approach (Figure 25) that would iteratively refine and improve user interface
components associated with the select core scientific issues listed above to produce an integrated
BARS user interface that embodied the best component designs. We then planned to perform a
traditional formative evaluation of the integrated BARS user interface, incrementally refining
and improving the application in route to a transitionable BARS product.

Figure 25. Early conceptualization of a modified usability engineering approach that employed both
focused user-based evaluations on core scientific issues, as well as whole-UI formative evaluations in
route to a fieldable BARS product.
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Over time, the BARS team addressed many of the core scientific issues listed in Section 6.1.
Based on our domain analysis work, occlusion, distance/depth perception, and text legibility
were identified to be the most likely to improve user performance with an AR in an urban
warfighting setting. The next four chapters of this dissertation (Chapters 7 - 10) describe the
user based and pilot studies that begin to address these core scientific issues; with a strong
emphasis on text legibility. Figure 26 illustrates how these studies are related both logically and
temporally, as well as which core-scientific areas each study addresses. Note that this figure also
serves as a road map for the user-based evaluations and studies presented in the remainder of this
dissertation.
With respect to other core-scientific issues researched be the BARS team (colored orange in
Table 4), Julier, Baillot, and Brown (all members of the NRL BARS team at the time this

Text Legibility

Depth Perception

Occlusion

research was conducted) examined many aspects of tracking registration, errors, and accuracy

Representing Occlusion in
Outdoor AR
(Section 7.1)

User-based
Evaluation of
the NOMAD
Display
(Section 7.2)

Controlling
Real-world
Lighting and
Backgrounds
in the CAVE
(Section 8.1)

Providing an
Outdoor
Visual Field
of View from
an Indoor
Position
(Section 8.2)

Greenhouse
User-based Study on AR Text Legibility
(Chapter 9)
Outdoor
User-based Study on AR Text Legibility
(Chapter 10)

A C T I V I T I E S

O V E R

T I M E

Figure 26. The 6 user-based and pilot studies conducted to inform design per our modified usability
engineering process. Length and position of the boxes represent a rough relative duration of time and
temporal relationships between the studies. Lines connecting the studies indicate that results of a prior study
were used to inform the next (dashed and solid lines indicating indirectly and directly informing,
respectively). Some studies were run in parallel and independently of each other – although all served the
goal of iterating on the overall process in a timely fashion.
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including approaches for fusing, predicting, and filtering data from multiple tracking
technologies, as well as techniques for managing (visual) information clutter and filtering of
objects and labels [Julier & LaViola, 2004; van der Merwe et al., 2004; Julier & Uhlmann, 2004;
Julier & Uhlmann, 2003; Julier, 2003; Baillot et al., 2003; Julier et al., 2002; Julier et al., 2000].
The results of these evaluations, in time, led to research that produced over 20 publications by
members of the BARS team.
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7.

AR Studies Conducted Prior to Text Legibility
Studies

This chapter presents the experimental and evaluation work performed following the expert
evaluation of BARS. Specifically, this chapter describes work that examined two of the core
scientific issues identified above: occlusion and depth perception. This work represents the first
user-based evaluations performed as part of the modified usability engineering process described
in Section 6.2. We chose occlusion (see Section 7.1) as the first issue to address, because of the
importance of the ‘X-Ray’ vision problem in AR, and the value of this functionality to our
specific domain (e.g., the ability to see an enemy or friendly force behind a building). Our
occlusion work researched line and fill drawing styles that optimize users’ ability to perceive
multiple levels of occlusion. We concurrently conducted a user-based evaluation of the Nomad
display (see Section 7.2), a head-mounted display that allows experimenters to manually adjust
its focal depth. A goal of this work was to further examine issues related to depth perception
(e.g., context switching).

7.1.

User-based Study of Representing Occlusion in
Outdoor Augmented Reality

Continuing our collaboration with researchers from the Naval Research Laboratory, we designed
a user-based study on occlusion in AR This study was led by the BARS team with Gabbard
leading the usability engineering components and is fully described in [Livingston et al., 2003].
Giving the user the ability to discern the correct depth ordering among several physical and
virtual objects that partially or completely occlude one another is complicated by the “Superman
X-Ray Vision” problem. If the user sees all depth layers of a complex environment, there will be
too much information to understand the depth ordering. But if only the objects of interest are
presented, there may not be sufficient context to perceive the depth of these objects.
This complexity can be partially managed by information filtering methods [Julier et al., 2002],
which use rules and reasoning to reduce to the important ones the set of objects displayed to the
user. Our goal in this work was to determine empirically a set of graphical encoding techniques
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Figure 27. Before-and-after pictures of one of our visualization techniques. The occluded target – the
horizontal box (shown red in the right picture) seen mid-screen – lies behind the physically visible
building (always in wireframe) and the two other occluded buildings. The right picture – using a filled,
partly opaque drawing style – vastly improves the ability of users to discern this depth ordering.
Images were screen-captured through BARS.

that address the depth-ordering problem; that is, provides sufficient visual cues via graphical
encoding techniques so that the user can understand depth relationships of virtual objects that
overlap or occlude in screen space. To achieve this, we designed several sets of
display attributes to create visualization techniques for the various layers of occluded virtual
objects. Figure 27 shows an example from the study.

7.1.1. Approach
To determine factors for this study, we used a systematic approach that included approximately
one year of expert-based expert evaluations to develop and assess over 100 different designs for
representing occlusion in AR. Our AR team performed six cycles of structured expert evaluation
on a series of mockups representing occluded objects in a variety of ways (see Table 5). Figure
28 depicts nine examples from one cycle of the static mockup evaluations; Appendix 3 contains
all of the low-fidelity, static mockups used for the occlusion research. Results from one cycle
informed redesign of mockups for the next cycle of evaluation. Parameters that varied during the
mockups included line width, line style, number of levels of occlusion, shading, hidden
lines/surfaces, shadows, color, and stereopsis. Iteratively evaluating the mockups, our team
collectively found that intensity was the most powerful graphical encoding for occlusion (i.e., it
was the most consistently discriminable). Drawing style and opacity were also key
discriminators.
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Bldg 34

Bldg 2

Bldg 3

Bldg 57

Bldg 1

SQD 1

SQD 1

Bldg 33

Tank 1

Bldg 3
SQD 1
Bldg 1
Tank 1

Bldg 34

Bldg 2

Bldg 3
SQD 1
Bldg 1
Tank 1

SQD 1

Bldg 57
Bldg 33
Tank 1

Figure 28. Nine examples from one cycle of the static mockup evaluations
showing various ways to depict occluded buildings. Examples created using Microsoft PowerPoint.
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Table 5. Summary of six iterations of expert evaluations using BARS and low-fidelity, static mockups

1

2

Purpose of Expert
Evaluation
Expert evaluation and
overview of BARS

First attempt at
representing occlusion
in Military Operations
in Urban Terrain.
MOUT

Content Evaluated

Results/Conclusions/Next Steps

Visualization
techniques,
registration and
tracking, hardware
limitations, and
encumbrances
5 interface mockups
including building
outlines and personnel
representations

Focus UE efforts on 1) tracking and
registration, 2) occlusion, and 3)
distance estimation.

Tracking study will require time to build
cage.
Focus on occlusion in the interim,
beginning with encoding employing line
attributes.
Outline of a visible building can perhaps
serve as a legend for other buildings.

3

Examine representative
set of mockups that
redundantly encode
occlusion using various
line attributes

25 interface mockups
showing various types
of line width,
intensity, and style
(lines representing
closer objects are
wider, brighter and in
a larger dashed style)

Labels need to be inside of real-world
objects.
By consensus of team members, line
intensity appears to be the most
powerful (i.e., consistently recognizable,
discriminable) line-only encoding
mechanism followed by line style.
Color and intensity of scene can create
misleading cues when using
color/intensity as encoding scheme.
Line style can masquerade as line
intensity; i.e., dotted lines look dimmer
than dashed, which look dimmer than
solid; also, dotted and dashed lines can
be hard to discern in cluttered scenes or
when they are distant in 3D.
May not have color available as a
parameter.
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4

5

Further examine
previous set of
representations
including additional
evaluators from
Columbia University

25 interface mockups
showing various types
of line width,
intensity, and style

Examine additional
visual cues to aid in
distance estimation

14 interface mockups
showing distance
estimation aids, as
well as occlusion in
interior spaces,
employing polygon
shading and level of
transparency

Examine use of filled
polygons to represent
occlusion in interior
spaces

By consensus of team members, the
number of occluded levels that can be
discriminably represented by line
encoding is 3 or 4.
Dynamic objects should be encoded
discriminably from static objects.
Labeling of occluded objects is a hard
problem.
Distance cues should be overlaid onto
the ground and should be easily turned
off and on by user.
Motion parallax may help resolve some
problems associated with users
perceiving depth cues and associating
labels with objects.
By consensus of team members, the
number of occluded levels that can be
discriminably represented by shaded
encoding is 3 or 4.
Need live BARS implementation to
improve designs.
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6

Examine shaded
polygon representations
in a complex outdoor
environment (Columbia
campus), as well as
hybrid designs
employing both lines
and shading
Examine effect of
motion parallax on
encodings

30 interface mockups
(5 mockups per set, 6
sets) systematically
showing various
representations of
occlusions employing
filled polygons,
transparency/shading,
and lines. Mockups
also simulated motion
parallax by paging
between images in a
set

Combination of shading regions and line
width, both with varying intensity,
appears to be the most powerful
encoding mechanism.
Distance encoding may be more
powerful than only occlusion.
A building should have consistent
representation, even if it crosses a depth
boundary (i.e., strict interpretation of
distance encoding would suggest more
than one encoding).
User should be able to ‘push and pull’
levels of occlusion representation into
and out of real-world scene.
Perform BARS-based evaluations of
iteratively refined hybrid occlusion
designs.

From these findings, drawing style, opacity, and intensity comprised a critical yet tenable set of
parameters for our study. Also based on our expert evaluations, we chose to use three different
positions for the target, giving us a total of four levels of occlusion (i.e., three buildings plus the
target).
The hardware for our AR platform consisted of a Pentium IV 1.7 GHz computer with an ATI
FireGL2 graphics card (outputting frame-sequential stereo), a Sony Glasstron LDI–100B stereo
optical see-through AR display (SVGA resolution), and an InterSense IS-900 6-DOF ultrasonic
and inertial tracking system to track the participant’s head motion. The participant entered a
choice for each trial on a standard extended keyboard, which was placed on a stand in front of
the participant’s seat at a comfortable distance. The display did not permit adjusting the focal
distance of the graphics. The focal distance of the virtual objects was therefore closer than the
real object that we used as the closest obstruction. This would tend to lead participants to believe
the virtual objects were closer than they really were.
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Table 6. Summary of variables examined in the user-based study of representing occlusion
in outdoor augmented reality.

Independent Variables
participant
drawing style
opacity
intensity
target position
ground plane
stereo
repetition

8
3
2
2
3
2
2
3

Dependent Variables
user response time
user error

random variable
wire, fill, wire+fill
constant, decreasing
constant, decreasing
close, middle, far
on, off
on, off
1, 2, 3
in milliseconds
0 (correct), 1, 2, 3 (incorrect)

Table 6 gives a summary of independent and dependent variables used in this study. From our
expert evaluation and from previous work, we identified the following independent variables for
our study. These variables represented drawing style characteristics that, by consensus of team
members, were deemed most visually salient. These were all within-subject variables: all eight
participants saw every level of each variable.
Drawing Style (Levels: wire, fill, wire+fill): We used three drawing styles; in the first, all
objects were drawn as wireframe outlines; in the second, the first (physically visible) object was
drawn as a wireframe outline, and all other objects were drawn with solid fill (with no wireframe
outline); in the third, the first object was in wireframe, and all other layers were drawn with solid
fill with a white wireframe outline.
Opacity (Levels: constant, decreasing): We designed two sets of values for the α channel; in the
‘constant’ style, the first layer (visible with registered wireframe outline) was completely
opaque, and all other layers had the same opacity (α = 0.5); in the ‘decreasing’ style, opacity
changed for each layer (from α = 1.0 to α = 0.4 in 0.1 decrements).
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Intensity (Levels: constant, decreasing): We used two sets of intensity modulation values; in the
‘constant’ style, the first layer had full intensity (modulator = 1.0) and all other layers had
intensity modulator = 0.5; l.0 in the ‘decreasing’ style, the first layer had its full native intensity,
but successive layers were modulated as a function of occluding layers: 0.75 for the first, 0.50
for the second, and 0.25 for the third (final) layer.
Target Position (Levels: close, middle, far): There were three possible locations for the target –
between the closest building and second closest, between the second closest and furthest
buildings, and beyond the furthest building.
Ground Plane (Levels: on, off): From the literature and everyday experience, we know that the
perspective effects of the ground plane rising to meet the horizon and apparent object size are a
strong depth cues. In order to test the representations as an aide to depth ordering, we removed
the ground plane constraint in half of the trials.
Stereo (Levels: on, off): We present images with separate left and right perspective-based
images for the “stereo on” condition (which we call “stereo” for the study) or with two identical
images (“biocular” or “stereo off” condition).
Repetition (Levels: 1, 2, 3): Each participant saw three repetitions of each combination of the
other independent variables.
For each trial, we recorded the participant’s (three-alternative forced) choice for the target
location and the time the participant took to enter the response after the software presented the
stimulus. Each participant encountered all combinations of these parameters; however, the order
in which these were presented was randomly permuted.
We designed a virtual world of six buildings; the first was an obstruction that corresponded to an
actual building that was physically visible during the study and the remaining five buildings
consisted of three targets, only one of which was shown at a time, and two obstructions. Figure
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Figure 29. The experimental setup (not to scale) shows the participant’s position at the left. Obstruction
1 denotes the visible surfaces of the physically visible building. The distance from the participant to
obstruction 1 is approximately 60 meters. The distance from the participant to target location 3 is
approximately 500 meters, with obstructions and target locations roughly equally spaced [Livingston et
al., 2003]. ©2003 IEEE. Reprinted, with permission, from IEEE 2nd International Symposium on Mixed
and Augmented Reality.

29 graphically depicts this virtual world (i.e., experimental setup), showing the participant’s
point of view, obstructions, and targets.
The task for each trial was to determine the location of the target that was drawn. In all stimulus
pictures, four objects were visible: three obstructions and one target. For the trials, participants
were instructed to use the number pad of a standard extended keyboard to indicate whether the
target was closer than obstructions two and three, between obstructions two and three, or further
than obstructions two and three.

7.1.2. Hypotheses
We formulated the following hypotheses about our independent variables.
1. The ground plane would have a strong positive effect on the participant’s perception of
relative depth.
2. The wireframe representation (our system’s only option before this study) would have a
strong negative effect on the participant’s perception of depth.
3. Stereo imagery would not yield different results than biocular imagery, since all objects
were in the far field [Cutting, 1997].
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4. Decreasing intensity would have a strong positive effect on the participant’s perception
for all representations.
5. Decreasing opacity would have a strong positive effect on the participant’s perception of
the ‘fill’ and ‘wire+fill’ representations. In the case of wireframe representation, the
effect would be similar to decreasing intensity. Apart from the few pixels where lines
actually cross, decreasing opacity would let more and more of the background scene
show through, thereby indirectly leading to decreased intensity.

7.1.3. Results
Participants made 79% correct choices and 21% erroneous choices. We found that participants
favored the far position, choosing it 39% of the time, followed by the middle position (34%), and
then by the close position (27%). We also found that participants were the most accurate when
the target was in the far position: 89% of their choices were correct when the target was in the far
position, as compared to 76% correct in the close target position, and 72% correct in the middle
target position. This is partly explained by the fact that participants showed a tendency to pick
the far target position, however with no effect seen on response time, the bias towards the third
position does not seem very strong.
We measured two dependent variables: user response time and user error. For user response
time, the system measured the time in milliseconds (ms) between when it drew the stimulus
scene and when the participant responded. For user error, we calculated the metric e = |a-u|,
where a is the actual target position (between one and three), and u is the target position chosen
by the participant (also between one and three). Thus, if e = 0 the participant has chosen the
correct target; if e = 1 the participant is off by one position, and if e = 2 the participant is off by
two positions. In the summary below, we report user errors in positions (pos).
We conducted significance testing for both response time and user error with a standard analysis
of variance (ANOVA) procedure. We examined 16 potential main interactions, 56 potential
two-way interactions, and 112 potential three-way interactions. We confirmed that no 3-way or
2-way interactions had higher order interactions; and distilled the most salient results. Below we
report a subset of these results, with the full set of results presented in [Livingston et al., 2003].
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From piloting various drawing styles, we knew a priori that we could improve upon our previous
visualization: ‘wire’ drawing style with all objects drawn at full intensity and opacity. Our
independent variables had several positive main effects on user error (accuracy) and no negative
effects on user response time. Thus it would appear that, to a first approximation, we have found
representations that convey more information about relative depth to the participant than our
standard wireframe representation, without sacrificing speed in reaching that understanding. It is
well-known that a consistent ground plane is a powerful depth cue. However, we can now
provide statistical backing for our fundamental hypothesis that graphical parameters can provide
strong depth cues, albeit not physically realistic cues. We found that using the ground plane, on
average error was .144 pos, whereas with the ground plane off and the following settings:
drawing style = ‘wire+fill’, opacity = ‘decreasing’, and intensity = ‘decreasing’, the average
error was .111 pos.
The ‘wire+fill’ drawing style yielded the best accuracy. This is consistent with HCI literature
that supports using redundant encodings to convey information [Hix & Hartson, 1993]. We
believe the wireframe portion of the representation helps convey the object shape, whereas the
filled portion helps convey the depth ordering. Clearly, however, the two are more powerful
together than either is separately.
The main effects of opacity and intensity modulation seem to support the psychophysical
literature that dimmer objects appear to be more distant [Cutting, 1997]. But the main effect of
intensity can be completely explained by its effect on the wireframe representations, as indicated
by the interactions noted in Figure 30. Thus we cannot accept our hypothesis that decreasing
intensity would provide a strong visual cue of depth. However, the main effect of opacity cannot
similarly be explained by any interactions, which means that this effect remains across all the
other independent variables. This argues for accepting the hypothesis that opacity is a globally
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Figure 30. Drawing style by intensity (constant in pink, decreasing in blue) interaction
on response time (right) and on error (left) [Livingston et al., 2003]. ©2003 IEEE. Reprinted, with
permission, from IEEE 2nd International Symposium on Mixed and Augmented Reality.

effective layering and ordering cue. In addition, during our expert evaluation sessions, we
discovered that expert evaluators could learn to accurately discern depth ordering with an
increasing opacity per layer. Since the closer layers are more transparent with such a scheme,
this allows users to visualize a greater number of layers. It remains to be studied whether the
number of layers can be increased without sacrificing accuracy or speed, with any scheme of
opacity settings: decreasing, constant, or perhaps even increasing.

7.1.4. Lessons Learned on the Evaluation Process
Below we list a handful of lessons learned on applying the usability engineering process during
our occlusion work. These lessons were carried forward as we continued to study the core
scientific issues of depth perception and text legibility.
Create a small multidisciplinary group to assess evolving UI prototypes. Too often, software
developers or even usability engineers assess designs alone or in small groups (of software
developers) as they iteratively build a user interface, relying on obvious or canned application
programming interface (API) calls that to some extent affect the resulting UI. To produce more
usable UIs, create a small multidisciplinary group, consisting of the roles of usability engineer,
subject matter expert, graphics designer, software engineer, and system engineer – preferably
with complementary backgrounds and experience – to iteratively create, assess, and evolve user
interface designs.
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Employ the use of low-fidelity, static mockups for faster iteration on UI design. When
preparing for user-based studies, it is advantageous to develop sets of design concepts using
PowerPoint or other low-fidelity, static mockups presented through an AR display, which can
help form and refine an understanding of the design space. Moreover, these mockups can help
designers identify design parameters that are good candidates for user-based studies. In some
cases, it is possible to empirically cull candidate designs and identify candidates that are likely to
result in better user performance (as compared to the designs that are culled). This was the
approach we used when examining occlusion in BARS [Hix et al., 2004].
Iterate user interface design as much as time and resources permit. This lesson learned is not
necessarily novel, as many well-regarded software and usability engineering approaches are built
on the tenet of iteration. However, it bears mention here since the scope of iteration, and perhaps
the number of iterations required, for AR interfaces may be larger than needed for traditional
user interfaces since there are often no existing design guidelines and standards upon which to
base AR UI designs. Specifically, early in the design process, a given iteration may not
necessarily refine a previous iteration. Instead, a series of iterations may explore somewhat
divergent design paths, or conversely explore different sets of design parameters. However, as
the UI design process moves forward, iterations become incremental. As mentioned above, it is
optimal to have a multidisciplinary group assess designs on each iteration of an AR UI.
Don’t assume a participant’s view through an AR display is always correct. Unlike traditional
monitor/CRT-based software systems, in AR, it is impossible for experimenters and participants
to use the same AR display at the same time. Moreover, AR displays often employ stereopsis,
and also often require adjustments for interpupillary distance and transparency. As a result,
experimenters should always don the AR display before each participant begins their session to
verify that all settings are correct and that the computer imagery is properly rendered.
For outdoor AR, position the participant to minimize effects of direct lighting. Through the
expert evaluation of BARS and this study on occlusion, it became clear that sunlight adversely
affects the ability of participants to view augmenting graphics in outdoor AR settings. Based on
these observations, when studying UIs for outdoor AR, position participants to minimize the
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effects of direct lighting, by, for example, having their back towards the south (in the northern
hemisphere). The position of the sun and orientation of the participant in turn have an effect on
the design of experimental user tasks specifically, the real-world components the AR system is
augmenting and the effect of lighting on the participant and real-world scene. As a result,
designing specific experimental tasks needs to take into account the exact position and
orientation of the participants.

7.1.5. Informing Subsequent Studies
Following this study, we shifted our research focus to address other core scientific issues listed in
Table 4; specifically depth perception and text legibility. As such, this study on occlusion did
not directly inform the subsequent studies described in the remainder of this dissertation (at least
in terms of user interface design guidelines). However, our experiences preparing for and
conducting this user-based occlusion study, as well as the lessons learned on the evaluation
process, greatly informed our approach to conducting research on depth perception and text
legibility.
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7.2.

User-based Evaluation of the Nomad™ Display

Concurrent with the study on occlusion, we conducted a user-based evaluation of the Nomad
display, a prototype, now commercial, outdoor AR display built by Microvision
(http://www.microvision.com). This work was not directly related to the overall BARS usability
engineering process – indeed the display technology is inherently different than the specific
BARS AR display technology. However, we include this work because it generated lessons
learned conducting user-based AR evaluations, and provided insight moving forward and
informing subsequent studies.
The Nomad is a head-worn, optical see-through AR monocular display that employs a lowpowered laser to render images directly on a user’s retina (Figure 31). Due to its unique
rendering technique, the Nomad is able to generate much brighter virtual images as compared to
other LCD-based optical see-through AR displays. This qualitative user-based evaluation
examined AR display issues such as focal length,
display brightness, contrast/lighting conditions,
complexity of real-world background, as well as
form factor, weight, etc. A secondary goal was to
provide a prioritized list of issues and
recommendations for user-centered design
changes to the Nomad.

7.2.1. Approach
We used two different evaluation approaches:
Assessment by a Group: Demonstrating the
Nomad to a group of about a dozen Virginia Tech
students and four faculty who participate in a
regular University-wide virtual reality research
meeting. Each person wore the Nomad seven to
ten minutes.
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Figure 31. Detailed view of the Nomad
display shown with a Virginia Tech
ROTC Marine participating in our user-based
study.

Assessment by Individual Marine and Navy Users: Use of the Nomad by two Virginia Tech
Naval ROTC instructors (active Marines) and three Virginia Tech Naval ROTC students
(Midshipmen in their senior year, but all with prior active military service). Each person wore
the Nomad about one hour.
Because the Nomad applications were in an early stage of development, we did not use explicit
scripts/task sets for the participants to follow; all user interaction with the device was driven by
specific targeted questions. That is, there was no specific application in which to evaluate;
instead we generated a number of PowerPoint slides to use as visual stimuli. The questions were
designed to determine, for example:
•

What a participant could read on the display based on different focal lengths; that is,
when focusing on real-world backgrounds at near-range (approximately arm’s length),
mid-range (approximately 50 feet away), and far-range (out toward horizon/infinity).

•

How well a participant could perform real-world tasks (e.g., dial a phone number on a
real fax machine) with various augmenting graphics/text “in the way”. We also
examined such tasks at various focal lengths/distances (near-, mid-, and far-range).

•

How much context switching (between the augmenting graphics and the real world) a
participant had to do, and how difficult this was for the participant.

•

Effects on reading augmenting graphics/text on different types of display and
environmental characteristics (e.g., transparency, density, contrast/lighting conditions,
complexity of real-world background).

All evaluation sessions were conducted indoors, but with participants performing tasks that
required them to look both outdoors and indoors. The position at which each participant stood,
in a window of Torgerson Hall, is shown in Figure 32.
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Figure 32. A participant’s view looking outdoors in our user-based evaluation of the Nomad display.

Because this evaluation was an informal user-based evaluation seeking mostly qualitative
findings, there was no attempt to control or measure various display and environmental factors
such as display intensity and density, complexity and brightness of background, lighting
conditions, dynamic background distractors such as pedestrians, etc.

7.2.2. Results
This study produced a number of interesting qualitative results. Overall, participants found the
Nomad fascinating and interesting. They were able to use it fairly readily, even though they did
have discomfort with it. All military participants said they would be willing to try it out in a real
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military situation if some of the issues they raised (for example, the ability to instantly turn off
all augmenting graphics, or swing the eye-piece out of the way) were addressed and corrected. A
key conclusion from our observations is that thorough domain analysis and user task analysis are
going to be especially critical for development of effective, efficient, safe Nomad-based – and,
by extrapolation – other AR-based, applications.
Other findings were high-level, overarching usability issues of the Nomad display. Our
observations on major usability issues indicated that participants had difficulty with:
•

Continual context switching (both physical – with eyes, and cognitive) between the
real world and the Nomad display augmenting graphics

•

Differences in focal lengths of real-world backgrounds

•

Brightness, color, and clutter of the real-world background

•

Eye piece and head gear form factor and weight

•

Density of graphics on display

7.2.3. Informing Subsequent Studies
The user-based evaluation of the Nomad display reinforced our understanding of a number of the
core scientific issues identified after our expert evaluation of BARS. Specifically, we observed
that the perceptual integration of augmenting graphics and the real-world scene was difficult for
most users, and thus they had to continually switch context between the two. This led us to pay
special attention to the design of subsequent experimental user tasks. We also had further
confirmation that the real-world background (brightness, color, and clutter) had an effect on user
performance, especially the discernability of graphics and text. This finding in turn helped us
better understand the potential design space for our text legibility studies.
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8.

Pilot Studies: Preparing for User-based
Studies on Text Legibility

While conducting the expert evaluation and study on occlusion, it became clear that there were
many technical and environmental challenges to conducting controlled user-based studies
completely outdoors. As a result, we gave special attention and thought to different ways in
which we could run studies that examined the effect of lighting conditions and real-world
backgrounds on outdoor AR, but conducted from an indoor position, where we had much more
control (in particular, systematic control) of the environment. Moreover, by conducting the
study indoors, we could eliminate a number of logistical experimental challenges such as robust
tracking that is “ready to be used” (as opposed to a mobile tracking system that would require
calibration and likely introduce uncertainty and variability to the study), a stationary and
powerful computer (as opposed to wearable), ease of setup (as opposed to lugging out
equipment, notebooks, and so on, as well as connecting and testing all components each day).
To this end, we first examined the use of the CAVE™ as a means to simulate an outdoor
environment (Section 8.1). We also examined an experimental setup where participants sit
indoors (e.g., near a window), but look out onto the real world (Section 8.2). Both of these pilot
studies were conducted by Gabbard.

8.1.

Pilot Study – Controlling Real-world Lighting and
Backgrounds in the CAVE™

One of our first pilot studies explicitly designed to explore the effects of real-world backgrounds
on the legibility of augmenting text was conducted in the Virginia Tech CAVE™. The study
was conceived as a means to simulate outdoor environmental conditions using photographic
images projected onto the CAVE walls. By projecting the images onto the CAVE walls, we
were able to create a strong sense of presence, and also control (as oppose to measure) the
amount of ambient and background lighting. Another benefit of performing the study in the
CAVE was that we were afforded very accurate head tracking to support registered AR graphics,
albeit onto a virtual “real world” rather than the actual real world.
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8.1.1. Approach
We initially decided to choose an application-based context for the pilot study to support some of
our concurrent funded research activities. Specifically, we designed the study to emulate an
urban setting, by mocking up street intersections. We photographed and modeled five
intersections around Blacksburg, ranging from a visually complex, paved, downtown scene to a
simple, rural gravel road. An example of a panoramic picture used to mock-up an intersection is
presented in Figure 33.
Our virtual real world was created using DIVERSE, an API created at Virginia Tech for
developing interactive VR applications [Kelso et al., 2003]. In most VR scenes, the rendering
software must be given a geometric model of the virtual world, in order to draw scene objects.
We presented our virtual real-world scenes in the CAVE using a large simple geometric cylinder
around which we wrapped a panoramic photograph such as that shown in Figure 33. That is, we
did not create models of buildings, roads, trees, etc., and composite them in the virtual worlds,
but instead created a simple (albeit compelling) immersive cylinder. The resulting realism of the
cylindrical scene was adequate to examine the effect of background on the legibility of various
augmenting drawing styles. This approach was relatively quick as compared to modeling an
entire street scene, and provided compelling presence in the CAVE.

Figure 33. Panoramic image of a Virginia Tech 3-way road intersection used to
simulate the real world in a CAVE™-based study [Gabbard, Swan & Hix, 2006]. © 2006 MIT Press.
Reprinted, with permission, from Presence: Teleoperators & Virtual Environments, Vol. 15, No. 1.

Based on previous user studies with BARS, we decided to pilot a forced-choice user task as our
experimental task. Specifically, we immersed the participant at one end of a virtual four-way
intersection, and had them choose the direction (left, right, straight) that matched the street name
read aloud by the experimenter. Street names were presented in the AR display and registered to
the respective street areas of the scene (much like street signs are placed at real street
intersections). The experimenter read aloud one of three street names, the participant had to
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visually scan the scene for the correct street name, and then select the direction that corresponded
with the virtual street sign name.

8.1.2. Results
When piloting the CAVE-based study, we identified several factors that would significantly limit
our planned research. The most profound was that the CAVE projectors (and even newer highintensity DLP projectors) did not provide enough illumination to simulate an outdoor
environment. In fact, almost any augmenting text presented on the AR display was legible
independent of the virtual background. Using a light meter, we determined that the maximum
amount of light that could be created using the current VT CAVE configuration is 90 lux (we
flooded each wall and the floor with a completely white scene and measured 20 lux against the
wall, 40 lux in the CAVE center, and a max of 90 lux) – which approximates that of an outdoor
sunset, or an indoor corridor and living room. This measure is not close to the illumination
measure of a cloudy, bright day outdoors, which would measure 25,000 lux.
We attempted to flood the CAVE room with additional lighting to approach realistic outdoor
illumination levels, but doing so washed out the rear-projected CAVE walls to the point that
none of the virtual real-world scene was visible. A last attempt was to reduce the illumination on
the display so that the relative illumination between the augmenting text and the virtual
background approximated the relative illumination between a fully illuminated AR display and a
typical outdoor scene. However, we felt that this approach would not produce results that could
be generalizable to real-world AR usage settings, since we would be approximating or simulating
more real-world factors (i.e., first simulating the real world, and then simulating relative
illuminance). We did determine, however, that the CAVE would be well-suited to support a
controlled environment for studying AR usage at night, dawn, dusk, or indoor AR.

8.1.3. Informing Subsequent Studies
Our experiences in the CAVE indicated a need to seek additional information on brightness and
illumination to gain a better understanding of the field, the terminology used, the typical units of
measure, as well as how to measure, and lastly how to classify various lighting and luminance
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levels. In pursuing this additional information, we discovered the illumination classification
table presented in Section 2.2.1
Based on this additional lighting information, we altered our study strategy so that, instead of
attempting to control the ambient scene lighting (which was very difficult since we were aiming
to create an artificial outdoor scene), we chose to use actual outdoor lighting and measure the
amount of light present at any given time. Using this approach, we expected our user-based
studies to benefit from natural illuminance levels, but knew that we were restricted to lighting
conditions that fell within a given range of light measurements. Despite our desire and efforts to
control the lighting, we felt that measuring actual light and restricting our studies to a fixed set of
lighting levels was a scientifically valid choice, especially since it would produce more
generalizable results for use in real outdoor AR usage contexts. We chose to perform studies
with illuminance levels between 2,000 lux and 25,000 lux, or lighting no darker than that of a
“cloudy dull” day and no brighter than that of a “cloudy bright” day (see Table 1).

8.2.

Pilot Study – Providing an Outdoor Visual Field of
View from an Indoor Position

Based on our experiences during the user-based evaluation of the Nomad display (Section 7.2)
and through piloting in the CAVE (Section 8.1), we decided that in order to simulate an outdoor
experimental setting, we would need to use actual real-world illuminance. As a result, we altered
our research approach so that participants would view real-world outdoor stimuli by standing at a
window and looking outdoors. We posited that the location used for the user-based evaluation of
the Nomad display would suffice, as it afforded a controlled environment with a view to a bright
outdoor area.

8.2.1. Approach
This approach replaced the virtual street intersections used in the CAVE pilot with an actual
outdoor scene. While this approach limited our ability to examine scenes of varying complexity
(we could not generate synthetics scenes, and instead were limited to the view afforded by the
single window), it did support ecologically valid outdoor lighting conditions for that scene. This
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approach also afforded a controlled indoor environment for performing the study, as well as the
potential for accurate and robust head tracking (and thus, registered AR graphics).
However, when piloting this study we determined that the amount of indoor lighting, or more
specifically, lighting at the participant’s position, was not sufficient to emulate an outdoor
environment even though the outdoor scene was adequately illuminated. Moreover, reasonable
available study locations (i.e., areas we could use uninterrupted for long periods of time to
conduct studies) contained restricting windows that afforded limited horizontal and vertical
fields of view, and therefore a limited set of real-world backgrounds. Another irreconcilable
problem was the simple fact that the study location would be restricted to a single scene that
could not be controlled, since it overlooked an area that is frequently traveled by students en
route to class.

8.2.2. Results
As a result of piloting from an indoor position, we reconsidered (yet again) our approach to userbased studies. After designing and piloting studies in the CAVE and at the indoor window
position, we were faced with assessing three critical tradeoffs for our research agenda:
•

controlling the amount of ambient light versus measuring it,

•

controlling distances to objects versus measuring, and

•

controlling the complexity of the scene versus measuring.

Controlling the amount of ambient light while retaining realistic outdoor luminance levels was
not possible, and as such we decided that all subsequent studies would have to be performed
outdoors. From prior experience (the BARS expert usability evaluation presented in Chapter 5),
we had learned that it is very difficult to incorporate accurate head tracking in outdoor studies,
and, moreover, we knew that conducting a study under varying outdoor weather conditions was
hard on equipment, experimenters, and participants alike!
Controlling the distance to objects in an outdoor study is difficult as well, and in most cases
requires the participant’s position to be moved as opposed to moving an object. Moving
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participants around (and thus moving equipment around) in the middle of a study is very
difficult, if not intractable for these types of user-based studies. While the stated alternative was
to measure the distance to various objects, we felt that it was more important to proceed along a
research path that let us control the distances between participants and real-world backgrounds.
Our experiences also indicated that the complexity or visual makeup of an outdoor scene was
also very difficult to control, as there inevitably are passing cars, people, squirrels, birds, and
curiosity seekers.

8.2.3. Informing Subsequent Studies
To balance the lighting tradeoffs and environmental challenges, we opted to alter our protocol
and conduct the study in a well-lit greenhouse on the Virginia Tech campus. We located an
underutilized greenhouse that afforded ample lighting at the participant’s position, but also at the
real-world background’s position. Using moveable real-world backgrounds, we were able to
control the distance between participants and objects. We were also able to control the
complexity of the scene and eliminate the (potential confounding) opportunity for random
persons or automobiles to alter the scene. Lastly, the greenhouse allowed the experimenter,
equipment, and participants to be protected from some climatic elements.

8.3.

General Methodology for Conducting
User-based Studies on Text Legibility

Over time, it became apparent that issues surrounding legibility (e.g., of text) in dynamic outdoor
conditions were critical, as they likely apply to any graphics displayed under these conditions.
This substantial body of work on text legibility (Chapters 9 and 10) was conducted last in the
progression of research.
This work on text legibility employed user-based studies to research the effects of real-world
backgrounds and UI design on user task performance. The studies moved from an initial
physical space and setup that afforded little participant movement and a narrow field-of-view to
a large outdoor space that supports a larger visual field-of-view, and a rich set of real-world
backgrounds.
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Participants performed low-level perceptual experimental tasks. The experimental tasks were
designed to specifically measures users’ ability to read AR text (i.e., text legibility), as opposed
to the legibility of icons, lines, or bitmap graphics. Semantics (e.g., cognitively understanding
the contents of the text) was not addressed in this work. Our rationale was that if the participant
cannot see and read text, then certainly the participant cannot understand its contents. So this
work focused only on visibility and legibility of text.
It can be argued that text is one of the most fundamental graphical elements in any user interface.
Preece et al. [1994] presents a list of basic 2D window components including windows, menus,
controls and control panels, dialogue boxes, and cursors, which most AR UIs do not incorporate.
Among the reasons are AR’s current state of UI infancy, as well as the fact that users need to be
able to see, and sometimes work, through the augmenting graphics, and thus good AR UI
designers strive to be parsimonious with augmentations. Since very little work has been done to
research how best to display any graphical elements in AR imposed on top of a complex realworld background, we suggest that researching text specifically provides insight into how to
design or construct more complex AR user interface components.
We designed our user tasks so that participants had to reply with forced-choice answers. This
approach reduced the amount of interpersonal communication required between participant and
experimenter and also presented participants with tasks that could be completed quickly. Our
approach allowed for a greater number of factors to be studied, and repetitions to be performed,
since the time for a participant to complete one experimental task was on the order of a few
seconds. Moreover, from experience and observations [Azuma, 2003; Livingston et al., 2003],
this approach decreased the chances for unintended effects on variance, and increased the
likelihood of interesting statistical findings.
We recruited participants from the Virginia Tech Blacksburg campus. They all self-reported to
have normal or corrected-to-normal vision and normal color vision. Participants were not paid
for their time; however, some received class credit for participation. Participants were able to
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complete a set of tasks in less than 90 minutes, so that their total time required was under two
hours (including questionnaires and potential pre-tests).
Our experimental protocol followed the general user-based study protocol that we have
successfully applied in the past. Our approach first required participants to complete a presession questionnaire. We next introduced the participant to the study in a generic sense, and
provided specific instructions for the session. The participants then performed a series of
practice tasks that were logged. Once a participant was comfortable with the experimental tasks,
we then had the participant work through all experimental conditions. We designed the
experimental software to be flexible so that participants could take breaks or ask questions
without disrupting the automated data collection or experimental task timing. Lastly, we had
participants complete a post-questionnaire.
We collected both qualitative and quantitative data during the user sessions. We chose task time
and task accuracy as quantitative measures of effectiveness; we did not attempt to measure
cognitive workload. We automated the collection of quantitative data such as task time and task
accuracy using software event trapping and data logging. We collected qualitative data, such as
perceived participant ease of use, via pre- and post-questionnaires, as well as from participant
dialogue and informal (loosely structured) interviews.
We applied statistical techniques such as ANOVA to our quantitative data, and included other
analysis techniques (e.g., linear regression) that allowed us to investigate the relationship
between graphical encoding techniques in AR UI design and dynamic environmental conditions
such as natural luminance measures and real-world background complexity.

8.3.1. Experimental Design of Text Legibility Studies
To support our research, our two user-based studies on text legibility incorporated the following
experimental design factors:
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1. Stimuli design factors – used to alter how the specific target strings or stimuli were
presented. Examples include graphical encoding techniques such as text color, drawing
style, and drawing style color.
2. Real-world background factors – such as the types of real-world scenes, objects, and
textures that are often de facto backgrounds in typical outdoor scenes, were used to
characterize the environment in which a user performs the experimental task.
3. Outdoor illuminance – such as the amount of natural lighting present at the user’s
viewing position. In our first study, natural lighting was filtered through the coated
greenhouse glass, creating more indirect, ambient lighting. In the second study
(conducted outdoors) lighting was more variable as the time of day and weather
conditions shifted.
These sets of independent variables were chosen from a larger set of candidate variables. In
deciding which independent variables to study, careful consideration had to go into 1) the
amount of time a participant could reasonably perform experimental tasks and 2) the most
important independent variables and factors that address the fundamentals of text legibility. The
initial list of potential variable sets (and variables) is presented in Table 7. Note that this table
also includes whether the variable could be classified as a stimulus design, outdoor condition, or
AR UI visual clutter factor.
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Table 7. Initial experimental design space detailing each independent variable set, some example
variable levels, and variable set classification.

Preliminary Experimental Design Space
Independent Variable Set
Graphical encoding mechanisms
Type of real-world backgrounds (scenes,
objects, and textures)
Visual complexity or real-world visual
scene
Distance from participant to real-world
backgrounds
Natural luminance and lighting
Type of cluttering user interfaces
Visual complexity of the user interface

Examples
Drawing style, color,
shape, position
Tree, sky, automobile,
building material, signage
Simple scenes (such as a
desert), complex scenes
(such as New York’s
Times Square)
One meter,
two meters,
four meters,
infinity, etc.
See Table 1
Empty, simple, cluttered;
static, dynamic
Simple line art to mark
boundaries, photorealistic
bitmap textures overlaid
onto the real world as
virtual billboards, etc.

Classification
Stimuli design
Outdoor condition
Outdoor condition

Outdoor condition

Outdoor condition
AR UI visual clutter
AR UI visual clutter

When possible, our user-based studies were full-factorial designs that employed within-subject
variables exclusively so that all participants saw every level of each variable. Since our
experimental tasks were low-level, psychophysical tasks, they were not susceptible to learning
effects, and as such, we felt that within-subjects designs were appropriate. We measured user
response time and various error metrics (e.g., the absolute difference between the correct count
and the participant response) as dependent variables.
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Figure 34 is an illustrative example of a study employing the type of experimental design
outlined above. In the example, this treatment uses nominal data (i.e., a building label),
represented as text and encoded using font size and font color. The participant would see this
information presented through an AR display onto a real-world background of varying
complexity. Outdoor illuminance is measured at the participant’s position to get a better
understanding of how illuminance affects text legibility in outdoor AR.
Other experimental considerations included repetition (to increase statistical power). In deciding
exactly what factors to study, we used findings from previous studies to identify candidate
factors and to weigh tradeoffs en route to establishing a final list of experimental factors.

Applying Research Thrusts to User-based Studies
Measure outdoor illuminance at the user’s
position and its effect on task performance
Examine several different outdoor
background textures
Explore text drawing
styles

User

AR user interface

Real world

Figure 34. An illustrated exemplar study treatment depicting how research thrusts
manifested themselves in user-based studies
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9.

User Study – Greenhouse User-based Study
on AR Text Legibility

After trying two different experimental setups as explained in Sections 8.1 & 0, we decided that
in order for our text legibility studies to be ecologically valid, we needed sufficient natural
lighting both at the real-world background position and at the participant’s position. From our
expert evaluation and user-based study on occlusion, we knew we wanted an experimental site
that provided some degree of protection and permanence, not provided by a remote outdoor
location. As a result, we identified an underutilized greenhouse on the campus of Virginia Tech
to conduct our first text-legibility study. This chapter describes our first user-based study on text
legibility that examined the effect of six text drawing styles and six outdoor backgrounds
textures on user task errors and user task time on an outdoor AR text legibility task. This work
was performed by Gabbard and was first published in [Gabbard et al., 2005] and extended in
[Gabbard, Swan & Hix, 2006].
Through these same user and pilot studies (Sections 7.1, 7.2, 8.1 & 0), we also determined that
reading text in outdoor AR environments is not only difficult, but more importantly, a necessary
precursor to many other typical user tasks. These and other studies [Weintraub & Ensing, 1992;
Piekarski & Thomas, 2002; Thomas et al., 2002] have also indicated (largely through qualitative
measures) that outdoor background textures, distance from the participant to these backgrounds,
and ambient illuminance have a noticeable effect on text legibility.
Moreover, we have also observed that many AR displays are built with fixed focal lengths,
meaning that the participant’s eyes must focus at a fixed distance (e.g., two meters for the Sony
Glasstron) independently of the virtual distance to the augmenting text or the actual distance to
the real-world background. Based on these observations, we conducted a study using text
legilibility tasks that examined the effects on user performance of outdoor background textures,
changing outdoor illuminance values, text drawing styles, and distance from the participant to
the background. We captured user response time, user error, and measured, and controlled for,
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variance in natural illumination levels. Table 9 summarizes the variables we systematically
examined.
Since our work relies on dynamic outdoor viewing conditions, we created a research testbed that
employed an optical see-through display (as opposed to a video-see-through display) so that
participants saw through the display directly to the real world (as opposed to viewing LCD
screens with real-time camera video feeds). This see-through approach to AR maximized the
extent of presence and degree of “realspace imaging” [Naimark, 1991] by maximizing the visual
fidelity of outdoor background textures and by allowing a large range of natural light to reach the
participant’s eye.
Leveraging the realistic outdoor lighting conditions afforded by the greenhouse, we measured the
luminance at the participant’s position for all tasks. Large posters representing outdoor
background textures were placed at various distances from the participant, to simulate real-world

Figure 35. (Left) The greenhouse experimental setup from the participant’s perspective. Silver and black
tripods are shown for reference and were not present when participants performed tasks at the far distance.
(Right) An evaluator’s perspective of a participant performing a task at the near distance condition.
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outdoor backgrounds (e.g., objects and textures) at various positions. Figure 35 shows the
experimental setup from two perspectives.

9.1.

Approach

Three independent variables – outdoor background textures, text drawing styles, and distance
from the participant to the background – were carefully chosen from a large list of candidate
factors from our previous research findings. The initial list of candidate factors (shown in Table
8) was sizeable at first, and clearly identified the large scope of the potential experimental design
space for this first user-based study on text legibility. The list addressed three categories of
factors: environmental conditions, stimuli design, and user interface complexity. Because this
study was designed to be the first of two studies, we felt that it was appropriate to focus it on a
tenable set of important factors that would provide the most useful insight on how real-world
backgrounds and AR UI text drawing styles affect user task performance in mobile outdoor AR.
Table 8. Initial list of candidate factors used to scope the
greenhouse user-based study on AR text legibility.

Environmental Conditions
Luminance at participant’s position
Illuminance at real-world background position
Outdoor background texture
Distance to outdoor background texture
Stimuli Design
Augmenting graphics type (e.g., text, icon, bitmap)
Color or style of graphics
Intensity of graphics
Size of graphics
Shape of graphics
Position of graphics
Animation effects
UI Complexity
Amount of augmenting UI graphics
Density of augmenting UI graphics
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The set of experimental variables we chose for this study is summarized below in Table 9. Since
outdoor background textures and distance to outdoor background textures had been shown to be
important in performing this type of task (i.e., visual search task, defined in Section 9.1.2), we
decided to examine six different outdoor background textures typical of an urban outdoor setting
(discussed in Section 9.2.2.1). We presented these outdoor background textures to the
participant at three fixed distances to explore both the effect of distance to outdoor background
textures on user task performance and the effect of a mismatch or match between the perceived
display focal plane (i.e., distance from the participant to where the augmenting graphics appear
in the real world) and the distance from the participant to the actual outdoor background texture.
We also examined six text drawing styles that are characterized by color (discussed in Section
9.2.2.2).

9.1.1. Hardware and Software
The hardware for our AR platform consisted of two components. For the image generator, we
used a Pentium M 1.6 GHz computer (comparable to a Pentium IV 2.4 GHz) with 772
megabytes of RAM and an NVidia GeForce4 4200 Go graphics card generating monoscopic
images. The computer ran under the Linux Mandrake operating system. This computer was also
Table 9. Summary of variables examined in the greenhouse user-based study on AR text legibility.

Independent Variables
participant
distance (from participant to
outdoor background texture)

18
3

outdoor background texture
(see Figure 38)
text drawing style
(see Figure 38)

6

repetition

4

Dependent Variables
user response time
user error
ambient illuminance

6

random variable
near (1 meter),
medium (2 meters),
far (4 meters)
pavement, granite, red brick,
sidewalk, foliage, sky
static: billboard, red, green
active: complement,
maximum HSV complement,
maximum brightness contrast
1, 2, 3, 4
in milliseconds
0 (correct), 1 (incorrect)
in lux
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used to collect user task timing and accuracy data during the study. For the display device, we
used a Sony Glasstron PLM A55 biocular, optical see-through display, at NTSC resolution.
Because our user task did not require world-centered graphics, we did not use a tracking device.
The participant entered a single response for each trial on a standard extended keyboard, which
was placed on a stand in front of the participant at a comfortable distance, as shown in Figure 35.
The illuminance on the Glasstron display device, which can be adjusted, was set for maximum
luminance since it is well-known that most AR displays are difficult to read outdoors regardless
of user interface design and outdoor background textures. We used a light meter to measure the
illuminance projected by the Glasstron, and determined that a representative range of
illuminance for the Glasstron is 2.5 lux (Glasstron flooded with blue screen [0,0,255]) to 12 lux
(Glasstron flooded with white screen [255,255,255]). The display does not permit adjustment of
the inter-pupillary distance; however, since our study did not employ stereoscopic graphics, this
was not an important issue. To collect luminance data, we used a Cooke Corporation Cal-Light
400 that provided real-time luminance readings in lux.
The user-based study was driven using customized software developed using the DIVERSE API
[Kelso et al., 2003], the same API used for our first pilot study (Section 8.1). The DIVERSE
API provided 3D virtual reality functionality, as well as the ability to make direct OpenGL
graphics calls. Our software employed a mix of standard DIVERSE features and custom
OpenGL text-drawing graphics routines.

9.1.2. User Task and Experimental Setup
It can be argued that text is one of the most fundamental graphical elements in any user interface.
And since very little work has been done to research how best to display any graphical elements
in AR imposed on top of a complex outdoor background texture, we posited that specifically
researching text would provide insight into how to design and construct more complex AR user
interface components. Since we were interested in text legibility, we designed a user task solely
focused on text-based visual stimuli, as opposed to icons-, lines-, or bitmap-based. Thus we
consider our user task a visual search task, which requires visual scanning to locate one or more
targets [Christ, 1975; Christ, 1984; Wickens, 1992]. As mentioned previously in Section 8.3,
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the user task was purposefully designed to be a low-level visual search task that did not require
any semantic interpretation (e.g., cognitively understanding the contents of the text); our basic
motivation was that if the user of an AR system cannot see and read text, then certainly that user
cannot understand the text’s meaning.
We designed a user task that abstracted the kind of short reading tasks, such as reading text
labels, which are prevalent in many AR applications. The user task was to identify (find and
read) a single numeral presented in a text string of randomized, distracting letters. Specifically,
each text string contained one, and only one, numeral – either 4, 5, or 6. For each trial,
participants entered the numeral, using the numeric keypad of a standard extended keyboard, by
pressing a key in the middle row of numbers (i.e., 4 through 6). Participants entered a 0 if either
they could not find the text string at all (i.e., the string was effectively invisible), or if they could
not see a numeral in the text string.
All text strings were presented in the middle of the participant’s field of view, and participants
were instructed to minimize their head movement. Since outdoor background textures were
placed directly in front of each participant (using large posters, as described below in Section
9.2.2.1), all text strings were effectively presented in the middle of each outdoor background
texture. This allowed participants to concentrate on reading, and not searching for, the target text
strings. Participants did however, have to visually search within the target text string for target
numerals.
Participants first performed a short series of practice tasks, which used a blank, white cardboard
box as the practice outdoor background texture. All participants appeared to understand the task
very easily, and demonstrated this understanding quite readily during the practice trials. The
software contained planned pauses during the trials so that participants had ample opportunity to
take short breaks and ask questions as desired.
Participants ranged in time from 30 minutes to an hour to complete the entire set of 7776 trials
(described in Section 9.2.4). Participants were told to make their best guess upon viewing each
trial and not to linger; however, no time limit per trial was enforced. Participants were instructed
to aim for a balance of accuracy and speed, rather than favoring one over the other.
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We measured the amount of ambient lighting (illuminance) at the participant’s position, both to
quantify the effect of varying ambient illumination on user task performance, and to ensure that
ambient illuminance fell into a pre-determined acceptable range. We used a Cooke Corporation
Cal-Light 400 light meter to measure illuminance at the participant’s position. We only
collected data during the middle of the day, when the sky was clear to at most partly cloudy.
During the study, the range of measured illuminance values was never outside our acceptable
range of 2000 to 25,000 lux.

9.2.

Experimental Design

9.2.1. Designing the Target String
We chose to present participants with a single string stimulus, to facilitate the simple text
legibility task – namely, visually scanning the single string for a single numeric digit.
Structuring the user task so that participants were forced to choose their answer from a small,
fixed set of potential answers allowed us to more easily automate data collection, since
participants simply entered their response as a single numeric digit on the extended keyboard.
We chose to use a non-word string so that participants could not easily recognize a word, and
thus possibly identify the numeral too easily. By using a non-word string, participants had to
carefully scan each string for the digit. We decided to use a base text string that consisted of six
letters, and then insert a single digit in one of the interior positions. We did not want the numeral
to appear in either the first or the last position of a string, as it might confound task times by
being easier to locate than numerals in interior positions). We chose to use numerals 4, 5, and 6
since they were visually similar to each other and conveniently located in a row across a
keyboard’s numeric keypad.
Instead of inserting the 4, 5, or 6 anywhere in a random string of six letters, we devised a scheme
to mitigate the possibility that a numeral might be more easily findable/readable between some
two randomly-chosen letters than two other randomly-chosen letters (e.g., a 5 may be more
easily finable/readable between an I and an L than between an S and a Z). Our scheme used
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Figure 36. Matched and unmatched components of our stimulus target string.
In the matched condition, the numerals appear between visually similar letters,
while in the unmatched condition, the numerals appear between visually dissimilar letters.

pairs of letters that most closely match the visual appearance of 4, 5 and, 6, again, to force
participants to carefully discern each letter and numeral in the string. Specifically, we paired
the letters A and K with the numeral 4, S and Z with the numeral 5, and the letters C and G with
the numeral 6 (see Figure 36 for the respective visual resemblances in Helvetica font). Using
these pairs of letters, we designed a scheme for constructing target strings that first placed either
an AK, SZ, and CG without replacement into the three existing positions, creating a base string
six letters long. We also included the reverse letter combinations KA, ZS, and GC, but with
respect to replacement, we treated an AK the same as a KA. As a result, each six-letter base
target string contained one of either AK or KA, then one of either SZ or ZS, and then one of
either CG or GC.
To prevent participants from learning that, for example, a 4 was always between an A and a K,
we designed two sets of target strings using the entire collection of possible base strings: a
matched set of strings and an unmatched set of strings. Matched strings always had a 4, 5, or 6
in its “correct” respective position. For example, a 4 would appear between an A and K or a K
and A. Unmatched strings contained a 4, 5, or 6 in its “incorrect” position. For example, an
unmatched string would contain a 4 between an S and Z, Z and S, C and G, or G and C.
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Our full factorial experimental design dictated that we create 432 target strings for each
participant. Since there are more possible unmatched strings than matched strings, we decided
that it was more important to have an even number of matched strings and unmatched strings per
participant than it was to have complete coverage of the entire possible string set. As a result, we
created two bins of target strings: a bin of 216 matched strings and a bin of 216 unmatched
strings.
To create the sets of 216 matched and unmatched strings, and to order each set of target strings
for each individual participant, we first created a “matched” bin containing the 36 possible
matched strings in canonical order, and then created an “unmatched” bin containing all 72
possible unmatched strings in canonical order. We then replicated each bin onto itself six and
three times respectively, so that each bin then contained 216 ordered strings. We then randomly
permuted each bin separately. Lastly, as we chose four strings for each block of four repetitions,
we simply pulled two strings (without replacement) from the top of each bin. To determine the
exact presentation order of the four chosen strings, we then assigned the four strings to a Latin
square [Box et al., 1978] to ensure that the order of presentation was not only balanced, but
systematically ordered, for each participant.

9.2.2. Independent Variables
As summarize in Table 9 above, we identified the following independent variables for our study.
These were all within-subject variables; that is, all participants saw every level of each variable.
9.2.2.1.

Outdoor Background Textures

We chose six outdoor background textures to be representative of commonly-found objects in an
urban setting, which is both the intended location for BARS use [Gabbard et al., 2002] and
objects found in any urban setting: ‘pavement’, ‘granite’, ‘red brick’, ‘sidewalk’, ‘foliage’, and
‘sky’ (Figure 37). For purposes of discussion, we refer to the red brick and foliage backgrounds
as visually complex (as compared to the other backgrounds). Visually complex outdoor
background textures have many colors, grey-levels, edges, and features of many shapes and
sizes. While we did not use any formal mathematical metrics for texture complexity (see [Peters
& Strickland, 1990]), we assert that the red brick and foliage backgrounds are intuitively more
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visually complex. To display these textures in the greenhouse, as well as to easily control the
distance between each background and the participant, we created large (40” x 60”) posters of
each background texture. We captured the textures by taking high-resolution digital
photographs, except for ‘sky’, which we generated using an Adobe Photoshop cloud-rendering
algorithm. We took the photographs during mid-day, and logged luminance readings to ensure
that the natural lighting fell within the desired luminance range (cloudy dull and cloudy bright as
shown in Table 1). Down-sampled versions of these digital photographs are shown in Figure 37.
We made large, matte-finished prints of each texture, which we mounted onto foamcore poster
board. We scaled the prints so that texture features were life-sized, e.g., bricks on the poster
were the same size as the actual bricks on the building we photographed, leaves were the same
size as the actual leaves on the tree we photographed, and so forth. Posters were set up on
tripods at specific distances from the participant during an experimental session.
9.2.2.2.

Text Drawing Style

We designed six text drawing styles based on previous research in typography, human
perception, color theory, and human-computer interaction text design issues [Gabbard, 2003].
We categorized the six text drawing styles into two sets (each containing three styles): static (or
i.e., background-independent) and active (i.e., background-dependent). The three static text
drawing styles were ‘billboard’, ‘red’, and ‘green’. These styles were exactly the same
independent of the background (poster) on which they were displayed (i.e., the text color did not
change). The three active text drawing styles were ‘complement’, ‘max HSV complement’, and
‘max brightness contrast’. These styles were dynamic and visually different, depending on the

Figure 37. The six outdoor background textures and their
respective average pixel colors (shown in small boxes).
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background (poster) on which they were currently displayed. All six text drawing styles are
shown in Figure 38 along with the six outdoor background textures and respective average pixel
colors. Details of each of the six text drawing styles follows.
We used a sans serif font, namely Helvetica, and presented the text at a size approximately two
inches tall at a distance of two meters. The size of the text was fixed and was not varied during
the study.
Billboard (static): Since many AR applications to date have used a filled rectangle as a
backdrop to text labels, we designed the ‘billboard’ style as the control condition, and used a
saturated blue text (a value of [0, 0, 255] in RGB space) on a white (value [255, 255, 255] in
RGB space) rectangular background. The solid white background for ‘billboard’ provided a
control by nearly completely occluding the outdoor background texture, resulting in easily
readable text regardless of the outdoor background texture. We chose a saturated white
background to fully occlude the outdoor background texture and because white is a commonly
used background color for GUIs and print media. We chose blue text instead of black text (as
most GUI-based reading studies use, or as typically used in newspaper and other print media)
because of an important, yet subtle, characteristic of see-through optical displays. Namely, the
color black is invisible (by design) in see-through optical AR displays, and as such, an AR
display cannot present information color-coded in black. Specifically, in optical see-through
AR, black is used to designate a pixel as transparent, and thus participants can see through the
pixel. An alternative way to think about this issue is that in RGB space black has a value of [0,
0, 0], that is, the display projects absolutely no red, no green, and no blue. The result is an empty
and thus transparent display. We used a fully saturated blue because our other static conditions
used fully saturated red and green colors.
Red (static): Our choice of ‘red’ as a condition was based on the physiological fact that cones in
the human eye are most sensitive to red and green colors (see Section 2.1.1). Another motivating
factor was the fact that one of our AR displays (specifically the Nomad) presents all information
in monochromatic red. While we did not use the Nomad display for the this study, and do not
intend to use the Nomad display in any subsequent user-based study associated with this
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dissertation research, we may in the future perform studies with this display, and would like to be
able to compare results when appropriate.
Green (static): Our choice of ‘green’ as a condition was based on the fact that cones in the
human eye are most sensitive to green (see Section 2.1.1).
As mentioned previously, the three text drawing styles just described were static. The active text
drawing styles were ‘complement’, ‘max HSV complement’, and ‘max brightness contrast’. An
initial pilot study of six users employed an alternate drawing style, ‘saturated complement’. User
task performance was so poor and task error was so high (according to preliminary data
analysis), that the ‘saturated complement’ drawing style was subsequently replaced by the ‘max
HSV complement’ style. Data for the first six pilot subjects were not included in any subsequent
experimentation, including the user-based study described herein.
These styles were dynamic, derived from the average color pixel value of each background as
described in detail below. The average pixel color values were calculated from each of the
original digital images using Imagick, an open source UNIX image manipulation tool. The
resulting average pixel colors and respective source images for the outdoor background textures
are shown in Figure 37.
Complement (active): We chose the ‘complement’ text drawing style based on color theory and
graphic arts guidelines asserting that strong color contrast supports efficient text reading [Legge
et al., 1990; Knoblauch & Arditi, 1994]. The ‘complement’ style (also called ‘inverse’ in
computer graphics) is defined in RGB space as shown in Equation 1. Using Equation 1, we
calculated each of the six background’s complement text drawing style by using the RGB value
of each background’s average pixel color value as the source values for R, G, and B.
R’ = ABS (R - 255)
G’ = ABS (G - 255)
B’ = ABS (B - 255)
Equation 1. Calculating the ‘complement’ text drawing style from the outdoor background texture’s
average pixel color value. R, G, and B are the RGB values of the source color and R’, G’, and B’ are the
resulting RGB values of source colors’ complement.
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A potential problem of using the complement in this particular setting is that some of our outdoor
background textures’ average pixel color fell into the midrange of the RGB scale, that is, their
respective R, G, and B values were closer to 128 than 0 or 255. As a result, the complement of
these colors does not provide strong color contrast as compared to the source background.
Specifically, the complements of pavement and granite provide very little color contrast.
However, the technique was included because of its prevalent use in graphics art as a means to
achieve good color contrast.
Maximum HSV Complement (active): Our observations of problems with the ‘complement’
style (observed during piloting text drawing styles for this study) motivated us to design this text
drawing style. To achieve further contrast, we first designed a ‘saturated complement’ style to
fully saturate the complementary color. However, pilot testing suggested that saturating the
complement of our chosen outdoor background textures resulted in mostly dark (approaching
black) text, which, as explained earlier in this section, becomes increasingly difficult to read
using optical see-through AR displays. We then refined the style with the following goals: retain
the notion of employing color complements, account for the fact that optical see-through AR
displays cannot present the color black, and use the HSV color model [Foley et al., 1993] so we
could easily and independently modify saturation. The equation for our ‘max HSV complement’
text drawing style is shown in
Equation 2.
H’ = (H + 180) - (((H + 180) DIV 360) * 360)
S’ = ABS (S - 100%)
V’ = 100%
Equation 2. Calculating our ‘max HSV complement’ requires a 180 degree rotation of H,
a complement of S (defined as |100% - S|), and maximizing the value, or brightness, of the color.

Maximum Brightness Contrast (active): We wanted to create a text drawing style that
maximized the perceived brightness contrast between the augmented text and the outdoor
background texture. This style is based on MacIntyre’s maximum luminance contrast technique
[MacIntyre, 1991; MacIntyre & Cowan, 1992]. Like MacIntyre, our algorithm calculates within
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the Commission Internationale de l’ Éclairage (CIE) XYZ color model [Foley et al., 1993],
because the Y basis function models human luminance sensitivity. To calculate this style, we
had to convert our known average pixel colors from RGB space to CIE XYZ space. This process
requires colorimeter equipment to physically measure the XYZ basis functions, which was
impractical for our experimental setup.
Algorithmically converting between RGB colors and XYZ colors requires assuming values for
two parameters: object size (measured in degrees of subtended field of view on the retina) and
white point. Given the nature of AR, and specifically the fact that the perceived luminance of
the display is based on (1) the display’s hardware settings and displayed augmenting graphics,
(2) the outdoor luminance, and (3) the luminance reflected from the scene, it is not clear how
traditional techniques for quantifying the necessary parameters could be applied to precisely
perform this conversion. As a result, we made a conscious decision to assume reasonable and
repeatable values for these parameters. The XYZ basis functions are only defined for 2° objects
(i.e., objects that consume 2 degrees of a viewer’s visual field) and 10° objects, and since 2° is
much closer to the size of our text strings than 10°, we used the 2° standard. Because we ran our
studies outdoors with natural lighting, we used CIE standard illuminant D65 as our white point,
since D65 represents sunlight. More details on these parameters and values are available in
[Wyszecki & Stiles, 1982; Foley et al., 1993].
Our algorithm for calculating the ‘maximum brightness contrast’ is described in Equation 3.
It only manipulates the CIE Y value. Let (X, Y, Z) be the CIE values of the outdoor background
texture’s average pixel color, and (X’, Y’, Z’) be the resulting text drawing style color. The

Equation 3. Calculating ‘maximum brightness contrast’ in the CIE XYZ color model.
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algorithm maximizes Y’ if Y is less than or equal to 0.5, otherwise it minimizes Y’. This
maximization (minimization) is the value closest to 1.0 (0.0) subject to the constraint that each
component of the resulting (R’, G’, B’) tuple is in the valid range of 0 to 255.
The resulting text drawing style colors for the ‘maximum brightness contrast’ are best
summarized visually, as shown in Figure 38.

Figure 38. Visual summary of all six outdoor background textures, respective average pixel colors,
and six text drawing styles [Gabbard, Swan & Hix, 2006]. © 2006 MIT Press. Reprinted, with permission, from
Presence: Teleoperators & Virtual Environments, Vol. 15, No. 1.
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9.2.2.3.

Other Independent Variables

Distance from Participant to Outdoor Background Texture: As summarized in Table 9, we
varied the distance from the participant to the outdoor background texture (poster) among three
different levels: ‘near’ (one meter), ‘medium’ (two meters), and ‘far’ (four meters). We chose
these distances based on the fixed accommodative focal distance of our Glasstron PLM A55
display (specifically, two meters), so that one condition would present augmenting text beyond
the background (display focal distance of two meters, poster at one meter from participant), the
second condition would present augmenting text on the background (display focal distance of
two meters, poster at two meters from participant), and the third condition would present
augmenting text in front of the background (display focal distance of two meters, poster at four
meters from participant). We call these conditions ‘near’, ‘medium’, and ‘far’, respectively.
Repetition: Each participant saw four repetitions of each combination of the other independent
variables. Each set of four repetitions used two target strings that met the “matched” criteria, and
two target strings that met the “unmatched” criteria, as defined in Section 9.2.1.

9.2.3. Dependent Variables
Also as summarized in Table 9, we collected values for three dependent variables: user response
time, user errors, and ambient illuminance at the participant’s position. For each trial,
customized software (described in Section 9.1.1) automatically recorded both the participant’s
four-alternative forced choice (i.e., 0, 4, 5, or 6) for the numeral shown in the target string, or to
indicate that no target string was visible, and the time the participant took to enter the response
after the software presented the stimulus. All combinations of independent variables were
presented to each participant; however, the order in which these were presented was randomly
permuted. Each participant viewed 432 trials.

9.2.4. Counterbalancing
Figure 39 describes how we counterbalanced presentation of stimuli to participants. We used a
factorial nesting of independent variables for our experimental design, which varied in the order
they are listed in Table 9, from slowest (participant) to fastest (repetition). When the distance
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variable changed, experimenters had to move the background posters to a different set of tripods,
and when the outdoor background texture changed, experimenters had to replace the background
posters on all the tripods. Because these activities were cumbersome and time-consuming, we
wanted to minimize the number of times they occurred, and therefore distance has the slowest
variation rate, and outdoor background texture has the next slowest rate. We collected a total of
7776 response times and errors (18 participants * 3 distances * 6 outdoor background textures *
6 text drawing styles * 4 repetitions), and 324 illuminance measurements (18 participants * 3
distances * 6 outdoor background textures). We counterbalanced presentation of the
independent variables using a combination of Latin squares [Box, Hunter & Hunter, 1978] and
random permutations [Gabbard, 2003]. Each participant saw all levels of each independent
variable, so all variables were within-subject.
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Figure 39. Our experimental design for the greenhouse study. We varied distance from participant to
outdoor background texture the least, followed by outdoor background texture, text drawing style,
and repetition [Gabbard, Swan & Hix, 2006]. © 2006 MIT Press. Reprinted, with permission, from
Presence: Teleoperators & Virtual Environments, Vol. 15, No. 1.
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9.2.5. Participants
We collected data from eighteen participants (twelve males and six females) that varied in age
from 20 to 31. All volunteered and received no compensation. Participants were asked to selfreport whether or not they wore glasses or contacts, their corrected vision, and any known colorblindness problems. Over half of our participants (11 out of 18) wore glasses or contact lenses,
and one had a slight green-red color deficiency. Twelve of our 18 participants reported moderate
to heavy computer use per day (between three and eight hours), and about half were familiar
with virtual reality systems either from class or through direct experiences. Participants did not
appear to have any difficulty learning the task or completing the study.

9.3.

Hypotheses

Prior to conducting the study, we formulated the following hypotheses:

1. Because the ‘billboard’ style obscures the background (and therefore some visual
interference with the stimulus string), it will result in the fastest and most accurate task
performance.
2. The ‘green’ and ‘red’ styles will result in fast and accurate performance, because a human’s
eyes are most sensitive to these two colors.
3. The ‘maximum HSV complement’ style will result in faster and more accurate task
performance than the ‘complement’ style, since it takes into account how optical see-through
displays present the color black.
4. The active styles will result in faster and more accurate task performance than the ‘green’
and ‘red’ (static) styles, since the active styles take background color into account.
5. The more visually complex outdoor background textures (‘red brick’ and ‘foliage’) will
result in slower and less accurate task performance, since their complexity will interfere with
the task.
6. When the distance is ‘medium’ (and therefore matches the display’s accommodative focus),
user performance will be faster and more accurate than with the distance is ‘near’ or ‘far’
(and does not match the display’s accommodative focus).

134

9.4.

Results

We present three categories of results and discussions. First, we discuss the results of our user
error analyses. We then briefly describe our outlier analyses. The bulk of the results present
findings from an analysis of variation (ANOVA) on mean response times, presenting results for
main effects and interaction effects on response time and illuminance. With ANOVA, we
modeled our study as a repeated-measures design that considers participant a random variable
and all other independent variables as fixed (see Table 9). When deciding which results to
report, in addition to considering the p value, the standard measure of effect significance, we
considered two different measures of effect size: eta-squared (η2), and partial eta-squared (pη2).
Both are measures of how much variance is accounted for by an effect; η2 is normalized across
all the study’s independent variables, while pη2 is normalized by each variable individually
[Cohen, 1973]. Last, we present our analyses on the affect of lighting on user response times.

9.4.1. User Error Analyses
We performed an initial error analysis to examine how often participants responded correctly and
incorrectly, as well as how often participants chose to respond using the “0” key to indicate that
no target string was visible. Despite careful piloting of the protocol, participants had an
approximately 98% correct response rate. Specifically, out of 7776 total trials (18 participants *
6 text drawing styles * 6 outdoor background textures * 3 distances from participant to outdoor
background texture * 4 repetitions), there were 7628 correct responses, 137 incorrect responses,
and 11 “target string was not visible” responses. Interestingly, all 11 of the “target string was not
visible” responses were from two participants, and under some of the brightest environmental
lighting conditions (greater than 10,000 lux). Seven of the eleven responses were with the
‘sidewalk’ outdoor background texture, and three were with the ‘granite’ background. The
‘complement’ text drawing style accounted for four of the seven (57%) responses using the
‘sidewalk’ background, and the ‘red’ text drawing style accounted for three of the three (100%)
responses using the ‘granite’ background. Because the error rate was so small (~1.9%), we did
not further analyze errors.
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9.4.2. Outlier Analyses for Response Time
We performed a simple, visual outlier analysis on user response times and through separate
ANOVA analysis, concluded that our results for response time were unchanged by replacing
approximately 1% of the outlying response times with the response time grand mean. This
simple outlier analysis was performed on the entire data set, as opposed to a cell-by-cell basis.
We recognize that replacing outliers with the grand mean reduces the overall variance, and as
such, statistical results appear to slightly more significant. However, since only 1% of outlying
response times were effected, we feel that this approach had a negligible effect on the overall
results. In fact, we examined an alternative outlier analysis technique that used the “box plot”
definition of outlier, where outlying response times are replaced by the nearest non-outlying
neighbor within that specific cell. However, we observed no significant changes in main effects.

9.4.3. Main Effects on Response Time and Illuminance
Figure 40 shows, as expected, an effect of outdoor background texture on response time (F(5,85)
= 6.16, p < .001, η2 = 1.36%, pη2 = 26.6%). Participants performed fastest with the ‘red brick’
background, and they had comparable times for ‘pavement’, ‘granite’, ‘foliage’, and ‘sky’.
Participants performed slowest with the ‘sidewalk’ background. Participants’ superior
performance using the ‘red brick’ background may be explained by our observation that
participants adopted a strategy of moving their head slightly to center the text string within a
single brick, and this framing, coupled with
the visual homogeneity of each brick, may
have enhanced legibility of the target string.
These results refute hypothesis 5; the
visually complex background textures
performed very well (‘red brick’) and
intermediately well (‘foliage’). Clearly,
factors other than visual complexity
dominated background performance.
The poor performance using the ‘sidewalk’

Figure 40. Effect of outdoor background texture on
mean response time [Gabbard, Swan & Hix, 2006]. ©
2006 MIT Press. Reprinted, with permission, from
Presence: Teleoperators & Virtual Environments, Vol.
15, No. 1.
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background may be explained by the fact
that the ‘sidewalk’ background exhibits the
second highest level of brightness in HSV
color space (see Table 10), and (along with
‘sky’) was associated with the highest
environmental illuminance values (see
Figure 45), thus requiring darker text colors
to provide good contrast. However, as
discussed above (in Section 9.2.2.2), AR
displays cannot effectively present darker
colors and thus dark colors are simply less

Figure 41. Effect of text drawing style on
mean response time [Gabbard, Swan & Hix, 2006]. ©
2006 MIT Press. Reprinted, with permission, from
Presence: Teleoperators & Virtual Environments, Vol.
15, No. 1.

visible than bright colors.
Figure 41 shows a main effect of text drawing style on response time (F(5,85) = 19.86, p < .001,
η2 = 2.83%, pη2 = 53.9%). The ‘billboard’ text drawing style supported the fastest performance,
followed by ‘green’. These results support hypothesis 1, and, to a lesser degree, hypothesis 2.
Surprisingly, the ‘red’ text drawing style gave the worst performance. This was surprising
because the color red is commonly used in many GUI and traditional settings where high
visibility is necessary (e.g., a stop sign). For the active styles, ‘maximum HSV complement’ was
significantly faster than ‘complement’, which supports hypothesis 3. We did not hypothesize
about our ‘maximum brightness contrast’ style, and its performance overlapped the other active
styles. These results do not support hypothesis 4: the ‘green’ style did at least as well as our best
active style.
These results indicate that users performing tasks using the ‘complement’ text drawing style
perform worse than when using the other drawing styles (this was empirically verified). This is
likely due to the fact that the complements of our backgrounds’ average pixel color did not
provide enough contrast to support efficient text legibility. Another possible explanation for the
poor performance associated with ‘complement’ lies in the fact that the ‘complement’ is
calculated in RGB color space; a color space that is not perceptually based. Conversely, the
superior results associated with the ‘max HSV complement’ style are most likely explained by
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the fact that the resulting text styles (intentionally) produced bright text, which is generally easier
to read in AR displays.
Figure 42 shows a response time interaction
between outdoor background texture and
text drawing style (F(25,425) = 5.47, p <
.001, η2 = 2.09%, pη2 = 24.4%). The fact
that an interaction is present supports one of
our overarching conceptual hypotheses
(from Section 1.6) that there are statistically
significant differences in effectiveness
among various graphical encoding
techniques for AR UI text, and the
effectiveness is in part based on the

Figure 42. Effect of outdoor background texture by
text drawing style interaction on mean response time
[Gabbard, Swan & Hix, 2006]. © 2006 MIT Press.
Reprinted, with permission, from Presence:
Teleoperators & Virtual Environments, Vol. 15, No. 1.

accompanying outdoor background textures.
Indeed, our results show that user
performance with active text drawing styles
does vary depending upon background.
Interestingly, the static styles gave much
lower interaction effects than the active
styles; performance varied widely
depending on the combination of
background and active style. Considering
only the active styles, for three backgrounds
(‘red brick’, ‘granite’, ‘foliage’)
performance was relatively constant, while

Figure 43. Effect of outdoor background texture by
distance interaction on mean response time [Gabbard,
Swan & Hix, 2006]. © 2006 MIT Press. Reprinted,
with permission, from Presence: Teleoperators &
Virtual Environments, Vol. 15, No. 1.

for the remaining three backgrounds (‘sky’, ‘pavement’, ‘sidewalk’), it varied considerably
according to text drawing style. These results indicate that ‘billboard’ and ‘green’ were the only
globally effective text drawing styles.
There was no main effect of distance (F(2,34) < 1), contradicting hypothesis 6. We believe this
result is explained by two aspects of our task: (1) it may not require a sharp accommodative
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focus to read a numeral in a distracting text string, and (2) because our task did not require
participants to attend to the background, they may have ignored the background and just focused
on the text string. But as Figure 43 shows, there was a response time interaction between
background and distance (F(10,170) = 3.59, p < .001, η2 = 1.05%, pη2 = 17.42%). At the ‘near’
distance, outdoor background texture had a much greater effect on response time, both positive
(‘red brick’) and negative (‘sidewalk’).
The effect of outdoor background texture was mitigated as the distance increased to ‘medium’
and then to ‘far’. However, the lack of a main distance effect, combined with the reasoning
above, leads us to suspect that this interaction is caused by the closer distances making the
texture features more salient. At least it seems clear that the interaction is not caused by
accommodative match (‘medium’) or mismatch (‘near’, ‘far’).
We found a main effect of repetition on response time (F(3,51) = 25.11, p < .001, η2 = .76%, pη2
= 59.6%). Participants showed a standard learning effect: their response times dropped by 117.6
msec between the first and second repetition, and thereafter remained constant (varying by less
than 3 msec). We also found a two-way and a three-way response time interaction, which we do
not consider because they have low values for η2 and pη2, and do not mask any lower-order
interactions.

9.4.4. Analyses of Lighting Effects
Figure 44 shows that distance had a main
effect on illuminance (F(2,34) = 5.71, p =
.007, η2 = 1.79%, pη2 = 25.2%). The closer
the participant was to the background
posters, the less illuminance reached the
participant’s position. This can be
explained by (1) the spatial layout of the
experimental setup, time of day, and hence
sun angle when we conducted the study, and Figure 44. Effect of distance on mean illuminance
(2) the slightly opaque white coating on the

[Gabbard, Swan & Hix, 2006]. © 2006 MIT Press.
Reprinted, with permission, from Presence:
Teleoperators & Virtual Environments, Vol. 15, No. 1.
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greenhouse roof, which diffused and
softened entering sunlight. The
combination of geometry and diffuse
sunlight resulted in the background posters
casting subtle, diffused shadows in the
direction of the participant.
Figure 45 shows that outdoor background
texture had a main effect on illuminance
(F(5,85) = 2.16, p = 0.066, η2 = .93%, pη2 =
11.3%). The different backgrounds

Figure 45. Effect of outdoor background texture on
mean illuminance [Gabbard, Swan & Hix, 2006]. ©
2006 MIT Press. Reprinted, with permission, from
Presence: Teleoperators & Virtual Environments, Vol.
15, No. 1.

reflected different amounts of light to the
participant, and the brightest backgrounds (‘sidewalk’, ‘sky’) reflected the most light. Because
the posters had matte surfaces, and entering sunlight was soft and diffused, the reflected light
was also soft and diffuse.
The fact that both distance and outdoor background texture had a main effect on illuminance
may indicate that the character and position of objects in the real world relative to lighting angles
have a noticeable effect on illuminance at the participant’s position. Specifically, the distance
from the participant to the outdoor background texture, the character of the outdoor background
texture, and the angle of lighting in part control how much light is reflected, absorbed, or shaded
from the participant. In Figure 45, ‘sky’ and ‘sidewalk’ are significantly more illuminant than all
other backgrounds. This finding may be due in part to the fact that ‘sky’ and ‘sidewalk’ are
characterized by the highest “V” values in HSV color space. As shown in Table 10, the average
Table 10. “V” values (in HSV color space) for all outdoor background texture’s average pixel
color. Backgrounds are ordered in increasing “V” values.

Outdoor Background
Texture
Foliage
Pavement
Granite
Red Brick
Sky
Sidewalk

“V” Value in HSV Space of Outdoor Background
Texture’s Average Pixel Color
60
60
66
73
78
80
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pixel color for ‘sidewalk’ has a “V” value of
80, and the average pixel color for ‘sky’ has
a “V” value of 78.
Figure 46 shows that the amount of ambient
illuminance at the participant’s position had
an effect on response time that depended on
the text drawing style. Because we sampled
the illuminance 324 times and the response
time 7776 times, we calculated the
regression with a 1944-line data set, where
response times are averaged over four
repetitions, and illuminance readings are 0order interpolated over six text drawing
styles. We considered higher order
interpolations, but because both distance
(Figure 44) and outdoor background texture

Billboard
Red
Green

r2 = 0.49%

t(322) = 1.25

p = .211

2

t(322) = 5.04

p < .000 **

2

t(322) = 2.10

p = .0364 *

2

r = 7.31%
r = 1.35%

Complement

r = 2.70%

t(322) = 2.99

p = .003 **

Max HSV

r2 = 0.63%

t(322) = 1.42

p = .156

t(322) = 4.09

p < .000 **

Max Brightness

2

r = 4.95%

Figure 46. Regression between response time and
illuminance, grouped by text drawing style. Note: ‘*’
and ‘**’ indicate significant regressions. [Gabbard,
Swan & Hix, 2006] © 2006 MIT Press. Reprinted,
with permission, from Presence: Teleoperators &
Virtual Environments, Vol. 15, No. 1.

(Figure 45) affected illuminance, we decided it was more accurate to model illuminance with
first-order discontinuities at boundaries where distance and/or background change.
Figure 46 also shows that participants performed faster under the condition of less illuminance.
This result can be explained by the fact that brighter illuminance tends to wash out the AR
display, reducing the contrast between augmenting text and outdoor background texture.
However, the strength of this effect depends on the text drawing style. In order of decreasing
slope, ‘red’, ‘maximum brightness contrast’, and ‘complement’ showed significant (p < .005)
regressions, while ‘green’ was significant at a weaker (p < .05) level. While ‘maximum HSV
complement’ and ‘billboard’ have slight positive slopes, the t-test does not indicate that the
regressions are different from 0. The effect of Figure 46 is why the amount of illumination
reflected to the participant (Figure 44 and Figure 45) is important.
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9.5.

Discussion

Our most important finding, which is not surprising, is clear empirical evidence that user
performance on a task, which we believe is representative of a wide variety of realized and
imagined AR applications, is significantly affected by outdoor background texture (Figure 40),
text drawing style (Figure 41), and their interaction (Figure 42). Furthermore, the background
affected the amount of ambient illuminance at the participant’s position (Figure 45), and the
combination of this illuminance and text drawing style also affected user performance (Figure
46).
We found that the ‘billboard’ (control) text drawing style, as expected (hypothesis 1),
significantly resulted in the fastest task performance, and that the ‘max HSV complement’, again
as expected (hypothesis 3), significantly resulted in faster task performance than ‘complement’
since the former takes into account how AR see-through displays present the color black. We
are somewhat surprised that our active text drawing styles did not perform better relative to the
static styles, refuting hypothesis 4. Nevertheless, ‘maximum HSV complement’, our active style
that took the nature of optical see-through AR displays into account, did perform better than the
‘complement’ style (hypothesis 3; Figure 41 & Figure 46). We still believe that the right active
styles will result in better performance than static text drawing styles; these styles we suggest
will need to take into account the (1) capabilities of the display, (2) ambient lighting, and (3)
real-world background. In this study, we only actively manipulated color, and only according to
the averaged pixel color of the entire background texture. Figure 46 indicates that ambient
illuminance can also affect text string reading performance.
Hypothesis 5 was strongly refuted, at least in the context of this study, namely that the more
visually complex outdoor background textures (e.g., ‘red brick’ and ‘foliage’) would result in
slower task performance. While we expected the active text drawing styles to result in faster and
more accurate task performance than the static text drawing styles (hypothesis 4), since the
former take into account the color of the background, our results indicate that this was mostly not
the case, with the exception of the ‘red’ text drawing style. Lastly, hypothesis 6 that matching
the distance of participant to outdoor background texture to the display focal distance (two
meters) would support faster and more accurate task performance than the unmatched conditions
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(i.e., when distance to outdoor background textures is one meter or four meters, and the display
focal distance is two meters); was shown to be inconclusive, since there was no main effect
supporting either faster or slower user task performance.
In terms of design guidelines, the current study suggests using the ‘billboard’ and ‘green’ text
drawing styles, and avoiding the ‘red’ style (Figure 42 & Figure 46). However, the ‘billboard’
style is likely effective because the solid white background of the text string obscures the
outdoor background texture, an effect that would be detrimental to many AR applications (e.g.,
military situations where full situational awareness is critical). Therefore, the main design
guideline findings are evidence for the global effectiveness of fully-saturated green labels, and
the global ineffectiveness of fully-saturated red labels. Interestingly, there are commerciallyavailable monochromatic AR displays on the market that use red.
Like most controlled user-based studies, this one had many limitations that restrict the generality
of our findings. All these limitations suggest future text drawing style implementations and
subsequent user-based studies.
•

For reasons discussed above, we printed our outdoor background textures onto matte
poster boards. The reflective properties of the poster surface are, of course, different than
a real surface; e.g. imagine an actual brick wall as opposed to a photograph (albeit a very
realistic photograph) of one.

•

Furthermore, our outdoor background textures were two-dimensional; many textures,
such as foliage, have large depth variation, which would likely affect the results.

•

Although we tested six qualitatively very different textures, we still managed to test only
a small sample of the hundreds (thousands?) of possible urban textures. Furthermore, the
appearance of even our tested textures varies widely with differing illumination. It may
be possible to use different texture analysis techniques to systematically select or
generate a more comprehensive texture set.

•

Like all optical see-through AR user-based studies to date, perhaps our greatest limitation
is the capabilities of the display hardware itself. Among the serious limitations of our
Glasstron display are that it does not support true occlusion and cannot display dark
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colors, its shifting head-fit makes precise alignment between augmentations and realworld objects difficult, and, like all common computer displays, its dynamic range does
not come close to eight orders of magnitude of outdoor illuminance variance [Halsted,
1993].
•

Although our study examined outdoor illuminance values, we only sampled a fraction of
the available outdoor dynamic range, which varies from a starlit landscape to direct noon
sunshine [Halsted, 1993].

•

Finally, as discussed above, our task did not require the participant to integrate
augmented information with real-world objects, but many potential AR tasks (such as
product maintenance [Lipson et al., 1998]) would require this type of integration.

In summary, more important than the particular effects we found is the empirical confirmation
that user performance for text legibility, closely related to the fundamental AR task of reading
text, was strongly affected by text drawing style, outdoor background texture, and their
interaction, which strongly motivates and informs further research. Further, the unexpectedness
of some of our findings strongly motivate the need for empirical studies to determine effective
guidelines for AR UI design, since several of our ‘common sense’ hypotheses were refuted by
our statistical findings.

9.6.

Informing Subsequent Studies

From experiences with this and previous studies, as well as insights from the graphics art field,
we identified a number of important design parameters used to drive design of a subsequent text
legibility study.
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In particular, we learned that:
•

Green text color condition should be included in subsequent studies, since it was shown
to be one of the most effective static text drawing styles in this study.

•

‘maximum HSV complement’ and ‘maximum brightness contrast’ were good candidate
algorithms to further study, while the traditional complement was not.

•

The billboard text drawing style was useful as a baseline, since many AR systems
described in the literature employ this style.

•

The user task and stimulus needed slight alteration to account for conditions where the
participant could not read the text at all.

•

The experimental apparatus needed to include automated logging of natural luminance at
the participant’s position for each trial response.

•

We needed to use actual outdoor background textures as opposed to posters, for richer
visual interaction and more realistic reflection/refraction of natural lighting.

•

We should conduct the next study outdoors, but in a sheltered area, such as a vestibule.
Using this type of location, we could eliminate a number of logistical challenges such as
the need for robust tracking that is “ready to be used” (as opposed to a mobile tracking
system that would require calibration and likely introduce noise), as well as the
convenience of a stationary and powerful computer (as opposed to wearable).
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10.

User Study – Outdoor User-based Study on
Text Legibility

Following the greenhouse study presented in Chapter 9, we conducted a second text legibility
study performed outdoors adjacent to the previous study’s greenhouse location. This location
was outdoors, yet under an overhanging roof (much like a house’s front porch). This location
allowed us to experiment with physical objects such as outdoor background textures, as opposed
to images printed on foamcore poster boards. This location also allowed us to include the sky as
one of the outdoor background textures.
In this chapter we describe this user-based study that seeks to increase our understanding of how
users perceive text in outdoor AR settings. This study was first reported at the IEEE Annual
Virtual Reality Conference [Gabbard et al., 2007], and subsequently extended to include
additional analysis in [Gabbard & Swan, 2008]. This work was performed by Gabbard.
Several recent studies in AR (including the greenhouse study reported in Chapter 9) have begun
to confirm experimentally that which was anecdotally known amongst outdoor AR practitioners,
but not yet documented — namely, that text legibility is significantly affected by environmental
conditions, such as color and texture of the background environment, as well as natural
illuminance at both the participant’s and background’s position [Gabbard, Swan & Hix, 2006;
Gabbard et al., 2005; Leykin & Tuceryan, 2004; Azuma & Furmanski, 2003; Piekarski &
Thomas, 2002].
One strategy to mitigate this problem is for visual AR representations to actively adapt, in real
time, to varying conditions of the outdoor environment. Following this premise, we created a
working testbed to investigate interactions among outdoor background textures, outdoor lighting,
and visual perception of augmenting text. We have termed this testbed a visually active AR
testbed. This testbed senses the condition of the environment using a real-time video camera and
light meter. Based on these inputs, we applied active algorithms to GUI text strings, which
altered their visual presentation and created greater contrast between the text and the outdoor
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background textures, ultimately supporting better legibility and thus user performance. This
concept easily generalizes beyond text strings to general GUI elements.
We conducted a study that examined the effects on user performance of outdoor background
textures, text colors, text drawing styles, and text drawing style algorithms for a text legibility
task. We captured user errors, user response time, and details about text drawing and real-world
background colors for each trial.

10.1. Approach
Our instantiation of a visually active AR user interface serves as a testbed for empirically
studying different text drawing styles and active text drawing algorithms under a wide range of
outdoor background and illuminance conditions. Figure 47 shows our testbed, which employs a
real-time video camera to capture a user’s visual field of view and to specifically sample the
portion of the real-world background on which a specific user interface element (e.g., text) is
overlaid. It also employs a real-time
light meter (connected via RS232) to
provide real-time natural illuminance
information to the active system. The
user study reported in this chapter
actively uses only the camera
information; the testbed recorded light
meter information but did not use it to
drive the active algorithms. We
anticipate developing algorithms that are
actively driven by the light meter in the
future.

Figure 47. AR display, video camera, and light meter
components of our visually active AR testbed [Gabbard
& Swan, 2008]. ©2008 IEEE. Reprinted, with
permission, from IEEE Transactions on Visualization
and Computer Graphics (TVCG), Vol. 14, No. 3.

As shown in Figure 47, the AR seethrough display, video camera, and light meter sensor were mounted on a rig, which in turn was
mounted on a tripod (not shown in the figure). Participants sat in an adjustable-height chair so
that head positions were consistent across all participants. Our testbed did not use a motion
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tracking system. For this study, we fixed the participants’ field-of-view on different
backgrounds by repositioning the rig between background conditions. We used previously
captured camera images of backgrounds to assist in the positioning procedure and to ensure that
each participant’s FOV was the same for each background.
Our testbed used the text’s screen location and font characteristics to compute a screen-aligned
bounding box for each text string. It then computed the average color of this bounding box, and
used this color to drive the active text drawing algorithms, which in turn determine a text
drawing style color. For example, for a billboard drawing style (see Figure 51), the active text
drawing algorithm used the sampled background color as an input to determine what color to
draw the billboard. The specific text drawing styles and text drawing style algorithms are
discussed in more detail below.
Our testbed was implemented as a component of BARS, and used an optical see-through display,
a real-time video camera, a light meter, and a mobile laptop computer equipped with a 3D
graphics card. The optical see-through display was a Sony Glasstron LDI–100B, with SVGA
resolution and a 28° horizontal field of view in each eye. We used a UniBrain Fire-i firewire
camera (with settings of YUV 4:2:2 format, 640 X 480 resolution, 30Hz, and automatic gain
control and exposure timing). The light meter was an Extech 407026 Heavy Duty Light Meter
with RS232 interface to measure illuminance at the participant’s position. Our laptop system
(and image generator) was a Pentium M 1.7 GHz computer with 2 gigabytes of RAM and an
NVidia GeForce4 4200 Go graphics card generating monoscopic images, running under
Windows 2000. We used this same computer to collect participant data.

10.1.1.

User Task and Experimental Setup

Much like in our first user-based study on text legibility (Chapter 9), we designed a user task that
was representative of short reading tasks, such as reading labels, but at the same time, but was
still a simple visual search task. The user task was designed to force participants to carefully
discern a series of random letters, so that task performance was based strictly on legibility. The
task was a relatively simple cognitive task consisting of visual perception of characters,
scanning, recognition, memory, decision-making, and motor response.
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As shown in Figure 48, participants
viewed random letters arranged in two
different blocks. The upper block
consisted of three strings of alternating
upper- and lower-case letters, while the
lower block consisted of three strings of
upper-case letters. We instructed the
participant to first locate a target letter
from the upper block; this was a pair of
identical letters, one of which was upper
case and the other lower case (e.g., “Vv”
in Figure 48). Placement of the target
letter pair in the upper block was
randomized, which forced participants to
carefully scan through the block. We
considered several other visual cues such
as underlining, larger font size, and bold

Figure 48. Our experimental task required participants
to identify the pair of identical letters in the upper block
(e.g., “Vv”), and respond by pressing the numeric key
that corresponds to the number of times that letter
appears in the lower block (e.g., “2”). Note that this
image is a screen capture (via camera) of the
participants’ field of view and overlaid text, and is not an
exact representation of what participants viewed through
the AR display [Gabbard & Swan, 2008]. ©2008 IEEE.
Reprinted, with permission, from IEEE Transactions on
Visualization and Computer Graphics (TVCG), Vol. 14,
No. 3.

text for designating the target letter;
however, we realized that this would result in a “pop-out” phenomenon wherein the participant
would probably be able to locate the target without scanning the distracting letters.
We used the restricted alphabet “C, K, M, O, P, S, U, V, W, X, Z” to minimize variations in task
time due to the varying difficulty associated with identifying two identical letters whose upper
and lower case appearance may or may not be similar. A post-hoc analysis showed a very small
effect size of error for letter, which is small when compared to the other effect sizes reported in
this chapter. More details on computing effect size, d, are given in Section 10.3.
After locating the target letter, the participant was then instructed to look at the lower block and
count the number of times the target letter appeared in the lower block. Placement of the target
letters in the lower block was randomized. Participants were instructed that the target letter
would appear 1, 2, or 3 times. The participant responded by pressing the “1”, “2”, or “3” key to
149

indicate the number of times the target letter appeared in the lower block. In addition,
participants were instructed to press the “0” key if they found the text completely illegible.
We used four real-world outdoor background textures for the study: brick, building, sky, and
sidewalk (also shown in Figure 48). Stimulus text strings (both upper and lower blocks) were
completely contained within the background of interest. The images in Figure 48 represent
participants’ field of view when looking through the display.
To minimize carryover effects of fatigue, a rest break was also provided every 28 trials;
participants were instructed to close their eyes and relax. The length of the rest break was
determined by each participant. After each rest break, the next task was presented to the
participant in a similar manner. The entire study consisted of 336 trials for each participant, and
ranged in duration from 52 minutes to 84 minutes for participants to complete.
We wanted to conduct the study under outdoor illuminance conditions, because while indoor
illuminance varies by about 3 orders of magnitude, outdoor illuminance varies by about 8 orders
of magnitude [Halsted, 1993]. However, we could not conduct the study in direct sunlight,
because graphics on the Glasstron AR display become almost completely invisible. We also
needed to protect the display and other equipment from outdoor weather conditions. We
addressed these issues by conducting our study in a covered breezeway overlooking an open
area. Since this location required participants to face south (i.e., towards the sun as it moves
across the sky), we positioned the participant at the edge of the breezeway, so that their heads
(and thus the display) were shaded from the sun, but their vertical field of view was not limited
by the breezeway’s roof structure. We ran the study during April, in Blacksburg, Virginia,
during which time the sun’s elevation varied between 23° and 68° above the horizon.
We conducted studies at 10am, 1pm, and 3pm, and only on days that met our pre-determined
natural illuminance lighting requirements (between 2000 and 20,000 lux). Using the light meter
displayed in Figure 47, we measured the amount of ambient illuminance at the participant’s
position every trial. Our goals were to quantify the effect of varying ambient illumination on
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Table 11. Summary of variables examined in second user-based study on AR text legibility.

Independent Variables
participant
outdoor background texture (Figure 50)
text color
text drawing style (Figure 51)
text drawing style algorithm

24
4
4
4
2

repetition

3

counterbalanced
brick, building, sidewalk, sky
white, red, green, cyan
none, billboard, drop shadow, outline
maximum HSV complement,
maximum brightness contrast
1, 2, 3

Dependent Variables
user response time
in milliseconds
user error
0 (correct), 1, 2, 3 (incorrect)
task performance, and to ensure that ambient illuminance fell into our established range.
However, our current finding is that between-subjects illumination variation, which represents
differences in the weather and time of day, was much larger than the variation between different
levels of experimental variables. Therefore, we do not report any effects of illuminance as
collected at the participant’s position in this experiment.

10.1.2.

Independent Variables

A summary of our independent variables is presented in Table 11.
Figure 49 graphically depicts the relationship between text color, text drawing style, text drawing
style algorithm, and outdoor background texture.
In this example, an outline is used as the text
drawing style. In short, the text drawing style is

text color
text drawing style color

a means to visually separate the text from the

(determined by text drawing style algorithm)

background. The text drawing style algorithm is

outdoor background texture

the real-time algorithm used to determine the text
drawing style color given the color of the

Figure 49. Illustration of four independent
variables: text color, text drawing style, text
drawing style algorithm, and outdoor
background texture.

background. Details of these and other
independent variables follow.
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Outdoor Background Texture: We chose
four real-world backgrounds to be
representative of commonly-found objects in
urban settings: brick, building, sidewalk, and
sky (Figure 50). We use the term outdoor
background texture to refer to the specific
experimental design condition representing
one of many possible real-world backgrounds
with which AR graphics are superimposed.
Note that three of these backgrounds (all but
‘building’) were used in the first user-based
study on text legibility (Chapter 9), but
instead of large posters we used actual realworld backgrounds. Stimulus strings were
positioned so that they were completely
contained within each background (Figure
48).

Figure 50. We used four real-world outdoor
background textures for the study. Shown above are
(clockwise starting in upper left): brick, building,
sky, and sidewalk. Stimulus text strings (both upper
and lower blocks) were completely contained within
the background of interest (as shown in Figure 48).
The images represent the participants’ field of view
when looking through the display [Gabbard &
Swan, 2008]. ©2008 IEEE. Reprinted, with
permission, from IEEE Transactions on
Visualization and Computer Graphics (TVCG),
Vol. 14, No. 3.

We kept the brick and sidewalk backgrounds covered when not in use, so that their condition
remained constant throughout the study. The sky background varied depending upon cloud
cover, haze, etc., and in some (rare) cases would vary widely as cumulus clouds wandered by.
We considered including a grass background, but were concerned that the color and condition of
the grass would vary during the months of April and May, moving from a dormant green-brown
color to a bright green color.
Text Color: We used four text colors commonly used in computer-based systems: white, red,
green, and cyan. We chose white because it is often used in AR to create labels and because it is
the brightest color presentable in an optical see-through display. Our choice of red and green
was based on the physiological fact that cones in the human eye are most sensitive to certain
shades of red and green [Williamson & Cummins, 1983; Hecht, 1987]. These two text colors
were also used in our first study. We chose cyan to represent the color blue. We chose not to
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use a “true” blue (0, 0, 255 in RGB color
space), because it is a dark color and is not
easily visible in optical see-through displays.
Text Drawing Style: We chose four text
drawing styles (Figure 51): none, billboard,
drop shadow, and outline. These are based on
previous research in typography, color theory,
and human-computer interaction text design.
We used a sans serif font (Helvetica), and
presented the text at a size that appeared
approximately two inches tall at a distance of
two meters. Text size did not vary during the
study. None means that text is drawn “as is”,
without any surrounding drawing style. We
included the billboard style because it is
commonly used in AR applications and in
other fields where text annotations are

Figure 51. We used four text drawing styles: none,
billboard, drop shadow and outline (shown on the
four outdoor background textures). Note that the
thumbnails shown above were sub-sampled from
the participant’s complete field of view [Gabbard &
Swan, 2008]. ©2008 IEEE. Reprinted, with
permission, from IEEE Transactions on
Visualization and Computer Graphics (TVCG),
Vol. 14, No. 3.

overlaid onto photographs or video images; arguably it is one of the standard drawing styles used
for AR labels. We used billboard in our previous user-based study on text legibility (Chapter 9).
We included drop shadow because it is commonly used in print and television media to offset
text from backgrounds. We included outline as a variant on drop shadow that is visually more
salient yet imposes only a slightly larger visual footprint. The outline style is similar to the “antiinterference” font described by Harrison and Vicente [1996]. Another motivation for choosing
these drawing styles was to compare text drawing styles with small visual footprints (‘drop
shadow’, ‘outline’) to one with a large visual footprint (‘billboard’).
Text Drawing Style Algorithm: We used two active algorithms to determine the color of the
text drawing style: ‘maximum HSV complement’ and ‘maximum brightness contrast’. These
were the best active algorithms from our previous study [Chapter 9; Gabbard et al., 2005]. As
discussed above, the input to these algorithms is the average color of the screen-aligned
bounding box of the augmenting text. We designed the maximum HSV complement algorithm
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with the following goals: retain the notion of employing color complements, account for the fact
that optical see-through AR displays cannot present the color black, and use the HSV color
model [Foley et al., 1993] so we could easily and independently modify saturation. We designed
the maximum brightness contrast algorithm to maximize the perceived brightness contrast
between text drawing styles and outdoor background textures. This algorithm is based on
MacIntyre’s maximum luminance contrast technique [MacIntyre, 1991; MacIntyre & Cowan,
1992]. Both algorithms, also used in our first AR legibility study, were described in detail in
Section 9.2.2.2.
Repetition: We presented each combination of levels of independent variables three times.

10.1.3.

Dependent Variables

Also as summarized in Table 11, we collected values for two dependent variables: user response
time and user error. For each trial, our custom software recorded the participant’s fouralternative forced choice (0, 1, 2, or 3) and the participant’s response time. For each trial, we
also recorded the ambient illuminance at that moment in time, the average background color
sampled by the camera, and the color computed by the text drawing style algorithm. This
additional information allowed us to calculate (post-hoc) pair-wise contrast values between text
color, text drawing style color, and background color. In this chapter we report on analyses of
user error and user response time data, as well as the pair-wise contrast ratio.

10.1.4.

Experimental Design and Participants

We used a factorial nesting of independent variables for our experimental design, which varied
in the order they are listed in Table 11, from slowest (participant) to fastest (repetition). We
collected a total of 24 (participant) × 4 (background) × 4 (color) × [ 1 (drawing style = none) + [
3 (remaining drawing styles) × 2 (algorithm) ] ] × 3 (repetition) = 8064 response times and
errors. We counterbalanced presentation of independent variables using a combination of Latin
Squares and random permutations. Each participant saw all levels of each independent variable,
so all variables were within-participant.
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Twenty-four participants participated (twelve males and twelve females), ranging in age from 18
to 34. All participants volunteered and received no monetary compensation; some received a
small amount of course credit for participating in the study. We screened all participants, via
self-reporting, for color blindness and visual acuity. Participants did not appear to have any
difficulty learning the task or completing the study.

10.2. Hypotheses
Prior to conducting the study, we formulated the following hypotheses:
1. The brick background will result in slower and less accurate task performance because it
is the most visually complex.
2. The building background will result in faster and more accurate task performance
because the building wall faced north and was therefore shaded at all times.
3. Because the white text is brightest, it will result in the fastest and most accurate task
performance.
4. The billboard text drawing style will result in the fastest and most accurate task
performance since it has the largest visual footprint, and thus best separates the text from
the outdoor background texture.
5. Since the text drawing styles are designed to create visual contrast between the text and
the background, the presence of active text drawing styles will result in faster and more
accurate task performance than the ‘none’ condition.

10.3. Results
For error analysis we created an error metric e that ranged from 0 to 3:

 c− p
e=
3

if p ∈ {1, 2, 3 }
,
if p = 0

Equation 4. Calculating our error metric (e) by taking the absolute value of the difference between the
correct response (c) and the participant response (p), except when the participant response is 0 (denoting
that no text could be read at all).
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where e = 0 to 2 was computed by taking the absolute value of c, the correct number of target
letters, minus p, the participant’s response. e = 0 indicates a correct response, and e = 1 or 2
indicates that the participant miscounted the number of target letters in the stimulus string. e = 3
is used for trials where participants pressed the “0” key (indicating they found the text illegible).
We first analyzed a signed-error term, but did not find any interesting or significant findings
regarding over- versus under-counting, therefore, we used an absolute error term that considers
over-counts and under-counts of the same magnitude as equivalent error values. This error
metric was used because it is a more robust measure of error (as compared to simply capturing
whether a response was correct or incorrect) as it provides a measure of how incorrect a response
is, and is a better indicator of how difficult the text is to read. Our rationale for using the value 3
for an unreadable stimulus string is that being completely unable to read the text warranted the
largest error score, since it gave the participant no opportunity to perform the task. Our error
analysis revealed a 14.9% error rate across all participants and all 8064 trials. This error rate is
composed of 5.2% for e = 1, 0.5% for e = 2, and 9.2% for e = 3. Note that the variance for error
was not normally distributed (with 85.1% of responses being correct), however, since the error
rate is very small, we assumed a normal distribution and thus performed an Analysis of Variance
(ANOVA) to analyze error. Thus, it should be noted that all p values reported below are
approximations.
For response time analysis, we removed all repetitions of all trials when participants indicated
that the text was illegible (e = 3), since these times were not representative of tasks performed
under readable conditions. This resulted in 7324 response time trials (~91% of 8054 trials).
Overall, we observed a mean response time of 5780.6 milliseconds (msec), with a standard
deviation of 3147.0 msec.
We used repeated-measures ANOVA to analyze the error and response time data. We strove for
a study-wide alpha level of 0.05 or less to denote a main effect. For this ANOVA, the
participant variable was considered a random variable while all other independent variables were
fixed. Because our design was unbalanced (the text drawing style ‘none’ had no drawing style
algorithm), and because we removed trials for the response time analysis, we could not run a full
factorial ANOVA. Instead, we separately tested all main effects and two-way interactions of the
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independent variables. When deciding which results to report, in addition to considering the p
value, the standard measure of effect significance, we considered d, a simple measure of effect
size. Specifically, we computed d = max – min, where max is the largest mean and min the
smallest mean of each result. d is given in units of either error or msec.
We also analyzed pair-wise contrast ratios between text color and background color, text color
and drawing style color, and drawing style color and background color. We performed ANOVA
and correlation analysis, focusing on the luminance contrast ratio, calculated using the Michelson
definition [Michelson, 1927]:
(Lmax – Lmin)
(Lmax + Lmin)
Equation 5. Calculating the luminance contrast ratio [Michelson, 1927].

where Lmax and Lmin are taken from the Y value in CIE XYZ color space, and represent the
highest and lowest luminance.

10.3.1.

Main Effects

Figure 52 shows the main effect of
background on both error (F(3, 69) =
23.03, p < .001, d = .353 error) and
response time (F(3, 69) = 2.56, p = .062,
d = 471 msec). Participants made the
most errors on the brick background and
performed most accurately on the
building background. A similar trend
was found for response time. These
findings are consistent with hypothesis 1
and hypothesis 2 respectively.

Figure 52. Effect of background on error (N = 8064)
and response time (N = 7324) [Gabbard & Swan, 2008].
©2008 IEEE. Reprinted, with permission, from IEEE
Transactions on Visualization and Computer Graphics
(TVCG), Vol. 14, No. 3.
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There was little difference in error under
sidewalk and sky conditions (d = .089
error), and similar results for response time
(d = 225 msec). We observed a relatively
large amount of illuminance reflecting off
the brick background, and we hypothesize
that this illuminance, as well as the
complexity of the brick background
texture, resulted in poor performance.
Similarly, we hypothesize that the lack of
reflected sunlight and homogeneity of the
building background account for the lower
errors and faster response times.
Figure 53 shows the main effect of text
drawing style on both error (F(3, 69) = 152,

Figure 53. Effect of text drawing style on error (N =
8064) and response time (N = 7324) [Gabbard &
Swan, 2008]. ©2008 IEEE. Reprinted, with
permission, from IEEE Transactions on Visualization
and Computer Graphics (TVCG), Vol. 14, No. 3.

p < .001, d = .711 error) and response time
(F(3,69) = 11.6, p < .001, d = 797 msec). In both cases, participants performed less accurately
and more slowly with the billboard text drawing style, while performance across the other text
drawing styles (‘drop shadow’, ‘outline’, ‘none’) was equivalent (d = .051 error, d = 118 msec).
These findings are contrary to hypothesis 4. As explained in Section 10.1.2, our active text
drawing style algorithms use the average background color as an input to determine a drawing
style color that creates a good contrast between the drawing style and the background.
Furthermore, the drawing style is a graphical element that surrounds the text, either as a
billboard, drop shadow, or outline. A limitation of this approach is that it does not consider the
contrast between the text color and the surrounding graphic. Both drop shadow and outline
follow the shape of the text letters, while billboard has a large visual footprint (Figure 51).
Therefore, it is likely that in the billboard case, the contrast between text color and the billboard
color is more important than the contrast between billboard color and background color (as
discussed below), while the opposite is likely true for the drop shadow and outline styles.
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Contrary to hypothesis 3, there was no
main effect of text color on either error
(F(3, 69) = 2.34,
p = .081, d = .075 error) or response time
(F(3, 69) = 1.81, p = .154, d = 253 msec).
However, when we examined the subset of
trials where drawing style = ‘none’, we
found significant main effects of both error
(F(3, 69) = 5.16, p = .003, d = .313 error)
and response time (F(3, 69) = 8.49, p <
.001, d = 1062 msec). As shown in the
right hand side of Figure 54 (where
algorithm = ‘none’), participants performed
less accurately and more slowly with red
text, while performance with the other text
colors (‘cyan’, ‘green’, ‘white’) was
equivalent (d = .063 error, d = 166 msec).
This result may be due to the luminance

Figure 54. Effect of drawing style algorithm by text
color on error (N = 5760) and response time (N =
5615) for the trials where drawing style ≠ ‘billboard’.
The right-hand column shows the effect of text color
on error (N = 1152) and response time (N = 1109) for
the trials were drawing style = ‘none’ [Gabbard &
Swan, 2008]. ©2008 IEEE. Reprinted, with
permission, from IEEE Transactions on Visualization
and Computer Graphics (TVCG), Vol. 14, No. 3.

limitations of the Glasstron display,
resulting in less luminance contrast for red text as compared to cyan, green, and white text. This
result is consistent with the finding in our previous study that participants performed poorly with
red text [Gabbard, Swan & Hix, 2006; Gabbard et al., 2005] and provides further design
guidance that pure red text should be avoided in see-through AR displays used in outdoor
settings. Furthermore, together with the lack of an effect of text color over all data, these
findings suggest that our active drawing styles may enable more consistent participant
performance across all text colors, which would allow AR user interface designers to use text
color to encode interface elements.
Additionally, we propose that there are (at least) two contrast ratios of interest when designing
active text drawing styles for outdoor AR: that between the text and the drawing style, and that
between the text drawing style and the background. Both the size of the text drawing style and
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whether or not it follows the shape of the
letters likely determines which of these two
contrast ratios is more important.
Since our billboard style created contrast
between the drawing style and the
background (as opposed to the text and the
drawing style), the billboard style was not
compatible with our background-based
drawing style algorithms, and because it
exhibits a large effect size, we removed the
billboard drawing style and performed
additional analysis on the remaining data
set.
Figure 54 also shows that drawing style

Figure 55. Effect of text drawing style algorithm on
error (N = 5760) for the trials where drawing style ≠
‘billboard’ [Gabbard & Swan, 2008]. ©2008 IEEE.
Reprinted, with permission, from IEEE Transactions
on Visualization and Computer Graphics (TVCG),
Vol. 14, No. 3.

algorithm interacted with text color using this subset of data (trials where drawing style ≠
‘billboard’), on both error (F(6, 138) = 2.96, p = .009, d = .313 error) and response time (F(6,
138) = 2.95, p = .010, d = 1062 msec). The effect size of text color was the smallest with the
maximum brightness contrast algorithm (d = .040 error, d = 221 msec), followed by the
maximum HSV complement algorithm (d = .129 error, d = 589 msec), and followed by text
drawn with no drawing style and hence no algorithm (d = .313 error, d = 1062 msec).
Figure 55 shows that drawing style algorithm also had a small but significant main effect on
error (F(2, 46) = 3.46, p = 0.04, d = .074 error). Participants were most accurate when reading
text drawn with the maximum brightness contrast algorithm, followed by the maximum HSV
complement algorithm, and followed text drawn with no algorithm. Tukey Honestly Significant
Differences (HSD) Test post-hoc comparisons [Howell, 2002] verify that maximum brightness
contrast is significantly different than the other algorithms, while ‘maximum HSV complement’
and ‘none’ do not significantly differ.

160

It is important to note that the maximum brightness contrast drawing style algorithm is
manifested within the drawing style – that is, the algorithm is used to determine the color of the
drawing style. More importantly, the algorithm resulted in fewer errors for the sky and brick
background conditions (see Figure 55, bottom), suggesting that there are some backgrounds
where the addition of active drawing styles can provide a real benefit (although we did not find
an algorithm-by-background interaction for this data set (F(6, 138) = 1.21, p = .304, d = .234
error)). Similar to the findings for text color, the effect size of background was the smallest with
the maximum brightness contrast algorithm (d = .089 error), followed by the maximum HSV
complement algorithm (d = .122 error), and followed by text drawn with no drawing style and
hence no algorithm (d = .208 error).
Taken together, these results show that when drawing style ≠ billboard, the maximum brightness
contrast algorithm resulted in the overall best error performance (Figure 55, top), as well as the
least variation in performance over color for error and response time (Figure 54), and the least
variation over background for error (Figure 55, bottom). More generally, these results suggest
that the presence of active text drawing styles can both decrease errors and reduce variability
over the absence of any text drawing styles (i.e., the ‘none’ condition) — especially those active
drawing styles that employ the maximum brightness contrast drawing style algorithm.

10.3.2.

Contrast Ratio Analysis

To assist in our contrast ratio analysis, we first calculated all pair-wise luminance contrast ratios
using Equation 5. We then “binned” the luminance contrast ratios into numbered integer bins
ranging from 0 to 10, by multiplying each ratio by 10 and then rounding to the nearest integer.
For example, a luminance contrast ratio of 0.32 was assigned to bin 3, a luminance contrast ratio
of 0.67 was assigned to bin 7, and so on.
The most compelling results of these analyses were for the billboard drawing style. As
hypothesized above, we found that the contrast ratio between the text and the drawing style (i.e.,
‘billboard’) affected user performance more than, for example, the contrast ratio between text
drawing style and background.
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For the ‘billboard’ drawing style, Figure 56
shows a correlation between binned
luminance contrast (calculated using text
color luminance and text drawing style
luminance) and both error (r2 = 68.0%,
F(1,5) = 10.6, p = .022) and response time
(r2 = 79.9%, F(1,5) = 19.8, p = .007). As
the luminance contrast between the text
and drawing style increased, observers both
made fewer errors (d = 1.596 error) and
became faster (d = 2226 msec). Figure 57
shows the same analysis, this time
conducted between the drawing style to
background luminance contrast. Here the
correlations were comparatively very weak
(error: r2 = 16.9%, F(1,5) = 1.02, p = .36;
response time: r2 = 36.1%, F(1,5) = 2.82, p

Figure 56. For the billboard drawing style, correlation
between binned luminance contrast ratio (calculated
using text color luminance and text drawing style
luminance) and error and response time [Gabbard &
Swan, 2008]. ©2008 IEEE. Reprinted, with
permission, from IEEE Transactions on Visualization
and Computer Graphics (TVCG), Vol. 14, No. 3.

= .154). As the luminance contrast between the drawing style and the background increased,
observer errors decreased by d = 0.318 error, and response time decreased by d = 564 msec.
Similar findings were found when we examined the contrast ratio between text and background
for the billboard condition. Thus, for drawing styles with larger visual footprints (e.g.,
‘billboard’), we can conclude that the luminance contrast ratio between the text and the billboard
is a better predictor of user performance than the luminance contrast ratios between text and
background, and drawing style and background.
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10.4. Discussion
Our empirical findings suggest that the
presence of active drawing styles affects
user performance for text legibility, and
that as we continue to research and design
active drawing styles, we should take into
account at least two kinds of contrast
ratios: the contrast ratio between the text
and the drawing style, as well as the
contrast ratio between the drawing style
and the background. Although not
explicitly explored here, there are likely
times where a third contrast ratio (text
color to background) is of interest – and
indeed, in active systems may indicate
whether or not an intervening drawing style
is even needed at all!

Figure 57. For the billboard drawing style, correlation
between drawing style to background luminance
contrast for error and response time [Gabbard & Swan,
2008]. ©2008 IEEE. Reprinted, with permission,
from IEEE Transactions on Visualization and
Computer Graphics (TVCG), Vol. 14, No. 3.

Our findings also suggest that when using a billboard drawing style, maximizing the luminance
contrast ratio between the desired text color and the billboard color supports better user
performance on text reading tasks.
A finding consistent with our previous study [Gabbard, Swan & Hix, 2006] (Chapter 9) is clear
empirical evidence that user performance on a text legibility task, which we again believe is
representative of a wide variety of realized and imagined AR applications, is significantly
affected by background texture (Figure 52), text drawing style (Figure 53), text color (Figure
54), and active drawing style algorithm (Figure 54 & Figure 55). These findings suggest that
more research is needed to understand how text and background colors interact, and how to best
design active systems to mitigate user performance differences.
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In summary, we found:
•

the presence of active drawing styles affects user performance for text legibility;

•

researchers and designers should take into account at least two kinds of contrast ratios:
the contrast ratio between the text and the drawing style, as well as the contrast ratio
between the drawing style and the background;

•

when using a billboard drawing style, maximizing the luminance contrast ratio between
the desired text color and the billboard color supports better user performance on text
reading tasks; and

•

clear empirical evidence that user performance on a text legibility task, is significantly
affected by background texture, text drawing style, text color, and active drawing style
algorithm.
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11.

Overarching Contributions

In this chapter, we present a number of overarching contributions that address many aspects of
the work presented in this dissertation. Specifically, Section 11.1 presents observations and
guidelines for presenting text in outdoor augmented reality. This section condenses all of our
most interesting and useful findings on AR text legibility into a handful of useful design
guidelines. Section 11.2 presents lessons learned on conducting user-based studies as part of an
overarching usability engineering process. Many of these guidelines are also applicable to those
performing user-based studies to examine more fundamental, basic user interface or interaction
issues. Section 11.3 describes a number of high-level lessons learned on the process of applying
usability engineering methods to outdoor AR. These lessons learned are summarized in a table
with pointers back into this dissertation for further context and discussion. Section 11.4 presents
an extended usability engineering process to better support design and evaluation activities of
novel user interfaces for emerging technologies.
It bears mention that the active text drawing styles presented in this work have been successfully
integrated into BARS. The BARS longitudinal research and development activities resulting in a
fieldable BARS; specifically for supporting in mortar fire training exercises. The usability
activities, pilot, and user-based studies presented in this dissertation had a direct impact on the
effectiveness of this training application.

11.1. Presenting Text in Outdoor Augmented Reality
Through our extensive observations and user-based studies we have distilled the following
considerations and design guidelines for presenting text in outdoor AR. These considerations
and guidelines are useful for designers of outdoor AR applications since they raise issues that
otherwise may not be considered and furthermore provide design guidance on how to support
text legibility under varying outdoor conditions. These guidelines are representative, not
exhaustive, and should be further researched before blindly applying them.
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Take into consideration the application and/or domain environment and its likely real-world
backgrounds. Both user-based studies on AR text legibility provided clear empirical evidence
that user performance on a text legibility task is significantly affected by outdoor background
texture (Figure 40 & Figure 52). Identifying the likely real-world backgrounds, and their
respective dominant color and luminance, will help designers choose text colors that provide
good luminance contrast and thus afford better text legibility. Similarly, designers can assess
what types of text drawing styles may be needed (or if any text drawing style is needed at all!).
Text drawing styles affect text legibility. From our user-based studies on AR text legibility, we
observed that text drawing style (Figure 41 & Figure 53), and the interaction between text
drawing style and outdoor background texture (Figure 42) affect task performance. Through this
work, we found that billboard and outline text drawing styles work better than plain text or other
drawing styles. The choice between billboard and outline depends upon the application domain
and specifically, whether or not occluding the real world has negative effects on user task
performance or safety. In cases where there are few labels and there are lower risks associated
with occluding the real world, the billboard text drawing style is useful. In cases where there
may be text clutter or designers want to minimize graphical occlusion of the real world, the
outline text drawing style is useful.
Text color affects user performance on text-legibility tasks. Our user-based studies showed that
text color affects user task performance (Figure 41 & Figure 54) and specifically, that users
perform better with green text as opposed to red text (Figure 41, Figure 42, & Figure 46).
Therefore, the main design guideline findings are evidence for the global effectiveness of fully
saturated green labels, and the global ineffectiveness of fully saturated red labels. As previously
mentioned, several currently manufactured monochromatic AR displays use red. As such, when
working with monochromatic displays, choose monochromatic green (when available) over
monochromatic red displays. Moreover, ensure that the display produces a fully saturated green
color and that the display’s brightness setting produces adequately bright graphics given the
usage environment (e.g., location, time of day, etc.).
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When choosing text colors, maximize luminance contrast for better text legibility. From our
second user-based study on text legibility, we found that luminance contrast effected text
legibility more than color contrast. Specifically, when text drawing style was not billboard, the
maximum brightness contrast algorithm resulted in the overall fewest errors (Figure 55, top), as
well as the least variation in user performance over color for error and response time (Figure 54),
and the least variation over background for error (Figure 55, bottom). If no drawing style (e.g.,
billboard, outline, drop shadow) is being used, then maximize the luminance contrast between
the text and the real-world background. When using a text drawing style with a small visual
footprint (e.g., outline and drop shadow), optimize luminance contrast between the text drawing
style and the real-world background (Figure 54 & Figure 55). If using a billboard drawing style,
maximize the luminance contrast between the billboard color and the text color (Figure 56 &
Figure 57).
When possible, employ an active system for optimizing text legibility. Our second user-based
study unequivocally showed that the presence of active text drawing styles improved user task
performance and lowered user errors when compared to the absence of active systems (Figure 54
& Figure 55). Specifically, our results suggest that the presence of active text drawing styles can
both decrease errors and reduce variability under different real-world background conditions as
compared to the static text drawing style (Figure 55, bottom). This was especially true when the
active text drawing styles employed the maximum brightness contrast drawing style algorithm
(Figure 55). Active text drawing styles may be particularly useful in domains or application
where the real-world backgrounds are unknown or are known to be highly dynamic.
Placement of text can affect text legibility. While not specifically studied in this work, we can
infer that the placement of text labels in an AR scene can affect text legibility, since we have
shown that both the real-world backgrounds (Figure 40 & Figure 52) and the luminance contrast
between text drawing styles and backgrounds (Figure 56 & Figure 57) affect user task
performance on text legibility tasks. As a result, we recommend that, when possible, text labels
be placed in areas that have homogenous backgrounds to support more precise and consistent
calculation of luminance contrast, and in areas that are generally darker (as opposed to lighter)
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since AR displays are better at presenting bright colors, and thus can result in better luminance
contrast.
When possible, face outdoor AR users with their back to the sun. From empirical observations
throughout our BARS work, and from our first study on text legibility, we know that ambient
illuminance can negatively affect text legibility (Figure 45 & Figure 46). We also learned that
real-world backgrounds reflect light back at the user. As such, we recommend facing users with
their back to the sun; optimally not directly behind the user so that lighting is not reflected
directly to the user. Another solution, when possible, is to place users in shaded areas (rather
than exposed directly to sun), which should help with both direct and reflected ambient lighting.
These guidelines are not applicable to truly mobile users, who may be looking in any direction at
any time of day, but could be useful for applications where fixed viewing locations are used
(e.g., outdoor museums, tourism, etc.).
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11.2. Conducting User-based Studies
Upon reflection on the work presented in this dissertation, we identified several overarching
conclusions regarding the process of conducting user-based studies to support usability
engineering of an application domain. Specifically, these conclusions take the form of
recommendations for researchers planning to apply usability engineering techniques to novel
technologies.
Pay careful attention to experimental user tasks. User-based studies should employ user tasks
that are representative but not so specific that findings cannot be generally applied throughout
the target application or domain. For example, our user task described in Chapter 10 required
participants to visually scan text, discriminate letters, identify patterns, and count target letters.
While this task is not an actual task that would be performed in the BARS application, it is
representative of visual scanning tasks that employ text as the main user interface element.
Strive for ecological validity. User-based studies should be conducted using the equipment that
is most likely to be used in the application setting. By doing so, results of studies are more likely
to be applicable to the final application and its supporting hardware. This is especially true for
optical see-through displays in outdoor settings, where the brightness, color gamut, and optical
settings can vary widely. Our studies were run using a Glasstron display, which was not optimal
for outdoor use because graphics displayed through the Glasstron are not sufficiently bright for
all outdoor conditions. Moreover, we had to construct and affix “horse blinders” to the sides of
the display to keep glare from entering participants’ eyes through the sides of the display. In the
Glasstron’s defense, it was not designed for outdoor use but was the only display we had
available at that time.
Further, user-based studies should be conducted in the environment that is most likely to be used
in the application setting. This is especially true for outdoor settings where lighting can vary
depending upon location, time of day, etc. For our observations, lighting issues, setting, context,
and so on, all potentially affect user performance. As a result, researchers should strive to match
the experimental setting to the expected application setting as much as possible.
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Avoid motion tracking, unless tracking is part of the research. Another lesson we learned: do
not employ tracking unless you need to! In cases where the scientific inquiry does not center
around or hinge upon tracking (e.g., mobile settings, dynamic viewing of objects from various
angles, etc.), we found that eliminating tracker integration expedites the entire process and
generally makes setting up and conducing user-based studies much easier. Instead of tracking,
we either (1) fixed the participant’s head position comfortably using some type of apparatus
[Swan et al., 2006] or (2) presented pre-captured static images of the scene in order to physically
align the participant’s view to a controlled view. The latter approach was used in the greenhouse
study presented in Chapter 9.
Keep experimental studies small and focused. When creating user-based studies to inform user
interface design, we recommend striving to keep the experimental studies small. Smaller
experimental studies help force researchers to focus on the most important user interface design
factors. Indeed, the initial design space of the outdoor AR user-based study (see Chapter 10) had
eleven independent variables that resulted in just over 6000 trials! With a mean response time of
5 to 6 seconds, that would have taken a participant at least eight hours for a fully within-subjects
design! Here is another situation where the use of low-fidelity, static mockups can help narrow
the design space to a tractable set of factors and levels. Since smaller studies typically equate to
less time per participant (a maximum of 2 hours from time of arrival to exit is our rule of thumb),
they afford running more participants, which generally enhances a study’s validity and power.
Moreover, smaller experimental studies are quicker to conceive, develop, and run, and are also
faster and easier to analyze. Along these lines, when performing analyses, focus on the main
effects, as well as 2-way interactions. Look for the most obvious findings and then move on.
The successful application of user-based studies within a larger usability engineering approach
relies on the ability to iterate and evolve quickly.
For statistical user-based studies, decouple UI designs from the rest of the application.
When preparing for a user-based study, we have learned that user interface elements that are
being examined are best implemented in standalone experimental testbed software, dedicated to
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the sole purpose of conducting the study. This approach removes any confounding user (or
system) performance issues that may arise from other artifacts of the user interface, application,
software, or hardware environment. Moreover, standalone experimental testbed software can be
customized to automate collection of data and to support recovery from computer crashes or
other interruptions that may occur during a user-based study. Over time, the best user interface
designs of course are integrated back into the overall application software framework. It is at
this point in time (i.e., once the best designs are integrated into the application) that conducing
formative evaluation of the entire user interface with representative users performing
representative domain tasks is most appropriate.
Use results and finding from each study to inform subsequent studies and to foster insight and
innovation. Lastly, we have learned that by iteratively evolving a user interface design space
through user-based studies and evaluation, it is possible to gain insight on novel approaches to
solving user interface design problems identified as part of the usability engineering
design/evaluation process. For example, as described in Chapter 10, the second text legibility
study employed an active AR testbed to alter the text in real time based on the real-world
background texture. The need for an active systems resulted from analysis of our first user-based
text legibility study. A related example is recognizing the need for creation of an optical seethrough display that can display black (today’s optical see through displays use black as
transparent)1. Mobile outdoor AR would benefit greatly from a display that could present a
larger color gamut, specifically in the darker regions. Indeed, both of these examples show that
iteratively evolving the user interface design space through user-based studies can introduce the
potential for innovation.

1

Some optical see-through AR displays that support true optical occlusion, and hence can display black, have been

developed as research prototypes (e.g., [Cakmakci, Yonggang Ha & Rolland, 2004]).
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11.3. Lessons Learned on the Usability Engineering
Process
During this dissertation work, we have also identified a number of lessons learned from applying
the usability engineering process as presented throughout this dissertation document (Chapters 4
through 7). These lessons learned are summarized in the table below, and are hyperlinked to the
corresponding page within this dissertation to provide the reader a detailed description of the
context in which the lessons learned were derived.
Table 12. Summary of lessons learned on applying the usability engineering process to outdoor AR.

Lessons Learned on the Usability Engineering Process
Lesson Learned

Page

Software engineers should be involved in as many domain analysis
activities as resources permit, since novel technologies may have
system performance issues not found in typical GUI systems.
In cases where developers and designers are creating applications
around novel technology or approaches, there may be a need for a
technology-based domain analysis.
Subject matter experts should have a good understanding of existing
workflow practices, and in particular, an understanding of the
specific (existing) workflow and environment into which the
technology will be inserted.
A successful domain analysis often employs usability and
software/systems engineers, as well as subject matter experts. This is
especially true for novel technologies, where user interface, system
design, integration, etc. may not follow a standardized approach or
timeline.
The role of the subject matter expert and development of pertinent
use cases is paramount to creating a design that accurately targets a
specific user profile.
Subject matter experts should be introduced to the specific
technology and capabilities when working with novel technology
(e.g., new display paradigms).
Encourage subject matter experts to think outside the box.

66

For evaluations, ensure that visual communication between evaluator
and participant is possible.
9. For evaluations, ensure that audio communication between evaluator
and participant is possible.
10. In AR, provide the participant’s integrated (i.e., graphics and realworld scene) point-of-view to usability evaluators.

78

1.
2.
3.

4.

5.
6.
7.
8.
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66
66

66

67
67
67

78
78

11. If experimenting outdoors, pay careful attention to weather forecasts.

79

12. If experimenting outdoors, pilot user studies in several locations.

79

13. Create a small multidisciplinary group to assess evolving UI
prototypes.
14. Employ the use of low-fidelity, static mockups for faster iteration on
UI design.
15. Iterate user interface design as much as time and resources permit.

99

16. Don’t assume a participant’s view through an AR display is always
correct.
17. For outdoor AR, position the participant to minimize effects of direct
lighting.

100
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100
100

100

11.4. Extending Traditional Usability Engineering
Methods for Emerging Technologies
As shown in Figure 58, it can be argued that user-based studies are critical for driving design
activities, usability, and discovery early in the development of an emerging technology such as
AR. As a technological field evolves, lessons learned from conducting user-based studies are not
only critical for the usability of a particular application, but provide value to the field as a whole
in terms of insight into a part of the user interface design space (e.g., in the case of AR, of
occlusion or text legibility). As time progresses, contributions to the field (from many
researchers) begin to form a collection of informal design guidelines and metaphors from which
researchers and application designers alike can draw. Eventually, these informal design
guidelines are shaken down into a collection of tried-and-true guidelines and metaphors that are
adopted by the community. Finally, these guidelines and metaphors become de facto standards
or at best deemed standards by appropriate panels and committees.
The context of the work reported here, however, falls within the application of user-based studies
to inform user interface design
activities – the left, upper-most

User-based Studies

box of Figure 58. Based on our

Collection of Informal UI Design Guidelines

experiences performing usability

Adopted UI Design Guidelines

engineering, and specifically
Standards

design and evaluation activities for
BARS, we propose another

USER INTERFACE DESIGN ACTIVITIES

modified approach (related, but
beyond the one presented in
Section 6.2) to user interface
design activities for augmented
reality systems. This approach
emphasizes iterative design
activities in between the user task
analysis phase, where requirements

Time
Inform
Contribute to

Figure 58. User-based studies are a critical vehicle for
discovery and usability early in an emerging field’s
development. Over time, contributions from the field emerge,
leading eventually to adopted user interface design guidelines
and standards [Gabbard & Swan, 2008]. ©2008 IEEE.
Reprinted, with permission, from IEEE Transactions on
Visualization and Computer Graphics (TVCG), Vol. 14, No. 3.
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are gathered and user tasks understood, and the formative user-centered evaluation phase, where
an application-level user interface prototype has been developed and is under examination. With
this approach, we couple the expert evaluation and user-based studies to assist in the user
interface design activity (Figure 59). These user-based studies differ from traditional approaches
to application design, in that their scope addresses basic user interface or interaction design in the
absence of established design guidelines. Expert evaluations can be iteratively combined with
well-designed user-based studies to refine designers’ understanding of the UI design space,
understanding of effective UI design parameters (e.g., to identify subsequent user-based studies),
and most importantly to refine user interface designs. In some cases (e.g., those where novel
technology is employed) user-based studies will reveal findings that are counterintuitive to the
design team – thus underscoring the need for the user-based studies. As a result, a strength of
this approach is that interface design activities are driven by a number of activities, including
inputs from the user task analysis phase, user interface design parameters correlated with good
user interface performance (derived from user-based studies), and expert evaluation results.
Of the three main activities shown in Figure 59, there are two logical starting points: user
interface design and user-based studies. An advantage of starting with user interface design
activities is that designers can start exploring the design space prior to investing time in system
development, and moreover, can explore a number of candidate designs quickly and easily. In
this research, we successfully used PowerPoint mockups (discussed in Section 7.1) to examine
dozens of AR design alternatives. If mocked up correctly, such static designs can be presented
through an optical see through display, which allows designers to get an idea of how the designs
may be perceived when viewed through an AR display in a representative context (e.g., indoors
versus outdoors).
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}

Contributions
to the field

User interface
design

Design
parameters
that
support
effective
user
interaction

UI design space

Refined
understanding
of design
space

Expert
evaluation

Refined
understanding
of effective
design
parameters

Candidate
and refined
UI designs

Innovation

UI
designs
guidelines
and
lessons
learned

User-based
studies

Iteratively
refined
user
interface
designs

Figure 59. We applied the depicted user-centered design activities as part of our overall usability
engineering approach. With this methodology, expert evaluations along with user-based studies are
iteratively applied to refine the user interface design space. It is the scope of the user-based studies that
make this approach unique in that the user-based studies address basic, component-level user interface
and interaction issues (as opposed to application-level user interface issues) in the absence of established
design guidelines [Gabbard & Swan, 2008]. ©2008 IEEE. Reprinted, with permission, from IEEE
Transactions on Visualization and Computer Graphics (TVCG), Vol. 14, No. 3.

Once a set of designs has been created, expert evaluations can be applied to assess the static user
interface designs, culling user interface designs that are likely to be less effective than others.
Expert evaluations are also useful in terms of further understanding the UI design space by
identifying potential user-based experimental factors and levels. Once the user-based
experimental factors and levels identified, user-based studies can be conducted to further
examine those factors and levels to determine, for example, if the findings of the expert
evaluation match that of user-based studies.
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In cases where the UI

(1)
User
Task Analysis

design space is somewhat
have specific questions
about how different design

Task
descriptions,
sequences,
and
dependencies

Contributions
to the field

(2)
User Interface
Design

parameters might support
user task performance,

UI Design Space

designers may be able to
conduct a user-based study

Refined
understanding
of design
space

as a starting point. Under
this approach, designers
start with experimental

(3a)
Expert
Evaluation

Refined
understanding
of effective
design
parameters

Candidate
and refined
UI designs

}

understood and designers

Design
parameters
that
support
effective
user
interaction

Innovation

UI
designs
guidelines
And
lessons
learned

(3b)
User-based
Studies

design parameters as
opposed to specific user
interface designs. As
shown in Figure 59, user-

Iteratively
refined
user
interface
designs

Representative
user task
scenarios

based studies not only
identify user interface
(4)
Formative
User-centered
Evaluation

design parameters to assist
in UI design, but also have
the potential to produce UI
design guidelines and
lessons learned, as well as

Usable and Useful
Application

generate innovation,
which provides both
tangible contributions to
the field while also

Figure 60. Extending the usability engineering approach described by
Hix, Gabbard, & Swan [1999] (see Figure 13) to include user-based
studies that examine basic user interaction or display interaction issues.

improving the usability of
a specific application.
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Ultimately, a set of iteratively refined user interface designs are produced that are the basis for
the overall application user interface. This design can then be evaluated using formative usercentered evaluation, as described by Hix, Gabbard, & Swan [1999]. Figure 60 shows the
modified usability engineering approach, that extends the process presented in Hix, Gabbard, &
Swan [1999] (see Figure 13) to include user-based studies that examine basic user interaction or
display interaction issues.
Some limitations of this approach include constraints on time and resources. Specifically,
conducting, and analyzing results of, user-based studies to refine the UI design space can be time
consuming. It is likely that an academic, as opposed to commercial, development environment
and timeline would be better suited for this approach. Second, to expedite the process, one can
conduct many user-based studies in parallel (to move more quickly); however, doing so requires
redundant equipment or more careful coordination of hardware and software which can be
costly, especially in cases where the hardware prototype is novel.

11.4.1.

Applicability to Other Emerging Technologies

Along with augmented reality, there are other emerging technologies that would likely benefit
from a usability engineering approach that utilizes user-based studies to optimize user interface
designs. For example, as the use of cell phones and handhelds increase, we see designs moving
away from the standard WIMP metaphor towards more novel interaction techniques, such as the
iPhone’s use of accelerometers and touch sensing.
Handhelds are also starting to serve as the platform for mobile handheld augmented reality
[Schmalstieg & Wagner, 2008; Klopfer & Squire, 2008]. Here again, interacting with
information overlaid onto the real world with a small form factor will introduce some interesting
design challenges – solved either through inspiration or empirical observations of users working
with suites of candidate designs.
As ubiquitous computing matures, the notion of having access to computing power at all times,
but without the bother of cumbersome cords or fixed location, will require the development of
novel displays (in the broadest sense of the word) and interaction techniques. While some user
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interface and interaction techniques can be leveraged from related technologies, it is likely that
guidelines for design, much less standards for design, will not emerge overnight. In the interim,
the usability engineering approach presented above (see Section 11.4) could help create effective
user interfaces in the ubiquitous computing domain.
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12.

Summary

From the user-based evaluations, pilot and formal studies described in this dissertation, we have
identified a fundamental challenge in designing user interfaces for augmented reality systems.
Specifically, AR UI designers have no established set of guidelines or heuristics to aid them
when designing drawing styles for augmenting text. An additional challenge in presenting
augmenting text in outdoor AR settings lies in the wide range of environmental conditions that
are ever-present, especially large-scale fluctuations in natural lighting and the wide variations in
likely backgrounds or objects in the scene. Since lighting and background conditions may vary
from minute to minute in dynamic AR usage contexts, there is a need for basic research to
understand the visual relationship between real-world backgrounds and associated augmenting
text drawing styles.
Through application of usability engineering techniques, empirical evaluation, and statistical
experimentation, we have provided the following scientific contributions to the field of AR user
interface design:
•

Empirical evidence regarding effectiveness of various text drawing styles in affording
legibility to outdoor AR users (Chapters 9 & 10).

•

Empirical evidence that real-world backgrounds have an effect on the legibility of text
drawing styles (Chapters 9 & 10).

•

Guidelines to aid AR user interface designers in choosing among various text drawing
styles and characteristics of drawing styles produced by the pilot and user-based studies
described in this dissertation (Chapter 9, Chapter 10, and Section 11.1).

•

Candidate drawing style algorithms to support an active, real-time, AR display system,
where sensors interpret real-world backgrounds to determine appropriate values for
display drawing style characteristics (Section 10.1.2).
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We also produced contributions in terms of processes, specifically providing:
•

Lessons learned on applying traditional usability engineering processes to outdoor AR
(Chapter 6, Section 11.2, and Section 11.3).

•

Lessons learned on conducting domain analyses when working with novel technology
(Section 4.3).

•

Lessons learned on applying an extended usability engineering process to a developing
AR application (Section 11.4).

•

A modified usability engineering process to assist developers in identifying effective UI
designs vis-à-vis user-based studies (Section 11.4).

•

Description of arguably one of the first empirical studies on an AR application (BARS),
and evidence that results of these evaluations often prove counterintuitive to ‘common
sense’ hypotheses; thus underscoring the need for continued empirical studies (Chapter
5).

•

Further, the evaluations and user-based studies described in this dissertation provide
guidance on the design of future studies in outdoor AR studies that examine the
effectiveness of AR UI design on text legibility (and other AR graphic legibility) given a
wide range of environmental viewing conditions (Chapters 5 through 10).
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13.

Future Work

With respect to further understanding the UI design space of text legibility in outdoor AR, we
have recently conducted a follow-on study that systematically varied the contrast ratio between
text color and text drawing style color. The goal of this study was to gain more insight on
minimum contrast needed between text and a billboard background for effective user task
performance on text legibility tasks. Our analysis of this study will optimally identify contrast
thresholds or ranges in which user performance is unhindered. Assuming we identify these
thresholds, we will use this knowledge to inform more sophisticated drawing style algorithms
and to determine appropriate text drawing styles under varying environmental conditions.
We intend to perform further and more detailed analysis on the data from the studies presented in
this dissertation, to better understand the perceptual underpinnings of our text legibility task
under varied conditions. Specifically, we plan to more closely examine the pair-wise contrast
ratios between text color, text drawing style color, and outdoor background textures and the
relative importance of each pair-wise contrast ratio for our given text drawing styles.
In addition to examining the pair-wise contrast ratios between text color, text drawing style
color, and outdoor background textures, we also plan to perform more sophisticated analyses in
an attempt to understand how backgrounds affect text legibility. Specifically, we intend to
investigate the power spectral density (PSD) function of text and real-world backgrounds to
determine if spatial frequency overlap is a factor in legibility. The PSD describes how signal
energy is distributed across frequency [Gonzalez & Woods, 2008]. The PSD can be estimated by
applying the discrete Fourier transform to a source image (e.g., an image of a real-world
background). Since color energy is also a major factor in text, distributions of text and
background can be visualized in a two-dimensional space in which one axis is spatial frequency
and the other is color spectral frequency.
We intend to calculate and compare the power spectral density function of text and the PSD of
the real-world background (sub-sampled to include the area over which the text is presented) to
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quantify similarities between the two distributions. Prior to calculating the PDF, we will
normalize the color spectral energy by the eye's spectral sensitivity curve, to for example,
remove any UV energy that wouldn't likely have an effect on legibility. We intend to use this
technique to test an overarching hypothesis that the more similar the two energy distributions,
the less legible the text since the spectral energies of the background will match, and thus
interfere with the spectral energies of the text. If shown to be the case, this type of analysis could
be applied in real time (i.e., in active AR systems) to assess 1) whether or not intervening text
drawing styles are needed, and 2) if intervening text drawing styles are needed, what filters or
structural modifications would afford legibility. These analyses can be run on every trial
collected from both the greenhouse and outdoor user-based study - providing a large and rich
dataset to which to test the hypothesis. Moreover, correlations can be calculated that examine if
PSD similarity has an effect on response time and/or error. To our knowledge, this type of
analysis has not been applied to text-legibility in an AR setting.
We plan to normalize the collected illuminance data to allow us to perform additional analysis,
and provide more evidence regarding the effects of illuminance on text legibility. And we plan
to perform additional “meta-level” analysis of our experimental task, to understand, for example,
if placement of the target letter or shape of target letter confounds results in any way. This will
help us design better experimental tasks for future empirical work.
We are currently collaborating with a commercial company, ITT, to integrate the active text
drawing styles into their AR prototypes. We are also working on an STTR that will employ
active text drawing styles to visually represent the location and identification of outdoor sounds
(e.g., sniper gunfire). These additional analyses, studies, and collaborations will allow us to
examine this dissertation work, and specifically the guidelines presented herein, within the
context of other applications and domains.
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APPENDIX 1: Literature Review of Factors
Affecting Human Performance
The complete list of sources, in alphabetical order, we searched to obtain literature for the
literature review of factors affecting human performance (see Section 2.4) is as follows:
·
·
·
·
·
·
·
·
·
·
·
·
·
·
·
·
·
·
·
·

ACM Transactions on Computer-Human Interaction Journal
IEEE and ACM International Workshop on Augmented Reality
IEEE Computer and Graphics Applications Journal
IEEE First International Symposium on Wearable Computers
IEEE Transactions on Multimedia Journal
International Workshop on Entertainment Computing
Mobile Networks and Applications
Proceedings of 43rd Conference of the Human Factors and Ergonomics Society
Proceedings of Conference on Computer-Human Interaction (CHI)
Proceedings of Conference on Virtual Reality, Archaeology, and Cultural Heritage
Proceedings of First International Workshop on Augmented Reality
Proceedings of IEEE and ACM International Symposium on Augmented Reality
Proceedings of IEEE and ACM International Symposium on Mixed and Augmented
Reality
Proceedings of IEEE Conference on Virtual Reality
Proceedings of IEEE International Conference on Information Visualization
Proceedings of International Symposium on Virtual Reality
Ubicom Technical Report
Virtual Reality Journal
Vision Research Journal
Workshop on Interactive Applications of Mobile Computing
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APPENDIX 2: Glossary of Definitions for AR
Display Issues
The following list contains, in alphabetical order, definitions of those AR display issues in Table
2 that might be unclear to the reader. Those issues that are self-explanatory, such as display
colors and HMD weight and size, are not included here. These definitions are based on the most
familiar descriptions found in the literature and in common use. They are included here to
minimize differing interpretations of terminology.
·

Brightness of display – Level of luminance of graphics, text, and all other objects drawn
on a display.

·

Display type – As used in this document, categorized into monocular or binocular
displays. Monocular displays are those in which the image is presented to only one eye,
while in binocular displays the image is presented to both eyes. Binocular displays can
be further categorized into biocular (also called monoscopic) and stereoscopic. In
biocular displays, the same image is presented to both eyes, while in stereoscopic
displays each eye is presented a different image using a pair of stereo glasses.

·

Field distortion – Any visual anomaly that causes a display to deviate from a perfect
square or rectangular screen.

·

Field of view – In VR/AR applications, field of view typically refers to horizontal and
vertical viewing angles in which objects are presented on a display. In see-through AR,
the form factor of the display can affect how much of the real world is visible; in some
cases the field of view of the real world is larger than that of the displayed objects.

·

Focal length – Distance from the center of a lens to the point where all light rays passing
through the lens converge. A related term, focal distance, is the distance at which
displayed graphics appear to be displayed, and as such appear “in focus.” The focal
length of a display’s lens and the resulting focal distance of the augmenting graphics are
mathematically related.

·

Frame refresh rate – Number of times per second (or other unit of measure) a display is
updated. Refresh rates are generally expressed as hertz (Hz) where 1 Hz is equals 1 frame
per second.

·

Information presentation – Layout, content, and so on, of augmenting graphics, text, and
other objects that are presented on the AR display; clutter and organization are an aspect
of this as well.
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·

Operating environment – Operational circumstances or surroundings of the application in
which an AR display will be used.

·

Physiological reactions to the HMD – Characteristics of an HMD that may affect
(adversely or positively) the normal physiological functioning of users.

·

Pixel resolution – Maximum number of pixels that can be displayed at a time on the
screen of a display device. Resolution is generally expressed as [horizontal resolution] x
[vertical resolution], for example, 800 x 600 or 1024 x 768.

·

See-through distortion – Distortion of the real-world image through a visual retinal
display when a lens or transparent LCD is placed in front of the eye.
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APPENDIX 3: Static Design Mockups from the User-based Study on
Occlusion
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