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As with the meanflow data, differences between Chien   K − ε
and ÒmixingÓ RNG solutions appears to be minimal.  The differences
in these turbulence quantities are somewhat more pronounced than
the meanflow differences, however, as careful examination of Figures
6.32 through 6.49 reveals.  The differences are indeed more
pronounced than the figures indicate, as the extremely wide range of
the contoured variables tends to mask fluctuations in all but the
highest-valued contours.  For example see Figure 6.50, which shows
turbulent (eddy) viscosity ratio as a function of y/h at several
streamwise locations downstream of the centerline of the ramp, of
the centerline of the injectors, and of the edge of the ramp.  Though
the shapes of the ÒmixingÓ RNG curves are all but identical to those
produced by Chien   K − ε , the ÒmixingÓ RNG turbulent viscosity ratio
frequently exceeds that of the Chien   K − ε  model by five to ten
percent.  These differences are largest where the turbulent viscosity
reaches a maximum value and are all but nonexistent in many
others.  In isolated regions where the meanflow variables have sharp
gradients (as identifiable in Figures 6.23 through 6.31), the
difference can be as large as twenty-five percent.  In almost every
case the ÒmixingÓ RNG turbulent viscosity is equal to or larger than
the Chien   K − ε  equivalent.

To illustrate the effects of the eddy viscosity difference upon
the meanflow variables, Figure 6.51 replots eddy viscosity at each of
the ramp centerline locations of Figure 6.50 with static pressure and
Mach number at the same locations.  Figure 6.52 repeats the same
eddy viscosity plots with helium mass-fraction data.  From the
figures it is evident that the differences in eddy viscosity do impact
the meanflow variables, but only weakly and at isolated locations.  In
none of the plotted data is the impact of the turbulence model on
pressure or Mach number nearly as large as its impact on eddy
viscosity; at most locations the impact is negligible.

The data presented in Figure 6.52 reports similar findings: only
few and small differences between Chien and RNG   K − ε   in plots of
helium mass fraction.  One might expect larger differences between
the RNG and Chien   K − ε  species concentrations, because of the direct
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     Ramp Centerline      Injector Centerline Ramp Edge
(a) x/h = 0.500

     Ramp Centerline      Injector Centerline Ramp Edge
(b) x/h = 1.00

Figure 6.50.  Turbulent (Eddy) Viscosity Ratio versus y/h in Main
Mixing Region for the Four-Hole Ramp Injector.
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     Ramp Centerline      Injector Centerline Ramp Edge
(c) x/h = 1.50

     Ramp Centerline      Injector Centerline Ramp Edge
(d) x/h = 2.00

Figure 6.50 (Continued).  Turbulent (Eddy) Viscosity Ratio versus y/h
in Main Mixing Region for the Four-Hole Ramp Injector.
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     Ramp Centerline      Injector Centerline Ramp Edge
(e) x/h = 2.50

     Ramp Centerline      Injector Centerline Ramp Edge
(f) x/h = 5.00

Figure 6.50 (Continued).  Turbulent (Eddy) Viscosity Ratio versus y/h
in Main Mixing Region for the Four-Hole Ramp Injector.
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presence of eddy viscosity in the modeled species continuity
equation (See Equation 6.1 below.), but such differences are not
present in Figure 6.52 or in any mass-fraction plots in this chapter.
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There are a number of possible explanations for the failure of
RNG-induced eddy viscosity modifications to impact the species
concentration.  The first possible explanation is inadequate grid
resolution, though it is unlikely resolution would be sufficient to
allow differences in eddy viscosity while disallowing differences in
meanflow variables.  A more likely explanation is that mixing is
expected to be inviscidly dominated in regions where the RNG
influence is strong.  Recalling that the RNG additions to the
turbulence equations are comprised solely of correlations of velocity
gradients, notice in Equation 6.1 that these same velocity gradients
appear directly in the inviscid portion of the species continuity
equation.  It is possible that any indirect effect the velocity gradients
may produce on the species continuity equation via higher order
corrections to the production terms of the turbulence equations (and
through them eddy viscosity) is necessarily less influential than the
direct effect of convection upon species continuity, at least in most
cases.  According to this hypothesis, differences between RNG and
Chien   K − ε  eddy viscosities may be quite large, but in regions where
they are unlikely to be relevant.  In regions where the effects of
convection play a smaller role and turbulence is more influential on
the flowfield, the velocity gradients themselves are likely to be
smaller and the effects of RNG are expected to be unimportant.

To summarize, the data presented above suggests that the RNG
modifications tested in this experiment do have a limited but
noticeable impact on the turbulence quantities, but that this impact
is not reflected in meanflow variables such as mass fraction,
pressure, or Mach number.  A number of explanations are possible.
The first, unavoidable possibility is that the solutions in the present
investigation were indeed underresolved, particularly in the farfield
region where the effects of the turbulence models would be expected
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(a) x/h=0.500

(b) x/h=1.00

Figure 6.51.  Turbulent (Eddy) Viscosity Ratio, Static Pressure, and
Mach Number versus y/h at Locations Downstream of the Ramp

Centerline for the Four-Hole Ramp Injector.
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(c) x/h=1.50

(d) x/h = 2.00

Figure 6.51 (Continued).  Turbulent (Eddy) Viscosity Ratio, Static
Pressure, and Mach Number versus y/h at Locations Downstream of

the Ramp Centerline for the Four-Hole Ramp Injector.
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(e) x/h=2.50

(f) x/h=5.00

Figure 6.51 (Continued).  Turbulent (Eddy) Viscosity Ratio, Static
Pressure, and Mach Number versus y/h at Locations Downstream of

the Ramp Centerline for the Four-Hole Ramp Injector.
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(a) x/h=0.500

(b) x/h=1.00

Figure 6.52.  Turbulent (Eddy) Viscosity Ratio, and Helium Mass
Fraction versus y/h at Locations Downstream of the Ramp Centerline

for the Four-Hole Ramp Injector.
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(c) x/h=1.50

(d) x/h=2.00

Figure 6.52 (Continued).  Turbulent (Eddy) Viscosity Ratio, and
Helium Mass Fraction versus y/h at Locations Downstream of the

Ramp Centerline for the Four-Hole Ramp Injector.
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(e) x/h=2.50

(f) x/h=5.00

Figure 6.52 (Continued).  Turbulent (Eddy) Viscosity Ratio, and
Helium Mass Fraction versus y/h at Locations Downstream of the

Ramp Centerline for the Four-Hole Ramp Injector.
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to be most noticeable.  However, RNG by its mathematical nature
affects only flow locations with strong velocity gradients, where
inviscid effects are also likely to be strong.  In these cases it is likely
that the inviscid effects dominate and mask whatever changes the
turbulence model might produce.

CCCCoooommmmppppaaaarrrriiiissssoooonnnn    wwwwiiiitttthhhh    EEEExxxxppppeeeerrrriiiimmmmeeeennnnttttaaaallll    DDDDaaaattttaaaa

The most straightforward indicator of the quality and worth of
a turbulence model is a comparison of results generated using that
turbulence model with wind-tunnel data from an "identical"
experiment.  A good comparison lends a great deal of validity to a
turbulence model, no matter how crude or nonphysical its origins,
and no model, no matter how elaborately derived, is useful without
providing good comparisons.

Flat Plate
Instead of experimental data, the flat plate test case data will

be compared to the second velocity and skin friction correlations of
Van Driest44.  Figure 6.53 shows both the Chien and ÒfastÓ RNG   K − ε
velocity profiles at the outflow plane, x=1.00 m, transformed into
Van Driest II coordinates and compared with the incompressible law
of the wall.  The computed solutions are essentially identical, and
both compare well with the analytic expression.  Figure 6.54 plots
computed skin friction for the two turbulence models with the Van
Driest expression.  The computed values of skin friction are slightly
low, but after the initial transition to turbulence match the slope of
the Van Driest expression very well.  Once again the RNG   K − ε  model
returns a very similar solution to that of the Chien   K − ε , but as
distance from the leading edge of the plate increases differences
between the two solutions increase as well, with the RNG   K − ε
showing slightly better agreement with theory.
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Figure 6.53.  Flat-Plate Velocity Profile Expressed in Van Driest
Coordinates and Compared with the Incompressible Law of the Wall.

Figure 6.54.  Computed Skin Friction for Two Turbulence Models
Compared with the Van Driest II Correlation for the Flat-Plate Test

Case.
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Wall Injector Array
Figure 6.55 compares the Chien   K − ε  mass-fraction data to that

of the experiment38 at the measurement plane, x/deff = 43.  Because

the two RNG solutions are virtually identical to the Chien   K − ε
solution at this point, as Figure 6.7 indicates, they are not plotted in
this comparison.  One notable feature of the experimental data is its
asymmetry;  asymmetric data taken from an experiment in which
the wind tunnel, injector geometry, and inflow profiles were
supposed to be symmetric is difficult to model exactly.  Certainly no
computed solution can correctly capture asymmetry unless the
source of the asymmetry is identified prior to the beginning of the
calculation and properly reflected in the input boundary conditions.
Because no source of asymmetry was identified in this experiment,
the best computational solution possible could only reproduce the
injectant mass fractions and capture the general shape of the plume.
It could not produce an asymmetric solution.  Indeed, symmetry was
enforced on the solution and computation performed on only half the
domain, though the solution has been mirrored in this plot to show
the complete helium plume.

Computed (Chien   K − ε) Data
CHe-max-core = .265

Experimental Data
CHe-max-core = .116

Figure 6.55.  Mass Fraction Contours at the Measurement Plane,
x/deff= 43.0, for the Nine-Hole Injector Array.
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The fine-mesh solutions, represented here by the Chien   K − ε
data, are somewhat successful at capturing the overall  plume shape,
though the peak mass fraction values are considerably higher than
those from the experiment.  For all turbulence models the 0.04 mass
fraction contour intersects the wall slightly less than three effective
diameters from the centerline, a value close to the left/right average
of the experimental value.  The height of this plume base is
approximately one effective diameter, which is also in general
agreement with experiment.  The mass fraction values within the
plume base are somewhat high.  The shape of the mass fraction
contours within the plume base differs somewhat from experiment
as well.  The experimental data shows that the highest mass fraction
values are concentrated in a narrow triangle near the centerline of
the plume (although this is not the centerline of the wind tunnel or
injector geometry), while the calculations show a center triangle
augmented by elevated helium levels in ÒwingedÓ contours that
extend roughly two effective diameters from the centerline.

The calculations, like the experimental data, show another
helium mass fraction peak well above the plume base, but the two
disagree on how large the plume core should be, where it should be
located, and how completely it should be separated from the plume
base.  The calculated solutions overpredict the mass fraction and size
of the injectant core and its distance above the wall.  Each of the
turbulence models predicts the maximum helium mass fraction in
the core to be .265, whereas the experimental value is .116.  The
distance between the experimental peak and the lower wall is
3.53deff, lower than the computed value of 4.83deff.  The width of the
two helium plumes is approximately equal, but the computational
data has a wider and more concentrated ÒneckÓ of helium connecting
the plume core to its base.

One obvious question raised by the data presented in Figure
6.55 is that of mass conservation.  Simple visual inspection of the
experimental and computational data suggests that the helium mass-
flow rate in the numerical experiment is considerably larger than
that of the wind-tunnel test.  A great deal of time and analysis have
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been invested to ensure that the numerical mass-flow rate does
indeed match the reported experimental value, with a difference of
only 1.5 percent.  The calculations themselves conserve helium mass
with an error of 0.3% or less.  The experimental mass-flow rate of air
is unknown but is not expected to differ from the numerical value by
any significant fraction, owing to the matching of freestream
conditions.

Ramp Injector
Figures 6.56 and 6.57 present helium mass-fraction contours

for the ramp injector on two spanwise planes ten and twenty ramp-
heights downstream of the ramp face.  For the computational data,
Chien   K − ε  data is on the right and ÒmixingÓ RNG data is on the left.
Both experimental data sets39 show at least a slight degree of
asymmetry, which is partly explained in this case by the presence of
additional ramp injectors in the wind tunnel as part of the test
program.  While the additional injectors were properly accounted for
via the boundary conditions of the computation, their presence and
that of the wind tunnel sidewalls (which were not modeled) do
complicate the flowfield and introduce a certain amount of
discrepancy with the numerical data.  While the presence of the
sidewalls is only moderately influential at the first data station,
x/h=10.0, it is expected to be rather strongly influential at the second
station, x/h=20.0.  For this reason comparisons with data from the
second station must be considered qualitative and approximate only.

Another factor complicating the comparison with experimental
data is the difficulty encountered by the experimentalists themselves
in collecting data.  For reasons that were at the time beyond their
control, the helium mass fraction of the injectant stream varied with
time over the duration of the data collection, causing different
amounts of helium to be present in the flowfield when the lower
(y/h small) data was collected than when the higher (y/h large) data
was collected.  Beginning and ending measurements of the helium
mass fraction of the injectant stream allowed calibration of the data
collected, and only the calibrated data is presented below.
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Nonetheless, the success of the calibration is difficult to prove and
the quality of the experimental data is reduced.  It is even possible
that the calibration itself introduced more error into some portions of
the flowfield.  While it is understood that these data collection
difficulties introduce uncertainty into the experimental data and
diminish the usefulness of the data for comparison purposes, it is the
belief of the author that qualitative comparisons are still meaningful
and worthwhile.  Particularly meaningful are the total pressure and
total temperature data, because these are expected to be essentially
independent of injectant composition.  Additional data for this
injector configuration will be available at a later date, as the test will
be repeated under more controlled circumstances, but is not
available at the time of this writing39.

The computed values of helium mass fraction at the first data
station, x/h=10.0, show underdiffusion with respect to the
experimental values.  Where the experimental data have broad
bands of gently varying helium concentration, the numerical data
have smaller, more distinct contours with clear, separate boundaries.
Both data sets indicate negligible helium concentrations near the
lower wall, but the experimental data indicates a faint increase in
concentration near the centerline of the ramp, which neither
computed solution captures.  Both the computed and experimental
data sets reveal lobes of relatively pure helium adjacent to the ramp
centerline and extending nearly half a ramp height horizontally.  In
both data sets the lobes begin roughly at the vertical location
y/h=0.1.  The experimental data connects these lobes to the slight
elevation of helium mass fraction along the lower wall near the ramp
centerline, and separates them somewhat from the helium bands at
the top of the figure.  The computed data connects these lobes
directly to the helium bands at the top of the figure but, as
mentioned above, completely fails to capture the helium along the
lower wall.  Considering the changing helium levels present in the
flowfield at the time the data was taken and unknown quality of the
calibration process used to correct it, it is possible the experimental
values of helium concentration are artificially high near the lower
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wall and artificially low above the helium plumes centered at
y/h=0.3.  Such an error could explain the failure of the calculations to
indicate helium near the lower wall and the separation of the
experimental helium contours into midfield and upper portions
where the calculation shows one unified plume.  Regardless, the
amount of uncertainty present in the experimental data renders it
suspect and makes concern about the quality of the comparison
unwarranted.

Computed Data.  Chien   K − ε  Is on
The Right, RNG Is on The Left.

Experimental Data

Figure 6.56.  Helium Mass Fraction on a Plane at x/h=10.0 for the
Ramp Injector.

Computed Data.  Chien   K − ε  Is on
The Right, RNG Is on The Left)

Experimental Data

Figure 6.57.  Helium Mass Fraction on a Plane at x/h=20.0 for the
Ramp Injector.
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The computed values of helium mass fraction at the first data
station, x/h=10.0, show underdiffusion with respect to the
experimental values.  Where the experimental data have broad
bands of gently varying helium concentration, the numerical data
have smaller, more distinct contours with clear, separate boundaries.
Both data sets indicate negligible helium concentrations near the
lower wall, but the experimental data indicates a faint increase in
concentration near the centerline of the ramp, which neither
computed solution captures.  Both the computed and experimental
data sets reveal lobes of relatively pure helium adjacent to the ramp
centerline and extending nearly half a ramp height horizontally.  In
both data sets the lobes begin roughly at the vertical location
y/h=0.1.  The experimental data connects these lobes to the slight
elevation of helium mass fraction along the lower wall near the ramp
centerline, and separates them somewhat from the helium bands at
the top of the figure.  The computed data connects these lobes
directly to the helium bands at the top of the figure but, as
mentioned above, completely fails to capture the helium along the
lower wall.  Considering the changing helium levels present in the
flowfield at the time the data was taken and unknown quality of the
calibration process used to correct it, it is possible the experimental
values of helium concentration are artificially high near the lower
wall and artificially low above the helium plumes centered at
y/h=0.3.  Such an error could explain the failure of the calculations to
indicate helium near the lower wall and the separation of the
experimental helium contours into midfield and upper portions
where the calculation shows one unified plume.  Regardless, the
amount of uncertainty present in the experimental data renders it
suspect and makes concern about the quality of the comparison
unwarranted.

Somewhat remarkably, the mean mass fraction in the center of
the lobes is 0.025 for both the Chien   K − ε  calculation and the
ÒmixingÓ RNG, well within the bounds of the left and right
experimental values, which are 0.024 and 0.026, respectively.  This
agreement could be coincidence, but it could be viewed evidence that
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the experimental helium mass fraction data near the top of the figure
is indeed erroneous, as it would seem improbable to predict so
precisely penetration and concentration data at the bottom of the
lobes while miscalculating the values for the midsections of the same
plumes.  In either case, given the difficulties involved with the
experiment and the approximations of the calculations, such
agreement is nonetheless remarkable.

A second pair of smaller helium lobes occur near the tops of
the figures in Figure 6.56, in the outer corners.  As mentioned above,
the experimental data shows the lobes much more diffuse than those
of the computational data, but the vertical positions of the lobes are
very similar (with the cH e=0.012 contour reaching downward to
y/h=0.6 for the computational data and 0.6 and 0.5 for the left and
right sides of the experimental data, respectively) and the peak mass
fractions within the lobes are approximately equal.  (cHe=0.016-0.018
for the experimental data, with values as high as 0.020 in the corner.
For both computed solutions cHe is approximately 0.018, with values
as high as 0.021 in the corner.)  Again the comparison is quite
favorable, under the circumstances.

Data from the second station, x/h=20.0, shows trends similar to
those identified at the first data station.  The experimental data is a
bit more asymmetric here, perhaps due to the larger influence of the
unmodeled sidewalls, and again it is considerably more diffuse than
the computed solutions.  The computed solutions capture a single
lobe of as-yet-undiffused higher helium mass fraction along the
centerline of the ramp near the top of the figure, but fail to indicate
the extension of this helium band to the lower wall.  The
experimental data captures this centerline lobe only as a faint
increase in mass fraction near the lower wall, with the upper
portions being completely diffused into the bands on either side.  In
the helium-rich bands which both computed and experimental data
reveal in the upper, outer corners of the figure, the highest values of
mass fraction are approximately 0.0130-0.0135 for both turbulence
models and 0.012-0.013 for the experimental data.  Considering the
differences in the shapes of the helium contours, agreement is quite
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good.  Agreement is quite good with respect to the penetration of the
helium as well.  The computational data indicates significant levels of
helium (as marked by the cHe=0.004 contour) reaching down as far as
y/h=0.0; the experimental values are 0.0 and 0.1 for the left and
right sides, respectively.

Despite very good agreement on penetration and peak helium
mass fraction, the plotted contours in Figure 6.57 do have significant
differences.  Discrepancies between the computed and experimental
solutions at this second station could be the result of unmodeled
sidewall effects or data collection difficulties, as discussed above.
Data collection difficulties are a particularly likely explanation of
quantitative discrepancies in local helium mass fraction, but are not
expected to exert as strong an influence on overall plume
penetration.  Moreover, given the consistency of the discrepancies
with those at the first data station, it is possible that modeling errors
contribute as well.  The underdiffusion of helium suggests an
underrepresentation of viscous terms.  Because turbulent diffusion
tends to dominate laminar diffusion in the species continuity
equation (Eq. 6.1), turbulence modeling is a likely source of error.  It
may be, however, that the source of error lies with the constant-
turbulent-Schmidt-number approach to turbulent diffusion rather
than with the turbulence model itself.

Figures 6.58 and 6.59 present total temperature contours on
the same crossflow planes shown in Figures 6.56 and 6.57 above. In
this ramp-injector case, total temperature is influenced primarily by
boundary layers and by mixing, as total temperature loss across the
oblique shocks is zero if the shocks are straight and the gas perfect.
Mixing influences total temperature because the injector fluid enters
the flowfield with a total temperature different from that of the
freestream, and that different total temperature is convected
downstream with the injectant as mixing occurs, behaving largely as
a passive scalar.  For this reason much of Figures 6.58 and 6.59 looks
like a photonegative of Figures 6.56 and 6.57.  Deviations from this
pattern occur in the boundary layers, where total temperature is lost
to viscous effects.
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As Figure 6.58 closely resembles Figure 6.56, the comparison
between solutions is likewise similar.  Again both computed solutions
correctly predict placement and size of the central lobs.  Notice that
the experimental total-temperature data in Figure 6.58 does not
separate the lower portions of the central lobes from the portions at
the top of the figure, whereas the experimental helium mass-fraction
data in Figure 6.56 does.  This fact lends credence to the theory of
non-constant (or artificially perturbed) experimental helium
distribution introduced above, as total temperature of the injectant
fluid remains constant regardless of the composition of the injectant
and the total temperature data should be unaffected by any
composition uncertainties.

The computed solutions also predict the smaller, outer lobes
with reasonable accuracy.  Though underdiffused with respect to the
experimental data, their positions, sizes, and total temperature levels
agree quite well with experiment.  The boundary-layer total
temperature contours are also reasonably well predicted, especially
with regard to the contours that peak roughly a quarter of a ramp
height from the centerline.  The second, outer peaks are misplaced in
both computed solutions, being one full ramp height from the
centerline instead of three quarters, and in general the experimental
data shows lower total temperature values in the boundary layer

As was the helium mass-fraction data, both computed total
temperature fields are underdiffused with respect to the
experimental data.  The computed data fields are more uniform, with
larger regions of both high and low total temperature and steeper
gradients connecting the two.  Despite these differences the peak and
minimum values predicted by the calculations are quite similar to
their experimental equivalents.  The maximum total temperature
predicted by Chien   K − ε  is 605.5 K; for ÒmixingÓ RNG   K − ε  the value
is 604.4 K.  The reported experimental value is 597.6 K, less than
eight degrees Kelvin from either computed value.  The reported
minimum for the experimental total temperature field is 466.2 K,
compared with 460.7 K and 460.9 K for the Chien and ÒmixingÓ RNG
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Computed Data.  Chien   K − ε  Is on
The Right, RNG Is on The Left.

Experimental Data

Figure 6.58.  Total Temperature on a Plane at x/h=10.0 for the Ramp
Injector.

Computed Data.  Chien   K − ε  Is on
The Right, RNG Is on The Left.

Experimental Data

Figure 6.59.  Total Temperature on a Plane at x/h=20.0 for the Ramp
Injector.

  K − ε  data, respectively.  Again, this degree of agreement is
considered very good.

Data in Figure 6.59 is taken from a streamwise location twenty
ramp-heights downstream from the face of the ramp itself.  At this
rather remote downstream location, sidewall effects are expected to
be strong and the comparison between experimental and
computational data is only moderately meaningful.  Nonetheless a
good deal of similarity exists between the two.  Both computed and
experimental data show high total temperatures in a roughly
triangular band extending from the sides of the figure to a peak in
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the center.  Values within this triangle are generally higher for the
computational data, which continues to show the centerline lobe as a
distinct, undiffused mass.  The computed data also significantly
underpredicts the total temperature loss in the boundary layer at the
lower wall, though both computed solutions correctly locate the
positions of maximum total temperature loss within the boundary
layer.  The computational data correctly predicts bands of lower total
temperature in the upper, outer corners of the figure, and the size
and degree of penetration of these bands roughly agree with the left-
hand values of the experimental data.  As the experimental data is
not symmetric, the right-hand values are somewhat different.
Agreement is also quite good between computed and experimental
values of maximum and minimum total temperature in this plane.
The experimentally reported minimum total temperature is 527.4 K,
as compared to 527.8 K and 527.3 K for the Chien and ÒmixingÓ RNG

  K − ε .  Clearly the comparison is exceptional.  The experimental value
for maximum total temperature is 598.2 K, which agrees well with
the computed values of 605.9 K and 605.3 K for Chien and ÒmixingÓ
RNG   K − ε , respectively.

Figure 6.60 presents total pressure recovery as a function of
streamwise distance for the two turbulence models and the
experimental data.  (Streamwise distance is taken positive

downstream, with zero at the face of the ramp.)  Total pressure
recovery is defined as the integral of the product of total pressure

and mass flow rate, normalized by the initial (upstream) total
pressure and overall mass flow rate, and is a measure of the

thermodynamic efficiency of the injector.  As expected Chien   K − ε
and ÒmixingÓ RNG   K − ε  return very similar solutions, with only

negligible differences.  Experimental data was available at only two
streamwise locations, x/h=10.0 and x/h=20.0.  At x/h=10.0 the

computed value was 0.535 for Chien   K − ε  and 0.531 for ÒmixingÓ

  K − ε .  These values differ from the experimental value of 0.496 by
approximately 7.1%, well within the experimental uncertainty of plus
or minus ten percent.  At x/h=20.0 the Chien   K − ε  and ÒmixingÓ RNG
values are both 0.426, 6.6% lower than the experimental 0.456.  (The
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Figure 6.60.  Total Pressure Recovery as a Function of Streamwise
Distance.

error margin is again ten percent.)  At both locations agreement with
experiment is adequate, and at neither is one turbulence model
significantly better than the other.

The data presented in Figures 6.56 through 6.60 above clearly
indicate that Chien   K − ε  and ÒmixingÓ RNG   K − ε  turbulence models
return strongly similar solutions in all plotted variables.  Careful
comparison reveals that the RNG solution does tend to diffuse the
injectant helium more strongly than Chien   K − ε .  This tendency is
consistent with the larger values of eddy viscosity ratio identified in
Figure 6.50 and increases agreement of the computed data with
experiment.  The degree of improvement is quite small, however,
when compared with the general discrepancy between computational
and experimental data.  This discrepancy may be due in part to
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modeling errors (turbulence treatments being the most likely), but
the difficulties involved in the data collection process make such
conclusions hard to prove.  Certainly all experimental helium mass-
fraction data is somewhat suspect and should not be used for
quantitative purposes.  There is reason to believe, however, that total
pressure and total temperature data is less likely to be influenced by
the data collection errors.  Comparison of both computed solutions to
this total pressure and total temperature data is reasonably
favorable in many respects.  Where differences exist they appear to
be related to turbulent diffusion and/or the approximate nature of
the computational boundary conditions.  Lack of grid convergence is
not expected to play a large role, based on the analysis of the
previous chapter.

EEEEffffffffiiiicccciiiieeeennnnccccyyyy    aaaannnndddd    NNNNuuuummmmeeeerrrriiiiccccaaaallll    PPPPeeeerrrrffffoooorrrrmmmmaaaannnncccceeee

Another important aspect of a turbulence model's performance
is its efficiency, meaning the amount of computer time required to
produce a result.  Clearly this is dependent upon both the machine
used and the programming technique.  The problem of machine
dependence has been avoided in this case by performing all
calculations on computers of the same model and running the same
operating systems, as discussed above.  The problem of programming
technique cannot be avoided and will be discussed briefly below.

Table 6.1 lists the CPU time per iteration per cell volume for
each of the three primary turbulence models.  Data is taken from the
elliptic region (zones two through eight) of the fine-mesh case of the
nine-hole injector array and reveals clearly the relative cost of the
models. These values are not exactly the same as the ones that would
be computed from coarse- or medium-mesh data or from data
corresponding to the four-hole ramp injector, as cost per iteration
changes with vector lengths and other grid-dependent factors.
Nonetheless, a good deal of information can be gleaned from the
table.
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Table 6.1 Computer Processor Time per Iteration Per Cell Volume.
Values Calculated from Global Iteration Zones

Turbulence Model CPU Time per Iteration per Cell

Standard   K − ε 5.86e-5 seconds

ÒFastÓ RNG   K − ε 8.84e-5 seconds

ÒMixingÓ RNG   K − ε 10.2e-5 seconds

According to the data, ÒfastÓ RNG   K − ε  required approximately
one and a half times as much computer time as did Chien   K − ε , and
ÒmixingÓ RNG   K − ε  required a factor of 1.7.  These are significant
numbers, especially considering the number of computational cells
necessary to adequately resolve flows of this type.  Preliminary
calculations indicated that ÒfullÓ RNG   K − ε  (which included the
higher-order term neglected in ÒfastÓ and ÒmixingÓ RNG calculations)
would be nearly six times as expensive as Chien   K − ε , an
unacceptable value given the resource constraints of this study.
Clearly, any attempt to put the ÒfullÓ RNG   K − ε  model to practical use
must begin by addressing the problem of numerical efficiency.

Of course, efficiency is influenced by a number of issues other
than CPU per iteration per cell volume.  The number of iterations
required to reach a steady-state value, which is related to the CFL
number, is also important.  In general, a larger CFL corresponds to a
larger time step and implies quicker convergence to steady state.
Hence, fewer iterations are required.  As mentioned in the previous
chapter, the CFL was frequently changed over the course of a
calculation to accommodate temporary instabilities or to take
advantage of periods of increased stability, so a complete record
would be neither possible nor helpful.  Moreover, the CFL number
used at any given time was not necessarily the highest possible,
owing to the large amount of effort that would have been required to
constantly test higher values.  Still, a good deal can be learned from
the general trends.
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Overall, CFL values from 0.01 to 0.4 were used for global
calculations, with coarse meshes sometimes stable at CFLÕs up to 0.4
and fine meshes usually run at CFLÕs near 0.2.  Few differences in
CFL stability were noticed between turbulence models.  All three

  K − ε  models were prone to occasional periods of instability, during
which the maximum CFL for stability decreased markedly.  (These
periods of instability were far more common during the array
calculation than during the ramp calculation.)  ÒFastÓ RNG seemed to
be slightly more stable than Chien   K − ε , but ÒmixingÓ RNG seemed to
be the least stable, with a maximum CFL for stability as low as 0.01
at one point.  It is impossible to determine from available data if
these differences are significant.


