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Abstract 
 

Modeling the complex relationships between habitat characteristics and a species’ 

habitat preferences pose many difficult problems for ecological researchers.  These 

problems are complicated further when information is collected over a range of time or 

space.  Additionally, the variety of factors affecting these choices is difficult to 

understand and even more difficult to accurately collect information about.  In light of 

these concerns, we evaluate the performance of current standard habitat preference 

models that are based on Bayesian methods and then present some extensions and 

supplements to those methods that prove to be very useful.  More specifically, we 

demonstrate the value of extending the standard Bayesian hierarchical model using finite 

mixture model methods.  Additionally, we demonstrate that an extension of the Bayesian 

hierarchical changepoint model to allow for estimating multiple changepoints 

simultaneously can be very informative when applied to data about multiple habitat 

locations or species.  These models allow the researcher to compare the sites or species 

with respect to a very specific ecological question and consequently provide definitive 

answers that are often not available with more commonly used models containing many 

explanatory factors.  Throughout our work we use a complex data set containing 

information about horseshoe crab spawning habitat preferences in the Delaware Bay over 

a five-year period.  These data epitomize some of the difficult issues inherent to studying 

habitat preferences.  The data are collected over time at many sites, have missing 

observations, and include explanatory variables that, at best, only provide surrogate 

information for what researchers feel is important in explaining spawning preferences 

throughout the bay.  We also looked at a smaller data set of freshwater mussel habitat 

selection preferences in relation to bridge construction on the Kennerdell River in 

Western Pennsylvania.  Together, these two data sets provided us with insight in 

developing and refining the methods we present.  They also help illustrate the strengths 



 

and weaknesses of the methods we discuss by assessing their performance in real 

situations where data are inevitably complex and relationships are difficult to discern.
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Chapter 1.  Introduction 
 

Ecological data, and in particular, habitat selection data, have many distinctive 

characteristics.  Most importantly, these data are ideally collected with the goal of 

explaining variability in habitat use of a particular species or groups of species.  In other 

words, why do animals choose to inhabit one location as opposed to another?  What 

ecological cues are their habitat choices based on?  To answer these questions, 

researchers collect response data that represent animal abundance or density at various 

locations and sampling times (Ludwig and Reynolds, 1988; Holdgate and Spellerberg, 

1991).  In the simplest case, these responses may be observations of presence or absence 

(Manel et al. 2001).  More complex habitat studies may look at animal counts, percent of 

habitat resources used, or other measures that compare animal usage between sites or 

over time (e.g. Franklin et al., 2002; Hayward et al., 1992; Virkkala, 1991).  To aid in 

answering questions concerning variability in such a response, researchers attempt to 

collect as much information as possible about the characteristics of the habitat being 

studied.  This data collection process may be hindered by incomplete information or 

ecological factors that are difficult to measure.  Consequently, ecologists often rely on 

surrogate variables as substitutes for the variables they feel would best explain the 

response distribution (King et al., 2002)   

In light of these issues, habitat selection and preference models often contain many 

environmental factors, some of which do not accurately measure what is actually 

happening in the ecological system of interest.  These models are also difficult to 

interpret and are limited in their usefulness with respect to conservation and management 

decisions (Anderson et al., 2001).  Standard modeling methods such as multiple linear 

regression can certainly not be discounted and should not be excluded from ecological 

research, but they require that the researcher put some thought and effort into correctly 

selecting which variables are in the model (Burnham and Anderson, 2002).  These 

methods can, however, be augmented by more specific modeling methods designed to 

answer very straightforward questions.  By framing the questions and subsequently 

designing the models in a specific way, we gain definitive answers about how habitats or 

different species within the same habitat compare to each other. 



 2

The research we present is divided into two major sections.  The first section, 

covered by Chapters 2 and 3, provides a detailed analysis of an extremely complex 

habitat selection data set.  Using five years of data recording horseshoe crab (Limulus 

polyphemus) spawning preferences in the Delaware Bay, we detail our process and 

results from two research questions.  In Chapter 2, we examine the effect of aggregating 

such data on model accuracy and precision.  This examination was conducted by 

constructing Bayesian hierarchical models using the horseshoe crab data (Ellison, 1986) 

and simpler models of simulated data that covered a wide range of situations.  These 

results provide general rules for when to aggregate clustered data.   

Chapter 3 details the model developed in Chapter 2 using aggregated data and 

compares it to a model of the same data using a finite mixture model containing four 

components.  Our work in this chapter verifies results from Steele (2002) that provides 

insight into how to select number of components in a Bayesian finite mixture model 

(Diebolt and Robert, 1994; McLachlan and Peel, 2001; Tittertington et al., 1985).  In 

addition, we show graphically how the finite mixture model provides additional 

information that the more traditional single component model cannot.   

The models of the spawning data in both Chapters 2 and 3 are developed using 

Bayesian hierarchical methods that lend themselves well to the complex spatial and 

temporal nature of the data set (Gelman et al, 1995). 

Chapters 4 and 5 explore alternative means of understanding this type of data using 

ecological thresholds and changepoints.  In Chapter 4, we describe some of the more 

common changepoint detection methods used in ecological research (Muradian,  2001) 

and then examine in detail one of the more straightforward methods of detecting a single 

changepoint, known as the deviance reduction method (DRM) (Qian, 2003).  Based on 

our initial research of the DRM, we develop a straightforward and intuitive extension of 

this method for cases where there exist two changepoints bounding a transition region.  

The simulations in this chapter are useful and informative, but also point out the 

limitations of deviance reduction methods in general for gaining ecological 

understanding.   

In Chapter 5, we extend the currently used form of the Bayesian hierarchical 

changepoint model for Poisson data (Carlin, 1992; Smith, 1975) to allow us to estimate 
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changepoints simultaneously for multiple independent units.  For the purposes of our 

research, we refer to independent habitat locations or independent species at the same 

location as independent units.  We demonstrate two very different forms of our extended 

model using two distinct ecological data sets.  The first data set, described in detail in 

Chapter 2, is from an ongoing study of horseshoe crab spawning behavior.  Based on 

these data, we develop a complex Bayesian multiple changepoint model.  In our resulting 

model, the estimated changepoint at each of the 29 beaches studied, as well as the 

relationship between the response and the threshold variable, wind force, before and after 

the changepoint, is affected by other ecological factors present.  The resulting 

changepoints from each of the beaches are compared to average spawning using a 

regression model.  This post-hoc regression analysis using our estimated thresholds 

reveals a clear correlation between spawning abundances and wind force threshold.  

More importantly, we see that this relationship is different for the observed beach habitat 

in the two different states, New Jersey and Delaware. 

We see a marked contrast in a second application of the Bayesian multiple 

changepoint model.  We examine the effects of a bridge construction project over a 

western Pennsylvania River on five species of mussels prevalent in the river prior to the 

beginning of construction (Villella and Smith, 2002).  By comparing the resulting 

changepoints in these species, we were able to discern how sensitive they were to the 

ecological disturbance caused by the development upstream.   

Both of these data sets illustrate the usefulness of this straightforward extension of 

the single changepoint model in providing clear answers to specific questions about 

habitat and species.  Additionally, we compare our results from the changepoint model of 

the freshwater mussel data set to results from using the standard DRM on each individual 

mussel species.  Our comparisons indicate that there are substantial limitations to the 

DRM that are not present in the Bayesian method.  Despite the claim that the DRM is 

nonparametric in nature, we see some indication of how inaccurate the results from this 

method may be because it relies on the oversimplified form of the deviance to compare 

possible changepoints.  The flexibility of the Bayesian model through specification of 

appropriate prior distributions resulted in much more accurate model results and enabled 

us to examine multiple units simultaneously, thus allowing those units with less 
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representation (smaller abundances or fewer samples) to “borrow strength” from those 

units which were better represented (Congdon, 2001). 

Finally, in Chapter 6, we summarize our findings and briefly mention some areas of 

future research that may be productive.   
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Chapter 2 

Effects of Data Aggregation in Hierarchical Models 
 

2.1.  Introduction 

Habitat selection or preference studies can be implemented based on a wide variety 

of data collection protocols.  What unifies this type of research is that the goal is to gain 

information about what environmental factors explain the observed variability in habitat 

preference of a species or group of species.  Based on the animals being studied, 

information might be collected at a single point in time but at multiple spatial locations, 

yielding observations in close proximity that are not independent.  Conversely, data may 

be collected over a period of time at regular or semi-regular time intervals at independent 

habitat locations.  Finally, there is the possibility that habitat preference data could be 

collected based on a sampling design that results in both temporal and spatial dependence 

of observations.  Understandably, data collection protocols are dictated by the particular 

characteristics of the species and habitat of interest.  Examination of data from these 

types of studies, however, may indicate that there exist high levels of dependence and 

variability within subsets of observations that are in close proximity in either time or 

space, e.g., Franklin et al., 2002).  In these cases, creating models based on all of the 

individual observations might not provide the optimal level of accuracy and precision.  

Aggregating these subsets of data, i.e., summarizing these subsets by taking means or 

sums of observations, may be beneficial.  The results of aggregation are that observations 

that are highly dependent are represented by a single summary observation.  Although 

this aggregation process results in fewer observations from which we can make inference, 

it can in some cases result in better models.  As a simple example, if we recorded the 

number of people attending all of the movie theaters in a city every weekend during one 

year, the data would likely include counts for each Friday, Saturday, and Sunday over a 

52-week period.  It may make sense, from a modeling point of view, to sum the counts 

over each weekend period so that we are left with 52 observations at each theater.  By 

simplifying the data in this way, we now have measurements at equal time intervals and 

have eliminated the added complication that observation within a given weekend, at a 

given movie theater, will be more correlated than week-to-week observations.   
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From a statistical point of view, the general thought is that it is not beneficial to 

aggregate observations unless the multiple observations are subsamples on the same 

independent unit.  When dealing with natural resource studies or studies that are 

observational in nature, however, it is difficult to discern what constitutes an independent 

experimental unit or a subsample, since treatments, as we think of them, are not applied.  

If there are multiple subsamples observed, then aggregating information within each 

independent unit simplifies the analysis and avoids the problem of artificially increasing 

the number of observations and, subsequently, the power to detect relationships that may 

not be present in the data.  Alternatively, biologists and social scientists, who commonly 

deal with this type of data, also feel that aggregating data may be beneficial when there is 

within-group variation in the covariates that does not contribute to helping explain 

differences in the response (King et al., 2004). 

In light of these concerns and the wide disparity in opinions concerning whether or 

not to aggregate these types of data, we explored the ramifications of data aggregation.  

Our research, described below, examined effects of aggregation in simulated data, under 

a variety of conditions, and actual habitat selection data for spawning horseshoe crabs 

(Limulus polyphemus) in the Delaware Bay.  Our specific goal was to examine how 

aggregating data affected a model’s predictive ability.    

 
2.2.  Methods 

Effects of data aggregation on model precision and accuracy are examined using a 

specific ecological data set containing many levels of complexity.  The effects are 

examined using an appropriately developed Bayesian hierarchical model that we explain 

in detail.  In order to verify that our results can be generalized to a wide variety of 

situations, we also examine the effects of aggregation using simulated data sets.  These 

simulations were specifically created to represent a variety of situations that were likely 

to be affected by data aggregation.    
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2.2.1.  Examining effects of data aggregation in horseshoe crab spawning data 

Effects of data aggregation were examined using horseshoe crab (Limulus 

polyphemus) spawning data described in detail below.  We developed a Bayesian 

hierarchical model to characterize the physical beach characteristics and weather 

conditions that affect horseshoe crab spawning.  These models were created with two 

goals in mind:  (1) to make specific statements about which factors affect spawning 

abundance, and (2) to predict what beach characteristics and weather conditions are most 

likely to result in higher abundances of spawning.  With respect to each of these two 

goals, although data are collected on three nights during each lunar period, researchers 

are more interested in making predictions with respect to lunar periods as a whole, 

instead of about individual nights.     

 

2.2.2.  Detailed description of spawning data 

The data set used to examine the effects of data aggregation comes from a 

multistage sampling design that was researched, developed, and first implemented in 

1999 (Smith et. al., 2002).  This sampling protocol continues to be implemented every 

year during the months of May and June in the Delaware Bay (Fig. 2.1). 

The first stage of the sampling design is at the beach level.  The population of 

interest is all coastal beach habitat in the Delaware Bay.  The sampling frame, however, 

is limited to beaches with public access points necessary for implementing the sample 

survey.  Four beaches on each side of the bay, Delaware (DE) and New Jersey (NJ), were 

randomly selected in 1999 and specified as permanent members of the sample.  Between 

four and eight additional beaches are randomly sampled each year on each side of the 

bay, for a total of eight to twelve beaches on each side of the bay sampled each year.  The 

second stage of the design, the temporal aspect of the sample, is based on extensive 

research carried out in 1999 (Smith et. al., 2002).  The temporal population of interest is 

the months of May and June, when the vast majority of horseshoe crab spawning in the 

Delaware Bay is said to occur (Botton et al., 2003).  Based on results from research 

completed in 1999, as well as previous findings documented by Barlow et al. (1986), it 

was decided to sample selected beaches during the higher of the high tides, i.e., the 

evening or nighttime high tide.  These beaches/tides were surveyed on the nights of the 
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full and new moon in May and June and the nights two days before and two days after 

each of those full and new moon nights, for a total of 12 sample nights per year.  On each 

of these 12 nights, volunteers go to selected beaches to implement the survey just as the 

high tide recedes. 

 

 

Figure 2.1. All beaches included in the sample frame of the ongoing annual horseshoe crab 
spawning survey implemented each spring in the Delaware Bay.  Beach 
locations are indicated by dots along coastline. 

 
 The third stage of the sample, within each beach, is a systematic sample with two 

random starting points (Thompson, 1992; Christman, 2000).  If the beach is longer than 1 

km,  then a 1-km section in close proximity to the access point is sampled.  If the beach is 

shorter than 1 km, then the entire beach is sampled.  A total of 100 locations are sampled 

at each beach, 50 locations systematically spaced from each of the random starts.  At 

each sampled location, a 1-m2 quadrat is placed along the line formed by the horseshoe 
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crabs that are highest on the beach.  The number of spawning males and spawning 

females within the quadrat are then counted (Fig. 2.2). 

 
BEACH ACCESS 

                       

 

DELAWARE BAY 

Figure 2.2.  Diagram of systematic sampling protocols for beaches ≥ 1 km in length.  If a 
beach is shorter than 1 km, then the distance between sample units is shortened 
so that all 100 samples are taken within the beach length.  For example, if a 
beach were 500 m long, then the distance between sample quadrates would be 
10 m instead of 20 m.  Diagram reprinted from the horseshoe crab monitoring 
website maintained by the Leetown Science Center of the U.S. Geological 
survey.  

 
 Using data collected from this sample, a female index of spawning activity 

(FISA) was calculated for each beach as the average number of spawning females per 

square meter on each sample night.  Although male spawners are counted as well, female 

spawners are of particular interest due to their direct relationship with abundance of 

available eggs for migratory shorebirds (Smith et. al., 2002).  Accurate estimates of 

abundance for each beach cannot be attained from this data, since the 1-km section at 

beaches longer than 1 km is chosen based on convenience, not random sampling.  The 

FISA was calculated for each beach/night combination. 

Researchers would like to determine whether or not a given beach hosted a high 

abundance of female spawners during the week surrounding the lunar peak.  The question 

of whether or not spawning at a given beach during a given time period is classified as 

sufficiently abundant is a difficult question to answer, and research into how to classify 

abundance is currently ongoing (Botton et al., 1994).  In the absence of a generally 

accepted definition of abundant spawning, we discuss alternative methods to classify 
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observations and beaches in subsequent chapters with respect to whether abundant 

spawning has occurred at a specific beach/time period or not.  Rather than rely on a 

preset definition of abundance, these chapters explore methods such as finite mixture 

models and hierarchical changepoint models to group observations and beaches based on 

similar levels of spawning and similar physical conditions, the thought being that beaches 

and time periods that show evidence of abundant spawning are likely to exhibit similar 

morphological and weather conditions.  

 In addition to spawning counts, the following covariate information has already 

been collected or estimated for each sampled location and time:  state, beach slope, beach 

elevation, air temperature, mean perpendicular angle to each beach, fetch, wind force 

(described below), and ocean exposure, a categorical variable indicating where each 

beach is located in relation to the bay mouth.  It is also expected that more covariates as 

well as additional yearly data from the spawning survey will be available in the future.  

The goals of this continuing survey are to monitor trends in horseshoe crab spawning 

throughout the Delaware Bay and to use available covariates to accurately predict where, 

and to what extent, spawning will occur. 

Wind force measures the potential for wind-generated waves combining the angle 

perpendicular to each straight segment of each beach with wind direction and wind speed 

measurements observed within a five-hour window.  This time window is centered on the 

time of the higher of the high tides at each beach, which corresponds to the timing of the 

spawning survey.  An examination of all time span windows ranging from the single hour 

during which the higher of the high tides occurred to that hour plus or minus three hours 

(a seven-hour time span) confirmed that wind direction values were highly correlated for 

all 16 possible time spans (r ≥ 0.93).  Thus, we chose the time span cited by Barlow 

(1986) as being when horseshoe crab spawning is most prevalent, a five-hour window 

centered on the hour when the higher of the high tides occurred.  The high tide occurs at 

different times at the different beaches in the Delaware Bay depending on their latitude, 

so this five-hour window was adjusted for the high tide time at each beach.  This process 

resulted in five hourly wind speed and wind direction measurements for each of the 29 

beaches on each of the 60 nights the survey was implemented.  Wind measurements for 

all Delaware beaches were based on data from Dover Air Force Base weather station 
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(http://www.noaa.gov/, 2005).  New Jersey beach wind measurements were based on data 

from the weather station located at Millville, New Jersey (http://www.noaa.gov/, 2005).   

Wind speed, wind direction, and the angle perpendicular to each straight line 

segment of each beach were combined using methods for summarizing circular and 

cylindrical data (Fisher, 1993; Anderson-Cook, 1997).  These variables were used to 

create two measures, one representing perpendicular wind force (PEWF) and one 

representing parallel wind force (PAWF).  For a given beach, i, on a single night of the 

spawning survey: 
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where j  is the index for each of the in  segments of the ith beach, kws is the kth wind speed 

observation, kwd  is the kth wind direction observation in radians, and jd  is the direction 

perpendicular to each of the j  segments comprising the ith beach.  PEWF is calculated so 

that when the wind is blowing exactly perpendicular towards a given beach segment, this 

value will be largest in the positive direction, and when the wind is blowing exactly 

perpendicular away from a given beach segment, this value will be largest in the negative 

direction.  In order to examine the possibility that wind directions perpendicular to a 

beach segment blowing towards and away from a given beach are equally correlated with 

horseshoe crab spawning, the absolute value of each perpendicular wind force 

measurement, iPEWF , was also examined as an alternative to iPEWF .  The parallel 

wind force measurement, iPAWF , is calculated using the absolute difference between 

each wind direction and the direction perpendicular to each beach segment.  From 

Equation 2.2, one can see that if the direction perpendicular to a beach segment differs 

from the wind direction by 90 degrees in either direction, i.e., if the wind is blowing 

parallel to the beach segment, the PAWF value will be at its highest.  These three 

measurements were then averaged over the three nights within each of the 20 lunar 

periods for each of the 29 beaches. 
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Fetch is defined as the distance across a body of water that wind can travel before 

arriving at a specified location.  In the course of this research, an exploration of currently 

available GIS software indicated that there was no automated or efficient way to estimate 

fetch for multiple locations.  In order to fulfill our research needs, we developed a 

method for estimating fetch for a large number of locations and for multiple directions.  

The result of this process is a measurement of distance across the Delaware Bay from 

each beach segment in each of 36 directions:  0○, 10○,…, 350○.  For each beach segment 

within each beach, there are five fetch measurements associated with the five hourly wind 

direction measurements.  Using these measurements, we estimate mean fetch for the ith 

beach on a single night of the spawning survey as: 
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where ijkf  is the fetch measurement for wind direction k at jth beach segment of the ith 

beach.  As with the other covariates, the fetch measurements for each beach were 

summarized over the three nights within each lunar period. 

Using all of the covariates described above, we developed models based on both the 

aggregated and non-aggregated data and compared those models using the deviance 

information criteria (DIC) and K-fold cross validation as detailed by Vehtari and 

Lampinen (2004). 

 

2.2.3.  Model development and validation 

Using a Bayesian hierarchical model framework, we compared models based on 

both the original data, collected on three individual nights during each of the 20 lunar 

periods at multiple beaches, and on the aggregated data, in which the Poisson counts are 

summed1 over the three nights within each lunar period.  For the aggregated data case, all 

covariates are represented by their mean value based on the three nights of data.  The 

results of these model comparisons are specific statements about which factors are useful 

in predicting spawning abundance, and at what levels of those factors abundant spawning 

                                                 
1 Due to missing values, counts were averaged within lunar period for each beach and then multiplied by 

three (the number of sample nights in each lunar period).  This was done to eliminate bias due to missing 
values while still having the response represent a total of all spawning activity (per 10 m2) over the three 
nights of sampling. 
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is most likely to occur.  In addition, we make some suggestions about the best way to 

analyze longitudinal multilevel data when researchers desire predictions at a different, 

coarser, temporal scale than data are collected. 

Models for the horseshoe crab data were developed and cross-validated using 

WinBUGS (Spiegelhalter et al., 2003).  WinBUGS code for the final model, which shows 

the model format, is included in Appendix A1.  The formal model equation is also shown 

in A1.  Model selection was done by starting with four initial saturated models, described 

as follows:  

a) based on non-aggregated data (observations are individual nights), using all 

variables and interactions including perpendicular wind force (PEWF). 

b) based on non-aggregated data using all variables and interactions, but substituting 

absolute value of perpendicular wind force (ABPE). 

c) based on aggregated data (observations are summarized over lunar period), using 

all variables and interactions including perpendicular wind force (PEWF). 

d) based on aggregated data using all variables and interactions, but substituting 

absolute value of perpendicular wind force (ABPE). 

A table describing all variables examined in the four initial models is found in 

Appendix B1.  In models (a) and (b), the response, number of female horseshoe 

crabs/10m2 observed at each beach, during each night of the spawning survey, is assumed 

to be Poisson-distributed.  In models (c) and (d), the response, sum of the observed 

number of female horseshoe crabs/10 m2 observed on the three nights within each lunar 

period at each beach, is also assumed to be Poisson-distributed.  It is straightforward to 

show that the sum of independent Poisson random variables is also distributed as a 

Poisson random variable (e.g., Casella and Berger, 2002).  All four models have the same 

theoretical format, with the primary difference being that models (a) and (b) have an 

additional random effect to account for the correlated observations within each lunar 

period recorded at each beach. 

The final four models in each of the four categories (a) through (d) were compared 

using K-fold cross-validation (Vehtari and Lampinen, 2004).  Before describing K-fold 

cross-validation in detail, it is helpful to explain how we indexed the lunar periods for 

which data was collected.  The data include observations from multiple beaches collected 
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during 20 lunar periods, four lunar periods per year for five years.  The observations from 

the first four lunar periods are labeled 1 through 4 based on their chronological order in 

1999.  The observations for the four lunar periods in 2000 were labeled 5 through 8 

according to their chronological order.  This same enumeration was used for the lunar 

periods in years 2001, 2002, and 2003, the result being that in addition to observations 

being classified by year, month, day, etc., they were also associated with a number 1 

through 20 based on the lunar period during which they were observed.   

The data were then each systematically subdivided into 10 cross-validation sets 

based on lunar period.  S1, the first subset of the data, contained all observations from the 

1st lunar period and the 11th lunar period.  S2, the second subset, contained all 

observations from the 2nd and 12th lunar period, etc.  Table 2.1 shows the data subsets 

included in each partition and the dates of each lunar period that was surveyed.   

 
Table 2.1. Cross-validation subset assignments selected systematically for horseshoe crab 

spawning survey data.  Each lunar period consists of three sample nights, i.e., 
the first night listed in the Dates column, the last night listed in the Dates 
column, and the night exactly halfway between the two dates.  Sampling was 
done during full and new moon phases, so this information is also noted for each 
lunar period. 

Data  
Subset 

(Sk) 
Lunar 
Period Dates 

Moon 
Phase 

Lunar 
Period Dates 

Moon 
Phase 

1 1 5/13/99 - 5/17/99 New 11 6/3/01 - 6/7/01 Full 
2 2 5/28/99 - 6/1/99 Full 12 6/19/01 - 6/23/01 New 
3 3 6/11/99 - 6/15/99 New 13 5/10/02 - 5/14/02 New 
4 4 6/26/99 - 6/30/99 Full 14 5/24/02 - 5/28/02 Full 
5 5 5/2/00 - 5/6/00 New 15 6/8/02 - 6/12/02 New  
6 6 5/16/00 - 5/20/00 Full 16 6/22/02 - 6/26/02 Full 
7 7 5/31/00 - 6/4/00 New  17 5/14/03 - 5/18/03 Full 
8 8 6/14/00 - 6/18/00 Full 18 5/29/03 - 6/2/03 New 
9 9 5/5/01 - 5/9/01 Full 19 6/12/03 - 6/16/01 Full 

10 10 5/20/01 - 5/24/01 New 20 6/27/03 - 7/1/003 New 
 

As can be seen from Table 2.1, both data sets (aggregated and non-aggregated) 

were partitioned this way to ensure that each subset contained data from lunar periods at 

least two years apart and that lunar periods from both May and June were represented in 

each subset.  In addition to this systematic partition of the data, we also partitioned the 

data based on a random ordering of the lunar periods.  As with the systematic grouping 
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above, each random partition contained data from all beaches during two lunar periods 

(Table 2.2). 

 
Table 2.2. Cross-validation subset assignments selected randomly for horseshoe crab 

spawning survey data.  Each lunar period consists of three sample nights 
consisting of the first night listed in the Dates column, the last night listed in the 
Dates column, and the night exactly halfway between the two dates.  Sampling 
was done during full and new moon phases, so this information is also noted for 
each lunar period. 

Data  
Subset 

(Sk) 
Lunar 
Period Dates 

Moon 
Phase 

Lunar 
Period Dates 

Moon 
Phase 

1 3 6/11/99 - 6/15/99 New 10 5/20/01 - 5/24/01 New 
2 9 5/5/01 - 5/9/01 Full 17 5/14/03 - 5/18/03 Full 
3 13 5/10/02 - 5/14/02 New 19 6/12/03 - 6/16/01 Full 
4 2 5/28/99 - 6/01/99 Full 12 6/19/01 - 6/23/01 New 
5 14 5/24/02 - 528/02 Full 16 6/22/02 - 6/26/02 Full 
6 4 6/26/99 - 6/30/99 Full 6 5/16/00 - 5/20/00 Full 
7 1 5/13/99 - 5/17/99 New 11 6/3/01 – 6/7/01 Full 
8 15 6/8/02 - 6/12/02 New 18 5/29/03 - 6/2/03 New 
9 8 6/14/00 - 6/18/00 Full 20 6/27/03 - 7/1/003 New 

10 5 5/2/00 - 5/6/00 New 7 5/31/00 - 6/4/00 New 
 

Models were compared based on expected utility, as described by Vehtari and 

Lampinen (2004) and calculated as follows.  For some measure of utility, u, expected 

utility for each of the K cross-validation subsets is calculated using the model created 

based on the remainder of the data.  

( )
1

1 , , ,  ; 1, 2,...,
j

j

n

CV i j t t
ij

u u y x D M j K
n =

⎡ ⎤= =⎣ ⎦∑     [2.4] 

In Equation 2.4, tD , represents the training data, excluding cross-validation subset 

j, and Mt, is the model created using data tD .  For example, when estimating 
1CVu , tD   

was data from subsets 2,3,…,10 shown in Tables 2.1 and 2.2.  The size K should be, i.e., 

how many cross-validation subsets to use, is a matter of some debate.  Hastie et al. (2001) 

compare some of the possible choices by examining how the size of these subsets affects 

the variance of the bias of prediction error, what we refer to as utility.  They explain that 

if K = n, the total sample size of the data, then the bias of the utility estimate would be 

close to zero, but the variance would be very high.  In contrast, if K were relatively low, 

(e.g., 5), then the variance of estimated utility would depend greatly on how adequate the 
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sample size of each training data set is in estimating the model parameters correctly.  A 

larger K results in more data included in each training data set and more accurately 

estimated models from each training set.  Additionally, a larger K provides a better 

estimate of the distribution of utility.  However, we also want K small enough so that 

each cross-validation subset is large enough to provide information about how well the 

model performs on a new substantial set of observations with a similar structure as the 

original data.  If K is too large, this type of information is lost because the sample size in 

each cross-validation subset is small. 

Based on the findings and discussion presented in Hastie et al. (2001), our choice of 

K = 10 subsets appears to be a good compromise that addresses these issues.  

Additionally, Burman (1989) has proposed a correction that can be used with K-fold 

cross-validation when the K < n, the total sample size.  To account for the difference 

between the expected utility we estimate for each of the K subsets and the utility we 

would find if we were able to do leave one out  (LOO) cross-validation (i.e., K = n), 

Burman (1989) suggests the following adjustment:   

We first find the expected utility for each training data set j, based on the model 

created with that training data: 
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where j jn n n− = − .  We also must calculate the mean expected utility based on all the 

training data sets, which is calculated as: 
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Note that cvtru is an average of all K 
jtru values.  We use these two equations to find the 

corrected cross-validated expected utility: 

( )j j jCCV CV tr cvtru u u u= + −        [2.7] 

It is evident from Equations 2.5 - 2.7 that as jn− , the size of each training data set, gets 

closer to n, the total number of observations, the correction factor, ( )jtr cvtru u− , gets 

closer to zero. 
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Using Equations 2.4-2.7, we obtain K estimates of expected utility with which we 

can estimate a utility distribution.  Our measure of utility is calculated based on deviance, 

although Vehtari and Lampinen (2004) specifically mention that these same methods can 

be used for a wide variety of utility measures such as absolute error, predicted likelihood, 

etc. 

 

2.2.4 Examining effects of data aggregation on simulated data 

While model comparisons using real field data provide many insights, both from 

statistical and biological standpoints, it is also necessary to verify our conclusions using 

simulations to recreate a wide variety of possible scenarios.  We were particularly 

interested in identifying the conditions that would result in aggregated data providing 

better model predictions than non-aggregated data.   

Simulations were conducted in R (Ihaka and Gentleman, 1996) using two 

generalized linear models.  Each simulation was based on 100 independent units from 

which three observations were generated, resulting in a total of 300 observations.  An 

example of this type of clustered data in nature would be three repeated measures 

collected at each of 100 habitat sites.  Alternatively, individual observations within each 

set of three might be in close temporal proximity, e.g. 48 hours apart, with substantial 

breaks as long as two weeks or one month between distinct sets of observations.   In 

model 1, the responses, yij were generated using a Poisson regression model with two 

covariates, (x1, x2)  both of which were constant within cluster.  In model 2, the responses 

were also generated using a Poisson regression model with two covariates.  However, in 

this model, only one of the two covariates was fixed within cluster.  Equations for both 

models are shown below. 

Random effects of varying magnitudes (σc = 0.5, 1.0, 1.5, 2.0, 2.5, 3.0) were 

incorporated into each of the two generated responses by adding a randomly generated 

value, 0ib , from a 2(0, )cN σ to each cluster, where 2
cσ , the magnitude of the cluster 

random effect was varied in the course of the simulation study.  This effect is represented 

by the term 0ib  in Equations 2.8b and 2.8c.  In the first set of simulations, the coefficients 

0β , 1β , and 2β were held fixed at 0.5, 1, and 1.5, respectively.  Table 2.3 shows the 
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random effects incorporated into each model.  We also examined the effect of missing 

observations in the response by looking at five levels of percent missing in the response: 

0%, 10%, 20%, 30, and 40%.  In each case, the data were generated so that the 

observations were missing completely at random. 

( )

( )
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Response 2: log                                                    [2.8c]i ij i ij ix x bµ β β β= = + + +x β

 

It is important to note that the only difference between the two responses, shown in 

Equations 2.8b and 2.8c respectively, is that response 1 is generated by specifying that 

the second covariate, x2, a vector of three observations, is constant within cluster, while 

in response 2, x2 varies within cluster.  We denote responses generated from these models 

as 1Y  and 2Y  respectively. 

In a second, larger, set of simulations we examined a variety of values for 0β , 1β , 

and 2β , in combination with each of the magnitudes of random effect examined in the 

first set of simulations (Table 2.4).  All simulations in this set contained no missing data.  

The effects of missing observations and varying the model coefficients were examined in 

two distinct sets of simulations to limit the total number of simulations needed.  The 

second set of simulations allowed us to examine the interaction between the magnitude of 

the cluster random effect and the magnitude of the covariate effects in the prediction 

ability of the model at the two levels of data aggregation examined.      

In each simulation, the two generated responses were analyzed two ways.  Method 

1 used all 300 individual observations to estimate the generalized linear model and then 

aggregated the estimated model response so that there was a single response for each 

cluster unit (abbreviated as Model Then Aggregate or MTA).  In method 2, we summed 

response observations and averaged covariate values within each of the 100 independent 

cluster units, then attained the estimated model response for each independent unit using 

GLM (abbreviated as Aggregate Then Model or ATM). 1Y  and 2Y  were each analyzed 

both ways, i.e., using ATM and MTA. 
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Table 2.3. True parameter values for the first simulation study comparing the effect of 
missing observations when data are modeled at two levels of data 
aggregation.  0β , 1β , 2β  are defined in model Equations 2.8b and 2.8c.  

These values were all held constant in this first study.  2
cσ  is the specified 

variance of the random cluster effect, iε .  The percent of data missing for 
each set of simulations is indicated in the column labeled % missing.   

0β  1β  2β  2
cσ  % missing 0β  1β  2β  2

cσ  % missing
0.5 1 1 0.5 0 0.5 1 1 2 0.2 
0.5 1 1 1 0 0.5 1 1 2.5 0.2 
0.5 1 1 1.5 0 0.5 1 1 3 0.2 
0.5 1 1 2 0 0.5 1 1 0.5 0.3 
0.5 1 1 2.5 0 0.5 1 1 1 0.3 
0.5 1 1 3 0 0.5 1 1 1.5 0.3 
0.5 1 1 0.5 0.1 0.5 1 1 2 0.3 
0.5 1 1 1 0.1 0.5 1 1 2.5 0.3 
0.5 1 1 1.5 0.1 0.5 1 1 3 0.3 
0.5 1 1 2 0.1 0.5 1 1 0.5 0.4 
0.5 1 1 2.5 0.1 0.5 1 1 1 0.4 
0.5 1 1 3 0.1 0.5 1 1 1.5 0.4 
0.5 1 1 0.5 0.2 0.5 1 1 2 0.4 
0.5 1 1 1 0.2 0.5 1 1 2.5 0.4 
0.5 1 1 1.5 0.2 0.5 1 1 3 0.4 

 

 

Table 2.4. Values of 0β , 1β , and 2β  examined in the second set 
of simulations.  For each specified set of values for 
these three parameters, we considered 6 values for 

2
cσ  ( 0.5, 1.0, 1.5, 2.0, 2.5, 3.0) , the variances of the 

normally distributed random cluster effect, iε .  

0β  1β  2β   
0β  1β  2β   

0β  1β  2β  

0.5 0.5 0.5  1 0.5 0.5  1.5 0.5 0.5 
0.5 0.5 1  1 0.5 1  1.5 0.5 1 
0.5 0.5 1.5  1 0.5 1.5  1.5 0.5 1.5 
0.5 1 0.5  1 1 0.5  1.5 1 0.5 
0.5 1 1  1 1 1  1.5 1 1 
0.5 1 1.5  1 1 1.5  1.5 1 1.5 
0.5 1.5 0.5  1 1.5 0.5  1.5 1.5 0.5 
0.5 1.5 1  1 1.5 1  1.5 1.5 1 
0.5 1.5 1.5  1 1.5 1.5  1.5 1.5 1.5 
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The results of the four models were four distinct vectors of estimated response 

values, 1,
ˆ ,ATMY 2,

ˆ ,ATMY 1,
ˆ ,MTAY  and 2,

ˆ
MTAY , each with 100 observations, and four distinct 

sets of estimated vectors of regression coefficients, 1,
ˆ

ATMβ , 2,
ˆ

ATMβ , 1,
ˆ

MTAβ , 2,
ˆ

MTAβ .  As 

mentioned previously, all  analyses were implemented using Poisson regression.  A new 

response observation from a single new cluster of three units was also generated based on 

model 1 and model 2 (Equation 2.8) and a new independent set of three covariate 

observations, 1newX  and 2newX .  1newX  is generated as a 3 x 2 matrix of observations in 

which the first column contains three identical values and the second column varies by 

row, analogous to equation 2.8b.  2newX  is also a 3 x 2 matrix, but both columns contain 

the same values in all three rows analogous to Equation 2.8c.  If ATM is being used, then 

1newX  or 2newX are aggregated (averaged) over the three observations to create a single 

vector 1newx  or 2newx  with two values for the two covariates in the model before 

calculating prediction deviance and prediction variance.  If MTA is being used, then the 

prediction variance and prediction deviance are estimated using the three observations 

in 1newX  or 2newX .  The responses created using the true values of the regression 

coefficients and these new sets of covariate observations were labeled 1newY and 2newY , 

respectively.  The ability of each set of estimated model coefficients to accurately predict 

either 1newY  or 2newY , the new single response observation (ATM) or set of three response 

observations (MTA) was evaluated based on prediction deviance and prediction variance.  

Prediction standard error was calculated  by using the predict.glm in R with the 

se.fit option, which is calculated using iteratively, reweighted least squares 

(Chambers and Hastie, 1991).  Comparisons shown using prediction variance are the 

square of the prediction standard error output by this function.  The prediction deviance 

for each combination of response and model method (ATM or MTA) was calculated 

using the deviance formula for Poisson deviance (Schabenberger and Pierce, 2001).  For 

example, to estimate the prediction deviance from the ATM method on a new set of 

observations, 1newY , we would calculate: 
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  This process was repeated 10,000 times for each of the specified values of 0β , 

1β , and 2β , percent missing, and 2
cσ .   

 

2.3.  Results 

We describe the results of our model examinations based on the horseshoe crab 

spawning data  and the simulated data separately.  We then discuss how the results we 

found using the spawning data compare to those found in our simulations. 

 

2.3.1.  Effects of aggregation on model results from horseshoe crab spawning data 

Comparisons of model cross-validation results indicate that for this particular data 

set, aggregating the data before modeling the response (ATM) results in less variability 

and more accuracy in prediction estimates.  In order to consider these results in relation to 

the simulated results, it is important to note that the observed within-cluster correlation 

(WCC) in the spawning data was 0.69 and that there were approximately 38% missing 

values in the nonaggregated model response.    

Models based on data from the individual nights where the estimated response was 

aggregated after the models were created (MTA) resulted in substantially less accurate 

predictions.  Within method (ATM or MTA), there appear to be only minor differences in 

the predictive ability of the four candidate models examined (Fig. 2.3).  Using the results 

from the cross-validation comparisons shown below, as well as the results from the 

model comparisons using all of the data, we chose model 4 as the final model.  Model 4 

was chosen over the other three models because it both performed well and was the most 

straightforward from an interpretation point of view.  Table 2.5 shows the covariates 

included in model 4, the coefficient estimates for those covariates, and their respective 

95% credible intervals created using all of the data, aggregated by lunar period.  

Definitions of variables names can be found in Appendix B1.  A detailed interpretation of 

model covariates is explored in Chapter 3, which compares the model developed here to 

one utilizing a finite mixture model approach. 
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Figure 2.3. Cross-validated corrected prediction deviance for each of the 10 data 

subsets based on models estimated using the data with that subset left 
out.  In each of the two panels, the 10 data subsets are denoted by their 
respective number.  Lines between models allow the reader to easily see 
how prediction deviance for each subset compares over the four models.  

 

Table 2.5. Final parameter estimates from WinBUGS Markov Chain Monte Carlo 
estimation of model shown in Appendix A1 based on the aggregated horseshoe 
crab spawning data.  All variable definitions are found in Appendix B1.  The 
mean, standard deviation, Monte Carlo (MC) error, and percentiles are all based 
on 150,000 MCMC iterations completed after an initial burn-in of 50,000 
iterations.  The MC error is an estimate of    σ/ N

1/2
, the Monte Carlo standard 

error of the mean, where N is the number of iterations used after the burn-in.  
WinBUGS documentation specifies that the batch means method outlined by 
Roberts in Gilks et al. (1995) is used to estimate σ.   

 Mean Std. Dev. MC Error   2.50% Median  97.50% 
INTERCEPT 1.960 0.282 0.013 1.417 1.953 2.524
OE 1 1.430 0.418 0.016 0.612 1.429 2.274
OE 2 0.661 0.409 0.018 -0.177 0.657 1.456
OE 3 -0.191 0.641 0.014 -1.445 -0.196 1.096
SL 0.591 0.181 0.006 0.234 0.591 0.952
TMP -0.136 0.013 < 0.001 -0.161 -0.136 -0.111
LFCH 0.163 0.022 < 0.001 0.119 0.163 0.207
PEWF -0.078 0.023 < 0.001 -0.124 -0.078 -0.032
PEWF2 -0.329 0.027 < 0.001 -0.382 -0.329 -0.277
PAWF -0.116 0.013 < 0.001 -0.143 -0.116 -0.090
TMP*PAWF -0.047 0.012 < 0.001 -0.071 -0.047 -0.024
LFCH*PEWF 0.279 0.032 < 0.001 0.217 0.279 0.341
LFCH*PAWF 0.054 0.014 < 0.001 0.026 0.054 0.081
BCH_SIGMA 0.802 0.137 0.002 0.585 0.786 1.117
DEVIANCE 6883.420 8.794 0.036 6868.000 6883.000 6902.000
DIC 6919.640           
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In comparing DIC values to the means and medians from the cross-validation 

distribution of prediction deviance for each of the four models, we do note some 

differences (Table 2.6).  Most notable is that the model with the lowest DIC, model 3, has 

the second highest mean and highest median for its distribution of prediction deviance 

values.  This disparity indicates that while this model adequately describes the data with 

which it was created, it does not perform as well as other models in describing the 

relationships found in a new data set of similar structure. 

Table 2.6. Comparisons of final candidate models.  DIC (Deviance 
Information Criterion) is based on aggregated data.  Mean and 
Median are from the distribution of corrected cross-validated 
deviance estimates from the 10 data subsets described in Table 
2.1.  The distributions are plotted in Figure 2.3.  Model 4, shown 
in bold text, was the model selected.   

Cross-Validation (K=10) 
Model ID DIC Mean Median 

1 7078.81 729.47 668.84 
2 6941.75 716.44 687.83 
3 6830.72 729.04 715.23 
4 6919.64 686.93 641.07 

 

Although a more complete interpretation of the chosen model is included in later 

chapters, is important to note some of the more prominent model characteristics (Table 

2.5) for later comparison.  Ocean exposure was included on the model as a categorical 

variable with four levels with OE0, the baseline, being specified as those beaches on both 

sides of the bay closest to the bay’s mouth.  Each of the other levels represents beaches 

progressively farther from the bay’s mouth.  OE1 are beaches in the lower part of the 

Delaware Bay that are not directly exposed to the mouth of the bay.  Beaches categorized 

as OE2 and OE3 are further north and up bay (Fig. 2.1).  Of the three other levels of 

ocean exposure in the model, we see that only beaches categorized as OE1 have a 

significantly higher level of spawning than beaches categorized as OE0.  The only other 

variable in the model that is unique to each individual beach but is fixed over time is 

beach slope, which was associated with a highly significant and positive coefficient in the 

model.  We can interpret this to mean that beaches that have a steeper slope are more 

heavily used as spawning habitat. 
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Temperature, which varies from night to night but is recorded as being the same for 

all beaches on each night, has a negative coefficient, indicating that there is a somewhat 

negative relationship between spawning and temperature.  More interesting, however, is 

that there is a significant interaction between temperature and parallel wind force.  If one 

looks carefully at the orientation of the beaches in the sampling frame, it appears that 

winds blowing parallel to most of the beaches would be blowing into the bay from the 

Atlantic Ocean.  These ocean wind events, in all likelihood, correspond to dramatic 

temperature changes.  Although more work is needed to confirm these findings, it is 

reasonable to theorize that this interaction term is significant because the interaction of 

these two weather events is also associated with increased wave heights, which make it 

much more difficult for the horseshoe crabs to reach the optimal beach locations for 

spawning. 

Finally, we have the covariates that vary both by beach and over time, fetch, and 

wind force (perpendicular and parallel).  As expected based on anecdotal observations, 

both types of wind force as well as fetch are important in explaining spawning variability.  

We see a quadratic relationship between perpendicular wind force and spawning 

indicated by the significance of the PEWF2 term in the model.  We also note that there is 

a significant interaction between fetch and both types of wind force.  While the wind 

force terms have negative coefficients, which is what we would expect given the 

observed negative correlation between wind and spawning abundance, the positive 

coefficients for fetch and the interactions between fetch and wind force are counter-

intuitive. 

In summarizing this model, we note that while beach slope is the one measurable 

beach characteristic that plays an important role in predicting spawning abundance, the 

remainder of the pertinent variables are weather-related or, as in the case of fetch and 

wind force, combine weather information with information about each beach’s location 

and orientation.  This indicates that we cannot classify beach habitat as being optimal or 

less than optimal without accounting for the variability and trends in the weather 

conditions during the spawning seasons. 
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2.3.2 Effects of aggregation in simulated data models 

Our simulations demonstrated both some expected and surprising relationships 

between the factors examined and prediction deviance and prediction variance.  One of 

the most interesting results is that even when there was no random effect present in the 

data, and no missing observations, ATM resulted in lower prediction deviance than MTA 

approximately 33% of the time.  This probability increases as the variance of the within- 

cluster random (WCC) effect is increased and as the coefficient of the covariate that 

varies within cluster decreases (Fig. 2.4).  In contrast, the probability that ATM will 

result in smaller prediction variance than MTA is overall much lower.  When 

observations within cluster were independent, this probability was as low as 5%.  The 

probability that prediction variance for ATM was smaller than prediction variance for 

MTA did increase slightly as WCC increased.  It increases more substantially, however, 

as the coefficient of the covariate that varies within cluster increases (Fig. 2.5). 
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Figure 2.4. Probability that model deviance is lessened by aggregating data within cluster.  

The heading for each of the seven panels is the specified variance for the within 
cluster random effect in the simulated data used to create the model.  The legend 
indicates the true value of the coefficient for the variable that varies within 
cluster.   
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Figure 2.5. Probability that model prediction variance is lessened by aggregating data 

within cluster.  The heading for each of the seven panels is the specified variance 
for the within cluster random effect in the simulated data used to create the 
model.  The legend indicates the true value for the coefficient for the variable 
that varies within cluster.   

 
In examining the effect of missing observations, and the interaction between 

missing observations and WCC, we determined that overall, the patterns described above 

were consistent for all of the percentages of missing data examined.  Prediction deviance, 

however, behaved more erratically than prediction variance when data with missing 

values were aggregated.  Figure 2.6 shows that the probability that ATM results in 

smaller prediction deviance than MTA increases as within-cluster correlation increases.  

It is important to note, however, that the range of increase is relatively small (40% to 

49%).  Over this limited range, this positive correlation is consistent for the five differing 

percentages of missing values examined (0%, 10%, 20%, 30%, 40%).  These trends, 

however, are not parallel.  In particular, we can see that simulated data with no missing 

values, and simulated data with 40% missing values, resulted in the same probability that 

ATM performed better when observations were independent.  The trend for these two 

data sets, however, diverged as WCC increased.  It should be noted that WCC ≈ 0.35 is 

expected when data within cluster are independent.  The probability that prediction 

variance was smaller for ATM than MTA increased proportionally to the percentage of 

missing observations as is evident by the parallel trending lines in Figure 2.7. 
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Figure 2.6. Probability that models created using aggregated data have a lower prediction 

deviance than models created with non-aggregated data.  Each line represents 
observations from a data set with a different percentage of missing values in the 
response.  These simulations were conducted for fixed values of 0β =0.5, 1β =1, 
and 2β =1.  Probabilities were calculated based on 10,000 simulations. 
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Figure 2.7. Probability that models created using aggregated data (ATM) have a lower 

prediction variance than models created with non-aggregated data (MTA).  
Each line represents observations from a data set with a different percentage of 
missing values in the response.  These simulations were conducted for fixed 
values of 0β =0.5, 1β =1, and 2β =1.  Probabilities were calculated based on 
results from 10000 simulations. 
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Finally, if we compare the actual values of prediction deviance and prediction 

variance themselves for the two methods, we see that, for the most part, the values are 

very similar across method.  Figure 2.8 shows the log of the prediction deviance resulting 

from each method for differing levels of  WCC and the three different values of 2β .  

Logged values were used to create both Figures 2.8 and 2.9 to lessen dramatic outliers 

that made the patterns more difficult to observe.  When 2β  is relatively small ( 2β =0.5), 

the prediction deviance resulting from the two methods appears to be approximately 

equal.  As 2β  increases, however, the prediction deviance for ATM appears to be larger 

overall than MTA and increase more quickly as WCC increases.  ATM also appears to 

result in more outlier values, indicating that under some conditions it performs very 

poorly.  Looking at the log of the prediction variance in Figure 2.9, we see that, again, 

MTA and ATM result in similar patterns.  In each plot we can see that, on average, the 

ATM prediction variances are slightly larger than the MTA prediction variances, except 

when the true 2β value is 1.5.  In this plot, ATM and MTA seem to increase at similar 

rates in relation to WCC, and on average, ATM and MTA seem to perform equally well. 
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Figure 2.8. Log prediction deviance for both ATM (aggregated) and MTA (not aggregated) 

methods versus WCC.  Each of the three panels shows data created using a 
different true value for 2β , the coefficient for the covariate that varies within 
cluster.   
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Figure 2.9. Log prediction variance for both ATM (aggregated)  and MTA (not aggregated)  

methods versus WCC.  Each of the three panels shows data created using a 
different true value for 2β , the coefficient for the covariate that varies within 
cluster.   

 

Overall, these simulations indicate that, on average, MTA performs better than 

ATM from a prediction point of view, but there is a substantial chance that ATM may 

result in more accurate predictions for an individual data set.  Although there is a 

substantially lower chance that ATM will result in more precise predictions than MTA, 

this probability gets larger when there is considerable within-cluster correlation and is 

increased by having missing values present in the data. 

In light of the results from the simulated data, we note that the results from the 

horseshoe crab spawning data are what we might expect to see.  Recall that the spawning 

data was characterized by approximately 38% missing observations at random and a 

within-lunar period correlation of 0.69.  At these levels of intra-cluster correlation and 

percent of missing data, it is reasonable to expect that ATM would result in more 

accurate and precise model predictions. 
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2.4.  Discussion 

It is not surprising that the additional complication of missing observations 

increases the probability that the prediction deviance and prediction variance will be 

lower if the researcher opts to aggregate the data beforehand.  The most intuitive 

explanation for this result is that by aggregating the data, one substantially lowers the 

percentage of missing observations, thereby lessening this problem.  What is surprising, 

however, is that aggregating data can result in more accurate model predictions, even 

when there are no missing observations and observations within cluster are independent.  

As within-cluster correlation is increased, the amount of information provided by the 

individual observations becomes increasingly more redundant.  Thus, it makes sense that 

in comparing the results of our simulations to those of the horseshoe crab spawning data, 

we find the results from the spawning data to be entirely reasonable in contrast to 

previous intuition.  Given that the spawning data has approximately 38% missing values 

in the response, and that the average within-lunar period correlation is about 0.69, our 

simulation results indicate that there is a substantial probability that aggregating the data 

before creating our models results in more accurate predictions.  The precision of those 

predictions is still likely to be lower than if we created models with the non-aggregated 

data, however.  Based on our simulations and the results from the real data, it is 

recommended to create models with and without aggregation when inference at the 

aggregated data level is of interest.  By comparing the results of the two methods, the 

researcher is likely to gain insight that would not be possible when examining model 

results created from only a single temporal or spatial scale. 
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Chapter 3 

A Bayesian Finite Mixture Model for Characterizing 
Horseshoe Crab (Limulus Polyphemus) Spawning Preferences 

 
3.1.  Introduction 

Understanding horseshoe crab spawning preferences is of increasing concern 

because of their important role in the ecological food web.  Evidence of this role is 

witnessed every spring during their spawning season in the Delaware Bay in May and 

June.  This time period corresponds with the northern migration of many species of 

migratory shorebirds.  Migratory shorebirds, such as redknot (Calidris canutus), ruddy 

turnstone (Arenaria interpres), and semipalmated sandpiper (Caladris pusilla), rely 

heavily on horseshoe crab eggs as a primary fuel source during their spring migration 

through the Delaware Bay region (Castro and Myers, 1993; Botton et al., 1994; Burger et 

al., 1997; Tsipoura and Burger, 1999). 

To gain a better understanding of horseshoe crab spawning behavior, a rigorous 

survey was developed in 1999 and is currently ongoing.  The goal of this survey is to 

monitor spawning abundances at 29 beaches throughout the Delaware Bay.  Beaches that 

are sampled each year are randomly selected or are one of eight beaches that have been 

randomly selected to be sampled every year.  Each selected beach is visited on the nights 

of, two days before, and two days after each full and new moon in May and June, for a 

total of 12 sample nights per year.  These monitoring visits occur during the higher of the 

high tides, which in Delaware Bay occur on the evening or nighttime high tide. 

Data from each beach, and on each night, are reported as an index of spawning 

activity for females (FISA) and males (MISA).  For the purposes of our model 

development, we are specifically interested in the FISA, because abundance of female 

spawners is more closely correlated with availability of eggs for shorebirds.  FISA was 

summarized over the three nights within each spawning period for each beach (see 

Chapter 2). 

The complex multilevel structure of the data resulting from the spawning survey 

protocol, which is described in detail in Chapter 2, is well suited to a hierarchical model.  

By multilevel structure, we refer to the repeated observations recorded for each beach 

within each state.  Thus, if it were necessary to specify all levels of the data, the first level 
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might be state.  The second would be beach within state.  The third level would be lunar 

sampling period within beach and the fourth level would be sampling nights within each 

lunar period at each beach.  Although it is reasonable to assume that observations from 

different spawning periods are independent within beach, the repeated observations for 

each beach are inherently more similar to each other than observations from other 

beaches.  Additionally, not all of the levels might be necessary in the model.  

Understanding the sampling structure of the data provides an excellent starting point, but 

the inclusion of each model level must be carefully evaluated.  In the particular case of 

our data, including the state level in the model was superfluous.   

We examined these complex data using a hierarchical model framework because  it 

allows us to estimate parameters at all levels simultaneously (Gelman et al., 2004).  This 

is particularly advantageous for our research because the sampling scheme under which 

the data were collected over the five-year period led to some beaches being sampled more 

often than others.  By using a hierarchical framework, beaches that are sparsely sampled 

can “borrow strength” from beaches that are sampled more often (Congdon, 2001), which 

provides a gain in precision of estimates based on sparsely sampled beaches.  Pooling 

strength in hierarchical modeling is dependent on the assumption of exchangeability, i.e., 

that the relationship between covariates and the response is the same for all independent 

units (Draper, 1993). This assumption is reasonable with respect to the horseshoe crab 

spawning data because although there are differences in spawning abundances between 

beaches, these differences are due to physical characteristics such as beach slope and 

facing direction.  It is reasonable to assume for modeling purposes that the relationship 

itself is consistent for all available habitat.  Hierarchical modeling also structures some 

dependence among parameters, which reduces the effective number of parameters in the 

model and aids in avoiding problems with overfitting (Gelman et al., 2004). 

Both Bayesian and traditional maximum likelihood methods can be used for fitting 

hierarchical models.  The Bayesian approach, however, provides more accurate 

assessments for uncertainty in parameters (Browne et al., 2002).  Bayesian hierarchical 

models can also easily be extended to finite mixture models by simply using an additional 

layer of hierarchy, which allows for direct comparison between the standard single 
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response model and models with two or more response components (MacLachlan and 

Peel, 2000; Diebolt and Robert, 1994).   

Finite mixture models are gaining increasing favor because they are inherently more 

flexible than models whose response is described by a single distribution.  Our work 

illustrates that extending the standard Bayesian hierarchical model to a finite mixture 

model provides substantially more information about the response as well as a 

significantly better fit of the model to the observed data.  We demonstrate that these 

models are inherently useful for classifying independent units in longitudinal clustered 

data such as horseshoe crab spawning observations because we are able to accurately 

describe the multi-level structure of the data.  

 

3.2.  Methods 

Before describing the specifics of the model development and variable selection for 

the horseshoe crab spawning data, it is necessary to provide some details of Bayesian 

hierarchical models.  Bayesian modeling methods provide the basis for all the models we 

compare and contrast in this chapter.  All of the Bayesian hierarchical models we 

examine relate the observed responses for each spawning period at each monitored beach 

to a wide variety of available covariates describing geographic locations, beach 

morphology, and weather conditions.   

 

3.2.1.  Brief background on Bayesian hierarchical models 

As we mentioned, hierarchical models are particularly well suited to this type of 

study because we have clustered data, i.e., repeated measures, at multiple beaches where 

the set of observations at each beach represents a single cluster.  Using a hierarchical 

model allows us to combine information across all of the clusters, i.e., beaches.  By doing 

so, we gain information about the individual beaches as well as parameters at the bay-

wide level.  If we have i beaches, each with ni observations, the Bayesian form of the 

hierarchical model can be generalized as follows: 

 ( )iiijij bg 0
1 += − βxθ          [3.1] 

in which g(⋅)  is the specified link function and ( )2
0 ~ 0,i bb N σ  represents the random 



 34

effect attributed to each beach.  For the models examined here, g(⋅) is log(⋅), the  

canonical link for Poisson distributed data.  If we instead represent the data from each 

beach as a vector, then the model takes the form: 

 ( )iii bg 0
1 += − βXθ         [3.2] 

We then can express the first stage of hierarchy as | ~ ( )ij i iy Poisson θβ  where 

conditional on iθ , the iy are independent.  At stage 2, we specified normal priors on iβ  

such that each ( )| ~ 0,  ik Gaussianβ τ τ where 2=1τ σ  and k = the number of regression 

coefficients in the model.  That is, conditional on the hyperparameterτ , the ikβ  are all 

independently distributed Gaussian random variables.  In the third and final stage of the 

hierarchy, a prior distribution is specified for the hyperparameterτ  as ~ ( , )Uniform a bτ  

where a and b are known.  For our purposes, an appropriately vague prior distribution 

forτ  was achieved by setting a = 0 and b = 106.  There are differing opinions on whether 

to specify a uniform distribution or an inverse-gamma distribution for the 

hyperparameterτ .  Recent research, however, confirms that the continuous uniform 

distribution performs as well as the inverse-gamma distribution in almost all situations, 

and in many instances may perform better (Gelman et al., 2004).  We explored the use of 

both prior distributions and found that the uniform distribution led to marginally better 

convergence of parameter estimates. 

After observing the data, iy , inference about iθ  is based on the marginal posterior 

distribution ( )|i iπ β y  which is found using the product of conditional distributions 

( ) ( )| , |i i iπ τ π τ×β y y  over the full range ofτ .  Marginal posterior estimates were found 

using the Markov Chain Monte Carlo algorithm in WinBugs (Spiegelhalter et al., 2003) 

to sample from the conditional distributions. 

 

3.2.2.  Model and covariate development 

As previously mentioned, the model response, FISA, the female index of spawning 

activity, was summarized for each beach over each lunar period.  In addition to this 

spawning index, the following covariate information has been collected for each sampled 
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location and time and summarized over lunar period:  state, beach slope, beach elevation, 

air temperature, mean perpendicular angle to each beach, fetch, wind force (fetch and 

wind force are defined in detail Chapter 2), and ocean exposure.  Ocean exposure is a 

categorical variable indicating where each beach is in relation to the bay mouth.   

Using all of the covariates described above, we examined the fit and predictive 

ability of both standard single distribution response models and finite mixture models.  

Before comparing the final model based on single response distribution to the analogous 

finite mixture model, it was necessary to evaluate the different environmental covariates 

and interaction terms for possible inclusion in the model.  Covariate selection was done 

by comparing the deviance information criteria (DIC) for each model (Spiegelhalter et 

al., 2002) which evaluates the model’s fit.  The final four candidate models, i.e., those 

with the lowest DIC values, were also compared using K-fold cross-validation as detailed 

by Vehtari and Lampinen (2004).  Cross-validation methods such as this are used to 

compare the predictive ability of candidate models.  The methods we used for 

subdividing the data into K=10 subsets, as well the details of the K-fold cross validation 

method itself, are described in detail in Chapter 2.   

 

3.2.3 Details of finite mixture models 

Once the final candidate model was decided upon, we then compared this model to 

one with the same covariates but with the response being modeled as a finite mixture of 

two or more Poisson distributions.  A common argument for using this type of model is 

that the assumption that all of the data can be best described by a single distribution is too 

restrictive and may be invalid (Wedel and Kamakura, 1999; Wedel and Desarbo, 1995).  

At this point, it is helpful to provide a brief review of finite mixture models. We restrict 

our attention to data that can be described by a finite mixture of c component 

distributions from the same Poisson family.  If c = 1, the model is equivalent to the 

standard Poisson regression model.  The probability mass function for this response can 

be expressed as 

( ) ( ) ( ) { }| !  ; 1, 2,...,  ,  1, 2,... ,  0,1, 2,...ij ij

ij

y
ij ij ij A ijf y e y I y i n j c Aµθ µ−⎡ ⎤= = = =⎣ ⎦  [3.3] 



 36

where ( )logij ij i jθ µ ′= = x β , the linear predictor, n is the number of observations, and c is 

the number of components in the mixture distribution (McLachlan and Peel, 2000).  

Since it is evident that ( )|ij ijf y θ  is the probability mass function (PMF) of a single 

finite mixture component and ( )
1 1

|
n c

ij ij
i j

f y θ
= =

∏∏  is the PMF of the finite mixture of c 

Poisson distributions, ijy  ~ Poisson( ijµ ).    In this case, the regression model is expressed 

as  

( )1

1 1

i j
c c

ij j i j j
j j

E y g eπ π ′−

= =

⎡ ⎤⎡ ⎤′⎡ ⎤ = ⋅ = ⋅⎣ ⎦ ⎣ ⎦ ⎣ ⎦∑ ∑ x βx β      [3.4] 

The probability, jπ , is defined as the prior probability of the component j.  To 

estimate the posterior probability that observation i belongs to component j′ , we use the 

following equation: 
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which equals the proportion of the mixture likelihood accounted for when j j′= .  It is 

this probability in Equation 3.5  that is of particular interest because its interpretation is 

useful in classifying observations, and independent units as belonging to one component 

or another. 

Referring back to Equation 3.1, if we think of this response as coming from a finite 

mixture of two Poisson distributions, then we have 

 ( ) 2,1 ;,...,2,1 ;,...,2,1  0
1 ===+= − knjNibg ikiikijkijk βxθ     [3.6] 

which in vector format, becomes ( )1 ,....ik i k ijkθ θ′ =θ .      

Thus, the first stage of the hierarchy is expressed as | ~ ( )ijk ik ijky Poisson θβ  while the 

second stage is expressed as ( )| ~ 0,ikl Gaussianβ τ τ .  In this case, l = the number of 

regression coefficients in the model.  The third stage of the hierarchy is identical to the 

original hierarchical model.  Notice from Equation 3.5 that we have an additional 

parameter vector,π , where kπ , the prior probability of component k is specified as 1/c 
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for each of the c components of the response.  The posterior probability that 

observation ijy  is in response component k, is expressed as 

( ) ( )
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k ijk ik
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k ijk ik
k

f y
y k

f y

π

π

′ ′ ′

′ ′
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⋅∑

θ

θ
      [3.7] 

Using the MCMC algorithm, each of these posterior probabilities is updated iteratively 

after each consecutive update of all the regression parameters. 

Finite mixture models with two to five components were compared to the single- 

component response model based on the Bayesian Information Criterion (BIC) and 

Akaike Information Criterion (AIC).  Steele (2002) examined the accuracy of a number 

of information criteria with respect to selecting the correct number of components in a 

finite mixture model.  Steele’s work (2002) showed that if the model is correctly 

specified, then the BIC provides a conservative estimate of the optimal number of 

mixture components needed; i.e., it tends to underestimate the number of components.  In 

contrast, the AIC tends to overestimate the optimal number of components.  By 

examining results from both of these information criteria, we were able to accurately 

estimate an appropriate number of components.  In deciding on the final number of 

components, however, we also felt it was important to take into consideration the 

inherent interpretability of each component. 

Once the number of components of the mixture model was determined, the 

components themselves were examined to discern differences between observations and 

covariates associated with each component.  Additionally, observations from each beach 

were examined in hopes of categorizing beaches as primarily containing data belonging 

to one component or the other.  The reasoning behind this examination of the data is that 

if all or most of the observations from one beach are classified as belonging to a model 

component with a larger mean, then that beach’s habitat is more likely to have preferable 

spawning habitat to a beach whose observations fall primarily in a component with a 

lower mean.   

Observations from the four lunar periods, the two different months, May and June, 

and from the two distinct lunar phases, new moon and full moon, were also compared to 

the component classifications using χ2 tests of association between categorical variables.  
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As with the beach comparisons, this was done to assess if component membership was 

associated with any of these temporal factors. 

 
3.3.  Results 

After examining many possible models, we narrowed our choice down to four final 

candidate models, which are summarized below (Tables 3.1-3.4).   

Table 3.1.  One of the four final candidate models. 

MODEL 1 Mean Std. Dev.  MC Error   2.50% Median  97.50% 
INTERCEPT 1.816 0.265 0.012 1.248 1.825 2.313

OE 1 1.560 0.401 0.015 0.782 1.551 2.377
OE 2 0.823 0.372 0.016 0.104 0.807 1.615
OE 3  -0.128 0.643 0.014 -1.389 -0.128 1.163
SL 0.594 0.169 0.006 0.267 0.591 0.934

TMP -0.121 0.013 < 0.001 -0.146 -0.121 -0.095
LFCH 0.172 0.022 < 0.001 0.129 0.172 0.216
PEWF -0.053 0.025 < 0.001 -0.101 -0.053 -0.004
PAWF -0.138 0.017 < 0.001 -0.171 -0.138 -0.104

TMP*PAWF -0.076 0.012 < 0.001 -0.100 -0.076 -0.053
LFCH*PEWF -0.090 0.011 < 0.001 -0.112 -0.090 -0.068
LFCH*PAWF 0.101 0.014 < 0.001 0.073 0.101 0.129
BCH_SIGMA 0.803 0.133 0.002 0.588 0.788 1.110
DEVIANCE 704.000 8.893 0.035 7026.000 7041.000 7061.000

DIC 7078.810         
 

Table 3.2  One of the four final candidate models. 

MODEL 2 Mean Std. Dev.  MC Error   2.50% Median  97.50% 
INTERCEPT 1.781 0.280 0.012 1.232 1.772 2.321

OE 1 1.490 0.421 0.016 0.626 1.499 2.313
OE 2 0.747 0.407 0.018 -0.051 0.755 1.535
OE 3  -0.156 0.650 0.015 -1.456 -0.149 1.108
SL 0.622 0.180 0.007 0.265 0.622 0.973

TMP -0.148 0.013 < 0.001 -0.173 -0.148 -0.123
LFCH 0.128 0.014 < 0.001 0.100 0.128 0.156
APBE -0.178 0.014 < 0.001 -0.206 -0.178 -0.152
PAWF -0.108 0.016 < 0.001 -0.139 -0.108 -0.078

TEMP*PAWF -0.068 0.012 < 0.001 -0.092 -0.068 -0.046
LFCH*ABPE 0.069 0.012 < 0.001 0.046 0.069 0.092
LFCH*PAWF 0.079 0.014 < 0.001 0.052 0.079 0.107
BCH_SIGMA 0.799 0.134 0.002 0.582 0.784 1.105
DEVIANCE 6906.000 8.834 0.033 6890.000 6905.000 6925.000

DIC 6941.750       
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Table 3.3.  One of the four final candidate models. 

MODEL 3 Mean Std. Dev  MC Error   2.50% Median  97.50% 
INTERCEPT 1.803 0.307 0.014 1.174 1.808 2.411

OE 1 1.533 0.416 0.016 0.725 1.533 2.386
OE 2 0.740 0.452 0.020 -0.146 0.741 1.631
OE 3  -0.187 0.656 0.016 -1.470 -0.191 1.106
SL 0.623 0.183 0.007 0.269 0.621 0.989

TMP -0.177 0.013 < 0.001 -0.203 -0.177 -0.151
LFCH 0.113 0.015 < 0.001 0.084 0.112 0.141
APBE -0.081 0.016 < 0.001 -0.113 -0.081 -0.049
PAWF -0.143 0.017 < 0.001 -0.176 -0.143 -0.110

SL*ABPE -0.079 0.013 < 0.001 -0.105 -0.079 -0.053
SL*PAWF 0.044 0.015 < 0.001 0.013 0.044 0.074

TEMP*ABPE 0.101 0.011 < 0.001 0.079 0.101 0.123
TEMP*PAWF -0.081 0.012 < 0.001 -0.106 -0.081 -0.057
LFCH*ABPE 0.073 0.012 < 0.001 0.050 0.073 0.096
LFCH*PAWF 0.067 0.014 < 0.001 0.040 0.067 0.094
BCH_SIGMA 0.802 0.137 0.002 0.583 0.785 1.116
DEVIANCE 6792.000 9.044 0.037 6777.000 6792.000 6812.000

DIC 6830.720       
 

Table 3.4. One of the four final candidate models.  This was the model chosen as 
best among the four based on DIC and cross-validation prediction 
deviance (Table 3.5). 

MODEL 4 Mean Std. Dev.  MC Error   2.50% Median  97.50% 
INTERCEPT 1.960 0.282 0.013 1.417 1.953 2.524

OE 1 1.430 0.418 0.016 0.612 1.429 2.274
OE 2 0.661 0.409 0.018 -0.177 0.657 1.456
OE 3  -0.191 0.641 0.014 -1.445 -0.196 1.096
SL 0.591 0.181 0.006 0.234 0.591 0.952

TMP -0.136 0.013 < 0.001 -0.161 -0.136 -0.111
LFCH 0.163 0.022 < 0.001 0.119 0.163 0.207
PEWF -0.078 0.023 < 0.001 -0.124 -0.079 -0.032
PEWF2 -0.329 0.027 < 0.001 -0.382 -0.329 -0.276
PAWF -0.116 0.013 < 0.001 -0.143 -0.116 -0.090

TEMP*PAWF -0.047 0.012 < 0.001 -0.071 -0.047 -0.024
LFCH*PEWF 0.279 0.032 < 0.001 0.217 0.279 0.342
LFCH*PAWF 0.054 0.014 < 0.001 0.026 0.053 0.081
BCH_SIGMA 0.802 0.137 0.002 0.585 0.786 1.117
DEVIANCE 6883.000 8.794 0.036 6868.000 6883.000 6902.000

DIC 6919.640       
 

Initial comparison of the four final candidate models indicated that model 3 had the 

lowest deviance and DIC, and might be considered the preferred model.  Careful 

inspection of cross-validation results reveals that model 4 performs slightly better when 
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the model is used to predict a new set of observations (Table 3.5).  The results from all 10 

cross-validation sets are shown for the four models in Figure 3.1.  Based on these 

findings, model 4 was selected and was used for the subsequent finite mixture model 

comparisons.  Before describing those results, it is helpful to examine this model in detail 

and to examine what covariates are indicated as being important in explaining spawning 

variability.  Recall that all covariates except the categorical variable ocean exposure 

(OE0, the baseline, OE1, OE2, and OE3) were centered and standardized before creating 

the model.  This was done to speed up the rate at which parameter estimates converged, 

but it has the added benefit of allowing us to compare the relative importance of all the 

continuous covariates since they are on the same scale. 

   
Table 3.5. DIC and cross-validation prediction 

deviance for each of the four final 
candidate models.    

Cross-Validation 
(K=10) 

MODEL 
SUMMARY 

Model ID DIC Mean Median 
1 7078.81 729.47 668.84 
2 6941.75 716.44 687.83 
3 6830.72 729.04 715.23 
4 6919.64 686.93 641.07 

 

The categorical variable ocean exposure has a baseline value OE0 that includes 

beaches in close proximity to the mouth of the Delaware Bay.  Only those beaches 

classified as OE1, which are more protected but not as far into the bay as OE2 or OE3 

beaches, show a significant difference in spawning magnitude after accounting for other 

factors.  This result is in agreement with previous research indicating that the lower- to 

mid-bay region is where spawning is historically most abundant.  The beaches farther 

north in the bay as well as those near the mouth have similar lower levels of spawning.  

Beach slope (SL) plays an important role in all of the models examined, which indicates 

that after accounting for other factors, beaches with a steeper slope might correspond to 

good spawning habitat, even during less than ideal weather conditions.  This intuitively 

makes sense from a biological standpoint, because a steeper-sloped beach would allow 

the spawning horseshoe crab to breach the water surface over a shorter travel distance up 
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the beach.  In addition, steeper beach slopes result from lower wave energy over time.  

Thus, beach slope is an indirect measure of wave energy.   
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Figure 3.1. Cross-validation deviances for each of the four final models for 

each of the 10 subsets detailed in Table 2.1.  From this figure, 
one can see that although model 4 does have some high values 
for prediction deviance, the majority of its values are slightly 
lower, on average, than those from the other models. 

 
At the time these models were created, air temperature (TEMP) was the only 

temperature data available to us.  Other researchers working with on this subject contend 

that surface water temperature may be more strongly correlated with spawning.  We were 

pleased to note, however, that our models did confirm previous research and anecdotal 

evidence that air temperature is, within a certain range, negatively associated with 

spawning abundance.  This negative association may be attributable to moderately lower 

temperatures being correlated with stable wind conditions, i.e., less dramatic winds 

events or an absence of wind events originating from the Atlantic Ocean, outside of the 

Delaware Bay. 

Additionally, we found that fetch (LFCH), the distance wind can travel across water 

before arriving at a given beach, was positively associated with spawning abundance, 

which is difficult to interpret.  Previous literature indicates that fetch can be an acceptable 

surrogate for wave energy.  We know, however, that spawning abundance is negatively 

affected by wave energy.  It is possible that in the presence of the other variables in the 
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models, this effect is somehow mitigated or reversed, but the model results are still 

somewhat nebulous with respect to this variable.  

Lastly, we are encouraged to note that both perpendicular and parallel wind force 

are negatively associated with spawning abundance.  It is puzzling, however, that the 

significant interaction between wind force and fetch appears to be positively associated 

with spawning, which is counterintuitive.  In the absence of detailed information about 

wave height at each beach on each sampling occasion, the interaction between wind force 

and fetch is our best available surrogate, so more research into this relationship is needed.  

The remaining interaction between parallel wind force and temperature is much more 

difficult to interpret, but we can provide a possible explanation.  Inspection of the 

individual beaches with respect to their location and position in the bay (Fig. 2.1) 

indicates that many of the winds with high parallel wind force values are those blowing 

into the bay from the Atlantic Ocean.  As we mentioned previously, these winds are often 

associated with overall lower air temperatures, so it is not surprising that these two 

factors together are associated with lower spawning abundances since they seem to 

indicate harsher weather conditions. 

Comparing the single response model described above to finite mixture models with 

the same covariate set, but varying number of response components, led us to the 

conclusion that a model with four components would provide the best balance between 

model fit and model complexity (Table 3.6) based on both BIC and AIC.  The extent of 

improvement gained by adding each component is also illustrated in Figure 3.2.  In Figure 

3.3, we see the specific distributions of the observed values in each component.  It is 

interesting to note, that although the mean of component 3 is lower than that of component 

1 or 4, it is the only component to contain extremely high abundances (Table 3.7). 

Although there are moderate differences in the means of the four components, these 

differences are minimal in comparison to the extent of variability in the response in each 

component.  We can, however, use the four components to assess differences between data 

groups based on the different models for each component.  Inspection of the variable set 

significant to each group indicates that there are some noticeable differences between the 

components.  Tables that fully describe each of the four component models are provided in 

Appendix B2.  In looking at these component models, it is helpful to look at which 
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covariates are not significant in each model component rather than which covariates are 

significant, because that is where the interpretable differences among the four components 

are most evident. 

  

Table 3.6. Comparative fit statistics for finite mixture models with differing numbers of 
components.  NC indicates the number of components specified in the model.  
Deviance is the Bayesian deviance.  N indicates the number of observations in 
the data, and ln(n) is the natural log of the sample size used to calculate BIC and 
AIC.  P specifies the number of parameters in the model.  Finally, BIC and AIC 
provide objective measures for comparing the five models with respect to how 
well they fit the data. 

NC Deviance N ln(n) P BIC AIC 
1 6883 416 6.03 43 7142.32 6969 
2 3274 416 6.03 57 3617.75 3388 
3 2391 416 6.03 71 2819.18 2533 
4 2122 416 6.03 85 2634.61 2292 
5 2103 416 6.03 99 2700.04 2301 
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Figure 3.2. Comparison of model fit for finite mixture models with differing numbers of 

components.  Each of these panels illustrates the extent of difference between 
the observed response (solid bars)  and the estimated model response from the 
finite mixture model with 1, 2, 3, or 4 components. 
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Figure 3.3. Distribution of observed response for each of the four components in the finite 

mixture model.  Generalized interpretations of the important covariates in each 
component are included in each panel.  Notice that the distribution of 
component 3 contains values that are much higher than the other three 
components. 

 

Table 3.7. Summary statistics for each of the four components in 
the final mixture model. 

Component Mean Std. Dev. Min. Max. N 
1 21.30 15.74 0.22 73.10 75 
2 18.58 21.10 0.13 94.50 128 
3 19.87 30.01 0.16 149.00 132 
4 26.93 24.55 1.82 96.70 81 

 

To simplify interpretation, we looked primarily at ocean exposure, beach slope, and 

the three interaction effects, fetch x parallel wind force, temperature x parallel wind force 

and fetch x perpendicular wind force.  We limit our comparison of the four components 

to these five specific covariates because they provide a clear picture of the differences 

between components.  Additionally, examination of the other covariates becomes much 

more complicated since they are also involved in the interaction terms.  Each of these 
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covariates has a direct interpretation in terms of location and weather conditions at a 

beach on a given night in the bay.   

Ocean exposure is in the model to explain the observed difference in spawning 

between beaches near the mouth of the bay and those in the mid-bay region.  If this 

covariate is not significant in a given component, we can interpret that to mean that the 

mid-bay region (beaches classified as OE1) was not well represented in that component 

or that location within the bay did not affect spawning abundance for the data in that 

component.  If beach slope is absent from a component model, that indicates that data in 

that component of the model did not reflect the relationship between spawning variability 

and that variability in beach morphology.  Beach slope is one of the covariates that is 

constant for each beach.  Thus, it makes sense that when this effect is not significant, it is 

because other covariates that are weather-related played a more prominent role in that 

particular component model.   

The interpretation of the three interaction terms, or consequently their absence, is 

slightly less obvious.  The interaction between fetch and parallel wind force represents 

the importance of wind events originating from the ocean.  Therefore, its absence from a 

given component model indicates that these particular types of wind events did not 

explain variability in spawning in that component.  Instead, wind blowing across the bay 

as well as beach position and morphology played a more important role.  The interaction 

between temperature and parallel wind force provides a reasonable surrogate for dramatic 

weather and temperature changes originating from the ocean that do not necessarily affect 

wave energy.  If this effect is not present in a component model, we can reason that 

climate changes originating from the ocean were not as important in explaining spawning 

variability as weather and beach morphology conditions within the bay.  Lastly, the 

interaction between fetch and perpendicular wind force represents the effect of wind 

blowing directly across the bay, perpendicular to the majority of the bay beaches.  If this 

interaction term is absent from a component model, we can infer that wind and weather 

changes originating from the ocean overshadowed the effects of wind blowing across the 

bay in explaining spawning variability. 

Based on these interpretations, we have created Table 3.8 to summarize which of 

these covariates were important in each of the four components.  We can then make some 
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specific statements about how spawning variability is explained in each of the four 

components and what that says about how the observed data were divided into the four 

model components. 

 
Table 3.8. Table showing which covariates and interaction terms are significant in each of 

the four model components.   

Component 
Ocean 

Exposure Beach Slope Fetch x PAWF Temp x PAWF Fetch x PEWF
1 No Yes Yes Yes No 
2 Yes No Yes Yes No 
3 Yes Yes No Yes Yes 
4 Yes Yes Yes No Yes 

 

From Table 3.8, we can see that in component 1, spawning variability is primarily 

explained by wind and climate changes originating from the ocean as well as beach 

morphology.  It is interesting that the categorical variable ocean exposure does not play 

an important role in this component, but not overly surprising since there are many other 

aspects of ocean influence on the bay that cannot be adequately captured in a variable 

indicating distance from the bay’s mouth. 

Similarly, component 2 also seems to primarily explain the variability in spawning 

abundance based on wind and climate changes originating from the ocean.  In contrast to 

component 1, however, location within the bay (ocean exposure) is important to 

component 2, whereas beach slope played an important role in component 1.  In 

component 3, the interaction between temperature and parallel wind force is excluded, 

which indicates that for the nights and beaches in this component, the combination of 

wind forces within the bay and climate changes originating from the ocean explained the 

majority of the variability in spawning abundance.  Finally in component 4, we see that 

spawning variability is explained by both wind originating from the Atlantic Ocean and 

wind traveling across the bay.  Climate changes originating from the ocean do not, 

however, play an important role in component 4. 

In addition to comparing the components with respect to the prevalence of each of 

these covariates in explaining spawning, we examined if there were associations between 

component membership and some of the temporal group variables such as lunar period, 

month, and full or new moon.  χ2 tests comparing component membership to lunar period 



 47

indicated that there was an association between lunar period and model component (χ2 = 

31.29, df = 9, p-value = 0.0003).  Figure 3.4 further illustrates the differences between 

components with respect to lunar period.  More specifically, we see that the first two 

lunar periods and the last two lunar periods are roughly mirror images of each other with 

respect to the distribution of data in the four model components.  Most notable in Figure 

3.4 is that model component 1 has a very low proportion of data from the 4th lunar period, 

which occurs in late June.  In contrast, model component 4 has a low proportion of data 

from the 1st component.  Relating these results back to Table 3.8, we recall that in 

component 1, neither ocean exposure nor the interaction between fetch and perpendicular 

wind force are significant.  Instead, this component is driven in large part by the 

interactions between fetch and parallel wind force and temperature and parallel wind 

force.  Since ocean temperatures in the spring are slower to rise than temperatures in the 

Delaware Bay, wind events from the ocean are more likely to cause dramatic weather 

events during the first part of the season, lunar periods 1 through 3.  By the fourth lunar 

period, there would be less of a difference between ocean and Bay climates, thus this 

effect would not be as noticeable. 

 

 
Figure 3.4. Distribution of the observations in each of the four 

mixture model components among the four lunar 
periods sampled each year in the Delaware Bay. 

 

Comparing component membership to months (May and June) indicates that the 

components differ with respect to these temporal groups as well.  The comparison 

between month and model component verifies the results from comparing model 
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components to lunar period, but on a coarser temporal scale (χ2 = 13.09, df=3, p-value = 

0.0045).  Figure 3.5 shows the specific differences between the months with respect to 

how well each month is represented in each component. 

 

 
Figure 3.5. Distribution of the observations in each of the four 

mixture model components between the two 
months sampled each year in the Delaware Bay. 

 

Finally, there was only suggestive evidence of an association between model 

component and moon phase (χ2 = 7.52, df=3, p-value = 0.057).  In light of the 

relationship between lunar period and component membership, it makes sense that this 

result is less definitive because new and full moon sampling occasions are evenly divided 

among the four lunar periods over the 5 year span of the data (Table 2.1) 

 

3.4.  Discussion 

Expanding upon the original single response model using a mixture model approach 

was intended to provide additional insight into ways we could group the five years of 

data.  Before completing this research, we hoped that the mixture model approach would 

provide an objective method for grouping beaches based on spawning abundance and the 

differing covariates useful in explaining spawning variability at each beach.  What we 

found instead was that the mixture model appears to group data temporally.  Our 

observation that the first and fourth components are mirror images of each other and that 

the second and third components mirror each other indicates that the model for 
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explaining spawning variability changes throughout the spawning season because of the 

rapidly changing weather representative of the spring months.  Although more work is 

needed to fully interpret these components and perhaps improve them with better 

covariate information, we have provided some initial insight.  Our work here shows that 

as weather and seasonal temperatures change both within the bay and in the surrounding 

Atlantic Ocean, the ocean’s effect on spawning within the bay changes.  This effect is 

particularly evident in the first and fourth model components.  From a research point of 

view, it would be interesting to explore further variations of this model in which we 

constrain the component membership to beaches, rather than lunar period within beach.  

In this case, a given beach would fall into one component or another based on all of the 

observations from that component.  This additional constraint might cause information 

about seasonal changes to be lost, but it might provide insight into differences between 

beaches or groups of beaches that cannot be detected with the current model. 

In light of these results, we feel that the finite mixture model approach is useful for 

increasing our understanding and interpretation of the relationship between variability in 

spawning abundance throughout the Delaware Bay in May and June and the various 

covariates we have information on.  We feel that these models can be greatly improved 

on by refining our covariate information with such steps as replacing air temperature with 

surface water temperature in the model.  Additionally, while this model approach is able 

to detect the temporal differences that are reflected in the differences between the four 

components, it is important to look to alternative modeling approaches that will be useful 

in objectively differentiating between beaches or groups of beaches.  Anecdotal evidence 

indicates that there are indeed differences in how spawning abundance is affected by 

beach morphology and weather based on both location in the bay and lunar period.  In 

Chapter 5, we will be presenting a hierarchical multiple changepoint model as an 

alternative modeling method that allows us to effectively see and interpret these 

geographic differences. 
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Chapter 4 

Examining Power and Accuracy of the  
Deviance Reduction Method of Changepoint Detection 

 
4.1.  Introduction 

In the last chapter we examined the advantages of allowing the response to be 

described by multiple distributions using a finite mixture model.  As we mentioned 

previously, finite mixture models are often adapted in cases where the assumption that all 

of the data can be best described by a single distribution is too restrictive and may be 

invalid (Wedel and Kamakura, 1999; Wedel and Desarbo, 1995).  A similar argument is 

made for changepoint models; i.e., it may be invalid to assume that a relationship being 

modeled is best described by a single smooth line.  Instead, changepoint model 

proponents argue that by partitioning the data we can model the separate pieces much 

more accurately (Chen, 1998; Esterby and El-Shaarawi, 1981).  As with finite mixture 

models, extensive research has been conducted in the area of changepoint and threshold 

detection, particularly in the area of ecological applications.  However, much of this 

research is outdated and focuses on incorporating changepoints into relatively standard 

models.  The underlying idea in many of these studies, is that a dramatic shift may be 

present in a response of interest.  If so, ignoring this shift results in increased variability 

and bias in parameter estimates.  Additionally, determining the changepoints and 

threshold values themselves is often of interest because of the ecological information they 

provide.  In keeping with the majority of the literature concerning changepoints and 

thresholds (Qian et al., 2003; Muradian, 2001; Carlin et al., 1992), we specify the 

following definitions for changepoint and threshold, respectively:   

If Y is a response of interest for which we have n observations, then  y1,…, yn 

represent the observed values of the response ordered along an environmental gradient 

x1,…, xn.  A simple example that is often presented specifies x1,…, xn as t1,…, tn, times at 

which y1,…, yn are observed.  If x1,…, xn  instead represent observations of an explanatory 

variable thought to be associated with the presence of the changepoint in the response, we 

then sort both Y , the response, and X along the ordered gradient of X.  A changepoint, r, 

such that 1 ≤ r ≤ n, is defined as the point that separates the response into two groups, 

y1,…,yr, and yr+1,…,yn, so that the two groups have distinct characteristics.  Consequently, 
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if modeling the relationship between Y and X, the distinction between the two groups 

needs to be significant enough to warrant the use of additional parameters to model the 

respective relationship within each group.  The observation xr, corresponding to the 

response changepoint, yr, is defined as the threshold.  This threshold is of particular 

interest in many ecological studies since it represents a point at which an understood 

ecological relationship is likely to change.   

Muradian (2001) provides a thorough review of the recent literature concerning 

changepoints and thresholds with respect to ecosystem health and biological diversity.  

The research he discusses provides some insight into how changepoints, or as he refers to 

them, discontinuities, and thresholds are defined in terms of ecosystem health and 

biological diversity, how uncertain these discontinuities are, and what is being done to 

understand the underlying mechanism that causes these discontinuities.  Throughout his 

review, he refers to the idea that an ecological discontinuity occurs when some 

continuous explanatory variable surpasses a certain value, i.e., an ecological threshold.  A 

related question that we feel is important to address is how well current methods can 

accurately detect changepoints and thresholds, which is the focus of the research 

described in this chapter. 

The need for identifying the point at which an ecosystem or environmental site 

changes has been motivated by managers charged with risk assessment (Suter, 1993; 

USEPA, 1998).  Consequently, the majority of the literature to date discusses 

changepoints and thresholds that are associated with some type of environmental 

degradation that causes the response to switch from one stable state to another.  Within 

this area of research, however, there are a wide variety of types of discontinuities.  In 

addition, ecological response are more often than not characterized by non-Gaussian, 

nonlinear, and heteroscedastic responses (Legendre and Legendre, 1998).  In considering 

these changepoint and threshold models, the question then becomes, do we gain 

information by modeling the observed ecological phenomena as if there is one or more 

specific changepoints and associated thresholds, or are changes too subtle to be 

considered important in relation to other sources of variability in the data.  In the latter 

case, estimating these perceived thresholds may lead to the model being 

overparameterized and too specific.   
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In the next chapter, we will provide some detailed examples of two ecological data 

sets where thresholds may be useful in identifying habitat preferences.  Before doing so, 

however, we will discuss some of the currently used methods for changepoint and 

threshold detection.  This chapter will also present our evaluation of one of the more 

commonly used methods of changepoint detection and present a straightforward 

extension of that method. 

 

4.1.1.  Methods of changepoint detection 

While there is an abundance of literature on changepoints, work done by Raftery 

and Akman (1986) and Qian et al. (2003)  is especially relevant to the later sections of 

this chapter.  These are just a subset of the many articles that provide a theoretical 

groundwork for determining ecological thresholds by viewing the response as having 

changepoints, i.e., dramatic jumps in value, rather than being from a smooth distribution.  

Qian et al. (2003) present two methods that we will focus on.  The first is a 

nonparametric method  known as the deviance reduction method (DRM) inspired by the 

tree-based modeling approach (Breiman et al., 1984).  The second method is a Bayesian 

hierarchical modeling method for determining thresholds in continuous Gaussian 

distributed data and dichotomous data that can be distributed by a Bernoulli or Binomial 

distribution.  Raftery and Akman’s work (1986) also provides details for dealing with the  

changepoint process over time, and Carlin et al. (1992) examine the use of Bayesian 

hierarchical modeling for estimating a changepoint in a Poisson process.  We provide 

some details of the Bayesian hierarchical method, which we will discuss more 

extensively in Chapter 5. 

In addition to these methods, another commonly used approach for identifying 

thresholds is discussed by many authors such Toms and Lesperance (2003), Barrowman 

and Myers (2000) and Muggeo (2003).  The models discussed in these references are 

referred to as “broken-stick” or “hockey-stick” models because the plot of the 

relationship between the covariate and the response is typified by relatively straight line 

segments joined at a changepoint.  The method for modeling a “broken-stick” 

relationship discussed in many of these papers is through piecewise regression, using 

plots of the data to estimate initial values of changepoints, and refining as necessary. 
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While these methods are certainly useful, examining each of them in detail is beyond the 

scope of this chapter, and would be somewhat redundant in light of the extensive 

literature available.  This chapter will instead be restricted to the Bayesian hierarchical 

method and nonparametric deviance based method for determining changepoints and 

thresholds. 

 
4.1.2.  Bayesian hierarchical method of changepoint detection 

Estimating changepoints requires only a simple extension of the standard Bayesian 

hierarchical model format and is similar to the format of the finite mixture model.  Recall 

that in the Bayesian framework we use the expression ( )1,..., ~ |n iY Y Yπ θ  to indicate that 

the posterior distribution of Y is based on both the observed data, Y, and the parameter 

vector, θ . θ is considered a multivariate random variable, so we must specify its prior 

distribution (Carlin et al., 1992; Smith, 1975).  If it is also of interest to estimate a 

changepoint, then the posterior distribution of Y is specified as  

 ( ) ( )1 1 1 2,... ~ |  and ,... ~ |   1, 2,...,r i r n iY Y Y Y Y Y i nπ π+ =θ θ    [4.1] 

where in addition to specifying a prior distribution for the parameter vector,θ , we also 

specify a prior distribution for the changepoint parameter, r.  An advantage of this 

method is that in examining longitudinal clustered data, such as the spawning data 

described in Chapter 2, it is possible to extend the model to allow changepoints to differ 

for different independent units, e.g., beaches.  Thus, we amend the models in Equation 

[4.1] as follows: 

( ) ( )
   1 1 1 2,... ~ |  and  ,... ~ |   1, 2,...,  ; 1, 2,...,

ji i r ij i i r i n ij i iY Y Y Y Y Y i b j nπ π+ = =θ θ  [4.2] 

where b represents the number of independent units and ni is the number of observations 

available for each independent unit.  As with the data described in Chapter 2, if some 

independent units are sampled more often than others, the hierarchical Bayesian method 

allows us to borrow strength from the entire set of data in order to maximize our chance 

of correctly estimating changepoints for sites where only a few observations are 

available.  In the simplest case, the equations above may reflect a simple step function 

where 1iθ  is the expected value of Yi before the changepoint, and 2iθ  is the expected 

value of Yi after the changepoint.  We can add more complexity to this model by 
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specifying that each of these expected values is also estimated using a linear combination 

of the covariates thought to be associated with Y.  We will be explaining this extension in 

greater detail in the next chapter. 

 

4.1.3.  Deviance reduction method of changepoint detection 

The Bayesian hierarchical method is very useful for estimating changepoints, but 

requires specification of prior distributions for each parameter and may be time-

consuming to implement.  Qian (2003)  presents the deviance reduction method  (DRM) 

as a non-parametric and straightforward alternative.  The DRM provided an interesting 

starting point for our research because its flexibility allowed us to examine its accuracy 

and power under a variety of conditions.  This method is based on the deviance statistic, 

D,  which is defined as twice the difference between the maximized log likelihood 

evaluated at the estimated mean, ˆiµ  (i = 1,2,…n), and the largest possible log likelihood, 

which is found by setting ˆiµ  equal to each observed response yi (McCullagh  and Nelder, 

1989; Schabenberger and Pierce, 2001).  The formula for calculating D is dependent on 

the assumed distribution of the response, with the most familiar formula for the Gaussian 

distribution being equivalent to the residual sums of squares.  Table 4.1 shows the 

deviance formulas for the two families of distributions we examine in this chapter, 

Gaussian and Poisson. 

 
Table 4.1. Deviance formulas for the two exponential 

family distributions that will be examined 
in this chapter.   

Distribution Deviance 

Gaussian 
 

Poisson 
 

 

The deviance reduction method for changepoint detection entails first calculating D, 

assuming there is no changepoint present in the response data.  The ordered data are then 

divided into each possible two-group set and D is calculated for each of the two groups.  
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Thus, each of the n ordered observations are a changepoint candidate. For the ith 

observation we then calculate the deviance reduction as  

 ( )  , 1, 2,...,i i iD D D i n≤ >∆ = − + =       [4.3] 

where iD≤  represents the deviance for all observations up to and including observation i 

and iD>  represents the deviance for all observations i+1 to n.  The estimated changepoint, 

r̂ , is equal to the i that maximizes i∆ in Equation 4.3 (Qian et al., 2003). 

Previous research indicates that when the change from one stable distribution to 

another is instantaneous, i.e., the data is best described as a simple step function, then the 

DRM works quite well for the Gaussian distribution.  Our research, presented here, 

verifies that this is true even for relatively small sample sizes, and data with large 

variances both before and after the changepoint.  We show that this method also works 

well in some situations for Poisson data best described by a step function.  The DRM 

appears to be unsatisfying, however, when the transition from one distribution to another 

is not instantaneous.  Our work examines what happens when the DRM is applied to data 

with a change in mean, where the change occurs over a transition period.  Afterwards, we 

present a preliminary method for extending the DRM.  We also discuss the limitations of 

this type of methodology in general and discuss further questions that should be explored 

regarding the DRM’s ability to deal with data that is best described by piece-wise or 

nonlinear regression methods.   

Our evaluation of the DRM is divided into three sections.  The first section of our 

research focuses on understanding how well the DRM performs under optimal 

conditions, i.e., when the data are accurately described by a simple step function with an 

instantaneous change from one single mean to another.  The second section examines the 

performance of the DRM when it is incorrectly applied to data that have two 

changepoints bounding a transition region from one mean to another, i.e., the change is 

not instantaneous.  The third section evaluates the performance of two proposed 

extensions of the DRM developed to handle data with two changepoints bounding a 

transition or unstable region. 
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4.2.  Methods 

4.2.1.  Evaluating DRM performance on data with a single changepoint 

In Qian et al. (2003), there is a brief discussion of incorporating uncertainty into 

changepoint determinations by using a bootstrap simulation (Efron and Tibshirani, 1993) 

and expressing the changepoint as a confidence interval.  The details for how Qian does 

this are not provided, but intuitively it would involve estimating the changepoint from a 

sample of the data (sampled with replacement) and repeating this process n times to attain 

a distribution of values for the estimated changepoint.  As an extension of that idea, we 

began our research by examining this method of changepoint detection under a variety of 

conditions, to discern its power and accuracy using simulated data.   

We developed simulation studies in R (Ihaka and Gentleman, 1996; Venables and 

Ripley, 1994) to examine power and accuracy of the deviance reduction method when 

applied to data described by a variety of simple step functions.  For this set of 

simulations, we varied conditions found in the observed sample such as magnitude of 

change in mean, standard deviation before and after changepoint, sample size before and 

after changepoint, and distribution, Gaussian or Poisson (Tables 4.2 and 4.3).  For each 

case, each of the 10000 simulations entailed generating a sample based on the specified 

conditions and implementing the DRM to estimate the changepoint in the generated data.  

Results from these 10000 simulations were used to examine power to detect the 

changepoint, and the probability that a changepoint was detected correctly or within a 

specified margin of error.  By varying the distribution, parameter values, and sample 

sizes, we were able to pinpoint under what conditions this method will reliably determine 

the correct changepoint within one or two ordered sample units.  It is important to note 

that the DRM will always determine that a changepoint is present in the data, i.e., that 

0i∆ > .  Thus, it is imperative to test whether or not the decrease in deviance between a 

no-changepoint solution and a one-changepoint solution is significant.  As mentioned in 

Qian (2003) and described in detail in McCullagh and Nelder (1989), the change in 

deviance, i∆ , divided by the true scale parameter, has a 2
vχ  distribution with degrees of 

freedom (v) equal to the change in number of parameters.  We use this ratio to test the 

null hypothesis that the change in mean is not significant.  If the DRM is used to compare 

a single mean model to a step function model with two means, then v = 1.   
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Table 4.2. All simulations using data generated from a Gaussian distribution with a single 
changepoint.  The first four columns indicate the sample sizes before the 
changepoint (n1) and after the changepoint (n2) examined.  The last four columns 
show the parameter values examined. 

ni = nj ni = 2 × nj ni = 4 × nj 
Parameter 

Values 
n1 / n2 n1 / n2 n1 / n2 n1 / n2 n1 / n2 µ1 µ2 σ1 σ2 

2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 16 0 4 4 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 16 0 4 8 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 16 0 8 4 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 16 0 8 8 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 8 0 4 4 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 8 0 4 8 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 8 0 8 4 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 8 0 8 8 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 4 0 4 4 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 4 0 4 8 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 4 0 8 4 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 4 0 8 8 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 2 0 4 4 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 2 0 4 8 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 2 0 8 4 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 2 0 8 8 

 

 

Table 4.3. All simulations using data generated from a Poisson distribution with a single 
changepoint.  The first four columns indicate the sample sizes before the 
changepoint (n1) and after the changepoint (n2) examined.  The last two columns 
show the parameter values examined.  Simulations for which µ1 = µ2 were used to 
examine Type I error.  Simulation for which both µ1 and µ2 are < 10 are classified 
as S1.  Simulation for which both µ1 and µ2 are > 15 are classified as S2.   

ni = nj ni = 2 × nj ni = 4 × nj 
Parameter 

Values 
n1 / n2 n1 / n2 n1 / n2 n1 / n2 n1 / n2 µ1 µ2 

2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 9 1 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 7 1 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 5 1 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 3 1 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 2 1 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 1 1 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 36 16 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 30 16 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 25 16 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 20 16 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 18 16 
2/2,4/4,…,30/30 2/4,4/8,…,20/40 4/2,8/4,…,40/20 2/8,4/16,…,12/48 8/2,16/4,…,48/12 16 16 
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In practice, when the true scale parameter is not known, the change in deviance, i∆ , 

divided by the sample variance has an , 2v nF −  distribution (Venables and Ripley, 1994).  

Again, since we are comparing a single mean model to a step function with two means, 

the numerator degrees of freedom v = 1 and the denominator degrees of freedom equals 

the sample size, n - 2 .  We examined the Type I error rate for both Gaussian and Poisson 

data using both of these test statistics.  We were particularly concerned with the 

possibility of a severe multiplicity problem stemming from the fact that the user tests 

whether or not each sample unit is a changepoint.  If α is specified as 0.05 for the 

hypothesis test using each potential changepoint, then we hypothesize that the overall 

probability that at least one of these sample units is incorrectly characterized as being a 

point of significant change is much higher that 5%.  To test this, we generated data where 

no change was present and then recorded the number of times out of 10000 that any one 

of the sample units resulted in an observed 2χ  or F test statistic that was significant at the 

0.05 level when compared to their respective 2
vχ or the , 2v nF −  distributions.  This was done 

for sample sizes of 8, 16, 24, 32, 40, 48, 56, and 64.  For the Gaussian data, we limited 

this set of simulations to the case where the population variance σ2 = 16 for all sample 

units. 

 

4.2.2.  Evaluating DRM performance on data with two changepoints 

Although the DRM works well under the specific situations described above, the 

assumption that the change in the data is instantaneous is relatively restrictive and in 

many situations may not be realistic.  Consequently, we explored the performance of the 

DRM on data with two changepoints.  We specifically limited this set of simulations to a 

two changepoint case that is likely to be representative of ecological degradation.  In this 

case, the first changepoint would be the point where the response changes from 1 stable 

distribution to a transition region, generalized as a line with a negative slope.   The 

second changepoint represents the point where the response changes from the transition 

region, to a second stable distribution (Fig. 4.1).  Each sample unit in the transition zone 

was generated as a random observation from the same distribution family as the data 

before the first changepoint and after the second changepoint.  The mean of the 
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distribution from which each sample point in the transition was generated was dictated by 

the straight line slope connecting the observations from the stable distribution before the 

first changepoint and after the second changepoint.  To clarify, let Y1 represent the vector 

of generated observations before the first changepoint and let Y2 represent the vector of 

generated observations after the second changepoint.  When examining the Gaussian 

distribution case, Y1 was randomly generated from a ( )2
1 1,N µ σ  distribution and Y2 was 

generated from a ( )2
2 2,N µ σ  distribution, where 1µ > 2µ .  For each set of 10000 

simulations, we specified nt, the number of observations in the transition region.  Thus, 

for the Gaussian distribution case, each observation in this region, tiy , was generated 

from a ( )2,ti tN µ σ  where ( ) ( )1 2 1 1ti ti nµ µ µ µ= + × − + .  Simulations based on data from 

a Poisson distribution were almost identical in format to those based on the Gaussian 

distribution.  The primary differences were that the variance could not be specified 

separately from the mean and that the equation for estimating deviance of a Poisson 

distribution was used. 

 

 
Figure 4.1. Three examples of responses with two changepoints.  The vertical 

dashed line represents the estimated single changepoint using the 
deviance reduction method.   

 
We examined a handful of cases from Tables 4.2 and 4.3 where the DRM performed best 

when only one changepoint was present (Table 4.4). 
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Table 4.4. Details of all simulations examining incorrect application of DRM to data with 

two changepoints.  Distribution indicates the distribution of the generated data, 
and for the Poisson data, which simulation group (S1 or S2).  ∆ is the specified 
change in mean from before the first changepoint to after the second changepoint, 
and σ1, σ2, and σt are the specified standard deviations for the sample units before 
changepoint 1, after changepoint 2, and in the transition region, respectively.  This 
set of simulations was limited to the case where the number of sample units before 
changepoint 1 and after changepoint 2 are equal (n1 = n2).  For each of the 
specified parameters, we examined a range of values for nt, the number of sample 
units in the transition region from 0 (no transition region) to 18. 

Distribution ∆ σ1 σ2 σt n1 = n2 nt 
Gaussian 16 4 4 4 12 0,2,4,…,18 
Gaussian 16 4 4 4 6 0,2,4,…,18 
Gaussian 8 4 4 4 12 0,2,4,…,18 
Gaussian 8 4 4 4 6 0,2,4,…,18 
Poisson (S1) 8 3 1 - 12 0,2,4,…,18 
Poisson (S1) 8 3 1 - 6 0,2,4,…,18 
Poisson (S1) 6 2.83 1 - 12 0,2,4,…,18 
Poisson (S1) 6 2.83 1 - 6 0,2,4,…,18 
Poisson (S2) 20 6 4 - 12 0,2,4,…,18 
Poisson (S2) 20 6 4 - 6 0,2,4,…,18 
Poisson (S2) 14 5.48 4 - 12 0,2,4,…,18 
Poisson (S2) 14 5.48 4 - 6 0,2,4,…,18 

 

4.2.3.  Evaluating two extensions of DRM on data with two changepoints 

Careful examination of the two sets of simulations described above led us to 

develop two intuitive extensions of the standard DRM method that take into account the 

idea that the transition from one stable state to another may not be instantaneous.  Our 

proposed methods extend the current deviance reduction method by dividing the ordered 

data into each possible three-group or two-group set and then calculating D for each 

group.  Thus, instead of there being n - 1 possible divisions of the ordered data as in the 

original method, there are ( ) ( ) ( ) ( )1

1

1
1 2 ...1

2

n

j

n n
n n j

−

=

−
− + − = =∑  possible divisions of the 

data.  The first method (M1) specifies that for i ≤ j < n, 

( )1 , 1, 2,..., ;  1,...,y i i y j y jij D D D D i n j i n≤ < ≤ >∆ = − + + = = +    [4.4] 

Notice that when i = j, 1 iij∆ = ∆  from the original deviance reduction method explained 

above.  M1 assumes that there are maximum of two changepoints and calculates the 

deviance for each of the three vectors separately, Y1 before the first changepoint, Yt 
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between the two changepoints, and Y2 after the second changepoint.  The sum of the 

deviance from each of these three regions was then subtracted from the total deviance 

assuming no changepoints.  The second method, M2 , also assumes a maximum of two 

changepoints but excludes the observations from each possible transition region when 

calculating the deviance reduction.  In this case, for each possible two-changepoint 

solution we compared the sum of the deviances from Y1 and Y2 to the deviance of Y-t, the 

deviance based on all of Y, excluding each estimated transition region. 

( )2 , 1, 2,..., ;  1,...,t y i y jij D D D i n j i n− ≤ >∆ = − + = = +     [4.5] 

where t is the transition region specified as i y j< ≤ .  As with M1, when  i = j, 2 iij∆ = ∆  

from the original deviance reduction method explained above.  Because both of these 

extensions of the DRM are substantially more computationally intensive, we examined 

selected cases for which the original DRM method performed well when the data only 

contained one changepoint.  As with the second set of simulations, we then varied the 

number of sample units that were, in truth, part of the transition region with a negative 

slope.  We also specified 1 2σ σ σ= =  and tσ  as being either 2σ ,σ , or 2 σ×  (Table 

4.5).  For each simulation set with a specified length of transition, we compared these two 

methods with respect to their accuracy in estimating both changepoints and their power to 

determine whether or not those changepoints were statistically significant. 

In theory, M2 has both advantages and disadvantages over M1, which includes the 

transition region in the deviance reduction calculation.  By excluding this region, we are 

essentially generalizing the hypothesis tested by the χ2 test statistic based on the extent of 

deviance reduction.  If we include the transition region in our deviance reduction 

calculation (M1), then our alternative hypothesis is that the ordered data can best be 

described by two stable regions joined by a linear transition.  If, instead, we exclude this 

transition region from our calculation (M2), we are only testing whether or not the data 

before the first changepoint and after the second changepoint are separated both in mean 

value and in location along threshold variable.  In this case we are not concerned with 

how the response behaves within the transition region, only that the mean is changed and 

that the transition region includes one or more observations. 
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Table 4.5. Details of all simulations examining the extended methods (M1 and 
M2) of DRM to data with two changepoints.  ∆ is the specified change 
in mean from before the first changepoint to after the second 
changepoint.  σ1, σ2, and σt  are the specified standard deviations for 
the sample units before changepoint 1, after changepoint 2, and in 
the transition region, respectively.  For each set of specified 
parameters.  The simulations were limited to the case where the 
number of sample units before changepoint 1 and after changepoint 
2 are equal (n1 = n2).   

Distribution ∆ σ1 σ2 σt n1 = n2 nt 
Gaussian 16 4 4 2,4,8 12 0,2,4,…,18 
Gaussian 16 4 4 2,4,8 6 0,2,4,…,18 
Gaussian 8 4 4 2,4,8 12 0,2,4,…,18 
Gaussian 8 4 4 2,4,8 6 0,2,4,…,18 
Poisson (S1) 8 3 1 - 12 0,2,4,…,18 
Poisson (S1) 8 3 1 - 6 0,2,4,…,18 
Poisson (S1) 6 2.83 1 - 12 0,2,4,…,18 
Poisson (S1) 6 2.83 1 - 6 0,2,4,…,18 
Poisson (S2) 20 6 4 - 12 0,2,4,…,18 
Poisson (S2) 20 6 4 - 6 0,2,4,…,18 
Poisson (S2)  14 5.48 4 - 12 0,2,4,…,18 
Poisson (S2) 14 5.48 4 - 6 0,2,4,…,18 

 

The disadvantage of using M2 is that by excluding observations, we are decreasing 

our power to detect a difference between the no-changepoint model, the one-changepoint 

model, and the two-changepoint model.  This decrease in power may tend to favor 

estimates of the changepoints that are closer together which are more conservative, i.e., 

closer in interpretation to the single changepoint model.  In theory, using M2 should result 

in being less likely to choose the two-changepoint model when it was unnecessary. 

As with the original DRM, we will select the values of i and j that maximize 1ij∆  or 

2ij∆  to determine what the first and second changepoints are.  We then must use the χ2  

test to determine if the estimated changepoints represent points of significant change, i.e., 

0ij i∆ > ∆ > .  As we mentioned in the previous section, the change in deviance, ∆ , 

divided by the scale parameter, has a χ2 distribution with degrees of freedom (v) equal to 

the change in number of parameters.  If we are comparing the no-changepoint single 

mean model to the two-changepoint model including two means with a transition region 

(M1), then the test statistic follows a 2
3χ  distribution.  If we are comparing the no- 



 63

changepoint single mean model to the two-changepoint model with two means, but 

excluding the  transition region (M2), then the test statistic follows a 2
2χ  distribution. 

4.3.  Results 

4.3.1.  Evaluating  DRM performance on data with a single changepoint 

Results from our initial simulations indicate that the DRM performs quite well for 

Gaussian data, provided enough samples are collected and the magnitude of the change in 

mean is large enough in comparison to variability in the observed data both before and after 

the changepoint.  Figure 4.2 shows performance of the DRM with respect to detecting the 

changepoint within one sample unit when the sample sizes before and after the changepoint 

are equal.  From these figures, it is evident that even at relatively small sample sizes, the 

DRM successfully detects the correct changepoint, provided the magnitude of change, ∆, is 

large enough in comparison to the standard deviation before and after the changepoint.  If 

∆/σmax ≥ 2, then the probability of correctly detecting the changepoint within +/- 1 sample 

unit is ≥ 80%.  These results correspond to those examining power, the probability that the 

χ2 test of deviance reduction results in a p-value < 0.05.  Figure 4.3 indicates that for these 

same data specifications, power ≥ 90% is attained for equal sample sizes (n1 and n2) before 

and after the changepoint as long as n1 = n2 ≥ 5.   

Examining the effect of unequal sample sizes from before to after the changepoint 

indicated that the standard DRM was just as successful as in the equal sample size case 

when ∆/σmax ≥ 2 (Fig. 4.4).  Although we looked at a number of unequal sample size 

conditions, we illustrate our results with one of the most extreme cases where n1 = 4 × n2 

because results were very similar for all unequal sample size cases examined.  In this 

case, the probability of correctly detecting the changepoint within one sample unit is ≥ 

80% even for the smallest set of sample sizes examined (n1 = 8, n2 = 2).  The pattern seen 

in the unequal sample size case is very similar to that found when the sample sizes are 

equal; however, accuracy of the changepoint determination is slightly decreased.  To 

assure that the power to detect a changepoint is ≥ 90% in this unequal sample size case, 

however, it is necessary to have minimum sample sizes before and after the changepoints 

of 16 and 4, respectively, when ∆/σmax ≥ 2 (Fig. 4.5).  Overall, these results clearly 

indicate that the success of the DRM is not limited to the equal sample size case provided 

that the smaller sample size is sufficiently large enough. 
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Figure 4.2. Probability of correctly detecting a changepoint within +/- 1 sample unit. 

Each of the four lines in each plot represents a distinct value of ∆, the 
change in the true mean of the distribution from before to after the 
changepoint.  Each of the panels represents a different combination of 
levels of variability before and after the changepoint as indicated by the 
values of σ1 and σ2 specified above each panel.  Sample size indicates the 
true number of observations before and after the changepoint.  This set of 
simulations is limited to the case where the sample sizes were equal before 
and after the changepoint. 
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Figure 4.3. Power to determine that a correctly detected changepoint (within +/- 1 sample 

unit) results in a significant drop in deviance based on the χ2 test.  Each of the 
four lines in each plot represents a distinct value of ∆, the change in the true 
mean of the distribution from before to after the changepoint.  Each of the 
panels represents a different combination of levels of variability before and 
after the changepoint as indicated by the values of σ1 and σ2 specified above 
each panel.  Sample size indicates the true number of observations before and 
after the changepoint.  This set of simulations limited to the case where the 
sample sizes were equal before and after the changepoint. 
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Figure 4.4. Probability of correctly detecting a changepoint within one sample unit when 

sample sizes before and after the changepoint are unequal. Each of the four 
lines in each plot represents a distinct value of ∆, the change in the true mean of 
the distribution from before to after the changepoint.  Each of the panels 
represents a different combination of levels of variability before and after the 
changepoint as indicated by the values of σ1 and σ1 specified above each panel.  
Sample size indicates the true number of observations before the changepoint.  
The number of observations after the changepoint = n1/4.  
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Figure 4.5. Power to determine that a correctly detected changepoint (within +/- 1 sample 

unit) results in a significant drop in deviance based on the χ2 test.  Each of the 
four lines in each plot represents a distinct value of ∆, the change in the true 
mean of the distribution from before to after the changepoint.  Each of the 
panels represents a different combination of levels of variability before and 
after the changepoint as indicated by the values of σ1 and σ2 specified above 
each panel.  Sample size indicates the true number of observations before the 
changepoint.  The number of observations after the changepoint = n1/4.  

   

Although these results for the Gaussian distribution are encouraging, they do not 

take into account that the user of this method examines all possible changepoints within a 

given sample.  We found that the actual probability of a user determining that there was a 

significant changepoint in the data, when in fact none were present was much higher than 

the specified α level of 0.05 (Fig. 4.6).  This empirical Type I error rate increased as 

sample size increased.  The largest sample size we examined, n = 64, resulted in an 

empirical Type I error rate of about 50% for both the χ2 and F tests when the alpha level 

for each individual changepoint hypothesis test was specified as 0.05.  Only when the 
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true changepoint is known and only a single hypothesis test is carried out is the empirical 

Type I error rate equal to specified level of α. 

   

 
Figure 4.6. Empirical Type I error rate of DRM when each sample unit is treated as a 

potential changepoint.  The horizontal line at 0.05 represents what the Type I 
error rate is expected to be.  The 2

1χ distribution was used when the test statistic 
was ratio of the change in deviance, ∆i over the true scale parameter of the 
generated data.  The , 2v nF −  was used when the test statistic was a ratio of ∆i to 
the sample variance.  
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Our results showing how the DRM performs for Poisson distributed data are 

divided into two sets.  The first set (denoted S1) represents data where both the mean 

before the changepoint (µ1) and the mean after the changepoint (µ2) are < 10. The second 

set (denoted S2) represents data where both the mean before the changepoint and after the 

changepoint are > 15.  We divided our results in this way because the mean of a Poisson 

distribution is equal to its variance, which led to results being dramatically effected by 

the magnitude of these means as well as the difference between them.    

DRM performs very well when trying to detect a point of instantaneous change in 

Poisson distributed data in S1, i.e., if the means before and after the changepoint are both 

< 10.  In these cases, when the sample sizes before and after the true changepoint are 

equal and ∆, the change in mean, ≥ 4, then there is at least an 80% the changepoint will 

be correctly detected within one sample unit, regardless of sample size.  If ∆ ≥ 6, then 

there is at least an 80% chance of estimating the exact changepoint (Fig. 4.7).  In 

addition, the power to detect a significant reduction in deviance is ≥ 90% for all ∆ 

examined, even when sample size is relatively small before and after the changepoint 

(Fig. 4.8). 

 
Figure 4.7. Probability of correctly detecting a changepoint within a margin of 

error (ME) of 0, 1, or 2 sample units when sample sizes before and 
after the changepoint are equal and data are in S1 (µ1 and µ2 < 10).  
Each of the five lines in each plot represents a distinct value of ∆, 
the change in the true mean of the Poisson distribution from 
before to after the changepoint.   
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Figure 4.8. Power to determine that a correctly detected changepoint within margin of 

error (ME) of 0, 1, or 2 sample units results in a significant drop in deviance 
based on the χ2 test.  Each of the five lines in each plot represents a distinct 
value of ∆, the change in the true mean of the Poisson distribution from before 
to after the changepoint. Sample size before the changepoint (n1) equals sample 
size after the changepoint (n2) and data shown are from S1 (µ1 and µ2 < 10).  The 
results for ∆ = 0 show the Type I Error rate when there is no change at the 
midpoint of the data and µ1 = µ1 = 4. 

 

In examining the Poisson data from S2 with larger means before and after the 

changepoint, we note some important differences from the results based on the data in S1.  

Figure 4.9 indicates that approximately the same relationship between magnitude of 

change and accuracy of detection evident in S1 data is also present in S2.  The primary 

difference, however, is that much larger magnitudes of change are required to attain the 

same level of accuracy because the variability has substantially increased as well.  These 

figures are presented using the absolute magnitude of change in mean from before to after 

the changepoint.  In Figure 4.10, we note that simulations from S2 show that substantially 

larger sample sizes are required to achieve the same level of power as was seen when 

examining S1.  Specifically, if the smaller mean is greater than 15, a minimum change in 

mean, ∆, of 14 is necessary to have at least 80% power to detect the change and would 

require at least 18 observations before and after the changepoint.  It is also interesting to 

note that the shape of the trend in power for the S2 data does not resemble the trends for 

either the S1 Poisson data or the Gaussian data. 
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Figure 4.9. Probability of correctly detecting a changepoint within a margin of error 

(ME) of 0, 1, or 2 sample units when sample sizes before and after the 
changepoint are equal and data are in S2 (µ1 and µ2 > 15).  Each of the five 
lines in each plot represents a distinct value of ∆, the change in the true mean 
of the Poisson distribution from before to after the changepoint.   

 
 

 
Figure 4.10. Power to determine that a correctly detected changepoint within 

margin of error (ME) of 0, 1, or 2 sample units results in a significant 
drop in deviance based on the χ2 test.  Each of the five lines in each 
plot represents a distinct value of ∆, the change in the true mean of the 
Poisson distribution from before to after the changepoint. Sample size 
before the changepoint (n1) equals sample size after the changepoint 
(n2) and data shown are from S2 (µ1 and µ2 > 15).  The results for ∆ = 0 
show the Type I Error rate when there is no change at the midpoint of 
the data and µ1 = µ1 = 16. 
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We also examined the empirical Type I error for Poisson data in both S1 and S2 for 

two cases.  In the first case, the true changepoint is assumed to be known and only one 

hypothesis test is conducted.  These results are included in Figures 4.7 and 4.9 and labeled 

as ∆ = 0.  These results clearly indicate that the χ2 test is not appropriate for Poisson data 

and will not provide an accurate assessment of whether or not an estimated changepoint is 

significant.  When looking for changepoints in data where the mean before and after the 

changepoint was 4, the χ2 test rejected the null hypothesis at the same rate as when a true 

change was present.  Conversely, when the mean before and after the changepoint was 16, 

the empirical Type I error rate was consistently equal to zero.  This is not surprising, since 

small changes in the mean were also not detectable in the S2 data set.  We found similar 

results when examining the Type I error rate assuming the changepoint was unknown.  

When looking at data generated from a Poisson distribution with mean = 4, the Type I error 

rate was = 100% for all sample sizes ≥ 16.  When looking at data generated from a Poisson 

with mean = 16, the Type I error rate was = 0 for all sample sizes.   

It is evident that accurate detection of a changepoint and ability to detect that it 

represents a significant change in the mean is possible even for relatively small sample 

sizes when the data are Poisson-distributed if the means of the data before and after the 

changepoint are relatively small (S1 data).  The figures shown verified that the DRM 

performed as well, if not better, for S1 data when the sample size was substantially unequal 

because the success of the method appears to be tied to the overall sample size (n1 + n2), 

not the number of observations before or after the changepoint.  Our simulations indicate 

that even the smallest sample sizes we examined (n1 = 8, n2 = 2) provided enough 

information to easily detect the correct changepoint (Fig. 4.11).  When ∆ is relatively small, 

however, we see a decrease in the accuracy of the DRM for larger unequal sample sizes.  In 

most cases, accuracy level decreases slightly and then stabilizes at low sample sizes.  In 

these cases, however, the accuracy of DRM is negatively correlated with sample size of a 

longer range before it stabilizes (Fig. 4.11, panels 2 and 3).  Despite this concern, power is 

improved by even small increases the overall sample size.  Thus, we can see in Figure 4.12 

that power to detect a changepoint when ∆ ≥ 1 is greater than 90% when the sample sizes 

before and after the true changepoint are 16 and 4, respectively. 
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Figure 4.11. Probability of correctly detecting a changepoint within a margin of error (ME) 

of 0, 1, or 2 sample units when sample size before the changepoint equals four 
times the sample size after the changepoint. Each of the five lines in each plot 
represents a distinct value of ∆, the change in the true mean of the Poisson 
distribution from before to after the changepoint.  This plot represents data 
from S1 (µ1 and µ2 < 10). 

 
 

 
Figure 4.12. Power to determine that a correctly detected changepoint within margin of error 

(ME) of 0, 1, or 2 sample units results in a significant drop in deviance based on 
the χ2 test.  Each of the five lines in each plot represents a distinct value of ∆, the 
change in the true mean of the Poisson distribution from before to after the 
changepoint.  Sample size before the changepoint equals four times the sample 
size after the changepoint.  This plot represents data from S1 (µ1 and µ2 < 10). 
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Examining unequal sample size conditions when looking at the S2 data provides 

very similar results to those from the equal sample size.  More specifically, magnitudes of 

change greater than 9 result in a better than 80% chance of correctly detecting the true 

changepoint within one unit, even at relatively small sample sizes (Fig. 4.13).  As with 

the S2 data, it is evident that as long as n1 + n2 is greater than 10 and there are at least two 

observations on either side of the changepoint, the changepoint can be detected 

accurately.  Sufficient power to determine if these changes are significant, however, 

requires much larger sample sizes because of the high variability before and after the 

changepoint (Fig. 4.14).   

 

 
Figure 4.13. Probability of correctly detecting a changepoint within a margin of error 

(ME) of 0, 1, or 2 sample units when sample size before the changepoint equals 
four times the sample size after the changepoint. Each of the five lines in each 
plot represents a distinct value of ∆, the change in the true mean of the Poisson 
distribution from before to after the changepoint.  This plot represents data 
from S2 (µ1 and µ2 > 10). 
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Figure 4.14. Power to determine that a correctly detected changepoint within margin of 

error (ME) of 0, 1, or 2 sample units results in a significant drop in deviance 
based on the χ2 test.  Each of the five lines in each plot represents a distinct 
value of ∆, the change in the true mean of the Poisson distribution from before 
to after the changepoint.  Sample size before the changepoint equals four times 
the sample size after the changepoint.  This plot represents data from S1 (µ1 

and µ2 > 10). 
 

4.3.2   Evaluating DRM performance on data with two changepoints 

Subsequent simulations examining the use of the standard DRM on data with two 

changepoints indicated that it was not appropriate and performed very poorly.  Since the 

DRM can only detect one changepoint, it is inherently unsatisfying.  Thus, it was difficult 

to assess what could be considered success.  Figure 4.15 shows the probability that the 

DRM correctly estimates either one of the two changepoints within one sample unit.  

When using the DRM on Gaussian data, the probability of detecting either of two 

changepoints correctly decreases at an equal rate as the number of sample points in the 

transition zone between the two changepoints increases.  The DRM appears to select all 

of the sample points within the transition region, including the true changepoints, with 

approximately equal probability.  Thus, as the transition region increases in size, the 

probability of either changepoint being selected decreases substantially.  Consequently, 

not only does the DRM only detect a single changepoint, we cannot, with any accuracy, 

predict where, within the transition region, it is most likely to determine that point to be. 
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Figure 4.15. Probability of correctly detecting either one of the two true changepoints 

within +/- 1 sample unit when sample sizes before the first changepoint 
(n1) and after the second changepoint (n2) equal either 6 (left panel) or 12 
(right panel).  Results are shown for two different values of  ∆, (16 and 8) 
the change in the true mean of the Gaussian distribution.  Lines labeled C1 
show the probability of being within one sample unit of the first 
changepoint.  Lines labeled C2 show the probability of being within one 
sample unit of the second changepoint.  The x-axis, indicates the true 
number of sample units present in the transition region between the two 
changepoints.  The population standard deviation, σ, was specified as 4 for 
all simulated sample observations.  

 

What is more discouraging is that the power to determine that a single changepoint 

results in a significant decrease in deviance is approximately 100% for all of the 

situations examined.  In other words, although a single changepoint solution is incorrect 

for this data, the DRM will always determine that there is a single changepoint that 

results in a significant deviance reduction.  More importantly, we cannot predict which 

point within the transition region the DRM will select as being the changepoint. 

Although we found similarly poor results when using the DRM on Poisson data 

with two changepoints, there were some noticeable differences.  Rather than the 

probability that either changepoint is estimated correctly being equal, the DRM tends to 

slightly favor selecting the second changepoint over the first (Fig. 4.16).  If we inspect 

the distribution of probabilities of selecting any one point in the transition region as the 

single changepoint, we note that those closer to the second changepoint have a slightly 

higher change of being selected.  Despite a slightly higher probability of selecting the 
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second changepoint, we found evidence of the same problematic phenomena that was 

present in the Gaussian data with two changepoints.  As the number of observations in 

the transition zone increased, the probability of selecting any one changepoint was, for 

the most part, equally spread over the whole region, including the changepoints.  Thus, 

although points closer to the second changepoints had a slightly higher change of being 

selected, there is still no point within the transition region that is more likely to be 

selected than the others.  Thus, there is no way to predict which point within the 

transition region, including the changepoints, will be selected.  We examined the use of 

the DRM when two changepoints are present in both S1 and S2 data, but only present the 

results from the S1 data, since both sets of results indicate very poor performance. 

 

 
Figure 4.16. Probability of correctly detecting either one of the two true changepoints 

within +/- 1 sample unit when sample sizes before the first changepoint (n1) 
and after the second changepoint (n2) equal either 6 (left panel) or 12 (right 
panel).  Results are shown for two different values of  ∆, (8 and 6) the change 
in the true mean of the Poisson distribution.  Lines labeled C1 show the 
probability of being within 1 sample unit of the first changepoint.  Lines 
labeled C2 show the probability of being within one sample unit of the second 
changepoint.  The x-axis indicates the true number of sample units present in 
the transition region between the two changepoints.   

 

As with the Gaussian data, the power to determine that any selected changepoint is 

significant is 100% for all of the sample sizes and magnitudes of change we examined.  

Consequently, for a given set of data, the researcher will always determine that a selected 
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changepoint is significant despite the fact that it is, in all likelihood, not a true 

changepoint.  

 

4.3.3.  Evaluating two extensions of DRM on data with two changepoints 

The extensions of the DRM that we developed lead to mixed results in performance 

when applied to data with two changepoints.  When the first method, M1, was applied to 

Gaussian data, we found moderate success, provided that ∆/σ1 and ∆/σ2 ≥ 16/4 = 4, and 

more importantly, ∆/σt ≥ 16/2 = 8 where σt is the standard deviation in the transition 

region.  Under these conditions, the probability of correctly estimating both changepoints 

within one sample unit is ≥ 50% if n1 = n2 = 12, and nt, the number of sample units in the 

transition region, ≤ 10.  If  n1 = n2 = 6, then nt ≤ 8, resulted in ≥ 50% probability of 

correctly identifying both changepoints.  Method 2 (M2), which we had hoped would be 

as accurate as M1, resulted in very poor probability of correctly identifying the true 

changepoints, if nt ≥ 6.  In this case, the shape of the probability curve is similar to one 

found by incorrectly using the standard DRM on the data containing two changepoints 

(Fig. 4.17, top row).  In contrast, we found uniformly poor results when the change in 

mean ∆ = 8 (Fig. 4.17, bottom row) in Gaussian-distributed data. 

 When applying either M1 or M2 to the Gaussian data with two changepoints and 12 

sample units before and after the transition region, power to determine that the reduction 

in deviance was significant remained at 100% when ∆ =16, regardless of sample size or 

extent of variability in the transition region.  When ∆ = 8 and n1 = n2 = 12, power 

remained at 100% except when σt = 8.  When ∆ = 8 and n1 = n2 = 6, however, power was 

directly effected by σt , because the transition region made up a larger percentage of the 

data used to calculate deviance.  This was particularly evident when we used M2 and      

σt = 8.  In this case, we see evidence of power declining as nt increases (Fig. 4.18).   
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Figure 4.17. Probability of M1 and M2, extensions of the DRM, accurately estimating both 

changepoints within +/- 1 sample unit when applied to Gaussian data.  Each 
vertical panel shows results for a different level of variability in the transition 
region.  Each method, M1 and M2 was examined with sample sizes before and 
after the transition region of 6 and 12.  The standard deviation of the sample 
data outside of the transition region was held constant at σ-t = 4.  The top row 
summarizes the results for ∆ = 16.  The bottom row summarizes the results for 
∆ = 8.  
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Figure 4.18. Power to determine that both selected changepoints are significant when using 

M1 and M2 on Gaussian-distributed data with two changepoints.  Both 
methods are shown for two sample sizes before first changepoint (n1) and after 
the second changepoint (n2).  The x-axis indicates the true number of 
observations in the transition region.  ∆ = 8 for all simulations in this figure 
and the standard deviation for all data outside of the transition zone is 
specified as 4.  The standard deviation of the observations in the transition 
region is shown at the top of each panel. 

 

Finally, when applying our extensions of the DRM (M1 and M2) to Poisson data 

with two changepoints, we found that it was unsuccessful and cannot be recommended.  

We demonstrate our findings using the S1 data.  When we applied the extension of the 

DRM to S2 data with larger means before and after the true changepoint, it performed 

equally poorly.  Figure 4.19 shows that when using M2 on the S1 data, the probability of 

correctly determining both changepoints within one sample unit sharply declines when nt 

≥ 0.  Results from M1 show that the probability of correctly determining both 

changepoints increases from nt = 0 to  nt = 2 and then sharply declines.  This increase is 

difficult to interpret, but is of little importance since the method is not successful overall 

for Poisson data.  Again this pattern was identical for both S1 and S2 data so we 

demonstrate our results using S1 data.  
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Figure 4.19. Probability of M1 and M2, extensions of the DRM, accurately estimating both 

changepoints within +/- 1 sample unit.  The two panels show results for the 
two levels of ∆, change in mean, examined for Poisson data.  Each method, M1 
and M2 , was examined with sample sizes before and after the transition region 
(n1 and n2) of 6 and 12.   

 

4.4.  Discussion and Recommendations 

Based on results from both the one-changepoint and two-changepoint data 

presented here, it is clear that the DRM is useful for Gaussian data, but only if very 

specific assumptions are valid.  Most importantly, the researcher must be certain that the 

data being examined represents an instantaneous change from one stable distribution to 

another.  Based on our results from simulations using Poisson-distributed data, however, 

it is clear that this method may give misleading results, particularly when trying to 

determine if an estimated changepoint represents a significant change. 

As we mentioned, there is also substantial concern due to the inflated Type I error 

rates inherent to the algorithm.  By allowing each sample unit to be a potential 

changepoint and carrying out as many as n – 1 hypothesis tests on sample of size n, the 

overall probability of finding a changepoint where one does not exist can be as large as 

50%.  This issue is compounded by the fact that Type I error rate increases as the sample 

size increases.  In order to correctly account for this, the user must determine the correct 

Type I error rate for each of the individual hypothesis tests so that the overall Type I error 

rate is at the desired level.  This is analogous to correctly determining the correct 
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comparison-wise error rate when doing multiple pair-wise comparisons so that the 

experiment-wise error rate is the desired level α.     

If the change occurs over a transition region, then the accuracy of the DRM is 

substantially compromised.  This issue becomes more critical as the transition from one 

stable mean to another is extended over more sample units.  The importance of accurately 

determining at which sample unit the changepoint occurs is also dependent on the 

distance between sample units either in time or space.  If sample units are relatively close 

together, then detection within +/- 2 units would still be fairly accurate.  In contrast, if 

sample units have substantial distances between them, then any estimate that is not 

exactly correct may be very misleading.  In light of these issues, data that may be used to 

determine changepoints needs to be collected carefully while keeping in mind the spatial 

scale at which information is desired.    

Another potential problem is that Qian (2003) refers to the DRM as being a non-

parametric method, but in truth that is not an accurate description.  In order to accurately 

calculate deviance of the sample data set, one must be able to correctly identify its 

distribution.  This problem is of particular concern when using the DRM on count data, 

which is often incorrectly assumed to be Poisson-distributed.  This possibility for 

additional error leads us to strongly recommend careful examination of the data to 

ascertain the correct distribution, if possible.  Ideally, this examination will involve visual 

examination, which will aid in determining if the change is instantaneous.  Effects of 

incorrect specification of the data’s underlying distribution could provide an area for 

further research of the DRM.   

Although the two methods we developed provide an intuitive and straightforward 

extension of the standard DRM, their ability to accurately determine the location of two 

changepoints is somewhat limited.  We found that our extension appeared to only work 

moderately well for the Gaussian distribution and not at all for the Poisson distribution.  

Consequently, there appears to be no solution based on the DRM appropriate for Poisson 

data when more than one changepoint is present.  The performance of these methods 

when applied to data with two changepoints from other distributions could also provide 

interesting future research.  
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These issues indicate that researchers must use deviance reduction methods with 

extreme care and realize that despite their simple and intuitive implementation, there are 

many situations for which they are not appropriate.  Although there are some alternatives, 

such as piecewise regression and nonlinear regression, these analytical tools are also 

limited because they require specific distributional assumptions and sufficient sample 

size.  Although there has been extensive research in the area of changepoint detection, it 

is clear from previous research and the work we present here that there is still plenty of 

room for improvement in this area.  A review of the methods currently being 

implemented in many ecological data situations indicates that researchers are, in many 

instances, using methods that are inappropriate.   

To a certain extent, some of the problems that we mention here may be alleviated 

by carefully planning the data collection process ahead of time to ensure that enough 

sample data is collected before, after, and if necessary, during the change from one stable 

distribution to another.  Given that researchers often have little or no information about 

location and number of changepoints before collecting data, it is important to decide the 

spatial sampling scale that will provide sufficient information to answer their question of 

interest without being inefficient.  Care must also be taken at the analysis phase, 

however, in determining the underlying distribution of the data and verifying that the 

changepoint detection method being used is appropriate. 
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Chapter 5 

Using Ecological Thresholds to Compare Habitats and Species 
 
5.1.  Introduction 

Assessment and management of ecological habitats is a difficult process that entails 

understanding interactions between many factors.  As was demonstrated in earlier 

chapters, understanding these relationships may be achieved using multi-level models.  

The complexity of these models, however, results in limited interpretability.  While 

models such as those we have discussed in previous chapters are certainly useful, we 

suggest the following set of complementary modeling techniques as an effective way of 

comparing distinct habitats or species.   

In the previous chapter, we discussed the important role of examining changepoints 

and thresholds when trying to understand ecological phenomena.  The importance of 

detecting these thresholds at which an ecological relationship changes has been 

established as an important aspect of risk assessment (Suter, 1993; USEPA, 1998).  We 

continue in this chapter, with our examination of changepoint and threshold models and 

explore these methods in the context of two ecological data sets.  Perrings and Walker 

(1997) discuss the importance of incorporating ecological discontinuities into the 

development environmental management regimes.  They then go on to point out that an 

optimal management plan will be sensitive to key variables that are likely to cause 

discontinuities in the response.  The supplemental modeling methods we present in this 

chapter focus on using threshold detection and comparisons of threshold values.  We 

refer to these models as supplemental because they are not intended to replace more 

standard modeling methods.  Our results indicate, however, that when used in 

conjunction with other models, these techniques are likely to provide insights not 

available using other methods. 

From a habitat selection model point of view, we are interested in a variety of  

threshold modeling situations.  We will focus on two types of threshold model situations 

in this chapter.  The first type of threshold model is one that reflects a long-term or 

permanent change in habitat suitability.  The second type is based on explanatory 

variables that are not correlated with time, and thus can result in data where thresholds 

are surpassed for short periods of time.  Situations where short-term thresholds exist may 
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be due to weather or other temporary conditions as opposed to long-term ecological 

degradation.  In these cases, it is useful to examine and classify habitats or species based 

on their resistance to changepoints, regardless of these temporary conditions. 

We demonstrate an adaptation of the hierarchical Bayesian model format (Carlin, 

1992; Smith, 1975) to determine if changepoints exist for multiple independent units 

(e.g., species or habitat sites) and estimate those respective changepoints.  A changepoint 

for an individual species refers to a substantial change in that species’ abundance or 

density over the range of the threshold variable.  A changepoint for a habitat site might be 

a noticeable change in either species abundance or environmental conditions at that site 

over the range of the threshold variable.  The goal of these models is to characterize 

independent ecological units, either species or distinct habitats, based on their ecological 

thresholds. 

After explaining our model adaptation, we use two very different ecological data 

sets to demonstrate the benefits of this approach.  One of these data sets is the horseshoe 

crab spawning data described in detail in Chapter 2.  The second data set is a survey of 

multiple species of freshwater mussels within an area known to be impacted by 

construction of the Kennerdell Bridge in western Pennsylvania.   

 

5.2.  Methods 

In the simplest situation, we have one set of observations from one species or 

location, and we want to determine if there exists a changepoint in these data.  In the 

context of habitat selection models, these observations are often animal counts or 

recordings of presences and absences.  If we are using a Bayesian hierarchical model to 

determine the changepoint, then our model is of the following format:  

 ( ) ( )1 1 1 2,... ~ |  and ,... ~ |   1, 2,...,r i i r n i iY Y Y Y Y Y i nπ θ π θ+ =    [5.1] 

We specify a prior distribution for the parameter vector θ, and for the changepoint 

location parameter, r.  If we assume that the Y is Poisson distributed, then previous 

research (Carlin et al., 1992) indicates that the straightforward and tractable choice is to 

specify a Gamma(α,β) prior distribution for each of the θ parameters.  It is also beneficial 

to specify each of the scale parameters, β as a hyperparameter with an Inverse-

Gamma(λ,γ) distribution (Gelman et al., 1995) as opposed to the uniform prior 
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distribution utilized in Chapter 3.  This disparity in choice of priors for these models is 

due to the very different formats and functions of these two models.  The choice of prior 

distribution for the hyperparameter, β, allows us to gain a better understanding of the 

extent of convergence of estimates of the mean, θ, before and after the changepoint.  We 

specify a discrete uniform prior distribution for r, the location of the changepoint in the 

ordered response data.  The result of this model would be an estimate of the location of 

the changepoint in the response, which could then be associated with threshold variable, 

to identify the threshold at which the change occurs.  The model results also provide an 

estimate of the mean before and after the changepoint, which provides information about 

the extent of change present at the changepoint. 

Our work examined two extensions of this straightforward model.  The first 

extension enables us to simultaneously estimate changepoints as well as the mean before 

and after the changepoint for multiple groups of data simultaneously.  For example, if we 

have multiple species all exposed to the same potential threshold variable, we can 

examine how each species reacts to the stimulus in terms of the changepoint in its 

respective response.  In this case, the model is of the format: 

( ) ( ) ( )1 1 21,... ~ |  and ,... ~ |   1, 2,..., ;  1, 2,...,
ii ir ij ij in ij ij ii rY Y Y Y Y Y i m j nπ θ π θ+ = =  [5.2] 

where there are m independent units, i.e., species or sites on which ni observations are 

taken over a range of values for the threshold variable.  Thus, the model analysis results 

in m changepoint estimates associated with each of the m independent units (sites or 

species) as well as estimates of the mean before and after the changepoint for each of the 

m units.  As with the single unit version of this model shown in Equation 5.1, we specify 

a uniform discrete prior distribution for each of the m changepoint locations, ri, the 

changepoint associated with each unit.  Each θijk, (k =1,2) is assigned a Gamma(α,βik) 

prior distribution.  Additionally, each hyperparameter βik, is assigned an Inverse-

Gamma(λ,γ) distribution.  

Although the model shown in Equation 5.2 provides answers that allow us to 

compare independent units, its inference is strictly limited to the response’s reaction to 

the threshold variable itself.  It also is based on the rather limiting assumption that the 

data before and after the changepoint is best described by a single mean.  If, however, the 



 87

response is also affected by other environmental factors that complicate the model 

relationship, then the model described by Equation 5.2 may not be adequate.  In this case, 

we must extend the model further by adding complexity to the θ vector of parameters.  

Instead of θi1 being specified as a single random variable, we can specify it as a linear 

function of a set of available environmental factors.  In this case, its form would be: 

1 0 1 1 2 2 ....ij i i ij i ij Pi Pijx x xθ β β β β= + + +       [5.3] 

where X1 is the threshold variable, and X2 through XP are additional environmental 

factors that are related to variability in the response before and after the changepoint.  

Similarly, we specify θi2 as  

2 0 1 1 2 2 1* 1 1.... ( )ij i i ij i ij Pj Pij i ij irx x x x xθ β β β β β= + + + + −     [5.4] 

where the first P coefficients of the linear function are identical to those in Equation 5.3.  

These two linear functions of the data differ, however, in the final term of Equation 5.4.  

For each of the m, independent units, 1irx  is the threshold at which the response for the ith 

unit exhibits a significant change.  We constrain 1*iβ to be equal to zero before the 

changepoint for all m units.  Thus after the changepoint, 1*iβ  represents the additional 

change to the slope 1iβ  after the changepoint occurs in the response observed on the ith 

unit.  Alternatively, if we find that the change in slope is similar for each of the m 

independent units, we can represent this change in slope with a single coefficient, 1*β  

rather than one that varies for each unit.   

For the case study presented below, we limited our model examination to the 

following model specifications:  Each of the β coefficients was assigned a N(µ,σ2) prior 

distribution.  Each mean hyperparameter, µ, was also assigned an uninformative 

Gaussian prior distribution, while each variance hyperparameter, σ2, was assigned an 

uninformative inverse-gamma distribution.  We chose to use uninformative prior 

distributions for this initial model research.  Well-chosen informative priors, however, 

would also work well for the cases we describe.  
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5.2.1.  Application to horseshoe crab spawning data 

In Chapter 1, we mentioned that one of the primary goals of our research was to 

find a straightforward and consistent manner of classifying horseshoe crab spawning 

habitat as being ideal, or less than ideal.  Extensive anecdotal evidence has indicated that 

certain beaches are inhabited for spawning much more often, while others have more 

sporadic spawning but much higher abundances when spawning is present (Barlow et al., 

1986; Smith et al., 2002).  This dichotomy requires further research in order to 

understand its impact on spawning habits through the season and over the long term. 

In order to study this, we have developed a hierarchical changepoint model in 

WinBUGS (Spiegelhalter et al., 2003)  that estimates a unique changepoint in the 

spawning observations at each beach while still incorporating two of the more prominent 

covariates, fetch and beach slope, into the model (Appendix A2).  Three models were 

examined in which spawning data for each beach was sorted along the range of three 

possible wind variables.  The first, which is considered the most informative, is 

perpendicular wind force (PEWF).  As described in Chapter 2, PEWF is calculated as 

( )( )
5

1 1

1 1 cos     
5

in

i k k j
j ki

PEWF ws wd d
n = =

⎡ ⎤= × −⎢ ⎥
⎣ ⎦

∑ ∑       [5.5] 

where wsk and wdk are one of the k = 1,2,..,5 wind speed and wind direction observations 

on a given night at the ith beach, respectively, and  dj represents the bay-facing angle of 

the jth beach segment of the ith beach.  Thus, this equation summarizes the wind speed and 

wind direction for each beach on each night the sample was implemented.  Winds 

blowing directly perpendicular towards a particular beach from the water are given the 

highest value.  Winds that are blowing perpendicular to a beach from a land direction are 

given the most negative value.  Winds blowing parallel to a particular beach would result 

in a PEWF score close to zero regardless of the magnitude of wind speed. 

The second wind threshold variable we examined was |PEWF|, the absolute value 

of PEWF.  In contrast to PEWF, winds blowing perpendicular towards a particular beach 

from either the land or the water will result in high positive scores of  |PEWF|.  Winds 

blowing parallel to a particular beach will still result in values close to zero.  Lastly, we 

also examined wind speed as a threshold variable that ignores the wind direction.  

Although there is extensive research indicating that wind blowing towards a beach from 
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the water is directly related to wave height, it was important to also examine the effect of 

wind speed by itself.  For each of the three threshold variables, spawning observations at 

each beach were averaged within each 0.25 interval, i.e. 0 to 0.25, 0.25 to 0.50, etc.  The 

resulting data is not in time series order; thus there is no temporal dependence between 

observations. 

  Using a Bayesian hierarchical model based on Equations 5.2, 5.3, and 5.4, we 

were able to examine each beach with the goal of determining if spawning at that location 

exhibited a significant change in relation to each of the three threshold variables.  In 

addition to the three threshold variables examined, we examined whether or not the 

change in the slope of the linear relationship between wind and spawning at each beach 

was unique to each beach or was the same for all of the beaches.  Models for the three 

threshold variables and two options for specifying change in slope of response were 

compared using the Bayesian Information Criterion (BIC)  (Kass and Wasserman, 1995; 

Schwarz, 1978) and Akaike Information Criterion (AIC).  Comparing models using the 

Deviance Information Criterion (DIC) is not recommended for models with this level of 

complexity because it is prone to giving highly inaccurate results (Spiegelhalter, 2002). 

  For each beach where a changepoint was identified for a given threshold variable, 

we then determined the threshold at which the change occurred.  Lastly, we used the 

results from the threshold model as a linear predictor for mean spawning abundance at 

each beach.  This additional analysis based on our model results aided in our overall 

interpretation of the ecological thresholds and their impact on spawning. 

 

5.2.2 Application to freshwater mussel survey data 

The second data set we examined using a Bayesian multiple threshold approach is 

an ongoing survey of freshwater mussels collected to discern the impact of nearby bridge 

construction.  We looked at multiple species simultaneously to determine if different 

species have different thresholds with respect to distance to construction site.  As with the 

spawning data, some species were much more prevalent than others.  Thus, Bayesian 

hierarchical methods improved the possibility of detecting changepoints that may be 

present in some of the less prevalent species.   



 90

The river segment being studied was divided into direct impact and indirect impact 

areas.  The direct impact area was designated as the 50-meter stretch centered at the 

Kennerdell Bridge (Figure 5.1) and was a priority for sampling because of the risk of 

bridge construction adversely affecting endangered mussel species, Pleurobema clava 

and Epioblasma torulosa rangiana.  Both species are native to the area.  Although all 

species found in the sample area were recorded, only three other species were used in our 

model development because other species had relatively low counts.  Two other species, 

Actinonaias ligamentina and Villosa fabalis, were deemed sufficiently abundant for our 

purposes based on visual inspection of the counts.  The fifth species, Lasmigona costata, 

had only marginal counts throughout the study area but was also included to discern 

whether or not a changepoint could be detected when counts throughout the study area 

were relatively low.  For the purposes of our changepoint model, we limited our model 

data to observations in the direct impact area that were downstream from the center line 

of the constructed bridge and all observations in D1, the closest indirect impact area 

downstream of the bridge construction.  The data used for the model were limited to these 

two regions because they were the areas most likely to be impacted by construction 

(Villella and Smith, 2002) and because these areas were sampled in both 2001 and 2004.  

The entire study area was sampled by overlaying a grid of 0.25-m2 quadrats over 

the study area and then using a systematic sample with three random starting points 

(Thompson, 1991; Christman, 2000).  The sample was also augmented by additional 

excavation searches in some of the quadrats, but the data used for our model exploration 

was limited to those mussels found on the substrate surface.  Due to the expected 

detrimental effects of construction on mussel survival, all mussels found in the direct 

impact area before bridge construction began were moved away from the entire study site 

in 1998.  Thus, we would expect our models to estimate a changepoint for each of the 

species at the downstream boundary of the direct impact area.  Estimated changepoints 

further downstream than this boundary line would be an indication of a species’ 

sensitivity to the change in the stream’s ecosystem brought about by the construction 

project itself.    
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Figure 5.1. Diagram of designated sampling areas in the Kennerdell Bridge mussel survey.  

Diagram reprinted from the Freshwater Mussel Survey Year One Final Report 
(Villella and Smith, 2002) submitted to the Pennsylvania Department of 
Transportation.  Models examined in this chapter were limited to the direct 
impact area downstream of the bridge center line and D1, the indirect impact 
area downstream adjacent to the direct impact area.    

 

Models were developed in WinBUGS (Spiegelhalter et al., 2003) using downstream 

distance from the bridge center line as a threshold variable.  Observations across the river 

width were summed for each species at each sampled distance downstream.  In addition 

to recording location, species, and size of each individual mussel found in the sampling 

area, observers also recorded substrate characteristics as well as turbidity and depth 

measurements.  These habitat variables were also summarized across the width of the 

stream for each sampled distance from the bridge’s center line.  Preliminary model 

exploration included the possibility that the presence of some or all of these covariates in 
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the model might improve model fit and interpretation.  The final model that was found to 

be appropriate, however, turned out to be the simple step function model adjusted for 

each of the species as described by Equation 5.2 (Appendix A3). 

In addition to determining the threshold for each species using the 2001 data, it was 

also of interest to use the same model for the same species on data from 2004.  This was 

done to examine the hypothesis that any changepoints in species abundance present in 

2001 would not still be present in 2004 due to mussels reinhabiting the direct impact area 

once it had been restored to pre-construction conditions. 

Finally, we compared our results from the Bayesian hierarchical model to those 

found using the standard deviance reduction method (DRM) on each individual species.  

The DRM, examined in detail in the previous chapter, is not able to estimate multiple 

changepoints for multiple independent species or habitats simultaneously.  Of interest 

was whether or not both methods arrived at similar changepoints.  In addition, we 

compared results from each method to assess whether or not they agree on which species’ 

changepoints represented significant changes in species abundance.  Assessments of 

significance of changepoints were done using the F test discussed in the previous chapter, 

with the null hypothesis being that there is no point of significant change.  The test 

statistic is calculated by dividing the drop in deviance from the no-changepoint solution 

to the changepoint solution by the sample variance for the entire data set.   

It was also of interest to try to directly compare the results created using all five 

species together in the Bayesian model presented above to results from applying the 

DRM to each species separately.  To make this comparison, we used the χ2 drop in 

deviance test on the results from the Bayesian model.  We calculated the deviance from 

the estimated response for each species based on the model specifying one changepoint 

and subtracted that value from the deviance of the intercept (single mean) model for each 

species.  Thus for the ith species, the test statistic is  

( ) ( )0ˆ ˆ; ;DEV i i i iAD D∆ = −Y µ Y µ  (McCullagh and Nelder, 1989), where 0ˆ iµ represents the 

abundance estimates from the model under the null hypothesis that the intercept model 

adequately describes the data for the ith species.  ˆ iAµ represents the abundance estimates 

under the alternative hypothesis that data for the ith species are described significantly 

better by two means and the inclusion of a changepoint.   
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When using the DRM, we compare the intercept or single mean model to the simple 

step function with two means.  In this case, we compare our test statistic to a 

1, 2nF − distribution, because the DRM does not estimate the changepoint as a parameter, 

but instead allows us to determine which changepoint candidate results in the lowest 

deviance.   

 

5.3.  Results 

5.3.1.  Model results from horseshoe crab spawning data 

For each of the three wind threshold variables, we looked at two final candidate 

models.  The first assumes that there was a unique change in the slope of the response at 

the changepoint present for each beach.  The second assumes that although there is a 

changepoint at each beach, the change in slope at that point is similar for all beaches in 

the data.  Table 5.1 summarizes the model fit results from all six possible models.  

Although models using wind speed resulted in a better fit, even after adjusting for sample 

size, it was not viewed as the best threshold variable choice.  Only five of the 29 beaches 

showed evidence of a changepoint when the spawning abundance response was sorted 

along the range of the wind speed variable (Table 5.2).  This last set of results based on 

the wind speed threshold variable is in disagreement with what has been observed.  We 

observed that spawning occurs as expected unless waves and wind forces are above a 

certain level that impedes the horseshoe crabs’ ability to reach and nest in the inter-tidal 

spawning habitat.  Since it is reasonable to assume that these thresholds exist, we choose 

the model that is best able to detect the threshold at each beach.  Based on the results 

shown in both Tables 5.1 and 5.2, using absolute wind force, |PEWF|, as the threshold 

variable resulted in the highest number of beaches with detectable changepoints (18) and 

substantially better fit than using wind force, PEWF.  Using PEWF as the threshold 

variable, we were able to detect changepoints at 17 of the 29 beaches. 
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Table 5.1. Model fit results for all final candidate threshold models based on horseshoe 
crab spawning data.  Slope change indicates whether the model specified a 
unique slope change  in spawning abundance for each beach or a common slope 
change for all of the beaches.  N, is the number of observations in the data set.  P 
is the number of parameters in the model.  Deviance, AIC and BIC are the 
model fit statistics.  Adjusted deviance, AIC, and BIC adjust the original fit 
statistics for the differing sample size resulting from models created using the 3 
distinct threshold variables.  

Threshold 
Variable 

Slope 
Change N P Dev. AIC BIC 

Adj. 
Dev. 

Adj. 
AIC 

Adj. 
BIC 

PEWF Common 722 90 3946.536 4126.536 4521.052 3225.009 3405.009 3799.524 
| PEWF | Common 592 90 2731.148 2911.148 3305.664 2721.921 2901.921 3296.437 

Wind speed Common 590 90 2376.094 2556.094 2950.609 2376.094 2556.094 2950.609 
PEWF Unique 722 118 3938.541 4174.541 4691.795 3218.475 3454.475 3971.729 

| PEWF | Unique 592 118 2730.124 2966.124 3483.378 2720.901 2956.901 3474.155 
Wind speed Unique 590 118 2374.103 2610.103 3127.357 2374.103 2610.103 3127.357 

 

Table 5.2. Wind threshold value at each beach for each of the three wind variables examined.  
‘None’ indicates that the wind threshold could not be determined for a particular 
beach and threshold variable.  PEWF values ranged from -11.75 to 13.25.  |PEWF| 
values ranged from 0 to 13.25 and wind speed values ranged from 0 to 13.25. 

State Beach PEWF | PEWF | Wind Speed 
DE Bennetts Pier -0.50 0.75 None 
DE Bigstone -1.00 1.00 None 
DE Broadkill None None None 
DE Cape Henlopen None None None 
DE Fowler None None None 
DE Kitts Hummock 0.75 4.75 7.00 
DE Lewes None None None 
DE North Bowers 1.25 4.25 None 
DE Pickering 3.00 3.00 None 
DE Primehook None None None 
DE Slaughter 0.50 2.5 None 
DE South Bowers 1.75 2.00 6.00 
DE Ted Harvey None None None 
DE Woodland None None None 
NJ East Point -0.75 3.00 None 
NJ Fortesque -0.25 2.50 2.25 
NJ Gandys -2.00 1.25 None 
NJ Higbees None None None 
NJ Highs 0.50 4.25 None 
NJ Kimbles 0.00 3.50 None 
NJ Norburys None None None 
NJ North Cape may None None None 
NJ Pierces Point 0.25 2.75 3.50 
NJ Raybins None None None 
NJ Reeds -0.50 5.25 None 
NJ Sea Breeze -4.25 2.00 2.50 
NJ South Cape Shore Lab 1.50 5.25 None 
NJ Sunset None 2.00 None 
NJ Townbank 0.50 5.25 None 
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Mapping the estimated wind thresholds for each beach reveals important patterns in 

the data (Fig. 5.2).  For example, we see that on New Jersey side of the Bay, beaches with 

higher thresholds are concentrated in the lower area of the Bay.  On the Delaware side of 

the bay we see that thresholds could not be detected at those beaches closest to the bay 

mouth.  Of the Delaware beaches, where thresholds were detected, there appear to be 

higher thresholds in the northern part of the bay.  This agrees with previous results from 

the finite mixture model indicating that those beaches most exposed to winds blowing 

directly from the ocean were less likely to have high spawning abundance during higher 

winds. 

 
Figure 5.2. Map of the Delaware Bay indicating locations of beaches where wind 

thresholds were detected.  Values next to each dot indicate the absolute 
wind force threshold for that beach. 

 
The results of our selected model led us back to our original question: Can we 

categorize or rank habitat as being more or less optimal for abundant spawning? To 

answer this question, we regressed the resulting absolute wind force thresholds (Table 

5.2) against mean spawning for each beach where a threshold was present. A plot of these 

data indicated that there was a separate relationship for each state (Fig. 5.3). Inspection of 

the plot indicates that to a certain extent, within each state, beaches with higher wind 
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force thresholds are more likely to have higher spawning abundances.  Additionally, we 

see that while more of the New Jersey beaches have higher thresholds than those of 

Delaware beaches, there were still higher spawning abundances at the Delaware beaches. 

These results make intuitive sense in light of the very different characteristics of the 

coastlines in the two states. The Delaware Bay coastline in the state of Delaware is 

characterized by long relatively straight stretches, most of which are exposed to winds 

blowing into the bay from the ocean. In contrast, the New Jersey coastline is 

characterized by shorter, more undulating stretches of coastline with many coves and 

inlets. Because of the position of the bay’s mouth, these New Jersey beaches are also 

much more protected from winds originating in the Atlantic Ocean. Consequently, these 

results verify that the New Jersey beaches tend to have higher absolute wind force 

thresholds. That is, these beaches are less sensitive to winds unless those winds are 

blowing at faster speeds and more perpendicular to the beach’s facing angle.   

 
Figure 5.3. Linear regression by state of beach wind thresholds on spawning abundances.  

The adjusted R2 for this regression with both states together is 0.67.  The R2 for 
the Delaware data alone is 0.54.  The R2 for the New Jersey data alone is 0.49.   
Lines represent the simple linear regression relationship between the absolute 
wind force and mean spawning abundance adjusting for each state.  In creating 
the regression model, the use of an interaction term between wind threshold and 
state was examined, but found to be superfluous.   
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Although there is a positive correlation between spawning abundance and wind 

force threshold, we notice that the relationship is not as strong for the Delaware beaches.    

More importantly, there are some Delaware beaches with extremely high overall 

spawning regardless of the value of their threshold.  These data points indicate that 

although the Delaware beaches have lower absolute wind force thresholds, they are, on 

the whole, less sensitive to wind events because of the consistently high levels of 

spawning present.  In other words, given the other habitat conditions present at these 

beaches such as beach slope and location within the bay, these beaches represent optimal 

spawning habitat.  Isolated wind events may dramatically curb spawning on an individual 

night or even during a single lunar period, but on the whole, these events do not appear to 

deter spawning at these optimal habitat beaches over the long run.  The other factors that 

appear to affect spawning abundance throughout the Delaware Bay, after accounting for 

wind force thresholds, are summarized in Table 5.3.    

 
Table 5.3. Summary of final model in addition to threshold values.  Intercept and slope 

were allowed to vary by beach.  The values shown in the table are the overall 
mean and variance for these model terms.  The remaining specified terms in the 
model were fixed for all 29 beaches. 

Coefficient Mean Std. Dev.  MC Error 2.5% Median 97.5% 
Intercept mean 0.694 0.198 0.006 0.347 0.677 1.144 
Intercept variance 0.011 0.004 0.002 0.598 0.082 0.001 
Slope mean 0.307 0.070 0.002 0.156 0.313 0.430 
Slope variance 0.034 0.008 0.002 0.008 0.003 0.002 
Change in slope -0.392 0.068 0.002 -0.509 -0.398 -0.244 
Fetch coef. 0.191 0.019 <0.001 0.154 0.191 0.228 
Beach slope coef. 0.675 0.135 0.004 0.378 0.684 0.918 

 

5.3.2 Model results from freshwater mussel data 

In contrast to the model results for the horseshoe crab spawning data, model 

development for the mussel survey resulted in the simplest form of the hierarchical 

changepoint model.  Additional habitat covariates such as depth and percentage of 

vegetation were examined for their respective contribution, but they did nothing to 

improve model fit.  Thus, the result was a straightforward step function model for each 

species, which provided us with three values to compare for each of the five species 

studied.  Those values are ri, λi, and θI, where ri is the distance threshold at which we see 
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a drop in abundance for the ith species, λi is the mean abundance for the ith species before 

that species’ threshold (i.e., farther downstream from the bridge construction), and θi is 

the mean abundance after the threshold (i.e., closer to the bridge construction).  

Since all mussels found in 1998, prior to bridge construction, were removed from 

the direct impact area, we would expect to see thresholds for each species at that 

downstream boundary line (Fig. 5.1) .  Our results from the 2001 data indicate that the 

bridge construction itself appeared to have an effect on some species’ habitat preferences 

because the thresholds for some species were located substantially farther downstream 

than the boundary line of the direct impact area.  In contrast, the 2004 data indicates that 

all of the species examined had re-inhabited the direct impact area to the extent that there 

is no substantial decrease in abundance near the boundary line for the direct impact area.  

Figure 5.4 shows the observed data as well as the estimated values from the model.  Four 

of the five species show a substantial changepoint in 2001.  Only one of these 

changepoints evident in 2001 occurs exactly at the downstream boundary of the direct 

impact area.  In 2004, the changepoints present are much more subtle, but do appear in 

data for EPRA (Epioblasma t. rangiana) and VIFA (Villosa fabalis) and reflect a positive 

change in abundance as opposed to a negative one, which is not associated with the 

bridge construction.  These results are summarized in Table 5.4, which shows the mean 

of the MCMC model estimation process for each of these values.   

Determination of convergence of parameter estimates was based on histograms of 

estimated distributions from Markov Chain Monte Carlo (MCMC) iterations and the plot 

of the estimated abundances over the range of the threshold variable (Fig. 5.5).  We were 

also able to gain information about whether or not each changepoint estimate converged 

by inspecting the posterior estimate of each of the scale parameter, βik (k = 1 for λ, k = 2 

for θ).  These scale parameters come from the inverse-gamma prior distributions 

specified for each λi and θi associated with each of the i = 1, 2, …, 5 species.  Table 5.5 

shows the posterior estimates of the scale parameter β for both λ and θ random variables 

associated with each species during each year the river was sampled.  Based on the 

histograms shown in Figure 5.5 and these estimates shown in Table 5.5 we can confirm 

that the changepoint estimate converged for four of the five species in 2001 and none of 

the species in 2004. 
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Figure 5.4. Observed and estimated abundance for each of the five species over the range 
of the threshold variable, distance downstream from bridge centerline.  The 
vertical reference line shown in each plot indicates the location of the 
downstream boundary of the direct impact area. 
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Table 5.4. Model parameter estimates from Bayesian hierarchical changepoint model based 
on data from five species sampled at the Kennerdell Bridge construction site.  
Results are shown for two separate models created for the two separate years of 
data.  Cells containing ‘---‘ indicate that a parameter estimate did not converge 
to a single value.  Although λ and θ estimates converged for all species in both 
years, these estimates are questionable when the changepoint location did not 
converge and are noted with an asterisk.  The threshold estimate for VIFA in 
2001 was based on a narrow bimodal distribution, and thus was also 
questionable, but the λ and θ estimates were more reliable in this case. 

2001 2004 

Species 
Species 
Abbrev. 

Distance 
Threshold 

(m) λ θ 

Distance 
Threshold 

(m) λ θ 
Actinonaias 
ligamentina  ACLI 37.50 10.04 2.59 --- * 2.59 * 4.12 

Elliptio 
dilatata  ELDI 32.50 5.63 1.22 --- * 1.22 * 1.27 

Epioblasma t. 
rangiana  EPRA 29.50 3.56 0.89 21.00 0.89 3.38 

Lasmigona 
costata LACO --- * 0.40  0.07 --- * 0.06 * 0.13 

Villosa 
fabalis  VIFA * 40.50 2.21 0.40 62.50 0.40 1.90 
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Figure 5.5. Histogram of MCMC iterations for changepoint locations of each species in 
each year of data.  These histograms are useful tools for verifying whether or 
not a particular parameter estimate has converged during the MCMC iterative 
process.  We classified an estimate as converged if its histogram was reasonably 
narrow in comparison to the entire range of possible values and was 
approximately unimodal.   
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Table 5.5. Posterior estimates of β1 and β2, the scale hyperparameter 
created by specifying the inverse-gamma prior 
distributions for λ and θ, respectively.  Large values of β1 
and β2 indicate that the changepoint estimate did not 
converge and consequently the estimates of λ and θ are 
suspect.  Large values are shown in bold.   

2001 2004 Species 
Abbrev. β1 β2 β1 β2 
ACLI 0.720 0.341 3047.000 0.381 
ELDI 1.121 0.466 3486.000 0.684 
EPRA 1.373 0.601 1202.000 0.771 
LACO 1233.000 2.413 6982.000 3.397 
VIFA 2.301 0.793 45.410 3260.000 

 

According to the underlying theory of this changepoint model, a changepoint 

estimate equal to the last value along the range of possible values indicates that no 

changepoint existed in the data.  Inspection of the histograms from the ELDI and EPRA 

species in 2004 indicates that although there was some evidence of nonconvergence, 

there was also some evidence that the estimation procedure correctly estimated, in part, 

that there was no changepoint.  For these two distributions, we see a substantial 

percentage of the estimates falling on the final value of the range of possible values. 

Lastly, we compared the results shown above to those from the deviance reduction 

method (DRM) of detecting a single changepoint described in detail in the previous 

chapter.  Results from the DRM shown in Table 5.6 clearly demonstrate some of the 

problems that were evident in our simulations in Chapter 4 and indicate there may be 

additional accuracy issues.  Most disturbing is that the F test indicates that the 

changepoint chosen is significant when our results indicate that there is no changepoint.  

Equally problematic is that there is one instance (ACLI, 2001) where there is a significant 

changepoint, but the F test indicates that it does not represent a point of significant 

change if we specify α = 0.05.  Additionally, the DRM provides no estimate of the mean 

before and after the changepoint. 
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Table 5.6. Results from applying the DRM separately to the data from 
each species and year.  P-values shown in bold disagree with 
results from the Bayesian hierarchical threshold model 
presented above. 

2001 2004 
Species 
Abbrev. 

Distance 
Threshold P-value 

Distance 
Threshold P-value 

ACLI 37.50 0.0607 46.50 0.3963 
ELDI 32.50 0.0126 56.00 0.2889 
EPRA 27.50 0.0116 25.00 0.0091 
LACO 8.02 < 0.0001 70.50 0.0020 
VIFA 25.21 0.0005 8.70 0.1024 

  

In contrast to the DRM results, the χ2 test for drop in deviance comparing the 

estimated results from the intercept only and changepoint models for each species agreed, 

for the most part, with our direct assessment of the Bayesian model results.  Table 5.7 

shows the p-value found by comparing drop in deviance for each species to a 2
2χ  

distribution.  As we mentioned, the null hypothesis being tested is that the changepoint 

model for each species does not provide a significantly better fit than that species’ 

intercept model.  These results clearly show that the changepoint model is a significant 

improvement over the intercept model for all species in 2001 except LACO, for which 

there were very few observations.  The p-value for the LACO 2001 data is approximately 

0.05, indicating that there is suggestive but inconclusive evidence that the changepoint 

model provides a better fit.  The drop in deviance test disagrees with our direct 

assessment of model results for ACLI 2004, but this is easily understood by examining 

the data in Figure 5.4.  These data appear to show a slight negative slope as distance to 

the bridge site decreases.  Thus, although there does not appear to be a detectable 

changepoint, the deviance test correctly recognized that a slightly more complex model 

with two means would explain these data better than a single-mean model.  In light of 

these results, it appears that this drop in deviance test provides an effective post-hoc 

assessment for the Bayesian hierarchical threshold model as long as its conclusions are 

carefully compared to what we learn from directly examining the model estimates and 

results.   

 

 



 104

Table 5.7. Results from applying the χ2 test to compare the drop in 
deviance between the Bayesian single mean model and the 
Bayesian changepoint model for each species.  P-values shown 
in bold disagree with direct assessment of the results of the 
Bayesian hierarchical threshold model presented above. 

2001 2004 
Species 
Abbrev. 

Distance 
Threshold P-value 

Distance 
Threshold P-value 

ACLI 37.50 < 0.0001 41.00 0.0031 
ELDI 32.50 < 0.0001 17.00 0.6322 
EPRA 29.50 < 0.0001 21.00 0.0135 
LACO 27.50 0.0494 30.50 0.5152 
VIFA 40.50 < 0.0001 62.50 0.02178 

 

5.4.  Discussion 

The results from the hierarchical changepoint models presented here indicate that 

this is a useful and versatile method for comparing independent ecological units such as 

distinct habitat locations or distinct species affected by the same ecological changes.  It is 

recommended not as a replacement for more standard modeling techniques, but as a 

supplement because it provides very specific information.  Although additional covariates 

can be incorporated into the threshold model, as we demonstrated with the horseshoe crab 

spawning data, the effect of these covariates are interpreted in relation to the threshold 

variable.  Essentially, their presence in the model indicates that after sorting the data 

along the threshold variable, these other factors are also associated with changes in 

variability along the range of the threshold variable.  

The horseshoe crab example illustrates that this type of model may be able to reveal 

patterns in the data not evident in other types of models or analyses.  By sorting the data 

along the wind force threshold, we were able to discern differences between the spawning 

patterns on the two distinct state coastlines.  Although anecdotal evidence has strongly 

suggested that there are inherent differences between the two states, these differences 

have been difficult to discern using previous model techniques such as those 

demonstrated in Chapter 3.  There is still work to be done, but it is encouraging that these 

hierarchical changepoint models verify the anecdotal evidence of a strong relationship 

between wave height and spawning abundance.  Unfortunately, direct information about 

wave height is not readily available for each beach sampled on each night, but wind force 
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and absolute wind force do provide some surrogate information.  It would be interesting 

to compare the results from these models to ones for which wave height was available as 

a threshold variable to examine the extent to which they agree.   

The results from the mussel data are more limited, but in some ways are more 

informative because of the simplicity of the model.  By comparing the means and 

thresholds for each species, we are able to compare the effects of the construction on the 

distinct species in a straightforward manner.  We were also able to use these models to 

verify that the effects of the construction project were not permanent and that all of the 

species examined successfully re-inhabited the direct impact area.   

In comparing the results from the Bayesian hierarchical model to those from the 

deviance reduction method (DRM), we note some important differences.  Most 

importantly, we note that the DRM cannot provide direct information about the 

magnitude of the change or the estimated mean of the observed data before and after the 

changepoint.  The DRM is also limited by the extent to which the assumed distribution 

accurately represents the data.  The F test statistic used in conjunction with the DRM 

resulted in what seem to be incorrect conclusions because of over-dispersion and under-

dispersion present in the some of the samples of data.  When over-dispersion was present, 

the DRM failed to reject the hypothesis that an estimated changepoint was a point of 

significant change (ACLI 2001).  Inspection of this data plot (Figure 5.5), as well as 

results from the Bayesian model, clearly show that there is a changepoint present and that 

it represents a point of significant change.  The structure of the Bayesian model and the 

specification of hyperparameters allow us to correctly account for the over-dispersion in 

the data.  The Bayesian method also appears to correctly estimate that the changepoint is 

more appropriately described by a transition region rather than a single point.  By plotting 

the estimated abundance response resulting from the MCMC estimation process, we can 

see the estimated transition area where the change occurs.  The length of this transition is 

also evident by the spread of the distribution for each of the estimated changepoints for 

each species (Fig. 5.5).  Although we previously assumed that the data follow a simple 

step function based on inspection of the data for each species, these models provide very 

specific information about the character of this change.  The concern, however, could be 

that the Bayesian method is more likely to represent an instantaneous change as 
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transition, when that is not true.  Additionally, the Bayesian method requires careful 

specification of the model and prior distributions.  Simulations of the Bayesian threshold 

model investigating the effects of incorrectly specified distributions or priors would be a 

useful avenue for future research.  It would also be interesting to explore some of the 

comparisons examined in the previous chapter to assess how accurately the Bayesian 

model can accurately characterize a transition region in the data if one is present.  Lastly, 

the positive performance of the drop in deviance test, when applied to the estimated 

response from the Bayesian models, indicates that its use is appropriate as a post-hoc 

verification of the Bayesian model results.  It is particularly useful because it allows us to 

examine each individual unit (in this case species) by itself.  In light of these results, 

refinement of this type of test for these purposes would be a another useful area of 

research.  

Based on both of these examples, we feel that the Bayesian hierarchical threshold 

model may be very useful in providing a specific way of comparing multiple habitat 

locations or species.  Discussions with researchers in other areas also indicate that there 

are a variety of other ecological questions that might benefit from this type of analysis.  

One particular application would involve modeling flood-prone areas.  Previous research 

(Hawkins, 1993) indicates that these areas follow a predictable pattern up to a certain 

saturation point.  After that point, however, the established ecological relationships are no 

longer valid.  Hydrologists are interested in whether or not these points can be 

determined with any accuracy, and if the relationship between ecological factors and 

flood extent after this saturation point can be better understood.  Bayesian methods might 

prove particularly useful for these situations because of the rarity of extreme flooding 

events. 

 



 107

Chapter 6 

Summary and Future Work 

The research and findings presented in the previous chapters provides an interesting 

comparison between the standard Bayesian hierarchical model, the finite mixture 

extension of this model, which is gaining popularity in certain disciplines, and the 

Bayesian multiple threshold model.  These first two models seek to explain the variability 

present in the response by including all relevant ecological factors.  The threshold model 

instead asks if we can learn more about the variability in the habitats or species by 

comparing the response to the threshold variable, the ecological factor most likely to be 

responsible for some dramatic shift.  By changing and focusing the research question in 

this way, the hypotheses being tested become more tractable, and to a certain extent, the 

answers become more interpretable.  Understandably, the multiple threshold method still 

leaves many questions about the habitats or species unanswered, but what it does tell us is 

appealing because it can easily be shown graphically and, more importantly, can easily be 

explained to biologists and ecological managers.  As with all Bayesian modeling 

methods, the models we present here have an additional benefit of being able to 

incorporate prior knowledge through the use of subjective priors as that information 

becomes available.  Further research incorporating the use of subjective priors or 

alternative objective priors would certainly be informative and useful. 

The work we present on the DRM in Chapters 4 and 5 also leaves some questions 

unanswered.  Specifically, more work should be done to address the issue of incorrectly 

specifying the deviance on which the method is based.  Preliminary findings based on the 

mussel data indicate that despite the misnomer that this method is nonparametric, its 

accuracy is highly dependent on correctly choosing the deviance equation.  Since 

previous work only examined the Gaussian data case (Qian, 2003) and our work looks 

specifically at correctly specifying the Gaussian and Poisson case, there is certainly much 

left to be done.  It would be interesting to explore adaptations to the DRM that might be 

more appropriate for non-standard response distributions better described by a truly non-

parametric method. 
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There is certainly more work to be done in the area of habitat modeling such as 

model refinement and development for a wide variety of cases.  Of particular interest 

might be development of a finite mixture threshold model.  This combination of the two 

methods we have researched might allow us to group independent units based on similar 

threshold values, thus finding similarities between species or habitat locations not evident 

using other methods.  It would also be of interest to find other applications of these 

modeling methods.  Hydrologists and soil scientists at Virginia Tech are currently 

addressing the complex issue of understanding flood-prone ecosystems.  Current 

literature suggests that above a certain saturation point, widely held models are no longer 

useful and provide inaccurate conclusions (Hawkins, 1993).  Using Bayesian methods to 

accurately model these saturation points as changepoints might be helpful in improving 

these models.  An added complication to this modeling problem is that many flood-prone 

areas only reach these critical saturation points very rarely (< 1 event every 60-100 

years); thus, even the Bayesian threshold models we’ve described in this research might 

prove limited in such cases.  An alternative that would be interesting to pursue is the use 

of Bayesian nonparametric models such as Pόlya trees (Ferguson, 1974; Lavine, 1992 

and 1994).  Pόlya trees have been used to model scenarios in which occurrences are 

extremely rare, such as nuclear contamination due to containment failure.  By 

incorporating the multiple threshold approach into the established Pόlya tree methods, we 

might be able to substantially improve understanding of the complex factors that 

contribute to flooding disasters. 
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Appendix A.  Selected Computer Code 
 
A1. WinBUGS (Spiegelhalter et al., 2003) code for Bayesian hierarchical 

model of horseshoe crab spawning data (Chapter 2) 
 
Model: 

( ) ( ) ( ) ( ) ( ) ( )
( ) ( ) ( ) ( )
( ) ( )
( ) ( )

0 1 1 2 2 3 3 4 5 6

2
7 8 9 10

11 11 0

2 2
0

log( )

             

             

~      ~ 0,      

ij i i i i j ij

ij ij ij j ij

ij ij ij ij i

ij ij i b b

OE OE OE SL TMP LFCH

PEWF PEWF PAWF TMP PAWF

LFCH PEWF LFCH PAWF b

y Poisson b N

µ β β β β β β β

β β β β

β β

µ σ σ

= + + + + + +

+ + + + × +

+ × + + × +

( )~ 0,10000     

 1,2, ..., 29 (beaches)     1,2, ..., 20 (lunar periods)

Uniform

i j= =

 

 
model{ 
   for(i in 1:N){ 
      for(j in 1:P){ 
         log(mu[i,j]) <- a0 
         + a.oe1*oe1[i,j] 
         + a.oe2*oe2[i,j] 
         + a.oe3*oe3[i,j] 
         + a.sl*cs.sl[i,j] 
         + a.tmp*cs.tmp[i,j]            
         + a.lfch*cs.lfch[i,j] 
         + a.pewf*cs.pewf[i,j] 
         + a.pe2*cs.pe2[i,j] 
         + a.pawf*cs.pawf[i,j] 
         + a.tmp.pa*cs.tmp[i,j]*cs.pawf[i,j] 
         + a.lfch.pe*cs.lfch[i,j]*cs.pewf[i,j] 
         + a.lfch.pa*cs.lfch[i,j]*cs.pawf[i,j] 
         + b.bch[i] 
         y[i,j] ~ dpois(mu[i,j]) 
         yhat[i,j] <- mu[i,j] 
         cs.tmp[i,j] <- (tmp[i,j]-tmp.bar)/tmp.sd 
         cs.sl[i,j] <- (sl[i,j]-sl.bar)/sl.sd 
         cs.lfch[i,j] <- (lfch[i,j]-lfch.bar)/lfch.sd  
         cs.pewf[i,j] <- (pewf[i,j]-pe.bar)/pe.sd 
         cs.pe2[i,j] <- cs.pewf[i,j]*cs.pewf[i,j] 
         cs.pawf[i,j] <- (pawf[i,j]-pa.bar)/pa.sd 
      } 
      b.bch[i] ~ dnorm(0.0,tau.bch) 
   } 
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# covariate means: 
   tmp.bar <- mean(tmp[,]) 
   sl.bar <- mean(sl[,])  
   lfch.bar <- mean(lfch[,]) 
   pe.bar <- mean(pewf[,]) 
   pa.bar <- mean(pawf[,]) 
 
  # covariate std devs: 
   tmp.sd <- sd(tmp[,]) 
   sl.sd <- sd(sl[,]) 
   lfch.sd <- sd(lfch[,]) 
   pe.sd <- sd(pewf[,]) 
   pa.sd <- sd(pawf[,]) 
 
   #priors: 
   a0~dnorm(0.0,1.0E-4) 
   a.oe1~dnorm(0.0,1.0E-4) 
   a.oe2~dnorm(0.0,1.0E-4) 
   a.oe3~dnorm(0.0,1.0E-4) 
   a.sl~dnorm(0.0,1.0E-4) 
   a.tmp~dnorm(0.0,1.0E-4) 
   a.lfch~dnorm(0.0,1.0E-4) 
   a.pewf~dnorm(0.0,1.0E-4) 
   a.pe2~dnorm(0.0,1.0E-4) 
   a.pawf~dnorm(0.0,1.0E-4) 
   a.tmp.pa~dnorm(0.0,1.0E-4) 
   a.lfch.pe~dnorm(0.0,1.0E-4) 
   a.lfch.pa~dnorm(0.0,1.0E-4) 
   sig.bch~dunif(0.0,1.0E+6)  
   tau.bch <- 1.0/(sig.bch*sig.bch) 
} 
 
list(a0=1, 
a.oe1=0, 
a.oe2=0, 
a.oe3=0, 
a.sl=0, 
a.tmp=0, 
a.lfch=0, 
a.pewf=0, 
a.pe2=0, 
a.pawf=0, 
a.tmp.pa=0, 
a.lfch.pe=0, 
a.lfch.pa=0, 
sig.bch=1) 
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A2. WinBUGS (Spiegelhalter et al., 2003) code for Bayesian hierarchical 
multiple threshold model of horseshoe crab spawning data (Chapter 5) 

 
model{ 
   for(i in 1:N){ 
      k[i] ~ dcat(punif[numb[i] : (numb[i+1]-1)]) 
      for( j in numb[i] : (numb[i+1]-1) ) {  
         J[j] <- 1 + step(j - (k[i]+0.5))   # J[j] = 1 if j <= k; 2 if j > k;     
         y[j] ~ dpois(mu[j]) 
         yhat[j] <- mu[j] 
         log(mu[j]) <- b0[i]  
                   + b1[i]*awf[j]  
                   + b2*((lfm[j]-mean(lfm[]))/sd(lfm[])) 
                   + b4*((sl[j]-mean(sl[]))/sd(sl[])) 
                   + b3[J[j]]*(awf[j]-awf[k[i]])        
      } 
  b0[i]~dnorm(b0.m,b0.tau) 
  b1[i]~dnorm(b1.m,b1.tau) 
  } 
 
s2.b0 <- 1/b0.tau  # variance of random intercept 
s2.b1 <- 1/b1.tau  # variance of random slope 
 
s.b0 <- sqrt(s2.b0) 
s.b1 <- sqrt(s2.b1) 
 
b0.tau~dgamma(0.001,0.001) 
b1.tau~dgamma(0.001,0.001) 
 
b0.m~dnorm(0,1.0E-6) 
b1.m~dnorm(0,1.0E-6) 
 
b3[1]<-0 
b3[2]<- b3.2 
b3.2~dnorm(0,1.0E-6) 
b2~dnorm(0.0,1.0E-6) 
b4~dnorm(0.0,1.0E-6) 
} 
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list( 
b0=c(1,1,1,1,1,1,1,1,1,1, 
          1,1,1,1,1,1,1,1,1,1, 
          1,1,1,1,1,1,1,1,1), 
 
b1=c(-1,-1,-1,-1,-1,-1,-1,-1,-1,-1, 
          -1,-1,-1,-1,-1,-1,-1,-1,-1,-1, 
          -1,-1,-1,-1,-1,-1,-1,-1,-1), 
 
b0.m=0, 
b1.m=0, 
 
b0.tau=1, 
b1.tau=1, 
 
b3.2=0, 
b2=0, 
b4=0, 
 
k=c(24,24,34,16,29, 28,  7,27,28,27, 
        30,24,19,30,  9,13,21,   7,21,23, 
        14,20,15,  7,22,20,24, 11,18)) 
 
list( 
b0=c(1,1,1,1,1,1,1,1,1,1, 
          1,1,1,1,1,1,1,1,1,1, 
          1,1,1,1,1,1,1,1,1), 
 
b1=c(-1,-1,-1,-1,-1,-1,-1,-1,-1,-1, 
          -1,-1,-1,-1,-1,-1,-1,-1,-1,-1, 
          -1,-1,-1,-1,-1,-1,-1,-1,-1), 
 
b0.m=0, 
b1.m=0, 
 
b0.tau=1, 
b1.tau=1, 
 
b3.2=0, 
b2=0, 
b4=0, 
 
k=c(1,1,1,1,1,1,1,1,1,1, 
        1,1,1,1,1,1,1,1,1,1, 
        1,1,1,1,1,1,1,1,1)) 
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A3. WinBUGS (Spiegelhalter et al., 2003) code for Bayesian hierarchical 
multiple threshold model of Kennerdell bridge freshwater mussel data 
(Chapter 5) 

 
model{ 
   for(i in 1:N){ 
      k[i] ~ dcat(punif[numb[i] : (numb[i+1]-1)]) 
      for( j in numb[i] : (numb[i+1]-1) ) {  
         J[j] <- step(j - (k[i]+0.5))   # J[j] = 0 if j <= k; 1 if j > k;     
         y[j] ~ dpois(mu[j]) 
         yhat[j] <- mu[j] 
         mu[j] <-  
                       (theta[i]*J[j] + lambda[i]*(1-J[j])) 
   } 
   theta[i] ~ dgamma(a1,b1[i]) 
   lambda[i] ~ dgamma(a2,b2[i]) 
   b1[i] <- 1/ib1[i] 
   b2[i] <- 1/ib2[i] 
   ib1[i]~dgamma(c1,d1) 
   ib2[i]~dgamma(c2,d2) 
   } 
 
a1 <- 0.5; a2 <- 0.5; c1 <- 0.5; c2 <-0.5; 
d1 <- 1; d2 <- 1 
} 
 
list( 
ib1=c(0.1,0.1, 0.1, 0.1, 0.1) , 
ib2=c(0.1,0.1, 0.1, 0.1, 0.1) , 
k=c(33,33,33,33,33), 
theta=c(1,1,1,1,1), 
lambda=c(1,1,1,1,1)) 
 
list( 
ib1=c(0.1,0.1, 0.1, 0.1, 0.1) , 
ib2=c(0.1,0.1, 0.1, 0.1, 0.1) , 
k=c(1,1,1,1,1), 
theta=c(1,1,1,1,1), 
lambda=c(1,1,1,1,1)) 
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Appendix B .  Supplementary Tables 
 
B1. All covariates and random effects examined for possible inclusion in the final 

Bayesian hierarchical model described in Chapter 2 

Abbreviation Variable Comment 
ST State two categories, 0=DE, 1=NJ 
OE Ocean Exposure  four categories, 0,1,2, and 3 
BPA Beach Perpendicular Angle  
SL Beach Slope  
REL Beach Relative Elevation  
TMP Air Temperature  
LFCH Log Fetch  
PEWF Perpendicular Wind Force  
PEWF2 Square of Perp. Wind Force  
ABPE Absolute value of Perp. Wind Force (|Perp. WF|) Never used in same model as PEWF 
PAWF Parallel Wind Force  
ST*OE State x Ocean Exposure 8 category combinations 
BPA*OE Beach Perp. Angle x Ocean Exposure  
SL*PEWF Slope x Perp. Wind Force  
SL*ABPE Slope x |Perp. WF|  
SL*PAWF Slope x Parallel Wind Force  
REL*PEWF Rel. Elevation x Perp. Wind Force  
REL*ABPE Rel. Elevation x |Perp. WF|  
REL*PAWF Rel. Elevation x Parallel Wind Force  
TMP*PEWF Temperature x Perp. Wind Force  
TMP*ABPE Temperature x |Perp. WF|  
TMP*PAWF Temperature x Parallel Wind Force  
LFCH*PEWF Log Fetch x Perp. Wind Force  
LFCH*ABPE Log Fetch x |Perp. WF|  
LFCH*PAWF Log Fetch x Parallel Wind Force  
BCH Beach Random effect 

LPD Lunar Period Random Effect (only used in MTA models) 
BCH_SIGMA Variance component for beach random effect  
LPD_SIGMA Variance component for lunar period random effect  
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B2.  Parameter estimates for each of the four mixture model components.   
 
All model terms are defined in Appendix B1.  Note that rows highlighted in gray indicate 
that the 95% credible interval for that coefficient contains zero, indicating that the 
covariate is not significant in that component of the model. 
 

                          

COMPONENT 1  MEAN  
STD. 
DEV.  

MC 
ERROR  2.50%  MEDIAN  97.50% 

INTERCEPT  2.157  0.449  0.034  1.321  2.211  2.901 
OE 1   0.826   0.508   0.038   -0.127   0.823   1.804 
OE 2   0.394   0.345   0.025   -0.204   0.376   1.201 
OE 3   -0.208   0.789   0.057   -2.057   -0.154   1.109 
SL   0.075   0.182   0.013   -0.266   0.063   0.408 

TEMP  0.655  0.086  0.005  0.492  0.659  0.816 
LFCH   0.411   0.338   0.025   -0.039   0.302   0.944 
PEWF  -0.459  0.210  0.016  -0.807  -0.429  -0.161 

PEWF2  0.197  0.085  0.006  0.043  0.191  0.368 
PAWF  -0.334  0.124  0.008  -0.532  -0.358  -0.053 

TEMP*PAWF  0.204  0.094  0.006  0.025  0.218  0.367 
LFCH*PEWF   -0.063   0.212   0.016   -0.432   -0.066   0.268 
LFCH*PAWF  -0.315  0.202  0.015  -0.602  -0.372  -0.010 

P1   0.215   0.027   < 0.001   0.164   0.214   0.269 
             

COMPONENT 2  MEAN  
STD. 
DEV.  

MC 
ERROR  2.50%  MEDIAN  97.50% 

INTERCEPT  1.654  0.602  0.046  0.497  1.752  2.621 
OE 1  1.889  0.722  0.055  0.523  2.077  3.089 
OE 2  0.790  0.612  0.046  -0.166  0.691  2.063 
OE 3  -2.998  5.418  0.408  -24.220  -1.668  0.065 
SL   0.137   0.163   0.012   -0.152   0.128   0.487 

TEMP  -0.770  0.073  0.004  -0.911  -0.771  -0.630 
LFCH   -0.093   0.071   0.004   -0.244   -0.090   0.041 
PEWF   0.117   0.106   0.006   -0.097   0.120   0.313 

PEWF2  -0.458  0.085  0.005  -0.632  -0.456  -0.287 
PAWF  0.161  0.079  0.004  0.017  0.157  0.335 

TEMP*PAWF  0.184  0.052  0.003  0.086  0.183  0.289 
LFCH*PEWF   -0.126   0.178   0.013   -0.429   -0.132   0.206 
LFCH*PAWF  0.261  0.107  0.007  0.055  0.268  0.447 

P2   0.274   0.030   < 0.001   0.218   0.274   0.334 
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COMPONENT 3  MEAN  
STD. 
DEV.  

MC 
ERROR  2.50%  MEDIAN  97.50% 

INTERCEPT  1.128  0.460  0.035  -0.014  1.245  1.756 
OE 1  0.392  0.585  0.043  -0.953  0.364  1.527 
OE 2  1.119  0.505  0.038  0.443  0.954  2.257 
OE 3  -72.520  61.720  1.986  -219.800  -60.170  0.980 
SL  1.594  0.150  0.011  1.325  1.586  1.913 

TEMP   -0.097   0.113   0.008   -0.315   -0.095   0.106 
LFCH  0.318  0.115  0.008  0.085  0.321  0.525 
PEWF   -0.056   0.202   0.014   -0.368   -0.113   0.361 

PEWF2  -0.956  0.158  0.011  -1.245  -0.959  -0.656 
PAWF   -0.097   0.054   0.003   -0.203   -0.097   0.005 

TEMP*PAWF  -0.305  0.054  0.003  -0.402  -0.308  -0.191 
LFCH*PEWF  0.739  0.163  0.012  0.374  0.748  1.072 
LFCH*PAWF   -0.006   0.092   0.006   -0.164   -0.002   0.150 

P3   0.301   0.032   0.001   0.239   0.301   0.364 
             

COMPONENT 4  MEAN  
STD. 
DEV.  

MC 
ERROR  2.50%  MEDIAN  97.50% 

INTERCEPT  2.322  0.338  0.025  1.651  2.316  2.897 
OE 1  -0.097  0.579  0.043  -1.355  -0.006  0.945 
OE 2  0.798  0.425  0.032  0.096  0.781  1.703 
OE 3  0.430  0.857  0.060  -1.215  0.507  1.644 
SL  0.372  0.166  0.012  0.069  0.369  0.713 

TEMP  -0.354  0.088  0.005  -0.512  -0.359  -0.181 
LFCH   -0.130   0.138   0.010   -0.360   -0.149   0.107 
PEWF  -0.236  0.101  0.006  -0.430  -0.237  -0.039 

PEWF2  -0.539  0.116  0.008  -0.762  -0.539  -0.316 
PAWF  -0.378  0.139  0.010  -0.610  -0.407  -0.107 

TEMP*PAWF   0.015   0.101   0.007   -0.177   0.024   0.174 
LFCH*PEWF  0.734  0.127  0.009  0.507  0.724  1.010 
LFCH*PAWF  0.339  0.172  0.013  0.132  0.259  0.680 

P4   0.211   0.029   < 0.001   0.156   0.210   0.268 
                          

MODEL 
ERROR/DEVIANCE  MEAN  

STD. 
DEV.  

MC 
ERROR  2.50%  MEDIAN  97.50% 

BCH_SIGMA  0.809  0.146  0.005  0.573  0.793  1.140 
DEVIANCE   2122.000   25.780   0.883   2074.000   2121.000   2175.000 
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