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Abstract   
 
 
The robotics field has grown in recent years to a point where unmanned systems are no 
longer limited by their capabilities.  As such, the mission profiles for unmanned systems 
are becoming more and more complicated, and a demand has risen for the deployment of 
unmanned systems into the most complex of environments.  Additionally, the objectives 
for unmanned systems are once more complicated by the necessity for beyond line of 
sight teleoperation, and in some cases complete vehicle autonomy. 
 
Such systems require adequate sensory devices for appropriate situational awareness.  
Additionally, a large majority of what is currently being done with unmanned systems 
requires visual data acquisition.  A stereo vision system is ideal for such missions as it 
doubles as both an image acquisition device, and a range finding device.  The 2D images 
captured with a stereo vision system can be mapped to three dimensional point clouds 
with reference to the optic center of one of the stereo cameras.  While stand alone 
commercial stereo vision systems are capable of doing just that, the GPS/INS aided 
stereo vision system also has integrated 3-axis accelerometers, 3-axis gyros, 3-axis 
magnetometer, and GPS receiver allowing for the measurement of the system’s position 
and orientation in global coordinates.   This capability provides the potential to geo-
reference the 3D data captured with the stereo camera. 
 
The GPS/INS aided stereo vision system integrates a combination of commercial and in-
house developed devices.  The total system includes a Point Grey Research Bumblebee 
stereovision camera, a Versalogic PC104 computer, a PCB designed for sensor 
acquisition and power considerations, and a self contained battery.  The entire system is 
all contained within a 9.5” x 5” x 6.5” aluminum enclosure and weighs approximately 6 
lbs.  The system is also accompanied with a graphical user interface which displays the 
geo-referenced data within a 3D virtual environment providing adequate sensor feedback 
for a teleoperated unmanned vehicle. 
 
This thesis details the design and implementation of the hardware and software included 
within this system as well as the results of operation.  
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Chapter 1 
 
Introduction  
 
 

This document provides the theory and methodology behind the design of a stereo 

vision system equipped with GPS and inertial sensors.  Stereo vision is not a novel idea 

nor is it a new area of research; however the addition of GPS and inertial sensors 

improves greatly upon the capabilities of the vision system itself.   Stand-alone stereo 

vision systems provide three dimensional data in reference to the device itself however 

the added sensor suit allows for the potential to transform this data from local to global 

coordinates.  This added capability allows for the three dimensional mapping of new or 

altered terrain making it an ideal sensory device for unmanned vehicles intended for 

beyond line of site operation. 

 
 
1.1 Motivation   
 

The need for unmanned systems is growing at an incredible rate.  In particular, 

jobs that are considered too mundane or too dangerous are continually being filled by 

unmanned systems.  The Department of Defense has more than doubled its funding for 

unmanned aircraft in the last five years alone, Samad (2007).  The typical mission 

profiles for unmanned systems often involve complicated environments with 

unpredictable obstacles, beyond line of sight operation, and in many cases time and 

weather constraints that are unsuitable for manned missions.  Such tasks include, but are 

not limited to, search and rescue, disaster surveillance, mine surveillance, and general 

terrain mapping.  For any of these applications mission success is directly linked to the 

adequacy of the information presented to the operator.  For that reason the development 

of appropriate sensor systems must be made a priority.  

Pacific Northwest National Labs (PNNL) has contracted Virginia Tech for the 

research and development of a sensor suit that will provide sufficient situational 

awareness for the decent of a vertical take off and landing (VTOL) unmanned aerial 
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vehicle (UAV) into an urban canyon for the inspection of a post disaster environment.  

The overall system is designed for a user in the loop that would require adequate 

situational awareness for beyond line of sight teleoperation capability.  As part of this 

work, visual sensing proves to be an effective, low cost, and lightweight means of 

providing situational data.  

While the requirements for an appropriate level of situational awareness are 

debatable, one thing is certain; too much data can be just as limiting as too little data.  

Cummings (2004) conducted an evaluation of a command and control center for Tactical 

Tomahawk missiles which have loitering capability and operate similar to UAVs.  She 

concluded that there is a limit to the amount of control a single operator can offer to 

unmanned systems that is directly related to the amount of information presented and the 

number of controllable variables.  Endsley (2001) also suggests that more data does not 

mean more information.  Furthermore, his research shows that an overwhelming majority 

of aviation related accidents occur due to poor situational awareness.  If this is true for 

manned aircraft, then it is most certainly true for the operation of UAVs which can be 

complicated by limited line of sight, communication induced lag, and an inability to 

correct for an onboard crisis.  In his opinion a successful level of situational awareness 

requires that data be transformed into required information in a timely fashion rather than 

simply gathering large quantities of data.  A sensor suit that is capable of providing 

meaningful data to the operator of an unmanned vehicle in near real time is therefore a 

requirement of successful unmanned systems control.   

Technological advances have allowed for the production of a variety of sensory 

devices with potential to be used for situational awareness.  As an example, scanning 

laser range finders are highly accurate and can be used to determine the relative distance 

of near by obstacles, however they typically only scan in a single plane.  Culhane (2007) 

has developed a tilt actuated scanning laser range finder under the scope of the contract 

funding the present work.  The scanning laser range finder is capable of scanning 240 

degrees in a single plane which when coupled with a servo motor can be used to build a 

hemisphere of range data.  Unfortunately, the laser device used is limited to 5.6 m which 

provides adequate coverage for close proximity obstacles; however an additional longer 

range sensor is still required.  While, scanning lasers with higher range exist, they are 
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exponentially more expensive, require much more power, and are typically too heavy for 

the scope of this project.   

Another method for obstacle detection that is widely used in the robotics 

community involves the use of a single electro-optic camera and computation intensive 

algorithms.  In fact, the first generation vision system developed for PNNL on this project 

implemented this method.  In an effort to reduce the payload, a single network camera 

and communication was all that was required on board the vehicle, while captured images 

would transmit to a ground station for processing.  Open source functions within the 

OpenCV library were used to implement an optical flow based feature point tracking 

between two consecutive images as seen in Tomasi and Kanade (1991).  Meanwhile the 

change in position of the vehicle could be determined from the onboard autopilot.  A 

similar approach is presented in Tang and Kasturi (1994).  Essentially, stereo vision is 

realized with a single camera.  When the theory was tested in October 2007 results were 

promising.  However, the dynamics evolved with putting this system on a helicopter 

compounded with the lag produced by ground based processing induced gross errors that 

rendered the sensor useless in flight.  The lessons learned with this first iteration system 

led to the development of a stereo vision based system which would inevitably negate 

most of the errors created by the feature point tracking vision system.  

Stereo vision is also a widely researched and implemented range finding method.  

Documented applications of stereo vision further validate the choice to develop a stereo 

vision based 3D mapping solution.  Yu and Shin (2007) use a downward facing 

stereoscopic camera on board a small scale helicopter for visual based autonomous 

landing.  The camera is used to determine height above ground which is then used within 

the control algorithm of the helicopter for a descent and landing.  Their results were 

validated in comparison to a Novatel GPS unit with a resolution of 1cm.  The height data 

gathered with the stereo vision provides a near ideal correlation with the GPS height data. 

Clearly stereo vision is capable of providing the accuracy required for obstacle 

avoidance.  Se and Jasiobdzki (2007) discuss a visual method for building 3D solid 

models from stereovision data.  Their approach provides the capability to piece together 

frames of stereo vision data such that it builds a model representative of the real world.  

Because stereo vision provides the means to gather both range and visual data, the 



   

  4 

resulting information can be made to appear as it would in the real world; meaning that 

the resulting 3D model of objects detected with this system can be colored with the same 

data present in the acquired images.  This provides a very intuitive representation of 

range data.  The drawback however is that the vision based technique is highly 

computationally intensive and requires post processing which can take on the order of 

minutes.  While this does not make for a real time solution it does show potential for the 

stereovision to provide data that is meaningful and easy to interpret.  The system 

developed for this project should encompass both the accuracy shown by Yu and Shin 

(2007) and the presentation of meaningful data shown by Se and Jasiobdzki (2007) while 

still maintaining the ability for near real time processing.  

 
 
1.2 Project Description   
 

After attempting a single camera solution it was decided that a stereo vision 

solution would result in higher performance and an overall reduction in the errors 

observed in the first iteration of this project.  The errors in the first iteration solution were 

determined to be caused by an inability to accurately measure the displacement between 

grabbed images caused by the dynamic nature of the test vehicle and communication 

induced lag.  A rigid stereo camera constrains the distance between grabbed images 

negating any error associated with this measurement.  Furthermore, an onboard 

processing unit further reduces error by reducing lag caused by a lengthy communication 

link.  Additionally, a stereo vision system could be designed in-house at low cost and 

sufficiently low weight making it a more viable solution than other commercial range-

finders.  By coupling a stereo camera with position and attitude sensors allows the system 

to be completely independent from the vehicle platform and unlike any range finding 

solutions of its kind. 

The completed vision system as seen in Figure 1.1 includes a stereo vision 

camera, a computer, and position and attitude sensors.  Equipped with a ground station, it 

is capable of characterizing its environment as a 3D point cloud referenced to global 

coordinates.  The camera used is a Bumblebee stereo camera which sends image data to a 

PC104 computer via fire wire.  The computer processes the images, mapping individual 
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pixels to a 3D location.  Meanwhile the included sensor board reads in data from three 

orthogonal accelerometers, three orthogonal gyros, three orthogonal magnetometers, and 

a GPS receiver and relays all information to the computer serially.  This data is then used 

onboard to determine the position and attitude of the system.  Provided that the system is 

networked to a ground station the data is then transmitted via TCP/IP communication.  

The visual stereo data is transformed to global coordinates according to the position and 

attitude data, and is displayed within a virtual environment to be viewed at the ground 

station.  In theory, this vision system can be incorporated into on any vehicle that can also 

provide communication.  However, at this point it is expected to be incorporated into a 

VTOL UAV to assist operators with descent into canyon like terrain.  

 
 
 

 
Figure 1.1.  Completed Vision System 
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1.3 Thesis Organization  
 

The remainder of this thesis provides a discussion of the theory behind the 

technologies present within the vision system as well as a description of the system 

design from conception to application.  Chapter two presents the theory of multiple view 

geometry and a general methodology to stereo vision.  Chapter three highlights GPS/INS 

sensor fusion, and presents multiple schemes for filtering and estimation of positional and 

attitude data.  The hardware design is discussed in Chapter four.  This includes 

commercial hardware descriptions and a detailed explanation of the sensor board design.  

The software design can be found in Chapter five.  This system includes multiple 

computational processes.  The microprocessor provides position and attitude sensor data 

acquisition, while the PC104 computer handles the vision processing and the 

transformation of the stereo data for display at a ground station.  Lastly, the results of 

operation are discussed in chapter 6.  This Chapter also touches on preliminary testing 

and validation.  Conclusions and future work are provided within Chapter 7.   
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Chapter 2 
 
Stereopsis 
 
 

The term stereopsis refers to the theory that two cameras properly configured can 

be used to map objects within a two dimensional scene into three dimensional space.  

Any two dimensional scene is inherently ambiguous in depth.  Without any reference of 

size or depth, objects within such a scene are subject to the laws of perspective and thus 

their positions relative to the camera remain unknown.  However, a well characterized 

pair of cameras with particular placement and orientation can be used to relieve this 

ambiguity.  The geometry corresponding to multiple view cameras allows for the 

calculation of the three dimensional relative position of features apparent in both views.  

The following chapter provides an introduction to the theory necessary for the 

implementation of stereo vision.  

 
 
2.1 Camera Model 
 

In order to achieve the transformation from multiple camera images to real world 

coordinates it is necessary for the cameras involved to be well characterized.  Inevitably 

this requires an understanding of camera models and the geometry defining the projection 

of real world objects into a two dimensional image plane.  The simplest camera model 

and the foundation for all others is the pinhole camera model.  The pinhole camera model 

consists of a single point O defined as the optical center of the camera. Point O lies on the 

Z or optical axis of the camera at some focal length f from the image plane.  The plane 

containing point O and having the normal vector coincident with the optical axis is called 

the focal plane.  In this model all rays of light pass through the optical center and are 

projected on to the image plane.  As shown in Figure 2.1 points P1, P2 and P3 in the real 

world are mapped to points P1’, P2’, and P3’.   
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Figure 2.1.  Pinhole Camera Model 

 

In order to avoid confusion the resulting image can be better represented by an 

image plane which lies in front of the optical center on the optical axis as illustrated in 

Figure 2.2.  By doing so it is clear to see that points in the real world are associated to 

points on the image plane by the relationship of similar triangles.  

 

 
Figure 2.2.  Pinhole Camera Model Transformation 
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Point P in the real world represented by coordinates (x, y, z) in the body fixed frame of 

the camera is mapped to point P’ in the image plane represented by coordinates (x’, y’).  

The transformation is thus 

'

'

fxx
z
fyy
z

=

=
.       (2.1) 

 

This representation in Euclidean space does not allow for a single linear transformation 

from real world coordinates to image coordinates.  By representing the world and image 

coordinates as homogenous vectors the transformation can be represented as follows in 

projection space.   

 

0 0 0
0 0 0
0 0 1 0

1

x
fx f

y
fy f

z
z

⎛ ⎞
⎛ ⎞ ⎛ ⎞⎜ ⎟
⎜ ⎟ ⎜ ⎟⎜ ⎟=⎜ ⎟ ⎜ ⎟⎜ ⎟⎜ ⎟ ⎜ ⎟⎜ ⎟⎝ ⎠ ⎝ ⎠

⎝ ⎠

     (2.2) 

 
In this formulation, vector (fx, fy, z)T is the homogenous coordinate of a point on 

the image plane which corresponds to the homogenous coordinate (x, y, z, 1)T in the real 

world.  This mapping of points from world coordinates to image coordinates can be better 

represented in the concise form  

 

  [ ]| 0im camx K I x=       (2.3) 

 

where xim is the image plane coordinate, and xcam is the coordinate of real world points.  It 

is critical to note that these vectors are represented as homogenous coordinates.  Also, it 

is important to recognize that the vector xcam is expressed in the camera coordinate frame 

which is assumed to be at the origin of a Euclidean coordinate system located at the 

camera’s optical center with the z axis pointed in the same direction as the optical axis of 

the camera.   In this transformation the 3 x 3 matrix K can be referred to as the camera 
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calibration matrix.  In reality the mapping of real world coordinates to image coordinates 

can be complicated by the camera’s physical attributes and inaccuracies.  These details 

however can be mathematically defined and incorporated into the matrix K.  This process 

is referred to as camera calibration and will be further discussed in Section 2.2.1. 

 

2.2 Multiple View Geometry  

 
Multiple view geometry is the mathematics involved in describing how two 

projective views relate to each other and to objects in the real world.  This geometric 

formulation is typically referred to as epipolar geometry which can be best visualized in 

Figure 2.3. 

 
Figure 2.3.  Epipolar Geometry 

 
 

In the geometry shown there exists two cameras, camera 1 defined by optical 

center C and camera 2 defined by optical center C’.  For any point P in the real world 

there is a corresponding plane defined by the points C, C’, and P.  This plane is referred 

to as the epipolar plane.  The epipolar plane intersects each image plane at a line called 

the epipolar line, shown in Figure 2.3 as l and l’.  The line which connects the two optical 

centers C and C’ is referred to as the baseline of the stereo pair.  This line intersects the 

image planes at point’s e and e’.  These points represent the projection of the optical 

centers into the image plane and are called the epipoles.  Regardless of the location of 

point P the corresponding epipolar plane always intersects the image plane at the 
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epipoles.  Likewise, all epipolar lines intersect the epipoles within the image plane.  This 

complete geometry eliminates depth ambiguities and provides the necessary constraints 

that allow for the mapping of two dimensional image coordinates to three dimensional 

world coordinates.  Typically, the implementation of epipolar geometry toward stereo 

vision requires three tasks: camera calibration, image rectification, and pixel correlation 

between images.   

 
 

2.2.1 Calibration 
 

The application of stereo vision requires an adequate camera model.  The camera 

calibration matrix K defined in Section 2.1 is an idealized model which does not account 

for typical camera attributes.  However, it is an appropriate starting point for a model 

which includes all the necessary parameters.  Additional characteristics of the camera 

typically correspond to CCD (charge-coupled device) and lens geometry.  The CCD is an 

array of photo sensing elements centered on the optical axis of the camera at the focal 

distance f behind the optical center of the camera.  The individual elements of the CCD 

correspond to the pixels within an image.  Typically, the image is indexed in reference to 

one of the corners of the image although we define the optical axis as intersecting the 

image at its center, the principal point.  The offset between image and camera coordinates 

is displayed in Figure 2.4. 

 

 
Figure 2.4.  Camera Frame Offset 
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This offset can be accounted for in the camera calibration matrix.  The offset can 

be represented as a translation of all points in the x and y directions within the image 

coordinate plane.  If the principle point is located at point (Px, Py) then the corresponding 

camera calibration matrix is  

 
0

0
0 0 1

x

y

f P
K f P

⎛ ⎞
⎜ ⎟= ⎜ ⎟
⎜ ⎟
⎝ ⎠

      (2.4) 

 
The camera transformation is further complicated by the size and shape of the 

elements of the CCD.   This property can be corrected by a scale factor m which 

represents the linear density of pixels on the CCD (pixels/unit length).  The scale factor m 

is used to create a constant α = fm, which corresponds to the focal length of the camera in 

terms of pixel dimensions. Likewise, the coordinates of the principal point (Px, Py) must 

also be represented in pixel dimensions (x0, y0).  If the pixel elements of the CCD are not 

square then there will be a scale factor m for each direction of the CCD; which results in 

two new parameters αx and αy.  Additionally, a skew factor s can be used to correct for 

inaccuracies in the orthogonality of the CCD axes.  For most cameras s = 0 however on 

rare occasions s ≠ 0 and must be accounted for.  This is typical when an image is taken of 

an image, or if a camera image is enlarged, however for most applications this parameter 

is ignored.  The resulting formulation of the camera calibration matrix is as follows 

 

0

00
0 0 1

x

y

s x
K y

α
α

⎛ ⎞
⎜ ⎟= ⎜ ⎟
⎜ ⎟
⎝ ⎠

      (2.5) 

 

Previously, the projective geometry of the camera has been defined by a pinhole 

camera model.  This assumes that a point P in the real world, the corresponding image 

point P’ and the optical center of the camera are collinear.  In application though, the 

optical center of a camera is within a lens which is designed to bend light onto the CCD.  

This inherently distorts the image in the radial direction.  It is for this reason that straight 

lines in the real world sometimes appear curved in the periphery of a camera image.  



   

  13 

Although the measured pixel coordinates (x, y) are not where we would expect, they can 

be related to the expected result (x’, y’) by the following functions. 

 

    

0 0

0 0

2 2
0 0

' ( )( )
' ( )( )

( ) ( )

x x L r x x
y y L r y y

r x x y y

= + −
= + −

= − + −

     (2.6) 

 

The function L(r) is an arbitrary function which can be approximated by a Taylor series 

expansion L(r) = 1+ k1r + k2r2 + k3r3 ….  The coefficients (k1, k2, k3…) are considered 

properties of the camera along with the radial center (x0, y0).  This relationship assumes 

that (x0, y0) is the principal point.  Although this is not necessarily the case it is a typical 

camera attribute.   

At this point all the necessary intrinsic parameters (αx, αy, x0, y0, s, k1, k2, k3…) 

have been defined such that a linear transformation of the form [ ]| 0im camx K I x=  can be 

used to map real world points to image plane coordinates. Some of these parameters are 

well characterized by the literature associated with a camera, although they can often be 

poorly quantified or absent from the literature all together.  The intrinsic parameters can 

therefore be experimentally determined by accurately measuring points in the real world 

and their corresponding image plane coordinates.  With a sufficient number of pairs the 

camera calibration matrix K, as well as the radial distortion parameters (k1, k2, k3…) can 

be easily back calculated.  

The final piece of camera information necessary for the implementation of stereo 

vision is what is called the camera pose, which embodies the camera position and 

orientation in the real world.  A complete camera matrix P sometimes called the 

perspective projection matrix can thus be formulated as 

 
  [ | ]P K R t=        (2.7) 
 
where R is a 3 x 3 rotation matrix and t is a translational vector.  Finally, the matrix P can 

be used to map 3D real world coordinates to image plane coordinates.   At this point in 
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the formulation it is important to recognize that the points represented in the real world 

and on the image plane are represented as homogenous coordinates, and thus the scale 

remains ambiguous with a single projective view.  It is the use of multiple cameras which 

removes this ambiguity. 

 
 
2.2.2 Rectification 
 

Epipolar geometry provides certain constraints such that for every point x in one 

image the corresponding point x’ in a second image can be located along the epipolar line 

l’.  In general the epipolar lines are defined by the relative positions and orientations of 

the cameras.  However, a special case of epipolar geometry exists that greatly simplifies 

the correspondence problem of matching x to x’.  This special case occurs when the 

baseline C-C’ is contained within the focal planes of both cameras; the resulting 

geometry is displayed in Figure 2.5.  Within rectified images the baseline (C-C’) is 

parallel to both images.  The resulting epipoles are said to be at infinity in the projection 

space, and the corresponding epipolar lines form a set of parallel lines within the image 

planes.   

 

  
Figure 2.5.  Rectified Images 
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The process of rectification transforms any two images such that the resulting 

geometry is as shown above.  This involves taking the known perspective projection 

matrices of two cameras (Po1 and Po2) and rotating them about their optical centers until 

the focal planes are coplanar.  In order for the resulting epipolar lines to be parallel and at 

the same vertical coordinate the intrinsic properties of the cameras are required to be the 

same.  This ensures that the image planes are coplanar as well as the focal planes.  The 

transformation involves defining two new perspective projection matrices Pn1 and Pn2 and 

determining the transformation T1 from Po1 to Pn1 and likewise the transformation T2 from 

Po2 to Pn2.  T1 and T2 are six degree of freedom transformations containing 3 axis 

rotations and 3 axis translations in the most general case.  For a derivation and a written 

algorithm of the transformation see Fusiello and Verri (2000). 

 
 

2.2.3 Pixel Correlation 
 
With multiple cameras a point in the real world is mapped to x in one image plane 

and to x’ in the image plane of a second camera with a different pose.  In stereo vision the 

pixel displacement between x and x’ is referred to as disparity.  A calculated disparity is 

inversely proportional to depth and is useful for the calculation of real world points 

within a stereo vision system.  A calculation of disparity however, first requires that the 

point x can be correlated to the matching point x’ in a second image. While there are 

many methods for correlating pixels, only the sum of absolute differences (SAD) method 

will be discussed.  This method is not without error; however it is fast and simple.  More 

importantly the sum of absolute differences algorithm is implemented in the Point Grey 

Research software development kit (SDK) used on this project.   

With rectified images, all epipolar lines are horizontal and parallel.  The point x’ 

will have the same vertical coordinate as x within their respective image planes.  

Therefore the search for a corresponding point is limited to a single horizontal line.  The 

sum of absolute differences algorithm involves first creating a mask (or bounding box) 

about an individual pixel. This bounding box of pixels is then compared to equivalent 

masks within a second image that lie in the horizontal direction relative to the original 

pixel of interest.  For each comparison, absolute differences are calculated element by 
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element between the original mask and a mask of interest within the second image.  The 

sum of these differences is then calculated, and the process is repeated for every pixel in 

the row.  Ideally, for every pixel mask within the original image there should be a single 

mask within a second image that is nearly identical to the original and thus the SAD for 

this comparison should be zero.  However, in practice there are never exactly identical 

masks between two images, yet a correct match is defined by the minimum calculated 

SAD for a single row.  The algorithm is repeated for every pixel within a single image.  

Ideally, this creates an array of equal size as the original image filled with disparity 

values.  This array is called the disparity map, and can be visualized as a non-calibrated 

representation of depth within an image.  The calculated disparity for an individual pixel 

is inversely proportional to the depth of the real world object it represents.  As such the 

disparity map can be used in combination with the intrinsic properties of the camera 

contained in the perspective projection matrix (P) to triangulate the 3D location of points 

in the real world. 

As a result, a 3D point cloud is generated which is representative of the 

environment of the camera.  The point cloud can be colored with the color data present in 

the raw images allowing for an easy interpretation of the point cloud’s correspondence to 

the raw image, and the identification of 3D obstacles.  Additionally, surfacing techniques 

can be used to enhance the geometry of the point cloud.  Applying a mesh to the obtained 

3D point cloud would result in a continuous surface representative of the environment.  

Such techniques are complex, but heavily researched and even considered an entire 

subdivision of graphical computer science and visualization.  Consequently, research is 

being conducted in parallel to the development of this system in an effort to improve the 

visualization of the 3D point cloud.    
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Chapter 3  
 
GPS/INS Sensor Fusion 
 
 
 

The term sensor fusion is used in reference to the collection and combination of 

sensor data which may correspond to the same phenomenon.  Inertial measurement unit 

(IMU) and global positioning system (GPS) data integration is a very typical application 

for sensor fusion.  All the data corresponding to these sensors is in one form or another 

representative of a body’s motion.  It is simply a matter of manipulating the data to get a 

complete and meaningful interpretation of the body’s position and attitude at any point in 

time.  Clearly, this is the objective for the GPS/INS aided vision system.  The following 

sections will discuss multiple schemes for fusing and interpreting the data available 

within the system. 

 
 
3.1 IMU to INS   
 

The fundamental difference between an inertial measurement unit and an inertial 

navigation system (INS) is computation.  While an IMU is capable of producing raw 

acceleration and rotation rate data, an INS uses an IMU and a prediction algorithm to 

determine velocity, position, and attitude as well in reference to an inertial frame. 

Differential velocity and position can be determined by integrating and double integrating 

measured accelerometer data over time.  Likewise, differential attitude can be determined 

by integrating gyro data.  The time history of these calculations can then be used to 

determine current position, velocity and attitude; however this requires initial conditions, 

an accurate knowledge of the sample rates involved, and the continual calculation of the 

changing coordinates associated with the body’s motion.   

Because the body is free to rotate, what are considered the x, y, and z axes of 

measurement at one time frame may not necessarily be the same in the next time step.  

For this reason calculated changes in roll, pitch and yaw must be used to construct a 
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coordinate transformation between every measurement of acceleration data.  The 

transformation is of the form 

 
1i iR −=x x         (3.1) 

 
such that the current coordinate system xi can be calculated from the coordinate system of 

the previous time step xi-1 transformed by the rotation matrix R. Using the roll, pitch, 

yaw, or 1-2-3 Euler angle sequence the rotation matrix R can be formulated as the matrix 

multiplication of three independent single axis rotations.  The rotation about the x axis is 

defined by the rotation matrix 

 
1 0 0
0 cos sin
0 sin cos

xR φ φ
φ φ

⎡ ⎤
⎢ ⎥= ⎢ ⎥
⎢ ⎥−⎣ ⎦

     (3.2) 

 
whereφ  is the measured roll angle change.  The rotation about the y axis is defined by the 

rotation matrix 

 
cos 0 sin

0 1 0
sin 0 cos

yR
θ θ

θ θ

−⎡ ⎤
⎢ ⎥= ⎢ ⎥
⎢ ⎥⎣ ⎦

     (3.3) 

 
where θ is the measured pitch angle change. Lastly, the rotation about the z axis is 

defined by the rotation matrix 

 
cos sin 0
sin cos 0
0 0 1

zR
ψ ψ
ψ ψ

⎡ ⎤
⎢ ⎥= −⎢ ⎥
⎢ ⎥⎣ ⎦

     (3.4) 

 

where ψ  is the measured yaw angle change.  The completed rotation matrix R is 

determined as follows. 
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cos cos sin cos cos sin sin sin sin cos sin cos
sin cos cos cos sin sin sin cos sin sin sin cos

sin cos sin cos cos
z y xR R R R

ψ θ ψ φ ψ θ φ ψ φ ψ θ φ
ψ θ ψ φ ψ θ φ ψ φ ψ θ φ
θ θ φ θ φ

+ −⎡ ⎤
⎢ ⎥= = − − +⎢ ⎥
⎢ ⎥−⎣ ⎦

 

(3.5) 

In addition to the complexities induced by a rotating frame, resolving position, 

velocity, and attitude of a rigid body is further complicated by real world phenomenon.  

For, example the accelerometers within an IMU will continually measure the acceleration 

due to gravity, and thus an appropriate gravity model must be included within the 

formulation.  This can be as simple as measuring the gravity vector as the IMU is in a 

static state and carrying it through the transformation described above offsetting any 

measured accelerometer data. More complex models will vary the gravity vector as a 

function of position and also include the centripetal acceleration caused by the Earth’s 

rotation as well as a model of the Coriolis Effect.  The diagram displayed in Figure 3.1 

based on the methods discussed in Ge and Lewis (2007) illustrates the methodology and 

logic behind a complete IMU to INS calculation.  More sophisticated formulations 

provide a potential for greater performance.  Likewise, the methods discussed in Sections 

3.2 and 3.3 provide increasingly more accurate solutions.  

 
 

Figure 3.1.  INS Calculation Diagram 
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3.2 INS with GPS Resetting 
 

An INS is only capable of providing relative position, and only calculates its 

current position based on where it has been.  This form of navigation is referred to as 

dead reckoning and is increasingly inaccurate with respect to time.  These inaccuracies 

can be compensated for with additional information from a GPS receiver.  An INS with 

GPS resetting is the simplest form of integration for these two sensors.  This method 

involves using data from a GPS receiver as an initial condition for periodic INS 

calculations. 

Generally, the sampling rate for an INS is much higher than that of a GPS 

receiver which is typically less than or equal to 4 Hz.  During the period between GPS 

updates, the INS alone is used to calculate position, attitude, and velocity using the last 

GPS update as an initial condition for the calculation.  At every GPS update the INS is 

reset with the most current GPS data.  Clearly, this method is beneficial for its simplicity 

as it requires no additional computation or estimation.  However, this form of GPS/INS 

integration results in a level of performance that is lower than what it potentially could be 

with a more advanced method. Because this method includes no estimation or error 

compensation the associated errors still grow over time.  Additionally, a single GPS 

receiver provides no information regarding attitude, and therefore the attitude using this 

method is based solely on the INS unless multiple GPS receivers are used.   
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3.3 GPS aided INS   
 

More sophisticated methods of navigation measurement and calculation are often 

referred to as GPS aided INS systems.  Typically this involves not only a calculation 

using sensor data but also a characterization of the sensors themselves and the 

development of a model which represents the errors associated with these sensors.  The 

most common design of this type of system implements a Kalman filter algorithm.  As 

suggested by Grewal [10] using a Kalman filter to estimate the state of a dynamic system 

with GPS and INS sensors can produce results with accuracies an order of magnitude 

higher than either sensor can produce alone.  This is in part due to the complementary 

error characteristics of these two sensors.  INS data degrades over time, but is accurate 

for short durations while immediate GPS measurements can be inaccurate at first but do 

not degrade.  A properly designed Kalman filter can take advantage of these properties 

and produce optimal navigation performance.   

 

3.3.1 The Kalman Filter  
 

The Kalman filter is simply a recursive estimation of the states pertaining to a 

dynamic system based on noisy measurements.  The algorithm is a two step process 

involving a prediction of the states of the system and a correction to the estimate based on 

measured sensor data.  The recursive calculation results in better estimation as time 

progresses and an overall reduction in error.  The formulation of the Kalman filter 

requires first defining a state vector x  of size n which corresponds to the n states of the 

system which are to be resolved such as position, velocity, and orientation.  In its most 

fundamental form, the formulation of the prediction of x at time step k is  

 

1 1k k kx Ax w− −= + .      (3.6) 

 

The n x n matrix A represents a linear system of equations which relate the previous state 

of the system to the current state.  The vector w represents the process noise.  

Additionally, a measurement vector z of size m represents the sensor data that is 

collected.  This too is related to the state vector x by an m x n matrix H.  The result Hx 
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represents a predicted measurement which is also offset by a measurement noise vector v.  

The resulting equation is shown below. 

 

k k kz Hx v= +        (3.7) 

 
The goal for the Kalman filter is to determine an equation that provides a 

prediction of the system state based on the knowledge of the previous state and the 

difference between the measurement vector z and the predicted measurement Hx.  The 

equation is of the form 

  

  ( )1 1k k k kx x K z Hx− −= + −      (3.8) 

 

where K is the n x m Kalman gain matrix which is derived by solving what are called the 

matrix Riccatti equations [Grewal] and is the heart of the Kalman filter.  Although the 

Kalman filter is based on linear sets of equations the extended Kalman filter (EKF) is 

typically implemented for navigation solutions as it allows for the use of nonlinear 

relationships often seen in GPS/INS integration such as trigonometric functions.  

Additionally, the extended Kalman filter allows the use of differentiable functions as 

opposed to strictly linear functions within the state transition model and the measurement 

model which is clearly typical of the dynamics involved with rigid body motion.   
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3.3.2 Filter Implementation  
 

A typical implementation of the Kalman filter for GPS aided INS navigation 

involves defining a state vector (x) that includes GPS position and velocity.  The 

measurement uncertainty (v) sometimes called the residual vector includes the INS 

position and velocity information.  This method essentially uses INS data to correct for 

errors in position and velocity estimates based on GPS data.  Physical implementation of 

this method is also complicated by several external factors.  For example any GPS 

receiver determines the position and velocity of the antenna not the receiver.  The lever 

arm of a GPS antenna with respect to the INS must be taken into account for appropriate 

estimation of position and velocity.  Additionally some sensors may incorporate error 

attributed to external phenomenon that results in a time correlated error as opposed to 

white noise.  As such, the successful implementation of a Kalman filter is very much 

linked to the proper characterization of the system and the tuning of the filter. 
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Chapter 4 

 
System Design 
 
 

With a full understanding of the theory behind stereo vision and GPS/INS sensor 

suites, a hardware solution has been designed and packaged that allows for the collection 

of geo-referenced stereo data.  The final design integrates a PC104 computer, a sensor 

board, and a stereo vision camera with considerations for power, communication, and 

functionality.  Figure 4.1 represents a full hardware schematic showing the 

interconnections of the completed system.  The following chapter details the 

implementation of the methodologies discussed in the previous chapters with regard to 

the hardware included in the final design.  In detail, a discussion is provided regarding 

the design considerations and technical specifications corresponding to the individual 

components of the schematic shown below. 

 

 
 

Figure 4.1.  Hardware Schematic 
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4.1 Bumblebee Camera   
 

The Bumblebee stereoscopic camera from Point Grey Research displayed in 

Figure 4.1 is a commercial solution to stereo vision.  The Bumblebee is a firewire device 

which has two identical electro optic cameras each with a 2mm focal length.  At the core 

of each camera lies a 1/3” Sony ICX424AQ CCD capable of producing 640 x 480 

resolution color images at approximately 30 Hz.  The system has a baseline of 12 cm, is 

16 x 4 x 5 cm in size, and weighs approximately 375 g.  The Bumblebee camera is 

powered through the firewire port and has a power consumption of 2.1 W.  Although it is 

one of the few commercial stereo vision solutions it is well developed, well documented, 

and easy to use, making it ideal for this project. 

 

 
Figure 4.2.  Point Grey Research Bumblebee Stereoscopic Camera 
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4.2 PC104 Computer and Peripherals  
 

In order to provide onboard image acquisition as well as onboard processing the 

GPS/INS aided stereo vision system was designed to incorporate a single board 

computer.  The integration of a computer to the design provides additional processing 

capability and negates any inaccuracies which occur as a result of a lag seen in ground 

based processing solutions.  The included computer is a Versalogic Jaguar PC104/Plus 

CPU, model number EPM-CPU-10k.  The Jaguar shown in Figure 4.2 is an 850 MHz 

Pentium III capable of running full commercial operating systems.  This computer was 

chosen for its high processing power and its modular form factor allowing for a 

customizable solution.  

 

 
Figure 4.3. Versalogic Jaguar PC104/Plus  

 

The complete computer consists of two boards; the top layer processor board and 

the lower peripheral board which is added to handle IDE connections as well as typical 

computer I/O such as Serial, Parallel, USB, Mouse, Keyboard, and Ethernet.  Because, 

the computer does not have onboard firewire support a third board had to be added.  The 

Advanced Digital Logic MSMW104+ seen in Figure 4.3 is a PC104/plus modular 

firewire board which stacks underneath the top two computer boards and provides power 

and communication for the Bumblebee stereoscopic camera. 



   

  27 

 
Figure 4.4. Advanced Digital Logic MSMW104+ Firewire Module 

 

Additionally, rather than use a typical hard drive which can be fragile and 

cumbersome, an IDE to Compact flash adaptor is used in place of a hard drive resulting 

in a completely steady state computing solution.  The VL-CFA also made by Versalogic 

is displayed in Figure 4.4 equipped with a 4GB Sandisk compact flash card.  For 

simplicity Windows XP was loaded onto the compact flash card making development of 

this system quick, easy, and equivalent to any ground based development that may occur 

in parallel.   Lastly, a firewire module is added to the PC104/Plus stack for the acquisition 

of camera data.  This combination of commercial products results in a computing solution 

capable of acquiring and processing stereoscopic data from the Bumblebee on board.   

 

    
Figure 4.5. Versalogic VL-CFA IDE to Compact Flash Adaptor 
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4.3 Sensor Board  
 

Commercial power and sensor solutions are typically too bulky or too expensive 

for the scope of this project.  For that reason a single circuit board was designed that 

would encompass the power management for the system, a GPS/INS sensor suit, and the 

data acquisition to allow for the programmatic geo-referencing capabilities required by 

the objectives of this project. The resulting board is shown in Figure 4.5. The following 

sections present a description of the devices used on this board and their capabilities.  It 

should be noted that the development for this board required the modification of 

previously designed circuits within the Unmanned Systems Lab at Virginia Tech.  The 

schematic, bill of materials, and mechanical drawings for the board are all located in 

Appendices A, B, and C respectively.   

 
 

 
Figure 4.6. Sensor Board 
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4.3.1 Power  
 

Documentation and experimentation suggest that the completed vision system 

will require approximately 35 watts of electrical power.  Naturally, this power is mostly 

consumed by the computer and the computer peripherals, but it is also used to drive the 

Bumblebee camera, and sensor board.  The PC104 computer requires three 5V lines 

which draw a total 5.5 Amps on average and peaks at 6.5 Amps.  The IDE to Compact 

Flash board and most of the sensor board also requires 5V.  For this reason a Vicor 50 

Watt 5V DC to DC is included on the board.  A low power draw 3.3V DC/DC will be 

used to provide 3.3V for the computer, sensor board microprocessor, and GPS receiver.  

A low power draw 12V DC/DC is also included on the board to provide the 12V power 

source to the firewire module which will also power the Bumblebee.  Lastly, the sensor 

board includes a charge pump coupled with a 5V DC/DC to provide a clean 5V power 

supply for all analog sensors.  

 
 
4.3.2 Processor and Analog to Digital Converter   
 

For this board the PIC18F6722 Microprocessor will be used for all sensor 

acquisition and preprocessing. The PIC18F6722 is a higher end 8-bit microcontroller 

with two serial ports two SPI ports, and 54 I/O pins.  This model PIC is a well stocked 

item in the Unmanned Systems Lab library of parts, making the microprocessor 

development quick and easy.  More importantly this model PIC was chosen for its two 

serial ports which are necessary in order to communicate with both the GPS receiver and 

the Computer.  Although this processor also has twelve 10 bit A/D channels, an external 

ADC was chosen to get better performance, most importantly better resolution and high 

sampling rates.  Therefore two 8 channel 16-bit ADS8345 Burr Brown analog to digital 

converters were chosen to digitize the analog signals from all sensors.  All data is 

acquired by the microprocessor through the SPI port, and can be relayed to the 

PC104/plus computer via a serial port.  
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4.3.3 Analog Sensors   
 

With the exception of the GPS receiver all the position and attitude sensors on this 

board are analog.  This sensor suit includes 3-axis accelerometers for, 3-axis gyros, and 3 

axis magnetometers.   

 
Three Axis Accelerometers 

The LIS3L02AS4 from ST Micro is a single chip three axis accelerometer which 

is operated on a scale of ±2g.  The chip is powered by 3.3V and outputs a voltage 

proportional to acceleration.  The accelerometers can be used to determine differential 

position through integration.  Additionally, these sensors measure acceleration due to 

gravity and can be thus used to determine tilt or orientation of a static object.   

 

Three Axis Gyros 

For inertial attitude data three orthogonal ADXRS300 yaw rate gyros are used to 

measure roll, pitch, and yaw rates. These devices are capable of measuring ±300˚/s and 

include temperature sensors for temperature compensation.  The ADXRS300 is a yaw 

rate gyro which is surface mounted and measures the rotation rate about an axis normal to 

a board’s surface.  The gyro is powered by 5V and outputs an analog voltage referenced 

at 2.5V.  Three of these sensors are used to provide 3-axis rotational rate data.  A former 

graduate student designed a 3-axis gyro module for the ADXRS300 which is used on this 

sensor board.  The module consists of three small orthogonal circuit boards held together 

by right angle header which allow for the measurement of roll, pitch, and yaw rates using 

three ADXRS300 gyros.  The resulting data can be integrated to determine differential 

attitude.   

 
Three Axis Magnetometers 

A three axis magnetometer is also used on the board which consists of the two 

axis HMC1002 magnetometer and the HMC1021Z Z-axis magnetometer both from 

Honeywell allowing for the measurement of the earth’s magnetic field in three 

dimensions.  The sensors consist of magneto-resistive elements which change resistance 

in the presence of a magnetic field.  These elements are configured in a Wheatstone 
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bridge circuit which provides a change in voltage corresponding to changes in magnetic 

field.  The resulting changes in voltage are on the order of millivolts per Gauss; however 

the maximum measurement of the earth’s magnetic field on the earth’s surface is 

0.65Gauss.  Therefore the differential voltages measured across the bridges within the 

sensors are amplified using an OPA4350 with a gain of 200 and then measure by the 

ADC.  Additionally, the magneto-resistive elements must be pulsed with a flood of 

current periodically in order to realign the magnetic polarization of the sensor.  Without 

pulsing the Set/Reset strap of the sensors the magneto resistive elements become 

randomly polarized over time resulting in gross errors. Properly conditioned and 

interpreted though, the data resulting from these sensors can be used to determine 

heading.  

 
4.3.4 GPS Receiver   
 

The GPS receiver included on the board is a U-blox LEA-4A.  This receiver is an 

OEM module that is small, low power and has complete functionality.  The LEA-4A can 

be used to provide an assortment of GPS data including position, velocity, heading, signal 

strength, number of visible satellites etc.  This device can be used either as a USB device 

or a Serial device and has up to a 4Hz positional update rate.  This device also has a 

compatible super sense version which will obtain GPS information with higher accuracy 

and even indoors in some cases.  

 
4.4      Communication   
 

Ideally, the GPS/INS aided stereovision system will be used onboard an 

unmanned vehicle, and all corresponding sensor data will be relayed to a ground station 

or perhaps to another onboard computer.  The communication associated with this data 

only requires that the additional computers involved, be it on board or on ground, can be 

networked to the stereo vision system.  This provides a robust sensor which is 

independent of communication and can be used in a variety of scenarios.  In early testing, 

communication is achieved with a commercial bridge, which links to another bridge or 

access point on the ground allowing for all data to be transferred wireless directly from 

the sensor to a ground station.   
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4.5      Complete System 
 

The complete system is shown in Figure 1.1 and has the following dimensions 

illustrated in Figure 4.7.   

 

   
 

Figure 4.7. System Dimensions 

 

The system enclosure is constructed from TIG welded 1/8” aluminum angle and 1/16” 

aluminum sheet metal fastened with 1/8” rivets.  The total weight is 6.2 lbs.  Component 

weights and dimensions are detailed below in Table 4.1.  Designed to be a strong, self 

contained unit, this system can be implemented on air, and ground vehicles, and serves as 

a proof of concept demonstration for a lighter weight deployable system.  Features of this 

prototype system include easy access to internal hardware, mounting for the Bumblebee 

camera, connections for computer peripherals and an external power switch and LED.   

 
Component Dimensions (in) Weight (Lbs) 

Enclosure 5 x 9.5 x 6.5 2.9 

Bumblebee Camera 6.3 x 2 x 1.6 0.8 

Sensor Board 3.75 x 6.25 x 0.75 0.4 

Firewire Card 3.54 x 3.78 x 0.6 0.2 

Hard Drive Adaptor and CF Card 2.70 x 2.625 x 0.4 0.2 

PC104 Computer 4.23 x 3.775 x 2.4 1.0 

Cables/Wiring/Miscellaneous N/A 0.7 

 
Table 4.1. Component Weight 
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4.6     Ground Station   
 

An appropriate ground station configuration requires very little for the application 

of the vision system.  In terms of hardware, all that is required is a standard network 

bridge or access point, and a suitable computer.  The bridge or access point must be 

configured to be networked to the onboard bridge.  Likewise, the ground station 

computer must be capable of running the software written to collect and display the data 

transmitted by the vision system.  Figure 4.8 is a depiction of ordinary operation for the 

completed system.  The idea being that the vision system is placed on a vehicle at any 

global location or orientation.  The visual stereo data captured is referenced to the vision 

system.  The position and orientation of the system is determined on board and used to 

transform the captured data to global coordinates and finally relayed to a ground station 

through wireless communication.  The software written to execute this functionality is 

discussed in detail in the following chapter.  

 
Figure 4.8. Operation diagram 
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Chapter 5 

 

Signal and Image Processing 
 
 
 

The software associated with this system has several functions and makes use of 

both commercially available software as well as software developed specifically for this 

system.   Because this system is comprised of several components, the full functionality 

of this system relies on the collaboration between various pieces of software and multiple 

computing units.  Processing associated with the system occurs at the lowest level on the 

microprocessor on the sensor board for the purpose of data acquisition. The highest level 

of computation occurs within the onboard PC104 computer.  It is here that images are 

acquired and processed, position and attitude are calculated, and data is geo-referenced.  

The results of this computation can then be viewed at a ground station computer provided 

that a network connection is established. 

 

5.1 Microprocessor Algorithm    
 

The microprocessor on the sensor board gathers data from the 13 analog sensors.  

The configuration of the ADC and the sensors is summarized in Table 5.1.  Three 

accelerometers, three magnetometers, and a battery monitor correspond to channels 0 

through 6 on one ADC.  Three gyros and three respective temperature sensors correspond 

to channels 0 through 5 on the second ADC.  This leaves three analog channels used for 

testing. The program developed for the microprocessor (Appendix D) was written in C 

and compiled using the CCS compiler.  The main routine of this code involves an 

infinitely running while loop which reads each channel of each ADC in succession and 

assigns returned digital values to independent variables.  This is done through a 

predefined function which reads a particular ADC value based on chip select and channel 

as arguments.  Each ADC has a corresponding chip select I/O pin which is set low in 

order to select the ADC and channels are defined by sending a single configuration byte 

which assigns the channel to be read and the mode of operation of the ADC.  The value 



   

  35 

returned is the digital representation of the analog voltage corresponding to the assigned 

channel.  After every channel of each ADC is read the 16 returned values are transmitted 

over a serial port to the PC104 computer using the “printf” command.  The values are 

sent in succession delineated by spaces and each new set of data is sent on a new line 

allowing for easy manipulation.  Sensor calibration and interpretation are then handled 

within the onboard PC104 computer. 

 
 

A/D Channel Sensor  Device Sensitivity Range 
1 0 X-Gyro ADXRS300 5 mV/˚/s ±300˚/s 
1 1 X-Gyro Temp. ADXRS300 8.4 mV/K -40˚C - +85˚C 
1 2 Y-Gyro  ADXRS300 5 mV/˚/s ±300˚/s 
1 3 Y-Gyro Temp. ADXRS300 8.4 mV/K -40˚C - +85˚C 
1 4 Z-Gyro ADXRS300 5 mV/˚/s ±300˚/s 
1 5 Z-Gyro Temp. ADXRS300 8.4 mV/K -40˚C - +85˚C 
1 6 Auxiliary 1 N/A   
1 7 Auxiliary 2 N/A   
2 0 X-Accelerometer LIS3L02AS4 (0.66V/g)  / 

(0.22V/g) 
±2g/±6g 

2 1 Y-Accelerometer LIS3L02AS4 (0.66V/g)  / 
(0.22V/g) 

±2g/±6g 

2 2 Z-Accelerometer LIS3L02AS4 (0.66V/g)  / 
(0.22V/g) 

±2g/±6g 

2 3 X-Magnetometer HMC1022 5mV/gauss * 200 
Gain 

±6 gauss 

2 4 Y-Magnetometer HMC1022 5mV/gauss * 200 
Gain 

±6 gauss 

2 5 Z-Magnetometer HMC1021Z 5mV/gauss * 200 
Gain 

±6 gauss 

2 6 Battery Monitor (Voltage 
Divider) 

Tenth Scale   

2 7 Auxiliary 3 N/A   
 

Table 5.1.   ADC and Sensor Configuration 
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5.2 Data Acquisition and Calculation  
 

The main program routine is designed to continually update sensor data and only 

process visual data when prompted.  For position and attitude calculation the 13 digital 

sensor values are first scaled back to a representative voltage between 0 and 5 Volts.  The 

“Sensor Test” program shown below in Figure 5.1 is designed to continuously plot all 

sensor data and was used to test and calibrate individual sensors.  Calibration and testing 

of these sensors is discussed in detail in Section 6.1.  For the first iteration of this code, 

only the accelerometers and magnetometers will be used to determine orientation, while 

position will be determined by the GPS receiver.  In theory, if gravitational and earth 

magnetic field vectors can be measured with the accelerometers and magnetometers, then 

the orientation of the vision system relative to a North-East-Down coordinate system can 

be determined through vector geometry.   

 
Figure 5.1.  Sensor Test VI Used for Sensor Calibration 

 

As previously mentioned, the attitude of the system can be determined based on 

the measurement of the gravitational and magnetic fields produced by the earth.  As long 

as the system is static, the three axis accelerometer will measure a three dimensional 

gravitational vector.  The orientation of the measured gravity vector is then used to 

determine the roll and pitch of the system by calculating the gravity vector’s rotation 

from the z-axis of the system.  As illustrated in Figure 5.2, roll is calculated as the angle 

between the projection of the gravity vector into the y-z plane and the z axis.  Pitch is the 

angle between the calculated projection and the gravity vector.   
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Figure 5.2.  Calculation of Roll and Pitch 

 

Yaw or heading is calculated based on the measurement of the magnetic field in the x and 

y directions of the system. As shown in Figure 5.3 yaw is calculated as the arctangent of 

the y and x components of the measured magnetic field vector M.  The result gives the 

measured angle between magnetic north and the x axis of the system. 

 
Figure 5.3.  Calculation Yaw 

 
The calculations of roll, pitch, and yaw can now be used to orient the data 

gathered from the Bumblebee stereo camera.  Additionally, these calculations are 

visualized within pictorial displays of a virtual horizon and compass.  The displays shown 

in Figure 5.4 appear on the front panel of the main control program and are infinitely 

more useful for testing and general operation than a numeric display of the roll, pitch, and 

yaw, angles.  As opposed to only streaming raw data these displays are constantly 

updated providing a quick and meaningful interpretation of the systems orientation. 
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Figure 5.4. Attitude and Heading Displays 

 
 

While this method for calculating attitude provides all the necessary data to 

produce the desired transformations, it does however have certain limitations.  The 

calculations discussed are based on two assumptions.  First, the system is assumed to be 

operated in near static conditions.  Because the measured gravity vector is based on raw 

accelerometer data, any acceleration that the system might experiences will alter what is 

assumed to be a measurement of gravitational acceleration alone. Secondly, the 

calculation of heading is only valid for small rotations in roll, and pitch.  Larger rotations 

would require tilt compensation for the calculation of heading.  Despite these limitations 

all initial testing of the system is assumed to be static and downward facing.  This mode 

of operation should negate the poor dynamic response of the system and provide accurate 

measurements of attitude. 

Measurement of position will initially be based solely on the GPS measurements 

provide by the U-blox LEA-4A receiver.  Like the analog sensor data, all GPS data is 

also read in through the serial port.  One COM port is devoted to analog sensor data while 

the other is devoted to GPS data.  Gathering measurements of position is simply a matter 

of parsing and interpreting the string messages sent by the receiver over the COM port.  

The receiver is capable of sending a variety of pre-packaged or customized messages 

including Lat/Long position, UTM position, directional velocities, delusion of precision, 

satellite connection information etc. all of which can be configured through the U-Center 
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utility provided by U-blox. The U-Center interface shown in Figure 5.5 provides displays 

of all incoming data, the ability to view and save time history plots and the means to 

configure serial messages sent by the receiver. As such the receiver was configured to 

send three messages; Lat/Long position, UTM position, and Satellite connection.  The 

messages are then parsed within the LabView main program.  

 
 

 
 

Figure 5.5. U-Center GPS Utility 
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5.3 Point Grey Research Software Development Kit    
 

Point Grey Research has developed a series of software development kits (SDK) 

capable of handling all processing tasks for the Bumblebee stereo camera.  The latest of 

these SDKs is called Triclops written for C++ development which includes a handful of 

dynamic link libraries (dll) which include all the necessary functions for image 

acquisition, image rectification, and pixel correlation using the SAD method.  This SDK 

includes demo executables which were useful for the initial evaluation of the 

performance of the Bumblebee as well as sample code and documentation which was 

used extensively for development.  Figure 5.1 displays some of the capabilities of the 

SDK discovered in early development.  As shown a raw image is acquired and the 

corresponding disparity map is computed and displayed.  While any code using the 

Triclops SDK will be written and developed in C++, this code can also be called within 

LabView.  This allows the full capability of the Triclops SDK to be accessible within 

LabView.  As a result the programming required for image acquisition and processing 

can be imbedded within a LabView graphical user interface (GUI) for the sensor.  The 

details of this programming will be further discussed in the following section.  

 

  
 

Figure 5.6.  Computed Disparity Map Using the Triclops SDK 
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5.4 Image Processing   
 

The onboard computer algorithm incorporates sample code from the Triclops and 

Digiclops SDKs which runs in parallel with code written to interpret sensor data and 

display visual data within a LabView graphical user interface.  In order to make the 

Triclops SDK functions accessible within a LabView coding environment a dll was 

written which calls the Triclops and Digiclops dlls and uses there internal functions in 

order to output stereo data in a format that is accessible for manipulation within 

LabView.  The dll that was written (Appendix D) incorporates modified sample code 

from the Triclops SDK documentation.  The sample code is used to create generic 

functions which can be called in LabView and are designed to output only the data that is 

required to proceed and keep all other programming details internal to the dll call.  The 

dll includes two functions which are called within the main program; “GrabImage” and 

“Stereo”.  

The function “GrabImage” is used to import raw visual data from the Bumblebee.  

The function requires a numeric 8-bit array as an argument to which it assigns data 

corresponding to pixel elements on the CCD of one of the two cameras.  The array is then 

output along with the total number of points which naturally corresponds to the resolution 

of the camera.  The function “Stereo” captures two images from the Bumblebee camera, 

performs an SAD routine for the two acquired images creating a disparity map, and then 

uses the disparity map to determine a 3D point cloud corresponding to the image data.  

The arguments of this function are 2 numeric arrays, the first of which has columns for 

the x-y-z position of the points; the other is assigned R-G-B color of the points.  

Additionally, the number of matched points is returned as well along with a raw color 

image of what is being possessed.  This allows a user to see both the three dimensional 

data as well as the corresponding 2D image.  
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5.5 Transformation and Display of 3D data  
 

Among LabView’s tools for 3D picture control are functions which provide the 

capability for translating and rotating objects in three dimensions.  The “Stereo” dll call 

mentioned in Section 5.4 outputs an array of x-y-z points used to define a mesh of 3D 

points colored with an array of corresponding RGB colors.  This point cloud is imported 

into a LabView 3D environment as a single object.  This object (the entire point cloud) 

can then be rotated and translated with the LabView functions based on the position and 

attitude measured with the GPS receiver and the analog sensors.  For a given raw pair of 

images the resulting stereo image will be displayed in a 3D environment as a three 

dimensional point cloud.  As an example, the image shown in Figure 5.7 is one of a pair 

of grey scale raw images that is processed and displayed in three dimensions. 

 

 
Figure 5.7.  Grey Scale Raw Camera Image 
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The results are illustrated in Figure 5.8.  As shown, points representative of pixels 

in the raw image are displayed as part of a 3D point cloud.  The green portion of the 

image is a representative virtual horizon which is shown as a point of reference. Also 

displayed in the image is a red rectangular box representative of the Bumblebee camera 

(Center of the Image).  The point cloud is thus plotted in front and relative to the 

Bumblebee camera.  The resulting point cloud is representative of the true dimensions of 

the obstacles within the images and their relative positions to one another in three 

dimensions.   

 

 
 

Figure 5.8.  3D Stereo Plot 
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Chapter 6 
 
Testing and Results       
 
 
   

The composite ground station shown in Figure 6.1 was developed and represents 

the operator’s central interface to the GPS/INS aided vision system.  As shown, the 

interface includes attitude displays, a raw camera image display, and most importantly a 

3D point cloud display.  Additionally, the displays are accompanied with numeric 

indicators and push buttons for acquiring data, saving images, camera zoom, and 

stopping the program. This application provides intuitive control of the system with 

optimal visual feedback of collected sensor data providing complete situational 

awareness to the operator.    

 

 
 

Figure 6.1.  Main Program and Central Interface 
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The main program along with the “Sensor Test” and U-Center applications are 

appropriate tools for testing as they allow users to view the results of the system both 

quantitatively and qualitatively.  The “Sensor Test” application is used solely for the 

purposes of calibrating analog sensors as it reads parses and plots all analog sensor data.  

The U-Center U-blox utility was used to view and quantify the performance of the GPS 

receiver. Meanwhile the main system interface provides the ability to ensure that the 

transformed stereo point cloud corresponds to the numerical calculations of attitude and 

measured changes in position.   

 
 
6.1 Analog Sensors 
 

The first step in testing the system involved ensuring the accuracy of the output of 

the sensors.   As mentioned in Section 5.2 this was done for the analog sensors using the 

“Sensor Test” program which is used to plot a time history of the output of all analog 

sensors.  All the sensors being used are assumed to be linear sensors and therefore a set of 

calibration points were defined in order to back calculate a scale and bias corresponding 

to each individual sensor.  As previously mentioned only the accelerometers and 

magnetometers are used for this first attempt at calculation of attitude.  Although the 

sensor board includes 3 axis gyros as well, they were not yet calibrated or used for this 

first attempt at attitude calculation.   

Each accelerometer was calibrated by aligning it’s axis of measurement with the 

direction of the acceleration of gravity.  The output voltage of this accelerometer was 

recorded as the output corresponding to 1 g.  The same accelerometer was then oriented 

opposite the direction of the acceleration of gravity and the output was recorded as a 

measurement of -1 g.  Lastly, a linear function was derived from these two calibration 

points with a slope and intercept corresponding to the scale, and bias of the sensor.  This 

process was repeated for each of the 3 orthogonal accelerometers.  The derived 

calibration curves are presented in Appendix E.  

Next the magnetometers were calibrated.   Each of the x and y direction 

magnetometers were first oriented north and the output voltage of the magnetometer was 
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recorded.  The voltage measured corresponds to the strength of the earth’s magnetic field 

in the North direction. The sensor was then rotated to a southward direction and the 

output voltage was again measured.  The recorded measurements are assumed to be the 

most positive and most negative measurements of the earth’s magnetic field vector.  A 

linear function was fit to these calibration points with a calculated scale and bias.  

Corresponding calibration curves for the x and y magnetometers are presented in 

Appendix E.  The calculation of heading based on the measurements of the earth’s 

magnetic field in the x and y directions were then tested at various rotations against a 

digital magnetic compass. The heading produced consistently agrees with the magnetic 

compass, thus validating the effectiveness of the sensors. 

Once calibrated, the sensor measurements proved to be accurate but noisy.  This 

problem was immediately fixed with the implementation of a moving average of sensor 

measurements.  While this temporary solution results in poor dynamic response, the 

system is generally unaffected under the prior assumptions that it will be used in quasi-

static conditions.  
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6.2 GPS 
 

In addition to the analog sensors the adequacy of the GPS receiver had to be 

verified as well.  A time history plot of measured latitude and longitude were captured 

using the U-Center utility; the results are shown below in Figure 6.2.  

   
 

Figure 6.2. Latitude and Longitude Charts  
 

The captured data corresponds to variations in GPS measurements of a stationary 

GPS receiver.  The data was captured over a time span of approximately 10 minutes.  The 

shown range of measured latitude and longitude position corresponds to a range of 10-15 

meters in the North and East directions. The variation in GPS measurements can be 

attributed to a number of sources for error such as satellite connectivity, satellite 

occlusion, and atmospheric conditions.  The most likely of which is the loss and gain of 

satellite connections.  The captured data was taken on a relatively clear day however 

during the duration of measurement there were up to 4 satellites drifting in and out of 

connection at any one time.  This could potentially cause the changes in measured 

position.  Nevertheless, the plotted Lat/Long measurements do seem to correspond to the 

2.5m Circular Error Probability (CEP) suggested by the LEA-4A GPS receiver datasheet.  

Although the GPS raw data is far too inaccurate to be the sole measurement of position, 

these inaccuracies can easily be reduced with some form of recursive estimation.  A well 

tuned Kalman filter will improve the accuracy of the position estimation by an order of 
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magnitude. Furthermore, the use of the GPS-derived velocity signal which is inherently 

more accurate than position will also aid in position definition. 

For the time being, raw GPS is not nearly a good enough estimation of position.  

Initial testing of the system will occur at low altitudes; and even a small positional error 

could potentially place stereo data outside the field of view of the camera.  In other words 

two sets of 3D data which are meant to represent the same patch of ground area could be 

mapped meters apart from each other when they should be mapped one on top of the 

other.  This becomes less of an issue at higher altitudes since a small positional error 

corresponds to a smaller percentage of the ground that is misrepresented.  The graph 

shown in Figure 6.3 represents the percentage of the ground area within the field of view 

of the camera that is misrepresented at varying altitudes.  The curves within the plot 

represent positional errors of 1-5 m.   

 
Figure 6.3. Misrepresentation of Ground Area at Varying Altitude 

 

This chart can be used to develop specifications for positional accuracy based on 

the intrinsic properties of the Bumblebee camera and the intended altitude of operation.  

Again, there are many ways to achieve positional accuracy through use of inertial data 

and the GPS velocity signal; these techniques are recommended for future system 

development. 
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6.3 Point Cloud Transformation   
 

In order to adequately test the ability of the vision system to capture and 

transform three dimensional stereo vision data, a method of testing had to be developed 

which would be representative of its intended operation.  A crane-like structure was 

fabricated which the system could be mounted to in a downward facing orientation.  This 

test rig was designed with a swiveling bracket such that the vision system could be free to 

rotate about its z axis.  The entire rig could then be mounted on a four wheeled cart so as 

to allow for changes in x and y position.  The test rig and test arena are shown in Figure 

6.4.  A 6m x 6m grid was marked off with tape at increments of approximately 1m.  This 

grid of lines provides a sharp contrast for easy identification of features but also provides 

orthogonal lines of reference. Additionally, parking cones are used within the test arena 

to represent 3D scene features or obstacles.   The tests conducted within the arena shown 

were an attempt to characterize performance for a single degree of freedom at any one 

time so as to not overcomplicate the results.   

 

 
 

Figure 6.4. Test Rig and Testing Arena 
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The first test conducted was essentially a measure of repeatability under static 

conditions.  With the vision system orientated in the downward facing direction above the 

testing arena, three acquisitions of stereo data were taken and plotted on top of one 

another.  The results are illustrated in Figure 6.5.  During this test all calculations of 

attitude were used to orient the data.  Despite any measurement noise the three sets of 

stereo data seem to be aligned.  In the event that calculations of attitude or heading are 

inaccurate representations of the system’s true orientation, multiple sets of stereo data 

would not align but rather appear slightly shifted from one another.  Multiple sets of grid 

lines would be apparent in the resulting plot, however as shown below there appears to be 

one consistent set of grid lines and three cones as expected.   

 

 
 

Figure 6.5. Static Repeatability Test Results 
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 Next, a test was conducted in order to characterize the performance of the system 

in response to changes in heading.  Three consecutive acquisitions of stereo data were 

taken at various headings and plotted on top of one another.  Between data captures the 

system was rotated about its z axis approximately 20 degrees.  The changes in heading 

are detected by the magnetometers and used to rotate the data to the correct orientation.  

Ideally, 3D points corresponding to features visible at all three headings should all be 

overlaid on top of one another.  Figure 6.6 shows an overhead view of the results.  As 

shown the scene grid lines nearly overlap but are shifted somewhat resulting in a ghosting 

effect of features.  This ghosting effect is a result of two things; measurement noise and a 

shifted axis of rotation.  While a moving average is implemented in order to reduce 

measurement noise, the resulting calculation of heading still varies up to 10 degrees even 

in static conditions.  Additionally, the vision system is rotating about an axis in the z 

direction but offset approximately 10 cm from the optical center of the camera.  Even a 

correct calculation of heading would still result in parallel but slightly offset grid lines.  

These inaccuracies cause the shift in image features presented in Figure 6.6.   

 

 
 

Figure 6.6. Heading Change Test Results 
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 The test for changes in heading was also repeated for a larger rotation.  As with 

the previous test, two acquisitions of stereo data were captured at different headings and 

plotted on top of one another within the virtual environment.  For this test the system was 

rotated 180 degrees between the two captures.  As shown in Figure 6.7 the grid is aligned 

but offset slightly. Note that the bottom right corner of the grid appears as a scattering of 

points and not a continuation of the grid.  This is not an example of inaccurate data bur 

rather points corresponding to the cart used to manipulate the test rig which was 

positioned in this corner of the test arena.  Nevertheless, this test does verify the systems 

ability to detect changes in heading and use that information to correctly place 3D data.  

 
 

 
 

Figure 6.7. 180 Degree Heading Change Test Results 
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 A similar test procedure was used to verify the ability to map the 3D test arena 

using changes in x and y position to create a mosaic image.  Originally, changes in 

position were to be measured using GPS.  However, the drift associated with raw GPS 

measurements is far too great to accurately map the arena.  Subsequently, changes in 

position of the system were measured with a tape measure for this test and the distances 

were manually input as delta displacement.  Measurements of heading and attitude 

though were still used to correctly orient data.  For all translations, heading was fixed in 

the North direction as the system was translated one meter at a time across the test arena.  

The resulting model shown in Figure 6.8 is the combination of 4 stereo data acquisitions 

at various locations across the grid.  Despite the limited field of view of the Bumblebee 

camera, a full model of the test arena was built which is representative of the test arena as 

it appears in the real world.  Again, the black points in the corner of the grid are 

representative of the test cart used to manipulate the system.   

.  

  
 

Figure 6.8. 3D Mosaic Test Results 
 
 
 Lastly, a test corresponding to changes in attitude was conducted in front of the 

lab.  The scene corresponding to the captured data is shown in Figure 6.9 within a raw 

camera image captured by the Bumblebee.  In similar fashion to the preceding tests stereo 

data was captured at various rotations of pitch.  In place of the rigid test rig a fellow 

student was asked to hold the vision system and pitch it in increments of roughly 20 

degrees.   



   

  54 

 
 

Figure 6.9. Raw Image For Pitch Test 
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 Figure 6.10 displays the results of this test.  As shown the vision system was able 

to appropriately orient the stereo data in an effort to build the corner evident in the raw 

image scene.  The data presented is representative of three overlaid acquisitions of stereo 

data.  As shown some of the features within the image are offset slightly.  This 

phenomenon is particularly apparent in the last and top most data capture.  Because there 

was no rigid mount designed for this test, the results were heavily dependant on the 

ability of the participating student to hold the system in the same place.  It is therefore 

conceivable that the system may have shifted slightly between captures resulting in the 

slight offset apparent in Figure 6.10. 

 
 

 
 

Figure 6.10.  Pitch Test Results 
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Chapter 7 
 
Conclusions 
 
 

In summary the developed vision system is capable of producing 3D stereo vision 

data that is geo-referenced.  The integrated accelerometers, magnetometers, gyros, and 

GPS receiver can be used to determine the system’s location and orientation in the real 

world.  Meanwhile, the stereoscopic Bumblebee camera is capable of capturing 3D data 

relative to a camera optical center.  The determined orientation and position of the system 

in the real world can then be used to orient the 3D data in a virtual environment.  While 

not all the sensors were put to use, the concept that the data can be oriented correctly 

using these sensors has been shown.  This concept is further validated by the systems’ 

ability to build a 3D scene of the environment as it appears in the real world; a task that 

would not be possible without the ability to rectify the data.   

In conclusion, the data that the GPS/INS aided stereo vision system is capable of 

producing is clearly useful in resolving a three dimensional scene representative of the 

system’s surroundings.  While certain limitations have been encountered in testing, the 

developed system is not lacking in potential.   An interface such as the one developed for 

this system and displayed in Figure 7.1 allows an operator to view raw images, know the 

position and attitude of the system and above all else, view the surrounding environment 

in a way that resolves any depth or perspective ambiguities apparent in the raw image.  

However, the current version of this system is truly in its infancy.  The methods for 

determining orientation for example are among the most simplified methods.  Likewise, 

using raw GPS data alone has been shown to be far too inaccurate to be the sole 

measurement of position.  Nevertheless, even under these most simplified of conditions 

the system is still capable of producing 3D models that are clearly useful for obstacle 

avoidance.  Further development with this system will only result in better performance.   
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Figure 7.1.  Main Display In Full Operation 
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7.1 Future Work   
 

The current system has been shown to be capable of producing useful results.  

However, the performance of the system is clearly limited to the accuracy of the 

estimation of position and attitude.  It is my recommendation that long term future work 

be concentrated on the development of an appropriate INS algorithm and the design of a 

Kalman filter for the sensor fusion of GPS and INS data.  A recursive estimation of 

position and attitude using the hardware developed for this system could potentially result 

in accuracies on the order of centimeters bringing the system to an optimal level of 

performance.   

In the immediate future the system should be modified for vehicle testing.  The 

system in its current state is nearly ready to be used on board a rotorcraft UAV, the only 

limitation being computational power.  In its current configuration the onboard PC104 

computer does not have the memory capacity to implement remote desktop on top of 

running the main vision program.  This limitation may be reconciled by a simple addition 

of ram or larger designation of virtual memory.  The ability to remote desktop to the 

system would allow a ground station computer access to the full functionality of the 

program through any network connection.  This feature would inevitably allow for 

wireless functionality as originally intended.   

From a practical stand point, the system in its current state is heavier than 

necessary, and a weight reduction is highly recommended for a future version of this 

system.  Without modifying any internal hardware, the system’s weight could be easily 

reduced by approximately 2.5 lbs bringing the system’s total weight to within 3.5 to 4 lbs 

depending on battery configuration.  This would be achieved by redesigning the system 

enclosure, and creating custom cables for the system.  The current aluminum enclosure 

weighs nearly 3 lbs, roughly half of the system’s total weight. By designing a custom 

plastic or carbon fiber enclosure the system could be made to be significantly lighter 

while still maintaining structural integrity.  Additionally, several of the cables used within 

the system are commercial products not nearly the appropriate length for the system.  By 

fabricating custom cables for the internal hardware an additional 0.5 lbs could potentially 

be saved.   
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Appendix A:  Sensor Board Schematic  
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Appendix B:  Bill of Materials 
 
Part Value Device Package Description 
5V_AUX CN-JST_2-S CN-JST_2-S JST2 Connector 
12V_AUX CN-JST_2-S CN-JST_2-S JST2 Connector 
AD_G6 CN-JST_3 CN-JST_3 JST3 Connector 
AD_G7 CN-JST_3 CN-JST_3 JST3 Connector 
AD_R7 CN-JST_3 CN-JST_3 JST3 Connector 

B1 BAT_CR2032 BAT_CR2032 
BU-2032SM-
HD Battery Holder 

C1 220pF CAP-0603 603 Capacitors 
C2 22nF CAP-0603 603 Capacitors 
C3 10uF CAP-1210 1210 Capacitors 
C4 470uF  CAP-POL-7343 7343-POL Polarized Capacitors 
C5 220pF CAP-0603 603 Capacitors 
C6 22nF CAP-0603 603 Capacitors 
C7 10uF CAP-1210 1210 Capacitors 
C8 220uF CAP-POL-7343 7343-POL Polarized Capacitors 
C9 47uF CAP-1210 1210 Capacitors 
C10 47uF CAP-1210 1210 Capacitors 
C11 470uF CAP-POL-7343 7343-POL Polarized Capacitors 
C12 10uF CAP-0805 805 Capacitors 
C13 10uF CAP-0805 805 Capacitors 
C14 10uF CAP-0805 805 Capacitors 
C15 0.1uF CAP-0603 603 Capacitors 
C16 10uF CAP-0805 805 Capacitors 
C17 10uF CAP-0805 805 Capacitors 
C19 0.1uF CAP-0603 603 Capacitors 
C20 0.1uF CAP-0603 603 Capacitors 
C21 0.1uF CAP-0603 603 Capacitors 
C22 0.1uF CAP-0603 603 Capacitors 
C23 470uF CAP-POL-7343 7343-POL Polarized Capacitors 
C24 1uF CAP-0805 805 Capacitors 
C29 22pF CAP-0603 603 Capacitors 
C30 22pF CAP-0603 603 Capacitors 
C34 0.1uF CAP-0603 603 Capacitors 
C39 10uF CAP-0805 805 Capacitors 
C40 0.1uF CAP-0603 603 Capacitors 
C41 0.1uF CAP-0603 603 Capacitors 
C42 0.1uF CAP-0603 603 Capacitors 
C43 0.1uF CAP-0603 603 Capacitors 
C44 0.1uF CAP-0603 603 Capacitors 
C45 0.1uF CAP-0603 603 Capacitors 
C46 10uF CAP-0805 805 Capacitors 
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C47 10uF CAP-0805 805 Capacitors 
C48 0.1uF CAP-0603 603 Capacitors 
C49 1.5nF CAP-0603 603 Capacitors 
C50 1.5nF CAP-0603 603 Capacitors 
C51 1.5nF CAP-0603 603 Capacitors 
C52 10uF CAP-0805 805 Capacitors 
C53 .1uF CAP-0603 603 Capacitors 
C54 .1uF CAP-0603 603 Capacitors 
C55 .1uF CAP-0603 603 Capacitors 
C56 .1uF CAP-0603 603 Capacitors 
C57 .1uF CAP-0603 603 Capacitors 
C58 4.7uF CAP-0805 805 Capacitors 
C59 0.1uF CAP-0603 603 Capacitors 
C60 0.1uF CAP-0603 603 Capacitors 
C61 0.1uF CAP-0603 603 Capacitors 
C62 0.1uF CAP-0603 603 Capacitors 
C63 0.1uF CAP-0603 603 Capacitors 
C64 0.1uF CAP-0603 603 Capacitors 
C65 0.1uF CAP-0603 603 Capacitors 
C66 0.1uF CAP-0603 603 Capacitors 
C67 0.1uF CAP-0603 603 Capacitors 
C68 0.1uF CAP-0603 603 Capacitors 
C69 0.1uF CAP-0603 603 Capacitors 
C70 0.1uF CAP-0603 603 Capacitors 
C71 0.1uF CAP-0603 603 Capacitors 
C72 0.1uF CAP-0603 603 Capacitors 
C73 0.1uF CAP-0603 603 Capacitors 
CN1 TWOPIN TWOPIN TWO_PIN Connector 
CN2 CN-JST_5 CN-JST_5 JST5 Connector 
CN3 CN-SMA CN-SMA SMA Antenna Connector 
CN4 CN-JST_3 CN-JST_3 JST3 Connector 
CN5 CN-JST_3 CN-JST_3 JST3 Connector 
CN14 TWOPIN TWOPIN TWO_PIN Connector 
CPU_PWR NINEPIN NINEPIN NINE_PIN Connector 
D3 D_30BQ060 D_30BQ060 SMC 3A Schottky Diode, 60V 
D4 D_BAT54T1 D_BAT54T1 SOD-123 200mA Schottky Diode, 30V 
D5 D_30BQ060 D_30BQ060 SMC 3A Schottky Diode, 60V 
D7 5mm Red LED LED-5MM LED-2 LED 
FAN CN-JST_2-S CN-JST_2-S JST2 Connector 
FB1 FERRITE-1206 FERRITE-1206 1206 Ferrite Bead 
FB2 FERRITE-1206 FERRITE-1206 1206 Ferrite Bead 
FB3 FERRITE-1206 FERRITE-1206 1206 Ferrite Bead 
FB4 FERRITE-1206 FERRITE-1206 1206 Ferrite Bead 
FB5 FERRITE-1206 FERRITE-1206 1206 Ferrite Bead 
FB6 FERRITE-1206 FERRITE-1206 1206 Ferrite Bead 
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FB8 FERRITE-1206 FERRITE-1206 1206 Ferrite Bead 
FB9 FERRITE-1206 FERRITE-1206 1206 Ferrite Bead 
GND TP TP JP1 Test Point 
HD CN-JST_2-S CN-JST_2-S JST2 Connector 
JP1 JP-3 JP-3 JP3 Connector 
L1 47uH L-CDRH104R CDRH104R Inductor 
L2 47uH L-CDRH104R CDRH104R Inductor 
M1 MOD-SEN_LEA-4A MOD-SEN_LEA-4A LEA-LA GPS Receiver 
M2 MOD-SEN_GYRO MOD-SEN_GYRO BENS_GYRO Gyro Module 
Q1 Q_IRF7317 Q_IRF7317 SOIC-8 Transistor Chip 
R1 4.7k RES-0603 603 Resistors 
R2 3.3k RES-0603 603 Resistors 
R3 5.6k RES-0603 603 Resistors 
R4 4.7k RES-0603 603 Resistors 
R5 3.3k RES-0603 603 Resistors 
R6 29.4k RES-0603 603 Resistors 
R7 1k RES-0603 603 Resistors 
R8 91k RES-0805 805 Resistors 
R9 10k RES-0805 805 Resistors 
R10 10k RES-0603 603 Resistors 
R11 10 RES-2010 2010 Resistors 
R12 4.99k RES-0805 805 Resistors 
R13 4.99k RES-0805 805 Resistors 
R14 4.99k RES-0805 805 Resistors 
R15 1M RES-0805 805 Resistors 
R16 4.99k RES-0805 805 Resistors 
R17 1M RES-0805 805 Resistors 
R18 4.99k RES-0805 805 Resistors 
R19 1M RES-0805 805 Resistors 
R20 4.99k RES-0805 805 Resistors 
R21 1M RES-0805 805 Resistors 
R22 4.99k RES-0805 805 Resistors 
R23 1M RES-0805 805 Resistors 
R24 4.99k RES-0805 805 Resistors 
R25 1M RES-0805 805 Resistors 
R26 10k RES-0603 603 Resistors 
R27 10k RES-0603 603 Resistors 
R28 1k RES-0603 603 Resistors 
S1 SEN_LIS3L02AS4 SEN_LIS3L02AS4 SOIC-24 3 Axis Accelerometer 
S2 SEN_HMC1022 SEN_HMC1022 SOIC-16 2 Axis Magnetometer 
S3 SEN_HMC1021Z SEN_HMC1021Z HMC1021Z Z Axis Magnetometer 
SW2 SW_B3S-1000 SW_B3S-1000 B3S-1000 Momentary Switch 
U$1 VTUS1_INCH VTUS1_INCH VTUS-1_IN VT Unmanned Systems Logo 
U1 IC-PWR_L5972 IC-PWR_L5972 SOIC-8 2A DC-DC Controller  
U2 IC-PWR_L5972 IC-PWR_L5972 SOIC-8 2A DC-DC Controller  
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U3 IC-PWR_MAX660 IC-PWR_MAX660 SOIC-8 Charge Pump 

U4 
IC-
PWR_MIC39101-5 

IC-
PWR_MIC39101-5 SOIC-8 5 Volt Regulator 

U5 
IC-
UC_PIC18F6722 

IC-
UC_PIC18F6722 LQFP-64 Microprocessor 

U6 IC-COM_MAX3223 IC-COM_MAX3223 TSSOP-20 Serial Transceiver 
U7 IC-ADC_ADS8345 IC-ADC_ADS8345 SSOP-20 Analog to Digital Converter 
U8 IC-ADC_ADS8345 IC-ADC_ADS8345 SSOP-20 Analog to Digital Converter 
U9 IC-AMP_OPA4350 IC-AMP_OPA4350 SOIC-14 Operational Amplifier 
VJ1 VI-J00-EY MOD-PWR_VI-J00 VI-J00 Vicor 5 volt 50W DC to DC 
Y1 14.7456MHz XTAL-CS10 CS10 Crystals 
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Appendix C: Mechanical Drawings  
Sensor Board Top Silk Screen 
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Sensor Board Top Copper 
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Sensor Board Top Solder Mask 
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Sensor Board Bottom Copper 
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Sensor Board Bottom Solder Mask 
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Sensor Board Drill Holes 
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Appendix D:  Code   
 
Microprocessor Algorithm: 
 
#include <18F6722.h> 
 
#device adc=8 
#fuses NOWDT, HS, NOPROTECT, NOLVP 
 
#use delay(clock=14745600) 
#use rs232(baud = 9600, parity = N, xmit = PIN_C6, rcv = PIN_C7, bits = 8) 
 
// ADC data in 
#define AD_DIN PIN_C5 
 
// ADC clock 
#define AD_DCLK PIN_C3 
 
// Mag Set-Reset 
#define SET_RESET_PIN PIN_A3 
 
// Gyro and temp 
#define AD_CS_1 PIN_A4 
 
// Accelerometer and magnetometer 
#define AD_CS_2 PIN_A5 
 
// A/D channels 
#define CHANNEL_0 0b10000111 
#define CHANNEL_1 0b11000111 
#define CHANNEL_2 0b10010111 
#define CHANNEL_3 0b11010111 
#define CHANNEL_4 0b10100111 
#define CHANNEL_5 0b11100111 
#define CHANNEL_6 0b10110111 
#define CHANNEL_7 0b11110111 
 
int16 read_from_spi(BYTE cs, BYTE channel) { 
   BYTE data; 
   int16 result = 0; 
 
   // Select the A/D (it's active low) 
   if(cs == 1) 
      output_low(AD_CS_1); 
   else if(cs == 2) 
      output_low(AD_CS_2); 
   else 
   { 
      printf("Invalid CS\n\r"); 
      return 0; 
   } 
 
   spi_write(channel); // Request which channel of the A/D to get 
   result = spi_read(0); 
   result = result << 8; 
   data = spi_read(0); 
   result = result | data; 
   result = result << 1; 
   data = spi_read(0); 
   result = result | data; 
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   if(cs == 1) 
      output_high(AD_CS_1); 
   else if(cs == 2) 
      output_high(AD_CS_2); 
 
   return result; 
} 
 
void main() 
{ 
   BYTE x; 
   int16 Sensor_Data[16]; 
 
   delay_ms(10000); 
 
   output_high(AD_CS_1); // Start out with both A/Ds not selected 
   output_high(AD_CS_2); 
   output_low(AD_DIN); 
   output_low(AD_DCLK); 
 
   setup_spi(SPI_MASTER | SPI_XMIT_L_TO_H | SPI_L_TO_H | SPI_CLK_DIV_16); 
   printf("SPI setup complete...\n\r"); 
 
   while(true) 
   { 
      output_high(SET_RESET_PIN); delay_ms(5); 
      output_low(SET_RESET_PIN); delay_ms(5); 
 
      Sensor_Data[0] = read_from_spi(1, CHANNEL_0); 
      Sensor_Data[1] = read_from_spi(1, CHANNEL_1); 
      Sensor_Data[2] = read_from_spi(1, CHANNEL_2); 
      Sensor_Data[3] = read_from_spi(1, CHANNEL_3); 
      Sensor_Data[4] = read_from_spi(1, CHANNEL_4); 
      Sensor_Data[5] = read_from_spi(1, CHANNEL_5); 
      Sensor_Data[6] = read_from_spi(1, CHANNEL_6); 
      Sensor_Data[7] = read_from_spi(1, CHANNEL_7); 
      Sensor_Data[8] = read_from_spi(2, CHANNEL_0); 
      Sensor_Data[9] = read_from_spi(2, CHANNEL_1); 
      Sensor_Data[10] = read_from_spi(2, CHANNEL_2); 
      Sensor_Data[11] = read_from_spi(2, CHANNEL_3); 
      Sensor_Data[12] = read_from_spi(2, CHANNEL_4); 
      Sensor_Data[13] = read_from_spi(2, CHANNEL_5); 
      Sensor_Data[14] = read_from_spi(2, CHANNEL_6); 
      Sensor_Data[15] = read_from_spi(2, CHANNEL_7); 
 
      for(x = 0; x < 16; x++) 
         printf("%lu ", Sensor_Data[x]); 
      printf("\r\n"); 
   } 
} 
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Bumblebee dll: 
 
// proxydll.cpp : Defines the entry point for the DLL application. 
// 
 
#include "stdafx.h" 
#include <stdio.h> 
#include <stdlib.h> 
#include "triclops.h" 
#include "digiclops.h" 
#include "pnmutils.h" 
 
#pragma warning(disable:4996) 
 
#ifdef _MANAGED 
#pragma managed(push, off) 
#endif 
 
BOOL APIENTRY DllMain( HMODULE hModule, 
                       DWORD  ul_reason_for_call, 
                       LPVOID lpReserved 
      ) 
{ 
    return TRUE; 
} 
 
__declspec(dllexport) int GrabImage(unsigned char* Image) 
{ 
 /* 
* Example 2: 
* 
* Gets input from the Digiclops, and performs stereo processing 
* to create a disparity image. A raw image from the reference camera 
* and the disparity image are both written out. 
*/ 
 
 
TriclopsContext triclops; 
TriclopsImage refImage; 
TriclopsInput inputData; 
DigiclopsContext digiclops; 
// open the Digiclops 
digiclopsCreateContext( &digiclops ); 
digiclopsInitialize( digiclops, 0 ); 
// get the camera module configuration 
digiclopsGetTriclopsContextFromCamera( digiclops, &triclops ); 
// set the Digiclops resolution 
// use 'HALF' resolution when you need faster throughput, especially for 
// color images 
// digiclopsSetImageResolution( digiclops, DIGICLOPS_HALF ); 
triclopsSetDisparityMapping( triclops, 0, 255 ); 
triclopsSetDisparityMappingOn(triclops, true ); 
digiclopsSetImageResolution( digiclops, DIGICLOPS_FULL ); 
// start grabbing 
digiclopsStart( digiclops ); 
// grab an image 
digiclopsGrabImage( digiclops ); 
digiclopsExtractTriclopsInput( digiclops, STEREO_IMAGE, &inputData ); 
// Preprocessing the images 
triclopsPreprocess( triclops, &inputData ); 
// retrieve the raw image from the triclops context 
triclopsGetImage( triclops, TriImg_RAW, TriCam_REFERENCE, &refImage ); 
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for (int i(0);i<refImage.ncols*refImage.nrows;++i) 
 Image[i]=refImage.data[i]; 
 
// close the digiclops 
digiclopsStop( digiclops ); 
digiclopsDestroyContext( digiclops ); 
// destroy the triclops context 
triclopsDestroyContext( triclops ) ; 
return refImage.ncols*refImage.nrows; 
} 
 
__declspec(dllexport) int Stereo(int maxPoints, float position[][3], unsigned 
char color[][4], unsigned int rightImage[240][320]) 
{ 
 TriclopsInput stereoData; 
 TriclopsInput colorData; 
 TriclopsImage16 depthImage16; 
 TriclopsColorImage colorImage; 
 TriclopsContext triclops; 
 DigiclopsContext digiclops; 
 
// FILE* f = fopen("C:\\file.txt", "w");// Debugging text file 
 
// fprintf(f, "initilize\n"); 
// fprintf(f, "MaxPoints: %d\n",points); 
// fflush(f); 
 
 // open the Digiclops 
 digiclopsCreateContext( &digiclops ); 
 digiclopsInitialize( digiclops, 0 ); 
 // get the camera module configuration 
 digiclopsGetTriclopsContextFromCamera( digiclops, &triclops ); 
 // set the digiclops to deliver the stereo image and right (color) image 
 digiclopsSetImageTypes( digiclops, STEREO_IMAGE | RIGHT_IMAGE ); 
 // set the Digiclops resolution 
 // use 'HALF' resolution when you need faster throughput, especially for 
 // color images 
 // digiclopsSetImageResolution( digiclops, DIGICLOPS_HALF ); 
 digiclopsSetImageResolution( digiclops, DIGICLOPS_FULL ); 
 // start grabbing 
 digiclopsStart( digiclops ); 
 
 // set up some stereo parameters: 
 // set to 320x240 output images 
 triclopsSetResolution( triclops, 240, 320 ); 
 // set disparity range 
 triclopsSetDisparity( triclops, 1, 100 ) ; 
 triclopsSetStereoMask( triclops, 11 ) ; 
 triclopsSetEdgeCorrelation( triclops, 1 ) ; 
 triclopsSetEdgeMask( triclops, 11 ) ; 
 // lets turn off all validation except subpixel and surface 
 // this works quite well 
 triclopsSetTextureValidation( triclops, 0 ); 
 triclopsSetUniquenessValidation( triclops, 0 ); 
 // turn on sub-pixel interpolation 
 triclopsSetSubpixelInterpolation( triclops, 1 ) ; 
 // make sure strict subpixel validation is on 
 triclopsSetStrictSubpixelValidation( triclops, 1 ); 
 // turn on surface validation 
 triclopsSetSurfaceValidation( triclops, 1 ); 
 triclopsSetSurfaceValidationSize( triclops, 200 ); 
 triclopsSetSurfaceValidationDifference( triclops, 0.5 ); 
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 // grab the image set 
 digiclopsGrabImage( digiclops ); 
 // grab the stereo data 
// fprintf(f, "Grabed Image\n"); 
// fflush(f); 
 digiclopsExtractTriclopsInput( digiclops, STEREO_IMAGE, &stereoData ); 
 // grab the color image data 
 // (note: if you are using a B&W Digiclops, this will of course be 
 // in B&W) 
 digiclopsExtractTriclopsInput( digiclops, RIGHT_IMAGE, &colorData ); 
 // preprocessing the images 
 triclopsPreprocess( triclops, &stereoData ) ; 
 // stereo processing 
 triclopsStereo( triclops ) ; 
 // retrieve the interpolated depth image from the context 
 triclopsGetImage16( triclops, TriImg16_DISPARITY, TriCam_REFERENCE, 
&depthImage16 ); 
 triclopsRectifyColorImage( triclops, TriCam_REFERENCE, &colorData, 
&colorImage ); 
 
// fprintf(f, "start loop\n"); 
// fflush(f); 
 // determine the number of pixels spacing per row 
 const unsigned int pixelinc(depthImage16.rowinc/2); 
 int nPoints(0); 
 
 for(int i(0), k(0); i<depthImage16.nrows; ++i) 
 { 
  const unsigned short* row(depthImage16.data+i*pixelinc); 
  for(int j(0); j<depthImage16.ncols; ++j,++k) 
  { 
  
 rightImage[i][j]=(colorImage.red[k]<<16)+(colorImage.green[k]<<8)+(colorI
mage.blue[k]<<0); 
   const int disparity(row[j]); 
   // filter invalid points 
   if(disparity<0xFF00) 
   { 
    // convert the 16 bit disparity value to floating 
point x,y,z 
    float x, y, z; 
    triclopsRCD16ToXYZ( triclops, i, j, disparity, &x, 
&y, &z ) ; 
    // look at points within a range 
    if ( z < 5.0 && nPoints<maxPoints) 
    { 
     ++nPoints; 
     color[nPoints][0]=colorImage.red[k]; 
     color[nPoints][1]=colorImage.green[k]; 
     color[nPoints][2]=colorImage.blue[k]; 
     position[nPoints][0]=x; 
     position[nPoints][1]=y; 
     position[nPoints][2]=z; 
    } 
   } 
  } 
 } 
// fprintf(f, "end loop\n"); 
// fflush(f); 
 
 // close the digiclops 
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 digiclopsStop( digiclops ); 
 digiclopsDestroyContext( digiclops ); 
 // destroy the triclops context 
 triclopsDestroyContext( triclops ) ; 
// fprintf(f, "closed camera\n"); 
// fflush(f); 
// fclose(f); 
 
 
 return nPoints; 
} 
 
 
#ifdef _MANAGED 
#pragma managed(pop) 
#endif 
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LabView GUI Front Panel: 
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LabView GUI Back Panel: 
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Appendix E:  Calibration Curves 
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