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ABSTRACT 

Just as image processing and image data bases have moved out of the lab and into the 

office environment, so has the need for image enhancement. Image scanners must to be able to 

capture and store a wide variety of information including faded documents, carbon copies, 

signatures, postmarks, etc. OCR systems put further demands on scanned image quality in terms 

of low noise, and unbroken disconnected characters. Straight thresholding techniques do not 

always meet the performance requirements, but by applying simple image processing techniques 

some of these problems can be solved. However, more burden is placed on the users to control 

the image enhancement techniques. The users, most of whom have little technical background, 

want no part in adjusting parameters. This paper proposes a method of examining small windows 

of the image to derive parameter settings autonomously. Histograms allow rudimentary measures 

to be used in setting parameters for edge detection, non-linear filters, and point operators such 

as non-linear gray scale mapping. Some examples of automatic parameter setting are given in 

chapter three. 
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Terminolo2Y: or what I mean when I say 

automatic parameter setting (APS): The application to which this thesis is directed. Also, 
setting parameters of local image operators based solely on the image data, such that no user 
input is necessary. 

binary image: A digital image file where every pixel is either black or white, no grey. 

black and white image: An image that was intended to have only two colors, such as black and 
white. An example would be a newspaper where black is the print or the information, and white 
is the paper or the background. 

charge coupled device (CCD): A light sensitive electrical device, it outputs a voltage 
proportional to the intensity of the light shining on it. 

data quantization: Another expression that is used for describing grey scale data. The number 
of grey levels that image is digitized to, normally a power of 2, e.g. 2,4,8, etc. 

dots per inch (Dpn: A unit of measure for resolution in scanners and printers. The higher the 
number the finer the detail that can be captured and displayed. Typical values are 200, 300, and 
recentI y 400 D PI. 

foreground distance: The distance from the foreground peak to the farthest value in the 
background, derived from the grey value histogram. 

grey scale image: A digital image file where each pixel can be one of many shades of black to 
white. Typically the number of shades of gray is a power of two, e.g. 16, 32, 64. 

half power width(lIPW): The width of the main lobe of the log-difference histogram, as 
measured at the half power point of the peak of the log-difference histogram. 

local operator: An operator that performs a function on a small window of the image, typically 
a 3x3 or 5x5 block of pixels. The window is moved from one pixel to the next, each time 
computing the operator function, until the entire region of interest is covered. 

noise (image): Unwanted information. 

non-linear filters: A broad class of image filters that utilize non-linear operations, such as 
thresholding, median filters, Jogarithmic scaling, etc. 

optical character recognition (OCR): The process of converting a digitized image, in bit map 
form, into text file that the computer can read as characters and words. The output file should 
be suitable for use in a word processing application. 

parameter settings: In conjunction with local operators; most operators have one or more 
parameters, for instance threshold values. Changing the settings of the operator parameters 
changes the behavior of the operator. 
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photostat: A method of copying a document using a photographic paper. Supposedly a permanent 
record, but tends to fade with time from handling, poor processing, and exposure to light. 

pixel, picture element: When digitizing an image, it is necessary to divide the image into small 
pieces. Each of these small pieces, pixels, will have a constant value for its entire area. Usually, 
the pixel refers to the smallest area unit of a digitized image. 

point operator: An operator that performs a function on a single pixel of the image; for example, 
doubling the value of each pixel, or subtracting 3 from the value of every pixel. 

pseudo-laplacian (PSDLPL): A local operator that can be used to enhance the edges in a grey 
scale image or detect edges in converting grey scale to binary. 

region of interest (ROn: A subsection of the entire image, usually isolated for some special 
form of unspeakable torture. 

scanner: Any paper, or film document digitizer, including FAX machines. Digitized images may 
be black and white or gray scale. 

separation: The distance between the foreground peak and the background peak of the grey value 
histogram. 
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Now. I know why I'm here, not for a closer look at the moon. but to look back at our home, 
Earth. -Alfred Worden from the moon. 

Chap 1 Introduction and Background 

1.1 Motivation 

Why would anyone want to automatically analyze an image? That is, if the technology 

were available and the price not too exorbitant, what could we hope to gain? The following 

sections provide discuss a particular need and application for automatic image analysis and 

enhancement. 

1.1 t 1 Expandim: Markets 

The paperless office, what a hoax! Of course the real joke is that computers were 

suppose to reduce the need for paper communication. Electronic mail, teleconferencing, floppies 

not flyers, were the promise of the future. As every self-aware American now knows the 

computer revolution has created more paper than ever. Most of it has apparently gone into junk 

mail and congressional budget reports, or are they the same thing? And yet, just as man has 

struggled with problems created by nuclear power, so has he wrestled with the profusion of paper 

producing PC's, PDP's, Pyramids and their paternal partners. Technology may still get the 

upper hand. Recently "the image scanner and the optical storage disc have joined in the fight 

against paper proliferation. One of the major obstacles in reducing paper waste is what to do 

with all the paper information out there already. Hand entrY is not realistic, given the amount 

of paper documents in circulation, and does not address the problem of graphic information. 

Graphical information highlights the real beauty of image scanners. Scanners capture most of 

the information; including the signatures, graphics, and annotations in the margins. These 

scanned images can require 1M byte of space for an 8.5" x 11" binary image scanned at 300 dpi. 

Now consider that optical storage media can store hundreds of megabytes on a single 5" disk. 

A trained operator can scan and store thousands of documents onto a single 5" optical disk using 

1 



fast simple compression/decompression algorithms. The contents of a filing cabinet can be 

scanned and stored in a desk drawer. All of this scanning and storing is currently going on and 

the market appears to be growing. The ubiquitous facsimile machine has played no small part 

in paper scanning and junk generation. As such, the FAX machine must be included in the 

scanning market as well. The first point of motivation is: image scanning and processing is 

currently an important growing market, and should continue for the foreseeable future. 

1.1.2 The Need for Better Scannin& Solutions 

Current image scanning devices do not meet all the needs of the consumer. Some 

documents are not well suited for scanning, a few examples are carbon copies, faded or yellowed 

documents, documents from faded typewriter ribbons, photostats, documents that have been taped 

together, postmarks, pencil writing. These kinds of documents are quite common, but most 

scanners have trouble capturing all their information. Or if the scanner does capture all the 

detail, the information may be obscured by the noise that was picked up as well. 

These problems can wreak havoc with optical character recognition (OCR) systems. If 

the image is too faint the characters will be broken when they are scanned. The broken 

characters more closely resemble punctuation marks than letters. If the scanner sensitivity is 

increased to prevent broken characters, other characters may start to bleed together. Small 

openings in the characters may become filled or background noise may show up to confuse the 

OCR system. Low document quality in both cases results in poor performance by the OCR 

system. 

The second point of motivation: most scanners can not presently handle the diversity of 

document qualities. The problem becomes more acute when trying to use scanners in conjunction 

with OCR systems. 



1.1.3 Down with ThreshoIdin" 

Most scanning devices use straight thresholding to digitize an image into black and white. 

If a pixel's value is above the threshold value, the pixel is set to black, otherwise it is white. The 

threshold is simple, and very crude, and is oblivious to any local variations in a document. Some 

scanners attempt to improve the threshold by using automatic gain control (AGC) in the analog 

to digital conversion (ADC). While AGC may improve the scanner's performance by attempting 

to track variations in background intensity, the poor signal to noise ratios of low contrast images 

still make thresholding unreliable. 

Yet, there is a plethora of simple algorithms and heuristics to massage the gray scale 

image data and extract most if not all of the information. The routine can be implemented in a 

local or point operator. Local and point operators lend themselves well to hardware realizations 

and therefore real time computation. With real time performance, the users will be unaware of 

the extra processing. Their results will be improved, but the throughput will not be diminished. 

Therefore, the third point of motivation: technology can improve the quality of scanned images 

and keep pace with the variety of documents without sacrificing throughput. 

1.1.4 Unwanted Operator Feedback 

An undesirable property of a great many local and point operators is the requirement of 

user input. Several non-linear filters require the user to enter threshold values, and most edge 

detectors require some threshold input or sensitivity setting. Now, as mentioned above, this 

scanning equipment is moving recklessly into the hands of non-technical users. It can take a 

considerable amount of time to train people to use the enhancements. Most users do not want 

to be bothered with setting parameters even if they have technical training to do so. There are 

large archiving projects that require scanning and storing thousands, or millions of documents. 

It is not economical to have an operator monitor every scan and make adjustments for each of 

the images. It is slow, boring, and can lead to poor quality image scanning. Which brings us 



to our fourth and final motivational point: the users want all of the benefits of image 

enhancement, without the pain. 

1.2 The Problem 

So to recapitulate, there is a solid market for image scanning. There is need for higher 

performance scanners. The users want greater performance without the headaches of learning 

how to use it, or having their scanning systems asking them obtuse questions like, "What 

comparison threshold value?". The difficulty lies in utilizing the simple fast enhancements of 

local and point operators without hampering the user, suffering throughput reductions, or adding 

undue expense to the scanning system so as to make it unsalable. Specifically, how can the 

proper settings of the image operators be found given only the gray scale image data, and no a 

priori knowledge of the image, or input from the user? 

1.3 The Goal 

The goal of this discussion is to outline a general method of image analysis that can be 

easily applied to local operators. The analysis method must be suitable for real time processing. 

It must give accurate consistent results that are comparable with the results of a trained 

experienced user. The image analysis technique must be cost effective; i.e. marketable. 

1.3.1 Some Restrictions 

The image analysis routines will determine the parameters for specific pre-chosen image 

operators. The analysis routines are not intended to select the operators themselves. 

The discussion of image enhancement techniques will be limited to local and point 

operators. As previously stated, the goal is for real time processing, and the data handling 

requirements for global operators do not facilitate real time processing. 



The discussion will be limited to two tone images, typically black and white. Although 

color scanners and printers are gaining broader market shares, the vast majority of documents 

for scanning are two tone images. 

Although the ultimate goal is to produce a working real time hardware version of the 

automatic analysis, for the purpose of this study only software versions will be implemented. 

This restriction is unfortunately necessary to meet time and money constraints. 

1.4 The Proposed Solution 

Of the criteria mentioned above in section 1.3, the real time performance is the most 

stringent. In fact, the real time computation dictates that the analysis routine be simple. 

Although there are specialized chips and chip sets for performing fast 20 transforms, their cost 

and complexity make transform techniques impractical. Many of the transforms are memory 

hungry, may need multiple bytes per data word to maintain precision, and may require multiple 

passes on the data. The same arguments apply to correlation functions and the co-occurrence 

matrix. Instead, the image analysis method put forward here will depend on histograms taken 

over small regions, analysis windows, of the image. 

1.4.1 Windowinc the Imace 

The histograms will be generated over a small window of the image to facilitate real time 

processing. While the histograms for one window are being analyzed, a second window is used 

to generate histograms for the next area of the image. Then the windows will switch, the first 

window will generate histograms for the next portion of the image, and the second window will 

be analyzed. In this way, the two windows will ping-pong in histogram generation and analysis 

working their way through the image. The use of small windows reduces the memory demands 

and allows the analysis to respond to local variations in the image. The details of window size, 

shape, overlap and other considerations are discussed in much more detail in later sections. 

Suffice to say that there are many factors to consider in picking the window. 



1.4.2 ffistouams 

"The histogram!?" you scoff? The histogram is a simple, effective tool for image 

analysis. It req~ires only one pass on the data, and it needs little memory. It does not require 

multiplication or division, and it has a simple fast hardware realization. Generating the 

histograms from small areas of the image will decrease the amount of memory needed. It will 

also permit the anal ysis routine to track local variations in the image. The length of the 

histogram is dependent on the number of grey levels per pixels, not on the size of the window. 

Therefore, histogram search times are independent of the window sizes. Histograms provide a 

straightforward means of graph ical presentation, and are easy to explain. The histogram is a 

natural for real time image analysis. 

The proposed method will actually utilize two histograms; the grey scale image data 

histogram and the local differences histogram. The difference histogram will be generated by 

taking the absolute value of four local differences for each pixel in the region of interest (ROI). 

The four differences will come from the two orthogonal and two diagonal directions. The 

absolute values of the differences will then be sorted into a histogram. From the two histograms 

simple measures can be made that will determine the parameter settings for the local operators. 

The measurements will need to be tailored to the image operator that was selected. 

1.4,3 Research With ffistoerams 

The histogram has long been used in image analysis. Most notably, the difference 

histogram has appeared in texture analysis and segmentation [Adimari et al. 1981]. Researchers 

have shown the difference histogram to be more reliable than Fourier domain features in 

characterizing image textures [Weszka et al. 1976]. Their studies compared the Fourier 

transform features, gray level co-occurrence matrix and difference histograms. The features from 

the difference histogram were almost as reliable as the co-occurrence matrix. However, the 



difference histogram is much easier to compute. Other researchers have used the difference 

histogram as a measure of tr edginess n, while attempting to segment objects from the background 

[Danker and Rosenfeld 1981]. The most common use of histograms has been in image contrast 

enhancement. A large number of researchers have utilized grey value histogram analysis and 

transforms to improve image contrast and intelligibility [ Frei 1977, Hummel 1977, Gonzalez, 

Wintz 1987], 

1.5 How to Measure Success 

There must be a way to determine whether there is substance to this treatise, or if it is 

merely the idle wanderings of a demented, overworked, and underpaid graduate student. The 

most obvious test for success would be to look at the final results. Sometimes the blessing, other 

times the bane of image processing, the results speak quite well for themselves. A second test 

of performance would be to examine the statistics of the image measures and the resulting 

parameters. Examining the variance of the measures and parameters over the image may be a 

suitable test. Comparing the average parameter settings for an image with those of an 

experienced operator is yet another criterion. 

A separate test may be applicable for the special case of the pseudo laplacian operator. 

Statistics are available from an archival project that used the pseudo laplacian operator for image 

enhancement. The parameters were set manually by trained personnel. The sample size was 

approximately 7500 scans and some statistics are available on the parameter settings. Comparing 

the statistics from the archival project with the statistics of the automatic parameter setting may 

be useful. This case will be addressed more specifically in Chapter 3 in the pseudolaplacian 

example. 

.1 



Assuming the proposed solution has merit, the issue of cost can be addressed by proposed 

hardware architectures and estimated expense of the hardware. Determining what price the 

market will support is a difficult task in itself, and market surveys are outside the scope of this 

paper. Comparisons will be drawn to existing hardware scanning enhancements. 

1.6 To summarize 

There is a current need for image enhancement products that can perform well with little 

or no operator training. There are many fast and effective methods of enhancing images, but the 

process generally requires some operator feedback. This paper will address a methodology for 

quickly analyzing images. The parameters of a preselected image operator can be derived solely 

from the image analysis. Thus, the user will be relieved of setting the operator parameters 

himselflherself. Some examples of the technique are provided as well. 



Of ail the windows Hann and Hamming 

I'm growing confused, my mind is jamming 

Convolving and sliding, it's all insane 

One thing IS for sure, windows are a pane. 

-Anonymous 

Chap 2. Methods and Madness 

This chapter will explore three elements of the automatic image analysis in more detail. 

The first is the selection of the appropriate size for the analysis window size. We will see that 

the window size is tightly coupled with the effectiveness of the automatic analysis. The 

difference histogram will be addressed second. The way in which the difference histogram is _ 

generated and what information can be gained from it are discussed. Thirdly, the generation and 

analysis of the grey histogram will be addressed. Final comments about the three elements will 

be entertained in the last section of this chapter. The discourse on image analysis is intentionally 

general to allow for the wide variety of local operators and image enhancement applications. 

Chapter 3 will provide more concrete examples. 

2.1 Ima&e Window Size Selection 

One of the first things considered in this project is how large an area of the image do we 

analyze; the whole image, half, one quarter? It is terrible to give the ending of a good mystery, 

but the optimal window has not been found, yet. Part of the problem stems from the subjective 

nature of some performance tests, Le. "Does the image look better or worse?". The large 

number of factors involved with the selection of window size is also problematic. The following 



sections illustrate the more important points. The discussion is divided into reasons to increase 

window size, decrease window size, and those reasons that do not have clear directions. 

2.1.1 Factors for increasine the window size 

The first factor in selecting the window size is ensuring a large enough sample to 

accurately retlect the characteristics of the image subsection. If the window is too small the 

sample may be biased and throw off the image analysis. For instance, if the image data has eight 

bits of grey scale, both histograms will have 256 bins, 28. A small window, less than 16x16 with 

256 total pixels, may not fully populate the histograms, and thus provide poor image measures. 

The effect of smaller windows can be seen in the variance of the measures taken from the 

histograms and the variance of the resulting parameters as a function of window size, table 2.1. 

Figure 2.1 Image after Pseudolaplacian Edge Detection using automatic parameter setting. 
The analysis window was 20X20 pixels. Seams can be seen in the characters and in the 
stamp. 
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The high variance associated with the smaller windows seems to be is due to the poor 

sample rather than local variations in the image. If an artificial image is used, such as the 

Abingdon cross,' the same relation between measurement variance and window size results. The 

abingdon cross has large regions of identically distributed pixels values, or uniform texture, 

[preston 1986]. The variance of the measurements should not increase as a result of image 

variations, because the windows will always fallon uniform regions. In fact, the relationship 

between measurement variance and window size was exhibited by all the test images. 

What is curious is that variance normally decreases as the sample size increases. The 

smaller the window the more samples per image and presumably the lower the sample variance. 

The larger the window the less samples per image and the larger the sample variance. The 

smaller sample sizes can be partially compensated by making multiple passes on the image. The 

starting pixel for is selected randomly for each pass, otherwise the analysis would be identical 

for each pass. The multiple pass technique reduced the variance from the larger windows. The 

results in the table 2.1 did not use multiple passes for the larger windows. It is not certain that 

the multiple passes do not bias the statistics. The relation between window size and measurement 

variance can be made without the added computation of multiple passes. 

A high variance in the measures may show up in the final output image as small square 

patches with seams between patches. The seams are due to changing the operator's parameter 

too drastically from one window to the next. The number of pixels, and differences per window 

increase linearly with area of the window. 

11 



Table 2.1 Effects of window size on the variance of histogram measures. HPW is the half 

power width of the main lobe of the difference histogram, SPRD is the spread of the grey scale 

value histogram. Inlg 1 is the photostat STAMP1.img displayed in figure X, Irng 2 is the 

FEDX.img Carbon Copy. These tables are plotted in figures 2.4 , 2.5. 

Size 16X16 20X20 24X24 32X32 4OX40 52X52 64X64 80X80 

Irng 1 

HPW 20.8 20.3 19.2 17.4 15.6 14.4 13.4 13.5 

SPRD 2.87 2.62 2.42 1.90 1.74 1.43 1.22 .958 

Img 2 

HPW 26.1 24.8 20.9 17.3 12.2 12.9 11.9 11.4 

SPRD 3.76 3.42 3.26 2.91 2.63 2.25 1.50 1.39 

A second factor that advocates enlarging the window size is the imposed requirement of 

real time parameter computation. In general, the collection of the histogram data is more simple 

than the analysis of the histogram data. The histograms can be generated in 'real time using off

the-shelf parts. The histogram analysis can be quite complex and may require high end 

components to compute efficiently. A larger window provides more time to analyze the window 

and compute the parameters before the next window is due. If the window is sized to cover the 

entire page the analysis would be performed only once per page. A window size of 16X16 pixels 

on a 8" x 11.5" image at 300 dpi would require the analysis and parameter computation to be 

performed approximately 32K times. The time required to perform the histogram analysis is 

independent of the window size, because the size of histogram is not dependent on the size of the 

window. The analysis routines take the same time whether the window is the entire page or just 
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one pixel. If the time to compute the parameters is K sec/window and there are X windows per 

page: 

Total Computation Time = K s/window * X window/document = Tic s/document 

for real time processing we need Taam = Tic-

The time available for parameter computation is proportional to the area of the analysis window 

dependent on how the windows are scheduled. 

A third factor for increasing the size of the window is to reduce the number of windows 

per line. Reducing the number of window per line will aid in the hardware realization. All 

pixels in tht line ---> 
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Figure 2.2 Allocating the pixel data to the proper window during histogram generation. 



scanners transmit the image data as a non-interlaced raster scan, a ID stream of data. For the 

fIrst line of data and using a window size of NxN, the first N pixels are sorted to the first 

window's histograms. The next N pixels are sorted into the second window's histograms and so 

on until the line ends and the next line begins, figure 2.2. The partial histograms will have to 

be saved until N lines of data have been read and the histograms have been completed. For an 

image width of M pixels there would need to be MIN windows and 2 * MIN histograms, one 

difference histogram and one grey scale histogram for each window. Therefore, the larger the 

window, the fewer windows per line and the fewer histograms needed per line. Fewer 

histograms will require less memory, less control logic, and less board real estate. 

2.1.2 Factors for decreasin& window size. 

The first consideration for decreasing the window size results from the system 

requirement for hardware implementation. The larger the window the more lines of image data 

that must be stored. The more lines stored the more memory that is needed. Consequently, 

board real estate and system cost are increased. This factor directly contradicts the third reason 

for enlarging the window size which was just given. Remember that the analysis of the window 

will furnish parameters for a local operator. The local operator will then be applied to the 

original image data covered by that window. Therefore, the image data must be held until the 

window analysis is complete and the necessary parameters are generated. For NxN windows, 

N lines of image data must be stored while waiting for the parameters to be generated. Using 

the letter size image at 300 dpi again, there are 2550 bytes per line, so 2550 X N bytes of fast 

memory are needed to buffer the image data. 

A second reason for decreasing the window size is to make the analysis more sensitive 

to local variations in the image. Quite frequently the image texture and quality changes over the 

document, especially with the poor quality documents with which we are concerned. A single 

set of parameters for a local operator may work fme for one portion of the image, but quite 



poorly in another portion. A smaller window wi1l allow the analysis to track variations in the 

image and tailor the parameter settings accordingly. 

Again, we are faced with the direct contradiction between this concern for decreasing the 

window size and the first factor for increasing the window. The designer must weigh the 

responsiveness of the smaller windows against their higher variance in measurements. If the 

window size is too large the benefits of the automatic analysis are not fully realized. Conversely, 

if the window is too small the high variance may produce distortions and artifacts in the final 

image. 

2.1.3 A Third Group to Consider 

It was discovered in the course of studying the effects of window size, that the 

dimensions of characters and objects in the image in relation to the window size affects the 

analysis. Given that the window size is approximately the same size as the characters the image 

analysis degrades noticeably. The window would pick up portions of characters but rarely the 

entire character. If the window only covered a small comer of the object, it would appear as 

noise to the analysis. Qualitatively, distortions in characters would begin to show between 

windows due to poor parameter selection. Quantitatively, the variance of histogram. measures 

would increase compared to the variance from larger windows that covered several characters. 

Decreasing the window size, such that the window is much smaller than a typical character, 

would normally decrease the measurement variance. However, for some images the measurement 

variance would stay relatively constant as the window size was decreased. Eventually the 

variance would begin to increase when the window became too small, see figures 2.4, 2.5. 

Not all of the images supported this size criterion with quantitative results. Most of the 

test images exhibited visual degradation for window sizes close the size of image characters. The 

automatic image analysis is intended to be a general purpose procedure. The relation between 

character scale as compared with window size must be factored into the final window size. 



2.1.40verlappin& the Windows of Analysis 

A possible remedy for the problems inherent with smaller window sizes would be to 

overlap the regions of analysis. The analysis area then would be greater than the area covered 

by the local operator. The overlap was found to reduce the visibility of seams, but at a greater 

computational cost. In the area near the comers of the windows some pixels will be associated 

with all four windows, while some pixels will be associated with two windows and others with 

only one, figure 2.3. As a result, some pixel areas will have an influence four times greater than 

that of other pixel areas. The logic controlling the histogram generation must be able to sort 

pixels into four histograms in one cycle. There are also special conditions associated with the 

boundaries of the image. That is, how should the overlap be handled when the window is at the 
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Figure 2.3 Overlapping of the analysis windows, to show pixel sharing between windows. 

edge of the document, or in a corner? The boundary condition may be a straightforward 

conditional test in software implementations, but it requires ever more complex hardware. All 

of the special conditions will add complexity to the memory management, the histogram 

generation, and histogram analysis scheduling. The designer must then weigh the benefit of 

reducing seams against the added complexity. 



2.1.5 The Window Selection 

The previous sections highlight the difficulties in selecting the optimum size of the 

analysis window. Taking all those factors into account, along with a few others such as the phase 

of the moon, the window size of choice is 64X64 pixels. This window size provides 4096 pixel 

samples, and 16K difference samples, at four differences per pixel. The analysis window will 

be able to capture several characters with a window size of 64X64, with 12 point print scanned 

at 300 dpi. Thus, 64X64 is large enough to avoid the problems of scale discussed in section 

2.1.3. Sticking to window sizes which are a power of two is convenient for the hardware design, 

because of the availability of counters for memory addressing. Some consideration must be given 

to prospective hardware architectures, and most importantly, budget constraints. Enlarging the 

window beyond 64 X 64 did not significantly decrease the variance of the measures or the 

parameters. Furthermore, larger windows gave no noticeable improvement in image quality. 

Fortunately, the analysis performance is not very sensitive to window size. A range of window 

sizes from 50 X 50 to 80 X 80 has very similar statistics and image qUality. 
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Figure 2.4 Plot of the changes in the variance of histogram measures as a function of 
window size. Note: the plots were scaled to fit both on one graph. The plot is for reference 
not for absolute values. 

2.2 Difference Histolram 

The idea for the difference histogram came from the many local edge operators. Allloca1 

edge detectors use some variant of the gradient. To approximate the gradient they all exploit 

local differences. The way in which the differences are utilized is dependent on the operator, but 

they all have that common starting point. Therefore, examining the distribution of differences 

should provide insight into adjusting the parameters for edge operators. 

2.2.1 Generatinl the Difference Histovam 

For this thesis, the difference histogram is generated by taking the difference between 

pairs of pixels in four directions, see figure 2.6. Thus for every pixel (i,j) in the window four 

differences are computed and their absolute values are found. The absolute differences are then 

included in the difference histogram. 
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Figure 2.5 Plot of the changes in variance as a function of size for the FEDX.i.mg Carbon 
Copy Image. Plots were scaled to fit on one graph, not absolute values. 
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Figure 2.6 Difference vectors. For each pixel in the window, the four differences are 
computed and their absolute values are stored in the difference histogram. 

The difference histogram has a distinctive and fairly consistent shape for two tone images. 

The following figures 2.8, 2.9 display the difference histograms from two different images. In 



figure 2.8 the histogram is from the scanned image of a laser printed document, a very high 

contrast document. Figure 2.9 is from a low contrast photostat document. The horizontal axis 

of both figures is linear and represents the difference values, zero on the left end, 255 on the 

right end of the scale. The left histogram of both figures has a linear scale for the histogram 

values. The right has logarithmic scale to bring details that the linear scaling may have hidden. 

The logarithmic scaling also helps to highlight the changes in the difference histograms from the 

high contrast to the low contrast image. 

2.2.2 Characteristics of The Difference Histomms 

The main peak located near zero is the prominent feature of both the figures. This peak 

represents the local variations in the background and foreground. The maximum value is 

o 

Ideal Difference Histogram 
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Figure 2.7 Ideal Difference Histogram of Two Tone Image 

typically located at or near zero for good quality document. Poor quality documents exhibit the 

same basic shape with the main peak shifted to the right. The maximum shift of the peak value 

is typically 3-5 bins. A second important feature can be distinguished from figure 2.8, the high 

contrast image. There is a second peak located further to the right which represents the 

differences found at edges. There would be only two lines in the difference histogram of an ideal 



two tone image, figure 2.7, one at zero and one at the level of foreground. The background and 

foreground of an ideal image would be homogeneous and the only differences would occur at the 

boundaries of the foreground and background. Thus, the second peak in the histogram would 

reflect the difference between foreground and background. 

This second peak is usually lost or at best undistinguishable in a poor quality image. 

Either due to noise or low contrast the two peaks can be blurred together. There should be only 

one peak if the entire window area is background or foreground. 

3117 

2278 18 

1139 

8 8 

Figure 2.8 Difference Histograms From a Laser Printed Image 

2.2.3 The Difference ffistovam Features 

Keeping the big picture in mind, enhancement is needed for poor quality images and not 

for higher quality ones. Since the distance between the two peaks becomes unresolvable for poor 

quality images, it should not be regarded as a reliable feature. The main lobe is the reliable 

feature obtained from the difference histogram. A reasonable choice could be the distance from 

the zero bin to the bin containing the half power point of the curve. 
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Figure 2.9 Difference Histogram From Low Contrast Photostat 

For a reliable measure, the tog2 of the difference histogram was used to find the 

maximum value. Then the histogram is searched for the first half power point. The location of 

the bin containing the half power value is our measure. It turns out that this feature is an 

effective method of measuring the image noisv and will be referred to as the half poWer 

width<HPW)' Viewed another way, all of the difference vectors that have absolute values less 

than the half power width can be considered noise. Those difference vectors that have an 

absolute value greater than or equal to the half power width may have some significance. Thus, 

the half power point can determine a threshold for significant difference vectors. The use of a log 

scale does not hinder the hardware implementation. The logz conversion can be performed in a 

small look-up table. 

The HPW was originally chosen for its similarity to the 3 dB points in filter design; 

familiar to all electrical engineers. Empirical evidence supports the HPW measure as a worthy 

feature. The HPW will consistently fall near the transition point between the main lobe to the 

tail of the histogram. The HPW will therefore provide a useful measure of the noise in the 

background and foreground. The qu~arter power width, in contrast, is too noisy and did not 



supply and accurate measure of image characteristics. The width of the main lobe at the > 75 % 

level was very steady but also not very useful. The high level widths are excessively damped. 

This difference threshold turns out to be quite useful for a number of local operators such 

as the Laplacian edge detector, and all of the local operators covered [Fong et ale 1989]. 

2.2.4 Problems With the Difference Histomm 

The selection of the half power width was based on intuitive appeal and practicality. The 

difference histogram is not usually smooth. In fact, depending on the quality of the scanner, the 

difference histogram can be quite jagged. The main lobe does not necessarily decrease 

monotonically, which can be seen quite readily in figure 2.9. This jagged texture becomes a 

problem when searching for the half power width because a local minimum may be found. One 

of several techniques can be used to guard against local minima. Smoothing or averaging the 

difference histogram may eliminate small deviations, but smoothing does not always work and 

requires more computation. A second technique is fitting a line to the slope of the difference 

histogram. Line fitting performed quite poorly_ It was too computationally complex, and 

required an estimate of the location and width of the main slupe. The method chosen for this 

research was to search for three consecutive bins whose values fell below the half power point. 

This third method is simple to implement and yielded a robust estimate of the main lobe width. 

2.3 Grey Value Histowm. 

The grey value histogram is more common than the difference histogram and easier to 

compute since no subtraction is needed. It provides a distribution of pixel values for the region 

of interest. The figures 2.10 & 2.11 display the grey value histograms from two images. The 

first is a high quality document, and the second is a low contrast photostat. The scales are all 

linear for both figures; black is on the left end of the graph, value 0 , and white the right, 255. 



2.3.1 Characteristics or the Grgy Value Histocram 
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Figure 2.10 Histogram from Laser Printed Image 

936 3872 

621 

312 1824 

8 ______ ~~8~ __________ ... 

Figure 2.11 Histogram From Low Contrast Photostat Image 

The characteristic shape of the histogram for a good quality two tone image is bimodal; 

one peak for the foreground and the other for the background. Typically, the magnitude of the 

background is significantly higher than that of the foreground. Figure 2.10 demonstrates this 



characteristic quite well, where white is the background. It would be easy to set a threshold to 

binarize the image using the grey histogram. Picking a threshold level midway between the black 

and white peak separate the foreground and background. The two peaks become less distinct as 

the contrast of the image drops. The peaks, especially the foreground, start to round out and 

shift closer to one another. The range of grey values shrinks as well. High quality images may 

have pixel values over the entire 256 range. The low contrast images may only have a pixel 

range of less than 80. Moreover, that range may shift from window to window due to variations 

over the document. 

2.3.2 Features of the Grey Value ffisto&ram 

There are many useful measures that can be extracted from the grey histogram. Which 

measures to take advantage of depends on the application, or image operator of choice. The first 

measure was just mentioned above, the range of grey values. The range is quite simple to 

compute and is useful for such operations as histogram stretching. The range of grey values can 

be found for the window, and then a histogram stretching procedure can be applied for that 

window. Using histogram stretching the contrast can be enhanced for the entire image, while still 

accounting for local variations in the document. 

A second useful feature alluded to above, is the location of the valley between the 

foreground and background. As alluded to earlier, this valley location can be used for a 

threshold in binarizing the image. The dual of finding the valley is locating the peaks of the 

foreground and background. The distance between the foreground and background peaks of the 

grey value histogram will be referred to as the Se,paration. The Separation is directly related to 

the second peak discussed in the difference histogram, see section 2.2. The location of the 

second peak in the difference histogram will coincide with the Separation measure. 

Another feature that proved to be very useful is the ratio of the difference in the heights 

of the peaks to the distance between them. For lack of a more imaginative or meaningful name, 

this feature wiJl be known as the Slope, referring to the rise over run description. The usefulness 
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Figure 2.12 Some typical features of the Grey Histogram 

of this feature is apparent when the programmer attempts to distinguish windows with low 

contrast information, from those windows with only background or foreground and noise. The 

window contains only background or foreground when the absolute value of the Slope is very 

large. The difficulty with this feature is deciding when the Slope is "very large". Perhaps fuzzy 

logic techniques would benefit this feature by making it more robust. 

Differentiating very low contrast from pure background or foreground is most important 

when using a simple threshold for the window, or the pseudo laplacian edge detector. The chapter 

3 example with the pseudolaplacian utilizes the Slope feature. Examining that example may aid 

in understanding the feature. 

2.3.3 Problems with Measurinc the Grey Histocram 

The difficulties associated with grey scale histogram feature extraction are essentially the 

same as those for the difference histogram. The histograms are rarely, if ever, smooth or 

continuous. While finding the maximum of the histogram may be no trouble, finding the second 

peak of a real bimodal histogram is not simple. Recall that the background will normally 

dominate the histogram. The trouble is compounded for low contrast images that do not utilize 

the full dynamic range of the histogram. Poor quality documents or document scanners can 



produce image data that occupies as little as one fourth of the dynamic range of the histogram, 

as in figure 2.11. More precisely, the foreground data does not necessarily fall into the region 

of 0-127 for a histogram of 8 bit data. Thus, we have to locate the range of the data, then make 

an estimate as to where the foreground peak, if any, will fall. 

One simple method that worked quite well was to find the starting and ending locations 

of the histogram, in effect the histogram's range. Then search the first half of the range for the 

foreground, and the second half of the range as the background. The only exceptional case is 

if the image data is &l foreground or all background. This case can be detected using the Slope 

feature mentioned in the preceding section. A threshold must be set by the designer so that if 

the Slope exceeds the threshold the region is treated as all background or foreground. This case 

is discussed further in the next chapter under setting parameters for the pseudo laplacian. 

2.4 Summary 

The picture of the image analysis method painted in this chapter consists primarily of 

broad strokes with a few detailed touches. Taking the two histograms over a less than explicit 

area of the image, and extracting certain tenuous features is still a long way from automatic 

parameter setting. In defense, any recognition process must be tailored to the application for 

which it is intended. So, to try and benefit all, no single case was addressed. The following 

chapter will attempt to remedy the problem and give some examples of automatic parameter 

setting using the techniques mentioned above. 



It is pointless to divide people into good and bad, when all people are either charming or tedious. 

- Oscar Wilde. 

Chap 3. Some Examples of Automatic Parameter Setting 

The methods outlined in chapter 2 were necessarily general. To help solidify the ideas, 

two examples of image enhancement are presented below that employ the techniques discussed 

above. The image data is 8 bits of grey scale and the analysis windows are 64X64 pixels with 

no overlap in both examples. 

3.1 Auto Parameters and the Pseudolaplacian Ed&e Detector 

Prior to pondering the proposed procedure of parameter production, an explanation of 

the pseudolaplacian (PSDLPL) and its parameters is in order. There are four parameters; 

squelcb, threshold 1 (Tl), thinness, threshold 2 (T2), needed to operate the PSDLPL. The names 

and conventions for the parameters are taken from the manual of the IPT Inc. Scan Optimizer, 

a very popular commercial product that uses the PSDLPL. The function of the PSDLPL 

parameters is rather abstruse, even for someone with a background in image processing. 

Therefore, the Scan Optimizer will make an excellent candidate for automatic analysis and 

parameter setting. Given the difficulty of setting the parameters for the PSDLPL, if the technique 

works well for this case it should handle any other local operator. 

3.1.1 The PSDLPL Parameters 

The PSDLPL edge detector examines local differences, referred to as vectors, within a 

small window. Then the PSDLPL compares these difference vectors to a set of thresholds, the 

parameters, to decide if the pixel in the center of the window is on an edge or not. The most 

common window size is 7X7 pixels with 32 difference vectors, see figure 3.1. Adjusting the 

parameters alters the behavior of the PSDLPL. An important distinction should be made between 

the PSDLPL difference vectors and the difference histogram. The PSDLPL is concerned with 
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Figure 3.1 Difference Vectors For the Pseudolaplacian using the 7 X 7 window 

the magnitude and direction of the vector, whereas the difference histogram is concerned with 

only the magnitude of the vector. 

Note: To simplify the explanation of the PSDLPL, an assumption is made that the 

document has a white background with black characters or objects, and the final image will have 

the same. The PSDLPL, as the name implies, is derived from the Laplacian edge operator. As 

such, the PSDLPL can detect edges on the black side or the white side of an edge. For this 

example the PSDLPL will detect the black side and set pixels on the black side of the edge to 

black; all other pixels will be white. 

Sguelch (SOL): When working with the PSDLPL, the first parameter to address is 

Squelch. The Squelch is a threshold for the difference vectors. If the magnitude of the vector 

is greater than or equal to the SQL, the vector will be included· in the edge decision criteria as 

a significant vector. Otherwise, the vector is considered as noise. Therefore, the objective is 

to set the SQL just above the noise level of the document. The higher the SQL setting the less 

noise, but information may be lost. The Scan Optimizer limits the SQL'ts range from 1 to 31 of 

integer values. 
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Black and White Vectors: As mentioned above the PSDLPL is concerned with direction 

as well as magnitude. The direction is referenced to the center pixel of the window. If the 

vector is positiv~ and exceeds SQL, it is a significant black vector. If the vector is negative and 

exceeds -SQL, then it is a significant white vector. All vectors are either black, white, or noise, 

exclusive of each other. 

IF 

ELSE IF 

~ 

pixel(i) - pixel(j) > = SQL THEN black vector. 

pixel(i) - pixel(j) < = -SQL IHEN. white vector. 

noise vector. 

Thinness ITHN); The next parameter to adjust is the Thinness. Thinness is the maximum 

number of significant black vectors needed to qualify a pixel for being on an edge. More simply, 

if the number of black significant vectors is greater than THN, the center pixel is set to black. 

The name is derived. from the visual effect of THN. The higher the setting, the thinner the lines 

and outlines of objects become. Again, high THN settings reduce noise and spurs, but may lose 

information and break characters and lines. The range is limited to 1 to 31 of integer values. 

Threshold 1 ern & 2 ml; Where THN is the coarse adjustment to the PSDLPL, Tl 

and 1'2 are for fine tuning the PSDLPL performance. Normally, THN would have provided 

sufficient enhancement performance. The inventor of the PSDLPL was a little over zealous 

however, and added Tl and 1'2 to further improve performance and confuse competitors. Tl is 

the minimum number of black vectors needed. 1'2 is the minimum difference between the 

number of black vectors and the number of white. Another way to view Tl and 1'2 is the 

minimum distance of the foreground from the noise and the minimum separation between the 

foreground and background. Similar to SQL and THN, the higher the setting the less noise, but 

possible loss of information. Both parameters are limited to integer settings of 1 to 7 on the Scan 

Optimizer. 



The PSDLPL decision: 

IE no. black vectors> = THN TIm.N center pixel black 

ELSE IF no. black vectors > = Tl & (no. black vectors - no. white vectors) > = 1'2 

IHElf center pixel black 

center pixel is white. 

3.1.2 General Attack (Heuristic) 

Taking the discussion from chapter 2 as the starting point, the first task is to relate the 

appropriate histogram features with the appropriate parameters, a job much easier said than done. 

For instance, we could select feature vectors such that they span the decision space. Then, after 

performing a Gram-Schmitt Orthogonalization, map the orthogonal vectors onto the parameter 

settings looking for a one to one correspondence. This approach would numerically intensive and 

is not well suited to real time processing. An alternative would be to collect a"large number of 

test images with PSDLPL parameters already selected, choose some features from the histograms 

and try to cluster the features and then match up the parameter settings to the clusters. This 

method is not terribly practIcal as it would require the images, the settings, and a large amount 

of computer time to provide ad hoc results. The third method combines educated guessing, 

intuition, and an understanding of the pseudolaplacian and the histograms from chapter 2. 

3.1.2.1 PSDLPL Automatic Squelch SettinC 

Ideally, the Squelch would be set to filter all the noise vectors while still permitting the 

desired information vectors to pass through. A reasonable place to look for such a measure 

would be the difference histogram. The point is made in section 2.2.2 that the main lobe of the 

difference histogram is representative of the noise level in the background and foreground. An 

approximate cutoff point can be found to separate noise and information by taking the width 

measurement of the lobe, as discussed in section 2.2.3. The problem now is how to scale the 

width measurement to give the desired range of SQL values. The scaling is highly dependent on 
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the application. Factors such as the scanner quality, the kinds of documents, and customer 

demands will all affect the scaling decision. However, a general scaling procedure could be; 

Equation 3.1 SQL = gain * diff_width + offset 

where the gain will control the relative range of SQL values and the offset controls the absolute 

range of SQL. It is then up to the designer to determine the gain and offset. The SQL setting 

was derived for this research by altering the values of gain and offset and noting changes in the 

output image qual ity. 

Note that floating point math is not necessary for these calculations, but care must be 

given to the order of integer multiplication and division so not to lose all precision due to integer 

truncation. In fact, floating point operations can be avoided in all calculations for this parameter 

setting method. 

3.1.2.2 PSDLPL Automatic Thinness Settinl 

Thinness is a threshold of the black: vectors. Said another way, Thinness is the maximum 

number of black vectors that can be present and still DQ.t have an edge pixel. So to set THN we 

need an estimate of the number of black vectors above which we are sure there is an edge. 

Going back to the difference histogram and the SQL setting that was just determined, the number 

of significant vectors is now known for a given window size. We know the total number of 

significant vectors by counting all the difference vectors above and equal to the SQL setting. If 

those significant vectors are uniformly distributed throughout the window, the average number 

of significant vectors per 7X7 area can be easily found. This average number is 

A VGVECT = (SSDV * PSD7X7) I TDV 



where AVGVECT is the average number of vectors per PSDLPL 7X7 window, SSDV is the 

number of significant vectors, TOV is the total number of difference vectors, and PSD7X7 is the 

number of vectors per 7X7 PSDLPL window, 32. If THN is set using only AVGVECT, it will 

ensure that edges will be found in the analysis window. It is very unlikely that the significant 

difference vectors are uniformly distributed throughout the window. The PSDLPL will detect 

edges where clusters of significant vectors have formed. Since the THN parameter is intended 

to be a coarse adjustment, it would be better to set it a little high and use Tl and T2 to cleanup. 

Therefore, a way to hedge the THN setting is needed, and for that hedge factor the grey value 

histogram will be employed. 

Referring to section 2.3.2 about features from the grey value histogram figure 2.12, the 

Slope provides sufficient information to properly adjust the THN setting. The A VGVECT 

calculation will work well provided there is a significant amount of information in the analysis 

window. A VGVECT will be very small if the window contains all background or foreground, 

or if there is very little information. A VGVECT may also be unduly small from integer 

truncation. The Slope provided a reliable measure of the information content of the window. 

The larger the absolute value of the Slope, the less intormation the window holds. A threshold 

must be selected for the Slope measure, SLPTHRS, such that 

IE;, Slope > SLPTHRS 

IE;. Slope < = SLPTHRS 

THEN: make a large upward adjustment of THN 

THEN: make a smaller upward adjustment of THN. 

As with the SQL setting, the designer must tailor the SLPTHRS value to the application. Larger 

values of SLPTHRS will allow the PSDLPL to detect lower contrast details, at the expense of 

more noise. The Slope adjustment of THN could be broken into finer increments, but the Slope 

measure is not normally precise enough to provide fine adjustment. Testing of this PSDLPL 

parameter setting example showed the fine adjustments to THN were not needed. 



3.1.2.3 PSDLPL Automatic Tl and 1"2 Settina 

Tl and T2 are the fine adjustments to the PSDLPL. Unlike SQL and THN, they are 

limited to values 1 through 7. Recall that Tl is minimum number of vectors needed to decide 

that a pixel is on the edge. T2 is the minimum difference between the number of black and white 

vectors. An alternative view is that Tl is the distance of the foreground from the absolute 

background. 1'2 can viewed in a similar fashion as the distance between the foreground peak: and 

background peak:. Keeping this description in mind, we will look for features to use in setting 

Tl and 1'2. The grey value histogram provides two modest measures to support setting Tl and 

T2; the Spread measure described in section 2.3.2, and what is termed the Foreground Distance 

described below. 

The Spread feature is the separation between the foreground peak and the background 

peak of a bimodal histogram. It is directly proportional to the T2 setting; the larger the Spread 

the larger 1'2. The Foreground Distance feature is equal to the Spread plus the difference 

between the location of the background peak and the upper end of the Range feature. The 

Foreground Distance is always greater than or equal to the Spread. The Foreground Distance 

is directly proportional to the Tl setting; the larger the Distlrlce, the larger the Tl setting. The 

translation of the Spread and Foreground Distance into 1'2 and Tl respectively, can employ a 

linear transform as in Equ. 3.1. 

3.1.2.4 Determinina the Parameter ScaJina Factors 

The scaling factors for the four parameters are found using empirical techniques. The 

best PSDLPL parameters are found for a few favorite frames. The automatic parameters setting 

routines are % when applied to the same images. The automatically selected parameters are 

compared to the best manual settings. Based on any discrepancies between the automatic and 

manual parameters the scaling factors are adjusted. Once the automatic parameter setting is 

working well on the test images it is applied to new images and re-evaluated. This process may 



require several iterations to perfect depending on the range of images the automatic analysis and 

parameter setter must handle. 

3.1.2.S Checkinl the Ranle or the Parameters 

There are limits within which the parameters for the PSDLPL must fall. If the scaling 

can be performed properly the parameters should never exceed the limits. The parameters may 

vary outside the accepted ranges however, for very noisy images or if an usually small analysis 

window is selected. Thus, some form of parameter checking should be built into the routines, 

at least for the development stage. The checking routines could then report instances of the 

parameters falling outside the accepted limits and aid in selecting scaling factors. The designer 

to decide if the added overhead of checking ranges is necessary for the final production 

implementation. 

For the PSDLPL example the Tl and 1'2 parameters were scaled so as to never exceed 

their accepted limits. SQUELCH and THINNESS needed limit checking to ensure they remained 

in the working limits of the PSDLPL operator. 



3.1.2.6 Pseudo Code of the Automatic Parameter Settin~ for PSDLPL 

PSDLPL_PARM_FIND(difthist. grey_hist, *SQL. *Tl. *THN, *T2){ 
1* coming from the histogram computation *1 
1* For each analysis window in the Image *1 
1* difthist[256] = difference histogram for 8 bit data *1 
1* grey _hist[256] = grey value histogram for 8 bit data *1 
#define START 0 
#define END 25S 1* for 8 bit image data *1 
#define TOV NXNX4 1* total number of difference vectors *1 
#define PSD7X7 32 1* number of vectors in PSDLPL 7X7 *1 
#define SLPTHRS 12 1* a typical value *1 
#defme HEDGEI S 
#define HEDGE2 3 

1* find max value of difference histogram and its location in the histogram */ 
for (kay = START; kay < = END; kay + +){ 

max_val_dif = fmd max value of difthist[kay]; 
max_ valJoc = kay; 1* location of max value *1 

1* find the width of the main lobe of the difference histogram *1 
difCwidth = 0; 
kay = max_ val_Ioc; 
while«diff_hist[kay] > = 10% max_val_dif) II 

(diff_hist[kay + 11 > = 10% max_val_dif){ 
kay++; 

} 
diff_width = kay; 

1* Set SQL by scaling diff_ width *1 
*SQL = Scale_Diff_ Width(difCwidth); 
1* Count Number of Significant Difference Vectors *1 
SSDV = Count_SigniCDiffs(SQL); 

1* Find The Grey Scale Features grey _hist{2S6] = grey histogram*1 
Spread = Find_Spread( grey _hist); 
Distance = Find_Dist(grey_hist); 
Slope = Find_Slope(grey_his~); 

1* Set THN, Tl, and T2 *1 
*Tl = Scale_Dist(Distance); 
*T2 = Scale_Sprd(Spread); 
if(Slope > SLPTHRS){ 

*THN = (SSDV * PSD7X7rrDV) + HEDGE1; 
} 
if (SLOPE < = SLPTHRSH 

*THN = (SSDV * PSD7X7rrDV) + HEDGE2; 

1* check that the parameters all meet the range of acceptable values *1 
Check_Param _ Within_ Bounds(*SQL. *Tl, *THN ,*T2); 
RETURN; 

} 1* go to the histogram computation routine for the next window *1 



3.1.3 Performance 

The first evaluation method for the analysis procedure is to compare the images from the 

PSDLPL with manual settings versus automatic settings. In figures 3.2 - 3.13, the original image 

is shown along with the histogram of the entire image. The pseudolaplacian edge detection with 

automatic parameters is next, followed by pseudolaplacian edge detection with manual settings. 

The automatic parameter settings holdup very well when applying the simple "Does it look 

good?" test. In table 3.1 - 3.3, some of the statistics of the parameters are shown. The 

similarity between average values of the parameters from the automatic settings to the parameters 

chosen by the experienced operator is most encouraging. The skeptic can claim that the scaling 

factors in the automatic parameter setting routines were altered for each image, but that is not 

the case. The automatic parameter routine was stationary, and was tested on the images shown 

and with many more. The images ranged in quality from laser printed text to old blueprints. 

The automatic analysis and parameter routines would consistently match the performance of the 

experienced operator. 

It was noted that the performance of the APS declined as the range of image qualities 

broadened. Certain types of documents require parameter settings that contradict each other. 

These groups of documents have similar feature values but conflicting parameter needs. To 

enhance both types of documents means that a compromise must be made in scaling the 

parameters. For instance, blueprints and carbon copy receipts have contradictory parameter 

settings. Both require large SQL settings which is reflected in their difference histograms. The 

blueprints normally require large THN settings and relatively large Tl and 1'2 settings to reduce 

background noise. The carbon copies generally require lower parameter settings to prevent to 

printed characters from breaking up too much. The printed characters appear very spotty due 

to the carbon copy transfer and the low grade printer head typically hired for the job. The final 

images from the blueprints and the carbon copies are compromised to try and accommodate both. 



There are other groups of documents that have opposing parameter requirements. Better 

features are needed to distinguish on which type of document the APS is working. This 

document detection may call for more advanced pattern recognition techniques. 

3.1.3.1 Smyth County Correlations 

In table 3.4 below, are some correlations derived from an archival project for Virginia's 

Smyth County. The correlations were computed from over 7500 images, where the PSDLPL 

parameters were set by trained operators. Early efforts to automatically set the parameters for 

the PSDLPL hoped to exploit these correlations, but the efforts were unsuccessful. When this 

example of automatic analysis and parameter generation was performed, the correlations were 

used to adjust the parameter setting algorithm, again unsuccessfully. The discrepancy between 

the manual setting correlations and automatic setting correlations may be due primarily to two 

reasons. The first is the manual settings were for the entire document image. Their correlations 

are between multiple documents. Whereas the automatic parameters generated correlations within 

the document, based on the number of analysis windows. The photostat images may have large 

local variations within the document, but from document to document the photostats may not vary 

much at all. The human operators are in effect averaging the parameter settings within the 

document, but changing the parameter settings between documents. The second point is the 

human operators were setting parameters for over 7500 documents; boredom and fatigue would 

certainly have had an effect on performance and parameter setting. The monotony of thousands 

of documents may have biased the correlations. For instance, the operators may have settled on 

a small group of parameter settings, and used those groups exclusively. The correlations would 

then show the relation between those preselected parameter values but not necessarily all of the 

possible parameter values. 



3.1.3.4 Seams and Smoothinl 

Although, the images presented do not exhibit seams between analysis windows, the 

problem did occur during development. The pseudolaplacian is rather forgiving when changing 

parameters between windows. However, if the image is very noisy, or the Squelch settings 

become too low, seams will start to appear. Seams were also a problem with selecting too small 

of an analysis window. The tradeoff to remove seams is to either increase the SQL settings, or 

to smooth the parameters between windows. If the seam problem is not too severe, just 

smoothing the SQL setting between windows may work. These tradeoffs will have to be 

determined by the designer, as previously mentioned, the application will determine the design 

considerations. 

Table 3.1 The statistics of the automatic parameter settings for the SEAL.img 

SEAL.img 64X64 window 70 windows 

Manual Setting SQL = 5 Tl = 7 THN = 13 1'2 = 5 

Mean SQL = 6.34 Tt = 4.30 THN = 11.5 1'2 = 3.73 

Variance SQL = 0.431 Tl = .296 THN = 6.41 1'2 = 1.14 

Correlations Tl THN T2 

SQL -0.0880 0.2239 -0.1932 

THN 0.0195 1.0 0.350 

Tl 1.0 0.0195 0.632 
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Table 3.2 The statistics of the automatic parameter settings for the HLFNHLF.img 

HLFNHLF. img 64X64 70 windows 

window 

Manual Setting SQL = 5 Tl = 7 THN = 12 T2 = 4 

Mean SQL = 6.2 Tl = 5.10 THN = 9.66 T2 = 4.41 

Variance SQL = 0.250 T1 = 1.03 THN = 5.41 1'2 = 1.92 

Correlations Tl THN 1'2 

SQL 0.242 0.305 0.230 

THN -0.179 1.0 0.070 

Tl 1.0 -0.179 0.861 

Table 3.3 The statistics of the automatic parameter settings for the FEDX.img 

FEDX.img 64X64 window 70 windows 

Manual Setting SQL = 11 Tl = 6 THN = 12 1'2 = 5 

Mean SQL = 11.67 Tl = 6.04 THN = 12.8 1'2 = 5.64 

Variance SQL = 8.39 Tl = 1.412 THN = 3.42 T2 = 1.69 

Correlations Tl THN 1'2 

SQL -0.457 0.220 -0.377 

THN -0.0489 1.0 -0.0353 

Tl 1.0 -0.0489 0.926 
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Table 3.4 Statistics for the manual parameter settings of Photostats from Smyth County Archival 

Project. 

# Sample 7500 Smyth County Manual settings Correlations 

SQL T1 THN T2 

SQL 1.0 -0.6837 0.43644 -0.7331 

Tl -0.6837 1.0 -0.60849 0.93019 

THN 0.43644 -0.60849 1.0 -0.67039 

T2 -0.7331 0.93019 -0.67039 1.0 
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Figure 3.2 Dithered Grey Scale Image of SEAL.img Photostat 
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Figure 3.3 Histogram of the Photostat SEAL.img 



FIgure 3.4 SEAL.img after the Pseudolaplacian using Automatic Parameter Settings, 
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FIgure 3.5 SEAL.img Image After the Pseudolaplacian using Manual Settings 
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Figure 3.6 Dithered Grey Scale Image of the Photostat HLFNHLF .img 
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Figure 3.7 Histogram of the Photostat HLFNHLF.img 
note the two peaks are different background levels 
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Figure 3.9 HLFNHLF .img after the Pseudolaplacian Edge Detector using Manual Settings 
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Figure 3.10 FEDX.img Carbon Copy Document High noise in the background 
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• 
Figure 3.11 FEDX.img Carbon Copy Histogram 



Figure 3.12 FEDX.img Carbon Copy Image after the Pseudolaplacian edge detection using 
automatic parameter setting. 

Figure 3.13 FEDX.img Carbon Copy Image after Pseudolaplacian edge detection using 
manual parameter settings. 

47 



3.2 Adaptive Averas:ins:. 

Not convinced? A less complex example of automatic parameterisation can made of the 

Adaptive Mean nonlinear filter. The adaptive mean is a simple powerful filter for grey scale 

data. It has the admirable quality of smoothing noisy areas in the image quite well, while leaving 

edges in the image intact. In [pong Y. et al. 1989] is a discussion in some detail of several 

nonlinear filters including adaptive mean. For now a simple explanation of the adaptive mean 

filter will suffice. The filter is almost identical to a straight average of pixel values over a 

working window. A common working window is 3X3, or 5X5 pixels. Do not confuse the 

working window of the adaptive mean with the analysis window of the automatic analysis and 

parameter computation routine. The difference is that the adaptive average only includes those 

pixels whose values are within a certain range of the center pixels. 

N1. 

L a(i)xk(1) 
i y1=----

N2 

La(1) 
i 

N 2+1 
a(l)= 1, if IX1(-2-)-x1(1) I s: e 

N2+1 
0, if /xk(-2-)-xk(1) I > e 

Equ. 3.2 Summation for the Adaptive Average 

where f is the parameter that must be set by the user, or by the analysis routine, and the Xx[(W 

+ 1)/2] pixel is the center pixeJ of the working window. The size and shape of the adaptive 

window is specified by the designer ahead of time. Specifying the size and shape of window 

automatically could be an exercise Jeft to the reader. 
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3.2.1 How to set the Comparison Value Epsilon 

f is set slightly smaller than the difference in pixel values encountered at the edges. More 

simply, if the typical height of an edge is say 40, then set E to about 36 or 37. y When we reach 

an edge if the center pixel of the averaging window is in the foreground, the adaptive average 

would not include those pixels that were in the background. Likewise, when the center pixel of 

averaging window is on the background, pixels in the foreground would not be included in the 

mean calculation. Thus the background and foreground are smoothed but not the edges. 

What the above method suggests is finding the distance between the foreground and the 

background of the image. This description is reminiscent of the Spread feature from the grey 

value histogram. Find the Spread and then scale it in the same fashion as with the PSDLPL, equ 

3.1, we can use it to set E. The scaling does not require floating point operations. 

Finding the correct scaling is straightforward using empirical techniques. The adaptive 

average is forgiving with respect to the exact value of the comparison value. A suitable scaling 

factor can be found by comparing manual settings from test images with the automatic settings 

from the same images and adjusting the scale factor accordingly. The adaptive mean with 

automatic parameterisation is then applied to other images. The output image is examined and 

further adjustments are made to the scaling factors as necessary. A suitable scaling factor was 

found on the first iteration for the images tested in this research thesis. 
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3.2.2 Pseudo Code for Adaptive Average Parameter setting 

/* For each analysis window in the Image */ 

/* grey_hist[256] = grey value histogram for 8 bit data */ 

Ad apt_ Average _ Epsilon(grey _ hist, *Epsilon) 

{ /* from the histogram computation */ 

#define START 0 

#define END 255 /* for 8 bit image data */ 

/* Find The Grey Scale Features grey_hist[256] = grey histogram*! 

Spread = Find_Spread( grey_hist, START, END); 

/* Set Epsilon * / 

*Epsilon = Scale _ Sprd(Spread); 

1* Optional Test */ 

Check_ Range(*Epsilon); 

RETURN; 

} /* go to the histogram computation routine for the next window *! 

3.2.3 Performance or Automatic Parameters with Adaptive Averap 

Despite its simplicity, demonstrating the performance of the adaptive mean is actually 

more difficult than with the pseudolaplacian for two reasons. The adaptive mean takes in grey 

scale data and outputs grey scale data, which does not display well on black and white printers. 

The second is that the effect of the adaptive average is more ~ubtle than with the pseudolaplacian 

edge detection. The best way to show this enhancement is by superimposing the line profiles of 

the original image with the enhanced image. What should be noticed is the smoothing of the low 

amplitude noise, and preservation of the peaks and valleys. That is, the major transitions, edges, 

in the image have not been blurred, but the low level noise in the fore and back ground have 

been attenuated. 



In the interest of brevity, fewer images were displayed from the adaptive averaging due 

to subtlety of the enhancements of the images. This similarity may be more to the credit of the 

adaptive mean operator than to the automatic parameter setting. But, the point that was intended 

is the displacement of parameter setting from the end user to the image enhancement board. On 

this point the image analysis and parameter setting is very successful. 
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Figure 3.14 FEDX.img Carbon Copy after adaptive average and Pseudolaplacian Edge 
Detection, both with automatic analysis and parameter setting, 

3.3 Summary of Examples 

Chapter 3 makes the point quite clearly that the methods put forward in Chapter 2 can 

be applied to real problems. The results of the automatic parameters can hardly be distinguished 

from those of an experienced operator, if at all. On occasion, the automatic method may out 

perform the human because of its ability to set parameters locally within the window. Keeping 

the goal of hardware realizations in mind, the procedures used to generate the images were 

straightforward and simple. Even these sleek routines could be trimmed down further for more 

specific applications. Conversely, with a few brief additions the, analysis routines could be made 

more robust. For instance, features or parameters could be averaged over several windows to 
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Figure 3.15 Line profiles of the FEDX.img both and after adaptive averaging using 
automatic analysis and parameter setting. 

reduce rapid variations between windows that result in seaming. New features could be found 

that would provide more better image analysis and more accurate parameter setting. However 

of procedures above, the most computationally intensive operations are generating, storing and 

searching the histograms. The histograms must be generated in pixel time and thus have the most 

stringent timing considerations. In the next chapter some possible hardware architectures are 

considered, along with some simple methods to improve efficiency. 



If it were done when 'tis done, then 'twere well it were done quickly - Shakespeare's Macbeth 

Chap 4. Hardware and Real Time Operation: 

One of the goals of this treatise is a hardware realizable method of automatic image 

analysis. Given the positive results of the procedures in the previous chapter, this goal is 

beginning to look attainable. The above procedures maintained the simple flow of image data, 

no recursion, no floating point math. Yet, there are finer details to consider and further steps 

that can be taken to increase the efficiency of the algorithms. In this chapter we will investigate 

some of the major bottle necks and propose methods to alleviate the problems. In particular, we 

will dissertate the generation and handling the difference histogram, and suggestions as to faster 

parameter computation. 

4.1 Difference HistoWms 

Computing and storing the difference histogram may be the most challenging aspect of 

the hardware design. It will certainly require specialized hardware to meet any reasonable time 

constraints. Re-examining the descriptions and examples of the difference histogram from the 

previous two chapters, four absolute differences must be computed for every pixel in the analysis 

window. Computing the differences amounts to performing eight subtractions and storing the 

four positive differences per pixel clock. Recall that for 256 quantization levels of image data 

will require histograms with 256 bins. Using 256 discrete counters for each histogram does not 

seem feasible, which means RAM devices will be needed to store the histograms. As mentioned 

in chapter 2, two histograms will need to be stored for each window in the image line. If the 

image has 4096 bits per line, and the analysis window is 64X64 pixels, we will need 64 pairs of 

histograms, 40961 64 = 64. Given the 64X64 window, there are 4096 pixels per window and 

four differences per pixel with a total of 16K differences per window. 16K differences per 



window requires 14 bits per histogram bin to allow for the worst case histogram. We shall round 

up to more workable data lengths of 16 bits per bin, 

256 binlhistogram * 2 byteslbin * 2 histograms/window * 64 windows/image line = 64K bytes 

or 32K words required for the all the histograms. A more logical arrangement would be to 

divide the memory in half again for grey scale histograms and difference histograms, this 

provides 2 16K X 16 memories. Separating the grey scale histogram from the differences we 

will soon see is most beneficial, if not necessary. So as a first cut at the hardware requirements, 

we will have two 16KX16 memories. Currently, the fastest commercially available 16K X 16 

RAMs have access times of 25ns. 

Some of the fastest flatbed scanners, RICOH IS400 for example, have pixel rates of 

around 15 Mhz. 15Mhz will be used as a reference clock rate, which translates into a 66.7 ns 

clock period. Let us put what has been proposed so far in perspective. The system is performing 

eight subtractions with absolute value detection, and up to four memory read modify write cycles 

in 66.7ns. Additicnal logic could be employed to detect and exploit the occurrence of identical 

differences values, which increases the design complexity. We are still assuming that the grey 

scale histogram will be handled independently and in parallel to the difference histogram. If the 

eight difference calculations were performed in parallel and pipelined to the histogram storage 

, the bottle neck is the memory access. This does not look for good for our super heros, 66.7 

ns will not be enough time for four sequential read modify write cycles to the same device. 

One of several things could be done to resolve the memory access crisis. First, much 

faster RAMS could be used. Going to ECL RAMS that have less than 16ns read modify write 

times would suffice. This approach would almost certainly be too expensive. The power 

requirements and design complexities for ECL components make them very unattractive as well. 

A second possible architecture, separate memory devices could be set up for each direction of 

the differences, ie. one memory device for horizontal, one for vertical, one for north east and 



one for north west. The differences could be calculated and stored in parallel using separate 

devices. This method may work well, but will necessarily drive up chip counts and may be 

overkill, and thus would be unduly expensive. A third alternative is to reduce the number of 

differences that are needed per pixel, reducing our per pixel memory access requirements. 

4.1.1 Sparse Difference Histoeram Generation 
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Figure 4.1 One Decimation scheme for the difference histogram generation. Calculating 
one of the four difference vectors for each pixel. Then rotating the direction for the next 
pixel 

It is important to remember, the differences generated for the histograms are only used 

by the analysis program. Once calculated and accounted for in the histogram, the difference can 

be discarded. The purpose of the histograms is to get a representation of the image in the area 

of the analysis window. Keeping this in mind, it may not be necessary to calculate all four 

differences for every pixel in the window. It may be feasible to calculate only some of the 

differences and still collect an accurate sample of the image. We could calculate one difference 

per pixel and rotate the direction of the difference each time. For the first pixel calculate the east 

vector, the second pixel the south, third the northeast, fourth pixel the southeast, then repeat. 

Storing one difference every 66ns would not be a strain for current technology. Calculating one 



absolute difference at every pixel would reduce the number of arithmetic units needed from eight 

to just one fast unit or two slower units to handle the absolute value conversion. The actual 

decimation scheme used is not critical, as long as a uniform distribution of difference vectors is 

captured for each of the four directions. One scheme is shown in figure 4.1. 

The remaining question about the sparse difference histogram is the size and accuracy of 

the sample. Will the reduced number of differences decrease analysis performance unacceptably? 

Effectively, we will have one fourth the number of difference vectors, i.e. for a 64X64 window 

there will be 4K differences down from 16K before. 4096 samples is still a sizeable amount of 

data. The grey value histogram will also have 4096 samples for a 64X64 window, since the 

decimation will only apply to the difference histogram not to the grey value histogram. The 

reason for selecting the 64X64 window size was deliberated in chapter 2. It was decided that 

64X64 is large enough to overcome problems of scaling in relation to character sizes. It is also 

large enough to limit the number of histograms per image line to a workable number, and should 

provide enough time to perform the analysis. If possible we want to maintain the 64X64 window 

rather than enlarge the window to make up for the decimated samples. 

Examining the mean and variance of j]e difference histogram measures~ as in chapter 2, 

there was no significant change using the 64X64 window with sparse difference histograms, than 

in the test images used for the same analysis in chapter two. Returning to the example in chapter 

3 of the pseudolaplacian parameter setting, no noticeable degradation in image quality is seen 

when sparse difference histograms are employed, see figures 4.2 - 4.4. The foHowing tables 

show the parameter settings for the pseudolaplacian using the sparse histogram generation. The 

tables can be compared to those in chapter 3, tables 3.1 - 3.3. The results are almost identical. 

As such, the 64X64 window with sparse histogram generation should ease the hardware design 

while maintaining the accuracy of the analysis. 

In regard to the case of the pseudolaplacian, when computing Thinness the total number 

of difference vectors is only one fourth the previous value. The procedures need to be updated 

accordingly. 



Table 4.1 The statistics of the automatic parameter settings for the SEAL.img using sparse 
generation of histograms. 

SEAL.img 64X64 70 windows 

window 

Manual Setting SQL = 5 Tl = 7 THN = 13 T2 = 5 

Automatic Setting SQL = 5.6 Tl = 5.5 THN = 10.7 T2 = 4.9 

Mean 

Variance SQL = 1.01 Tl = 1.28 THN = 4.35 T2 = 2.20 

Table 4.2 The statistics of the automatic parameter settings for the HLFNHLF .img using sparse 
histogram generation. 

HLFNHLF.img 64X64 70 windows 

window 

I Manual Setting I SQL = 5 I T1 = 7 I THN = 12 11'2 = 4 I 
Automatic Setting SQL = 5.9 Tl = 5.6 THN = 8.5 T2 = 4.8 

Mean 

Variance SQL = 0.673 Tl = 1.50 THN = 5.62 T2 = 2.67 
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Table 4.3 The statistics of the automatic parameter settings for the FEDX.img using sparse 

histogram generation. 

[ FEDX.img I~x~ 
. wmdow 

[ 70 windows 

[ [ 

I Manual Setting I SQL = 11 I T1 = 6 I THN = 12 I T2 = 5 

Automatic Setting SQL = 11.3 Tl = 6.3 THN = 13.2 T2 = 6.1 

Mean 

Variance SQL = 6.39 T1 = 1.05 THN = 2.87 T2 = 1.83 
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Figure 4.2 SEAL.img Photostat, after Pseudolaplacian using automatic parameters with 
sparse histogram generation. 

4.2 Scalin: Features into Parameters 

[ 

I 

Chapter 3 it was noted that floating point operations are not needed to perform the 

parameter scaling. However, the scaling procedures generally require some multiply or divide 
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Figure 4.3 FEDX.img Carbon Copy after Pseudolaplacian using automatic parameter setting 
and sparse histogram generation. 
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Figure 4.4 HLFNHLF. img Photostat after Pseudolaplacian using automatic parameter 
setting and sparse histogram generation. 

operations, Checking that the parameter settings fall into acceptable ranges was also bought up 

in chapter 3. There is a method of combining these procedures, scaling and checking, into one 
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fast process, the look-up table. After the designer has established the proper scaling factors, the 

scaled parameters can be incorporated into look-up table and stored in a PROM. Alternatively, 

the table could be built in RAM if general a purpose processor is being used. The table would 

necessarily restrict the values of the parameters to those chosen by the designer since all 

parameter settings would come from the look-up table. Accessing the look-up table would 

certainly be faster than performing multiplications, division, or checking the parameters with a 

software procedure. Further, the look-up table need not be very large since most features are 

restricted to the size of the histogram, typically 256 bins. Therefore, it is likely that most of the 

scaling could be incorporated into a single PROM and handled by the general purpose processor. 

Board real estate could be kept to a minimum if the look-up tables were incorporated into the 

program PROM. The efficiency of the APS routines could be increased without sacrificing 

hardware design complexity. 

4.3 Cbeatin& on the HistolTam Searches 

Searching the histograms for peaks and width measures consumes a major portion of 

processing resources. However, the chic designer can take advantage of a priori knowledge:: of 

the histogram characteristics and reduce the time spent in searching. For instance, a great deal 

of time can be saved in searching the difference histogram for the bin with the maximum value. 

For real scanned images, as opposed to computer generated image files, a constant can be found 

for which the bin with the peak value will always be less than. Usually, this constant is much 

less than 255. For the images used in this study, the peak value bin of the difference histogram 

never exceeded five or six and was typically zero or one. Searching the entire difference 

histogram for the peak value bin ~ay be unnecessary, the search could be restricted to the first 

10-15 bins, being very conservative. That is about.a 95% reduction in search time. 

A second shortcut on the difference histogram can be made in counting the total number 

of significant difference vectors, see section 3.1.2.2 for an explanation and use of this feature. 

As just mentioned, the width of the difference histogram is usually close to zero. Rather than 



count the actual significant vectors, count the non-significant vectors and subtract from the total 

number of vectors which is already known. For a 64X64 window without sparse generation the 

total number of difference vectors is 16K. For instance, if Half Power Width is 6, the difference 

histogram must have been searched from bin 0 to bin 6 to find this width. While searching for 

the HPW, the processor can add up the number of difference vectors. When the HPW is found, 

subtract the sum from the total number of difference vectors to find the number of difference 

vectors with magnitudes greater than or equal to the HPW. In this fashion the number of 

significant difference vectors can be found without reading the entire difference histogram. 

Short cuts can be made in searching the gray value histograms. For instance, once the 

Range of histogram values is found, searching for peaks is restricted to just the Range. In low 

contrast images the Range may be one fourth of the histogram's dynamic r~ge. The limited 

contrast can offer savings in searching and measuring the grey histogram. 

4.4 The Processin& or the Parameters, use or RISC Chips 

The techniques for image analysis presented in previous chapters have maintained simple 

operations and procedures. The more complicated procedures have been addressed in this chapter 

with the hope of further analysis and simplification. Given today's technology, the histogram 

generation will require specialized hardware to keep up with the scanners. Dedicated address 

generation and difference calculators will be necessary. The analysis procedures, simple though 

they be, would be best served with a general purpose processor. The processor would allow easy 

modification of the analysis routines. A general purpose processor would be able to provide for 

future improvements. One hardware architecture could then be used for multiple image operators 

by updating the program code for the processor. Given the relatively simple steps involved in 

the analysis routines, and the speeds needed for real time processing, a RISe processor would 

be an appropriate choice of engines. There are RISe processors available that can perform 16-20 

MIPS sustained. At 16 MIPS, the instruction rate is faster than the pixel rate of most high end 

scanners. 



To help in analyzing the throughput requirements, it is necessary to postulate a hardware 

architecture. For now, there are two banks of histograms. Each bank will hold one row of 

windows. While, one bank is being filled with new histogram data, the other is being analyzed. 

The two banks will then ping pong every N lines, where NXN is the size of one window. For 

this particular hardware architecture, the maximum allotted time for window analysis would be 

the number of pixels in the window times the pixel rate, 

N * N * pix/sec = Tta 

where T. is the time for analysis. If the pixel rate is approximately equal to the average 

processor instruction rate, the processor would have NXN instructions cycles available to execute 

the analysis program. For a 64X64 window, that would be 4096 instructions cycles available to 

complete the analysis and parameter setting. 

For the chapter 3 example of the pseudolaplacian histogram, a conservative estimate of 

the number of instructions needed for the parameter setting is 2700. At our target pixel rate of 

15Mhz, and a 64X64 window, the processor would need to maintain approximately 10 MIPS. 

For 10 MIPS throughput, a RISe chip would be the most logical choice of processor. 

4.5 Estimatinl the Cost; 

The automatic image analysis and parameter setting system will have or support the 

following: 

1) 64X64 pixel windows, 2) 8 bit image data, pixel rates < = 15 Mhz, 3) image line lengths 

of 4096 bytes, 4) parameter setting for the pseudolaplacian edge detector. 

Figure 4.5 sketches out the hardware architecture. Table 4.4 tries to capture the price 

of all major components individually, and allows a small lump sum for glue logic and small 

components . 
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Figures 4.5 Block diagram of the a hardware realization of the Automatic Parameters. 



Rough outline of the Required Digital Hardware 

Table 4.4 Cost Estimate 

Description Item 

static memories for histogram storage CYM1610 

16K X 16 25ns access 

512K X 8 RAM for line buffering, CYMI460 

static, 45 os access 

Processort > = 15 MIPS sustained, CPU & 

no floating point, > = 16 bits and PROM & 

supporting hardware MEMORY 

100 cell FPGA for differences Xilinx 3030-

generation, and mise control, 70Mhz 70 

Mise counters and mUltiplexers etc. 74as XXX 

Misc. connectors, caps, mounting 

hardware. 

PCB for the entire design, 6" X 10" 4 layer PCB 

TOTAL 

Number Unit price $ Total Price $ 

4 15.00 60.00 

1 300.00 300.00 

1 160.00 160.00 

3 40.00 120.00 

6 5.00 30.00 

30.00 

1 100.00 100.00 

800.00 

The above cost estimate does not include the enclosure, power supply, or the direct labor cost 

of assembly. 

The going rate for image enhancement boards starts around $500.00 and goes as high 

$6000. With a material cost estimate, albeit a conservative estimate, of $800, the automatic 

parameter setting module would fall into the high end. It would need to be coupled to another 

module that performed the actual enhancement, the local operator, making the total cost even 

higher. For a system that coupled a module for the pseudo laplacian edge detection with the 

automatic analysis and parameters, the unit might cost as much as $2000 to manufacture in 
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certainly on the expensive end of enhancement modules. Yet, compared to the cost of paying 

an operator to control a scanning station, the device could pay for itself in just several weeks. 

If the automatic parameter setting I local operator system could be profitably sold for $8000, 

there would be a likely market with document archival services that require high throughput and 

low operating cost. These service bureaus could amortize the high cost of the equipment over 

several projects. As with the rest of the electronics industry, the price could be expected to come 

down with time and increased volume. 

There is a need for image enhancement. Yet, the real test of market survivability may 

hinge on the ability of the salespeople. Convincing clients to go with new technology is rarely, 

if ever, easy. Touting the benefits of automatic enhancement, which might subdue the customers 

shock over its initial cost, would require the real ingenuity. 

4.6 Chapter Summary 

The most obvious bottlenecks have been addressed in this chapter, and alleviated if not 

eliminated. A tentative selection of the processor was made, and a ball park figure on the 

throughput requirements was also made. The estimated throughput is demanding, but certainly 

not out of reach in today's technology. Undoubtedly, other problems will come to light during 

the design and test of a real system. Yet, the discussion has made a real time system more 

feasible, at least on paper. The biggest challenge will probably be in marketing and sales, unless 

the system can sell itself. 



And in the end, the love you take is equal to the love you make - The Beatles 

Chap 5 Conclusions and Further Studies. 

5.1 Conclusions 

Automatic image analysis shows promise for determining the parameters for local 

operators. The examples of chapter 3 demonstrate that the techniques can be applied to real 

applications. In fact, the examples demonstrated that the automatic analysis can support the most 

difficult local operators. For both image operators, the analysis routines maintained their simple 

streamlined heuristics and instructions. To recapitulate the highlights of the thesis with alacrity, 

the automatic analysis techniques employed the following: 

Analysis Windows: A small portion of the image, a window, is selected on which to 

perform the analysis. Based on the analysis, parameters are set for the pre-chosen local operator. 

The local operator is then applied to the same area of the image covered by the analysis window. 

While the optimal window size will depend on the application, typical window sizes are around 

64X64 pixels. The performance of the analysis routines is insensitive to small changes in the 

window size, for windows larger than 50XSO approximately. 

Histograms: The analysis routines organize the image data into histograms, then extract 

features from the histograms. Histograms have the advantage of being simple to generate and 

use. The length of the histogram is independent of the window size. The histograms are one 

dimensional, for simple searching. 

Grey Scale and Difference Hist0&rams: The techniques described herein, use the grey 

scale histogram, and the difference histogram. The differences are the absolute values of east, 

south, south east, and south west. The histograms provide a multitude of useful, robust features. 

Chapter two discussed some the obvious features. Chapter four discusses sparse calculation of 

the difference histogram, to reduce the computational load. It was suggested that a 4: 1 

decimation of difference vectors be used, one difference per pixel. 



Histogram Features into Operator Parameters; The features taken from the histograms 

can then be used to determine settings for the pre-chosen local operators parameters. Quite often 

the parameter settings are derived from a linear transformation of the feature measure. It was 

noted that the details of the linear transformation may require some trial and error to set 

correctly. The amount of fine tuning will depend on the designated local operator and the variety 

of images to process. 

5.1.1 The Final Analysis 

The long and the short of the automatic image analysis and parameter setting is moving 

the burden of controlling the image operators from the end user to the design engineer. 

Presumably, the design engineer is much better versed in the behavior of the image operator than 

the end user. Thus, on top of selecting the image operator, the designer must select the window 

size, the features from the histograms, the scaling factors, and the limits of the parameter 

settings. The process of setting up the automatic analysis is not a trivial one, but perhaps a 

worthy one. If local operators can be controlled without prompting from the end user, the 

scanning market could be visibly ilnproved. The range of applications for image scanning and 

archiving could be widened to include all the poor quality documents in circulation. The 

improved scanning would not require personnel trained to use the specialized image 

enhancements. Large archival projects could be reliably run in batch modes. Who knows, if this 

scanning really catches on maybe the paperless office, near paperless?, could come to fruition and 

just in time for Earth Day_ 

5.2 Further Studies 

There are questions about the automatic image analysis techniques that need to be 

addressed. A few recommended questions are provided below. 



1. The robustness of the image analysis and parameter setting. The studies conducted above were 

performed solely through simulation on PC AT clones. As simple as the routines are, they 

require a great deal of time to run a on PC. Time and storage space did not permit the study of 

much more than half a dozen images. Thus, a more realistic test would be to build a hardware 

version of the automatic analysis and parameter setting routines and test it over a wide variety 

of images and scanners. This investigation will require a great deal more funding, and time. 

Further measures, preferably objective, of the analysis and parameter setting system performance 

may be needed. If the performance measures were objective, perhaps feedback could be added 

to the system to improve performance. 

2. A more rigorous determination of the best window size. The window size has a strong impact 

on the performance of the analysis program. There are many factors that involved with selecting 

the best window size. Some of the factors are dependent on the local operator(s) that is being 

used and the type of images that are being enhanced. If a more accurate method for determining 

the analysis system's performance could be found, perhaps the window size could be set 

dynamically. A dynamic window sizing may fut'ther improve the analysis and parameter setting 

behavior. The study of the best window size should include the overlapping windows case. 

3. Methods for limiting or preventing seams from appearing between windows. The appearance 

of seams is dependent on many factors including but not limited to the image quality, the image 

operator, the window size, and method of setting parameters. If a method could be found detect 

the seams, then perhaps they could be eliminated dynamically. 

4. Enlarging the scope of the automatic analysis to include selecting the appropriate local operator 

to use. Dynamically selecting the operators would add another dimension of adaptability to the 

automatic image enhancement system. It would certainly lay more burden on the engineer, but 

engineers were created to have a place to put burdens. Selecting the proper operator may be 



beyond the reach of histograms alone. It may not offer enough improvement to warrant the cost. 

Then again, maybe not. 

5. While investigating the automatic image analysis, several local operators were tested. There 

are many others that have not been tried. In a similar vein, this study focused on two tone 

images primarily text documents. Applying histogram analysis techniques to continuous greytone 

images could be interesting. Some research has already been done with histograms and texture 

segmentation, see [Haralick et al. 1975, Weszka et aI. 1976]. 

6. Applying supervised learning techniques to the design of automatic parameter setting routines. 

Perhaps learning algorithms could be employed to determine scaling factors and local operator 

select. If test images had the operators and parameters selected, a supervised learning procedure 

could examine and modify the automatic parameter setting routines. 
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