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ABSTRACT 

 

 

Sequential Equivalence checking has been and still is a challenging problem.  Verifying 

two circuits that are structurally different but logically the same is very important and 

has many applications.  Critical to the success of sequential equivalence checking is the 

determination of a sufficient portion of illegal states such that the two designs are 

equivalent outside of the illegal states. This work proposes a low-cost method to discover 

a subset of the illegal state space of a circuit by simulating and grouping some state 

variables to determine if any missing patterns are present.  This thesis discusses the 

selection of simulated inputs, the grouping of flip-flops and what the missing patterns 

represent.  Then all missing patterns are considered which are illegal state cubes and 

represent and compact them using BDDs.  A BDD implementation was created to 

compact these illegal states more efficiently.  Discussion is then done on the parameters 

of the BDD implementation design which can be used more efficiently given the situation.  

These illegal state cubes are considered to be implications which can be used to 

constrain a SAT solver.  Results are then presented which show how effective these 

constraints are to proving equivalency using the SAT solver.  Finally, the future work is 

discussed of discovering the illegal state space either faster or more completely. 



 

iii 

 

Acknowledgements 

I would like to acknowledge all the people that have been helpful in the 

completion of this thesis.  It would not have been possible if not for these people. 

 First, I would like to thank my advisor Dr. Michael S. Hsiao for his support and 

guidance throughout my research.  I deeply appreciate all help in solving the problems 

that occurred and his patience and understanding. 

 I also would like to thank Dr. Thomas L. Martin and Dr. Patrick Robert 

Schaumont for agreeing to serve on my committee. 

 I would not be this far along if it was not for my family and friends who have 

encouraged me and have motivated me along, thank you. 

 I continually thank God for His many blessings throughout it all and in the future. 

   



 

iv 

 

Contents 

 

1   Introduction ...............................................................................................................1 

1.1   Sequential Equivalence Checking ............................................................................... 1 

1.2   Illegal State Cubes ....................................................................................................... 4 

1.3   Compaction Using Binary Decision Diagrams ........................................................... 5 

1.4   Contributions ............................................................................................................... 5 

 

2   Background ................................................................................................................7 

2.1   Equivalence Checking ................................................................................................. 7 

2.1.1   Sequential Equivalence Checking ............................................................... 8 

2.1.2   Miter Circuit .............................................................................................. 10 

2.2   Backtrace Algorithm ................................................................................................. 12 

2.3   Logic Simulation ....................................................................................................... 14 

2.4   Binary Decision Diagrams ........................................................................................ 15 

2.4.1   BDD Circuit Representation ..................................................................... 15 

2.4.2   Variable Ordering ...................................................................................... 16 

2.4.3   ITE Algorithm ........................................................................................... 17 

2.4.4   Unique Table ............................................................................................. 19 

2.4.5   Hash Function............................................................................................ 21 

2.4.6   Computed Table ........................................................................................ 21 

2.5   ROBDD Circuit Construction ................................................................................... 22 

2.6   Illegal State Identification ......................................................................................... 24 

 

3   BDD Implementation ..............................................................................................28 

3.1   Table Representation ................................................................................................. 28 

3.2   Circuit Representation ............................................................................................... 31 

3.3   Implementation Parameters ....................................................................................... 34 

3.3.1   Computed Table Bucket Size .................................................................... 35 

3.3.2   Unique Table Bucket Size ......................................................................... 36 

3.3.3   Hash Function............................................................................................ 38 

3.4   Results ....................................................................................................................... 39 

3.5   Summary ................................................................................................................... 40 

 



 

v 

 

4   Discovering Illegal State Cubes ..............................................................................41 

4.1   Trace List ................................................................................................................... 41 

4.1.1   Finding Trace List of 20 ............................................................................ 41 

4.1.2   Simulate Trace List of 20 .......................................................................... 42 

4.2   Grouping Flip-Flops .................................................................................................. 43 

4.3   BDD Compaction ...................................................................................................... 45 

4.4   Repeat Trace .............................................................................................................. 48 

4.4.1   Results ....................................................................................................... 49 

4.5   Grouping Quintuples ................................................................................................. 51 

4.5.1   Results ....................................................................................................... 51 

4.6   Using Illegal States for SEC ...................................................................................... 52 

4.7   Results ....................................................................................................................... 54 

4.8   Summary ................................................................................................................... 57 

 

5   Conclusions and Future Directions .......................................................................58 

 

References .....................................................................................................................62 

   



 

vi 

 

List of Figures 
 

2.1 Simple Boolean Function .............................................................................7 

2.2 Boolean Function Revised ...........................................................................7 

2.3 Miter Circuit...............................................................................................10 

2.4 Backtrace Algorithm ..................................................................................13 

2.5 BDD Boolean Function..............................................................................15 

2.6 Reordered BDD .........................................................................................16 

2.7 ITE Algorithm ............................................................................................17 

2.8 Example of ITE ..........................................................................................19 

2.9 Sample Unique Table .................................................................................20 

2.10 Computed Table .........................................................................................22 

2.11 c17 ..............................................................................................................23 

2.12 Input Node .................................................................................................23 

2.13 Gate 6 BDD................................................................................................24 

 

3.1 Parallel Integer Arrays ...............................................................................29 

3.2 Hash Table .................................................................................................30 

3.3 Computed Table .........................................................................................31 

3.4 Boolean Functions using ITE.....................................................................32 

3.5 Example Circuit .........................................................................................33 

3.6 BDD Representation of example circuit ....................................................33 

 

4.1 Finding Primary Inputs or Present state flip-flops .....................................42 

4.2 Grouping Example .....................................................................................44 

4.3 Patterns Missing .........................................................................................45 

4.4 BDD Compaction.......................................................................................46 

4.5 Sequential Miter .........................................................................................53 

 

   



 

vii 

 

List of Tables 
 

3.1 Bucket Size Results for Computed Table ..................................................35 

3.2 Bucket Size Results for Unique Table .......................................................37 

3.3 Unique Table Size Results .........................................................................38 

3.4 Optimal Results ..........................................................................................39 

 

4.1 Example Multi-Pass for b09 ......................................................................49 

4.2 Illegal Cubes for Quads .............................................................................50 

4.3 Illegal Cubes for Quints .............................................................................52 

4.4 SEC Results ...............................................................................................55 

4.5 SEC Results ...............................................................................................56 

4.6 Extra Step Results ......................................................................................57 

 

 

  



 

1 

 

Chapter 1 

Introduction 

 Sequential circuits are circuits with state elements, and they are what drive 

computers today.  The ability to give a different output depending on what state the 

computer is in can be essential as it allows circuits to have memory and retention of what 

has happened before.  In a nutshell, a sequential circuit is a combinational logic circuit 

with flip-flops as inputs and outputs.  Therefore, the circuit not only depends on the 

current inputs but also its current state, which is obtained from all the inputs in previous 

timeframes as well. 

 As circuits become larger they become more complex with synthesis tools often 

applying sequential optimizations to the circuits.  The different types of optimizations can 

cause the circuit to look entirely different than before and the question becomes does it 

operate the same way logically. Finding equivalency between sequential circuits then 

becomes very important. 

1.1 Sequential Equivalence Checking 

Different finite state machines, or FSMs, can function the same way but look 

entirely different.  Given two circuits that supposedly act the same but look different, 

they are equivalent if, for each input trace, the outputs are identical.  Therefore, to prove 

these two circuits are equivalent one would need to show that they have the same output 

for every possible input sequence.  This is referred to as checking for sequential 
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equivalence and its computational complexity is exponential to the number of state 

variables.  In a given sequential circuit, for example, with as few as 100 flip-flops there 

are 2
100

 possible states.  Checking every possible state between the two circuits would 

take more than several years even with today‟s fastest computers.  Methods to compute 

the complete set of states have shown limited success, and they are applicable to small to 

medium sized circuits. Sequential equivalence checking is therefore very difficult to 

prove. 

One way to go about proving sequential equivalence without explicitly checking 

every possible state pair is to use a miter circuit [1].  A miter circuit is essentially two 

circuits whose inputs are tied together and the outputs are compared.  The inputs are 

shared between the two circuits so that each input vector is exactly the same for each 

circuit.  Every miter circuit has only one output which becomes a 1 if the two circuits are 

not equivalent.  But if a 0 appears for some given input, nothing can be determined; it 

may or may not be equivalent.  Only when the output is 0 for every possible input can we 

conclude that the two circuits are equivalent.  Conversely, if an input is found that can set 

the output to 1, a counter-example is found to refute their equivalence. 

The miter (for a given unrolled depth) can be represented as a Boolean formula and 

given to a satisfiability (SAT) solver to solve (the formula contains a constraint that says 

the miter output should be set to 1, indicating inequivalence).  A satisfiable solution 

shows that two circuits are not the same starting from some initial state.  However, this 

initial state obtained by the solver may or may not be reachable.  If it is reachable, then 

the two circuits are indeed inequivalent.  On the other hand, if the state is unreachable, 

the SAT solution is in fact a spurious counter-example.    If no solution can be found for 
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this miter, starting from any state, then the two circuits are equivalent.  However, it is 

almost always the case that a satisfiable solution can be found, since the SAT solver can 

easily assign illegal states at the start of the miter that can produce logic 1 on the miter 

output.   

Instead of starting from a completely unconstrained state, an alternative is to start 

from a known reachable state, as done in bounded model checking [2].  However, in this 

case, if the solver returns unsatisfiable, all it indicates is that there does not exist an input 

sequence of length „k‟ from the known initial state to drive the miter output to 1, and that 

there may exist a longer sequence to distinguish the two circuits.  In the worst case, one 

may have to reach the diameter of the circuit before concluding the two circuits are 

equivalent.  

Work has been done using sequential circuits such as in [3] and [4] where 

satisfiability is used to prove equivalence.  In both papers the authors are trying to find 

invariants which help to reduce the search space of the circuit.  For example, in [3] the 

authors use timeframe expansion to detect more invariants.  By knowing previous 

timeframe invariants, restrictions can be made to create more invariants in the current 

timeframe.  The invariant method in [4] uses state reduction algorithms to more easily 

determine invariants across lesser amounts of states. 

Satisfiability is a way to represent a circuit using logic.  There are many SAT 

solvers such as MiniSat [5], ZChaff [6], etc.  In order to make the formula unsatisfiable, 

we must constrain the initial state space with illegal states to prevent the solver from 

obtaining those solutions.  In other words, if given these illegal states as constraints on 
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the initial states of the miter circuit, the tool still returns with no possible way the output 

can be a 1, then the two circuits are equivalent.   

1.2 Illegal State Cubes 

For a given sequential circuit with n flip-flops, not all 2
n
 possible combinations of 

states are reachable.  That is, some states are logically impossible and cannot be reached 

given a valid initial state.  These illegal states can be used to help prove that two 

sequential circuits are not equivalent.  Such a proof is accomplished by using those illegal 

states found to restrict the states that are being tested and this might be sufficient to have 

one circuit produce a different output than the other.  Note that one might not need to 

compute all illegal states before the equivalence checking instance becomes unsatisfiable. 

Hence, this holds promise in that exact reachability computation may be avoided.  When 

comparing states between the two circuits which look equivalent, if one state is illegal for 

its corresponding circuit, then the two circuits are not equivalent since that circuit could 

not possibly reach that state. 

 There are different ways of finding illegal state cubes.  One way is to backtrace 

from a given state to find the previous states and inputs.  This is a form of preimage 

computation, finding all the possible states that can lead up to the current state [7].  

Simulating the inputs or flip-flops that were found and then checking if any state does not 

reveal itself in the next state.  If a certain state does not appear in the next state for any 

input and initial state, then that state is illegal for the given circuit.  This produces a large 

number of state cubes, of which many are related to one another.  Even in a smaller 

circuit there can be quite a lot of illegal states and even some that cover each other which 

can become redundant and waste space. 
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1.3 Compaction using Binary Decision Diagrams  

A Binary Decision Diagram (BDD) is a directed, acyclic graph that can represent 

any given logical function [8].  In this graph each node has only two outgoing edges, 1 or 

0.  In this case the BDD is used to combine the different illegal state cubes to reduce 

redundancy and to find cubes that cover other cubes.  BDDs can create a subset of the 

cubes, which fully covers the originals.  This can be done very efficiently especially 

when the ITE (“if-then-else”) algorithm is used to create reduced order BDDs, or 

ROBDDs. 

Once the BDD is created using all the cubes, any path taken through the graph that 

terminates at a 1 is an illegal state cube. Similar research has been done before with states 

of a sequential circuit using BDDs [9].  Using any graph search, the paths to 1 can be 

found.  Each path is an illegal state cube for the circuit and thus can be used to try to 

prove equivalency. 

1.4 Contributions 

 This thesis will use a combination of the above approaches to attempt to speed up 

the process of finding powerful illegal states.  The contributions here are the study of 

BDDs, efficient ways to implement them, and discovering illegal state cubes by grouping 

flip-flops. 

 There are different ways to implement a BDD for a circuit.  The ITE algorithm is 

the most widely used since it creates an ROBDD every time.  This thesis will show how a 

BDD can be structured, with a given variable order, using different parameters such as 

array size and starting memory allocation.  Working off of [10] which is a great 
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implementation of BDDs, this thesis shows different aspects of data structures used for 

the specific purpose of state compaction. 

 Finding illegal state cubes can be quite difficult.  One method is to simulate only a 

fixed number of inputs or flip-flops, which then gives the outputs a smaller amount to 

deal with.  The next step is grouping the next state of the flip-flops into different size 

groups and searching for any missing patterns in those groups. If there are any missing 

values in the flip-flops, then it is guaranteed that they will never show up in the circuit.  

This creates a list of illegal states cubes that can be used.  This is not an exhaustive list of 

all illegal state cubes, however, since only a fixed number of inputs or flip-flops were 

chosen.  But any cube so identified is definitely not going to appear in the circuit. 

 The amount of these illegal state cubes can be quite large, even for a smaller 

circuit.  Some of the cubes are even logically redundant.  Therefore, this thesis takes 

those cubes and represents each using a BDD.  Then each small BDD graph is ANDED 

together to create one graph that represents all state cubes for the given circuit.  A 

traversal through the graph will show every illegal state cube for the circuit and is 

reduced greatly from the original since the BDD creation naturally takes out many 

redundancies. 
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Chapter 2 

Background 

 Many different aspects make up this thesis, ranging from the concepts of 

equivalence checking of circuits, to that of creating BDDs.  The following is an overview 

of the previous work that this thesis is built upon. 

2.1 Equivalence Checking 

 Logic circuits are representations of Boolean functions in a non-canonical form.  

Non-canonical means there is more than one way/implementation to represent a given 

Boolean function.  To represent a function, one could use all NAND gates or use only 

ORs and NOTs.  For example, consider the logic equation F = AB‟ + CD.  The simplest 

way is to use two AND gates, an inverter and an OR gate shown in Figure 2.1.  However, 

it would logically be equivalent to use just NAND gates, shown in Figure 2.2.  There is 

almost an endless possibility for each function to be represented. 

 

Figure 2.1: Simple Boolean Function 

 

Figure 2.2: Boolean Function Revised 
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2.1.1 Sequential Equivalence Checking 

Sequential circuits can be different from combinational circuits because they hold 

a state that is not fully controllable by the user.  A sequential circuit can be represented as 

a non-canonical form of an FSM.  A FSM is formally defined as a six-tuple: (S, S0, I, O, 

δ, λ), where S is the set of states, S0 is the initial state, I is the set of primary input 

symbols, O is the set of primary output symbols, δ is the next state function (

), and λ is the output function for the machine ( ).  It is non-canonical 

because the state encoding for two different FSMs can be different, resulting in different 

next-state and output functions.  Nevertheless, with different state encodings, the input-

output behavior would still be the same.   

Two sequential circuits can possibly be equivalent if they have the same primary 

inputs and primary outputs. The number of flip-flops for two equivalent sequential 

circuits however, does not need to be the same.  This can cause sequential circuits to look 

very different from each other but still be equivalent.   

 As discussed earlier, the state representation/encoding of each sequential circuit 

also do not have to match with each other, just as long as the outputs are the same given 

the same inputs for every possible state.  Research has been done on this topic of 

comparing states in circuits to see if they are equivalent to other circuits [11].  Similarly, 

grouping sets of states and sets of transitions instead of individual states and individual 

transitions can be done and then represented by Boolean functions [12].  This can be 

quite helpful since dealing with groups of sets is easier than dealing with individual 

states. 



 

9 

 

The number of possible states in a sequential circuit is 2
n
 with n being the number 

of flip-flops.  As one can see, this number is exponential in the quantity of flip-flops, with 

the price of state traversal being very high.  Furthermore, the flip-flops in the sequential 

circuits are controlled by the previous state of the circuit, and sometimes together with 

the primary inputs.  Usually, therefore, the user cannot simply force a state into the 

machine and determine the output. 

Since state traversal is expensive for circuits with large numbers of flip-flops, 

other methods of proving equivalency are used.  If each state of a sequential circuit 

produces a unique output then it is easier to determine if two circuits are equivalent [13].  

Mapping the two sets of states that have the same outputs will show if there is any 

consistency in the state machine.  Storing the states can be done using BDD graphing 

[14].  Each traversal through the graph will give a state for the machine.  The problem 

with using a BDD is it can grow exponentially in size given a large amount of state 

variables.  Reducing the amount of these variables can be quite useful and is done in [15].  

Forming a FSM that will produce a 1 if equivalent and a 0 otherwise is very popular in 

verification tools. 

 To be proven equivalent, the two sequential circuits have to produce the same 

sequence of outputs, given the same sequence of inputs for N timeframes, starting from 

equivalent initial states.  A two timeframe method is used in [16] to form equivalence 

using an extra timeframe which helps in comparing the structural similarities.  The size of 

N is discussed in [11] as the diameter of the circuit and is typically very large since it has 

to prove equivalency for all possible states.  Hence, sequential equivalence checking can 

be formulated as a problem of proving that no sequence exists that can differentiate the 
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two circuits in question.  Conversely, the problem can be formulated as finding a specific 

sequence that can distinguish the two circuits.  Checking whether the outputs of these 

circuits differ can be modeled using a miter circuit. 

2.1.2 Miter Circuit 

A miter circuit is really two circuits that are tied together in a certain way.  The 

inputs of the two circuits are tied together so each circuit gets the same input vector for 

the corresponding input.  Next, each output in one circuit is tied to the corresponding 

output of the other circuit via a XOR gate.  This arrangement will produce a 1 at the 

output of the XOR gate if there is any difference between the two outputs.  If any of the 

XOR gates produce a 1, then the circuits are not equivalent because the outputs are not 

the same.  Next, all the XOR gates are fed to one OR gate which will produce a 1 if any 

of the XORs produce a 1.  This combination of two circuits is considered a miter circuit, 

which now is a circuit with the same amount of inputs as either of the original circuits but 

with only one output.  Figure 2.3 shows a graphical representation of a miter circuit. 

 

Figure 2.3: Miter Circuit 
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A range of input vectors can be given to this miter circuit and if the output is ever 

a 1 then the circuits are not equivalent.  There are ways to trace backwards and calculate 

if a 1 is ever possible on the output of the circuit from some starting state in a given 

bound of time-frames such as satisfiability which will be discussed later.  If a 1 cannot be 

produced in this miter circuit (for k time-frames), then an induction proof can be applied 

to see if a 1 can ever be produced given that it has not been seen in k time-frames earlier.  

If not, it is proven that these two circuits are equivalent.  

 Miter circuits can be used in sequential forms [17].  However the initial state of 

the two circuits needs to be in place before any other step.  If not, then the two circuits 

could start from two nonequivalent states from the very beginning.  Once there is an 

initial state then the miter circuit can be implemented the same way as any other circuit.  

The problem lies in trying to prove they are equivalent.  If for example there is a range of 

inputs that can create a 1 on the output, but this range of flip-flops might be an illegal or 

unreachable state for one of the circuits, it does not prove anything.  Finding illegal states 

is therefore helpful because they restrict which states can produce a 1 on the output.  

Recent research has been done proving induction up to the k
th

 timeframe [18] [19].  In 

both of these papers they find invariants that are true up to or after k timeframe.  This is 

helpful in comparing groups of timeframes between circuits.  However, it assumes a 

fixed initial state for both circuits being compared. 

 In [17] a miter is used to compare equivalency between circuits and the problem 

is therefore transformed into a sequential backward justification problem.  Sequential 

Automated Test Pattern Generator (ATPG) techniques can be used for the problem [20] 

[21].  In both of these papers sequential ATPG is used to check if the miter output is 
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stuck at 0.  ATPG uses a branch-and-bound decision procedure to search for a solution.  

The search process also involves an algorithm called Backtrace that can be very helpful 

when calculating the previous state in a given timeframe.  

2.2 Backtrace Algorithm 

 When there is a desired output for a circuit and the inputs to trigger this desired 

output are to be known, then the backtrace algorithm is a procedure to accomplish this 

task.  The backtrace  algorithm is taken from the PODEM algorithm [22].  PODEM is a 

form of an ATPG which can produce input vectors that will detect any given stuck-at 

fault.  PODEM uses backtrace to find the inputs needed to produce a desired output of 

any gate in a circuit.  
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Figure 2.4: Backtrace Algorithm 

 Figure 2.4 shows the backtrace algorithm in detail.  It starts off by taking the 

desired output as the objective gate and value.  If the objective gate given is an input gate, 

then the function immediately returns the objective gate and value as primary input 
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found.  It then checks the current gate‟s type and what objective value is needed.  Only 

the inputs of the gate that are unknown are considered.  Certain inputs on gates are easy 

to control or hard to control.  For example, with an OR gate it is easy to produce a 1 on 

the output since any input needs to be 1 but to produce a 0 it requires all inputs to be 0.  It 

looks at these hardest- or easiest-to-control inputs of the gate depending on the gate type 

and the value.  For example, if a 0 is desired and the gate is an AND then the easiest-to-

control input is chosen since a 0 would produce the desired result.  If the gate is an 

inverted type gate such as NAND or NOR then the value is inverted.  This process is 

repeated with the current objective replaced by the new objective gate and value. 

2.3 Logic Simulation 

 Evaluating a circuit for a set of input vectors plays an important role and can 

sometimes be very time consuming.  If each gate evaluates its output with its given inputs 

then it will take some time to accomplish this task.  Many of these evaluations are not 

necessary since the value of the gate did not change.  These can be skipped and time 

saved. 

 Event driven simulation is a way to skip over gates that already have their gates 

evaluated.  This process only evaluates a gate if one of the inputs has changed.  It starts 

by adding all the inputs of the circuit into the top level of the event wheel.  Each input is 

then evaluated and if the output changes then that output gate is added to the appropriate 

level of the event wheel.  Once that level is finished, the next level is then evaluated if 

there are any gates there that need to be.  This whole process speeds up simulating 

drastically, especially if given different inputs or input vectors at a time. 
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2.4 Binary Decision Diagrams 

 A BDD is a directed acyclic graph that can be quite useful.  Since each node 

represents a Boolean variable, it only has two choices on its way down the graph and 

usually representing a 1 or a 0.  Since a BDD is acyclic, it may be expanded such that the 

graph becomes a binary tree, where each node has exactly one parent.  However, BDDs 

are generally not expanded to binary trees so that common subgraphs could be shared, 

saving space requirements. 

2.4.1 BDD Circuit Representation 

 The nodes of a BDD are the inputs of the circuit, and depending on what those 

inputs are, the output is the fixed point the graph reaches.  A good description can be 

found in [8].  Each output of the circuit needs to have its own BDD.  Once it does, it is 

very easy to traverse the graph to find a value for the output. 

 Consider a simple Boolean logic function F = A (B + C‟).  If A is a 0 then the 

output is 0 and we are done, but if A is a 1 then B and C matter.  If B is 1 or C is 0 then 

the output is 1 and we are finished again.  This type of example is in [8] and is a clear 

way to show the power of BDDs.  Figure 2.5 shows what the graph looks like if created 

for our example function F. 

 

Figure 2.5: BDD Boolean Function 
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 The hard part about creating a BDD for a circuit is the fact that it can rapidly 

expand in size as the circuit gets more complicated.  The more gates in the circuit the 

more the outputs have to be added to the graph to create a BDD that correctly represents 

its value.  Therefore, even though a BDD that represents a circuit is very nice to have and 

can be helpful, it might not be practical for large circuits. 

2.4.2 Variable Ordering 

 There are many ways to represent the same BDD graph.  The order of the 

variables matters drastically in finding the best way to represent the graph.  For example, 

what happens if the variable ordering of the function in Figure 2.5 is reversed.  That is, 

what if the nodes go in the order of C then B then A, instead of the other way around.  

Figure 2.6 shows how this reversal is accomplished. 

 

Figure 2.6: Reordered BDD 

There are more nodes in the BDD with this variable ordering since it is not 

optimized.  Good variable ordering can cut the size of the BDD and was shown in [9] to 

be quite useful.  If the more important inputs are put at the beginning of the graph then 

the size of the BDD gets smaller since the nodes down the line need only be checked 

once or twice.  Finding a good variable ordering is very difficult and is out of the scope 

of this thesis.  A fixed variable ordering is used here for the sake of simplicity. 
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2.4.3 ITE Algorithm 

 Redundancy can happen a lot in a BDD and can result in unnecessarily large 

graphs, especially when creating one from scratch.  A ROBDD is desired since it does 

not have repeating inputs of the same value, and the variables remain in the variable order 

given, without repetition down the line.  Different techniques are used to create them 

such as in [23], but this thesis will discuss and use ITE. 

ITE is one way to create a ROBDD, for a given variable ordering.  This process 

works by showing the variable under observation. The THEN statement is what happens 

if the variable is a 1 and the ELSE statement which is what happens if the variable is a 0.  

These ITEs can be nested inside one another to create a chain of functions that can be 

evaluated out to represent a ROBDD.  This process is done in [10] with Figure 2.7 

showing the algorithm.  

 

Figure 2.7: ITE Algorithm 

 Now each group of three F, G, H can be described as three functions.  Each one 

has a variable in which it descends the graph based on the value of the variable.  This 

function is recursive and ends only if a terminal case is reached, one that cannot be 
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reduced any further.  For example, (a, 1, 0) is a terminal case.  When a is 1 then the 

output is 1 and when a is 0 the output is 0, and thus reaches a terminal node.  The 

computed table what values of F, G, H that have already been calculated and thus, to save 

from recalculating, can be just given the pointer to the result of the previous calculation.  

The “top variable” means the variable that, between F, G, H, is highest in the variable 

ordering.  The recursive part comes in for T and E in the algorithm.  Each is given the top 

variable; for the THEN case it returns to T and for the ELSE case it returns to E.  If the 

result is not already in the graph, then it is added and the computation of F G H is placed 

into the computing table, while returning the result.  A good example is shown in Figure 

2.8.  ITE is very helpful and powerful since it creates a BDD that is both ordered and 

reduced.  A variant of this algorithm is used in this thesis for computing the BDD of 

larger state spaces. 
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Figure 2.8: Example of ITE 

2.4.4 Unique Table 

 A key to using a BDD is how to represent each node.  A simple way to represent, 

and index to, each node is to use three data points:  the variable, the THEN pointer, and 

the ELSE pointer.  A structure can be used that holds three integers for each node.  This 

structure holds the index, which is the variable, and both pointers.  The pointers are 

integers as well since they point to an object in the array.  Each pointer is just an address 

for the table entry.  The idea and method of using a unique table comes from [10].  Figure 

2.9 shows a simple unique table with its pointers.  The table is derived from the example 

from the last section in Figure 2.8.  Each pointer contains the index variable and two 

pointers to the THEN case and the ELSE case respectively.   
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Figure 2.9: Sample Unique Table 

 Tracing through the BDD can be done with the unique table but a starting point is 

needed.  The top pointer is the number that represents where to begin in the unique table 

and trace from there.  Usually the top pointer is the last node in the table but is not always 

the case.  Consider Figure 2.9 and its unique table.  Given the top pointer  you can trace 

through the graph by first looking at variable ‟s value.  If it is a 1 then go to pointer C 

and if it is a 0 then go to pointer E.  Consider an input vector of 0011 with the variables 

 respectively.  When we follow the table, the first step is to check  and since it is 0 

we go to E.  Pointer E then has b as its index so we check the value of b which is also 0.  

Then proceed to pointer D with an index of d and is a 1 which produces a 1, a terminal 

case.   

 Constructing the unique table using the ITE algorithm discussed in Section 2 can 

lead to garbage nodes.  Sometimes the algorithm produces nodes as a byproduct that does 

not associate with the given computation.  These nodes are not harmful nor are they 

completely useless.  They could possibly be called on later on in other computations even 

though they do not get touched during normal traversal.  This thesis does not discuss nor 

use garbage collection since the extra memory the procedure saves is not needed. 
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 The unique table can become quite large in size and one way to cut it down is to 

search the table for nodes that already exist when new ones are constructed.  Meaning, 

when the ITE algorithm returns with a pointer, the unique table is checked to see if it is 

already there and if so the algorithm just uses the existing pointer.  When the unique table 

is large it takes a lot of time to search through all the nodes and thus a more efficient 

means is necessary. 

2.4.5 Hash Function 

 Using a hash-based unique table was done by [10] and the concept is used in this 

thesis.  A hash function takes an input and applies a key to that input creating a value that 

is associated with that input.  Multiple inputs can have the same key but each input can 

only have one key.  Hash tables can be helpful with storing data since each node is placed 

in a different bucket according to their appropriate key.  Each bucket holds nodes with 

the same key and therefore when looking for a particular node it is simply run through the 

hash function, and the corresponding bucket searched for the needed node.  This thesis 

discusses using hash tables for the unique and computed table and methods of allocating 

space for them. 

2.4.6 Computed Table 

 Recalculation can happen quite a bit while using the ITE algorithm and that is 

where the computed table comes into play.  The computed table is used by [10] when 

talking about caching different F G H of the algorithm.  This thesis uses a slightly 

different way to use a computed table, however the idea is the same.  A computed table 

stores the F G H that was calculated as well as the pointer to the unique table that results 
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in that calculation.  The first step in the algorithm is to look in the computing table and 

see if the F G H calculation it is considering has already been done and, if it has, then it 

just returns with the pointer to the unique table.  A form of a hash table is used to store 

the computed table making it easier to look up what has already been calculated or not.  

Figure 2.10 shows a computed table from the previous example of Figure 2.8 and Figure 

2.9.  The first entry is from when ITE calculated B 0 H at the third step.  When it returned 

the pointer E to the unique table it then stored it in the computed table so that if B 0 H 

ever comes up again it just uses the pointer E without recalculating.  The second entry is 

the whole calculation example from Figure 2.8 which in the end returns with the 

pointer .  This thesis implements different ways to represent the computed table to be 

more efficient. 

 

Figure 2.10: Computed Table 

2.5 ROBDD Circuit Construction 

 Representing a logic circuit using ROBDDs is a useful way to store information 

about a circuit.  Constructing a ROBDD directly from a circuit netlist can be difficult 

since with larger circuits the BDD could explode in size.  The following is a simple 

example of how to construct a ROBDD from a circuit.  Consider c17 from Figure 2.11, 

the first step is to add all the inputs to the unique table as simple nodes.   
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Figure 2.11: c17 

Since the inputs of the circuit are going to be the nodes for the graph, a base is 

needed.  For each input a simple node is created as shown in Figure 2.12.  Each gate is 

then calculated from its logic equation.  For example, the next gate is gate 6 which is a 

NAND gate.  The logic equation for this gate is  and can be computed 

using .  The result of the computation of gate 6 is shown in Figure 2.13. 

 

Figure 2.12: Input Node 
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Figure 2.13: Gate 6 BDD 

 Each gate is calculated similarly in a levelized fashion, one by one until the output 

is reached.  The output pointer is then the BDD for discovering the value at that particular 

output.  Since there are two primary outputs to the circuit, each has its own BDD and 

therefore two BDDs are necessary to fully represent the logic of this circuit.  Each output 

can be traversed with a known input vector to discover the value at that output.  Traversal 

is considerably faster than simulation but the computation time it takes to create a BDD 

can be quite costly. 

2.6 Illegal State Identification 

 The set of all illegal states is computationally expensive to find in a sequential 

circuit.  There has been much work on computing reachability of sequential circuits.  The 

main reason for the presence of illegal states is due to the multi-fanout nets in a given 

circuit [24].  The constraints imposed by these fanout stems make certain states 

unreachable.  One method is to use sequential ATPG to prune the search space for 
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sequential tests [25].  In this paper known illegal states are used to eliminate certain 

search spaces to perhaps discover more illegal states. For example, any state that can lead 

to an illegal state must also be illegal. The focus is on Global Illegal State (GIS) space 

which is used to constrain the search space.  Each illegal state is put through a test to try 

to justify it and through this process other illegal states present themselves.  To compute 

the complete set of reachable states (thereby the complement would be the complete set 

of unreachable states), exact reachability using SAT-based image computation has been 

proposed [26].  There has also been other exact reachability computation methods using 

BDDs[27] and ATPG[7].  All of these methods fall under symbolic methods where sets 

of reachable states are computed at a time.  The image computation relies on symbolic 

computation of the sets of reachable states obtained, together with the transition relation, 

to iteratively compute large sets of reachable states.  Frequently, BDDs are used to 

represent both the states computed and the transition relation, especially in BDD-based 

image computation methods.  Due to the size of the BDDs, such techniques are only 

feasible to small circuits.  SAT-based methods such as [26] can handle larger circuits, but 

the computation may explode in time rather than in space.  Due to the high cost of exact 

reachability, many techniques rely on heuristics that would compute subsets of 

unreachable/illegal states. 

 Another method using sequential ATPG is to identify invalid states by exploring 

all valid states through simulation starting from an unknown initial state [28].  This paper 

proposed different algorithms to determine the complete set of invalid states.  Although a 

complete set is very helpful, it is highly expensive since each state is enumerated out to 

show all possible next states and any state that does not appear in that set is invalid.  That 
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is why another algorithm is presented that obtains partial invalid states from the 

dependencies among flip-flops and the circuit structure. 

 Sequential Boolean satisfiability can also be used to determine illegal states.  A 

SAT solver can be used to extract the functional constraints in a system [29].  Ideally a 

SAT solver can find almost all invalid states, but since the computation required would 

be very high it cannot be applied to larger circuits.   That is why in [29] they proposed to 

divide the flip-flops into smaller groups and run the SAT solver within each group to 

discover illegal states.  These smaller groups of illegal states are not a complete set of 

states but they are still helpful in restricting state space.  This method of grouping is 

similar to what is done in this thesis and will be discussed later in the paper. 

 Using implication-based strategies is yet another method in discovering illegal 

states.  In [30] multi-node functional constraints were considered and obtained through 

sequential implications.  However, this cannot be done in a single timeframe which is 

done in [31].  Both these papers used direct and indirect implications to discover illegal 

states either over multiple timeframes or a single one.  They also represent illegal states 

in the form of Boolean expressions and therefore can be computationally more flexible. 

 Data mining is another proposed method in discovering some illegal states [32].  

In this work, random patterns are simulated through a rolled out sequential circuit.  Then 

the data is analyzed for suspicious constraints that never occur.  These constraints are 

verified using a SAT solver to be sure they are functionally unreachable.  This method is 

effective in that it is fast and produces many illegal states.  A downside to using this 

method is that it is highly unlikely to produce a complete set of illegal states.  
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We wish to focus on fast methods that can return a large subset of illegal states. 

The method being described is from [33] and a version of this idea is used in this thesis.  

The idea is if a fixed amount of inputs or flip-flops are chosen and then simulated for 

every possibility, then any state that does not appear in the group of next states cannot be 

reached by the circuit.  In other words, the approach asks if there is any missing state 

after simulating, and if so it is considered an illegal state.  Thus, the approach will 

quickly find a subset of illegal states. The discovery of what inputs and flip-flops should 

be selected and the method of grouping the flip-flops will be discussed later in the paper. 

For example, consider a sequential circuit with 4 flip-flops, A, B, C, and D, and 

the combination ABCD=1001 does not appear in the next state.  Also, another 

combination 0001 does not appear and is another illegal state cube.  Both AB‟C‟D and 

A‟B‟C‟D are illegal state cubes, but they are both covered by B‟C‟D.  This state cube is 

much more powerful since it covers both cases.  By storing the set of illegal states using a 

ROBDD, reduced cube representations will be automatically obtained. 
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Chapter 3 

BDD Implementation 

  Binary Decision Diagrams can be quite complicated to implement properly.  This 

chapter discusses a way to represent them that can be quite useful.  All discussions of 

data structures and algorithms were implemented using C++ and thus most terms and 

concepts are derived from that language.  The following sections describe the use of these 

tables and different parameters that can be used such as computed table bucket size, hash 

table size, and starting unique table bucket size, as well as providing experimental results. 

3.1 Table Representation 

 As discussed in the previous chapter, this thesis implements its own version of a 

unique table and computed table that are presented and used in [10].  Both tables are 

implemented using hash tables. The way the unique table is represented is by three (3) 

independent integer arrays, one for the index, and one each for the thenNode and the 

elseNode.  All are used by a current pointer which points to the current node of the table.  

Each node is accessed at the same space as the others, so each array is in parallel with the 

others.  Figure 3.1 shows the parallel arrays.  When the current node pointer is increased 

it represents the highest node in the unique table. 
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Figure 3.1: Parallel Integer Arrays 

 Finding nodes in the unique table can be expensive especially if there are a lot of 

nodes and one searches exhaustively for them.  Rather than search through the entire 

unique table to check if a node already exists, as discussed in the previous section, a hash 

table can be used to reduce the lookup time in the unique table.  A simple hash function 

produces a key for each node, which is the sum of all three numbers together, the index 

and the two pointers, and then ANDed with a mask.  A mask is used to limit the size of 

the key.  The value of the mask is essentially determined by the size of the array for the 

hash table, and can be any of the following: 0x1FFFF, 0x3FFFF, 0x7FFFF, or 0xFFFFF.  

Since multiple nodes can have the same key, a multi-dimensional array is needed.  A 

bucket is used for each mask in the array causing each node, when created, to be put in 

the appropriate bucket for easy discovery.  Figure 3.2 shows a hash table and how a node 

can be found using the hash function.  Only the pointers are stored in the hash table, 

meaning that each node in the bucket needs to access the parallel arrays in order to find 

the data such as index, elseNode, and thenNode. 
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Figure 3.2: Hash Table 

 The computed table is another feature of the design that is slightly modified in 

this thesis.  The same hash function that was used for the unique table is used for the 

computed table, except that an extra integer is added to it which is the pointer to the 

unique table.  Computed table nodes include the pointer to the unique table as well as the 

F G H that was calculated.  The size of the buckets is the parameter used here since 

having expanding bucket sizes is not necessary.  In fact, each computed table hit does not 

happen very often so bucket sizes can be quite small.  Furthermore, unlike the unique 

table, we need not store all previously computed BDDs.  The purpose of the computed 

table is to avoid unnecessary re-computation of functions that were previously performed.  

However, without the computed table, the construction of the BDD would still work, 

except that the performance may suffer.  Hence, to have good memory performance, we 
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do not store all previously computed entries.  The optimal bucket size was found to be 

two (2).  This can cause a conflict whenever a new node wants to be included at the same 

key value which already has both slots filled.  In this case, the node that has had the least 

hits is the node that is replaced when a new one arrives, as is shown in Figure 3.3.  Since 

there is a conflict at the appropriate bucket, the pointer with the least amount of hits is 

taken out and replaced.  This is a way to keep the pointers that have been most helpful 

and save time by not computing them repeatedly. 

 

Figure 3.3: Computed Table 

3.2 Circuit Representation 

 BDDs can represent the logic function of the circuit by having each output of the 

circuit have its own graph, with the inputs of the circuit as the nodes.  Formulating the 



 

32 

 

BDD from the circuit is a gate-by-gate process and, as mentioned before, can increase in 

size rapidly.  The way this thesis represents a circuit using a BDD is by having the output 

of each gate produce its own graph.  Since the nodes of the graph are the inputs of the 

circuit, each gate is represented as a different function of the inputs.  Figure 3.4 shows 

how each Boolean operation corresponds to the appropriate ITE inputs.  This correlation 

is used to evaluate each gate in the circuit. 

 

Figure 3.4: Boolean Functions using ITE 

 When creating the BDD for the circuit, it is done gate by gate.  Figure 3.5 and 

Figure 3.6 show an example circuit and the corresponding BDDs that result from that 

circuit.  First, the inputs are made into graphs which are simply the corresponding value.  

Next, the two AND gates are evaluated using ITE.  The form used for an AND gate is 

ite(F, G, 0) and so, for the first gate, it is ite(a, b, 0).  This results in a graph on its own, 

and likewise for the second AND gate.  The OR gate is evaluated last since it needs the 

pointers for both the gates on its input.  An OR gate is ite(F, 1, G) which in this example 

is ite(e, 1, f).  This is recursively calculated out since neither input of the gate is a primary 
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input and the resulting graph is shown in Figure 3.6.  In the end what is accomplished is a 

pointer that represents the entire circuit from the viewpoint of the output.  Each gate still 

has its own pointer but the output of the OR gate is most important because it becomes 

the primary output. 

 

 

Figure 3.5: Example Circuit 

 

Figure 3.6: BDD Representation of example circuit 

Representing the output functions of a circuit with BDDs can be quite costly since 

the BDD can grow in size depending on how many inputs it has.  In the previous example 



 

34 

 

the BDD doubled in size by just adding one gate in the next level (and the addition of two 

primary inputs).  Circuit representation is a good way to measure how the implementation 

of the BDD is doing.  If it is efficient, then it might be able to represent certain circuits 

that are hard to form into a BDD because of their size.  However, since circuit 

representations are non-canonical while BDDs are canonical, verification is easier for two 

implementations of the same function which are equivalent. 

To quickly verify if the final BDD is representing the circuit correctly, traversing 

through the graph is necessary to check whether some input vectors will produce the 

same output as by simulation.  Traversing BDDs was discussed in the previous chapter 

and in the case of circuit representation, traversing through the BDD is simulating the 

circuit.  If the value of the inputs are known then traversing through a BDD is much 

faster than simulating.  The results of the traversal are compared to the simulation of a 

given input vector, and if each output is the same, then the BDD representation of the 

circuit is correct.  Note that this is not a complete check, since it does not exhaustively 

check if the BDD and the underlying circuit are indeed equivalent.  

3.3 Implementation Parameters 

 There are many choices to make when deciding how to implement a BDD.  Size 

of the BDD and time to construct the BDD are two very important aspects that need to be 

considered when selecting parameters.  There are three key parameters to this BDD 

implementation; they are (1) the bucket size for the computed table, (2) the initial bucket 

size for the unique hash table, and (3) the hash mask size for all hash functions.  Each of 

these three parameters was tested with benchmark combinational circuits. 
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3.3.1 Computed Table Bucket Size 

 The computed table was discussed in the previous chapter as holding past 

computations of the ITE algorithm.  It holds pointers for functions that have already been 

computed, and can save time and space by not allowing redundant computing.  Although 

this is very helpful, not all of the functions computed need to be stored since some may 

never be accessed again, while others might be accessed multiple times.  Limiting the 

size of the bucket for each hash key can save a lot of space.  The problem occurs when 

there is overflow for a given bucket.  As discussed in the previous section, a new node 

can overwrite an existing one that does not have many hits.  The question remains how 

big the cache size should be for the computed table.  For a hash table of the size 

investigated there are not many cache hits so the bucket size was tested out for 1, 2, or 3 

nodes wide (1).  Table 3.1 shows the results for combinational circuits being represented 

using BDDs and the bucket sizes used. 

 

(1) = 1 
(2) = 512 
(3) = 0x3FFFF 

(1) = 2 
(2) = 512 
(3) = 0x3FFFF 

(1) = 3 
(2) = 512 
(3) = 0x3FFFF 

Circuit Nodes time Nodes time nodes time 

c432 12505 0.8s 12505 0.7s 12505 0.8s 

c499 72669 7.2s 72669 0.3s 72669 0.2s 

c880 1342236 1.8s 1342236 1.7s 1342236 1.7s 

c1355 219576 9.2s 219576 0.5s 219576 0.4s 

c2670 71253000* 1178s 90828000* 1851s 71253000* 1150s 

c3540 3352613 10.5s 3352613 10.1s 3352613 9.7s 

c5315 99104000* 18856s 99104000* 9645s 99104000* 6153s 

c7552 99502000* 2318s 99502000* 2319s 99502000* 1649s 

 
* did not finish computing BDD crashed due to insufficient memory 

Table 3.1: Bucket Size Results for Computed Table 

 For Table 3.1 the two other parameters used were a starting computed table 

bucket size of 1, 2, or 3 (parameter #1), all with the same bucket size of 512 for the 
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unique table (parameter #2), and mask for the hash function was 0x3FFFF (parameter 

#3), which corresponds to hash table sizes of 2
18

=256K entries.  The asterisk shows the 

number of nodes in the unique table before it crashed from insufficient memory.  The 

number of nodes it reaches before it crashes is a metric that is used to determine how far 

the program progressed.  In the table it is apparent that the bigger the bucket size the less 

time the program will take since there are more nodes for each hash key.  The downside 

to increasing the cache size is the more memory it takes up.  This can be seen with c2670, 

for when the bucket size is only 1 it only gets so far and when increased to 2 it gets 

farther.  But when the bucket size increases to 3 there is not enough memory to get as far, 

though it may run a little faster.  Therefore, a bucket size of 3 would be best in smaller 

circuits where the size is not as much an issue.  It is evident then that a bucket size of 2 is 

the best to use since it got the farthest in amount of nodes, such as in c2670.  A bucket 

size of 2 is slower than a bucket size of 3, but in some cases a bucket size of 3 is too big 

for the memory. 

3.3.2 Unique Table Bucket Size 

 As discussed in the previous section, the unique table hash table stores each 

pointer into a bucket with a corresponding hash key.  Each bucket has different sizes 

since certain hash keys are more commonly computed than others.  Furthermore, unlike 

the computed table, no nodes in the BDD can be eliminated. The initial bucket size is 

important since there is a bucket for each hash key and with 0x3FFFF hash keys the 

space required can be quite large.  Expanding the arrays for the buckets is done when 

there is an overflow of a particular bucket, but this does not occur for every bucket.  

Therefore, starting with a very large bucket size for each one would be a waste of space.  
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Similar to the previous parameter there are three different initial bucket sizes that were 

used 256, 512 and 1024 (2).  Table 3.2 shows the runtime as well as the node size for the 

sample combinational circuits. 

 

(1) = 2 
(2) = 256 
(3) = 0x3FFFF 

(1) = 2 
(2) = 512 
(3) = 0x3FFFF 

(1) = 2 
(2) = 1024 
(3) = 0x3FFFF 

circuit nodes time nodes time nodes time 

c432 12505 0.5s 12505 0.6s 12505 0.5s 

c499 72669 0.2s 72669 0.2s 72669 0.2s 

c880 1342236 1.0s 1342236 1.3s 1342236 1.3s 

c1355 219576 0.3s 219576 0.4s 219576 0.4s 

c2670 95526000* 1464s 90828000* 1684s 76734000* 1065s 

c3540 3352613 6.7s 3352613 6.7s 3352613 7.2s 

c5315 54768000* 2323s 99104000* 7845s 75632000* 4715s 

c7552 91848000* 1615s 99502000* 1783s 76540000* 1602s 

 
* did not finish computing BDD crashed due to insufficient memory 

Table 3.2: Bucket Size Results for Unique Table 

For Table 3.2 the bucket size of the computed table was 2 (parameter #1), the 

bucket size for the unique table was 256, 512, etc. (parameter #2) and the mask for the 

hash function was 0x3FFFF (parameter #3), which corresponds to hash table sizes of 

2
18

=256K entries.  As one can see from the table, the bigger the bucket size the quicker it 

crashed since more memory was taken up from the start.  However, if the bucket size is 

too small then the program has to expand the arrays much more often which can cause 

memory problems.  Circuit c7552 is a good example to consider since, when the bucket 

size was 512, it created the most nodes before it crashed.  It is evident that an initial 

bucket size of 512 is the best since in most cases it creates the most nodes before it 

crashes. 
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3.3.3 Hash Function 

 Having a hash table can drastically speed up a program when searching a table.  

Storing pointers in the appropriate buckets in the hash table is an excellent way to find a 

node that is being searched for.  The hash function used is the sum of the three (pointer) 

integers of the node, and then ANDed with a hash mask.  The question is how big to 

make the mask.  Since the bigger the mask, the more spread out the nodes will be in the 

hash table, it is a very important parameter to consider.  But if the mask is too large then 

it causes memory problems.  Three different hash table sizes were tested for the hash 

mask 0x1FFFF, 0x3FFFF and 0x7FFFF (3).  Each of these hex numbers was ANDed by 

the sum of integers and stored in the resulting bucket. 

 

(1) = 2 
(2) = 512 
(3) = 0x1FFFF 

(1) = 2 
(2) = 512 
(3) = 0x3FFFF 

(1) = 2 
(2) = 512 
(3) = 0x7FFFF 

circuit nodes time nodes time nodes time 

c432 12505 0.4s 12505 0.5s 12505 0.5s 

c499 72669 0.2s 72669 0.2s 72669 0.2s 

c880 1342236 1.2s 1342236 1.1s 1342236 1.1s 

c1355 219576 0.8s 219576 0.3s 219576 0.4s 

c2670 95526000* 2784s 90828000* 1296s  76734000* 608s 

c3540 3352613 7.3s 3352613 6.3s 3352613 5.7s 

c5315 54768000* 4892s 99104000* 8173s  75632000* 1931s 

c7552 91848000* 2738s 99502000* 1642s  76540000*  482s 

 
* did not finish computing BDD crashed due to insufficient memory 

Table 3.3: Unique Table Size Results 

 In Table 3.3 the initial bucket size of the unique table hash table used was 512 

(parameter #2) and the bucket size for the computed table was 2 (parameter #1).  In most 

cases the larger the unique table size the faster the program ran.  It did not get as far 

though when the hash got too large since it crashed prematurely due to insufficient 

memory.  Therefore, the best hash mask to use would be 0x3FFFF which is also the table 
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size for the hash table for both the unique table and the computed table.  This is the best 

number to use since it seems to provide a good balance between speeding up the process 

and getting farther before a crash. 

3.4 Results 

 As stated previously, the method used in this thesis to measure how effective is 

our BDD implementation is to represent functions in combinational circuits using BDDs.  

Each combinational circuit that had a complete BDD was quickly compared to a logic 

simulator to verify that the graph was made correctly and rightfully represented the 

circuit.  Although this is not a complete check, it is a quick validation of the resulting 

BDD.  The three parameters for the BDD implementation can be altered on a case by 

case basis if need be for each one causes the program to run a little differently.  These 

parameters are (1) computed table bucket size, (2) initial bucket size of the unique table 

hash table, and (3) hash mask size.  Each was shown how they affected the circuit in the 

previous section.   

 

(1) = 2 
(2) = 512 
(3) = 0x3FFFF 

circuit nodes Time 

c432 12505 0.6s 

c499 72669 0.2s 

c880 1342236 1.3s 

c1355 219576 0.4s 

c2670 90828000* 1684s 

c3540 3352613 6.7s 

c5315 99104000* 7845s 

c7552 99502000* 1783s 
Table 3.4: Optimal Results 
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 The results that are shown in Table 3.4 are the best of the three parameters that 

were previously determined.  In the three cases where the memory ran out and the 

program crashed, the nodes mean the amount of unique table nodes there were.  Future 

work on this topic of BDD implementation could be to run garbage collection on the 

unique table to remove all the nodes that are not being used anymore.  Freeing up this 

memory could help allow the program to get farther than it did. 

3.5 Summary 

 Building an implementation of a BDD graph from the ground up is helpful in 

many ways.  It helps by having the flexibility to change the design parameters to best suit 

the need, and by creating it, a firm grasp of learning how a BDD works is achieved.  The 

initial concept of how to implement this BDD was originally from [10] but the design is 

slightly modified to serve our purpose.  The purpose of the BDD implementation will be 

discussed in the next chapter but it is a solid standalone implementation that can serve to 

represent any BDD graph.  Overall, an efficient BDD implementation was created and 

analyzed to perform the best it can for the purpose it was created. 
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Chapter 4 

Discovering Illegal State Cubes 

 States in a sequential circuit that cannot ever be reached are considered illegal 

states.  These states are helpful since they can restrain the search during equivalence 

checking.  Finding an exhaustive account of all illegal states is a daunting task and this 

thesis will look at discovering many, but not all, illegal states quickly.  Though not 

exhaustive in finding illegal states, yet it will contain very powerful illegal state cubes 

that can help in restricting the search. 

4.1 Trace List 

 The first step of this process is to find a list of primary inputs or flip-flops that 

have a large impact on the next state in sequential circuits.  Since this thesis assumes 

starting from an unknown initial state, flip-flops are also considered as primary inputs to 

the single-time-frame of the circuit.  This assumption can help in many ways and will be 

discussed later.  The number of primary inputs is restricted to 20 to keep the process to a 

reasonable size since it is necessary to simulate every possible combination which is 2
20

. 

4.1.1 Finding Trace List of 20 

 Backtrace is used to find the 20 primary inputs needed for the trace list.  An initial 

objective of finding one flip-flop in the next-state, chosen arbitrarily, to be set to 1 is the 

start.  From there Backtrace finds the primary inputs or present state variables needed to 

set that to be true.  Simulation is performed each time a primary input/present-state flip-
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flop is found.  Once the starting next-state flip-flop is set to 1, we select another flip-flop 

that is still unknown and the process is repeated.  It terminates when 20 primary inputs 

are found. 

 

Figure 4.1: Finding Primary Inputs or Present state flip-flops 

 Figure 4.1 shows the method in finding the 20 primary inputs or present-state flip-

flops.  It starts off in the left of the figure with a next-state flip-flop set to 1, then it uses 

Backtrace to find primary inputs to set.  In the middle of the figure, three primary inputs 

and two present-state flip-flops have been selected to justify two of the next-state flip-

flops.  It then simulates those values, and once the initial flip-flop is set, it finds another 

unknown flip-flop and repeats.  These 20 primary inputs now found will be used to find 

any next state that does not exist in the simulation of the 20. 

4.1.2 Simulate Trace List of 20 

 Once the 20 primary inputs or present-state flip-flops are found, they are stored as 

a list of inputs to simulate.  Every possible combination of the 20 inputs is used as an 

input vector to the circuit, hence there are 2
20

 of them.  All the other primary inputs and 

present-state flip-flops not in the set of 20 are set at don‟t-care values.  Each time the 
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simulation is performed for the given input vector, the next state of the flip-flops is 

recorded.  If there are any repeats in a row, such as a next state that just appeared exactly 

in the previous input vector, it is not recorded to save space.  Note that each state 

obtained may not be completely specified if some of the inputs are not specified; in other 

words, there may be don‟t-care values in them. 

 These next-state values of the simulation from the 20 primary inputs are an 

exhaustive set.  Meaning, since every possible combination is simulated (considering the 

don‟t-care values in the input space as well), these next states represent every possible 

next state for the 20 primary inputs.  Any state that is definitely missing from this set will 

never appear in the circuit because every primary input that is not in the 20 is still set to 

an unknown value.  If a state does not appear then no specified value of the unknown 

primary inputs can change the set. 

4.2 Grouping Flip-Flops 

 

 The list of next states of the circuit is a complete set, although an over-

approximate set, of what can be reached.  This set of states is then exclusive for the given 

20 inputs, meaning these inputs can produce no other reachable states, and any state that 

is not in this set is not reachable by the primary inputs.  Because this is an over-

approximate set of reachable states, there might exist another set of 20 inputs from which 

we might obtain a tighter set of reachable states.  However, whatever state that is not 

reachable in the first case would still be unreachable in a tighter set.  This can be said 

because the unknowns are treated conservatively as either 1 or 0, so any missing pattern 

without unknowns is said to be illegal. 
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 Computing what is missing in the set of states can be the difficult part, especially 

if the circuit has many flip-flops.  Grouping the flip-flops can be helpful because then 

only a smaller amount of patterns need be compared.  A group size of 4 was chosen 

because there are then only a manageable 2
4
 possible patterns.  Figure 4.2 shows the 

grouping of four flip-flops 1, 2, 5, and 7.  The first row says that 0101 is reached for these 

4 flip-flops.  Row 5 (X111) has to be treated optimistically, in that we assume both 0111 

and 1111 could potentially be reached. 

Flip-Flop: 
 

1 2 3 4 5 6 7 8 9 10 11 12 13 

 
1 0 1 0 1 0 0 1 X 1 0 1 X 1 

Next 2 1 1 0 1 0 1 0 0 0 0 1 0 1 

States 3 1 0 1 0 1 1 0 1 0 0 0 X 0 

 
4 1 0 0 1 0 0 0 1 X 1 1 0 0 

 
5 X 1 1 0 1 0 1 1 1 1 1 1 0 

 
6 0 1 0 1 0 1 1 X 1 0 1 1 1 

Figure 4.2: Grouping Example 

 Each set of four flip-flops are then searched through the table for any possible 

pattern that is missing.  For example, Figure 4.3 shows what patterns are missing from 

this group of flip-flops 1, 2, 5, 7.  Consider pattern 0010, it is missing from this group and 

this means flip-flop 1 cannot be 0 at the same time flip-flop 2 is 0, flip-flop 5 is 1, and 

flip-flop 7 is 0.  Likewise, this is true for all other missing patterns in the group.  As one 

can see, the unknown state in row 5 covers two patterns since the unknown could be 

either a 1 or a 0.  Each missing pattern then is a small illegal state cube since it does not 

represent a whole state concerning all the flip-flops of the circuit. 
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Patterns 1,2,5,7 Next State 

0000 no   

0001 no   

0010 no   

0011 no   

0100 no   

0101 yes 1, 6 

0110 no   

0111 yes 5 

1000 yes 4 

1001 no   

1010 yes 3 

1011 no   

1100 yes 2 

1101 no   

1110 no   

1111 yes 5 
Figure 4.3: Patterns Missing 

 Grouping continues until all possible groups of four have been searched.  This 

computational complexity is heavily dependent on the number of flip-flops in the circuit.  

The complexity is polynomial in the number of flip-flops, since we are considering only 

groups of 4 flip-flops.  All these illegal cubes are stored in a file representing the sets of 

four flip-flops that cannot ever be reached by any state in the circuit.  The cubes are in 

some cases redundant because they are restricted to four variables and compaction can be 

done to reduce the size of them. 

4.3 BDD Compaction 

 Many illegal cubes are created when finding these missing patterns.  They are all 

the size of four variables because of the pattern size.  There can be redundancies in these 

cubes and these can be reduced to form larger cubes that can cover more illegal states.  

For example, if there is an illegal cube ABCD=1001 and another illegal cube ABCD = 
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1101, then it can be reduce to ABCD=1x01.  This can be accomplished since both cases 

when B is 1 or 0 the other flip-flops are the same, and therefore B is not needed.  Ideally 

we would get rid of all redundancy in the illegal states but that is a very hard process for 

a large state space. 

 Using BDDs discussed in the last chapter this compaction can be accomplished.  

Treating each illegal cube as a graph where a 1 would lead to an illegal state, and then 

ORing all graphs, will lead to one larger graph that, when traversed, will produce a 1 

when illegal.  Figure 4.4 shows an example of compaction using a BDD from the 

previous example of illegal cubes.  As apparent in the figure, the flip-flop B is no longer 

necessary for the graph to reach a terminal 1 and therefore is removed.  The traversal for 

the graph now is a smaller cube which covers more states.  These steps are repeated until 

every illegal cube has been added to the graph. 

 

Figure 4.4: BDD Compaction 

 After all the cubes are added to the BDD a traversal is needed to find the paths 

leading to terminal 1.  If a path leads to terminal 1 then the node values leading there are 

an illegal cube since each node is a flip-flop.  A complete set of all paths leading to 
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terminal 1 is needed so a depth-first search is used.  This creates a complete set of paths 

that lead to terminal 1 and are illegal states to the circuit.   

Some paths are more than 4 variables long.  For example, a path through the BDD 

can be ABCDEFG = 1001x01.  This path is an illegal state for the circuit but it is longer 

than 4 variables which is less powerful then what we started with.  A six-variable illegal 

cube covers less illegal states than a four-variable illegal cube and therefore is less 

powerful.  Because all the cubes discovered before the BDD compaction are represented 

in this BDD, one of them covers this longer six-variable cube.  For example, if searching 

through the cubes that were discovered before the BDD compaction, the cube ABCD = 

1001 is found, it covers the six-variable cube and is used instead.  This four-variable 

illegal cube logically covers the six-variable as well as other states, and we know it is 

illegal because it is a cube from the list of cubes before the compaction.  This search is 

done for each path longer than 4 variables and each is replaced by a 4 variable path which 

means that no illegal cube in the final set is more than 4 variables. 

This BDD compaction does not guarantee that there are no redundancies in the 

paths found from the BDD but it does guarantee that these paths cover all the illegal 

states found in the previous computation.  It also does not guarantee that no redundancies 

exist because a BDD has to start with the first node and some paths do not require the 

first node but have to pass through it anyway.  The results of BDD compaction will be 

shown at the end of the chapter, but it reduced the number of illegal cubes quite 

significantly.   
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4.4 Repeat Trace 

 After the BDD compaction, the set of illegal states is found.  It contains powerful 

implications of what will not occur in the next state of the sequential circuit from any 

given state.  The thought was then to try the computation of illegal states again using 

these illegal cubes as a way to restrict the initial state and perhaps produce more illegal 

cubes.  Thus the code is run again using the same method except that, if an initial state is 

found to be illegal from the given implications found last iteration, then do not simulate 

it.  For example, if an illegal cube was discovered to be A –B D –F (ABDF=1010) and an 

initial state to be simulated is 100110, then it is skipped since it satisfies the illegal cube.  

Any state that is reached by another illegal state is not desired because, if the initial state 

is illegal, any state that is reached would not be reached normally.  Therefore, if the state 

is skipped in simulation then perhaps more states will show up missing when searching 

the quads of flip-flops. 

 Iterations of the process continue until a fixed point is reached.  A fixed point is 

anytime the number of illegal cubes equals the last iterations number of illegal cubes.  At 

this point no new illegal cubes were discovered by these means and the program stops.  

Table 4.1 shows an example with a miter benchmark circuit b09 and run over multiple 

iterations of the trace.  In the table, the states column shows how many states were stored 

after simulation, and the unreached mean how many illegal quads were found in those 

states.  The time is only for the current iteration and the last column (“Reduced”) reports 

how many illegal cubes exist after the BDD compaction.  As one can see, the number of 

illegal cubes could increase by constraining the search with previously found illegal 
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states.  Furthermore, at the end, the number of reduced cubes is equal to the last 

iteration‟s reduced number and therefore cannot produce a different result if run again. 

b09_onehot_gray_miter 

pass states unreached time Reduced 

0 343041 204828 1762s 65 

1 182530 204831 1255s 68 

2 166146 204833 1157s 70 

3 149762 204836 1063s 74 

4 137474 204840 1013s 75 

5 129282 204845 971s 77 

6 124162 204851 950s 79 

7 121090 204858 946s 83 

8 119298 204866 951s 91 

9 118274 204866 953s 91 

Table 4.1: Example Multi-Pass for b09 

    This method of repeating the trace is quite helpful since it may produce some 

invariants in the illegal state space that are not just static implications.  By restricting the 

initial state with previously learned illegal states, we are able to identify many more 

illegal states that may require spanning multiple time frames.  Many invariants may 

escape the scope of this method because of either the group size being checked or only 

finding invariants on the flip-flops. 

4.4.1 Results 

 The following are the results from the multiple traces by grouping in groups of 

four and finding the missing patterns of those groups.  The circuits that are used for this 

testing are benchmark circuits that have been changed into different formats which are 

one hot and gray.  These formats use different numbers of flip-flops but have been tested 

to be equivalent to the original circuit.  They are tied together using a miter circuit and 

tested using this method as one large circuit.  Therefore, each pair should be equivalent 

with each other.  Certain circuits need only take one pass to find a fixed point as shown 
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with b05, b06 and b08.  The illegal cubes found in these circuits do not lead to other 

illegal states.  Meaning, the majority of the initial states that were simulated were most 

likely legal states and thus could not be restricted by the implications. 

  Quads only 

circuit # passes states checked unreached reduced time 

b01 6 1657 1365 2528 170 4.2s 

b02 3 1209 495 1386 37 1.0s 

b03 5 172561 455126 20166 111 1062s 

b05 2 279554 720720 605472 67 2607s 

b06 2 3426 7315 30730 156 2.1s 

b07 2 460802 4598126 1866879 179 24262s 

b08 2 163842 135751 3444 1 40.4s 

b09 10 118274 424270 204866 91 3790s 

b10 3 164465 101270 76046 65 492s 

b11 2 165889 1215450 899652 85 1764s 

b12 1 524292 1000000* 34613 468 22098s 

b13 3 524289 595665 545850 97 4037s 

*stopped after 1000000 groups checked for partial results 
Table 4.2: Illegal Cubes for Quads 

 Table 4.2 shows the results for running this method for these circuits.  Number of 

passes means how many times it is repeated to find more illegal states as discussed in this 

section.  The states represent how many states were simulated in the process and the 

column labeled “checked” is how many groups of four flip-flops were checked for 

missing patterns.  The “unreached” column is how many missing patterns were found and 

the “reduced” column is how many illegal cubes were discovered after the BDD 

compaction.  Some circuits took longer than others to complete but the illegal cubes 

found are powerful invariants to help with equivalence checking.  Consider circuit b13, 

for example; with 2 passes we are able to reach a fixed point, at which time we output the 

reduced amount of illegal cubes into a file and these can now be used to restrict the 

search space for sequential equivalence checking.  Also consider b12, which is a large 

circuit compared to the others.  The checking of patterns stopped after a given amount of 
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quads checked since searching all of them is not feasible and therefore only partial results 

are given. 

4.5 Grouping Quintuples 

 Grouping in a size of four can be a daunting task, but the illegal cubes produced 

from it can be quite powerful since an invariant with four variables is hard to come by 

and a group of five is even worse.  One more pass was done with this method this time 

using groups of five instead of groups of four.  This causes 32 patterns to be checked for 

each group and takes an even longer time than before with groups of four.   

A way is used to cut down on how many groups are checked.  Since we already 

have the illegal cubes in groups of four or less, the program only checks groups of five 

that do not contain these flip-flops.  For example, if an illegal cube was discovered to be 

A –B D –F (ABDF=1010), then any quintuple that contains these four flip-flops will be 

skipped and not checked for missing patterns.  This is done for each illegal cube found 

previously and can cut back the time taken to check for quintuples.  However, the time 

saved is dependent on how many illegal cubes were discovered previously and the time 

saved could be minimal. 

4.5.1 Results 

Since this method of using groups of five is done after the grouping of four these 

results are presented separately.  The same circuits are used for the following results as 

were used in the previous section with groups of just four.  Using an extra pass of groups 

can produce more illegal cubes than before. 
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  Quads and 5's 

circuit # passes states checked unreached reduced time 

b01 7 1657 2163 14051 184 5.6s 

b02 4 1209 672 5735 43 1.6s 

b03 6 172561 4975569 361758 233 7587s 

b05 3 279554 8895264 19379003 39 59919s 

b06 3 3426 24439 304166 305 13.9s 

b08 3 163842 135751 3444 1 50.4s 

b09 11 118274 4578961 5903760 216 16309s 

b10 4 164465 739640 1403428 74 1624s 

b11 3 165889 17196662 33122040 91 30070s 

b12 2 524292 1000000* 32 12 43883s 

b13 4 524289 6991769 16771147 117 66700s 

*stopped after 1000000 groups checked for partial results 
Table 4.3: Illegal Cubes for Quints 

Table4.3 shows results in a similar fashion as the last section.  These results are 

completed after the grouping of four so this table includes the number of traces and the 

time taken for the previous method as well.  The “reduced” column reports the illegal 

cubes after BDD compaction and it shows there are more illegal cubes here than in the 

previous section.  Many of the cubes that have been found this way are different than just 

using the trace to group quads.  Just like in grouping with the quads, b12 is again a partial 

result since it was stopped after a given amount of group comparisons.  The results from 

grouping quintuples are helpful since they add more illegal cubes that might not have 

been discovered before.  However, the time it takes is rather long for certain circuits and 

might not be feasible in the end.  

4.6 Using Illegal States for SEC 

 Once all these illegal states are discovered for a circuit they can be used to help 

sequential equivalence checking.  Since the process to discover these illegal cubes was 

exhaustive in its search (meaning it simulated every possible combination with the 

primary inputs given) these illegal cubes are invariants for the given circuit.  As 
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discussed in Chapter 2, two sequential circuits can be tied together in the form of a miter 

circuit to check for equivalency.  This miter circuit is treated as one large circuit and can 

be run through this program.  Any illegal cubes that are produced can help towards 

discovering if the initial two sequential circuits are equivalent. 

 When a miter circuit produces a 1 at the miter output for a sequential circuit, the 

two circuits may or may not be equivalent.  This is because that the two circuits 

producing different outputs may be the result of an illegal initial state combination for the 

circuits.  If this is the case then the output of the miter circuit is useless since the two 

circuits will never reach these initial states on their own.  For example, consider Figure 

4.5, it shows a miter circuit with two sequential circuits.  The complete set of states that 

produce a 1 on the output of the miter circuit can be illegal, and if all of them are illegal 

then the two circuits are equivalent since no legal state can produce a 1 on the output.  

That is the benefit of finding illegal states in a sequential circuit because if the illegal 

states that are discovered match the ones that produce a 1 then the circuit is equivalent. 

 

Figure 4.5: Sequential Miter 
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 The illegal cubes found in the proposed method of this thesis are powerful 

implications but not strong enough to prove equivalency on their own.  They can be used 

to help other sequential equivalence checkers to either prove equivalency where they 

could not, or help speed up the time it takes to prove equivalency.  This is the metric that 

is measured to determine the effectiveness of the method presented in this thesis. 

4.7 Results 

 The following results in this section show two different ways to find sequential 

equivalence.  These two ways are methods that fellow researchers are doing and who 

allowed the methods of this thesis try to help their results.  Because the results from this 

thesis cannot prove equivalency on their own, they are used by these other methods to try 

to speed them up, or help prove where they could not. 

 The first method uses these illegal cubes to restrict the search space for internal 

node implications.  Table 4.4 shows the results for running the code both with without the 

methods from this thesis.  The first set of columns shows the results from the program on 

its own.  As one can see, most of the circuits are proven to be equivalent except b03 and 

b05 which crashed.  With the help from the grouping of quads some speed up is shown, 

and even more with the grouping of quintuples.  Consider the instance b03, without the 

help of the illegal states the SEC engine was not able to prove the equivalence of the two 

circuits in 1423 seconds.  When the illegal quads were added, we were able to prove the 

equivalence in just 13.5 seconds.  Finally, when the quints were added, we further 

reduced the SEC time down to 1 second.  Likewise, for circuit b11, without our method 

the SEC was not able to prove the equivalence of the circuits in 16425 seconds, while 

with our illegal state cubes, we could prove the circuits in under 1000 seconds.  
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  w/o help w/ quads w/ quints 

circuit equivalent? time equivalent? time equivalent? time 

b01 yes 12.1s yes 0.7s yes 0.7s 

b02 yes 2.0s yes 2.0s yes 2.0s 

b03 no 1428s yes 13.5s yes 1.0s 

b05 no* 28954s  no* 23075s no* 5334s 

b06 yes 0.3s yes 0.3s yes 0.3s 

b08 yes 21.5s yes 21.3s  Yes 21.3s 

b09 yes 37.1s yes 37.7s yes 37.9s 

b10 yes 3947s yes 4178s yes 34.0s 

b11 no* 16425s yes 799s yes 934s 

b13 yes 54309s  yes 12436s yes 1.9s 

Table 4.4: SEC Results 

The second method for sequential equivalence checking is implemented with the 

help from the results of this thesis.  This method finds potential implications within the 

circuit and proves them to be true inductive implications.  Results from this thesis were 

thought to speed up that process since the illegal states found are already proven 

implications.  

Table 4.5 shows the results from this method with the help of the illegal states and 

without.  In the table, the first column is showing if the circuit was proven equivalent or 

not, and that does not change with the help of the quads or the quints.  The number of 

implications is the next column followed by the runtime.  Implications means how many 

inductive invariants of the circuit were proven through this SEC method.  In the circuit 

b13 the quints actually help by discovering six more inductive implications, which is 

good because these implications are inductive invariants of the circuit, which are true in 

all reachable states.  Another improvement is in circuit b09 where using quints the proved 

inductive implications increased to 24000, although equivalency was already proven 

these extra implications restrict the state space. The biggest help is in circuit b05 where 

by using quints the time taken to run was reduced to 783 seconds and the number of 
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inductive implications increased as well.  Equivalency was proven with b05 where the 

previous method could not. 

  w/o help w/ quads w/ quints 

circuit equiv? implications time equiv? implications time equiv? implications time 

b01 no 1090 0.7s no 1090 0.6s no 1090 0.6s 

b02 no 409 0.5s no 409 0.5s no 409 0.5s 

b03 no 7329 2.9s no 7329 2.7s no 7329 2.6s 

b05 no 104630 4690s no 104630 8242s yes 195348 802s 

b06 yes 718 0.7s yes 718 0.6s yes 718 0.6s 

b08 no 952 6.0s no 952 5.6s no 952 5.6s 

b09 yes 6917 12.3s yes 6917 8.3s yes 24000 7.1s 

b10 no 6001 10.8s no 6001 8.6s no 6001 8.4s 

*b10    no 15311 6.8s no 15311 6.8s 

b11 yes 21831 174s yes 21831 137s yes 21831 275s 

b13 no 8395 10.7s no 8395 10.1s no 8413 9.4s 

*Added the extra illegal cubes from the extra step 
Table 4.5: SEC Results 

 In an attempt to achieve better results another method was implemented to find 

more illegal states.  Choosing the 20 primary inputs and flip-flops by what flip-flops were 

producing the most don‟t-cares in the next state.  If a certain group of flip-flops was not 

being justified hardly ever then forcing the program to use these as the 20 to be simulated 

could produce different and helpful results.  Groups of flip-flops were only to be checked 

if they contained the top 30 flip-flops that produced the most don‟t-cares from before.  

The results from this extra step can be shown in Table 4.6 where for most circuits nothing 

extra was found.  This is because most of the next states were don‟t-cares and being 

conservative these cover all possibilities so no missing patterns presented themselves.  

All three circuits that produced extra illegal states were added to the already existing 

illegal cubes and ran again.  Only b10 produced better results as shown in Table 4.5 

which produces extra implications but not sufficient for equivalency. 
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circuit illegals time 

b03 0 68s 

b05 0 124s 

b08 0 16.9s 

b09 53 28.2s 

b10 2 20.9s 

b11 0 6.3s 

b13 11 152s 

Table 4.6: Extra Step Results 

4.8 Summary 

  Finding illegal states in a system is helpful for sequential equivalence checking.  

There are many different methods for discovering illegal states and this chapter has 

discussed one such method.  This method is unique because it not only finds missing 

patterns in the state space of a system, but also reduces those illegal cubes found by using 

a BDD.  The illegal cubes found are not strong enough to prove equivalency between 

circuits, but they do help other methods as shown in the previous section.  By this help 

the method presented in this chapter can be vital for more difficult circuits that require 

more than one approach to prove equivalence.  Overall, an efficient and productive 

program was developed to discover illegal cubes to help with sequential equivalence 

checking. 
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Chapter 5 

Conclusions and Future Directions 

 Sequential equivalence checking can be quite complicated and requires complex 

methods that may only be effective in some instances.  This thesis presents a unique idea 

of discovering illegal state cubes in a sequential circuit without computing the exact 

reachability.  These illegal state cubes can be used to prove two sequential circuits are 

equivalent, which is very helpful during the optimizing step in creating state machines.  

However, the results from this thesis show that the illegal cubes found are not strong 

enough to prove equivalency on their own.  Other methods are needed, but with these 

powerful illegal cubes these other methods can get a boost of speed or performance.  The 

two key aspects this thesis are a study and implementation of a BDD, and the discovery 

of illegal states, through extensive simulation and pattern checking. 

 Implementing a BDD is not a new concept and the way we implemented is not 

entirely new either.  What we did is take the basic idea from [10] and modify it for our 

needs to be efficient in compacting illegal states.  Studying the three parameters of the 

implementation as talked about in Chapter 3 helped us determine the time and space 

issues in representing state spaces using BDDs.  These three parameters can be adjusted 

to fit the need for an implementation of a BDD.  After studying these parameters the best 

ones were picked the use for our BDD compaction step in the discovery of illegal state 

cubes in Chapter 4.   

 Future work for the BDD implementation could be creating a garbage collection 

of sorts.  This will run through the unique table and find all the unused nodes and clean 
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them out to free up memory.  By running this it can be quite helpful to reduce the 

explosiveness of a BDD in size and help to represent larger state spaces.  Another method 

that could be done in the future with the BDD implementation is creating a more efficient 

hash function.  The one used is a simple addition and masking of the three integers of the 

node.  Although this mask is very good at storing the correct nodes in their appropriate 

buckets, another function could probably store them in a more efficient matter so that 

when searching for a specific node it would take less time.  Both these methods can 

significantly help in BDD compaction for illegal cubes, as well as other uses for a BDD 

implementation. 

 Discovering illegal states in a sequential circuit has been done before but could 

face problems for large circuits.  This thesis discovery is more along the line of finding 

what states are missing from the reachable state space.  Each of these missing patterns is 

an illegal state for the circuit and can be helpful in finding equivalence.  By only 

simulating 20 primary inputs or flip-flops and setting all others to a don‟t-care state, we 

reduce the amount of time and space the simulation will take.  An exhaustive simulation 

for all possible combinations of states is unfeasible.  By only simulating 20 exhaustively, 

then only 2
20

 next states are looked at.  Many of these next states will have don‟t-cares in 

them because 20 primary inputs or flip-flops might not be enough to fully justify each 

state.  However, any state that is missing in a group of flip-flops that has been justified, 

shows an illegal cube that the circuit will never produce as a next state.  Repeating this 

process and restricting the initial state with the already known illegal states might create 

more missing patterns in the next state.  These implications are then very powerful 
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because they contain patterns that will show up in multiple timeframes, not just one 

timeframe, and can be helpful for other methods of sequential equivalence checking. 

 Some future work for discovering illegal cubes can be directed towards speeding 

up the process.  The longest part of the process is grouping each possible group of flip-

flops.  This takes a long time and is exponentially dependent on the number of flip-flops.  

If a group is known to not contain any missing patterns, then perhaps it can be skipped 

and moved onto another group that might contain a missing pattern or two.  This can 

substantially speed up the process while not impacting the results too drastically.  

Another method is to use bigger groups.  This was done when grouping quintuples and 

produced notable results in how many more illegal cubes were discovered because of it.  

The idea of grouping can be expanded to six or even seven but that increases the amount 

of patterns to be checked and could take a much longer time.  However, bigger groups 

combined with a method to skip a group that will not yield missing patterns could be a 

promising direction for future.  The goal is to find more illegal cubes so that sequential 

equivalence can be achieved. 

 This thesis shows results that can help other methods in sequential equivalence 

checking.  These other methods can use the results found in this thesis to speed up their 

process of proving equivalency.  Shown in the previous chapter, the cubes found from 

this thesis did help in many of the circuits, either improving speed or even proving 

equivalency where they could not on their own.  This means the method presented in this 

thesis is a helpful supplement to other methods in proving equivalency.   
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 Overall, an efficient and fast way to discover illegal state cubes was presented in 

this thesis.  The problem of sequential equivalence checking is evident and the method 

presented here helps other equivalency checkers in discovering solutions. 
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