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ABSTRACT
This paper describes a complete algorithm to estimate the motion of a fixed-wing
aircraft given a series of digitized flight images. The algorithm was designed for fixedwing aircraft because carefully procured flight images and corresponding navigation data
were available to us for testing. After image pre-processing, optic flow data is
determined by automatically finding and tracking good features between pairs of images.
The image coordinates of matched features are then processed by a rigid-object linear
optic flow-motion estimation algorithm. Input factors are weighed to provide good
testing techniques. Error analysis is performed with simulation data keeping these factors
in mind to determine the effectiveness of the optic flow algorithm. The output of this
program is an estimate of rotation and translation of the imaged environment in relation
to the camera, and thereby the airplane. Real flight images from NASA test flights are
used to confirm the accuracy of the algorithm. Where possible, the estimated motion
parameters are compared with recorded flight instrument data to confirm the correctness
of the algorithm. Results show that the algorithm is accurate to within a degree provided
that enough optic flow feature points are tracked.
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1 INTRODUCTION
1.1 COMPUTER VISION
The discipline of computer vision emphasizes the development of algorithms by
which a computer can extract meaningful information from digitized images. Meaningful
information in this context means abstract information about the surrounding world;
before processing, an image is just a sequence of binary digits signifying nothing in
particular. Through computer vision concepts such as edge detection, feature tracking,
motion estimation, and stereo vision, a computer can read in raw images and find
information related to such things as shape, depth, color, and motion. The Free On-Line
Dictionary Of Computing (FOLDOC) gives the following definition for computer vision:
A branch of artificial intelligence and image processing concerned with
computer processing of images from the real world. Computer vision
typically requires a combination of low level image processing to enhance
the image quality (e.g. remove noise, increase contrast) and higher level
pattern recognition and image understanding to recognize features present
in the image. [1]
Computer vision has many applications, a few of which include product quality
control on assembly lines, face recognition software for security systems, motion
detection, and optical character recognition (OCR) for typed and written language. The
application envisioned for this paper is vision-based navigation, whereby a computercontrolled plane can obtain information about its environment through computer vision
and respond appropriately to handle flight safely and automatically.

1.2 VISION-BASED CONTROL OF AIRCRAFT
In the interests of safety and convenience, it will be desirable for control systems
on aerial vehicles of the future to assist the pilot during takeoff or landing. Autopilot
technology already exists to keep aircraft cruising in a steady flight path; takeoff and
landing are the most difficult part of flight and usually require human guidance. In
addition to standard navigation instrumentation, a comprehensive aircraft control system
of the future may also use visual information obtained by cameras to gather
environmental information needed for safe, computer-controlled flight.
Some automatic landing systems already exist, but require the use of instrumented
runways equipped with electronic beacons and/or radar information. For smaller airports,
however, it may be too expensive to invest in the technology infrastructure to guide a
plane for takeoff or landing automatically. If an aircraft equipped with cameras and a
computer could determine enough about its environment, however, it could land at any
airport, or even make an emergency landing in an open field, without extra technology on
the runway or prior knowledge of the terrain. In addition, a vision-based system could
potentially detect obstacles on the runway or taxiway, or other dangerous situations that
1

might not be detected otherwise. Even in a secondary role as an auxiliary system, a
vision-aided control system would add some functional redundancy and is not vulnerable
to power outages on the ground or failure of GPS satellites or electronic beacons.

1.3 CONTRIBUTIONS OF THIS RESEARCH
A visual system of the complexity required to guide an aircraft in flight would
require many components, including runway detection, depth perception, obstacle
detection, and motion analysis. This thesis presents an algorithm to estimate the motion
of an aircraft during flight. Feedback from the motion estimation algorithm would be
used to adjust flight controls in order to keep the airplane in a steady, controlled ascent or
descent. Vision-based motion analysis could be used alone, or with other instruments as
an additional aid or failsafe fallback.
Vision-based navigation has been widely researched for the last two decades, as
computers have become increasingly powerful and inexpensive. Many methods have
been explored for determining motion, structure, and depth; some work better for ground
vehicles with only 2 dimensions of motion (such as obstacle detection); some work better
with aerial vehicles; and some require prior knowledge of the environment or only work
under ideal simulations. Some algorithms use multiple views for additional stereoscopic
constraints [2, 3], and some require external range verification to introduce more
constraints and simplify the calculations [4]. Many vision systems are made of several
combined vision techniques; for example, the miniature flying helicopter in [5] uses
stereo vision for obstacle detection in the frontal field of view, and optic flow for motion
analysis in cameras oriented for peripheral vision.
The goal of this thesis is to present a complete viable motion estimation algorithm
for an aerial vehicle. Beyond that, the detailed analysis of factors contributing to error
would be useful as a reference when selecting other algorithms to be used for similar
purposes. This thesis shows an implementation of the optic flow-motion algorithm
derived by Zhuang et al. [6]. Some confusing sections of that work are clarified, and the
algorithm is tested using both simulated and real data. This thesis also provides a
detailed investigation of sources of error introduced in all stages of data input and
calculations in the algorithm. By showing how the algorithm responds to error and
uncertainty in various stages of data input, the algorithm’s performance can be measured
with confidence against the requirements of a real vision-based navigation system. This
research has shown that motion estimation results can be calculated from real image data
with reasonable accuracy, even from images of fairly low quality from a camera with less
than ideal image calibration parameters. Use of substantially more data points than
required for the algorithm was found to drastically improve accuracy. This type of
project (computer vision-based navigation, unmanned vehicles, etc.) is still being widely
researched; it is hoped that this work will contribute towards better computer vision
algorithms in the future.

1.4 ORGANIZATION OF THESIS
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The rest of this thesis describes the development, testing, and analysis of an
algorithm to estimate aircraft motion from in-flight images. Chapter 2 discusses previous
related work in computer vision-based navigation, motion estimation, and optic flow
analysis. Chapter 3 explains the motion estimation algorithm, details methods used to
acquire and process the images, and closely examines sources of possible error to be
taken into account. In addition, the geometric consequences of the motion of the plane
and cameras is explained. Chapter 4 shows the results of motion estimation obtained by
applying the vision algorithm on real images, and compares them to externally recorded
motion measurements. Chapter 5 closely examines factors affecting the experimental
results. Finally, Chapter 6 summarizes the overall implications of the research and
reexamines the work in light of the goals of the research.
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2 BACKGROUND AND LITERATURE REVIEW
2.1 VISION-BASED NAVIGATION
Any type of autonomous vehicle needs to obtain information about the outside
world in order to respond to its environment. The search for good autonomous
navigation systems is still a topic of ongoing research; the result of the first DARPA
Grand Challenge (a government-sponsored contest for an autonomous ground vehicle)
shows the difficulty of the task: none of the vehicles entered covered even a significant
fraction of the distance to the goal before breaking down. The second Grand Challenge
was held in 2005; in this competition, 5 of the 23 teams successfully completed the
course [7].
Along with other techniques such as GPS, radar, and laser range-finding,
computer vision is a useful sensory feedback tool for navigation. Some parts of computer
vision are universal and can be used for any application, but some applications have
specific requirements or assumptions that dictate the type of vision techniques used. For
example, a vehicle traveling on the ground moves mostly in a 2-dimensional world, while
a helicopter or airplane travels in 3 dimensions. Thus a ground vehicle only needs to
look for obstacles and paths in the space in front of it, while an aerial vehicle needs to
know its environment above and below. The research presented in this paper focuses on
motion estimation as a sensory input to the motion control system in autonomous
navigation.
There are several methods for motion estimation. Optic flow (described in more
detail in Section 2.3) can be used to calculate rotation and direction of translation, and to
estimate the depth of tracked features in the scene to give an idea of the full threedimensional environment. Given the optic flow of enough feature points, the problem
can be solved from the images alone; the problem becomes easier and the results more
accurate if the depth can be determined first (for example, with a laser range finder) [4].
Stereo vision may also be used to estimate depth and structure.
Besides optic flow analysis, another method uses a homography-based system of
equations to estimate motion and structure for points on a planar surface. This approach
is used by Shakernia et al. [8] with multiple images after unknown motion for additional
constraints to provide robust estimation. This approach can also be used with images
from multiple cameras.
Another method to estimate motion is linear deformation [9]. By measuring the
angles between sets of features in a scene and measuring the deformation of these angles
as the same features are observed at different positions in an image taken at a different
time, the direction of heading can be estimated. While Shi and Tomasi claim that linear
deformation is more accurate for measuring translational motion than optic flow [10], it
cannot measure rotation of the scene, which may be important information for an airplane
in flight (rotation is eliminated at the input since the angles between features do not
change with camera rotation).

4

2.2 FEATURE TRACKING
Finding the optic flow vectors used to calculate motion requires tracking points or
patterns from one image to the next. There are several well-known papers describing
methods for tracking image features in a succession of images. The work of Lucas and
Kanade [11] and later work by Kanade and Tomasi [12] lay out an algorithm for tracking
features from one image to another. A later paper by Shi and Tomasi [13] details how to
select good features to track (for example, distinct corners of high-contrast edges are
easier to identify) by examining the minimum eigenvalues of brightness gradient
matrices.

2.3 OPTIC FLOW
2.3.1 Introduction to Optic Flow
Optic flow (or optical flow) may be defined as the apparent movement of patterns
of brightness (features in a scene) in a sequence of images. Optic flow is caused by both
motion of the observer (or camera), and by motion of objects in the scene. In humans,
the brain processes optic flow on the retina in order to gain an understanding of the
surroundings. In computer vision, we attempt to obtain the same sort of information
about motion and structure by performing calculations on measured optic flow in digital
images.
If we assume that the entire scene is rigid, and only the camera is moving, then all
optic flow from the image can be processed together to find one set of motion parameters.
If objects in the scene are in motion, however, the problem becomes more complicated.
One approach, as described in [14], is to break the image into segments, measure optic
flow in each segment, and group regions of similar motion together to determine the
structure of moving objects. For the purposes of this thesis, since the high-velocity
motion of the plane relative to the world will be much greater than the motion of faraway
objects on the ground, it is safe to assume a rigid scene and use a simpler algorithm. For
more information about optic flow algorithms, see the survey paper by Smith [15] and the
Keith Price Annotated Computer Vision Bibliography [16] which contains many links to
optic flow resources as well as other topics of common research in computer vision.
The algorithm chosen for this project was developed by Zhuang and Haralick in
[17] and then simplified by Zhuang, Huang and Haralick in [6]. The work was again
summarized by Haralick and Shapiro in [18]. I found both the original paper and the
summary in the textbook to be vague in the derivation of the flow-motion equation and
unclear in the explanations accompanying the equations. Both sources also contain
several typing and notation errors in the equations, so the following two sections
summarize and clarify the algorithm presented in [6].
2.3.2 Derivation of Linear Optic Flow Motion Algorithm
The fundamental equations of perspective projection are as follows:
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u 
z 
fx
fy


u=
, v=
, p =  y =  v 
z
z
f
 z 
 f 

(1)

In these equations, f is the focal length, u and v are image coordinates, x, y, and z are
point coordinates in 3-dimensional space, and p is a position vector from the origin (the
point of projection) to the point (x, y, z).
Let k be a 3-dimensional vector indicating the distance and direction of translational
motion of the observer relative to the environment from the image at time t1 to the image
at another time t2, and let ω be a vector describing the 3-dimensional rotation of the
camera image plane about the +x, +y, and +z axes.
Representation of rigid-body motion ( p& (t ) meaning the instantaneous velocity of
position vector p(t) ) can be described by the following differential equation:
p& (t ) = ω (t ) × p (t ) + k (t )

(2)

Differentiating (1) with respect to time, we get:

u (t )
u& (t )
p& (t ) = z& (t )  v(t )  + z (t )  v&(t ) 
 f 
 0 

(3)

Setting (2) equal to (3) and omitting the time variable t for simplicity, we obtain:

u 
u& 
u 




z&  v  + z  v&  = ω × p + k = zω ×  v  + k
 f 
0 
 f 

(4)

Let k* be any nonzero vector collinear with k (note that k * × k = 0 ). Taking the cross
product of both sides by k* and rearranging leads to the following:

 u& 
u  
u 
 



*
*
zk ×   v&  − ω ×  v   = − z&k ×  v 
 0
 f  
 f 
 

(5)

Eq. 5 indicates that the vectors on the two sides of the equation are either both 0, or
nonzero and equal (and therefore collinear). If a vector c is collinear with a cross product
a × b , then c is orthogonal to both a and b. Thus, if the two sides of the equation are
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 u& 
u 
u  
 



nonzero, then k ×  v  is orthogonal to   v&  − ω ×  v   . If the two sides of (5) are zero,
 0 
 f 
 f  
 
since z can be assumed nonzero and k* is nonzero by definition, then k* is parallel
 u& 
u  
 

to   v&  − ω ×  v   . In either case, the following dot product is 0:
 0 
 f  
 
*


 u    u& 
u  
 *    
 
 k ×  v   •   v&  − ω ×  v   = 0

 f    0 
 f  


(6)

Equation 6 holds true in the case that both sides of (5) are nonzero because the dot
product of the two orthogonal vectors is 0. In the case that both sides are zero, since
(a × b) • c = (a × c) • b = (b × c) • a , the equation could be rearranged to take the cross
 u& 
u  
 

product of k and   v&  − ω ×  v   (parallel vectors have a cross product of zero), and the
 0 
 f  
 
final scalar triple product (also known as box product) would still be zero. This
reasoning was not made clear in the original publications.
*

Distributing the dot product operation results in the following:

u   
 u   u&  
u  
 *   
    *  


−  k ×  v   •  ω ×  v   +  v&  •  k ×  v   = 0

 f   
 f   0  
 f  


(7)

To make manipulation of the flow motion equations easier, let
 0

K * =  k 3*
− k 2*


− k 3*

0
k1*

k 2* 
 0

− k1*  , Ω =  ω3
− ω2
0 

− ω3
0

ω1

ω2 
− ω1 
0 

K* is composed of row elements of k* ( k1* , k 2* , k 3* ) arranged so that matrix multiplication
by K* is equivalent to performing a cross product by k*; that is, for any 3×1 vector v,
T

k * × v = K *v . Also note that because K* is an antisymmetric matrix, K * (the transpose
of matrix K*) is equal to –K*. Let Ω be the matrix corresponding to ω in the same
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manner. The dot product a • b can also be written as the inner product a T b (the
transpose of vector a multiplied by vector b).
Then the following is equivalent to (7):

[u

v

u 
f ]K Ω  v  + [u&
 f 
*

u 
v& 0]K  v  = 0
 f 
*

(8)

Now, any square matrix A can be separated into symmetric and antisymmetric parts as
A + AT
A − AT
follows: A =
(symmetric) +
(antisymmetric). As it happens,
2
2
− k 3*ω 3 − k 2*ω 2

k1*ω 2
k1*ω 3
T


*
*
*
*
*
*
*
K Ω =
k 2 ω1
− k 3 ω 3 − k1 ω1
k 2ω3
 = ΩK , so K Ω can be

k 3*ω1
k 3*ω 2
− k 2*ω 2 − k1*ω1 


(

)

K * Ω + ΩK * K * Ω − ΩK *
+
. When this
2
2
u 
K * Ω − ΩK *  
f]
 v  = 0 , so the antisymmetric part
2
 f 

rewritten in the following manner: K * Ω =
expansion is substituted in (8), [u v

can be ignored. This was not explained in the original paper.
Let L be the symmetric part of K *Ω :
L=

K * Ω + ΩK *
2

Replace K *Ω with L, and the result is the linear flow-motion equation:

[u

v

u 
u 


* 
f ]L  v  + [u& v& 0]K  v  = 0
 f 
 f 

(9)

This is the equation used to solve for motion parameter vectors k* and ω from optic flow
data.

2.3.3 Solving for Motion Parameters
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Since L is symmetric, it contains only 6 independent values. Designate the
components of L as l1…l6 such that

 l1
L = l 4
l 5

l5 
l 6 
l 3 

l4
l2
l6

Then, expanding the flow motion equation (Equation 9) using scalar values l1…l6 and
k1*…k3* results in the following linear equation:

[u

v

 l1
f ]l 4
l 5

 0
l5   u 




l 6   v  + [u& v& 0] k 3*
− k 2*
l 3   f 


l4
l2
l6

− k 3*
0
k1*

k 2*   u 

− k1*   v  = 0
0   f 

u 
u 


*
*
*
*  
[(ul1 + vl4 + fl5 ) (ul 4 + vl2 + fl 6 ) (ul5 + vl6 + fl3 )] v  + v&k 3 − u&k 3 u&k 2 − v&k1  v  = 0
 f 
 f 
u 2 l1 + uvl 4 + ufl 5 + uvl 4 + v 2 l 2 + vfl 6 + ufl 5 + vfl 6 + f 2 l 3 + uv&k 3* − vu&k 3* + fu&k 2* − fv&k1* = 0

[

)]

(

(u 2 )l1 + (v 2 )l 2 + ( f 2 )l 3 + (uv)2l 4 + (uf )2l 5 + (vf )2l 6 + (− fv&)k1* + ( fu& )k 2* + (uv& − vu& )k 3* = 0
As a linear system of n equations where n ≥ 8 is the number of observed flow-motion
points, i = 1...n , this can be represented as:
ai h = 0 ,
where

[

h = l1
and

(10)

l2

[

a i = u i2

l3
vi2

2l 4
f

2

2l 5
u i vi

2l 6

k1*

ui f

vi f

k 2*

k 3*

]

T

fv& − fu& i

(u& i vi − v&i u i )] .

When the algorithm is applied, ai contains measurable values (known), and h consists of
unknown parameters. Define the n×9 matrix A as:

 a1 
a 
A =  2
M
 
a n 
A solution for the vector h can be calculated from the matrix equation Ah = 0.
Another way of saying this is that the solution h lies in the null space of matrix A. In
MatLab, h can be calculated by using the single command ‘h=null(A)’. Above, n was
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defined to be greater than or equal to 8, because at least 8 optic flow points are needed for
the proper matrix rank to find a singular decomposition of the n×9 matrix A (necessary to
calculate the null space). Using the null space calculation limits the number of equations
to 8, since any more independent equations would over-constrain the system and make a
solution impossible.
To statistically reduce the effect of random error, it is desirable to use more data
points and find some type of least-squares fit. To do this, we set up a minimization
problem since the over-constrained product Ah=0 cannot be calculated.
The solution to this problem is the eigenvector h corresponding to the smallest
eigenvalue of the 9×9 matrix ATA. We start with the definition of eigenvalue/vector pairs
for matrix ATA:
AT Ah = λh

(12)

In this equation, eigenvalues are represented by λ and corresponding eigenvectors by h.
Multiply both sides of (12) by hT:
h T AT Ah = λh T h , or
Ah

2

=λ h

2

2

(13)
2

Since Ah ≥ 0 and h ≥ 0 , all eigenvalues λ will be greater than zero. The vector h
corresponding to the smallest λ will minimize the product Ah.
Once the least-squares solution to h is found, the direction of translation k* is
known and the rotation ω can be uniquely determined from L by the previously given
equality L=(K*Ω+ Ω K*)/2. This is equivalent to the following set of equations when
broken into components:

ω1k1* =

l1 − l 2 − l3
h − h2 − h3
→ ω1 = 1
2
2k1*

ω 2 k 2* =

l 2 − l1 − l 3
h − h1 − h3
→ ω2 = 2
2
2k 2*

ω 3 k 3* =

l 3 − l1 − l 2
h −h −h
→ ω3 = 3 1 * 2
2
2k 3

(14)

ω 2 k1* + ω1 k 2* = 2l 4 = h4
ω1k 3* + ω 3 k1* = 2l5 = h5
ω 2 k 3* + ω 3 k 2* = 2l 6 = h6
The rotation vector ω is found by using one of the first three equations (choosing one that
does not result in division by zero if one or more of the components of k* is zero), and
two of the second group of equations to obtain the other components of ω.
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2.3.4 Synopsis
To summarize, this section has presented and clarified the method given in [6].
Two important steps which were not discussed in the original work were made explicit.
In addition, some typographic and notational errors were corrected and the format of the
equations made more consistent.
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3 METHODOLOGY
3.1 IMAGE ACQUISITION
The image sequences used for this research were provided by NASA from test
flights in an OV-10A observation aircraft (Figure 1). The OV-10A was selected because
it already had cameras and recording devices installed, and because its short, rigid wings
provided good camera stability [19].

Figure 1: OV-10A in flight (Photo courtesy of NASA Langley Research Center)

Cameras in the OV-10A were located in the left and right wingtips and in the left
tailfin of the plane. Much of the field of view of the tail camera is obstructed by the body
of the plane, so the images from this camera were not used for the research described
here. According to notes provided by NASA, the wingtip cameras (located in the wingtip
pole housings; see Figure 2) were oriented to point forward and angled down
approximately 3.5 degrees (a nominal landing approach glide path angle). The focal
length for these cameras (see Appendix C for camera specifications) is 7.5mm. Figure 3
shows the approximate field of view of the wingtip cameras.
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Figure 2: Wingtip camera placement (NASA Langley Research Center)

Figure 3: Field of view of wingtip cameras (NASA Langley Research Center)

Garmin GPS receiver equipment was used to log flight data twice per second, and
the aircraft’s gyroscopic attitude and heading instrumentation was wired to a data
acquisition unit called the Common Airborne Instrumentation System (CAIS) which
acquired flight state information at a rate of 140 samples per second.
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3.2 PREPROCESSING OF IMAGE SEQUENCES
In the image sequences provided, some cropping was necessary. The original
image sequences were recorded on VHS magnetic-tape cartridges and later converted to
digital images of size 720×480. The cameras overlaid the images with a timestamp near
the top of the image, and the digitization process created black bars on the sides of the
image where the actual CCD information was not expanded to the full size of the image.
The black bar on the left ends at column 27, and the bar at the right side of the image
begins at pixel 714. The actual horizontal image center was estimated to be halfway
between the black bars in the original images. As shown in Figure 4, some ripples,
fading, and noise also appear around the edges of the image.

Figure 4: An original flight sequence image with image imperfections illustrated

If the feature tracking program is run with the original flight sequences, it obtains false
“features” to track like the high-contrast timestamp in the corner. To obtain cleaner input
for the feature tracking program, the images were cropped to contain only clean image
data (see Figure 5) before being analyzed.
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Figure 5: Original image after cropping to remove artifacts introduced in image acquisition. World
coordinate axes x, y, and z are shown along with image coordinate axes u and v. Note that the scene
extends forward into the –z direction.

3.3 FEATURE TRACKING
The feature tracking program implemented for this project was derived from a
public-domain feature-tracking program “KLT” [20] based on the work by Kanade,
Lucas, and Tomasi [11] [12] [13]. Additional derivation of a later proposed modification
by Carlo Tomasi was done by Birchfield in [21]. Version 1.2 of KLT was used as a basis
for our modified code. Full documentation of the KLT program is available online at
http://www.ces.clemson.edu/~stb/klt/.
The feature tracking program created for this project (see Appendix A) accepts
command-line arguments specifying the files to compare, the number of features to track,
the image center on the original image, and the region of interest. The program reads in
the RGB color images from the original landing sequence, converts each image to
grayscale by selecting only the red color band (pure red does not commonly occur in
natural images so it is decent indicator of overall intensity), and crops the picture to the
specified window of interest (as discussed in Section 3.2) before performing the feature
tracking step. After selecting good features and finding their corresponding locations in
the second image, a list of matched feature pairs is written out to a text file for later use.
Small feature markers are also placed on the preprocessed images, which are then output
to new image files to allow visual verification of tracking correctness. Figure 6 shows
examples of the original RGB flight images, and Figure 7 shows the corresponding
preprocessed grayscale images with tracked features marked (additional highlighting
added).
15

Figure 6: Example image pair from original image sequence. Williamsburg-Jamestown Airport, left
camera – image spacing 8 frames.
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Figure 7: KLT program image output – image spacing 8 frames, 21 of the 25 requested features
successfully tracked (red highlighting added manually to feature markers)

To determine how well the feature tracking program worked, the number of
images between feature-tracking snapshots was varied from one (1/30 second) to fifteen
images (1/2 second) from various locations (image sequence numbers 000, 050, 100) in
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one of the flight image sequences. The number of successfully tracked features reported
by the program (out of 50 good features identified) was recorded after each interval.
Figure 8 shows the first image in each analyzed segment of the landing sequence, and
Figure 9 illustrates the decline in number of successfully matched points as the image
spacing is increased. The difficulty in tracking features increases for the highernumbered images since the high-contrast features on the runway have a greater image
velocity as the plane becomes nearer. In all cases, the number of successfully tracked
features declines as the image spacing is increased.

Figure 8: From left to right – Williamsburg-Jamestown landing images 000, 050, and 100 from left
wingtip camera
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Figure 9: Number of matches versus increasing gap between images

The decline in successfully matched features does not matter very much in itself;
if we could assume that all of the matches were valid, more features could be tracked to
make up for the loss. However, the number of “successfully matched” points reported by
the program is not always correct. To assess the matching accuracy, the 10 “best”
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matches (as ranked by the KLT program) were manually verified for each of the test runs.
As Table 1 shows, some of the matches were inaccurate when the time between images
was increased. Keeping in mind that only the 10 “best” features were verified for
accuracy, it is probable that a higher percentage of the rest of the 50 original features
tracked resulted in incorrect matches. Even one incorrect point match could cause a large
difference in calculation results, so a large gap between images introduces an
unacceptable risk of inaccurate matches.
Table 1: Accuracy of top ten matches versus increasing gap between images
#
from
From
from
Frames
000
050
100
1
100%
100%
100%
2
100%
100%
100%
3
100%
100%
100%
4
100%
100%
100%
5
100%
100%
100%
6
100%
100%
100%
7
100%
100%
100%
8
100%
100%
100%
9
90%
100%
90%
10
90%
100%
90%
11
90%
100%
90%
12
90%
100%
90%
13
90%
100%
90%
14
90%
80%
90%
15
90%
90%
90%

Since each set of images will produce different results, once again 3 different
sections of the test flight were used to test different conditions. After this study of point
matching accuracy, the image sequence sampling interval was set to a conservative
maximum of 5 images for the rest of the experiments. This corresponds to an elapsed
time of approximately 167 ms between samples (5 frames at 30 frames per second).
To compensate for the feature tracking frame spacing limitation, an option was
added to the program that would allow for greater image spacing with less inaccuracy.
This option takes advantage of a “sequential mode” allowed by the original KLT program
code to track the same set of feature points through intermediate images. Using
sequential mode through each image frame in sequence (a smaller distance to track)
increases the accuracy of matches over larger multiple-frame lapses. For example,
tracking 16 features from image 000 to image 030 in one of the flight sequences results in
only 6 successful matches as reported by the program, and visual inspection reveals that
some of these are incorrect. Using sequential mode and stepping through every 3 frames
(000, 003, 006, …, 030) results in 14 successful matches, all of which were verified to be
accurate by visual inspection.

3.4 IMPLEMENTATION OF LINEAR OPTIC FLOW MOTION
ALGORITHM
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The linear optic flow motion algorithm given in [6] and explained in detail in
Section 2.3 was implemented in a MatLab script which, given the focal length and optic
flow vectors, calculates the direction of translation k* and the rotation ω. The optic flow
vectors consist of vectors u and v representing the feature image coordinates in the first
image, and vectors du and dv representing the position change in coordinates between
images (the two-view approximation of velocity). The MatLab code is listed in
Appendix B.
To convert pixel values into image coordinates suitable for the optic flow
algorithm, there are two approaches that could be taken. One is to convert pixel
coordinates to absolute distance on the CCD and use the actual 7.5mm focal length of the
camera. I found it more convenient to modify the focal length to a pixel-based scale. To
obtain a properly scaled focal length, the known focal length (7.5mm) was multiplied by
the observed horizontal size of the digital image (706 pixels) divided by the horizontal
CCD size (6.39 mm as specified in Appendix C). This results in an effective pixel-scaled
focal length of -806 (a negative value is used since the field of view extends in the –z
direction).

3.5 TESTING OPTIC FLOW ALGORITHM WITH SIMULATED
DATA
The optic flow-motion algorithm described above takes 5 inputs: focal length f,
and for each point being tracked, image coordinates (u,v) and instantaneous twodimensional image plane velocities u& and v& . For a two-view comparison, the best
approximations for the instantaneous velocities are the image position displacements ∆u
and ∆v, the horizontal and vertical distances between the image coordinates in the first
view and the coordinates in the second view. This approximation assumes constant
velocity on the image plane. Since these are only approximations (features actually
appear to speed up as they come closer to the observer), I created tests with simulation
data to see how much error should be expected in the real-world images.
To test the reliability and accuracy of the optic-flow algorithm, I created a set of 8
random points in 3-space, and used arbitrary translation and rotation vectors with (2)
from Section 2.2 to simulate camera motion. I found that when there is no rotation, the
algorithm calculates the correct translation direction with high accuracy. When rotation
is nonzero, however, the translation and rotation calculated by the algorithm exhibit some
error as compared to the actual values (even though all quantities are preserved internally
in MatLab in IEEE double floating point precision).
Figure 10 shows the effect of varying rotation angles on error in computed
direction of translation. While the magnitude and direction of translation remained
constant, the amount of simulated rotation was varied between 0 and 10 degrees, repeated
for each axis of rotation separately. With this set of simulated feature data, rotation
around the x axis or z axis results in a linear increase in error; rotation around the y axis
(parallel with the vertical axis in the image plane) results in a nonlinear curve with a large
error peak around 9 degrees. The particular error values vary with each set of data. The
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general trend, however, is that error increases as the amount of rotation increases. The
cause of this error will be discussed later.
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Figure 10: Error in calculated direction of translation, with separate rotations around x, y, and z
axes. First synthetic data set.

After the observation of this curious spike in error, a second set of test data was
created (see Table 2), this time with a few more constraints to make it more like the
actual flight sequences being tested. All the points were placed near a plane below the
point of projection (similar to a ground plane) with a rising slope of 3 degrees in the
negative z direction (forward). The aircraft’s pitch corresponds to rotation around the x
axis; yaw (or heading) corresponds to rotation about the y axis; and roll, to rotation about
the z axis. Figure 11 illustrates the optic flow generated by performing simulated
translation and rotation on this new data set (translation is the same for each simulation).
Table 2: Second synthetic data set (f=-806)

x
y
z

-200
-148
-800

-200
-59
-900

-100
3822
-75000

-262
4
-2100

10
-48
-1100

300
103
-4000

80
-80
-500

900
20
-2400
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(a)

(b)

(c)

(d)

Figure 11: Simulated motion with second synthetic data set. Blue asterisks indicate image
coordinates in the initial position; red dots indicate coordinates after simulated motion. (a)
Translation only, (b) with 5 degree change of pitch, (c) with 5 degree change of heading, (d) with 5
degree change of roll

Figure 12 shows the same error analysis as Figure 10 but now using the second set of
data. There is a much higher, but almost linear error with this set of data. When the
same set of data was processed with a larger simulated translational motion, however, the
error is lower (Figure 13). In that case, another isolated peak in error occurs at 7 degrees
rotation around the x axis. While such an effect may not occur with all data, it is
important to note that large errors like these can occur even with perfect knowledge of
the input data, given the right conditions.
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Figure 12: Calculated error in direction of translation, varying rotation around x, y, and z axes.
Second synthetic data set – small translation.
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Figure 13: Calculated error in direction of translation, varying rotation around x, y, and z axes. First
synthetic data set – larger translation.

Keeping in mind that this much error occurs with “perfect” simulation data, it is
unreasonable to expect a very accurate direction of translation if there is a large rotation
between images or a small translation.
The source of these large errors lies in the fact that optic flow calculations require
not only the feature image coordinates u and v, but also the instantaneous image
velocities u& and v& . Instantaneous velocity is a derivative of a continuous function of
location with respect to time, but sampled data is not a continuous function. Since we are
using discreet sampled data, u& and v& are approximated by using the difference in
location between the two sample times. This is only a good approximation if linear
image velocity is maintained. In reality, even with constant relative feature/observer
velocity, feature image velocity changes as the distance to the features changes. This is
easy to observe; during a drive along the highway, the apparent motion of objects in the
distance, like mountains, is much slower than the motion of nearer objects such as the
dotted lines on the road.
To prove that the error observed above was caused by the difference between ∆u
and ∆v and the true instantaneous velocities, I repeated the same tests using values for u&
and v& back-solved from (4) instead of ∆u and ∆v:
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z
(ω1v − ω 2 u ) + k 3
f
f
k
z&u
u& = ω 2 f − ω 3 v + 1 −
z
z
k 2 z&v
v& = ω 3u − ω1 f +
−
z
z
Using these values for u& and v& with the motion estimation algorithm resulted in
zero error for any translation and rotation; therefore all the observed error shown in the
charts above comes from using the assumption of constant image velocity. This is very
important for real-world data processing; no two-view optic flow algorithm will have the
true values for instantaneous image velocity. Multiple-view optic flow algorithms can
obtain more accurate estimations for instantaneous image velocity by approximating a
continuous function from multiple data points, but the computational cost is much higher.
The next thing to be evaluated was the accuracy of the rotation analysis (changes
in pitch, heading, or roll). Table 3 shows the error in pitch, heading, and roll beside the
error in translation for varying amounts of rotation. While it is clear that error in
calculated rotation increases with the amount of rotation, it increases at a lower rate than
the error in computed direction of translation. That is, the rotation components between
images seem to be estimated more accurately than direction of translation.
z& =

Table 3: Optic flow-motion accuracy with varying angles and axes of rotation. Second synthetic data
set – translation [5;20;200].
Rotation
vector
(degrees)
Angle of error (degrees)
[x,y,z]
Translation
Pitch (x)
Heading (y)
Roll (z)
[0,0,0]
0.0000
0.0000
0.0000
0.0000
[1,0,0]
0.9899
0.0021
0.0030
0.0700
[0,1,0]
0.8830
0.0010
0.0057
0.0823
[0,0,1]
1.2030
0.0454
0.0485
0.9167
[3,0,0]
2.9001
0.0173
0.0350
0.2847
[0,3,0]
2.6298
0.0172
0.0101
0.2782
[0,0,3]
3.5649
0.2469
0.1321
2.0000
[5,0,0]
4.5784
0.0882
0.2003
0.8282
[0,5,0]
4.3429
0.0654
0.0059
0.5199
[0,0,5]
5.8401
0.5848
0.1777
4.5065

To summarize, large rotation values (any more than a few degrees) can cause
large errors in the results calculated by the optic flow-motion algorithm. Quick analysis
of the plane’s recorded instrumentation data, though, reveals that for small gaps such as 3
frames (0.1 second), the aircraft never rotated more than a fraction of a degree about any
axis. Therefore image velocity approximation errors from rotation in the captured
landing sequences will not be a critical issue.
Since any feature-tracking algorithm will have some error, further simulation
testing was done to simulate feature position uncertainty. To simulate feature position
uncertainty, a different pseudo-random number between zero and a specified upper limit
was added to each coordinate value. For each given maximum random value (the upper
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limit for the pseudo-random error in the feature’s initial and final image positions), 100
simulations were performed to get a statistical analysis. The average and maximum error
were noted for the estimated direction of travel and rotation around each axis, with the
maximum random input error value varying from 0 pixels to 1.5 pixels. By the time the
maximum random input error was increased to 1.5 pixels, the amount of error in the
estimated motion parameters was unacceptably large. Figures 14 and 15 show the
average and maximum error plotted against the maximum random uncertainty.
While the average error increases steadily with feature position uncertainty and
stays below 10 degrees, the highest observed errors in each test run increase rapidly as
feature position uncertainty gets higher than about 0.7 pixels. With a feature position
uncertainty of 1 pixel, the error on the change in heading (rotation around the y-axis)
could be as high as 40 degrees.
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Figure 14: Average error as a function of feature position uncertainty (second synthetic data set, 8
data points, 100 runs for each 0.1 degree step)
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Figure 15: Highest observed error as a function of feature position uncertainty

Since the exact image center was estimated empirically rather than through a
careful camera calibration, another error analysis was done with the same simulated data
to see how sensitive the algorithm was to having an incorrectly placed image center. The
simulated image center offset was varied between -10 pixels and +10 pixels in both
image plane coordinate axes (u and v). Figure 16 shows a color map of the error in
computed direction of travel as a function of the image center error.
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Figure 16: Error in direction of travel calculation as image center is moved (second synthetic data
set)

As the figure shows, the error in computed direction of travel changed by less
than one degree when the image center was moved as far as 10 pixels away in any
direction. The results are similar for error in computed rotation. Compared to the error
caused by the linear image velocity approximation and the error caused by noise, the
error caused by an incorrect image center is low enough that we do not need to worry
about it greatly in our analysis of the real images.
Since the optic-flow motion algorithm is designed to take any number of features
n greater than or equal to 8, it seemed possible that increasing the number of features for
a greater statistical pool should reduce the effect of error caused by uncertainty in feature
locations and reduces the randomly occurring error spikes caused by the constant velocity
approximation. Further experimental simulations were run to see if such error really
could be reduced simply by increasing the number of features. Figures 17 and 18 show
the same analysis as Figures 14 and 15, except with 16 simulated feature points instead of
8. All other factors remained identical.
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Figure 17: Average error as a function of feature position uncertainty - 16 data points
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Figure 18: Maximum error as a function of feature position uncertainty - 16 data points
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It is clearly evident that the increase in the number of feature points dramatically
improves the accuracy of the optic flow-motion calculations, even when the accuracy of
the individual points stays the same. In this example, a maximum random factor of 1.5
pixels resulted in less than 2° of average error and 8° maximum error for all motion
parameters (rotation and translation). With only 8 feature points, the same process
resulted in 9° average error and as much as 90° maximum error! Thus, when working
with real images, it is extremely important to try to monitor more than the minimum 8
feature points to achieve good results.
Based on this discussion, how many data points are needed? There are a couple
of limiting factors in deciding the number of points to include in optic flow calculations,
however. First, the feature tracking program ranks the feature matches on the basis of
how “good” they are (a level of confidence in the match), causing the best matches to be
used first. In practice, this means that when more data points are used, the likelihood of
incorrect matches also increases, adversely affecting computed motion estimation
accuracy. Second, the computation time increases with the number of points, and quick
computation is a necessary requirement of a real-time flight control system. These
factors should be considered when choosing the number of feature points to include in the
optic flow calculations.

3.6 GEOMETRY OF AIRCRAFT AND CAMERA MOTION
The rotation and motion parameters calculated by the optic flow-motion algorithm
give results relative to the camera coordinate systems (as shown in Figure 5). The
onboard instrumentation, however, gives results relative to the centerline of the plane.
Figure 19, below, shows the difference between the camera and aircraft coordinate
systems.
Comparison between the estimated rotation values (camera coordinate system)
and the measured CAIS attitude instrumentation values (aircraft coordinate system) will
require some coordinate conversions. For example, assume cameras mounted on the
wingtips with all coordinate axes parallel with the plane’s coordinate system. If the plane
is flying straight and suddenly rolls to the right, then the cameras will detect the same
roll, but the left camera will translate upward relative to the center of the plane while the
right camera will translate in a downward direction. As another example, suppose the
camera is angled down at a 45 degree angle relative to the aircraft coordinate system.
Then a dive or climb will result in the same change in pitch for either coordinate system,
but a change in yaw or roll will result in different magnitudes of rotation in the two
coordinate systems about their respective axes. This section explains the relationship
between the camera coordinate system and the aircraft coordinate system.
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Figure 19: Camera and plane coordinate systems

Consider the aircraft’s coordinate system. For our purposes, this means the
positive x axis points to the right (if you are facing in the same direction as the plane), the
positive y axis points upwards, and the positive z axis points towards the back of the
plane. In relation to the aircraft’s coordinate system, each camera will be located some
 k dist , x 


distance k dist = k dist , y  away from the origin, and will be oriented differently from
 k dist , z 
ω rot , x 


aircraft axes by some a set of Euler angles ω rot = ω rot , y  . If you look at conversion
ω rot , z 
between coordinate systems as a motion from the origin of the aircraft coordinate system
to the position and orientation of the camera, then converting from one coordinate system
to the other can be done using a equation similar to (2): ∆p = ω rot × p + k dist .
Unfortunately, since we do not know the depth z for any of the optic flow data
points, we cannot use this equation to obtain corrected coordinates at the input of the
optic flow algorithm. Thus any coordinate system conversion must be applied to the
rotation and translation estimates after the optic flow-motion computation is complete.
After the optic flow-motion calculations, the estimated motion given in the
camera coordinate system, kest and ωest, can be corrected as follows:
k corrected = k est + (ω rot × k est + k dist )

(15)
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(16)

ω corrected = ω est + (ω rot × ω est )
The direction of translation is corrected as a 3-dimensional point vector. The correction
for estimated rotation is not affected by the distance from the point of origin, but only by
the difference in orientation of the coordinate axes, since we assume rigid body motion.
In our case, the left camera was located approximately at position
 − 5.78
k dist =  3.86  (meters) from the origin (nose point of the plane), and the camera was
− 0.02
oriented to face in the same direction as the plane except with a pitch of approximately
0.0611
3.5° downwards, or ω rot =  0  (radians). In Section 4, we only estimate changes in
 0 

 rot x 
rotation. If the motion estimation algorithm returns a rotation of rot y  between two
 rot z 
images in the camera coordinate system, then in the plane’s coordinate system this is a

rot x
 rot x  0.0611  rot x  








rotation of rot y  +  0  × rot y  =  rot y − (0.0611)rot z  .
 rot z   0   rot z  rot z + (0.0611)rot y 
Though exact camera calibration information was not available, it appears
visually from the images that the cameras were also verged slightly inwards. If we add a
 0.0611 
5 degree vergence to the previous exercise, or ω rot = − 0.0873 , the corrected rotation
 0 


rot x − (0.0873)rot z


becomes ω corrected = 
rot y − (0.0611)rot z
.
rot z + (0.0611)rot y + (0.0873)rot x 


Since exact camera orientation information was not available, the comparisons
used in the following sections are not corrected for the coordinate transformations. Since
the accuracy of the motion estimation was not very good in terms of percentages (half a
degree of uncertainty equates to as much as 300% error since the measured changes were
so small), the direct comparison between estimated and measured rotation values is a
reasonable approximation (a maximum of about 15% deviation from the estimated values
for the rotation around the z axis if the rotation components have about the same
magnitude). It should be noted that this approximation contributes to the error seen in the
following section, but this small amount of error makes very little difference in the results
that were obtained.
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4 RESULTS
4.1 COMPARISON WITH CAIS DATA, USING 8 FEATURE POINTS
This section presents results obtained using the optic flow algorithm for image
sequences obtained during test flights. After processing images from the landing
sequences with the optic flow algorithm (using 8 feature points), corresponding
instrumentation data was collected from files provided by the NASA research team.
Samples from the CAIS (Common Airborne Instrumentation System) measuring the
plane’s attitude (pitch, heading, and roll) were recorded during the test flights at a rate of
140 measurements per second by the onboard gyroscopic instrumentation.
Tables 4 and 5 show both estimated (optic flow algorithm) and measured
(instrumentation) changes in rotation for the left and right cameras over the same time
intervals. The interval between samples was 3 frames (0.1 second). Changes in pitch (xaxis rotation), heading (y-axis rotation), and roll (z-axis rotation) are shown. Image
matches provided by the KLT algorithm were manually verified for one test case and
assumed to be correct thereafter. The KLT algorithm returns feature coordinates to subpixel accuracy in floating point format to make the calculations as accurate as possible.
Table 4: Estimated and measured change in rotation - Williamsburg-Jamestown airport, left camera
First
Estimated change in rotation
Measured change in rotation
image
(degrees)
(degrees)
(3-frame
Time
Heading Roll
Pitch
Heading Roll
distance) Pitch
351:15:40:25.0 00000
-0.7506
-1.1402
3.1799
0.0008
0.0016
0.0094
351:15:40:25.1 00003
-0.4698
-1.1459
3.1513 -0.0008
0.0000
0.0039
351:15:40:25.2 00006
0.1662
-0.2636
0.6761 -0.0024
0.0000
0.0008
351:15:40:25.3 00009
-0.4756
-3.6727
8.6173 -0.0024
-0.0016 -0.0024
351:15:40:25.4 00012
-2.9737
4.3316 -9.9752 -0.0055
0.0047 -0.0039
351:15:40:25.5 00015
1.8220
-0.8193 -4.1998 -0.0039
-0.0047 -0.0055
351:15:40:25.6 00018
0.2693
0.0745
0.2406 -0.0047
-0.0031 -0.0071
351:15:40:25.7 00021
0.1662
-0.1662
0.7735 -0.0024
-0.0016 -0.0094
351:15:40:25.8 00024
0.1891
-0.2005
1.3751 -0.0039
-0.0047 -0.0102
351:15:40:25.9 00027
1.5183
-0.3266 -9.6200 -0.0008
-0.0047 -0.0078
Table 5: Estimated and measured change in rotation – Williamsburg-Jamestown airport, right
camera
Estimated change in rotation
Measured change in rotation
First
image
(degrees)
(degrees)
(3-frame
Time
distance) Pitch
Heading Roll
Pitch
Heading Roll
351:15:40:25.0 00000
-5.0191
-3.9362 22.6490
0.0008
0.0016
0.0094
351:15:40:25.1 00003
-0.8709
-1.0829
3.5523 -0.0008
0.0000
0.0039
351:15:40:25.2 00006
-0.2807
0.7792 -4.2743 -0.0024
0.0000
0.0008
351:15:40:25.3 00009
-1.0657
0.2865 -7.2594 -0.0024
-0.0016 -0.0024
351:15:40:25.4 00012
-1.4840
-1.6730
1.7361 -0.0055
0.0047 -0.0039
351:15:40:25.5 00015
-3.3862
1.2892 -6.0619 -0.0039
-0.0047 -0.0055
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351:15:40:25.6
351:15:40:25.7
351:15:40:25.8
351:15:40:25.9

00018
00021
00024
00027

-1.0084
0.9225
3.5294
0.3839

-2.6986
-0.5730
-2.6528
0.3495

10.1127
-0.9454
13.2754
1.0600

-0.0047
-0.0024
-0.0039
-0.0008

-0.0031
-0.0016
-0.0047
-0.0047

-0.0071
-0.0094
-0.0102
-0.0078

From this landing sequence, the average angle of error (including translation
direction, pitch, heading, and roll) was 2.84°. The maximum error was 22.98°. In a fixed
wing aircraft, the change in direction of motion or amount of rotation over a tenth of a
second will be fairly small, so large rotation values can be rejected as outliers. When all
values above 5° are rejected as outliers (9 points out of 60 are outliers in this data), the
average error goes down to 1.48°. In comparison to the first error results from simulation
data tested in Section 3.5, this is not a totally unexpected amount of error.

4.2 STATISTICAL ERROR REDUCTION
Using data sets of more than the minimum 8 features, I ran the optic flow-motion
analysis again on the same sequence of images used in Section 4.1. Tables 6, 7, and 8
show the change of estimated results as 16, 25, and around 100 feature points (100
requested; not all features were tracked to the second image) are used. No outliers with a
magnitude of more than 5° occurred in any of these processing runs. The average angle
of error among all estimated rotation components decreased dramatically from 2.48° with
8 data points, to 0.42° with 16 features, to 0.34° with around 100 features. Interestingly,
an average of 0.57° degrees of error was observed with 25 features, higher than the error
with only 16 features. One possible explanation is that a few incorrect matches were
made between features 16 and 25 and skewed the result. While these bad feature matches
would also occur with 100 data points, the statistical averaging effect of the many good
data points would reduce the effect of the bad points. If too many features are tracked,
however, the error begins to go up rather than down because of the inaccurate low-quality
matches selected. Thus some criteria should be established for a minimum match quality
(the KLT program gives every feature point a numerical quality value) to find the
optimum number of feature points.
In Section 4.1, the motion estimation made through optic flow analysis with 8
feature points barely had any discernable correlation to the measurements made by the
plane’s instrumentation. Because of the extremely small magnitude of the measured
changes in rotation, even a small error eclipses the measured rotation. In other words,
there is a very bad signal-to-noise ratio. When 100 feature points are requested, the
average estimated change in rotation angle is within 0.34° of the measured value, and
most of the estimated values have the same positive/negative sign as the measured values.
Though this is still a large percentage error due to the small magnitudes of the measured
value, it is a reasonably good estimate in absolute terms. For comparison, the algorithm
tested by Shakernia [8] results in a rotation estimation error above 1° for every axis of
rotation.
Table 6: Williamsburg-Jamestown airport, left camera - 16 features tracked
First
Estimated change in rotation
Measured change in rotation
Time
image
(degrees)
(degrees)
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351:15:40:25.0
351:15:40:25.1
351:15:40:25.2
351:15:40:25.3
351:15:40:25.4
351:15:40:25.5
351:15:40:25.6
351:15:40:25.7
351:15:40:25.8
351:15:40:25.9

(3-frame
distance)
00000
00003
00006
00009
00012
00015
00018
00021
00024
00027

Pitch
-0.2005
-0.1547
-0.2521
-0.2464
-0.5615
-0.3266
-0.2807
-0.2177
-0.3209
-0.0229

Heading
-0.1833
0.0917
-0.0516
0.1547
0.0688
0.0115
-0.1891
0.0974
-0.2578
-0.3610

Roll
0.0000
0.8881
0.4985
1.0485
1.7533
0.7964
0.4985
1.3923
1.2376
0.2922

Pitch
0.0008
-0.0008
-0.0024
-0.0024
-0.0055
-0.0039
-0.0047
-0.0024
-0.0039
-0.0008

Heading
0.0016
0.0000
0.0000
-0.0016
0.0047
-0.0047
-0.0031
-0.0016
-0.0047
-0.0047

Roll
0.0094
0.0039
0.0008
-0.0024
-0.0039
-0.0055
-0.0071
-0.0094
-0.0102
-0.0078

Table 7: Williamsburg-Jamestown airport, left camera - 25 features tracked
Estimated change in rotation
Measured change in rotation
First
(degrees)
(degrees)
image
(3-frame
Time
distance) Pitch
Heading
Roll
Pitch
Heading Roll
351:15:40:25.0 00000
-0.2750
0.0688 0.7162
0.0008
0.0016
0.0094
351:15:40:25.1 00003
-0.2922
0.1490 1.1975 -0.0008
0.0000
0.0039
351:15:40:25.2 00006
-0.0688
0.4698 1.5241 -0.0024
0.0000
0.0008
351:15:40:25.3 00009
-0.2807
0.0057 0.6073 -0.0024
-0.0016 -0.0024
351:15:40:25.4 00012
-0.5443
0.0401 1.6788 -0.0055
0.0047 -0.0039
351:15:40:25.5 00015
-0.3266
-0.0573 0.5672 -0.0039
-0.0047 -0.0055
351:15:40:25.6 00018
-0.3037
-0.1604 0.8881 -0.0047
-0.0031 -0.0071
351:15:40:25.7 00021
-0.2865
0.0974 2.0054 -0.0024
-0.0016 -0.0094
351:15:40:25.8 00024
-0.2636
-0.3323 0.8193 -0.0039
-0.0047 -0.0102
351:15:40:25.9 00027
0.0745
0.1604 2.1772 -0.0008
-0.0047 -0.0078

Table 8: Williamsburg-Jamestown airport, left camera - ~100 features tracked
Estimated change in rotation
Measured change in rotation
First
(degrees)
(degrees)
image
(3-frame
Time
Heading Roll
Pitch
Heading Roll
distance) Pitch
351:15:40:25.0 00000
-0.5386
-0.0115
0.8938
0.0008
0.0016
0.0094
351:15:40:25.1 00003
-0.2750
0.1604
0.2063 -0.0008
0.0000
0.0039
351:15:40:25.2 00006
-0.5042
0.0688
1.1115 -0.0024
0.0000
0.0008
351:15:40:25.3 00009
-0.3209
-0.1318 -0.1318 -0.0024
-0.0016 -0.0024
351:15:40:25.4 00012
-0.4297
-0.0859
0.2177 -0.0055
0.0047 -0.0039
351:15:40:25.5 00015
-0.4297
-0.1261
0.1318 -0.0039
-0.0047 -0.0055
351:15:40:25.6 00018
-0.4183
-0.1547 -0.0458 -0.0047
-0.0031 -0.0071
351:15:40:25.7 00021
-0.5214
-0.2922 -0.8824 -0.0024
-0.0016 -0.0094
351:15:40:25.8 00024
-0.3610
-0.4927
0.5386 -0.0039
-0.0047 -0.0102
351:15:40:25.9 00027
-0.1261
-0.4125 -0.2693 -0.0008
-0.0047 -0.0078

4.3 COMPARISON WITH GPS DATA
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Since the amount of rotation estimated by the optic flow-motion algorithm could
be compared with the gyroscopic CAIS instruments, it was desired that the direction of
translation be compared to GPS data recorded during the flight. As it turned out,
however, this was not as easy a comparison as was initially thought. The GPS data is
recorded at a sample rate of 2 Hz, or one sample every 0.5 seconds. Since the flight
images are recorded at 30 Hz, 0.5 seconds spans 15 frames of captured images. As
Section 3.3 demonstrates, this is too large of a gap between images for the featuretracking algorithm to make in one comparison. Since the estimated translation vectors
only reveal the direction of travel, and not the magnitude, they cannot be directly added
together to get a cumulative direction of travel. Even if they could, error would
accumulate over each addition. For these reasons, it was not possible to compare the
direction of translation to other instruments to determine the accuracy of the estimated
motion.
In future research, this problem could be resolved by one of two methods: first,
one could use the sequential mode of the KLT program or some other method to increase
the allowable image spacing before the feature tracking starts to break down. Secondly,
GPS equipment with a faster sampling rate might be used to make the time intervals
between GPS samples compatible with the image capture rate. Either way, changes in
the estimated direction of translation could then be compared to changes in the threedimensional position or velocity reported by the GPS unit.

4.4 IMPROVING RESULTS WITH BETTER IMAGES
While the flight sequence images provided by the NASA provided an excellent
chance to test the algorithm on imperfect real-world data, the quality of the images was
relatively low because of the video recording technique (see Section 5.1 for a detailed
analysis). To see if the feature tracking and optic flow-motion algorithm would truly
work better, given better input data, I performed a controlled experiment with a digital
camera.
For this experiment, the camera was set to a resolution of 1280×960,
approximately twice the resolution of the NASA images (661×421 after cropping). The
output file format was set to TIFF (the same image format as the NASA files) to avoid
losing any information through lossy (JPEG) compression.
Constraining camera motion with some sort of physical restraint is important in
order to have an accurate motion baseline measurement with which to compare calculated
motion estimation results. I first tried using lines drawn with a protractor, and lining the
back of the camera up with these lines. It was nearly impossible to set the angle by hand
with a tolerance better than a couple of degrees. To achieve a baseline measurement
sufficiently more significant than the measurement error, I had to measure rotation with a
granularity of 10 degrees. When I processed these images, the feature tracking program
lost many of the features and gave incorrect matches in some cases. Measurement of
translation suffered from the same problem; since any vector of motion is relative to the
original orientation of the camera, the camera’s directional orientation must be preserved
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or at least known quantitatively between image captures, and a visual estimation is not
accurate enough.
Eventually a method was devised for constraining the motion of the camera to one
degree of freedom. A smoothly rotating platform (a desk organizer, see Figure 20a) was
placed on a printed degree wheel, and a needle was taped to the side to mark the position.
The camera was secured to a tripod, which was then wrapped tightly in a towel and
packed into the top of the rotating mechanism. The orientation of the camera and tripod
was manually adjusted so that the vertical axis of the image plane was parallel with the
axis of rotation (horizontal axis roughly perpendicular, though the view was actually
slightly tilted in the images). In this manner, when the whole assembly was rotated, the
only significant degree of freedom for camera motion was rotation about the y axis of the
camera coordinate system (same camera coordinate system as shown in Figure 5). This
rotating mechanism provided satisfactory camera control and an easy means of rotation
measurement. Figure 20b shows a magnified view of the degree wheel. I estimate that
this system gave me a measurement error of about ±0.25°. Thus, I would expect “good”
motion estimates to be within about the same range. The needle was sharp enough to
give me a more precise estimation, but the towel was not a perfectly rigid support and
some shifting of the camera and tripod occurred when touching the camera to take the
pictures. To minimize this factor, I set the camera on a time delay mode so the camera
was at rest when the shutter opened and closed. Nevertheless, some motion other than
purely “horizontal” rotation appeared in the sequence of images.

(a)

(b)

Figure 20: (a) Camera motion constraint mechanism; (b) Close-up of degree wheel

In the image sequence analyzed, 7 pictures were taken with a rotation of 0.5°
between each picture (a sample image from the sequence is shown in Figure 21; the small
tilt is a result of the unbalanced weight of the camera leaning the tripod inside the towel).
The following table shows the results of analysis with the optic flow-motion algorithm:
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Table 9: Motion estimation with digital images - 30 features requested. Constrained rotation around
y axis.
Image

Rotation

Spacing

axis

pict4788

pict4789

pict4790

pict4791

pict4792

pict4793

pict4794

(All rotation values given in radians)

Expected
Value

1 frame

x

-0.0036

-0.0022

-0.0013

0.0000

-0.0003

0.0007

0.0000

(0.5 deg)

y

0.0087

0.0096

0.0107

0.0084

0.0100

0.0102

0.0087

z

0.0003

-0.0023

-0.0025

-0.0023

-0.0022

-0.0031

0.0000

2 frames

x

-0.0039

-0.0066

-0.0033

-0.0027

-0.0040

(1.0 deg)

y

0.0162

0.0227

0.0203

0.0178

0.0141

0.0175

z

-0.0002

-0.0063

-0.0053

-0.0043

-0.0014

0.0000

3 frames

x

-0.0016

-0.0072

-0.0029

-0.0038

(1.5 deg)

y

0.0235

0.0313

0.0211

0.0200

0.0262

z

0.0008

-0.0090

-0.0009

0.0016

0.0000

0.0000

0.0000

Figure 21: A sample image (pict4788) from the half-degree stepped image sequence

This experiment shows that the algorithm yields good results with real images
when image quality is sufficiently good. In degrees (to be consistent with the unit on the
degree wheel), the average absolute error value is 0.057° for half-degree steps, 0.150° for
one-degree steps, and 0.273° for 1.5-degree steps. Recalling the estimated measurement
tolerance of 0.250°, these numbers indicate a greater accuracy than was expected.
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Compared to the results obtained from the aircraft landing sequences (0.57 degree
error for 25 data points), the 0.057 degree error for this system is a full order of
magnitude better. This is despite the fact that the camera was slightly tilted, that it shifted
a small amount between pictures, and that the camera was not carefully calibrated. These
results are a very strong indication that the accuracy of flight sequences can be greatly
improved by the use of better image capture equipment.
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5 DISCUSSION
5.1 ANALYSIS OF IMAGE QUALITY
The flow-motion algorithm is heavily dependent on the accuracy of the input
image data. In order for the algorithm to work properly, therefore, high-quality image
capture is needed. In any real-world visual image-capturing system, there will be some
imperfections, so the image quality must be considered when analyzing computer vision
systems. As discussed in Section 3.5, if the input data is inaccurate by even a small
amount, the result may have a large degree of error. Following is an analysis of some
image quality issues and how they affect the flight sequences used for analysis in this
paper.
A noticeable image quality issue with the NASA image sequences used in this
study is that the images are interlaced. With the high relative speed of the aircraft to the
ground, many of the feature edges look visibly jagged from the interlacing – alternating
image rows are captured at different times and the relative motion of the camera between
passes is apparent. This can cause a feature location error of several pixels when the
plane is close to the ground and the optic flow is large (faster-moving image). It is
possible, that false high-contrast “features” could be detected in between interlaced scan
lines, or that a feature position could be incorrect by one or two scan lines. A noninterlaced camera still has some time delay from the top to the bottom of the image, but
there is little delay between the capture of pixel values close together on the image.
De-interlacing the images by sampling only alternating rows of the image could
reduce the jagged appearance, but this would decrease the vertical image resolution by
half, doubling the vertical feature location uncertainty. Figure 21 shows an example of a
motion image affected by camera interlacing and the resulting image after deinterlacing.
To see whether deinterlacing would improve the accuracy of the algorithm, the
calculations used in Section 4.2 were repeated with software deinterlacing added to the
feature matching program. Table 10 shows the average error for each of the 3 data runs
with and without deinterlacing. In one case, the use of deinterlacing reduced the amount
of error, but the error was actually increased when deinterlacing was used in the other
cases. With our data sets, the benefits gained by deinterlacing were not apparent. While
the corrected images looked better to the human eye, the optic flow algorithm did not
give conclusively better results.

(a)

(b)

Figure 22: Image interlacing. (a) Original image; (b) After deinterlacing
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Table 10: Average error with and without deinterlacing
Number of
Deinterlacing
Error (degrees)
features
Pitch
Heading
Roll
16 original
0.26
0.15
16 deinterlaced
0.27
0.25
25 original
0.27
0.15
25 deinterlaced
0.22
0.21
~100 original
0.39
0.19
~100 deinterlaced
0.47
0.25

0.85
1.26
1.22
0.98
0.44
0.75

Average
0.42
0.59
0.55
0.47
0.34
0.49

Another image quality issue is image resolution. The NASA images (originally
captured on VHS tape) had a resolution of 720×480 pixels when digitized, and an actual
size of 661×421 after cropping. For some given feature location error

e x2 + e 2y (if ex

and ey are the error in the x and y direction), doubling the image resolution from 720×480
to 1440×960 would intuitively halve the error in each direction, resulting in a new total
uncertainty

(0.5e x )2 + (0.5e y )2

= 0.5 e x2 + e 2y . This comes at the cost of quadrupling

the size of the image data, however, and doubling the image resolution again to
2880×1920 would give 1/4 the original error, but at the cost of the image being 16 times
the data size of the original image. Higher resolutions than that of the NASA images are
already in use today in handheld consumer digital cameras, but some tradeoff between
image resolution and image data size must also be considered in order to keep image
processing time to a level that allows real-time flight control.
The camera’s maximum resolution is not the only factor in image clarity; a small
CCD area, for instance, can result in an effect called “bleeding” in which the electrical
charges of individual sensor cells very near each other will affect their neighbors and
create a blur in the image. It is not certain whether this effect or some other is
responsible (the original VHS tape and digitization process may also be to blame), but
there is a noticeable blur in the NASA images which may contribute to greater feature
position uncertainty.
Finally, all cameras have some radial image distortion due to the curvature of the
lens. Figure 23 illustrates the types of radial distortion. High-quality multi-lens design
can reduce these effects, but all lenses have some amount of distortion. Such distortion
contributes systematically to feature position error. The results shown here therefore
might be improved if a calibration procedure were used to correct for radial lens
distortion. Only a negligible amount of distortion is evident in NASA’s image sequences
(curvature of straight building lines in calibration sequence).
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Figure 23: Radial lens distortion (exaggerated): (a) undistorted image, (b) barrel distortion, (c)
pincushion distortion.

These factors influencing input data quality could be addressed with newer
equipment, particularly a digital non-interlaced image source. A modern CCD camera
interfaced to the image processing unit through a digital data connection would yield
much sharper images than those obtained after the conversion from VHS tape. For the
purposes of this research, the results obtained with the provided flight image sequences
were adequate to demonstrate the feasibility of optic flow-motion analysis. The
experiments with all-digital images in Section 4.4 confirm that accuracy will improve
when image quality is improved.

5.2 ANALYSIS OF EXTERNAL FACTORS ON IMAGE DATA
Besides equipment issues, environmental conditions can render feature-tracking
ineffective. For example, Figure 24 shows how glare from the sun can create false highcontrast “good features.” These defects may or may not move in the image; using them
as good data would confuse the optic flow algorithm since they are not related to the
runway. A more intelligent algorithm to detect glare spots could possibly filter them out,
but such an algorithm is beyond the scope of this paper. Also, glare, rain, fog, or snow
can all create low visibility conditions. These are the same issues that affect a human
pilot, and a computer can do no better at identifying features on the ground than a pilot
when visibility is low.
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Figure 24: Image defects caused by glare (Newport News/Williamsburg International Airport)

Another possible source of error in image data is motion of the cameras relative to
the plane due to flexing of the wings. Though the plane selected for the research is fairly
stable, the wings of any fixed-wing aircraft are subject to large forces (pressure on the
wings hold the plane in the sky against gravity) and flex during flight. Since the optic
flow is calculated relative to the motion of the camera, bouncing wings will definitely
affect the calculated motion. Using cameras mounted in more rigid sections of the plane
may help, as may averaging the results of multiple cameras to reduce the individual small
contributions of camera motion relative to the rest of the plane.
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6 SUMMARY AND CONCLUSIONS
This paper has described the use of a practical motion estimation algorithm for
aircraft motion and orientation estimation. The accuracy of the algorithm has been
analyzed through the use of simulation data and through comparison with aircraft
instrumentation data with real flight image data. Though designed for use with fixedwing aircraft, this algorithm would probably work equally as well in both hovering aerial
vehicles and ground vehicles. While equipment and environmental factors affecting
input data result in a lower accuracy and precision than was desired, using the algorithm
with uncorrected image data from the NASA test flights results in motion estimation
within a fraction of a degree of actual rotation as measured by onboard gyroscopic
instrumentation.
From the tests done with simulation data, it appears that input error due to feature
position uncertainty is the largest cause of error in computed results. Image quality
concerns are the most likely cause of this uncertainty. The runway images used were
interlaced, recorded to magnetic tape media, and then digitized, sometimes making it
hard to pick out clear features even by eye. The improved results produced by using a
higher-resolution digital camera in a still test environment were encouraging; future flight
research with higher-resolution non-interlaced digital cameras would be beneficial to
confirm the source of error. If higher-quality flight images were available, it is
reasonable to expect results would improve substantially.
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APPENDICES
APPENDIX A: LISTING OF FEATURE TRACKING CODE
/**********************************************************************
Finds the best features in an image, and tracks these
features to the next image. Saves the feature locations
(before and after tracking) to matches.txt
and prints the features to the screen.
**********************************************************************/
#include <iostream>
#include <fstream>
#include <stdio.h>
#include <tiffio.h>
#include "klt.h"
using namespace std;
void printUsage() {
printf("Usage:\n");
printf(" klt filenamebase start# end# [cropL cropT cropR cropB
[centerX centerY]]\n");
printf("
[/p#] [/i] [/s#]\n");
printf("Parameters:\n");
printf(" filenamebase - first part of filename, before 4-digit
sequence number\n");
printf(" start#, end# - beginning and ending sequence
number\n");
printf(" cropL cropT cropR cropB - crop window\n");
printf(" centerX centerY - column and row of original image
which corresponds to (0,0)\n");
printf(" /p# - number of features to identify and track\n");
printf(" /i - turn on image deinterlacing\n");
printf(" /s# - use sequential mode, with specified sequence step
size\n");
printf("Examples:\n");
printf(" klt PICT 0 15 /s5\n");
printf(" - Tracks default # of features from PICT0000.TIF to
PICT0015.TIF using\n");
printf("
sequential mode step 5\n");
printf(" klt L1CD3LT_0 0 3 40 50 700 470 370 239 /p25 /i\n");
printf(" - Tracks 25 features from L1CD3LT_00000.TIF to
L1CD3LT_00003.TIF, using\n");
printf("
deinterlacing, crop window (40,50)-(700,470) with
original center (370,239)\n");
}
void drawFeature(uint32 loc_x,uint32 loc_y,uint32 rows,uint32
cols,unsigned char *img) {
uint32 memloc=loc_y*cols+loc_x;
img[memloc] = 255;
if(loc_y>0)
img[memloc-cols] = 0;
if(loc_y<rows-1)
img[memloc+cols] = 0;
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if(loc_x>0)
img[memloc-1] = 0;
if(loc_x<cols-1)
img[memloc+1] = 0;
}
int main(int argc, char* argv[])
{
// window of interest in pictures
uint32 woi_left,woi_right,woi_top,woi_bottom;
uint32 woi_width,woi_height;
uint32 center_x,center_y;
KLT_TrackingContext tc;
KLT_FeatureList fl;
bool deinterlacing=false, show_features=false, verbose=false;
bool repeat_row;
int nFeatures = 16,seq_step=0;
int current_img_num, ending_img_num;
int i, numeric_arguments;
uint32 r,c;
uint32 nrows;
// number of nrows in image
uint32 ncols;
// number of ncols in image
uint16 BitsPerSample;
// normally 8 for grayscale image
uint16 SamplesPerPixel;
// 1 for grayscale, 3 for color
uint16 PhotoMetric;
// normally 1 for grayscale image
TIFF *input_image[2];
TIFF *output_image[2];
char filename[80];
char seqnum[12];
unsigned char *img_data[2];
unsigned char *scanline;
// buffer to receive TIFF scanline
int
check_io;
// status of I/O operation
// parse command line
// command line: klt filenamebase start# end#
//
[cropL cropT cropR cropB [centerX centerY]]
//
[/p#] [/i] [/s#]
if(argc < 3) {
printUsage();
return 0;
}
// find the number of numeric command line parameters
for(i=2;i<argc;i++)
if(!isdigit(argv[i][0]))
break;
numeric_arguments=i-2;
// accept cropping window and center point if specified
switch(numeric_arguments) {
case 8:
center_x = atol(argv[8]);
center_y = atol(argv[9]);
// allow fallthrough
case 6:
woi_left=atol(argv[4]);
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woi_top=atol(argv[5]);
woi_right=atol(argv[6]);
woi_bottom=atol(argv[7]);
if(numeric_arguments>=8) {
center_x-=woi_left;
center_y-=woi_top;
} else {
center_x=(woi_left+woi_right)/2;
center_y=(woi_top+woi_bottom)/2;
}
// allow fallthrough
case 2:
current_img_num = atoi(argv[2]);
ending_img_num = atoi(argv[3]);
break;
default:
printf("Invalid command line\n");
printUsage();
return -1;
}
// process command line switches
for(i=numeric_arguments+2;i<argc;i++) {
if(argv[i][0]!='/' && argv[i][0]!='-') {
printf("Invalid command line arguments\n");
printUsage();
return 0;
}
switch(tolower(argv[i][1])) {
case 'p':
nFeatures=atoi(&argv[i][2]);
break;
case 's':
seq_step=atoi(&argv[i][2]);
printf("Sequential mode, step %d\n",seq_step);
break;
case 'i':
deinterlacing=true;
printf("Deinterlacing on\n");
break;
case 'o':
show_features=true;
printf("Features output to features1.tif and
features2.tif\n");
break;
case 'v':
verbose=true;
break;
default:
printf("Invalid switch: /%s\n\n",&argv[i][1]);
printUsage();
return 0;
}
}
// open file 1
strcpy(filename,argv[1]);
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sprintf(seqnum,"%04d.TIF",current_img_num);
strcat(filename,seqnum);
input_image[0] = TIFFOpen(filename, "r");
if(input_image[0] == NULL) {
fprintf(stderr, "Could not open input file %s\n",filename);
return -1;
}
// Determine the size of the input image (assume both are same
size)
TIFFGetField(input_image[0],
TIFFGetField(input_image[0],
TIFFGetField(input_image[0],
&BitsPerSample);
TIFFGetField(input_image[0],
&SamplesPerPixel);
TIFFGetField(input_image[0],

TIFFTAG_IMAGELENGTH, &nrows);
TIFFTAG_IMAGEWIDTH, &ncols);
TIFFTAG_BITSPERSAMPLE,
TIFFTAG_SAMPLESPERPIXEL,
TIFFTAG_PHOTOMETRIC, &PhotoMetric);

// use defaults if crop and center not specified
if(numeric_arguments<6) {
woi_left=0;
woi_right=ncols-1;
woi_top=0;
woi_bottom=nrows-1;
center_x=(woi_left+woi_right)/2;
center_y=(woi_top+woi_bottom)/2;
}
woi_width=woi_right-woi_left+1;
woi_height=woi_bottom-woi_top+1;
printf("Features to track: %d\n",nFeatures);
printf("Image center: (%u,%u)\n",center_x,center_y);
printf("Window of interest: (%u,%u)(%u,%u)\n",woi_left,woi_top,woi_right,woi_bottom);
// Allocate memory to hold image arrays
scanline = new unsigned char[TIFFScanlineSize(input_image[0])];
img_data[0] = new unsigned char[woi_width*woi_height];
img_data[1] = new unsigned char[woi_width*woi_height];
if(scanline==NULL || img_data[0] == NULL || img_data[1] == NULL)
{
fprintf(stderr, "Could not allocate memory!\n");
return -1;
}
// Read first input image
// use only the red colorband, and deinterlace as we go
printf("Opening first image %s\n",filename);
r = woi_top;
while(r<=woi_bottom) {
// Read in one scan line
check_io = TIFFReadScanline(input_image[0], scanline, r,
1);
if (check_io != 1) {
fprintf(stderr, "Could not read image from file!\n");
return -1;
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}
do {
// works for either grayscale or color
// uses redband if color
for(c=0;c<woi_width;c++)
img_data[0][(rwoi_top)*woi_width+c]=scanline[(c+woi_left)*SamplesPerPixel];
// copy same scan line twice if deinterlacing
repeat_row=(deinterlacing && (r & 1)==(woi_top & 1)
&& r<woi_bottom);
r++;
} while(repeat_row);
}
// close file when done reading
TIFFClose(input_image[0]);
// setup KLT data
tc = KLTCreateTrackingContext();
if(seq_step!=0)
tc->sequentialMode=true;
if(verbose)
KLTPrintTrackingContext(tc);
fl = KLTCreateFeatureList(nFeatures);
KLTSelectGoodFeatures(tc, img_data[0], woi_width, woi_height,
fl);
float *oldx = new float[fl->nFeatures];
float *oldy = new float[fl->nFeatures];
if(verbose)
printf("\nIn first image:\n");
for (i = 0 ; i < fl->nFeatures ; i++) {
if(verbose) {
printf("Feature #%d: (%f,%f) with value of %d\n",
i, fl->feature[i]->x, fl->feature[i]->y,
fl->feature[i]->val);
}
oldx[i]=fl->feature[i]->x;
oldy[i]=fl->feature[i]->y;
}
do {
// open next image in sequence
if(seq_step==0) {
// if not sequential mode, only one iteration
current_img_num = ending_img_num;
} else {
current_img_num += seq_step;
if(current_img_num > ending_img_num)
current_img_num = ending_img_num;
}
strcpy(filename,argv[1]);
sprintf(seqnum,"%04d.TIF",current_img_num);
strcat(filename,seqnum);
printf("Opening image %s\n",filename);
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input_image[1] = TIFFOpen(filename, "r");
if(input_image[1] == NULL) {
fprintf(stderr, "Could not open input file
%s\n",filename);
return -1;
}
r = woi_top;
while(r<=woi_bottom) {
// Read in one scan line
check_io = TIFFReadScanline(input_image[1], scanline,
r, 1);
if (check_io != 1) {
fprintf(stderr, "Could not read image from
file!\n");
return -1;
}
do {
// works for either grayscale or color
// uses redband if color
for(c=0;c<woi_width;c++)
img_data[1][(rwoi_top)*woi_width+c]=scanline[(c+woi_left)*SamplesPerPixel];
// copy same scan line twice if deinterlacing
repeat_row=(deinterlacing && (r & 1)==(woi_top
& 1) && r<woi_bottom);
r++;
} while(repeat_row);
}
// close file when done reading
TIFFClose(input_image[1]);
KLTTrackFeatures(tc, img_data[0], img_data[1], woi_width,
woi_height, fl);
} while (current_img_num < ending_img_num);
fstream matrixdump;
matrixdump.open("matches.txt", ios::out);
if(verbose)
printf("\nIn ending image:\n");
for (i = 0 ; i < fl->nFeatures ; i++) {
if(verbose) {
printf("Feature #%d: (%f,%f) with value of %d\n",
i, fl->feature[i]->x, fl->feature[i]->y,
fl->feature[i]->val);
}
// dump successful matches to matrix format
if(fl->feature[i]->val == 0) {
if(show_features) {
// show feature in first image
drawFeature((uint32)oldx[i],(uint32)oldy[i],woi_height,woi_width,
img_data[0]);
// show feature in second image
drawFeature((uint32)fl->feature[i]>x,(uint32)fl->feature[i]->y,woi_height,woi_width,img_data[1]);
}
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matrixdump << oldx[i]-center_x << '\t' << center_yoldy[i] << '\t' << fl->feature[i]->x-oldx[i] << '\t' << fl->feature[i]>y-oldy[i] << endl;
}
}
matrixdump.close();
if(show_features) {
// save cropped TIFFs with features marked
for(i=0;i<2;i++) {
// open output file
sprintf(filename,"features%d.tif",i+1);
output_image[i] = TIFFOpen(filename, "w");
if (output_image[i] == NULL) {
fprintf(stderr, "Could not open file %s for
output\n",filename);
break;
}
// Specify TIFF header fields for output images
TIFFSetField(output_image[i], TIFFTAG_IMAGELENGTH,
woi_height);
TIFFSetField(output_image[i], TIFFTAG_IMAGEWIDTH,
woi_width);
TIFFSetField(output_image[i], TIFFTAG_BITSPERSAMPLE,
8);
TIFFSetField(output_image[i],
TIFFTAG_SAMPLESPERPIXEL, 1);
TIFFSetField(output_image[i], TIFFTAG_PHOTOMETRIC,
1);
TIFFSetField(output_image[i], TIFFTAG_PLANARCONFIG,
1);
// Write out the image data
for (r = 0; r < woi_height; r++) {
check_io = TIFFWriteScanline(output_image[i],
&img_data[i][r*woi_width], r, 1);
if (check_io != 1)
cerr << "Could not write image to file!"
<< endl;
}
// close output files
TIFFClose(output_image[i]);
}
}
// Deallocate the image memory
delete scanline;
delete img_data[0];
delete img_data[1];
delete oldx;
delete oldy;
return 0;
}
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APPENDIX B: LISTING OF MATLAB OPTIC FLOW
CALCULATION SCRIPT
% Filename: makewk.m
% Implementation of Zhuang, Huang, Haralick simplified linear
% optic flow motion algorithm by Matt Parks
% Last modified 1/30/2005
clear A
W=zeros(9,9);
% Build matrix A
for i=1:length(u)
A(i,1)=u(i)^2;
A(i,2)=v(i)^2;
A(i,3)=f^2;
A(i,4)=u(i)*v(i);
A(i,5)=f*u(i);
A(i,6)=f*v(i);
A(i,7)=-f*dv(i);
A(i,8)=f*du(i);
A(i,9)=u(i)*dv(i)-v(i)*du(i);
end
W=A'*A;
% Find h, the least-squares solution to Ah=0
[eigvectors,dummies]=eig(W);
% first eigenvalue/vector pair always seems to be the smallest
h=eigvectors(:,1);
% Find k, the direction of translation
k=[h(7:9)]/norm(h(7:9))
% Find w, the rotation values
if(abs(h(7))>=abs(h(8)) & abs(h(7))>=abs(h(9)))
w(1,1)=(h(1)-h(2)-h(3))/2/h(7);
w(2,1)=(h(4)-h(8)*w(1,1))/h(7);
w(3,1)=(h(5)-h(9)*w(1,1))/h(7);
elseif(abs(h(8))>=abs(h(9)))
w(2,1)=(h(2)-h(1)-h(3))/2/h(8);
w(1,1)=(h(4)-h(7)*w(2,1))/h(8);
w(3,1)=(h(6)-h(9)*w(2,1))/h(8);
else
w(3,1)=(h(3)-h(1)-h(2))/2/h(9);
w(1,1)=(h(5)-h(7)*w(3,1))/h(9);
w(2,1)=(h(6)-h(8)*w(3,1))/h(9);
end
w
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APPENDIX C: WINGTIP CAMERA SPECIFICATIONS
Specifications for Elmo Company Ltd. EM-102 CCD cameras positioned in the wingtips
of the OV-10A observation plane.
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