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An Architecture for Collaborative
Math and Science Digital Libraries

Aaron Krowne
(Abstract)

In this thesis I present Noosphere, a system for the collaborative produc-
tion of digital libraries. Further, I describe the special features of Noosphere
which allow it to support mathematical and scientific content, and how it
applies an encyclopedic organizational style. I also describe how Noosphere
frees the digital library maintainer from a heavy administrative burden by
implementing the design pattern of zero content administration. Finally, I
discuss evidence showing that Noosphere works and is sustainable, both in
the a priori and empirical senses.
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Chapter 1

Introduction

In this chapter I first present an overview of Noosphere and PlanetMath,
discussing their qualities and the relationship between them (Noosphere the
software, PlanetMath the site/instance). Then I give some background for
the PlanetMath project, focusing on motivations. After this I present some
of the history of the project. Finally, the chief theoretical contributions of
the Noosphere software and this thesis are summarized.

1.1 Overview

The Noosphere system supports the collaborative construction of a particular
kind of digital library. This kind could be termed “encyclopedic”; the basic
unit of the digital library is a document or an entry which, akin to an entry
in an encyclopedia, describes some concept or family of related concepts.
These units – the atoms of Noosphere – also could be called “articles” or,
from a semantic network perspective, “nodes”. In this thesis I will generally
use the terms “entry” or “encyclopedia entry”.

In the typical deployment, entries are written by volunteer users (who
must register), about any topic they wish. Other users may help improve
content by filing corrections to entries which they did not write. There is a
workflow system surrounding these corrections which allows for acceptance,
rejection, retraction, and many other resolutions.

The person who “controls” a Noosphere object (typically an encyclopedia
entry) is called its owner. An owner can be thought of as an administrator,
steward, or maintainer of an object. Owners can modify the metadata and
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content of an encyclopedia entry, and also determine what corrections to
apply to their entries and how to apply them. They also may delegate these
abilities to others on a per-object, per-person, and per-group basis, using
the Access Control List (ACL) system. This system is the foundation for
both free-form and owner-centric authority models, described in Section 10.1.
Noosphere’s robust support for authority models allows object owners to
customize the level of access which other users have to their entries, and
decide for themselves how to collaborate.

An object’s initiator, or creator, is its first owner. However, object owner-
ship can change hands in certain situations, such as in response to corrections
(see Section 10.2). Objects can even go without an owner for, either orphaned
by the system for an outstanding correction (which has been left un-addressed
for a long time), or abandoned directly by the owner. Other users can adopt
such objects, becoming the new owner. This system is designed to foster
continuity of maintenance of every object, so that no particular user is re-
lied upon to be the steward of any object to a greater extent than they can
handle.

Mathematical content in Noosphere is supported through the use of LATEX
as the input language and content encoding. The LATEX markup of an entry
is translated into a display form for output; this form is abstracted and can
be HTML-with-images, rendered page images, or syntax-highlighted LATEX
source.

The system allows the posting of messages in threaded discussions to
essentially any object, including the core library entries. This turns every
object into a “forum” for discussion related to that object. I term this feature
“ubiquitous forums.”

Users can place watches on almost any type of object; these watches result
in notices being sent through the notification system upon the occurrence of
certain events. For example, by default, all owners will have a watch placed
on any entry they initiate. If a message is posted to that object (for example,
a question from a student), the owner will receive a notification announcing
this post, and providing a link to it. In addition, any other interested party
could place a watch on the entry and get the same notification.

Features like ubiquitous forums, watches, and robust notification help to
keep the content “alive”, integrating the digital library with its active user
community. Having this community feeds into the quality and quantity of
the content; having the content feeds into the community. Thus, both sides
of the coin are considered by the system.
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In addition, Noosphere supports a variety of methods for searching and
browsing. A vector space search engine over the content is provided, spe-
cially weighted and optimized for this application. Nearly all objects in the
system are indexed and included within this search engine (including users),
so it represents a universal “finding interface.” Browsing is provided both
chronologically and by classification scheme.

Noosphere also has advanced knowledge-management features. The con-
tent is considered to be a semantic network, and as such, it is assumed that
entries are linked to each other in terms of meaning. These semantic links
primarily surface as hyperlinks between entries, with anchors as keywords or
phrases which are “defined” in other entries. Thus, this link type in Noo-
sphere is one of conceptual dependency. However, making these links is a
daunting task, particularly for diverse contributors who do not have a com-
plete internal representation of the library’s content in their heads. To solve
this problem, Noosphere was built with an automatic linking system, which
uses entry metadata as “evidence” from which to infer how links should be
drawn between entries.

All of the above is connected together in real time. There are no discrete
releases of the digital library and there is no moment which it must go offline
to “compile” (this makes it more like a digital library than an encyclopedia).
Neither is there one system for building or working on the content while
another instance serves up the last “version”. In Noosphere, an author can
be working on an entry simultaneously while there is browsing of the content.
When they commit their changes, they will be integrated transparently in
terms of LATEX code, rendered views of the content, and semantic linking. The
entire corpus is guaranteed to integrate all of the latest committed changes
at viewing time.

Finally, Noosphere is designed for zero content-administration. Of course,
someone must set up the system and perhaps deal with malicious users occa-
sionally, but in zero content-administration, the administrator is not involved
in the day-to-day content addition and evolution. One could say that Noo-
sphere was designed anarchistically, albeit with technological enforcement of
property rights. That is, governing authority (as applies to content evolution)
only manifests on the micro-scale of individual objects, and is distributed via
the owner system. Property rights come in to play because users can “stake
a claim” in “the noosphere” [44] by creating an entry on some topic. Further,
they determine whether to abandon the object or transfer ownership (akin to
fungibility of economic capital), or perhaps neglect it and allow it to become
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orphaned (akin to the common-law use-it-or-lose-it system for land).

1.1.1 Thesis Organization

This thesis is organized into four parts. The current part, “Preliminaries”,
discusses generalities of the Noosphere system, history of Noosphere and
PlanetMath, relevant theory, and related fields and systems. Part II, “De-
velopment and Architecture”, deals with the development process of Noo-
sphere, as well as the specifics of the architecture for the most important
portions of the system. Part III, “Evaluation”, deals with investigations into
the effectiveness and functionality of Noosphere, both through empirical in-
vestigation and a priori analysis. Finally, Part IV concludes and summarizes
the thesis.

Part I of the thesis first consists of this introduction chapter. Next is
a discussion of important fields and concepts, which are important either
because they concern a system type which Noosphere is an instance of, or
because Noosphere implements or borrows from a significant amount of the-
ory and practice from them. Next I present systems which were more directly
an influence on Noosphere (divided into collaborative and monolithic types).
Finally, I tie most of the influential theory and system types together through
the use of the 5S theoretical framework, making some sense of the “mish-
mash” of ideas.

In Part II of the thesis, I first discuss the development methodology of
Noosphere. Next I discuss the overall architecture of the system. Following
this I discuss the core content of Noosphere (encyclopedia entries). Next
I discuss how this core content, originating from many disparate efforts, is
integrated into a whole. Then I discuss how content evolves through time and
through collaborative effort. Following this, I present features of Noosphere
which foster and aid community (focusing on collaborative effort or auxiliary
interaction). Next I discuss the information access features of Noosphere
(the specifics of searching and browsing). Finally, I discuss digital library
interoperability in the context of the PlanetMath deployment of Noosphere.

In Part III, I first present usage and growth statistics and analyses for the
PlanetMath Noosphere instance (taken over a period of almost two years).
Following this is an empirical (and experimental) study of Noosphere’s au-
thority models system. Finally, I discuss sustainability of virtual community
systems, and give an application of these ideas to the Noosphere system.

In Part IV, I first give a summary of limitations of the current incarnation
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of Noosphere. Next I discuss future work which could be done to augment
the system, aside from “fixing” the limitations. Finally, I give a concluding
summarization and some remarks, including acknowledgements.

1.2 Background

The flagship instance, or installation, of the Noosphere system is the Planet-
Math web site, which focuses on mathematics. I was encouraged to establish
the PlanetMath site through communication and interaction with enthusiasts
and professionals within the mathematics community throughout the world.
Later I realized that the underlying software could be useful to anyone who
wanted to set up a collaborative digital library of mathematical content, so
I gave it a name (“Noosphere”), and released it. In terms of logical struc-
ture and presentation of the content, there is nothing that distinguishes pure
mathematics from the mathematical sciences (including the LATEX markup
language), so this was a natural progression.

The name “Noosphere” (formally Noösphere, pronounced /no-oh-sfeer/)
was inspired by Eric S. Raymond’s use of the term in “Homesteading the
Noosphere”, where he explained the Open Source/free software “hacker gift
culture” [44]. Raymond used “noosphere” to mean the “space of human
ideas”. However, as a socially constructed space, both shared and subject
to economies of attention and recognition, there is considerable applicability
for a Lockean notion of property rights.

Throughout this work, I will refer to both PlanetMath and Noosphere.
I will attempt to make clear which things are properties of the Noosphere
system (the focus of this thesis) and which are properties of the PlanetMath
instance. It is useful to have both, however, as the existence of PlanetMath
serves as both an illustration of the Noosphere system and a means to eval-
uate its effectiveness.

1.3 History

The spark of inspiration and motivation for PlanetMath came from an event:
the removal of the MathWorld web site from the Internet [59]. MathWorld
was an online “encyclopedia” of mathematics which was pedagogically fo-
cused and aimed for comprehensiveness. It was largely the work of a single
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author (Eric Weisstein) over the course of more than a decade. A colleague
and good friend of mine, Nathan Egge, had the idea to replace the absent
MathWorld with a collaborative equivalent. The primary reason to do this
was speed: to replace a library of almost 10000 items in short order, it was
decided that the effort would have to be “distributed”. However, there was
also a philosophical motivation. By using the GNU Free Documentation Li-
cense (FDL) to cover the contributions, we could avoid the legal issues that
resulted in the removal of MathWorld. This would be a relief to many who
had contributed informally to MathWorld or had been holding back because
of legal worries. But also, having a library built of heterogeneous content
that no single person owned would protect the whole collection against any
legal problems which a single contributor might encounter.

After some basic initial development, Nathan Egge left the project for
industry work. As a result, nearly all of the implementation and design of
Noosphere presented here has been chiefly my own effort. However, design
has been guided by users in a participatory manner, and some others have
contributed to the system codebase.

Within a year of its removal, a settlement was reached which allowed
MathWorld to return to the Web. However, I (and many others) now believe
that collaborative content-building has its own strengths, especially in the
form of the Noosphere system, so PlanetMath should remain as an alternative
(or complement) to MathWorld. Through Noosphere, PlanetMath continues
to be a resource to which no one has had to dedicate their life (or even a
large fraction of it) to produce high-quality content.

I expect that PlanetMath will continue to grow without bound and with
very little economic capital overhead, and provide more focus in diverse areas
which a small encyclopedia-compiling team would have to neglect. Similarly,
I expect it is only a matter of time until Noosphere is deployed for another
major collaborative digital library project.

As of this writing, PlanetMath has been “live” for slightly less than two
years, but has already reached over 2500 entries and about 3000 registered
users. More detailed usage statistics will be presented in the evaluation
portion of this thesis (see Chapter 14).

6



1.4 Theoretical Contributions

In this section I will highlight what I believe to be the novel theoretical
contributions of this work, besides the Noosphere system in its entirety. They
will all be explored in detail later, but are presented here as a convenience
for the reader:

• A fusion of the commons-based collaborative production virtual com-
munity and digital library concepts.

• Natural language semantic reference linking. Details of this system
which are also believed to be novel are classification-guided linking,
concept label metadata guided linking, graph-theoretic classification
inference, and linking policy.

• A unique symmetric “related” links system, with collaborative work-
flow.

• LATEX rendering and caching system (with three configurable rendering
styles).

• Ubiquitous forums.

• First known theoretical and empirical treatment of authority models
as a subfield of CSCW/virtual communities.

• Hybrid authority models system (owner-centric and free-form), and
ACL basis for such a system in the collaborative content authoring
setting.

• A collection addition request system, including workflow for fulfilling
of requests.

• Zero content administration: the design pattern of keeping adminis-
trators out of the loop in terms of content production (creation and
revision).

• A theory of sustainability in virtual communities.

• A claim that many system types which are related to Noosphere (con-
tent management, digital libraries, virtual communities and more) are
just different variations on the five basic elements of the 5S theory [15].
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Chapter 2

Important Fields and Concepts

In this chapter I present important requisite fields and concepts, critical for
understanding Noosphere and how it draws upon existing work and ideas.
In fact, many of the “fields” are families of system types which Noosphere
could be said to be one of. First I discuss education and the Internet (“e-
learning”) and how Noosphere facilitates it. Then I discuss the field of digital
libraries, and discuss their relation to Noosphere. Then I present content
management systems, which is another system type which could be used to
describe Noosphere. Next I discuss knowledge management, as Noosphere
explicitly performs (and assists its users in performing) a considerable amount
of knowledge management tasks. Next I discuss virtual communities with an
emphasis on systems which “host” virtual communities; this is yet another
system category which Noosphere falls under. Finally I discuss commons-
based peer production, a mode of information production of which Noosphere
facilitates and is structured around.

2.1 Education and the Internet

Education online, or “e-learning”, has been growing rapidly in the last half-
decade. While there has been much hype and naivete regarding e-learning
(mostly before the year 2001) [9], it is fairly clear that there are attractive
“learning economies” enabled by the Internet which drive people and orga-
nizations toward increased utilization of e-learning. The characteristics of
the Internet which foster these economies are removal of some barriers (like
classroom space scarcity and other forms of physical resource rivalry), low
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marginal cost for additional learners, the benefits of both synchronous and
asynchronous modes, and of course global and 24-hour availability. These do
not all necessarily operate in all cases or simultaneously, but they make up
a chorus of opportunity for e-learning.

For the purposes of discussion, I divide e-learning into three types or
modes (depending on the scenario): corporate or organizational training,
academic learning (formal education), and self-directed exploration (informal
learning).

E-learning in the corporate/organization and academic settings are gen-
erally similar in that both rely on courseware packages and an instructional
staff. There is also sometimes utilization of streaming multimedia, to bring
lectures to the distance setting. Generally this latter aspect is more empha-
sized in distance learning proper1.

However, more relevant to the topic of this thesis is the third mode:
self-directed exploration. The web as a whole can be used as a knowledge
base, made increasingly useful by well-performing search engines. There is a
wealth of educational information on the web for any academic topic, much
of it actually placed there by instructors with little intent to serve anyone
other than their own students! This content forms a global treasure trove
online of actual course materials for the formal or casual self-directed learner
to “mine”.

In addition, there is the class of resources which are directed toward
the self-learner. Some examples are MathWorld and MathForum (covered
later in this thesis), free online tutorial sites like W3Schools2 or The Code
Project3, and online analogues to encyclopedias and books, like How Stuff
Works4 or WebMD 5. These sites are generally supported through the usual
non-profit means, advertisements, or corporate sponsorships. They also may
be loss-leaders for additional services.

Together these types of web sites (both intentionally and unintentionally
useful to the general public), which become indexed by search engines, make

1One need not attempt to imitate the synchronous qualities of in-classroom learning
to get value out of e-learning. Courseware which allows for disseminating reading assign-
ments, commentary from the instructor, and hosting of forums in which the instructor
participates may be sufficient for a very high-quality course.

2See <http://www.w3schools.com>
3See <http://www.codeproject.org/>
4See <http://www.howstuffworks.com/>
5See <http://www.webmd.com/>
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it very easy for learners to find out about pretty much anything online –
instantly and for free. PlanetMath has entered into widespread use chiefly
through this avenue: it is clear from web logs that most viewers come to
PlanetMath through an external search engine or directory service (like Open
Directory), seeking answers to a specific question. After enough repeat visits
of this manner, the learner may begin to visit the site directly, rather than
mediated by a web directory or search engine. This has indeed been observed
on PlanetMath.

A July 2002 PEW report [40] supporting the above stated:

Internet-savvy students rely on the Internet to help them do their
schoolwork–and for good reason. Students told us they complete
their schoolwork more quickly; they are less likely to get stymied
by material they don’t understand; their papers and projects are
more likely to draw upon up-to-date sources and state-of-the-art
knowledge; and, they are better at juggling their school assign-
ments and extracurricular activities when they use the Internet.
In essence, they told us that the Internet helps them navigate
their way through school and spend more time learning in depth
about what is most important to them personally.

Clearly, then, today’s generation of students have found great value in the
Internet as an ad hoc learning tool. There is considerable evidence that adult
learners are also making use of the Internet in a similar manner [41], though
it is likely adult learners will adopt it at a slower pace. The world should
certainly prepare itself for a greater incidence of self-directed e-learning, as
the current generation of students will certainly become the next generation
of adult learners, and retain their Internet-learning habits.

2.2 Digital Libraries

Digital libraries (DLs) are computerized, online information systems which
organize and store information and knowledge, as well as make it retriev-
able, viewable, and (re)usable. One can begin thinking of digital libraries as
“libraries online”: take traditional “brick-and-mortar” libraries and add digi-
tized content, computerized services, and Internet connectivity. Now one has
the same abilities as were present before – but also the potential to eliminate
scarcity, reduce staff and physical plant overhead, have content available at
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all times and from anywhere in the world, have powerful near-instant search-
ing, and have multiple dimensions of organization.

Digital libraries can also be places for creating new content, adding value
to existing content, and making practical use of existing content. Digital li-
braries can be interconnected. And importantly, digital libraries can special-
ize, hosting discipline-specific collections which would never make economic
or logistic sense for a traditional, physical library. Along this vein, digital
libraries can resemble portals, acting as gateways to certain fields of interest,
and digital libraries can actually be a locus for online interaction within the
communities they serve.

DLs evolved as an outgrowth of traditional libraries. In the 1980s, card
catalogs became computerized as they were replaced with Online Public Ac-
cess Catalogs (OPACs). This eased management, as well as making searching
much easier for library patrons. Then with the popular advent of the Internet
in the mid 1990s, OPACs were rigged for Internet-accessibility. Library pa-
trons could use telnet (and eventually WWW) gateways to OPACs to check
the availability of titles before actually trekking to the library building.

These Internet OPACs were very basic, limited digital libraries. Mod-
ern digital libraries typically add full text content, such as papers or books
downloadable in formats like PDF, as well as multimedia content (videos,
images, sound clips, presentations, etc.). Whether or not the full content of
resources is present in DLs, some representation of the resources are present
upon which are layered rich services, which attain some of the ends mentioned
above. A few of the means of achieving them are to provide multiple views
and organizations which are abstracted above the content6, allow the patrons
to do things with resources (like build learning objects made of composed or
sequenced DL resources), or add superimposed information [31] which can
be of benefit to other patrons (such as annotations, ratings, and reviews).

Critical to the existence of digital libraries is metadata, which comes in
structural and descriptive types. In both cases, metadata refers to the re-
sources (or digital objects) within the DL. Structural metadata is internal
to digital objects; it determines how programs or people versed in interpret-
ing that type of object go about this interpretation. Descriptive metadata
is summary information about the entire digital object; it allows the dig-

6This is not a minor point– you will have a bit of work ahead of you if you want to
reorganize a traditional library under a different classification scheme. Key here is that
the organizations are abstract, not identical with the physical placement of the library’s
content.
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ital library to do intelligent things with the object without understanding
its content. Some examples are to place the objects in categories, perform
very focused searches (i.e., within titles and abstracts), partition them into
browseable sets based on values for certain metadata fields (like “author”
or “publication”), and more. The richness of services is directly connected
to the richness of descriptive metadata. Because of this, as digital libraries
evolve, descriptive metadata will continue to get richer.

A framework called 5S has been proposed by Goncalves and Fox to ana-
lyze digital libraries and help guide their growth and evolution [15]. 5S stands
for structures, streams, scenarios, spaces, and societies, which are considered
the five primitive elements or ingredients of a digital library. In 5S theory, all
of these elements are given formal mathematical definitions, but their mean-
ings are very intuitive. Structures refer to data structures and organizational
structures. Streams are sequences of bits, which combined with structures,
form digital objects. Spaces refer both to mathematical spaces (like proba-
bility and vector spaces) in the algorithms behind the digital library as well
as visualization and attentional spaces. Scenarios refer to situations, and
sequences of actions actors might undergo in them (in the context of the
digital library). And societies refer to the community or communities using
the digital library and taking part in the scenarios; who both give it purpose
as well as requirements regarding workflow, authority, control, and access.

Table 2.1 summarizes the elements of 5S in a more concrete form, showing
examples of how they are applied to make up metamodels of digital libraries.
We will return again to the 5S theory at the end of this chapter.

Digital libraries are an important concept to have in order to understand
Noosphere, as Noosphere can be considered a type of digital library system
(as the title of this thesis suggests). Noosphere has all of the basic elements
of a digital library: resources (documents), collections, metadata, search-
ing, browsing, annotations, and of course user communities. The notion of
reference is central to both Noosphere and digital libraries in general.

2.3 Content Management Systems

A content management system (CMS) is, in essence, a web publishing sys-
tem. CMSes are a category which encompasses both the collaborative and
monolithic production modes. The scope of the CMS, or extent which it
facilitates production, may vary. The necessary role of a CMS is that it
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Elements of 5S
Models Primitives Formalisms Objectives
Streams Text; video; audio; software

program
Sequences; types Describes properties of the

system content such as en-
coding and language for tex-
tual material or particular
forms of multimedia data

Structures Collection, catalog; hyper-
text; document; metadata;
organizational tools

Graphs; nodes; links;
labels; hierarchies

Specifies organizational as-
pects of the system’s content

Spaces User interface; index; re-
trieval model

Sets; operations; vec-
tor space; measure
space; probability
space

Defines logical and presenta-
tional views of several sys-
tem components (incl. visu-
alization)

Scenarios Service; event; condition;
action; interaction

Sequence diagrams;
collaboration dia-
grams;

Details the behavior of
system services (including
CSCW!)

Societies Community; managers; ac-
tors; classes; relationships;
attributes; operations

Object-oriented
modeling constructs;
design patterns

Defines roles for sets of per-
sons (classes) in various sce-
narios; relationships among
these sets

Table 2.1: A summary of 5S (adapted from [15]).
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resides directly behind the HTTP server and is immediately responsible for
delivering content to readers (or clients, users, etc.). However, it cannot be
something so trivial as static web pages. A content management system must
at least provide for the storage, organization, and dynamic presentation of a
site’s content.

There exist both free (open source) and commercial CMS offerings. On
the free/OSS side, there is Zope, Slash and Scoop (discussed later), OpenCMS,
and Midgard. Some content management systems you can buy are Vignette,
Interwoven, Tridion, MediaSurface, and Broadvision7.

Content management is a very young field. It is at most a decade old, and
it is arguable that it was only widely recognized as a distinct field as recently
as five years ago (1998). Of course, web content providers were using content
management systems before this time, as necessity demanded. Now content
management systems are omnipresent, with static HTML pages (rightfully)
becoming an endangered species.

Without content management systems, it is unlikely the web would have
reached anywhere near its current level of maturity. CMSes tackle the need
to hand-produce every HTML page of a web site. Even with a WYSIWYG
editor, this would be a formidable task. When one begins imagining ex-
tending a web page development environment to handle interlinking between
pages and web site structure, one is beginning to creep into the territory of
CMSes.

Importantly, CMSes also provide for the abstraction of content presen-
tation from content production. This allows for a division of labor of web
publication: content production persons (this could be a journalism staff)
are separate from the technical (web development and administrative) staff.
Further, the technical staff are not involved with the publication of each
atom of content; rather they are only concerned with the overall functioning
of the content management system and its physical support. Thus, the scale
of the technical structure is decoupled from the scale of the content (and
hence productive structure).

A simple exercise to try is to go about your daily rounds of web browsing
and note which web sites use a content management system and which are of
the “pile-of-static-pages” type. In comparison to static sites, sites driven by

7For a comparison of CMSes by features and
strengths, see <http://www.cmswatch.com/Features/ Product-
Watch/FeaturedProduct/?feature id=83>.
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CMSes will have a much cleaner presentation with few errors; they will have
much more consistent layout and navigation, they will tend to be updated
frequently, and they will be used on much larger sites due to their ability
to facilitate scaled-up production. Inasmuch as CMSes are identical with
abstracted, high-level web publication systems, it is fairly clear that their
rise was inevitable. Indeed, one cannot imagine the current level of organi-
zational participation in the web being attained if all content producers had
to manually create each HTML page.

One characteristic of CMSes worth noting is that open source and free
CMSes tend to focus on small to mid-scale deployment and personal niches,
whereas commercial offerings tend to focus on mid- to large-scale deployment,
and corporate niches. In fact, many open source CMSes8 are actually for
blogging9. However, while this is true in sheer system count, it is not true in
popularity. Some of the most popular open source CMSes scale fully.

It is widely acknowledged that there is no one-size-fits-all solution for CM-
Ses. Virtually every web site publishes in some unique and nuanced manner,
which no pre-fabricated system could accommodate. This uniqueness is part
of what it means to be a distinct web site, after all. Thus, even a 90% cov-
erage of requirements can be unacceptable, as the last 10% would be jarring
and could negate the very purpose of a web site. For this reason, there is
widespread dissatisfaction with pre-fabricated CMSes10. This fact may give
open source and modular CMSes a boost in the future. In fact, in the future,
ready-made CMSes may cover only a small niche, with in-house or heavily
customized CMSes representing the vast majority of non-static web sites.

In addition to being a digital library system, Noosphere is also a content
management system. Indeed, these two types of system have significant over-
lap, as we will discuss in Chapter 4. What makes Noosphere so “CMS-like”
is primarily its system for content production. Combined with its content or-
ganization and presentation capabilities, which are also necessary for digital
library functionality, Noosphere qualifies as a true end-to-end CMS.

8See <http://www.la-grange.net/cms> for a list.
9“Blog” is vernacular for “web log,” and refers to a linear scrolling story format. Per-

sonal blogs are very popular, but larger systems (like Slash and Scoop) may also be in
“blog format”.

10See <http://www.shorewalker.com/pages/cms woes-1.html> for a representative ex-
ample.
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2.4 Knowledge Management

Knowledge management is a field concerned with the nature of knowledge,
its extraction, representation, storage, retrieval, and activation. It is not
a unified field; work on knowledge management has come out of the disci-
plines of artificial intelligence (semantic networks, logic systems, and ma-
chine learning), business management (organizational memory, intellectual
capital), digital libraries (knowledge units, descriptive metadata), data min-
ing (turning data into knowledge, also called “knowledge discovery”), and
philosophy (the nature of thought and the representation of concepts). All
of these disciplines have made important contributions to the field, which I
will touch upon below.

The only discipline which actually uses the term “knowledge manage-
ment” is business management. The literature out there on “knowledge
management” proper is all about businesses, or organizations inasmuch as the
theories and lessons learned from business can be generalized. In these works,
the term “intellectual capital” [51] is used interchangeably with “knowledge”,
underscoring the fungibility and profit-making potential of knowledge in the
business environment. “Organizational memory” [1] is another variation on
this theme: this term emphasizes the fact that organizations build up caches
of knowledge which help get the job done by serving as a ubiquitous resource
for the individual members. The more knowledge a business has, retains,
and can utilize, the greater the advantage it has over its competitors. Thus,
the goal of this discipline as concerns knowledge management is to identify
the role of knowledge in organizations, find metrics that measure its effect
(or its return on investment), and help foster it. The latter takes the form of
encouraging learning and knowledge sharing through incentives, policies, or
management initiatives; as well as employing technological means to solidify
or augment, or add to the ways in which knowledge accumulates as orga-
nizational memory11. A well-known example of an organizational memory
software tool is AnswerGarden, developed by Ackerman [2]. A screen shot is
given in Figure 2.1.

Within the discipline of artificial intelligence, strains related to knowl-
edge management appear primarily in support of efforts to get machines to

11There is significant intersection with the field of CSCW here, as one means of doing this
is to do more knowledge management within the boundaries of computer-support systems.
These can passively or semi-passively capture the history that becomes organizational
memory. See [1] and [6].
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Figure 2.1: A screen shot of the AnswerGarden system. Here, the user is
posing a question through the system, which will be routed to an expert (in
the appropriate category). The answer to the question will then become part
of the knowledge base of AnswerGarden, accessible through a subject tree.
Graphic adapted from [2].
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Figure 2.2: A semantic network in SNePS. The representation of knowledge
in a SNePS semantic network is very low-level and precise; it is optimal for
machine processing. Image adapted from [50].

“think”. Since half of thinking is what is being thought about, the about is
something the AI community has had to tackle. In other words, the sub-
ject must be represented, as a part of the AI system. This has lead to
efforts to represent concepts within semantic networks, to which formal log-
ics (and heuristics) can be applied. Semantic networks are simply structures
in which meaning is represented not only by nodes and their attributes (or
descriptions), but also the connections to other nodes (which can be typed).
Probably the most famous artificial intelligence project which makes use of
semantic networks is SNePS [50], an effort which has persisted for over 30
years. An image of a SNePS semantic network is given in Figure 2.2. A
related, higher-level structure (a concept map) is given in Figure 2.3.
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Figure 2.3: A concept map: another type of semantic network. Concept
maps allow for connecting high-level ideas, and are intended to be directly
generated and understood by people. They were introduced for learning by
J. D. Novak of Cornell University in the early 1980’s. There are some added
conventions for concept maps: generally they are drawn from top to bottom
as more to less general; and colors can be added to reinforce classes. Concept
map adapted from [37].
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The discipline of data mining has become involved with knowledge man-
agement in quite the opposite way as AI: where AI is concerned with acti-
vating knowledge, data mining is concerned with extracting knowledge (both
may deal with representation). The overall goal of data mining is simply to
automate the task of turning data into knowledge. The motivation is that
we have too much data to be able to do this manually; yet we still would like
to learn from it12. Much of data mining is not directly concerned with repre-
senting knowledge; the archetypical data mining application simply produces
some association rules from a huge database [3]. It is up to the investigator
to sift through these – interpreting them, finding their social meaning, ex-
plaining them, and storing them as fungible units of knowledge. However,
some recent data mining work goes a step further, automatically performing
the derivation of semantic networks (in the form of Bayesian networks) from
raw data [17, 47]. These still must be interpreted, but they go a step further
by connecting relationally into more actionable knowledge structures atoms
which “classical” data mining would leave dissociated. A picture of such a
network is given in Figure 2.4.

Those working in digital libraries have actually been performing some
knowledge management work all along. Descriptive metadata is fundamen-
tally about handles for, and concise representations of (relatively volumi-
nous) knowledge. As descriptive metadata becomes more verbose and digital
libraries begin to deal with content which is at varying scales and composi-
tions, digital library infrastructure begins to look more and more like out-
right knowledge representation. Content becomes the nodes (or collections of
nodes), and descriptive metadata both connects this content to other nodes,
as well as helps to further “shrink” the nodes cognitively via summarization.
In addition, ontology frameworks (like classification schemes; see Figures 2.5
and 2.6) are more self-consciously being applied to digital libraries to help
place records into semantic-network-like structures. The result of all of this
is that the structure of the semantic network becomes more apparent, in
essence enabling it to be exploited by services and directly by users to fur-
ther learning and satisfaction of information needs.

Philosophy has served a foundational and “meta” purpose, complement-
ing and underlying the work of the above disciplines (though some of this
work is a posteriori). There still is no clear answer as to what a concept is,

12A greatly increased volume of data is often concomitant with research projects which
have learning as their goal.
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Figure 2.4: A Bayesian Network for a gene expression scenario. This is really
a semantic network, where the links are weighted by probabilities and encode
conditional dependences. The goal of probabilistic-relational data mining is
to find both the probabilities and the network structure. Figure courtesy of
[47].

ACM CCS

G: Mathematics of Computing

B: Hardware
A: General Literature

C: Computer Systems Org.
D: Software
E: Data
F: Theory of Computation

H: Information Systems
I: Computing Methodologies
J: Computer Applications
K: Computing Milieux

F.0: General
F.1: Computation By Abstract Devices
F.2: Analysis of Algorithms and

Problem Complexity
F.3: Logics and Meanings of Programs
F.m: Miscellaneous

F.1.2: Modes of Computation
F.1.3: Complexity Measures and Classes

F.1.0: General
F.1.1: Models of Computation

F.1.m: Miscellaneous

Figure 2.5: A portion of the ACM Computing Classification System (ACM
CCS), an ontology heavily applied to digital libraries in the computing field.
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ACM CCS

B: Hardware

A: General Literature

C: Computer Systems Org.

D: Software

F: Theory of Computation

E: Data G: Mathematics of Computing

I: Computing Methodologies

H: Information Systems

J: Computer Applications

K: Computing Milieux

F.m: Miscellaneous

F.3: Logics and Meanings of Programs

F.2: Analysis of Algorithms and

Problem Complexity

F.1: Computation By Abstract Devices

F.0: General

F.1.0: General

F.1.1: Models of Computation

F.1.2: Modes of Computation

F.1.3: Complexity Measures and Classes

F.1.m: Miscellaneous

Figure 2.6: The same portion of ACM CCS as shown in the previous figure,
this time drawn as a concept map (high-level semantic network). Node colors
emphasize “selection” of the current path through the hierarchy.
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what makes up a concept, how concepts compose or decompose (or if this
is even a sensible notion in the first place), how concepts form, and how
concepts are interrelated. In addition, while the semantic network has been
a wonderful theoretical tool and working model, it isn’t clear it is at all like
what is going on in our heads. Discovering whether this is the case could
be of practical importance. An added uncertainty is how well neurological
understanding of the brain can be applied to understanding concepts and
knowledge (which are in the mind). Those working in the discipline of phi-
losophy of mind will continue to thresh out these problems, integrating and
sometimes guiding the work of the “applied” disciplines above.

In sum, a number of disciplines have all contributed to knowledge man-
agement, due to its ubiquitous import and broad scope. The aspects of
nature, extraction, capture, representation, storage, retrieval, and applica-
tion are aspects of knowledge management which these disciplines have done
work in, with varying emphasis.

2.5 Virtual Communities

The greatest reason that the Internet has not fizzled out after the dot-com
crash is that it has found some of its true potential: its ability to facilitate
social support. The ways in which this has been done can be divided into two
categories, which could be termed “implicit social support” and “intentional
social support”. The former manifests in systems which “mine” social data
and employ it algorithmically to assist the individual, completely abstracting
away the social basis (the true source of power) of its capabilities. This is the
focus of the field termed collaborative filtering (which either subsumes or is
synonymous with recommender systems). A good example of such a system
is Google13, which bases its rankings on the fundamentally social system of
hyperlinks on the web.

While implicit social support systems are important (and gaining in
prominence), we focus here on intentional systems. These are online so-
cial support systems wherein the participants (1) know they are engaging in
social support (participants in implicit systems may not know this, and they
don’t have to), and (2) take part in direct interaction with other participants.
In other words, these systems are superficially social14.

13See <http://www.google.com>.
14The implicit variant of online social systems are interesting in that they are only
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The criteria (1) and (2) are close to defining a community. The miss-
ing ingredient is persistence through time; and many online systems have
these. These are the virtual communities. Also important, but sometimes
less emphasized, are community boundaries, norms, and authority structures
(virtual communities will work better to the extent that they have these). It
is fairly safe to say that most intentional social support systems online are
virtual communities.

Virtual communities take many forms, depending on their organizing pur-
pose, and exist within many on-line venues. Virtual community organizing
purposes include recreation and gaming, emotional support, passion for a
particular subject, and the need or desire to remotely collaborate in some
field. Venues can be any combination of electronic mailing lists, real-time
chat rooms, web bulletin boards (forums), and instant messaging.

The last two organizing purposes, passion for a subject and the need to
remotely collaborate, are of cardinal concern to us. These types of virtual
communities invoke the moniker communities of practice. While the defini-
tional focus of this type is productive, professional communities in the course
of their salaried work; many of the same characteristics and rules carry over
to subject-oriented virtual communities composed of voluntary enthusiasts.
This brings us to our next field.

2.6 Commons-based Peer Production

Commons-based peer production has only recently been recognized as a
“field”. The name was coined by Benkler, in Coase’s Penguin: Linux and the
Nature of The Firm [7]. However, as with the development of all fields, the
elements were assembling for many years beforehand, accelerating in recog-
nition and coalescing into a semantic whole right before the “seminal” work
was published. The namesake commons-based peer production project, the
Linux operating system, itself dates back to 1991. The social phenomena, as
Benkler observes, date back even further.

Commons-based peer production refers exclusively to the online (Inter-
net) setting. It also refers exclusively to the production of information (or

questionably termed “social” at all. The algorithm used to “do the work” of the system
is what serves as a barrier to any sort of classical social interaction, preventing the social
element from ever reaching the consciousness of users. Yet we cannot ignore the fact that
these systems make an unprecedented use of what is fundamentally social data.
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ideas, or knowledge, or culture – basically anything that is intangible and
nonrival15). Commons-based peer production is distinct from production in
the firm and market settings. The key insight to understanding this field is
that the Internet has sufficiently lowered the barriers to collaboration enough
to allow volunteers to produce information content in efforts of a scale never
before seen in human history. The attributes of the Internet itself which have
allowed this to happen are global interconnectivity, low cost of use, and a
flexible and generic architecture. This architecture allows anyone to build
and use custom collaborative systems on top of it. The second ingredient
– the people who are part of this commons – must have a particular com-
bination of motivations and needs to tip the cost-benefit analysis in such a
project in favor of participation16.

Hence the connection between enthusiast-composed, topical virtual com-
munities and communities of practice: commons-based peer production com-
munities are much like “firmless” communities of practice, which can exist
because of the enthusiasm of its members and often times their commitment
to a particular subject.

Most of the systems described in the next chapter rely on such com-
munities to exist. Noosphere itself was built with the commons-based peer
production setting in mind. The PlanetMath instance of Noosphere is very
strongly a community of enthusiasts, and the subject matter is very clearly
delimited: mathematics. Yet we can see in this community the similarities
to a community of practice; many mathematics professionals have become
some of its most productive members.

15The term “nonrival”, in reference to a resource, means the resource cannot be depleted
by consumption. See [7] for more on this concept and its implications for commons-based
peer production.

16For ample details, see [7].
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Chapter 3

Important Systems

The systems given here are instances of some of the above concepts. Many
were also inspirations for Noosphere and PlanetMath. Here I describe them
as well as their influence on Noosphere. Also their features are compared to
those of Noosphere. The systems are split into “collaborative” and “mono-
lithic”, reflecting the core means of content production in each.

3.1 Collaborative Systems

These systems take a “bottom-up” approach; the core content is produced
and value is added by the users, not the administrators. In a way, they
represent distributed production of content, utilizing people as “processors.”

3.1.1 Wiki

Wiki [62] is less a software program than an entire paradigm. According
to Wiki creator Ward Cunningham, Wiki is “the simplest online database
that could possibly work.” The “What is Wiki?” page [63] gives a nice
introduction:

Wiki is a piece of server software that allows users to freely create
and edit web page content using any web browser. Wiki supports
hyperlinks and has a simple text syntax for creating new pages
and cross-links between internal pages on the fly.
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Wiki is unusual among group communication mechanisms in that
it allows the organization of contributions to be edited in addition
to the content itself.

Like many simple concepts, “open editing” has some profound
and subtle effects on Wiki usage. Allowing everyday users to cre-
ate and edit any page in a web site is exciting in that it encourages
democratic use of the web and promotes content composition by
nontechnical users.

This is essentially all there is to the core concept: web-editable web pages,
and a simple linking syntax. The power of Wiki is that it dramatically lowers
the barrier to publishing web content. Verbose and complex HTML markup
is done away with, replaced with minimalistic and intuitive shorthand syn-
tax. External editors or generators, file management, and permissions are
no longer items of concern for would-be web publishers. Many of these ben-
efits come with content management systems in general, but Wiki pushes
simplicity to the next level.

A sample Wiki source, and HTML-rendered version are given in Figures
3.1 and 3.2.

Wiki is amorphous: it takes on the shape of a network; unstructured,
with pages as nodes and hyperlinks the edges.

Authority in Wiki is free-form: anyone can make changes to a page,
regardless of whether they created the page or not. This is a bit scary for
some at first, but this fear is usually overcome quickly as the creative and
productive merits of the paradigm become apparent.

Central to the linking functionality in Wiki is the concept of a WikiWord.
A WikiWord is a unique and novel word created by the author of a Wiki page
to describe the content of that page. It doubles as a handle for linkage. When
a link to a page is desired, the writer need only use the WikiWord title of
that page.

WikiWords have a “camelbacked” format– they are essentially phrases
lacking whitespace, with word boundaries denoted by capitalization. This
format allows the Wiki system to be selective about which words should be
processed for linkage, as camelbacking is not present in plain English. These
WikiWords are translated to HTML hyperlinks at page render time. If a
word looks like a WikiWord but does not match any title in Wiki’s index, a
question mark will appear next to the candidate WikiWord in the rendered
page (this word will not be hyperlinked).
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Wiki has turned out to be more than I had imagined. That is not to say that
----

* ’’’Open’’’ - Should a page be found to be incomplete or poorly organi
* ’’’Incremental’’’ - Pages can cite other pages, including pages that
* ’’’Organic’’’ - The structure and text content of the site is open to
* ’’’Mundane’’’ - A small number of (irregular) text conventions will p
* ’’’Universal’’’ - The mechanisms of editing and organizing are the sa
* ’’’Overt’’’ - The formatted (and printed) output will suggest the inp
* ’’’Unified’’’ - Page names will be drawn from a flat space so that no
* ’’’Precise’’’ - Pages will be titled with sufficient precision to avo
* ’’’Tolerant’’’ - Interpretable (even if undesirable) behavior is pref
* ’’’Observable’’’ - Activity within the site can be watched and review
* ’’’Convergent’’’ - Duplication can be discouraged or removed by findi
* ’’’Fun’’’ - You should always have fun.

----
Note, only that this page is a reconstruction from memory of intentions I h

Figure 3.1: Source of a simple Wiki page. Elements visible here are triple
quoting for bold, four dashes for horizontal separators, and lines prefixed
with asterisks to represent bulleted lists.
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Figure 3.2: “Rendered” Wiki page from the source shown in Figure 3.1.

29



Wiki has inspired many variants and “clone” implementations in every
language imaginable. There is Swiki (CoWeb) [52], TWiki [53], MathWiki
[64], and many more1. Implementations exist for languages such as TCL,
Squeak, Perl, and PHP. User interface, features, and editing syntax vary
slightly among these versions, but they are all unmistakably “Wiki” in nature.

There are systems which go beyond the minimal Wiki set of capabili-
ties, but still incorporate the basic web-editor functionality. One example is
TeacherBridge [55], a system for teacher collaboration. Though it provides a
synchronous, collaborative Java editor, an asynchronous web-editor is avail-
able as a fall-back to ensure the ability to collaborate from the most basic
web platform.

Wikipedia

Wikipedia [60] does not quite fit in with the rest of the Wiki family of soft-
ware. Although it is a unique variant of the Wiki software, it was made for
and runs as a single instance: the Wikipedia site. The goal of the project is
for this site to be a free, comprehensive encyclopedia (covering all subjects).
At the time of this writing, Wikipedia had over 130,000 articles, an incred-
ible feat for only two years of operation (since early 2001). Clearly, then,
Wikipedia is very similar in spirit to the kind of project Noosphere attempts
to accommodate.

One of the software enhancements in Wikipedia is support for mathemat-
ics, added in January of 2003 (well after PlanetMath was established, and
likely influenced by the existence of PlanetMath). Like Noosphere, TEX is
the markup language for mathematics in Wikipedia. However, in Wikipedia,
the TEX support is only meant to be used for mathematical formulas, not
general document structure.

Another characteristic of Wikipedia worth noting is a slightly different
model for linking. While still a manual system, the syntax for linking in
Wikipedia does not involve camelbacked WikiWords; rather, plain-English
node titles are used, enclosed in double brackets [[like this]]. This im-
proves the appearance of Wikipedia articles considerably, without signifi-
cantly changing the authoring workload.

1A more extensive list is available at Freshmeat, http://www.freshmeat.net. Try en-
tering in the query “wiki.”
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Wiki Shortcomings and Strengths

In this section I discuss some aspects of the Wiki paradigm, relative to the
Noosphere problem domain. From this perspective, I will use the term “short-
coming.” However, some of these same aspects are actually strengths in the
domains in which Wiki is most successful. Here, though, I attempt to answer
the question of whether Wiki could be used to do what Noosphere does.

One Wiki shortcoming is the commitment to the free-form authority
model. From a security perspective, some Wiki implementations (like TWiki)
have “solved” this problem by providing extensive revision logs and the abil-
ity to roll back changes. In addition, e-mail notification of changes can
minimize the amount of time that a page remains in an undesirable state.
However, solving the security problem does not necessarily make users feel
comfortable with the lack of stricter control, or “gatewaying” of modifications
to the content. We explore this issue later on.

A consequence of the exclusively free-form nature of Wiki is that pages
never quite seem “polished” or uniform (an effect which is in proportion to
the number of people who have made contributions to them). The problem of
smoothly integrating contributions from disparate parties is not simply solved
by placing all of these contributions in the same physical “page” boundary.

The other side of this coin is that Wiki excels at “note-taking” or “brain-
storming” functionality. Here, polishing is less important than getting the
ideas out on to the collaborative floor. In addition, in colloquial settings
where all users are familiar with each other, access controls can be more of
a hindrance than a useful tool.

Another significant shortcoming of Wiki is the linking system. Linking
to an already-existing node requires that the author have knowledge of that
node, as well as its WikiWord handle2. For brainstorming, the key aspect of
which is the creation of new knowledge, this is not a problem at all. All rele-
vant nodes and their WikiWord handles are likely to be fresh in the memories
of the brainstomers. When this is not the case, the node probably does not
yet exist, and is created by the writer to satisfy a semantic dependency. Fur-
ther, some Wiki links may be the result of revisions which replaced growing
inline sections of text with new, separate nodes.

The Wiki linking system becomes problematic when (1) we can no longer
assume that the chief mode of usage is brainstorming, (2) when the set of
nodes in the system (the content library) is not small, and (3) when there

2except in Wikipedia, where only the plain-text title need be known.
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are many contributors. The complement to brainstorming is the transcrip-
tion (albeit, value-added) of existing knowledge. This is knowledge that is
accessible offline, making up fields or disciplines (mathematics, or any sci-
ence, serve as examples). A large content library means it is difficult for any
one contributor to know– to completely internalize– the whole set of content.
Many contributors means that this problem is getting no better: the content
will keep growing in a distributed fashion as fast (or faster) than any one
agent can work at internalizing it.

Under these conditions, the Wiki linking system breaks down 3. It ceases
to scale. It would still be usable, especially when leveraging a search engine
over nodes, but the barrier to authoring, because of the work involved in
manually resolving links, will rise with the growth of the database of content.

There are other negative aspects of the linking system as well. For in-
stance, WikiWords are node titles, rather than simply handles derived from
plain-English titles4. This makes rendered Wiki content close to plain En-
glish, but not quite the same. A novice reader would still see these strange
camelbacked words and wonder what their significance is, and why they dif-
fer from the plain-English hyperlinks on the rest of the web. It is clear that
a compromise has been made in natural prose to accommodate the machine.
A side effect of this “title = handle” system is that when the title of an
already-linked node changes, links in the rest of the content will be broken5.

As we will see later, WikiWords do not quite go far enough for robust
knowledge representation, which has consequences for linking. For estab-
lished knowledge bases, polysemy is a real concern. And in practice, a node
is poor granularity for concepts in general, a problem which Noosphere solves
with a “defines” field. This allows a single Noosphere entry to encode for
many concepts, and synonyms abstract again the labeling of these concepts.
Contrast this with Wiki, where a (linkable) concept is bound to a WikiWord,
which is bound in turn to a node.

Another major shortcoming, and perhaps the most obvious from the Noo-

3Interestingly, because Wikipedia uses a plain-English linking system, it also has the
ambiguous linking problems of Noosphere, but lacks the automated tools to deal with
them. See [61] for the Wikipedia procedure of manually dealing with ambiguous links.

4Again, except Wikipedia.
5These problems, however, could be solved without dramatically altering the Wiki

linking architecture. One would simply make titles and handles separate elements of node
metadata. Users would still link using WikiWord handles, but titles (and link anchors)
would be natural language.
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sphere perspective, is the lack of mathematics display capability. While users
could include manually generated images of equations in a Wiki, relying on
this would be to raise the barrier to content creation once again. What is
really needed is support for mathematics display from the natural semantic
representation. In fact, one Wiki variant (MathWiki [64]) solves the math-
ematics support problem, employing support for TeX mathematics environ-
ments6. However, MathWiki does not remedy any of the other shortcomings
mentioned here.

Another major drawback to plain Wiki-paradigm systems is the lack of
sophisticated organization. Thankfully, all Wikis come with a search engine.
But Wikis do not have browseable classification hierarchies, or even type-
based partitions of the nodes into separate browseable lists. Some of these
problems are connected to the lack of rich descriptive metadata; Wiki nodes
only have a title and content body, there are no categories or support for
types that could be used to give greater organization to the content.

Thus, Wiki is something of a “web within the web”– shaped like a network
and indexed by search engines, but lacking methodical organizing structure.
Noosphere has learned from the innovation of collaboratively web-editable
web pages, but also addressed the above shortcomings for the library-building
setting, bringing more salient aspects of digital libraries to the collaborative
basis that Wiki has established.

3.1.2 Slash and Scoop

Here we discuss two similar collaborative content management systems, Slash
and Scoop. Both systems are “blog-style,” meaning that the core content is
presented in a scrolling “web log,” in both cases on the front page of the web
sites.

Slash is the engine of Slashdot.org [48], the extremely popular, self-
proclaimed “news for nerds” site. However, Slash, being open source, has
been re-deployed widely. In fact, the parent company of Slashdot.org (the
Open Source Development Network) makes a business out of doing the cus-
tomization and installation of Slash for clients.

The central content in Slash are news stories, submitted by users (along
with brief comments). These news items are thinly vetted by a paid team
of editors; who also may add comments, clarifications, or corrections; and

6So does Wikipedia, as discussed above, but this is not a re-deployable system.
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then posted on the blog. Outside of the Slashdot setting, those in charge of
posting the core news items will likely be volunteers, rather than paid staff.

The real locus of collaborative value-addition in Slash is the comments
system. Each story hosts its own discussion, akin to a classical topical forum.
In this case, the topic of the forum is the news story. In these comments, one
can expect to see questions and answers, points and counter-points, correc-
tions and augmentations, humor and seriousness, and of course “flaming.”

As one could imagine, this system could easily result in chaos, particu-
larly for very high-traffic sites (like Slashdot). But in Slash, the comments
themselves are collaboratively vetted through an elaborate moderation sys-
tem. The foundation of this system is karma, a numeric attribute of each
user which models the social notion of that user’s value to the community.
Comments are rated by users who have moderator status, and these ratings
become a part of the commenter’s karma. If a user has a high enough karma,
is senior enough, and is willing, they become a moderator. As a final check,
other users can moderate the moderators, rating a random selection of mod-
erator ratings on particular comments. The full description of this system
can be found in [49].

This system works very well, as evidenced by both Slashdot’s survival over
half a decade, and my own impression of the site. It may be fairly complex,
but it does seem to be stable. Slash achieves the goal of collaboratively adding
high-quality secondary content to the primary objects of content, in a way
that protects well against a low-quality overload. The beauty of Slashdot
is that you may eventually find yourself going to the site and looking for
a news story you might have seen elsewhere, purely to see what intelligent
things others have said about it.

The second system is Scoop. Scoop was created for the kuro5hin.org
site [21], but like Slash, has been released as open source for wide use and
deployment. Scoop is very similar to Slash (stories are the primary content,
comments are secondary), but there are a few significant differences. The
first is social: the emphasis is on original articles, not stories from elsewhere.
In fact, there is only one section available on the site for re-posting of external
stories, and it is called “Mindless Link Propagation” (MLP).

The first, and most important technical difference is that there is no
staff involvement in the posting of articles to the blog. Instead, this process
is entirely democratic, controlled by the community as a whole. Submitted
articles go to a special queue; where the other users can vote on whether they
think the article should be posted or not, make editing comments, and make
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a call as to what topical section of the site the article should be posted under.
Thus the need for initial content-vetting staff is eliminated, and collaborative
leverage is employed right at the beginning of the content lifecycle.

The second technical difference is the workings of the comment moder-
ation system. Rather than “karma” there is “mojo”, which is based on a
weighted average of past ratings the user has received to their comments.
There is no layering of moderators or meta-moderators; the only “power”
acquired with a high mojo is the ability to make ratings of 0 (“spam”). Such
a rating makes a comment invisible by default. Mojo and ratings in Scoop
are really only intended to perform the removal of spam, not to prioritize the
overwhelming body of non-spam comments7. For more details, refer to [22].

The reason Scoop works very well with this more permissive system is
likely that it has attracted a different type of community, due to its emphasis
on original discourse [54]. Most comments that are not outright spam are
likely to be on par with each other in terms of profundity, with respect to
any sort of democratic metric (e.g., integrating many opinions).

One connection these two systems have to Noosphere is that they were
part of the inspiration for Noosphere’s comments system. In Noosphere,
each entry is a discussion, in the same way a Slash story or Scoop article
is a discussion. Despite the fact that Noosphere’s system is completely un-
moderated (save for the ability to delete users and disable accounts)8, it was
systems like Scoop and Slash that alerted me to the power of capturing this
“secondary content.”

In addition, Scoop was a very strong influence in terms of primary content
creation. In other words, the lesson learned from Scoop and Kuro5in.org was
that a motivated user community, given the right collaborative tools, can
produce high-quality core content. The idea with Noosphere and PlanetMath
was to apply this model for mathematics.

3.1.3 Interactive Documentation Systems

Interactive documentation systems are a growing trend on the World Wide
Web. The idea with these systems is to capture user augmentations to a core
set of officially-produced documentation, which is served up through a CGI

7While users can sort comments based on rating, this is not the default sort mode.
8However, if in the future a comment moderation system were to be added to Noo-

sphere, Scoop and Slash would make excellent starting points.
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interface. In essence, each “leaf” of the document tree becomes a forum.
The document at that leaf is the subject of the forum. In these forums, one
will find hints, tips, notes about omissions, questions, answers, caveats, and
pointers to other resources.

The two initial systems I was familiar with were the interactive documen-
tation areas of MySQL [35] and PostgreSQL [43], both open source database
management systems (DBMSes).

These “technical reference forums” actually yield value in two ways. The
first is the cost-free supply of secondary content to augment the primary
content (the officially-produced documentation). The second is a community
service; users helping users. For a small virtual community, this can be
very useful for community cohesion. For a large user base and weak or no
community, this is still very beneficial to project staff in that it lightens their
“technical support” workload.

Screenshots of the MySQL and PostgreSQL interactive documentation
systems are given in Figures 3.3 and 3.4.

Noosphere is geared towards being a highly technical (though preferably
pedagogical) reference. As such, it is very useful for it to support the ability
of a community to self-help, in the context of very specific technical subjects–
the entries themselves. So part of the intent with Noosphere was to capture
this effect, witnessed on interactive documentation systems.

These systems do lack certain features, which Noosphere has, that would
make them more useful. For instance, there is no methodical way to inte-
grate very good user comments into the primary documentation content9.
The staff has to periodically check up on the pages, read the comments,
pick out the best ones, edit the documentation, re-publish it, and then pos-
sibly remove the comments accounted for. Noosphere handles this process
by modeling the revision and most augmentation of core content with the
corrections system, while community self-help and the rest of the content
augmentation are handled with the standard comments system. As we will
see later, this separate corrections system also affords very useful awareness,
as well as corrections history which ensures that credit for contributions will
be preserved.

Other shortcomings of these systems (which tend to be fairly basic) are
that they lack notification, flexible watches, threading, sorting, and paging.

9Scoop, which carries out the editorial process using the comments system, also has
this problem.
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Figure 3.3: A sample MySQL interactive documentation page. At this doc-
umentation leaf, a user has asked a question about something unclear from
the explanation in the page. Another user has answered the question.
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Figure 3.4: A sample PostgreSQL interactive documentation page. Here the
first message gives a pointer to additional documentation elsewhere on the
web.

38



All of these are in Noosphere, and go a long way towards providing for
community social awareness, power, flexibility, and usability.

3.2 Monolithic Systems

The systems described in this section are “top down”; content is produced
by a central staff and consumed by a more passive “audience.” Of course,
this is not a concrete rule: readers may suggest additions and perhaps even
write initial versions of them, but it is always the case that the published
content is written, vetted, and edited by the staff.

3.2.1 MathWorld

MathWorld10 is an online “encyclopedia” of mathematics and represents the
(ongoing) life’s work of Eric Weisstein. Mr. Weisstein, now working on the
encyclopedia as his full-time job at Wolfram Research, began to accumulate
its content in the mid-1980s in the form of notes on the mathematics he was
studying during high school. Out of this studious habit grew a longer-term
hobby which took on the additional ideals of comprehensiveness and sharing
with others.

Mr. Weisstein eventually was encouraged to put his encyclopedia online,
where it was known initially as “Eric Weisstein’s World of Mathematics”.
When it had enough content and enough interest had gathered, a deal was
worked out with CRC Press to release a print version of the encyclopedia, as
the “CRC Concise Encyclopedia of Mathematics”. Eventually, Wolfram Re-
search became the sponsor and host of the online version of the encyclopedia,
and it became chiefly known as “MathWorld”.

MathWorld was, and remains, very popular. It was not long before it be-
came the top or near-top hit for the most frequently searched-for mathematics
concepts in web search engines. Both by virtue of mathematics knowledge
coverage and link popularity, MathWorld has essentially cemented a perma-
nent place in the world of mathematics web reference. MathWorld was a
resource that I myself frequently made use of in my undergraduate years. As
discussed above, known patterns of Internet use by students suggest this was
a very typical situation.

10See <http://mathworld.wolfram.com>.
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As was mentioned in the background section, MathWorld has had some-
thing of a turbulent history, which I will not dwell upon here. It suffices
to say that MathWorld was the most direct catalyst for the development of
PlanetMath and Noosphere, through its one-year absence from the Internet
(which at the time was open-ended). For the remainder of this section, I will
discuss the characteristics of MathWorld as it is today, and give some critical
treatment.

MathWorld’s content is stored in LaTeX form, and is rendered to a hier-
archy of static web pages periodically. This rendering preserves the LaTeX
document structure as well as the math environments, through the use of
HTML-with-images as the output format. The resulting set of pages is essen-
tially what you can find at the MathWorld website at Wolfram. A screenshot
of a typical page for a MathWorld entry is given in Figure 3.5. MathWorld
is made up of over 10,000 such pages.

MathWorld is browseable in two ways: a custom subject hierarchy, and
an alphabetical index. The subject hierarchy is two levels deep, with 10
categories at the top level, and typically 20-30 categories within each of
these.

There is also a free-text search, provided by htdig.
Not all of the MathWorld content has been written or initiated by Eric

Weisstein (or his co-authoring staff at Wolfram). Over the years, hundreds
of people had sent in additions, suggestions, and corrections. The chief dis-
tinctions between MathWorld and a collaborative system are the workflow,
authority, and barriers to content creation and revision. That is, currently
one must contribute to MathWorld through the full-time authoring staff,
making them a potential bottleneck. The extra workflow “drag” of having
one or more go-betweens at this point may also have an “economic” barrier-
raising effect; causing many would-be contributors to discard the notion of
contributing, or delay the act indefinitely.

It is key to note that, even when a contribution to MathWorld happens,
it is not done through the MathWorld system itself. Instead, it must be
“out-of-band”; in the form of email or other communication to the authoring
staff. In other words, the Wiki insight of contributing to the web through the
web is not practiced here.

Other shortcomings of MathWorld include the lack of recognition for
contributors (other than a blanket “thanks” in occasional letters-to-the-
community), the limitations of htdig as a static-HTML rather than digital
library metadata-indexer, the lack of support for the Mathematics Subject
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Figure 3.5: A MathWorld entry. From <http://mathworld.wolfram.com>.

41



Classification, the lack of revision history for entries, the lack of a requests
facility, and the lack of community features (such as forums).

The lack of contributor recognition and some community features in par-
ticular seem to relegate MathWorld to something of an “old-media” broadcast-
style role, possibly limiting the bulk of the audience to passive readers and
dissuading many would-be participants (who should be thought of as poten-
tial adders-of-value).

There is also an intellectual property issue which, even if MathWorld were
a collaborative system, would still prevent it from being the unanimous choice
among potential contributors: it has a closed license, whereby the contributor
must yield full rights to the publisher. Some mathematics enthusiasts and
professionals who could never accept such a condition were among the most
vocal in calling for a site like PlanetMath, and were among the most active
in contributing to it and supporting it.

3.2.2 Math Forum and Ask Dr. Math

The Math Forum is a community web site hosted at Drexel University. True
to the moniker “forum”, it does provide community interaction, in the form
of message boards and question submissions from readers. The latter is the
“Ask Dr. Math” section, the free question-answering center of the web site –
its main attraction. While the message boards, teacher interaction section,
and published articles are all a part of the Math Forum web site, it is the
“Ask Dr. Math” portion which was known to me and influential in the
development of PlanetMath.

The way Ask Dr. Math works is that anonymous readers submit a math
question via a web form, which is then put in a queue for consideration by the
“math doctors”. The math doctors are a volunteer staff, initially composed
of students from Swarthmore College, but eventually having branched out
globally. If one of them sees a question they would like to answer, a response
is written up, sent to the submitter, and stored in a database.

Here they are placed under the categories “elementary school”, “middle
school”, “high school”, and “college & beyond”. In addition to this educa-
tional level category, each response is given a subject category. Good entries
to “begin with” in one of these areas (combination of level and subject) are
“starred”, that is, literally flagged with a star icon, to denote their status.
The responses are browseable through the web, where the reader can select
first the level, then the subject.
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The responses are also all full-text searchable.
In much the same way as MathWorld, Ask Dr. Math has been a very

popular mathematics site for years. The web-accessible database of responses
to questions is easy to come across in the course of math querying to web-wide
search engines. Through this serendipity, as well as seeing others referred to
the site, I made use of the site.

The production model of Ask Dr. Math is not clearly monolithic; one
could argue that its question-answering staff’s volunteer status is cause enough
to classify the site as collaborative. However, the volunteer “math doctors”
do resemble a “closed” production staff in some ways. The details of be-
coming a math doctor, as well as any internal interchange and discussion of
questions, are hidden from public view [58]. One must be administratively
approved to be a math doctor; there is no automatic process for becom-
ing one through the Ask Dr. Math web system. This creates a reader-staff
dichotomy, which has a sharp boundary in the middle, controlled by admin-
istrative staff.

Though I am not arguing the model does not work well, for the purposes
of this thesis, it is worth considering other models are possible which would
eliminate the need to administer this division of roles (which is necessarily
mediated by a governing authority, which generally consumes funds). For
example, if we replaced the role “moderator” with “math doctor”, it would
seem that the Slashdot model could be adapted to the Ask Dr. Math setting.
All submitted math questions would sit pending in a queue, and anyone
who wished could attempt an answer at them. Answers would be rated,
analogously to the ratings of messages in Slash, and eventually “math doctor”
status could be offered to those with high enough ratings. Such a status could
confer extra moderation powers, for example; the ability to add or modify
question category metadata, flag questions and responses as exemplary, or
delete nonsensical or malicious submissions. We could term this design the
“democratic approach” (in other words, all users “vote” for a candidate).

This is not the only possible model which would eliminate at least one
kind of administrative overhead. Another possibility is a system where, after
some number of responses to submitted questions (which perhaps are not
publicly posted), a candidate math doctor would be “up for vote”. Current
math doctors would then vote on whether to make the candidate a full math
doctor; the result could be based on a majority or better fraction of “yes”
votes. We could term this the “aristocratic” or “representative democratic”
approach; here the “aristocracy” of math doctors controls who becomes a
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math doctor, though they are clearly representing the interest of the readers
(the “citizens”).

The key item of importance of the previous two suggestions is that they
bring into the community system additional community-support functions
which were previously external to it, rather than leaving them to be dealt
with “offline” by a dedicated, funded staff. Once inside the system, it is
relatively easy to distribute many administrative tasks.

Other than the previous observations, the Ask Dr. Math web site seems
to lack very little in the field of the roles it takes on for itself. Probably the
most useful augmentations would be better workflow support on the math
doctor question-answering side, and support for rendered math in responses
to questions. Regarding the latter, while it is likely unreasonable to expect
that the bulk of submitters would be willing to write in LaTeX, the math
doctors could certainly prepare responses this way.
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Chapter 4

5S and Noosphere as Fusion

The reader may have picked up by now the fact that there is significant
overlap between the fields, systems, and system types discussed above. Each
of them has a relation to Noosphere that we have discussed, which suggests
that they are in turn related, to some extent. For instance, it is not always
clear whether to call a system a “digital library” or a “content management
system” – the two system types have very much in common. By conven-
tion, digital libraries have more of an emphasis on information storage and
retrieval, records as abstract entities, and rich metadata. Content manage-
ment systems tend to have a greater emphasis on production and publishing.
However, these are more conventions than rules.

In addition, both digital libraries and content management systems are
sharing an increasing number of characteristics with virtual communities.
Persistent user identities, forums, notions of reputation, and community
boundaries are becoming more prevalent in these types of systems.

Knowledge management is also playing a greater role in many types of
systems. For example, content management systems increasingly support
dictionary-like features, linking words in articles to definitions. Digital li-
braries are becoming more conscious of the inherent use of concepts in their
common operation, leading to increased employment of information retrieval
techniques that identify concepts, better support for explicit concept meta-
data (perhaps building them into knowledge units), more concept-centric
browsing (multiclassification, multischeming, the library as a navigable se-
mantic network), and representations for summarization (such as automati-
cally generated concept maps).

Commons-based peer production is increasingly being recognized as a
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viable means of coordinating productive effort to achieve major objectives,
and is being adopted all or in part by many instances of the system types
discussed above. These systems are also being seen as valid bases for e-
learning. Commons-based peer production, e-learning, and Wiki can be seen
operating together in systems like Wikipedia. In this example, we can also
see knowledge management in the form of linking and entry decomposition.
The overall system performs content management, although it is not a re-
deployable software system.

The overlap among all of these systems, and a recent historical trend
towards its growth, suggests the term “convergence”. This is not the first
place where this overlap has been noted. The following quote, which is posted
as the “motto” on the home page of Knowledge Management News1, serves
as an illustration of the recognition of the convergence just described:

Convergence is upon us. If approached properly there is no differ-
ence between Knowledge Management, eLearning, Content Man-
agement, Community and Collaboration. It is all truly Informa-
tion Management. When Information Management is combined
with Identity Management inter and intra organizational interac-
tion is possible in a secure, reliable, and effective manner. This
innovative and collaborative approach to business will have a sig-
nificant impact on the way business and government operate.

This quote has the right spirit, but “misses the mark”. Boiling down many
disparate systems and fields to just “information management” is more vac-
uous than profound. There is a difference between the fields cited, though
they are all strongly related (and appear to be growing more related with ev-
ery passing day). It is tempting to suggest that the convergence observed will
continue along a straight line, leading many different paths to a single point.
However, this would imply that there will be a single software system which
will be able to substitute for today’s digital libraries, content management
systems, Wiki systems, e-learning sites, commons-based peer production and
collaboration systems, and other variants. But as we have seen already, the
one-size-fits-all method has has been unsuccessful in just content manage-
ment by itself, to say nothing of the other fields. It therefore seems unlikely
then that convergence can continue to the logical terminus which is a single
system. Certainly, there can be little utility gained from viewing all of these

1See <http://www.kmnews.com/>.
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different fields and system types as identical, or performing the exact same
jobs.

How then can we make sense of the apparent overlap in them? Instead
of saying that they are the same or that they do the same thing, I suggest
that they are different, but draw upon a common pool of technologies which
makes them similar to each other. These technologies are in turn modeled
by a common pool of theoretical elements, which in turn are part of a single
theory. This theory is the aforementioned 5S, which was presented above
in the context of digital libraries. In fact, in [14], 5S was technically not
presented as an exclusive theory of digital libraries. I believe this lack of
specialization is useful, and extend it here, with the claim that that 5S is
actually a theory of social information systems. Viewed in this way, the
theory has digital libraries as one possible application.

In addition to digital libraries, Wiki systems, content management sys-
tems, commons-based peer production systems, e-learning systems, and vir-
tual communities can all be seen as social information systems, described by
5S. In Figure 4.1, the relationship between Noosphere, the social information
systems (and types) discussed above, system technologies, the 5S elements,
and the total 5S theory is shown. Noosphere is related to the other systems
because it employs similar technologies, to similar ends. These technologies
are in turn modeled by the 5S elements of structures, streams, scenarios,
spaces, and societies, which make up the 5S theory.

This application of the 5S framework to social information systems sheds
light on the convergence discussed above. What is taking place is simply that
various social information systems are increasing their use of technological
components which are designed to increase the addressing of particular 5S
elements in the overall system. For example, the addition of discussion fo-
rums to a digital library allows it to better address the societies element. The
addition of a search engine for indexing the forums of a virtual community
increases the addressing of spaces and structures, allowing the community to
better access some of the information which it has produced. A multitude of
similar examples makes up the process of convergence in social information
systems. Noosphere more completely addresses more of the 5S elements than
most other social information systems today, and in doing so both appears
to be similar to them, and looks like a combination of them.
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Figure 4.1: An illustration of how Noosphere, other social information system
types, system technologies, and 5S theory are related.
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Chapter 5

Conventions

Before proceeding further, I discuss here some conventions used in the rest
of this thesis which are important to recognize.

The first has to do with language. In places where “they”, “one”, or
“he/she” would normally be used, yet produce an awkward-sounding sen-
tence, I have substituted Spivak pronouns. These are gender-neutral pro-
nouns which allow for referring to a person in an abstract, third-person man-
ner. The pronouns are “e”, “em”, “eir”, and “eirs”. These correspond to
“he”, “him”, “his” (adjective), and “his” (pronoun), respectively. For more
on Spivak pronouns, see <http://www.wikipedia.org/wiki/Spivak pronoun>.

The second convention has to do with what I call “workflow state di-
agrams”, or in this thesis, “workflow diagrams” or sometimes just “state
diagrams”. For example, see Figure 10.16. These diagrams are not state
diagrams in the formal languages sense. The chief difference is that transi-
tions are labeled not by conditions, but rather by the actor who initiated
the transition. The goal of this transition (the purpose for its occurrence) is
considered implicit in the combination of origin node, actor, and transition
node. This goal should be reasonably clear given the context of the diagram
and accompanying discussion.
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Part II

Development and Architecture
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Chapter 6

Development Methodology

In this chapter I discuss development choices and practices that went into
the making and deployment of Noosphere. First I explain the choice of the
core programming language of Noosphere, Perl. Then I discuss how free and
open source software were leveraged to build a working system with little cap-
ital overhead (and zero capital overhead for software). Next I discuss how
Noosphere evolved through a participatory design, testing, and development
process. I call this continuous participatory feedback loop “participatory
evolution”. Next I discuss some of the specifics of the collaborative develop-
ment setup. Finally I discuss how bug tracking was done using Bugzilla and
PlanetMath user-submitted bug reports.

6.1 Choice of Language

The core portion of the Noosphere system was written in Perl, the language
created by Larry Wall. There were a variety of reasons to choose this lan-
guage. These include

• That Perl is cost-free.

• A plethora of available pre-written modules.

• Powerful parsing through the regular expressions system.

• The ability to use mod perl, an efficient Apache wrapper for Perl web
systems.
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• Readily available online and offline documentation.

• A large pool of proficient users to seek assistance from.

Since Perl is cost-free, no financial investment in the way of licensing is
required to develop with it or to deploy any work which uses it. This was
crucial for PlanetMath and Noosphere, as a completely unfunded project.

Because there is such a large and diverse pool of modules available, Perl is
extremely versatile. This allows the developer to focus on implementation of
the aspects of the system unique to eir specific situation. In this respect, Perl
is often compared to Java, which has a large standard API (Perl modules,
by contrast, are essentially all volunteered freely by the user community).

Perl’s regular expression support is unmatched. It is, after all, the Practi-
cal Extraction and Reporting Language. In Perl, it is extremely easy to write
parsing routines, utilizing regular expressions, which would be extremely te-
dious in a language like Java, C, or C++ (the wise will use libraries for
these languages which simulate the same functionality). For web systems in
general, this means of parsing is very useful, since form input must often
be parsed and normalized. Noosphere makes use of Perl’s regular expression
parsing in many other places as well, for instance, in the text analysis portion
of the automatic linker.

The ability to use mod perl makes Perl, an interpreted language, scalable
in the production setting. Mod perl is basically a wrapper for Perl which
sits between the Apache web server and the Perl system. The chief benefits
of this are that it (1) keeps the compiled1 Perl code in memory, and (2)
mediates access between Apache and the Perl system. Thus it acts as an
API and a transparent efficiency provider.

The availability of Perl documentation, chiefly online but also offline, is
clearly valuable for development. The same goes for the presence of a large
Perl developer community, many members of which I knew well at the outset
of this project.

1Since Perl is interpreted, this just means that the tokenized representation of the
system directly executable by the Perl environment is what is cached.
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6.2 Leveraging Free and Open Source Soft-

ware

Noosphere has many dependencies in the free/open source world. This free
“toolbox” of components has made the project possible on a low budget. The
major components are:

• Debian GNU/Linux

For the PlanetMath instance, Debian GNU/Linux [11] is the base en-
vironment that all of the other software runs in. Debian is the Linux
distribution favored by the author. The GNU/Linux environment is
powerful, and of course free. However, there is nothing tying an in-
stance to Linux, as the rest of the components listed here are cross-
platform.

• Apache

The Apache web server [4] is the interface platform for Noosphere, as
Noosphere is a web application. Apache is powerful, free, and open
source, and is the most common web server on the Internet.

• MySQL

MySQL [35] is an open source relational database system. In Noo-
sphere, nearly the entire data layer resides inside MySQL, the exception
being the cached rendered pages.

• Perl

Perl, as detailed above, is the core implementation language of Noo-
sphere.

• Mod perl

Mod perl [34], discussed above, is the Perl run-time environment for
Apache, adding scalability and speed.

• TEX and LATEX

TEX [56] (in specific, the teTEX distribution [57]) is the base depen-
dency of Noosphere’s rendering system. TEX is Knuth’s professional-
quality document preparation system. On top of this sits LATEX [29],
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which is essentially a macro package bringing high-level semantics to
TEX.

• Netpbm utilities

Netpbm [36] is a package of utilities for image manipulation and con-
version. It has command-line tools to automate many common image
transformations. It is used extensively by LaTeX2HTML and the Noo-
sphere code for “page image” rendering mode.

• GNU Ghostscript

GNU Ghostscript [18] is a system for producing PostScript output from
input in a variety of printing-related languages. The chief mode of use
of concern to Noosphere is transforming the device-independent files
(DVI) produced by LATEX into PostScript. Both Noosphere directly
and LaTeX2HTML make use of this component as part of the rendering
pipeline.

• LaTeX2HTML

The LaTeX2HTML [30] system is the highest-level piece of Noosphere’s
rendering system, for the “images-and-HTML” rendering mode. Its
input is a TEX document, and its output is an HTML document and
a set of companion images for the portions which do not have HTML
equivalents. It makes use of Netpbm and LATEX to get its job done.

• Bugzilla

Bugzilla [8] enables methodical, collaborative bug tracking. It is very
instrumental in helping projects progress forward, and tracking this
progress. I discuss Bugzilla in more detail below.

• CVS

CVS [10] enables collaborative development of the Noosphere code. I
discuss this in more detail below.

Figure 6.1 is a diagram showing the run-time relationship between the
above components, illustrating both containment and communication types.
Figure 6.2 shows the development-time relationships.
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Figure 6.1: The relationship between run-time system environment compo-
nents (dependencies) of Noosphere. Nested boxes represent containment; the
arrows represent communication.
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Figure 6.2: The relationship between development-time Noosphere system
environment components (dependencies). As before, nested boxes represent
containment, and arrows represent communication or interaction. Developers
are also shown in this diagram.
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6.3 Participatory System Evolution

I use the term “evolution” in lieu of the more common “design” because
the design and testing process was participatory in Noosphere. This project
would likely never have gotten far in the first place if it wasn’t for many
mathematics enthusiasts I knew strongly encouraging me to go forward with
development. These same people, and others who joined them, became a
part of the design, testing, and even development process.

The setting for most of the participatory design, what one could really
call the proto-PlanetMath/Noosphere community, was Internet relay chat
(IRC). Initially I began talking with interested people in the Undernet #math
channel. Soon after, I made a #planetmath channel on the more tranquil
EnderNet network, which became the real-time-chat home for PlanetMath
on the Internet. It was chiefly here where problems were discussed, features
were proposed to remedy them, and their merits and detractors debated.
Many features that have made it into the current Noosphere system began
as suggestions by this community.

In addition, these people were very involved in testing. From early on
(mid-2001), there have been working instances of PlanetMath. The partic-
ipatory community has helped test features ever since this time, providing
very rapid feedback and intelligent suggestions. Most subsystems of Noo-
sphere have evolved through this process.

Despite the many inspirations and somewhat similar systems out there,
Noosphere is overall a very unique system, with many completely novel por-
tions. Without its participatory evolution, the current system would be
significantly diminished in ability and usefulness.

6.4 Collaborative Development

As mentioned briefly above, there was some participatory development, in
the literal programming sense. From early on, I intended to make the code
base for Noosphere (initially the “PlanetMath system”) open. This open
attitude was extended to inviting interested parties to help program the
system, even before I thought it was time to release the code for wide-scale
public consumption. The chief contributors up to this writing have been
Logan Hanks and Joel Irby, each making valuable contributions to the code
base.
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Once the singular mode of development was ended (in early 2002), a
collaborative development framework had to be employed. In industry par-
lance, a code management system (or configuration management system) was
needed. The free, well-known, and open CVS software was chosen. Since this
time, all modifications to Noosphere have taken place within the CVS frame-
work.

Through the CVS central repository, code can be “checked-out” by mul-
tiple parties simultaneously. One checked-out copy is used as the basis for
a running (production) system. Many copies can be used as development
systems (optimally, as many as there are developers), deployed on separate
machines. This allows developers to test and debug new features without
effecting the running production system (which is the project’s face to the
world). Changes desired in the final project are committed back to the cen-
tral repository when checking-in code. Other development and production
instances are updated with an update directive, which synchs these checked-
out copies with the updated central repository.

6.5 Bug Tracking

Also since 2002 the Noosphere project has been using the Bugzilla bug track-
ing system2. Bugzilla is a free, web-based bug/issue tracking system which
grew out of the Mozilla project. With it, users can file bug reports to which
developers are assigned, based on the system component the bug occurs in.
These reports evolve over time through iterative comments and resolution
mechanisms.

This system is linked to the front page of PlanetMath, and is also linked
into error messages on the system. It has been invaluable for handling the
flow of bugs and issues which the large tide of users has uncovered. At the
time of writing there have been over 150 bugs filed and resolved.

2One of Logan Hanks’ contributions to the Noosphere project was the installation of
Bugzilla.
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Chapter 7

Overall Architecture

In this chapter, a top-level view of the Noosphere architecture is presented.
First I discuss the scope of the architecture presented in this thesis, in terms of
which features will and will not be covered in detail. Next I give an overview
of the “functional architecture” of Noosphere; that is, how a request is pro-
cessed by the Noosphere application at run time. After this, I discuss the
“data architecture” of Noosphere; a high-level view of the database schema
of Noosphere. Finally I give a walk-through “first look” of Noosphere’s web
interface, using the PlanetMath example.

7.1 Scope

Before we proceed, it is necessary to make clear that in this thesis I will not
deal in depth with all aspects of Noosphere. Treated in depth will chiefly be
portions of the system connected to the encyclopedia. However, Noosphere
also has support for the following, which will not be covered at length:

• Sections for books, expositions, and papers. These are intended to sup-
port “off-system” resources which could be of interest to the community
working in the Noosphere system. They are handled by a partially-
abstracted “generic” record system, in a very digital-library-like capac-
ity. In other words, they are considered “atomic”, already-produced
resources, which do not partake in collaborative development processes.

• A collaboration center. This is a system for private collaborations in
LaTeX, for items such as journal articles. This is under development
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as a feature which could possibly be of use to the kind of communities
which would be hosted by Noosphere.

• Site news system. This very basic system allows the posting of “news”
from system administrators, for the information of the Noosphere com-
munity. Previously, Noosphere had a blog-style front page which would
feature this news, but this layout has been dropped in favor of the cur-
rent one (shown in the next section).

• User preferences and personal information. These systems are fairly
simple, the former allowing the setting of system behavior options based
on a schema given in the Noosphere configuration, and the latter allow-
ing the entering in of some personal information fields (such as name,
geographical location, institution, and message signature).

• Security features. Noosphere allows administrators to expunge ac-
counts (delete them and all objects created by the deleted user), lock
them out (simply un-toggle the ability for a user to log in), and black-
list users by regular expression. The latter is a defense against users
who control a range of email addresses with which they could automate
responses to Noosphere’s email subscription verification, creating un-
limited accounts for malicious purposes. Together these features allow
malicious activity to be dealt with efficiently.

• Site statistics. Site-wide statistics are available to logged-in users, and
a separate display is available to administrators.

• Statistics caching system. This system speeds up many of Noosphere’s
displays by caching the gathered and compiled data for each and storing
it in the database, along with validity and expiration information. For
example, nearly all of the global Noosphere front-page data is stored
this way, affording a massive speed-boost to a highly trafficked Noo-
sphere site (as discovered on PlanetMath).

• Polls. Administrators can create multiple-choice polls in which Noo-
sphere users can cast a vote. These are purely for informational or
recreational purposes; the results of polls are not utilized by Noosphere
to provide “democratic” community features.

60



These things will receive some general mention in this chapter and may
be referenced in the detailed discussion of other features, but will not have
dedicated sections of their own.

7.2 Functional Architecture

The Noosphere application is organized, and functions, in a fairly simple
manner, illustrated in Figure 7.1. The “entry point” to the system is the
mod perl handler routine. At this top level, log-in information is processed
and “global” data structures are prepared. The most important of these
are a structure for the CGI parameters and a structure for user information
(for either logged-in or anonymous users). Also done at this top level is
initialization of statistics caching, which greatly speeds up the information
display of Noosphere.

After preparation and initialization, control is passed via a dispatch mod-
ule to a particular requested operation. The dispatch module does this by
looking up the value of the op CGI parameter in a hash which maps possi-
ble values of this parameter to subroutines in Noosphere (this hash must be
maintained manually, added to when new front-end subroutines are added, or
otherwise modified when they change). The hash method allows for O(1) dis-
patching (in contrast to a switch/case, or chained if\verb-elseifs\verb),
plus decoupling of the user operation namespace from the application sub-
routine namespace.

Below this top level, Noosphere is essentially “flat”. That is, all of the
modules that provide more specific functionality are at the same logical level
as one another. It is essentially a “bag of modules” architecture. Code-wise,
similar and related functionality is kept together as subroutines within Perl
module files. The rest of the system interacts with these subroutines either
through dispatch or through direct calls (in which case these subroutines are
acting as utility functions).

A particular subroutine is called for the front-end operation. It collects
certain data, perhaps performs some operations and changes the state of the
database, builds XML output, and then passes this XML through the XSLT
template module. This module transforms the XML to HTML, utilizing
the appropriate template file stored on disk, thus allowing an abstraction of
application logic from presentation.

The output of the XSL transformation is then returned to the handler,
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back at the top level. Here it is combined with peripheral content (like a
logged-in user box and possibly an admin box) and a master page template,
and finally returned to the web server as a single stream of HTML.

From the above description, one can see that Noosphere follows a mostly
imperative paradigm, with modules as more of an organizational conve-
nience than a strict design device providing abstraction, encapsulation, or
information-hiding. Perl’s facilities for module-based objects (which do pro-
vide abstraction, encapsulation, and information-hiding) were not utilized,
simply because the OOP paradigm is a poor fit for Noosphere as a whole.
There are some exceptions: the template modules (both the XSL Template
module and the deprecated1 HTML Template module) are object oriented,
as templates lend themselves to being treated as objects. In addition, Perl’s
native handling of hashes provides for a simple means of getting some of the
desirable behavior of objects, without certain restrictions and overhead2. The
CGI parameters structure ($params) and the user info structure ($userinf)
globals are Perl hashes, but are used much like data-only objects.

7.3 Data Architecture

Noosphere makes extensive use of a relational database, relying on over 50 ta-
bles to support a running system. The logical data architecture of Noosphere
is such that much of the key data is in the form of “Noosphere objects”,
which originate in one table, but have information scattered over possibly
many secondary tables.

Noosphere objects are not objects in the object-relational sense, nor are
they objects in the object-oriented programming sense (though Noosphere
could be improved by abstracting them as such in the application layer).
Noosphere data objects are typed by their primary table. In this table, they
are identified uniquely by the value of the column uid (unique identifier).

1The original presentation system was based on HTML templates with replacement
tokens. However, Noosphere has been moving towards a system based on XML and
XSLT, which allow some presentation logic and handling of structure to be moved out of
the application code.

2The features you get with Perl hashes are separate namespaces and encapsulation.
Essentially, these are the benefits of objects as concerns data. The restrictions you avoid
include static typing, as you can add or subtract fields from the hash at any time; and
needing to instantiate an object from a class (which is useful when you only plan to have
one instance, as in global objects).
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Figure 7.1: A digram of the top-level functional architecture of Noosphere.
The timeline of a request and response is given. (1) is the request from the
user; passed through Apache and mod perl, it enters the Noosphere handler.
The handler (2) processes the login information (for already-logged-in-users,
this involves populating the global user info structure). In (2.5), the statistics
caching is initialized. The request is then passed on to the dispatch mod-
ule (3), which determines the subroutine to call (4). The subroutine does
processing, possibly with side effects in the database, and formats results as
XML. These are then sent to the template module (5), which combines them
with an XSL template from disk (5.5) and returns the results as XHTML.
The XHTML is then returned to the dispatch (6), and then to the handler
(7). Combination with statistics (7.5) may be done at this point. The handler
also combines with other page elements here, and returns the result (8).
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The pair (table, uid) of a Noosphere object is its fully-qualified identifier in
the Noosphere system3.

This identifier pair figures prominently in the Noosphere application. The
table portion is often used to condition how the called subroutine should
treat the object.

By convention, Noosphere data objects have the following fields (columns):
title for the object’s human-readable identifier string, userid for the ID of
the Noosphere user who owns (or created) the object, created for the date of
the object’s creation, and hits for the object access count. Beyond this, the
information in the object (which may be in the primary table or scattered in
secondary tables) depends on the type.

This system could be represented object-relationally, however, DBMS-
invariance would be eliminated. As mentioned above, an OOP representation
for Noosphere objects could profitably be added to the Noosphere application
layer, providing abstraction from the database layer, safety, and increased
efficiency.

Some examples of fully-qualified Noosphere objects are encyclopedia ob-
jects, expositions, books, papers, requests, corrections, polls, and messages.

Fully-qualified Noosphere objects have the benefit of generic treatment
(and partially-customized generic treatment) in many Noosphere subsystems.
Some of these subsystems provide discussions (forums), revision handling,
metadata editing, access control, classification, and reception of events.

In the table below, I describe some of the key database tables in Noo-
sphere. This will hopefully provide some insight into the architecture of the
system, useful for understanding later chapters.

3For aesthetic reasons, (title,uid) Noosphere identifier pairs are represented as (from,
id) in CGI parameters, which are visible to end users.
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User Information
users Primary table containing user information. Contains a TEXT prefer-

ences column, which is a single-string encoding of the user’s Noosphere
preferences.

Noosphere Object Primary Tables
objects The core table of Noosphere; this refers to encyclopedia objects. Con-

tains most of the metadata for the most current version of each ency-
clopedia object.

books The primary book object table. Contains most book metadata.
lec The primary exposition object (formerly lectures) table.
papers The primary papers object table.
forums The forums object table. These are little more than Noosphere object

“shells” for the purposes of hosting discussion.
mail The Noosphere-mail table. Contains messages and their read-status

metadata.
news The site news table.
polls The polls table. Contains poll metadata. Questions are encoded into a

single database TEXT column to provide for any number of poll choices.
requests The encyclopedia requests table. Importantly, this table contains fields

for request fulfillment metadata.
Linking and Indexing of Noosphere Objects

objindex An index of all Noosphere objects. Used to unify many services across
Noosphere object types.

objlinks A table for links between Noosphere objects (for example, between
notices and the objects they refer to).

Messages System and Support
messages The primary messages object table.
lastmsg A table recording the last message identifier each user saw for each

Noosphere object.
Notices/Watches Systems

watches The watches table. Maps Noosphere objects to users.
notices The notices table. Contains notice text, as well as metadata for actions

to support prompt-notices.
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Corrections and Support
corrections The primary corrections table. Maps Noosphere objects to correction

metadata. Includes correction status information.
nag A table recording the time of the last pending-correction nag for a par-

ticular correction. Prevents nagging with each poll of the nag-mailing
script.

relsuggest Records whether a “symmetric related” link suggestion has been made
(maps a related object canonical name to target Noosphere object id).

Support for Entry Citation Linkage
links Inter-object citation links.
words Dictionary of “bogostemmed” (see Section 9.1) entry plain-text words.
wordidx Inverted index of words in entries, for link-invalidation purposes.

Rendering Support
cache Object caching table. Contains invalidation metadata for renderable

objects.
rendered images A “hashed” table containing binary image data for rendered LaTeX

math environments (for use in metadata display, such as titles and
defines).

Classification and Support
classification A table containing classification information; maps Noosphere objects

to classification categories.
catlinks Table containing links between categories; used to transitively-close the

classification system so that real-time resource counts are fast.
msc Table containing Mathematics Subject Classification category meta-

data.
ns Classification “namespaces” (schemes). Maps scheme IDs to scheme

metadata.
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ACL and Multiple Authoring Support
authors A table mapping author lists to Noosphere objects. In this sense, “au-

thors” are anyone who has made a revision of the object.
acl the Access Control List table. Maps access rules to Noosphere objects.
acl default The default ACL table; maps default new-object ACL rules to users.
groups A table with ACL group metadata (name, ID, group owner/admin).
group members A table mapping users to ACL groups.

Statistics
hits A table which keeps track of when object hits occurred, for data sum-

marization purposes.
score A table to keep track of when and how user scores changed, for data

summarization and administrative purposes.
actions A table that keeps track of actions for bookkeeping purposes (only

currently used to keep track of poll votes).
The relationships between most of these tables have been compiled in an

entity-relationship diagram, given in Figure 7.2.

7.4 A First Look

In Figure 7.3, I give a screen-shot of the front page of the PlanetMath Noo-
sphere instance, to demonstrate a “top-level” view of the running system,
and to point out some “global” features.

The layout and content shown here is completely configurable through
Noosphere’s templates system. However, it is unlikely that deployers would
want to do more than tweak the appearance or modify the site-specific
content of the current templates (taken from the PlanetMath installation).
Hence, the following discussion should be considered applicable to any Noo-
sphere instance.

The front page is split into four regions: the header, the left bar, the
main content pane (center), and the right bar. Of these, the elimination of
the right bar is the only change that occurs when the user navigates to any
other area of the site.

7.4.1 The Header

The header contains the site logo, a search box, and a menu bar. These items
are all included in a calculated effort to provide easy ubiquitous navigation
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Figure 7.2: Noosphere entity-relationship diagram for major database ta-
bles. Noosphere objects are grouped together in the dashed ellipse. Generic
relations to Noosphere objects point to the border of this ellipse.
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Figure 7.3: Screenshot of the PlanetMath Noosphere instance, front page.
The typical web browser viewport will cut off near the “Related Topics” post,
beyond which scrolling is required. Note that much of the key information
and navigability is accessible above this point.
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and content access. The site logo is not just for decoration; clicking it takes
the user back to the front page (this functionality is an emerging ad hoc
standard on the web). The menu bar contains some of the most commonly
accessed global (as opposed to personal) areas of the site. And finally, the
search box makes it easy to reference any indexed object of the site from
anywhere. More discussion of the search engine is given in Section 12.1.

Note also that PlanetMath’s header contains a “donate” button. This
space could also be used for banner advertisement, depending on the financ-
ing needs of the site deploying Noosphere.

7.4.2 The Left Bar

The left bar contains a user’s personal box (shown when logged-in), an admin
box (for administrators only), and a main menu.

The personal box contains jumping-off points to settings and lists of ob-
jects associated with the user. It also contains features that require accounts
to access, for instance the user list, and system statistics (which draw consid-
erable resources to produce). In addition, there are convenience links to add
content to the various collections of the site (encyclopedia, books, papers,
etc.).

The main menu is a complete list of areas and global features of the
site (in contrast to the header menu bar, which is more selective). It is a
launching point for browsing the various sections, getting site information,
and interacting, in the top-level sense (for example, entering forums from the
top, rather than from a particular message).

The admin box is akin to the main menu, but is access-restricted, showing
up only for users with an access level of 100 or better. It contains links to
post news, handle security, and manage various other aspects of the site.

7.4.3 Main Content

The central pane of the Noosphere screen is reserved for the main content;
this is the “variable” portion of the screen which contains output specific
to the operation the user has requested (by navigating links or submitting
forms).

On the front page, this screen is subdivided into three parts: site news,
site information, and message ticker. The site information introduces new
users to the mission and purpose of the Noosphere instance. On PlanetMath,
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it serves the dual purpose of providing explanation of the various sections
and redundant links to them. The message ticker is a “scrolling” list of the
last 30 messages posted anywhere on the site, to make discussion activity
obvious to users, and allow direct navigation to this activity. The site news
box alerts users to changes with the site, without taking up too much space.

On the PlanetMath front page, a particular balance was struck between
orienting new visitors and serving long-time users. This balance is reflected
in the relative sizes of the 3 subdivisions, as well as their placement. The
current proportions evolved in response to feedback over the two years of
PlanetMath operation (as well as my own use experience).

In the future, the main content of the front page could be made config-
urable, as the old blog-style display of site news for the front page may be
preferred by some users.

7.4.4 Right Bar

The right bar is reserved for further statistics and tickers, with the exception
of the poll box. Most prominent is the user score box, where the top 10
users of all time and in the past two weeks are displayed, along with their
scores in the corresponding periods. This ensures active contributors are
given recognition. Below this is the poll box (no current poll is taking place
in the screenshot). Below the poll box is a ticker of latest additions to the
encyclopedia, divided up by date. Below this is a ticker of latest revisions to
encyclopedia entries.

These displays help to show people that there is activity taking place
within the Noosphere system – that it hosts an active community. It is both
attractive to those who have not yet joined and reassuring to those who have.

The right bar “disappears” when the user accesses a specific section of
the site, in order to save space. This has not been observed to be an incon-
venience, especially since it is quite easy to return to the front page to view
these statistics.
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Chapter 8

Core Content

This chapter deals with the “main” feature of Noosphere: the encyclopedia.
Also discussed are the subsystems that support the encyclopedia. First I
will introduce a Noosphere encyclopedia entry, both as it appears to the
end-user, and what metadata generates it and what some conventions are for
this metadata. Next I discuss the LATEX aspects of entries, how entries are
rendered into various presentable forms, and how the rendering subsystem is
cached for efficiency and real-time access.

8.1 A Noosphere Entry

Noosphere encyclopedia entries are the key objects in the system. These
objects are “nodes” in a web of interconnected content, much like the content
of a Wiki system or the Web at large. In this section, however, we just
focus on the “inner-space” of a single entry, as the basic unit of content on
Noosphere.

A typical Noosphere entry (from PlanetMath) is shown in Figure 8.2,
in rendered form. Most prominently, an entry has a title in the upper-left
corner of the horizontal blue bar (the title bar), and content, displayed in
the large, white-background table cell below. The title is the name elected
to serve as a human-readable “handle” for the object. The content is the
mathematical or scientific matter of the entry; it is the main focus and the
raison d’être for all other parts of the entry. Note that the content can
contain mathematics, as well as hyperlinked terms and phrases. These terms
and phrases are cross-references to other entries in the Noosphere collection

72



which supply definitions for the link anchors. For more on how these links
are produced, see Section 9.1.

Also in the title bar is the type of the entry, in Figure 8.2, it is the
“(Definition)” string in the upper-right hand corner of the title bar. The
type is the logical category of the entry, it will vary based on the Noosphere
deployment and the type of content the instance hosts. Types are discussed
in more detail in the next section.

Centered at the bottom of the content cell is an owner attribution, where
the object’s owner is displayed (in the example, this person is “Henry”). The
owner can be thought of as the steward or maintainer of the entry, however,
this is a simplification and further details about ownership and authority can
be found in Section 10.1.

The next line, immediately below and outside of the content cell, consists
of controls (rendering mode, see Section 8.2, and watches, see Section 11.2),
which are not part of the entry.

Below the controls is additional concept label information. In the example,
there is a “Defines:” line. This consists of a comma-separated list of terms
which are defined by the current entry. One could think of these terms
as worthy of their own separate entries, but grouped together in a single
entry for convenience and elegance of exposition. In addition to defines (or
sub-definitions), an entry can have synonyms. These are essentially alternate
versions of the title; or rather, alternate concept labels for the titular concept.
Synonyms would appear as a comma-separated list of terms or phrases before
the “Defines:” line, as “Synonyms:” line.

Also not shown in the first sample entry are keywords and relateds. These
would appear as “Keywords:” and “See Also:” lines. Another sample entry
is shown in Figure 8.1, which has these two elements. Keywords are simply
extra terms which are supplied by the entry’s author to aid in searches for
the entry. Relateds are links to related entries, supplied by the author. For
more on these, see Section 9.2.

Some entries have attachments (as in Figure 8.1, but not Figure 8.2).
These are links to child entries, which are related to the current entry in
particular ways. This is discussed more in Section 9.3.

Next is the “Cross-references” list, which simply gives in a concise listing
the same cross-references which were within the entry text. Below this is a
brief report of entries which have reference links to the current entry (also
called inbound references). Clicking on the hyperlinked portion of this line
results in a screen with a hyperlinked list of entry titles that are making these
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Figure 8.1: Another typical Noosphere entry, from PlanetMath. This one
has some data which the previous entry was lacking (related links, keywords,
and attachments).
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reference links. Clicking on their titles takes the user to the respective entry.
After the reference information is the version information. This line gives

the integral version number of the entry, which is incremented each time a
change is made to it (starting from 1). It also gives the creation date and
last revision date of the entry. In addition, the “version” portion is clickable,
taking the user to the revision browser (see Section 10.3), where they can
browse revisions and old versions of the entry.

Below the version line are the unique identifiers. These are the numerical
object ID and the camelbacked string identifier called the canonical name.
The canonical name is a “normalized” version of the entry’s title, with spaces
and non-alphanumeric characters removed. It is used to create a “virtual file”
for the entry’s URL, of the form

http://your.noosphere.site.org/encyclopedia/CanonicalName.html

This makes the encyclopedia easily crawlable by search engines (which
may not traverse URLs with CGI parameters), and provides nicer URLs
for bookmarking or passing around from person to person. In addition, the
canonical name is used for some manual referencing, namely providing related
links (see Section 9.2), and manual reference linking (see Section 9.1). Unique
identifiers may also be needed for similar referencing reasons (often they are
valid alternatives to canonical names).

Below the unique identifier line is a hit count line. This counts the number
of views of the entry.

Finally, the entry’s subject classification (or classification) is displayed.
This is a listing of categories the entry could be placed in (that is, it is a
multiclassification or multicategorization). The categories listed are hyper-
linked; clicking on them gives a list of other objects classified in the same
category. Classification is discussed in more detail in the next section, and
is also related to linking (see Section 9.1).

8.1.1 Entry Metadata

Aside from the content (the text), what we have just described is the meta-
data of a Noosphere entry, albeit, in presentation or rendered form. A more
basic display of the metadata (along with the source of the content of the en-
try) is shown in Figure 8.3. An even more minimal, structural representation
of the same metadata can be seen in 8.4, in XML format.
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Figure 8.2: A typical Noosphere entry (from PlanetMath), as a user would
see it (that is, rendered).
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Figure 8.3: The intrinsic metadata from the PlanetMath entry in the previous
figure.
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Figure 8.4: Raw XML “view” of most of the intrinsic metadata of the same
entry.
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These last two figures are not quite equivalent to the rendered view of the
entry; they are missing some things: for example, attachments and inbound
references. The reason these things are missing is that, while definitely being
about an entry, they are not part of that entry. That is, they are not included
in the stored representation of the entry itself, rather, the information of
these things is extrinsic to the record (perhaps scattered in many places in
the database). Because of this, we term this metadata extrinsic metadata.
The rest of the metadata for an entry, which is a part of the “physical”
record, we call intrinsic metadata.

With a few exceptions, the non-rendered representations of entries contain
just intrinsic metadata1.

8.1.2 Metadata Conventions

This subsection describes conventions and characteristics of some key meta-
data fields. Many of these conventions have evolved over time and with
experience in the PlanetMath Noosphere instance. Some of the conventions
are purely social or stylistic; they have no functional effects on the system
or the collection. Others, however, are important for reasons of information
access or collection integrity.

Entry naming

“Naming” refers to picking and formulating a title for an entry. The title is
the main, but perhaps not the only, concept label for the entry. If the en-
try defines multiple concepts, the title should be the most important, most
general, or most well-known. Titles are important, like other concept label
metadata, for linking. The automatic linker (see Section 9.1) considers a
concept label the authoritative form of that label for use in cross-referencing
anchors, modulo internationalization and capitalization morphological vari-
ants. In addition, titles appear in various lists and indices, sometimes with
certain transformations. All of these things bear on the rules for naming
entries, listed below.

• Only capitalize proper nouns.

1One key exception is the author list of the entry, an element of extrinsic metadata
which must be stored with the physical records for past versions of entries. See Section
10.3 for discussion.
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With few exceptions , only proper nouns (person or place-names) should
be capitalized. The reason is that titles are meant to represent the
“proper” way of invoking the concept the title refers to, that is, the
way they should appear when invoked in another entry. The system
can always capitalize titles automatically when they appear in some
place where they should be capitalized (at the beginning of a sentence);
what it can not do is guess what the proper mid-sentence capitaliza-
tion should be. This is why the title should be specified with as little
capitalization as possible.

Examples:

Binomial Theorem
Incorrect, should be “binomial theorem.”

Euler Path
Incorrect, should be “Euler path.”

Bridges of Koenigsburg
Incorrect, should be “bridges of Koenigsburg.”

Fermat’s Last Theorem
Ok, but “Fermat’s last theorem” is preferred.

Abelian group
Perfectly fine, but so is “abelian group”, due to mathematical
convention.

• Avoid articles in titles.

I.e, users should not start entry titles with “the”, “a”, or “an”. Articles
add no useful information to entry names, and just make indexing more
difficult.

Examples:

the binomial theorem
Incorrect, should be “binomial theorem.”

the bridges of Koenigsburg
Incorrect, should be “bridges of Koenigsburg.”

a proof of the binomial theorem
Incorrect, should be “proof of the binomial theorem”, or “proof of
binomial theorem”, or “binomial theorem, proof of.”
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Not only do we not want (for instance) a ton of entries appearing
under “T/the ...” in the encyclopedia index, we also do not want
“the” to ever be hyperlinked in the body of the entries. The same
goes for other articles.

• Subjects/sub-disciplines (subject hints) should not be placed in titles.

For homonyms (ambiguous terms like “image”, “domain”, or “com-
plex”), it often seems appropriate to append a parenthesized subject
hint. For example, one might think the smart thing to do is name
an entry “diagonalization (Cantor)” to avoid conflation with the linear
algebra sense of “diagonalization”. However, the way this would prop-
erly be handled is to assign an appropriate subject classification to the
“diagonalization” object.

Adding a parenthesized “subject hint” to a title is acceptable provided
the plain, unhinted title is at least given as a synonym (and the entry
is still properly classified). As there will be no instances of the concept
actually mentioned in the text of another entry with a parenthesized
subject hint, this policy will still allow automatic linking to function.
An actual benefit to providing a subject-hinted title, assuming a plain
title and classification are given, is to augment the encyclopedia alpha-
betical index listing (which lacks classification currently).

Example:

– diagonalization (linear algebra)

(better titled “diagonalization”, and classified somewhere in MSC
area 15 (linear and multilinear algebra). Permissible as long as
“diagonalization” is given as a synonym.)

Classification

We have already seen one reason why classification is important: homonyms
abound. There are a large number of terms in typical knowledge domains
(particularly math and science) that are ambiguous: you cannot tell from
the term itself which concept is being referred to, you need some sort of
context (a semantic hint). Classification serves this purpose well. In addi-
tion, classification allows entries to be browsed by subject, through a subject
classification hierarchy.
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Noosphere has a partially generalized classification infrastructure. Ini-
tially, before Noosphere became a separate entity from PlanetMath, there
was a tight binding to MSC, the AMS Mathematical Subject Classification
scheme. These bindings have been somewhat loosened, in preparation for
generic scheme support. Ultimately, however, it’d be up to the system de-
ployer to translate and load a particular scheme into the database.

In PlanetMath, MSC was chosen because it is very widely used and is
more or less exhaustive over known mathematics. In fact, it is difficult to
find an entry that can’t be classified (at least to one level in the hierarchy.)

Noosphere makes it easy for users to use classification by keeping a local
copy of the scheme, which is hierarchically browseable and searchable. This is
accessible from the main menu. These interfaces to the classification scheme
make it easy for users to begin using an unfamiliar scheme quickly.

Types

Noosphere supports entry types, which describe what kind of logical “state-
ment” an entry is. Essentially, this is another type of classification, though
on a different “axis” than subject classification. These types must be defined
in the main configuration section. To illustrate this system, I present the
types defined on PlanetMath:

• Definition

• Theorem

• Conjecture

• Axiom

• Topic

• Biography

• Algorithm

• Data structure

• Proof*

• Result*
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• Example*

• Derivation*

• Corollary*

• Application*

The starred entries are meant to be attached to other entries (see Section
9.3). They do not show up in the encyclopedia index, so placing an entry
under one of these categories has important practical as well as philosoph-
ical ramifications. Within Noosphere’s configuration, a distinction is made
between index-visible types and index-hidden types, specifically for this pur-
pose.

An example of why types are useful for knowledge management: a def-
inition should not have proof, since definitions have no truth value – but it
may have a derivation. Hence, you cannot attach a proof to a definition2.

In PlanetMath’s configuration, a theorem may have a proof, and in fact it
should be provided for a full acceptance of the theorem as a theorem. Hence,
Noosphere makes it easy for a proof to be attached to a theorem (and only
a theorem) in the PlanetMath context3.

Examples are meant to be used everywhere. They allow some of the load
to be taken off the primary entry author, by allowing the community of users
to pedagogically enrich existing entries.

Types are not necessarily mutually exclusive in terms of ability to describe
objects, and may remain otherwise somewhat subjective. For example, the
“Conjecture” type might be a little confusing to some. In terms of how the
system treats conjectures, they are the same as theorems. That is, they
are meant to have proofs attached to them, as well as results or corollaries.
This makes sense, since a conjecture is basically treated as a yet-unproven
theorem. However, when one looks at a topic like the Taniyama-Shimura
conjecture (which has now been proven), its hard to decide which type is
more appropriate. Proven conjectures may still be better left as conjectures

2Actually, you can, but it is discouraged by having no user-interface shortcut. Here
knowledge management realities manifest as workflow provisions. This weakly enforces
the “right thing”, but allows for a nonstandard situation and the general likelihood of the
user sometimes being smarter than the system. See Section 9.3 for more.

3As before, you actually can attach a theorem to anything, but doing so is less conve-
nient and is discouraged.
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by convention. The opposite situation is a conjecture which is considered a
theorem before its time – like Fermat’s last theorem. Yet another situation
might occur when it turns out a conjecture (like the Continuum Hypothesis)
is unprovable (can only be used as an axiom).

There is no single answer for these situations; users simply must take
into account practical considerations (for instance, that conjectures won’t
show up in “unproven theorems”) and convention on a case-by-case basis. In
the collaborative setting, however, users should not worry about picking the
absolute best type the first time around in such an ambiguous situation.

Synonyms and Definitions

Noosphere provides a “synonym” field for entries. As discussed in the last
section, the chief things to put in here are alternate names for an entry.
However, users should also be thinking of automatic linking when they are
considering writing this field, which gives the synonym field a slightly wider
meaning than the semantic sense of the word. That is, users should list
all aliases for their entries that someone else might invoke in other entries,
to facilitate automatic linking. This may include supplying variations for
morphological variants that the automatic linking system cannot handle,
such as different orderings of words in a title.

Users do not, however, need to make extra synonyms for morphological
variants of pluralization, possessiveness, or transforming index-style titles
like “Foo, proof of” into “proof of Foo”. These are all done automatically by
Noosphere.

Examples:

• title: Euler’s totient function, synonym: Euler totient function
Incorrect: the synonym is just the non-possessive form of the title;
Noosphere’s linking invariance covers this situation.

• title: Cauchy-Schwarz inequality, synonym: Kantorovich’s inequality
Correct, both names are used to refer to the same thing.

• title: monotonic, synonyms: monotone, monotonically
Correct, we want all occurrences of “monotonic”, as well as “monotone”
or “monotonically” to link to the same object.

• title: vector valued function, synonyms: vector-valued, vector-valued
function, vector valued
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Correct, we have to take care of variants in hyphenation as well as the
particular set of words.

Defines are like extra “title” fields, for supporting concepts which are
defined in the course of an entry. This facility allows you to define some set
of new concepts all at once in a single entry (for example, it might be better
to define “edge” and “vertex” within a “graph” entry, instead of separately).
Each of these sub-definition concept labels will be treated appropriate by
Noosphere’s automatic linking when they are invoked in other entries. That
is, they will each get hyperlinked, whereas multiple synonyms to the same
entry will not.

Initially, it was the case that the synonyms field was used to list these
sub-definition concept handles. This is no longer the case, as it was realized
that the two fields have functional ramifications (in terms of making links,
and indexing entries), and that the meaning of “synonym” on Noosphere was
too different from the language-semantic meaning of the word (a “graph” is
not really a synonym of a “vertex” and an “edge”). Thus, the two fields
deserved to be separated.

Examples of defines fields:

• An entry for “graph” may also define “vertices” and “edges” and hence
have “vertices, edges” as the “defines” field.

• An entry for “Zermelo-Fraenkel axioms” may also list as sub-definitions
each individual axiom, i.e., defines=“axiom of empty set, axiom of
infinity, ...”

• An entry for “Taniyama-Shimura conjecture” might also have syn-
onyms “Taniyama-Shimura-Weil conjecture”, “Taniyama-Shimura the-
orem”, and “Taniyama-Shimura-Weil theorem”, and hence list these as
synonyms. These would not be listed in the “defines” field – if two of
these terms are invoked from the same entry, they should not both be
linked, which will be the case if they are listed as synonyms.

8.2 LATEX Support and Rendering

Leslie Lamport’s LATEX language is the content markup language of Noo-
sphere. A high-level macro package for Knuth’s TEX system, LATEX is the
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most widespread language for expressing mathematics and the mathemati-
cal sciences in electronic form. Aside from its direct use by researchers and
academians, it is used by many publishers to produce final manuscripts (re-
gardless of the delivery form), as TEX produces publication-quality output.

The benefits of using LATEX are twofold. Firstly, it is the most dominant
language for the task, hence by using it, the maximum number of potential
contributors will already know the input language of Noosphere. Second, the
high quality of the output can be exploited, affording increased aesthetics and
lending an air of professionalism to Noosphere content.

The process of transforming the LATEX content of an entry to web-displayable
output is called rendering. In Noosphere, the exact form of this output is
abstracted, and may be set by the end user as the rendering method (this is
configurable both within the user’s global preferences, and in situ below the
entry when displayed). Each rendering method is supported by a “plug-in”,
a subsystem which takes input in one standard format and returns output in
another standard format, thus abstracting the details of rendering from the
higher levels of the system.

The standard input for a rendering plug-in is a fully-formed document in
LATEX. The standard output is a partial HTML file, suitable for embedding
in a larger HTML page. This HTML file is named based on a setting in
the Noosphere configuration. For example, it is called “planetmath.html”
in PlanetMath. This file is not passed back to higher levels of the system
within the code, rather, it is written to disc in a predictable location (under a
directory tree of table, then object identifier, then rendering method) where
other portions of the system can find it.

Currently Noosphere supports three rendering methods: HTML-with-
images, page images, and syntax-highlighted TEX source. At the core of
these methods is a driver, an external system or sequence of calls to external
systems which takes care of the low-level translation from LATEX to HTML.

In the next three subsections, I describe the three currently-supported
rendering methods. The reader should keep in mind that this list could be
expanded due to the modular nature of the system. In particular, MathML
is a prime candidate for inclusion in Noosphere in the future.

8.2.1 HTML-with-images Method

The HTML-with-images method produces output which utilizes HTML markup
to represent as much of the content and layout as possible, and utilizes em-
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Figure 8.5: A Noosphere entry rendered in HTML-with-images mode.

bedded images to present portions that cannot be translated to HTML (see
Figure 8.5). The most obvious of these portions are those containing equa-
tions, expressions, or mathematical symbols. However, for portions of the
LATEX lacking any of these for which there is not yet a mapping to HTML,
embedded images have to be used. In this way, output can always be pro-
duced for all portions of the LATEX input.

The HTML-with-images method is set as the default rendering method
in Noosphere. This is because it has been found to be the best “quality for
the cost”, where cost is expressed in terms of download time.

The driver used to do most of the work of generating HTML-with-images
output is the latex2html program. Latex2html is a very extensive, actively-
developed system for converting LATEX to HTML markup, meant to automate
publishing of LATEX works to the web. It is an open-source system written in
Perl, though it is not without dependencies; internally it makes heavy use of
ghostscript and the Netpbm utilities.

Latex2html produces HTML output when run on an input LATEX doc-
ument, along with a set of images containing the un-translatable portions
of the LATEX. The HTML file refers to these images, via <img src="...">

tags. The rest of the Noosphere plug-in for HTML-with-images mode takes
latex2html’s initial HTML output and does some customized post-processing
on it, then writes this to the Noosphere rendering output HTML file.
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Figure 8.6: The same Noosphere entry rendered in page images mode.

8.2.2 Page Image Method

The goal of the page images rendering method is to produce the highest
quality output; in fact, as close to hardcopy print as is possible on a (rela-
tively) low-resolution digital display. As such, the gist of this method is to
simply produce “snapshots” of what print output would look like, and embed
them in HTML (see Figure 8.6). The difference between page image mode
and HTML-with-images mode is the extent upon which images are relied: in
page image mode, it is nearly complete reliance, with HTML as a thin wrap-
per to chain together images which contain the output for each individual
page. This comes at a bandwidth cost, which is why page image mode is not
default.

The driver to produce page images is the MAP program, so-named be-
cause it produces HTML image maps along with each page image. These
image maps allow clickable hyperlinks to be a part of the page image output.
MAP is an original program developed by myself and Joel Irby (a project vol-
unteer) exclusively for producing hyperlinked page images for the Noosphere
project4.

MAP takes as input a LATEX file and produces as output a set of epony-

4As far as I know, this capability is without precedent in any other online (or offline)
system.
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Figure 8.7: The same Noosphere entry rendered in syntax-highlighted-source
mode.

mous PNG-format5 images and .map files. The final portion of the Noosphere
page image plug-in assembles all of these into a single HTML file, with images
referring to their corresponding maps.

8.2.3 Syntax-Highlighted Source Method

This method, unlike the others, is not meant to be an approximation of the
“optimal” publication-quality rendered output of the LATEX input. Rather,
it is meant to expose the LATEX source itself, and add value by augmenting
it with color “syntax highlighting” (see Figure 8.7).

This is of both technical and philosophical significance. Providing open
access to the source of the content on the same level as “closed” rendering
methods (which “hide” the originally-authored source) is making a strong
gesture of openness. Any viewer can see how the writer produced the output
they have seen. The source view is of technical significance because it makes
it easy for other writers to learn how to produce similar output, as well as to
debug problems. It is well known that one of the major strengths of HTML
is that it is relatively easy for anyone to look at the source to any web page

5PNG stands for Portable Network Graphics, a lossless image format. It was intended
to replace GIF, both for legal and technical reasons.
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and see how some effect is achieved; it was hoped that providing a source
view of Noosphere content would foster similar behavior.

It would be simple to just print the entry source directly into HTML, per-
haps in a pre-formatted text environment (<pre> tag), and call that the final
output. However, my own experience with working with code and markup
for years has taught me that proper use of colors and other text attributes
can make source much more inviting. It increases readability at the lowest
perceptual level, and comprehensibility at the highest perceptual level. Thus,
I decided the TEX source of entries should be displayed syntax-highlighted.

The provider of this syntax highlighting is the vim program (VI iM-
proved). Vim is a “modern” clone of the venerable UNIX vi text editor,
which adds many niceties, among them a robust syntax highlighting system,
supporting almost every source language imaginable. Naturally, TEX/LATEX
is supported. Vim also supports the capability of dumping input to HTML,
including text attributes from the current syntax highlighting mode, like
color and weight. The TEX syntax highlighting style file for vim was tweaked
slightly to produce a suitable set of colors, and then vim was added to the
rendering pipeline in such a way that it could be called non-interactively.
Thus, Noosphere can call upon vim to turn TEX input to syntax-highlighted
HTML, with very little additional processing needed.

8.2.4 From LATEX to Images

In the above discussion, a piece of the rendering “pipeline” was left out: the
conversion from TEX/LATEX source to an image. This is a rendering process
in and of itself, which will be described briefly here.

TEX renders an input document to a device-independent (DVI) file. This
is a low-level presentation-semantic description of the document, as opposed
to the high-level presentation-semantic representation of TEX, and content-
semantic representation of LATEX. In essence, TEX determines the specifics
of where to place page elements, and the DVI contains presentation direc-
tives which have this specific information included. This DVI output is then
typically converted to PostScript, which is a standard graphics language un-
derstood by many interpreters (including printers, printer drivers, and elec-
tronic display drivers). Note that by the PostScript stage, the document has
descended three levels of presentation abstraction, yet is still not in a raster
format. In other words, the document is not yet an “array of pixels”.

The GNU Ghostscript system is a “swiss army knife” for handling PostScript.
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Its job is to take PostScript and re-describe it for devices which cannot un-
derstand the language. To do this, there must be a driver for that device.
A device needn’t be a physical machine like a printer; it can simply be an-
other graphics protocol or format. For example, the X11 driver of ghostscript
produces output which can be sent directly to an X-Windows display. Both
MAP and latex2html make extensive use of the PNM driver, which allows
the production of simple raster images from PostScript input. Using the gs

command (the core command of ghostscript), one can transform a PostScript
document file to a PNM image file (or files), which is a raster image of the
document.

The only Noosphere rendering method which does not utilize ghostscript
to perform this step is the syntax-highlighted source method. Both MAP
and latex2html do some processing of the ghostscript PNMs, before ulti-
mately translating them to PNGs, which are suitable for the web (as they
are displayable by web browsers, and compressed for less bandwidth usage).

8.2.5 Caching

The above rendering processes are all time-consuming. The call to latex

itself, which is the beginning of all of the rendering methods, itself incurs a
sizeable delay (from a few to tens of seconds, depending on the size of the
entry). These delays alone would be unacceptable for most Noosphere brows-
ing attempts (even the vim syntax-highlighting driver takes a few seconds).
When one adds in the rest of the steps of the rendering pipeline, the problem
is compounded.

The traditional method of fixing this problem would be to render the
entirety of the Noosphere content offline; simply updating it periodically
(as in MathWorld). However, authoring is an iterative process of viewing
output and adjusting input, so this would significantly reduce the feedback
available to authors. It would cause changes to be made in “bursts”, as
many authors (and readers) would simultaneously find errors in the newly-
updated collection, and rush to fix them. Indeed, a key element of author
independence would be lost, as authors could not make changes at their
own pace. It would also require a two-tiered system, which separates the
browseable collection from the development collection, periodically rolling
one over to the other. All of this would not be the death of Noosphere, but
it would significantly degrade the quality of the system.

To account for the simultaneous constraints of not subjecting users to
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rendering delays while not requiring updates to Noosphere in “batch mode”,
a content-caching architecture is employed.

In this system, the rendered output of an entry is kept on disk (for all
methods). This is the rendering cache. A database table records the status
of each entry: whether it has been rendered, whether it is being rendered,
and whether the rendering is out of date. If the entry has been rendered and
the rendering is not out of date, the previously rendered version is read from
the disk cache and the whole process goes nearly as quickly as serving up
a static web page of the same content. If the entry has not been rendered
or the cache is out of date, then rendering is performed on demand, and a
moderate wait is incurred (depending on the output method and the length
of the entry).

There are two reasons a cached rendering might be out of date (that is,
invalid). The first is that the content of the entry has been modified– directly
edited by an author. The second is that the concept label metadata elsewhere
in the Noosphere collection has changed, causing the reference linking for the
entry to change (or possibly change), as discussed in the automatic linking
section. Either way, a new rendering of the entry is needed.

Because of these spontaneous and frequent invalidations of cache, Noo-
sphere has a background thread (running from a cron job) which checks for
invalid entries and triggers rendering. This means the cache is kept up-to-
date most of the time (as fast as the hardware can keep up with collection
updates).

A diagram of this cached rendering system is given in Figure 8.8. Here
the stages of the two scenarios are shown, one numbered and in green (where
the desired rendered object is not cached), and one in red (where the object
is cached). In this diagram, the relationship of the Noosphere application
subroutines, the cache metadata in the database, the cache and file box files
on disk, the rendering methods, and the rendering drivers are shown.

It is also possible that a user will request an entry which is invalid and
is currently being rendered due to a display request which just occurred. In
this case, Noosphere will check the “in-build” cache status of the entry every
second for five seconds, with the expectation that rendering will finish and
the rendered output can then simply be read from disk and shown to the
user. If these five seconds expire without the “build” flag turning off and the
“valid” flag turning on, an error message is returned. The message informs
the user that rendering has timed out; they can either refresh the page to
try again, or report the incident to the system administrator, who can check
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Figure 8.8: A diagram of the rendering subsystem. Steps of two scenarios
(red and green) are numbered. In the former, the requested rendered output
for an object has already been cached. In the latter, the rendering must be
done to produce the output before it can be returned. Note that the method
drivers (pink) are run on the contents of the cache directory, which is why
step 6 comes before step 7.
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for any system problems.
In the diagram, this situation would be represented as steps 2 and 3

(green) happening iteratively.
Through this cached rendering system, we can guarantee that when a user

views a Noosphere entry, it will be completely synchronized with the state of
the rest of the collection. In other words, no entry can ever be viewed in
an out-of-date state. The cost is that the entry may require a modest delay
to render, though this should be relatively rare. Thus, Noosphere’s caching
system blends the best properties of a continuously-evolving collection with
an offline batch-compilation system.
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Chapter 9

Content Integration

In this chapter I discuss how the core content of encyclopedia entries are
integrated with each other. Integration is a significant task because entries
are contributed by different people in an uncoordinated manner, in addition
to the fact that some integration tasks have quadratic time complexities. The
significance of content integration in commons-based peer production settings
was noted by Benkler in [7]. In this chapter I first discuss the automatic
reference linking system, which creates the hyperlinks in the bodies of entries
for in-line concept invocations. Then I discuss the “related” link system,
which is a mostly-manual system for entry inter-linkage of a different semantic
sense than concept invocation. Finally, I discuss attachments, which are a
type of entry inter-linkage with ramifications for entry decomposition and
distribution of authoring work.

9.1 Automatic Linking

9.1.1 Introduction and Motivation

The core of Noosphere’s content, the encyclopedia entries, form a semantic
network of concepts. That is, the encyclopedia is a set of concepts whose
meanings depend not only on the text of the entries, but on their position
in the network (the connections to other entries). The collection takes this
shape because bodies of knowledge (such as known mathematics) are by
definition large semantic networks. It is possible to understand portions of
them that are only “linked” to each other and derive meanings from each
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other, but overall the entire “network” is connected and one must be able to
move throughout the network to understand any given “node” (concept).

Because knowledge takes this shape, it is supremely important that users
of Noosphere are able to “jump” to requisite concepts in the network in
order to understand the current one, all the way down to the concepts that
are so simple they are evident to the reader’s intuition. However, there
are so many of these connections that is too much to ask for authors of
entries to do the linking themselves. Not only is it too much work, it may be
effectively impossible, as the authors will usually not be aware of all requisite
concepts which are already present within the system. In addition, a growing
collection requires new outgoing links to the new entries. To attend to this
reality would require continuous re-inspection of the entire corpus by writers
or other overseers.

To solve these problems, Noosphere implements automatic invocation
linking between entries in the encyclopedia. The invocation qualifier refers
to the type of the semantic link, which is that of concept invocation. For
comparison, other link types are “related” and attachment, also discussed in
this chapter. Invocation carries more of a “semantic building” sense, imply-
ing that concepts are being invoked to describe and construct new concepts.
Without understanding the invoked concepts, the reader cannot attain a
complete understanding of the concepts in the invoking text. Below, I will
refer to automatic invocation linking simply as “automatic linking”.

The basic functioning of automatic linking is as follows. When an entry
is rendered for display, the text is broken down into tokens and scanned for
words that invoke concepts that have been defined already (in other entries).
These words are then turned into hyperlinks to the corresponding entries
in the output rendering. At the same time, entries containing potential
invocations to the new entry are invalidated (see section 8.2) using an inverted
index. This forces these entries to go through automatic linking themselves
by or before the next time they are displayed.

This automatic system almost completely frees the author from having to
think about links. It addresses the problems of both outgoing and incoming
links, with respect to the new entry. However, it is not completely infallible,
and in a theoretical sense, there is only so much that a system can infer
without having a human’s level of understanding of the content. Because of
this, the user can ultimately override the automatic linking, or create their
own original linking (described below).
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9.1.2 Detailed Behavior

Linking is done from instances of concept invocations, which are occurrences
of concept labels in the entry text. Concept labels are, as intuition would
suggest, simply handles for concepts defined (described in natural language)
in the collection. These labels have a specific locus (originating entry), and
are provided in the form of titles, defines, and synonyms. Titles are the
metadata element closest to our intuitive notion of concept labels, but both
synonyms and defines are important forms of concept labels. Synonyms al-
low linking to occur from multiple, differing concept invocations for the same
concept, each with different labels. This might be necessary because of vary-
ing conventions or ambiguous naming of a concept. Defines are provided for
entry decomposition logistics; one entry may define many concepts, and the
labels of these concepts must be provided explicitly in metadata. All of these
metadata elements comprise concept labels in Noosphere, and occurrences of
these labels are hyperlinked to the entries where they were defined.

For a basic example of automatic linking, assume that there is an entry
called “widget” in the encyclopedia, and a user creates a new entry “thinga-
magig” that contains the word “widget”. Then “widget” in “thingamagig”
will be turned into a hyperlink which leads to the “widget” entry.

There are more nuances to the behavior, however. If the writer mentions
the phrase “green widget” in their “thingamagig” entry, and there is not
only a “widget” entry, but also a “green widget” entry in the collection, we
must ask how linking is done in the face of these two co-located concept
invocations. In this case, the automatic linking is smart enough to link to
“green widget”. In general, the longest match at a given location in entry text
wins, and shorter matches occurring “within” larger matches are ignored.

For a more extravagant (though still common in practice) example, say
we have entries “large green widget”, “widget”, and “large green”. If we
mention “large green widget” in a new entry, all three words will become
one hyperlink to the “large green widget” object, despite the fact that there
are two matches starting at word “large”, and the match to “widget” alone
occurs at a different location, but is still within the set of words matched
for a larger title. The linking engine essentially skips past the end of the
hyperlinked “large green widget” once it has been determined to be a link,
no longer considering invocations starting at “green” or “widget”.

In addition, linking is only done on the first occurrence of a concept. For
example, there is really no reason to make a link to every mention of “widget”
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if we have repeated it multiple times in an entry. We can assume our entry is
read linearly, as language is structured this way, in which case the user will
naturally follow hyperlinks immediately when they see a concept they don’t
understand. Once they come back to the original entry, they understand
the concept, so they don’t need the hyperlink anymore. While we can’t
remove the link they just followed, we can refrain from linking the rest of the
occurrences of “widget”. This also results in a much cleaner appearance, as
links tend to make the text look cluttered.

Within the text of an entry that has synonyms, all occurrences of the
object’s title or synonyms of the title are escaped from linking. For example,
assume that in the “large green widget” entry, we mention the entire phrase
“large green widget”. Indeed, repeating the label of the concept being defined
is overwhelmingly common and conventional (as is citing alternate labels
for the same concept). However, it would make little sense to hyperlink
this phrase to the current entry, as the reader is already there. Thus, the
whole enterprise of hyperlinking is not applicable in the case of concept labels
defined in the current entry.

However, the above discussion glosses over the issue of whether it makes
sense to escape the entire concept label, even if it “contains” smaller labels.
This ambiguity is exposed here, in the discussion of not linking, because we
no longer have the practical excuse of “covering up” smaller labels with a
larger one. As an illustration, note that, “large green widget” contains “large
green”, “green widget”, and “widget”. Should we hyperlink one or more of
these smaller labels in the event of not hyperlinking “large green widget”?
The answer, as embodied by the implementation of Noosphere’s automatic
linking system, is “no”.

The justification for this behavior is that concept labels composed of
smaller concept labels are assumed to parallel a linguistic, context-free se-
mantic composition. In other words, the semantics of “large green widget”
both incorporates and builds upon the semantics of “large green” and “wid-
get”. Thus, the entry which defines “large green widget” must necessarily
explain its relation to the concepts “large green” and “widget”. This in turn
implies that these concepts will be invoked by label elsewhere in the entry,
providing an appropriate jumping-off point for the reader to investigate their
meaning. While colloquial natural language contains much idiom which can-
not be interpreted as a context-free combination-of-parts, this is generally
not the case in scientific and mathematical knowledge, which is engineered
for clarity. In sum, we can safely treat a larger concept label as an atomic
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entity, paying no heed to its components, because the domain allows this
kind of mechanical, methodical treatment of semantics.

Synonyms and defines must also be handled specially where invoked in
entries outside of those in which they are defined. The set of concept labels
formed by the synonyms and the title is only linked to once by the automatic
linking engine. This one time is simply determined by whichever label is the
first occurrence in the entry. On the other hand, the set of defines concept
labels in a single entry can all be hyperlinked if invoked in a single other
entry. The underlying rationale is that links are to concepts, many of which
may happen to reside in a single entry. However if one concept has many
labels, only one of these need be linked to provide access to the concept for
the reader.

Noosphere also performs some morphological transformations on concept
labels in order to ensure they can be linked to. The first, and most important
transformation, has the effect of invariance of pluralization. For example,
creating an entry that says “green widgets” will link to the “green widget”
entry. The second invariance is due to possessiveness. If there is a “Green’s
theorem” entry, mentioning “the Green theorem” in another entry will result
in “Green theorem” being linked to the “Green’s theorem” entry. This also
works in reverse, if the entry was called “Green theorem” and you mentioned
“Green’s theorem”, the linking would still take place.

Another morphological invariance concerns international characters. Plain
Roman character versions of a title which contains western European char-
acters will still be “matched” by the linking system. For example, “Groeb-
ner” will link to an entry entitled “Gröbner.” A TeX trigraph version like
“Gro\”obner” will link properly as well.

The final transformation has the effect of invariance under indexing style.
Concept labels can be phrased as index entries, containing a comma (like
“Mersenne, Marin” for a proper name) or normally, like “Green’s theorem”.
Users are encouraged to use index-style titles where appropriate, so that
entries appear alphabetically in the encyclopedia where they’d be expected
to appear. However, index-style titles could present a problem to automatic
linking if they were not handled. For example, when mentioning Mersenne
primes, nobody calls the inventor “Mersenne, Marin”. Instead, people write
“Marin Mersenne”. Noosphere automatically takes care of this, so “Marin
Mersenne” would link to “Mersenne, Marin”.
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9.1.3 Algorithm

The cross referencing engine starts by pulling out math environments and
other portions of text that need to be escaped. These portions are replaced
by single tokens, which are unique. The engine then breaks the text of an
entry into a single words/tokens array. This array form makes it easy to
associate a particular word with a unique integer position.

All titles, synonyms, and defines in the encyclopedia (the concept labels)
are kept in a chained-hash index structure, called the concept index. This
structure contains as keys only words that occur as the first word of some
concept label. Following these words (retrieving the value for the key) leads
to a list of full concept labels starting with that particular word. This list is
kept sorted in descending order of length, which allows the longest match to
be chosen first, simply by early-out. The records in this list also point back
to object identifiers. This structure is shown graphically in Figure 9.1.

The now-tokenized text of the entry is then iterated through. Checking
to see if a word in the index could be the start of a link is an O(1) operation,
thanks to the hash structure just described. If a word matches the start
of an indexed concept label, the following words in the text are checked to
see if they match the longest concept label starting with that word. If this
fails, the next longest concept label is checked, and so on. When a matching
concept label is found, it is submitted to a subroutine for inclusion in the
match array.

The match array is basically a hash of positions. A match is stored keyed
by the position where it matches within the entry text. When a candidate
match is found, the match subroutine checks to make sure that no other
entry already in the match array contains the position of the new match.
We don’t have to worry about checking to see if there is a longer match at
the same position, because we already have guaranteed this will not occur
by sorting titles in descending order of length.

After the match array is built, the engine iterates through it and replaces
words at the match positions in the text with hyperlinks. The engine keeps
track of when it makes a link to a particular concept, so that if it runs into
invocation of an already-linked concept, a link is not made. Links are also
kept in an array and returned to the calling Noosphere routine, so they can
be displayed separately.

Finally, the linked text array is recombined with the removed tokens, and
returned as a single text string. This final string is essentially what is sent
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Figure 9.1: A graphical representation of the chained-hash concept index.
The green cells are the hashed first words of the concept labels. Each of
these “points” to a list of full concept labels having that first word, as shown
for the “abelian” entry. Note that the list is sorted in descending order of
concept label length.
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to the reader’s web browser.

9.1.4 Asymptotic Complexity of the Algorithm

Let n be the number of concept labels in the encyclopedia, and let m be the
number of words (minus escaped portions) in a new entry. Also let c be the
average number of items in each chain of the chained-hash concept index,
and let l be the average number of words in each concept label. Finally, let
f be the fraction of words which are the start of some concept label defined
in the collection. Then the time complexity of automatically linking a single
entry is O(m(lc)/f). The factor of m is for the outer pass over each word in
the entry. There is a “hidden” factor of 1 for the hash lookup of each word,
to determine if it is the start of a concept label. The factor of c is for the
iteration over words in each chain, and the factor of l is for the comparisons
of each concept label with the text at the current position.

It is likely a good assumption that l, c, and f can be treated as constants
in the size of the collection. Clearly c must vary based on the size of the
collection early on, as the index structure begins to fill up, but this effect
should fall off rapidly due to Heap’s law. f should also grow as the collection
grows, because more concepts are actually present for linking. However,
this effect should also fall off, due to the small-world connective structure
of semantic networks. That is, small to medium-sized semantic “clusters”
in the collection, containing mostly internal links, should be the dominant
influence on f . This suggests that f will approach a constant ceiling even as
the collection continues to grow without bound.

If we treat l, c, and f as constants, which seems justified from the asymp-
totic standpoint, then it only costs O(m) to automatically link an entry with
the above architecture. With n absent from this expression, we can infer
that collection size is not a factor in automatic linking time complexity, in
the asymptotic case. Thus, the algorithm is found to be scalable.

9.1.5 Manual Linking Controls

In this subsection I discuss manual linking controls for overriding the auto-
matic linking system (which is at times imperfect). This includes controls
for link suppression, keeping the automatic system from producing links, and
link forcing, producing links where the automatic system would not do so.
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Link Suppression

Often automatic reference linking may be a little overzealous. For example,
a user may use a word in a natural language sense which is also the title
for an encyclopedia object. In this case, automatic reference linking will
turn that word into a hyperlink to the offending Noosphere object. This is
bound to happen, due to the ambiguity in natural language and names of
mathematical concepts1. Commands for handling this problem are:

• \PMlinkescapetext

Usage: \PMlinkescapetext{text} or {\PMlinkescape text}

This will result in “text” appearing rendered verbatim with no reference
link processing applied to it. Note that these only act upon the single
body of “text” given.

• PMlinkescapeword

Usage: \PMlinkescapeword{word}

This will result in “word” being exempt from reference link processing
anywhere it occurs, separated from other text by blanks, in the object.
This tag can appear anywhere (including at the end of the object).
Note that this tag produces no output.

• \PMlinkescapephrase

Usage: \PMlinkescapephrase{phrase}

Results in the series of words “phrase” being exempt from reference
link processing anywhere they occur in the object. In fact, this tag is
currently implemented the same as \PMlinkescapeword. However, it is
conceivable that words and phrases may be treated differently at some
point, so one should keep this in mind when deciding which command
to use. Note that this tag produces no output.

Link Forcing

Sometimes automatic reference linking isn’t enough to produce “perfect”
linking. In addition, it cannot figure out if the user means to link to a

1Note that the overlinking control system, discussed in the next section, is meant to
deal with this problem most of the time.
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reference outside of the Noosphere system (on the web in general). It is also
possible that classification may not be enough to resolve link collisions for
same-named concepts defined in different entries. In this case, the automatic
reference linking system will simply pick the first object with a matching
concept label and classification, essentially at random2. Users can bypass
this by forcing the offending word or phrase to link to the object name or
object ID of the specific encyclopedia entry they’d like it linked to.

• \PMlinkexternal

Usage: \PMlinkexternal{anchor}{url}

This allows users to link to any arbitrary URL on the web within their
object. “anchor” is the text which will appear in the rendered object.
URL is the address desired for the link destination. This corresponds
to <a href=‘‘url’’>anchor</a>.

• \PMlinkid

Usage: \PMlinkid{anchor}{id}

This links text “anchor” to the Noosphere encyclopedia object with
ID id (users can find out an object’s unique ID by viewing it). This
command produces a single instance of “anchor”, hyperlinked where
the command is issued.

• \PMlinkname

Usage: \PMlinkname{anchor}{name}

This links anchor text to the Noosphere encyclopedia object with name
name. Note that name is a Noosphere canonical name (which is shown
on the entry’s display page). This command produces a single instance
of “anchor”, hyperlinked where the command is issued.

• \PMlinktofile

Usage: \PMlinktofile{anchor}{filename}

This links “anchor” text to file filename in the object’s filebox. This
could be useful, for example, to allow downloading of source code in-
cluded in the filebox.

2The goal is for the linking control features of the overlinking prevention system (Section
9.1) to take care of this problem much of the time.
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9.1.6 Caveats and Notes

Since only very simple parsing of the pseudo-LaTeX commands is done, users
can’t put anything fancy inside the brackets for the \PMlink commands.
That is, plain text only. Users can’t do something like

\PMlinkescapetext{\emph{function}};

in this case, they’d have to do

\emph{\PMlinkescapetext{function}},

keeping the LATEX commands outside the \PMlink command’s body.
These commands are implemented entirely in the Noosphere application,

during the preprocessing that happens before the LATEX code is sent to the
rendering back-end. They are not implemented as actual LATEX macros in a
custom TEX style file. They were modeled after LATEX commands in order
to keep the overall content representation paradigm consistent.

It would be possible at some point to create a Noosphere LATEX package
which will allow one to successfully render a Noosphere encyclopedia object
in other contexts, even when they contain pseudo-LATEX linking directives.
That is, the package would remove the \PM tags, and leave the anchor texts.
Even better, it could actually render them as hyperlinks, for viewing in a
PDF reader. To do this, it would have to translate all of the internal links to
external links that point to the proper location in Noosphere. Nothing like
this exists yet, however.

All links are implemented using the actual LATEX HTML package, with
the \htmladdnormallink command.

9.1.7 Overlinking Prevention

In this subsection I describe what could be considered “phase II” of the
linking system. As of this writing, it has not yet been implemented, but
I consider it a necessary element to add to the current linking system of
Noosphere to “complete” it. This is explained in detail below, along with
the design of the system.
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The Problem

The current automatic linking system and the metadata which supports it
are sufficient to result in perfect link recall. That is, every term which should
be linked to another entry actually does get linked. However, there are se-
rious problems with link precision: that is, some links are made which are
misleading. Some of this error takes the form of links citing the incorrect
homonym from a group of homonyms, but most takes the form of linking
when there should be no linking at all – a phenomenon which we term over-
linking. We use mislinking as a term to refer to any type of reduced link
precision.

To discover the extent and nature of the mislinking and overlinking phe-
nomena, a study was performed in May, 2003. The methodology was to take
a random sample of PlanetMath entries and manually examine the quality
of the reference links in each. A single investigator (myself) conducted the
study. One hundred entries (approximately 4% of the collection) were chosen
using the “random entry” feature of Noosphere. Duplicates were skipped, so
all 100 entries were distinct. For each entry, a count of total links, mislinks,
and overlinks was produced. “Mislinks” were, as defined above, any reference
links to a semantically incorrect or non-optimal destination. “Overlinks” are
the subset of these mislinks which should not be linked at all.

Due to the imprecision in entries and the limits of my own expertise,
it was often unclear what the semantic appropriateness of a particular link
was. Thus, counts of mislinks and overlinks were expressed as a range of
maximums and minimums. Whenever a questionable overlink or mislink was
encountered, only the corresponding maximum count was incremented. The
resulting numbers are given in Table 9.1, summed over all surveyed entries.
Note that the uncertainty, (max-min)/max, is greater for the overlinking
figures (19.7%) than for the mislinking figures (7.1%). This is because it is
easier to determine that a link is “bad” than it is to determine that it is bad
because of the specific cause of overlinking.

The results in Table 9.1 back up two key claims given above. First, the
vast majority of automatic links are correct. Second, the majority of mislinks
are indeed caused by overlinking. Table 9.2 sums up the data in terms of
percentages. Maximal, minimal, and average numbers are given qualitative
interpretations and used to produce corresponding qualitative metrics of the
mislinking problem. The average numbers are highlighted, as they are likely
closest to the “true” values, assuming normally distributed, unbiased error.
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mislinks overlinks
min 117 73
max 126 91
average 121.50 82

Table 9.1: Mislinking study results (784 links total, for 100 entries surveyed).

Thus we see that mislinking occurs in about 15% of all automatically-
produced links, implying that the current automatic linking system is about
85% accurate. Overlinks in specific make up about 10% of all links. This
turns out to be about 67%, or two thirds, of mislinks. Thus, only about
5% of the automatic links produced would remain incorrect with a complete
solution for overlinking. This estimate is likely conservative, considering
that some non-overlinking forms of mislinking would also be remedied by the
overlinking control system proposed in this section.

Another way of looking at this situation is through statistic of expected
entries per mislink. This is simply the number of entries one would have to
write (or view) in order to encounter an erroneous automatic link. Based
on an average of 7.8 links per entry and the above mislinking figures, the
current number of entries per mislink is .85. Thus, we should expect to see
slightly more than one mislink per entry. Based on the above estimate of 5%
mislinks after overlinking control, the number of entries per mislink would
rise to 2.5. This means that an author would have to write about 2.5 entries
before encountering a mislink, a considerable improvement.

In sum, the current system was only designed for perfect link recall; link
precision was not considered. In fact, the problem was not anticipated. How-
ever, the general growth of the PlanetMath collection and the addition of a
few troublesome entries which define mathematical senses of very general
terms (such as “equivalent,” “term,” “formula,” etc.) made it obvious that
some fix was needed. This need was confirmed by the study presented above.
In the following subsections, we present a system which solves the problem.

Improved Cooperative System

The first component of the fix is additional metadata. This metadata is
for formulating the linking policy. Concerning the concept labels defined in
an entry, a linking policy would describe, in terms of subject categories, to
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statistic best case average case worst case
percentage mislinks
of total links

14.9% 15.5% 16.1%

percentage overlinks
of total links

9.31% 10.5% 11.6%

percentage overlinks
of mislinks

77.8% 67.5% 57.9%

estimated mislinking
left with a fix of over-
linking

3.32% 5.04% 6.77%

Table 9.2: Mislinking study results, as qualitative percentages derived from
the raw counts.

where links may be made or prohibited. For example, the linking policy for
an entry on group theory might simply be that terms in the entry can only
link to the “group theory” category. Alternatively, an entry on set theory
(because it is so elementary) might be allowed to link everywhere except the
image processing category (the word “image” has different meanings in both
areas, as we will see in one of the scenarios). However, the first example will
likely be more common than the latter.

The second component is a cooperative system for finding and acting
on instances of mislinking (reporting the “bad” links) so that the proper
linking policies can be created to remedy them. We call this procedure “link
zapping.” A basic schematic of link zapping is shown in Figure 9.2. It is true
that time could be saved by simply authoring all entries with the optimal
linking policy right from the beginning, but in practice this would never
work because of the sort of “holistic” knowledge this would require about
the collection. It is simply too difficult to anticipate knowledge management
problems in such a large body of knowledge. To the author focusing on eir
entry, it requires “seeing what is not there,” something human beings are
generally very bad at.

The cooperative overlinking control system would leverage the “many
eyes” of the users of the Noosphere instance, who will note isolated cases
of overlinking and be able to take immediate action. The authors who have
defined the concept labels will integrate these reports, and over time this will
result in optimal linking policies for the entries creating most of the problems.
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ENTRY

Title: algebra

Category: algebra

Keyword: "formula"
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Title: formula

Category: formal

   methods

Author b

Author a
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reads authored
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Figure 9.2: Author a has written entry A, which is about “algebra.” The
entry has a keyword “formula” which is automatically linked to an entry with
the same title. But entry B (“formula”) is from a different category, which
is evidence (though not proof) of the fact that the link is spurious. Reader r
reads A and decides the “formula” link is bad. Reader r zaps the link, which
sends notification to author b, who has written the offending entry.
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The cooperative system requires a reporting mechanism, a repair mech-
anism, and a response mechanism (communication for the purpose of nego-
tiation between the reporter and the author). These are described below, in
more detail.

Linking Policy

Central to expressing linking restrictions above and beyond the current sys-
tem is the linking policy, a set of directives controlling linking, which must be
represented with some syntax. An eBNF-like specification of the proposed
linking policy syntax is presented below.

link_policy := default_statement?(\\n statement)*

default_statement := ‘‘default’’ ‘‘allow’’|‘‘deny’’

statement :=

‘‘deny’’|‘‘allow’’ !?from_categories=(‘‘all’’|minespec|catspec(,catspec)*)

|

‘‘deny’’|‘‘allow’’ !?to_concepts=(‘‘all’’|conceptspec(,conceptspec)*)

|

‘‘deny’’|‘‘allow’’ !?to_concepts=(‘‘all’’|conceptspec(,conceptspec)*)

!?from_categories=(‘‘all’’|minespec|catspec(,catspec)*)

|

‘‘priority’’ conceptspec=1..inf

minespec := ‘‘mine’’|‘‘mine1’’|‘‘mine2’’|‘‘mine3’’

catspec := (scheme‘‘:’’)?prefix(category,2,5)

conceptspec := "entry_concept_label"

In this specification, | denotes “or”, parens are groupings, * denotes “zero
or more”, + denotes “one or more”, ? denotes “zero or one”, ‘‘.’’ denotes a
literal string ., .. denotes a numeric range, and prefix(string, min, max)

denotes a prefix of variable string of minimum length min and at most length
max.

The variable category must be a valid classification scheme category.
The variable scheme must be the corresponding scheme nickname. The vari-
able entry_concept_label must be a title, synonym, or defines item for the
current entry.

Also in this syntax, a default statement must be given before any other
statements, if given at all. Otherwise a default of “allow” is assumed. Based
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on the default, individual statements can only be prefixed with the opposite
“allow” or “deny” directive, as these can only narrow the policy. The non-
priority statements are considered as ORed together. A from_categories is
considered to be ANDed with any to_categories statement which appears
in the same statement with it.

The keyword “all” selects either all categories or all concept labels, de-
pending on the context. Generally conditions with “all” can be omitted, but
may be useful in “default deny” policies. The keywords “mine1” through
“mine3” select the list of categories for the current entry, to one, two, or
three levels of precision (classification tree depth). The keyword “mine” is a
synonym for “mine1”, the “low” precision. Note that lists can be “negated”
with the ! operator, adding additional expressiveness to the syntax.

Priorities allow for direct link steering in the case of a tie remaining after
all other statements of the linking policy are applied against each candidate.
The target entry with the concept label having the highest (lowest number)
priority will be selected. The default priority is assumed to be 100. This
allows for mislinking repair in the case where there is a “most common”
answer which cannot be isolated by classification.

As most readers are probably not writing a parser for linking policies,
below we give some concrete examples of the above syntax and explain what
they achieve.

• Example 1: Block linking from specific categories (level one).

default allow

deny from_categories=15,65

• Example 2: Block linking from all but a specific category.

default deny

allow from_categories=90

• Example 3: Block linking to all but the categories of the current entry
(at low precision).

default deny

allow from_categories=mine
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• Example 4: Block linking only to a particular concept in the current
entry.

default allow

deny to_concepts="term"

• Example 5: Lower the linking priority on a particular concept in the
current entry.

default allow

priority "image"=200

• Example 6: Forbid linking to a particular concept in the current entry
only when the source entry is in a specific category (scheme spec given).

default allow

deny from_categories=msc:15 to_concepts="image"

• Example 7: Express both a negative and positive category match list,
referring to different concepts, in the same policy.

default deny

allow !from_categories=15 to_concepts="image"

allow from_categories=65 to_concepts="hotelling transform"

Definitions

In the interest of making the following discussion more clear, we present some
definitions:

• Let l be a (hyper)link. Let A be the entry which contains l. Let B
be an entry pointed-to by l. Then A is called the source entry and B
is called the target entry. Further, let a signify the author of a and b
denote the author of B. These persons are the source author and target
author, respectively.

• If l is semantically spurious, we call it a bad link.

• When the reporting and repair mechanisms are both exercised such
that a bad link is removed, we call this a zap.
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Reporting Mechanism

The reporting mechanism starts with a link supplied on each entry page which
can be clicked to report bad links. This first link will open up a page with all
hyperlinks from the entry, with their context (this is simply the surrounding
text of a hyperlink in the entry). Clicking on any link on this page will result
in a notification being sent to the target author of the link. This notice would
be sent over the pre-existing Noosphere prompt-notification system, which
provides for notifications with a set of possible action-choices. We discuss in
more detail later why the notice is not sent to the source author.

Repair Mechanism

When the target author receives the prompt-notification, they select one
of the action-choices. This causes the appropriate action to be performed
automatically by the system.

The choices cover the most common courses of action. There will also
be a preferences option for the author to receive notification of the bad link
report by email (which will be on by default). If this preference is off, the
author will not see the notice until they access the Noosphere system while
logged in. The subject of the notification email will be “Bad link found” and
it will contain a hyperlink to the corresponding prompt-notification within
the Noosphere system.

The author may either accept the report and modify the linking policy of
the offending entry (thus zapping the bad link), reject it, or pass the problem
on to the source author.

The full set of options available to the author would be:

1. Forbid all linking to the categories of the source entry.

2. Allow only linking to the categories of the target entry.

3. Manually edit linking policy for more precision.

4. Reject the zap.

5. Reject the zap, with comment to reporter.

6. Not my problem; send comment to source author.

Given as the actual prompt, “source entry,” “target entry,” and “source
author” would all be replaced by the appropriate names.
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Response Mechanism

A “scripted” response will be sent to logged-in reporters, indicating which
course of action the target author took. This would just be a simple Noo-
sphere notice to reassure reporters that something has been done.

The rejection and “not my problem” comments would be the first part
of the “ad hoc” portion of the response mechanism. This is for handling the
inevitable content-centric debate and other imperfections and breakdowns of
the cooperative process. In order to facilitate reciprocal communication, the
reporter (or other author) responding to this first comment will initiate a
Noosphere on-system mail message to the author. After this, all iterative
communication will take place over system mail. Of course, discussion with
the bad link reporter would be contingent on whether they are logged in to
the system, or even registered users at all (later we discuss the motivation
behind allowing anonymous users to report bad links).

Scenarios

Scenarios foster a “real-world” grounding of an HCI system, which is in
many ways more natural than an abstract description. They also help shed
light on intricacies that are only clear during use, and shift the perspective
from that of the designer to that of the end user. We present here five
scenarios which illustrate various aspects and perspectives of the cooperative
overlinking control system.

Scenario 1 Purpose: General view of the link zapping procedure from user
perspective.

Andrew is a Mathematics undergraduate who wants to learn about
linear algebra. His friend told him about PlanetMath and he decided to
check it out. Andrew is experienced in working on the Internet and also
has some experience with collaborative sites. He goes to planetmath.org
and on the home page sees the search facility of PlanetMath. He types
“linear algebra” in the search field and waits for the results. 395 results
are returned by the system on linear algebra. He clicks on the first
one, titled “basic linear algebra” to see it in detail and finds it to be
relevant. While reading the entry he sees several words and phrases are
highlighted in the text. He clicks on the first one, which is “equivalent,”
and he is directed to a page explaining that word.
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He reads this and finds that the entry is semantically right, but it really
has nothing to do with “basic linear algebra.” In fact, the explanation
of the term is from another category of mathematics entirely. He re-
alizes that the term “equivalent” is a general term and thinks that it
probably should not be linked most of the time.

When he finishes reading “basic linear algebra” he goes back to the
original entry. At the end of the page he notices a link saying “if any
of the links in the entry are wrong, click here to notify us.” Andrew
clicks on the link and a new screen opens up with the links from the
entry, with context, in the same order as they appeared in the entry
(see Figure 9.3). On top of the page is an explanation saying that
if he clicks on the link on this page a notification will be sent to the
appropriate person to fix the bad link.

Andrew clicks on the first link and a message pops up explaining that
a notification about the link has been sent to John, who authored the
entry where the term “equivalent” was defined. He then closes this
page and proceeds to read the rest of the entry.

Scenario 2 Purpose: A view from the perspective of author with email no-
tification enabled.

John has recently started using PlanetMath. He wrote an entry in
the category of differential equations titled “equivalence in differential
equations” yesterday. He checks his email in the morning and sees 2
email notifications whose subject indicates that they are about bad
links caused by terms defined in his entries. He remembers that in
his preferences he had left enabled the email notification for bad links
caused by his entries on PlanetMath.

He opens the first email and there is a link to follow. John clicks on
the link and it opens up a prompt in his web browser (Figure 9.4). The
prompt briefly describes that an anonymous user has found a spurious
link created by the term “equivalent” defined in his “equivalence in
differential equations” entry, and the occurrence of the bad link which
was zapped was in an entry titled “basic linear algebra”. John imme-
diately notices that the category of entry of “basic linear algebra” is
“linear algebra” and it does not match the category of his “equivalence
in differential equations” entry, which is “differential equations”.
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Figure 9.3: “Zap mode” for an entry. Clicking on a link here will result in a
bad link report being sent to the author whose entry defined the hyperlinked
term.
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Figure 9.4: A zap notification (bad link report), as seen by the target author
(only one of the prompts from the scenario is shown here).
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The prompt gives John some options for what to do about the bad
link. The options are: (1) forbid linking of all terms defined in the
entry to the category of linear algebra, (2) only allow linking of terms
defined in the entry on differential equations to the categories he listed
for that entry (on differential equations), (3) manually edit link policy,
(4) discard the “zap”, or (5) send comment to author of entry “basic
linear algebra”. He does not get an option to reject the zap with
comment field, since an anonymous user sent the zap request. He also
has an option of checking all the defined terms and links in his entry.
John clicks on option (2) – of allowing linking in his entry only to
the category of “differential equations”, and then clicks on the submit
button.

He then looks at the next prompt. This report was also for a term
defined in the same entry on differential equations. However, since
John has already remedied the linking policy for that entry, he gets a
message saying that the problem has already been resolved. He has the
option of (1) manually editing the linking policy for the entry again,
or (2) discarding the zap notification. John decides to discard the
notification, as the problem has truly already been solved in this case.

Scenario 3 Purpose: Zap rejection, Author and User’s perspective

Andrew is now a seasoned user of PlanetMath. He has spent quite some
time using the site. He has recently written an entry in the category of
probability theory titled “applications of probability theory.” He goes
to the PlanetMath site and logs in.

As soon as he logs in he sees that he has received one notification
about his entry. He clicks on the notification and the prompt comes
up saying that the user with username “jane” has zapped the link of
term “statistical analysis,” defined in his entry. The notice informs
him that the “bad” occurrence of linking is in an entry which is also
on probability theory. He remembers that he had set up a link policy
for his entry saying that all terms in his entry should be linked only
to entries within the category of “probability theory.”

To double-check this he opens up the entry where the supposedly-bad
link is and inspects the contents. The link to his definition of “statistical
analysis” seems perfectly fine to him in this context. He goes back to
the prompt and selects the option of rejecting the zap, with a comment.
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Figure 9.5: A “zap rejection” notice, as seen by the user who filed the bad
link report.

In the comment field he writes that he has double-checked the link and
he feels that it is appropriately linked. He then asks Jane if there is
some other reason the link is bad. With this he clicks on the submit
button and this sends the comments to Jane.

Jane logs in to PlanetMath the next day and finds the rejection notice
in her inbox (Figure 9.5). She reads the comment and goes back to
inspect the entry, and realizes that John was indeed correct; she had
been thinking of the wrong sense of “statistical analysis.” She clicks
“reply,” and a PlanetMath mail message to John is opened up. She
apologizes for her mistaken zap, and sends the message.

Scenario 4 Purpose: A view from user dealing with world editable entry.
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Sara is a regular user of PlanetMath. She has used the site for a little
more than three months now. She is browsing the site and sees a new
entry posted in the category of “vector algebra.” She clicks on the
entry link and then starts to go through the entry. She finds several
terms that are highlighted. She knows that these are links to other
entries which have written about these terms.

She sees that the term “domain” is hyperlinked. She clicks on the link
and finds that the entry pointed to by the link is not relevant at all to
vectors. She also notices that the entry pointed to by the link is also
not from the category of “vector algebra.” She decides to search for the
appropriate entry for this term on the site. She searches for the entry
and finds an entry which perfectly fits the context– it is a set-theoretic
definition of “domain” which is much more general.

She goes back to the original entry and then to the bottom of the
page and clicks on the link to report the bad link. As she clicks she
gets a screen that comes up with hyperlinked terms and their contexts.
She clicks on the occurrence of “domain,” which is mislinked. At this
point, however, instead of the normal notification that the report has
been sent, a message comes up saying that the entry which defines
that occurrence of “domain” is world-editable (Figure 9.6), and she
can make changes to it right now by clicking “make changes directly”.
Otherwise, she can click on “notify author” to simply have the author
fix the problem.

Delighted that she can fix the problem right away, she clicks “make
changes directly.” A prompt opens up giving her the link zapping
options (identical to scenario 2). She chooses to manually edit the link
control for this entry. She enters the directive for disallowing linking
except for the subject categories of the entry. After this she clicks the
submit button.

She is then given a few options: she can either view the original entry
she started with, or the entry whose policy she just modified. She
selects the first option, and inspects the results. The term “domain”
is still linked, but this time when she clicks on the link, it takes her
to the proper entry on the set-theoretic sense of the word. Adding the
directives to the other entry sufficiently disambiguated the linking to
allow the system to do its “automatic” work accurately.
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Figure 9.6: Prompt shown to users who file a bad link report on a world-
editable entry. They are given the option of fixing the linking policy them-
selves.
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Scenario 5 Purpose: Notification on PlanetMath itself, manual pro-active
link policy setting, help, degenerate fix responsibility.

Scott is a regular user of PlanetMath. He has been using the site for
quite some time and has posted some entries on the site. He is about
to write an entry in the category of image processing. He received a lot
of link zap messages for the last entry he wrote, so the first thing he
does is disable the email notification for link errors in his entries. He
does this by un-checking “enable e-mail for link zaps to your entries?”
in the “preferences” menu.

Previously he had never set link policies for his entries but for the
next entry, he wants to set the linking policy to try to prevent linking
problems from ever arising. He knows that there is some way of setting
the linking policy of his entries, but he doesn’t know how to do it.
So he goes to the “docs” section of the PlanetMath website for help.
There he finds a document which describes the syntax of link policies
for entries. He reads the document and then goes back and writes
his entry. After writing the entry he sets the linking policy such that
only terms defined in entries which belong to the category of “image
processing” can link to this entry. Scott finishes up writing the entry
and then browses the site for some time and logs off.

He logs into PlanetMath the next day and sees a notice in his inbox
(Figure 9.7). He goes on to check the notice and sees a message from
another user Andrew. Andrew explains that he also wrote an entry on
image processing, which defines the term “image” as a picture. An-
drew’s entry was zapped because someone had been reading Scott’s
new entry, and the occurrence of “image” was incorrectly linked to
Andrew’s entry. Scott goes back to his entry and sees that the term
“image” is mentioned twice in his entry. The first occurrence is linked
to Andrew’s entry and the second occurrence is not linked at all. In
fact, the first time Scott mentioned “image”, he was talking about it in
the more general sense of the word: the set of values a function maps
an input set to.

Scott realizes that despite his category-controlled linking policy, there
is a problem here: he is using two different senses of “image” from
two different categories in his entry. The link of the first occurrence of
“image” is wrong, and the second one is not being made at all, since
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Figure 9.7: A “zap bounce” notification. This occurs when the recipient of
a bad link report (the target author) decides that only the source author
can fix the link. This means that the problem is (atypically) localized to the
entry the bad link occurs in, and does not represent a shortcoming of linking
policy (system-wide knowledge management metadata).

123



the system does not realize that the two terms refer to two different
meanings!3 So Scott realizes that he needs to manually point the first
link to the right place– an entry in a completely different category.

Scott does not know how to set link destinations manually, but he re-
members that he had seen that there was some way of doing it while
reading the “docs” section yesterday. He goes back to the “docs” sec-
tion and re-reads the page, finding that manual links can be made in
the entry text with a \PMlinkid or \PMlinkname command. He then
searches for the appropriate entry which defines the first occurrence
of term “image” in the sense he meant. He finds the proper entry in
category of “set theory.” He then goes back to his entry and adds
the directive \PMlinkid{image}{1234}, since the set theory entry had
system ID 1234.

He saves the new entry text and views it. Now the first occurrence of
“image” points to the right place (the set theory entry), and the second
occurrence is also highlighted and points to the other image processing
entry, as Scott intended.

Design Rationale

In the overview, we described a new design for “cooperative semantic over-
linking in Noosphere.” The new design improves the automatic linking sys-
tem of Noosphere and completely solves the problem of overlinking. The
design is cooperative in nature and utilizes the many users of the system
to locate “bad” links in the entries and take action. The authors of these
entries, to which these links point, will integrate the reports of these users
into entry linking policy metadata, and over time this will increase automatic
linking precision.

The first issue was deciding who should correct the “bad links” which
appear in an entry. The responsibility for correction of bad links was given
to the target author, rather than the source author.

There were multiple reasons for this. The first reason was that it is not
the fault of the author of the entry containing the “bad link” that it had
appeared in eir entry– the term was defined elsewhere, usually by someone
else. Sending a zap to them could be interpreted as undeserved criticism.

3The system only links the first occurrence of a keyword within an entry, to prevent
clutter.
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The second reason was that if the author of the target entry corrects his
link policy, then this will not only correct the zapped bad link, but may
also correct many other bad links which are yet unreported. This means
the problem (insufficient metadata) rather than the symptom (bad links) is
being remedied. So sending zaps to the originating entry author “multiplies”
the effort that went in to a single zap and allows it to result in fixing more
than a single bad link.

We have illustrated this difference in Figure 9.8. The diagram shows
n entries, with the term “t” hyperlinked spuriously to entry B (in blue),
authored by b. Dotted arrows represent the links. Dashed arrows represent a
zap action. In our design, only a single reader (r) need observe the bad link,
in a single entry. Their zap goes directly to b, who edits B’s linking policy,
which results in removal of all n spurious links. By contrast, in the alternate
model, the spurious link in each entry gets repaired separately, since each
reader ri’s zap goes just to that entry’s author (ai). This means it takes n
steps to fix the problem in the entire knowledge base (rather than 1), and
involves as many as 2n people (rather than 2).

Another issue related to link policy correction responsibility is world-
editable entries (entries to which anybody can make changes). As we showed
above (scenario 4), if a user spots a bad link with a target of one of these
entries, then the user is given an option of directly fixing the linking policy.
The reason for this intricacy was that the author of the entry had kept it
world editable for a reason: to avoid being the gate-keeper of all changes
to the entry. It would be logical, therefore, to “respect” the wishes of the
original author even for link zap events. Aside from this, many users may
simply find it gratifying to fix the problem right away.

We also decided that anonymous users should be allowed to zap bad links.
This was based on the dual beliefs that (1) there exists a sizeable class of users
who are not registered but who are readers, and (2) this class of users would
be willing to perform 2-3 clicks to report bad links they have encountered.
Allowing anonymous generation of what are essentially criticisms might lead
to some resentment from registered users of the system, particularly since
they cannot initiate discussion with the user who zapped them. We felt that
this was an acceptable trade-off, however.

Also recall that we chose a “split” system of both on-site zap notifications
and email notifications. By default a link zap would result in both an email
and on-site notification to the target entry author. The email notification
would be little more than a hyperlink to the on-system prompt notification,
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Figure 9.8: Comparison of our design, which sends zaps to the target authors,
and the alternate design, which sends zaps to the source authors. Red Xs
denote situations with bad links; red checks denote situations with all links
correct. Black arrows denote progression over time.
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which the user would always have to return to select an action to respond
to the zap. However, we gave the option of turning off this email, to honor
various user preferences and various volumes of zap notifications. For each
event that can result in an email, one runs the risk of further annoying users
(who may already have overflowing inboxes), and perhaps desensitizing them
to system events altogether. We felt that defaulting to email notifications,
but making it clear that these could be switched off, was the best compromise.

Another interesting problem we ran into was how to handle multiple
zaps for the same bad link. Many users might notice the bad link and all of
them might zap it, before the author ever finds out and resolves the problem.
Because of this, we felt the best solution would be to make the system “smart”
and keep track of terms for which there have been zaps. Then when a new
report is made, a zap notification will only be sent to the appropriate author
when there is no record of it having been done before (for that specific term,
entry pair).

An interesting connected problem is what to tell the bad link reporter
in the case that a record for that same zap was already found. We decided
that it is probably better to give them the same message– along the lines of
“thank you for your report, we are forwarding it to the appropriate author,”
regardless of whether a new report is actually being sent. This is because
reporters might actually get annoyed if they are told that their efforts were
wasted, and be dissuaded from initiating future zaps. One way to prevent
this from ever happening would be to “disable” a hyperlink on the reporting
screen for an entry, for a term which has already been reported as bad. This
would be more work implementation-wise, but even more importantly, would
probably result in unnecessary confusion (an additional state for the end-user
to consider).

The zap resolution options were designed to provide the author with easy
access to the most probable courses of action. E could either automatically
alter the link policy (Option 1 and 2) or reject the zap (Option 3 and 4) in
case e felt that the link was appropriate. The author was also provided with
a communication mechanism in case the zap was send by a registered user
(no communication could take place with unregistered users, as they lack
a system-recognized persistent identity). This could be used to discuss the
reasons for zap, in case they were not clear.

The authors were also given an option to manually edit the link policy of
the entry. There were two reasons for this: the first is purely that it may be
the preference of some users to directly edit the “source code” of this aspect of
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their entries. The second was to provide authors with finer control of the link
policy. With the automatic alteration of the link policy, only a very limited
set of remedies are available, before clutter would become unmanageable.
However, a whole range of possibilities may need to be expressed in the link
policy, from control over how specific terms link, to control over linking with
respect to unanticipated subsets of the categories listed for the entry.

The last option was to send a comment to the author of the entry where
the link appeared. This option was left for special circumstances where
changing the link policy of the target entry would not have corrected the
situation (demonstrated in scenario 5). In this case it was necessary to send
a notification to the author of the entry where the link was present, as they
have ultimate responsibility for the fix.

Another major design decision was to make Noosphere system mail the
vehicle for back-and-forth discussions that may arise from link zapping (initi-
ated when the zap recipient decides to contact the author of the other entry,
or the reporter of the zap). With the existing entry corrections system, the
correction itself forms a convenient object to attach discussion to, and there is
good reason to have these discussions available publicly in perpetuity. How-
ever, for a link zap, the value of the cooperative interaction is completely
embodied in the outcome taken to resolve the zap. There is little use in pre-
serving such discussion, since it would add no value over the resulting state
of the entries and links affected. Hence, while link zaps are not unimpor-
tant, they are of a special nature that is not naturally well-represented as a
persistent object with discussion thread. In fact, recognizing this distinction
clarifies why link zaps really should not simply be a part of the Noosphere
corrections system.

Future Work

One nice item would be to look into better interfaces for bad link reporting.
For example, we could provide a “zap mode” rendering of the entry which
looks exactly like the normal entry, but with the only differences being a
message saying that zap mode is active and that clicking the hyperlinks would
result in zap notices being sent (rather than target entries being opened).
Possibly even better would be to do away with the separate bad link reporting
mode entirely, and just have a “special” click to report a bad link instead
of follow it. The drawback of this is that it is not clear how it could be
implemented in a standard web browser, and it might be more difficult for
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users to figure out.
Another improvement which could help the cooperative link control sys-

tem might be reporting the titles of target entries (and possibly categories)
as “tooltips” over hyperlinks. Most of the time, this would allow users to
disambiguate the meaning of a hyperlink without following it. For example,
it would be obvious in the case of “picture” image versus “set theoretic”
image which sense was meant by a link, based on the destination entry title.

Yet another enhancement could be the simple provision of an auto-redirect
on the bad link reporting “thank you” page (after a few seconds). This would
remove the need for one of the clicks inherent in the reporting process, but it
would risk annoying the rare user who does not want to return to the entry
e was reading.

Combining the above enhancements, the “cost” of initiating a link zap
could potentially be reduced to a single click! However, some investigation
is needed to explore technical feasibility.

Conclusion

We have designed a new system for improving the automatic linking system of
Noosphere. The system will be able to almost completely solve the problem
of overlinking and will optimize the linking of keywords in an entry. The
system gives authors of the entry multiple levels of control for the links
which may be created in their entries. This system uses additional metadata
for defining linking policies. The system is cooperative and utilizes the users
of the system (or even anonymous readers) to report bad links in the entries.
The authors of the entries use these reports to improve the linking policy of
their entries. We also believe that this design can be generalized and applied
to any situation where automatic linking takes place.

9.2 “Related” Links

Figuring prominently in the integration metadata of each entry are the “re-
lated” links. These are given as a list of Noosphere canonical names in
the eponymous metadata field. When the Noosphere encyclopedia entry is
rendered, the links show up as a “See also” list, with the canonical names
resolved to entry titles.

Given that Noosphere already creates invocation links in entry texts, one
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might reasonably ask what the purpose is of these manually-supplied “re-
lated” links. The answer is that it is not always convenient or elegant to
work related concepts into the prose of an entry. The link sense of related
links is slightly different than that of automatic reference links; the focus
is more on connecting similar or co-occurring concepts than citing a depen-
dency concept. A related concept shouldn’t be critical to understanding
the concepts presented in the current entry, however, it should be similar or
connected in some way.

One example of a situation where related links would be very useful is
when there is a generalization of a concept, which could be related-linked to
the original concept. It is only the case that the specialization would likely
mention the source concept which it is a specialization of within the entry
prose; the reverse citation is less likely.

Another example of a good use of related links is in linking from abstract
concepts to their applications.

9.2.1 Symmetric Related Links System

A novel feature of Noosphere is the symmetric related linking system. The
goal of this system is to make related links symmetric, without imposing on
any entry author’s sovereignty over their entry.

The schematic of this situation begins with an author a of entry A, and
author b of entry B. Author a adds related link rb to A. Logically speaking,
it might make sense for entry B to contain the reverse link, ra. The goal
of the symmetric related linking system, then, is to make sure the link ra is
created without violating the wishes of b, and with minimal fuss.

The way the symmetric related linking system does this is through a user
preference, which each user can set to determine symmetric related linking
behavior. There are two “Encyclopedia integrity” options:

• Attempt to set symmetric “related” links: values = {“yes”, “no”},
default = “yes”.

• Accept related link suggestions: values = {“yes”, “no”, “ask”}, default
= “yes”.

The first option refers to the “initiating” side (the case when the user is
author a), and the second refers to the “receiving” side (the case when the
user is author b).
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The defaults assume that both parties will be as “aggressive” about pro-
ducing symmetric related links as possible. This is because in the vast major-
ity of cases observed, symmetric related linking is logically the correct thing
to do.

There is little reason for a user to set the first option to “no”, unless they
are fairly sure they are working in a subfield which has little or no connection
to the rest of the corpus (aside from some semantic dependency). Still, the
value is provided to give object owners maximal freedom.

In the case of the second option, setting the value “yes” will result in
the symmetric related links from a automatically being added by the system,
with notification (this notification means the owner b has the opportunity
to undo the related link addition). “No” will result in the reverse links not
being automatically added by the system, though a notification is sent in
this case as well, to inform of the opportunity and allow the owner (b) to
decide what to do. Finally, “Ask” is the most versatile option, resulting in a
prompt-notice which combines informing and system facilitating of workflow.
In Figure 9.9, a screenshot of a symmetric related prompt is shown.

Ultimately, the “Ask” setting for accepting symmetric related links will
not result in more or less mistakes being made relative to the other settings
“yes” and “no”, assuming owners (b) are vigilant about their notices and
following up with their truly desired action. However, there is an authority
issue at stake here: in the case of the absolute values of this setting, the
system (or more properly, other users) acts first and gives the entry owner
control later. In the case of the “ask” setting, control is given to the owner
from the outset, though at the cost of a time lag between inception of one
link and acting on the symmetric link.

There are two other minor features of the symmetric related linking sys-
tem. The first is that if the values of both of the options above are “yes”,
then a user will always have symmetric links drawn when e is the owner of
both entries A and B. The second feature is that a particular symmetric
link for a particular entry will only be suggested once. This is achieved by
storing pairs (rb, B) in the relsuggest table.

9.3 Attachments

Encyclopedia objects in Noosphere can be linked together in child-parent
relationships. The child entries in such relationships are called attachments.
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Figure 9.9: The symmetric related system in action. Here we see a prompt
notification generated when another user has cited an entry of the current
user’s in the related field. The current user has the option to set the cited
entry as related to the citing user’s entry.
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An entry with attachments is shown in Figure 9.10. Such attachments are
an important aspect of the content integrity in Noosphere. They allow for
a certain kind of topic decomposition which differs from that of concept
invocation, as in hyperlinks in entry text, or suggestions, as in manually-
created “related” links.

The sense of this decomposition is that of logical complements. For ex-
ample, a theorem entry could have a proof entry as an attachment, which
provides the proof of the theorem. A definition entry could have an example
or result entry, illustrating the definition “in action”, and so forth. The pro-
vision of this means of decomposition encourages authoring work to become
distributed. For example, in the case of the theorem with an attached proof,
there is less pressure on the author of the theorem to include a proof within
the body of their entry. The “theorem” and “proof” parts of what might
otherwise be one larger entry are a natural boundary for this decomposition.

For example, Figure 9.11 shows a PlanetMath entry with many attach-
ments which serve to complement or complete the information given in the
parent entry. Many of the attachments are proofs of assertions made in the
parent. Rather than have to bother the author of the parent entry to add in
the proofs, other people simply created these attached entries themselves.

In addition, the attachments architecture fosters the use of alternative
treatments, approaches, and presentations. This is because a parent entry
may have many children; attachments are not limited to one-per-entry. An
example of how this has encouraged many alternatives on PlanetMath is
shown in Figure 9.12. In this example, alternate proofs of the same theorem
are given.

An entry which is attached to a parent, when viewed, has a red up-arrow
in its title bar. Clicking this arrow takes the browser to the parent entry.
An example of an attached entry is shown in Figure 9.13. This red up-arrow
is present throughout Noosphere, always with the semantics of “go to the
parent of this object”. This uniformity provides for a cognitive affordance in
navigation, at least within the context of Noosphere.

Any author can attach their entry to any other object – the author of
the parent entry has no control over attachments. While this may seem
intrusive, all users thus far have understood that the line must be drawn
somewhere. Object owners in Noosphere have control over intrinsic, not
extrinsic metadata, and attachments certainly fall under the extrinsic cat-
egory. Attachments may appear on an entry’s display screen, but they are
not a proper “part” of that entry. If a parent object owner wishes to influ-
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Figure 9.10: An Noosphere entry, with attachments.
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Figure 9.11: A PlanetMath entry with multiple attachments serving as com-
plements to the content in the entry.
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Figure 9.12: A PlanetMath entry with two attachments which are alternative
treatments of the same concept.
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Figure 9.13: A Noosphere entry attached to a parent entry. Note the red
triangle in the upper-left hand corner of the entry’s title bar; this allows
navigating to the parent.
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ence the attachments to eir object, e must do it by contacting the owners of
the attached (or not yet attached) entries. The primary mechanism to do
this would be the corrections system, though Noosphere mail and anchored
forums can also be used.

Attachments can be made in a free-form fashion by simply using the
“Attached to” textbox on an entry addition or modification form. This box
is shown in Figure 9.14. An object ID or canonical name can be supplied here
(both are printed as part of the metadata in an entry’s display). This box
allows attaching an entry of any type to any other entry of any other type.
However, forming attachments in certain situations is made more convenient
by the Noosphere interface. This is done in such a way as to encourage good
entry decomposition practices. To achieve this, certain parts of the interface
have links which “bootstrap” the creation of a new entry, filling in the parent
object id, entry title, type, and classification.

One place this is done is in the “Interact” box below each entry. De-
pending on the entry’s type, a list of attachment creation links for various
relevant types is shown. For example, Figure 9.15 shows the Interact menu
of a theorem. In Figure 9.16, the Interact menu of a definition type entry
is shown. Note that the “add” lists differ; theorem objects have “result”,
“corollary”, and ”example” whereas definition objects have “derivation” and
“example”. The presence of these links helps suggest to the user what types
of objects it is proper to attach in the current situation. Note that both
types have “any”. This is always shown to allow partial automation of the
creation of any type of attachment (still filling in classification, parent ID,
and a dummy title). The presence of this link tells the user that it is O.K. to
attach other types, though they will have to investigate for themselves what
these types are. This encourages the use of adding “any” type only when the
user has a good idea of what they are doing to start with.

Another place the interface facilitates the production of attachments is
the specialty section “unproven theorems” (Figure 9.17). This section is es-
sentially one big list of entry titles, containing only the subset of encyclopedia
entries which are theorems and have no proof supplied4. Next to each title is
a “prove” link, which performs an analogous function as “add proof” in the
Interact menu of a theorem object. This section makes it very easy to find a

4This means that there is either no object attached of “proof” type, or the theorem is
not marked as containing its own proof. The latter is an element of the entry’s intrinsic
metadata, exposed as a checkbox on editing forms. This is visible in Figure 9.14.
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Figure 9.14: Attachment box within the entry addition form on Noosphere.
An object ID or canonical name can be entered here.

Figure 9.15: The “Interact” menu below a theorem-type entry. Note the list
of “add” links and their types.

certain type of “incompleteness” in the collection, and get started remedying
it5.

It is not always clear when attachments should be used, particularly in
cases where inline links or related links would get the same job done. For
example, in Figure 9.11, the first attachment is to a definition of “generator”,
which should be linked in the parent entry text already. In this case, the two
links point to different places, suggesting that the inline link is incorrect and

5It is unclear if functionality similar to the “unproven theorems” section would be useful
to natural science deployments of Noosphere. Certainly the natural sciences have theories
rather than theorems, but these theories do not have proofs. Interestingly, they do have
disproofs, so perhaps an “un-disproven theories” list would serve as a fitting analogue,
making it easy for users to attach “disproofs” to a theory.
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Figure 9.16: The “Interact” menu below a definition-type entry. Note that
the list of “add” links differs in some measure from the corresponding menu
for a theorem entry.

Figure 9.17: The “unproven theorems” section. The “prove” link next to
each entry title serves the same function as the “add proof” theorem Interact
option.
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should be repaired rather than relying on an attachment.
In addition, the very issue of whether decomposition should be the route

taken in an authoring situation can be tough to decide. Whether or not
a topic would be more comprehensible presented in a single entry or split
up into many entries depends on the situation and the characteristics of
the writers. Noosphere enforces no hard-and-fast rule, so it is up to the
community to decide.
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Chapter 10

Content Evolution

In this chapter I discuss the evolution of content in Noosphere (focusing on
the encyclopedia). First I discuss authority models, which effect how content
can evolve in a collaborative community, and how Noosphere implements au-
thority models. I then discuss the corrections system, the chief collaborative
vehicle for the improvement of entries and one of the most important parts of
Noosphere. Finally I discuss the versioning and concurrency system, which
handles much of the “practical” side of collaboration.

10.1 Authority Models

10.1.1 Introduction

An important aspect of a collaborative content production system is its au-
thority model (or models). The authority model should define who has per-
missions to add content, who can remove things already created, who can
modify them, and how these facets of authority evolve over time. Below I
will discuss two authority models, which I call owner-centric and free-form,
and how Noosphere supports them both in a hybrid scheme. This allows for
greater self-determination and “self-rule” by Noosphere users. I also discuss
how the orphaning and adoption system complements Noosphere’s authority
models, to ensure continuity of content development.
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10.1.2 Ownership

The foundation of Noosphere’s authority system is that of the object owner.
At its simplest level, this system is what you might expect: the person who
creates an object becomes its owner, and basically has complete control over
what kind of changes are made to the object. By default, they are the “gate-
keeper” for all changes to the object, and their judgment is final (though
assumed to be reasonable). This results in the basic owner-centric authority
model.

The motivation for this system was to appeal to the natural instinct of
valuing and perfecting that which one has created, especially when this work
is on display for a large community. When a single name is associated with a
work, the quality of that work becomes a statement about its creator. Hence,
the owner-centric model encourages quality work on sites running Noosphere.

However, if this were the end of the story, such sites would be in pretty
poor shape. The problem is that we can never assume that an object is
“complete”, and experience shows us that this is a reasonable assumption.
This fact clashes with the observation that people in any (online) community
come and go, their attention waxes and wanes, available free time varies
considerably, and interest can in some cases quickly fade.

Not only may a user create an object and never return to maintain it, but
it is simply too much to ask that a user maintain their contribution to the
site in perpetuity. A solution is needed that strikes a compromise between
singular ownership and community involvement in order to account for a
shifting user base (one can never step in the same river twice, similarly, a
site running Noosphere is never the same between each visit.)

10.1.3 The Orphaning/Adoption System

One solution to this problem is to follow the Wiki model and simply allow
anyone to modify objects, completely overturning the owner-centric model
completely. Clearly this solution brings to an end the system of “the owner”,
and incentives to at least attempt to take full responsibility for an entry are
somewhat diminished.

In addition, this model is somewhat inappropriate for mathematical and
scientific content. Requiring a correction to be filed in order to suggest
changes creates a dialog around these proposed changes. This is good because
there typically is a “right” answer in these fields, and it may not be obvious
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Figure 10.1: The Noosphere object orphanage, as seen recently on Planet-
Math. Note that only one object is an actual orphan; the others still have
owners but are “up for adoption”.

to the casual observer, who might just happen by and see something they
think is incorrect. An owner-centric system uses expert vetting to filter out
such innocent mistakes.

Thus, to keep the owner-centric model while still ensuring continuity of
maintenance, the best compromise then seems to be allowing some form of
shifting ownership. Noosphere has just such a facility, in the form of the
orphaning and adoption system.

Under this system, objects with long-lived pending corrections become
targets for adoption first, and then later orphaning. At six weeks (by default),
any other user can “adopt” one of these objects from the “orphanage”, at
which point they become owner of the object. After a correction has been
pending for eight weeks (again, this is just a default setting), ownership of
an object is completely removed, and the object is fully “orphaned”. At this
point it has no formal owner, and sits in a special “orphanage” section (see
Figure 10.1). It remains here until adopted by another user (Figure 10.2.
Figure 10.3 shows a user voluntarily giving up an object, called abandoning).

Of course, before either of these stages is reached, the owner of the entry
is notified of the situation. After a correction has been pending for two weeks
and continuing every week until orphaning, an owner is sent e-mail “nags”
informing them of the situation. Figure 10.4 shows one of these e-mail nags,
as it would appear in a user’s e-mail inbox. Note how important dates are

144



Figure 10.2: Adopting an object from the orphanage.

Figure 10.3: Abandoning an object (the user no longer wants to maintain
it). After this is done, it will appear in the orphanage.
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included in the message.
This system has been observed to work very well so far (see Chapter

14). It allows motivated and active users to take neglected objects “under
their wing”, and the same incentives which come from singular ownership
can continue.

10.1.4 The ACL System and Free-Form Access

Strictly speaking, the ownership sytem along with adoption is “complete” in
that it succeeds in ensuring continuity and maintenance of entries. However,
it was realized after a short while that singular ownership was rather limiting.
What seemed to be missing is the ability to make the decision to “share”
responsibility for an entry between two or more people, effectively making
the creator of an object a group-like entity. The singular owner system is
fine as a starting point, but in the real world, multiple authors are common.

Thus, Noosphere supports multiple authoring through the Access Control
List (ACL) system. The starting point for any new object is to have one
owner who is “super-user” with regards to that object, but this person can,
if they choose, use ACLs to define other users or groups of system users who
should also have “edit” access to the object. Such changes are made from
the ACL editor, shown in Figure 10.5.

The access rules in Noosphere are simple. A single rule specification
consists of read, write, and ACL flags, and a subject (which can be a user
or a group). The subject can be considered the “target” of the rule. In
addition, instead of a subject, the rule can be “default”. In this case, the
rule is applied to users for whom no matching rule with a specific subject
can be found (that is, the user isn’t the target of a rule, either individually,
or by way of group).

The “read” and “write” flags are fairly self-explanatory. The “ACL” flag
simply determines whether or not the subject can also define ACL rules for
the object. Granting a subject “ACL” permission is akin to making this
subject an “admin” or “editor” (rather than author) of the object.

As mentioned above, access rules can refer to groups. But where do
groups come from? These groups are defined in an ad hoc manner by users, as
needed, using the group editor (see Figure 10.6). In the group editor, groups
can be added arbitrarily, with a name and a description. Then members
can be added (see Figure 10.7). Once a group has been created and given
some members, it can be referred to as the subject of an access rule. For the
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Figure 10.4: A Noosphere e-mail outstanding correction “nag”. By default,
these are sent out two weeks after a correction has been pending, and then
again every week after this, until the object is orphaned.
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Figure 10.5: The ACL editor for a Noosphere object.
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common operation of creating an editor group for an object, there is a user-
interface “macro”. In the “owner” menu on the object view screen, there is
a “create editor group” link (see Figure 10.8). Clicking this link creates a
group with the title of the form “Entry name editors”, and brings the user
to the group member editor page where they can begin adding members.

This system provides all of the technical basis which is needed to allow
Noosphere to subsume the Wiki free-form (world-editable) authority model.
In particular, an entry can be put under the free-form authority model simply
by giving it an access rule which is of type “default” and has enabled “write”
and “read” flags (hence, by default, anyone can edit the entry’s contents).
Since ACLs are scoped per-entry, this means authority models can be applied
selectively. A Noosphere user can decide whether they want an entry to
be purely owner-centric, owner-centric with co-authors, or purely free-form.
However, the default authority model for an object is up to the user. The
default ACL can be configured per-user, and is applied to each new entry
they create. The default ACL editor is shown in Figure 10.9.

Note that orphaning and adoption still apply to free-form objects just as
in owner-centric mode, so this universal authoring status must be maintained
by actual participation and upkeep by whomever the active contributors are.

The permissions for an entry, and hence the manifest authority model for
that entry can be changed at any time. This is commonly needed, as it is
possible to begin an entry from one approach and with one facet of expertise,
but later discover that there are many other facets to the concept which it
would do better to have other “experts” write about. In this situation,
changing ownership seems less reasonable than simply expanding the set
of authors, to properly give all parties credit and lighten the addendum-
handling burden. In addition, if a user decides to change their default ACL
(say from owner-centric to free-form), they can retroactively apply the new
default ACL to all of their existing entries. This makes it easy to switch
authority models and other particular facets of access for a large number of
entries in the event of a change in philosophical leanings of other practical
considerations.

In sum, the ACL system adds flexibility by allowing for diverse authority
models; generalizing the concept of “owner” to a group or even to “every-
one”. The presence of not only owner-centric and free-form models, but also
“in-between” models consisting of multiple authors and author groups, goes
beyond either Wiki or owner-centric systems.
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Figure 10.6: Editing a group.
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Figure 10.7: Editing the members of a group.
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Figure 10.8: Creating an editor group. This is simply a group which has
write permissions to a particular object. Co-authors can be added to such a
group, and the initial work is done simply by clicking on the “create editor
group” below an owned object.
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Figure 10.9: The ACL editor for a user’s default permissions. Modifications
to these permissions will be applied to all newly-created objects.
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10.1.5 Which Authority Model is Best?

Most collaborative content creation systems exhibit either owner-centric or
free-form authority models, but not both. This is likely because both are
“complete”, providing for continuity of maintenance. But as I have suggested
above, both models have their benefits.

The free-form model is at first blush better insurance against “dead” or
“stale” entries (which are effectively abandoned by their creator). In the free-
form model, motivated readers who happen across the entry can make their
own additions and repairs instantly, with essentially no barriers to doing so.

However, the owner-centric system has other advantages. The require-
ment of making collaborative changes through corrections makes rejection
of poor suggestions easier than in the free-form situation. It also builds up
a cleanly demarcated history of collaborative changes (and rejected sugges-
tions). Owner-centricness also allows the owner to exert a uniform presenta-
tion and instructional style.

Despite these differences, Noosphere has provisions that remove some of
the limitations of the two models, bringing them closer together in capability.
The owner-centric model has orphaning and hence changing of ownership,
which simulates turn-taking editing in the free-form model (albeit on a longer
time scale). Thus, both models provide for continuity of maintenance. The
free-form model has a form of correction rejecting, as the owner still retains
the ability to roll-back changes (see Section 10.3 for more details).

So what is really the difference, and is one model better than the other?
The differences manifest in the form of style, delays, and the moment where
authority manifests. In the free-form model, rejection of changes by the
owner happens after the fact, if at all. In the owner-centric model, it happens
before the changes ever get applied, as the owner is a “gatekeeper” to changes.
However, this results in a long time lag in the case of an inactive owner and
pending, valid corrections. Eventually, ownership will likely change and a
new owner will apply the correction, but this delay is not present under the
free-form model.

Stylistically speaking, most people will agree that when an author (or
tight group of authors) regulates all changes to a work, it will be more stylis-
tically consistent. This makes intuitive sense, especially since we think of
authors (in the exclusive owner sense) as putting extra work into consistency
and uniformity, as a matter of pride. We expect to see more of a “list of facts”
in the case of editing dominantly by free-form access, with less stylistic effort
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tying together the disparate fragments.
Thus, it seems that the differences fall into areas which are really a manner

of preference: style, timing of authority exertion, and delays. Noosphere’s
authority models system was therefore designed to be agnostic in terms of
the “best” authority model (other than assuming owner-centric by default).
Chapter 15 takes an empirical approach to answering the question of which
authority model is best, and whether it makes sense to support both.

10.2 Corrections

The corrections system is one of the centerpieces of Noosphere. It is the
primary vehicle through which content evolves and continuously improves.
It facilitates a distributed content review process, which is one of the major
philosophical decisions evident in the Noosphere design. Using the correc-
tions system, any user can in effect be a reviewer, as they select themselves
for this role through their own interest, motivation, and expertise. There is
no separate user class of “reviewers” in Noosphere.

In addition, the corrections system formalizes the workflow of the review-
revision cycle. In contrast to systems like Scoop (see Section 3.1.2), editorial
remarks (corrections) are not simply forum messages, they are a separate type
of object handled in a separate system. This means a correction can have
attributes, a life span, an effect on the status of the object it references, an
effect on the status of the owner of this object and the filer of the correction,
specially targeted awareness features, and even its own anchored forum. All
of these capabilities come in quite handy, and will be discussed below.

The core attributes a correction has are type, filer, Noosphere object
ID, description, filed date, closed date, and closed status. The type is one
of either meta, erratum, or addendum. The filer is the Noosphere user ID
of the user who filed the correction. The object ID is a reference to the
encyclopedia object which is being corrected. The filed date is a timestamp
recording the moment the correction was filed. The closed date is the date
the correction is closed by the owner of the object being corrected; it remains
NULL until closure occurs. Finally, closed status is an integer value, with “1”
representing “accepted”, “0” representing “rejected”, and “2” representing
“retracted”.

A sample correction is shown in Figure 10.10.
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Figure 10.10: Viewing a correction object.
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10.2.1 Filing a Correction

Bound up in the question of when to file a correction, and to what end, is
the question of what the correction “type” field means. Hence, I first present
this in more detail.

The “erratum” and “addendum” types are for corrections to an entry
which concern the concepts within that entry. An erratum is for instances of
conceptually incorrect content. Examples in mathematics would be an erro-
neous equation or an incorrect proof (perhaps missing a step). An addendum
is for instances of missing conceptual content, such that these concepts are
not critical to make sense of the current entry (that is, the lack of these
concepts does not make the entry in error). However, the intent is that
the entry will be improved by covering the concepts given in the addendum
correction.

In greater detail, some of the motivations for addendum corrections are:

• Comprehensiveness. If more content can be added, it probably should
be. This includes showing relatedness to other sub-disciplines, and pos-
sibly applications. It includes alternate derivations, additional results
and properties, and different methods of visualization or approaches
to explanation. The user isn’t expected to write a book – that would
of course defeat the purpose of an encyclopedia. But the idea is to
mention all of the important insights so that the learner knows what
to look for if they’d like to study the idea in more detail.

• Comprehensibility. Formal and concise statements tend to be useful for
reference purposes, but they are not very useful for learning something
completely new. More extensive explanations, visualizations, and ex-
amples are very powerful tools for teaching, and they should play a
large part in nearly all entries.

• Alternate conventions. Often times there are conventions which vary
from country to country, region to region, school to school, or even class
to class. In general, things are usually taught with one approach, even
when others are available. The user should keep this in mind and try to
consider a global perspective when writing and critiquing entries. Most
alternatives should at least be mentioned, even if a particular choice is
standardized upon for treatment.

157



• Interconnectedness. This means provisions for properly interlinking
Noosphere entries. This includes tweaking citations of concepts so that
they trigger linking to another Noosphere entry, or conversely, adding
synonyms to entries or tweaking titles, definitions, or classification to
conform with the way they are mentioned in other entries. It includes
adding explicit “related” links to other entries in the encyclopedia when
they should be there. Also important is reporting to an object owner
when a link goes to the “wrong” entry, or there is a link where there
should not be, and reporting the lack of a subject classification (which
serves as a hint to automatic linking.)

The “meta” correction type is for corrections which do not concern the
concepts of an entry; these are the descriptive metadata of the entry or
the structural metadata within its text. Examples of descriptive meta-
data are classification and concept labels (title, synonyms, defines).
Structural metadata includes formatting and layout of the entry. Lan-
guage use should also be considered here; it is “meta” in the sense
that it is merely a medium for the concepts, rather than the concepts
themselves.

These correction types also serve a dual purpose of allowing prioritiza-
tion, through the scoring system. The different correction types yield
different scores upon correction acceptance. On PlanetMath, erratum
are worth the most points, with addendum second, and meta third (for
specifics, see Section 11.4).

10.2.2 The Correction Life Cycle

Corrections are filed spontaneously, as far as the corrections system is con-
cerned (there is no workflow before the point of filling). Once filed, a correc-
tion is of pending status. A pending correction is displayed on the encyclo-
pedia entry page of the entry to which it was filed (see Figure 10.11). During
this time it has extra visibility; alerting readers that the entry is possibly
deficient in some manner. In addition to being more visible, owners receive
e-mail “nags” every two weeks a correction has been pending, reminding
them that the correction needs addressing1. Both the extra visibility and the
nags provide some pressure on the object owner to resolve the correction.

1They can choose to make these nags appear only as Noosphere notices.
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A resolution closes a correction, stopping the nags and reducing its visi-
bility. At this point it is removed from both the global corrections list (see
Figure 10.12) as well as the page of the entry it was filed to. It still remains
visible from the corrections history of the entry, however (Figure 10.13).

There are three types of correction resolution:

• Closed, accepted - The most common method of closing a correction.
The owner simply clicks on the apply button (either in their corrections
list or on the the correction display itself), makes the relevant changes
to their entry, and saves. This automatically closes the correction,
concurrent with saving the changes. Figure 10.14 shows a portion of
an entry editing screen, reached after selecting to accept the correction.

• Closed, rejected - This is the second most common method. Corrections
are not always right; it can be the case that the filer was mistaken
or made a suggestion the object owner did not agree with. In this
case the owner can choose to close the correction without making any
changes to the entry; this is a rejection. Figure 10.15 shows a correction
rejection screen. The chief function of this screen is to supply a rejection
comment; it also serves as a verification step.

• Retracted - The filer decides they no longer want to make the correc-
tion, either noticing that something they thought was an error was not,
or simply changing their mind about the appropriateness of an addi-
tion. This may happen after some inquiry by the object owner, who
will often be confused in the case of a correction pointing out an error
that is not an error. Such inquiry can be posted to the correction’s
discussion area as a message, and a back-and-forth conversation can
ensue.

In addition, there are some outcomes that are not direct “resolutions”,
but open the door to resolution (eventually, one of the above three resolutions
must be attained, concurrent with closing the correction). These outcomes
are useful when the object owner lacks the capacity or motivation to resolve
the correction directly:

• Transferring - The owner decides the filer is a better steward for the
entry than e is and “sends” the object to them. This is a two step
process: first the owner must offer the correction, and then the filer
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Figure 10.11: A Noosphere entry with a pending (open) correction.

160



Figure 10.12: A global (system-wide) listing of pending corrections.
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Figure 10.13: A listing of all corrections (pending and closed) for a single
entry. Note the resolution method for closed corrections, and message counts
for anchored discussions.

must accept the correction. If this is done, ownership of the object
changes, and the filer can make the changes they wanted and close the
correction.

• Co-authoring - The owner decides that the filer should become part-
author of the entry. That is, the owner would like to retain primary
control of the entry, but trusts the filer to add in and maintain portions
related to their suggestion. Co-authoring is supported by the ACL
system; a co-author can be added singly by simply adding an access rule
to the entry stating that this user has write permissions. Alternatively,
a new group can be created for editors of the entry, and an access
rule can be added to the entry giving that entire group write access to
it. The latter is a more elegant solution, as future co-authors can be
added simply by adding them to the group. This solution is facilitated
through the interface, via the “create editor group” link in the “Owner”
box displayed with each entry (of course, only when its owner views
it).

• Orphaning - When eight weeks has elapsed on a pending correction (in
the default Noosphere configuration), ownership of that object is auto-
matically relinquished. The object is then officially owned by no one,
and is said to be an orphan. It sits in the orphanage until someone
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Figure 10.14: Accepting a correction. Clicking on a correction accept link
takes the user directly to this object editing form, where they are expected to
make relevant changes. They can also supply a comment (the comment field
is initialized with the correction text, to supply context and allow quoting).
Also note that the revision comment for the edit is initialized based on the
correction number and title.
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Figure 10.15: Rejecting a correction. Here the user supplies a comment ex-
plaining the rejection. This field is initialized with the text of the correction,
for context and quoting.

adopts it (see Section 10.1). This person (who could be the correc-
tion filer) becomes the object’s new owner, and can then resolve the
correction.

• Abandoning - If the owner for some reason feels that they cannot handle
maintaining the entry anymore in lieu of the correction, but also that
the filer would not make a good steward of the entry, then they can
simply relinquish ownership of the object. This is called abandoning.
This results in the object being placed in the orphanage. Another
reason for abandoning could be if a transfer was initiated, but refused
by the filer. In any case, the user that eventually adopts the entry can
resolve the correction.

These outcomes for a correction are illustrated in 10.16, a state diagram
of the corrections life cycle.

The reader might ask at this point how corrections are “enforced”; that
is, how do we ensure that an object owner makes corresponding edits to an
entry when they accept a correction, and how do we ensure that a rejected
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correction was legitimately rejected (and not done so simply to avoid work)?
The short answer is that we do not ensure either. It is up to the community
to resolve these situations; Noosphere merely provides the system tools to
streamline the most common workflow scenarios. In the case of an illegitimate
correction resolution, there are a few tools available to the community:

• Make direct contact with the owner, either through the rejected cor-
rections anchored discussion area, or through Noosphere mail. Try to
resolve the disagreement colloquially.

• Repeatedly file corrections, perhaps rewording things if it is believed
the entry owner may not have understood. The owner will either “see
the light” and make the suggested changes, or eventually get tired of
illegitimately closing the corrections. In the latter case, their object
will soon become orphaned automatically, and other parties can take
over maintenance of it.

• Create an alternate version of the contentious entry. There is ultimately
nothing about Noosphere which restricts coverage of a concept to one
entry2. In fact, at the root of the disagreement is probably an inabil-
ity to standardize on a single approach, in which case it is perfectly
reasonable to present both approaches in separate entries.

Orphaning

Since auto-orphaning for outstanding corrections is predicated on the passage
of time periods, some means must be provided to handle this task outside
of the normal Noosphere web application system. Filling this role is a script
which is called every few minutes as a cron job. The script itself (called
outstandingcor) is just a wrapper which iterates through outstanding cor-
rections and applies Noosphere library routines to them which send out nags
and perform orphaning.

Architecturally speaking, it is important to note that nowhere is there
ever stored an “outstanding”, “adoptable”, or “orphaned” flag. Instead,
these statuses are calculated on demand wherever needed, utilizing the avail-
able stored dates, the current date, and the intervals supplied in the Noo-
sphere configuration. This status-on-demand design allows the configuration

2Alternates may make the linking situation trickier; see Section 9.1.
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to be changed at any time and immediately reflected in the behavior of the
system. Were status stored in the database, a conversion task would have to
be run which alters the statuses in accordance with the new time intervals
from the configuration, possibly working backwards from available data to
make the necessary inferences.

In support of this system, only one database provision is needed: a grace
interval stored along with each correction. The grace interval is simply a
time interval (stored as seconds) which is added to the current time in the
correction status computation to give the object owner more leeway. This
value is maintained whenever an entry changes ownership, so that the new
owner has the same amount of time to resolve the correction as the former
owner had.

Free-form Corrections

All of this discussion begs the question of what the role of corrections even
is in the case of a world-editable entry (one to which the free-form model
has been applied). That is, what is the role for a corrections system if
any correction filer can simply make the corresponding modifications to the
entry directly? Indeed, the need for formal corrections for such entries is
considerably diminished.

However, formal corrections still maintain some usefulness. For one, it is
still possible that a user will come along and find an error or inconsistency,
but not know how to fix it. In this case, the observation must still be com-
municated to the authors, and formal corrections (as opposed to messages
or Noosphere mail) remain the best avenue for this. Similarly, an addendum
might be filed which the filer does not know how to fill (it could be open
ended, such as “this entry is confusing, it needs to be made clearer”, or “can
you supply some applications of this concept?”). In fact, non-experts are
probably most likely to directly make modifications in the case of simple
meta corrections.

In addition, formal corrections remain a useful tool for experts quite capa-
ble of making changes (even those who have made past contributions to the
entry). One reason may be that they lack time to make an extensive change,
so they file a correction as a “to-do” item in hopes that someone else with
more free time will happen by and apply it. Alternatively, they may want to
discuss how to go about some change with the other active contributors to
the entry, in which case a correction can host a discussion.
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Finally, it may still be the case that the filer does not feel e can make
changes to a part of the entry that someone else wrote, in which case the
correction system could be used in the classic sense. In essence, the fact that
the filer happened to have contributed to part of the entry is irrelevant.

Thus, there are plenty of reasons why the formal corrections system is
still useful for world-editable entries. The only caveats are that the owner
of the entry still risks losing ownership from pending corrections, and that
active contributors will not receive any e-mail notification for corrections3.
The latter can be fixed, but it is unclear what to do about the former.

10.2.3 Interface

While corrections show up in the context of the entry they were filed to, there
is an additional corrections interface available to each user. This interface
shows all corrections that concern that user (either filed or received), and is
available by clicking on “corrections” in the user box. The corrections filed
and corrections received lists are presented as separate pages, with corrections
received as the default. Both pages link to each other for easy toggling.

Part of the function of both of these interfaces is of course to provide
history. But in addition, they act as a central location to move to different
states in the correction workflow. The corrections received page (Figure
10.17) provides easy access to accepting or rejecting the correction, via the
“+” and “-” controls. All three options (accept, reject, and transfer) are
available from here by clicking on the correction title to open it.

The corrections filed page 10.18 makes it easy to retract a correction, by
clicking the “-” control.

Both interfaces make it easy to navigate to the correction, the filling or
receiving user, and the object being corrected. Note both also use the left-
hand column of the corrections listing table to display either a resolution
type (accepted, rejected, retracted) or hyperlinked controls to produce one
of these resolutions.

3They will by default receive Noosphere notices for corrections to the object, as there
is a user preference (on by default) which dictates that watches should be placed on all
objects which have been edited.
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Figure 10.17: Corrections received for a Noosphere user (filed to objects the
user owns).
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Figure 10.18: Corrections filed by a Noosphere user.
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10.3 Versioning and Concurrency

Noosphere’s object versioning system provides useful functionality in a num-
ber of ways. Firstly, it provides a history of revisions of an object, including
access to all of the data of previous versions. This is useful in a variety of
situations where past information is needed. For example, an author may
have deleted something in an encyclopedia entry, only later to realize it still
should be included. Rather than rewrite this portion from scratch, they can
simply copy it out from the old version.

However, the situation where provision of history really becomes a critical
need is multiple authoring. In fact, versioning was added to Noosphere soon
after the ACL system, when it became a manifest requirement. To see why
this is necessary, imagine the disorientation that would occur if you were
notified that a co-author had revised an entry of yours, but you had no
idea what changes they made. The versioning system provides the ability to
compare old and new versions, as well as to store revision metadata (such as
revision comments). This allows an object owner to keep a watchful eye on
changes, so that they can address modifications directly and better enforce
consistency and style.

Of course, version history is also useful to third parties, who may simply
want to see how an entry has evolved through time. They may simply be
curious, want to see how a correction was addressed, or want to see how an
entry has changed since they last looked at it.

Another important aspect of the versioning system is that it allows con-
currency to be handled. Currently this functionality is minimal, but it is
enough to guarantee that no work is ever lost. If a check-in of an entry is
made while someone else is still editing it, the latter person will be notified
of this at the time of their check-in. This removes a significant problem of
collaborative authoring. The workings of this part of the versioning system
are discussed below.

Finally, the versioning system allows for some authority to be exercised
in free-form object situations, through the provision of rollback. This allows
object owners to easily “unapply” changes, saving them from the work in-
volved in making an edit manually and routing out the changes. In addition,
the rollback erases the changes entirely, so possibly malicious content can be
removed.
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Figure 10.19: Revision history for an encyclopedia entry.

10.3.1 Interface

The versioning system manifests as two key interface services: the revision
history browser (Figure 10.19) and the past version display (Figure 8.3).

The revision history browser (or just “revision browser”) is a tabular list
of the basic revision metadata. It is accessible from two key places: the entry
display (see Figure 8.2) as a hyperlinked “Version #” string, and the “Your
Objects” listing page for each user (see Figure 10.20) as a “history” link.
The basic revision information shown on the revision browser is old and new
version number, old version date, revising user, and revision comment (note
that this may not be available sometimes, and hence, is not displayed). From
the revision browser, the user can click on any version to view it in detail,
click on any user to see their information page, or click on the top link to
view the entry.

The past version display (Figure 8.3) formats and displays the metadata
for a past version of the entry. This display is not rendered, rather, it is
shown in “source” form. Note that metadata is shown along with content, as
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Figure 10.20: The “Your objects” service, a personal index of objects owned
for the current user. Common functions are made accessible from here, for
instance, editing content or viewing revision history.
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Figure 10.21: A revision history browse page for an entry, viewed by that
entry’s owner. Note that “rollback” links are present. Also shown is the
mouseover tooltip for a rollback link, which makes clear precisely what roll-
back will do.

metadata sometimes changes between versions. Indeed, sometimes the only
change between versions is metadata (for example, changing a classification
or adding concept label metadata).

Rollback functionality is also provided from the revision browser page.
When the revision history page of an entry is viewed by the author of that
entry, “rollback” links appear (see Figure 10.21).

The versioning system is also connected to the user interface through the
entry editor. Revision comments are entered in here (see Figure 9.14), con-
comitant with the modification they refer to. The comment field is initialized
to something useful, when possible (such as a reference to a correction, and
its title). The editor can augment or replace any default revision comment
(and usually should).

Concurrency handling is also exposed through the entry editor. When the
user attempts to save changes to a checked-out version of the entry which has
been deprecated by a newly checked-in version (an “editing collision”), an
error message is given and check-in (saving) is prevented (Figure 10.22). The
message explains that the conflict must be resolved by hand. The process for
this is to view the new version (and possibly its source) to determine what was
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Figure 10.22: Editing collision error message. This message is displayed when
an editor tries to save changes to an object which has had updates applied
since the version which was checked out for editing.

changed, in comparison to the version currently being edited. Then a new
edit can be opened up in a new window, pasting in as much of the changes
from the old edit as are still applicable. This is essentially “manual merging”.
It admittedly not a very elegant process. However, it should happen very
rarely. In addition, some amount of manual merging is unavoidable when the
same document fragments are edited concurrently (see discussion below).

10.3.2 Architecture

In Noosphere’s versioning system, current versions of objects are stored in the
database and old versions are stored as snapshots on disk in XML. This split
architecture is necessary for speed as well as relational integration in opera-
tions that utilize object metadata. Not only would Noosphere be unworkable
if every operation required parsing an XML snapshot, but ultimately the data
must be processed in relational form anyway. Thus, it makes sense to keep
the current version of the metadata stored as relations in a database. Old
versions, by contrast, only need be reviewed manually from time to time.

Versioning is abstracted; any Noosphere object type can potentially be
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part of the versioning system. This functionality is provided through plug-
ins. The two chief plug-ins are called to produce an XML snapshot and to
apply an XML snapshot to the database (loading it into relational form).
Thus far, the encyclopedia entries section and the collaborations section4 are
the only Noosphere objects which utilize the versioning system. We focus on
encyclopedia entries for the rest of the discussion.

When a modification to an entry is about to be saved, first an XML
snapshot is produced of the current record in the database. This snapshot
contains all intrinsic metadata and some extrinsic metadata (for example,
the list of all past editors/authors)5. Snapshots are stored on disk in the
Noosphere data directory in the path “versions/table/num”, where “table”
is the Noosphere object’s table name, and “num” is the object ID. Within
this directory, files are named “CanonicalName #.xml”, with “#” the version
number and with appropriate object canonical name.

When the revision history browser is requested for an object, the corre-
sponding snapshot directory on disk is consulted. The files in this directory
are parsed and some fragments of metadata are extracted. These fragments
(revision comment, version, date) are output as a list, which is formatted
into the revision browser page. When a particular past version is selected
from this page, the full snapshot file is read from disk. An XSL stylesheet is
applied to the XML contents of this file, and the output becomes the display
the user sees.

These portions of the versioning system are illustrated in Figure 10.23. In
this diagram, an entry is being updated from version “N-1” to version “N”.
The old version is written to disk as an XML snapshot, becoming the latest of
N-1 snapshots on disk. The last version is overwritten in the database with
version N. The revision history browser and version viewer services access
the XML snapshot data from the disk, while other services access the latest
relational representation of the entry from the database.

Concurrency is provided by a version stamp, both in the database and
in the form data of a checked-out edit. When the entry editor is requested,
the entry’s version becomes a hidden field in the edit form. When the editor
requests to save their changes, Noosphere checks the copy of the object in

4This is an experiment private collaboration section, for articles and papers.
5This must be preserved because during rollbacks, some persons who had edits unap-

plied should no longer be in the authors list. For an example of an XML snapshot, see
Figure 8.4. Thus, the author list needs to be restored to its state at the time of the rollback
version.
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177



the database. If the version column is now greater than the version from
the checked-out form data, then the error message shown above is displayed,
and check-in is refused. If the version number is the same as the form data
version number, then the check in proceeds. The database version of the
entry is updated, including incrementing the version column. This very basic
concurrency controls buys a large effect (namely, guaranteeing no loss of data)
for a very small code and data overhead cost.

10.3.3 Future Work

The versioning system currently implemented is very basic. There are feature
analogues in other systems (for instance, CVS) that could be translated into
new features for Noosphere’s versioning system.

One feature that would be very useful is the ability to automatically
compare two version of an entry, that is, to “diff” them. Currently to find
the changes between two versions of an entry, the user must manually inspect
both versions. This process can be aided by an algorithmic analysis of both
texts, which can be used to produce output that makes the changes clear. In
the UNIX diff program, this is done by producing output which contains
only a description of the changes between two documents. This output has
a standard format, and can be used to translate the old version to the new
version (indeed, this is what the patch program does). However, UNIX
diff is geared towards program source code, which typically consists of very
short lines and no prose. Because of this, diff cannot track modifications
within lines. In addition, diff only understands line insertions and deletions;
transpositions of lines are not handled specially.

These characteristics make diff, or any programs which behave the same
way, a questionable fit for Noosphere. A custom diff routine may have to be
written, possibly based on edit distance so that it is able to understand
transpositions and moves as well as additions and deletions, on a character-
level granularity.

Another useful feature would be the ability to automatically merge con-
flicting versions. Rather than force the author of a colliding entry version to
manually inspect both versions, determine if the revisions conflict, and merge
the two sets of changes, this step could be performed automatically (when
possible). This could be determined by a granularity setting in an analysis
algorithm: when changes are to different document portions on a sentence or
paragraph granularity, they are considered mutually exclusive and can both
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be applied. If changes happen to the same “atom” (either a sentence or
paragraph, depending on the setting), the author would be alerted as before.
However, now they could also be presented with a diff, and a synopsis of the
conflicting portions in specific.

In addition, it will have to be determined whether entry metadata (in
addition to just full text) is considered by the diff algorithm. The specifics of
how to handle metadata for diffs and merging (which may not be analyzable
in the same manner as full text) are not clear. The simplest method would
seem to be comparing XML snapshots of both versions, rather than extract-
ing portions for particular fields. However, this may not suffice if different
portions of the metadata need to be interpreted differently.

Finally, it may be desirable to widen the application of the versioning
system to other object types in Noosphere. This would seem particularly
worthy of consideration if entry metadata becomes a part of the diffing and
merging services of the future versioning system.
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Chapter 11

Community

In this chapter we look at community aspects and services of Noosphere.
First I present three user information services (the user page, the user list,
and user activity display). Then I discuss the notices and watches services,
which provide a configurable basis for users to keep involved and updated
with activity in the system. Next I discuss the requests service, which allows
users to file requests for new encyclopedia objects, and for these requests to be
fulfilled by new entries. Then I discuss the scoring system, which allows users
to accumulate “points” for making contributions to the community, thus
building up a reputation. Next I discuss the ubiquitous forums system, which
makes most Noosphere objects “forums”, providing for anchored discussions
regarding those objects. Finally I discuss the Noosphere mail system, which
allows for private intercommunication between users in a way that preserves
their identity within the community.

11.1 User Information

User information services in Noosphere provide a means for the community
to be more self-aware than it might be otherwise. Indeed, it might be difficult
to call the set of Noosphere users a “community” without a means for its
members to identify each other, within the boundary of the community, and
relative to their roles and contributions within the community. The three
main user information services in Noosphere are the user list, the user activity
display, and each user’s information page.

The user list is simply a listing of all registered users in the Noosphere
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system, along with a few numeric statistics for each one. Each column of
the list can can become the sort key for the list, using a drop-down selector.
In Figure 11.1, the first page of the user list screen is shown, sorted by the
“productivity” metric. The other columns of the list are user id, user name,
score, consistency, and joined date. “Score” is discussed in the section on
scoring; it is a rough metric of contributions to the community. Consistency
and productivity are based on score, roughly translating to contributions
over the long term, and rate of contribution. As one would expect, such a
list gives users the ability to see who is in the community, and some basic
facts about their productive activity in the community.

The user activity display (Figure 11.2) provides information about recent
use of the system. It is simply a table which lists the users who made the
last 50 requests to the system (while logged-in), as well as the length of the
interval between their last request and the current time, and the time of the
last request. This can answer the question “who is on the system right now?”,
and give some idea of the volume of community activity in the present time.

Finally, the information page about each user serves as a summary of
them, in the context of the system (Figure 11.3). It contains some basic
personal information (name, location, email, brief bio), as well as counts and
links to lists of objects created and corrections received or filed. It also has
some useful controls to perform operations “about” the currently displayed
user: sending them Noosphere mail, adding them to an editing group, or
for an administrator, deactivating or deleting the account. The placement
of these commands in-context eliminates the need to specify the user as a
parameter for one of these operations elsewhere (for instance, typing their
name into the “To:” field of a mail message).

To account for privacy, the user list and user activity services are only
available to other registered and logged-in Noosphere users. Non-registered
users can see the user info pages, but some information (such as email ad-
dress) is not provided. These differences also help to draw the community
boundary more clearly, providing clear differences between those within the
community and those who are not.

11.2 Notices and Watches

An extremely important component of Noosphere is the notification system,
part of which is the watches system. This system keeps Noosphere users
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Figure 11.1: The Noosphere user list service. In this case, users are sorted
by productivity.
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Figure 11.2: The Noosphere user activity service.
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Figure 11.3: The Noosphere user information service, called for a particular
user. This is a real user on PlanetMath.
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alerted to events which are likely to be of concern to them, often times
demanding some sort of action to be taken in response. Examples include
corrections or edits to entries, responses posted to messages, or messages
posted to objects owned by the user (these could be questions about that
object).

Many online community systems supporting discussion and other com-
munity or collaborative interactions lack notification altogether, or have very
simple, inflexible notification systems1. Because of the deficiency of notifi-
cation in these systems, interaction is slowed down or simply does not take
place at all. This is easy to understand when we note that, without the pro-
active delivery of notification into some channel the user will be “tuned in to”
at the appropriate level of attention, it would be the user’s responsibility to
“poll” the system to check back for activity relevant to them. This is a fairly
unreasonable demand, particularly in systems which rely on users donating
small bits of spare free time.

Thus, Noosphere takes the more pro-active approach, so that users needn’t
be in either the category of the obsessive (checking back many times a day)
or the non-participating (perhaps even forgetting about the Noosphere com-
munity they joined).

The notion of channels is important. Noosphere recognizes two channels:
the Noosphere notices “in-box” and the user’s e-mail in-box (outside of Noo-
sphere). The working assumption of the design of Noosphere’s notification
system is that the e-mail channel is highly attended to by the user, and the
Noosphere notices in-box is much less attended to. Based on this assumption,
“critical” messages are sent to the user via e-mail, and “normal” messages
are sent to the Noosphere in-box. This way, Noosphere will not become seen
as just another regular “spammer”, a bounty of which most users are likely
already dealing with in their e-mail in-boxes. In fact, if any e-mail is too
much e-mail, users may set a preference which turns all e-mail notifications
into Noosphere notices. In Figure 11.4, an example of a user’s Noosphere
notices in-box is given.

Other than prompt-notices (discussed below), a notice consists of a title, a
hyperlinked user (who triggered the event which caused the notice), a date,
an optional comment, and an optional hyperlinked list of context objects.
For example, a notice informing of a reply to a posted message would have

1Most web forum/bulletin board systems lack notification altogether. Kuro5hin has
notification, though it is a “premium” for-pay feature.
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Figure 11.4: Notices in-box on Noosphere.
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a title of the form “a reply has been posted to your message”, a name of the
form “by JohnQUser”, a comment which was the subject of the actual reply,
and then context objects of the original post and the reply (with the anchor
for each hyperlink being the titles of the posts). This basic form has proven
applicable to a wide variety of notification scenarios.

By and large the above metadata is encoded in a simple flat format as
the single notices table, with each field in the form of a column. However,
the context objects cannot be squeezed in such a format, as there can be
multiple context objects for each notice. Because of this, there is also an
objlinks table, which contains rows that map Noosphere objects to other
objects, in the sense of directed arrows. Context objects for a Noosphere
notice are stored as objlinks from the notice to the relevant objects.

The notices in-box on Noosphere is very simple. It takes the form of a
list of individual notice boxes on one page, in descending order by date (most
recent notices first). At the bottom of the page are controls for deleting all
or “selected” notices. The latter option utilizes the check-boxes near each
notice to determine which subset to delete.

There is no means to “save” notices in Noosphere; they are either in the
in-box or deleted entirely. In the future the system could be extended to
support such a tiered architecture, but thus far, not a single user has asked
for this capability.

11.2.1 Prompt-Notices

A special kind of notice called a prompt-notice was introduced to streamline
workflow on Noosphere. These notices come through the same notices sys-
tem as standard notices and for the most part contain the same attributes as
standard notices. However, prompt-notices also add a list of possible choices
in the form of hyperlinks. When one of these hyperlinks is clicked, the cor-
responding action is performed by the system. These actions are essentially
possible responses to some event which triggered the prompt-notice in the
first place.

Prompt-notices also must account for the case when they are deleted
without any of the options having been selected; in this case, a default action
will be performed.

Prompt-notices are supported in the database by three columns of the
notices table: choice_title, choice_action, and choice_default. The
first is a packed, delimited string containing the titles for each choice. These
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become the hyperlink anchor text. The second field contains a packed, delim-
ited string containing the encoded CGI parameters of the Noosphere appli-
cation function call which performs the action. This encoded string becomes
one of the CGI parameters of the hyperlink. The final field contains packed
CGI parameters for the default action (which is triggered upon notice dele-
tion). When these columns are NULL, the notice is interpreted as a standard
notice.

When the user is presented with a prompt-notice and clicks one of the
options, the packed CGI parameters of their choice are sent to the prompt-
notice dispatch subroutine. This subroutine reads and unpacks the CGI
parameters, populates the global $params and $userinf structures as if the
user had made a direct system request with the encoded CGI parameters,
and then passes control to the global dispatch. After this dispatch returns,
the user is given the notices in-box display, with a message to verify that the
choice had been executed (possibly with some returned output).

The reason for this seemingly strange architecture of encoded CGI param-
eters which become unpacked and pushed through the system to “simulate”
a direct end-user call is to eliminate the need to supply an entirely differ-
ent set of Noosphere subroutines which are “callable” by the prompt-notices
dispatch. In other words, any Noosphere subroutine can become the action
performed when a prompt-notice option is selected, allowing prompt-notices
to perform as “macros” for what might normally be directly-invoked subrou-
tines.

The only application of this system is to drive the symmetric-related
functionality of Noosphere. However, it will also serve as a basis for the
cooperative “link zapping” system in the future.

11.2.2 Watches

Watches are what make the Noosphere notification system truly flexible.
Watches are a “hook” applied to objects, the presence of which determines if
the user is interested in events that happen to that object. For the most part,
notices are triggered only for objects which a user is watching. However,
rather than expect users to manually add watches in the cases that matter the
most (that is, when they create an object), the default Noosphere behavior
is to create a watch for every created object. This can, however, be disabled
if the user desires.

Beyond this, the power of watches is that a user can “latch on” to objects
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object events
entries corrections (filed, closed), edits,

message posts
requests message posts, fulfillment, fulfill-

ment approval/rejection
message threads message posts
news, books, etc. message posts

Table 11.1: Events which produce notification for Noosphere objects when
they are watched.

which interest them, and thereafter be notified of all community activity
related to that object. A table of such events, for particular objects, is
given as Table 11.1. The two exceptions to this table (events which produce
notification without watches) are corrections to object owned by the user,
and replies to messages posted by the user. These two situations are handled
separately and are controlled by separate preferences2.

Each watchable object contains in-context controls for toggling the watch
state. For example, Figures 11.5 and 11.6 demonstrate toggling the watch
status of an encyclopedia entry. Figure 11.7 demonstrates watch controls in
a forum (note the checkboxes).

Noosphere also features a unified watch editor for each user, which is
accessible from the “settings” submenu (Figure 11.8). This allows an editing
of watches out-of-context, providing an alternative to navigating directly to
the object of concern simply to toggle watch status.

Noosphere’s watch system could be improved to provide even greater
flexibility. Currently, watches are just “all or nothing”, either no events
result in notification for an object, or all events do. There is no way to
select some subset of events for which notification is desired, regarding some
watched object. This would likely be a good capability to add, keeping a
default of watching all events.

2This is partially because they predate the abstract watches system; however, they seem
to be important enough to stay separate, retaining their finer-grained controls within user
preferences. When watches later become attached to more fine-grained preferences, this
distinction could be dropped.
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Figure 11.5: Watch control on an encyclopedia object (state=off).

Figure 11.6: Watch control on an encyclopedia object (state=on).
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Figure 11.7: Watches in a forum. Thread tops can have watches applied.
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Figure 11.8: A user’s watch editor.
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11.3 Requests

The requests list service allows any Noosphere user to formally request cov-
erage of some uncovered topic in the encyclopedia section. This provides
a dedicated channel for an important type of communication between the
“reader” subcommunity, which does not actively write entries, and the pro-
ductive portion of the community, which does. But in addition, having such
a service makes it very easy for a writer to get over the “mental block” of
selecting a topic to write about, hence encouraging content production when
they have the time and the motivation, but not the direction. It can also
be used by active writers as a “call for assistance”, which is in essence han-
dling the reverse problem: when a writer has a huge list of topics to cover,
but cannot handle them all. Alternatively, a writer may use the request list
as a “public to-do list”, which adds motivation to create the corresponding
entries before someone else does3. When active writers post requests, the
service is being used as a way for the productive community to communicate
with itself about which content should be covered.

The requests lists service in Noosphere goes considerably above and be-
yond something like a requests message forum, where requests would be
posted colloquially as messages. As the ultimate goal of a request is to be-
come fulfilled by having someone write an entry for the desired content, the
formal requests list service provides a way to record this “fulfilled” status
(when appropriate). This allows the separation of lists of fulfilled and un-
fulfilled requests, helping to focus attention on the requests which have not
been fulfilled. The other side of the coin is that the “historic” portion of the
total set of requests is separated out and easily retrievable, though not in the
way of pending requests.

The top-level view of the requests list section is shown in Figure 11.10.
It is simply a single-page list, with request synopses listed one per line, in
descending chronological order. This list is divided into two sections: unful-
filled requests, and filled requests which have not been “confirmed”. Next to
each request on this page are “fill” and “update” buttons, which help get the
user started writing an entry to fulfill the request and allow updating of the
fulfilled status, respectively4. Counts of messages posted to the request are
also provided at the end of each line (see Section 11.5 for more on ubiquitous

3For why this might be the effect, see Section 11.4 on scoring.
4Note that sometimes the term “fill” is used instead of “fulfill”; in the sense used in

Noosphere, they are synonyms.
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forums). When a request’s title is clicked on, the full content of the request
will be displayed (see Figure 11.11). Note that this includes a discussion
area, where users can chat about the request.

Previously, “confirmation” of requests was mentioned. A fulfillment of a
request does not “close” the request, as this fulfillment could be contentious.
Instead, the fulfillment will stay on the active requests list (though, at the
bottom) until it is confirmed by an administrator. This completes the pro-
cess, accepting the fulfillment and closing the request. At this point, it
disappears from the request list page, and is only available when viewing the
list of filled requests. What an administrator sees when viewing an uncon-
firmed, fulfilled request is shown in Figure 11.12. Note that in this figure, a
context link appears, pointing to the entry which has been said to fulfill the
request. These links are driven by the same objlinks infrastructure which
provides context links for notices (see Section 11.2).

In Figure 11.13, we see what happens when a user clicks on the “fill”
control next to a request in the list. An encyclopedia entry composition
form is opened up, with the title and request which the entry will fulfill
already completed. In the picture, the drop-down select box for request-to-
fulfill is expanded for demonstrative purposes. This direct linkage between
a request and the initial actions needed to fulfill it is one of the many useful
“convenience” provisions of Noosphere.

A request can be marked as “fulfilled” without this marking being bound
up in an entry-creation action. Indeed, this makes sense, as we must account
for the scenario where an entry was created which fulfills a request, without
the author of that entry having checked the request list first. In this case,
a “retroactive fulfillment” mechanism is needed. This is the function of the
“update” link next to each request in the requests list. Clicking this link
produces a screen such as in Figure 11.14. The request of concern is already
selected from the drop-down box; the user need only supply a unique ID or
canonical name for the fulfilling entry. This same fulfillment update service
is available from two other places: the “interact” menu at the bottom of the
request list, and the “interact” menu at the bottom of each entry display
screen. The former opens the update form with no information pre-supplied.
The latter initializes the canonical name field, and leaves the request selection
up to the user.

Request fulfillment can be denied, in which case the fulfillment infor-
mation is nullified, and the request goes back to its former position in the
unfulfilled portion of the requests list. Requests can also be deleted entirely
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if they are judged to be nonsensical. Both denials and deletions of requests
prompt the administrator for a comment (see Figures 11.15 and 11.16). This
comment is sent to all users who have a watch on the request in the form of
a notice at the time of deletion. By default, the request filer and the request
fulfiller will have watches on a request.

The complete workflow for a request’s life-cycle is shown in Figure 11.9.
In between many steps, discussions may take place in the request’s anchored
forum between the administrator, filer, fulfiller, or others, to help resolve
intents and ambiguities.

Some things could be improved in the requests system. For instance,
the current system requires that an administrator occasionally intervene to
establish the confirmation status of a fulfilled request. While failing to do so
frequently does not have major consequences (no actual content development
is predicated on the need for a request confirmations), the clutter which
would form from unconfirmed requests piling up puts at least some measure
of pressure on the administrative staff to get involved with the natural cycle
of content evolution. This is in violation of a prime directive of the Noosphere
design philosophy: keep the administrative staff out of content development!
A better design would have entry owners in charge of fulfillment status, in
effect becoming owners of any request which someone marks as being fulfilled
by an entry of theirs.

The question arises in such a system how nonsensical or duplicate requests
would be handled; someone must make a call that potentially removes the
work someone else has done. For such cases, administrative intervention may
still be required.

In addition, requests could be given a classification. Initially, this would
make it easier for fulfillers of the request, as the classification of the request
could be copied to the composition form for the fulfillment. However, eventu-
ally this could be extended into a routing system, whereby users would place
watches on subject categories, and be alerted of new requests appearing in
them.

11.4 Scoring

The best virtual community systems will provide means of representing real-
world community notions of recognition (or prestige). Such social concepts
are an important part of helping communities function. In the real world,
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Figure 11.9: Requests system workflow state diagram.
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Figure 11.10: The requests list. There is one fulfilled but unconfirmed request
here (bottom).
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Figure 11.11: Viewing a request object. Note the discussion attached to the
request.

198



Figure 11.12: Viewing a fulfilled but unconfirmed request.
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Figure 11.13: Filling a request, by clicking on the “fill” link.
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Figure 11.14: Updating the fulfillment status of a request.

prestige is often denoted by hierarchical position (rank or office) and material
wealth (high compensation). Virtual communities must provide substitutes
for these, within the boundaries of the system. In addition, commons-based
peer production systems cannot use the intangible method of rank to provide
recognition, as they are by definition anti-hierarchical5.

Noosphere shares many attributes of both virtual communities and commons-
based peer production systems, in such a way that it must satisfy the con-
straints of both. Thus, Noosphere must provide means for prestige and recog-
nition, without utilizing material gain or advancement in rank (as there is
no user-class hierarchy within Noosphere, true to commons-based peer pro-
duction form). Another avenue of providing for prestige and recognition is
taken: scoring.

Scoring refers simply to a count of points tallied up for each user, and
made visible to other users (and perhaps factored into system features). This
approach is not new – it was developed independently in at least one other
virtual community setting [26]. The score is essentially supposed to be a sum
of all the value a user has contributed back to the community (within the
system). Indications are that when users see a high score, the same effect is
achieved as cues in the offline world about rank, seniority, or prestige. A high
score suggests experience, wisdom, knowledge, productivity, and support of
the community.

5Some very shallow hierarchy may develop, which is in addition not represented through
system features. For example, the Linux kernel project, which roughly consists of Linus
Torvalds at the top of the authority structure, and all other contributors below.
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Figure 11.15: Deleting a request for an entry which already exists, before
clicking “delete” link. Note that “confirm” and “deny” controls do not ap-
pear, as this request has not been marked as fulfilled.
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Figure 11.16: Deleting a request for an entry which already exists. Here one
can see the process of filling out a comment for the deletion, explaining the
reason to the request filer.
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Action Score ∆
Add a paper +50
Add an exposition +75
Add an e-book +100
Add an encyclopedia entry +100
Post a message +1
Vote in a poll +1
Correct (erratum) +30
Correct (addendum) + 20
Correct (meta) +10
Revise an object +10
Orphan an object -(1/2)*add
Adopt an object +(1/2)*add
Delete an object -(add)

Table 11.2: The table of score deltas in PlanetMath. These scores give a
rough idea of what actions are most valuable to the PlanetMath community,
and what the relative magnitudes of these values are. In places where “add”
is used, substitute the number of points given for adding the object.

How this value is measured and captured to produce the score is up to the
designers of the system. In Noosphere, a certain set of events serve as loci for
score changes. The magnitude of these changes is set beforehand in a fixed
“value system”, a list of numerical score deltas for specific events, which can
be adjusted by the system deployer. The idea is to engineer these numbers to
encourage the most valued contributions, in the community-support sense.
There should also be some attempt to factor in effort required. Indeed, there
should be a balance between “price offered” and “work required”, as there
is in market prices. Table 11.2 gives the list of score deltas which form the
value system of the PlanetMath Noosphere instance. All units, of course, are
in points.

11.4.1 Interface

Of course, it is not enough to capture scores. They must be made visible to
the community, so that the community’s members are aware of the scores,
and can make inferences about the value of other users to the community.

204



Noosphere makes scores visible in a number of places and in a number of
ways. The most prominent and visible display of scores is given on the front
page of Noosphere, where the top-scoring users of all time and in the last two
weeks are shown (see Figure 7.3). This service allows for both a long-term
and recent perspective on who is contributing to the community. Thus, a
user can get some front-page recognition by contributing at a modest clip
over a long period of time, putting them on the “last two weeks” top scoring
list, even if they do not get to the all-time top list.

The user list service also makes score apparent, and allows sorting by
score (see Figure 11.17). Thus, it is simple to “rank” users by the extent of
their contribution to the community through this feature. In addition, the
user list provides secondary metrics of productivity and consistency derived
from the score and the time elapsed since the user registered (these metrics
roughly correspond to the English meanings of the word, and are described
in detail in the screenshot). These additional metrics can also be used for
sorting.

Finally, the user information display page for each user displays that
user’s score, providing an answer to a direct inquiry about a specific user’s
level of contribution (see Figure 11.3). In addition, further investigation can
be made into what this score is composed of, by inspecting the contents of
the user’s creation lists (objects, messages, and corrections) on this same
page.

Administrators can adjust scores if need be. This is intended for repairing
inconsistencies which might arise from making manual edits to the database
(for example, importing an entry for a user and subsequently crediting them
with the appropriate number of points for the creation). This feature can be
accessed via the “admin edit” link on the user info display (visible in Figure
11.3). This results in the screen in Figure 11.18, which allows applying an
arbitrary score delta to a user.

11.4.2 Architecture

The score attribute of a user is only the surface of the scoring system. This
attribute is indeed stored as a column in the user table. However, this would
not be sufficient information to generate a temporally-conditioned display
such as top scorers of the past two weeks. For this, another table is required:
the score table. In essence, this table holds score deltas, stamped with their
date of application and the ID of the user they apply to. Using this table,
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Figure 11.17: The PlanetMath user list, sorted by score.
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Figure 11.18: The user score editor, supplied as an administrative contin-
gency.

one can sum up scores by user within any desired time interval.
In this system, the process of changing a score is still fairly simple: first,

the score is altered in the user record by the delta amount, then a score
delta is added to the score table. These two operations are wrapped up in a
single, atomic score-changing subroutine. It is this subroutine that is called
at points in the Noosphere code where value-yielding actions are applied to
the system state.

11.5 Ubiquitous Forums

Ubiquitous forums in Noosphere refers to the near-omnipresence of forums
across object types. These types include encyclopedia objects, corrections,
requests, polls, books, and many others, as well as “dedicated” forum objects.
In essence, all of the major objects of concern in Noosphere are forums. There
are two major motivations to do this: to give the community an anchored
channel to discuss any object, and to provide a low-overhead means for
adding value to any object.

The notion of superimposed information [31] is an important one for dig-
ital libraries and related systems. Superimposed information refers to sec-
ondary information which is combined in some way with a primary set of
information at display time. In other words, superimposed information is
not added to the primary information, it is simply associated with it. Thus,
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superimposed information is fundamentally about value-addition; albeit, at
a higher layer of manipulation than the one the primary content resides in.

What ubiquitous forums have to do with superimposed information is
that discussions in such forums can be considered threaded annotations. An-
notations are augmentations to some unit of content which are not quite
part of that content, but are about that content and add value for those
utilizing it. Consider that the utilization of educational resources is not a
direct, error-free process; communication of ideas from one mind to another
is always imperfect. Thus, some ways of adding value and facilitating the
learning and teaching processes are augmentations, clarifications, examples,
and answers to commonly anticipated questions (to name a few). Threaded
annotations take this one step further, separating the single forum into many
“virtual” discussion areas dynamically, allowing for elegant containment and
organization of multiple posts and replies.

Threaded annotations combine with the use of ubiquitous forums as an
anchored channel. For example, a user may ask a question about a Noosphere
encyclopedia entry. Someone else may post an answer to this question, then
later, the author of the entry might join the discussion, providing a differ-
ent explanation. When concluded, this interaction does not disappear; it
remains “cached” in situ, where future readers can easily find it. In this way,
frequently-asked questions do not need to be repeatedly answered, as the
answers remain available. An example of such an in situ discussion is given
in Figure 11.19.

This type of scenario is only possible with the anchored discussions that
ubiquitous forums enable. If only separate, un-anchored discussion forums
are available, users will have to manually make references to specific objects
they might be talking about. However, there is no way that those who are
concerned with that object (such as the authors) will see this inquiry, unless
they happen to be polling the forum at a high rate! Even if they do find the
inquiry and answer it, the resulting interchange will soon “scroll away”, and
future users with the same question will have to start all over.

Anchored discussions, combined with the watches and notices systems,
solve these problems. By default, object creators have a watch on objects
they create. These watches result in notices being triggered when a message
is posted to that object. Thus, the creator is treated as an “expert” at the
topic that the object embodies, and is consulted when any query takes place.
If this person is not interested in playing such a “consulting” expert role,
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Figure 11.19: A discussion for an encyclopedia entry.
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they can simply remove the watch6. Of course, any third party can place a
watch on any object, in effect telling the system they are “interested” in that
object and opting-in to participation in any future discussions.

11.5.1 Forum Architecture

Ubiquitous forums are supported in Noosphere via the use of Noosphere
object identifier pairs to record which object each message is attached to.
Because of this generic basis, any object which calls the forum-printing rou-
tine at display time can have forums. This ranges from Noosphere objects
of the “forum” type (dedicated forums) as in Figure 11.25, to encyclopedia
objects as in Figure 11.19.

Users are given a novel combination of controls over the appearance of
every discussion forum. These controls are the mode: “flat” or “threaded”
(default), the sort: “ascending” or “descending” (default), and expand lev-
els: “none”, “1” (default) - “9”, or “all”. The thread mode simply refers to
whether or not the thread structure is utilized. The sort mode refers to the
chronological order of display (if threaded, this applies separately underneath
each branch and at each level). The expand level refers to what depth the
full message content, as opposed to just the header, is displayed. These three
controls are along separate “dimensions”; they can all be changed indepen-
dently of each other to yield a different display configuration. The defaults
are engineered to provide structure, most recent messages first, and the full
text of the top level of messages.

Figure 11.20 shows a dedicated forum in flat mode, expanded to zero
levels. Figure 11.21 shows the same forum expanded to one level (expanding
to any higher level in flat mode is the same as expanding to one level). Figures
11.22, 11.23, and 11.24 show the same forum in threaded mode expanded to
zero, one, and two levels, respectively.

Forums are displayed paged ; that is, rather than displaying all messages
in the forum at once, the messages are divided up into pages for browsing
convenience. A complexity with this is determining where to break the page
boundaries in threaded mode, so that no thread is ever broken up across
pages. To do this, the constraint of same-sized pages is dropped for threaded
mode, and a fixed number of threads is displayed per page. A good heuristic

6Since correction notification is handled outside the watches system, the creator will
still get notification for corrections even if they remove their watch on the object to prevent
notification for messages.
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Figure 11.20: A forum in “flat” mode with no content expansion.

for determining this number such that it results in almost the same number of
messages-per-page as flat mode is to divide the user’s page-items preference
by two. Hence, if the user has their settings configured to show ten items
per page, five threads will be shown.

Noosphere also provides feedback to each user about which messages are
new to them in each forum. On Noosphere, “new messages” means messages
which were not yet posted when the user last requested to view the whole
forum. This feedback is supplied in the form of a red asterisk after the
message subject to denote it as a “new” message (see Figure 11.26). In
addition, in many places where the Noosphere object hosting the forum is
displayed as a one-line synopsis, a count of unread messages is supplied in
bold next to a count of total messages (see Figure 11.25).

In order to support this functionality, the identifier of the last message for
each discussion forum and for each user must be stored. This works because
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Figure 11.21: A forum in “flat” mode, with content expanded at 1 (all) levels
of depth.
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Figure 11.22: A forum in threaded mode, no content expansion.
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Figure 11.23: A forum in threaded mode, content expanded to 1 level.
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Figure 11.24: A forum in threaded mode, content expanded to 2 levels.
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Figure 11.25: Top-level view of “dedicated” forums.
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Figure 11.26: A specially-marked “unread” message in a forum. The last
time this user viewed this forum, the marked message had not yet been
posted.
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messages identifiers are monotonically increasing; if message x was the great-
est identifier at the time a user last viewed a forum, then any message with
an identifier y > x must be new. This information is stored in the lastmsg

table, and is kept up-to-date whenever a logged-in user views a forum.

11.5.2 Composing a Post

In Figure 11.27 a typical post-composing event is shown. In this case, the
post is a reply to an existing post, initiated by clicking on the “reply” link
below it. Noosphere provides some niceties for authors of messages. These
are previewing, auto-quoting, and spell-checking. A preview is simply a
rendering of the currently-entered content, just above the entry form. The
“quote” button performs an auto-quote, which adds to the currently entered
message the content of the message being replied to, formatted fixed-width
and with each line preceded by “> ” (see Figure 11.28, compare to 11.27).
Quoting is extremely useful for orienting readers of the reply with respect to
the conversation thread, and also allows line-item responses to messages.

The spell-checking feature is activated by clicking “spellcheck”. When
this is done, Noosphere displays a stripped-down version of the entered mes-
sage above the entry box, with misspelled words highlighted (Figure 11.29).
These words are clickable, and clicking them returns a list of suggested cor-
rect spellings (or a message declaring that no approximate matches could
be found). This novel web-discussion functionality is provided through the
ispell command, which can be run in a batch mode that returns easily
parsable results.

11.6 Noosphere Mail

Whereas the ubiquitous forums system provides a public communications
channel for the community, the Noosphere mail system provides a private
one. Noosphere mail allows for person-to-person asynchronous messaging,
completely within the boundaries of the Noosphere system. It is conceptually
similar to e-mail. However, because persons are addressed only by their
Noosphere user names, privacy is afforded. Members of the community can
message asynchronously within the boundaries of the community, without
having to betray their real-world identities, which may be bound to e-mail
addresses. A display of a sample mail message is shown in Figure 11.30.
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Figure 11.27: Composing a post as a reply to a current message.
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Figure 11.28: The same post from the previous figure, after the auto-quoter
has been called by clicking the “quote” button.

220



Figure 11.29: Running the spell-check system on the contents of a post, by
clicking “spellcheck”. The user here has also clicked on a word, causing a
pop-up box to appear informing them that no candidate correct word has
been found for it.
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Figure 11.30: A Noosphere mail message.

The Noosphere mail system is subdivided into an inbox section, an outbox
(“sent mail”) section, and an old (already-viewed) mail section. Figure 11.31
shows a typical “old mail” display screen. Figure 11.32 shows a sample “sent
mail” display. Both “old mail” and “sent mail” are paged listings sorted in
descending chronological order, making them easy to browse.

Noosphere never deletes old mail, so there is no need for a “keep as new”
feature to “rescue” messages from periodic deletion7. Users can rest assured
that any message they view will always be available in the “old mail” section.

The basic 1-to-1 mapping of Noosphere mail allows for a simple represen-
tation: each message is simply a row in the mail table. There are columns
of this table for sender, recipient, subject, body, sent time, and a “read”
flag. When a message is “sent”, it does not actually travel anywhere (in the
way an e-mail message does). Instead, a corresponding row is added to the
mail table. The inbox, old mail, and sent mail services all inspect this same
table, filtering by sender/recipient user ID to determine which messages are
relevant to the current user.

A bonus of this single-row representation is that it is simple to “recall”
a message which has not been read. Not only is the “read” flag for each
message used to determine whether the message goes into the inbox or the
“old mail” box of the recipient, it also has utility for the sender. The flag

7AOL users will be familiar with this kind of predicament.
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Figure 11.31: An “old mail” listing for a user in Noosphere.
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Figure 11.32: A “sent mail” listing for a particular user in Noosphere. Note
the right-hand column, which is a Boolean status flag denoting whether the
mail has been read by the recipient or not.
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Figure 11.33: Viewing a message which has not yet been read by the recipient.
This message has an “unsend” control, which will cause it to be deleted (from
both the sender and receiver’s mail boxes).

is exposed in the interface of the sender’s “sent mail” list, as Figure 11.32
shows. When a mail message from this list which is listed as not read is
viewed, an “unsend” control is available (Figure 11.33). Clicking on this
simply deletes the corresponding row from the database. This whole scheme
is possible because both the sender and receiver’s data for the mail message
is kept in the same place.

The strategy of permanently keeping all mail messages is possible because
of the scale of Noosphere systems. It is unlikely the single mail table will
grow at such a pace that incremental hardware advances will be unable to
keep up with it, especially with the power of database indexing, which makes
the problem of selecting relevant messages for a particular user logarithmic
in the number of messages. In fact, the number of messages seems to grow
slower than the number of objects or users, which indicate that scalability
concerns should be focused elsewhere8.

A direct consequence of Noosphere’s simple mail system architecture is
that it has limitations e-mail does not have. One-to-many messaging is not
automated; to achieve this effect, the Noosphere user would have to send out
multiple messages manually. Such functionality could be useful for automat-

8As of this writing, PlanetMath has 846 Noosphere mail messages, 2504 encyclopedia
objects, and 2590 users.
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ically addressing co-author groups.
In sum, Noosphere’s mail system is a simplified non-public communica-

tions mechanism for the community of Noosphere users. It provides privacy
and enforces community boundaries for these users. Its simple architecture
guarantees delivery and allows recallability, things e-mail does not do. On
the other hand, it is limited to the one-to-one mode of operation, unlike
email. However, the Noosphere mail service has so far proven to be sufficient
in meeting the demands placed on it by PlanetMath users.
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Chapter 12

Information Access

In this chapter I discuss the core information access features of Noosphere.
For searching, this includes aspects of the search engine architecture, query
repair, and the presentation of results. Commoditized searching is discussed.
For browsing, I discuss browsing by classification as well as by alphabetical
or chronological list.

12.1 Searching

Full-featured searching is an important part of Noosphere. When hosting
encyclopedic content, it will often be the case that users of a Noosphere
system are looking for a specific concept, or set of related concepts. The
concept may be covered in some object, but the name or identifier of the
object is not known to the information-seeker. A search engine answers such
fairly-specific information-needs, solving the problem of unknown “address”
within the system. In Figure 12.3, a sample search results screen is given.

The philosophy of commoditized searching is embodied in Noosphere’s
searching system. In essence, this means that searches should not be a “big
deal” to the end user. The user should be able to use the search service
frequently and almost without realizing it. This translates to system design
as fast response time and the ability to search among all important objects
in the system. The latter allows the search engine to become a general
information-finding, or more importantly, question-answering system. The
user should be able to answer a question like “where is the information page
of the user ’bob’ ” by using the search engine. Such an information need is
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likely to be neglected by most system designers, who have traditionally only
thought of information needs in terms of the primary content of a collection.
However, the above is a “meta” information need (an information need about
the system itself) of the type which is bound to happen, and should be
supported. An example of such a search is given in Figure 12.4.

Noosphere’s searching is largely internationalization-invariant. This must
be the case because of a combination of factors discovered in the PlanetMath
setting: many concept labels named after people have international charac-
ters, while simultaneously, many concept labels that should be internation-
alized are not, and on top of this, the user-base is heterogeneous, with some
users able to enter in non-Roman letters and some not. Thus, standardiz-
ing on Roman versions of concept labels is not an option, as users would be
offended, and many searches would fail due to users entering in the interna-
tionalized concept words. Neither is forcing entering of fully-internationalized
words, as many users would be unable to do this. In addition, either stan-
dardization would take time to implement, as the existing content base would
have to be converted, during which time searches would be unreliable.

The solution is to make the “official” metadata correct whenever possi-
ble (utilizing the full internationalization), but to make the searching system
through which this information is accessed invariant. This invariance is pro-
vided in Noosphere by subroutines to expand internationalized text, replac-
ing each occurrence of a word containing non-Roman characters with that
word plus its nearest Roman approximation. For example, “Kurt Gödel was
born in ...” would be replaced by “Kurt Gödel Godel was born in...”. This
transformation is applied to object text before indexing as well as queries at
search time. By using this expansion-based system, we can guarantee the
following:

1. An internationalized query will match the corresponding internation-
alized document (no changes needed).

2. An internationalized query will match the corresponding un-internationalized
document (query is expanded with un-internationalized Roman words).

3. An un-internationalized query will match the corresponding interna-
tionalized document (document is expanded with un-internationalized
Roman words).

4. An un-internationalized document will match an un-internationalized
query (no changes needed).
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It may not be immediately obvious why this is done instead of simply
a “lowest-common-denominator” transformation; that is, replacing all text
internally with un-internationalized Roman. The reason is that the current
expansive system could be modified in the future so that more precision
than the lowest-common-denominator method is obtained, through the use
of weightings. A simple way to do this would be to expand international-
izations further, such that the number of instances of the correct word has
the desired ratio to the number of instances of the “approximate” word. To
illustrate, imagine that “Kurt Gödel was born in ...” was translated to “Kurt
Gödel Gödel Godel was born in ...”. This would mean that, assuming term
frequency (“tf”) is used for weighting, “Gödel” would have twice the weight
of “Godel” in the rank computation. This makes sense, as “Godel” is the
un-internationalized, diminished version of “Gödel”. This strategy would
be even more useful in cases where the internationalizations yield distinct
meanings.

In addition to handling a nontrivial internationalization situation, Noo-
sphere provides query repair functionality. In other words, it can help guide
the user from their actual (possibly incorrect) query to a better query, the
one they may really have meant. The most common reason this is useful is
misspelling of concept labels, particularly their proper-noun-eponymous com-
ponents. When a query yields no results, Noosphere checks to see if there is
a similar query which can be issued that is much more likely to yield results.
This query is presented to the user as a hyperlink of the improved query
string, which can be clicked to execute the new search. A demonstration is
given in Figure 12.1.

12.1.1 Architecture

In Noosphere, the search engine and query repair systems are completely
separate modules. In fact, they even run in their own process spaces, as
memory-resident, background programs. Communication between the Noo-
sphere application, the search engine, and the query repair system is done
via sockets. This architecture is illustrated in Figure 12.2.

These modules are stand-alone because they have their own specialized
index structures, which need to be unitary for synchronization and efficiency
(one instance, rather than one for each Noosphere thread), require that load-
ing happens infrequently and at a different time than querying, and require
high speed. Thus, implementing them within the core Noosphere application
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Figure 12.1: A demonstration of Noosphere’s query repair in action.

is out, as is using the DBMS. Separating these modules completely also al-
lows them to be coded in a different (more efficient) language, and increases
the opportunity to make them available as separate open-source systems.

Noosphere begins by submitting an input query to the search daemon.
A list of results for a query is returned to the Noosphere application in
the form of object identifiers. If there are no results, the query is sent to
the query repair daemon to be “fixed”. If a modified query is returned,
Noosphere presents it to the user, who can dispatch another search. If a
modified query is not returned, Noosphere simply reports that the search
turned up no results.

Noosphere gives each search a token and places the list of result set iden-
tifiers in the searchresults table, indexed by the token. This makes the list
browseable without requiring a new search to be dispatched for each page of
results which is displayed.

Special care is taken to present each search result for effective summa-
rization. The summary includes selected metadata such as title, synonyms,
defines, and author, as well as what type of Noosphere object the result is (or
what “section” of Noosphere the result comes from: as in books, encyclope-
dia, etc.). A synopsis of the body of the content is given in condensed form,
with query terms in bold, and ellipses used to replace long segments of text
where no query terms matched. In addition, attention is drawn to matches
within the concept label fields “defines” and “synonyms”, by placing a red
asterisk next to them when a match has occurred in them. The reason for
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Figure 12.2: The architecture of the search system in Noosphere. Three
major sequences (0, 1, and 2) are shown, in order. For each major sequence,
there is a minor sequence of events which happen within it (denoted by tenth-
increments). Note that steps 2.4-2.6 only occur if there are zero search results.
If these steps do happen, the user might issue another query, repeating the
entirety of sequence 2.
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this is to draw attention to non-title concept label metadata, which is nearly
as important as the title of the object in “concept space”.

These means of summarization are very effective for allowing the user to
quickly determine if the result is relevant or not. The specific presentation
for each object type is determined by a callback for that type. When no
callback is present, a generic display of the object’s title, section, and owner
(Noosphere user who created/submitted the object) are displayed.

12.1.2 Search Engine Module

The search engine component of Noosphere is ESSEX. ESSEX is a freely-
available, fully-featured, fast vector space search engine geared towards digi-
tal library settings. This manifests chiefly in its handling of individual meta-
data fields which “subdivide” documents/records. This is in contrast to
general web search engines or site search engines like htdig, both of which
specialize in indexing “metadata-less” web pages. Because ESSEX recognizes
the metadata fields within a record, it can provide search services in a way
that utilizes them. In particular, ESSEX can filter terms based on fields,
as well as adjust rankings based on varying importances for different fields.
Both of these are exposed to the user in ESSEX’s query language.

Since most users will not normally use more advanced query syntax than
“bag-of-words” or natural language, the intricacies of ESSEX’s query syntax
is not relied upon in the Noosphere integration of ESSEX. To fine-tune rank-
ings, Noosphere always sends ESSEX default field weightings, which will be
overridden by anything the user specifies explicitly. These weightings em-
phasize concept metadata over content, and are given in Table 12.1.

12.1.3 Query Repair Module

The query repair module was developed as a part of the Noosphere project,
after it was noticed that misspellings of proper-noun words abounded in
search engine queries. This problem is particularly acute for mathematical
and scientific collections, and even more so when the chief user demographic
is students and the general public. Thus, the query repair module was written
out of a desire to make the search system more useful to “regular people”
who are not domain experts.

The algorithmic approach taken is approximate matching to a lexicon,
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Figure 12.3: Search results in Noosphere.
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Field Weight
title 10
defines 5
authors 5
synonyms 3
keywords 2
related 1
body 1

Table 12.1: Default Noosphere field weightings for the ESSEX search engine.
These place an emphasis on concept label metadata.

Figure 12.4: Searching for a user in Noosphere; a demonstration of “com-
moditized searching”.
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based on [65]. It uses n-gram indexing1 and approximate Ukkonnen distance
for an extremely fast but coarse first-pass search match, and then Levenshtein
(edit) distance for a fine-grained second-pass search. The n-gram indexing
and the Ukkonnen distance allow the program to sift through thousands of
terms in the lexicon in a fraction of a second, whereas the Levenshtein dis-
tance alone would take somewhere on the order of minutes (relatively speak-
ing). All the mathematical dependencies that go into calculating the Ukkon-
nen distance come “for free” with this approach (see [65]), which makes the
coarse search incredibly fast. Overall, the searches for approximate matches
are only marginally slower, because the Levenshtein distance is calculated
for only a small number of approximately-matching terms.

The socket protocol of the query repair module is very simple. It expects
a space-separated list of m word, followed by a carriage return. It returns a
space-separated list of m tokens (see Figure 12.5 for examples of query repair
input and output). These are either the symbols +, -, or a word. In the case
of -, the query repair module could not find the word in the lexicon, nor
could it find an approximate match (within a configured cut-off distance).
In the case of + at position i, the input word at position i was found in the
lexicon (the user’s spelling was “correct”). The fun part is when a word is
returned at position i; this represents a corrected version of the input word
at position i (the user’s spelling was likely incorrect for this term).

The functional semantics of this output are that the client should modify
the original query such that terms at + and - indices remain fixed, but words
at indices where a new word was output should substitute the new word
into the input query, and return the result as a suggested query. It may
be surprising that - is functionally the same as +, but this is because the
ultimate goal is to produce search results, not to do a spell-check of the
input query. In the case of words which are neither in the corpus nor have a
near-match in the lexicon, we may assume they are irrelevant, and can them!
This is summed up in Table 12.2.

It is up to the deployer of Noosphere to provide a lexicon; a list of
correctly-spelled words for the domain. In the PlanetMath case, the lexi-
con is derived automatically (and dynamically) from all of the concept labels

1A n-gram index is basically just an inverted index generated from all n-character sub-
strings of all words in the lexicon (n=3 for this implementation.). One might make sense
of this by comparing it to the typical word-document inverted index. In an n-gram index,
the “documents” are the usual words, and the new “words” are 3-character-substrings of
the real words.
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liebniz calculus
leibniz +
riemann stiltjes
+ stieltjes
idenpotent function
idempotent +
misspell this
- +
treated as a variable
- + + +

Figure 12.5: Sample raw inputs and outputs of query repair. Outputs are in
slant type. Note that in the last two cases, perfectly valid English words are
not found in the lexicon. This illustrates why the search engine should not
try to make suggestions for words not found.

Token Meaning Do
+ word found keep (leave unchanged)
- no match ignore (leave unchanged)

word′ near-match replace word with word′

Table 12.2: Tokens in the query repair language and their meaning. A token
is output for each input word, separated by spaces (assume the input word
at an index is word, and word′ is similar to it).
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in the collection, and the category metadata of the Mathematics Subject
Classification2. On PlanetMath, this results in a 5,000+ word lexicon. In
other deployments, utilizing concept labels as a source for the lexicon is
probably a good idea. However, without some sort of “authoritative” lexicon
(the role the category metadata plays in PlanetMath), query repair on many
words will not happen until they are explicitly treated within the content.
In this case, one can not be sure if a search failed because of a misspelling
or because the content lacks the relevant coverage. Thus, using some sort of
domain dictionary is recommended.

The query repair module was developed rapidly in Perl, as its memory and
speed requirements did not require longer-term development in a machine-
assembled language like C or C++. Perl’s internal hashes are a fast enough
basis for the algorithm of query repair that, on PlanetMath and for the
lexicon described above, repairing a 1-5 word query still takes just a fraction
of a second.

A major shortcoming of the system is that it only “kicks in” when an
initial search returns no results. For example, the query “caushy inequality”
will return results, even though “caushy” is a misspelling of “cauchy” and is
not contributing any matches. The reason is that the “inequality” portion
of the search still has matches, causing search results to be returned. This
situation could be remedied by the following architecture. First, dispatch a
query repair inquiry in parallel with a search for the given query. Then, if a
“repaired” variant is returned, a second search should be dispatched for the
top variant query. The object identifiers for the results of this second search
can be discarded, but their count should be noted. If the count of results for
the variant query is higher than the count for the initial query, a suggestion
for the repaired query should be made as is done currently. All of this would
happen in a split second, as both ESSEX and the query repair module take
a negligible amount of time to run on PlanetMath-sized deployments.

12.2 Browsing

For those information-finding situations where the need is more vague, or
there is no specific need at all, Noosphere’s browsing services come into
play. Noosphere has subject-hierarchy (classification) browsing, alphabet-

2Note that by using concept labels in the collection, we are trusting that authors will
not misspell the concepts they use! Generally this is a good assumption.
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ical browsing, and chronological browsing. The first is available for both
encyclopedia objects and generic objects (books, expositions, and papers),
the second is available only for the encyclopedia, and the last is available in
one form for generic objects, and in another for encyclopedia objects.

Figures 12.7, 12.8, and 12.9 demonstrate browsing the encyclopedia by
subject. The screenshots are top, second, and leaf (bottom) levels respec-
tively, for an arbitrary choice of branches. The counts shown at every non-leaf
node denote the number of resources classified under or below that node.

The classifications are stored in the classifications table, as (object
id, category) pairs3. The classifications apply to any Noosphere object (not
just encyclopedia objects), and can be many-per-object (multiclassification).
The category content counts are produced in real time, a task which requires
the use of the transitive closure category-links table catlinks. This table is
populated a single time by a batch job, and contains links of the form (a, b)
(which are parent category and descendent category, respectively). Thanks
to the clinks table, the task of counting up resources requires only a single
join (of the category links and classification tables). This query is of the form

SELECT count(distinct classification.objectid) FROM catlinks,

classification WHERE catlinks.a = nodeid AND

catlinks.b = classification.catid

Browsing by alphabetical index is shown in Figure 12.6. This display
starts out as a simple sorted list of alphabetized letters and numbers. When
a particular symbol is clicked on, a list of contained entries appears between it
and the next symbol. This is a very basic interface which could be improved
considerably.

There are a few subtle complexities that go into generating the alphabet-
ical index. The first is determining which symbol is the best index symbol
for a particular title. This is necessary because the title can contain non-
alphabetic characters (such as punctuation and LATEX math mode charac-
ters), so the best index symbol may not be based on the first character. To
do this, the title is normalized (all non-alphanumeric characters are removed)
and the first character is capitalized and stored in the object index as the
ichar for that object. Thus, the alphabetical index display needn’t perform
any iterative processing (over the entire collection) to determine under which

3This is simplified, actually Noosphere object ID is a pair (table, uid), and category is
a pair (scheme id, category id).
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alphanumeric symbol to file each record; instead the already-stored ichar is
used.

The second complexity is that of synonyms (alternate labels for titles) and
defines (labels for non-titular concepts of an entry). These types of concept
labels are also stored in the object index, with types of 2 and 3 respectively
(titles are type 1). At index display time, the type field is checked, and
rows with type> 1 are treated specially: next to the hyperlinked display of a
synonym, the name of the title it is equivalent to is displayed in italics, and
next to the hyperlinked display of a sub-definition, “in” and then the titular
name of the entry is displayed in italics. This is visible in Table 12.6. This
system populates the index with all concept labels, so an entry appears as
many times as it has concept labels (including title), making it easier to find.
Again, the notion here is that the titular concept label is often an arbitrary
distinction, and concepts are what people are really looking for, not entries
with unpredictable boundaries.

The chronological browsing modes are fairly straightforward; they are
just paged lists of titles and object owners from the various sections of Noo-
sphere. Generic objects (expositions, books, and papers) have their own
chronological browsing mode, and encyclopedia objects have another. The
latter is somewhat “hidden”, it is not available from within the “Encyclo-
pedia” section, but rather is entered by clicking the “more” link underneath
the latest-encyclopedia-entries ticker on the front page. In the future, the
chronological browsing systems could be unified, as the subject browsing
system has been.
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Figure 12.6: Browsing the Noosphere encyclopedia by alphabetical index.
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Figure 12.7: Browsing the Noosphere encyclopedia by subject, top level.
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Figure 12.8: Browsing the Noosphere encyclopedia by subject, second level.
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Figure 12.9: Browsing the Noosphere encyclopedia by subject, “leaf” level.
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Chapter 13

Interoperability

In this chapter I discuss the interoperability of PlanetMath with other digital
libraries (namely CITIDEL and the NSDL). First I introduce digital library
interoperability. Next I give an overview of the Open Archives technology.
Finally I discuss the specific deployment of Open Archives to the PlanetMath
setting.

13.1 Introduction

The rise of numerous digital libraries on the Internet, often with overlap-
ping domains of interest, has lead to a situation where interoperability is
frequently beneficial, if not required. Often it is in the interests of separate
projects with overlapping coverage to share content or services, resulting in
a net benefit for both. This may be the case whether the digital library is
commercial or noncommercial. In noncommercial settings, typically wider
sharing of content and services directly furthers the goal of the organization.
In commercial settings, often some sharing, possibly of content in less than a
“premium” form, serves as a loss leader or effective advertisement, increasing
sales of collection content.

In addition, digital libraries have varying degrees of specialization, which
sets the stage for some digital libraries to act as “portals” to larger fields of
content than smaller, typically productive digital libraries. Thus, there are
many reasons that it might be desirable for digital libraries to be interoper-
able.

Sharing of services across digital libraries is called federation, and such
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shared services are called federated services. An example of a federated ser-
vice is a search engine which dispatches a query to many separate digital
library systems, each of which searches its own collection according to the
query and sends back results. Sharing of content is called harvesting. This
usually takes the form of downloading metadata for records from one digital
library to the other in a methodical, pre-arranged fashion.

13.2 Open Archives Overview

The Open Archives Initiative (OAI)1 is a project dedicated to standardizing
protocols for the sharing of digital library content. It was created October
1999 under the sponsorship of the Council on Library and Information Re-
sources (CLIR), the DLF, the Scholarly Publishing and Academic Resources
Coalition, the Association of Research Libraries, and the Research Library
of the Los Alamos National Laboratory2. While the initial focus was on
electronic papers (e-prints) collections, soon afterwards the initiative was
broadened to general digital library collections.

OAI currently has developed one key protocol: the Open Archives Proto-
col for Metadata Harvesting (OAI-PMH) [28], which is currently at version
2.0. This protocol is layered over HTTP, and is based on XML for data
representation. In OAI-PMH between two digital libraries, one library has a
provider and one has a harvester. Both conform to the OAI-PMH protocol,
which has six verbs, described in Table 13.1.

Important for OAI-PMH are the notions of records, record identifiers,
sets, and metadata formats. A record is the metadata which describes some
document. This document may or may not be a part of the digital library
system which contains the metadata records. Record identifiers are strings
which uniquely identify the record; they should be a part of the widest pos-
sible namespace so that there can be no cases of identifier collision (different
records from different collections with the same identifier). As such, it is
typically the case that the identifiers for records in a digital library have the
collection name (or a nickname) prefixed. Sets are named subcollections of
a digital library’s collection. These may represent many things, for example
subfields or groups based on prior harvesting source. Key to note is that sets
allow partitioning of the collection in ways that may be useful to parties in-

1See <http://www.openarchives.org/>.
2See <http://www.openarchives.org/news/oaiscpress000825.html>.
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verb meaning parameters
Identify describe the digital

library
none

ListMetadataFormats list metadata formats
available

identifier?

ListSets list (sub)sets of con-
tent available

resumptionToken*

GetRecord get metadata for a
single record

metadataPrefix

ListIdentifiers list identifiers of
available records

from?, until?, meta-
dataPrefix, set?, re-
sumptionToken*

ListRecords get metadata for
many records

from?, until?, meta-
dataPrefix, set?, re-
sumptionToken*

Table 13.1: The six verbs of the OAI-PHM protocol for content sharing be-
tween digital libraries, and their meanings. Question marks denote optional
parameters. Asterisks denote parameters required to continue multi-stage
control flow.
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terested in harvesting the content. Finally, metadata formats (in the plural)
are different ways of describing a document through metadata.

The last item is possibly the most important. Open Archives is mostly
metadata format-agnostic; users can “plug in” any formats they like, as con-
vention or the needs of their content domains necessitate. However, there
are two requirements: (1) All metadata must be represented as XML, and
(2) every archive must provide a Dublin Core Metadata Standard (DCMS)
version of every record. The first constraint essentially frees the high-level
encoding of metadata (the metadata formats) in exchange for fixing the low-
level encoding, allowing standardized and powerful XML manipulation tools
to be leveraged so that attention can be focused on high-level semantics. The
second ensures a certain minimal level of universal interoperability and ex-
portability (hence the “openness”). Thus, anyone can, without prior arrange-
ment with a digital library, acquire simple DCMS versions of the metadata
records, encoded in XML, from any digital library supporting OAI-PMH.

A complete description of OAI-PMH 2.0 is available in [28]. Digital li-
braries which wish to make use of OAI needn’t start from scratch; many
pre-packaged software tools are available which require only installation and
customization to be done in order to set up a working OAI provider or har-
vester3.

Open Archives figures prominently in the National Science, Technology,
Engineering, and Mathematics Digital Library (NSDL)4, as the “glue” that
binds the hundreds of member digital libraries together.

13.3 PlanetMath’s Open Archive

The PlanetMath project has always had as one of its express goals the wide
dissemination of mathematical knowledge. Indeed, PlanetMath has pre-
selected its contributors for intent to openly share knowledge, as all users
must agree to license their content under the GNU Free Documentation Li-
cense (FDL). PlanetMath contributors understand that sharing content only
enhances the very same benefits they expect to get from contributing. These
include the general improvement of society through the acquisition of knowl-
edge as well as the more self-interested building of personal reputation.

3See <http://www.openarchives.org/tools/index.html>.
4See <http://nsdl.org/>.
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In PlanetMath’s situation as a productive digital library (like any which
is based on Noosphere), there is another factor which ensures that “giving
content away” does not diminish the source digital library. This factor is that
the content base is always growing and evolving, so there is always a need
for recipients of syndicated content to maintain ties to the source collection,
as well as to sustain it. The digital medium allows us to dispense with the
artificial permanence of works in an imperfect state (that is, physical print),
thus creating a new need (but also opportunity) to continually “refresh”
copies of that work and, even refresh its metadata.

Thus, in the case of PlanetMath, there was only benefit and no measur-
able liability to sharing content. Understanding this, when the chance arose
in early 2002 to provide content for the Computing and Information Technol-
ogy Interactive Digital Educational Library (CITIDEL) project, I embraced
the opportunity. While CITIDEL is a collection for the computing field, it
is the case that computer science and mathematics overlap considerably. In-
deed, hundreds of PlanetMath entries deal with computer science concepts,
and there are MSC categories for computer science5. It is this subset of Plan-
etMath’s collection that the CITIDEL project was interested in carrying.

Accordingly, I created an Open Archives provider for PlanetMath, from
the VT-OAI6 template. To provide a “computer science” subset of Planet-
Math’s collection, 414 MSC categories were hand-picked as “computer sci-
ence related”. The provider was coded to respond to ListSets requests with
“All” and “CS”. When the “CS” set is requested for ListIdentifiers or
ListRecords, the set of CS categories is used as a filter on the PlanetMath
encyclopedia object classifications. That is, if an object has at least one
classification within this set of categories, it is included in the listing. The
SQL to achieve this, which is a three-way join across classification, object,
and category metadata tables, resembles the following:

SELECT DISTINCT objects.* FROM objects, classification class,

msc WHERE

class.tbl=’objects’ AND class.objectid = objects.uid AND

class.catid = msc.uid AND msc.id IN ($categories)

where $categories represents the list of preselected computer science cate-
gories.

5The “Computer Science” (68-XX) top-level branch of MSC alone has over 400 cate-
gories, which makes it bigger than ACM’s Computing Classification System!

6Available at <http://www.dlib.vt.edu/projects/OAI/software/vtoai/vtoai.html>.
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PlanetMath encyclopedia entries are presented over the open archive in
Dublin Core form only. The Dublin Core description of an entry is gener-
ated from the body of the entry, with non-plain-text portions extracted7. A
sample PlanetMath XML record is shown in Figure 13.2.

On the other end, CITIDEL points its own harvester at the URL of
PlanetMath’s data provider program, and instructs it to return all records
from the “CS” set. As PlanetMath sends each record, CITIDEL stores it,
transforms it, indexes it, and makes various other provisions to make the
records available within its services. CITIDEL in turn has an Open Archives
provider, which the central NSDL collection is a client of. The schematic of
these relationships is shown in Figure 13.1.

Much could still be done to augment PlanetMath’s sharing of records. As
mentioned before, the description fields of PlanetMath’s records are lossy,
having had much of the mathematics code stripped to produce a purely
natural-language description of the record. However, some collections might
be interested in displaying rendered versions of PlanetMath records, so would
find inclusion of the LATEX code useful. A way to provide this within the Open
Archives framework with minimal work would be to provide a Dublin Core
encoding with an alternate treatment of the description field, and give it
a new name (perhaps “pm dc”, as opposed to the current “oai dc”).

Other elements of metadata are missing as well: concept metadata (syn-
onyms, defines) and interlinkage information (invocation links, related links).
It is likely that a completely new metadata format, geared toward Noo-
sphere’s content, would be necessary to export this information.

The final point is that the current Open Archives provider is PlanetMath-
only; it is not included in the Noosphere distribution. However, it would
probably further the causes of openness and interoperability if the provider
was included, and was operational by default. This would make it easy for
Noosphere deployers to share their content, with minimal customization of
the provider code.

7For increased comprehensibility, LATEX math environments with only a single symbol
are translated into italicized text. Only larger math environments are removed, replaced
with ellipses to mark their presence.
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Figure 13.1: The Open Archives relationship between PlanetMath,
CITIDEL, and the NSDL. By following the arrows, one can imagine the
“flow” of content from PlanetMath to NSDL.

250



Figure 13.2: A sample PlanetMath Dublin Core XML record, as retrieved
from PlanetMath’s Open Archives data provider.
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Chapter 14

PlanetMath Usage and Growth
Statistics

PlanetMath represents the flagship deployment of Noosphere. If PlanetMath
works, it proves that Noosphere can work (not necessarily that it will always
work). By way of proof, I present here statistics of PlanetMath’s usage and
growth over the nearly two years since it’s “doors opened”.

14.1 Reader Growth

A simple and direct metric of success is how many people are reading Plan-
etMath entries. This is easily measured by counting object views, something
which Noosphere does automatically. An object view is distinct from a web
“hit”; it omits requests for the front page and other index pages and docu-
mentation pages, as well as requests for images and other static files. Thus,
object views are a conservative estimate of readership.

In Figure 14.1, I present a chart of object views on PlanetMath by month.
From this, is fairly clear that PlanetMath is being accessed at a steadily grow-
ing rate. Interestingly, this growth is not monotonic, but appears to cycle in
intervals of about 4 months. This may be explained by academic semesters
around the world approximately coinciding, with a spike in reference usage
near the beginning of the semester (for review) and a spike near the end of
the semester (studying for finals). These cycles will be discernible in other
data as well, as we will see below.

A valid question is “where are these readers coming from?” Since 2002,
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Figure 14.1: Object views on PlanetMath, by month.
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PlanetMath has been listed in the Open Directory Project, under the sci-
ence/math/reference directory. This means that PlanetMath is syndicated
via Open Directory to over 100 search engines and portals worldwide. This
leads to crawling by all of the major search engines. Thus, when a user
searches for a mathematical query at any major search engine, they are likely
to get results from PlanetMath (if there are relevant entries). This explains
the significant traffic and growth in traffic over the past two years; we should
expect that PlanetMath readership will growth as the web grows and as its
content base grows.

14.2 Content Growth

In this section I present content growth figures. First and foremost are the
primary objects of Noosphere: the encyclopedia entries. In Figure 14.2 a bar
chart of total entries per month (red) and entries added per month (green)
is shown.

Note that at the beginning, there were some very large spikes of entry
adding activity. This was due to a large “get-PlanetMath-started” initiative,
whereby a few dedicated “founding members” added hundreds of entries.
This is not representative of “normal” entry addition; as one can see, the
rate later tapered off. However, some smaller spikes occur later on. These
are mostly the result of one or a few individuals adding a large number of
entries within a small time interval, something which happens semi-regularly.

Also discernible is some of the cyclic pattern mentioned in the last section;
entry adding seems to peak once during each approximate academic session
time period, usually between the first quarter and last quarter of the session.
Interestingly, this is the opposite of readership spikes, which occur mostly
within the first quarter and last quarter of sessions. This actually makes
sense, when we consider that students will look up more when they are more
busy with coursework and exams (at the beginning and end of the semester),
and write more when they are less busy (in the middle of the semester, other
than midterms). However, the rate of additions appears to be more stable
than it has been in the past, lying in the range of 70-90 new entries per
month (2-3 new entries per day).

In Figure 14.3 is a graph of corrections filed (red) versus entries added
(green), by month. It is clear from this graph that corrections filed are
highly correlated with entry additions. This confirms behavior observed in
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Figure 14.2: Entries in PlanetMath, both total (red) and added (green) in
each month.
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PlanetMath; when new entries are added, many people rush to point out
problems with them. This is a good thing, as it proves that review is taking
place in PlanetMath.

In the above figure, it appears that the quantity of corrections filed is
tending to increase. However, we should expect that the entire corpus (be-
sides newly-added objects) will tend to accumulate corrections as a matter of
course. To explore this, Figure 14.4 shows the number of corrections filed per
month (green) as compared to the fraction of corrections filed of the entire
collection size.

From this graph, it seems that the number of filed corrections is actually
holding steady rather than increasing. The magic value seems to be about
.05, which means that approximately .05 corrections are filed for every entry,
each month. In other words, a user with 100 entries total should expect to
address 5 corrections per month for these entries.

However, filed corrections are only half of the story. We also need to take
a look at whether these corrections are being resolved. Given in Figure 14.5,
corrections pending (red) are shown compared to corrections filed (green)
and corrections closed (blue, negative) for each day.

A few things are clear from this diagram. First, corrections filed are
almost always matched on the same day or within a few days by closed
corrections. This is good; it means your typical correction does not spend a
lot of time pending. Second, it can be seen that bursts of correction filings
and closings tend to leave a few filed corrections unaccounted for, resulting
in a net accumulation of pending corrections. And thirdly, this is happening
more than it was in the past, when large spikes of filed corrections were
generally completely cleared up. This is resulting in a significant gradual rise
in pending corrections. This may be due to the fact that the outstanding
correction e-mail “nag” system was broken from sometime around 11/02 until
7/03, illustrating its great importance to content maintenance.

However, even with this anomaly, the pending correction count is rising
much slower than the number of entries in the collection. The two are com-
pared in Figure 14.6. In Figure 14.7, the number of pending corrections as
a percent of total collection size is shown (red) compared to the number of
entries added per day (green). This illustrates that, when scaled relative to
the collection size, the pending correction count is much less severe than it
would seem. In fact, it is significantly lower than it has been at times in the
past. The graph also shows how bursts of entry additions effect the pending
correction count, with bursts of pending corrections typically following soon
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Figure 14.3: Corrections filed (red) versus entries entries added (green), by
month.
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in the entire collection (all encyclopedia entries in PlanetMath).
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rection lifecycle.
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after.
Finally, Figure 14.8 shows the number of pending corrections (red) versus

the number of entries with pending corrections (green). This is to help elu-
cidate how tightly corrections are coupled with entries. As the graph shows,
the two curves are very close to each other, suggesting that one correction
per entry is the rule.

In the interest of revealing how much collaboration is going on for author-
ing (as opposed to reviewing), it would help to know the number of entries
which have one author, two authors, etc. Figure 14.9 presents a histogram to
this effect, with the x-axis representing number of authors, and bars reach-
ing a height corresponding to the number of entries with that many authors.
The graph tells us that by far most entries have only one author, though
a significant portion (almost 10%) have two authors. Only a handful have
three or four authors.

14.3 Community Growth

In this section we look at the growth of the community. This includes the
literal growth in the userbase as well as the distribution of effort and pro-
ductivity across it.

In Figure 14.10, I have provided a chart of monthly user growth. This
is the number of users who registered on PlanetMath for that month. The
rate of growth has clearly been rising steadily, though it may be leveling off.
At these rates, just over 2,500 users were registered with PlanetMath by the
beginning of July 2003. Notice that the now-familiar cyclic volume pattern
has become increasingly prominent in the rate of new users. It seems to
coincide approximately with academic sessions, with peaks spanning the end
of one session and the beginning of the next.

However, the chart in Figure 14.10 does not tell us much about the quality
of a user’s stay with the PlanetMath community. To explore that, we must
look at other metrics. Figure 14.11 shows a histogram of users, distributed
into login idle classes. The login idle time for a user is defined to be the
number of days since their last login. We should expect that active users will
have logged in recently, so lower is better. Note that this does not capture
any information about use of the system while logged-out.

This log-log chart shows that there is greater-than-exponential trend to-
wards high login idle times. In other words, most users have not logged in
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Figure 14.6: Total entries (green) compared to total outstanding corrections
(red). Growth in pending corrections does not seem to be out-pacing collec-
tion growth.
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Figure 14.7: The percent of pending corrections (red, relative to collection
size) vs. the number of entries added (green), by day.
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Figure 14.8: Pending corrections (red) vs. entries with pending corrections
(green). This graph shows that there is usually only one correction per
corrected entry.
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multiply-authored.
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Figure 14.10: Newly registered PlanetMath users, by month.
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Figure 14.11: A histogram of users, distributed by the length of time since
their last login. Lower values are better.
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to PlanetMath in a while, and hence cannot be active in the community
(though they may have been at an earlier time). The chart does suggest
that the “active community”, the set of users who are logging in daily or
near-daily, is about 50-100 users in size. Login idle time does not, however,
take into account that many users have just joined, which explains why they
have logged in very recently. To account for this, and present another metric
of community participation, I give Figure 14.12.

Figure 14.12 shows the active range of users, again as a histogram. The
active range is defined as distance between the user’s last login and their
join date, in days. This is meant to give a sense of whether the user ever
came back after registering, and how many days later this was. Thus, larger
values are better here, because they suggest that the user participated in the
community over a greater interval of time1.

This chart is somewhat remarkable in that all active range classes except
the lowest and highest contain nearly identical counts of users. This tells us
that most users do indeed login once and do not come back, but that there
is a small core of users (approximately forty people) who are active over the
long term, and the rest of the users fall in an exponentially-distributed mix
of long and short-term activity. It is worth recalling that PlanetMath has
been open for only about 600 days, so with time, the top activity range class
may grow to the same size as the others except the first (to about 100 users),
further supporting the exponential rule2.

Another way to look at participation and community activity is through
the lens of Noosphere scores. Since the scoring system was designed to mea-
sure value contributed to the community, it should provide insight into the
nature of meaningful activity within. In this spirit, Figure 14.13 shows a his-
togram of users, arranged into score classes. This chart suggests, once more,
that the majority of users do not do much, falling within the 0-1 point range.
Aside from this, we once again have an almost flat chart in the logarithmic
view (that is, an exponential distribution), with two anomalies. The first is
a “notch” ending at about 10 points. This could indicate a barrier between
two “types” of users, those who have only posted messages or done nothing
at all, and those who have created objects or filed corrections (which all yield

1Unfortunately, nothing can be said about consistency within this interval – a user who
logged in twice, a year ago and yesterday, will appear just as “good” as a user who logged
in each week that entire year.

2In addition, the top class does not have the same x-axis extent as the other classes;
the PlanetMath-age cutoff falls in about the center of the box.

268



 10

 100

 1000

 10000

 1  10  100  1000

Days between last login and joined

User active range histogram

number of users

Figure 14.12: A histogram of user active ranges; the number of days between
registering and last login. Higher values are better.
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at least 10 points).
The second anomaly is the falloff at very high scores, indicating that only

a handful of users are prodigiously productive (recall that an entry is worth
100 points, so 10000 points suggests the user wrote about 100 entries). This
is expected and accounted for; Noosphere’s “distributed” content production
paradigm elegantly allows users from the entire range of motivation and
productive ability (which may include time available) to be a part of the
productive process.

The above is a “one-time” snapshot; a distribution of scores in a single
slice of time. We might also ask when and how scoring has occurred over
the life of PlanetMath. Figure 14.14 shows a bar chart of points scored by
month. It is notable that the pattern has been one of increasing stabilization
as the present time has been approached, seeming to converge on a monthly
rate of about 11,000 points a month (the equivalent of 110 new entries).
Early on, there were more instances of unusual bursts of entry creation by
a few individuals. We might ask what is happening to the monthly rate
of scoring, taking this into account. This is what Figure 14.15 attempts
to answer, showing monthly scoring (red, with points) and a corresponding
trend line (red), along with a trend line omitting the “outlier” months of
10/01 and 02/02 (blue). Taking the outliers into account, the productivity
of the community seems to be gradually increasing.

We can also look at specific types of objects created in PlanetMath to
gauge productivity and community activity. Given in Figure 14.16 is a plot
of messages posted by month, as well as a trend line. From this we can see
that messages are posted at an erratic pace; the community is still small
enough that a few questions posted, amplified into discussion threads, can
make a huge difference in the total count. However, the trend line shows
that the volume of posts is steadily increasing.

Looking beyond a mere count of posts, we might ask how much real
constructive discussion there is. In other words, anyone can initiate a thread
with a post (for example, by asking a question), but how often does anyone
else reply and actually discuss? To answer this question we introduce the
notion of unrequited posts : posts which initiate a thread but have no replies
(additional posts within the thread). Figure 14.17 once more shows the
number of posts by month (red), but this time also shows the percentage
of these posts which are unrequited (green). Encouragingly, the former is
increasing and the latter is decreasing on PlanetMath. This suggests that
more genuine discussion is taking place in the community.
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Figure 14.13: A histogram of users, distributed according to their total scores
(note that this is a log-log plot).

271



 0

 5000

 10000

 15000

 20000

 25000

 30000

 35000

 40000

10/01 01/02 04/02 07/02 10/02 01/03 04/03 07/03

Scoring by month

points scored

Figure 14.14: Points scored on PlanetMath, by month.
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Figure 14.15: Monthly points scored on PlanetMath, along with trend line
(red) and trend line omitting outliers 10/01 and 02/02 (blue).
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Figure 14.16: Total message posts on PlanetMath by month, with trend line.
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Figure 14.17: Total posts (red) versus unrequited posts (green, posts with
no replies).
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14.4 Mindshare

Related to the question of how well PlanetMath’s community is doing is
the question of how well it is doing outside the community. This may reveal
things about the boundary between the community and the rest of the world,
where people enter and leave. After all, people cannot join if they do not
know about the community. To explore this, we introduce the notion of
mindshare, in this case, the amount or fraction of interest or attention in
PlanetMath, measured externally to PlanetMath.

The Internet venue selected for measuring PlanetMath’s mindshare was
real-time chat; in specific, Internet Relay Chat (IRC). Two math-themed
channels were selected on two networks, these being (appropriately) #math
on both Undernet and Efnet (these are two of the largest IRC networks)3.
Chat logs were gathered for the period from 8/01 to 6/03 and mined for
mentions of both PlanetMath and MathWorld. MathWorld was chosen due
to its high popularity; it is the pre-eminent Internet mathematics reference
source, and it is therefore most useful to compare PlanetMath to it. Indeed,
this allows us to best address the “share” of “mindshare”.

In Figures 14.18 and 14.19 I show mentions for the Undernet and Efnet
#math channels, respectively. Mentions are simply counts of the number of
conversation log lines4 containing the strings “planetmath”, “planet math”,
“mathworld”, or “math world”, as appropriate5, scaled by the total volume
of chat in the channel. This scaling allows comparison between channels with
different levels of conversation. Also shown are trend lines for the monthly
mentions.

From these charts, it is clear that mentions of PlanetMath are trending
down on Undernet, while mentions of MathWorld are trending up; and men-
tions of both are trending up on Efnet. However, it must be cautioned that,
due to the erratic quality of the monthly PlanetMath mentions on Undernet,
the trend line is a very poor fit. In fact, it seems that PlanetMath men-

3I must provide the disclaimer that I am in the Undernet channel but not the Efnet
channel. Thus, my own influence may have something to do with the results presented
here. However, others associated with the PlanetMath project are in both channels. In
addition, I have not been particularly active in chat, due to my studies. The skeptical
reader can consider only the Efnet statistics presented here.

4There are some time segments missing from the Efnet logs, which appear as missing
intervals in the charts.

5These strings are matched case-insensitively.
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Figure 14.18: Mentions of PlanetMath vs. mentions of MathWorld in Un-
dernet #math.
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Figure 14.19: Mentions of PlanetMath vs. mentions of MathWorld in Efnet
#math.
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tions on Undernet #math stabilized around 8/02, and have trended slightly
up since that point. The initial high level of mentions for PlanetMath in
Undernet #math are likely due to the high proportion of project “founding
members” in this channel.

In addition, we must recall that MathWorld did not return to the web
until 9/01. It has made a steady recovery in mindshare since then. However,
in the case of Efnet, this rise is not quite as fast as that of PlanetMath
mindshare.

In Figures 14.20 and 14.21 I give charts of citation or URL citation mind-
share. This consists of (scaled once again) counts of occurrences of the same
strings in chat as before, with the added requirement that “http://” also
appear in the same strings. This is a rough method of capturing all URL
references to MathWorld and PlanetMath (indeed, it could potentially over-
count, but to the same extent for both sites). In these charts, we can see
that the Undernet downward trend for PlanetMath is much less pronounced;
there initially must have been more discussion of PlanetMath than actual
references to it.

MathWorld’s mindshare increases are much sharper for citation, indicat-
ing that it is being used directly for reference more than people talk about it,
relative to PlanetMath. Indeed, for citations on Efnet, the mindshare trends
are the opposite of what they were for mentions: PlanetMath no longer seems
to be gaining on MathWorld, though both are increasing.

To conclude, it is difficult to tell what the future of PlanetMath’s mind-
share will be. Ignoring anomalous initial conditions, it seems that both
mentions and citations are increasing for both MathWorld and PlanetMath.
From this non-smooth data, it is not clear what the relative mindshare of the
two will be in the longer term. It is unlikely that PlanetMath will ever “take
over”; when these two major sites overlap in content, they will probably ei-
ther tie for readers. However, it is worth recalling that currently MathWorld’s
collection is approximately four times the size of PlanetMath’s, which makes
PlanetMath’s mindshare that much more impressive. These facts suggest
very positive things about PlanetMath’s total mindshare in the mathematics
e-learning sector.
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Figure 14.20: URL citations of PlanetMath vs. URL citations of MathWorld
in Undernet #math.
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Figure 14.21: URL citations of PlanetMath vs. URL citations of MathWorld
in Efnet #math.

281



14.5 Conclusion

Readership is increasing rapidly – perhaps even quadratically. Though per-
haps not growing exponentially, the collection seems to be growing at a
healthy, steadying pace. Many levels of activity are stabilizing in ways that
suggest there is a natural “normal” rate. Productive activity in the commu-
nity is not evenly distributed by any means. However, this is to be expected,
based on what we already know about the dynamics of communities. We
have also seen that PlanetMath is very competitive in terms of mindshare,
indicating that people in the target audience are talking about it and using
it at levels similar to other popular math e-learning sites.

In sum, it seems that despite not yet reaching a MathWorld-scale col-
lection size, PlanetMath has been a success. It goes without saying that
the distribution of productive activity currently attained in PlanetMath is
enough to result in the moderate volume of content growth and development
witnessed. This is perhaps the best that can be expected in a completely
commons-based situation. I believe PlanetMath has shown that Noosphere
works, in turn supporting the commons-based peer-production model for
building digital libraries.
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Chapter 15

Authority Models Study

In this chapter, we undertake to evaluate the effectiveness of Noosphere’s
authority model system in controlled experimental setting. Such a study is
necessary, due to the lack of sufficient data from any production instance of
Noosphere. The results presented below suggest that Noosphere’s authority
models system (a hybrid of both owner-centric and free-form models) is
optimal.

15.1 Introduction and Background

In this section we give an introduction to authority models in the CSCW
context. Next we discuss how authority models take shape in the Noosphere
system.

15.1.1 Authority Models in CSCW

We introduce the term authority model for CSCW as the characteristics
of the CSCW system that determine who has control over objects in the
system, and how this control manifests. Previous CSCW work has touched
on authority models partially. In [12], “access models” are briefly mentioned.
We prefer the term authority to access because it has a higher-level, inclusive,
more social connotation. It conveys the idea of hierarchies, and “who’s in
charge.” Access, on the other hand, conveys little more than a “flat” sense
of a Boolean grant or denial. From a technical standpoint, an authority
model is always implemented in terms of access rules, but these are simply
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an encoding of motivating social notions of authority.
A strongly related concept is that of trust. Trust is a notion intimately

bound up with authority and access: high access is a consequence of high
trust, and the inverse also holds. Complex webs of trust determine access
rules and result in the formation of authority structures.

15.1.2 Authority Models in Noosphere

Noosphere has a hybrid authority model: it supports both of the two pure
models we describe below, and has features for allowing users to selectively
apply the models to all or some of their objects. The fact that Noosphere
supports both models was handy for the carrying out of this study.

The first, and default model of authority, we term owner-centric. In this
paradigm, the creator of an entry (the owner) controls all modifications to
the entry, and revisions by others must be done by way of corrections (which
are only suggestions as far as the owner is concerned). Owners may chose
to globally or selectively expand the notion of ownership using the Access
Control List (ACL) system, through which they may create editor groups for
their entries and add selected users. Clearly this model resembles the familiar
academic environment, where a single author, or a group of authors (with
a first author) creates and revises the document, and is subject to external
review from a community of peers. This review takes the form of commentary
which is then integrated by the author or authors; the reviewer makes no
direct changes. The philosophy, then, is that the content is “hands-off” for
everyone but the authors, but at the same time the authors acknowledge
that they are not omniscient and would appreciate some input from the
community. Some of the explanation for why this “hands-off” paradigm is
desired may be the high value placed on uniformity and style of presentation
as a distinct, unitary work.

The second model we are calling free-form. This model has gained popu-
larity through the Wiki family of collaborative content management systems.
The crux of this paradigm is that anyone may spontaneously make changes
to any object, but the creator has the ability to roll back changes to pro-
tect against malicious or low-quality edits. This paradigm is supported in
Noosphere through the same ACL system which allows granting of edit per-
mission to single users or groups; however some of this complexity is hidden
from the user and they have the ability to make the free-form model their
global default. The philosophy behind this model is that communal is best:
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allowing people to instantly make changes to a document they come across
will (allegedly) lower the barrier of content creation to its optimal level, rais-
ing the net productivity of the content management system. The owner in
this paradigm is merely an “administrator,” asserting an a posteriori sanity
check on the content.

The aim of our study was to find out which of the above two models
is “best,” capturing the notion of best in a variety of ways. There are two
key families of metrics to evaluate a productivity system: hard measures of
productivity, or the impression the system has left on the user (that is, their
affinity to it). In this chapter we address both, as log analysis results and
survey results, respectively.

15.1.3 Related Work

Access control in the CSCW setting has been discussed as early as [19].
Here the facets of operation, role, object-user relationships, and data are
discussed. All of these are dimensions that must be considered as attributes
of access policies for an authority model. Eillis et al. [12] discuss the need
for extending these ideas to real-time groupware.

[13] reviews many different types of trust, showing that trust is not a
simple, one-dimensional concept. [20] is particularly relevant as it discusses
trust in global virtual teams, which is very reminiscent of the system and
scenario of this chapter. [32] defines “swift trust,” which we think often
plays a part in global, common-based collaborative production. We will
discuss these ideas more later.

15.2 Empirical Study Methods

The general strategy was to test the two supported authority models in
Noosphere (owner-centric and free-form) by having people work with them
separately, gather some data for each case, and compare the results. To
achieve this, modifications to Noosphere were made to allow it to operate in
a single-authority model mode rather than the hybrid mode it was designed
for, as well as to allow toggling between the two possible modes. This mostly
consisted of hiding certain interface elements related to the specific authority
model, depending on which mode the system was set to be in, and changing
the default ACL parameters. Using this modified system, we were then able
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to have a set of participants work for a fixed time period in owner-centric
mode, and then do the same in free-form mode.

We wanted to be able to draw as “real-world” of a conclusion as possible
from this study, which meant that we needed to imitate the commons-based
peer authoring setting as closely as possible. However, the study was nec-
essarily artificial in nature, so it was really impossible to fully capture the
spontaneous, un-coerced nature of peer production. We had to settle for
approximating it. Some users were given writing “assignments,” however,
these assignments were a free selection of topic, either from a list of available
topics or whatever they wanted to write about (depending on how they were
recruited). Other users were not given assignments, but were urged to make
an attempt at starting an entry. Indeed, many actually did this.

The strongest way we conformed to the real-world situation was the adop-
tion of the remote, asynchronous setting. We never met most participants in
person, the participants were anonymous to each other (indeed, some were
in another country entirely), everyone worked from their own computer, and
the Noosphere system operated asynchronously as usual. A daily reminder e-
mail was sent out to each participant for purposes of coordinating the study,
to which was also added the usual e-mail notifications from the Noosphere
system itself. As these emails were chief elements of CSCW notification, it
is clear that the overall interaction style was asynchronous.

The participants of this study were divided into two groups, with one
group working first with the free-form model and one working with the owner-
centric model. The experiment then progressed to the second part, where the
groups worked with the “opposite” authority model. The division into two
groups and subdivision into two parts was done to eliminate ordering biases:
we wanted to account for initial learning curves with the Noosphere system
and/or LATEX [29], as well as effects coming from fall-offs in motivation.

An important detail is that the participants did not know the names of
the authority models they were working with. Here we use the terms “free-
form” and “owner-centric,” but we felt that using these terms could skew the
subjective evaluation of the experiment. These terms can be value-laden and
may subconsciously affect users, depending on their philosophical persuasion.
So throughout the course of the study, we used the generics “system 1” and
“system 2.”

Another element of anonymity was participant names. Though many
participants didn’t know each other, many were recruited from the same
sources, and hence would already know a significant fraction of the other
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users. The large incidence of this in our experimental population would
seriously inhibit the ability to make inferences from the results to the general
commons-based setting. We were wary of users partitioning themselves into
sub-groups, comfortable only with working with others in these groups, while
essentially ignoring the content and activity of the other sub-groups. So, we
sought to eliminate this effect. This was achieved by randomly assigning to
participants names of the form “user##,” where “##” represents a number.
Hopefully this masked any familiarity biases, and kept people focused on
content production and the abstract nature of the content.

We ran the study over the course of six days. The first three days made up
the first part, and the second three days made up the second part. Before the
first day, participants “signed” an online consent form to, in effect, register
for the study, and filled out a background survey. The background survey
asked questions about the person’s experience with mathematics, commons-
based peer authoring, and LATEX. The answers to these questions were used
to “evenly” distribute users into the two experimental groups, such that they
consisted of about the same numbers of users, size of the subset participating
for extra credit, experience in mathematics, knowledge of LATEX, and self-
motivation in mathematics.

The users created entries and/or corrected entries written by other users,
as coordinated by the study coordination system. Each day they were
emailed a reminder which also served as a link to their “assignment” for
the day: this assignment was almost always to the effect of “browse the sys-
tem” and “look for things to revise or correct” (except at the beginning of
the first and second parts of the experiment, when some users were told to
create new entries if they could). In addition, on the first day of the study,
users were given some background material to read to introduce them to the
study, to Noosphere, to LATEX (if they did not already know it), and to the
first authority model. At the beginning of the second part, the users were
given a primer on the second authority model their group would be working
with.

At the end of the study, participants were asked to fill out an exit survey.
This survey asked questions about which authority model the users thought
was better for production, and how they felt about each model. Again, these
questions were never phrased in terms like “free-form” and “owner-centric,”
but were referred to as “system 1” and “system 2” to shield against bias.
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15.2.1 Participants

We had 25 participants for this study. Since we needed participants who
had a background in mathematics and who either knew LATEX or would be
willing to learn enough of it to get by, we stuck to recruiting from the univer-
sity setting. The participants were graduate and undergraduate students in
the computer science department at Virginia Tech and undergraduates from
Dalhousie University taking a linear algebra course. All the participants had
good enough mathematical background to make contributions to the con-
tent (in principle). They had taken mathematical courses at various levels
ranging from second year undergraduate mathematical courses to graduate
level mathematical courses, with the number of courses varying from 3 to
15. The participants were experienced in using the Internet, with experience
ranging from 4 to 10 years. 76% of the participants had used web forums
and 64% had looked up mathematics on Internet. We had 80% participants
who had never used any collaborative software or used a Wiki-style system.
56% of our participants did not use a computer to write mathematics and
76% did not use LATEX. Since the participants would have to use LATEX to
write entries and a vast majority of our participants did not know LATEX, we
provided a basic tutorial for them on LATEX.

We must stress that this wide variation in prior experience is actually
desirable for our study, as it mirrors the real-world situation.

15.2.2 Tasks and Materials

As mentioned above, to carry out this study, modifications had to be made
to the Noosphere software. In addition to the changes necessary to introduce
mutual exclusion between authority models and toggle between them, some
changes had to be made to allow two instances of the software to run on
the same system (we only had one machine available to work with). The
software was modified to allow two different instances to be loaded from the
same set of libraries, and mapped into two different web address spaces and
databases.

Also mentioned earlier was an experimental coordination system that had
to be written. This consisted of a database back-end, a web front-end coded
in Perl, and other miscellaneous scripts (a mix of SQL, Perl, and bash shell
scripts). This system was chiefly responsible for the following:

• Providing an electronic consent-form for sign-up, with secure signatures
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in the form of unique SHA1 hashes.

• Providing the daily assignment display, which was customized for each
user (based on their information in the database).

• Providing exhaustible lists of topics for some participants recruited
from the classroom.

• Sending out reminder emails pointing to the daily assignment.

In addition to these were scripts to handle the switch-over point, which
performed the following:

• Back up the content from the Noosphere system.

• “Reset” the Noosphere system, cleaning the old content.

• Switch the Noosphere configurations over to the next authority model.

Code was also written to facilitate some of the objective analysis, includ-
ing analyzing the Noosphere databases and snapshots on disk.

We also set up two surveys using the survey.vt.edu facility: a background
survey and an exit survey. The background survey contained questions about
experience in relevant areas that would help us place the participants in
experimental groups. The exit survey contained what we needed to know to
derive some subjective results about the authority models, as well as some
useful information about time spent in the study, for future reference.

15.2.3 Procedure

We started out by sending a mass-mail (blind carbon-copied) to all of the
users who had expressed interest in participating, telling them how the sign-
up procedure would work. When this was ready, we had the coordination
system send to each user an email containing a unique hash key, which they’d
have to paste into the online consent form to substitute for a signature on
paper. The actual text of the consent was customized for the user; users re-
cruited from a classroom who were “in it” for the extra credit were promised
this credit for participation. Other participants were promised no compen-
sation. The set of persons who went through this first step became the study
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participants, and they were subsequently given a link to the background
survey for filling out.

Based on the results of the background survey, we divided up the partic-
ipants into two experimental groups, taking care to evenly distribute expe-
rience and motivation in mathematics, those getting extra credit and those
who were not, and experience with LATEX. We also at this point generated
random usernames for the participants. All of this was stored in the coordi-
nation database.

Soon thereafter we set the coordination system to send out the daily
reminder/assignment messages. The assignment messages for the first day
contained links to required and optional reading materials on the study, the
Noosphere system, and the first authority model (customized for the user).
There was also a link directly into the appropriate Noosphere instance to
finalize the creation of a pre-assigned, anonymous account.

The reminder/assignment messages continued daily. The base assign-
ment always instructed the participant to inspect the system, giving special
attention to new changes and new activity and checking for completeness,
comprehensibility, style, and errors. On the first day of each half of the
experiment, however, the extra-credit participants were given more specific
instructions to attempt to write an entry. For the participants recruited from
the linear algebra class, we had a special list of topics to select from, which
they had covered in their class. The others were able to select as they pleased
from the requests list we had loaded into the Noosphere system, which con-
sisted of a variety of topics from all over the mathematical spectrum in terms
of subject and difficulty. It was made clear, in addition, that they were not
restricted to any of these lists and could just pick something from a text book
they had, or anything else they were interested in.

In general, there was a lot of what could be termed “hand-holding” to
facilitate activity. Participants were encouraged to try writing something
rather than holding back, since the object was iterative improvement rather
than initial perfection. Links to reference materials, some of which were
also part of the initial reading, were placed throughout the interface of the
modified Noosphere system.

On the last day we sent out another BCCd mass mail, telling the partic-
ipants to wrap things up and giving a link to the exit survey.

After we were convinced that all of the responses we were going to get
came in, we closed the survey. The results were exported and then loaded into
the coordination database. Participation statistics were also generated and
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Group 1 Group 2 Total
Total requestsa 1402 4158 5560
Total scoreb 2139 6699 8838
Total users 12 13 25
Active usersc 6 6 12
Passive usersd 2 5 7

aA request is a web server hit.
bScore is a Noosphere metric of participation,

measured in points. 100 points is given for each
entry created, 30 for corrections, 10 for each revi-
sion, and so on.

cActive users are those who had a nonzero
score.

dPassive users are those who had requests but
no score; they were “lurkers”. We include them
because they still were able to provide some valid
appraisal of the performance of the authority mod-
els, in principle.

Table 15.1: Results for participation in the two experimental groups.

loaded into the database (such as score and number of hits to the system).
These were used for more in-depth analysis purposes.

15.3 Results

In this section we present the distilled, empirical data of our experiment. It is
divided into three subsections: participation figures, log results, and survey
results.

15.3.1 Participation Figures

In Table 15.1, we present some participation statistics on the two experimen-
tal groups, for completeness and perspective1.

1There is clearly a participation volume disparity between the two groups. However,
we believe this is due to “bad luck” in picking two equal groups rather than a result of
ordering bias. Were it ordering bias, we would expect our results to be opposite among
the two groups. This does not happen in our data.
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15.3.2 Survey Results

In Table 15.2 we present the overall results of the exit survey. The left
column gives only a fragment of the actual question, which would be of the
form “which system do you think had ...” or “which system do you think
was ...”, etc.

Considering that actual participation varied considerably2, we thought it
prudent to also look at the results considering only the users who accounted
for most of the activity of the study. In Table 15.3, we give the results for
the exit survey after having filtered out users who had a Noosphere score of
less than 100.

Note that the results are significantly more pronounced for this set of
most active participants. Therefore, it is possible that either increased use
leads to greater liking of the owner-centric model, or that the most productive
tend to like the owner-centric model. We stop short of saying that this is the
table that matters most, since it is not necessarily the case that the most
active users are the only users we care about in a collaborative system (we
may have a large number of less active users who collectively have a very
large impact.)

15.3.3 Log Analysis Results

In Table 15.4, we present what what we call “log analysis results”3: figures
based on our records of the activity in the Noosphere experimental systems4.

It is our opinion that the “collaboration” metric here is the most im-
portant, but the others are provided for completeness. These figures fairly
strongly suggest that the free-form model is the most productive, in quanti-
tative terms.

15.4 Discussion

The evidence seems to support the hypothesis that the free-form authority
model is the most productive, but that the owner-centric model is preferred

2An exponential participation falloff is observed in live virtual community systems, and
is to be expected here.

3Numbers are summed across groups.
4Most of these do not literally come from logs, as there is a significant amount of online

participation information within the Noosphere system.
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Question Response Breakdown

best content
overall?

owner-centric - 41%
(7)
free-form - 29% (5)
Don’t Know - 29% (5)

fastest correc-
tions?

owner-centric - 17%
(3)
free-form - 64% (11)
Don’t Know - 17% (3)

best presenta-
tion quality?

owner-centric - 47%
(8)
free-form - 29% (5)
Don’t Know - 23% (4)

least work for
authors?

owner-centric - 23%
(4)
free-form - 41% (7)
Neither - 17% (3)
Don’t Know - 17% (3)

least work for
correctors?

owner-centric - 29%
(5)
free-form - 41% (7)
Neither - 5% (1)
Don’t Know - 23% (4)

most difficult
to learn?

owner-centric - 25%
(4)
free-form - 6% (1)
Neither - 56% (9)
Don’t Know - 12% (2)

most difficult
to use?

owner-centric - 23%
(4)
free-form - 11% (2)
Neither - 58% (10)

best control?

owner-centric - 64%
(11)
free-form - 29% (5)
Don’t Know - 5% (1)

most comfort-
able with oth-
ers’ level of ac-
cess to your en-
tries?

owner-centric - 58%
(10)
free-form - 29% (5)
Don’t Know - 11% (2)

overall best
system?

owner-centric - 52%
(9)
free-form - 35% (6)
Neither- 5% (1)
Don’t Know - 5% (1)

Which system
should be sup-
ported?

owner-centric - 52%
(9)
free-form - 35% (6)
Don’t Know - 11% (2)

Table 15.2: Survey results (all users).
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Question Response Breakdown

best content
overall?

owner-centric - 54%
(6)
free-form - 27% (3)
Don’t Know - 18% (2)

fastest correc-
tions?

free-form - 72% (8)
owner-centric - 18%
(2)
Don’t Know - 9% (1)

best presenta-
tion quality?

owner-centric - 36%
(4)
free-form - 36% (4)
Don’t Know - 27% (3)

least work for
authors?

free-form - 54% (6)
Neither - 27% (3)
owner-centric - 9% (1)
Don’t Know - 9% (1)

least work for
correctors?

owner-centric - 45%
(5)
free-form - 27% (3)
Don’t Know - 18% (2)
Neither - 9% (1)

most difficult
to learn?

owner-centric - 10%
(1)
free-form - 10% (1)
Don’t Know - 10% (1)
Neither - 70% (7)

most difficult
to use?

owner-centric - 18%
(2)
free-form - 18% (2)
Neither - 63% (7)

best control?
owner-centric - 81%
(9)
free-form - 18% (2)

most comfort-
able with oth-
ers’ level of ac-
cess to your en-
tries?

owner-centric - 81%
(9)
free-form - 18% (2)

overall best
system?

owner-centric - 72%
(8)
free-form - 27% (3)

Which system
should be sup-
ported?

owner-centric - 72%
(8)
free-form - 27% (3)

Table 15.3: Survey results, considering only the most active users.
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Free-form Owner-centric
Number of revisions 153 114
Number of multiply-edited
objectsa

15 1

Number of objects created 45 28
Co-revisionsb 54 0
Total correctionsc 11 28
Collaborationd 65 28
Total corrected objects 9 16
Completed collaboratione 62 13

aA multiply-edited object is one that has been
edited by more than one person. Note that in both
Noosphere authority models this is possible, since in
the owner-centric model, the owner can delegate edi-
torship to others.

b“Co-revision” means a direct revision of an entry
performed by someone other than the creator of that
entry.

cNote that even in the Noosphere free-form model,
corrections can be used. In this model, they are still
useful as something akin to a “bug tracking” mecha-
nism, which can host discussions relevant to the cor-
rection topic.

d“Collaboration” in this context means co-revisions
+ corrections, as the two represent the primary collab-
orative means of content revision in the two models,
and thus the metric facilitates direct comparison.

e“Completed collaboration” is the same as collab-
oration, but only counts closed corrections.

Table 15.4: Activity analysis, or “objective” results. The figures from the two
experimental systems were combined for the phases when they were running
in the same authority model.
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by users. However, a significant fraction of users depart from a preference
for the owner-centric model, indicating that there is probably a place for
supporting the free-form model as well.

There is a subset of the survey questions which asked the users what
they thought about the productivity of the models, and the results of these
(“subjective-objective” results) were interesting. Most thought that the free-
form model was easiest to learn, the least work for authors, the least work
for correctors, and resulted in the quickest production, but significantly also
thought that the owner-centric model lead to the highest quality of both
content and presentation. The overall preference for the owner-centric model
seems to indicate that people do not place as high weight on learning curve,
turn around time, and revision effort as one might postulate.

All of these results could be said to support the claim that the author-
ity model design of the system depends on the application. If the user’s
feelings are not quite as important as the “bottom line” of production, it
may (surprisingly) be best to just support the free-form model. This would
seem to justify the growing use of Wiki-flavored systems in corporate and
learning environments (not the academic environment in general, mind you).
These environments also care more about the economic realities of produc-
tion; placing a higher weight on quicker production time and less work for
those creating and revising content. These are the forté of the free-form
model, according to the subjective-objective results. In commons-based set-
tings where users are not obligated to contribute, it makes sense to cater
more towards their feelings about content control and ownership, providing
and probably defaulting to the owner-centric model. These settings also tend
to stress less the economies of production mentioned above, so we get sort
of a “purist” emphasis on correctness and quality that is less efficient to
produce.

In general, a preference for greater control over one’s own objects is ex-
actly what we would expect to see, considering the issue of trust. We ran the
experiment so that users were anonymous to each other, so the resulting set-
ting was equivalent to that of a global virtual team [20]. Hence, participants
had no basis upon which to trust each other. This gave us an opportunity
to test the “swift trust” theory [32], which states that working teams can
quickly build trust based on the quality of each other’s work and little more.
However, we found no evidence that swift trust was in operation at a higher
level of influence than the authority models themselves. If it was, it should
have manifested as an ordering bias, with productivity rising in the second
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half of the experiment, when users had seen some of each other’s work and
done some work with each other. (Recall that in the first group, which used
the owner-centric model second, collaboration dropped precipitously from 30
instances to 4.)

Were swift trust a major factor, it might also have the effect of influencing
the survey responses such that users felt more comfortable with the latter
authority model, unbeknownst to them, purely because they had more trust
for their peers at this time. But there was no such order-sensitive effect in our
survey data. These results strongly suggest the particular authority model
is the dominating influence on productivity and impression. In other words,
there must be certain facts about how people feel about trust in general and
how authority models facilitate work that trump situational factors like swift
trust.

Admittedly, we were not embarking to prove or disprove swift trust, so
we did not optimize our study to isolate this factor. In addition, swift trust
was not formulated to deal with a commons-based setting, so perhaps it does
not apply to it (though, theoretically speaking, it seems it should). All we
can claim here is that it seems to take a back seat to the effects of the choice
of authority model.

The above conclusions must be qualified by the limitations of this study.
Probably the biggest drawback of this study is the small sample size. The
stark differences in productivity in the two groups was less than optimal to
work with, though we do not think it affects the general thrust of the results.
Also, had we known in advance the rate of actual participation would be so
low in each group (6-8 users out of 12-13), we probably would have foregone
the division into two groups to ensure that the single group would have a
“critical mass” of participation. This may have “activated” the participants
in the first group more.

In addition, there is some doubt to be cast on the subjective-objective
results, because the users had to do a comparison between the two systems
from memory, based on the impressions they had had over the week of the
experiment. It would have been better if the users had been prepped for the
exit survey by having them step through all of the content that was pro-
duced, in a “re-cap” phase. In addition, they could at this point be asked
to rate each item for content and presentation quality. Hence we would say
the “subjective-objective” results are probably leaning more towards “sub-
jective” than “objective.”

This also raises the point that there was no official measure of quality,
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akin to the productivity counts we determined by log analysis (which measure
only quantity). This could be achieved by having experts rate the content in
much the same manner as the participants.

15.4.1 Conclusions and Future Work

In conclusion, we found that users preferred the owner-centric authority
model in a collaborative, commons-based authoring setting. However, we
found considerable evidence that the free-form model was actually the most
productive, quantitatively speaking. It was unknown which model actually
yielded the highest quality, but users generally thought that the owner-centric
model did.

We think these results are useful in the design of authority models for col-
laborative commons-based authoring systems, but that they also have some
application outside of the commons-based setting to many types of CSCW.
For example, we briefly discussed the corporate and academic settings, which
would take advantage of different strengths of the two authority models which
could effect their selection.

This work is a beginning, and we hope it will spark interest in authority
models among the CSCW and related communities. Authority models have
the potential to make or break a system, or at least dramatically effect user
satisfaction and output productivity. Based on our small investigation and
the modest existing literature, we think much work remains to be done, and
many new avenues could be explored.
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Chapter 16

Sustainability

In this chapter I deal with the issue of sustainability in virtual communities.
Virtual communities are treated in the productive generalization (that is,
the virtual community produces some sort of information artifact). Sustain-
ability is broken down into fiscal, organizational, and participatory aspects.
The participatory aspect is selected for further analysis, both because it is
primary and because it is the only aspect which is intertwined with system
design. Next a set of design principles for participatory sustainability in
virtual communities is presented, based on facts about collaborations and
communities. Finally, Noosphere is compared to this list of design principles
qua scorecard, to determine how sustainable Noosphere-hosted communities
are likely to be. The results suggest that Noosphere does well, but could be
further improved.

16.1 Theory of Sustainability

The purpose of this section is to give a comprehensive treatment of the sub-
ject of sustainability in virtual communities, with an emphasis on how system
design can foster it. Sustainability of virtual communities in general is dis-
cussed and one facet is singled out as most relevant to examine in detail
for the aforementioned emphasis. Modes of failure of virtual communities
are discussed. Broad characteristics of sustainable virtual communities are
presented. Good design principles for successful virtual communities (both
novel and existing) are discussed and examined for their effect on sustain-
ability. Lastly, a new view of virtual communities is presented and used to
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justify the expanded set of design principles.

16.1.1 Introduction

Today, the focus of the Internet is shifting away from data, information,
and cataloging, and towards knowledge, learning, culture, people, and value.
These latter items are social in nature, meaning they must be supported by
communities. Thus we arrive at the topic of community, transported online:
virtual communities.

We are beginning to see virtual communities of various breadths and
depths pop up all over the online landscape. Indeed, we may even have been
involved with virtual communities (or built them!) without realizing it1, as
virtual communities are such a new topic whereas communities in general
are second nature to us. But every virtual community is supported by some
software system, and as such, they could benefit from intentional design.

Virtual communities have now been around long enough for us to see
some of them continuing to thrive in the long term, while others “pass away”
in some fashion– go under, disband, dissolve, shut down, etc. In this chapter,
we will be examining this passing-away of virtual communities in detail, and
studying how we might design virtual community systems to prevent it.

Definitions

First, we must provide some critical definitions:

1. A virtual community is a set of human members who are identified as
such by recurring interaction with each other through the Internet over
time.

2. A virtual community system is a software system (or set of systems)
which serves as the specific online locus of interaction for the virtual
community. It defines the “degrees of freedom” of the members of
the community– the set of possibilities of action and interaction in the
virtual community.

3. All the members of a virtual community have in common the organizing
goals : a set of goals which separates them out from society at large

1For example, Amazon.com is gradually evolving into something of a “consumer com-
munity” under our collective noses.
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and which they seek to achieve through participation in the virtual
community.

4. All virtual communities have community artifacts, that is, some sort
of virtual objects of concern (these artifacts may describe real-world
objects, but they do not have to). These artifacts may be cultural
or they may be informational, they may be created intentionally (the
result of organized production) or implicitly (as in forum discussion
threads).

Regarding definition 3: organizing goals are nothing new to communities
with the advent of the virtual variety. However, in the online world, the list
of organizing goals for a given virtual community tends to be very short, and
the number of communities very large. Offline, the list of organizing goals of
a community tends to be very large, and the communities tightly bound to
proximity. In fact, physical proximity really transcends goals entirely in the
formation of the traditional sort of offline communities (i.e., neighborhoods,
towns, etc.), and is a stronger force as one goes back further in time.

This makes intuitive sense, as mass transportation and communication
are forces that “free” individuals from interaction with those in proximity
with them. So organizing goals have been around; the change is that they
have reached the pinnacle of importance with the formation of communities in
the online world. The result is that virtual communities are specialized more
than typical offline communities and that the individual stands to become a
member of more such specialized communities than has classically been the
case.

In lieu of these definitions, it could be said that in this chapter we seek
to understand sustainability of virtual communities by way of the design of
their respective virtual community systems.

16.1.2 Schematic Of Sustainability

Generally speaking, the word “sustainability” refers to the attribute of a
thing which describes how well it can sustain (last, continue, remain, perse-
vere, etc.). For virtual communities, I believe sustainability can be broken
down into three facets: fiscal sustainability, organizational sustainability, and
participatory sustainability. Each facet is concerned with some object which
is utilized towards some end.
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• Fiscal sustainability is of course concerned with money, which is needed
for facilities (servers, networks), software, and staff (both administra-
tive and developmental).

• Organizational sustainability is concerned with organizations, who as-
sociate with the virtual community through partnerships. Organiza-
tions can bring many things, including funding directly, content, ser-
vices, audiences, and communication channels.

• Finally, participatory sustainability is concerned with people, namely
the members of the virtual community. It is associated with “healthy”
levels of activity, relative to the capacity of the virtual community
system and the ability of the staff to handle it. Note that both too
little activity (no one is using the system) and too much (the system
or staff is overwhelmed) imply poor participatory sustainability; it is
not correct to assume that the amount of attention or use is the only
factor here.

These facets of sustainability cannot be entirely separated from one an-
other, as the above descriptions suggest and Figure 16.1 indicates. Though
not necessarily complete, the diagram serves as something of a “concept map”
of sustainability in virtual communities.

In Figure 16.1, the triangles are the objects of concern that are “con-
sumed” or “utilized” by the virtual community, and each one is associated
with a type of sustainability, written next to it. The arrows between the tri-
angles indicate a relationship with a specific direction of influence, while the
dotted arrows around the perimeter indicate that the sustainability emphasis
can be towards any corner or pair of corners of this 3-cornered plot.

In the diagram, (a) can be read as “money can purchase advertising which
brings people”, (b) can be read as “people can contribute money through
fundraising”, (c) can be read as “people can serve as audiences to organiza-
tions” as well as “organizations can bring people in the form of audiences”
(since the arrow goes both ways), and so forth.

For a specific virtual community, the emphasis needed on each facet of
sustainability will vary. The “sustainability profile” of a virtual community
could be thought of as a “linear combination” of the three facets of sus-
tainability, with weightings based on the particular attributes of that virtual
community.
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Figure 16.1: The relationship between the different facets of sustainability
as put forth in this chapter.

Participatory Sustainability

Also in Figure 16.1 is an arrow labeled “importance.” This arrow denotes, in
general, where the emphasis should be for the design of the virtual community
system. Hence, we make the claim that the designer should be focusing on
participatory sustainability when building the virtual community.

Why should this be the case? We just said that the particular flavor of
virtual community will determine where the sustainability emphasis should
be. Certainly facilities are always needed, and in many cases cooperations
with organizations may be indispensable to the thriving of a virtual commu-
nity.

But while this is true, when building a system for people, one will always
come back to the ultimate truth that people should use it. If people do not
use it, the system is of no benefit to society. Of course, the system builders
may not mind if they still get steady paychecks, but for the purposes of our
discussion we will assume that an actual manifested social benefit is the goal
of every virtual community.

Participatory sustainability, then, is the one leg of the table that you
cannot remove, as it is tied directly to the definition of success. So philo-
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sophically speaking, organizations and funding may come, but they will fail
to meet our “holistic” definition of sustainability inasmuch as they do not
bring participants.

Participatory sustainability also has primacy when one considers a prac-
tical point of view. Note that in Figure 16.1 there are arrows flowing out of
“people” to the other corners, which hints that it is possible for the commu-
nity itself to be the source of fiscal and organizational sustainability. Still,
this must be paired with some additional facts garnered from practice in
order to be convincing:

1. In the virtual world, there is an extremely low fiscal barrier to the
creation of systems: there is existing software which can be adapted,
there are plenty of rapid-application languages and frameworks to ease
writing a system from scratch, many software components can be re-
used in entirety for free, and hardware and hosting costs are low (at
least, for getting started).

Example: PlanetMath [42] was started on a spare, throw-away ma-
chine, and written in the author’s spare time.

2. There is a large pool of transient attention and freely available content:
potential audience members use search engines and directories, and
word-of-mouth by way of passing URLs is prevalent. Also there is
content which can be freely copied or built upon in the same fashion
as software mentioned previously.

Example: PlanetMath’s membership has largely grown through search
engines, web directories, and word of mouth (the same goes for the
guitar-centric sites mentioned in [26]). In addition, much of the ini-
tial collection was “seeded” with a small core of content from another
source, creating “something to see” at the site, even if it was duplicated
from somewhere else.

These unique observations about the online world indicate that it is much
easier to get started creating virtual communities (even ones of relatively
large scale) than it is for the offline variety. In fact it is so easy to get
a virtual community started quickly that the temptation is to spend too
little time thinking about how to “keep things going,” which is of course the
subject at hand.
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Case study in Participatory Sustainability: Kuro5hin.org

Kuro5hin.org (pronounced “corrosion dot org”) is a vibrant online commu-
nity which features collaborative editorial content and discussion. The theme
is “technology and culture,” but like any media outlet, this is only a key which
the actual topics covered dance around.

The basic workings of the site are that users spontaneously and of their
own volition write articles, typically based on something in current events.
These are submitted (with a specific topical section), and then go into a
submission queue, where they can be commented on for editing purposes
as well as voted for. If there are enough votes2, the story is automatically
posted to the site for public consumption. Each story supports a discussion
by way of threaded messages, which are themselves moderated for filtering
and quality-control purposes. All in all, the system works extremely well.

Kuro5hin.org was started on December 20, 1999 [25]. By December 2000,
the site had reached 10,000 registered users. By March of 2002, the number
had reached about 30,000. Despite this large audience, there is little need
for staff to support the community itself. Both the content and the quality
control are distributed; produced by the community. The administrative
tasks are performed by the site’s founder, Rusty Foster, and one assistant.

However, even so, by June 2002 there was enough administrative pressure
on Rusty that it was threatening his own livelihood. He would have to find
financial support for running kuro5hin.org, for himself or someone else, or
the site would have to be shut down.

The site was not unfunded up until that point. A sponsorship system with
a hosting company took care of networking facilities and other hardware. In
addition, a text-advert system (meant to be less intrusive than graphical
banner ads) was begun to bring in additional income. Lastly, a “K5 store”
was started to sell kuro5hin.org-branded knick-knacks. Around the site and
these funding ventures, Rusty had formed a company, called “K5”.

Still, these funding channels did not bring in enough to support even
one full-time staff member, and on June 17, 2002, Rusty posted an S.O.S.
to the site [23]. Amazingly, community members spontaneously donated
about $10,000 to ensure that kuro5hin.org would live on. This outpouring of
support was converted into a fundraising drive, which netted over $35,000 in

2This is a bit of a simplistic explanation, the criteria that determines whether an article
gets posted includes not only a large enough fraction of votes (which is based on the number
of members), but also the time the story has been in the queue.
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the next four days [24].
This event marked a transformation in the community. The community

itself was seen by the members as valuable enough to support directly, and
as a result the company K5 is being dissolved in favor of a non-profit or-
ganization (the “Collaborative Media Foundation”, or “CMF”) to take its
place.

Plainly, what happened here is that the participation in the community
sustained it. The participants provided support both implicitly (in the form
of audiences for sponsors) and explicitly (in the form of donations). Referring
back to our model of sustainability, people acted as audiences for sponsoring
organizations, who in turn provided facilities. People also fostered fiscal
sustenance by making not only one-time pledges but becoming dues-paying
members of what is now a nonprofit organization. All of this was made
possible by the virtual nature of the community and its design, which lowered
the barrier to sustenance by making the member-to-staff ratio at least 30,000
to 1, something that would be impossible in the offline world.

Motivation: What We Are Combating

We have seen how participatory sustainability generally has primacy over
organizational and fiscal sustainability in virtual community projects and
hence should be the focus of their sustainability efforts. Still, the situation
remains such that it is not particularly stressed in these projects. Part of
this is probably due to not recognizing it as a distinct concept, which is one
purpose of presenting it as such here.

A sure-fire way to neglect participatory sustainability is to pay no at-
tention to sustainability at all. This is simply a lack of thinking about the
long-term well-being of the virtual community being built. It may be a result
of operating as if the construction of the system were a technical “research
project” when in fact the objective is to build a long-lasting community.

More subtly, without recognizing the importance (or even existence) of
participatory sustainability, the sustenance of a virtual community project
becomes a purely administrative task. In other words, once finances and part-
nerships are secured, the “sustainability” item is checked off the list. This
situation is quite natural whenever there is a separation of project admin-
istration and development, and should be combatted by bringing technical
staff in on sustainability discussions.

Of course, there is also often a tendency of the technical developers to
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focus too much on the technology and forget the “big picture” (which includes
the social aspects of the system, and entire communities in this case). It is
therefore not a given that the technical developers will be thinking about
participatory sustainability.

Scope

This section is devoted to some caveats regarding applicability of the theory
and results of this chapter. There is much confusion in terminology and
“fuzzy boundaries” are plentiful, so I would like to chisel out a few types of
Internet-based projects where there may be confusion and one should proceed
with caution.

The first concerns community networks. Community networks are often
mentioned along with network communities, which are generally considered
the same thing as the virtual communities of this chapter. However, one
must not confuse community networks with virtual communities as they are
different for the following reasons:

• Community networks are often associated with development of net-
working infrastructure. Note that this is different from virtual commu-
nities in that for the latter, we assume its existence. Naturally, this
drastically changes the kind of “start-up costs” one would expect to
see associated with these projects.

• Focus on universal access. That is, people who are not part of the
“online world,” or even computer literate, are seen as target members.
Part of community network projects is then to help these people online,
which is a bridging from the online to the offline world (and what’s
more, requires a high HR investment). Standard virtual communities
do not have such a pro-active or even egalitarian scope.

• Focus on economic development. This is meant in a “holistic” sense,
that is, not just to help everyone who participates make money in
some specific way, but rather to help everyone’s economic standing in
any way (again, even those who are still not online).

These items do not hold hard-and-fast, however, and depending on who
you ask, the emphasis on them may vary. Community networks do invariably
contain a component of local government, so it is fairly safe to say that a
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component of community networks is a “virtual community of local govern-
ment.” Inasmuch as this is what is meant when “community network” is
said, the ideas in this chapter should apply. Otherwise, your mileage may
vary.

In addition, it is becoming more common these days for physically proxi-
mate communities to augment themselves with a virtual representation. It is
unlikely that we could simply consider this virtual representation a standard
virtual community due to the existence of offline feedback and the anchoring
in real-world events, though much of our analysis of virtual communities may
apply3.

One should also be careful when considering any sort of aggregation of
virtual communities. That is, collections of virtual communities may not be
good candidates for the label “virtual community” themselves. The prob-
lem here is that aggregations may lose the quintessential feature of virtual
communities– the organizing goal– that we discussed earlier. This can apply
to varying extents, for example, an aggregation of many virtual communities
in one academic subject area may be a good fit itself for description as a
“virtual community.” On the other hand, something like the up-and-coming
National Science Digital Library (NSDL), an aggregation of virtual commu-
nities from many subjects, may be too far diluted in terms of organizing goals
to itself be described as a virtual community. This in turn places a major
qualifier on its connection to the ideas of this chapter4.

With these caveats in mind, we can proceed.

Modes of Failure

One can observe three manners in which a virtual community may fail to
sustain:

• Bottom-up failure: In this mode, something is “lacking” in the member
base. For participatory sustainability, it may be that people don’t
come, the member population doesn’t grow, or people join but never
participate. This is typically what is thought of when one thinks of an
non-sustaining community.

3It is not even clear what to call the online portion of such a community. “Community
network” has too much baggage from infrastructural and governmental connotations, and
“virtual community” neglects the offline component.

4However, taken separately, the component virtual communities should still be able to
benefit strongly from a study of the presented sustainability ideas.
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• Top-down failure: In this mode, the administration is the source of the
failure. When participatory sustainability is lacking, it may be that the
administration buckles under the workload which is necessitated by the
design of the system. It may not be obvious to the community members
or staff that this fate lies ahead until, tragically, the community has
acquired a large population.

• Inside-out failure: Inside-out failure happens when there is an abrupt
transformation of the community’s populous, possibly in a concerted
manner. For example, a large portion of the population “jumps ship”
for somewhere else (either a virtual community which already exists,
or one which they create). It may be the result of schisms in the
community (a forking or fragmenting) instead of someone else building
a better system for the entire community, in which case it may not even
be a bad thing that community did not persist as a whole.

As mentioned, bottom-up failure probably comes to mind first, and in
fact may be the most common mode of failure in offline communities. I
believe that in virtual communities, top-down failure and inside-out failure
are more prevalent, due to facts about the fluidity of attention translating
into increased mobility online, as well as the low barrier to creation of new
systems.

These different modes of failure have various emotional consequences,
which may help to identify them. Bottom-up failure tends to leave the project
creators cynical and critical of the members for what may be natural behav-
ior, e.g., “people just don’t take enough time for community,” “people just
don’t care,” “people are lazy,” etc. In this chapter, we take the theoretical
position that these are unjustified condemnations.

With top-down failure, the members of the community may feel angry or
betrayed that the system (or the community itself) has been “taken away”
from them. Content they have contributed may disappear, adding to the
ire. Inside-out failure may leave everyone angry, depending on whether it
was just a “grass is greener” exodus of the community to another site, or
whether it was due to rifts in the population itself.

Suffice it to say, everyone would be much happier if the virtual commu-
nities in which they partook managed to sustain instead of acquiesce to one
of these modes of failure. I think that these modes of failure can largely
be prevented by spending time from the outset thinking about participatory
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sustainability and designing the virtual community system with the right
features and with the proper strategies.

16.1.3 Sustainable Virtual Communities

We have taken a detailed look at what makes up sustainability in virtual
communities, as well as how the different facets of sustainability are related to
different modes of failure of virtual communities. Now we shift in emphasis to
looking at what characteristics we may find in successful, sustainable virtual
communities. Broadly speaking, we can identify three areas (the three “S-
Rs”) in which we can evaluate virtual communities:

• Self-reliance: This area concerns the degree that the members of the
virtual community can find their information or assistance or complete
their relevant goals from within the community itself; i.e., from inter-
actions with other members rather than staff. The concept of social
responsibility may be a part of this area, as social responsibility de-
scribes the impetus to take time to react to events in the community
in a way that is beneficial to it [26]. A virtual community with a high
level of self-reliance is said to be self-reliant.

• Self-regulation: This concerns the degree to which the authority in
the community comes from within the community. This involves both
access control (permissions) as well as (more importantly) quality con-
trol. It also deals with trust in the community, as trust is itself a social
building block. A virtual community with a high level of self-regulation
is said to self-regulate.

• Self-regeneration: This aspect concerns the ability of the community
to continue to “build” upon itself. It can be split into two sub-areas:

– Content regeneration: Replenishing, increasing quality, or improv-
ing integration of the community artifacts.

– Infrastructural regeneration: Extensibility of the system support-
ing the virtual community. Put another way, how easy it is for a
member of the virtual community to extend the universe of capa-
bilities of a person in that community.
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When a virtual community is high in self-regeneration, we will say that
it self-regenerates (this may be qualified by one of the above sub-types
of self-regeneration).

The 3 S-R’s could be thought of as cornerstones of participatory sus-
tainability, acting as the bridge between sustainability and design. In other
words, if the 3 S-R’s are strongly present in some virtual community, it is
likely that it will have good participatory sustainability.

Of course, as a conceptual tool, the mapping between system features
and these characteristics is not clean; one feature may help do something
to contribute towards more than one of these characteristics of the virtual
community, but still they remain a good tool for thinking about the “big
picture.”

16.1.4 Basis of Design Principles

Virtual communities are of course a type of community, and communities
are in turn built on cooperative person-to-person interaction. As such, the
theory of how cooperation happens and how communities work are applicable
in some measure to virtual communities. We will consider these prerequisites
and what they mean for virtual communities [27] in the following sections.

Cooperation

For two individuals to cooperate to reach some goal, Axelrod [5] gives three
requirements:

1. The individuals must expect to meet each other again.

2. They must be able to recognize each other.

3. They must have information about how the other has behaved until
now.

Here we are not considering the entire subject of whether the individuals
will decide to cooperate; the above three criterion are required for even the
possibility of cooperation.

How do these requirements for cooperation percolate up to virtual com-
munities? Respectively:
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1. Individuals must choose to be a part of the virtual community so they
encounter the other members repeatedly. This implies that they must
have in common some goal, namely the organizing goal we discussed
earlier.

2. There must be persistent, system-supported identities. For quite a
while the Internet was heralded as revolutionary precisely because it
was so easy to interact anonymously online. However, for cooperation,
persistent identities are necessary. Acknowledging this represents a
shift back to conventional thinking. Persistent identities are not hard
to achieve online, they just are not the default mode of operation. Still,
there remains some resistance to establishing a basis for recognition
even to this day (particularly among the very paranoid).

3. There must be histories of individuals and interaction. This is also a
significant requirement, and surprisingly the prospects for satisfying it
are better online. While offline we communicate the history of some
person casually, and infer it from things like rank, stature, and reputa-
tion; much history is lost. Online there is the potential to capture and
archive all interaction, greatly strengthening this history. Also, there
is the potential to be even more precise about rank and reputation,
something we will look at later.

Communities

For communities in general to function, Ostrom [46] gives a list of prerequi-
sites. The list is given here, cropped for relevance, and annotated with our
virtual community interpretation of its meaning:

• Group boundaries are clearly defined. This is eminently important for
virtual communities, which are embedded in the internet as a whole. A
prerequisite of this is to define individual identities, as we have already
discussed. Beyond this, the virtual community must have some sort
of raison d’être; a set of features that cannot be found elsewhere on
the Internet, or which are not unique by themselves but instead in
combination.

• Rules governing the use of collective goods must be well matched to
community needs and conditions. At first blush, one might think this
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requirement does not apply to virtual communities, which are not
concerned with exhaustible resources5. However, there in fact is an
exhaustible resource, namely the attention of the virtual community
members. It is not hard to dilute the value of the “virtual commons”
by overloading it with low-quality artifacts, as keeping attention re-
quires consistent and high quality.

• Most individuals affected by these rules can participate in designing
rules. This is more a policy or methodology matter than design proper,
but one should not underestimate its importance. The community will
not function if most of the members have a different idea of what the
rules should be (in the virtual setting, one might get a fragmentation
of the community as described when we looked at the inside-out mode
of failure).

• A system for monitoring members’ behavior exists; preferably this mon-
itoring is undertaken by the community members themselves. This is
essentially an extension of the “individual history” requirement from
Axelrod. However, the assertion that this is better done by community
members themselves is an important one for us. For virtual communi-
ties, one might say that “many eyes make bad behavior shallow.”

• A graduated system of sanctions for bad behavior is used. This is nec-
essary to bring community members (particularly new ones) in line
with community norms. As we shall see, this is another area where the
virtual community has an advantage.

• Community members have access to low-cost conflict resolution mech-
anisms. It must be easier to resolve conflicts that will naturally arise
than it is to leave the community, or we will get bottom-up or inside-out
failure (depending on the scope). In the virtual community setting, this
is item “changes shape” somewhat. Conflict resolution in the sense of
automated mechanisms for arbitration has not been dealt with in vir-
tual communities as of yet, but later we will discuss what has been
done instead.

5We ignore things like bandwidth, which is really part of the Internet infrastructure
that virtual community systems are built on.
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16.1.5 List of Design Principles

In this section I will present my design principles for virtual communities
which can be expected to foster participatory sustainability. They are ar-
ranged in subsections, however, this is meant merely as an organizational
convenience and not a theoretical claim.

Methodology

This sub-section is for general design strategies, methodologies, and philoso-
phies. Things listed here will probably also manifest themselves as more
specific principles in following sections.

• Minimize administration

In fact, shoot for zero administration. This is a bit hard to swallow,
because it immediately brings to mind a completely chaotic scenario
within the virtual community. However, “zero administration” should
not be confused with “zero leadership,” “zero authority,” “zero qual-
ity,” or other variants. Remember the example of kuro5hin.org, oper-
ating in excess of 30,000 users to one paid staff member.

Recalling that in the area of virtual communities we are working with
computers and the Internet, we see that we have available to us a
powerful tool for automation of and distribution of work. We will go
into more detail as we proceed.

This maxim could almost be considered a synonym of “design to min-
imize top-down failure.”

• Don’t Assume The Right System Already Exists

You may have to write new software or augment existing software.
Unless someone else has already set up the same sort of virtual com-
munity, it is unlikely an existing system in its pre-packaged state will
fit the bill. Also, generic virtual community platforms (typically going
by the name of content-management systems) are even less likely to be
completely usable without considerable modifications.

The reason this is the case stems from the fact that each virtual com-
munity is distinct. By definition it has its own organizing goals, which
will produce some distinct set of scenarios and resulting workflows.
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Looking at sustainability, if users consistently need to perform some
set of actions that they cannot perform in the scope of the virtual
community system, there will be a constant negative pressure on them
to continue using the system. Instead, they will have to get things done
outside the system or come up with extravagant work-arounds. Even
worse, they may simply avoid interaction with the other members of the
community, or reduce its quantity. This could manifest as bottom-up
failure.

• Minimize Learning Curves

Whenever possible, avoid requiring the learning of new input languages.
Take advantage of what is known within the community the system is
being built for. Another way to do this is to translate “colloquial” input
into more complex representations behind-the-scenes. For example,
Wiki-based systems remove the need to learn or utilize HTML when
building a site full of web pages. Instead, a simplified plain-text syntax
is used to denote formatting and structure. The result is brevity of
input and low start-up cost to adding content.

This rule also applies when designing the interface to the virtual com-
munity system. There are obviously many standard cognitive affor-
dances that can be leveraged in computing, but in the case of a specific
community, there are likely plenty of others in the form of some sort
of community idiom that can be adopted by the system. Wise choices
here will reduce the need for documentation which reduces adminis-
trative overhead. This also makes the system easier for new users to
understand. It will also help reduce errors as users go through system
workflow, making the experience smoother.

• Make the Functionality Tiered

Typically it is not possible to squeeze all of the functionality of a sys-
tem into a very small set of concepts (be they instructions, steps, or
syntaxes). Instead it is usually possible to get only 80% or 90% of the
way to full capabilities with very little instruction. To fully utilize a
complex and fully-featured system, there must be semantic complex-
ity in the concepts needed to use the system which is proportional to
the semantic complexity of the system’s functionality. In other words,
complex output requires a complex language to describe, and complex
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languages take much time and effort to acquire. However, it is usu-
ally possible to compromise between these two extremes by allowing
different levels of functionality given different levels (or modes) of the
input language. Simple modes can be taught to beginners, and they
can move on to more complex modes as they eventually need to have
a greater range of expression within the system.

Setting up the system so it is tiered like this is effective. New users will
not be discouraged by the system because it “seems easy” to do quite
a bit with very little learning time required. Once they are entrenched
in the system and have decided they are willing to allocate more time
to working in it, they can learn how to do more complex things. The
result is that they are not dissuaded at first and so they stay, and they
are not limited later on, so they do not leave.

• Build Appropriate Response Times into Workflow

Rather than allow the system to dictate the pace at which events take
place, the social requirements of the community should dictate this.
This may mean adding delays when processing could be instantaneous,
or going with alternate architectures to remove delays that would oth-
erwise be present.

Built-in delays may be useful, not only because humans do not work
as fast as computers (the information-processing sense), but because
humans are part of social processes in the real world which have no
processing analogue at all. In addition, people are juggling many re-
sponsibilities besides participation in the virtual community, so they
do not necessarily have their full abilities and attention to dedicate to
it.

On the other hand, many social-computing and authoring applications
can gain a benefit by eliminating delays that may be present in offline
equivalents. Part of the advantage of having computerized systems is
that we can reduce delays in processing information, as compared with
the “old” (un-digitized) way of doing things.

The concepts of saturation and blocking can help in understanding
which situations call for more delays and which situations call for less.
We define saturation as expecting responses from a user at a faster
rate than they can best process delivered information and provide them
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(this notion of “best” can include being properly synched to social pat-
terns). We define blocking as the opposite; the user is prevented from
continuing with task workflow due to slow system services. Neither of
these primarily refer to response time; rather, they are chiefly meant
as descriptors of workflow.

Blocking can hamper authoring by disturbing the “stream of conscious-
ness” and the impetus to be active in the system. Seeing the results of
work immediately fosters continuity of interaction with the system. In
addition, people are better at self-reviewing and revising things they
have created if they can see them in their final form instantly and
iteratively.

On the other hand, saturation can decrease the quality of the experi-
ence and production in the community. One way is to overwhelm the
users, demotivating them by turning interaction into a backlog of tasks
which they perceive as impossible to keep up with. Another way is
to encourage bad habits, for example, requiring review without giving
sufficient time for reflection.

• Developers Should Work With Community Members

Eventual members of the virtual community should be either a formal
or informal part of the virtual community system-building process, both
at design and implementation time.

The reason for the latter is that it is very hard for anyone (even the
community members) to predict which features will be most useful until
they actually attempt to do things within the system.

For virtual communities (which tend to have disparate members), one
way to do this is to employ existing real-time chat systems (such as
IRC or instant messaging) to keep in touch with a “working group” of
community members or interested parties. Speaking from experience
building PlanetMath and other systems, this approach is invaluable.

• Make the System Open

This refers to the actual software itself. Open-sourcing the software
does not mean that development team will instantly crystallize from
community and the net in general. However, one should not eliminate
the possibility of free, motivated assistance. In particular, one should
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not underestimate the ability of their own community to produce in-
dividuals who are capable and willing to help expand or improve the
virtual community system, purely for the benefit it will bring to the
community they are a part of.

Software should be released regularly and be placed prominently so
that it will attract possible interest and assistance. Without releasing,
the idea that help is being solicited may never enter into the minds of
the community members, or other interested parties.

• Automate, Automate, Automate

This is another over-arching principle which will be manifested in many
specific design principles later. It applies both to work that staff might
perform as well as the normal community members. For those who are
not in the practice of writing software to get every little job done and are
working in social-computing areas, it is easy to forget the “computing”
part. Whenever it is determined that there is a new task which must be
regularly repeated within the virtual community, the first question that
should be posed is “is there a way to automate this?” Forgetting to ask
this question can result in an online community which is only “online”
in a trivial sense, and does not add any value to the community.

Remember that utilizing computing does not mean abandoning the
social essence of the application.

Lacking in this area, one may end up with either bottom-up or top-
down failure, depending on whether the unnecessary work must be
done by the staff or by the community members. Of course, if someone
else simply realizes that the system is just in need of automation, you
may find your virtual community collapsed from the inside-out, as the
members go where they can “get the job done” and still have time left
outside of the virtual community.

• Distribute The Work

Plugged into the virtual community system are numerous members who
can quite reasonably be expected to take some part in various aspects of
social computation that face the community. I say “plugged” because
in a sense you can think of the community members as “computing
nodes” which are available to do work.
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Much work that must be done in the community can be decentralized
by distributing the tasks, chopping them up and making them a normal
part of various workflows. Breaking the work down into manageable
and painless chunks can make it nearly transparent to the community.
For example, allowing users to enter in metadata for central content
they create saves someone else the work of having to go through the
collection and add it. Failing this, one can allow other users to add
in auxiliary metadata or other sorts of augmentation that improves
content.

There are many specific ways to manifest this strategy in system de-
sign. The end result is a reduction of work that needs to be done by
the central staff, helping to make the community more self-reliant and
avoiding top-down failure scenarios.

Social awareness and CSCW

In [26], many features in a pair of virtual community systems are presented,
and justified by the notions of social awareness and social responsibility. The
first is a precondition for the second; one cannot act according to perceived
responsibility if one is not aware that the opportunity to do so exists.

These notions, particularly social awareness, are important elements of
successful computer-supported collaborative work (CSCW) online. Since col-
laborative workflow is built up from events in a sequence performed alter-
natively by different parties, social awareness acts as the glue that binds it
together. Social responsibility deals with the impetus or motivation to act
within the community in the first place.

• Notify Members of Events Relevant To Them

Both portions of this maxim are important; not only must notification
occur, but it must be intelligently designed so as not to overload the
user. As we discussed earlier, information overload dilutes the value of
the communication channel, resulting in a loss of interest and bottom-
up failure of the community.

It is worth commenting that one should not be afraid to use e-mail as
a notification mechanism. There is a hesitance to use this by virtual
community builders because of the stigma attached to spam, and its
sheer volume today. However, keep in mind that when a person joins
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a virtual community, they are making a statement that they would like
to be involved, which means they want to be part of the community’s
communications. It makes sense, then, to use e-mail notification and
make it opt-out instead of opt-in.

In addition, a tiered system of notices may be useful. The lowest ur-
gency rung would be an “in-box” for each user within the web site,
so that event notices will not be seen unless the user actively checks
the in-box. The high-urgency rung would be e-mail, reaching “outside”
the system to contact the community member. Precise control can be
given to the user in the form of preferences which allow the setting of
which events result in on-system notices and which result in e-mail. A
tiered system like this is in use on PlanetMath [42].

One must keep in mind that virtual community members, particularly
new ones, will not obsessively check back at the community web site for
updates. Developers may tend to do this and forget that users will not.
When developing the notification system, think about what is needed
to get the attention of a busy community member, without saturating
communication channels and overloading them.

• Provide Means For Error Recognition, Correction, and Quality Control

Don’t assume that everything will go perfectly. There will be varying
qualities and correctness, levels of errors, and conformance to com-
munity standards. Anywhere there is content creation, there is an
opportunity for error.

Often in software development error handling falls by the wayside, as
programmers will tend to focus on the situation where “everything
works.” To avoid this, designers and implementers should think of
what the proper scenarios are for error recognition, correction, and
quality control in the virtual community (some of which likely have
offline analogs). The resulting system workflows should be strongly
iterative.

If this is properly addressed, content will improve and users will have
a better attitude about the system. People are naturally interested
in improving things, particularly in voluntary communities, so making
it easy to correct errors and foster overall improvement will make the
system more self-reliant and draw people into it. Failing the ability
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to have their feedback considered, users may become frustrated and
abandon the system.

• Build Conflict Resolution Mechanisms Into the System

It is difficult to imagine how we could design social conflict resolution
mechanisms into a technological system. We can perhaps formalize
some of the steps of conflict reporting (submitting a complaint to an
administrator), but it is likely that conflict resolution mechanisms in
the widest sense will always be a matter of policy rather than techno-
logical design.

But within virtual communities, there is a way in which design can
resolve conflict: by way of eliminating the opportunity for conflict en-
tirely. This may seem an unrealistic suggestion; after all, it seems im-
possible that any sizeable community could operate without conflict.

Offline, conflict often stems from particular types of scarcity. Limita-
tions of time and space mean that for someone to “win,” someone else
must “lose.” For example, a library may only carry one book in a spe-
cific subject because of shelf-space considerations. A record store will
only carry the most popular subset of music for similar reasons, and
shelf-space must be purchased. A magazine can only publish so many
editorials per issue and per year, and so forth.

Online, there rarely are such space considerations. As we said before,
the true exhaustible resource is the attention of the community mem-
bers. But in many cases where this could lead to conflicts, we can
resolve them by way of giving users control over the virtual commu-
nity system’s presentation, either explicitly through user preferences,
or implicitly through computation (more about this later).

In addition, when ad hoc authority is replaced with consistent authority
models, certain types of conflict may disappear “transparently”. For
example, no one would complain on Kuro5hin.org because their article
failed to get published; whether or not it is published is determined
automatically based on a large number of opinions in the form of votes.
With no single person or small group in control, there is no one to argue
with. With no scarcity, there is no conflict with the authors of other
articles.
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A caveat: while the above can be very successful in addressing bottom-
up failure, one must be careful not to encourage inside-out failure.
If conflict is resolved automatically in a dubious fashion, it is likely
that large numbers of community members will be dissatisfied, and
a breaking point may be reached. Hence, it is important to think
about the community’s norms and standards when devising means to
automatically resolve conflict, or eliminate the opportunity for it.

• Design For The Community’s Workflow

Every community has a unique set of scenarios (deriving from the or-
ganizing goals of the community) which necessitate unique workflows.
The most common scenarios should be handled gracefully and elegantly
by the system, in a way that makes intuitive sense to community mem-
bers. This ties into the above item about writing new software or
extending existing systems; workflow is the strongest reason for this.

There are a few tools for ensuring this. As mentioned above, working
with the community during the entire system building process, both
design and implementation, is extremely powerful. In addition, there
is scenario-based usability engineering [45], which helps move the focus
towards community requirements and concomitant workflow and away
from technology.

• Provide Statistics

Statistics are another social awareness tool (as propounded in [26]).
As communities are becoming computerized, we have the opportunity
to capture and report much more information about social interaction
than was ever possible offline.

Statistics can draw users in to the site and encourage them to partic-
ipate, because they show that others are participating. They also can
show areas where there is a lack of participation and the need for more
activity, helping to balance the community. Alternatively, they can
show where “the action” is, in the case of some major event. In other
words, no matter what the actual level of activity is, more information
is better.

Customized reporting is a part of this; we can identify users, so we can
customize statistics that are more useful to them. For example, when
reporting the number of messages posted to a forum, we can keep track
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of the number of messages that were in the forum the last time that
user visited, and report separately the count of new ones.

Quality and Value

In addition to norms held by a community, there are community-held and
individually-held notions of quality and value that should be accounted for.
These notions can be attached to artifacts as well as community members
(as we mentioned before, built up by their history of interaction and activity
within the community). In this section we discuss design principles related
to notions of quality and value within the virtual community.

• Represent Content Value in the System

Determine what (and where) the valuations are of artifacts within
the virtual community system. Perhaps more importantly, determine
whether the mode of valuation is objective or subjective (relative to the
community). In other words, determine if there even is an objective
standard of value within the community.

Valuations by individuals (of particular artifacts) in the form of ap-
praisals are used to form the notion of quality. Quality is some specific
(mathematical) combination of these primitive appraisal instances into
a more authoritative statement.

Typically valuations are captured in the form of ratings on a scale,
represented numerically. These may be broken down into many “di-
mensions” for each artifact, depending on the context.

Of course, this does not complete the picture of quality and value in the
virtual community. It is quite common to provide means of quantitative
valuation alongside qualitative ones, in the form of reviews or other
similar commentary. Reviews can be thought of as the “why” of a
specific appraisal, in a sense its detailed justification.

Offline, we are used to qualitative valuations, as they are the stuff of
anecdotes and colloquial appraisals. It is through gathering such col-
loquial appraisals, weighted by trust and situational factors, that we
form a holistic appraisal of quality for some artifact. The presence of
quantitative valuations online lets us plug value into the system itself
and organize it according to at least some notion of quality, improving
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the management of information and allowing easier access to more de-
sirable items. Still, the qualitative form of valuation may be useful so
that hard-to-computerize factors can be taken into account by members
of the community, much in the same way we already do offline.

For example, on Amazon.com, one will find both qualitative and quan-
titative valuations, both provided by members of the virtual consumer
community. The system can produce an average rating for an item,
however, this is much less useful than actually reading the reviews that
were entered in with each rating. The reason is that the reviews allow
the viewer to glean information about the reviewer to determine how
important the review is to them specifically. For instance, a review
in which someone who clearly panned a sci-fi film because they don’t
really like sci-fi will probably not be useful to someone who does. A
reviewer will always reveal something about themselves in a qualitative
review, affording trust weighting to the quantitative appraisal.

Some of this “holistic quality” which requires analysis of qualitative
reviews can actually be replaced by recommender systems, as we shall
see.

Properly taking account of value in a virtual community system be-
comes more important the more activity and content there is in the
system. Without using valuations to produce estimations of quality,
community members may be lost in a sea of mediocrity. This is a criti-
cal failure of self-regulation, and opens the door to bottom-up collapse
of the virtual community.

• Distribute Quality Control

We have already seen the “zero-administration” and “distribute work”
maxims. The present principle follows naturally in spirit from these two
as their application in a system where content has explicitly represented
quality.

Maintaining content quality is a job that grows in proportion to the
growth in content, which in turn grows in proportion to the growth
in community membership. However, the staff size typically does not
grow at this rate, meaning that utilizing the staff to appraise content
quality would be a “computational mismatch.” Instead, this should
be the job of the community members, whose numbers scale with the
content.
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Typically distributed quality control is achieved by allowing members
to rate virtual community artifacts. However, there are ways to achieve
this, at least in part, even without extra work on the part of users. For
example, one could use object views as a metric of quality, if it is safe to
assume that the most popular objects are the best. Another example
is bookmarking or hot lists ; if community members are able to make
lists of favorite items, they are really making an endorsement of the
included objects (similar to how a hyperlink can be an endorsement of
the target). This endorsement can be counted globally by the system
and used to infer the quality of specially considered items.

• Consider When to Moderate

Typically, when one thinks of moderation, a judging scenario comes to
mind. An artifact is submitted to a judge or judges whom are entrusted
with appraising value (relative to the community), and either accepting
or rejecting the artifact based on this value.

We have already argued that the community itself should perform the
appraisals. What we are concerned with presently is an additional
decision of acceptance or rejection. In specific, we are concerned with
when this decision is made.

In the standard vetting scenario, moderation happens at submission
time. Either a submission “gets in” to the system or does not. This may
be fine for many communities and many types of productive activities,
but for others it would be disastrous. Think of message moderation in
Slashdot – the community would not last very long if each message had
to be moderated at submission time.

Because of the computerized nature of virtual communities and current
economies of storage, there is generally not a problem with archiving
all submitted content (regardless of the value). Once again the scarce
resource is the attention of the members in the virtual community. As
such, moderation in the traditional submission-time sense can often be
scrapped in favor of display-time moderation.

In display-time moderation, all objects are kept within the system and
are available for viewing. However, the display facilities are aware of
the appraised levels of quality, and sort or truncate the results set
accordingly. If quality resources can be found at the top of the list,
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then it does not matter how long the list is (provided it can be viewed
progressively). Returning to the Slashdot example, quality-information
for message posts is gradually accumulated as the posts are read and
feedback is given. This information is then used to determine how to
expand messages and threads, directing attention towards quality, but
not actually “deleting” anything.

This system has the added benefit that the “view” of the content can
be further customized, taking into account intra-community subjective
valuations that might otherwise have been ignored. For example, a
movie recommender site has such a subjective notion of quality that
it essentially demands display-time moderation, through the recom-
mender system.

• Represent Reputation

As we have seen, cooperation and hence community interaction is built
on the notion of the history of each member. With virtual community
systems, we have the ability to utilize reputation systems so that we can
produce measures of reputation. These systems can augment the ability
to access the actual history of a particular member of the community
and their interactions, in a way becoming a statistic on this history. The
power of statistics is of course that facts about a large set of instances
can be boiled down into a compact representation– reputation metrics
are an application of this.

With a solid reputation system, trust can more readily become a part
of the virtual community, as can meritocracy. If it is easy to appraise
reputation, then we have facilitated “more perfect information” (of the
social variety) within the virtual community.

Since individuals produce the content of the virtual community and this
content itself has some quality, it is possible to tie reputation systems
into content quality metrics. Depending on the extent of focus on
content creation within the community, it may be possible to build
an entirely implicit reputation system (one which does not depend on
intentional inter-evaluations between community members).

A good example of a reputation system is Slashdot’s “karma” system
[48], discussed in Section 3.1.26.

6Slashdot’s system is primarily implicit, but not entirely. There is a “meta-moderation”
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• Provide (and Utilize) Persistent Identities

Recall that persistent identities were mentioned as one of the founda-
tions of cooperation. The influence of this truth propagates up into
many aspects of virtual community systems.

One reason for persistent identities is to avoid having to deal with
problems stemming from anonymous use. Anonymous use opens the
door to considerable abuse, spamming and DoS-style attacks in partic-
ular. The latter might better be termed “DoQ” or “Denial of Quality”
inasmuch as the community’s value is diluted by an overflow of useless
information. Ultimately, fighting such malicious use in a system that
does not allow any anonymous changes of state comes down to the abil-
ity to delete users. Hence, a potentially unending technological “arms
race” against attackers is avoided.

Typically, abuse will be taken care of by the system’s staff in any case.
But requiring persistent identities to be used for any changes of state
greatly raises the bar in terms of work required to disrupt the commu-
nity. This dissuades the vast majority of attackers, and is a powerful
force in reducing the administrative workload. Naturally, this guards
against top-down failure.

Another reason for persistent identities was hinted at earlier when we
discussed value and quality. Namely, it may be appropriate to “individ-
ualize” the concept of quality through the use of recommender systems
(alternatively called collaborative filtering systems). Amazon.com pro-
vides another good example: it is hardly useful to recommend music
to a user by simply using some global metric like the total number of
purchases; this would essentially result in recommending to each per-
son the Billboard top 40! Instead, Amazon uses past purchases and the
purchases of others to connect together users who have similar buying
patterns. These connections are traversed to make recommendations
to a particular person regarding things they have not yet bought, but
which “similar” users have.

These similarity connections allow the formation of affinity groups –
clusters of persons who are similar in terms of artifact appraisals (which
could be ratings, purchases, or votes, to name just a few examples).

system where moderator’s ratings are in turn appraised by randomly selected users, which
is much closer to an explicit appraisal of the moderators themselves.
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These are the basis of recommender systems. Affinity groups allow in-
ference about the quality of a specific artifact by an agent who possesses
no direct measurement of that quality. These dynamics are very sim-
ilar to how we colloquially utilize and integrate qualitative appraisals
when we go about our daily lives of purchases and other acquisitive de-
cisions. Recommender systems are a powerful tool because they model
this pattern of behavior.

Content

Here I have grouped together design principles related to the virtual commu-
nity artifacts themselves; the “content.” The emphasis on content may vary
in a virtual community, depending on its organizing goals, so the strength of
these principles (as recommendations) should be weighted accordingly.

Employ Good Information Retrieval

In general, provide means to search and browse community artifacts ef-
fectively. For searching, this means deploying “real” search engines in-
stead of trying to overload search functionality on relational databases7.
Google is a good ad hoc standard to keep in mind here. Search engines
can be complex to build from scratch, so it is advised that the system
builder try to utilize an existing one.

Good browsing has many aspects. One is to utilize filtering ; this means
providing the ability to take “slices” of the content by useful criteria
(different metadata fields, metrics, etc.). Another simple thing that
can be done is to implement good paging, that is, dividing results sets
into small, digestible pages, which can be viewed progressively. It is
nontrivial to construct pagers that can handle both large and small
results sets gracefully.

Another aspect of good browsing is ontologies. Every virtual commu-
nity will have some sort of world-view of the content in the community;
this is the ontology (the community may also have a world-view of the
actual outside world which is relevant in some way). One way ontolo-
gies manifest are as classification schemes. When appropriate, these

7Some RDBMSes, namely MySQL and Oracle, now provide more robust search engine
functionality. The ARCSource Open Archives search engine is in fact based on Oracle.
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make a useful tool for drilling down into a large collection of content.
For an example of this, see [39].

Ontologies can also manifest as free-form connections between the units
of content themselves. Consider adding the ability to navigate between
portions of the content when there is some semantic connection to
other portions. Put another way, one should try to obey the rule that
concepts which are “close together” in the community’s ontology are
“close together” in the virtual community’s “navigation space.”

Good information retrieval also includes information summarization;
wherever possible, synopses and visualizations should be available and
automatically produced. These help to quickly derive meaning from
very large sets of data in a more useful manner than simply dividing it
up (as in paging). For example, in [33], “conversation maps” are used
to visualize activity in forms8.

If the virtual community lacks good information retrieval, there may be
a difficulty of finding things (poor recall) or an overwhelming amount
of irrelevant content (poor precision). Either way results in difficulty
in satisfying goals in the form of information needs. This reduces self-
reliance of the community and is a recipe for bottom-up failure.

Ease the Integration of Content

Whenever “small” units of content must be assembled into a larger
whole, an integration process is required. This might escape notice
when the same person who produced the smaller units is integrating
them. However, integration is a major concern in collaborative peer-
production settings [7], where the producers of the small units are nu-
merous and disparate. Virtual communities share this concern to vary-
ing extents, depending on how much information production makes up
the focus of the community in question.

Solving the problem of integration thus has major ramifications for
overall quality of a virtual community, and hence its sustainability. If
the content is interrelated, it should be inter-navigable, or otherwise
logically connected. The scary thing about integration is that it can

8Unfortunately it is revealed in the paper that these were only produced for a posteriori
analysis, and were not part of the system. This does not mean that one should not make
such things part of virtual community systems, however!
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be a problem so large that it scales with the square of the size of the
content, for each instance of content modification.

Both the work-distribution and the automation principles already dis-
cussed apply here. But because the integration problem may be an
order of complexity greater than the size of the community population,
the emphasis really should be on automation.

Provide Means For Auxiliary Commentary

Much like how it should be easy to correct errors, the barrier to com-
menting on artifacts should be very low. Not only is it the case that
there may be something left out of the content, but people might want
to weigh in with opinions, experiences, and questions. This is a major
self-reliability feature and bottom-up failure preventer.

Individuals and Community

In this section are principles having to do with individuals, the community
itself (as a distinct entity), and how the two are related.

Provide Personalization

Enabled by the provision of persistent identities are configurable pref-
erences. Users should be able to customize variables controlling the
appearance and display of the system, as well as its behavior in terms
of social awareness features. Intelligent defaults are of course good,
but they generally will not cut it in absence of some adjustability. In
a scenario where there is a high variance to actual preferences, fixed
settings will annoy and anger many potential users, turning them away
from the system.

Respect Privacy

Privacy preferences should also be a part of any preferences system.
Designers should think about (and find out from the community) what
information should be available for public (anonymous) consumption,
and what should be available for other community members to see.
The two can be treated differently at display time.

Also, make a privacy policy prominent (particularly for new users) and
direct. Let users know why they are being asked for each piece of
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information, and for what it is to be used. Indicate which information
can be opted-out of; try to provide as much functionality as possible
while requiring as little information as possible.

Create Community Boundaries

Make it so those participating in the site are discernible from Internet
users in general. This manifests as privacy features like the above,
for one. It can also be implemented as other system features, like the
availability of certain statistics or sections of the virtual community’s
site for logged-in users only.

If the notion of quality is personalized as previously discussed, this pro-
vides a major separation of those in the community from the anony-
mous public at large, and provides a powerful incentive for interested
parties to join.

Also, make sure to create all sorts of areas (like forums) for community
members to interact without having to resort to external venues, even
if the interaction is “off-topic,” so that they will feel more like a com-
munity. Sometimes free-form interaction aside from interacting purely
to “get work done” is needed to bring people together in a meaningful
way. Recall that humans evolved in proximate communities which sat-
isfied many community goals at the same time as being the venue for
free-form communication and interaction.

Develop User Classes

If there is a need for the community to have users act in various roles,
then there should be user classes to match these roles. This could be
combined with a reputation system, so that assignment to classes is
automatic.

Examples of roles, by common names, are “editor,” “reviewer,” “ex-
pert,” “author,” “teacher,” “student,” and so forth.

Thought should be put into how assignment to classes is related to
trust in the community. Questions like “can users in a class grant
membership in that class to others?” should be answered with design
decisions.

A related notion is allowing members to form sub-communities within
the virtual community system. Proper accounting for roles in the
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form of classes, and formal inclusion of sub-groups, will encourage self-
regulation and self-reliance in the virtual community.

Develop Graduated Sanctions

As Ostrom has said, a basic requirement for communities is sanctions
for “bad” behavior (behavior that is contrary to community norms).
Graduating these sanctions allows for minor/early offenses to be cor-
rected with the proper severity of reaction.

Note that this is another major dependency on persistent identities
within virtual communities.

One reason for dedicating a subsection to this maxim is to illustrate
how automation can even apply to this, seemingly the most social of
characteristics of a community. A feature of the guitar communities Ac-
tiveBass and WholeNote [26] is that the forums are moderated; certain
common “swear words” are prohibited. Doing this kind of moderation
manually in a centralized fashion would of course be impossible without
a huge staff, and would probably end up inducing some lag to every
post.

Instead, the designers elected to construct an automated system whereby
a bot periodically “crawls” the site and looks for forbidden words.
These are replaced with censored versions, and the issuers of the of-
fending posts are sanctioned. There is a system whereby there are some
number of allowed offenses, eventually resulting in a banning from the
system. The result is a greater attractiveness of the site to a wider
(G-rated) audience, without this having to risk administrator overload
and top-down failure. Graduated sanctions were implemented in a way
that made the sites self-regulating.

16.1.6 Conclusion

I have given a treatment of the subject of sustainability in virtual commu-
nities, breaking it down into three facets of sustainability (organizational,
fiscal, and participatory). Participatory sustainability was singled out as
most important and focused on as the theme of the chapter. Failure modes
of participatory sustainability of virtual communities were discussed: “top-
down failure”, “bottom-up failure”, and “inside-out failure”. Three broad
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characteristics of sustainable virtual communities (the “3 S-Rs”) were pre-
sented. Finally, design principles for sustainable virtual communities were
presented, with connections to the characteristics (S-Rs) they fostered and
the mode of failure they prevented.

16.2 Application to Noosphere

In this section I will look at how well Noosphere has followed the above
recommendations for building sustainable virtual communities. Special at-
tention will be given to what is lacking, what the consequences could be,
and how these shortcomings could be addressed in the context of Noosphere.
“Grades” are given for each area, representing a summary statistic of how
well Noosphere has provided for it through system features.

Methodology

• Minimize administration: A-

“Zero content-administration” is one of the prime directives of Noo-
sphere. By and large authority is decentralized through the ownership
system, and continuity is ensured by the orphaning, adopting, and
transferring systems; as well as through multiple authoring and the
free-form authority mode. The only administrative intervention in the
content production process is really in verifying requests. As discussed
before, this can and should be changed so that the verification respon-
sibility is pushed down to the owners of the objects which fulfill the
requests. When this is done, Noosphere could be said to truly have
zero content-administration.

• Don’t Assume The Right System Already Exists: A

As discussed in Part I of this thesis, the “right system” indeed did not
exist to create a large-scale collaborative mathematics encyclopedia.
Hence Noosphere was born.

• Minimize Learning Curves / Make Functionality Tiered: C

In general, I have strived with the design of Noosphere to make the
interface intuitive, and provide on-line documentation or hints when
necessary. A full documentation section is also provided, but it is
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somewhat incomplete. The learning curve for authoring is one of Noo-
sphere’s greatest weaknesses. LATEX must be learned to write entries,
a fact that is somewhat unavoidable. However, lessons learned from
systems like Wiki (and MathWiki in specific) could be applied to Noo-
sphere. In specific, more colloquial input syntaxes could be made avail-
able, perhaps which only use LATEX for math modes.

Other than authoring, the ACL system has been voiced most commonly
as a confusing facet of Noosphere. Some of this was addressed earlier by
“hiding” the complexity of common operations like creating an editor
group. Yet even this example functionality could be extended further
by hooking it directly into the correction resolution pipeline (not only
creating an editor group, but adding the correction filer to it). For
the corrections, requests, messages, watches and notices, and generic
objects systems, no complaints have been voiced. However, no usability
studies have been done at this point.

• Build Appropriate Response Times into Workflow: A

I believe Noosphere’s response times are fairly well-tuned for the task,
both in terms of removing and providing delays. Delays are removed
in terms of collection additions and modifications. The cached ren-
dering system which instantly propagates changes (including linking)
and guarantees that no entry can be viewed out-of-date goes a long
way toward helping to perfect integrity. And although corrections re-
sult in instant notification, users can choose to move this notification
to Noosphere-system-only, away from e-mail. Delays are provided in
terms of outstanding correction nags, which do not start being sent out
until two weeks (in the default deployment). Thereafter, they are sent
out at week intervals.

• Developers Should Work With Community Members: A

As discussed in Section 6.3, the development of Noosphere was a par-
ticipatory process. The system simply would not have turned out how
it is now without continuous interaction from some of the core user
community.

• Make the System Open: A

Noosphere has been released as open source software, under the BSD
license. This has not resulted in major community contributions back
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to the system to date, but it has resulted in one deployment, one other
deployment in progress, and some minor code contributions. However,
it is arguable that the two major contributions from other people (Lo-
gan Hanks and Joel Irby) would not have happened if the system was
not open source, despite the fact that both of these people know the
author personally.

Regardless of what has happened so far, due to its public and free
availability, it is certain that Noosphere can potentially live on and
grow further – even if the PlanetMath project comes to an end.

• Automate, Automate, Automate: A

Automation figures prominently in the Noosphere system, with the
most important example being the automatic linking system. Besides
this, there are numerous places where workflow is automated, at least in
part, to make the process easier for users. To recycle an example, there
is the “create editor group” function, which bundles together three to
six separate commands (depending on the granularity you utilize). In
addition, the entire prompt-notices system is about automation.

• Distribute The Work: A

Noosphere is very good at distributing content production and auxiliary
work, as this is one of its primary goals. The authoring of the entire
encyclopedia is of course distributed. Providing the linking metadata
that allows the automatic linking system to work is distributed. The
vetting process is distributed, through the corrections system. The
authoring process can be distributed on the single-entry scale as well,
with free-form mode, multiple authoring, and attachments. Marking
requests as “fulfilled” is another distributed task. Improving the quality
of content through annotations is distributed through the ubiquitous
forums system.

Social awareness and CSCW

• Notify Members of Events Relevant To Them: B+

Much attention has been given to Noosphere’s notification system. This
system is critical in making ubiquitous forums work, allowing discus-
sion to take place. The watches system is critical in providing con-
venience and control to Noosphere users over the notification system.
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The balance of e-mail notification to in-system notification, as set up
by default, seems to have worked well. As we have seen (Section 14.2),
there is evidence that the outstanding correction notification system
works very well.

However, as discussed in Section 11.2, this system could be improved
by adding finer-grained control to watches. Users should be able to
determine which events they receive notices for, not simply which ob-
jects.

• Provide Means For Error Recognition, Correction, and Quality Control:
A

This is of course the raison d’être of the corrections system. However, it
is acknowledged that it is impossible (or at least, subject to diminishing
returns) to try to solidify every contingency into the system’s workflow.
Thus, the ubiquitous forums system comes into play as a catch-all for
correction and error recognition negotiation.

• Build Conflict Resolution Mechanisms Into the System: A-

Noosphere has taken the “eliminate potential conflict situations” route
to handling conflict within the virtual community. The distributed
ownership and authority models systems encourage self-rule and meri-
tocracy. Auto-orphaning provides “natural law” to ensure that content
continues to evolve as needed. However, there can be clashes, for in-
stance if an object owner unjustly rejects corrections, or accepts them
without making changes. In these situations, there is nothing prevent-
ing other users from creating alternative entries within the same system.
So while there might be conflict in the sense of lack of agreement, it
does not have to prevent progress, as no standardization is required.

• Design For The Community’s Workflow: A

The key workflow task of Noosphere is correcting entries. Since this
is so important to the community, it has received the most attention,
and the system has grown very much to fit the “natural” shape of the
task. The elements of making suggested changes, providing revision
comments, making rejections, providing rejection reasons, adding co-
authors, being notified of changes by co-authors, rolling back changes,
changes in ownership, being notified of corrections filed by Noosphere
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notice or email, or discussing corrections colloquially through messages
have all been combined in very specific ways to address workflow sce-
narios for entry vetting. The system is by no means perfect, but at
this point needs seem to be mostly satisfied, and major adjustments
are not anticipated.

The requests system has also evolved much, rapidly accommodating the
concomitant workflow as it was discovered. As discussed, this system
needs improvement, and will probably change a fair amount before
stabilizing.

• Provide Statistics: B+

Probably the most valuable statistics in Noosphere are the ones about
users. This includes the “top users” (by score) displays, the user ac-
tivity service, and the user list which is sortable by a variety of fields
and metrics. In addition, counts of objects created (as well as lists) are
provided from each users’s information page.

Other statistics in Noosphere are counts of items below category nodes
in the classification browser, counts of items in categories in the al-
phabetical browser, a count of total entries in the encyclopedia, and
a ticker of last added/revised entries. All of these help give a feel for
what content is in the system, where it is, and what is being changed
or added.

A recent message ticker on the home page exposes all discussion activity
within the system, ensuring that no forum becomes isolated.

Quality and Value

• Represent Content Value in the System: D

This is one of Noosphere’s greatest missing pieces: the value of the core
content is not at all recorded or represented in any manner. A ratings
system has been planned for some time, but never implemented. Its
presence has not been a major problem thus far, but it could be used to
improve evaluation, as well as provide some new features. In addition,
there are problems on the horizon which could be solved by utilizing
object value metrics. For example, in the case mentioned above where
there is a disagreement and two entries spring up on the same topic,
how does the learner know which to “trust”? Ratings would allow
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sorting and selecting objects based on what most people think of their
value, which could help in situations like this.

Of course, ratings would not have to be transformed into value by way
of “averages” – the “democratic” method. They could be personalized,
using affinity to other users based on rating similarity for common
objects. In this way, subsets of users with different standards on what is
a “good” entry could be automatically inter-associated, and effectively
have their own parallel value systems.

A problem in having ratings in the Noosphere situation – where content
is always a work-in-progress – is what to do with ratings that become
“out of date”. In other words, a ratings system where a rating of 1 out
of 5 remained even after revisions that transformed the entry into a
“5” would be a poor fit for Noosphere. Somehow, old ratings must be
deprecated, so that content (and writers) can be given the recognition
they deserve for making improvements.

• Distribute Quality Control: B

Quality control is well distributed in Noosphere due to the distributed
vetting afforded by the corrections system. Once again, however, rat-
ings would come in handy to allow users to provide feedback about
quality, without necessarily having the know-how or courage to file a
correction.

• Consider When to Moderate: N/A

Moderation does not really exist in Noosphere, except in the voluntary
sense of corrections as review. There is no means of “censoring” poor-
quality content, another reason ratings would be useful, as discussed
above. Ratings could be used to threshold displays of objects, hiding
objects with quality deemed to be too low. However, at the current
time, this point does not apply.

• Represent Reputation: B-

Noosphere’s scoring system clearly goes a considerable way towards
representing reputation. However, it is a very rough metric, considering
that a one-line entry earns a user the same number of points as a very
thorough lesson spanning multiple pages, with diagrams and examples.
Thus, feedback about artifact quality should be a part of the reputation
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metric, to make it more accurate. The current scores could become a
maximum, which could only be attained with perfect ratings for created
artifacts. This could be worked into the discussion system, in a “karma-
like” fashion.

• Provide (and Utilize) Persistent Identities: B

Noosphere does indeed provide persistent identities in the form of ac-
counts. These are used to accumulate reputations as above, in the form
of scores. However, these are not used for personalization, except in
the trivial sense of system preferences.

Content

Employ Good Information Retrieval: A-

By using ESSEX, Noosphere adopts a good core search engine. ES-
SEX is fast and allows advanced operations (field specifiers, inclu-
sion/exclusion modifiers, field weighting). The default field weight-
ings in Noosphere make ranking behave as users expect – with titles
and other concept labels having the highest “priority”. Within the
Noosphere application itself, summarization of search results, includ-
ing highlighting, helps to make searches more effective.

The notion of commoditized searching is also very beneficial. However,
it is currently implemented incompletely, with some object types not
indexed (for example, messages and requests). However, fixing this is
not a difficult task.

The classification browser has proven useful for organizing content and
making it findable for less-specific information needs. Alternatives are
provided in the form of the alphabetical index (which gives special at-
tention to all concept labels) and chronological listings. Math rendering
for concept labels in most browsing interfaces makes the information
more pleasing to scan through.

Ease the Integration of Content: A-

The automatic linking system, once more, is the main workhorse of
content integration in Noosphere. However, as discussed in Section 9.1,
the current system is only about 85% precise. Implementing overlinking
controls through linking policy and link zapping would probably bring
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the system to 95% precision. Still, the 85% precision attained so far is
pretty good, and of course recall is nearly 100%, which means problems
are always visible, rather than hidden.

But automatic concept-invocation linking is not the only way in which
Noosphere facilitates or automates content integration. The attach-
ments systems and related links systems (with automatic symmetric-
related link generation) allow for other important types of connections
between content. Finally, all content is automatically integrated into
the information retrieval systems with no additional work from au-
thors. All they need do is provide proper classifications and concept
label metadata, and most of the work is taken care of by the system.

Provide Means For Auxiliary Commentary: A

This, of course, is exactly what ubiquitous forums are for. So far these
seem to work well, and are exploited by users to capture ad hoc com-
mentary, even to objects other than the primary content (encyclopedia
entries).

Individuals and Community

Provide Personalization: C

Noosphere has preferences for controlling many aspects of system be-
havior currently. This includes most importantly notification behavior,
but also privacy and some aspects of information display (for instance,
list size per-page). However, there is no real personalization of the
content itself, as discussed above. Much of this would be contingent
on having more explicit representations of value and connecting them
to reputation. However, some of this could be done now, for instance,
providing routing of new objects based on subject categories a user is
“subscribed” to.

Respect Privacy: A-

Noosphere does well in this arena, allowing users to make up arbi-
trary user names, and hiding e-mail addresses for non-registered users.
Noosphere mail allows private correspondence between users without
betraying real-world identities. Ubiquitous forums provide an ample
channel for public discussions to the same end.
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However, Noosphere does not have a privacy policy prominently dis-
played. Of course this is up to the system deployer, but it would be
useful to formulate a default policy to include with the standard dis-
tribution, which deployers could modify to suit their needs.

Create Community Boundaries: B+

Noosphere does a fairly good job at limning community boundaries.
Registration is the cornerstone of this. Once registered, a user has
access to both information and services that those outside of the com-
munity do not have. In particular, features for production of content
and discussion with other registered users require registration. These
help foster a sense of community.

However, this could be improved by actually making some functional-
ity contingent on reputation. This could be done within the current
system by, for example, allowing any user to verify a fulfilled request,
provided their total score is above some threshold. Score could also
factor in to things like file size limits for object file boxes. These meth-
ods could be improved by improving reputation to take object value
into consideration, as discussed above.

Develop User Classes: A

Noosphere does not have many “macro” user classes; there is only
“admin” and regular users. These classes are determined by access lev-
els. However, what is important is that Noosphere effectively supports
“micro” user classes for defining roles within the context of individual
entries. This is what the authority models system is for. An object
owner can be a god-like administrator of their own entry or they can
grant writing or permissions-changing abilities to other users or groups
of users. The inclusion of default rules in the ACL system allows en-
compassing the entire community with such rules. Free-form access is
simply a default-writable ACL rule, which effectively makes the entire
community into a co-author class.

Develop Graduated Sanctions: C+

There is no formal sanctions system on Noosphere, either for content
production or community behavior in general. However, since criticism
of content through the corrections system is public, this does dissuade
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the posting of very poor materials. A ratings system would help to
“punish” moderately poor or incomplete content to the extent which is
deserved. If this system could evolve for evolving entries, then it would
serve as a better community control, recognizing that behavior can be
adjusted.

For discussions there is no community moderation to provide the effect
of graduated sanctions. If a user is malicious enough, they can be
deleted or locked out by an admin. It is up to the admin to decide if
they want to attempt to warn the user first.

16.2.1 Conclusion

Averaging the above grades within subsections, Noosphere receives scores
of A- in methodology, A- in social awareness and CSCW, C+ in quality
and value, A- in content, and B in individuals and community. Clearly all
categories could benefit from improvement, some in ways that have already
been clearly delimited and planned. Individuals and community features
could use a bit more improvement. But quality and value accommodations
are the greatest blemish on Noosphere, and the place where it is likely that
the most is “missing” and the most needs to be done.

In terms of sustainability of Noosphere systems, it seems that the current
system is workable and stable, at least on scales of about two years. However,
without addressing quality and value representation, personalization, and
community sanctions, Noosphere systems could be at risk of collapse under
longer time frames or greater levels of usage.
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Part IV

Conclusion

343



Chapter 17

Limitations

In this chapter I give a summary of some of the key limitations of the Noo-
sphere system, as it stands now. Most of these items have been mentioned
in the body of this thesis, as well.

• Slow rendering. Although the cached rendering system eliminates ren-
dering waits most of the time, they still may occur occasionally. In
addition, authors editing entries and iteratively previewing their ed-
its have to wait for a render at each iteration unconditionally. This
wait can become lengthy for long entries, and can be annoying even for
shorter ones. The more the server is slowed down doing other things,
the longer each rendering delay stretches. Thus, it would be useful to
optimize this operation. There could be many possibilities for doing
so, if the rendering pipeline (particularly for HTML-and-images mode,
with latex2html) was audited extensively.

• Duplicate, disputed entries (alternative versions) could be confusing.
As we discussed, the problem is that the learner’s task becomes more
complicated, as they have to figure out which entry to focus their atten-
tion on. We noted that this could be a potential problem for sustain-
ability, as an increasing number of alternative entries could “clutter”
the collection. We discussed, as a solution, the introduction of ratings.
Ratings can be used to infer a quality metric, which can then be used
to filter, order, or suppress alternative treatments. A problem with
ratings in the Noosphere setting is how to handle entries which change
and improve (hopefully, as a result of ratings feedback!). This issue
will take further research to overcome.
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• Currently Noosphere is lacking any form of feedback which could pro-
actively prevent some mislinking from happening. For example, there is
currently no interface which reports linking conflicts when an author is
previewing their entry. This could take the form of a report, given on
the preview page, which summarizes which links were unambiguous,
which were ambiguous but resolved, and which were ambiguous but
unresolved. The linking engine would have to be modified to return
this data to the previewing caller, but this should not be difficult.

• The notification system needs to be generalized more, abstracted, and
made more consistent. For instance, currently watches do not allow the
user to edit which events the watches apply to (for a particular object).
Instead, a watch has an implicit set of events for which it will trigger
a notice. This set of events is not available to the reader anywhere,
as it is just implicit in the Noosphere code. Instead, a possible events
list should be kept for every object. A watch would become a user,
object, event triplet (rather than a user, object pair). Placing a watch
as is done currently would simply add a set of these triplets for the
default set of events, however, these events could be edited if desired.
In addition, the defaults could be configured on a per-user basis.

Another inconsistent aspect of the current notification system is that e-
mail notifications are a completely separate subsystem than Noosphere
notifications. The two should be combined, and then any watch could
be configured to be Noosphere system notice, email, or both (the latter
has actually been requested by users). Notification configuration (in
terms of defaults) could then be separated out from preferences.

• The entry authoring interface, which is “all one page”, is rather clut-
tered. It contains all of the metadata entry fields, a revision comment
field, a preamble field, an entry content field, error message feedback,
a previewing window, a file manager box, and sometimes a correction
resolution box. All of this could be said to be quite messy. Instead,
the authoring interface should be split into tabs, perhaps separating
“metadata”, “content”, “file box”, “preview”, “corrections”, etc.

• More advanced concept aliasing. Currently, only the title concept label
of an entry can have synonyms. However, there is no good reason
that “defines” concept labels (which may not really be less important
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than the title concept) should not be able to have synonyms. It is
semantically imprecise to list such synonyms in the “synonyms” field
or as additional “defines”. Both such “hacks” would result in incorrect
linking behavior. This limitation could be resolved by allowing for
freeform synonym definitions in a new metadata field, as statements of
the form “existing concept label = new alias”.

• Classification hierarchies are not fully abstracted and easy to deploy.
The current implementation is a mix of hardcoded Mathematics Sub-
ject Classification (MSC) and abstracted scheme subroutines. This
abstraction needs to be extended in the code base, and a set of loading
routines needs to be added for novel schemes. Documentation must
then be added to the installation procedure, so that Noosphere deploy-
ers can install their own schemes upon Noosphere installation.

• A concept index should be maintained in memory to speed up auto-
matic linking. Currently, a concept index (chained hash of concept
labels) is built each time linking is requested. This requires loading
the entire database of concept labels, which makes the preparation for
automatic linking an O(n) task in the collection size. For true O(m)
linking (with m the entry size), the concept index must already be
memory resident. This could be done by constructing a concept index
daemon, which is initialized from the database at startup in the same
way the current index is built, but which is kept maintained through a
socket interface as the collection changes.

• To truly realize “commoditized searching”, more object types need to
be indexed. This includes messages, requests, site news, and perhaps
even documentation. This should not be a difficult matter.

• The system as a whole could be made more deployable. Chief to-
wards realizing this would be an installation script, which would check
for dependencies, prompt for basic setup information, uncompress the
archive, and bootstrap Noosphere configuration files.
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Chapter 18

Future Work

In this chapter I present some ways to improve the system which are generally
more expansive than limitations. Some of these have also been visited briefly
in previous parts of this thesis.

• Quality metrics other than ratings (direct votes) could be utilized to
effect presentation. For example, popularity (object views) or citations
(automatic or manual links to an object). Of course, this item first
assumes that quality has been integrated into Noosphere. With the
addition of multiple quality metrics, it would be prudent to allow the
user to personalize their notion of quality, perhaps weighting the various
metrics as “quality dimensions” in a personal aggregate quality metric.

• Wiki-style input (like the MathWiki LATEX/Wiki hybrid) would be
very useful for encoding entries. An additional flag would have to be
added to entry metadata for the user to select the input format (LATEX
or MathWiki), but this is not insurmountable technically, nor is it a
major task for the user to set (they could configure the default in their
preferences just one time). Rather than writing a new rendering engine,
MathWiki-style markup could be converted into LATEX, then sent to
the rendering subsystem. The end result would be that MathWiki or
Wikipedia users would feel more “at home” on PlanetMath, perhaps
even copying over some entries they have written elsewhere.

• Rendered (forum) messages. Mathematics invariably becomes a part of
Noosphere discussion messages. Currently, however, these messages are
plain ASCII text. This allows for “ASCII-math”, but many users have
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wondered why they cannot make math look as good in messages as in
entries. Thus, it would be preferable to have rendered mathematics,
perhaps just interpreting math between $ or $$ delimiters, rather than
having full MathWiki or LATEX syntax.

In addition, pseudo-HTML could be supported in comments, making
standard formatting tasks (like bold, italics, centering, and paragraphs)
possible. With pseudo-HTML supported (including preformatted text
environments), the user would have to select whether their message is
in ASCII plain-text or pseudo-HTML enriched format. This selection
would be used by the system at message rendering time, to determine
how to interpret the content.

• Workspaces could be added. A workspace would allow a user to create
entries in a “staging area” which is not public. They can then choose to
“publish” these entries for mass consumption. In addition, workspaces
could be shared between users or groups using the ACL system.

• Improved query repair. As discussed in Section 12.1, query repair is
currently deficient in the case of multiple search terms. If only one term
is misspelled but other terms result in “hits” in the content, then query
repair will never take place. Even if the misspelled word could be re-
placed with a better alternative which would improve the results, there
is no way for this to occur. Instead, the repair architecture could be
re-engineered to deploy multiple alternative queries (based on permu-
tations of repairs for individual terms) and select the “best” to actually
return to the user.

• Include Open Archives provider in Noosphere distribution (with a vari-
ety of metadata formats and verbosities). Currently the Open Archives
provider on PlanetMath was constructed only for PlanetMath. In ad-
dition, it is limited in the sense of having only a very basic Dublin Core
dialect of the entry content. Finally, it is OAI 1.1 format, rather than
the more current 2.0. Noosphere could be packaged with a 2.0 provider,
with at least one more rich Dublin Core dialect supported (missing are
chiefly links and LATEX sections of the content).
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Chapter 19

Conclusion

In part I of this thesis, I first gave some basic introduction to Noosphere
and PlanetMath. Next I gave a discussion of important fields and concepts,
which are important either because they concern a system type which Noo-
sphere is an instance of, or because Noosphere implements or borrows from
a significant amount of theory and practice from them. Next I presented
systems which were more directly an influence on Noosphere. Finally, I tied
most of the influential theory and system types together through the use of
the 5S theoretical framework.

In Part II of the thesis, I first discussed the development methodology of
Noosphere. Next I discussed the overall architecture of the system. Following
this I discussed the core content of Noosphere (encyclopedia entries). Next
I discussed how this core content, originating from many disparate efforts,
is integrated into a whole. Then I discussed how content evolves through
time and through collaborative effort. Following this, I presented features
of Noosphere which foster and aide community. Next I discussed the in-
formation access features of Noosphere. Finally, I discussed digital library
interoperability in the context of the PlanetMath deployment of Noosphere.

In Part III, I first presented usage and growth statistics and analyses for
the PlanetMath Noosphere instance. Following this I presented an empirical
study of Noosphere’s authority models system. Finally, I discussed sustain-
ability of virtual community systems, and gave an application of these ideas
to the Noosphere system.

In this part (IV), I have given a summary of limitations of the current
incarnation of Noosphere. Next I discussed future work which could be done
to augment the system, distinct from “fixing” the limitations.
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In summary, I have presented the existing theory and some new theory
for the Noosphere system. I have discussed the system’s architecture, going
into special detail for novel or otherwise significant portions. I have also dis-
cussed the PlanetMath flagship instance of Noosphere, looking at its growth
and characteristics of its usage over nearly two years. Based on this data,
the authority models study, the sustainability study, and of course my own
experience, I believe it is safe to say that the project has been a success.
I have pointed out much that could be done, and where there are things
lacking. But by and large, I believe Noosphere has successfully given rise
to at least one instance of a vibrant productive virtual community, one that
will last as long as there is demand for it, with only modest modifications
to the underlying system. The whole experience of creating such a resource
for people to use, which is indeed accepted by the community, has been a
gratifying one for me. I hope that many others will learn from PlanetMath,
Noosphere, and this document, and choose to join me in exploring the fron-
tiers of collaborative learning.
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