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ABSTRACT 

 

In this thesis, we present a versatile parallel programming model composed of an 

individual general-purpose processor aided by several application-specific coprocessors.  

These computing units operate under a simplification of the master-worker model.  The 

user-defined coprocessors may be either homogeneous or heterogeneous.  We analyze 

system performance with regard to system size and task granularity, and we present 

experimental results to determine the optimal operating conditions.  Finally, we consider 

the suitability of this approach for scientific simulations – specifically for use in agent-

based models of biological systems. 
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1 Introduction 

Traditional homogeneous parallel computers consist of a network of many identical 

general-purpose processors to decrease computation time (Culler and Singh 1999).  

Memory may be shared by all of the processors, or may be distributed among them.  In 

the ideal case, the computation time is reduced by a factor equal to the number of 

processors, and systems are measured by how close they come to this ideal. 

 

 

Figure 1  Traditional parallel computing model, with distributed memory. 

 

However, this approach is not always the optimal approach to solve complex 

problems.  Hardware resources often go unused, reducing the efficiency of even the most 

advanced and expensive systems.  Varieties of network topographies are employed, but 

the fundamental problems remains – the set of hardware resources thrown at the problem 

is less than ideal. 

This thesis presents a versatile parallel model composed of an individual processor 

controlling several coprocessors.  In this regard, such a system is similar in nature to the 
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Cell processor, which contains eight “synergistic processing elements” under the control 

of a main processor (Gschwind).  However, in the model presented in this thesis, the 

coprocessors are tailored to the specific needs of the application.  The developer is able to 

create an array of identical coprocessors or a combination of varying coprocessors.  

Unbound by architecture or interconnection designs, the developer is free to experiment 

and discover the best parallel approach for a particular application.  A system so 

customizable allows for the incorporation of repeated software structures into modules 

within the hardware.  Hardware modules may be optimized and instantiated to a degree 

fitting with the frequency of their use, allowing the developer to target the most 

expensive portions of an algorithm for performance improvements. 

This approach is advantageous primarily for its generality.  Many difficult 

computing problems benefit from parallel computing.  Of these, most are able to be 

broken into repeated tasks.  Therefore, a designer is able to create systems under this 

model for the solving of many computationally intensive problems.  This approach is also 

beneficial for its efficiency.  The traditional practice of using large general-purpose 

processors as the sole means of computing almost ensures resources go to waste; it is 

very challenging to devise an algorithm that makes a meaningful use of all of the 

functional units provided on modern CPUs.  However, under the model presented in this 

thesis, the designer is able to handpick the resources available to the algorithm, as well as 

make decisions regarding the hierarchy of the architecture.  For example, a stochastic 

algorithm requires some means of generating random numbers.  Because such a module 

is expensive in chip space, the designer faces the decision of either placing the module 

within each coprocessor, or providing a few separate units available to the coprocessors 
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with some means of access control.  Such a high level of control over the use of resources 

allows the system designer to maximize both chip and system efficiency.  Yet, this 

straightforward modular approach is easier to design than a full-custom chip. 

 

 

Figure 2  New parallel model with custom hardware. 

 

In this model, the small general-purpose processor provides portions of work to the 

coprocessors and is notified of the completion of these tasks via an interrupt.  The 

pseudo-code presented below demonstrates how the system might behave with a 

homogeneous set of coprocessors.  Two implementations are implemented and tested.  In 

the first implementation, the general-purpose processor, acting as a master, maintains a 

thread for interaction with each corresponding coprocessor, or worker.  In the second 

implementation, the master operates with only one thread, used to interact with all 
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workers in turn.  This allows for a comparative analysis, demonstrating the effect of 

context switches on the model. 

 

ISR() 

{ 

 post to available_workers mutex 

} 

 

computation_kernel() 

{ 

 while tasks remain 

 { 

  wait for a worker to become available 

  retrieve previous results from worker 

  assign new task to worker  

 } 

} 

 

Figure 3  Pseudo-code for the master. 

 

In this thesis, we do the following. 

1. Implement a sample system based upon this versatile model for customized 

computing 

2. Construct an analysis that models the performance and predicts the efficiency 

of this approach 

3. Consider the application of this approach to the problem of agent-based 

simulations of biological systems 

The thesis is organized as follows.  Section 2 contains background information on 

parallel programming, performance measurements, and the master-worker model.  

Section 3 presents the details of the implementation used to test the system.  Two 

implementations are described.  The first implementation makes use of threads to present 

an organized approach to the system.  The second implementation incorporates all of the 
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functionality in one thread to determine the effect the threads in the first implementation 

have on performance.  Section 4 presents and discusses the results of tests.  Section 5 

discusses possible uses for such a system, including the biological application for which 

the research was funded.  Section 6 contains the conclusions of the thesis and makes 

suggestions for further work. 
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2 Background 

This section provides background for understanding the concepts, models, and 

measurements presented later in the thesis.  It contains information on parallel computing 

– including the basic ideas, performance measures, and tradeoffs – and the master-worker 

model.  This background is necessary to discuss the attributes of the implementation.  It 

also enables the analysis of experimental results with regard to typical and expected 

performance. 

2.1 Parallel computing 

Parallel computing has been the focus of study for many decades.  Even from the 

beginning of electronic computers, designers have incorporated various elements of 

parallelism into machines.  Today, even the simplest personal computers contain a 

processor that is capable of performing a number of tasks at the same time.  Thread-level 

parallelism is common and multi-core processors are rapidly increasing in popularity.  

Parallel computing also plays a very significant role in scientific computing, and it will 

undoubtedly increase in importance in the future. 

2.1.1 Introductory concepts 

In the field of parallel computing, there exist two main categories of architectures.  

In shared memory architectures, the processors operate upon the same memory-space, 

allowing a tight coupling among the processors.  In distributed memory, or message-

passing, architectures, each processor maintains its own private memory space.  The 

result is a loose coupling, wherein processors communicate data to each other as needed.  



 7 

A variety of interconnect schemes exist for communication within a parallel system, 

including fully connected networks, buses, hypercubes, and arrays.  The designer of a 

system must select the configuration that yields the preferred balance among scalability, 

cost, and performance. 

While most research on parallel computing focuses on homogeneous systems, much 

emphasis has recently been placed on heterogeneous systems.  It is apparent that software 

inherently incorporates levels of heterogeneity, making such systems a natural way to 

improve performance.  Take, for example, modern processors, which route instructions 

through specialized functional units to exploit this heterogeneity.  Parallel systems could 

extend this practice on a larger scale.  However, loosely coupled systems are only able to 

improve performance when coarse-grain heterogeneity is present (Andrews and 

Polychronopoulos 1991). 

Designing an efficient parallel algorithm takes much work.  Beginning with the 

sequential algorithm, the designer must decompose the problem into tasks, assign tasks to 

processes, orchestrate communication among processes, and map processes to processors 

(Culler and Singh 1999).  It is important to consider both the software algorithm and the 

hardware configuration together in order produce a system with optimal performance. 

Sarkar suggest that a parallel algorithm may be suboptimal for several reasons.  First, 

a parallel algorithm may require more work than the ideal sequential algorithm.  Second, 

the algorithm may have a portion that cannot be performed in parallel, and must be 

performed sequentially.  Third, portions of work assigned to the processors may not be 

equal in size.  When this occurs, the algorithm often requires the additional overhead to 

synchronize the processors.  Fourth, processors may require the intermediate results from 
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other processors, necessitating extra communication (Sarkar 1993).  An algorithm with 

little or no dependency between tasks is identified as embarrassingly parallel (Chien 

2005). 

2.1.2 Measures of performance 

In the field of parallel computing, there exist two primary measures of performance.  

These measures are defined in simple terms assuming a homogeneous set of processors.  

Speedup is the most often used measure, as it indicates the ratio of increased performance.  

It is defined as 

 

( )
nT

T
nS 1= , 

Equation 1  Speedup in the general case. 

 

where n is the number of processors in the system and Tx is the time to perform a given 

task by x processors.  In an ideal system, the performance would scale up with the 

number of processors, such that S(n) = n.  However, this does not occur in practice.  

Therefore, the efficiency of the system is also measured.  Efficiency is defined as 

 

( )
( )

n

nS
nE = , 

Equation 2  Efficiency in the general case. 

 

indicating the degree to which the system meets the ideal case.  There has been much 

work conducted to determine detailed models for speedup and efficiency of specific 
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systems, as well as general types of parallel architectures.  Typically, these models 

incorporate many variables, yielding complicated equations. 

However, there are some simple upper bounds on the performance, which give a 

reasonable expectation of the system’s behavior regardless of architecture.  There is a 

hardware constraint: the speedup is limited by the number of processors.  That is, a 

system with n homogeneous resources can only perform n times as fast as a system with 

one resource.  There is also a simple software constraint: the speedup is limited by the 

average parallelism of the system.  Average parallelism, A, can be defined in four 

equivalent ways (Eager, Zahorjan et al. 1989): 

1. the average number of processors that are busy given an 

unbounded number of processors 

2. the speedup obtained given an unbounded number of processors 

3. the ratio of the total work required to the longest path in the 

subtask graph 

4. the value at the intersection of the hardware and software bounds 

on speedup 

 

Perhaps the most straightforward way of determining A is via definition #2; one can 

test the software on increasingly large systems to estimate the asymptotic limit.  However, 

this approach is likely to be infeasible in a many cases.  Therefore, a more feasible 

method may often be definition #3.  If one were to construct a directed acyclic graph 

consisting of subtasks and data dependencies, one could easily determine the computation 

demands of the longest path and the total algorithm.  Figure 4 demonstrates what a 
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subtask graph would resemble for the Quicksort algorithm; the total computation is 33 

units, while the longest path contains 16 units.  Therefore, in this example, A = 2.06 

(Eager, Zahorjan et al. 1989). 

 

 

Figure 4  A sample subtask graph for Quicksort (Inspiration from Eager, Zahorjan et al. 1989). 

 

Together, the hardware and software limits form a piece-wise performance function 

with respect to the number of processors.  The function has a linearly increasing portion 

followed by a plateau.  This suggests that, by adding processors to the system, one can 

expect a strong increase in performance for a time.  Then, after a certain system size, the 

performance gains diminish.  This limit is only a rough approximation of actual results. 

Another equally simple upper bound exists, which gives a better picture of actual 

performance.  Amdahl’s Law deals with only two variables: fs and fp, the fractions of 

work that are inherently sequential and parallel, respectively.  Since fs + fp = 1, it is 
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possible to generate the upper bound with only one piece of information.  The law states 

that if T1 is the time required to perform a given task with one processor, then 

 

( )
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Equation 3  Amdahl’s Law, an upper bound on speedup. 

 

or, in a simplified form, 
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Equation 4  Amdahl’s Law, simplified. 

 

Amdahl’s Law demonstrates the intuitive observation that large sequential sections 

within parallel algorithms severely limit the possible performance gains.  Figure 5 

demonstrates Amdahl’s Law.  In (a), all of the work is performed sequentially.  If only 

the first portion of work is able to be performed in parallel, and the second portion is 

dependent upon the first, then (b) shows the fastest way to perform all work with n 

processors, yielding an upper bound on speedup (Culler and Singh 1999). 
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Figure 5  A demonstration of Amdahl’s Law (Inspiration from Culler and Singh 1999). 

 

In an effort to tighten the bounds further, but do so using simple models, researchers 

have sought lower bounds, or guarantees, on the minimum performance.  Eager, Zahorjan, 

and Lazowska propose one such lower bound, depending only on the average parallelism, 

stating that for any work-conserving scheduling discipline, 
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Equation 5  Lower bound on speedup, based upon average parallelism. 
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Equation 6  Lower bound on efficiency, based upon average parallelism. 
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This lower bound, combined with the hardware and software upper bounds, provides a 

reasonable estimate of actual performance.  However, Eager et. al. proposed one more 

variable to further tighten the lower bound: maximum parallelism, denoted mmax.  

Maximum parallelism is defined as the maximum number of processors that are 

simultaneously busy when the system is provided an unbounded number.  In the previous 

example of the Quicksort algorithm, mmax = 8.  Under a processor sharing scheduling 

discipline, this extra information allows us to find that 
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Equation 7  Lower bound on speedup, based upon maximum parallelism. 
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Equation 8  Lower bound on efficiency, based upon maximum parallelism. 

 

One should note that, under certain circumstances, this lower bound may meet the 

software upper bound, yielding an exact model for the actual performance for large 

values of n.  However, as the maximum parallelism becomes large, the bound reduces to 

the previous bound utilizing average parallelism.  As Eager et. al. note, this typically-
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marginal tightening of the lower bound requires both additional information and a loss of 

generality (Eager, Zahorjan et al. 1989). 

Eager et. al. propose a performance estimate that stands out as being particularly 

noteworthy.  They show that the estimate always lies within 34% error of the actual 

performance in all work-conserving scheduling disciplines.  The estimate is defined as 
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1
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Equation 9  Estimate of speedup, within guaranteed 34% error. 

 

This estimate may differ from actual results by a significant amount as the number of 

speedup becomes large.  However, because its relative error is limited, the estimate must 

grow by the same order of magnitude as actual performance.  Therefore, it serves as a 

useful model for a parallel algorithm, regardless of the specifics of the system 

architecture (Eager, Zahorjan et al. 1989).  

2.1.3 Balancing performance and cost 

In perhaps their most useful contribution, Eager et. al. show that, because of the 

lower bounds – or guarantees – on performance, speedup and efficiency cannot be 

simultaneously poor.  They prove that, at the knee of the execution time-efficiency curve, 

speedup is at least 50% of its maximum value and efficiency is at least 50%.  Eager et al. 

also demonstrate that from this point, additional processors will have a utilization of less 

than 50%.  Therefore, the knee of this curve provides the optimal balance between 

speedup and efficiency.  While the curve does not directly account for cost, optimizing 
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efficiency yields a system wherein each resource is providing a meaningful contribution 

to performance, thus validating its inclusion (Eager, Zahorjan et al. 1989). 

Power is a less common – though useful – measure of parallel performance.  Loosely 

defined as throughput over response-time, this measure also implicitly incorporates a 

balance between performance and cost.  The detailed definition, 

 

( )
( )[ ]
( )nT

nu
nQ

r

r
=

)( , 

Equation 10  Power of a parallel system. 

 

where u(n) is the processor efficiency, T(n) is the mean response time of the system to a 

given task, and r is a positive real number defined by the designer, underscores the 

tradeoff clearly.  Adding resources lowers the response time at the expense of the 

efficiency.  The variable r allows the system designer to place a relative value between 

the two terms.  Typically r = 1, indicating an equal weight.  However, the designer is free 

to vary r.  Larger values emphasize efficiency, while smaller values emphasize response 

time, or simply performance.  Kleinrock and Huang demonstrate how to find the number 

of processors that optimizes power.  They also show that when power is optimized, the 

system attains a speedup of at least the fraction 1 / (r + 1) of the maximum possible, and 

an efficiency of at least the fraction r / (r + 1).  When r = 1, this matches the 50% / 50% 

guarantee given by Eager et. al (Kleinrock and Huang 1992). 

Other studies have focused more directly on the balance between performance and 

cost, although the studies typically define cost differently.  Sarkar proposes two measures 

of balance: cost effectiveness and time-cost effectiveness.  While the measures 
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themselves are rather intuitive, Sarkar then proceeds to analyze various popular 

interconnect models according to these measures.  He illustrates plainly how the 

effectiveness of systems varies with the size of the system, determining optimal 

configurations for a balance between performance and cost.  

Andrews and Polychronopoulos use measures of performance-cost balance to argue 

for the viability of a system comprised of one (or a few) fast processors to control a large 

group of slow, inexpensive processors.  The authors demonstrate that such a system 

would perform approximately as well as a system comprised of fewer fast, expensive 

processors, while being significantly more affordable.  They designate the single fast 

processor as a global control unit (GCU), and suggest several tasks it may perform to 

overcome obstacles to the system’s scalability (Andrews and Polychronopoulos 1991). 

In a recent paper, Paul and Meyer demonstrate the invalidity of Amdahl’s Law on a 

single chip heterogeneous multiprocessor (SCHM).  Amdahl’s Law is applicable only 

under the assumptions of homogeneous processors and unbounded resources.  However, 

placing various processing elements on a single, finite chip violates both of these 

assumptions.  Adding a new resource or optimizing an existing resource takes chip space 

away from other resources, resulting in a tradeoff, which must be balanced to obtain 

optimal performance.  Improvements to the performance of one processor may hinder the 

performance of others to the point that net performance declines.  While Amdahl’s Law 

is strong in its simplicity, that very simplicity may impede the future of parallel 

computing if it is overextended (Paul and Meyer 2007).  
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2.2 The master-worker model 

The master-worker model is a simple scheme in which each processor is designated 

as either a master or worker.  In the model, one or few masters participate, versus a large 

number of workers, similar to the system suggested by Andrews and Polychronopoulos.  

Workers simply perform given operations, while masters are responsible for preparing 

work for the workers and correlating their output into a global result.  Masters are 

required to partition the problem-space, schedule work, and balance the load of the 

workers to maintain efficiency.  Figure 6 demonstrates a detailed master-worker model.  

A simple model might incorporate the depicted roles of master, dispatcher, and collector 

together in one processor.  The system is said to be either synchronous or asynchronous, 

depending on how the master distributes and collects tasks.  In a synchronous system, 

tasks are performed in stages, wherein one stage must be completed before the next can 

begin.  In an asynchronous system, the master delivers a new task as soon as a worker 

completes a prior task (Baldo, Brenner et al. 2005). 

 

 

Figure 6  A master-worker model (Inspiration from Leeman, Leeman et al. 2003). 

…
 

…
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The master-worker model is an easy model to implement in a parallel environment.  

Because the master performs all of the control work, one does not need to be concerned 

with how to distribute the algorithm over many processors.  Indeed, even with the 

detailed configuration seen in Figure 6, only one module has to contain any portion of the 

algorithm.  The centralized control also makes adding resources easy.  One can even 

configure the model for optimal performance on a heterogeneous system without much 

difficulty. 

However, just as the centralized control brings many advantages, it is also the 

weakness of the system.  Simply put, the master-worker model is not scalable.  As the 

number of workers grows, so does the load on the master.  At a certain values for the 

number of workers and task sizes, the master will be unable to keep all of the workers 

busy, and efficiency will quickly decline.  Even if the master is under-loaded, the 

system’s efficiency will be suboptimal because of the idle time on the master. 

However, there are a few algorithm characteristics one can exploit to increase the 

efficiency and scalability of the model.  First, one can make use of a dynamic grain size 

so that master can assign tasks of variable sizes.  Therefore, the master will be able to 

increase the work size when its load becomes high, reducing the rate of dispatches and, 

consequently, the load on the master.  A large grain size can significantly improve system 

efficiency.  However, increasing the grain size will reduce the control over the algorithm.  

For example, many problems involve searching a problem-space for an optimal solution.  

Algorithms that solve these problems typically prune portions of the search space by the 

currently best result.  However, a large grain size would reduce the frequency of 
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algorithmic feedback and thereby decrease the amount of the problem-space pruned.  

Workers would continue to process and complete tasks without knowing whether the 

results would be useful (Goux, Linderoth et al. 2000). 

The second characteristic that can be exploited is an incremental data requirement.  

Often, a large amount of data is needed to initialize a worker, while successive tasks can 

be described with a smaller amount of incremental data.  Exploiting this characteristic 

reduces the amount of communication, consequently reducing load on the master (Goux, 

Linderoth et al. 2000).  

 

3 2 2 1 1 

3 3 2 2 1 

4 3 3 2 2 

4 4 3 3 2 

5 4 4 3 3 
Figure 7  Multiple iterations in a grid computation with dependency on neighbors. 

 

The third and final characteristic is a weak synchronization requirement.  In the 

example of computing partial differential equations (PDE’s) on a square grid, the system 

may be able to begin the next iteration before the current iteration is completed.  Indeed, 

if the grid is very large, the system may be working on many iterations simultaneously, 

because the only dependency for a given point is upon the prior results from neighbors.  

Figure 7 demonstrates this point for a small grid, where the darkened squares are those 

that have work ready for the indicated iteration.  The system may be computing the fifth 

iteration for the cell in the bottom left corner because the system has already found its 

neighbors for the fourth iteration.  As the example shows, exploiting this characteristic 

makes large portions of the problem space open to the master to assign to the workers.  
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Therefore, a low synchronization requirement allows for improved system efficiency.  

Again, however, exploiting a weak synchronization requirement reduces algorithm 

control, increases the likelihood of the system performing extra work (Goux, Linderoth et 

al. 2000). 

In their study, Baldo et. al. demonstrate how various factors, such as synchronization, 

granularity, and system size affect performance.  They showed that an asynchronous 

system outperforms a synchronous system, and that, generally, a coarse grain yields 

better results (Baldo, Brenner et al. 2005). 

Despite its weaknesses, the master-worker model remains a common choice for 

parallel implementations.  Varieties of communication architectures are still available, as 

in message passing models.  However, the master-worker model provides an organized 

and controlled approach to solving a problem in parallel, whereas alternatives (such as 

distributed algorithm control via message passing) are often viewed as tedious to 

implement (Huang, Wang et al. 1999). 
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3 Implementation 

This section examines two sample implementations of the model utilizing 

customizable application-specific processors on a field-programmable gate array (FPGA) 

to solve large problems in parallel.  It is assumed that the tasks have a low rate of 

dependence, allowing an asynchronous master-worker implementation.  This experiment 

uses the Digilent Spartan-3E Starter Board.  Both implementations instantiate a 

MicroBlaze soft processor as a master (operating at 66 MHz) on the Spartan-3E FPGA, 

with varying numbers of user-defined hardware modules as workers.  The MicroBlaze 

and the modules communicate over the on-chip peripheral bus (OPB). 

 

 

Figure 8  The Spartan-3E Starter board. 
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The first implementation spawns a thread for each worker, while a master thread 

dispatches tasks to the worker threads.  The worker threads interface with the hardware 

modules, delivering tasks and retrieving results.  The second implementation foregoes the 

threads, having the master interact with the hardware modules.  While the first 

implementation keeps data organized and encapsulated, the second demonstrates the 

performance lost to context switches.  In tests with both implementations, it is assumed 

that the system on the FPGA only performs the given tasks; an outside source partitions 

the global problem into tasks and delivers them over a fast interface to the master.  

However, the tests do not incorporate this outside source of tasks. 

In both implementations, it is assumed that the tasks are computation intensive and 

require a relatively small amount of data upfront.  The master provides 8 bytes of data to 

the workers and retrieves 4 bytes after the worker completes the task.  While a larger 

amount of communication is certainly possible, the purposes of these experiments are not 

to test the bus.  It has already been shown that bus architectures do not scale up.  A higher 

rate of communication would cause contention for the bus, decreasing performance. 

3.1 The kernel 

The Xilinx Xilkernel makes use of a programmable interval timer (PIT) to measure 

the time slices for processor control for the threads.  However, the kernel has a bug that is 

immediately apparent when the duration of the work sent to the hardware units is shorter 

than the time slice.  In the kernel code that receives interrupts and invokes the appropriate 

interrupt service routine (ISR), the PIT is reset.  Thus, when interrupts happen frequently, 

one thread holds the CPU and never releases it (Black 2005).  
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It is clear that the intention of the kernel is to pause and resume the PIT so that the 

time spent in the ISR does not count against the active thread.  Within the function 

interrupt_handler, the kernel invokes a function named pit_disable, which simply clears 

the enable bit in the PIT control status register.  Next, the ISR is invoked, followed by the 

kernel function restore_context.  Within restore_context is a call to pit_reset, placed as 

late as possible to take little time from the active thread’s slice.  The pit_reset invocation 

needs to be replaced with a call to pit_continue, which is declared but not defined in the 

kernel code.  (Yet a version of the function exists in comments within the code.)  The 

pit_continue function simply reasserts the enable bit in the control status register (Xilinx 

2006). 

By default, the Xilkernel uses 10 ms time slices.  This setting is sufficient for the 

system, considering a context switch requires about 500 us, or 5% of the time slice.  

When the granularity of the tasks is sufficiently small that they are completed before the 

thread becomes blocked, this duration allows the active thread to remain active for 

several iterations, increasing efficiency.  When the granularity of the tasks exceeds this 

threshold, the active thread becomes blocked while waiting for the result and 

consequently yields the processor. 

 

3.2 Threaded implementation 

In the threaded implementation, the master thread spawns a new worker thread for 

each hardware module.  The worker threads provide an interface to the hardware modules.  

The result is that the software is more organized and data is compartmentalized.  

However, the line between the master and workers is obscured to a small degree.  One is 
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tempted to look at each processor or module as filling the role of either master or worker.  

However, there is a software element to consider as well.  Threads designated as software 

workers run on the processor, which is designated as the hardware master.  Figure 9 

demonstrates this organization.  Though all threads presented in the figure run on the 

processor, the worker threads are so designated because they serve to fulfill the worker 

portion of the model. 

 

 

Figure 9  The threaded master-worker model implementation. 

 



 25 

ISR() 

{ 

 post to worker’s mutex 

} 

 

interaction_thread(coprocessor_id) 

{ 

 while stop command not received 

{ 

  wait for a task 

  dequeue task 

  retrieve previous results 

  assign task 

  wait for worker’s mutex 

 } 

} 

 

computation_kernel() 

{ 

 while tasks remain 

 { 

  assign task to a worker’s queue 

 } 

} 

 

Figure 10  Pseudo-code for the threaded implementation. 

 

3.2.1 The master 

Because this example implementation is intended to test the model in general, no 

specific algorithm is performed.  Therefore, it is assumed that data corresponding to tasks 

are generated elsewhere and delivered to the master.  The tasks may be generated on the 

chip using the same processor; however, this approach would hamper system 

performance.  Another option may be to perform the task partitioning work on a separate 

system.  This alternative approach is appealing because of the vast amount of memory 

typically required to generate tasks and collect results together to form an answer. 

Regardless, the implementation assumes that tasks are made available to the master 

with little or no impact on its performance.  The master simply dispatches the tasks into 
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queues for the worker threads.  Once work is finished, the master receives an interrupt.  

An interrupt service routine retrieves the result and stores it in another structure, so that it 

can be returned to the entity in charge of algorithm control and task partitioning. 

3.2.2 The worker 

The worker threads simply act as interfaces to the hardware modules.  Each worker 

thread interacts with one module via reading to and writing from its registers.  The user 

defines the behavior of the hardware modules via VHDL or Verilog code.  Thus, the 

modules are not general processors; rather, they are application-specific coprocessors, 

optimized to perform one task.  The designer may define a variety of types of modules 

when multiple tasks are required.  Additionally, the designer may define general modules 

that perform a small portion of the tasks that occurs often.  For example, if tasks 

frequently require random numbers, the system may benefit from the instantiation of a 

few independent modules that act as random number generators, reducing space on the 

modules operating on the tasks, resulting in more resources and improved performance.  

However, the designer would need to implement an access control scheme.  For the 

purposes of this study, the hardware modules and tasks are assumed to be uniform, and 

each module contains all necessary resources to perform the tasks without contention. 

3.3 Threadless implementation 

The second implementation is very similar to the first.  The primary exception is the 

absence of threads.  One sole thread encompasses all work performed on the MicroBlaze 

processor.  Although this implementation is lacking in style, it should yield better 
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performance with multiple workers, due to the relatively high cost of the many context 

switches incurred in the first implementation. 

 

ISR() 

{ 

 post to available_workers mutex 

} 

 

computation_kernel() 

{ 

 while tasks remain 

 { 

  wait for a worker to become available 

  retrieve previous results from worker 

  assign new task to worker  

 } 

} 

 

Figure 11  Pseudo-code for the threadless implementation. 

 

3.4 Expectations 

Each of the performance models presented only strictly applies to homogeneous 

systems.  While the master-worker system described in this thesis is homogeneous in the 

set of workers, the master adds a heterogeneous element.  Because only the workers 

perform work that advances the parallel algorithm, one might be tempted to measure the 

performance of only the workers, ignoring the master.  However, such a measurement 

would prove difficult and largely meaningless.  One would have difficulty separating the 

master and workers to make the measurement, and such a measurement would only 

demonstrate the hardware bound on speedup.  One must measure the entire system to find 

any meaning. 
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Additionally, the performance models all assume a system with at least a work-

conserving scheduling discipline.  That is, no processors are to be idle while work 

remains in the queue.  However, if the number of workers is too great or the granularity 

of the tasks too fine, the master may be unable to keep the workers on task, even though 

work remains.  In these conditions, workers will go idle while waiting for another task 

from the master, violating the assumption of work-conservation. 

Therefore, it is difficult to determine which, if any, of the performance models 

necessarily apply to this system.  For example, consider Amdahl’s Law.  The fraction of 

work which is inherently sequential (or that cannot be performed in parallel) is the only 

variable needed to determine an upper bound on performance under this law.  However, 

an analysis of the system proves this variable difficult to obtain. 

 

 

Figure 12  Condition 1, in which the master limits performance.  Dispatch times include interrupt servicing. 
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Time 

Master 

Worker 1 

Worker 2 

Worker 3 

Worker 4 

Dispatch 

Work 

Dispatch 

Work 

Dispatch 

Work 

Dispatch Dispatch 

Work 

Work 

Dispatch 

W

or



 29 

the master or by the number of workers.  In Condition 1 (Figure 12), the master is unable 

to keep the workers busy.  Therefore, no number of additional workers improves 

performance.  (In the example in the figure, the system would still obtain the same 

performance even with two fewer workers.)  Workers complete tasks periodically, with 

the length of the period being the time taken to assign a task and execute the ISR.  

Performance is limited by the length of this period, during which the master is constantly 

busy.  (It should also be noted that even after the master dispatches a task, some small 

amount of processing remains before it is able begin to dispatch the next task.)  In 

Condition 2 (Figure 13), the size of the tasks is sufficiently large that the master 

encounters idle time, and consequently, the number of workers limits the performance.  

In this condition, the system encounters linear speedup gains with the addition of workers, 

up to the point at which the system transitions into the Condition 1. 

 

 

Figure 13  Condition 2, in which the number of workers limits performance. 
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The fact that the system exists in one of these two conditions restricts or completely 

removes the usefulness of Amdahl’s Law.  As stated before, the law prohibits speedup 

from exceeding a value determined from the lone variable fs.  While some work can be 

performed in parallel with the system in Condition 1, no fraction of the work time can be 

reduced by parallelization because the master is the bottleneck of the system.  The 

sequential work occupies the totality of the computation time.  While the system is in 

Condition 2, the workers require so much time that the master must wait for them to 

complete.  The sequential overhead is overlapped by the parallel work.  Therefore, an 

increase in the number of workers results in an equal decrease in work time, as long as 

the system remains in the second condition.  Because one hundred percent of the work 

time is able to be targeted for parallel speedup, none of the time is inherently sequential. 

This binary reduction of fs renders Amdahl’s Law useless.  The single variable upon 

which the law depends may change suddenly between the ideal case and the worst case.  

For example, assuming a fixed granularity and varying system size, the ideal speedup 

function increases linearly with the number of workers while the system is in Condition 2.  

At a certain point, the system contains a number of workers such that the master is unable 

to keep all of the workers tasked; the system then enters Condition 1 and the speedup 

plateaus.  This ideal speedup obtained by modifying Amdahl’s Law is identical to the 

piecewise function determined by the hardware and software limits on speedup.  Still, in 

practice one would expect some level of inefficiency relative to the number of workers.  

Therefore, the curve should experience a less-than-linear increase until the system 

changes conditions, and then level off. 
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For a fixed system size, a small granularity places the system in Condition 1.  

Performance is capped at a certain level of throughput regardless of the number of 

workers, resulting in no speedup.  The value of this maximum throughput is dependent on 

the constant costs – the time to dispatch a task and the time to service an interrupt.  

However, once the granularity passes a threshold, the system enters Condition 2, where 

one expects to find a rather sudden transition to perfect speedup.  However, the threaded 

implementation should encounter a moderate decrease in performance due to frequent 

context switching. 

The system utilizes a bus architecture for communication.  Nicol and Willard 

demonstrate that bus architectures do not scale up, limiting the large scale use of such a 

system.  They do note, however, that a bus architecture can still attain good speedups 

when tasks are large and systems are small (Nicol and Willard 1988).  The main concern 

is contention for the bus.  However, because the number of workers in this system is 

rather limited by the size of the FPGA, contention should not become a hindrance to 

performance. 
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4 Analysis 

This section presents and discusses the results of experimentation with both 

implementations.  Results are explained and hypotheses are proposed for unexpected 

results. 

4.1 Threaded implementation 
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Figure 14  Threaded implementation – throughput of a single resource, with model. 

 

In the threaded implementation with a single worker and varying granularities, one 

distinctly sees the two conditions.  The system operates in Condition 1 until the 

granularity, g, becomes larger than the time to dispatch a task, tdispatch, causing the system 

to enter Condition 2.  In Condition 1, the processor limits the system to a constant level 
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of throughput.  This level of throughput is dictated by the constant costs of dispatching 

tasks and servicing interrupts.  In this implementation, a dispatch requires about 200 

microseconds.  An interrupt requires about 150 microseconds of user code, plus 50 

microseconds of kernel overhead.  In Condition 2, throughput declines with the 

increasingly granularity.  However, within Condition 1, as the granularity increases 

beyond the time to execute a semaphore wait instruction, twait, the MicroBlaze is forced 

into a context switch.  This happens because the only thread that can run has become 

blocked.  Yet, this context switch time is simultaneous with the task performed by the 

worker.  Therefore, the larger term will determine the behavior of the system.  This 

reduction allows this stage to be merged with Condition 2, producing a function for 

throughput, where 
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Equation 11  Threaded implementation – throughput of a single resource. 

 

This model is demonstrated in Figure 14, along with experimental results.  The 

experimental results closely match the model, aside from a greater cost encountered for a 

context switch.  This is likely due to processing time required by the scheduler, which 

would be difficult to measure without an in-depth analysis of the kernel. 
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Figure 15  Threaded implementation – throughput of multiple resources, with models. 

 

When multiple workers are present in the system, the model only changes slightly.  

In Condition 1, throughput is still capped at the same value regardless of the number of 

workers.  However, an increased number of workers allows the system to stay in 

Condition 1 at higher granularities, maintaining the maximum level of throughput.  As 

the increasing granularity eventually forces the system into Condition 2, the number of 

workers effectively divides the granularity of the tasks.  This is not strictly accurate, since 

the workers do not work together on a single task.  However, the workers are able to 

perform separate tasks in parallel, increasing throughput by a factor of n.  Therefore, 
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Equation 12  Threaded implementation – throughput of multiple resources. 

 

In this case, the experimental results are far from the model, as seen in Figure 15.  (The 

models for exponentially growing system sizes are evenly spaced due to the graph being 

logarithmic in both axes.)  This is attributable to the frequent context switches between 

threads, for which the model does not account.  One would expect this reduction in 

throughput to disappear as the granularity increases.  The system should only be able to 

perform n context switches to dispatch tasks, then continue waiting for the first task to 

return results.  As this time spent waiting increases, the fraction of time spent on the 

context switches should decrease, amortizing the overhead.  While this does not appear to 

happen in the scope of these tests (but may yet be happening at a slow rate), the overhead 

does appear to be amortized with an increasing number of workers.  With two workers, 

the system performs only as well as with one, a reduction of performance by a factor of 

two.  The performance of four workers only slightly exceeds the model for two, again 

reduced by a factor of two.  However, eight workers perform better than the model for 

four workers.  It appears that the performance efficiency gradually increases with an 

increasing number of workers. 
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Figure 16  Threaded implementation – speedup, with models. 

 

Figure 16 makes this amortization clearer.  While still failing to meet to the models, the 

speedup results do come closer to the models as the number of workers increases.  This 

yields marginally greater efficiencies in Condition 2, as shown in Figure 17.  Yet, the 

threaded implementation is still hindered by a low rate of efficiency due to a large 

number of context switches. 
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Figure 17  Threaded implementation – efficiency. 

 

The results suggest that the system would obtain the best balance between 

throughput and algorithm response when operating near the boundary between conditions.  

In this region, the system is able to complete tasks near the maximum limit allowed by 

the speed of the master while keeping the granularity small enough to provide rapid 

feedback to the controlling algorithm.  With the granularity marginally larger than at the 

boundary point, the system also benefits from improved speedup and efficiency.  

Operating the system at lower granularities reaps no benefits from the additional 

processors. Meanwhile, operating with a large granularity only slightly improves 

efficiency while reducing algorithm feedback, typically resulting in wasted calculations. 
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4.2 Threadless implementation 
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Figure 18  Threadless implementation – throughput of a single resource, with model. 

 

For the single worker case in the threadless implementation, the situation is largely 

similar to the threaded implementation.  In Condition 1, the maximum throughput closely 

matches that of the threaded implementation – dispatches again require about 200 

microseconds, and interrupts likewise require about 150 microseconds, plus 50 

microseconds of kernel overhead.  Although there is only one thread, a context switch 

still occurs when this single thread becomes blocked, yielding the processor to the 

scheduler.  Yet the model can ignore this fact to simplify matters when multiple workers 

are introduced.  Additionally, while in Condition 2, the system will also encounter a 
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delay due to dispatching.  Again, this is ignored in the model for reasons that become 

clear later.  Therefore, the throughput model, 
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Equation 13  Threadless implementation – throughput of a single resource. 

 

simply reflects the two conditions of the system.  Figure 18 illustrates some minor 

deviation in actual throughput from this simplified model, but only where expected. 

 

 

10
-8

10
-6

10
-4

10
-2

10
0

10
0

10
1

10
2

10
3

10
4

System Throughput (Threadless)

Work Time (s)

O
p
e
ra

ti
o
n
s
 p

e
r 

S
e
c
o
n
d

 

 

Measured (n=1)

Measured (n=2)

Measured (n=4)

Measured (n=8)

Model (n=1)

Model (n=2)

Model (n=4)

Model (n=8)

 

Figure 19  Threadless implementation – throughput of multiple resources, with models. 
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When multiple workers are introduced, the model is easily adjusted.  Condition 2 

gains throughput by a factor of n.  Therefore, the model becomes 
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Equation 14  Threadless implementation – throughput of multiple resources. 

 

Figure 19 demonstrates how well actual results match this model.  It should be noted that 

the cost incurred by a context switch after the granularity increases beyond twait (while 

still in Condition 1) disappears as workers are added.  This is because the only thread in 

the system is able to continue dispatching tasks to other workers, reducing the likelihood 

of it becoming blocked.  Eventually, at a certain grain size, all workers will be busy and 

the thread will become blocked.  However, this is the definition of Condition 2.  

Therefore, the context switch incurred at this granularity is not a hindrance to system 

performance. 
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Figure 20  Threadless implementation – speedup, with models. 

 

Without the large number of context switches, the system meets the ideal levels of 

speedup, as shown in Figure 20.  However, the system does not reach these levels 

immediately after entering Condition 2.  Figure 21 illustrates the ramping up that must 

occur once the systems reaches this transition.  Looking at it the other way, a system in 

Condition 2 encounters a decrease in efficiency as it approaches Condition 1.  Again, an 

increased number of workers allows the maximum throughput to be obtained for larger 

grain sizes, but does so at the expense of efficiency.  As in the threaded system, the 

results suggest the best balance of performance and algorithm response lies near the 

boundary between conditions. 
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Figure 21  Threadless implementation – efficiency. 

 

4.3 Fixed granularity 

Because the threadless implementation appears superior to the threaded, the 

remainder of the experiments deal only with the threadless implementation.  The 

following experiments are performed with a constant grain size of one millisecond.  The 

number of workers is varied to demonstrate the effects of system size as the system 

performs a given task. 
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Figure 22  Threadless implementation – speedup for a fixed granularity, bounded by models. 

 

Figure 22 illustrates the speedup gained by increasing the number of workers.  The 

system begins in Condition 2, with large, but less than linear, increases in speedup with 

each worker added.  The system attains good performance increases with as many as six 

workers.  Eventually, as the system transitions into Condition 1, speedup reaches a 

maximum value.  This value is the average parallelism, or the software bound on speedup.  

Although the bound could not be found by theory, experiments easily locate it.  Using 

this value, one can construct valid lower bound, as shown in red.  Finding the maximum 

parallelism is more difficult.  In experiments, the FPGA used could contain eight workers.  

The master dispatches tasks using a priority scheme; Worker 1 is always tasked before 

Worker 2, and so forth down to Worker 8.  At this granularity, Worker 8 occasionally 

received tasks.  Therefore, the maximum parallelism is at least eight.  Judging by the 
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scarcity of tasks dispatched to Worker 8, it is assumed that the maximum parallelism is 

about nine.  Using this value, one can obtain a tighter lower bound, under the assumption 

of a processor sharing scheduling discipline.  Using a higher guess – such as ten – would 

yield a looser bound.  Given that this speedup is found with homogeneous workers, and 

that the measures used to obtain the bounds are experimentally derived, one can assume 

that the bounds are applicable to the system. 
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Figure 23  Threadless implementation – accuracy of the speedup estimate. 

 

The speedup estimate provided by Eager et al. is demonstrated in Figure 23.  

Guidelines accompany it, delimiting the range wherein the actual results must fall in 

order for the estimate to lie with a relative error of 34%.  Although the estimate proves a 

little low in this case, the results match well enough to meet the error guarantee.  Because 
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this estimate is only dependent upon the average parallelism, which again is found 

experimentally, one can assume the validity of the guarantee on this estimate. 
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Figure 24  Threadless implementation – execution time-efficiency curve. 

 

Figure 24 depicts the relationship between execution time and efficiency.  Locating 

the knee of this curve identifies the size of the system guaranteed to attain a speedup of at 

least 50% of its maximum value and an efficiency of at least 50%.  In this curve, the knee 

occurs when three workers are present in the system.  Although previous graphs showed 

good speedup through six workers, this curve demonstrates both how small such gains 

are in execution time.  It also illustrates how rapidly the efficiency of the system declines. 
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These results suggest that the greatest benefit occurs when the system operates in 

Condition 2, but near the boundary with Condition 1.  This conclusion matches closely 

with that drawn from the experiments with varying granularity. 
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5 Applications 

Computer modeling and simulation has become an invaluable tool for scientific 

applications.  Parallel architectures allow researchers to more quickly obtain results.  The 

programming model presented in this thesis is a versatile approach, which is useful for a 

wide variety of applications, provided work can be broken into appropriately sized tasks. 

An example of a scientific application that has this scheme is an agent-based 

simulation of a biological system.  An example of a software system of this type is 

PathSim 2.  In this simulation, a model can have billions of individual agents, each with a 

complex internal state (Jones, Plassmann et al.).  Such a simulation requires the use of 

multiple scales, because the complex internal states change at a much faster rate than the 

agents interact with each other. 

One viable approach to simulating a biological system is the use of partial 

differential equations (PDEs).  A PDE is constructed to describe the values of biological 

parameters over time within a defined volume.  A biological system needs to solve these 

relations quickly and repeatedly.  This work is computationally intensive and, once begun, 

requires little or no external data.  The spread of a virus through tissue is a good example 

of such a simulation.  This problem is also a demonstration of the multiple scales often 

required.  On the short time scale, states within the tissue cells change rapidly.  On the 

long time scale, cells and other biological agents migrate at a slower rate. 

The programming model presented fits this type of problem well.  The designer is 

able to instantiate a number of coprocessors capable of solving the small-scale problem – 

the internal state.  These calculations occur very often; therefore, the coprocessors must 
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perform quickly.  Using multiple custom hardware units allows these calculations to 

occur much more rapidly than by software instructions on a general-purpose processor. 

With the versatile parallel model presented, many biological applications become 

tractable.  The experiments presented earlier indicate that the system performs best when 

the granularity of the problem is large enough to force the system into Condition 2.  

Experimental results indicate that this transition occurs when the granularity is such that a 

task requires about one millisecond to perform.  While the developer may have difficulty 

partitioning some simple PDE problems this large, there should be little difficulty 

partitioning an accurate parallel, multi-scale biological model to allow meaningful work 

for many thousands of clock cycles without algorithmic feedback. 
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6 Conclusions and Suggestions 

The programming model presented is this thesis is versatile.  It is able to handle a 

wide variety of applications, leveraging the power of parallel computing.  The system 

allows for the incorporation of expensive software structures into more efficient hardware 

implementations.  Developers may easily adjust the hardware to fit specific needs, aiding 

in rapid experimentation with vastly different approaches. 

Experimental results closely match expected performance levels.  Optimal speedup 

and efficiency results occur when the master is able to keep the workers busy.  

Algorithmic feedback and time-efficiency suggest that the system should operate near the 

point at which the master is unable to do so.  These results combine to provide an ideal 

operating range for the system. 

Future work on such a system could certainly yield significant improvements.  The 

experiments presented in this thesis assumed embarrassingly parallel tasks, wherein no 

data beyond the initial input is required.  Further work could experiment with methods of 

sharing data between coprocessors, possibly in a manner more scalable than memory 

attached to a bus. 

The system also currently resides on one FPGA, limiting the number and complexity 

of coprocessors.  Future work could develop a design in which multiple FPGAs are 

networked together.  Ideally, processors on separate chips would be able to share data 

rapidly with each other, reducing or eliminating the need for multiple local copies of 

values. 
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One of the significant findings of this thesis has been the importance of a responsive 

master in system performance.  While the hardware designs of the coprocessors play a 

crucial role in system throughput, even the most carefully designed system may be 

crippled by a large amount of overhead from the master.  In this experiment, a general-

purpose processor acted as the master.  However, another custom module could easily 

replace the general-purpose processor.  The master is primarily responsible for managing 

task queues and handling interrupts.  One can easily envision a custom hardware module 

maintaining these queues and releasing tasks when an interrupt is raised.  Designing the 

module to direct communication to other FPGAs would be a more difficult task, but still 

feasible. 

Finally, future experiments could examine the behavior and performance of the 

system with a set of heterogeneous coprocessors, with tasks requiring the collaboration 

multiple coprocessors.  For example, in the biological virus application, accurate multi-

scale simulations may require the use of a stochastic model.  Therefore, it may be 

beneficial to include a small number of random number generating coprocessors.  Since 

many simulation coprocessors exist, access control would be an interesting issue, as 

would the tradeoff between the numbers of random number generators and simulation 

coprocessors. 
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