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(ABSTRACT) 
 

 

 

This research proposes a language independent intra-process framework for object based 
composition of unmodified code modules. Intuitively, the two major programming 
models - threads and processes - can be considered as extremes along a sharing axis. 
Multiple threads through a process share all global state, whereas instances of a process 
(or independent processes) share no global state. Weaves provide the generalized 
framework that allows arbitrary (selective) sharing of state between multiple control 
flows through a process. In the Weaves framework a single process has the same level of 
complexity as a workstation, with independent “sub-processes”, state sharing and 
scheduling, all of which is achieved without requiring any modification to existing code 
bases. Furthermore, the framework allows dynamic instantiation of code modules and 
control flows through them.   
 
In effect, weaves create intra-process modules (similar to objects in OOP) from code 
written in any language. Applications can be built by instantiating Weaves to form 
Tapestries of dynamically interacting code. The Weaves paradigm allows objects to be 
arbitrarily shared – it is a true superset of both processes as well as threads, with code 
sharing and fast context switching time similar to threads. Weaves do not require any 
special support from either the language or application code - practically any code can be 
weaved. Weaves also include support for fast automatic checkpointing and recovery with 
no application support. This paper presents the elements of the Weaves framework and 
results from our implementation that works by reverse-analyzing source-code 
independent ELF object files. The current implementation has been validated over 
Sweep3D, a benchmark for 3D discrete ordinates neutron transport [Koch et al., 1992], 
and our Open Network Emulator project. Performance results show that the context 
switch overhead in the Weaves framework is almost identical to threads.  
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Chapter 1. Introduction 
 

With the growing complexity of software code bases, application designers are 
increasingly moving towards component-based models, where applications are built by 
compositional modeling. The success of the object oriented programming paradigm, with its 
support for encapsulation and compartmentalization of functionality, has played a major role in 
facilitating this mode of application development. However, to make effective use of the OO 
paradigm, codes need to be written in a language that supports OOP. While this is the approach of 
choice for the next generation of applications, we argue that it is infeasible for several application 
domains. Areas such as scientific computing have vast repositories of legacy non-OO codes. 
Rewriting and validating these applications in an OO language is an enormous software 
engineering endeavor. Furthermore, with the development of increasingly sophisticated sensors, 
compute devices have begun interacting with the real world. This interaction presents a new 
dimension to application adaptivity. Given the vast stream of data that flows from sensor arrays, 
it may not be possible to apriori determine all the possible modes in which an application may 
interact with the environment.  In this scenario, applications would need to evolve both in code 
and state to meet the needs of a dynamically changing environment, a notion we call 
reconfigurable programming. 

 
The emergence of the next generation of software systems, with their attendant growth in 

complexity is leading to a renewed emphasis on efficient systems. Apart from developments in 
computer hardware, databases and other computer utilities, this has also resulted in additional 
responsibilities for the programmer, who is now expected to write his codes in an efficient 
manner. One of the principal tactics of increasing efficiency is parallel execution of independent 
parts of a program.  

 
1.1. Parallel Programming 

 
Exploiting parallelism has always been a challenge at all levels of computer 

programming. From hardware level parallelism (pipelining, superscalar architectures) to 
Instruction Level Parallelism (ILP) to concurrent processes, every stage has its share of 
parallelism counting towards the efficiency of the final program. Though achieving parallelism at 
the level of hardware, compilers and instruction sets does increase the efficiency of programs, 
their analysis does not necessarily confer the same benefits to all applications. Certain 
applications have a higher layer notion of parallelism, which must be exploited by the 
programmer during development. This mode of software development specifically meant for 
parallel applications and directed towards utilizing their inherent parallelism is called “Parallel 
Programming”. The advent of multiprocessor systems has further enhanced the importance of 
parallel programming. Development of clusters and grid computing constructs has continuously 
pushed the realms of the same.  

 
Parallel programming models may be broadly classified into two categories – shared 

memory and distributed memory models. Programs intended for distributed memory execution 
may be implemented as separate processes running on separate machines or processors. Each 
executing process may have completely different code and data contexts. The kind and extent of 
communication needed between them is largely application dependent and must be handled by 
the programmer. The processes communicate with each other through some Inter Process 
Communication (IPC) library.  
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Shared memory programs have different executing entities operating under a single 
memory space. Truly shared memory programs, where every executing entity completely shares 
its entire state with the others, are best modeled through threads. Threads are intra-process 
mechanisms and are much more lightweight than processes. Moreover, they always share the 
entire code context and global state with each other. It is reasonable to expect that entities that 
completely share their state would also have identical code contexts. Issues like synchronization 
and mutual exclusion to maintain data consistency always accompany programming shared 
memory applications. The programmer is completely responsible for taking care of these issues 
while coding such applications under any model. Under the threads model, once such issues are 
taken care of, the program is called “thread-safe”. The exact nature and extent of sharing is again 
application dependent but is much more than in case of distributed memory applications.  

 
Most real-world parallel applications are neither completely distributed nor completely 

shared. They lie somewhere in between. The constituent executing entities share certain parts of 
the code and associated state while having completely independent, even unrelated, portions. 
Again, certain regions may be shared by groups of executing entities i.e. they are shared between 
flows within the group but different groups may need to have separate copies. Neither the threads 
nor the processes models provide for this selective and arbitrary sharing of state and code. 
Implementing these applications using processes requires special attention towards maintaining 
consistency of the shared part between the different processes. This results in very high 
communication overhead apart from introducing excessive code complexity thereby making the 
system not only inefficient but also unmaintainable. On the other hand, implementing the 
application over threads introduces the problem of separating global state that may be 
inadvertently shared by the different threads. Different executing entities may have certain 
regions that are identical in terms of code but are required to be independent in terms of global 
data. Under the threads model, they would end up sharing that part as well. Separating the global 
state for such parts may require recoding, use of arrays and more complexity.  

 
For some applications the problem stated above is so enhanced that it is impossible (due 

to excessive complexity of recoding and too high a degree of overheads) to model them using 
either processes or threads. Our two motivating applications that we shall soon go over are 
examples of such scenarios. We therefore need a programming model that does not restrict the 
programmer by imposing any degree of state sharing or separation. It should be powerful enough 
to provide for any degree of sharing and separation according to the programmer’s requirement. 
Additionally, it should inherently offer simple interfaces for achieving this selective sharing of 
state, hiding the complexities of implementation and the exact mechanism away from the 
programmer. In other words, it should transparently provide for arbitrary separation or sharing of 
state associated with a piece of code between different executing entities. Such a model 
essentially reduces the problem to providing for safe access in the shared parts alone and relieves 
the programmer of all the hassles associated with forcing sharing in one part while maintaining 
independence in others. This in turn makes the code more readable, simple and efficient. It 
encompasses both the threads and the processes models at the extremes as well as provides 
everything in between. 

 
While modeling applications with selective state sharing using threads or processes, 

providing for data consistency between two executing entities is often easier than state separation 
through recoding. Thus they are more often implemented as processes than as threads. Processes 
are far more heavyweight entities than threads (both in terms of memory usage and switching 
time), which means that such implementations are not as efficient as they could be if 
implemented within one process using intra-process threads. The extra overheads associated with 
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the process model reduce the scalability of such implementations. Managing for this loss involves 
providing greater resources thereby increasing the cost of such systems.  

 
Threads on the other hand inherently share global state, which provides a default and 

powerful mechanism for implementing sharing. Moreover, threads are lightweight facilitating 
scalability. We therefore concentrate on enabling user-defined separation of global state among 
intra-process threads. Under a model that provides for arbitrary global state separation among 
intra-process threads in a simple and elegant way, the entire application may be implemented as 
one process with different executing entities sharing (or not sharing) different regions of the 
process state. It therefore is much more lightweight, efficient and scalable than using separate 
processes for each entity executing in parallel. In such a model, state sharing and separation is 
based on global state, which therefore gains in importance. 

 

1.2. Compositional Systems 
 
Nowadays, the increase in the complexity of software code-bases has forced the 

programmer to look for better programming techniques – ones that don’t just result in efficient 
programs but also produce efficient and clean codes that may be read, understood and reused 
later. Code reuse has become a necessity to cope with the immense size of modern day software. 
Application designers are therefore increasingly moving towards component based programming 
models where applications are built by composing together separately and independently 
developed pieces of code – a concept known as Compositional Programming. The discussion in 
the previous section presents the idea of shared and unshared “parts”, which automatically leads 
to the idea of modules or components. An application can be viewed as a collection of 
components each of which performs some functionality. From the viewpoint of parallel 
applications, some of these components are shared among multiple flows of execution while 
some are not.  

 
The object-oriented programming (OOP) paradigm was a great step in the direction of 

compositional programming. Its support for encapsulation and compartmentalization of 
functionality has played a major role in facilitating this mode of software development. Object-
oriented (OO) principles are a true demonstration of compositional programming. Nevertheless, 
to make effective use of these principles, codes need to be written in a language that supports 
OOP. The important observation here is that OO languages do not provide a model for parallel 
programming in any way. They utilize the same old threads and/or processes models for 
achieving parallelism. However, constructs like encapsulation and multiple instantiation provided 
by OO languages, helps achieve arbitrary sharing of state between two executing entities. An OO 
language together with the threads model can provide for all levels of sharing between two 
executing entities. Such an implementation is lightweight as well due to the use of intra-process 
threads. The intuition is that OO-like constructs help a lot in achieving efficient arbitrary state 
sharing between parallel entities. 

 
However, OOP and threads are not part of one single framework or model. They are 

distinct entities working in tandem to provide for the sharing (provided by OOP) and parallel 
(provided by threads) requirements of an application. Due to this distinction, implementations 
using threads and an OO language are not very intuitive and result in complicated codes as well 
as some overheads, which reduce efficiency. Besides, while such languages are now abundant 
and very popular, thereby setting the trend for future development, their efficacy is arguable in 
several areas. Branches such as computer systems and networks, and parallel scientific computing 
that have vast repositories of legacy non-OOP codes come within the realms of these areas. To 
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force compositional traits on these codes through rewriting and revalidation in an OO language is 
an enormous and often impossible software engineering task. We therefore need a framework that 
can achieve OO-like constructs without necessitating an OO language. Our attempt in this regard 
is to achieve the desired OO constructs in a simple way with minimal code modification.  

 
Programming parallel applications that are truly procedural in OO languages is often not 

beneficial. OO languages introduce additional overheads that reduce efficiency with respect to 
simple procedural languages such as C and FORTRAN. Parallel Scientific community people 
therefore often prefer C or FORTRAN to OOP. Similarly, computer systems and networks 
programmers also mostly use C. Nevertheless, OO constructs are often required simply to 
introduce the selective sharing of state, which is very difficult to achieve under C or FORTRAN. 
Moreover, as stated earlier, much of the legacy codes in these areas are in non-OO languages, 
which cannot be reused while programming with an OO language. A new parallel programming 
model that helps in achieving compartmentalization and arbitrary sharing without necessitating 
OO languages preserves the efficiency of simple procedural programming languages and also 
facilitates reuse of legacy codes.  

 
Note that such a model is distinct from OOP and may still be used in tandem with OO 

languages where necessary. Moreover, if the model is compositional in nature, it blends in easily 
with OOP. Such cooperation results in more intuitive and efficient OO code, as it simplifies the 
programmer’s job of implementing sharing between threads. Hence, compositional nature is a 
desired property of such a model. 

 
Such a parallel programming framework should therefore be as general as the threads and 

process models. It should be component based (OO-like) but completely language independent as 
far as procedural languages are concerned, including both object-oriented and non-OO languages. 
Lastly, it should feature a simple way to provide compartmentalization, multiple instantiation and 
arbitrary sharing of non-OO codes. 

 
1.3. Re-configurable Programming 
 

A step further takes us into the realms of application adaptability. With the development 
of sophisticated sensors and devices that interact with the real world, applications often need to 
change on the fly during execution depending on changes in the environment. Given the 
enormous amount of data flowing in from the sensors, its impossible to determine the course of 
execution a-priori. Hence, the application would need to evolve both in terms of code and state to 
meet the needs of the changing environment. This notion of developing adaptive software is 
known as “Re-configurable Programming”. 

 
If we now visualize runtime adaptability at the granularity of code modules, we come to 

our notion of “Runtime Compositional Systems”. Broadly speaking, what we need in terms of 
functionality from such a system is the ability to choose a particular piece of code – a module – at 
a certain point in execution and execute it depending on the present runtime state. Moreover, 
these modules may be coded in any language with the composer having minimal idea about the 
internal structure of that piece of code. 

 
We look at adaptivity from two angles – spatial and temporal. In temporal adaptivity, a 

process chooses a path of execution from a few alternatives within the single executable created 
through compiling and linking certain code modules. This kind of adaptivity is rather restrictive 
since the program has only precompiled alternatives to choose from. The final choice during 
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execution (temporally) may be achieved through the usual condition and control statements (if-
then-else, while, for, switch). The premise of spatial adaptivity is that it might not be possible to 
know all the possible alternate paths of execution apriori and hence restricting the choices to 
those already foreseen and included before runtime may hamper performance and/or functionality 
of the system. Here we try to remove this restriction thereby enabling the program to include 
pieces of code – modules – on the fly. Thus the system may increase or decrease in terms of code 
space in response to changing conditions – a notion we call spatial adaptivity. 

 
Incorporating support for check pointing and recovery can further enhance this notion of 

adaptivity. So far we talked about deciding execution paths according to the state or environment 
by either guessing at the beginning or at runtime when we reach a certain decision point. But 
what if we make a wrong choice of execution path and now need to go back to a prior decision 
point and explore a new path that may seem better now? Efficient means of check pointing and 
recovery can transparently provide for this rollback thereby further enhancing adaptability of the 
system. The composer or some entity monitoring the progress of the system may include new 
pieces of code or may rollback to some previous point in execution and then explore a new path 
at any point of time. From the viewpoint of a parallel compositional framework, checkpointing 
and recovery require saving and restoring state associated with individual components and 
objects. It requires support for saving and restoring of compositions, flows of execution, and all 
objects, global state, and local state associated with them. 

 
The issue is that there is no framework that inherently provides for simple transparent 

mechanisms for achieving the above-described facets of adaptability (including checkpointing). 
In most cases, the programmer or application developer must explicitly provide for these. A 
framework, which provides for these facilities transparently, would greatly reduce the complexity 
of developing adaptable applications and increase efficiency and readability. 

 
Achieving such degree of adaptability is often a cumbersome affair. Component based 

compositional systems require significant “buy-in” in terms of commitment to a particular 
framework and style of programming. In addition, components are implemented as system 
processes, which makes them relatively heavyweight.  In contrast, our goal is to keep our 
framework lightweight and transparent. To keep the framework lightweight, we attempt to 
minimize the framework overhead, in order to enable the development of large-scale 
compositional applications. The goal of transparency frees the user from having to analyze the 
impact of the framework from his/her programming ideology. User programs may be written 
without any prior knowledge of the framework and the programmer need not be too concerned 
about any problem beyond those of his source code. Moreover, as mentioned earlier, 
implementing partial sharing and separation of state and constructs like adaptability and 
checkpointing through explicit coding make the program complex and unreadable. Developing 
such a system, therefore, becomes an onerous job. A development framework that provides these 
facilities transparently through simple interfaces helps maintain the elegance of software that may 
be developed on it. 

 
Our prime interest involves procedural programming languages. Both our driving 

applications are functional programs. Also the legacy non-OOP codes that we talked about are 
principally coded in procedural programming languages. Procedural programming languages are 
very efficient but boast of a high degree of semantic rules. The challenge is to achieve our goals 
under these restrictions without violating the basic semantics of functional programming. Certain 
facilities that we try to provide viz. support for automatic check pointing and recovery are easy to 
achieve in other styles like logical programming. But incorporating these transparently into a 
procedural programming background is a challenging task. 
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1.4. Our Work 
 
A summary of the previous paragraphs presents the following broad requirements for an 

integrated framework for the development of parallel runtime compositional systems – 
- Support for parallel execution 
- Support for compositional development 
- Component based 
- Language independent 
- Support for development of adaptable programs 
- Supporting check pointing and recovery 
- Lightweight and scalable 
- Transparency  

The current work proposes a novel compiler directed strategy for parallel runtime compositional 
programming –Weaves – that provides for all the above requirements within one single unified 
framework. 
 

Weaves presents a new model for parallel compositional programming alongside 
threads and processes that provides for user-defined sharing and separation of state among intra-
process parallel execution entities. Such arbitrary sharing and separation is provided transparently 
through simple interfaces.  Relying on intra-process flows of execution helps development of 
lightweight and scalable applications. The framework, therefore, uses global state to provide 
for the desired sharing or separation. For the purpose of this document, ‘state’ and ‘data’ 
always refer to ‘global state’ and ‘global’ data respectively. 

 
Recall that local state is declared within functions and is not common to an entire code, 

which may have several functions. Moreover, local state is a runtime notion and is by default 
always separate for each and every instantiation of a function even within the same process i.e. a 
runtime call to that function (activation record on the stack). As opposed to this, global state is 
present even before runtime and is a part of the object image generated after compilation. The 
problem is that it is singular for each process and the same for all intra-process threads. Our 
framework primarily tries to relieve this singularity of global state (for different intra-process 
threads) through post compilation and early runtime analyses and modifications of such objects. 
Thus the weaves framework achieves arbitrary state sharing and/or separation between strings 
with respect to global state.  

 
Furthermore, Weaves is a language independent intra-process framework for object-

based composition of unmodified code modules. The Weaves framework can create re-entrant 
code from any non-reentrant code. It can create intra-process modules from code written in any 
language. Instantiations of these modules (objects) may then be composed with independent 
flows of execution. Unlike the thread or the process model, weaves allow object state to be 
arbitrarily shared among different independent paths of execution – they are a true superset of 
both threads as well as processes, with fast context switching time similar to threads. Large 
applications may be composed of thousands of dynamic weaves, with little additional overhead in 
terms of both space and time. The main advantage here is that weaves does not require any 
special support from either the language or the application – practically any code can be weaved. 
Finally, weaves is essentially meant for procedural programming and supports development in 
languages such as C, C++, and FORTRAN. 
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The composition of objects into weaves and execution-flows, and the composition of 
these flows to create applications are not fixed at any stage. They may be re-wired at runtime 
thereby changing the entire scenario including all state sharing on the fly. This provides weaves 
with a great degree of runtime adaptability. Modules of code may be inserted or removed 
during runtime as and when required. The framework also provides for transparent check 
pointing and recovery without any application support. The entire state of all flows with their 
objects, sharing and execution parameters may be saved and restored without the awareness of 
the composer or programmer. Our post compiler analysis automatically determines the necessary 
state that is to be saved and restored and presents a simple interface to this functionality. 

 
The framework is lightweight since it relies on intra-process mechanisms similar to 

threads thereby avoiding many overheads incurred while using the processes model. Each 
instantiation of a module uses the same copy of the code with an independent copy of the data 
thereby reducing memory overheads. As mentioned earlier, context switch time is similar to that 
of threads. This makes the system capable of achieving substantial scalability.  

 
The power of the framework to provide component based modularity without code 

modification, arbitrary state sharing among different paths of execution and its source-code 
independence is further enhanced due to its ability to do so transparently through simple 
interfaces. The user interacts with the framework through a GUI wherefrom he may specify any 
composition and perform any rewiring that he wants. Even without the UI, the framework 
provides simple interfaces that hide a lot of complex functionality regarding data sharing, 
checkpointing and other constructs of the framework. 

 
Weaves being very general, is in no way dependent on or suitable for any particular 

application or group of software alone. It’s truly a driving framework and not a driven one. 
Nearly any program that can be implemented under the thread or process model may also be 
implemented under weaves without necessitating code modification or incurring additional 
overheads. Such emulation can be made much more efficient than their real counterparts with 
minimal modifications under weaves. However, weave-aware programs may not be easily shifted 
over to these other models. This point will be illustrated further as we move on. Finally, weaves 
also supports runtime flow migration, which enables automatic load balancing of applications on 
parallel machines. 

 

 
1.5. Motivating Applications 

 
With these in mind let us take a quick look at the two main driver applications that 

motivated us to develop this framework. It must be understood that though our initial aim was to 
develop a framework that supported these applications, the framework is in no way restricted to 
these programs. Its gamut extends far beyond the scope of these. More properties, features and 
requirements are dealt with as we proceed. 
 
1.5.1. The Open Network Emulator 

 
Our main driver application for this project is the development of a large-scale network 

emulation test-bed called the Open Network Emulator. The continuing exponential growth of the 
Internet has resulted in the rapid proliferation of new network protocols. Protocol interactions 
have become vastly more complex and it’s no longer possible to analyze their runtime behavior in 
small experimental test-beds. The success of the socket abstraction in hiding the complexities of 
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the lower level network protocols has in its own way exacerbated the problems of protocol 
interaction. As the example of HTTP 1.0’s use of multiple TCP connections and associated 
degradation of TCP performance shows, it is not always possible to foresee the impact of design 
decisions on the operation of other protocols. Furthermore, critical network protocols such as 
routing are highly distributed in nature. The complexity of router software- the backbone of 
Internet communication – requires large-scale test-beds to verify its scalability and validate the 
correct operation of its various component modules. 
 
1.5.1.1. Motivation for the ONE 

 
The last several years have seen the deployment of protocol development environments 

that allow users to create complex controlled experimental test-beds to verify and validate 
network protocols. Protocol development environments can be broadly classified into (a) Network 
simulators and (b) Direct code execution environments (DCEE). While simulators such as NS, 
OPNET, REAL, x-kernel, PARSEC, dummy net, offer an efficient event-driven execution model, 
they require that the protocol under test be written in their event driven model. The simulated 
protocol can be refined and then converted to a real-world code implementation. The basic 
problem is that there is no easy way to ensure the equivalence of the simulated protocol and its 
real world code version. A secondary issue stems from the clean-room implementation of 
Network Simulators. Since the TCP/IP protocol stack in simulators is written from scratch, it does 
not exactly emulate real-world protocol stacks, in particular the idiosyncrasies of real-world 
TCP/IP, which can significantly affect performance.  

 
DCEEs - such as ENTRAPID, NIST network emulator and MARS - solve the 

verification and validation problems by directly executing unmodified real-world code in a 
network test-bed environment. However, they have their own set of problems, largely due the 
lack of a development framework. First, direct code execution environments use OS processes for 
each network protocol/application under test. The large context switch time of processes and OS 
limits on the maximum number of processes inherently restrict the scalability of this solution. 
Secondly, in order to represent multiple network nodes and the digraph nature of each network 
node, DCEEs use specialized OS kernels, which precludes their parallelization using optimistic 
parallel simulation strategies – it is hard to rollback kernel state as opposed to user state. Finally, 
since DCEEs work in real-time as opposed to virtual simulation time, they suffer from an inherent 
lack of temporal determinism which impacts controllability of experimental test-beds.  

 
To enable the systematic study of network applications and protocols through the 

development of a scalable network emulation test-bed, we propose a new system called the Open 
Network Emulator (ONE), that supports both simulation and direct code execution paradigms. 
This integration of paradigms – which often have opposing requirements – enables a new 
dimension in verification and validation of network protocols. Event driven simulation models 
can now be validated through their interaction with the real world code counterparts. The 
enabling technology of this proposal is this current work – a compiler directed strategy – which 
provides a modular framework including support for automatic check pointing and recovery 
without necessitating application support.  

 
To represent the scale and heterogeneity of the Internet, the ONE is designed to support 

high levels of scalability – order of tens of thousands of nodes. Let us take a closer look at what 
research challenges present them while developing such a system. In particular we look into those 
issues that stress the link and interdependence between the ONE and our proposed compositional 
framework. How our framework solves through these issues is described in later chapters. 
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There is no programming model with sufficient representational power to support direct 
code execution, network simulation and the digraph nature of the network protocol stack in a 
single framework. For example, take the case of a test-bed that has 10 telnet applications linked to 
3 independent IP stacks, creating 3 virtual network nodes. Scalability issues require the test-bed 
to execute as a single process. Neither the threads nor the processes model is capable of achieving 
such arbitrary linkage between pieces of unmodified application code. It is to be observed here 
that intra-process threads share all global state. At the other extreme, independent processes share 
no global state. We need a programming model that can represent these extremes as well as 
everything in between i.e. the programming model should support arbitrary state sharing between 
different paths or flows of execution. If we could create self-encapsulated modules, components, 
out of these pieces of code, instantiate them multiple times as in OO codes, and then compose 
them, then we may achieve the described scenario. However, these pieces of code are written in 
non-OO languages and it is in effecting this modularization and composition transparently 
without touching the source codes that our framework comes into the picture.  

 
The scope of the test-bed requires us to address scalability issues at all levels. Within a 

single test-bed, node, we need to minimize inter-application context switch time and memory 
usage. Our framework stresses on scalability at every point and tries to keep the system as 
lightweight as possible. It also provides support for fast context switching time similar to that of 
threads. To further improve scalability we need to integrate support for parallel discreet event 
simulation, particularly optimistic PDES, which can significantly improve performance. Inclusion 
of PDES support is easily provided by our system. All it requires is a code module that 
implements the simulator, which then needs to be properly instantiated composed with the others.  

 
Optimistic PDES requires runtime support for check pointing to recover from temporal 

rollbacks. Even with application support, check pointing is hard for large simulation applications. 
Our problems are exacerbated by the need to support direct code execution. Since unmodified 
network protocols or applications do not contain any support for check pointing and recovery, we 
need a transparent mechanism to check point and recover application state. Our proposed work 
provides for this requirement as well. 

 
To ensure scalability of the parallel test-bed, we need mechanisms for dynamic (run-

time) load balancing and code-migration both of which are possible to achieve in the proposed 
framework and have been dealt with in detail later. Thus this synergy creates a new modular 
framework for the development of large-scale simulations using code composition, without 
restricting the application programmer to any particular language or programming paradigm. 
 
1.5.1.2. Architecture of the ONE 
 

Let us take a closer look at the architecture of the ONE. The goals of the ONE project are 
–  

1. To provide a protocol development that closely models real world networks. 
This requires scalability to the order of tens of thousands of virtual network 
nodes, where a network node may be an end-host, a router, or a network-
switching device.  

2. To support execution of unmodified protocol and application code. 
3. To integrate direct code execution and protocol simulation within a single 

framework. In the traditional model, direct code execution operates in real 
time and hence lacks the controllability of virtual time simulation.  
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The entire picture of the ONE encompasses several aspects that are not directly related to 
the primary work presented here. We shall therefore restrict our discussion as much as possible to 
that part of the ONE that relates directly to the weaves framework and leave out facts about 
simulators and PDES that form important aspects of that project.  

 
Given the scalability goal – support for tens of thousands of virtual nodes – we need to 

analyze its impact on the architecture of the ONE. Even on a cluster computer with tens of 
physical nodes, we need the ability to emulate hundreds of virtual nodes – each with multiple 
applications and a protocol stack – on a single physical CPU. At this level of scalability, process 
context switch time becomes a major bottleneck. Our scalability goals hence require us to model 
several hundred virtual nodes within a single process. 

 
Figure 1 shows the architecture of the Open Network Emulator. At the top level, the ONE 

comprises multiple virtual hosts, each of which has a protocol stack and multiple applications 
linked to the protocol stack. The applications and the stack may be simulated using an event 
driven model or may be emulated using the direct code execution paradigm. Since the 
architecture of the ONE supports both Simulation and DCEE, it provides the ability to conduct 
additional verification and validation tests through the interaction of event driven and actual 
versions of the same application or network protocol. 
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 Figure1.1: Architecture of the Open Network Emulator System 
 

As described earlier, the ONE combines multiple virtual hosts – each with network 
applications and protocol stacks – into a single user level process for efficiency and scalability 
reasons. This is achieved through our weaves framework, which can efficiently create intra-
process objects and arbitrary state sharing between them. Inter-object context switch time is 
similar to that of threads. The framework also provides for efficient memory usage – within a 
single process, different instances of the same network application or protocol stack use the same 
code, with multiple respective instances of the data. Referring back a few pages to our 
comparison vis-à-vis OOP, there is similar to objects, except that weaves do not place any 
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restriction on the programming language used for implementation. Everything is achieved 
without any modifications to user application or protocol code – including the simulated and 
emulated network stacks. This design bears a strong resemblance to the OO framework of 
MENTAT. Nevertheless, unlike MENTAT, weaves can create the object-based framework from 
code written in any language enabling the reuse of the vast repositories of legacy codes. 

 
The use of the word emulation throughout this document is in the context of direct code 

execution. Other components of the ONE are the OS personality layer, a fault generation module, 
a visualization module and a PDE simulator. None of these have any direct correlation with the 
weaves framework and are therefore not discussed in further detail except dependence between 
weaves and the PDES algorithm. The automatic transparent support for check pointing and 
recovery provided for by weaves facilitates the handling of temporal rollbacks thereby enabling 
the use of an Optimistic PDES algorithm. This algorithm, in co-operation with weaves, can also 
perform dynamic load balancing through flow-migration. 

 
1.5.1.3 The ONE from the perspective of Weaves 

 
The design goal of the ONE leading to the development of the core this framework 

(arbitrary sharing and separation of state) is support for multiple virtual hosts – each with a 
protocol stack and multiple applications – within a single process. To handle both direct code 
execution (without code modification) and network simulation within one single unified 
framework, and handle the above scenario, we need the weaves framework. Let us take a shot at 
designing a solution for the problem under existing programming models. This attempt shall 
demonstrate the shortcomings of these models culminating in the design under our new 
framework. We consider a simpler and smaller version of the general application scenario shown 
in figure 1. Let us try to realize the scenario depicted in figure 1.2. Here, 2 virtual hosts, one 
running 2 telnets and 1 ftp over one IP stack, and the other running one telnet on an independent 
IP stack, are to be realized within one single process on one single machine. All applications are 
unmodified real-world codes thus making this an example of direct code execution. 

 

I P  S t a c k  1 I P  S t a c k  2
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Figure 1.2: Simple scenario of the ONE. 
 
 
 
 



 

 12

1.5.1.4 Modeling with Processes 
 

Before we demonstrate the design of the problem in figure 1.2 let us consider an even 
more simple case as shown in figure 1.3. This application emulates just one single virtual host 
running 2 telnets on 1 IP stack within one process. Each telnet is an independent application 
executing in parallel with the other and is unaware of the others existence. The IP stack, which is 
singular and unique for each virtual host has to handle both of these together as in real-world 
cases. To model this representation under the process framework, we would need to run each 
telnet as a separate independent process. The only way to do it is by linking it with the stack code 
thereby tunneling all external references from the telnet code to the stack, and run two copies of 
the resulting executable. The stack uses the PDES layer below it for simulation purposes. 
However, doing so results in the two telnets using completely separate IP stacks. All the data and 
state of the IP stacks would be completely distinct. This means that there are actually two distinct 
virtual nodes with one telnet running on each, which is not what we aimed at initially. This 
scenario is depicted in figure 1.4a. Multiple such processes as shown in figure 1.4a may be run on 
a workstation to emulate a virtual network.  

 

IP Stack 1

Telnet 1 Telnet 2

Process
 

Figure 1.3: Simplest scenario (ONE) 
 
This scheme suffers from several problems. As stated in the previous paragraph, we 

cannot link multiple applications to the same IP stack in this model without modifying codes for 
the stack. Such modifications would have to unify the two separate stacks running parallel to each 
other but are meant to be for one single virtual host. Remember that each stack, in this case, 
would have its own set of data and state, which would have to be brought together. Severe 
problems such as synchronization, IPC mechanisms between the two stacks, mutual exclusion 
problems and many more would have to be taken care of.  For instance, take a network node that 
supports both real time applications such as video conferencing and best effort ones such as FTP. 
Traffic from these two would definitely interfere with each other within the stack, resulting in 
possibly less than ideal performance for both. This effect would be very difficult to study in the 
process model as described here. 

 
Even if we modified the codes for the two telnet applications so that they could both be 

linked to the same IP stack without namespace collisions, we would still be in trouble since they 
would be part of the same executable and therefore may not be executable in parallel under 
simple circumstances. It would require excessive overheads and code modification to implement 
– in fact it would move out of the realms of the simple process model that we consider here. 
Moreover, one of our primary goals is to avoid code modification itself in the first place. Another 
major problem with the process-per-virtual-node is that of scalability. A large virtual network 
would comprise several tens to hundreds of virtual nodes, each running multiple applications on 
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its stack. This would result in an immense number of processes, which would affect inter-process 
context switch time, memory usage and availability, and may lead to thrashing. 

 
Finally, the PDES algorithm running the simulator below the stack needs to synchronize 

virtual time between all the processes that constitute one virtual network. In the process-per-
virtual-node model, each stack would need to be linked to a copy of the simulator below thereby 
resulting in multiple copies of the simulator as well. This increase in the number of instantiations 
of the PDES algorithm results in an increase in the number of independent time lines, which in 
turn leads to an increase in the chances of virtual nodes going out of synchronization, causing 
frequent temporal rollbacks. If we support multiple virtual nodes within one process, all virtual 
nodes within the same process would the same timeline thereby reducing unnecessary rollbacks. 
This ameliorates the scope and scale of temporal rollbacks to the distinct physical processors 
participating in the simulation only. 
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Figure 1.4: Modeling using processes and threads 

 
1.5.1.5 Modeling with Threads 
 

Let us now try to model the scenario in figure 1.3 through the threads model. The model 
has been pictorially described in figure 1.4b. The description in the figure can be achieved in the 
threads with a slight modification to the telnet application viz. changing the main (… ) to a 
function like telnet (… ) and staring off two separate threads of execution through the same code. 
Here also, all external references from the telnet code to the stack are directed to the IP stack code 
through linking. The PDES layer sits below and is linked to the stack. Each of the threads uses the 
telnet (… ) function as their start function. It is clear from the diagram itself that this scenario 
resembles the one in figure 1.3 much more closely. The IP stack is singular and so is the 
simulator thereby reducing the problem of synchronization, mutual exclusion and others to some 
extent. Remember that in the threads model all threads share all global state. Thus running two 
threads through the single code generated after linking telnet, IP stack and simulator codes, would 
access the same global state of all theses three layers or modules. All virtual nodes running as one 
single process would therefore share the virtual simulation timeline, which is a part of the global 
state of the simulator. Similarly, they would also share the global state of the IP stack. Thus two 
applications running on the same virtual node would indeed be dependent at the level of the stack 
and their performance is going to be affected by each other. 
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However, there are significant bottlenecks to this approach as well. The first major 
concern comes from updates to global variables. Since the two threads would share the entire 
global state of the program, they would share the global state of the telnet application as well. 
This would introduce an unwanted dependency between the two telnets, which ideally, should be 
entirely independent. Any modification to the global state of the application i.e. telnet, would lead 
to an inadvertent change in the others state as well causing erroneous behavior. Simple 
synchronization is not the issue here; the requirement is complete separation of the global states 
of these. Telnet is not thread safe. In applications explicitly designed for threads, sharing of 
global state is intentional. In our case it is neither intentional nor necessarily desirable. Creating a 
second copy of the telnet code with a completely separate namespace and integrating it with the 
same executable may overcome this problem. The two threads may then be fired up at different 
start functions – those of the two telnet codes. This approach however is inefficient, increases 
memory requirements thereby affecting scalability and also requires code modification. 

 
Another problem comes from the need to share global state within the IP stack. Since the 

threads running through the same stack must share the stack state, we need to serialize access to 
global storage through the use of mutex locks, which involves significant modifications to the 
source code. The problem here is that the IP code may not be thread-safe since it was not 
designed with threads in mind. Lack of proper mutual exclusion and synchronization among 
threads may result in corrupted data leading to failure of the program. Even if we could make 
necessary modifications to the code, there is no way to ensure that the system would be deadlock 
free. Essentially, we are back to our old verification and validation problem faced in network 
simulation. There is no way to determine formally whether the threaded version of the application 
is semantically equivalent to the original unthreaded one. 

 
Finally, this model also does not provide us with full scalability. Within one single 

process, we can have only one IP stack. Any number of threads we instantiate, they are always 
going to share the stack state. Therefore we can simulate or emulate only one virtual node per 
process unless we introduce new stack code modules with modified namespaces for every 
additional host. If our system has several such nodes in the network, the system would again 
suffer from overhead bottlenecks from increased memory overhead due to replicated IP stack 
code. Our goal was to execute an entire network with multiple virtual nodes within a single 
process without code modification, which cannot be supported by the threads model.  

 
To see why, we refer to the scenario depicted in figure 1.2. Realizing it would require 4 

threads, 1 each through Telnet1, FTP1, and Telnet2 sharing IP Stack1 while 1 more thread 
running through Telnet3 and IP Stack2. Stack1 and Stack2 share nothing and are independent 
copies. This brings us back to our original problem with the Telnets. We would now have to 
modify the IP code as well to separate global state or namespace between Stack1 and Stack2. In 
fact this problem is more pronounced here since we need to share the IP stack state between 
threads belonging to a set (intra-group sharing) while not sharing anything between the sets 
themselves (inter-group exclusion). This takes us back to the beginning of this chapter – the 
motivation for this work – need to arbitrarily share global state. Such a model as ours, therefore, 
subsumes both the threads and processes models, complete sharing and complete exclusion 
respectively, since these are just the extremes of the generality that it proposes.  
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1.5.2. Scientific Computing Applications 
 

The second problem driving us forward is directed towards providing a direct code 
execution interface for parallel high performance scientific codes. The past decade has witnessed 
increasing size and complexity of scientific computing codes leading to the practice of 
compositional software development in this area. Combining representations for different aspects 
of scientific computation to generate a representation for the entirety is now considered central to 
high-level problem solving environments (PSE), especially for grid computing [Natrajan et al., 
2002; Ramakrishnan et al., 2002]. Many PSEs provide interfaces where the scientist describes 
data-flow relationships between codes in the form of a graphical network and the PSE manages 
the details of generating the application through composition from the provided graphs. Such 
compositional development may be employed at any stage of computational simulation – model 
specification, model execution and model analysis. Common strategies for these rely on 
technologies like encapsulation and distributed OO [Gannon and Grimshaw, 1998], parallel 
programming primitives [Foster, 1996], agent based composition [Drashansky et al., 1999], and 
markup languages. 

 
At the same time, there is stress on accommodating application specific considerations in 

compositional modeling [Adve and Sakellariou, 2000; Decker and Wylie, 1997]. The motivation 
here is to provide sophisticated performance modeling [Adve et al., 2002] and/or support adaptive 
control [Adve et al., 2002] of scientific computing applications; for example, algorithm selection, 
runtime steering, and check pointing can be better provided with the knowledge of the underlying 
application.  

 
Creating an independent modeling framework that seamlessly supports model 

specification and execution and, at the same time, flexibly allows the incorporation of application 
specific considerations is not an easy task. Traditional approaches require significant commitment 
to particular style of programming or an implementation technology like distributed object 
components. This is a serious hurdle against large legacy code bases, which cannot be easily 
ported to new modeling frameworks. The requirement here is for a transparent framework that 
supports modeling, composition, execution, adaptation and control of high performance scientific 
codes. Our current work – the weaves framework – tries to provide for this requirement. 
 
1.5.2.1. Direct Code Execution Interfaces to Scientific Codes 
 

Direct code execution in this case implies modeling unmodified scientific codes. The 
following discussion takes a closer look at the challenges presented by the proposed DCE 
interface and why the weaves framework is befitting solution for the same –  
1. Scalability: The scale of the direct code execution system may be vastly different from the 

real scientific computing application. For example, an application that actually runs on a 1000 
node cluster may be required to be modeled (direct code execution) on a system with only 10 
processors. Thus it would be necessary to provide for a virtual machine abstraction that 
would map 1000 virtual processing entities onto the existing 10-processor system. Moreover, 
this should to be done efficiently. The weaves framework is capable of achieving such an 
abstraction. For example, in the case of the ONE, one real node or processor can simulate 
multiple network nodes each with an independent IP stack. It is possible to run multiple data 
independent copies of the same code within one single process. The problem of mapping 
multiple VMs on one single processor is just another form of this same problem. Weaves is 
efficient and lightweight with minimal overheads both in terms of time and space – its 
context switch times being similar to threads and its space requirement increasing only by the 
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size of the data used by a piece of code with every additional instantiation of it. Thus running 
10 VMs over one physical machine would amount to running 10 flows of execution through 
one single copy of the VM code with independent data for each. 
 

2. Transparency: The implementation of the DCE framework should be transparent to the 
application and the programming model used by it. For example, a DCE framework 
executing unmodified pieces of code cannot make assumptions about thread safety and 
reentrancy capabilities of the application under consideration. Transparency is an integral part 
of weaves. As stated earlier, nearly all the complexity of the framework is hidden from the 
user and the programmer need pay no heed to it. The source codes need no modifications and 
may be coded in any language. 

 
3. Representational adequacy: A DCE framework must be able to support compositional 

development and execution of scientific codes and should therefore be capable enough to 
represent the interaction between the various components of the original application.  

 
The two major direct code execution models of the day are the thread and the process 

models. While discussing the ONE, we lightly touched upon why either of these was insufficient 
in achieving the degree of scalability required for that project. Recollect that the prime reason is 
that neither of these models can achieve arbitrary state sharing between different flows or paths of 
execution. This notion is central to the idea of weaves and must be understood clearly. We 
therefore present this notion in greater detail here. 

 
In the threads model, direct code execution is achieved by running multiple threads 

through the same piece of code. Since each of the threads has its own independent flow of 
control, each acts as a single virtual machine abstraction ultimately mapped on to the number of 
available physical processors, which may be one or more. However, the VM abstraction created 
this way using threads is correct only as long as the application being modeled has no global state 
variables. As mentioned earlier, this is because threads share all the global state i.e. within one 
single process, there is only one copy of global data that is used by all the child threads. Each VM 
also exposes an emulated communication interface to allow the various threads to exchange 
messages. This is the approach used by MPI-SIM [Prakash and Bagrodia, 1998], which uses a 
threaded model for direct code execution of applications that use MPI for communication. 

 
On the other hand, the process model can also be used to achieve direct code execution. 

Here, multiple independent instances of the same application are run separately each as a single 
self-sufficient executing process. Each process operates within its own virtual address space with 
its own control flow representing a virtual machine. The VMs communicate with each other 
through some emulated communication interface which in turn uses some inter process 
communication (IPC) scheme in single processor system or a combination of IPC and message 
passing in a multiprocessor system.  
 
1.5.2.2. Sweep3D 

 
We stress that neither the threads nor the processes model is sufficient and powerful 

enough to satisfy the scalability, transparency and representation requirements of a good DCE 
system. This is elucidated through the following sample application – 

 
Sweep 3D is a benchmark for 3D discreet ordinates neutron transport [Koch et al., 1992]. 

Available in Fortran in the public domain, Sweep3D forms the kernel of an ASCI application and 
involves solving a group of time-independent neutron particle transport equations on an XYZ 
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Cartesian cube. The code uses a logical discrimination of the 3D geometry, taking care to ensure 
that physical symmetries are not distorted, angular dependencies are preserved and derivatives 
with respect to the angular coordinates are maintained. Sweep3D has been the focus of many 
important performance-modeling efforts, most notably [Adve et al., 2000].  

 
The main characteristic of Sweep3D is that it uses no global variables. Since the 

application only relies on locals, multiple instantiations of local state are enough to create a VM 
abstraction. This characteristic makes Sweep3D inherently thread-safe, which enables it’s 
modeling by either the threads or processes models. However, since the application is written in 
Fortran 77, with dynamic array extensions, modeling with the threads and processes models poses 
certain implementation problems. While trying to model the application using POSIX threads on 
the Intel platform over Linux, we found that there was substantial global state in the .data section 
of the ELF executable. Ideally, there should be none since there are no global variables being 
used. Had the application been coded in C with only local variables this is what the case would 
have been. This results in the different VMs sharing a part of the data, which is undesired. Thus 
modeling with threads though theoretically possible, becomes dependent on the language and 
other factors. The processes model requires some IPC mechanism to implement the MPI that the 
application uses.  

 
Figure 1.5 shows the structure of the Sweep3D application model. Recall that the real-

world application is for a parallel processor environment where n x m instantiation of the 
Sweep3D executable are run simultaneously on an n x m cluster – one on each machine. One of 
these acts as a master while all the others are slaves. The master-slave configuration is setup 
automatically at runtime by the code and each instantiation follows its allocated path through the 
same unified code. The processes use an MPI library to communicate with each other. To model 
this application on one processor, we need to create n x m virtual machines running Sweep3D. 
The functionality of the MPI library has to be provided through an abstraction with an equivalent 
interface.  

 
 

 
 

Figure 1.5: Sweep3D real-world application layout and the process model 
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1.5.2.3 Process Model 
 
As mentioned earlier, this scenario can be modeled both processes and threads. In the 

case of processes, the core Sweep3D code has to be linked with the MPI abstraction to generate a 
complete executable. External references from Sweep3D are resolved at the MPI abstraction. 
Multiple instances of this executable are run in parallel thereby simulating multiple virtual hosts. 
The MPI mechanism uses some IPC mechanism internally exposing the same external interface. 
Though this system generates a perfect model, it is based on code modification – a new 
abstraction for the MPI library. Moreover, it is not very scalable being based on the processes 
model, which adds extra memory and context switching overheads. 

 
 

 
 

Figure 1.6: Sweep3D - The threads model. 
 
 
1.5.2.4 Threads Model 

 
Sweep3D lacks global state. It is entirely based on local state, thereby making it possible 

to be modeled using threads. As before, the Sweep3D code is linked to the MPI abstraction to 
resolve all external references. Multiple threads are instantiated, each starting off at the entry 
point of the Sweep3D code.  The MPI abstraction provides inter-thread communication in this 
case through the same interface. This may be done through global state of the library, which will 
be shared among all the threads. Issues relating to synchronization and mutual exclusion need to 
be handled with respect to the shared global space. This implementation is more scalable due to 
lesser overheads introduced by lightweight threads. Nevertheless, as mentioned while introducing 
this application, the ELF executable generated from the FORTRAN implementation (over Intel 
and Linux) is not completely free of global state. This means that modeling under threads requires 
a different source language implementation of Sweep3D or code modification on the present one. 
Moreover, the MPI library still needs to be abstracted by a different implementation.  
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1.6. Organization 
 

This document is organized as follows. Firstly, we present related work in compositional 
programming, runtime adaptable systems, programming models, simulation, and parallel 
scientific computing. Then, we take a look at the design issues of the framework in general and 
also at how applications need to be designed and composed under the framework. We shall run 
through the design process of the example applications described above – ONE, Sweep3D – to 
properly demonstrate the process. Next we take a look at implementation details, which 
encompasses details about how the framework is implemented and how applications are 
implemented in it. Here we look into all the post-compiler analysis that makes this framework 
possible, and demonstrate the same through our standard examples. This is followed by 
evaluation of the framework where we present our results which include performance analysis of 
some weaved applications particularly the examples we have been working with. We then look 
into some interesting fields or applications from the point of view of weaves and discuss how 
they may fit into and be benefited by the weaves framework. Finally, we conclude with a 
summary of the entire work presented here and a look into possible directions of future work. 
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Chapter 2. Survey of Related Literature 
 

Weaves is aimed at providing a model for parallel computing from the systems point of 
view. It tries to provide an alternative to threads and processes that are the principal models of 
execution by removing the inherent restrictions of state sharing in them. Thus Weaves is aimed 
more at providing a diverse and powerful framework for modeling real-world parallel application 
scenarios and their sharing and separation. Since there has been no systems level development on 
such models beyond lightweight threads, there is not much of related literature. In this section we 
explore models that are intended for parallel programming in general. We therefore cover several 
different areas of computer science beyond systems. 
 

2.1 Parallel High-performance Scientific Computing 
 
Most existing literature on parallel programming models come from the high 

performance scientific programming community who concentrate on providing enhanced 
performance through parallelization and not on general modeling. In [Skillicorn et al. 1998], the 
authors provide 6 criteria for the evaluation of a parallel computing model. These are – 

1. Ease of programming 
2. Software development methodology 
3. Architecture independence 
4. Ease of understanding 
5. Performance 
6. Accuracy of cost information 

They classify parallel models into categories based on the degree of abstraction they provide for 
the user. Ones that provide complete encapsulation of parallelization issues and hide them away 
from the programmer are easiest to program in but are inefficient due to the extra analyses and 
complexity associated with their internal implementation. OBJ [Goguen and Wrinkler 1988; 
Goguen et al. 1993, 1994] is one such example quoted therein. On the other hand, models that 
leave all issues of parallelism totally to the programmer are efficient but difficult to program with 
due to the messy issues like number of threads, communication etc. Models such as ORCA [Bal 
et al. 1990] are quoted as such examples.  
 
 The paper concludes that a concentration of models is found somewhere in the middle of 
the two extremes presented above. They provide an optimal degree of abstraction and leave 
certain parallelism issues to the programmer in order to enhance efficiency. The models that this 
paper concentrates on are primarily aimed at discovering potential parallelism in scientific 
applications and exploiting them to gain in efficiency.  They attack parallelism from the 
application level and manipulate them to facilitate data sharing and separation over the same 
underlying threads or processes models.  
 

Implementation of these models must internally deal with issues of communication 
between processes, coherency, and global data separation among threads. Moreover, such issues 
are handled through high-level application programming or pre-processing of the source, which 
makes most of these systems somewhat source language dependent. Also, most of these models 
require some sort of special language constructs and cannot easily reuse legacy codes without 
substantial modifications. As mentioned earlier, it’s easier to provide for coherency between 
processes through IPC than global state separation among threads. Hence, most of these models 
use the process model as the underlying systems entity for implementing parallel execution 
entities. This makes these systems relatively heavyweight. Another interesting difference is that 
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these models handle globals and locals uniformly and can force sharing of either through 
communication. Weaves on the other hand can implement arbitrary sharing only through global 
state and assigns special importance to it. 

 
In contrast to this, we try to attack the problem from the lower end i.e. the systems point 

of view. Weaves provides a systems model for parallel execution alongside threads and 
processes. We do not try to provide a great degree of abstraction in order to ease the hassles of 
parallel programming. The user would still need to decide how many threads of execution is 
required, where are the potential points of parallelism in his application, which parts are to be 
shared and which are to be separate etc. It’s an API like ‘pthreads’ as well as a GUI-based tool for 
compositional development of applications. All it provides is a model through which arbitrary 
user-defined module sharing is facilitated between intra-process parallel execution entities. It is 
language independent and may be used with any language (as the underlying systems level 
execution tool) including the ones that are associated with the models of parallel computing 
discussed in [Skillicorn et al. 1998]. It does not provide any abstractions for determination of 
possible parallelism in applications and therefore may not make programming easy. It does 
however provide for all the other 5 requirements described above from a software development 
methodology to accurate cost information. It can both replace and co-operate with all the models 
discussed in [Skillicorn et al. 1998] though such replacement or co-operation would not 
necessarily make the resultant implementations more efficient.  
 
 In [Darlington et al. 1995] the authors propose solutions to the problems of compositional 
parallel programming through the use of a special construct called ‘skeletons’, which are a set of 
high-level, pre-defined functional, parallel computational forms. They provide for reusability of 
existing conventional language code modules for the purpose of parallel applications, which is 
similar to what we try to provide. Nevertheless, they provide and depend on a new language – 
SCL – for achieving the composition. In contrast to this, Weaves is completely language 
independent and achieves composition through analyses of post-compilation assembly code and 
object state. Furthermore, they use distributed arrays as their fundamental parallel data structure 
whereas Weaves can create parallel copies of all kinds of variables and data structures. The 
implementation of ‘skeletons’ is at a higher level than ours – (application source level as opposed 
to systems level). [Darlington et al. 1995] concentrates on means of parallelising certain segments 
of a program in order to increase efficiency and performance, which are of prime importance of 
the scientific community. Finally, [Darlington et al. 1995] does not provide for arbitrary sharing 
(as required in the ONE case) among intra-process lightweight threads and uses the process 
model and Inter-process communication (IPC) schemes for achieving the basic parallelism. As a 
result, the skeleton construct can achieve sharing of local variables as well, while Weaves 
concentrates on sharing through globals alone.  

 
A new system combining the benefits of synchronous and asynchronous styles of parallel 

programming is presented in [Steele et al. 1989]. The system provides asynchronous threads of 
execution with protected shared memory accesses. They deal with intra-process threads where a 
single process or thread may spawn further threads thereby resulting in a tree structure. The 
execution of a parent thread is suspended until all of its children have finished execution. Note 
that this scheme does not provide arbitrary state sharing among threads nor can it manage to 
model an arbitrary topology of executing entities using their intra-process scheme. Globals are 
still shared among all threads. Special programming is required to exploit the benefits of this 
system and existing legacy codes cannot be easily moved over to it. They provide protected 
access to shared data and use special constructs to do so. The model presented in [Steele et al. 
1989] is therefore not as general as Weaves, which may be used for emulating any application 
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structure. Once again, they concentrate on providing efficiency for a set of applications and not a 
system that provides for a powerful and extremely general modeling ability. 

 
[Numrich et al. 1998] Proposes a scheme for data separation between different executing 

entities running programs coded in FORTRAN. The separation is based on creation of multiple 
replications of the main program to generate the parallel asynchronous images. Multiple copies of 
the data are achieved through the use of arrays. Resolving the data accesses is based on a 
syntactic notation (braces). Once again, this model attacks the problem of data separation from 
the source language and is therefore specific to FORTRAN. It is based on an underlying process 
model with sharing and coherency enforced through special IPC mechanisms. Finally, this model 
does not facilitate arbitrary sharing of state among threads and is therefore limited in terms of 
modeling ability. 

 
Jade [Rinard et al. 1998] is a portable and implicitly parallel language for task level 

parallelism and concurrency. The basic language is functional, which facilitates reuse of legacy 
code. Nevertheless, the system requires insertion of special Jade constructs (statements) to mark 
or declare how specific parts of the program access data. This information is used to determine 
potential concurrency and parallelism and mapping of the application to the underlying machine.  

 
ORCA [Bal et al. 1998] is a portable object-based distributed shared memory system. Its 

an object-based system that encapsulates shared data in objects and allows the programmer to 
define operations n them. Thus it essentially defines parallel abstract data types on such objects. 
Operations on an object are atomic to facilitate coherency and synchronization, which are 
implicitly provided by the system. The special object-based property makes the system language 
dependent (with special constructs) and unfriendly to legacy codes without substantial 
modifications. The basic parallel entity is processes and shared objects are replicated in each 
process. Coherency is implicitly maintained through IPC mechanisms and a special ‘update’ 
protocol. Lastly, sharing among the constituent processes is at the granularity of memory pages 
and is memory regions as opposed to code modules or even variables in our case. The objects in 
ORCA are passive entities with data alone while Weaves supports active objects with code as 
well.  

Figure 2.1 shows the compilation system for the concurrent programming language PCN. 
We shall see in the next chapter that this is strikingly similar to the compilation scheme used in 
the Weaves framework. PCN is a notation used for a single-assignment parallel programming 
model providing for concerns like decomposition, communications and synchronization. It 
presents a new notation that addresses these issues separately in an external design while the main 
code modules are coded in the imperative languages. The design is pre-compiled to develop a 
core notation for program-defined operators, which are then used to develop an abstract machine 
code for facilitating portability. This scheme is very similar to what Weaves does. However, as 
mentioned earlier, Weaves aims at achieving different goals from this model. PCN concentrates 
on providing for issues like concurrency and synchronization implicitly and efficiently while 
Weaves aims at modeling diversity and providing of arbitrary state sharing with intuitive ease. 
The system presented in [Foster et al. 1994] also attacks the problem form a higher application 
and language point of view rather than the lower systems side. Its implementation therefore 
involves far more complex analysis and complexity than ours. Finally, the underlying systems 
tool used is again processes with associated communication for coherency. Composition is also 
achieved through explicitly declared communication ports. This makes the system relatively 
heavyweight. 
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Figure 2.1: Compilation strategy used for PCN [Foster et al. 1994]. 
 
 
OpenMP [Sato et al. 2002] is not a new language but an extension to existing imperative 

languages such as C, C++ and FORTRAN with a set of directives. The programmer needs to add 
directives to loops or other code regions to facilitate their implicit parallelization during execution 
to improve performance. OpenMP is also an API and is meant for shared memory and is 
essentially aimed at providing implicit parallelism for increased efficiency. Figure 2.2 shows the 
execution of a parallel ‘for’ in OpenMP. Note that a special parallel directive is required for the 
action to be taken. The fork-join model of parallel computing is used here. All threads replicate 
execution of same code unless explicit work sharing is specified. Sharing and separation is at 
local state level as well and the constituent threads only achieve the task of the main thread more 
efficiently. Under our framework, an executing entity may be completely independently 
contributing towards the whole and may not be dependent on the main thread at all. Arbitrary 
state sharing among the threads is not intuitively possible and may require complex underlying 
implementation. Usually, all threads would either share or not share a variable, which is 
restrictive and is not imposed by Weaves.  
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Figure 2.2: OpenMP for-Execution model, [Sato et al. 2002]. 
 

 
Many other systems or models have been developed by the scientific computing 

community that resemble Weaves in some way or the other especially because Weaves is 
essentially a model for parallel programming. The vast majority of them however, aim to provide 
for their requirements from a high-level implementation. Moreover, their goals are often more 
concentrated towards providing transparent implicit handling of parallelism and related issues, 
which is not the case with us. 
 

2.2 Distributed Component-based Systems 
 
Another important aspect of Weaves is its component-based nature. In this section, we 

look at some existing distributed component-based systems. The systems discussed here in are 
being referred to just because of their similarities with Weaves in terms of certain ingrained 
concepts that are common to both. Their ultimate intent and motivation are completely different 
from the goals of this research. 

 
CORBA: The Common Object Request broker Architecture (CORBA), [19,22], is a 

distributed object-based computing facility developed by OMG. It is functionally representative 
of distributed (and in some senses parallel) component based, language independent systems and 
hence is good basis for comparison. Figure 2.3 shows the central idea behind the CORBA system.  
The key component in the architecture is the ORB or the broker, which server as an intermediary 
connecting clients requesting services to the servers providing it. The architecture of CORBA is 
highly distributed (client-server) and therefore completely process based. Moreover, the 
interaction between the processes is based on IPC.  The main components that actually implement 
some service may be coded in any language and serves as a black box as far as CORBA is 
concerned. This is what lays the foundation for the component-based property of CORBA and 
facilitates reuse of legacy code. Two entities interacting through the ORB need not even know the 
actual interface that they need to call. CORBA provides a general IDL and uses stubs and 
skeletons to translate between PL specific interfaces and the IDL definitions.  

 
We mention CORBA simply because of the similar properties that comprise both it and 

Weaves. Both are component-based where the component may be coded in any language and 
may be composed with others to provide for enhanced functionality. Both are meant for parallel 
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execution and facilitate code reuse. Nevertheless, the basic philosophy or intent behind CORBA 
is totally different from that of Weaves. CORBA is meant for providing an integrated middleware 
for services. Its an application and is implemented at the application level with special language 
constructs like IDL declarations. Executing entities in CORBA may be completely unrelated and 
may not be part of a single compiled executable. Every object is treated as remote by CORBA, 
which along with the communication overheads, make it extremely heavyweight.  Weaves, on the 
other hand, is an intra-process system that aims at providing a systems level model for execution 
like threads and processes.  

 
COM/DCOM are another example of component-based systems similar to CORBA. 

Their internal implementation is different from CORBA and a trifle more similar to Weaves in 
that they are PL independent and use a binary standard for component interoperability [20, 21, 
22]. COM [20], provides the basic component-based functionality. Its similar to CORBA in terms 
of intent but uses a different IDL and an ID mechanism for internal operation. The idea of a 
component is a piece of compiled code (language independence) providing some functionality. A 
component may have several interfaces, each with a unique global ID. COM provides a lower 
overhead for component interaction (especially for local interaction) but is essentially distributed 
communication based. Another additional facility provided by COM is an automatic garbage 
collector. DCOM provides the runtime infrastructure for communication across distributed 
address spaces. This is the part that deals with the challenges of distributed computing like 
location and mobility of components or services, their size, flexibility and the network traffic.  
DCOM uses its own protocols for communication. 

 
Like CORBA, COM and DCOM are also intended towards providing a middleware for 

integrating services with users in a distributed environment. They are not systems tools for 
execution like Weaves. They are fundamentally distributed computing notions, while Weaves is 
an intra-process framework. The component-based nature is similar to that of Weaves but the 
intention is completely different.  

 
It may be noted that facilities like automatic checkpointing, and adaptability that are 

inherently and transparently supported by the Weaves framework, may come in handy with 
systems like the ones described above. Moreover, the component-based architecture and language 
independence of both pave the way for seamless co-operation of the systems described above and 
Weaves. Thus, developing applications or services over the Weaves framework can help facilitate 
easy co-operation with the higher-level systems like DCOM and CORBA. 

 
Object Oriented Programming [23, 24] languages are the most effective models for the 

development of component-based applications. As noted under ‘Introduction’, combining an OO 
language with the threads model of execution can give us a model for intra-process parallel 
execution with the capability of arbitrary state sharing between parallel entities of execution. 
However, as mentioned, OOP and threads are two completely different models and not part of a 
unified framework – OOP introduces multiple namespaces, whereas threads assume a single 
global namespace. In this regard, we strongly subscribe to the view held by the authors in 
[Carriero et al. 1989], that concurrent object oriented programming is a term with little meaning. 
OOP is not a model for parallel execution at all. OO languages provide an excellent base for the 
development of reusable, encapsulated and cleanly coded systems but they have nothing to do 
with parallelism. The facility of classes defined as templates, their instantiation into objects and 
the composition of objects into applications is an attractive, powerful an clean way of application 
development but do not deal with issues of parallelism in anyway. To enforce parallelism, they 
have to fall back to the fundamental notions of threads and processes models based on shared 
memory or message passing.  
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Weaves, on the other hand, is also based on several OO concepts. Nevertheless, it is not a 

language or a tool for general object oriented development. It is intended as a parallel 
compositional framework – a systems level framework that enhances the power of intra-process 
threads by facilitating transparent arbitrary state sharing between them. Weaves can he used as 
the underlying systems level intra-process execution model in conjunction with application level 
OO languages. It is orthogonal to any application level development model.  

 
As in case of parallel models, several interesting component-based systems have also 

been proposed and developed over the years. Nevertheless, the stress on component-based 
development has been largely restricted to products or applications and distributed client-server 
areas (and therefore to the language level). Unlike these, Weaves applies these ideas to an 
underlying systems-level model that is meant for the development of applications.  

 
2.3 Systems Perspective 
 
 As mentioned earlier, there has not been much of work from the systems side towards 
development of parallel models. The processes model is inherently parallel and therefore all 
parallel models use processes as the underlying execution model to achieve parallelism. Issues 
such as synchronization, sharing and concurrency are handled through inter-process 
communication. However, processes are heavyweight entities and the additional communication 
overheads hinder scalability.  
 

The threads model [3] was a great development in terms of parallel lightweight 
execution. They are intra-process entities that can achieve irregular and dynamic parallelism 
[Narlikar et al. 1998, 1999]. Threads are based on the shared-memory principle. Traditionally, 
shared memory parallel programs are written in a coarse-grained style with typically a single 
thread per processor. Threads being an intra-process phenomenon facilitate multiple parallel 
flows of execution on a single processor. The underlying mapping of a thread to a processor is 
hidden away from the user thereby simplifying his task. Threads are also memory efficient since 
they share the entire executable image of the program. Moreover, thread scheduling is 
significantly more scalable due to the lower context-switch time.  

 
The only problem with threads is that they end up sharing all global state of a program. 

This point was illustrated through examples under ‘Introduction’. The problem exists with both 
kernel and user-level threads. The Weaves framework attempts to relieve this restriction thereby 
enabling threads to achieve much more flexibility in terms of matching with real-world scenarios. 
Arbitrary user-defined state sharing between intra-process threads facilitates scalability, versatile 
and flexible modeling of diverse applications, and encompassing of both the threads and 
processes models at the ends. In tandem with support for component-based design, Weaves 
enables lightweight implementations of different systems through direct code reuse.  

 
Threads provide transparent mapping of flows to processors but do not provide implicit 

parallelism. They leave issues like synchronization, concurrency and number of parallel flows to 
the application developer and just provide a systems level parallel model. In [Carriero et al. 
1989], the authors insist that traditional ideas regarding transparent parallelism are not as desired 
as they were thought to be. We agree with this idea. Compilers cannot find parallelism that is not 
there. Further, parallel algorithms specifically developed with parallelism in mind perform better 
than traditional sequential programs compiled over parallelising compilers. Moreover, writing 
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explicit parallel programs is not that difficult and is often desired since it gives far more control to 
the programmer. Finally, [Carriero et al. 1989] stresses that achieving parallelism on existing 
code-bases without recoding is easier using compilers that provide implicit parallelism. This is 
true but Weaves makes it possible to reuse existing code with minimal modifications and still 
give the programmer sufficient control to the programmer to arrange the pieces of code as he/she 
wishes.  

 
Any discussion on parallel programming models is incomplete without a discussion on 

Linda [Carriero et al. 1989]. Linda is an elegant distributed coordination model that subsumes the 
capabilities of both shared memory as well as message passing systems. It provides a method of 
process creation and coordination that is orthogonal to the base language used to implement the 
interacting components. Linda views each thread of execution as a black box and deals only with 
their creation and interaction. This is done through an innovative tuple space scheme. It unifies 
communication between processes or threads that are completely different and separate. Linda’s 
tuple space model exists outside the individual computing entities (processes). This attributes a 
modular trait to it and enables its co-existence with any number of different base languages and 
models. It is indeed a cute and powerful model for parallel programming. 

 
The idea behind Weaves, like Linda, is also orthogonal to the base language with which it 

is being used. It can also be used with any language – functional, logic or object-oriented (though 
its primary concern at this stage is functional languages). One important difference here is that 
Linda also attacks the problem from a higher layer perspective of tuple spaces while Weaves 
deals with lower systems level data sharing issues. Weaves is moreover an intra-process 
mechanism while Linda exists outside processes. Linda is a far more diverse and powerful 
system. Nevertheless, Weaves features a simple and intuitive way of supporting shared tuple 
spaces between multiple executing entities within a single process. We discuss more of this later 
under ‘Design and Architecture’. This enables systematic incorporation of some of Linda’s 
characteristics in Weaves for scalable and diverse parallel application development. The 
component-based nature and facility for code-reuse in both facilitate seamless association of the 
two. 

 
As mentioned earlier, not much work has been done at the systems level in terms of 

providing for a model of parallel execution. Weaves integrates the powers of both threads and 
processes models without going into kernel level complexities as in [Scott et al. 1990] (thereby 
preserving some platform independence), provides a language independent and general 
lightweight component-based parallel framework that can be used by any community, but does 
not propose something radically different such as Linda [Carriero et al. 1989]. Moreover, 
integrated and transparent support for dynamic behavior, checkpointing and recovery and an 
easy-to-use UI make it a unique piece of work. 
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Chapter 3. Design and Architecture 
 
Weaves is a framework for the development of parallel applications. Its design is 

therefore inseparably linked with the process of application development over it. Nevertheless, 
description of application development requires knowledge of the prime components of the 
framework. Recall that the core of the framework deals with providing user-defined sharing or 
separation of global state among intra-process executing entities. We firstly discuss the design 
with respect to this core aspect and then go over to accessories such as checkpointing. Finally, we 
discuss the process of application development over Weaves. 

 

3.1 Primary Components 
 
3.1.1 Basic Elements (modules, beads, weaves and strings) 

 
Module: A module is an object file or a collection of object files linked into one. The user 
defines it during compilation and linking. Generally, a module provides for certain functionality 
and encapsulates all related procedures within it. Each module has 

A Data context - The global state associated with and scoped within the object files in 
the module. In other words this means all the globally stored variables declared within 
the concerned files. Note that the entire data context of a code module includes local data 
as well but every instantiation of the module i.e. every access to a function within it is by 
default separate in its local variables. Therefore they do not add to overall state of the 
module. 
A Code context - The code contained within the object files that make up the module. In 
simple terms, this means the entire set of functions or subroutines that have been 
implemented inside the concerned object files. A code context may contain multiple entry 
point functions (functions accessed from other modules0 and exit point functions 
(functions called from this module, but implemented in other modules).  
 

Since all the modules must integrate in the final process image, their global namespaces must be 
distinct from each other i.e. there should not generate redefinition errors while linking them into 
one single executable. A data structure associated with a module therefore keeps track of the code 
context i.e. it’s beginning and size and also the same for the central copy of the data context. Note 
how the definition of a module implies language independence. 
 
Bead: A bead is an instantiation of a module. It also has a code as well as a data context. 
However, different instantiations of a module – different beads based on the same module – share 
the same code context but have different data contexts. This implies that accessing the same 
global variable in two different beads could lead to different memory regions. Creation of a bead 
involves creating a new independent copy of the associated global data and creating a pointer to 
the code context of the concerned module. Local variables are always separate for every 
instantiation of a piece of code (its activation record on the stack), but while they are not 
accessible beyond the function in which they have been defined, global variables may be 
accessed from anywhere. A data structure associated with a bead keeps information about which 
module it is built on and contains pointers to the data context associated with it. Another piece of 
information associated with a bead is about its string-safety. This flag tells the string scheduler 
whether it is safe to freely preemptively switch out a string when it’s executing inside this bead. 
Details about this concept are explained while discussing strings. 



 

 29

 
Weave: The definition of a weave is of prime importance in the Weaves Framework. A weave is 
a collection of data contexts of beads of different modules. All data references, internal or 
external, from beads belonging to one weave stay within the concerned weave. Essentially, this 
means that the data context of a single weave defines a single complete namespace for the code 
contexts of the beads. Additionally, the code contexts of all beads in a weave should together be 
meaningful i.e. the union of the functionalities of the beads should be directed towards a definite 
purpose.  

 
A weave may have at most one bead of a particular module since otherwise we have a 

namespace collision. However, it may not have a bead corresponding to a module that is a part of 
the whole application. This is because a weave provides for only a part of the application 
functionality. It is possible that services of a certain module may not be required for that part. A 
certain bead may belong to more than one weave. This is what lays down the foundation for the 
framework – it implies that two programs may share a part of their execution image in terms of 
both code and state. Traditionally, a process has a single namespace mapped to a single address 
space. Weaves allow a user to define multiple namespaces within a single address space and also 
provide user-defined control over the creation of a namespace. Two weaves comprising beads 
based on identical modules, will have completely identical code contexts but different data 
contexts, which may partially overlap depending on bead sharing.  

 
The data structure associated with a weave contains information about the number of 

beads in it, followed by pointers to each of those beads. Finally, it also contains a global state 
table pointer and the size of the associated global state table. This table contains references or 
pointers to all the global data under the span of concerned weave. Thus it contains pointers that 
are spread over all its constituent beads. All references to global data are redirected through this 
table. The global state table may contain active pointers to all the global variables in the program 
image or may contain lesser than that if some module does not appear in its path at all. This table 
is created during weave creation. 

 

 
Figure 3.1: Diagrammatic representation of the component hierarchy 
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String: A String is a flow of control or a thread of execution passing through a single weave. A 
string therefore accesses the data belonging to the weave associated with it. Just as in the case of 
threads, multiple strings may execute within a single weave but a single string cannot operate 
under multiple weaves. A string operates within the single namespace defined by its 
corresponding weave. Allowing it to access to multiple namespaces would violate the single 
valued nature of variables. A string is the active entity that executes the code belonging to the 
beads making up the associated weave and thereby realizes the functionality desired during the 
composition of the weave. A closer look at the definitions of weaves and strings would illustrate 
the idea of arbitrary global state sharing between strings. As stated earlier, multiple weaves may 
share a bead and therefore strings passing through these weaves end up sharing the global state of 
the shared bead. We go through strings in more detail shortly. 

 
Tapestry: A Tapestry is a set of weaves with the associated beads, modules and strings. It 
describes the structure of the application composed by the user using the elements defined above. 
Conceptually, a tapestry is a graph where the nodes are beads. Two beads are directly connected 
by an edge if and only if there are external references between them. Such external references are 
always directed i.e. one bead makes external references to another and should be represented by a 
directed edge from the origin to the target bead. If two beads make such references to each other, 
then there should ideally be two oppositely directed edges between them. However, for the 
purpose of this framework (under the current design), all that an edge implies is that there is some 
functional relationship between the concerned beads. The physical manifestation of an entire 
tapestry is a single process. When a user composes beads into weaves to generate the application 
through a UI, he essentially generates the graphical representation of the tapestry. It’s important 
to understand that though this representation resembles a dependency or control flow graph, it is 
neither. 
 

The specific direction of such a dependency may not be the same as the direction of the 
reference and cannot be determined without in-depth knowledge of the purpose and functionality 
of the concerned external reference, which would necessitate knowledge of the code. Directed 
edges based merely on external references serve no purpose under the current design of the 
framework. Undirected edges are sufficient. The direction of the dependency however gains 
importance when we discuss string scheduling. Two beads that have no direct connection may be 
connected through a third bead that has external references to and/or from both of them and so on. 
All beads belonging to one weave are connected. Hence, weaves that share a module are a part of 
one connected sub graph. A string, therefore, executes within the boundaries of a part of such a 
sub graph. Note that the connections or edges between beads have nothing to do with flow of 
execution either, which may shuffle back and forth inside a weave.  

 



 

 31

 
Figure 3.2: An arbitrary tapestry 

 

3.1.2 Weaves Vis-à-vis OOP 
 

A comparison with equivalents in object-oriented principles would illustrate the 
definitions further. A module is similar to a class. The instantiation of a module - bead, is similar 
to the instantiation of a class - object. The difference is that interaction between beads in a 
tapestry requires runtime binding. We choose to use our own terminology to (a) avoid 
overloading the semantics of well-known OOP terms and (b) avoid implying that the framework 
requires the use of an object-oriented language.  

 

3.1.3 Strings Vs Threads 
 

Since strings are an intra-process executing entity, we compare and contrast them to 
threads to clearly describe their operation. A thread’s state comprises – 

- An instruction pointer (IP), 
- A Stack pointer (SP), 
- Copy of the CPU registers and, 
- Signal masks. 
 
With the creation of a thread, a new stack frame is created. This stack frame maintains 

the series of activation records that build up according to the execution path traversed by the 
thread. The activation records contain local variables and other data structures required to 
maintain local state of the thread. The stack pointer points to the top of the used part of the stack 
frame. Execution starts at the first instruction of the function specified in the thread initiation call. 
The IP thus, starts from there and flows according to the program. All the CPU registers and all 
signal masks constitute the most recent state of the thread. All threads running within the bounds 
of a process share the same copy of the code and share the same copy of globally located data. 
This includes all data other than those on the stack including dynamically allocated memory. 

While switching between threads, the thread-scheduler saves all the registers including 
the IP and the stack pointer, signal masks and the stack frame of the current thread. It then reloads 
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the state of the new thread into the registers, signal masks and the new stack frame. Since the IP 
and SP are stored as registers on most architecture, flipping the registers automatically flips the 
stack frame and the instruction pointer. Execution resumes at the new IP. 

 
Strings are similar to threads in that they can be dynamically instantiated, share the same 

copy of the code, have independent stack frames, have unique CPU register values (including IP 
and SP) and have singular signal masks. However, unlike threads, strings do not necessarily share 
the global state. Each string has a copy of its global state that may be partially or fully shared with 
some other string or may not be shared at all. This feature helps avoid inadvertent sharing of state 
between unrelated instantiations of an algorithm, without necessitating modifications to the 
algorithm. 

 
String operation involves an extension to that of threads. Similar to threads, each string 

has its own stack frame that maintains local state. In addition to that, each string also maintains a 
weave context frame pointer. The weave context frame pointer points to the Global State Table of 
the weave associated with the concerned string, which contains pointers to the global variables of 
all the beads being traversed by the string. It’s worthwhile to mention that some of the beads in a 
string may be shared with others. A weave context defines the namespace of a string. 

 
A string’s state is therefore defined by  
- An instruction pointer (IP), 
- A stack frame pointer (SP), 
- Copy of the CPU registers, 
- Signal masks and, 
- A weave context frame pointer. 
 

 
Figure 3.3: State associated with a string 

 
While creating a string, the string creation call associates a weave context frame with the 

string in addition to creating the stack frame. The weave context frame may already have been 
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created for some other string or may not contain anything depending on the situation. Similar to 
threads, each string has a process identifier (PID) associated with it. Moreover, it also has a 
numerical string identifier unique to it. Since creation of a string involves creation of weave 
context frames, copying of global variables and management of namespace mappings, it is more 
expensive than thread creation. We justify this cost by noting that it is a one time cost paid only at 
program startup. Also, well-programmed applications are frugal in their usage of global variables, 
which mitigates the impact of the copy operation. 

 
Just as in the case of the thread scheduler, the string scheduler starts off a new string at 

the first instruction of the function provided by the user in the string creation call. While 
switching between strings, the string scheduler saves the stack frame, CPU registers and the 
weave context frame of the current string. The IP, SP and the weave context frame pointer are all 
contained in one CPU register each and therefore get saved automatically. It then reloads these 
entities from the saved state of the new string and starts it off. Context switching time for strings 
is therefore identical to that of threads. This would become clearer when we discuss the 
implementation in the next chapter. 
 

3.2 Selective State Sharing 
 
Selective sharing of state in the Weaves framework occurs at the level of beads. A single 

bead may be a part of multiple weaves thereby being shared among the corresponding strings. 
This implies that any access to the code or data context of the concerned bead from either of the 
strings would lead to the same region. When context is switched from one string to another, a 
change occurs in the weave context frame pointer as well thereby activating the weave context of 
the new string. However, since the shared bead occurs in an overlap of the two weave contexts 
and belongs to the new context as well, it continues to be accessed by the new string. Figure 3.2 
illustrates this concept of sharing to some extent. It would become clearer when we take a look at 
the weaving of our two sample applications. 

 
The mechanism of selective state sharing in a re-configurable programming framework 

attributes powerful compositional traits for any procedural code. It enables the definition and 
operation of distinct namespaces without any application support making it a strong tool in terms 
of defining namespaces. This framework can transparently create multiple namespaces within a 
single process avoiding all issues of namespace collisions. All these child-namespaces are created 
from the single parent and may overlap at different points. As mentioned earlier, each weave 
essentially represents a namespace. The idea of composing different beads to create weaves is 
extremely general. It implies that this framework can realize any composition that can be defined 
or represented as a graph (fully connected or islands of connected parts). 
 
3.2.1 Tuple Spaces 

 
The idea presented in the previous section leads us towards the notion of shared tuple 

spaces. A careful look at the design of the framework shows that it encompasses the notion of 
shared tuple spaces. In case of tuple spaces, a tuple, which may be just a variable, may be shared 
across multiple spaces. In our case, at least for our present definitions, data sharing occurs at the 
level of entire modules. Multiple instantiations of a module – beads – have different data contexts 
and may be included in one or more namespaces. In essence, this is a coarse grain definition. To 
emulate a truly shared tuple space scenario, we need a fine-grain representation of this sharing at 
the level of individual variables. At present, the basic entity of control is the module. We need to 
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bring control down to the level of state variables within modules i.e. the individual members of a 
data context. 

 
Therefore, in order to support tuple spaces from the perspective of a framework, we need 

mechanisms to – 
1. Define a shared tuple space, 
2. Selectively share the members of the tuple space across multiple beads. 

Note that though our framework does not provide for the second requirement as of now, there is 
nothing that prevents its extension towards encompassing the same. Application composers can 
use a graphical user interface to just select or denote the individual members that they want to 
include in the shared tuple space. Remember that these members are after all just regions in the 
data context of some bead. With a sophisticated UI, it may also be possible to implement 
selective sharing where some member variables of a bead may be shared among a set of weaves 
while some others are shared by a different set of weaves. In simple terms, it extends the notion 
of selective to the level of variables. From the point of view of implementation, it requires the 
ability of tracking each single variable within the object or executable image of the program. We 
shall discuss more of this when we go over implementation. Code module programmers may also 
use a syntactic notation to mark member or variables shared in which case all such marked 
members would always automatically be shared by all beads of the same module. All this 
information is gathered at the time of bead creation and references from different beads to 
identical shared members are merged together to achieve the desired sharing. 
 
3.2.2 Potential Problems: Dependency considerations 

 
Sharing of state between strings complicates the string scheduler. In case of threads, the 

sharing of entire global state is intentional and therefore programming under the threads model 
requires consideration of synchronization and mutual exclusion issues. A program that was 
written with threads in mind is going to be safe as far as access to global state is concerned. It can 
therefore be directly ported over to the Weaves framework, replacing the threads by strings. The 
string scheduler performs the exact functions as the thread scheduler in this case. However, any 
program cannot be picked up and fitted into the threads model since there is no guarantee that it 
will be thread-safe. Thread-safety issues arise due to reentrancy considerations. What if a thread 
were scheduled out while it was in the process of making modifications to global state? A new 
thread comes in and accesses the same data, which may not be ready. Moreover, when the 
previous thread gets back control, the unfinished modifications may have been corrupted. 
Threaded programs require application support through explicit synchronization and mutual 
exclusion constructs for ensuring protected access thereby averting such corruption. 

 
The weaves framework, on the other hand, may have to deal with legacy codes, which 

may not be inherently thread-safe. It tries to avoid such corruption transparently without 
application support or code-modification as far as possible. The problem appears if a bead based 
on a non-reentrant module is shared among multiple strings. The observation here is that the 
string scheduler cannot context switch between strings that share a non-reentrant bead when the 
current string is in the process of using its global state. This means more than executing within 
that bead. The string may temporarily move out of that bead but may return later and want to find 
things exactly as when it left. The state of the bead is therefore being used though not accessed. 
Going further, some other bead in the same weave may not actually be shared or non-reentrant 
but may be dependent on an unsafe one for its state. Hence, the scheduler cannot preemptively 
switch between the concerned strings when one is inside that bead as well. We call such a bead 
“string-unsafe”.  
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This is the motivation for the string-safety flag associated with each bead. If the flag is 

set for some bead, it means that it is non-reentrant with respect to strings. The scheduler should 
protect all strings executing within such a bead from preemptive scheduling as above. The notion 
of string-safety is an extension to that of thread-safety. A bead that is thread-safe and independent 
of any other unsafe bead is always string-safe since its global state is always protected from 
concurrent access. However, a thread-unsafe bead may still be string-safe if it is unshared and not 
dependent on any unsafe bead in any way (thereby having no concurrent access to global state). 
From the definition it follows that all thread-safe codes are string safe but not vice-versa. 
Moreover, thread-safety is an absolute property of a code no matter what application it is used for 
but string-safety depends on the composition of the tapestry under consideration. This is because 
a bead may have different sharing and dependency properties under different compositions. 
However, the framework cannot itself decide on the reentrancy attributes of a certain bead (since 
it would require dependency analyses, which is not yet a part of the design). The programmer or 
the composer must have an idea about it and must provide a suitable value for the flag explicitly 
during bead creation. Under the current design, the framework does not go into automatic 
dependency analyses of any kind to determine switch safety of beads. Note that the framework 
does not require that module codes be modified. All it requires is a suitable value for the flag and 
the scheduler handles everything else transparently. 

 
 The discussion above leads us towards the notion of equivalence classes of string, which 

are safe for context switching. Every string-bead pair has a list of strings that are safe to switch to. 
This list defines the switch-safe class of a particular string-bead pair. A string executing within a 
bead may be preemptively scheduled out only in favor of another string that appears in the 
switch-safe list of this string-bead pair. Otherwise, it cannot be preempted at all. To determine the 
switch-safe list for all string-bead pairs, information regarding the dependency among beads, 
weaves and strings are required. The framework itself may automatically determine the switch-
safe classes for each such pair from the graph representing the composition of the application 
(recall that the tapestry is essentially a graph where the beads are nodes and connected beads 
belong to one weave) and the reentrancy attributes of each bead at the time the tapestry is 
composed and started off. In some cases, the composition in itself may not be enough to show all 
the possible dependencies, which means that the user or composer must separately provide the 
scheduler with the requisite information – a directed dependency graph for the tapestry – which 
brings us back to the issue of dependency between beads. To keep the design simple, our current 
scheduler is not designed to go into such detailed dependency analyses. It uses a much simpler 
scheme described below. This scheme is perhaps less efficient and also not as fair, but it certainly 
simplifies things for the composer and does the job decently. Switch-safe classes and dependency 
analyses may be introduced later. 

 
3.3 The String Scheduler 

 
The entire tapestry is divided into islands or groups where each island (group) consists of 

strings that share non-reentrant beads. Different pairs of strings within one island may share 
different beads i.e. the shared bead does not have to be unique in the island. From the composer’s 
point of view, all strings running through a connected set of beads belong to one group. It is very 
easy to determine this grouping since one look at the composition of the tapestry itself clarifies 
everything. Two such islands are absolutely independent in terms of global state. Hence, two 
strings from two exclusive islands may execute in parallel but only one string from a group may 
execute at a time. Moreover, the string scheduler cannot switch control from one string to another 
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within the same group of strings unless the current one is within a string-safe bead. In other 
words, a string executing inside a non-reentrant bead cannot be scheduled out in favor of another 
belonging to the same island. It can switch to a string in some other group without trouble. More 
stringently, as long a string is executing within an unsafe bead, no other string belonging to the 
same group can be activated. No matter how many times control switches to some string is 
another group, when it comes back to the current group, it has to come back to this very string. 
The grouping of strings can be determined automatically by the system from the composition of 
the tapestry – a simple version of the Depth First Search algorithm needs to be run on the graph 
for the tapestry – or the composer may explicitly provide it. This information along with the 
string-safety attributes of the beads is enough for the scheduler to work transparently. 

 
This concept may be better explained by an example. Consider the situation is figure 3.2.  

The entire tapestry can be broken up into 2 connected sub-graphs G1 and G2. G1 consists of 
weaves W1, W2 and W3 while G2 comprises W4 and W5. Assume that beads B4, B7 and B10 
are non-reentrant and all other beads are safe. Unconditional context switching is possible 
between any string in G1 and any in G2. Thus the scheduler can switch between S1 and S4 and 
vice-versa at any time. However, it cannot do so from S1 to S2 until S1 is in a string-safe bead 
(i.e. within B1) or chooses to cooperatively give up control. This is because the states of S1 and 
S2 are dependent on each other due to the sharing of bead B4. Moreover, if S1 is executing within 
an unsafe bead (B4 or B7) when control is switched to say S4 in G2, the scheduler cannot switch 
back to S2 or S3 under any circumstances even though they belong to G1. It has to activate S1 the 
next time it tries to transfer control to group G1. If S4 is also executing within an unsafe region 
(B10), then the scheduler cannot switch to S5 as well. Thus it has no choice to switch to except 
S1. The scheduler therefore keeps switching between S1 and S4 till one of them moves out of its 
unsafe bead. Note that this system limits the capabilities of the scheduler. If all the beads in W1 
were unsafe, then S2 and S3 would never get control until S1 has completed execution. However, 
B4 may be unsafe only with respect to S2 and B7 may be unsafe only with respect to S3. Thus 
switching to S3 may be possible when S1 is inside B4, and that to S2 may be allowed when S1 is 
inside B7, which is not allowed by our island-based scheduler. This leads us back to our earlier 
notion of switch-safe classes showing that it is indeed a more powerful scheme. 
 

Since its functionality is an extension to that of the threads scheduler, the string scheduler 
is designed to execute in tandem with the same. The grouping of strings lays the foundation for 
such cooperation. Since strings belonging to different islands can execute in parallel without 
problems, we limit the functionality of the string scheduler to that of scheduling between strings 
within the same group. Since there are multiple such groups executing in parallel, multiple 
schedulers are there – one for each group. These are coordinated by a central entity – which is 
also a part of the scheduler – so that they are invoked almost simultaneously on each group. 
Within a particular island of strings, invoking the scheduler transfers control from the then 
executing string to it. The scheduler then checks the instruction pointer (IP) of the string to 
determine which bead it was in. If this bead is a non-reentrant one, then it gives control back to 
the same string and waits for the next turn. If the bead the string was in is safe, it chooses the next 
string within that group in a round-robin fashion and fires it up. The state of the current string is 
saved.  

 
This approach increases CPU usage by allowing multiple independent strings to execute 

in parallel. Notice that the concept of switch-safe classes exploits this parallelism to a higher 
degree thereby being more efficient. On a single processor machine, however, only one string 
may execute at a time. In this case, scheduling between strings from different groups is left to the 
thread scheduler, which is closest to parallel execution under such circumstances. The thread 
scheduler is not only efficient but also fair thus maintaining fairness in terms of CPU time allotted 
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to different groups. Due to no data dependencies between such strings, it is the best possible 
choice for a scheduler. The string scheduler in the framework is therefore a two-tiered one with 
the intra-island scheduler sitting on top of the thread scheduler. Therefore in the example 
described above, there are two string schedulers one for each group (G1 and G2), which are 
coordinated centrally. These schedulers are entrusted with the job of scheduling the strings within 
their group. The scheduler for G1 keeps switching between S1, S2 and S3 after looking into 
reentrancy considerations as described in the previous paragraph, while the one for G2 manages 
S4 and S5. The scheduling of the 2 active strings – one from each group – is left to the underlying 
thread scheduler, which is efficient, fair and correct (due to no shared data between the strings). 
The string scheduler supports both preemptive and cooperative scheduling. A string may call the 
scheduler assigned to its island through a functional interface provided by the framework and 
cooperatively give up control when at a safe point. The scheduler then does not need to check for 
string-safety issues and directly transfers control to the next string in the queue for that group. 
The string passes its identifier or string ID to the scheduler to help it determine the group it 
belongs to. 
 

3.4 Check pointing and Recovery 
 
While discussing requirements for adaptability, we mentioned that transparent support for 

check pointing and recovery enables applications that need to rewire themselves in response to 
changing conditions. The realm of applications that we aim at encompasses optimistic 
applications that try to take the best execution path given a set of choices. However, the option 
availed at a certain point may not always be the right one in which case the application may need 
to rollback to a known correct state and start afresh from there this time along a different track. 
Traditionally, state check pointing and restoration has been left to applications, which 
significantly adds to the complexity of their codes and makes their maintenance a more 
cumbersome issue. Furthermore, event driven codes add an additional layer of complexity to this 
since all possible paths through an event driven model may not be known a-priori. Our goal here 
is to provide transparent support for check pointing and recovery without application support. 

 
Providing support for check pointing and recovery in our framework is a relatively trivial 

task. The entire executing application – the tapestry – may be broken down into strings – the 
basic element of execution. Temporal check pointing is implemented at the granularity of 
individual strings. Thus each string may be separately check pointed and restored. Check pointing 
the entire application is a unique version of the general case where each and every component i.e. 
every string has to be check pointed. Recall that the state associated with a string includes a stack 
frame pointer (SP), copy of the CPU registers, signal masks and, a weave context frame pointer. 
Check pointing would require saving the entire state associated with a string. Static state may be 
divided into two well-defined regions – local and global. The local state comprises the stack that 
contains the entire call invocation history and accompanying activation records, the registers, and 
the signal masks while the global state consists of the associated weave. Schemes of saving the 
stack, registers, and masks are already available. The weave context frame pointer for a string 
gives us access to the weave, which in turn leads us to the global state table and the individual 
beads comprising the weave. Saving the data contexts of these beads and the global state table 
covers the entire static global state. However, this still does not account for all dynamic memory 
allocations that occur at runtime. 

 
To checkpoint dynamic memory, we must keep track of all such activities – malloc, free, 

calloc, realloc and others in C. We use a scheme similar to the one used by memory leak 
debuggers. The calls to the dynamic memory handling libraries are overloaded. The overloaded 
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calls keep track of the bead and the weave from where the call originated, the location, and the 
size of the dynamically allocated memory region. Keeping track of the bead and the weave 
automatically lead to a unique string. When check pointing, all dynamic allocations associated 
with all beads or weaves that have to be check pointed are also dumped and saved along with the 
static state. A summary of check pointing gives us the following steps – 

1. Saving/Copying contents of the stack 
2. Saving/Copying the registers and masks 
3. Saving/Copying the weave context frame and associated bead data contexts 
4. Saving/Copying all dynamically allocated state. 
 

Recovery involves the reverse. Restoring a previously saved state requires – 
1. Copying back the saved contest of the stack  
2. Loading the registers and masks with the previous values  
3. Copying back the weave context frame and associated bead data contexts  
4. Restoring all dynamically allocated regions that were check pointed.  

Restoring static state is a relatively straightforward problem since it just involves copying of data. 
However, the situation is more complicated for dynamic memory. Suppose some region allocated 
dynamically when check pointed was freed or reallocated to some other location in the interim 
before restoration? How can we copy data to a region that does not even exist? Or what if some 
new region was allocated that did not exist during check pointing and restoration?  In other 
words, we have to keep track of all dynamic activity, in essence the framework has to support 
automatic garbage collection.  A detailed discussion of this issue is part of another work and has 
just been touched upon from the point of view of this work. Restoring state from a checkpoint 
may also have to be accompanied with freeing memory associated with checkpoints taken after 
that point. Finally, The checkpoint would also need to save certain framework specific metadata 
that would be needed during restoration. Scheduler state and data comes under this category. 
Information regarding grouping, currently active string in each group and the entire dependency 
configuration would also have to be saved and restored.  

 
It’s worthwhile to mention here that the modular structure of our framework actually 

supports check pointing and restoration of global state at the granularity of individual beads i.e. 
the global state of a single bead may be saved and restored if desired without touching other 
things. A possible use for such a facility is however beyond the scope of the presented work. 
Again, perfect check pointing and recovery would necessitate saving and restoring I/O state as 
well, which would require tracking of all such operations including user and file I/O. If a scheme 
for I/O check pointing exists, it can directly be imported into the current work with a few changes 
like introducing ways to track the bead and weave that initiated the call etc. This is in itself a 
detailed work and has no direct implication on our framework. Therefore detailed discussion of 
this facet of check pointing has been left out of here. 

 
The approach for check pointing described above is a naïve one. In our application 

domain where a tapestry may contain hundreds of beads, copying or saving and restoring such 
amounts of data on every checkpoint can be costly and inefficient both in terms of space and 
time. A more sophisticated approach to check pointing involves a smart system call. The 
observation here is that operating systems already contain efficient mechanisms for handling 
process fork calls through the use of copy-on-write semantics. Our approach is creating an 
additional lightweight version of the copy-on-write mechanism on an intra-process domain. When 
a new checkpoint is invoked, the call marks the data pages corresponding to all weave state and 
dynamic memory as read-only and the concerned region are noted as part of the saved state. As 
the application proceeds, the next update to these regions cause page faults. The page fault is 
trapped by a handler function. Inside this function, the offending memory is duplicated and the 
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checkpoint information is modified to reflect the new copy. The protected copy is then 
unprotected which allows the update call to proceed along with all future read/write accesses. 
This mechanism works optimistically; limiting the memory overhead of check pointing to 
modified data only. 
 

3.5 The Design Process 
 
Let us look into the process of designing an application under the Weaves framework. 

This process is shown in figure 3.4. There are two entities involved in the design process – 
1. A Programmer is one who implements the basic code modules that comprise the system.  

The job of a programmer is just to achieve some defined functionality within a set of source 
code files that may be compiled and linked into one object file. The final object file is 
something like a library. He does not need to worry about what programming language he 
uses or about anything regarding the final application – how it would use his code, how his 
code is going to fit into the weaves framework or anything of that sort. However, he needs 
provide the framework with some information regarding certain capabilities/constraints of his 
code like thread safety. Additionally, he should make sure that his code is bug free and 
executes correctly in a non-weaved environment. Lastly, programmers must take care to 
separate global namespaces of different modules that need to be linked into one executable 
i.e. that are meant to run within one single process. 

 
2. A Composer is the second and perhaps more important entity. It is his/her job to make an 

application out of the isolated code modules provided by the programmer. The composer 
arranges the modules and links them together to generate the final application. He/She has the 
entire picture of the end application in mind. His/Her job starts with conceiving the 
arrangement of the code modules to extract a certain desired combined functionality from 
their individual utilities. He/She then has to define modules from the code that may be 
obtained from programmers i.e. link certain codes together into single object files. This is 
followed by instantiating these modules or creating beads out of them, assigning string-safety 
flags to them, composing these beads together to define entire weaves, instantiating strings 
that run through these weaves and finally starting the entire tapestry. The composer may also 
choose to explicitly provide grouping information regarding the strings for the scheduler. 
Once the tapestry starts executing, the composer may choose to monitor the process manually 
through graphical interfaces. This monitoring may involve inserting new code modules at 
runtime, instantiating new beads, redefining weaves, changing string operations, check 
pointing, restoring, and statistics collection. 
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Figure 3.4: The development process over Weaves 
 

 
3.5.1 Application development over Weaves 
 

 Weaves is essentially a framework for the development of parallel applications. Building 
and executing an application on this framework can be divided into several phases staring from 
input to runtime. The design of the framework itself, therefore, must implement each of these 
phases.  
 

Though the Weaves library may be used directly for systems-level development, the user 
may also interface with the system through a GUI, wherein he specifies information on modules, 
instantiates beads, creates weaves and strings and finally fires up the tapestry. When a tapestry is 
initially fired up, a configuration file is generated from the information in the UI, which is then 
used along with the source files containing the code for the modules to generate the real 
executable. From the perspective of the user, the entire system acts as a black box that generates 
and executes the desired application form the information in the UI and the source files for all 
modules.  
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The entire work may be divided into phases as – 

1. Configuration phase: As the name indicates, this phase deals with implementation of the 
part that configures the system for any application being built on it. It covers generation 
of system files like the main application loader, the script file for linking all sources, 
which is used during the compilation phase. The input to this phase is the configuration 
file generated from the GUI.  

 
2. Compilation phase: This phase handles all compilation issues right from compiling the 

module source files and the loader to creating the final executable. All this functionality 
is there in a system generated script file that is automatically created during the 
configuration phase.  

 
3. Initialization phase: This is the preliminary runtime phase where the tapestry and its 

constituents are set up. It’s a part of the final executable created during compilation phase 
and comprises the initial part of runtime. Implementation of this phase deals with the 
main system loader file that is also automatically generated during the configuration 
phase. This file is the one that contains main() for the entire application or the tapestry 
and is therefore the first one to be executed (recall that under the weaves framework, 
every parallel application is modeled as a single process and all parallel executing entities 
are intra-process strings). It is the controller that actually sets up the entire tapestry – 
creates modules, beads, weaves, initiates strings and fires up the entire tapestry according 
to the initial information in the GUI. It therefore is the source code (C in our case) 
version of the configuration file generated from the UI. Additionally, this phase is 
responsible for initializations with respect to individual modules, beads, weaves and 
strings – information regarding each of which is also obtained from the UI. Hence, this 
phase implements the part of the system responsible for initializing an application built 
on the weaves framework.  

 
4. Runtime or Maintenance phase: Finally, this phase comprises implementation of 

aspects of the framework pertaining to runtime maintenance of the application being built 
on it. System constructs such as checkpointing, dynamic module-creation, runtime 
beading, dynamic weaving, creation of new strings and all other issues pertaining to 
adaptability, and string scheduling come under this.  
 
The process of developing an application using weaves and all associated issues are still 

in the process of being studied. The main thing here is the development of the GUI and 
formalization of the configuration file format, both of which are not yet complete. Formalization 
of the phases described above, the GUI, the format of the configuration file, the compilation 
script and the structure of the main driver or loader file are all aspects of future development.  
 
3.5.2 The Graphic User Interface 

 
The weaves framework provides for an easy-to-use graphical user interface for the 

composer. It is through this GUI that he defines modules, beads, weaves and strings and also 
assigns them their properties like string-safety etc. – in other words, the tapestry. Once the initial 
static configuration of the tapestry has been drawn up, and the composer chooses to begin 
execution, the system generates a tapestry configuration file from the information in the UI. The 
format of the configuration is discussed under “Implementation”. The information in this file is 
then used to compile, link, load and finally execute the application. A default monitor module is 
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provided by the system and linked into and composed with every application. It provides a strong 
Inter process communication mechanism that helps utilities obtain information about the tapestry 
and its constituents at any time. The composer may also use the monitor to watch over and query 
the system. 

 

3.5.3 Dynamic Adaptability 
 
It is to be remembered that the tapestry is not a static composition generated at the 

beginning and maintained the same throughout. Our requirements for adaptability, force us to 
design the framework with a high degree of runtime rewiring in mind. Referring back to the 
discussion on adaptability in the first chapter, runtime modifications may include those that need 
to change execution patterns but are self-sufficient in terms of the execution alternatives. In this 
form, the requisite modules are already included into the system and linked into the tapestry. 
Weave-Aware applications may modify their execution by dynamically instantiating beads, 
creating weaves and starting strings automatically without any interference from any external 
entity. For non-weave-aware applications, this has to be done through the monitoring agent and 
the provided interface. The sequence of steps would be the same i.e. creating beads, weaves and 
instantiating strings. Beads, weaves and strings may also be removed from the tapestry in the 
same way as above. In addition, existing beads may be rewired into new weaves destroying the 
previous ones i.e. a bead that was part of some weave, may be now composed up with other 
different beads and therefore be made part of a different weave changing asharing and state 
constructs.  

 
These changes may be made by the composer/user from the monitor interface or may be 

automatically generated by an external resource-monitoring agent. Every change made to the 
initial configuration, requires reporting to the scheduler. Defining new beads would need 
assigning them string-safety properties. Rewiring the tapestry may totally change all 
dependencies, groupings, and even string-safety properties of existing beads. Thus when the 
tapestry is being changed, it is paused. When fired up again after the changes, it recollects all 
dependency information from the new composition, redefines islands, and reassigns string 
schedulers. If grouping information is to be provided explicitly, then the user or monitor must do 
so before restarting the revamped tapestry. 

 
The second form of dynamic composition is one that involves runtime inclusion of 

modules. This requires that the new concerned modules be compiled and linked separately into 
dynamically loadable libraries. Their inclusion into the system on the fly is achieved through a 
modified dynamic library interface (similar to the way in which normal dynamic libraries are 
opened and accessed) and the included code is analyzed at runtime itself. Once loaded, these 
modules are used in the same way as their statically included counterparts. This functionality 
along with support for check pointing, realizes the full capability of weaves – including arbitrary 
namespaces and compositional capabilities – in a runtime compositional environment. The 
designs for the modified dynamic library interface and related blocks are still in developmental 
stages. Further discussion of this important aspect is therefore left out for now. 
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3.6 Example Applications 
 
To clearly demonstrate the design, let us take a step-wise tour through building the 

driving applications on weaves – ONE and Sweep3D. This would also help clarify the process of 
designing and building applications on the framework. The prototypes of the applications 
described below mainly illustrate the principal property of the framework – user-defined state 
sharing among intra-process strings. Therefore, we discuss simple versions that are enough to 
demonstrate the main aspects of the framework. 

 
3.6.1 Weaving the Open Network Emulator 

 
We discuss the design of the scenario depicted in figure 1.2 and reproduced in figure 3.5. 

Weaves is a component based compositional framework, which necessitates breaking up of the 
whole application into parts or components. One look at figure 3.5 demonstrates the modular 
structure of the intended application. The entire code base can be intuitively broken up into 3 
modules – one each for Telnet, FTP, and the IP stack. This accomplishes our first step – that of 
defining modules. The telnet module would include all functionalities and codes that are coded up 
by a programmer developing that piece of software. All related files are compiled and linked into 
one object file representing the program for telnet. One small change to the source code of the 
modules like telnet or FTP is changing the main (… ) of these applications to a different name say 
telnet (… ). Also, global namespaces of all the modules must be distinct so that they may be 
linked together to be a part of one executable.  

 
Thus both telnet and FTP modules cannot have a global variable with the same name. 

Note that this modularization is language independent. The framework does not look into what 
source code was used to generate the object file representing telnet. It does not even care for what 
all files were linked together. All it needs is the final object. Moreover, the code for telnet need 
not be written in any object-oriented language. The telnet module has a code context that contains 
all the instructions making up the execution path of the program. The data context comprises all 
global state defined within the associated files. These include all global variables and other 
globally stored data the details of which we shall discuss when we go through actual 
implementation in the next chapter. In the same manner as for telnet, we define modules for FTP 
and the IP stack.  
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Figure3.5: Simpler version of the ONE problem 
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Let us analyze the structure of the application once again – we need to realize 2 virtual 
hosts within one process. This means that we need 2 IP stacks, stack 1 and stack 2, running 
parallel to each other without any interference. Within host 1, we have 3 network applications 2 
telnets and 1 FTP running in parallel over the same IP stack - stack 1. These applications do not 
interfere with each other at any point except inside the stack. On host 2, we have one application 
– telnet 3 – running over one IP stack – stack 2. Telnet 3 is absolutely independent of all other 
applications running within the process. All these four applications may be started up and run 
simultaneously. The essential idea here is that there have to be 4 executing entities running in 
parallel in this model, one each through telnet 1, telnet 2, telnet 3 and FTP 1. Three of these, the 
ones running through telnet 1, telnet 2 and FTP 1 would also run through the same stack – stack 1 
– while the other, the one running through telnet 3 will link with or use a different IP stack – 
stack 2.  

 
From the above discussion and figure 3.5 we deduce the need for 3 beads of telnet, 1 of 

FTP and 2 of the IP stack. Recollect that two beads of the same module share the code context but 
have independent data contexts, which implies that they have different, non-interfering global 
states. Once we have the basic elements of the application, we can compose these individual 
pieces to get a picture of the whole. To do this, firstly, we have to compose or link the beads to 
generate weaves – each weave being a collection of the data contexts of constituent beads. As 
discussed earlier, one weave defines one namespace. Since we need 4 executing entities in 
parallel, we need 4 namespaces and therefore 4 weaves. The first weave comprises the beads 
telnet 1 and IP stack 1, the second those of FTP 1 and IP stack 1, the third consists of telnet 2 and 
IP stack 1, and the fourth binds together beads telnet 3 and IP stack 2. Note how the dependencies 
and sharing are automatically taken care of – weaves 1, 2, and 3 share the state of IP stack 1 while 
weave 4 is entirely separate.  
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Figure 3.6: Developing (designing) the ONE over Weaves 
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The basic entity of execution in our framework is the string. 4 parallel paths of execution 

imply that we need to have 4 strings instantiated. We assign one string each to one weave – string 
1 to weave 1, string 2 to weave 2 and so on and so forth. String x therefore gets associated with 
and limited to the namespace defined by weave x. Strings 1,3, and 4 start executing at the start 
function of the telnet module while string 2 starts off at the start function of FTP. Strings 1,2, and 
3 interfere with each other inside IP stack 1 since they all access the same data context belonging 
to that bead whereas string 4 stays completely independent. None of the strings interfere while 
inside the telnet module since they all have different executing images and different data 
contexts. We have therefore re-created the real-world scenario of two virtual hosts running as two 
separate network nodes within one single process. The final design is depicted in figure 3.7. 

 

 
 

Figure3.7: Weaved design of the ONE problem 
 
3.6.1.1 The Scheduler 
 

From the point of view of the scheduler, each virtual host behaves as an independent 
island of strings. The telnet and FTP beads – T1, T2, T3, and F1 are all string-safe. Note that they 
are not thread-safe but since they are not shared and are not dependent on the shared IP stack for 
their state, they are indeed string-safe. The IP stack beads IP1 and IP2 are not thread-safe. Since 
IP1 is shared among 3 strings, it is not string-safe either, but IP2 is string safe since it’s accessed 
by only one string. Our string scheduler runs two components one each for each virtual host. 
When the scheduler for host 1 is invoked, it checks if the current string (say S1) is executing 
inside its telnet or FTP module. If so, it switches to either of the others (S2 or S3). The scheduler 
for host 2 has nothing to do since there is just one string, which keeps running right through. Thus 
at any one time, one string from host 1 runs in parallel with S4 from host2. On a single processor, 
their scheduling is left to the underlying thread scheduler since they share no state at all. The IP 
stack code also uses cooperative scheduling, calling the scheduler when it’s in a safe state. 
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3.6.1.2 Dynamic Behavior 
 

Suppose that certain changes come in the network configuration while the system is 
running. Let us see how our framework supports dynamic changes that are a part of real-world 
scenarios – 

1. Telnet 2 is done with its job – The string representing it i.e. string 3 is stopped. The 
bead for telnet 2 is destroyed and its memory freed. The weave associated with string 3 
i.e. weave 3 is also freed and so is all data related to the string. IP stack 1 cannot be 
destroyed since strings 1 and 2 are still actively using it. Telnet 1 and FTP 1 get more 
resources of the stack resulting in enhanced performance since all interference from 
string 3 is gone. The entire process speeds up in terms of real time because of one lesser 
string but with an underlying PDES layer providing simulation time, it does not affect the 
system being modeled.  
 

2. FTP 2 is invoked on host 2 – A new bead on the FTP module is created with its own 
global state separate from FTP 1. It is composed with the bead for IP stack 2 to create 
another weave – weave 5. A new string – string 5 – is created and started off at the entry 
function of FTP. Note that string 4 running telnet 3 is already accessing IP stack 2. When 
FTP 2 joins in, it sees all the modifications that the existence of telnet 3 did to the state of 
IP stack 2. It also draws out its own share of the resources thereby affecting the 
performance of telnet 3. The changes however do not affect host 1. The entire process 
slows down because of an additional string – network slowdown. This change introduces 
additional dependencies from the scheduler’s viewpoint. IP 2 is no longer string-safe 
since two strings now share it. Host 2 now has two strings to be handled by its scheduler. 
 

3. Host 3 joins the network with FTP 3 running on it – A new bead for the IP stack, stack 
3, is created – data context separate from stack 1 and stack 2. Another bead for FTP, FTP 
3 is instantiated. They are linked or composed to generate weave 6. Weave 6 is 
independent in terms of data or state from all the previous weaves. String 6 is created and 
initiated at the start function for FTP. Since string 6 is not dependent in any way on 
components of the other hosts, it emulates a new virtual host. The process slows down 
indicating a network slowdown.  

 
4. Host 2 fails – Strings 4 and 5 are stopped. Weaves 4 and 5 are destroyed. Beads 

corresponding to telnet 3, FTP 2 and IP stack 2 are destroyed. All related memory is 
freed. Hosts 1 and 3 are unchanged in any way other than the applications that may have 
been corresponding with host 2. System speeds up in real time. Network performance 
goes up in simulation time. Everything is as expected in real world cases. All resources 
and information regarding the corresponding scheduler is also destroyed.  

 
The creation or destruction of beads, composition into weaves, and starting or stopping of 

strings may be completely automatically done through a monitor, which has information about a 
certain run and all the steps it is supposed to go through or may be done by a user through a GUI. 
The entire process described above has been shown in figure 3.8. Note how changes in network 
topology are easily handled on the fly demonstrating the adaptability of the framework. Also, 
addition of every additional application requires an extra copy of its global state only. The code 
section is not duplicated at all. Similarly an additional host uses extra memory to the extent of the 
stack state only (memory used for dependency, grouping and the scheduler is minimal and does 
not increase by too much). Moreover, the strings that actually run these units are lightweight with 
switching time similar to threads. This keeps the system extremely lightweight and therefore 
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highly scalable. The applications used in the model are real world counterparts with bare 
minimum modifications and are perfectly procedural codes. The framework therefore merges 
with the procedural programming constructs without trouble. Actually, it brings about the benefits 
of Object Oriented development into the non-OO world. Finally, there is nothing in the 
framework that is dependent on the application being modeled. The framework does not need to 
know anything about the Open Network Emulator or telnet or the IP stack. Therefore is a truly 
driving system. 
 
3.6.1.3 Incorporating the PDES layer 
 

Incorporating the PDES layer would result in the representation shown in figure 3.9. 
Every figure shown so far in this example has the simulator at the bottom linked to all the IP 
stacks by default. It has not been shown simply in order to retain simplicity. Adding the simulator 
requires creating one more module – integrating the code realizing the simulator – and 
instantiating one additional bead corresponding to the same. The simulator bead is a part of all the 
weaves and lies at the lowest level. It is accessed through and by the stack only. Consequently, all 
strings pass through this bead, therefore sharing its entire state and being affected by each other at 
this lowest level. Changes in the network topology influence the simulator but do not negatively 
affect it at any point. In fact this is an intended feature of the ONE. However, it is a potential 
bottleneck and single point of failure for the entire system.  

 
Nevertheless, this is an issue with the ONE and not with the weaves framework. For the 

string scheduler, this is a severe problem. If the grouping is left to the system, it interprets the 
entire tapestry into one single island, which cannot exploit any parallelism even if the PDES layer 
were inherently thread-safe. If the PDES layer is indeed thread-safe, grouping information may 
be explicitly provided (maintaining separate islands for each host) to increase performance. The 
PDES algorithm may also use cooperative facilities provided by the framework. 

 
3.6.1.4 Check pointing 
 

Suppose a checkpoint of the entire network topology (the whole process) depicted in the 
previous example was taken after step2 i.e. FTP 2 starting up on host 2. What if the monitor or 
the user wanted to restore the state of the system to that point after having gone through the next 
two steps i.e. he wanted to go back from figure 3.8D to figure 3.8B? When the checkpoint was 
taken, the following information was saved – 

1. Entire state of host 1: Static and dynamic state of beads telnet 1, IP stack 1, and FTP 1. 
All the local state including registers, masks and stacks of strings 1 and 2. Remember that 
telnet 2 has already left the system and is therefore not check pointed at all. 

2. Entire state of host 2: Static and dynamic state of beads telnet 3, IP stack 2, and FTP 2.  
All local state of strings 4 and 5.  
 
After this host 3 joins in which results is addition of beads, weaves and strings to the 

system. Finally, host 2 fails. This is a tricky situation. As described earlier, strings 4 and 5 are 
destroyed. Just stopping and not actually destroying strings that are part of a checkpoint may 
avoid the overhead of creating new strings during restoration. Moreover, when it comes to 
destroying the weaves and beads, and all static and dynamic state associated with them, we come 
up with a problem. All the state corresponding to these entities are part of a checkpoint. Though 
the checkpoint has a copy of the entire state at the time it was taken – which is, in all probability 
different from the state at the point of destruction – still the memory corresponding to these beads 
cannot be entirely freed. 
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Figure 3.8: Dynamic Behavior (ONE) – adaptability  
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Figure 3.9: Incorporating the Simulator 

 
  
 
This is because, if freed, the location of these regions is also lost. Some other dynamic 

allocation may use up these regions thus making it impossible to restore state at the locations 
where they originally belonged, which causes erroneous behavior. If forced to do this, it may end 
up overwriting memory being used by some other process or application resulting in system 
failure. Suppose telnet 3 used some X bytes of dynamically allocated memory at address 
0xBBBBBBB when the checkpoint was taken. The checkpoint copy has X bytes corresponding to 
that location. Now, if telnet 3 and all its state are freed when host 2 goes down, it may not be 
possible to restore the X bytes at location 0xBBBBBBB after stage 4. It may be that sometime in 
between location 0xBBBBBBB is used up by some other application running on the same 
machine. The intuition here is that we cannot free memory regions that are a part of some 
checkpoint. Hence we need to modify or overload the dynamic memory library functions. Such a 
modification would in simple terms check if a memory being freed is part of a checkpoint and 
free it only if it is not so. Else it will just mark it as freed-but-checkpointed. Restoration would 
then involve simply copying over the saved data to the existing original location and reinstating 
the handle to it. It is finally freed only when the checkpoint is itself destroyed.  

 
Once details about dynamic allocations as described in the previous paragraph are 

understood, restoration involves the following steps – 
1. Restore state of host 1: Copy the entire global state, belonging to beads telnet 1, 

FTP 1 and IP stack 1 from the checkpoint to their original locations. Restore that 
stack from the saved copy and restore all registers and signal masks corresponding to 
strings 1 and 2.  

2. Restore state of host 2: Restore entire static and dynamic state of beads telnet 3, IP 
stack 2 and FTP 2: Remember they were not actually freed. Create new strings and 
name them as string 4 and 5. If the strings were just stopped and not destroyed, this 
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overhead may be avoided. Copy over the stack contents form the checkpoint onto the 
stacks of these new strings. Overwrite all registers with their checkpointed values. 

3. Restore scheduler information: The grouping for host 1 stays the same but control 
is transferred to the string executing when the checkpoint was taken. The scheduler 
for host2 is reinstated. The grouping is restored, string-safety attributes of the beads 
are reassigned, control is given back to the string within the group that was executing 
during the checkpoint and the scheduler for that group is restarted. 

4. Collect garbage: Once state is restored, all memory allocations that are invalidated 
due to the restoration have to be collected and freed. This includes all memory related 
to host 1 that was allocated after the checkpoint and all memory related to host 3 
(including its constituent beads – F3 and IP3) since it was never a part of any 
checkpoint and loses existence once the system rolls back. The scheduler for host3 
and all related information is also freed. All memory allocated by host 2 after the 
checkpoint was already freed when it went down since they were not a part of the 
checkpoint.  

Thus we come back completely to the state that was checkpointed. Note that the application 
provides no support for checkpointing and restoration. It’s a facility provided by the system and 
transparently handled by it.  

 
3.6.2 Weaving Sweep3D 

 
On the Weaves framework, there can be two possible designs for this application. Figure 

3.10 shows the detailed structure of the application. The MPI library uses the IP stack below to 
actually realize the communication functionality. Thus the scenario becomes a 3-tiered one – 
Sweep3D linked to MPI, which is in turn linked to the IP stack. Our previous work on the ONE 
involves extracting out the IP stack from the kernel. Note that the ONE creates multiple virtual 
network nodes each with its own distinct network identity over one machine. Thus each 
instantiation of the IP stack has its own IP address etc. The MPI library is just like an application 
using the IP stack and may therefore be inserted into the model realizing the ONE alongside the 
telnets and FTPs. From the figure its clear that in this case there is no sharing of state at any point. 
The entire application may be therefore considered as one giant module from the perspective of 
weaves. However, for easier understanding, we break it up into 3 modules – the Sweep3D 
module, the MPI module and the IP stack. These 3 modules are linked together into a single 
executable and must therefore have distinct global namespaces. External references from 
Sweep3D resolve themselves at the MPI layer, external references of which are resolved at the 
stack.  Each module has to be beaded n x m times – one for every virtual machine.  

 
These are composed into n x m weaves, each weave having its own bead of the 3 

modules. n x m strings are fired up, one on each weave. This is the ideal design for the 
application on the weaves framework. It truly emulates the multiple-host scenario. It is 
impossible to have this either in the threads or the processes models since neither is good enough 
for the ONE itself, which is part of the whole in this case. It requires minimal code modification 
and demonstrates the power of the weaves framework to the fullest. 
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Figure 3.10: Weaving Sweep3D – comprehensive design 

 
 
 

 
Figure 3.11: Simpler design of Sweep3D with a thread-safe MPI emulator 
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3.6.2.1 Simpler Scheme 
 
The design presented above is nevertheless much more heavyweight than is required to 

model Sweep3D. A much simpler design under Weaves is shown in figure 3.11. All files of 
Sweep3D are compiled and linked into our first module. The MPI library abstraction that is used 
for threads is the second. To emulate an n x m processor scenario, n x m beads are created from 
the Sweep3D module. The MPI library is beaded only once. n x m weaves are composed – each 
weave includes its own independent Sweep3D bead and shares the MPI bead with all others. n x 
m strings are fired up simultaneously – one corresponding to each weave – thereby emulating the 
requisite virtual nodes. The MPI abstraction required here is the same as that in case of threads. 
Programming it demands attention to synchronization and exclusion issues as well. Its main 
advantage is that it combines the lightness of the threads model with the language independence 
(for the Sweep3D code) of the processes model. In-spite of the global state being generated by the 
FORTRAN implementation of Sweep3D, it may be used without any modifications. The virtual 
machines emulated, therefore, share the entire state of the MPI abstraction while having 
independent instantiations of Sweep3D. This design is not as comprehensive as the previous one 
and requires some code modification but is good enough for our modeling purposes. 
 
3.6.2.2 Scheduling 
 

In the first design, each weave is distinct thereby creating no dependencies among 
strings. Each host behaves as one single island making the task of the scheduler very simple. The 
entire scheduling process can be left to the underlying thread scheduler. In the second case, 
however, all beads share the MPI bead. There is therefore only one island and scheduling must be 
handled through the string-scheduler alone. This brings back the issue of dependencies. The 
Sweep3D code under FORTRAN (ELF over Intel Linux) is not really thread-safe since it has 
some global state but since none of the Sweep3D beads share any state, it is string-safe. Thus 
operation of the scheduler is contingent on the string-safety of the MPI abstraction and the 
dependency of Sweep3D on it.  

 
Since we do not have a clear idea of the dependencies between these two modules, we 

choose to make the MPI design thread-safe, which automatically makes it string-safe. This is the 
motivation for choosing the MPI abstraction for threads. Once both Sweep3D and MPI become 
string-safe, the string scheduler can switch between any of the strings without trouble, which 
means that scheduling can be left to the thread scheduler alone. If we could firmly establish 
through code and dependency analyses of Sweep3D that it were indeed independent of MPI and 
therefore string-safe, then we could use a non string-safe MPI abstraction and allow switching 
only when a string is inside its Sweep3D bead. Thirdly, digging into the MPI and/or Sweep3D 
codes and introducing cooperative scheduling calls at safe points may also suffice. Note that all 
the three solutions presented above – reducing thread-safety issues to MPI only, making 
Sweep3D independent of the underlying MPI, and introducing cooperative scheduler calls 
at safe points – greatly simplify the task of emulating a parallel application like Sweep3D on 
one machine relative to doing so under the threads or processes models. 

 
We leave out discussion on checkpointing and adaptability with respect tot his 

application since it would be the same as in the case of the previous example. The Sweep3D 
example primarily illustrates the language independence of the Weaves framework. 
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3.6.3 Configuring Weaves for High Performance Computing 
 

In any programming model of the kind presented here, it is instructive to examine the 
various configurations in which it can be used in a high performance scientific computing 
environment. Two basic choices are presented in Figure 3.12. The simpler configuration (Figure 
3.12 (a)) involves invoking Weaves as part of a larger PSE; here, the Weaves framework forms 
the underlying execution manager that exposes abstractions to configure and execute tapestries 
composed by the PSE. The PSE can also use the runtime adaptation capabilities of the framework 
to dynamically modify and steer computations. 

 

 
Figure 3.12: Relationship between Weaves and different environments. 
 
Figure 3.12 (b) shows Weaves operating within a larger performance-modeling 

framework, such as POEMS [Adve et al., 2000]. Here, POEMS supplies the modeling capability 
needed to characterize performance and Weaves framework takes care of the low-level 
composition and direct code execution of unmodified scientific codes. Thus, systems such as 
POEMS can utilize Weaves as the computational substrate on which modeling is performed. 
POEMS has expressive representations (e.g., task graphs) that unify analytical modeling, 
simulation, and actual system execution paradigms [Adve and Sakellariou, 2000]. Task graphs 
help POEMS to address both model execution and model analysis goals. For instance, task graph 
compiler analysis has been shown to improve simulation capabilities by identifying opportunities 
for reducing (and removing) computational overhead [Deelman et al., 2001]. The results of such 
analyses can be communicated to Weaves either a priori via the tapestry configuration file, or 
dynamically at runtime, leading to more efficient direct code execution. 

 
Two final choices of configuration involve “opening up” the performance modeling 

framework to identify further opportunities for weaving. For instance, one of the primary 
functionalities supported by POEMS is the simulation of MPI-based codes using the MPI-SIM 
simulator [Prakash and Bagrodia, 1998]. MPI-SIM uses a multi-threaded architecture that 
simulates the complex inner workings of MPI. However, MPI-SIM assumes that the linked code 
base is thread-safe. While this assumption is met by codes such as Sweep3D [Adve et al., 2000], 
it may not hold in other cases.  

 
To ameliorate this scenario, we propose the configurations of Figure 3.13. In Figure 3.13 

(a), Weaves is used to present a thread-safe view of the application to MPI-SIM. Since MPI-SIM 
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is by itself thread-safe, this configuration of Weaves enables a wider variety of applications to be 
simulated under MPI-SIM. This is an instance of synergy between Weaves as a programming 
paradigm and MPI-SIM as an emulation framework. The former factors out the non-thread-safe 
components of the application while the latter concentrates on the detailed modeling of the 
communication primitives. 

 
Figure 3.13 (b) is the most radical of our configurations. It take the model presented in 

Figure 3.13 (a) a step further by weaving the MPI library itself (e.g., the LAM MPI 
implementations), linking it to the application and creating multiple instantiations similar to the 
process model. This configuration has the advantage of being able to conduct direct code 
execution of not just the application, but also the application in the context of its original 
communication interface. The representation created is a true (native) virtual machine abstraction 
for MPI codes. It enables the study of the effects of different MPI implementations on 
performance of scientific codes. In this model, the only simulated entity is the underlying 
communication channel, not the operation of MPI. 

 
Figure 3.13: What can be weaved: different approaches to Weaving. 

 

3.7 “Weave-able” and “Weave-aware” codes 
 

The astute reader may have observed that all the examples of composition presented thus 
far have an inverted tree structure, with sharing occurring at the lower layers. Intuitively, the 
inverted tree structure appears “natural”. This is because it mirrors the sharing and flow of control 
relationships between processes in an operating system running on single processor architectures. 
The resources within the operating system are at a lower layer and shared between the 
independent processes, which naturally leads to an inverted tree structure. 

 
While the Weaves framework is capable of implementing regular tree structures and 

context switching between the various strings, from a usability perspective, scheduling in a 
regular tree structure requires application support. In an inverted tree structure, string-scheduling 
decisions can be made independently of the application without impacting either usability or 
correctness. However, in a regular tree structure the same does not hold true. Consider this 
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problem from the perspective of the application programmer/composer. An external reference in 
a regular tree structure would map to two or more independent contexts or beads. Only the 
programmer/composer can choose the correct combination. The solution in the Weaves 
framework is to provide support functions that allow the programmer/composer to –  

1. Query the string for its identifier and  
2. Base the path of execution on the string identifier.  

This solution is similar to the SPMD programming model on distributed memory architectures, 
where the processor identifier determines the execution path. 

 
Another issue in the Weaves framework arises from reentrancy concerns at the lower 

layers of an inverted tree. In particular, the problem arises when preemptive scheduling strategies 
cause reentrancy in beads shared at lower layers, when the codes are not reentrant. This solution 
to this comes from our concept of defining islands of dependent strings discussed earlier under 
the design of the string scheduler. 

 
The above discussion once again points to the idea of “weave-able” and “weave-aware” 

codes, which we came across earlier as well. We formally define these terms as follows – 
 
An existing code is weave-able if it can be encapsulated as a module and directly moved 
over to the weaves framework i.e. can be beaded and weaved without problems of 
dependency and scheduling. Note that practically any code can be weaved because of the 
capability of weaves to emulate any real-world scenario, including kernels and the 
process and thread models. However, every piece of code cannot be encapsulated, 
instantiated and composed arbitrarily with any application (to provide for some general 
functionality). Most real-world codes require some minor modifications to make them 
weave-able. These modifications may include introducing string-safety and/or 
cooperative scheduling properties and reducing dependency. The basic hindrance comes 
in because of the sharing of beads and associated dependency issues, which hamper 
correct context switching and require user intervention thereby reducing transparency of 
the system. String-safety and lesser dependency on other modules make a code more 
weave-able. Both these properties are dependent on the structure of a specific tapestry 
(recall the definition of string-safety). Hence, a code may be more weave-able under a 
particular application than under another. Making a code weave-able is similar to making 
it object-oriented. However, introducing truly object-oriented traits involves a lot of 
complication including re-programming in an OO language. Making it weave-able, on 
the other hand, does not require any special language support thereby making the process 
much simpler. 
 
 
On the other hand weave-aware codes are those that have been coded up with the 
weave-framework in mind. Thus they would always be weave-able. Weave-aware 
programming does not necessitate any OO language. It requires that the code be mostly 
encapsulated with less dependency on other modules and facilitate string scheduling 
through cooperative calls. Programs written with weaves in mind have the facility of 
arbitrary state sharing among modules. They are simpler and easier to code since the 
programmer does not have to pay special attention towards separating state. Finally, 
weave-aware applications cannot be moved over to any other model without significant 
and often impossible modifications. 
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Absolutely unrelated code modules cannot be picked up and arbitrarily composed to 
generate a desired behavior. They have to have some properties that make them “weave-able” – 
codes must be related, in particular they must be functionally related. Nevertheless, it also 
demonstrates the powers of “weave-aware” programming. It shows that coding up and composing 
such an application is much easier and intuitive under the weaves framework than under any 
other. Moreover, codes meant for threads or processes models would only become simpler when 
moved over to weaves but the vice-versa is not valid. What we are trying to say here is that an 
application designed under any model – threads or processes, single-processor or distributed – 
can be directly and correctly ported over to weaves (emulated using weaves). As demonstrated 
through the Sweep3D example, such emulation can be made efficient and correct with minimal 
modifications. Additionally, code modules written for a specific application in existing 
frameworks, may be encapsulated and integrated with a different application to realize different 
goals under the weaves framework.  

 
However, such codes need to have certain generality attributes and may need some 

modifications to increase their generality if they are extremely specific. The weaves framework 
minimizes such modifications thereby enhancing their object-oriented properties (“weave-able 
codes”). Finally, the weaves framework opens up new dimensions for programming – certain 
applications that may be impossible to develop under existing frameworks may be developed 
under weaves. While coding up other existing applications may be much simpler if done so with 
weaves in mind (“weave-aware programming”). This is because of the arbitrary state sharing 
provided by this framework, which directly maps on to the structure of the application – sharing 
of mediators among solvers. The PDE Solvers application is indeed the one example that severely 
tests the weaves framework. 

 
Weaving the ONE demonstrates that we can actually weave codes directly pulled out of 

the kernel – in this case the IP stack. Taking a step further implies that entire kernels can be 
modeled under weaves. In tandem with the Sweep3D example, it means that entire machines can 
be emulated (efficiently and relatively easily) over one machine under the weaves framework.  
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Chapter 4. Implementation and Evaluation 
 
The development of the weaves framework is still in prototype stage. Thus the current 

implementation is not complete. Since the framework is a model for development of applications, 
its implementation is greatly influenced by (and influences) the forms of development over it. 
The process of designing and developing an application on the weaves framework has not yet 
been formalized and therefore, the current prototype is also incomplete. In its current state, the 
framework supports the compiler-directed core only that demonstrates user-defined arbitrary state 
sharing of state among intra-process strings. The prototype implementations of our example 
applications – the ONE and Sweep3D – show the framework’s language independence, 
transparency, scalability (lightweight) and ability to handle legacy codes without too many 
modifications apart from illustrating real-world like arbitrary state sharing among parallel 
executing entities.  

 

4.1 Dependencies 
 
Though the design of the weaves framework is really platform independent, 

implementation on any platform presents its own set of challenges. Our current implementation is 
on an AMD Athlon running Red Hat Linux featuring support for AT&T assembly syntax 
(the necessity of which we shall see shortly). Some of the prime system requirements of the 
current implementation are as follows – 

 
1. POSIX compliance 
2. ELF (Executable and Linkable Format) for object files and executables 
3. GCC/Fujitsu Compiler families 
4. Support for Position Independent Code 
5. AT&T Assembly Syntax. 

 
Of these, the first 4 are available on a wide range of UNIX based systems and are the general 
standards acceptable for any new systems that may come up in the near future. Therefore, they 
enhance the portability and generality of the weaves framework. The final criterion, however, is a 
potential bottleneck and results in the differences in implementation over different systems.   
 

4.1.1 UNIX, POSIX and Athlon AMD platform 
 
The implementation of such a framework requires digging deep into the system, which is 

why we need UNIX. UNIX facilitates systems research and development greatly. Additionally, 
we need an open source system like Linux. Linux uses POSIX standards. As we go on, we shall 
see that our implementation of strings uses an underlying implementation of threads. Since nearly 
all UNIX systems are POSIX compliant, hence we use POSIX threads for this purpose. Whereas 
this makes our system POSIX compliant thereby making it suitable for most UNIX systems, 
implementing it on some non-POSIX system would require enormous changes.  

 
Finally, our research facility includes a 200-node Athlon Red Hat Linux cluster - 

Anantham, which is the underlying system for testing out weaved applications. Athlon machines 
comply with Intel386 standards thereby making our implementation amenable to Intel Linux 
systems, which are widely available as well. The only criterion is support for AT&T assembly 
syntax the reason for which is discussed later. Even without this feature, the present 
implementation requires minimal modifications to fit over Intel platforms.  
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4.1.2 Dependence on GNU Compilers 
 
GCC is also widely available on nearly all UNIX systems. The dependence on GCC is 

not that great. Our framework is essentially language independent and the modules that make up a 
tapestry may be coded in any language. Nevertheless, under the present implementation, certain 
system files are generated automatically and integrated with the modules to produce the final 
executable. These are automatically coded in C and complied using GCC. Moreover, the basic 
components of our system (that make up the internal machinery) have been implemented in C and 
compiled under GCC. Thus GCC is always a part of the system even if the modules are coded in 
other languages. GCC is one of the most basic compilers in a UNIX system and objects compiled 
under it easily port to other compilers. Objects compiled under other compilers can also be ported 
onto GCC along with linking against some extra libraries specific to the other compiler being 
used. This generality of GCC is the motivation for using it for the automatically generated files. 
However, these files may be coded in suitable languages under a better implementation since they 
are not at all complex. Their usage may even be obviated under advanced implementations. These 
are aspects of future development. We shall discuss these issues in greater detail as we go along. 
 

4.1.3 Position Independent Code 
 
In order to provide OO-like constructs such as encapsulation, multiple instantiation, and 

arbitrary sharing or separation of state between strings, we need position independent code. All 
codes or programs must be position independent in order to be a part of our framework. Further, 
due to the source language independence, support for legacy codes and transparency requirements 
of our framework, such property has to be incorporated at a lower and more general level i.e. at 
the level of assembly or machine code. The compilers that are used to compile a part of any 
application being built under this framework must therefore have support for position 
independent code generation. This does not introduce language dependency but may impose 
restrictions on the compilers that may be used for some languages.  

 
The most important OO-like property of a code from the viewpoint of our framework is 

the ability of the same code to access different sets of its associated state under different 
conditions or instantiations. This can only be achieved if and when the code uses indexed 
addressing mechanism to access its state. The intention behind using the position independent 
code generation option is to facilitate indexed addressing of global state, which is otherwise 
usually hard-coded. This facility is of extreme importance for providing encapsulation, multiple 
instantiation and arbitrary sharing of modules – in other words the OO-like constructs of the 
framework. It is therefore one of the most important requirements of the proposed model both in 
terms of design and implementation. A system or a compiler that does not provide for indexed 
addressing cannot support or be part of the model (at least under its current design). Nevertheless, 
most systems do provide support for indexed addressing through position independent code-
generation options. GCC, G++ and G77 feature –fPIC while LF95 features --shared. 
Moreover, these compilers provide the same options under all UNIX systems.  

 
Recall that for our implementation, “state” always refers to global state alone. The 

implementation deals with global state and leaves local state as it is. Additionally, global state 
means all globally stored data including global variables, statics and constants. 
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4.1.4 Need for AT&T Assembly syntax 
 
Indexed addressing mechanisms usually use a base-and-offset addressing scheme to 

access data. In a component-based system such as ours, different instantiations of the same code 
module (beads) are required to use different data contexts. Changing or setting the base address 
for the data context provides an easy technique for achieving this, following which every access 
only amounts to an offset leading to the specifically desired memory region.  

 
4.1.4.1 Reason 1: Different Indexed addressing mechanisms 

 
On UNIX platforms, different base-offset schemes are used for accessing different type 

of variables i.e. the access scheme is not uniform. One of these access schemes (double indexing) 
provides a strong foundation for implementing selective sharing between strings while the other 
(fixed base addressing) does not. We therefore fine-tune the generated code to force uniformity of 
access using the more powerful scheme. To do this, the code needs to be patched. Remember that 
the code that needs to be patched is not the source but of a lower level. Our patch is therefore 
transparent to the user and independent of source code. It modifies the assembly generated by the 
compiler, which is the same on a machine for all language sources. Since assembly code is 
different for different systems, it introduces a degree of system dependency. The need for position 
independent code is therefore the primary reason for the dependency on AT&T assembly syntax, 
which is the assembly language used by our system.  
 
4.1.4.2 Reason 2: Extra stringent Position Independence 

 
Most languages use position independent code for the purpose of shared objects or 

dynamically loadable libraries. Due to issues of runtime loading and binding, the code generated 
by these options is often too rigorously position independent. Besides, shared objects are highly 
encapsulated entities. Such a high degree of encapsulation along with rigorous position 
independence enforces several restrictions on the kind and degree of interaction such a code can 
have with external modules. In other words, it cannot easily make external references without 
complex runtime binding constructs. Even if it could, it greatly affects the efficiency of the 
program. Moreover, libraries cannot be instantiated multiple times. Even when opened 
dynamically at runtime, multiple ‘opens’ return the same handle. Libraries are intended to be a 
truly generic and sufficient set of functions.  

 
Our requirement is different from this. Our notion of modules or beads may not require 

such a high degree of encapsulation and position independence. The modules may not be self-
sufficient entities like libraries. They may just be a set of functions or an arbitrary part of a 
program and may not make any sense unless beaded and weaved. External references between 
such modules may need to be resolved much faster than is done in case of shared objects. In other 
words, modules in our framework need not be completely dynamic entities and may have static 
properties. Static codes are much more efficient in term of speed of execution than dynamic ones. 
We try to preserve the efficiency and ease of interaction between such static modules as far as 
possible by introducing minimum required dynamism into them. The attempt is to maintain the 
efficiency of simple procedural programs without library-associated complications. Again, in our 
case, modules are beaded which requires multiple instantiations with separate data contexts 
within a single process. This property is not a part of libraries, which access the same data once 
instantiated within a process. Thus our requirement of encapsulation is not as stringent as what is 
provided by these code generation options of the traditional compilers. The extra stringency 
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results in certain unwanted tweaks in the code generated through these options. The assembly 
patching is used to provide a remedy for this as well.  

 
The details of these issues are provided later. The intent of this discussion is to explain 

the reason for assembly language and system dependency. Every assembly language has its own 
syntax. Our system features the AT&T syntax for Intel Assembly, which has certain specific 
constructs that the patch uses. A more advanced implementation that focuses on object code 
instead of assembly code to enforce these patches would greatly reduce the system dependence of 
the implementation since object codes are more general even across platforms. This is however, 
an aspect of future work. Note that our requirement of a certain midway degree of position 
independence and the patching of assembly codes necessitates recompilation of all existing 
source codes before they can fit into our framework. Thus existing pre-compiled objects cannot 
be directly used in our prototype system. 
 

4.1.5 Executable and Linkable Format (ELF objects) 
 
The single most important requirement of the current implementation is the Executable 

and Linkable Format (ELF) for object files, executables and all other similar machine files. This 
requirement is however completely specific to the present implementation. This requirement is 
also in accordance with language independence since all object files or executables on a machine 
have the same format independent of their source language. Our implementation analyzes and 
extracts information form certain regions of these files and also uses some of its properties to 
provide for the requirements of implementation without depending on the source code and 
language. These regions are pretty generic and may be reasonably expected to be present in other 
formats as well. An implementation for some different file format would therefore not be very 
different once the corresponding regions are determined. Once again, our implementation uses the 
ELF format since it is the standard used by the most UNIX platforms. Different versions of UNIX 
use different flavors of ELF. Digital DEC Alpha machines use ELF64 (64-bit machines) while 
Athlon, which is the platform for our current implementation, uses ELF32 (32-bit machine). This 
difference is however, not a major obstacle and involves a very slight change to adjust to either.  
 
4.1.5.1 Types of ELF objects 
 
There are 3 principal types of ELF files – 

 
1. Relocatable: This is the simplest kind of an object file. Files of this type usually are named 

as <<name>>.o on most platforms. They hold data and code suitable for linking with others 
to create an executable or a shared object. When combined with others, their entire state 
becomes a part of the state of the resultant object file, which is a required attribute for the 
current implementation. 
 

2. Shared Objects:  These are usually meant for libraries. Their filenames are of the type 
“.so” or “.a”. They are highly encapsulated and position independent. Though for every 
program that uses them has an independent copy of their state, they do not become a part of 
the executable when integrated like relocatable object files and remain separate. These are 
valid pieces of code that are a part of many applications. However, our current 
implementation does not cover them. They must be turned into simple relocatable object files 
so that their state is a part of the final image after integration. This process does not involve 
any code modification but requires recompilation along with our patching of the generated 
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assembly. Extending the framework to bolster libraries is a part of future work. Shared 
objects have therefore not been dealt with in this document. 

 
3. Executable: Such a file is complete and ready for execution. It is created through linking of 

multiple relocatable and shared objects. It represents a complete process image and, in our 
case, contains the entire state of all participating objects. 

 
4.1.5.2 Structure of an ELF object – Special Sections 

 
An object file contains all the information associated with its source. It also contains 

information about linking and execution of the same. ELF specifies a formal format for such 
storage. Thus an ELF file is divided into headers, segments, and sections to store the information 
in an arranged manner. From the execution point of view, object files have text and data segments 
that correspond to the code and state contexts. Further, from the point of view of linking, these 
segments are divided into sections that contain the bulk of the information. Sections take the 
taxonomy of information within an object file to a finer level. Note that the ELF for an object or 
executable is just a blueprint. Though the memory and size associated with different sections is 
fixed and valid, the actual loading and binding to a valid virtual memory address is not fixed until 
runtime. For the purpose of the current implementation on the Athlon architecture, the sections 
that count have been elucidated below – 

 
1. .data – This section holds the initialized data that contribute towards the programs 

memory image. It is the initialized part of the object’s state. The data in this section 
comprises globally stored state, which is present before runtime. These include global 
and static variables. Moreover, data stored in this section is dynamic. It reflects the 
runtime state of the object and may be updated as execution proceeds. Therefore constant 
strings and other constant data, that do not change during execution and do not contribute 
to the runtime state of the object, are not a part of this section. Since the constituent data 
are initialized, therefore all data items are allocated required memory within this section. 
The code is analyzed during compilation and corresponding initialization values are 
accordingly stored in the allotted memory regions. The size of this section is therefore 
directly proportional to the number of global and static variables in the object’s source. 
The exact size is however subject to alignment and other issues, which is beyond the 
scope of this document. When relocatable objects are combined into a bigger object or 
executable, the .data section of the resultant file completely contains that of all its 
constituents. Additionally, data items belonging to a single constituent object stay 
together i.e. they are not rearranged and intermingled with those from other components. 
Finally, the sequence in which data of the constituent objects appear in the resultant 
combined one is the same as the order in which they are specified in the command line 
used for integration. Thus, if a command says “gcc –o t t1.o t2.o t3.o”, then the .data 
section of t would completely contain the .data sections of t1.o , t2.o and t3.o in this 
order. This feature is used by our implementation during module creation. 

2. .bss – This section holds the uninitialized data that contribute to the objects memory 
image (including globals and statics). Certain compilers including GCC do not allocate 
memory for uninitialized globals after compilation the way they do for initialized ones. 
This is because there is no value associated with them that needs to be remembered or 
stored. Instead they are generated as common blocks. Therefore the .bss section of such 
objects occupies no file space. When combined with other object files to generate a 
bigger object or an executable, such common blocks of the constituents are completely 
included within that of the resultant. Data items belonging to a single object stay together 
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and the sequence in which the constituent sections appear in the resultant is the same as 
the sequence in the command line used for integration – as in case of the .data section. 
The variables in the common block of the final executable are allocated memory and are 
initialized to 0 when program execution begins. On the Athlon platform, the final 
common block i.e. that of the executable is allocated memory (all initialized to 0) under 
the .bss section. Therefore, on this architecture, the .bss section of executables occupies 
memory space. Some other compilers (GCC with option -fno-common) allocate memory 
for uninitialized variables as well during compilation just as in case of initialized ones. 
The .bss sections of such objects occupy proportional file space. The initialization value 
for all variables is 0. For such objects, the .bss section behaves exactly as the .data 
section, especially from the point of view of linking. A problem arises when some objects 
compiled with a compiler using common blocks are combined with some other objects 
compiled with a compiler using immediate allocation for uninitialized data. When 
combined, the data of the later type of objects always comes before that of the former 
type invariable of any order in which they are specified in the command line used for 
integration. This is probably because they are allocated first. This introduces a degree of 
disorder into the system, which complicates automatic module creation and transparent 
system operation. To accommodate for order and sequencing of constituent .bss sections 
in the combined one, the current implementation requires that all objects intended for a 
single application be compiled using one of the two strategies – either common blocks or 
immediate allocation. 

 
3. .got – This section holds the Global Offset Table (GOT). As mentioned earlier, our 

requirement for OO-like functionality requires generation of position independent code. 
Position independent code cannot, in general, contain absolute virtual addresses, which is 
the way global variables are accessed in normal programs.  GOTs hold such absolute 
addresses in private data, thus making the addresses available without compromising the 
position independence and share-ability of a programs text. We shall soon see that the 
GOT structure used by these codes is also instrumental in providing for the arbitrary 
sharing and separation of state that is the crux of this work. The GOT contains the 
addresses of all global or state variables that come within the gamut of the concerned 
object. This includes both initialized and uninitialized variables. It does not include 
statics and constants, however, which are either not globally scoped variables (statics) or 
not state variables (constants) even though they are stored globally. Recollect that 
uninitialized variables may not be allocated space until the program starts execution. This 
means that they have no associated address till that time. Moreover, addresses or 
variables are accessed only during runtime. The GOT, therefore, is used only during 
runtime. Hence, the simplest forms of relocatable object files, that do not have an 
execution view associated with them, do not have this section at all even though their 
code may be (and in our case must be) position independent. Advanced forms of 
relocatable objects may have this section but our framework does not require its presence 
in them thereby maintaining generality and simplicity. An executable on the other hand 
has a strong notion of runtime. Hence, once integrating position independent relocatable 
objects has created an executable, the GOT section appears and/or acquires importance in 
its ELF. The GOT of the executable (a tapestry in our case), its structure, influence, and 
other related properties are of prime importance for our implementation. It has memory 
slots allotted for each and every truly global state variable in all the constituent objects. 
The size of each of these slots is that of a void pointer (void *), which is 32 bytes on our 
Athlon architecture since it stores a pointer to some data or structure. Complex structures 
and arrays have just one slot for a pointer to their start address. Other than addresses to 
variables, the GOT also has certain other information typical to the concerned executable, 
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but their understanding is not required for the purpose of this implementation. The 
address entries in the GOT are filled up with valid addresses only during program loading 
i.e. runtime. Till then they are all initialized to 0. Since the GOT comes into the picture 
only after integration, and its slots are bound with addresses only during runtime, the 
ordering and sequencing of items of constituent objects that we had in the case of the 
.data and .bss sections is not seen here. Pointers to data items from different constituent 
objects are all mixed up in this section. They are neither together nor sequenced 
according to the order in the integration command. The exact reason for this and the 
pattern of allotment is beyond the scope of this document and is not relied upon at any 
point of this implementation. This introduces some complications during weave creation, 
which may be obviated by a better implementation in the future. As a final word, the 
GOT defines and holds the entire global namespace and memory of a single process. 

 
4. .text – This sections comprises the text or executable instructions of the concerned 

object. It contains machine instructions generated through compilation and assembly of 
the source code of the object. Instructions are essentially a part of functions. Thus the 
.text section contains the machine code for all functions defined within the concerned 
object. The address of a function within this region is given by the address at which the 
first instruction in its machine code is stored. As in case of the .data and .bss sections, 
.text sections of constituent objects are spatially congruent and appear sequentially 
(according to the sequence in the command line used for integration) in the .text of a 
larger object when combined or linked together.  

 
4.1.5.3 Aspects of ELF from the viewpoint of  Weaves 
 
Sequencing: Note that ordering or sequencing of constituent objects within a larger context is of 
importance in case of all the sections discussed above. The lack of ordering in the .got section 
leads to extra computation during creation of weaves, the details of which we discuss later. It is 
therefore an important criterion for the current implementation and the efficiency of the system. 
The .data and the .bss sections comprise the initialized and uninitialized parts of the global state 
of an object and they together represent the entire global state. The pointers in the GOT point to 
global variables. Therefore all these pointers point to either within the .data section or the .bss and 
nowhere else. The GOT therefore is the gateway to the global state of a process. Since the global 
state of all constituent objects are present in the corresponding regions of the global state of the 
whole, therefore, the GOT of an executable acts as the gateway for the global state of all objects 
that make it up. 

 
Runtime Image: Another important point is that when a program is loaded for execution, its 
runtime image contains the entire image of its executable in the same way as it appears in the 
ELF breakup. Thus at runtime, when the executable object is loaded, its entire ELF image is 
loaded exactly as it is. The .data, .bss, .got and .text sections are loaded exactly as they are in the 
object image of the executable and appear the same way at runtime. The sequence of constituent 
objects within these sections is also maintained. Additionally, our system, as any other 
application, deals with Virtual Memory Addresses (VMA) alone. It does not care about the real 
addresses that are bound with the VMAs at runtime. 

 
Generality: Also the above-described sections are generic to all programs even if they are coded 
in OO languages. Two separate processes based on the same executable have different copies of 
these sections. Actual allocation and binding with a real address occurs at the very start of 
runtime. From the structure of the executable object and the fact that the state in these sections is 
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pre-runtime, its clear that within a single process there is just a single copy of these sections. All 
intra-process threads therefore end up sharing the entire state in the same .data and .bss sections 
even if the program uses and OO language for the source. Similarly, they share the same GOT 
and the text or code. The weaves framework attempts to relieve these restrictions. It provides 
user-defined control over the sharing or separation of the data or information in these sections 
between intra-process strings. This truly illustrates that the framework is beyond existing 
execution models. It’s a new model of parallel execution like threads and processes that 
introduces object orientation and arbitrary sharing of state into them intuitively and gives the user 
the power to control them. It sits apart from simple procedural or OO languages (i.e. its language 
independent) and may be used with either.  

 
4.2 Position Independent Codes 

 
Before we go into the implementation of the primary components of the framework, let 

us take a look into some properties of position independent codes generated our platform. Here 
we shall also discuss which of these properties are required for our degree of position-
independence and which are not. Additionally, we argue on those properties or constructs that we 
need to change, and describe how our patching program takes care of such changes. The 
discussion presented is specific to the Intel platform. Other platforms also use the same concepts 
but have subtle differences in implementation i.e. the actual code. Recollect that the 
implementation of our framework deals with the assembly code and not with pure object code. 
This is because assembly is closer to natural languages relative to object code, which is based on 
binary (or hex) instructions. The use of assembly analysis, eases the complexity of subsequent 
modifications to support other platforms. 
 

4.2.1 Indexed Addressing of Global State 
 
Since, for our implementation, the problem of position independence or providing OO-

like properties, deals with global state, we restrict our discussion to those aspects of the position 
independent assembly that directly relate to it. Firstly, we describe the code generated by the 
position independent compiler options. Following this we discuss the position independence 
requirements of our framework and present the changes we need to make to the generated code. 
We describe and justify the consequent modifications. 

 
4.2.1.1 Accessing True Global Variables 

 
Remember that position independent code cannot in general have absolute virtual 

addresses in the code. Instead the addresses are stored in the GOT with the code probing into the 
GOT using a base and offset mechanism to obtain them. Figure 4.1 shows the assembly code for 
a simple piece of code accessing a global variable on Linux/Intel. The base address of the GOT 
section of the executable is stored as the macro _GLOBAL_STATE_TABLE_. At the beginning 
of the function, the register %ebx is loaded with this address. The current value in %ebx is 
pushed onto the stack before this. Lines 11 – 15 achieve this action. The exact reason for the 
round about way of loading the value of the macro into the register is beyond the scope of this 
document.  The register %ebx is always used to store the base address of the GOT in case of 
position independent code on the Intel platform. The code therefore never uses it for any other 
reason and resorts to other available registers for all other purposes. %ebx is freshly loaded with 
the macro at the beginning of each and every function including main(…). 
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_GLOBAL_OFFSET_TABLE_ also appears in the assembly translation of a switch statement, 
which we deal with later. Since there is a single GOT for a process, this macro is also single 
valued with respect to a process. It is the same for all intra-process threads and is shared by all. 
Different processes, however, have different copies of this macro. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 4.1: Position independent assembly on the Athlon Architecture 
 
Note how the variable ‘a’ is accessed. Lines 16 and 17 are the assembly corresponding to 

line 4 of the source i.e. a++. Line 16 moves the value in the GOT corresponding to ‘a’ into the 
register %eax. This is the actual virtual address of ‘a’. Remember that %ebx points to the base of 
the GOT. The prefix ‘a@GOT’ translates to an offset in hex machine code i.e. object code. The 
offset leads to the slot in the GOT where the address of ‘a’ is stored. Through such 
representation, the assembly code provides an easy way of recognizing instructions accessing the 
GOT. It sports a syntax that’s closer to the natural languages, which facilitates the extra power to 
clarify different kinds of accesses. There are other kinds of offset accesses that use %ebx but do 
not probe into the GOT at all. These accesses are used in case of statics that we shall soon 
discuss. It would be impossible to distinguish such accesses from the ones that probe into the 
GOT by looking at raw object code since they have the very same structure. Thus attacking the 
assembly makes our analyses and implementation much easier. Once the address of ‘a’ is loaded 
in %eax, the next instruction (line 17) increments the value that %eax points to.  

 
There are several complex forms of statements that access the GOT depending on the 

instruction and the kind of global involved. These show up when the global being accessed is a 
member of some complex structure. Remember that all arrays or structures have one entry in the 
GOT pointing to the beginning of the memory regions allotted for them. All of such accesses 
therefore, have one common property – the first thing that they do is access the beginning address 
of the concerned array or structure from the GOT. Thus they always begin with a statement of the 

1  int a; 
2 
3  void foo(){ 
4 a++; 
5 return; 
6  } 
 

1   .file "x.c" 
2   .version "01.01" 
3  gcc2_compiled.: 
4  .text 
5   .align 4 
6  .globl foo 
7   .type  foo,@function 
8  foo: 
9 pushl %ebp 
10 movl %esp, %ebp 
11 pushl %ebx 
12 call .L3 
13 .L3: 
14 popl %ebx 
15 addl $_GLOBAL_OFFSET_TABLE_+[.-.L3], %ebx 
16 movl a@GOT(%ebx), %eax 
17 incl (%eax) 
18 movl (%esp), %ebx 
19 leave 
20 ret 
21 .Lfe1: 
22 .size  foo,.Lfe1-foo 
23 .comm a,4,4 
24 .ident "GCC: (GNU) 2.96 20000731 (Red Hat                                                              

Linux 7.1 2.96-98)" 
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form ‘movl  var@GOT …’. Once they have obtained the beginning address of the structure 
from the GOT, they variously take offsets from the obtained address to reach the location of the 
desired member. The entire procedure may be done under just one single “movl” assembly 
statement, but during actual execution it goes through multiple steps the first of which is 
obtaining the beginning address of the structure from the GOT. There are therefore several 
complex forms of the ‘movl  var@GOT …’ statement all of which have this part in common. 
Accessing of globals therefore is at least a two-step procedure – firstly obtaining the address of a 
variable from the GOT and then accessing the value at that address.  
 
4.2.1.2 Advantages of the 2-step accessing mechanism 

 
This kind of access coupled with the namespace notion associated with the GOT provides 

a powerful and sophisticated tool for defining multiple global namespaces within a single process. 
Note that changing the address in a GOT slot forces the same code to access a different memory 
region for the same variable. Similarly, changing %ebx to point to a different address, forces the 
same code to access a different region for the GOT. These two properties together provide a 
strong foundation on which our implementation builds the whole framework. They lay the base 
on which the central and most important property of the framework. – Arbitrary user-defined 
sharing and separation of state between intra-process strings – is built. Every string has its own 
copy of the resisters. Setting their %ebx to different addresses forces them to use different GOTs. 
This provides easy separation of global namespace between the intra-process strings (the same 
variable name maps to two completely different GOTs). The address entries corresponding to a 
single variable in these two GOTs may point to the same or different memory region thereby 
achieving user-defined sharing or separation respectively at the granularity of variables. This is 
the crux of the implementation.  

 
Note that the above-described access mechanism extends such sharing or separation to 

the granularity of individual variables. This imparts the power of implementing tuple spaces to 
the framework, which we discussed under “Design and Architecture”. Though the current 
implementation concentrates on sharing at the level of modules or beads, it is easy to extend it to 
the finer granularity discussed above. The GOT provides a central and simple interface for 
tracking individual variables belonging to the global state of an executable. 

 
4.2.1.3 Accessing Statics 

 
Recollect that other than globals, statics and constants are also a part of the globally 

stored data of an object. Constants do not reflect the state of a program since they never change. 
Hence having multiple separate copies of constants (in independent namespaces) doesn’t confer 
any benefits. All issues dealing with accessing constants (their sharing or separation) are therefore 
obviated. The default sharing of all constants between intra-process threads and therefore strings 
is not a problem for our framework.  

 
Statics, on the other hand are a case for concern. They are dynamic and are a part of a 

process or string’s state. Nevertheless, they are not truly global since they are scoped within the 
function or file that contains their declaration. Because of this, the GOT does not have pointers to 
static data even though they are a part of the .data or .bss sections of object files. Position 
independent code accessing statics do not go through the GOT. Such assembly code therefore 
uses a different kind of indexed addressing. In the example in figure 4.1, if ‘a’ were a static, the 
assembly in lines 16 and 17 would be replaced by a single line – 
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incl a@GOTOFF(%ebx) 
 
This instruction also takes an offset from %ebx or the beginning of the GOT. Nevertheless, it 
does not offset into the GOT. Instead it probes into the .data or .bss section directly depending on 
where the concerned static is allocated. It does not follow the two-step procedure of obtaining the 
address and then the data as in case of true globals. It directly accesses the memory region or 
value of the concerned variable. This is the reason for a single instruction instead of two. The 
exact reason for the difference in the kind of indexed addressing used for statics and globals 
(though both reside alongside in the same sections), or more importantly, the need for the less 
computationally efficient mechanism for globals (involving 2 steps) and the need for the GOT 
itself are beyond the scope of this document.  
 
4.2.1.4 Shortcomings of the static accessing mechanism 
 

Recall that the two-step accessing mechanism coupled with the GOT, provide a strong 
foundation for our implementation. The current implementation greatly exploits it to provide for 
the property of arbitrary state sharing among strings. The access pattern used for statics does not 
facilitate the same. Setting different addresses in %ebx for different threads enable them to access 
different .data and .bss sections. However, the corresponding .data and .bss sections of each string 
are completely separate from those of the other. It can therefore support total separation of entire 
static state of the entire process between different strings but cannot achieve arbitrary sharing and 
partial separation of the same at the level of constituent objects (modules or beads). Moreover, 
though not globally scoped, they are definitely a part of the global state of an object and therefore 
the framework must support them the same way as true global variables in order to be as general 
as it is intended to be i.e. facilitate arbitrary sharing and/or separation for them as well.  
 

4.2.2 Changing Static access mechanism 
 

In order to extend arbitrary sharing properties to cover the entire globally stored state 
including statics, we force the assembly to use the two-step access mechanism for statics too. 
This is done through our assembly-patching program. Note how the assembly language helps in 
easily distinguishing between accessing true globals and statics or constants (which are also 
accessed in the same way as statics). Raw object code looks the same for all. The patch parses 
through the assembly and looks for statements using the var@GOTOFF construct. Once found, it 
replaces such a statement with the set of statements that implement the same functionality for true 
global variables i.e. using the 2-step mechanism going through the GOT (var@GOT). The 
statement – incl   a@GOTOFF(%ebx) – where ‘a’ is a static is replaced by the set – 

 
movl a@GOT(%ebx), reg 
incl (reg) 
 
Here ‘reg’ is a register. In the same way as for true globals, there are several complex 

structures of statements accessing statics depending on the instruction and kind and structure of 
the static variable under consideration. All of them however have the common structure ‘instr  
var@GOTOFF …’, where ‘instr’ is some assembly instruction, and ‘var’ is a static variable. 
The patch has to track each and every form of such statements and replace them with the exact 
corresponding set of instructions of the other type i.e. ‘var@GOT’ type. There are several 
issues associated with the patch, which are not presented in this document. Once run through the 
patch, compilation of the patched assembly automatically creates entries in the GOT for statics as 
well. Thus all global state – including that of static variables – is accessed through the GOT using 
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the two-step mechanism. The GOT, therefore, becomes a gateway to the entire global state of the 
process. Defining multiple GOTs creates multiple namespaces within the same process. Further, 
even static variables may now be arbitrarily shared or separated between strings. 
 

4.3 Implementation of Core Components 
 
With this understanding, we now go into the implementation of the core components of 

the framework under the current design i.e. implementation of modules, beads, weaves and 
strings. Remember that ours is a framework for the development for parallel applications. 
Therefore no stage or component of the implementation can be described alone. It is always 
associated with and therefore described with application development in mind. Since the 
framework is still in a developmental stage, many constructs including primitives and the process 
of development under weaves are not yet formalized. As mentioned earlier, the current 
implementation is just a prototype and is intended to demonstrate the ability of the framework in 
terms of realizing our motivating applications – a simple version of the ONE and Sweep3D. 
 

4.3.1 Basic Elements (modules, beads, weaves and strings) 
 
Modules – Recall that for the current implementation the basic unit or component is a Module. 
All sharing and separation between strings occur at the granularity of modules. Moreover, under 
the current design, a module is an encapsulated and self-contained entity with external interaction 
primarily through external functions. As mentioned under Design and Architecture, a module is 
just a relocatable object file (name.o). One object file represents one module. All files 
implementing a module must be compiled into one single relocatable object or .o. If separate, 
they must be combined into one before being fed to the system. The .data and .bss sections 
together comprise the data context of a module while the .text section makes up the code context. 
Objects representing modules are integrated with other system generated objects to create the 
final executable representing the tapestry. Since all modules that are part of a single tapestry are 
integrated into one executable, their global namespaces must be distinct. 

 
Determining Module properties: To facilitate the Weaves framework, we must keep track of a 
module at runtime. This amounts to keeping track of the data and code contexts of a module at 
runtime. After integration, the .data, .bss and .text sections of the module become a part of the 
corresponding sections of the executable. Recall from our discussion on ELF that these sections 
of modules come in the same sequence within corresponding sections of the executable as the 
sequence in which they appear in the command line used for integration. Also, the same sequence 
is maintained when the executable is loaded for execution i.e. at runtime. This property is 
exploited by the system to keep track of the modules at runtime. 

 
To obtain and maintain the exact memory location or VMA of the .data, .bss and .text 

regions of a particular module within the whole, system generated dummy partition objects are 
inserted before and after each module object on the command line during integration. Integration 
of modules to create the executable is also automatically handled and therefore controlled by the 
system. Thus the system can sequence the modules as it wishes during integration and can 
therefore track their code and data contexts within the executable at runtime. Implementation of 
the part of the system that deals with configuration and compilation of an application (i.e. 
building an application on the weaves framework) is discussed later. Thus the .data, .bss and .text 
sections of these partition objects appear before and after those of the modules in the 
corresponding sections of the final executable. At runtime, system variables and functions defined 
in the partition objects appear at the boundaries between regions belonging to different modules 
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within the three concerned sections. Their addresses (VMAs) are used to determine the exact 
location and size of these regions for each module. Since these objects are system generated, they 
contain functions and variables that are known to the system thereby facilitating easy tracking of 
their location at runtime. These are just dummy objects and functions in them are never really 
executed at any time. Details about partition objects are provided later. 
 
Module Data Structure: Figure 4.2 shows the data structure associated with a module. The 
individual fields have been described below – 

1. module_id: A unique module identifier. It’s an integer, the value of which is 
specific to a particular module in any application being built on the framework. The 
system uses it to identify the module. 

 
 
 
 
 
 
 
 
 
 
 
 

Figure 4.2: Data Structure for a Module 
 
2. module_start_instr: Marks the beginning of the code context of a module. Its 

actually an address and is therefore stored as a void *. To facilitate usage of its value 
during analysis, its cast to an integer if and when required. It stores the integer value 
of the exact address (within the .text section of the executable) where the .text section 
of the module begins. Recall that our system inserts partition objects before and after 
each module during integration and uses them to for obtaining the exact address of 
the boundaries of a module. Thus this field actually contains the beginning address of 
the .text section of the partition object that was inserted before the module during 
integration. Though this is not the exact address at which the .text of the module 
begins, it serves as an extended but definite boundary for the purpose of this 
implementation. 

3. module_end_instr: Marks the end of the code context of the module. As in the 
case of module_start_instr, Its actually an address and is therefore stored as a 
void *. To facilitate usage of its value during analysis, its cast to an integer if and 
when required. It stores the exact address (within the .text of the executable) where 
the .text section of the module ends. As before, its actually the beginning address of 
the .text of the partition object inserted after the module. 

4. module_bss_start: Marks the beginning of the .bss section of the module i.e. 
the uninitialized part of  its data context. Once again it’s the exact address (within the 
.bss section of the executable) where the .bss section of the module begins and is 
hence stored as a void *. As before, it’s actually the beginning address of the .bss 
section of the dummy partition object inserted before the module. 

5. module_bss_end: Marks the end of the .bss section of the module i.e. the 
uninitialized part of  its data context. Once again it’s the exact address (within the 
.bss section of the executable) where the .bss section of the module ends and is hence 

typedef struct{ 
        int module_id; 
        void * module_start_instr; 
        void * module_end_instr; 
        void * module_bss_start; 
        void * module_bss_end; 
        void * module_data_start; 
        void * module_data_end; 
}module; 
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stored as a void *. As before, it’s actually the beginning address of the .bss section of 
the dummy partition object inserted after the module. 

6. module_data_start: Marks the beginning of the .data section of the module i.e. 
the initialized part of  its data context. Once again it’s the exact address (within the 
.data section of the executable) where the .data section of the module begins and is 
hence stored as a void *. As before, it’s actually the beginning address of the .data 
section of the dummy partition object inserted before the module. 

7. module_data_end: Marks the end of the .data section of the module i.e. the 
initialized part of  its data context. Once again it’s the exact address (within the .data 
section of the executable) where the .data section of the module ends and is hence 
stored as a void *. As before, it’s actually the beginning address of the .data section 
of the dummy partition object inserted after the module. 

 
Module creation: Modules are created through the function module_create shown below – 
All this function does is take in the address of a structure of type module (m) and assign its fields 
with the corresponding values for the concerned object passed to it. The element ‘m’ that stores 
all information about the module must be created before being passed on to this function. 

 
Module initialization: An application may require some sort of initialization to be performed on 
the code or data context of the module that needs to be reflected in each and every bead based on 
it. The initializations effected at compile-time i.e. to the .data region of a module, are an example 
of this must be reflected in every bead. Additionally, specific applications may want to perform 
such initializations through functions that are called at runtime. Such initialization functions must 
be called immediately after module creation and before any beading is initiated. The user must 
provide such information through the GUI to make sure of the desired behavior of the application. 
The important point to note here is that all initializations done at this stage are exactly 
copied to all beads based on this module.  
 
 
 
 
 
 
 
 
 
 
 

Figure 4.3: Module Creation 
 

Though modules are the basic building block of the framework, they are passive entities 
under the current design. Their data contexts are never actively accessed or modified after system 
initialization. They are used only for bead creation after which it’s the beads that are used by the 
application at runtime and it’s the state in the beads that reflect the application state. Therefore, 
initializations at this stage should be minimal and should stay within the module’s own context 
(maintains self-containment). Moreover, initializations involving address assignments (pointer 
initializations) should be avoided as far as possible at this stage. This includes two kinds of 
initializations –  

1. Those involving dynamic memory allocations and  
2. Those where a variable is set to the address of another.  
 

void module_create( 
module * m, int module_id, void * module_start_instr, 
void * module_end_instr, void * module_bss_start,  
void *module_bss_end, void * module_data_start,  
void * module_data_end 

) {  
Assign each value to the corresponding field; 
return; 

 } 
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This is because, initializations of these types introduce sub-modular sharing between beads based 
on such a module, which is not desired under the current design. Further analyses and discussion 
of this aspect is not a part of the current prototype implementation. 

 
Module destruction: Module destruction automatically occurs when the application being 
developed terminates. It may be done prior to this if the user so chooses by calling a destructor 
function. It simply deletes the structure associated with a module and frees the memory. Note that 
this does not free the memory associated with the .data, .bss and .text sections of the module. 
These are a part of the compiled image of the object for the module and cannot be deleted by the 
application. These always stay till the end of runtime. Hence explicit module destruction serves 
no real purpose for statically compiled code. It may however be used in the context dynamically 
inserted modules. 

 
Beads – Modules are the blueprints for the basic active entity of the framework – a bead. A bead 
is an instantiation of a module. It has the code context of the module on which it is based but has 
its own independent copy of the data context. The data context of a bead is actively accessed and 
modified during application runtime. A bead is the basic building block provided by the 
framework under the current design. All sharing and separation occurs through beads and at the 
granularity of beads. The implementation of a bead follows from its definition. Since it has the 
same code context as its associated module, a pointer to the module is enough for defining its 
code context. It’s the same as the .text section of the concerned module. The data context of a 
bead is also divided into two sections one each corresponding to the initialized and uninitialized 
parts of the module’s data context.  

 
General Properties: A bead must have its own separate copy (i.e. separate memory) of the .data 
and .bss regions of the module. It does not use or refer to the regions in the .data or .bss section of 
the executable that belong to the module and were created at pre-runtime. Instead its data context 
comprises it’s own separate copies of these regions created at runtime during bead creation. A 
data context of a bead also reflects the pre-beading initializations performed on the associated 
module’s data context since these are general to all beads based on the concerned module.  
 
Bead Data Structure: The data structure associated with a bead is shown in figure 4.4. 

 
 
 
 
 
 
 
 
 
 
 

Figure 4.4: Data Structure for a Bead. 
 

The individual fields signify – 
1. bead_id: A unique bead identifier. It’s an integer, the value of which is specific to 

a particular bead in any application being built on the framework. Ever bead in an 
application (tapestry) has its own unique value for bead_id independent of the 
module it’s based on.  

typedef struct{ 
        int bead_id; 
        module * base_module;
        void *data_start; 
    int data_size; 
        void *bss_start; 
    int bss_size; 
    int flag; 
}bead; 
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2. base_module: A pointer to the module on which the bead is based. It provides the 
VMA of the data structure containing information about the associated module. This 
field serves as the means to access the code context of the bead (which is the same as 
that of the module its based on and is shared by all similar beads) as well as the 
central copy of the data context associated with all beads based on one module 
(which is the data context of the module itself).  

3. data_start: The VMA of the initialized part of the beads own data context hence a 
void *. It provides the beginning address of the region in memory where the bead’s 
copy of the module’s .data section is stored. Since the copy is created at runtime 
during bead creation, this region belongs in the dynamic memory heap. After bead 
creation, this region contains an exact copy, same in size and content, as the .data 
region of the concerned module.  

4. data_size: An integer. Its value is the size of the .data region of the bead. It’s the 
same as the size of the .data region of the corresponding module (since it’s just a 
copy of it) and is computed from the module_data_start and module_data_end fields 
of the same (modulus of the difference between the two).  

5. bss_start: The VMA of the uninitialized part of the beads own data context hence a 
void *. It provides the beginning address of the region in memory where the bead’s 
copy of the module’s .bss section is stored. Since the copy is created at runtime 
during bead creation, this region belongs in the dynamic memory heap. After bead 
creation, this region contains an exact copy, same in size and content, as the .bss 
region of the concerned module.  

6. bss_size: An integer. Its value is the size of the .bss region of the bead. It’s the same 
as the size of the .bss region of the corresponding module (since it’s just a copy of it) 
and is computed from the module_bss_start and module_bss_end fields of the same 
(modulus of the difference between the two). 

7. flag: The flag is a field used by the island-based string scheduler to determine if the 
current bead is safe for switching or not. If the scheduler is activated when a 
currently active string is executing within this bead, then the scheduler checks the 
value of this flag to determine if it’s safe to switch to some other string. Since the 
implementation of strings and the scheduler are still under developmental stages and 
have not yet been formalized and incorporated into the system, further discussion of 
this field is left out. 

 
Bead creation: Bead creation occurs at runtime. The function bead_create takes the pointer 
to a variable of type bead (b) as the first parameter. This is the variable or element that keeps 
information about the bead. It must be declared or created before this function is called. Firstly, 
the bead_id and base_module fields are assigned from the other parameters directly to the 
corresponding fields of ‘b’. Then the sizes of the initialized (.data) and uninitialized (.bss) 
portions of the bead’s data context are determined and assigned from the start and end 
information of the module’s corresponding regions. This is followed by dynamic allocation of 
two memory regions – one each corresponding to the .data and .bss sections of the associated 
module and copying over of all data from the module’s to the bead’s .data and .bss sections. 
Copying over of the .data section is necessary to account for pre-runtime and pre-beading 
initializations, which need to be reflected in the bead’s state. Though during program loading, the 
.bss section of an executable and therefore that of a module is always initialized to 0, the module 
initialization functions called immediately after module_create may change the original 
values depending on the application being built. This necessitates copying over the .bss region as 
well.  
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Figure 4.5: Bead Creation 
 

Pointer Aliasing problem: A situation may arise where a variable within the data context of a 
module is initialized to the address of another variable within the same data context. This does 
not violate the self-contained property of modules. However, beading creates a separate data 
context. Hence, the addresses of all variables within the data context of the bead are different 
from the addresses of the same variables inside the module. Recall that under the current design, a 
bead is a completely independent (separate) and self-contained entity with no sharing at a finer 
granularity. Therefore, a variable initialized as above must now point to a different address that 
maps to the bead’s copy or data context. Copying over the initialization values from the module 
to the bead results in erroneous initialization since such a variable continues pointing to a location 
within the module’s data context. This violates the self-contained property of a bead and also 
induces sharing of the concerned location among all beads. We term this as the ‘Pointer Aliasing 
Problem’.  

 
Fixing Pointer Aliasing: To fix this, the data context of the bead is parsed through (after all 
copying is done). The parser looks at every consecutive word of data (size of a void * - 4 bytes in 
our case) starting at the beginning. The parser looks at a word at a time also because data 
elements are aligned according to the size of a word. If the value of that word is that of an address 
within the associated module’s data context, then it changes the value to the corresponding 
location within the bead’s data context.  

 
Problems with the solution: This mechanism is not free of problems. There is a chance that a 
word has a value identical to an address within the data context of the module in-spite of not 
being associated with a pointer. Our parser would change that value resulting in an error. The 
problem is that so far we have not found a way to track the exact variable and its type to which a 
certain word in the data context of a module belongs. Remember that such information needs to 
be obtained from the ELF object of the module since the framework does not have any 
knowledge of the internal implementation of the same. Nevertheless, the chances of such an 

void bead_create(bead *b, int bead_id, module * m){ 
 
 Assign bead_id and m to the corresponding fields.
 

Compute sizes of data and bss sections from 
information in the associated module structure 
and assign to corresponding fields. 
 
Allocate dynamic memory for the two parts of the 
data context and assign addresses of these 
regions to the related fields. 
 
Copy everything from the module’s data and bss 
regions to the bead’s corresponding regions. 
 
Sort out internal references or pointers to 
within the same data context (pointer aliasing 
problem) 

} 
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initialization are extremely remote. Moreover, some address initializations may not involve 
addresses within the module’s data context. These would be neglected resulting in their sharing 
across all beads. 

 
Bead initialization: A bead does not have an independent existence. It makes sense only when 
integrated with other beads to make up a weave. Moreover, since each bead is a separate and 
independent entity, it may be initialized if and when required. Initialization of beads over what is 
already obtained from the module is therefore delayed until later. All initializations functions for 
a bead are called when the first string that accesses its state is fired up. The exact semantics and 
functions of such initializations are not a part of the current prototype and are an aspect of future 
work. 

 
Bead destruction: Bead destruction involves freeing of the additional memory allocated for the 
.data and .bss sections of the bead followed by destruction of the associated data structure and 
freeing of its memory. 

 
Weaves – By definition, a weave is a collection of beads that defines an entire namespace under 
which a string may execute. Implementing a weave therefore involves creating a namespace 
through integration of beads. A string accesses this namespace and all data within its realms. 
Thus unlike a bead, there is a notion of runtime associated with a weave. Thus a string running 
through the codes of the constituent beads of a weave must access the data contexts of those very 
beads and nothing else. Hence, the implementation of a weave must take care of linking the code 
and data contexts of the constituent beads.  

 
General Properties: Recall that code in the beads is position independent code accessing data 
through the GOT. Therefore a weave must have its own GOT that contains pointers to the data 
contexts of its constituent beads. This is the Global State Table (GST) of the weave. The GST of 
a weave maps (redirects) variable names (accesses) to its own data context, which is the sum of 
the data contexts of all constituent beads. Every weave has its own unique GST. It contains the 
exact VMAs of all global and static variables within the data contexts of the constituent beads. 
Thus the pointers in the GST are distributed over all the .bss and .data sections of the constituent 
beads. The GST connects the code context of a weave to its data context. The data structure 
associated with a weave is shown in figure 4.6. 

 
 
 
 
 
 
 
 
 
 
 
 

 
Figure 4.6: Data Structure for a Weave 

 
 
 
 

typedef struct 
{ 
  int weave_id; 
  bead *beads; 
  int no_of_beads; 
  void *central_GOT_start;
  void *GST_start; 
  int GST_size; 
} weave; 
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Weave Data Structure: The individual fields are described below – 
weave_id: The unique weave identifier. Its value is singular for every weave in the 
tapestry or application. It is an integer value used to identify the weave. 
beads: A pointer to an array of beads hence the type bead *. The array contains data 
elements of type bead. Every element belongs to a bead that constitutes the concerned 
weave. Through this field the weave keeps information about all beads that constitute it. 
no_of_beads: An integer denoting the number of beads in the weave. The user defines 
a weave and therefore the number of beads in it is variable. Therefore is this field 
necessary. 
central_GOT_start: A pointer to the original GOT of the executable. The original 
is the central GOT that is copied and modified to obtain the GST. This is the GOT that 
initially shows up in the executable ELF image. 
GST_start: Contains the address of the Global State Table of the weave hence a void 
*. The GST is created during weave creation that we shall soon discuss. The functionality 
of the GST with respect to the weave is the same as that of a GOT with respect to a non-
weaved program with position independent code. Such programs access their data context 
through the GOT, which holds variable addresses in its private data. A string, which is 
the executing entity associated with a weave, accesses the data context of the weave 
through the GST in the same manner. Due to our assembly patch, the original GOT of a 
program and therefore every GST contains addresses of static variables as well. Finally, 
the GST resides in the dynamic heap of the whole program since its created at runtime 
and therefore allocated dynamically. Recall the observation that multiple GOTs (one for 
each thread) within a single program make arbitrary sharing of state possible among 
intra-process threads. This is precisely what our implementation achieves through the 
GST. The GST is therefore the single most important facet of the implementation of the 
framework. Since a single bead may be part of two or more weaves, the slots for that 
bead in GST of all those weaves would refer to the same addresses thereby sharing the 
bead’s state. The GST lays the foundation for sharing in the framework. 
GST_size: Integer, the value of which denotes the size of the GST. This variable is 
maintained for analyses and debugging purposes. It’s not really used by the framework at 
least under the current implementation. Nevertheless, it provides valuable information 
about the GST of a weave and is therefore kept as a part of the data structure. It’s the 
same as the size of the original GOT since a GST is created from a copy of the GOT. 
 

Weave Creation: Figure 4.7 shows the pseudo-code of the function for weave creation. The 
function takes in a pointer ‘w’ to a variable of type weave described above. This variable must be 
created before being passed to this function. Firstly, it simply assigns the weave ID and the 
pointer to the array of beads (that make up the weave) to the related fields of ‘w’ directly from the 
other parameters. Next the address and size of the original GOT of the program are obtained and 
assigned to the concerned fields of ‘w’.  

 
Obtaining GOT information: Recall that compilation and linking are also a part of the system. 
Hence the name of the final executable is always available to it. The executable object file can 
therefore be availed by the system to extract requisite information system at runtime. The 
information about the GOT is obtained by analyzing the ELF of the executable file at the very 
beginning of system initialization and is stored in central global variables – GOT_start and 
GOT_size – which are used from there on during creation of all weaves. The ELF dump of the 
executable is obtained by executing the system command “objdump –h executable-name” on 
the executable for the tapestry or application. The ELF dump of the executable is obtained and 
maintained in a file immediately after the executable is created through integration of system and 
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module objects. The ELF dump obtained through the objdump system command contains the 
sizes and start VMAs of important sections including that of the GOT. GOT_start and GOT_size 
are assigned to central_GOT_start and GST_size fields of ‘w’ respectively. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 4.7: Weave Creation 
 

Size of the GST: Remember that a single weave may have at most one bead of a certain module. 
Therefore the maximum size of a GST is that of the original GOT of the application (when it 
contains a bead based on every module). Nevertheless, a certain weave may not have a bead of 
some module that is a part of the application. In that case that GST for that weave does not need 
to have the entries corresponding to the module that does not appear in it. Nevertheless, recall 
from our discussion on the GOT that the entries for constituent objects are not sequentially placed 
within the GOT. Besides, the code accesses a GOT entry as an offset from the beginning of the 
same. Hence, the position of an entry cannot be changed without necessitating code modification. 
Such code modification would be extremely tedious and is avoided. Under our framework, the 
GST maps the same original code to the data context of the concerned weave. It therefore must 
maintain the same slots for each variable as in the GOT. Hence, the size of every GST must be 
the same as that of the original GOT. 

 
Creation of the GST: Creation of the GST involves dynamic allocation of memory of the size of 
the GST (GST_size) followed by copying over all data from the original GOT to the newly 
allocated region. The GOT contains certain information other than pointers to the data context of 

void weave_create(weave *w, int weave_id, module *m){ 
 

Assign weave_id and and m to the corresponding 
fields. 

 
Obtain information about the start address of the 
central GOT and its size from analyses of the ELF 
executable for the concerned application 
(tapestry) and assign them to central_GOT_start 
and GST_size respectively 
 
Allocate memory of size GST_size for the GST of 
the weave and assign address of the newly 
allocated region to GST_start. 
 
Copy over everything from the original GOT to the 
GST. 
 
Parse through the GST address entries and change 
the concerned ones to point to the corresponding 
addresses within the data context of the weave 
i.e. its constituent beads. 
 
Sort out internal references or pointers within 
the data context of the weave (Pointer Aliasing 
problem - from one bead to another within the 
same weave) 

} 
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the program. This information should remain exactly as it is and must be available to the string 
even though its not accessing the original GOT. Finally, the address entries in the new GST still 
continue to point to the data context of the constituent modules. They are to be changed to point 
within the data contexts of the corresponding beads. Once again because of the lack of ordering, 
the entire GST must be parsed slot by slot to effect this change. Hence, our implementation looks 
at each 4-byte (void * or word – recall that each slot in the GOT contains pointers to variables 
thereby being the size of a void *) slot consecutively and checks its value to determine where it is 
pointing. If it is pointing to a module a bead of which is a part of the weave, then it is changed to 
point to the corresponding address within the data context of the concerned bead. Otherwise, its 
left just as it is. If a module does not appear in the weave, then all slots corresponding to it are left 
as they are and are therefore wasted. Once again note that this approach may cause an error if 
some word contains a value that matches that of an address of a constituent module just by 
chance without intention. But the possibility is remote.  

 
Pointer Aliasing Problem: Once the GST is ready, the last step involves sorting out an advanced 
version of the pointer aliasing problem discussed under beads. Suppose that during module 
initialization (which includes compile time initialization of module state i.e. .data section of the 
object), a variable is initialized to the address of an external variable in some other module. 
During beading, address initializations pointing within the beads data context are sorted out but 
those pointing to other modules are not. These must be handled and changed to point to the 
corresponding bead within the concerned weave at this stage. Remember that the state within 
modules is not to be used and is only a blueprint. Thus the data context of every bead has to be 
parsed (consecutive 4 byte slots at a time) and any word having a value of an address within a 
module’s data context must be changed to reflect the corresponding address within the 
corresponding bead. Moreover, if a bead is shared among multiple weaves, such an initialization 
may map to different beads within different weaves. This creates an inconsistent situation where a 
single variable must have two different values. Address initializations therefore require exercising 
of extreme caution on part of the programmer or user. 

 
If such an address does not belong to either within the module or other modules (e.g. dynamically 
allocated regions), then that address and therefore that region will be inadvertently shared among 
all beads based on the concerned module. This is why initializations involving dynamic 
allocations should not be done at a pre-beading stage. Note that such pre-beading address 
assignments can be used to trick the system into sharing across beads and weaves. The current 
design is however wary of such a construct. How something like that can be useful or why a 
programmer would use it is beyond the scope of this document.  

 
Weave initialization: Weave initialization involves initializing the context of each of the 
constituent beads. Functions that do this are called in the start function of the string that runs 
through the concerned weave. Once again, the current prototype does not provide a formal 
implementation of this aspect. 

 
Weave destruction: Weave destruction involves freeing of the memory allocated for the GST of 
the weave, destruction of the associated data structure and finally freeing of its memory as well. 

 
String: A string is the basic entity of execution in our framework and operates under one weave. 
Under “Design and Architecture”, we compared and contrasted between threads and strings both 
of which are intra-process executing entities. Recall that strings are exactly the same as threads 
except that they are associated with single weaves and access their contexts only. The additional 
entity in the state of a string is the Weave Context Frame Pointer (WCFP) that points to the GST 
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of the associated weave. Due to the high degree of similarity, our implementation of a string uses 
an underlying implementation of threads. A string runs through the code context and accesses the 
data context of a single weave.  

 
Benefits from the underlying thread: A thread has its own copy of all registers. Position 
independent code uses the register %ebx to access the GOT (%ebx points to the beginning of the 
GOT). Setting the %ebx for a thread to the beginning address of the GST of a weave forces it to 
access the data context of that weave. %ebx therefore becomes the WCFP for a string. All slots in 
the GST that do not contain addresses mapping to the beads comprising a weave are left as they 
are in the original GOT of the whole program. The string therefore can access them and the 
information contained in them just as before. Thus strings require no modifications or additions to 
an existing threads library and are exactly the same from the point of view of implementation and 
structure. The only difference lies in the interpretation of %ebx. 

 
Since they are built on threads without any changes, strings are extremely lightweight and 

have fast context switching time. Every thread has its own copy of all registers, which are flipped 
during switching between them. Thus %ebx for every thread is flipped during switching also. The 
only difference between a strings and a thread is that a string has its own GST while a thread does 
not. Nevertheless, the string accesses the GST through %ebx, which is unique for each thread 
(though it has the same value in case of a threaded program – that of the original GOT). Thus the 
thread-switcher is enough for strings as well and automatically enforces the GST switch. We shall 
discuss more about string scheduling shortly. 

 
Being based on an underlying implementation of threads, strings provide all the facilities 

provided by the threads library being used. How those facilities maybe used with the weaves 
framework, however, is not a part of this document. It is concerned only with the very basic 
property of a thread – an intra-process executing entity. Moreover, the implementation of strings 
lies on top of threads and does not go into the internal implementation of the same. It can fit onto 
nearly any threads package. Strings can therefore be kernel-level and user-level depending on the 
threads library that is being used. The currently described implementation uses the pthreads 
library provided with all POSIX compliant UNIX systems. pthreads is a kernel level threads 
library. An implementation that uses a user-level threads library like GNU Pth only differs in the 
function calls to the threads library that our implementation uses (since these are specific to the 
library). We have tried out and established an implementation based on GNU Pth as well though 
it is not presented here. 

 
String Data Structure: Currently, a string is defined through the following data structure. The 
definition of this structure and therefore the implementation of the string are not yet fixed. They 
are still under development and formalization. This is just a prototype. – 

string_id: An integer identifier for the data structure associated with a string. Its 
unique to every string and is used by the system to pinpoint it. 
thread: The pthread associated with the string. This element is actually a structure of 
type pthread_t defined in pthread.h. Details of it are beyond the scope of this document. 
The pthread library and therefore our framework use this handle to control the execution 
of the string. 
pid: An integer process identifier associated with the string. 
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Figure 4.8: Data Structure for a String 

 
wcf: The Weave Context Frame. A pointer to the weave associated with the string. This 
field is the means to access the weave, its GST, and the data context of the constituent 
beads. 
start_fn: The start function of the string. This function is the first one to be executed 
by the string. The current implementation is in a prototype stage and therefore the exact 
format and primitives associated with a start function have not yet been formalized. The 
start function is however very important since it is here that all initialization functions are 
called. These initializations involve those pertaining to beads, the associated weave and 
the string itself. One of the first instructions that a string must execute is one that sets 
register %ebx to the GST_start of the associated weave. Once that is done, all data 
accesses are redirected to the data context of the weave. Currently, this is done through 
an inline assembly instruction – movl GST_start, %ebx – that is hard coded by the 
user into the start function.  
args: A pointer to the arguments that are to be passed to the start function. 
 

String Creation: String creation essentially involves firing up a thread of execution. Under the 
current prototype, it is done through the string_create(… ) function shown and described in figure 
4.9. The function takes in a pointer to an object of type string that must be created before being 
passed. It then assigns the fields of the string object from the information passes to it through 
parameters. These include a pointer to the weave under which the string is to operate – ‘w’ that is 
assigned to ‘wcf’ the field representing the weave context frame of the string. Next a pthread is 
created and fired off at the start function of the string. The pthread_t field – thread – in the string 
object is the handle of the thread. The parameters for the start function are also passed as it is to 
the pthread_create function. Finally, the process id of the thread is obtained from the handle of 
the thread – the pthread_t or ‘thread’ field of the string structure – and assigned to the pid field of 
the same. 
 
String initialization: String initialization comprises the first few things that a string does before 
moving into its part of the core of the application being modeled. These involve some system-
defined functions that must be a part of each and every string. Setting %ebx to the GST_start of 
the associated weave is one of these things. Additional functionality may involve initialization of 
beads, the associated weave and other things that are not yet defined at this stage. All this is 
currently performed at the beginning of the start function ‘start_fn’. The user must code up the 
start function properly in order to correctly do what he desires under the current prototype. 
Automating this process to obtain information from the UI and perform all required initialization 
steps is an item on the agenda for future work. 
 
 

typedef struct { 
 int string_id; 
 pthread_t thread; 
 int pid; 
 weave *wcf 
 void (*start_fn) (void *); 

void *args; 
} string; 
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Figure 4.9: Prototype function for string creation. 
 
 
String Handling: All functions associated with runtime handling of strings come under this 
section. Pausing, restarting and stopping a string and many other similar constructs must be 
implemented in order to provide for a complete model of execution. Currently, all such 
functionality associated with threads can be used on strings simply because strings are built on 
threads. Nevertheless, invoking these functions requires explicit calls to the threads library and on 
the thread object or field within the string object. The current prototype implementation does not 
provide any abstractions to make them available at the level of strings. The string interfaces for 
these are yet to be implemented. 
String destruction: This involves destroying of the thread associated with the string, its handle, 
data structure and freeing of all memory associated with it. This is followed by destruction of the 
data structure associated with the concerned string object and freeing of its memory. 
 
Maintaining the same GST for a string: A string must always operate under the associated 
weave and can never access anything beyond. Thus %ebx for a thread must always point to the 
base of the GST of the associated weave. %ebx must therefore never be changed to any other 
value. Recall that position independent code does not use %ebx for any reason other than 
accessing the GOT and therefore once loaded, its value never changes as long as execution stays 
within the same code (here all pieces of code using the same GOT are interpreted as a single 
code). Nevertheless, position independent code reloads %ebx with the value of the macro 
_GLOBAL_OFFSET_TABLE_ at the beginning of every function. Recall that this macro is 
single for a process and all its intra-process threads or strings and points to the original GOT of 
the program.  
 

Resetting %ebx to the original GOT causes erroneous operation. Now, %ebx is never 
changed as long as execution stays within the realms of code associated with the original GOT. 
The reason for the reloading is because position independent code is intended for self-
encapsulated libraries where every function may be called from outside but must access its own 
GOT (the library’s own). Under the present prototype of our framework, the entire code for an 
application must appear together in the executable. Hence, the reloading at the beginning of the 
function is not necessary since execution never moves out of the gamut of the single GOT 
associated with the application. Thus the assembly statements achieving this reloading are 
removed during patching.  

 

void string_create(string *str, int string_id, weave *w, 
void (*start_fn) (void *), void * args){ 

 
 assign string_id, w, start_fn and args to the 

concerned fields of str. 
 
call pthread_create(&str->thread, NULL, start_fn,  

args). 
 
 Obtain pid of newly created thread and assign it to 

the pid field of str. 
} 
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Another place where the position independent code uses the macro 
_GLOBAL_OFFSET_TABLE_ shows up in the assembly for a “switch-case” statement. In a 
switch statement, the IP jumps to the desired location depending on the value of a target integer. 
To make this efficient, the compiler pre-computes the start addresses of each branch, subtracts 
that value from the value of the macro and stores the result in subsequent slots within the .text 
section itself. During actual execution, it chooses a slot depending on the value of the target 
integer, subtracts it from the value in %ebx and jumps to the address denoted by the difference. 
The reason for such behavior is not quite clear right now. Now in case of normal programs, the 
value in %ebx is the same as that of the macro and therefore the difference gives the correct 
address of the branch to be jumped to. Nevertheless, in our case, every thread has a different 
value in %ebx that are not the same as the macro, thereby resulting in erroneous operation. Our 
assembly patch again comes to our rescue here. It patches the code to store the actual address in 
the slots rather than its difference with the macro. Again while determining the jump address 
during execution, the code is patched to take up the entry in the slot and jump to the address 
therein instead of taking its difference with %ebx. We tried out this scheme on both our examples 
– the ONE and Sweep3D – with correct results. 
 
4.3.2 Selective state sharing 
 

Recall that a single bead may be a part of two or more weaves. Thus the GSTs of each of 
these weaves have pointers to the state or data contexts of the shared bead. Additionally, the 
weaves may have other beads based on other modules. Some such module may have a 
representation in every weave through independent beads. Thus the entries in the GSTs 
corresponding to that module point to completely separate data contexts – those of the separate 
beads. Now, the strings operating under these weaves use their distinct GSTs to access their state 
(achieved through setting of %ebx to the base address of the GSTs). Thus these strings share the 
state of the shared bead while access completely distinct data with respect to the unshared beads. 
In other words, this achieves arbitrary sharing and separation of state among constituent strings. 
Note that the two-step access mechanism through %ebx and the GSTs enables sharing at the 
granularity of individual variables – two GSTs may have identical address entries for a particular 
variable – because the GST (or GOT) provides location information about each and every 
variable. Providing for this is another aspect of future work. 
 

4.4 Other Aspects 
 

4.4.1 The Assembly Patch: A summary of the main functions of our assembly-patching program 
is presented here – 

 
1. Changing access mechanism of statics to that of true globals: The patch forces the code to 

access statics through the GOT as well and creates entries for them in the GOT. 
2. Removing reloading of %ebx with _GLOBAL_OFFSET_TABLE_ at the start of every 

function: This helps maintain the base address of the GST associated with a certain string 
throughout its execution. 

3. Switch-case: Removes the usage of the macro _GLOBAL_OFFSET_TABLE_ in the 
assembly for the switch statement.  

 
Details of the implementation of the patch program involve in-depth analysis of Athlon AT&T 
Assembly. It handles all possible versions of the three cases described above. Discussion of all 
the internal technicalities of the patch is beyond the scope of this document. 
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4.4.2 Partition Objects: Partition objects are system-generated pieces intended for facilitating 
easy determination of boundaries between modules within the integrated executable. Their 
naming follows from their functionality. Figure 4.10 shows the source for such a partition object. 

 
 
 
 
 
 
 
 

 
 
 

Figure 4.10: Source code of a partition object 
 

The number of partition objects required for a certain application depends on the number of 
modules therein. N modules require N+1 partition functions. This is the reason for the naming 
convention shown in figure 4.10. The file partition_i.c denotes the source file for the ith partition 
object. i ranges from 0 to N. Thus the partition_i.c is the source for the partition object denoting 
the start of the ith module and the end of the (i-1)th module.  
 

A partition source is compiled using GCC to generate the corresponding partition object 
– partition_i.o for partition_i.c. There are two global variables in the source for such an object – 
one initialized (data_partition_i) and one uninitialized (bss_partition_i). There is also a function 
partition_fn_i(). When compiled into a relocatable object, the global variables end up in the .data 
and .bss sections while the function is stored in the .text section. While integrating objects during 
executable creation, partition_i.o appears between modules i-1 and i on the command line. Hence, 
the .data, .bss, and .text sections of the partition object appear between those of the two modules 
it is supposed to partition. The variable data_partition_i therefore marks the partition between the 
modules within the .data section of the integrated executable. Similar is the case with 
bss_partition_i with respect to the .bss section of the executable and partition_fn_i with respect to 
the .text section. These three are only sections that need to be handled by our system. Hence 
partition objects cleanly and comprehensively partition the executable into its constituent objects. 
Since these are system-generated objects, and variable and function names are system generated, 
the framework has knowledge of these at runtime and uses them to determine the exact 
boundaries between modules. 

 
Note that the variables or the function defined within these files are of no use to the 

applications and are never called once the system has configured and fired off the core of the 
application being developed. The code within the function that increments the two variables is 
there just to fool the compiler into believing that the variables may be used. This is necessary to 
restraint he compiler from deleting the function and the variables for the object image due to 
compiler optimizations. 

 
Recall that the current prototype implements only the core of the framework – user-

defined state sharing and separation among intra-process strings. The aspects of implementation 
discussed above are enough for providing for the same as we demonstrate through the 
implementation of our motivating applications. Other facets such as the string scheduler 
(currently string scheduling is left completely to the under lying thread scheduler), 

FILENAME: partition_i.c 
 
int data_partition_i = 0; 
int bss_partition_i;  
 
void partition_fn_i(){ 

data_partition_i ++; 
bss_partition_i ++;  

} 
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checkpointing, facets of dynamic adaptability and formalization of the development process 
over weaves are aspects of future work.  

 
Note that the implementation of the Weaves framework is neither at the application 

or user-level nor at the systems or kernel level but somewhere in the middle. The level at 
which it is implemented is common to many systems which facilitates platform 
independence (except the assembly patching) and is also common to all source languages 
which results in language independence. Moreover, it incorporates the good points of both 
user and systems level models – efficiency and generality respectively. 

 
4.5 Evaluation of the current prototype 
  

As stated earlier, the current prototype implements only the core of the framework – the 
compiler directed strategy enabling user-defined sharing and separation of state among intra-
process strings through simple interfaces, transparently without necessitating excessive code-
modification. Besides, it also demonstrates the properties of scalability (lightweight), language 
independence, and ability to handle legacy codes with minimal modifications. The following 
prototype implementations of our motivating applications further illustrate these characteristics of 
the framework. 
 

4.5.1 Simple prototype of the ONE 
 

Recall the simple scenario depicted in figure 3.5 in Design and Architecture. There we 
discussed why implementing it was nearly impossible under wither the threads or the processes 
models. Here we discuss the implementation of a similar simple problem under the weaves 
framework. The scenario being modeled is shown in figure 4.11.  
 
4.5.1.1 Model Description 

 
The scenario depicted in figure 4.11 incorporates 2 virtual hosts running concurrently. 

Each host has a single and unshared IP stack, and a client and a server running on its stack. The 
IP stack code is a real world one. It’s not a simulation of the kernel stack but is the kernel IP stack 
itself. Additionally, the code for the two stacks is the same. The client and server programs are 
simple programs that transfer a file between each other through the stack – the code for both 
clients is also identical and same is the case for the servers. They are also real-world codes that 
would work through the real kernel IP stack. The IP stack is a part of the system kernel. Digging 
it out into user land is part of another comprehensive work. The client-server pairs on two 
different hosts transfer two completely different files between each other in parallel. In order to 
achieve correct operation, there must be complete separation of state between the two hosts. 
Additionally, there are four executing entities operating in parallel – 2 clients, and 2 servers. With 
this knowledge we go into the internals of our implementation. 
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Figure 4.11: The Implemented prototype of the ONE 
 

4.5.1.2 Configuration and Compilation 
 

Intuitively, there are 3 modules necessary for this system – one implementing the client, one for 
the server and one for the IP stack. 
 

Module Client: Includes all code implementing the client program. The relocatable 
object for this is named client.o and is obtained from a single source file client.c through 
the commands shown below. 
 
 
 
 
 
 
 
 
The first command compiles the source file to generate the assembly for it in client.s. –
fPIC generates position independent code and –fno-common allocates the .bss section 
right away. <other-options> include all other application specific options. The second 
command runs our patching program over the assembly to fix the required parts. Finally, 
the third command compiles the patched assembly to the relocatable object client.o that 
represents the client module. The .text section of client.o comprises the code context of 
the module and contains all code. The .data and .bss sections make up the data context 
and contain initialized and uninitialized parts of the global state (globals and statics) 
respectively. 
 
Since the client is a valid real-world code that acts as a single process, it has a main(). 
However, under our system, it executes just as an intra-process string. Thus, the main() is 
replaced by a function name – client(), which is the entry point of the string 
implementing the client. It does not take any parameters. There is only one function that 

Client 

Stack 

Server 

Stack 

Client Server 

Virtual host 1 Virtual host 2 

gcc –fPIC –fno-common –S -<other-options> client.c 
 
./patch client.s 
 
gcc –fPIC –fno-common –c -<other-options> client.s 
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firstly generates a 1MB file names after its PID and then transmits its contents to the 
server through the common stack.  
 
Module Server: compiling the source server.c through the same steps using the same 
options as for the client generates the server module. Its called server.o and has the same 
three sections - .text, .data, and .bss containing information about the code and data 
contexts of the server module. 
 
As in case of the client, the server too has a main that is replaced by a function name – 
server(). It too takes no parameters. There is just a single function that receives data from 
the client over the common stack and writes it to a file named after its PID. 
 
Module IP stack: Recall that the IP stack is the real-world code dug out of the kernel. 
This is therefore a huge and complicated piece. There are several files in multiple 
directories. Compilation of the stack is done through a sophisticated Makefile and 
involves many complex compiler options. Nevertheless, for the purpose of our 
framework, every file MUST be compiled through the steps described above (for the 
client). Thus the options –fPIC and –fno-common must appear during compilation of 
every file and the compilation must go through the 3-step procedure to ensure that the 
code is patched correctly. Once all the files are compiled into relocatable objects, they are 
integrated using the loader (ld system command) into one huge relocatable object 
representing the stack. This file is called stack.o. Its .text contains the entire code for each 
and every source associated with the stack. The .data and .bss sections contain the entire 
initialized and uninitialized parts of the data context (i.e. global state including globals 
and statics) of the same. 
 
Note that the global namespaces of each and every object (client.o, server.o and stack.o) 
must be different else we get redefinition errors during integration. Finally, no pointer 
initializations are performed across boundaries at compile time i.e. no state variable in 
any of the modules is initialized to the address of another that is external to that module. 
There are several compile time address (pointer) initializations of state variables within 
the IP stack module but they all use addresses within the stack module itself. Lastly, all 
external references from the client and the server modules get resolved at the stack. 

 
Partition objects, the main driver file and integration: Three modules necessitate 4 partition 
objects and therefore 4 source files – one corresponding to each. These are named as partition_0.c 
– partition_3.c. Each of these are compiles through the same three stages with the same options 
an in the case of the client to generate the corresponding partition objects. Next the main driver 
file that sets up the tapestry and fires it up is generated. This file is called start_tapestry.c. This 
file contains main(), which is the first function to be executed during system initialization. The 
entire application tapestry is initialized and fired up within this function i.e. creation of modules, 
beads, weaves and strings everything takes place here. Note that this is a system-generated file 
and does not contain either statics or a switch statement. It is executed only during system 
initialization and set up and none of the strings access either its code or its data after initialization. 
Additionally, it is the main thread of execution of the whole process and must not terminate 
before every string has terminated. Therefore, its code is not run through the patching program. It 
may directly be integrated with the modules. The final command integrating everything to create 
the executable is – 
gcc –fPIC –fno-common –<other-options> –o start_tapestry start_tapestry.c 

partition_0.o client.o partition_1.o server.o partition_2.o stack.o 
partition_3.o -lpthread 
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Obtaining ELF dump: Once the executable has been created through integration of the modules 
and system files, its ELF dump is obtained and stored in a file called “ELF_dump”. This is done 
through the following system command executed at the command line – 

objdump –h start_tapestry > ELF_dump (Here, start_tapestry is the final executable). 
 
 
4.5.1.3 Tapestry Initialization 

 
The compilation phase ends with the creation of the executable. During the initial phase 

of execution, the tapestry is set up or initialized. This involves creation of modules, beads, 
weaves and strings. The first function to be executed is always main(), which is a part of the main 
driver file start_tapestry.c. Thus all the pieces described below are present in this system file. 

 
Module creation: 3 objects of type module are instantiated one each for the client, server 
and stack – 
 
 module client, server, stack; 
 
This is followed by module creation – 
 

create_module(&client, module_id++, &partition_fn_0, 
&partition_fn_1, &bss_partition_0, &bss_partition_1, 
&data_partition_0, &data_partition_1); 
 
create_module(&server, module_id++, &partition_fn_1, 
&partition_fn_2, &bss_partition_1, &bss_partition_2, 
&data_partition_1, &data_partition_2); 
 
create_module(&stack, module_id++, &partition_fn_2, 
&partition_fn_3, &bss_partition_2, &bss_partition_3, 
&data_partition_2, &data_partition_3); 
 

module_id is an integer initialized to 0. Thus module client gets id 0 and so on. Note how 
the partition objects with their known variables and functions help in determining the 
boundaries of the module within the .text, .bss and .data sections of the executable. 
Module client lies between partition object 0 and 1. Hence its .text section lies between 
the .text sections of the two partition objects the address of which are given by the 
address of partition_fn_0 and partition_fn_1. Same is the case for the .data and .bss 
sections and for all other modules. No initializations over the already existing compile 
time ones (in the .data section) are performed at this stage on any of the modules. 

 
Bead creation: 2 beads of each module are required – one corresponding to each virtual 
host. Hence 6 objects of type bead are instantiated (2 based on each of the modules) – 
 

bead client_bead[2], server_bead[2], stack_bead[2]; 
 

They are created as follows – 
 
 bead_create(&client_bead[0], bead_id++, &client); 
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 bead_create(&client_bead[1], bead_id++, &client); 
 

bead_create(&server_bead[0], bead_id++, &server); 
bead_create(&server_bead[1], bead_id++, &server); 
 
bead_create(&stack_bead[0], bead_id++, &stack); 
bead_create(&stack_bead[1], bead_id++, &stack); 
 

Recall that bead creation involves allocation of new memory for the bead’s own copies of 
the .data and the .bss sections of the module followed by copying over of all data from 
the module’s state. All internal references i.e. pointer initializations are resolved to point 
to the newly created regions (pointer aliasing problem). bead_id is another integer 
initialized to 0. Thus client_bead[0] has id 0 and so on. 
 
Weave creation: There are 4 parallel executing entities necessitating 4 string and 
therefore 4 weaves. For each weave, we need the corresponding array of beads. Thus 
firstly 4 objects of type weave are instantiated followed by creation of 4 arrays of beads – 
 

weave client_host_1, client_host_2, server_host_1, 
server_host_2; 

 
bead client_beads_1[2], client_beads_2[2],  

server_beads_1[2],server_beads_2[2]; 
 

The variable client_host_1 means the weave for the client string on host 1 and so on. 
Similarly, client_beads_1[2] means the bead array for the client string on host 1 and so 
on. Every weave has two beads 1 for the client or server and one for the stack. The bead 
arrays are assigned as follows – 
 
 client_beads_1[0] = client_bead[0]; 
 client_beads_1[1] = stack_bead[0]; 
 
 server_beads_1[0] = server_bead[0]; 
 server_beads_1[1] = stack_bead[0]; 
 
 client_beads_2[0] = client_bead[1]; 
 client_beads_2[1] = stack_bead[1]; 
  

server_beads_2[0] = server_bead[1]; 
 server_beads_2[1] = stack_bead[1]; 
 
Note that the assignment perfectly models the application scenario. The array for the 
client weave on either host shares the stack bead with the array for the server weave on 
the same host. None of the client and server beads are shared. Weaves are created as 
follows – 
  
 create_weave(&client_host_1, weave_id++, 

client_beads_1); 
 

 create_weave(&server_host_1, weave_id++, 
server_beads_1); 
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 create_weave(&client_host_2, weave_id++,  

client_beads_2); 
 

 create_weave(&server_host_2, weave_id++,  
server_beads_2); 

 
The ELF dump of the executable – start_tapestry – was obtained at the start and stored 
in a file called “ELF_dump”. That file is used to determine the start and size of the 
GOT. This is followed by the creation of GSTs within each of these calls i.e. one for 
each weave. Note that none of the weaves have all the modules but their GSTs are all as 
large as the GOT. Weave client_host_1 holds the beads for the client on host 1, which it 
represents. Hence, the entries in its GST corresponding to the client and IP stack must be 
changed to point to the corresponding addresses within beads client_bead[0] and 
stack_bead[0]. Other pointers are left just as they are. Similar changes are made to the 
GSTs of all the other weaves.  
 
The pointer aliasing problem across beads need not be looked into here since none of the 
pointer initializations involve an address beyond the scope of the concerned module. 
weave_id is an integer initialized to 0. Hence client_host_1 gets weave id 0 and so on. 
 
String creation: Once weaves have been created, strings are fired up within each of the 
weaves. 4 objects of type string are instantiated – 
  
 String client_1, server_1, client_2, server_2; 
 
These are created as follows – 
 

string_create(&server_1, string_id++, &server_host_1, 
server, NULL); 
 

string_create(&server_2, string_id++, &server_host_2,  
server, NULL); 
 

 string_create(&client_1, string_id++, &client_host_1,  
client, NULL); 
 

 string_create(&client_2, string_id++, &client_host_2,  
client, NULL); 

 
Each of these statements starts off a thread at the specified start function. Thus the 
first statement starts off the server thread on host 1 at the start function of the server – 
server(). The first thing done within this function is setting of %ebx to the base of the 
GST of weave server_host_1. Once this is done, all global accesses are redirected to the 
state of the associated weave. This is followed by initialization of the stack state i.e. a call 
to stack_init(). The thread then creates a file named after its PID and waits for data from 
the corresponding client. The same actions are repeated for the other server string. The 
client strings also firstly set up %ebx to point to the associated weave. They then create a 
file with 1MB of data named after their PID. This is followed by transmitting of that data 
to the corresponding server through the associated stack. 
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During creation of modules, beads or weaves, the sequence was not important, here 
however, the sequence of string firing is important. This is because the stack bead on 
each host is shared between the client and the server and hence its initialization function 
must be called only once. This is done inside the server and therefore the server strings 
must execute first. Moreover, they should be done with stack initialization and should be 
waiting to receive data before the respective clients start.  
 

Once the strings are all fired off, the main thread just sleeps in a while loop till all of them have 
finished their work. 

 
 
4.5.1.4 Results and Discussions 
 

The implementation above realizes the depicted scenario. The client and server strings on 
each host share the stack on that host while one host and its components are completely 
independent of the other. Moreover, the strings are essentially threads with switching time similar 
to the same. Additionally, the memory requirements for this system are much lesser than a 
process implementation of the same scenario. It involves replication of the .data and .bss sections 
of the three modules only. A process implementation would require complete replication of all 
other sections within the object image of the modules, thereby using up excessive resources. A 
threads implementation of the above is not possible at all since the client state cannot be separated 
between stings client_1 and client_2 (one on each host) without significant modifications to the 
source code. Similarly, the states of the two servers and the two stacks can also not be separated 
without excessive overheads in terms of programming. 

 
Note that scheduling between strings is completely left to the thread scheduler at this 

stage. The code for the IP stack is not thread safe at certain points, which means that there is a 
chance that the system may fail. But such a possibility is remote due to the limited number and 
size of such unsafe regions. Nevertheless, once our island-based scheduler is incorporated, this 
problem can be easily overcome by allowing only co-operative switching while a string is 
executing within the stack. When within the client or the sever part of the code, the stack state is 
definitely safe. Thus if a string is executing within its client or server bead, it can switch without 
trouble to any other string. This is because the client or server beads are not shared between 
multiple strings and are therefore always switch-safe.  

 
Analyses of the sent and received files corresponding to each host showed no difference 

at all. Remember that all the strings are fired up almost simultaneously and execute in parallel for 
a long time due to the huge size (1MB) of the files being transferred. At the end of execution, a 
‘diff’ between the file sent by client_1 and the one received by server_1 returned a perfect 
match. The same result was obtained for the other client-server pair 

 
The two servers, two clients and the two stacks have exactly same codes with identical 

values for all variables. Such behavior is not possible until entire state of two beads based on the 
same module is separated. Additionally, the client and the server threads on the same host must 
share the entire stack state among themselves. The results prove that the implementation above 
achieves the desired sharing and separation among parallel strings. It proves that the framework is 
powerful enough to achieve user-defined arbitrary state sharing and separation of state between 
intra-process parallel executing entities through simple interfaces. Moreover, this is achieved 
through minimal code modification, without either any special support from or any knowledge of 
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the source code or language used to code the modules (the source for all the real-world codes 
above is in C). 

 

4.5.2 Implementation of Sweep3D  
 

Recall the structure of the Sweep3D application. While discussing ‘Design and 
Architecture’, we demonstrated two possible designs for implementing Sweep3D on our 
framework. Here we describe the implementation that uses a thread-safe abstraction of the MPI 
library. This abstraction uses global state common to all threads to achieve communication 
between threads. Our simple threaded MPI emulator implements only the nine MPI primitives 
used by Sweep3D. To ensure correctness, the MPI emulator implementation follows the 
guidelines set forth in the MPI specification. Our MPI emulator is intended as a test prototype and 
is neither as comprehensive nor as capable as MPI-SIM. The scenario we try to model is shown in 
figure 4.12.  

 

 
Figure 4.12: Layout of our Sweep3D implementation 

 
 
4.5.2.1 Application Description 

 
From the perspective of our framework, Sweep3D amounts to N virtual machines 

executing the Sweep3D code and communicating through our MPI emulator. As mentioned 
before, the Sweep3D code is in FORTRAN. Though it uses no global variables at all, the ELF 
analysis of the compiled object file for the Sweep3D code shows significant data in the .bss and 
.data sections. This is a peculiarity of the compilers for FORTRAN – both LF95 and G77 – which 
is beyond the scope of this document. Thus the problem for the weaves framework is to separate 
state associated with the Sweep3D code while sharing state of the MPI emulator among intra-
process executing entities.  
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4.5.2.2 Short description of the implementation 
 

We do not go into specific code details of the implementation. They are pretty much the 
same as for the previous example. Intuitively, there are 2 modules here – Sweep3D and MPI. 
Both are compiled into relocatable objects sweep3d.o and mpi.o. 3 partition objects are generated 
(number of modules + 1) and the final executable is created through their integration. This is 
followed by obtaining the ELF dump of the executable and storing of the same in a file. N virtual 
machines require N beads based on the Sweep3D module since none of them share the state 
therein. There is only one MPI module, which is shared among all the machines. Once beads are 
created, they are grouped into weaves – each weave has its own bead of Sweep3D while sharing 
the single bead of MPI. In this case the GSTs of all the weaves must be the same size as the GOT 
since all modules are represented in them. Thus nearly every variable pointer in the GST of a 
weave needs to be changed to point to the corresponding address within the weave’s data context. 
Finally, strings are fired up at the start function of the Sweep3D code. The first thing they do is 
set %ebx to the base of the GST of the associated weave. There are no pointer initializations 
across modules in either the Sweep3D or the MPI codes. Internal pointer initializations are 
resolved to their new locations during beading. 

 
 
4.5.2.3 Results and Discussions 

 
The main facet illustrated by this illustration is the language independence of the 

framework. Sweep3D is coded in FORTRAN. Once again, developing the desired scenario does 
not require any special knowledge of the source of either Sweep3D or the MPI abstraction. It 
requires minimal code modification. It achieves a user-defined degree of state sharing and 
separation (shared MPI, unshared Sweep3D) transparently through simple interfaces among intra-
process strings. Context switch time is once again similar to threads, and memory usage is much 
lesser than that of an implementation using processes. Hence it’s far more scalable. 

 
We compared the performance of our single processor weaved implementation of 

Sweed3D against measured values from real runs for up to 150 processors. Measurements for the 
real runs were made on our 200-processor cluster Anantham. Each node of Anantham has a 1GHz 
AMD Athlon ™  processor, with 1GB RAM. The nodes are interconnected over a switched 
Myrinet communication fabric, which provides 4Gbps of network bandwidth per node. Since the 
Sweep3D application performs its own timing measurements, we compared the timing numbers 
(CPU Time) of the weaved version of Sweep3D with the measurements from actual runs. The 
two input files (50x50x50 and 150x150x150 decompositions) provided in the Sweep3D 
distribution were used to drive the Sweep3D application. For upto 150 processors, the timing 
results from the weaved implementation and the actual runs were consistent to within 0.2%. 
Furthermore, we tested the weaved version of Sweep3D with over 1000 weaves on a single 
processor. The variation in the timing results between multiple runs was within 0.2%. This clearly 
shows that even at high levels of scalability (over 1000 weaves/processor) context switch time 
does not impact the efficacy of the Weaves DCE framework. 
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4.5.3 Evaluation of Strings  
 
We ran a series of experiments to compare the context switch time under the threads, 

processes and weaves programming models. In this experiment, we created a baseline application 
that implements a calibrated delay loop (busy wait). We then implemented threads-, processes-, 
and weaves- versions of the application. In each of these versions, there are n independent flows 
of control over the same code, where each flow of control executes a calibrated delay loop, which 
does 1/nth the work of the baseline application. We then measure the total time taken to execute 
the application under each of these models. Since each of the control flows does 1/nth of the work 
and there are n flows, the total time taken should the same as the baseline calibrated delay loop 
case, except for an additional context switching cost. Figure 4.13 shows the results of the 
experiment on a single processor AMD Athlon™  workstation running the Linux operating 
system. The results show the run time for five cases: (a) baseline calibrated delay loop, (b) 
pthreads threads library, (c) Pth threads library, (d) processes, (e) Weaves over pthreads, and (f) 
Weaves over Pth. The results clearly show that the weaved implementations are significantly 
faster than processes, even in this simple case, where the copy-on-write semantics of the fork() 
call are very effective. Furthermore, the run time of weaved implementation of pthreads is very 
close to the base run time of pthreads alone. The marginal variation in runtime is due to the 
slightly higher weave creation cost, which is included in the run time. Also, the pthreads 
implementation is relatively efficient, since the Linux kernel includes operating system support 
for it. 

 
However, in the case of Pth, the run time of the weaved implemented is higher than the 

base Pth case. This increase in runtime is because unlike pthreads, Pth is a user-level library and 
hence suffers from timer inaccuracies inherent in user-level library implementation. As an aside, 
we mention that we noticed several discrepancies in the Linux operating system scheduler. The 
base processes and pthreads implementations showed far less variation on the SGI IRIX™  
operating system. 

 
 
Figure 4.13: Comparison of context switch times under threads, processes, and weaves models. 
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4.7 Final Words 
 
With this we come to the end of the discussion of the current prototype implementation 

of the weaves framework. The implementation is simple, elegant and efficient. It is not so high-
level that it becomes language dependent and not so low-level that it becomes platform 
dependent. It lies mid-way between systems and user-level – a level that facilitates both 
generality and efficiency. It is important to remember that the prototype is in no way complete. 
Note that the current implementation does not feature the UI and therefore the Weaves library is 
used directly to develop the implementations of our driver applications (which complicates the 
development process). Moreover, it does not include important parts like the island-based 
scheduler, a mechanism for checkpointing and recovery, and support for dynamic module 
creation and code inclusion. Additionally, the sample applications presented above do not 
indicate anything regarding the adaptability of the system. The present implementation comprises 
the core compiler-based strategy that facilitates arbitrary user-defined state sharing among 
lightweight intra-process strings through a simple interface. The example applications illustrate 
the language independence, scalability, and transparency (no requirement of code modification 
and special coding on part of the programmer) properties of the framework. Finally, several facets 
of the prototype implementation like the patching program have not been fully described here. 

 



 

 94

Chapter 5. Conclusion and Future work 
 

5.1 Conclusion 
 
 Weaves presents a framework for parallel programming that supports arbitrary user-
defined state sharing among different strings of execution – the property of most real-world 
applications. It can therefore emulate real-world applications elegantly and intuitively and makes 
their development easier and simpler. It is a systems-level tool that is orthogonal to and may be 
used in tandem with any higher level programming language or model. Arbitrary sharing among 
strings is provided through simple interfaces that encapsulate all complexities of state sharing and 
separation thereby making them transparent to the user. It is component-based enabling structured 
programming with the core encapsulation and compartmentalization principles from OOP.  
 

 Transparent, language independent, and object-based composition of code 
modules makes reuse of legacy codes possible with minimal modifications. The Weaves 
framework can create re-entrant code form any non-reentrant module. It can create intra-process 
modules from code written in any language. Instantiations of these modules (objects) may then be 
composed to create multiple namespaces with associated flows of execution. Applications may 
then be built by composition of one or more of these flows. Unlike the thread or the process 
model, weaves allow object state to be arbitrarily shared among different independent paths of 
execution – they are a true superset of both threads as well as processes, with fast context 
switching time similar to threads. Large applications may be composed of thousands of dynamic 
weaves, with little additional overhead in terms of both space and time. The main advantage here 
is that weaves does not require any special support from either the language or the application – 
practically any code can be weaved. Finally, though Weaves is essentially a language 
independent systems tool, it is primarily meant for procedural programming and supports 
development in languages such as C, C++, and FORTRAN. 

 
The composition of objects into weaves and execution-flows, and the composition of 

these flows to create applications are not fixed at any stage. They may be re-wired at runtime 
thereby changing the entire scenario including all state sharing on the fly. This provides weaves 
with a great degree of runtime adaptability. Modules of code may be inserted or removed during 
runtime as and when required. The framework also provides for transparent check pointing and 
recovery without any application support. The entire state of all flows with their objects, sharing 
and execution parameters may be saved and restored without the awareness of the composer or 
programmer. Our post compiler analysis automatically determines the necessary state that is to be 
saved and restored and presents a simple interface to this functionality. 

 
The framework is lightweight since it relies on intra-process mechanisms similar to 

threads thereby avoiding many overheads incurred while using the processes model. Each 
instantiation of a module uses the same copy of the code with an independent copy of the data 
thereby reducing memory overheads. As mentioned earlier, context switch time is similar to that 
of threads. This makes the system capable of achieving substantial scalability. Nearly any 
program that can be implemented under the thread or process model may also be implemented 
under weaves without necessitating code modification or incurring additional overheads. Such 
emulation can be made much more efficient than their real counterparts with minimal 
modifications under weaves. However, weave-aware programs may not be easily shifted over to 
these other models. This point will be illustrated further as we move on. Finally, weaves also 
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supports runtime flow migration, which enables automatic load balancing of applications on 
parallel machines. 

 
The design of Weaves is platform and application independent. Modules are represented 

by code compiled into one single object file. Modules are like classes in OOP and have a data and 
a code context. Instantiations of modules – beads – share the code context but have different data 
contexts. Beads may be composed to create weaves. A single weave cannot have more than one 
bead based on the same module but a single bead may be shared among multiple weaves. Weaves 
are a powerful tool for defining multiple namespaces within a single process. Strings are the intra-
process execution entities in our framework. Each string executes within a single weave and 
accesses its code and data (that of the beads that make up the weave). This lays the foundation for 
arbitrary state sharing among flows of execution. Two strings share the code and state of a bead 
that is a part of their weaves. At the same time, two weaves may have separate beads of the same 
module, which results in separation of state between them. State sharing and separation is 
therefore at the granularity of beads. Strings are lightweight entities similar to threads and are 
implemented using an underlying threads implementation. The island-based string scheduler is 
designed to work in tandem with an underlying threads scheduler. An application may be 
composed of several beads, weaves and strings and is called a tapestry. 

 
Beads, weaves and strings may be dynamically created, destroyed and composed at 

runtime. New modules may also be incorporated through a dynamic library interface. These along 
with transparent and integrated support for checkpointing and recovery make the framework 
extremely adaptable to runtime changes and on-the-fly reconfiguration. The framework provides 
an easy to use GUI for the creation, incorporation and composition of modules, beads, weaves 
and strings to create and manage the tapestry. The design process over the framework involves 
two entities – a programmer who codes the modules and a composer who instantiates and 
composes these to develop the final application. It may be broken up into 4 phases – 
configuration, compilation, initialization and runtime, each of which is a part of the framework. 
The Weaves library may be used directly without the UI, which facilitates system development as 
well. 

 
The current prototype implementation of Weaves attacks the core of the design. It 

demonstrates the power of the framework in terms of realizing our driver applications – a simple 
version of the ONE and Sweep3D. The compiler-directed core that provides for arbitrary user-
defined state sharing between strings at the granularity of modules is functional. Creation of 
modules from object files, their instantiation into beads, composition into weaves and firing up of 
strings are all in place. Intra-process strings are built on top of lightweight threads that may be 
both kernel-level or user-level. To meet the transparency requirement, the implementation of the 
namespace abstraction works by analyzing the Executable and Linking Format (ELF) object files 
produced by any compiler. This is what separates Weaves from other parallel frameworks making 
it a systems tool rather than a high-level one. The OO-like attributes associated with modules 
require that they be compiled to generate position independent code. Such code is then tuned to 
suit the degree of position independence required for Weaves without hampering efficiency of 
execution. The crux of the implementation is the creation of multiple namespaces – weaves – 
within a single process and arbitrary state sharing among them. This is done by exploiting the 
mode of accessing globals used by relocatable codes and the associated Global Offset Table 
(GOT) structure in executable ELFs. Finally, the implementation is at a level between the user 
and the kernel and is both general and efficient i.e. combines the benefits of both and makes it 
platform independent to a great extent. 
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A simple version of the ONE – two FTP client-server pairs using two independent IP 
stacks within a single process – verifies the core implementation. The modules used are 
unmodified real-world pieces of code. This application requires arbitrary sharing and separation 
of module-state among the constituent strings. Our simple implementation proves properties like 
ease-of-use, transparency, and scalability of the framework. Sweep3D is modeled using an MPI 
emulator that provides MPI functionality between intra-process threads through the same 
interface as true MPI. This application also proves the scalability of our system along with 
transparency, arbitrary state-sharing, and minimal code-modification. Additionally, it also proves 
the language independence since its coded in FORTRAN.  
 

5.2 Future Work 
 
 As discussed above, the current implementation just demonstrates the core of the design 
through implementation of the driver applications. Lots of things still remain to be done. The 
prime ones among them are – 
 
Formalization and automation of the development process: The first thing that needs to be 
done is formalization and automation of the development process over Weaves. This would make 
the model usable for the general programmer and would therefore help in testing it rigorously. 
We aim at making the prototype version available for use through a UI over the web with the 
current restrictions clearly labeled out. Automation of the development process through the UI 
firstly involves formalization of the UI and its design. This will be followed by fixing up the 
format of the configuration file generated from the UI and determination of all the information 
required therein and how all that is to be formatted.  
 
String scheduling: Recall that our string scheduler operates in tandem with the underlying 
threads scheduler. The island-based scheduler talked about under Design and Architecture is not 
yet completely functional and is still in a developmental stage. For now, the thread scheduler 
solely handles the entire job of string scheduling. Therefore, any application being built on the 
current implementation of the framework must explicitly take care to make shared beads thread-
safe. 

 
Facets regarding adaptability: Implementations of those aspects of the framework that enhance 
adaptability are also in a prototype stage and have not yet been formally integrated into the 
system. Runtime modifications to the tapestry – dynamic beading, rewiring of old beads, creation 
of new weaves, firing up of new strings and runtime manipulation of old ones come under this 
section. Dynamic module incorporation through a modified dynamic library interface is another 
important part that is still under preliminary development. Checkpointing and recovery is also 
not yet complete. These are aspects of future work. The current implementations of our 
motivating applications do not require or use these facilities.  

 
String migration: Since the current generation of large parallel supercomputers is based on 
distributed memory design, we need to extend the framework to provide similar transparent load 
balancing capabilities to distributed memory codes. Currently, distributed memory codes 
implement their own load balancing. Since we know the structure of the composed application, 
we are in a position to both expose additional interfaces as well as augment existing load 
balancing capabilities. In large tapestries composed of tens of thousands of beads, good load 
balancing is necessary to obtain reasonable speedup. The scale of the system combined with 
often, incomplete knowledge of runtime load makes it nearly impossible to statically load balance 
such a system. Dynamic load balancing guided by runtime analysis of load is necessary to ensure 
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scalability. Our view here is that load balancing in a distributed memory environment translates 
to run-time code migration. This will ensure that all participating host processors see equal 
computation and communication loads. Integrated support for string migration is therefore an 
important aspect of future work. 
 

Several aspects remain in terms of cleaning up the current prototype implementation. 
Along with a cleaner implementation of existing ideas, thought is also being put into generation 
of new ideas in terms of implementation. These include things that would make the 
implementation more efficient and system (platform) independent. These include incorporation 
of better techniques for determining module partitions, obviating the patching of assembly codes, 
and a cleaner implementation of the GST of a weave. Finally, an implementation of Weaves on a 
different platform like DEC Alpha is also in the works.  
 

5.3 Contributions 
 
The basic idea behind Weaves came from the ONE project and therefore belongs to the 

author’s principal advisor Dr. Varadarajan. Nevertheless, the central crux of the system in its 
present state – the Global Offset Table abstraction, its usage and power – make up the most 
important contributions from the author. As stated earlier, the weave abstraction provides the 
namespace view of data, which lays the foundation of the entire work. The author established the 
GST – the gateway to this namespace. The power of the GOT abstraction and the associated 
modifications to position independent code revolutionized the direction in which Weaves was 
initially intended to go.  

 
Other than the above, the author has constantly made significant contributions to all 

facets of this work including the analysis of ELF, position independent code, checkpointing and 
recovery, scheduling and the development process over weaves (some of which have been left out 
as future work in this document). Determining the important and related properties of ELF and 
position independent codes, their modifications, implementation of modules, beads, weaves and 
strings, the configuration file format and the implementation of the sample applications – the 
ONE and Sweep3D – are other contributions of the author. Finally, the author played a major role 
in facilitating the mid-way level at which Weaves is implemented which helps in achieving both 
source and platform independence.  
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