Chapter 2. Early Attempts
Section 2.1. Initial Literature Search
Having been charged with finding a method to hide a digital signature into an
analog audio signal, the first order of business was searching literature to see if the
problem had already been solved.

Extensive database searches indicated that such

encoding had been performed in the digital domain, but not in the analog. For a short
time the possibility was considered of adapting the digital methods to the analog realm.
It soon became evident, however, that an entirely new approach was required.
One group of researchers at Philips Research Laboratories in Eindhoven, the
Netherlands, proposes a technique based on subband coding and quantization [3]. They
first decompose a main signal and an auxiliary signal into subbands by filtering. The
energy in each subband of the main signal is used to mask the presence of the energy of
the auxiliary signal in the same subband. (Psychoacoustic masking will be presented in
greater detail later in the report. For now it is sufficient to define it as the insensitivity of
the human ear to certain sounds when other, louder, sounds are present.) The power of
the main signal in each subband is estimated, and the estimates are used to determine the
maximum level of auxiliary signal that can be masked within each subband.

The

auxiliary signal is scaled, and the subband signals are quantized based on the power
estimates in a manner such that the resulting quantization noise and the added
information will be masked by the power in the main signal. The composite signal is
then reconstructed by addition and transmitted.
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At the receiving end the inverse process can be used to extract the auxiliary
signal. The composite signal is split into subbands, and the energy estimates from the
subbands are used to determine what quantization levels were used. The difference
between the actual signal level within each subband and the next lower quantization level
is the contribution from the auxiliary signal. These contributions from the subbands are
summed and the result scaled to reconstruct the auxiliary signal.
As the authors acknowledge, the filter banks used for signal decomposition must
be nearly perfect for this scheme to work. In the context of the IVDS system, the analog
audio would be too corrupted by non-unity transfer characteristics in the various
transmission paths for the approach to be viable.

Furthermore, a signal level

normalization method would have to be developed. Rough variations of the theme that
should be less sensitive to transfer characteristics (at the expense of bit rate) were
considered, but it quickly became evident that signal corruption in the speaker-tomicrophone path alone was too severe.
Another group of researchers at XtraBits, a company in the United Kingdom,
proposes a technique using pseudo-randomized data as a noise-shaped subtractive dither
for the conventional audio [4]. A pseudo-random process first encodes the data from the
auxiliary channel so that it resembles white noise, which is more desirable perceptually
than most general data streams. Next, some of the least significant bits (LSBs) are stolen
from the words of the main audio signal, and are replaced by bits from the encoded
auxiliary channel to be hidden. The pseudo-random auxiliary data signal is used as a
subtractive dither, which helps to reduce the nonlinear distortion and modulation noise
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introduced by truncation of the main signal, and avoids adding to the perceived audio
noise.

Incorporating psychoacoustically optimized noise shaping of the subtractive

truncation error at the encoding stage further reduces the perceived truncation noise. The
authors claim bit rates for the hidden channel on the order of 220-350 kbit/s or more, on
audio signals of CD-quality (44.1 k samples per second * 16-bits per sample * two
channels = 1.41 Mbit/s), with little or no degradation in the perceived quality of the main
audio signal. This data rate is equivalent to stealing approximately 4 or 5 bits per sample
for the hidden auxiliary channel. No data format changes are required and so this method
is fully compatible with conventional CD players.

However, a special decoder can

extract the auxiliary signal by sending the LSBs through the reverse randomization and
encoding process.
Other researchers propose an adaptive extension of the above method that yields a
higher average bit rate for the buried channel [5]. The noise-shaping filter and the
quantizer step sizes are adapted based on the main audio signal. The best settings are
found which maintain the shaped error signal below the masked-error power spectral
density (PSD). Although the resulting bit rate for the hidden auxiliary channel is timevarying, the average bit rate is higher than if the filter and quantizer steps were held
constant.
Since the IVDS system must work with the analog television audio, there are no
LSBs to steal and use for the hidden digital signature. Here too we considered borrowing
and adapting ideas from the digital schemes for use in a new analog version, but again the
unfavorable transmission characteristic of the acoustic channel hindered our efforts.
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Since the problem had not yet been solved by other researchers, and solutions to related
problems were not applicable in our situation, it was time to expand our search and
consider conventional communications methods.

Section 2.2. Audio Frequency Spread Spectrum
An obvious first choice is to adapt spread spectrum communication techniques to
the audio frequency band. The essence of spread spectrum is that by using a large
frequency range to transmit a signal, the power of the transmitted signal can be kept
smaller in each frequency band [6], [7]. The hope in the context of IVDS is that the
energy of the transmitted digital signal in each frequency band can be kept small enough
so that it will be masked by the audio energy in the band.
We decided to apply a version of spread spectrum based on maximal length (ML)
sequences, also called m-sequences.

Maximal length sequences are pseudo-random

binary sequences often used in spread spectrum communications. They are of length N =
2r – 1, where r is any positive integer greater than 1, and can be created with shift
registers using generator polynomials [8]. ML sequences possess a number of interesting
properties that are useful in spread spectrum communications systems. Some of these
properties are:
1. A maximal length sequence contains one more one than zero. The number of
ones in the sequence is ½(N+1).
2. The modulo-2 sum of an m-sequence and any phase shift of the same
sequence is another phase of the same m-sequence (shift-and-add property).
3. If a window of width r is slid along the sequence for N shifts, each r-tuple
except the zero r-tuple will appear exactly once.
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4. Define a “run” as a subsequence of identical symbols within the m-sequence.
The length of this subsequence is the length of the run. Then, for any msequence, there is
a) 1 run of ones of length r
b) 1 run of zeros of length r-1
c) 1 run of ones and 1 run of zeros of length r-2
d) 2 runs of ones and 2 runs of zeros of length r-3
e) 3 runs of ones and 3 runs of zeros of length r-4
M
r) 2r-3 runs of ones and 2r-3 runs of zeros of length 1.
Examples of m-sequences for small r are provided in Table 2.1 below.
Table 2.1 Examples of Maximal Length Sequences
r
2
3
4
5

N
3
7
15
31

m-sequence
110
1110100
111101011001000
1010111011000111110011010010000

For our communication needs, each bit to be transmitted is represented by the
maximal length sequence, with a positive sequence representing a digital one and a
negative sequence (the binary complement of the positive sequence) representing a zero.
On the receiving end the time-reversed sequence is used as a matched filter, and positive
peaks of the output indicate the reception of ones and negative peaks the reception of
zeros.
Maximal length sequences possess an autocorrelation function (ACF) structure as
shown below in Figure 2.1. The bits within the ML sequence are called chips. If an msequence of length N chips has a chip duration of Tc seconds, then the autocorrelation
function is given by
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where I is the set of all integers. Note that the width of the base of each triangular pulse
in the ACF is 2*Tc, and the pulses are spaced NTc seconds apart.
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Figure 2.1 Autocorrelation Function of ML Sequence (N=15)
The power spectral density (see Figure 2.2) then consists of sinusoids spaced
1
apart, under an envelope described by
NTc
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Figure 2.2 Power Spectral Density of ML Sequence (N=15)
To apply the spread spectrum technique to the IVDS problem, we first must
choose a chip duration Tc that yields an appropriate frequency range of 2/Tc for the main
lobe of the sinc function. Since the audio signal has been sampled at some rate and is in
digital format, it should be noted that the chip duration Tc must be rounded to the nearest
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number of samples. Thus the desired frequency range too will be “rounded” to the
nearest available value. (We planned to investigate using non-rectangular shapes for the
individual chips in the ML sequence, with the goal of concentrating more of the signal
energy in the main lobe of the sinc. In this scenario the chips could possibly consist of a
non-integer number of samples.

However, other insurmountable obstacles were

encountered and the spread spectrum technique was abandoned before the alternative
chip shapes were investigated.) Next the length N = 2r – 1 of the maximal length
sequence is chosen. Here a large N is desirable to provide large correlations at the output,
and thus good reception despite low power levels and/or the presence of noise and other
signal corruption. Conversely, however, a small N is desirable so that the entire data
transmission is of short time duration, which is important for psychoacoustic masking.
Once Tc and N have been chosen and the digital signal is used to create the baseband data
stream, the baseband signal is modulated by a carrier sinusoid to translate the main lobe
of the sinc function to some center frequency. If necessary, the DC level can be removed
prior to modulation in order to eliminate a strong tone at the carrier frequency. A system
diagram depicting the spread spectrum transmission procedure is provided below in
Figure 2.3, and Figure 2.4 depicts the corresponding reception process.
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As an example of the parameter selection process for the spread spectrum system,
suppose our audio signal is sampled at 16 kHz, and we would like to use the frequency
range from 2.2 to 6.4 kHz (a 4.2 kHz range). First we choose Tc = 2 / 4.2 kHz = 476.19
µs. Since the sampling rate is 16 kHz, each sample has a duration of 62.5 µs. Thus there
are approximately 7.62 samples within the desired chip duration of 476.19 µs. Rounding
up to 8 samples yields a chip duration of 0.5 ms and a frequency range of 4000 Hz.
Suppose also that we have 40 bits to transmit, and we would like the transmission to be
completed within 1 second. To choose the largest N we calculate (1s / 40 bits) * (1 chip /
0.5 ms) = (50 chips / bit). Since 31 is the largest N = 2r – 1 that is less than or equal to
50, the largest ML sequence that can be used is 31 chips long. The resulting duration of
the digital signal is (0.5 ms / chip) * (31 chips / bit) * (40 bits) = 0.62 seconds.
To center the (rounded) 4.0 kHz main lobe within the desired 2.2 to 6.4 kHz
range, the baseband signal is modulated by a sinusoid with a frequency of 4.3 kHz. At
the receiving end the audio is again sampled at 16 kHz and multiplied by a sinusoid at 4.3
kHz for demodulation. The output is then sent through a time-reversed version of the ML
sequence used as a matched filter. Positive peaks at the output indicate digital ones and
negative peaks indicate digital zeros. An example output signal after demodulation and
matched filtering is provided in Figure 2.5. For this example the spread spectrum code
was inserted at a constant level for the entire code duration (0.82 seconds), and the
transmission was from computer to computer. In practice, when attempting to hide the
inserted code as well as possible, the power level in each bit of the digital signature
would be varied to maintain a desired audio-to-digital power ratio (dubbed “ADR”),
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where the audio refers to the filtered audio signal. The digital signal component was held
constant for the example to better demonstrate the detection process, and to provide a
reference for later comparison when the signal is corrupted, as explained shortly.

Figure 2.5 Signal After Demodulation and Matched Filtering (Direct Path)
A problem that remains is synchronization.

At the transmitting end the

modulation is performed with a sinusoid at a given phase. At the receiving end, however,
the phase of the carrier is not known and will vary with time and with the physical
placement of the microphone relative to the loudspeaker(s). If the multiplying sinusoid at
the receiving end is out of phase with the carrier sinusoid, a low power output signal will
result. In conventional communications systems the synchronization problem has been
solved by several methods such as phase-locked loops [9], but in this case a clear solution
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is not obvious. One possibility that showed promise was using both a sine and a cosine
as demodulators, and combining the outputs in some weighted manner. Unfortunately
other difficulties (to be described shortly) arose which prevented the use of spread
spectrum techniques altogether, and so a final solution for synchronization was not
devised.

Section 2.3. The Wow and Flutter Roadblock
For a time the audio frequency spread spectrum technique seemed quite
promising.

Other than the synchronization question with the demodulator, most

difficulties had been overcome. The consensus was that the synchronization problem too
could be conquered eventually. In order to test the spread spectrum and other candidate
techniques, the audio of several television commercials had been sampled by the sound
card of a computer and saved to files in Microsoft WAV format (details about this format
will be provided in Section 5.6.1). MATLAB functions were written to facilitate the
loading and saving of the digital audio in WAV format, so that testing and development
could be performed within its environment.

The digitized audio was loaded into

MATLAB where the hidden spread spectrum codes were added, and the modified audio
was then saved back to disk. The modified WAV files were then played back through a
stereo system (or, at times, a television) connected to the soundcard of a computer. A
microphone attached to the soundcard of another computer (see Figure 2.6 below)
sampled the resulting audio, which was again saved to a WAV file. This “received”
WAV file was loaded into MATLAB where the spread spectrum decoding process was
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initiated. Note that the transmission path described above contains an analog channel,
since the audio signal travels from the first computer to the second acoustically across the
room. Furthermore, the signal path contains a digital-to-analog converter (D/A), an
analog amplifier, the speaker path, and the reverse at the receiving end. The initial results
were quite encouraging, and hidden codes were successfully decoded on the receiving
computer despite being relatively inaudible to human observers during transmission.

Acoustic path from
speaker to microphone

Stereo (or TV)

Transmitting
Computer

Receiving
Computer

Figure 2.6 Laboratory Hardware for Testing
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Since the objective of the project was an interactive television system, the audio
would eventually be combined with video and saved to a tape medium. Therefore the
next series of tests consisted of inserting tape storage into the transmission path (see
Figure 2.7). Initially the tape storage would be an audio cassette player and recorder;
later the device would be a VHS videocassette recorder (VCR). It was at this point in
development that the spread spectrum technique failed without hopes for recovery.

Acoustic path from
speaker to microphone

Stereo (or TV)

VCR

Transmitting
Computer

Receiving
Computer

Figure 2.7 Laboratory Hardware with VCR in Signal Path
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When a tape medium was inserted into the signal path, the spread spectrum
detection performance degraded drastically. At times the output of the matched filter
would indicate successful reception of certain bits of the digital data, but then other bits
within the same transmission would be lost (see Figure 2.8). The circles on the plot show
the locations where the output of the matched filter is to be polled for data bits. Ideally
the circles would fall on the peaks of strong spikes which protrude from the noise floor,
and the peaks would be in the correct direction to correspond to the associated
transmitted data bit. Note that many bit locations are on very weak peaks, and some
locations contain no peak at all (i.e., the “peak” doesn’t protrude above the noise floor).
Asterisks inside of the circles in the plot indicate bit errors. The deteriorated output and
the abundance of errors seemed to indicate phase distortion of some sort, and so we
began investigating the nature and cause of the problem.
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Figure 2.8 Signal After Demodulation and Matched Filtering (VCR in Path)
By sending a series of pulses with fixed temporal spacing through the system, we
found that the time scale was not constant. The spacing of the received pulses varied
from the original spacing. Some delays between pulses increased while other delays
decreased, which proved that the tape recording and/or playback rates were not perfectly
constant. The slow variation in the pitch of a sound reproduction resulting from the
variations in the speed of recording or reproducing equipment is called “wow.” Similarly
a rapid variation is called “flutter.” The relative amount of time scale distortion observed
was consistent with the wow and flutter tolerances (0.3% RMS) listed in the
specifications document for the tape player [10].
To learn more about the wow and flutter phenomena, and perhaps facilitate the
development of a solution to the problem, we devised other experiments. A spread
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spectrum code was created with a constant amplitude, a short length of N=7 per bit, and a
duration of about two seconds. The choice of N=7 chips per bit provides better time
resolution for the test than if N was larger. The code was not mixed with an audio signal,
but rather was output in “raw” form and recorded on a VHS tape. The tape was rewound
and played back, and the raw spread spectrum code was re-sampled on a computer.
The output of the signal after demodulation and matched filtering is shown in
Figure 2.9. Again the circles indicate the reception of bits, and the asterisks indicate bit
errors. Note that this plot is the output of a single “channel” which was created by
demodulating with a cosine. The signal was also demodulated by a sine, and the two
resulting channels were combined to form a complex result. The complex output of the
matched filter could then be analyzed at the bit polling locations to yield information on
how the phase of the received signal varied with respect to time (see Figure 2.10). The
unwrapped phase is shown in Figure 2.11, and the first difference was calculated and
plotted in Figure 2.12 to show how the phase changed over time. Since a change in phase
with respect to time is really a change in frequency, the scale of the plot can be
recalculated to show how the instantaneous frequency of the carrier changes with time
(Figure 2.13). The plot can be normalized with respect to the carrier frequency to yield
changes in percent, as shown in Figure 2.14. The statistics of the changes over time were
analyzed, and a histogram is provided in Figure 2.15 and a cumulative distribution
function (CDF) estimate is shown in Figure 2.16. From the CDF we can estimate what
percentage of the time the carrier is within a given tolerance.
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Figure 2.9 Signal After Demodulation and Matched Filtering (Phase Test)

Figure 2.10 Phase at Peaks of Matched Filter Output
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Figure 2.11 Unwrapped Phase at Peaks of Matched Filter Output

Figure 2.12 1st Difference of Phase at Peaks of Matched Filter Output
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Figure 2.13 Change in Carrier Frequency

Figure 2.14 Change in Carrier Frequency in Percent
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Figure 2.15 Histogram of the Percent Change in Carrier Frequency
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Figure 2.16 CDF of Percent Change in Carrier Frequency
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It must be noted that the results we obtained in this manner are not perfectly
accurate. Since the time scale expands and contracts locally, the sampled points at the
output of the matched filter do not always correspond perfectly with the exact peak
locations. At times the sampled points are off by up to five samples (or 5 samples /
16000 samples per second = 0.3125 ms), which is more than a full period for a carrier
frequency of 4.2 kHz. However, the plots and results provide some indication of the
magnitude of the time, frequency, and phase distortion that result from tape wow and
flutter.
Another test provided additional information regarding the severity of the wow
and flutter distortions. A 4.0 kHz sinusoid was created at a sampling rate of 16.0 kHz.
Like the spread spectrum code in the previous test, this sinusoid was not mixed with an
audio signal, but instead was output in “raw” form and recorded on a VHS tape. The tape
was rewound and played back, and the sinusoid was re-sampled on a computer. Timefrequency analysis via a spectrogram revealed that the re-sampled sinusoidal frequency
was no longer perfectly 4.0 kHz, but rather varied around its nominal value due to the
tape wow and flutter.
By breaking the signal into small pieces in time, zero-padding each signal block
by a large factor, performing large Fast-Fourier Transforms (FFTs), and tracking the peak
locations in the FFT magnitude results, the variation of the sinusoidal frequency with
respect to time could be determined (see Figure 2.17). The rapid frequency fluctuations
(flutter) around the slow variations (wow) are quite evident in the plot. With a sample
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rate of 16.0 kHz, a data block size of 32 samples corresponds to a time resolution of 2
ms. Zero-padding out to an FFT length of 32,768 samples yields a frequency resolution
of 0.4883 Hz. A rectangular window was used on the data since it provides the narrowest
main lobe in the spectral estimate, and since the received signal was noise-free for the
most part. The blocks were overlapped by 50 percent, which corresponds to jumps in
time of 1 ms. The percentage changes in sinusoidal frequency are plotted in Figure 2.18,
a histogram of the changes over all time is provided in Figure 2.19, and a CDF estimate
of the wow and flutter is shown in Figure 2.20.

Figure 2.17 Sinusoidal Frequency Variation (2 ms)
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Figure 2.18 Sinusoidal Frequency Variation in Percent (2 ms)
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Figure 2.19 Histogram of Wow and Flutter in Percent (2 ms)
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Figure 2.20 CDF of Wow and Flutter in Percent (2 ms)
The same process was repeated but with a block size of 80 samples,
corresponding to a time resolution of 5 ms, and time jumps of 2.5 ms or 40 samples
(again 50 percent overlap in the data blocks). All other parameters were chosen as
before. The variation in sinusoidal frequency with respect to time is plotted in Figure
2.21, and in percent after normalization in Figure 2.22. Figure 2.23 shows the histogram
of frequency variation, and the CDF estimate is given in Figure 2.24. The statistical
results for the 2 ms and 5 ms cases are tabulated in Table 2.2.
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Table 2.2 Wow and Flutter Estimation Results
2 ms Blocks
4000 Hz
4002.44 Hz
(+0.061%)
11.7481 Hz
(0.293703%)
3966.31 Hz
(-0.84225%)
4031.74 Hz
(+0.7935%)
0.842285 %
0.293703 %

Nominal sinusoidal frequency
Average sinusoidal frequency
Standard deviation of sinusoidal
frequency
Minimum sinusoidal frequency
Maximum sinusoidal frequency
Maximum wow and flutter
RMS of wow and flutter

5 ms Blocks
4000 Hz
4000.78 Hz
(+0.0195%)
4.3947 Hz
(0.1098675%)
3987.79 Hz
(-0.30525%)
4015.62 Hz
(+0.3905%)
0.390625 %
0.109867 %

It should be noted that when the signal travels from one computer to the next
without encountering a tape medium, the only “wow and flutter” effect is due to the
tolerances of the crystal oscillators in the computer sound cards. When the 4 kHz
sinusoid was played from one computer and recorded on another and analyzed with the
same parameter choices used in the 5 ms block case just presented, the maximum
deviation in frequency was just 0.061 percent, and the RMS of the wow and flutter was
only 0.0260223 percent. These numbers are quite consistent with the tolerances listed for
the crystals used in the sound cards, which are rated at 300 parts per million, or 0.03
percent. It is this tight tolerance of the crystal oscillators that allows successful use of
spread spectrum communication between two computers.
By comparing the estimation results based on time resolutions of 2 ms and 5 ms
(refer to Table 2.2 above), it is evident that the estimates of frequency variation, and thus
of wow and flutter, are somewhat smaller for the 5 ms case. There are several reasons for
the slight discrepancy. First, the short-term fluctuations that are captured individually
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within 2 ms blocks are averaged together when part of larger blocks. Second, the number
of samples of actual data used in the FFT determines the shape and resolution of the
spectral estimate. Zero-padding increases the “plot” resolution of the underlying spectral
estimate, but does not increase the resolution of the spectral estimate itself [11]. In the 2
ms case the data blocks consist of only 32 samples, and therefore the main lobes of the
sinc functions in the frequency domain are relatively wide. Since a real sinusoid contains
both positive and negative frequency components with a sinc centered on each, the two
components can interfere constructively or destructively. With few data points the zerocrossings of the sinc occur less frequently and there are fewer side lobes between the
positive and negative frequency sincs, and the interference is more severe.

These

concepts are demonstrated in Figure 2.25, which shows a spectral estimate based on a 2
ms (32 sample) data block, and Figure 2.26 which shows an estimate based on a 5 ms (80
sample) block.
In the context of sinusoidal frequency estimation, the interference between the
two sinc functions will corrupt the frequency estimates. The fewer data points are used in
the FFT, the worse the corruption, in general. Although the peak of the periodogram is
the maximum likelihood estimator (MLE) of the frequency of a single complex sinusoid
in complex white Gaussian noise [12], here we have a real sinusoid (a sum of two
complex sinusoids), and the noise is not necessarily Gaussian or white. But as more data
points are used in the FFT, the sincs will effectively “separate” in the frequency domain,
and the FFT result will approach the MLE.

36

A third cause of discrepancy in the frequency estimation is the effect of noise in
the system. Inevitably noise is introduced in the playback, recording, and re-sampling
processes. As mentioned above, the main lobes of the sinc functions are wide because so
few data points are used in the FFTs. Thus the peaks of the sincs are relatively flat, and
resemble plateaus more than spikes. Because of the flatness, comparatively small levels
of noise interference can significantly change where the maximum of the sinc occurs,
from which the frequency estimate is derived.

Figure 2.21 Sinusoidal Frequency Variation (5 ms)
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Figure 2.22 Sinusoidal Frequency Variation in Percent (5 ms)
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Figure 2.23 Histogram of Wow and Flutter in Percent (5 ms)
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Figure 2.24 CDF of Wow and Flutter in Percent (5 ms)

Figure 2.25 Spectral Estimate for 2 ms (32 Sample) Block
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Figure 2.26 Spectral Estimate for 5 ms (80 Sample) Block
Because of the potential frequency estimation difficulties with small data sets, we
decided to employ a parametric spectral estimator to confirm or refute the results
obtained via the FFT. The autocorrelation method of linear prediction using the Levinson
algorithm [12] was used to generate an AR model. An order of three was chosen for the
model, so that two poles could capture the sinusoidal behavior and one could model the
(low-level, wideband) noise. The sinusoidal frequency estimates are obtained from the
angles of the sinusoidal poles in the z-plane. Although the autocorrelation method is less
accurate for sinusoidal frequency estimation than the covariance method [12], the
autocorrelation method produced results consistent with the FFT so no further
investigation was warranted. The sinusoidal frequency estimates obtained parametrically
are plotted in Figure 2.27 and Figure 2.28 on top of the corresponding FFT estimates. As
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is evident from the plots, the block by block estimates are largely identical. As would be
expected, for very short data records (<= 16 samples), the biased and unbiased
autocorrelation method results were somewhat dissimilar, and the FFT results fell
between the two.
Characterizing the magnitude of the time, frequency, and phase distortions
introduced by the tape wow and flutter is important for several reasons. First, these
calculations will help us to estimate how robust a chosen communication technique will
be against the distortions. From there we can anticipate the percentage of successful
receptions at the decoder. Second, depending on the chosen communication technique,
the time duration of the transmitted code may play a significant role in the probability of
successful reception. Based on the wow and flutter statistics gathered and presented here,
it may be advantageous to vary the message duration to obtain better reception rates.
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Figure 2.27 Sinusoidal Frequency Variation Estimation Via AR Modeling (2 ms)

Figure 2.28 Sinusoidal Frequency Variation Estimation Via AR Modeling (5 ms)
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Although various methods of code acquisition and tracking have been developed
for spread spectrum techniques [8], many are not applicable to our situation and others
would most likely not be able to handle the severity of the time and phase distortion we
encountered. Furthermore, as mentioned earlier, there is a fundamental tradeoff inherent
in choosing the length of the maximal length sequence N. A large N is desirable to
provide large correlations at the output, and thus good reception despite low power levels
and/or the presence of noise and other signal corruption. Conversely, however, a small N
is desirable so that the entire data transmission is of short time duration, which is
important for psychoacoustic masking. A small N is also desirable to minimize the timescale distortion effects introduced by the tape wow and flutter. But if a small N is
chosen, the code must be inserted with a much larger amplitude to compensate for the
reduced correlation that results from the shorter sequence length. The required increase
in amplitude makes perceptual hiding of the inserted code difficult, if not impossible. In
the end there was no acceptable compromise solution with spread spectrum. Therefore
we reluctantly abandoned the spread spectrum approach and concentrated more effort on
other communication methods being developed concurrently.

Section 2.4. Attempts with Conventional Methods
Several variations of conventional communication schemes and a few novel
hybrid approaches were implemented and considered concurrently with the spread
spectrum approach.

While many of these methods showed no promise, and were

abandoned in the early stages, two exceptions are worthy of mention.
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Section 2.4.1. A Form of Differential Phase Shift Keying (DPSK)
In phase shift keying (PSK), the digital data is encoded by changing the phase of
one or more carrier sinusoids. For example, a phase of 0 radians on a carrier sinusoid
could represent a digital zero, and a phase of π would represent a digital one.

In

differential phase shift keying (DPSK) the data is encoded not by the phase itself, but
rather by changes in the phase [13]. For instance, a digital zero could be represented by
the carrier phase remaining constant at either 0 or π radians; a change from one phase to
the other would then represent a digital one. It should be noted that with such differential
data encoding a decision error at the receiver produces two bit errors but does not
propagate further, and other bits are not affected.
As the reader is probably thinking, the phase degradation due to tape wow and
flutter is far too severe to implement PSK or DPSK in a conventional sense. The
introduced phase distortion is very unpredictable, and compensation is impossible.
However, it was felt that if sinusoids were spaced closely enough in the frequency
domain the distortions they underwent would be similar. To test the idea, multiple
sinusoids were created with frequencies chosen to correspond to certain bins of a 4096
point FFT (the sampling rate of the detector/receiver was again 16.0 kHz). Such a choice
of frequencies allowed fast and easy decoding via an FFT at the receiver. The digital
signature was differentially encoded by varying the phases of the sinusoids, not in time
but rather from one to the next in frequency for all time. A digital zero was represented
by two neighboring sinusoids having the same relative phase. (Note that this approach
requires almost perfect signal synchronization at the receiver in order to maintain the
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specified relative phases. In other words, the received signal block to be analyzed via
FFT must be identical in temporal alignment to the transmitted block, within a small
number of samples.) Likewise, neighbors having opposing phases represented a digital
one. The sinusoids were scaled to achieve a desired relative power level, and then added
to a band-stop filtered version of the audio signal. The resulting composite signal could
be transmitted, stored on tape, etc. At the receiver the sinusoidal phases were calculated
from the complex FFT results, and decisions made based on the relative phases between
neighboring sines.
This hybrid DPSK scheme worked well, and neighboring sinusoids did indeed
undergo similar distortions most of the time. However, a major difficulty was that the
wow and flutter produced not just a phase change, but also a time and frequency scale
change. The sinusoids would effectively be translated to new unpredictable locations in
the frequency domain. If the DPSK scheme were to be used, a means of frequency shift
detection and compensation would have to be developed.

Several less significant

problems, such as synchronization, would also require remedy before DPSK could be
used successfully. Since another technique was showing more promise, DPSK was
abandoned along with the spread spectrum approach.

Section 2.4.2. Coding with Changes in Spectral Shape
Another idea that held merit but was eventually rejected was using the audio
spectrum itself to encode the digital signature. By changing the magnitude spectrum
slightly at chosen locations to encode the digital data, the perceived quality of the audio
signal was largely preserved. An FFT was calculated from a block of 4096 samples of
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the original audio. The FFT results at selected bins were discarded and new values
assigned based on the magnitude of neighboring bins and the data to be encoded. The
average magnitude of the neighbors of a “signal” bin would be calculated and used as a
reference.

The signal bin would be replaced by a value larger or smaller than the

reference by some pre-set factor. A digital one was represented by replacement with a
larger than reference value, and a digital zero by a smaller than reference value. This
procedure is demonstrated in Figure 2.29 below. The corresponding negative frequency
bin would be assigned the same amplitude but conjugate phase, and an inverse FFT
yielded the modified time domain signal.

Digital
One
Reference
Threshold

Digital
Zero

Left
Neighbor
Bin

Signal
Bin
(to be changed)

Right
Neighbor
Bin

Figure 2.29 Coding by Spectral Changes
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Although this unique approach worked quite well in simulations and when
transmitting from one computer to another, it too was hindered by the wow and flutter
roadblock. Like the sinusoids in the PSK and DPSK cases, the signal and reference bins
were effectively translated in frequency.

Furthermore, a method of precise

synchronization would have to be developed for the method to work properly, since the
FFT computed at the receiving end needs to contain the same signal block as was used on
the transmitting end. A shift of only a few samples in either direction could destroy the
magnitude result and thus the data detection capability. In addition, any deviation from
unity transmission characteristic, such as the nulls created by multipath interference,
could destroy the digital information. For all of these reasons this technique too was
abandoned in favor of a more robust approach.
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