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Optimizing Classification Decisions for Paper-and-Pencil and Computer Adaptive Tests

Leslie A. Thomas

(ABSTRACT)

Throughout the social sciences, tests have been used for two primary – and
different - purposes: a) to estimate where an examinee is located on an ability/trait
continuum (e.g., intelligence tests), or b) to classify an examinee as either above or below
a particular point on the ability continuum (e.g., criterion-referenced tests).  From a
psychometric perspective, the scoring procedure of the test should reflect the purpose for
which the test is being used.  From a practical perspective, the administration procedure
should be as efficient as possible.

The Myers-Briggs Type Indicator (MBTI; Briggs & Myers, 1976) is a personality
inventory designed to classify examinees according to four bipolar dimensions. Although
the MBTI is quite popular within corporate America, critics have threatened the validity
of the MBTI with two seemingly contradictory faults: the test is too unreliable and too
long.

The purpose of this study was to examine the degree to which using an item
response theory (IRT)-based scoring and administration procedure can improve the
reliability and efficiency of the MBTI. Although this paper specifically examines these
issues in the context of a personality instrument, the methodology used in this study may
be used with other instruments, such as cognitive tests, that fit a 2 or 3 parameter logistic
IRT model and are used to make dichotomous decisions (e.g., pass/fail in selection or
training).

The results of this study suggest that likelihood-ratio based scoring procedures
can minimally increase the classification accuracy of paper-and-pencil examinations over
weighted number-right scoring procedures.   The addition of collateral item information
further increased the classification accuracy of likelihood-ratio based scoring methods.
Computer adaptive administration, based on the Sequential Probability Ratio Test (SPRT;
Wald, 1947),  decreased the number of items needed to meet or exceed the classification
accuracy of the traditional scoring method by 20 to 50%.  The inclusion of collateral item
information along with the SPRT procedure further increased the test efficiency by 46 to
60% across the four scales.  Practical implications for the findings are discussed.
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Chapter 1: Introduction

The Myers-Briggs Type Indicator (MBTI; Briggs & Myers, 1976) is a personality
inventory designed to classify examinee according to four bipolar dimensions of personal
preference: introversion (I) versus extroversion (E); intuition (N) versus sensing (S);
feeling (F) versus thinking (T); perceiving (P) versus judging (J).  Examinees are assigned
a four-letter type (e.g., ENTP) by dichotomizing their continuous scores on each of the
four dimensions  (e.g., E vs. I, N vs. S, T vs. F, and P vs. J).

Currently, the MBTI is the most widely used personality tests used in American
industry and, in fact, is often used to make employment decisions (Zemke, 1992).
Although the MBTI is quite popular within corporate America, critics have threatened the
validity of the MBTI with two seemingly contradictory faults: the test is too unreliable
and too long.

In terms of reliability, a number of studies have reported continuous scale-score
reliabilities ranging from the low 70s to .95 (Carlson, 1985; Carlyn, 1977; Carskadon,
1982; DeVito, 1985; Tzeng, Outcalt, Boyer, & Ware, 1984).  However, the more
important issue when making a classification decision is how often the examinee is
classified the same upon subsequent administrations or, in the case of the MBTI, how
often an examinee is assigned the same four-letter type during subsequent
administrations. In 1985 edition of the MBTI Manual (Myers & McCaulley, 1985), five
studies are cited with test-retest intervals ranging between 2 to 5 weeks.  Even within this
relatively short time span, only 43% to 56% of the subjects retained the same type
assignment across all four dimensions.

In addition, the current versions of the MBTI are fixed-length tests with Form F
consisting of 166 items (94 of which are scored) and Form J consisting of 283 items.  Not
only does a longer test cost employers more to administer, it also risks violating a
fundamental principle of measurement that the process of measurement should not affect
or contaminate the construct or object being measured.  Longer tests, such as the MBTI,
run the risk of violating this principle due to fatigue effects and induced response bias
(i.e., the examinee wanting to appear consistent with previous responses to seemingly
similar questions).  They also run the risk of being faked when there is motivation to do
so (e.g., selection.  These faking techniques are “learned” in the sense that the more items
that have been administered, the more chances there are to figure out what is being
measured and to determine the most socially desirable responses given a particular
situation  (e.g., an extrovert for a salesperson position).

These criticisms beg the paradoxical question of whether the MBTI can be
dramatically shortened while increasing the reliability its type classifications.  The
purpose of this study was to examine the degree to which using an item response theory
(IRT)-based scoring and administration procedure can improve the reliability and
efficiency of the MBTI. Although this paper specifically examines these issues in the
context of a personality instrument, the methodology used in this study may be used with
other instruments, such as cognitive tests, that fit a 2 or 3 parameter logistic IRT model
and are used to make dichotomous decisions (e.g., pass/fail in selection or training).
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The MBTI is currently scored using a weighted number-right scoring procedure.
However, number-right scores ignore substantial amounts of information that can be
gleaned from an examinee’s pattern of responses.  With number-right scoring, all
responses that yield the same number of correct responses are interpreted as representing
identical test performance regardless of the relative difficulty of the items answered
correctly.  On the other hand, likelihood ratio-based scoring, which is theoretically
optimal, takes into account an examinee’s response pattern.  For a 40-item test there are
41 possible number-right scores but 240 possible likelihood ratios.  Therefore, there is
more information, and thereby more precision and reliability, offered by likelihood ratio-
based classification procedures.

An advantage of likelihood ratio-based classification procedures is that they can
be applied to fixed-length tests (e.g., paper-and-pencil), where each examinee is
administered the same number of items, and to variable-length tests (e.g., CAT).   When
applying likelihood ratio-based scoring to variable-length tests, a statistical procedure
called the Sequential Probability Ratio Test (SPRT; Wald, 1947) is often used.

Using the SPRT procedure, the likelihood ratio is computed sequentially after
each item response to determine whether the examinee is above the decision threshold,
below the decision threshold, or if more items need to be administered before the
examinee can be reliably classified.  Examinees with theta estimates farther from the
decision point can be classified more easily (i.e., with fewer items) than examinees with
theta estimates closer to the decision point.  This study examined the degree to which the
test length could be shortened based on how easy or difficult an examinee is to classify.

Currently, each of the four scales is scored independently of one another even
though many of the items are correlated across scales as evidenced by items that load on
factors other than their primary factor (Harvey, Murry, & Stamoulis, 1995).  A more
effective scoring procedure would use this “out of scale” information to increase the
reliability of the four classification decisions being made within the test.  In addition,
using the “out of scale” item information can sharpen the definition of the constructs
being measured by reducing the amount of variance attributed to measurement error.
This study examined the degree to which a procedure used to quantify an item’s out of
scale information , can be used in conjunction with the SPRT to make all four
classification decisions simultaneously.

In summary, the MBTI has been criticized for being unreliable and too long.
Currently it is a fixed-length test that is scored using a weighted number-right scoring
procedure which scores each scale independently.  This study evaluated the degree to
which using scoring and administration methods based on IRT improved the reliability of
classification decisions and the efficiency of its administration.

To begin with, an overview of the MBTI is presented to explain the nature,
development, practical applications, and the psychometric properties of the instrument.
Then an introduction to IRT and computer adaptive testing (CAT) is given.  Finally, the
details of an IRT-based approach to classification are explicated, as well as the research
design, and the results of this study.
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Chapter 2: Literature Review

Overview of the MBTI

The MBTI is the most extensively used personality inventory in American
industry (Zemke, 1992).  In addition, its recent use in industry has experienced the fastest
growth rate of any personality inventory; in 1986, U.S. businesses accounted for 40% of
test sales -- twice that of their share of just three years previous to that time (Moore,
1987). In 1991 alone, it was estimated that over 2 million people took the MBTI (Moore,
1987; Suplee, 1991; Zemke, 1992); a substantial increase from the approximately 1.5
million that completed the test in 1986.

The MBTI was designed for non-psychiatric populations as a means to
operationalize and measure Carl Jung's theory of psychological types (1923; 1971).  The
MBTI is a paper-and-pencil personality inventory that utilizes a qualitative, forced-choice
format in which examinees choose between two competing alternatives (e.g., word pairs,
sentence completion format) to assess their standing on four bipolar dimensions of
personal preference: introversion (I) versus extroversion (E); intuition (N) versus sensing
(S); feeling (F) versus thinking (T); perceiving (P) versus judging (J). A numerical
preference score is then computed for each of the four preference dimensions by
summing the number of keyed item responses; these continuous preference scores are
typically dichotomized to derive a categorical type assignment (e.g., E vs. I, N vs. S, T vs.
F, and P vs. J) for each MBTI dimension.

Based upon their combination of four dichotomized scale scores, respondents may
 be assigned to one of sixteen possible personality types (Myers, 1962).  The MBTI's
authors developed narrative descriptions, or profiles, for each of the sixteen types that
explain how each preference in a particular personality type will interact with the other
preferences to influence an individual's behavior (McCaulley, 1990).  The test's authors
proposed that these profiles can be used to understand and predict behavior in personal
and professional settings based on an individual's results on the MBTI (Myers &
McCaulley, 1985).

Development of the MBTI

Kathleen Briggs and Isabel Briggs Myers developed the MBTI over a period of
several decades based on the assumptions that preferences for Jungian types actually
exist, these preferences can be measured via self report, and these preferences exist as
dichotomies (i.e., have a bimodal distribution; Myers & McCaulley, 1985).  The initial
pool of questions was tested in a criterion group (i.e., individuals whose type was
"known" via longitudinal observation by the test's authors) between 1942 to 1944,
producing Forms A and B of the MBTI.  These forms consisted of the same items
ordered differently.  Items that did not receive a response of 60% or more by examinees
of the appropriate type were eliminated (Myers & McCaulley, 1985).  Later a differential
weighting scheme, termed the prediction ratio, was also devised to account for the social
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desirableness of a particular response, with socially desirable items being given less
weight than less popular items.

The next version, Form C, excluded any items that had a high validity for more
than one scale of the MBTI.  Form D was developed between 1956 and 1958, starting
with a pool of 200 new items -- including the addition of word pairs -- in preparation for
a new edition of the manual under the guidance of Educational Testing Services (Stricker
& Ross, 1964).  Old and new items were put into Forms E and F.  Form F was published
in 1962 by the Educational Testing Service and is used in large scale data collections; it is
also the form recommended for research (Myers & McCaulley, 1985). Form G, published
in the late 1970s, is a shorter version of Form F (126 vs. 166 items) with many of the
experimental and ambiguously worded items removed.  Form AV (Abbreviated Version)
or H, is an abbreviated version of Form G with only 50 items, is self-scoring, and is
designed for group situations (Murray, 1990).

The MBTI as a Test of Jung's Psychological Types

As a measure of Jungian theory (1923; 1971), the goal of MBTI is to categorize
people according to their psychological type.  A type is a "category into which people
with similar but not necessarily identical characteristics are placed" (Hall & Nordby,
1973, p.96).  Categorizing people based on their psychological type is based upon the
Jungian assumption that much of seemingly random human behavior is actually quite
orderly and consistent if viewed in terms of what Jung termed "preferences".

A preference is "one of four basic dichotomies that in type theory structure an
individual's personality" (e.g., E-I, S-N, T-F, and J-P dichotomies; Myers & McCaulley,
1985, p 225).  Preferences are thought to be primarily developmental in nature; that is,
over time, interactions between individuals and their environment establish the relative
predominance of one preference over the other, although the capacity to use either
preference always exits.

These preferences are thought to reflect different aspects of individual differences
in two major mental processes: perception and judgment --  variations in the styles by
which individuals gather information and then reach decisions based upon that
information.  These two processes are thought to be important because in every situation;
an individual must first perceive and then make a judgment based upon those perceptions.
(Myers & McCaulley, 1985).

To describe variations in the perceptual process, Jung used the sensation and
intuition (S-N) bipolar dimension to reflect two different modes of perceiving.  The
sensing type (S) prefers the perception of what is directly observable through the five
senses. They are often described as realistic, practical, conservative, and experiential. The
intuitive type (N), on the other hand, prefers to extrapolate from the information given by
the senses and look for meanings, possibilities, and relationships on a more abstract or
conceptual level.  Intuitive types are often described as artistic, analytical, creative,
liberal, and theoretical.             
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Once data has been collected through the perceptual process, a conclusion is
drawn based on that data (Myers & Myers, 1980). The thinking and feeling (T-F) bipolar
dimension reflects two different ways this judgment can be made.  The thinking type (T)
prefers to arrive at a judgment by logical and impersonal methods in contrast to the
feeling type (F) who tends to be more subjective and bases decisions primarily on
personal values. Thinking types are generally described as dominant, assertive,
achievement-oriented, and autonomous while feeling types purportedly have high needs
for affiliation, warmth, and harmony (Thompson & Borrello, 1986).

The last bipolar dimension, the judging and perceiving (J-P) dimension,
represents an overall preference for using either the perceiving function (S-N) or judging
function (T-F) in everyday interactions with the environment (DeVito, 1985).  Unlike the
other dimensions measured by the MBTI, the J-P dimension was implied but never
explicitly defined by Jung as an independent personality dimension (Carlyn, 1977; Myers
& McCaulley, 1985).  Judging types prefer things to be planned, orderly, completed, and
issues to be resolved.  Perceiving types, on the other hand, prefer to live in a more
flexible, spontaneous, and adaptive manner, generally prefer to keep as many options
open to them as possible and, as a result, do not like to make decisions because they view
it as limiting their options (e.g., such a setting an appointment to meet someone at a
certain time or working according to a predetermined schedule; Myers & McCaulley,
1985).

Although though the test was developed based on Jungian type theory, most
researchers agree that the MBTI measures only restricted aspects of the Jungian
dimensions it was intended to reflect (Coan, 1978; Comrey, 1983; McCrae & Costa,
1989; Murray, 1990; Sipps & DiCaudo, 1980; Stricker & Ross, 1964). For instance, its
measures of the E-I dimension often focus on only observable behavior such as social
extraversion-introversion, a dimension of gregarious in contrast with shyness and
withdrawal (Palmiere, 1972). Critics argue that assessments of only external behavior
probably cannot be sensitive enough to measure the complicated Jungian personality
schema and, consequently, will sacrifice some of the theoretical richness of Jungian
insights (Carlson, 1980; Coan, 1978; Cowan, 1989; McCrae & Costa, 1989; Steele &
Kelly, 1976).

Moreover, many argue that since preferences are assumed to interact in complex
nonlinear ways to produce psychological types (Murray, 1990), the ideal assessment
procedure for Jung's typology would take the pattern of each component's interaction into
account rather than simply assessing which component is preferred in various situations
as does the MBTI (Coan, 1978). As one critic derisively put it the "Myers-Briggs
stereotypes people, it is a static, undynamic [italics added] theory that traffics labels
much like astrology" (Moore, 1987, p. 82).

But according to Murray (1990) and other researchers, Jungian type theory is
probably "too complicated to be captured on an objective personality test" (p. 1195).  For
instance, much of the theory is vague and ill-defined, often dealing with archetypes and
images not easily communicated -- much less assessed -- via an objective test (Carlson,
1985).  In addition, much of Jung's theory deals with the unconscious which, by
definition, can not be assessed via direct self-report. Furthermore, some of Jung's trait-
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like descriptions of the four dimensions (e.g., his description of extraverts as being open,
jovial, social, and approachable, as well as morally conventional and tough-minded)
define observable characteristics that do not empirically covary; that is, they do not
define the same underlying construct/dimension (Guilford, 1977).

In fact, some of the descriptions for various types contained in the MBTI directly
contradict Jung's writings on psychological type theory (McCrae & Costa, 1989).  For
example, according to Jung's theory, a feeling person is one who assigns a value (either
positive or negative) to an experience or object without a logical basis.  However, an
individual who assigned a negative value to other people such as hatred or mistrust,
without a rational reason, would tend to score very low on the feeling dimension of the
MBTI which is defined by illustrative adjectives such as compassionate, warm, and
trusting (Coan, 1978).

Structural Validity

The question of whether the MBTI actually measures Jungian theory has been a
very controversial one (see Block & Ozar; 1982; Coan, 1978; Mendelsohn et al., 1982;
Murray, 1990; Sipps & Dicaudo; Stricker & Ross, 1964; Oneiss et al., 1982). To further
study this question, a number of studies have utilized factor analytic techniques to
examine the structural validity of the fundamental assumption that four personality
dimensions underlie the MBTI's construction. Several exploratory factor analyses of the
MBTI have been reported, and some of them (e.g., Comrey, 1983; Sipps, Alexander, &
Friedt, 1985) have produced factor structures that their authors viewed as being
inconsistent with the predicted 4-factor model.  This fact has been cited by critics of the
MBTI (e.g., Pittenger, 1993, pp. 474-476) as support for the more general conclusion that
“the MBTI does not provide the assessment of personality types that it claims” (Pittenger,
p. 475).

However, a number of other exploratory factor analytic studies of the MBTI (e.g.,
Harvey, Murry, & Stamoulis, 1995; Tischler, 1994; Tzeng, Outcalt, Boyer, Ware, &
Landis, 1984) have reported results that show an extremely high degree of
correspondence between the recovered factor solutions and the predicted 4-factor
structure.  What conclusions regarding the MBTI’s factor structure or construct validity
should be drawn based on these apparently conflicting findings?

The fact that several exploratory studies have reported findings that closely match
the predicted 4-factor structure (e.g., Harvey et al., 1995; Tischler, 1994) is consistent
with -- but not definitive proof of -- the validity of the MBTI’s predicted dimensional
structure.  The fact that some exploratory studies produced solutions that did not match
the predicted 4-factor structure (e.g., Sipps et al., 1985) says very little either pro or con,
given (a) the less-than-optimal sample sizes and factor-analytic decision rules that
characterized those studies, as well as (b) the inherent inability of exploratory methods to
test of the validity of a hypothesized factor model.

Regarding the former issue, the Comrey (1983) and Sipps et al. (1985) findings
were based on factor-analytic decisions (e.g., principal components analysis, Varimax
rotation) that have been repeatedly criticized in the psychometric literature (e.g., Cliff,
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1987; Lee & Comrey, 1979; Snook & Gorsuch, 1989; Tucker, Koopman, & Linn, 1969).
With respect to sample size, the Comrey (1983) study demonstrated only a 2.5:1 ratio of
subjects to items; in such small samples, the likelihood of finding unstable results due to
the effects of sampling error increases significantly.  In contrast, among the exploratory
studies that reported results that were consistent with the predicted 4-factor structure, the
Harvey et al. (1995) study had a 12:1 ratio of subjects to items, and the Tischler (1994)
study had a 22:1 ratio; results obtained in samples of these sizes should be much more
likely to be stable and valid than those obtained in smaller samples.

Regarding the latter issue, the results of any exploratory factor analysis -- even
one performed in a very large sample -- are fundamentally incapable of answering what is
essentially a confirmatory question: namely, to what degree does the hypothesized factor
structure provide a plausible representation of the observed item-level data?  That is,
among its other limitations (e.g., subjectivity with respect to determining the number of
factors to retain), the exploratory factor model exhibits a fundamental indeterminacy with
respect to factor rotation (i.e., an infinite number of different orthogonal or oblique
transformations of the factor solution can be made without changing the degree to which
it can reproduce, or ‘fit,’ the data matrix).  Thus, if the predicted structure is not
recovered, this fact provides essentially no evidence regarding the degree to which the
hypothesized model would be capable of providing a level of fit that is as good as, or
better than, that which is produced by the obtained factor solution.

Fortunately, confirmatory factor analytic methods (e.g., James, Mulaik, & Brett,
1982; Jöreskog & Sörbom, 1976) were developed to address precisely this kind of
question.  Unlike exploratory factor analysis, confirmatory factor analysis allows the
researcher to directly test the degree to which a hypothesized factor model is consistent
with the variance/covariance matrix that is observed among the instrument’s items.  A
major strength of confirmatory factor analysis is that it allows for the possibility of
falsifying a hypothesized factor model (i.e., showing that it is inconsistent with the
observed data).  That is, if the predicted factor pattern is found to provide a poor level of
fit to the observed data, this fact can provide compelling evidence against the validity or
plausibility of the predicted factor structure.  Thus, although confirmatory methods
cannot prove that a given good-fitting model is the best possible model for an instrument
(theoretically, it is always possible to postulate the existence of an alternative model that
demonstrates an even higher level of fit), they are nevertheless extremely valuable by
virtue of their ability to reject poor-fitting models and to rank competing models with
respect to the degree to which they fit the observed data.

Although studies that criticize the psychometric properties of the MBTI typically
do not cite their findings, several confirmatory factor analyses of the MBTI have been
reported (e.g., Harvey, Murry, & Stamoulis, 1995; Harvey, Murry, & Markham, 1995;
Johnson & Saunders, 1990; Thompson & Borrello, 1989), and their results have
consistently supported the validity of the predicted 4-factor structure.  When considered
on its own (e.g., Johnson & Saunders, 1990; Thompson & Borrello, 1989), the predicted
MBTI factor structure has been found to provide a plausible representation of the latent
structure of this instrument.  Of even greater importance, when the predicted 4-factor
MBTI model was compared against the alternative factor models advanced by Comrey
(1983) and Sipps et al. (1985), the predicted MBTI structure was found to be superior to
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both of these competing views of its dimensionality (Harvey, Murry, & Stamoulis, 1995).
Indeed, the results of the Harvey et al. (1995) study suggested that both the Sipps et al.
(1985) and Comrey (1983) models were fundamentally misspecified (i.e., based on the
extremely high correlations that were estimated between some of their factors).

However, these factor analytic studies have identified some issues that deserve
further study.  For example, in the exploratory studies, some MBTI items were found to
load strongly on more than one factor; additionally, in both exploratory and confirmatory
studies, a nontrivial percentage of the items exhibited only moderate-to-small loadings on
their primary factors. In addition, studies that examined oblique factor models,
consistently nonzero correlations between the S/N and J/P factors were reported (e.g.,
Harvey et al., 1995; Pittenger, 1993, p. 475), a finding that has also been seen when the
traditional prediction ratio method is used to calculate MBTI preference scores (e.g.,
Ones, 1964).  That is, there is some tendency for individuals who prefer Sensing to be
more likely to favor Judging than Perceiving, and for those who favor Intuition to be
more likely to favor Perceiving than Judging.  Although, ideally, from a theoretical
standpoint (e.g., Myers, 1980, pp. 2-9) it would be desirable to find that the four
preferences are mutually orthogonal, a method for using the information that items
provide on dimensions other than their primary dimension, called collateral item
information, may be used to increase the measurement precision of the test and is
discussed in a latter section of this paper specifically dealing with this topic.

In sum, although some secondary issues remain unresolved, a review of the factor
analytic research findings indicate quite conclusively that the major criticisms that have
been raised regarding the MBTI’s factor structure (e.g., Comrey, 1983; Pittenger, 1993)
are not supported by the data, particularly the results of confirmatory factor analyses.  On
the contrary, a large and growing body of evidence indicates that (a) four major factors
underlie the items that are used to compute the MBTI preference scores, (b) the items that
define these factors are those that were predicted to do so by the MBTI’s developers, and
(c) of all of the competing factor structures that have been proposed to date, the a priori
4-factor solution provides the most plausible representation of the MBTI’s latent
structure.

The Growing Use of Personality Tests in Industry

Although the test may not be an isomorphic translation of Jungian type theory,
many researchers and practitioners, while keeping that caveat in mind, still contend that
the instrument has value as "a practical assessment instrument whose constructs have
been clarified by extensive research"  (Murray, 1990, p. 1195). In addition, the MBTI's
tremendous popularity in industry may be indicative of the recent resurgence in
popularity experienced by personality tests in general.  Although the prevailing view
from the 1960's until recently was that personality tests were poor predictors of job
performance (e.g., Guion & Gottier, 1965; Hogan, 1991), recent developments have
given way to a more optimistic view of their use in industry.  First, evidence via recent
meta-analytic and empirical studies have supported the utility of personality measures as
predictors of diverse performance-related criteria (Barrick & Mount, 1991; Cortina et al,
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1992; Day & Silverman, 1989; Hough, Eaton, Dunnette, Kamp, & McCloy, 1990;
Matthews et al., 1992; Mount et al., 1994; Schmitt & Ryan, 1993; Tett et al., 1991).

Second, it has also been demonstrated that some personality measures can provide
substantial incremental validities over cognitive measures for the prediction of a variety
of job-related criteria (McHenry, Hough, Toquam, Hanson, & Ashworth, 1990). For
instance, personality inventories can complement the use of cognitive tests by tapping
such dimensions as an individual's willingness to learn (e.g., Openness to Experience) in
addition to the domains usually measured by cognitive tests such as the ability to learn.
The measuring of  noncognitive factors, such as an individual's motivation to learn, is
important because it is generally agreed that noncognitive factors are heavily implicated
in many, if not most, aspects of job performance (Barrick & Mount, 1991; Hogan, 1991).

Third, recent developments in the legal environment with respect to selection and
testing have made personality testing a viable alternative to the more traditional types of
testing. With the passing of the 1991 Civil Rights Act, employers can no longer adjust
test scores or employ different standards for testing on the basis of minority status in
order to avoid adverse impact (e.g., race norming). In addition, the shifting burden of
proof model provision should make it easier for plaintiffs to win disparate impact cases;
therefore it is likely that the number of discrimination cases will increase (Pattison &
Varca, 1991).  As a result, employers may utilize more personality-based selection
measures because, unlike most cognitive measures, they tend to have little, if any,
differential impact on protected groups, and are therefore less prone to raise
discriminatory concerns (Hogan, 1991). 

Industrial Applications of the MBTI: Understanding vs. Predicting Behavior

Some contend that MBTI’s current attention may be a mere by-product of the
recent growth in popularity of personality tests in industry in general (Moore, 1987).
However, a review of the literature citing the various ways in which it has been utilized
such as selection, job placement, and performance appraisals, suggests that corporations
view an employee's MBTI profile as anything but a passing fad.  The MBTI has become
an integral part of a substantial number of management development programs
throughout corporate America (Moore, 1987).  Corporations such as American Telephone
and Telegraph, General Electric, Exxon and Transamerica use the MBTI profiles of
employees to improve decision-making processes and enhance team-building efforts
(Coe, 1992; McCrae & Costa, 1989).  Some of the more frequent applications include
resolving employee disputes, enhancing interpersonal and inter group relations (Coe,
1992; Gauld & Sink, 1985; Moore, 1987), performance appraisals (Agor, 1988),
strengthening customer relations (Moore, 1987), training (Coe, 1992), and vocational
counseling (Poilitt, 1982).

 Such applications within businesses rest upon the assumption that knowing each
other's MBTI profile facilitates communication between members and helps them
understand themselves better in relation to their work and the other members within the
organization (Cowan, 1989).  Organizations use the MBTI because employers believe
that this increase in understanding among members will lead to increased motivation,
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problem-solving, innovation and overall productivity within the organization (Hoy &
Hellriegel, 1982).

Research indicates that the MBTI is also used primarily as a predictive
instrument.  For instance, MBTI profiles have been used to predict employee turnover
(Garden, 1989), various aspects of job performance (Kirton, 1976; Gough, 1976), and
organizational consulting competence (Bushe & Gibbs, 1990).  Even the cost efficiency
of an employee's decision-making style as assessed by the MBTI (Davis, Grove,
Knowles, 1990).  The MBTI has also been used for selection and promotion purposes
with corporations trying to match the characteristics of a candidate's MBTI profile to the
characteristics of the job or of successful job incumbents (Coe, 1992; Zemke, 1992). In
fact, the Position Analysis Questionnaire (PAQ; McCormick, Jeanneret, & Meecham,
1972) has been used to obtain estimates of the MBTI profiles most likely to be found
among job incumbents.

Reliability and Type Stability

The practical implications of some of the applications of the MBTI -- especially
selection, placement, and promotion -- underscore the importance of achieving adequate
psychometric properties.  The most basic of these psychometric properties is that of
reliability.  Reliability is a prerequisite for validity.  A test that does not consistently
(reliably) measure a phenomenon cannot, therefore, effectively predict or elucidate causal
relationships between the phenomenon and other constructs (e.g., leadership aptitude).

A number of studies have concluded that the MBTI’s scales demonstrate
satisfactory test-retest, split-half, and internal consistency reliabilities with estimates
ranging from the low .70's to low .90's (Carlson, 1985; Carlyn, 1977; Carskadon, 1982;
DeVito, 1985; Tzeng, Outcalt, Boyer, & Ware, 1984).  However, the question of what
constitutes a satisfactory reliability level ultimately depends upon how the test is used
and the manner in which it is scored (Crocker and Algina, 1986).

Specifically, if the purpose for using the test is to predict future behavior in a
situation in which erroneous decisions could be detrimental to both individuals and the
organization (e.g., a selection or promotion decision), then a high degree of reliability is
desirable.  The need for a higher degree of reliability is compounded by the fact that the
scoring system of the MBTI uses a cutoff score to dichotomize the continuous preference
score when assigning categorical type labels.  Clearly, the relative importance of
measurement error increases dramatically in situations in which a cutting score is used to
divide the distribution into discrete types because the effect of unreliability in the vicinity
of the cutoff score could cause an examinee to be assigned to the opposite preference
category (e.g. Extravert instead of an Introvert).

To illustrate the need for increased measurement precision for the MBTI scales,
Harvey and Murry (1994) -- used a pooled MBTI preference score reliability of .85 to set
confidence intervals around the preference score cutoff points, the goal being to
determine what percentage of examinees would fall within the measurement error band
(i.e., plus or minus 1-2 standard errors of measurement) around each cutoff score.  Their
results indicated that approximately 22-55% of examinees fell within the area of



11

measurement imprecision around the cutoff scores; for such individuals, even a slight
amount of measurement error could cause them to be classified in the opposite type
category.  The consequences of being misclassified on just one dimension are
exacerbated by the proposed interactive nature of the four dimensions (Myers &
McCaulley, 1985), in that a change on only one dimension could drastically alter the
overall interpretation of one's MBTI profile (and therefore any predictions based upon it).
For example, an ENTP profile is interpretively quite different from an INTP profile, not
just in terms of the E-I dimension but also how the other three dimensions interact with
the E-I dimension.

A related matter concerns test-retest findings regarding type stability, or the
probability of being assigned the same categorical personality type on repeated testings.
If a test is adequately reliable, it should yield similar results upon repeated
administrations; or, in the case of the MBTI, it should assign individuals to the same
categorical personality type on repeated administrations (barring, of course, the
possibility of true type change during the inter-test interval [ITI]).  On a practical level,
this aspect of the MBTI is most important if employee selection predictions are to be
made based on the categorical type profiles (a common practice for the MBTI).

The fact that a nontrivial percentage of MBTI respondents change their type
assignments on at least one preference dimension on repeated testing has been well
documented. For example, McCarley and Carskadon (1983) reported relatively high test-
retest reliabilities over a five-week interval, ranging from .77 (T/F scale) to .89 (J/P
scale); however, the percentage of subjects who retained their dichotomous type
preferences across all four scales was only 47% (Myers & McCaulley, 1985, p. 173,
Carlson, 1985).  Thus, respondents had approximately a 1-in-2 chance of being assigned
the opposite preference category on at least one of the MBTI personality dimensions
upon the next test administration. Carskadon (1979) reported that test-retest reliabilities
over five-week intervals ranged from .78 to .87; however, type stability statistics showed
that 19% of the subjects having changed type on the E-I dimension, 11% on the S-N
dimension, 17% on the T-F dimension, and 16% on the J-P dimension.  The short test-
retest ITI in both of these studies suggests that this type-shifting phenomenon is not
developmental in nature; indeed, given the short ITI, it is likely that the majority of these
apparent type changes were due simply to the action of measurement error in the vicinity
of the type cutoff scores.

Likewise, in 1991, the National Research Council (NRC), a subgroup of the
National Academy of Sciences, examined the MBTI and five other instruments used
extensively in training (Zemke, 1992).  After reviewing 11 studies of MBTI test-retest
outcomes, the NRC found that type stability ranged anywhere from 24% to 61%.  In
other words, out of 100 examinees, at least 24 and at most 61 of them would be assigned
to the same type category when retested over various ITI intervals. The median for those
changing on at least one of the four dimensions was 37%.

Even the type stability statistics for various ITIs documented in the MBTI manual
(Myers & McCaulley, 1985) demonstrate clearly less-than-perfect test-retest agreement
for type categories.  For a 5-week ITI, the percentage of categories that remained
unchanged on retest for all four dimensions (e.g., the chance of an ENTP staying
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categorized as an ENTP upon the second test administration) ranged from 43% to 56%
across four independent samples.  In one study using a 5-week ITI, the percentage of test-
retest agreement in each category ranged from 54% to 100% for the E-I dimension, from
69% to 100% for the S-N dimension, from 67% to 100% for the T-F dimension, and from
58% to 100% on the J-P dimension. These statistics demonstrate that for each dimension
some individuals remained the same type (100% agreement) while others had anywhere
from a 46% chance (for the E-I dimension) to a 31% chance (for the S-N dimension) of
changing on at least one of the dimensions.

Although the levels of test-retest reliability obtained using the continuous
preference scores have generally been quite respectable, the levels of instability in the
categorical type assignments have presented an inviting target for critics of the MBTI.
One possible reason for this discrepancy between apparently adequate test reliability
statistics and the clearly less-than-desirable type stability statistics is that many of the
test-retest and split-half reliabilities reported for the MBTI may be somewhat
overestimated.  That is, almost all of the studies that have assessed MBTI reliabilities
used the continuous preference scores to compute the reliabilities (Carlson, 1985;
Murray, 1990).  Using continuous scores rather than the dichotomous type scores that are
actually used to define the categorical type profile might tend to inflate the reliabilities,
because some degree of information loss would be expected as a result of the
dichotomization process. The loss of information caused by dichotomizing the preference
score may be substantial; Harvey and Murry (1994) estimated that from 26-32% of the
preference score variance was lost due to dichotomization. As a result, reliabilities based
on continuous scores may be somewhat, if not significantly, higher than those based on
dichotomous preference scores.

Since interpretations and predictions are ultimately made on the basis of
dichotomous classifications (Myers & McCaulley, 1985), it could be persuasively argued
that the reported reliabilities should be also be a reflection of these dichotomies.  For
example, Pittenger (1993) noted that because “Under this argument, switching poles on
even one of the four preference dimensions represents a significant substantive and
interpretative change.

It is highly unlikely that the majority of these apparent changes in type --
especially those that occur over relatively short intervals of a few weeks or months --
reflect true changes in preference.  Instead, as has been speculated by a number of
authors (e.g., Harvey & Murry, 1994, Pittenger, 1993), it is much more likely that these
changes are the result of the action of measurement error; in particular, measurement
error occurring in the vicinity of the type cutoff score.

That is, for individuals whose true preference scores lie close to the type cutoff
point, even a relatively small amount of measurement error could cause their observed
preference scores to lie on opposite sides of the cutoff over repeated testings (giving the
erroneous appearance of a type switch), despite the fact that the true preferences remain
constant over time (i.e., as would be predicted by type theory).  In fact, the Caskadon
(1979) five-week test-retest study also indicated that examinees with low initial
preference scores (i.e., 0 -15) had the lowest percentage of test-retest categorical
agreement and the examinees whose initial preference scores were high (i.e., 31 and
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above) had 100% agreement in each category (Myers & McCaulley, 1985).  Likewise,
those with moderate preference scores (i.e., 16-30) occupied an intermediate position
relative to those with high and low initial preference scores.

Although the above interpretation does not rule out the possibility that some
percentage of respondents who appear to change types on repeated testings may truly
change their scores on one or more preference dimensions, or that some individuals may
simply appear to change types due to careless responding, situational factors, or
deliberate misrepresentation, of all of the criticisms of the MBTI that have been raised to
date, the type-instability issue is one of the most troublesome.  That is, if it is true that
preferences are inborn, and that by adulthood most individuals achieve reasonably well
differentiated types (e.g., Myers & McCaulley, 1988; Myers with Myers, 1980), one
would definitely not expect to find from 24%-61% of individuals changing types on at
least one MBTI dimension on repeated testing, especially when the administrations are
given only a few weeks or months apart.  Indeed, as Pittenger (1993) noted because
“Jung and Briggs and Myers conceived of personality as an invariant ... it is hard to
reconcile a test that allows individuals to make radical shifts in their type” and that “the
four-letter type code is not a stable personality characteristic” (p. 472).

It is important to realize that such conclusions are based on a critical -- and
untested -- assumption: namely, that the observed levels of type instability reflect flaws in
the MBTI itself.  Interestingly, little or no consideration has been given to the alternative
viewpoint that these empirical findings do not reflect flaws in the MBTI or its underlying
theory, but instead are caused by limitations in the scoring system that is used to convert
item responses into the preference scores that are dichotomized to form type assignments.
Before sweeping conclusions regarding the validity of the MBTI can be drawn,
researchers must first determine whether improvements in type stability can be achieved
via modifications to the techniques that are used to score the MBTI and assign categorical
types.

However, what strategies should be followed in order to modify the MBTI’s
scoring procedures in order to achieve the objectives of increased bimodality (thereby
decreasing the number of examinees occupying the cutoff area of the distribution) and
measurement precision?  Given that the lack of bimodality is hardly a new occurrence,
having been present in its earlier scoring systems as well (e.g., Stricker & Ross, 1964),
there is little reason to believe that simply updating the prediction-ratio based preference
scoring weights using new samples of respondents would lead to significant changes in
the shapes of the preference score distributions.  Indeed, it is unlikely that any alternative
number-right or weighted number-right scoring technique that takes a linear-model based
approach would be any more likely than the existing weighting system to produce
bimodality or improved measurement precision.  For example, Harvey and Murry (1994)
examined two alternative scoring methods (i.e., an unweighted count of the number of
items answered in the keyed direction, and a linear-model based weighting system using
factor scoring coefficients), finding that neither produced any meaningful reductions in
the center-weightedness of the preference distributions.

One possibility for improving the test-retest type stability that has been suggested
involves increasing the number of categories into which individuals are classified on each
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preference dimension (Harvey & Murry, 1994).  For example, earlier versions of the
MBTI were scored using a 3-category system:  the two bipolar types (e.g., ‘E’ or ‘I’),
plus an indeterminate ‘x’ classification for individuals who scored close to the type cutoff
(e.g., see Myers & McCauley, 1985, chapter 9). Stopping the practice of forcing type-
indeterminate individuals into bipolar type categories might produce significant
improvements in test-rest stability.  Of course, even if an ‘indeterminate’ category is
added, the performance of such a system would be greatly facilitated if a scoring system
was used use to reduce the number of type-indeterminate individuals.

With respect to methods for changing the procedures used to compute MBTI
preference scores in order to improve measurement precision, the strategy that seems to
hold the greatest promise is based upon IRT (e.g., Lord & Novick, 1968).  Although only
a few studies using IRT scoring of the MBTI have been conducted (Harvey & Murry,
1994; Harvey, Murry, & Markham, 1994; Thomas & Harvey, 1995), their results have
been very encouraging.  Without making any substantive changes to the MBTI items
themselves, these studies demonstrated that switching to IRT scoring produces (a)
strongly bimodal preference distributions in large, unselected samples of respondents,
and (b) scales that produce their maximum measurement precision in the vicinity of the
type cutoff (e.g., Harvey & Murry, 1994).  Thomas & Harvey (1995) used IRT-scoring to
show how the degree of measurement precision of the MBTI scales can be doubled
through the addition of new items that highly discriminate at the decision point.

Fundamentals of IRT

Before discussing the purpose and details of this study, a brief introduction to the
fundamentals of IRT is provided, with specific attention paid to the ways in which
traditional IRT terminology must be translated into the terminology of type theory and
the MBTI.  Historically, IRT terminology has been deeply rooted in right/wrong, ability-
oriented testing methods.  Although this ability-oriented terminology is useful in the
context of scoring right/wrong, multiple-choice test items, it is somewhat
counterproductive when one is attempting to understand how IRT would be used to score
personality tests in which (a) “right” or “wrong” answers do not exist, (b) the notion of
item “difficulty” has little or no intuitive meaning, and (c) the susceptibility of items to
“guessing the correct answer” is not typically a cause for concern.

IRT Terminology

The latent construct, or θθ.  In IRT, as in classical test theory (CTT), a primary
focus of testing is to derive an estimate of each examinee’s score on the latent construct
(or set of four bipolar constructs, in the case of the MBTI) being assessed.  In CTT, this
quantity is termed the true score; in IRT, it is typically termed the latent trait score
(which is abbreviated θ, or theta).  In both cases, this score is an unobserved, hypothetical
construct (e.g., Intelligence, Extraversion) on which people are assumed to differ, but
which cannot be directly quantified.  Thus, one is forced to estimate examinees’ scores on
the latent construct based on their responses to a set of test items.
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The MBTI preference scores estimated using the traditional prediction-ratio
method are the direct analog of the θ  scores estimated by IRT.  Thus, IRT takes
precisely the same logical approach that has always been used in the MBTI:  that is,
describing both the strength and direction of the preference for the E/I, S/N, T/F, and J/P
dimensions using four bipolar continua.  Only the computational method involved in
computing these continuous preference scores is different.  In effect, whenever the term
‘trait’ or ‘latent trait’ appears in a discussion of IRT methods, one can simply substitute
the term ‘preference score’ to understand how IRT would be used to score the MBTI.

Probability of a correct response (PCR).  The other quantity that is of
fundamental interest in IRT is the likelihood that a given respondent will make a
“correct” response to a given item.  In ability-oriented testing, one has a clear
understanding of what a correct vs. incorrect item response means, and can easily
compute and interpret the percentages of people who respond correctly to each test item
(i.e., using CTT terminology, this would be the item difficulty, or p value).  However,
when IRT is applied to the MBTI (or to any other test that does not employ right-versus-
wrong scoring) the lack of a “correct” response to each item poses absolutely no problem
with respect to applying IRT scoring methods to the MBTI.  That is, although there are
no “right” or “wrong” responses, in the traditional MBTI scoring system each possible
item response is keyed toward one or the other of the poles of the item’s assigned
preference dimension (e.g., the response “thinking” from the word-pair “thinking vs.
feeling” is keyed toward the “T” pole of the T/F dimension, and the “feeling” response is
keyed toward the “F” pole).  This keying of items with respect to the poles of each
preference continuum provides one with the information that is needed to use IRT to
score the MBTI.

In essence, IRT methods simply require that each item be scored dichotomously;
although it is common to do so, it is not mandatory that this scoring system be couched in
terms of a “correct” versus “incorrect” response.  For the MBTI, one needs only to pick
one of the two poles of each scale (e.g., for the T/F scale, the “F” preference) as the keyed
pole; this choice is essentially arbitrary, and for maximum similarity to the traditional
prediction-ratio scoring system (e.g., Myers & McCaulley, 1988, p. 9), item responses
have been keyed toward the I, N, F, and P poles in MBTI IRT studies (e.g., Harvey &
Murry, 1994).  Once a keyed pole is chosen, each MBTI item response is dichotomously
scored by determining whether or not it is in the keyed direction.  Using the above
example, if an individual chose the “thinking” alternative from the “thinking vs. feeling”
word pair, this response would not be in the keyed (i.e., “F”) direction; therefore, it would
be scored as a zero.

It must be stressed that this choice of a keyed direction for each scale is entirely
arbitrary, and that IRT scoring works equally well regardless of which pole is chosen as
the keyed response.  That is, the choice of the keyed pole simply determines the direction
of the scale (i.e., because the type cutoff point is assigned a value of zero, preference
scores that lie in the keyed direction receive positive numbers, and preferences toward the
non-keyed pole receive negative numbers).  Reversing the keyed pole simply reverses the
scale of the θ score continuum.
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When applying IRT methods to score the MBTI, the primary question is one of
being able to predict the likelihood that a respondent would answer the item in the keyed
direction.  This is the substantive meaning that is attached to the PCR.  Thus, whenever a
discussion of a ‘correct’ response is seen in the IRT literature, simply substitute the
phrase “a response in the keyed direction.”  Likewise, whenever PCR -- or Pi (θ), as it is
often abbreviated -- is seen, substitute the phrase “probability of endorsing the item in the
keyed direction.”

The item characteristic curve (ICC).  The foundation of the IRT approach is the
ICC; each item on a test will have its own ICC.  In essence, the ICC answers the
question, “How are individuals’ scores on the latent construct related to their observed
probabilities of endorsing this item in the keyed direction?” Operationally, the ICC
depicts the form of the functional relation that exists between the latent construct and the
PCR.  In practice, there are many different ways in which this functional relationship
between θ scores and PCRs can be modeled.

One of the simplest ways in which preference scores can be related to the
observed item endorsement rates is a model in which higher scores on the latent
preference construct are linearly associated with higher likelihoods of endorsing the item
in the keyed direction.  Hypothetical Item 1 in Figure 2.1 illustrates an ICC that is
primarily linear in nature.  In Figure 2.1, the horizontal axis represents the latent
preference score (θ), and the vertical axis represents the likelihood that individuals
holding a given preference would endorse this item in the keyed direction (i.e., the PCR).
The ICC defines the linkage between the latent preferences and the observed item-
endorsement rates.

IntrovertsExtraverts

Figure 2.1   ICCs for two hypothetical item  that illustrate the range of relations that
can exist between the latent construct (θθ, on the horizontal axis) and the observed
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likelihood of item endorsement in the keyed direction (PCR, on the y axis).  Item 1
defines an almost linear function, whereas Item 2 approximates a step function.
These ICCs were generated using a 2-parameter IRT model in which the b
parameters were 0.0, and the a parameters were 0.35 and 17.0 for Items 1 and 2,
respectively.

If the ICC for Item 1 in Figure 2.1 had been obtained for an actual MBTI item
(e.g., on the E/I scale, one that asked them to choose between “good mixer” vs. “quiet
and reserved”), and the E/I items were keyed toward the Introvert pole, individuals
having positive scores on the θ scale would be Introverts, and those having negative
scores would be Extraverts (a value of θ = 0.0 serves as the type cutoff score, and the θ
metric is scaled in z units).  Just as with traditional prediction-ratio based preference
scores, scores that are further away from the type cutoff denote stronger preferences
toward that pole of the preference continuum.  To determine the predicted likelihood that
a group of individuals who share a given θ score would endorse a given item in the keyed
direction, simply locate the desired θ score on the x-axis, and then draw a vertical line
until the ICC is reached.  By projecting a horizontal line leftward to the y-axis from the
ICC, the PCR value associated with that θ score can be determined.

For example, in Figure 2.1 individuals who score 0.0 on θ have no clear
preference for either the “E” or “I” poles; one would expect 50% of them to endorse this
item in the “I” direction and 50% to endorse this item in the “E” direction (note the
vertical line drawn at θ = 0, and the horizontal line drawn at PCR = 0.5).  In contrast,
when considering a group of individuals who hold a strong preference toward the
Introvert pole (e.g., at θ = +2.5), a PCR value of over 0.80 would be predicted; that is,
over 80% of these strong Introverts would be expected to endorse the ‘I’ alternative (i.e.,
“quiet and reserved”), and less than 20% would be expected to endorse the ‘E’ alternative
(i.e., “good mixer”).  Conversely, among a group of individuals demonstrating a very
strong Extravert preference (e.g., θ = -3.0), a PCR of approximately 0.14 would be
expected (i.e., only 14% of these strong Extraverts would say they are “quiet and
reserved”, whereas 86% would say they are “good mixers”).

In sharp contrast to the linear ICC described above, a step function ICC might
instead be postulated.  In a step function, a cutoff score on the θ preference scale is
effectively present, such that all individuals who score below a given level of θ will fail
to endorse the item in the keyed direction, and all individuals who score above this cutoff
will endorse it in the keyed direction.  Hypothetical ICC 2 in Figure 2.1 depicts an ICC
that approximates a step function:  here, the cutoff point is at θ = 0.0, and effectively all
those who score lower than -0.1 (i.e., the Extraverts) would endorse the non-keyed
response (“good mixer”), and all those above 0.1 (i.e., the Introverts) would endorse the
keyed response (“quiet and reserved”).  At the cutoff point, only in the very narrow range
of approximately -0.1 to +0.1 would one observe Extraverts endorsing the “I” alternative
and Introverts endorsing the “E” alternative.

Step-function ICCs possess appealing properties in the context of a type-based
assessment instrument like the MBTI.  That is, if two distinct types of people exist,
almost all of the people whose continuous preference scores lie below the cutoff value for
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Item 2 would be expected to not endorse a response alternative that is keyed toward the
opposite pole, whereas almost all of those who score above the cutoff would be expected
to endorse the item in the keyed direction.  Indeed, if true step functions ICCs like Item
2’s existed in practice, one could effectively develop a single-item test that would
measure each individual’s MBTI preference with great accuracy (i.e., if the step function
cutoff point coincided precisely with the “natural” cutoff that exists between the two
types).

Item information functions.  The reason that step-function ICCs are potentially
so desirable is that they convey a great deal of information regarding each individual’s
standing on the latent preference continuum.  However, step functions are limited in the
sense that the information they provide is confined to a relatively narrow range of scores
(i.e., those who score near the cutoff point that defines the “step”).  In the context of IRT,
the term “information” is used to describe an item’s ability to discriminate between
individuals who hold different scores on the latent preference continuum.  That is, if the
size of the difference between two individuals’ scores on the latent preference continuum
is held constant, increasing the amount of information provided by an item makes it
easier to discriminate between those individuals (i.e., with respect to the likelihood that
they would endorse the item in the keyed direction).

IRT methods allow us to quantify the amount of information provided by each
item at any given level of the θ scale via the item information function (IIF).  Figure 2.2
presents the IIFs for the two hypothetical items listed in Figure 2.1. As these IIFs
illustrate, the linear ICC seen for Item 1 provides a consistent – but small – amount of
information across the entire range of θ scores.  In contrast, the step-function ICC seen
for Item 2 provides a great deal of information near the cutoff point, but very little
information elsewhere.   Thus, for individuals who endorse Item 2 in the keyed direction,
one can be quite confident that their θ scores lie above the cutoff point; however, one
have virtually no ability to determine whether they hold a strong, intermediate, or weak
preference toward the “I” pole based on their endorsement of Item 2 in the keyed
direction.  That is, in terms of the expected PCR, there is virtually no difference between
a strong (e.g., θ = 2.5) versus a weak (e.g., θ = 0.5) “I” preference with respect to the
responses to Item 2; hence, it provides very little information outside the narrow band
surrounding its cutoff point.
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Figure 2.2  Item information functions for the two hypothetical items presented in
Figure 2.2.  The horizontal axis represents the levels of theta, whereas the vertical
axis reflects the amount of information contained in each item, across the different
levels of theta.

Of course, due to the action of measurement error, it is extremely unlikely that in
an actual testing situation one would encounter ICCs that break as sharply as the one
depicted for hypothetical Item 2.  More commonly, ICCs tend to assume an intermediate
value between the two extremes depicted in Figure 2.1, producing variants of an “S”
shaped ICC.  Thus, when applying IRT methods, the fundamental question concerns the
kind of ICC that one chooses to employ when modeling the relations between the latent
construct and the observed item endorsement rates.  In particular, the choice between
fitting a linear versus a nonlinear model is critical.  The way to determine the model to be
used is to examine model fit.  One of the easiest and most effective ways is to visually
inspect the  data for fits.  As can be seen from the ICCs in Figure 2.1, it would be
profoundly misleading to fit a linear ICC to an item that possessed a true ICC like the one
depicted for Item 2.  Likewise, it would be highly misleading to force a step-function ICC
onto an item that demonstrated an ICC like the one seen for Item 1.

IRT Models for Dichotomously Scored Test Items

IRT models differ primarily in terms of the assumptions they make regarding the
ways in which scores on the latent construct (θ) can relate to observed item endorsement
rates (PCR).  These differences are reflected in the number of parameters that must be
estimated in order to “fit” an ICC to each item’s responses.

1-parameter (Rasch) model.  One of the simplest answers to the question of how
the latent construct is related to the endorsement rates for each item is given by the 1-
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parameter, or Rasch, model (e.g., Rasch, 1960).  Not surprisingly, in the 1-parameter
model there is only one characteristic of each item that sets its ICC apart from the ICCs
of the other items on the test.  Using traditional IRT terminology, this parameter is the
difficulty of the item.

Unfortunately, the difficulty parameter represents yet another example of the way
in which traditional IRT terminology is awkward when applied to instruments that do not
use right/wrong scoring.  That is, in a traditional right/wrong test, one define a “difficult”
item as being one that few respondents are able to answer correctly (i.e., one with a low p
value); conversely, an “easy” item is defined as one that most respondents (even those
who score very low on the construct being measured) are able to answer correctly.
However, with the MBTI one are concerned with the question of how likely it would be
for a person to make an item response in the keyed direction (i.e., I, N, F, or P), not
whether such a response is “right” or “wrong.”

In the present case, the difficulty of an item (denoted b) refers to the degree to
which raters will tend to endorse the item in the keyed direction.  Thus, items having
numerically high b parameters was the ones that only people who score high in the keyed
preference direction will tend to endorse.  In contrast, items having low b parameters will
tend to be endorsed in the keyed direction even by individuals whose preferences lie
strongly toward the non-keyed pole of the preference dimension.  The scale of the b
parameter is the same as the scale of θ  (i.e., standard, or z, units).

An example should help to illustrate the way in which the b parameter can be
used to differentiate between test items.  Figure 2.3 presents the ICCs for three actual
MBTI items drawn from the E/I scale; these ICCs were computed by fitting the 1-
parameter IRT model in a sample of 2,499 MBTI profiles (the sample used to compute
this and subsequent figures was formed by sampling subjects from the databases used in
the Harvey & Murry, 1994, and Harvey et al., 1994, studies, and then adding
approximately 600 new raters – primarily college students – who were not used in those
studies).  Because the E/I responses were keyed toward the “I” pole, individuals having
Extravert preferences exhibit negative θ scores, and those having Introvert preferences
exhibit positive θ scores. For reference, a horizontal line has been drawn at the 50% point
of likelihood of item endorsement, and a vertical line at the type cutoff point (i.e., θ =
0.0).
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Figure 2.3  1-parameter ICCs for E/I items 33 (easy vs. hard to get to know), 50
(“good mixer” vs. quiet and reserved), and 129 (one of first to follow a new fashion
vs. not interested).  On the theta (horizontal) axis, positive values indicate a
preference in the “I” direction, and negative values indicate a preference in the “E”
direction (the vertical line serves as the cutoff between the types).  The PCR
(vertical) axis indicates the expected percentage of individuals who would endorse
the item in the keyed (“I”) direction for each level of theta (the horizontal line
denotes the point at which one would expect 50 percent of the examinees to endorse
the item in the keyed direction).  The dotted vertical lines indicate the levels of theta
at which 50 percent of those who hold that preference would endorse the item in the
“I” direction.

The ICCs in Figure 2.3 depict the percentages of individuals who share a given θ
score that would be expected to endorse each item in the “I” direction.  By comparing the
levels of θ at which 50% of raters would be expected to endorse an item in the “I”
direction, one can see the way in which the b parameter differentiates among test items.
That is, Item 129 has the lowest b parameter; one would expect 50% of individuals who
share the moderately strong “E” preference of -0.9 to endorse the “I” alternative for this
item (i.e., “not interested in following the latest fashion”).  In contrast, Item 33 has the
highest b value; for it, the point at which 50% endorse the “I” response (“hard to get to
know”) does not occur until a moderately strong “I” preference of 0.9 is achieved.

Thus, for any given level of θ (i.e., true preference on the E/I dimension), one
would expect to see the highest rates of “I” endorsement occurring for Item 129, followed
by Item 50, with the lowest rates of “I” endorsement occurring for Item 33.  For example,
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consider a group of moderately strong Introverts (i.e., θ = 0.9, which represents a score of
almost one standard deviation above the mean E/I preference score).  Among this group
of Introverts, one would expect 50% of them to describe themselves as “hard to get to
know” (Item 33), 64% as “quiet and reserved,” and 86% as “not interested in following
the latest fashion.”  Conversely, for a group of θ = -0.9 Extraverts, one would expect to
find that only about 12% describe themselves as “hard to get to know,” 20% as “quiet
and reserved,” and 50% as “not interested in following the latest fashion.”

In general, regardless of the specific IRT model that is chosen, the substantive
interpretation of the ICC will always be the same:  that is, by drawing a line projecting
vertically from a given θ score to the ICC, and then projecting a line horizontally to the
PCR, one can determine the expected percentage of people who share that true level of
the preference that would be expected to endorse the item in the keyed direction.

How, then, should the IRT b parameter be interpreted in the context of the MBTI?
As the results in Figure 2.3 illustrate, in the 1-parameter IRT model the only thing that
differentiates one test item from another is the horizontal (left-right) location of the ICC
on the latent preference scale.  As a practical matter, the numerical value of the b
parameter is defined directly in terms of the ICC:  that is, b is equal to the value of θ that
corresponds to a 50% likelihood of endorsing the item in the keyed direction.  Thus, for
the items presented in Figure 3, the b values are approximately -0.9, 0.35, and 0.9 for
Items 129, 50, and 33, respectively.

The b parameter is useful for determining the point on the preference continuum
(θ) at which the item was maximally informative.  As a general rule, an item will provide
the most information regarding an individual’s θ score at the value of the b parameter
(which, not surprisingly, coincides with the point at which the ICC demonstrates its
sharpest slope).  In this context, item information is synonymous with discriminating
power  (i.e., the ability to differentiate between individuals in terms of their standing on
the θ scale of preference).  That is, a difference of a given size (e.g., 0.5 θ units) between
two individuals with respect to the strength of their preference will translate into a larger
expected difference in PCRs as the slope of the ICC increases.

For example, consider Item 129 in Figure 2.3 (i.e., the leftmost ICC).  At its most
informative point, a change of one-half standard deviation (SD) in θ between two groups
of Extraverts (i.e., -1.2 vs. -0.7) translates into a change of approximately 14% (i.e., 42%
to 56%) in the likelihood of endorsing Item 129 in the ‘I’ direction.  In contrast, the same
magnitude of θ preference difference between two groups of individuals who score very
strongly in the Introvert direction (e.g., 2.5 vs. 3.0) produces virtually no change in the
PCRs (i.e., 97-98% “I” endorsement rates would be expected in both groups).  Thus, Item
129 is much more informative or discriminating among moderate Extraverts than it is
among individuals with strong Introvert preferences (nearly all of whom would endorse
the item in the ‘I’ direction).

With respect to the implications of using IRT methods to score the MBTI, the b
parameter provides very useful information on each item. In the MBTI, by virtue of the
fact that many users are more interested in the categorical type scores than in the
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continuous preference scores, one need to set a cutoff score on the preference continuum
to assign respondents into the type categories.  Consequently, one would tend to prefer
items that have b values that lie close to the θ = 0.0 point that divides each continuum
into categorical types.  Thus, considering the items presented in Figure 2.3, Item 50
would be much more useful than Item 129 with respect to locating individuals on one
side or the other of the E/I cutoff score.

Conceptually, then, the IRT approach is not especially complicated.  The main
problem from a practical point of view lies in estimating the unknown b parameters for
the MBTI items, and in estimating the scores on the latent preference construct (θ) for
each person, given their responses to the test items and our knowledge of the item
parameters.  The main difference between the IRT approach and older CTT-based
approaches to measurement is that one explicitly assumes that the relation between the
latent construct score and the observed item response may be nonlinear in nature.

2-parameter model.  Unfortunately, the 1-parameter IRT model suffers from
significant limitations, perhaps the most important being that it assumes that all items on
the test are equally discriminating or informative.  For many psychological tests
(especially personality tests), this is probably an unrealistic assumption.  That is, some
test items are likely to be stronger indicators of an individual’s underlying preferences
than other test items (a fact that is acknowledged by the existing MBTI scoring system,
which differentially weights items when computing preference scores).  In response to
the need to allow test items to be differentially discriminating at their points of maximum
discrimination, the 2-parameter IRT model was developed.

In essence, the 2-parameter IRT model is a superset of the 1-parameter model; in
addition to the b (“location of maximum information” parameter), a second parameter
(abbreviated a, or the discrimination parameter) was added to allow for the fact that
different test items was differentially informative or discriminating regarding the latent
construct.  In practical terms, the a parameter defines the slope of the ICC at its point of
maximum inflection (which, in the 1- and 2-parameter IRT models, occurs at b units on
the θ  scale).

Using the 2-parameter model, Figure 2.4 depicts ICCs for three hypothetical items
that have identical b parameters (in this case, b = 0.0), but which differ in terms of their a
parameters (a = 0.35, 1.0, and 2.1 for Items 1-3, respectively).  A comparison of the ICCs
for these three items graphically illustrates the difference between the 1- and 2-parameter
models, and highlights the importance of modeling both the point of maximum
information as well as the amount of discrimination that occurs at the point of maximum
information.  Specifically, Figure 2.4 illustrates the way in which sharper ICC slopes
enhance our ability to discriminate between individuals who differ in their θ  scores.
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Figure 2.4   2-parameter ICCs for three hypothetical E/I items that differ only in
terms of their a (discrimination) parameters (Item 1 has a = .35, Item 2 = 1.0, and
Item 3 = 2.1).  On the theta (horizontal) axis, positive values indicate a preference in
the “I” direction, and negative values indicate a preference in the “E” direction;
higher scores on the PCR (vertical) axis reflect a higher likelihood of endorsing the
keyed (“I”) response.  The two vertical lines on the theta axis are drawn to reflect a
“slight” preference (Myers & McCaulley, 1985, p. 58) in the “E” (-0.2) and “I”
(+0.2) directions.  The solid horizontal lines identify the different item endorsement
(PCR) rates for Item 1 at these two preferences; the dotted horizontal lines identify
the PCRs for Item 3.

That is, consider two groups of MBTI respondents:  Group 1 consists of
individuals who have a true E/I preference of θ  = -0.2 (i.e., a very slight preference
toward “E”); Group 2 consists of individuals having a preference of θ = +0.2 (i.e., a slight
“I” preference; vertical lines are drawn in Figure 4 at these locations).  The horizontal
lines drawn in Figure 2.4 depict the predicted item endorsement rates for Items 1 vs. 3 at
these two θ levels.  A comparison of the dotted (Item 3) and solid (Item 1) horizontal
lines immediately indicates why higher a parameters are more desirable:  for Item 1, a
difference of only approximately 6% exists between the expected endorsement rates for
Groups 1 versus 2; in contrast, a difference of over 36% exists for Item 3.  Clearly,
responses to Item 3 are much more sensitive to the relatively slight differences in θ scores
that exist between Groups 1 and 2.

The implications for using the a parameters to assess the performance of items in
the MBTI are not quite as straightforward as for the b parameters.  On the one hand, one
could argue that “more information is always better,” and that one should prefer items
that produce larger amounts of information (i.e., sharper ICC slopes).  However,
especially in the case of an instrument like the MBTI that uses a cutoff score to
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dichotomize its continuous preference scores in order to assign categorical type values,
the amount of information provided by each item must be balanced against the location
on the θ scale at which the item produces its information.  Thus, one might very well
prefer a moderately discriminating item to a highly discriminating item if the b parameter
of the moderately discriminating item was located close to the type cutoff score, and the b
for the highly discriminating item was located 2 SD units away from the type cutoff (i.e.,
causing it to produce relatively little information at the cutoff).

3-parameter model.  Although the 2-parameter model’s ability to account for
differentially discriminating items offers a valuable improvement over the 1-parameter
model, the 2-parameter model can be criticized on the grounds that it assumes that all test
items will have zero lower asymptotes for their ICCs (i.e., for individuals with very low
scores on the θ scale, the ICCs will flatten-out at a value that approaches zero).  Although
many test items will indeed reach an effectively zero lower asymptote within the normal
range of scores (e.g., Items 2 and 3 in Figure 2.4 do so at -3 and -1.5 z, respectively),
some will not.

In the context of right/wrong tests that are subject to attempts to guess the correct
answer, it is common to observe nonzero lower asymptotes for the ICCs due to the
willingness of respondents to guess when they do not know the correct answer (e.g., for a
4-alternative multiple choice math question, random guessing would be expected to
produce a 25% success rate).  In the context of instruments that do not use right/wrong
scoring (e.g., the MBTI), nonzero lower asymptotes can also occur, although for reasons
other than guessing.

In short, nonzero lower asymptotes for items on a personality inventory may
reflect the fact that the items are sufficiently skewed in terms of their endorsement
properties that even individuals who score very low on the θ  scale (i.e., their preferences
lie strongly toward the non-keyed alternative) will still endorse the item in the keyed
direction at nontrivial rates.  The 3-parameter IRT model allows for this possibility by
adding a third parameter for each item (abbreviated c) which defines the PCR that would
be expected for people who score strongly toward the non-keyed preference pole (i.e., the
effective lower asymptote of the ICC).  Although one would not expect there to be many
items in the MBTI for which large nonzero c parameters would occur, it is possible that
some items would require a nonzero value for the c parameter.

Figure 2.5 presents the ICCs produced by fitting the 3-parameter IRT model to the
three E/I items depicted in Figure 3.  As a comparison of Figures 2.3 vs. 2.5 makes
readily apparent, a very different picture of item functioning is produced as a result of
choosing a 1- vs. 3-parameter IRT model.  In particular, Items 50 and 33 demonstrate a
visibly sharper ICC slope than was produced in the 1-parameter model, whereas Item 129
demonstrates a significantly flatter slope than was seen in Figure 2.3.



26

Figure 2.5   3-parameter ICCs for E/I items 33 (easy vs. hard to get to know), 50
(“good mixer” vs. quiet and reserved), and 129 (one of first to follow a new fashion
vs. not interested).  Higher PCRs are associated with increased levels of
endorsement of the “I” alternative.

Figure 2.6 presents the item information functions for these three items; inspection of
these IIFs shows that Item 50 produces substantially more information than Item 33, and
that both produce far more information than Item 129 (which produces very little
information at any value of θ).  Item 50 is made even more desirable by the fact that the
peak of its information function lies closest to the type cutoff score (i.e., θ = 0), which
should make it the most useful of these three items with respect to distinguishing between
individuals whose score close to the type cutoff.
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Figure 2.6   Item information functions for 3-parameter ICCs for E/I items 33 (easy
vs. hard to get to know), 50 (“good mixer” vs. quiet and reserved), and 129 (one of
first to follow a new fashion vs. not interested).  The vertical axis reflects the amount
of information contained in each item, across the different levels of theta.

The results presented in Figure 2.5 also indicate that it is quite possible to find
MBTI items that even raters who score very strongly toward the non-keyed end of the
preference scale will endorse in the keyed direction at nontrivial rates. For example, the
ICC for Item 129 shows that many extremely strong Extraverts endorse this item in the
Introvert direction (e.g., at θ  = -3.0, approximately 30% of these Extraverts endorse the
“I” alternative, “not interested in following new fashions,” instead of the “E” response,
“one of the first to follow a new fashion”).  This ability to capture different kinds of item
response patterns is a major advantage of the 3-parameter IRT model.

Test-level information and SE functions.  An important advantage of IRT as a
test development and scoring method is that it allows us to obtain a detailed look at the
aggregate performance of collections of test items.  In particular, one can calculate both
test information functions (TIFs) and test standard error (SE) functions to assess the
performance of an item pool.  TIFs indicate the amount of information or measurement
precision that is provided by a test at all possible levels of θ, whereas test-level SE
functions indicate the degree of precision to be expected when estimating test scores for
examinees at different levels of θ.

Thus, the test SE functions represent a continuously variable analog to the global
SEM estimate produced by CTT, indicating the degree of error that would be expected
when estimating the “true” latent preference scores based on the observed patterns of
item responses.  Likewise, the test information functions represent a continuously
variable analog to the unitary reliability coefficient estimated by CTT:  that is, higher
values reflect higher measurement precision and freedom from error, and lower values
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represent less measurement precision and increased uncertainty with respect to estimating
scores on the latent construct.

Both of these functions represent tremendous improvements over the simplistic
views of reliability and measurement error that are inherent in traditional CTT-based
methods.  That is, in classical approaches to testing, a test’s reliability is estimated as a
single number that is presumed to be constant across the entire possible range of test
scores.  Likewise, a test’s standard error of measurement (SEM) is presumed to be
constant across all possible test values.  Both of these assumptions are tenuous; indeed, it
is reasonable to expect that most tests will tend to be more precise for respondents who
have “average” scores on the latent construct, and less precise for those individuals who
hold extreme scores (i.e., tests targeted at an “average” population typically lack items
that provide significant levels of information for individuals who score at the extremes of
the distribution).

In other words with a normal distribution, the most precise measurement
(maximum about of information) occurs at the average ability level because, by
definition, that is the point where the most data (information) exists about the ability
being measured; therefore it is the distribution point least likely to suffer from sampling
error. Similarly, as an individual's ability level departs from the average, the test becomes
less precise. For instance, if an examinee gets none of the questions on an ability test
correct (i.e. is at the very lowest end of the continuum), it is assumed that the examinee
has a low ability level but how low cannot be known since there is no information
pertaining to what the examinee can do.  If, however, the examinee gets some items right
and some items wrong (i.e., is more towards the middle of the continuum), then the test
score provides more information about what that examinee can and cannot do and
therefore provides more information -- and, accordingly, a more precise measure -- of
that examinee's ability level.

Figure 2.7 presents the TIFs for a scale composed of the three E/I items contained
in Figures 2.3 and 2.5, as well as for the full E/I scale; Figure 2.8 presents the
corresponding SE functions for the 3-item and full-length E/I scales.  As Figures 2.7-2.8
illustrate, significant improvements in test precision (i.e., higher TIFs, lower SEs) are
achieved in the full-length E/I scale relative to a 3-item scale.  Additionally, both the
TIFs and SEs show that measurement precision is not constant across the full range of θ-
based preference scores, being significantly better in the middle range of θ scores
(peaking at approximately θ = 0.25), and somewhat more precise for the Introvert half of
the scale than for the Extravert half (see Figure 2.8).
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Figure 2.7   Test information functions for a 3-item E/I scale formed from items 33,
50, and 129 versus one formed from all of the Form F E/I items.  The vertical axis
reflects the amount of information contained in the collection of items in each test,
across the different levels of theta (larger values are better).  The lower horizontal
line denotes the amount of information necessary to produce a 0.5 standard error
(SE) when estimating the theta score from the item responses; the upper horizontal
line corresponds to the level required to produce a 0.39 SE (i.e., the level that would
be predicted if the CTT-based reliability of the MBTI scales was 0.85).
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Figure 2.8   Test standard error (SE) functions for a 3-item E/I scale formed from
items 33, 50, and 129 versus one formed from all of the Form F E/I items.  The
vertical axis reflects the amount of precision in estimating the theta score, at each
level of theta (smaller values are better).  The upper horizontal line denotes an SE of
0.5; the lower line denotes an SE of 0.39 (which corresponds to a CTT reliability of
0.85).

These results clearly undermine the CTT assumption that reliability and SEM
remain constant across the full range of MBTI preference scores.  Based on past studies
that have estimated the CTT reliability of the MBTI scales to lie in the .75-.85 range
(e.g., Harvey & Murry, 1994; Myers & McCaulley, 1985), two horizontal lines have been
drawn in Figures 7-8 at the levels of information/SE that correspond to rxx = .75 (which
produces SEM = .50 for z-scaled variables like θ) and rxx =.85 (SEM = .39).  A
comparison of the TIFs and SEs for the full E/I scale against these CTT reference lines
indicates that the θ scores estimated by IRT would be expected to significantly exceed
the levels of measurement precision implied by the unitary CTT estimates in the middle
range of θ-based preference scores (i.e., from approximately -0.5 to +1.0 for the .39
SEM, and -1.0 to 1.5 for the .50 SEM), and to fall short of the levels of precision implied
by the CTT results outside these ranges.

It is important to stress that these findings do not imply that IRT-based scoring is
less precise than CTT-based number-right scoring for preferences that lie outside the
above intervals.  On the contrary, they indicate that the levels of measurement precision
implied by CTT’s unitary rxx and SEM statistics are likely to underestimate the effective
level of precision for preference scores that fall within approximately .5 to 1 SD of the
type cutoff score, and to increasingly overestimate the precision of measurement for
preference scores that lie strongly toward either pole of the preference scale.
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Is IRT Appropriate for the MBTI?

Without a doubt, the IRT approach is somewhat more complex than the
prediction-ratio technique that has traditionally been used to score the MBTI.  In short,
one might question whether or not the increased complexity inherent in the IRT is worth
the trouble, and whether any evidence exists to indicate that the IRT model actually
provides a good “fit” to the MBTI item response patterns.

Fortunately, a very direct method exists for assessing the “fit” of the IRT model;
it involves a test of empirically derived ICCs.  Empirical ICCs are essentially scatterplots,
defined as follows:  the vertical axis of the plot represents the observed rate of item
endorsement (PCR), the horizontal axis represents discrete levels of the latent preference
score, and the points in the plot represent the percentage of respondents at each level of
the latent preference score that endorse the item in the keyed direction.  By visually
examining this scatterplot of mean item endorsement rates, one can get an idea of the
“true” nature of the relationship between the latent preference dimension and the
observed likelihood of item endorsement in the keyed direction for the various levels of
the latent construct.

Empirically derived ICCs provide an ideal vehicle for assessing the fit of the IRT
model by virtue of the fact that they do not “force” any particular model (e.g., the 3-
parameter IRT model) onto the data.  That is, the ICCs presented in Figures 2.3 and 2.5
are the ones that were produced by fitting the 1- and 3-parameter IRT models to the
MBTI item responses; although they look impressive, they essentially have to follow the
IRT model, and there is no guarantee that they will actually provide a good fit to the data.
In contrast, the empirically derived ICCs are free to adopt any shape that is appropriate
for the data.  Thus, to the extent that the ICCs produced by the IRT models match the
shape of the empirical ICCs, one would conclude that the IRT model provides a good
degree of fit to the MBTI data.

As a practical matter, the main difficulty that arises when computing empirical
ICCs is in finding a satisfactory method for estimating the latent construct scores.
Because one doesn’t know the “true” preference scores for each examinee, and one can’t
use the θ scores that are estimated using IRT (i.e., to avoid creating a logical circularity),
it is customary to use the total score on the scale as the best available estimate of the true
score.  In the present case, the scores computed using the prediction-ratio (PR) preference
scoring weights for Form F were used as the estimate of each person’s true score on the
latent construct (virtually identical results were also obtained when one used the simple
unweighted percentage of items that were answered in the keyed direction as the estimate
of the latent construct).

Computationally, the empirical ICCs (see Figures 2.9-2.12 for the E/I items used
in the previous examples, and Figures 2.13-2.15 for the top items from the S/N, T/F, and
J/P scales) were produced as follows: (a) each person’s net preference score was
calculated using the Form F scoring key and placed on a scale that placed the type cutoff
at zero (i.e., preferences toward the keyed pole received positive values, and those toward
the non-keyed pole received negative scores); (b) subgroups of raters were formed by
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breaking the sample into discrete intervals based on their PR preference score (e.g., in
Figure 2.9, all raters scoring 53 toward the “E” pole); (c) for each subgroup, one
calculated the percentage of raters in that subgroup that endorsed the item in the keyed
direction (e.g., Figure 2.9 shows that for Item 50, 0% of the raters in the subgroup scoring
53 toward “E” endorsed the item in the “I” direction); finally, (d) for each subgroup, one
plotted the percentage of raters that endorsed the item in the keyed direction against the
subgroup’s PR-based preference score (smoothed spline interpolations were fitted
through this scatterplot in an attempt to capture the “true” ICC for each item).

Figure 2.9  Empirically derived ICC for a high-performance MBTI item from the
E/I scale (number 50, “good mixer” vs. quiet and reserved).  The horizontal axis
denotes the E/I preference scores (positive values indicating “I” preference, negative
values indicating “E” preference) computed using the Form F scoring system.  The
curved line drawn through the points is a smoothed spline interpolation.  The
squares denote the actual percentages of individuals at each level of the E/I
preference who endorsed the item in the “I” direction.  Here, higher PCRs are
associated with increased likelihood of endorsing the “quiet and reserved”
alternative.
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Figure 2.10  Empirically derived ICC for a moderate-performance MBTI item from
the E/I scale (number 33, easy vs. hard to get to know).  Here, higher PCRs are
associated with an increased likelihood of endorsing the “hard to get to know”
alternative.

Figure 2.11  Empirically derived ICC for a low-performance MBTI item from the
E/I scale (number 129, one of first to follow a new fashion vs. not interested).  Here,
higher PCRs are associated with increased likelihood of endorsing the “not
interested in following fashion” alternative.
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Figure 2.12. Overlaid empirically derived ICCs for E/I items 33, 50, and 129.  A
comparison of these ICCs against those produced by the 3-parameter IRT model
presented in Figure 2.5 provides compelling evidence regarding the appropriateness
of using the 3-parameter IRT model to score the MBTI.

Figure 2.13  Empirically derived ICC for a high-performance MBTI item from the
S/N scale (number 104, concrete v. abstract); scores to the right of the vertical line
represent “N” preferences, whereas those to the left represent “S” preferences.
Here, higher PCRs are associated with increased likelihood of endorsing the
“abstract” alternative.
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Figure 2.14.  Empirically derived ICC for a high-performance MBTI item from the
T/F scale (number 114, feeling v. thinking); scores to the right of the vertical line
represent “F” preferences, whereas those to the left represent “T” preferences.
Higher PCRs are associated with increased likelihood of endorsing the “feeling”
response.

Figure 2.15.  Empirically derived ICC for a high-performance MBTI item from the
J/P scale (number 85, scheduled v. unplanned); scores to the right of the vertical line
represent “P” preferences, whereas those to the left represent “J” preferences.
Higher PCRs are associated with increased likelihood of endorsing the “unplanned”
response.

It is important to emphasize again that unlike the ICCs presented in Figures 2.3
and 2.5 -- which were estimated using IRT methods and which therefore must follow the
form dictated by the 1- or 3-parameter IRT model – the empirically derived ICCs
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presented in Figures 2.9-2.15 are completely unconstrained by the IRT model.
Accordingly, they can take on any form that is appropriate in order to depict the
functional relationship (if any) that exists between each item response and the traditional
PR-based preference scores.  Thus, the degree of agreement between the empirically
derived ICCs and the ICCs that were generated from the IRT parameter estimates can be
effectively interpreted as validation of the appropriateness (i.e., a “goodness-of-fit”
indice) of the IRT approach.

As the results in Figures 2.9-2.11 illustrate, although the unconstrained empirical
ICCs provide a very poor match to the ICCs that were produced using the 1-parameter
IRT model (Figure 2.3), they provide a very good match to the ICCs produced by the 3-
parameter model (Figure 2.5).  For example, the empirical ICC for Item 50 demonstrates
a very nonlinear, highly discriminating shape (Figure 2.9); this curve closely matches the
ICC estimated by the 3-parameter IRT model (Figure 2.5) in terms of both its shape as
well as its relative location on the θ axis.  Likewise, the empirical ICCs in Figures 2.10
and 2.11 for Items 33 and 129 agree quite closely with the 3-parameter model ICCs
(Figure 2.5).

In all cases, there is remarkably little “scatter” around the line that was fitted to
each scatterplot, a fact that further supports the validity and desirability of using the 3-
parameter IRT model to score the MBTI.  When one considers the fact that some of these
subgroup percentage-endorsement statistics (i.e., the squares in Figures 2.9-2.11) are
based on quite small Ns, the correspondence between the empirically vs. IRT-derived
ICCs becomes even more impressive.  To facilitate the comparison of these ICCs, the
empirically derived ICCs for E/I items 33, 50, and 129 are presented superimposed upon
one another in Figure 2.12.  As a comparison of Figures 2.5 vs. 2.12 indicates, there is a
great deal of similarity between the empirically vs. IRT-derived ICCs; this similarity is
even more notable when one considers the profound differences that exist between the
methods that were used to compute the scores that define the horizontal axes in Figure
2.5 (i.e., maximum likelihood-based estimation of θ using the parameters estimated for
the 3-parameter IRT model) vs. Figure 2.12 (i.e., prediction-ratio based preference scores
based on the Form F scoring system).

As a further indicator of the generalizability of the above findings, empirically
derived ICCs for high-performance items drawn from the S/N, T/F, and J/P scales (i.e.,
identified using the Harvey & Murry, 1994, IRT parameters) are presented in Figures
2.13-2.15.  Inspection of these ICCs again reveals the existence of markedly nonlinear
functional relationships between preference scores and the likelihood of endorsing MBTI
items in the keyed direction.  Clearly, an S-shaped ICC is the most appropriate
representation for these MBTI items.  As with the E/I items, the results in Figures 2.13-
2.15 indicate that although some items demonstrate their highest discriminating power
(i.e., ICC slope) at the type cutoff point (Figure 2.13), others produce their maximum
discriminating power at points below (e.g., Figure 2.14) and above (e.g., Figure 2.15) the
type cutoff point.  The fact that different items tend to produce their maximum
discrimination at different points along the preference score continuum is easily modeled
using IRT methods (i.e., by assigning different b parameters to the items).
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In sum, using only the observed MBTI endorsement rates and the preference
scores produced by the traditional PR-based scoring system, the above findings
demonstrate that (a) the relationship between MBTI preferences and observed item
endorsement rates is decidedly nonlinear for many items; (b) MBTI items differ widely
with respect to the amount of information and discrimination they provide; and (c) the
location on the preference scale at which each item provides its maximum information
varies considerably for different MBTI items.  These findings strongly support the
appropriateness and potential usefulness of the 3-parameter IRT model as a vehicle for
capturing the complex dynamics involved in responding to the MBTI’s items.  In
addition, these results argue strongly against the notion that simpler models (e.g., the 1-
parameter IRT model, or systems based on a weighted or unweighted linear model) can
provide an adequate representation of the complexity of these item responses. In short,
these empirical ICCs indicate that the 3-parameter IRT model provides a very good
degree of fit to the MBTI item responses.

Improving Measurement Precision of the MBTI via IRT-based  Scoring Methods

As already noted, many authors have expressed concerns regarding the MBTI’s
measurement precision; in particular, the level of score stability that is seen in test-retest
situations, and its ability to correctly assign individuals who score close to the type
cutoffs to type categories (e.g., Pittenger, 1993).  It was subsequently suggested that
revising the MBTI scoring system might produce a higher level of precision in the
vicinity of the type cutoff score.

As a visual test of the results presented in Figures 2.16 and 2.17 suggests,
switching from a PR- to a θ-based scoring system for the MBTI – without changing a
single test item – appears to provide a means for addressing the bimodality issue.  In an
attempt to more precisely address the question of whether θ-based scoring reduces the
number of individuals scoring close to the type cutoffs, one standardized the PR-based
preference scores to have the same mean and SD as the θ-based preferences, and then
counted the number of individuals who scored within a given sized band around each
scale’s type cutoff score.  Values of ±0.25 and ±0.35 were used when setting these bands;
0.25 is a somewhat arbitrary value, whereas 0.35 approximates the size of a ±1 SEM
confidence interval for a scale having a .85 reliability, as well as the size of the SE that
would be expected when estimating θ scores at the type cutoff point (see Figure 2.8).
Individuals who score within these bands should be much more likely to be incorrectly
classified into a categorical type due to the action of measurement error (either in a single
administration, or in a test-retest situation) than those who score outside these zones.
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Figure 2.16  Frequency distribution for PR-based preference scores (using Form F
key) on the E/I dimension.

Figure 2.17  Frequency distribution for IRT-based preference score estimates on the
E/I dimension.

Table 1 presents the numbers of individuals scoring within these two intervals for
the PR- and θ-based preferences.  As the breakdowns in Table 2.1 indicate, PR-based
preference scoring consistently locates a larger percentage of respondents in the “zone of
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uncertainty” around the cutoff than the θ-based scoring system.  Using the number of
individuals classified within the ±0.25 and ±0.35 bands by the traditional PR-based
scoring system as the basis for comparison, the IRT-based scoring system produces
reductions of 37% and 27%, respectively, in the number of MBTI profiles that fall within
this zone of uncertainty.

Table 2.1  Numbers of MBTI Profiles Scoring Within a Given “Zone of
Uncertainty” around the Cutoffs

±0.25 Interval Around the Cutoff

Number of Profiles
percent of Total
percent of Row
percent of Column

Outside the Cutoff
Region on PR-
Preference

Inside the Cutoff
Region on PR-
Preference

Total

Outside Cutoff Region on
θ-Based Preference

1984
79.4%
89.3%
96.4%

237
9.5%
10.7%
53.6%

2221
88.9%

Inside Cutoff Region on θ-
Based Preference

73
2.9%
26.3%
3.6%

205
8.2%
73.7%
46.4%

278
11.1%

Total 2057
82.3%

442
17.7%

2499
100%

±0.35 Interval Around the Cutoff

Number of Profiles
% of Total
% of Row
% of Column

Outside the Cutoff
Region on PR-
Preference

Inside the Cutoff
Region on PR-
Preference

Total

Outside Cutoff Region on
θ-Based Preference

1809
72.4%
88.9%
96.9%

226
9.0%
11.1%
35.8%

2035
81.4%

Inside Cutoff Region on θ-
Based Preference

58
2.3%
12.5%
3.1%

406
16.3%
87.5%
64.2%

464
18.6%

Total 1867
74.7%

632
25.3%

2499
100%

Likewise, comparing the number of individuals that fall within the zone of
uncertainty using IRT versus PR scoring, the results in Table 2.1 indicate that 54% and
36% of the profiles that fall within the uncertainty zone using PR scoring fall outside the
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zone when using IRT scoring for the .25 and .35 bands, respectively.  Conversely, only
4% and 3% of the profiles that fall outside of the uncertainty zone using PR scoring fall
inside the zone when using IRT scoring.  Again, these results illustrate the sizable
reductions in the percentage of individuals who score close to the type cutoff point that
are produced simply by switching from a PR-based to a θ-based scoring system for the
MBTI item responses.

The reductions in distribution density near the type cutoff scores that are
illustrated in Figure 17 and quantified in Table 2.1, provide reason for optimism
regarding the ability of IRT scoring to improve the measurement precision of the MBTI
(as manifest by test-retest type stability, or with respect to agreement with type values
obtained via “true type” methods).  However, it must be noted that the above results, as
well as those obtained in the Harvey, Murry, and Markham (1994) study that examined
the measurement precision of various short-form versions of the MBTI, are not uniformly
positive.  Indeed, these research findings indicate that considerable “room for
improvement” exists with respect to the MBTI’s measurement precision.  For example,
even using the relatively small ±0.25 uncertainty interval in Table 2.1, 11% of the
individuals in the sample have θ-based preference scores that lie close to the type cutoff
score, and 19% score in this region using the more liberal ±0.35 interval.  Although these
rates represent sizable reductions with respect to the numbers of individuals that fall
within the uncertainty region using PR scoring (which locates 18% and 25% of the
sample within these zones, respectively), one would ideally prefer to see the number of
individuals scoring close to the cutoff approach zero.

Expanding the MBTI item pools to contain more items that produce highly
discriminating ICCs like those presented in Figures 2.9 and 2.13-2.15) – is the most
likely way in which to further improve the MBTI’s measurement precision.  As the
results of the Harvey, Murry, an Stamoulis (1995) and Harvey and Murry (1994) studies
demonstrated, there are relatively few “high performance” items in the Form G and F
item pools; many items demonstrate only moderate levels of discrimination, and a
number of items produce relatively poor levels of information (e.g., Figure 2.11).

In conclusion, the traditional prediction-ratio based system of estimating MBTI
preference scores has worked well for decades, and it has undoubtedly been useful to
practitioners by virtue of providing them with a means of scoring the instrument and
assigning individuals to type categories.  Clearly, any new system for scoring the MBTI
must offer significant advantages that cannot be obtained using the traditional PR-based
method.  In short, is it worth the trouble to change to a new scoring system?  Based on
the above results, one concludes that IRT-based scoring clearly offers the kinds – and
magnitudes -- of improvements needed to justify the change to a new MBTI scoring
system.

Other Advantages

In addition, a significant limitation of CTT-based scoring methods is that item and
test characteristics are sample-dependent; that is, whether an item or test is difficult, as
defined by item difficulty and number-right statistics, is based solely on the ability of the
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group of examinees in which it was administered.  For example, if the same test was
administered in two groups -- one of below-average ability and the other of above-
average ability -  the p (difficulty) values for the same set of items will be much higher in
the low ability group than in the high ability group.

Similarly, the scores of examinees are test-dependent; that is, they can only be
meaningfully interpreted within the context of the test in which they were assessed.  This
makes comparison of examinee scores across tests very difficult because the tests are on
different scales (Hambleton, 1991). For instance, if two groups of examinees with the
same level of ability were given the same test but one test was normed in a sample
possessing below-average ability and the other test was normed in a sample possessing
above-average ability -- because the test and item characteristics are totally dependent
upon the mean level of trait possessed by the norming group -- subsequent examinees
taking the test normed on the lower-ability group would appear to have more ability than
a group of examinees taking the test normed on the higher-ability group even though the
two group's "true" theta level is identical.

Unlike CTT, IRT item and test indices are not sample-dependent as long as the
model fits. Similarly, examinee scores, or ability estimates, are not test-dependent.
According to Hambleton (1991), "ability estimates obtained from different sets of items
will be the same (except for measurement error), and item parameter estimates obtained
in different groups of examinees will be the same (except for sampling error)" (p. 8). This
property of item and ability invariance is due to the joint estimation of ability and item
parameter estimates because information about each is used in the estimation of the other
(e.g., ability parameter estimates are used in the calculation of  item parameter estimates
and vice versa; Hambleton, 1991). That is, since neither theta nor the characteristics of
the item are known, they both must be estimated simultaneously through some sort of
iterative process.  Ad hoc methods are generally used to obtain initial values for the item
parameter and ability (i.e., theta) estimates. For instance, bayesian estimation procedures
can be used to incorporate any prior information about the ability distribution, such as
information about the mean (as with the Expected A Posteriori [EAP] estimation method)
or the mode of the posterior distribution, into the calculation of initial theta estimates
(Hambleton et al., 1991).

Once the "starting" values are obtained, the likelihood equations for the item
parameter estimates are solved by holding the initial ability parameter estimates constant.
These resulting item parameter estimates are then used to obtain revised estimates of the
ability parameters, which in turn are used to re-estimate the item parameters; and so on.
This procedure continues until the changes in the ability and item parameter estimates
from one iteration to the next is small enough to say the estimates have converged to their
"true" values (Hulin et al., 1983). An important result of this estimation process is that
scores from two different tests can be placed on the same theta metric for comparison
purposes (e.g., differential item functioning (DIF) analysis, verticality of language
translations, etc.)
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Computer Adaptive Testing

Not only does IRT offer a scoring system that allows one to differentially weight
item responses based on each item’s discriminating power, the point at which it provides
its maximum information, and the degree to which individuals who score strongly in the
non-keyed direction will tend to endorse it in the keyed direction (all of which should
produce more precise estimates of each person’s scores on the preference scales), but it
also allows for the development of a version of the MBTI that can be administered using
CAT technology. Conventional paper-and-pencil tests can waste time by presenting
examinees items that are either much too easy or much too difficult as indicated by their
b values.

These inappropriate items contribute essentially no measurement information and
thus can be excluded without affecting test quality. Exclusion of inappropriate items is
the basic tenet of adaptive testing, where item and test difficulty are tailored to the
examinee' s level of ability based on the examinee’s performance on previous test items
By presenting only items that are appropriate to an examinee’s ability/trait level, a
relatively short adaptive test is able to match the measurement precision of conventional
tests many times its length.

In addition to increased efficiency, a CAT test can produce quantitative indices of the
quality and internal consistency of an individual’s item response profile using
appropriateness indices to detect such things as cheating and/or carelessness in
responding, allows for sensitive, item-level studies of the degree to which items tend to
perform differently for individuals in different demographic categories (e.g., to identify
items suffering from potential gender- or race-based bias), and provides a means for
immediate test scoring and reporting.

Chapter 3: Purpose of the Present Study

In fact, a CAT test may be more precise  than its conventional paper-and-pencil
counterpart under certain circumstances. The purpose of this study is to examine how
using an IRT-based scoring method, administered via CAT, can increase the accuracy of
classification decisions made within the context of the MBTI.  As discussed previously,
the fact that a number of examinees are assigned a different four-letter type upon retest
within a short ITI is especially troublesome to both researchers and practitioners alike
since reliability creates a “ceiling” for the observed validity of an instrument.  The degree
to which this type shifting is an artifact of the scoring method traditionally used will be
examined by comparing it to a CAT algorithm which is was designed for making
classification decisions. This optimal method will use all of the available information
contained in the data to make an inference about an examinee’s score by using likelihood
ratio-based scoring rather than weighted number-right scoring. In addition, it will
increase the amount of information each item provides to the overall classification
decision by using collateral item information, and was based on a statistic that was
specifically created to make classification decisions called the sequential probability ratio
test (SPRT; Wald, 1947),.
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A secondary issue to be addressed with this study is test efficiency. If the purpose
of the test is to make a classification decision (e.g., pass/fail, Extravert/Introvert), a
conventional fixed-length test, such as the paper-and -pencil version of the MBTI, is
inefficient because items are presented after a classification decision is essentially made.
For instance, if a scale consists of 20 equally-weighted items, and the examinee correctly
or incorrectly answers the first 11items, then the next 10 items are superfluous since the
examinee is already classified.  By presenting only as many items as are needed to make
the classification decision, test efficiency is increased.  In addition, minimizing the test
length also minimizes the degree to which fatigue, careless responding, response bias,
and other factors that may contaminate construct measurement.  The paper-and-pencil
versions of the MBTI Form F and J consist of 166 and 283 items, respectively.  It is
conceivable that the length of these forms (i.e., the measurement process itself) may
adulterate that which it is intended to measure.  Making the measurement process less
obtrusive by administering only those items necessary to make the classification will
minimize extraneous sources of test variance that may otherwise bias the results of
needlessly longer tests.

Collateral Item Information: The Use of Concurrent Adaptive Measurement

Before examining how these issues were addressed, the concepts of collateral
item information, SPRT, and likelihood-based scoring will be reviewed.  Collateral item
information is the amount of information an item provides about a dimension that is
outside of its primary dimension. Collateral information takes advantage of the fact that
traits, especially cognitive traits, are almost invariably positively correlated.  Because
content domains are correlated, an item from one domain will often contribute
measurement information about other domains.  This is most easily illustrated by taking
an item classified as measuring predominantly numerical skills and embedding it in a test
containing only algebra items. The biserial correlation (or the IRT discrimination
parameter, a) of the “outside” item will be reduced compared to its biserial value in it's
proper context of the numerical skills domain, but it still will be nonzero.  That is, each of
the numerical skill items can provide information for estimating ability in the algebra
domain and vice versa.

Because most item pools are multidimensional (i.e., measure more than one trait),
representing them via unidimensional parameter estimates limits the amount of
information that is available (Reckase, 1979).  Therefore, administering each content
domain independently, as is generally done in conventional paper-and-pencil or even
traditional adaptive tests, wastes whatever information an item provides outside its own
content domain. Through concurrent adaptive measurement, this information can be
recovered by allowing every item presented to contribute to the estimation of the abilities
in each domain. It is of course hoped that an item's discrimination will be highest with
respect to its primary domain, the content domain associated with the trait the item was
intended to measure. However, it does not necessarily follow that the most discriminating
items for each trait are those items with that trait as their primary domain. For example, a
highly informative item classified as measuring geometry may discriminate better with
respect to the algebra domain than poorly discriminating items intended to measure
algebra.



44

In order to allow every item to contribute to the estimation of ability in each
domain, every item in the CAT pool has multiple sets of parameters--one for each content
domain. These collateral parameters are computed by calibrating an item with respect to
the trait defined solely by the members of a given content domain. These parameters
characterize an item's discrimination and difficulty relative to the primary members of the
content domain and are calculated by logistically regressing the binary item response on
the latent trait defined by the primary members of a content domain. Then items outside
the content domain are then included, one at a time, and calibrated while keeping the
valid parameters of the primary domain items fixed at their original estimates. The item
parameters of the primary domain are fixed at their primary values to ensure that the
outside item is truly being regressed against the primary trait.  Allowing all items to be
re-estimated each time an outside item is added to the set of primary members would
result in secondary parameters giving the regression not against the primary trait, but
rather the composite of the primary trait and the trait measured by the outside item.

Secondary item parameters can also be approximated by a simple transformation
of primary parameters if the correlation between measured traits is known. The
approximations are obtained by multiplying and dividing the a and b parameters,
respectively by the trait correlation. Letting the subscripts p and s indicate prirnary and

secondary parameters, and ρ the correlation between traits, then:

as   =  apρ     bs  =  bp/ρ

One drawback to concurrent scoring is that it necessarily introduces dependencies
between the observed domain scores. This will tend to inflate whatever correlation
actually exists between domain scores, and reduce the prominence of unusual examinee's
score profiles. However, this drawback is more than offset by increased score and profile
reliability. Since the information provided by items outside their primary domains is
utilized rather than discarded, concurrently constructed profiles are more reliable than
their consecutive counterparts. Therefore, even if the profiles of unusual examinees are
made less distinct in terms of raw scores, they may in fact be more distinct in terms of
standard scores, or scores relative to standard errors.  Ackerman and Davey (1991)
compared concurrent and consecutive estimates of examinee ability profiles in an
adaptive test setting. When the correlation between traits was set at .4, the standard errors
of concurrent estimates averaged only 60% - 70% of those for the consecutive estimates.

In this study, collateral item information was used to increase the measurement
precision of the four scales.  A number of previous studies have indicated that the S/N
and J/P dimensions are moderately correlated (e.g., Comrey, 1983; Sipps et al. 1985). On
a practical level, even though the other MBTI dimensions do not appear to be
substantially correlated (see Table 3.1), it is the intercorrelation among items that is used
to estimate the amount of collateral information.  As depicted in Table 3.2, most items
provide information on a scale other than it primary scale.  This information is additive.
Therefore, scales containing more items, even those with relatively small correlations
with other scales, can benefit from using this collateral item information.
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Table 3.1 Correlations among the Four MBTI Scales.

E/I S/N T/F J/P

E/I 1.0 .09 .23 .13

S/N 1.0 .24 .52

T/F 1.0 .25

J/P 1.0



46

Table 3.2  Sample Item-by-scale Biserial Correlations based on preference scores.

Item # E/I S/N T/F J/P

1 .55 .05 .04 .12

2 .44 .06 .16 .02

10 .44 .08 .25 .04

12 .61 .03 .19 .09

30 .05 .59 .28 .29

31 -.02 .62 .08 .29

32 .00 .54 .04 .22

33 -.03 .57 .07 .26

50 .11 .13 .62 .09

51 .13 .17 .56 .20

52 .10 .11 .66 .10

53 .12 .15 .66 .17

75 .07 .25 -.06 .49

76 .06 .22 .05 .52

77 .06 .18 .08 .52

78 .12 .35 -.02 .54

Number-right scoring vs. Likelihood Ratios

Not only was collateral information used to increase the measurement accuracy,
but a likelihood based-scoring method was also utilized to this end.  The traditional
number-right scoring methods (weighted or unweighted) are not optimal for hypothesis
testing because they summarize only a limited amount of information about the response
distribution (the first two moments of distribution, µ and σ2).  From a statistical
standpoint it is not optimal for hypothesis testing because it is not a sufficient statistic.  A
sufficient statistic carries all of the information about a distribution necessary to estimate
the parameter of interest.  Although another statistic may function as well as a sufficient
statistic under certain circumstances, no other statistic will function better than a
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sufficient statistic; that is, it is the best basis for parameter estimation available because it
is a function of the data which summarizes all of the available sample information
concerning θ.  Likelihood ratios tests, as opposed to number-right scores, are sufficient.
The Neyman-Pearson Lemma theorem proves the optimality of the likelihood ratio as a
hypothesis test.   When evaluating a rule through risk functions, it is only necessary to
consider rules based on a sufficient statistic.  If a rule is not a function of a sufficient
statistic, another rule can be found that is a function of the sufficient statistic and has the
same risk function.  If T is sufficient for θ, the factorization theorem for sufficient
statistics states that the likelihood function can be written as 

l(θ) = f (x | θ) = h (x)g(T(x) | θ ),

where h does not depend θ. Hence the likelihood function is proportional to g(T(x) |
θ), and likelihood principle implies that all decisions and inferences concerning θ can be
made through T (Berger, 1980; Hogg & Tanis,  1977).

A somewhat easier way to conceptualize statistical sufficiency is to compare it to
unique and indeterminant solutions in exploratory factor analysis. A weighted or
unweighted number-right score, which is calculated by summing the number of correct
responses, “ignores” all sorts of information about the observed responses such as the
pattern of responses (e.g., which items were correct vs. incorrect and their sequence).
Therefore, it is indeterminant because a number of different patterns of responding result
in the same number-right score. However, a likelihood ratio is unique because only one
response pattern will result in a particular likelihood-ratio.  This is because there is more
information in the pattern of responding than in the number-right score because, for
example, on a 40-item test there are only 41 possible number-right scores (0-40) while
there are over 2,000,000,000,000 (240) possible response patterns.  Under special
circumstances (i.e., if a Rasch model fits the data), a number-right score will be as
precise as a likelihood ratio test but it can never be more precise.

In essence, a likelihood ratio tests a hypothesis by asking the question “what is the
likelihood of observing this particular response pattern if the examinee’s theta estimate is
above or below a certain threshold point?”  If the examinee gets the item correct, the
likelihood ratio will be greater than one and the hypothesis test will classify the
individual as being above the threshold value.  If, on the other hand, the examinee gets
the item wrong, the likelihood ratio will be less than one and the hypothesis test will
classify the individual below the threshold value.  The larger the likelihood ratio (i.e., the
more items responded to correctly) the more the examinee will be classified as above the
threshold.  It is important to note that likelihood ratio-based scoring can be done with a
non-adaptive (e.g., paper-and-pencil test) as well as an adaptive (e.g., CAT) tests
because a likelihood ratio is generally based on the entire observed response pattern,
although an adaptive administration will give a more precise theta estimate by zeroing in
on those items an examinee has a 50/50 chance of getting right rather than items the
examinees has the highest probability of getting right or wrong.
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Sequential Probability Ratio Test

 However, likelihood ratios may be also estimated sequentially; that is, computed
after each item is administered.  This is one of the main differences between the SPRT
procedure, a sequential procedure, and a likelihood ratio based on the observed response
pattern after all of the items are administered.  Because the SPRT procedure computes a
likelihood ratio after the administration of each item and is, therefore, testing the
hypothesis that the examinee’s theta estimate is above or below some threshold value
every time an item is given and, as a result, consists of a series of dependent hypothesis
tests, the second major difference between SPRT and the traditional likelihood-ratio
based scoring is that it allows one to control for experiment-wise error (i.e., α) among
these tests.  Το explain these concepts further, a discussion of the SPRT will follow.

The SPRT procedure was developed by Wald (1947) and has traditionally been
used with cognitive tests to classify examinees into one of two categories (e.g., pass/fail,
master/nonmaster, certified/noncertified; Reckase, 1983).  In other words, this procedure
is useful for determining whether an examinee more likely belongs to one of two states or
conditions: either an individual has ability or latent trait greater than or equal to some
minimum value, δ or that same individual has ability less than the minimum value, δ. The
value, δ, is frequently called a passing score or decision point.

         One way to test the composite hypothesis that either the examinee has latent ability
less than δ versus that the examinee has latent ability greater than or equal to δ, is to
consider simple hypotheses, H0 or H1 , regarding the unidimensional latent trait or ability
(θι) of the examinee taking the test. These simple hypotheses can be written as

H0 : θi =  θ0

vs.

H1 : θi =  θ1

where θi  is an unknown parameter of the distribution of the dichotomous response to a
particular test item, X (Silvey, 1975). Usually, θ0 and θ1  represent decision points that
correspond to lower and upper limits, respectively, of the passing criterion or threshold,
δ, where θ0 < δ < θ1. The SPRT can then be used to test the composite hypotheses, H0 : θi

< δ versus H1 : θ1  > δ  by considering two weaker hypotheses, say ω0 = {θ : θ <  θ0} and
ω1 = {θ : θ > θ1} (Silvey, 1975; Wald, 1947).

         In the case of tests that utilize a dichotomous response set (e.g., correct/incorrect,
Extravert/Introvert), X can be assumed to follow a binomial distribution. If P(θi) is the
probability that examinee i responds correctly to an item, and Q(θi) = 1 - P(θi ) is the
probability of an incorrect response from examinee i, then. for this single item, the
random variable, X represents a single Bernoulli trial and is distributed as Bin{P (θi ), 1}.
Then,
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π (θi) = Prob (X = x | θ =  θi ) = P (θi)
x  Q (θi)

1-x, where

1, correct response

x =

0, incorrect response

For this test item, the probability of observing X = x under the alternative hypothesis is
π(θ1). Under the null hypothesis, the probability of observing X = x is π(θ0). The
functions, π(θ1) and π(θ0), are called likelihood functions of x, and a ratio of these two
functions, L(x) = π(θ1)/π(θ0), is called a likelihood ratio.

Two error probabilities, α and , β, can be defined, where

Prob(choosing H1 if H0 is true) = α

and

Prob(choosing H0 if H1 is true) = β.

Wald (1947) stated that even though the nominal error rates, α and β, are
established prior to testing, the actual error rates observed in practice, α∗ and β∗, are
bounded from above by functions of the nominal rates, or α∗ < α/(1−β) and β∗ < β(1−α).
The actual error rates are different from the nominal error rates because the nominal error
rates make certain assumptions about the distribution of the theta population and the
degree to which these assumptions are violated within the sample population will result
in nominal error rates and actual error rates that differ.

Wald (1947) also defined two likelihood ratio boundaries that are functions of α
and β. These boundaries are A and B, where the lower boundary B > β/(1−α) and the
upper boundary = A < (1−β)/α.  According to Wald's SPRT, item responses are observed
in sequence, x1, x2, ..., xn, and following each observation, the likelihood ratio, L(x1, x2,...,
xn | θ0, θ1), is computed, assuming conditional independence, where

L(x1, x2,..., xn | θ0, θ1) =   π1(θ1) π2(θ1) ... πn(θ1) /

                                        π1(θ0) π2(θ0) ... πn(θ0)

The likelihood ratio is then compared to the boundaries, A and B. If L(x1, x2,..., xn |
θ0, θ1)  > A, then H1 is accepted and the examinee is classified as θi > δ. If L(x1, x2,..., xn |
θ0, θ1)  < B , then H0 is accepted and the examinee is classified as θi  < δ. If B < L(x1,
x2,..., xn | θ0, θ1) < A, no decision is made and another item response must be observed if
a decision is to be made with the specified error rates.
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        Any test administered with the SPRT procedure is, by its very nature, adaptive in
that examinees with different abilities (i.e., different values of θι) could have different
expected test lengths, ni, the number of items that must be administered before a
classification is made. Typically, those examinees with θi < θ0 or θi > θ1 will have shorter
expected test lengths than those with θ0 < θi < θ1.

          To facilitate the SPRT procedure for criterion-referenced testing, the value of δ
usually corresponds to a minimum proportion, p(δ), of m items in the item pool that an
examinee is expected to answer correctly in order to be classified as θi > θ1.  If p(δ) is
known a priori, then δ can be found by solving for δ in the expression, p(δ) = 1/m Σ Pj(δ),
j = 1, 2, ..., m. The item functions, Pj(δ), are typically expressed as 3-parameter logistic
item response functions with known (i.e., calibrated) item parameters.

         Values for θ1 and θ0 are selected according to the precision that is desired. Values
of θ0 and θ1 that are close to each other imply high precision, while greater differences in
θ0 and θ1 imply less precision. Normally, θ0 and θ1 are selected to be equidistant from
δ (e.g., if δ=0, then θ0 = −.2 and θ1 =+.2), although this is not a necessary condition for
the SPRT procedure. The region from θ0  and θ1 is known as the indifference region
because there is usually an amount of indifference associated with the classification made
for individuals within that region. The distance, |θ1 −θ0|, is the width of the indifference
region. Test length is a function of this region; for fixed values of α and β, a larger
indifference region results in shorter expected test lengths for all examinees (Reckase,
1983; Spray & Reckase, 1987).  In practice, the value of the indifference region are
generally fixed and the values of α  and β are manipulated.  Because each is a function of
the other, one must be held constant in order for results to be interpretable.

           Within the context of a traditional SPRT, the m items in the item pool are usually
ranked 1 through m on the basis of item information at the decision point, p(δ) or
equivalently, δ, and then administered in sequence to each examinee. Therefore, many
examinees could receive some of the same items as all other examinees taking the
sequential test. Because this is usually undesirable from a test security standpoint, some
randomization scheme can be employed to assure that item-exposure rates (i.e., the
number of times that any item is presented to examinees) are controlled.

             In addition there is usually some maximum number of test items or maximum
test length (MTL), that, from a practical standpoint in terms of testing time or actual scale
length, can be presented to a single examinee. Frequently, a forced classification is made
once this maximum number of items has been reached and no classification under the
likelihood ratio test has occurred. Typically, after reaching this maximum test length,
log{L(x1, x2,..., xmax)} is compared to the log of the SPRT boundaries, A and B.
Classification is then made according to some distance rule, for example by MIN
{|logL(x1, x2,..., xmax)-logA |, |logL(x1, x2,..., xmax)-logB |}. This is the same likelihood
ratio test that would be used for nonsequential tests; in other words, if a decision cannot
be made using SPRT, then a decision is made based on the entire pattern of responses just
as it would be if it were not initially administered as a sequential test.  For tests where
MTL is fairly small (e.g., the item pool is small), forced classifications can occur for
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many examinees.  Unfortunately, the effect of forced classification on the SPRT
procedure is to alter the actual classification error rates, α∗ and β∗, reducing the
classification accuracy.

Hypotheses

Using the concepts discussed above, the present study sought to test the following
hypotheses regarding classification reliability and efficiency:

1. Based on previous studies indicating a moderate correlation among the
S/N and J/P scales (e.g., Comrey, 1983; Sipps et al. 1985) and the
information presented in tables 3.2 and 3.3, it is hypothesized that the
J/P scale will benefit the most from collateral item information, in
terms of an increase in reliability, followed closely by the S/N scale,
then the T/F scale, with the E/I scale benefiting the least from this
additional information.

2. For the fixed-length form, it is hypothesized that the use of likelihood
ratio-based scoring will increase the classification accuracy as
compared to the current scoring procedure (i.e., weighted number-right
scoring) and will further increase with the use of both likelihood ratio-
based scoring and collateral item information .

3. For the variable-length form, it is hypothesized that the SPRT will
classify examinees with fewer items and approximately the same
degree of accuracy as the current scoring procedure using all of the
items.

4. Furthermore, it is hypothesized that the use of collateral item
information within the SPRT administration will classify examinees
with fewer items and a higher degree of classification accuracy than
the current scoring procedure using all of the items.

Chapter 4: Method

Subjects and Procedures

For this study, a  sample of 100,000 examinees was randomly selected from a
simulated theta distribution and administered the 94 scored items of Form F of the MBTI
(Briggs & Myers, 1976).   Because it is impossible to determine whether a scoring
procedure has correctly classified an examinee without knowing an examinee’s true
score, a  simulation design (i.e., monte carlo study) was used.  The obvious advantages of
a simulation study is that the “examinee’s” true theta is known and the sampling error is
substantially reduced due to the “unlimited” sample sizes (depending upon the limitations
of your hardware and patience!).  However, a major disadvantage of simulation studies is
that the results generalize only to the extent that the simulated data resemble the “real
thing”.   For instance, the shape of the true theta  distribution (e.g., whether normal or
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bimodal) will have a substantial effect on the classification accuracy when the cut score is
at the midpoint of the distribution (i.e.,  examinees which score near the decision
threshold are more likely to be misclassified).

Since the shape of the true theta distribution is not known, the statistical
characteristics of a sample distribution is our best “guess” as to the nature of the
population parameters.   A sample data distribution can be used as the standard for
statistical similarity of the simulated distribution.  A comparison of the dimensionality,
the item difficulties and discriminations, the interitem correlations, and eigenvalue series
can all be used as evidence that both distributions - the simulated and sample - come from
the same population albeit some statistical “noise” (e.g., sampling error). The more
indistinguishable the statistical characteristics, the more realistic the simulation.

In general, the typical latent trait-based simulation study requires that three basic
decisions be made:

1. Specify the form of the item response model.  Item responses are most
typically generated from unidimensional, conditionally independent, logistic or
normal ogive models.  Common choices are the one- two- and three-parameter
logistic models, where probabilities of correct response are given as a function of
both examinee ability and the item's operating characteristics.

2. Specify the parameters of the item response model.  Item response
models are flexible enough to model test items with widely varying operating
characteristics.  The measurement properties of a simulated test are therefore not
fixed until the parameters defining the test's items are specified.  This is usually
done in either of two ways: 1) item parameters are randomly drawn from
probability distributions, or 2) parameters are selected from those estimated from
actual items administered to actual examinees.

3. Specify the form of the examinee ability distribution.  Examinee
abilities are usually simulated by random draws from a specified population
distribution, most often standard normal.

Item responses are simulated by first randomly drawing an examinee ability
parameter from the population distribution.  The item response model and the specified
item parameters are then used to compute the probability of an examinee with the
sampled ability responding correctly to each test item.  Each item response probability is
next compared to a random deviate drawn from a uniform distribution supported on the
unit interval, (0,1).  The response is then coded as correct if the uniform deviate is less
than the item response probability; the response is scored as incorrect if the deviate
exceeds the probability.

When data are simulated from unidimensional, logistic item response models,
three important assumptions are inherent in the generation process.  Each can be, and
often is, untenable to some degree.  First, the regressions of item scores on ability are
assumed truly logistic.   As a consequence, response functions are constrained to increase
monotonically with increasing ability.  However, items with nonmonotonic response
functions are routinely found with actual data.  A classic example is a multiple-choice
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item that is difficult mainly due to the presence of an attractive but incorrect response
alternative.  Very low ability examinees will lack the knowledge necessary to find any of
the alternatives especially appealing, and will therefore respond essentially at random,
answering correctly occasionally by chance.  However, moderately able examinees might
know just enough that they find an attractive but wrong alternative all but irresistible.
These examinees will then respond correctly at much lower than chance rates, causing the
response function to decline briefly before reascending at higher ability levels where
examinees are able to properly reject the distracting alternative.

A second major assumption of typical simulation models is that item responses
are fully determined by the examinee's standing on the same, single ability dimension.
The simulated data are therefore strictly unidimensional, having a factor structure that
features a single common factor.  This assumption is also nearly universally violated with
real data, as strict unidimensionality is the rare exception rather than the rule.  While
analyses of most well constructed cognitive tests usually reveal a single, dominant
common factor or ability dimension, it typically accounts for well less than half of the
score variance.  The remainder is attributed to unique factors and to numerous minor
factors or traits that influence small clusters of items.  Although unidimensional item
response models provide a useful approximation to the structure of most tests, they
should not be considered as representations of reality.

The third assumption inherent in all simulations is that the item parameters used
to generate the response data resemble those likely to be found with an actual test.  While
this assumption is certainly reasonable when the item parameters have been estimated
from real data, it is less defensible when the item parameters have been randomly
generated.  For example, given that most real tests are constructed very systematically, it
is unclear what sort of test is being simulated when item difficulty parameters are
specified by random draws from a standard normal or uniform distribution.

Despite these often unrealistic assumptions, data simulated by unidimensional
models reproduce the observed characteristics of actual data in several important ways.
Item passing rates, item-test score correlations, number-right score distributions, and test
reliabilities all generally correspond closely when simulated data are compared with the
real data on which simulating parameters were based.  However, unidimensional
simulation procedures may prove less satisfactory when examined in greater detail.
Interitem correlations found in real data may not be well approximated by a
unidimensional simulation.  Similarly, the factor structure of data simulated
unidimensionally may be much cleaner than is typical of real data.  Complex interactions
between items and examinees may not be present.  The danger is that these differences
may lead to certain procedures evaluated as effective with simulated data performing
much less well when applied to real data.

Realistic Simulation Procedures

However, the data simulated for this study was generated so that it closely
resembled samples of actual data.  A realistic simulation model includes not only the
major dimension or dimensions that provide the basic structure for the test, but also
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includes the numerous minor dimensions that are characteristic of actual data.  The
process begins by fitting a multidimensional latent trait model to a large sample of actual
data.  This can be done with any of several software packages.  No attempt is made to
interpret the resulting solution by rotation to simple structure.  The fitted model is simply
treated as a template from which new data can be generated.  Given the complexity
inherent in real data, there is little concern of overfitting or "capitalizing on chance" even
with fairly high dimensional models.  There will almost always be more replicable
structure in the data than can be reasonably modeled.  The greater danger is in
underfitting and failing to account for numerous subtle but important underlying
characteristics of real data.

The estimated multidimensional item response functions are used to generate data
by procedures directly analogous to those used with unidimensional simulations.  The
important difference is that several ability parameters are generated for each simulated
examinee, all of which influence each item response.  The item and ability parameters
combine to produce probabilities of correct responses, just as they do with simpler
unidimensional models.  Data are generated by comparing these probabilities to random
draws from a uniform distribution.

Although multidimensional latent trait models make the same sort of assumptions
made by unidimensional models, these assumptions are far less restrictive and hence less
likely to be seriously violated by real data.  For example, while item response surfaces
are assumed to be monotone along each of multiple ability dimensions, discrimination
parameters are not constrained to be positive.  The regressions of item responses on any
unidimensional ability composite consequently are not required to be either logistic or
monotonically increasing.  Multidimensional models are thus able to approximate closely
the nonlogistic unidimensional response functions commonly found in real data.
Multidimensional models are also by definition well suited to characterizing the
multidimensionality, local item dependence, and general "noisiness" that typifies real
data.

Simulation method

The first step in simulating realistic response data was to fit high-dimensional
latent trait models to large samples of real data.  This was done using the calibration
program NOHARM (Fraser, 1986), which estimates a multidimensional normal ogive
model. NOHARM item parameters are scaled relative to standardized, uncorrelated,
normally distributed ability dimensions, that is, relative to a N(0,I) distribution of ability.

NOHARM does not estimate c parameters, so these must be obtained elsewhere
and input to the program.  Because c parameters are theoretically unaffected by the
dimensionality of the fitted model, unidimensional calibration programs such as BILOG
(Mislevy & Bock, 1989) are a convenient source of c parameter estimates.  Separate
BILOG calibrations were therefore obtained in addition to the multidimensional item
parameters.
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Collateral Item Information

Collateral item parameters were estimated using the unidimensionsal IRT
calibration program, BILOG (Mislevy & Bock, 1982), by adding items from the
secondary dimensions, one at a time, to the item pool of the primary dimension.  The
parameters of the items within the primary dimension are held constant while the
secondary item is  logistically regressed on the primary scale to obtain its collateral
parameters on that dimension.

A item selection algorithm was written that used the SPRT procedure and this
collateral information to make classification decisions.  Figure 4.1 depicts the general
steps in the CAT algorithm. 

Figure 4.1  A flowchart of the steps in the CAT for classification algorithm (.pdf,
6KB).

1. Sample Examinee: Examinees were chosen randomly from a simulated true score
distribution.

2. Provisional Theta Estimation:  Following each item response, a current or
provisional estimate of theta was updated.  Provisional estimates were obtained by
Baye’s mean or expected a posteriori (i.e., EAP procedures).  Theta estimates are not
used directly to classify examinees.  Rather, they are used only to predict the probabilities
of examinees answering pool items “correctly.”  As described below, these probabilities
are important in determining the optimal item to administer at each point in the test.

3. Item Selection: As previously mentioned, with a traditional CAT algorithm, item
selection is tailored to the examinee’s theta estimate based on their previous response
profile (i.e., what items they answered correctly vs. incorrectly).  In other words, if the
examinee gets the item wrong, easier items were selected until the examinee gets an item
right.  However, with a classification CAT, sometimes called a CCAT, the purpose of the
test is to classify an examinee as either above or below a certain decision point (e.g.,
passing score).  Therefore, items are selected based on the amount of information they
have at or around the decision point.  However, within the context of the MBTI, one is
interested in making four decisions rather than one (e.g., E/I, S/N, T/F, J/P).  Through the
use of collateral information, these decisions can be made simultaneously because an
item can provide information one more than one scale.

In the context of the SPRT, information can be thought of as the distance an item
is expected to move an examinee along a decision continuum that ranges from complete
uncertainty to total confidence in classification.  At the beginning of a test, decision
confidence is at a minimum.  Any classification of an examinee, at this point, would be
little more than random guesswork.  An effective item is one capable of substantially
increasing decision confidence.

One possible measure of decision confidence is based on the log-likelihood ratio,
λ.   Log-likelihoods near 0 imply a complete lack of decision confidence.  Log-likelihood
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values greater than A, the upper decision boundary, or less than B, the lower decision
boundary, indicate that the desired levels of classification certainty have been met or
exceeded.

Let  λn be the log-likelihood ratio after n test items have been administered.
Further, let λn+1 be the log-likelihood ratio expected following administration of a
particular item.  The absolute difference | λn+1 -λn|  is the measure of the value of
administering that item.  This measure can be modified somewhat to take into account
that movement in some areas of the decision confidence continuum is more important
than movement in other.  For example, if λn already exceeds the upper decision
boundary, A, then an item that pushes λn+1 still further above A is of relatively little value.

To maximize the efficiency of making four classifications simultaneously, three
distinct item-selection procedures based on the above measure were used during different
points in the testing process (see Figure 4.2).  Early in the test items are selected by a
procedure , called maximin, which maximizes the minimum amount of movement on the
decision continuum expected from a given item being administered.

Figure 4.2.  A detailed flowchart of the dynamic item selection procedure (.pdf,
4KB).

For example, suppose item 1 was expected to move an examinee’s log-likelihood from 0
to .25 on the first dimension and from 0 to 1 on the second through the fourth dimension.
Suppose item 2 would move that same examinee’s log-likelihood .5 units on each of the
four dimensions.  The maximin procedure would select item 2 because the minimum
value of its expected movement across all four dimensions is .5 whereas the minimum
expected movement for item 1 is only .25 units.  Even though item 1 is expected to
produce larger movements across three of the four dimensions than item 2, its smaller
expected movement on the remaining dimension recommends against its use early in the
test.  The maximin procedure therefore ensures that some progress is made toward a
decision on every one of the four dimensions.  This is especially important at the
beginning of the testing process where decision confidence is at a minimum on all four
dimensions.

After some information is gained toward making all four decision, a second item-
selection procedure was used.  With this procedure, maxall, an item is valued by the total
amount of movement across all four dimensions that it induces on the log-likelihood
ratios.  Under maxall item 1 rather than item 2 would be selected in the example above
because its total movement across dimensions (.25 + 1 +1 +1 = 3.25) is greater than the
total movement expected from administering item 2 (.5 + .5 + .5+ .5 = 2).  Use of maxall
in the middle of the testing process ensures the use of strong items capable of producing
large movements in the log-likelihood ratios  for at least some of the dimensions.

As the test proceeds,  one or more log-likelihood ratios may be pushed beyond
either of their classification boundaries.  Decisions therefore are effectively finalized on
those dimensions.  Therefore, toward the end of the test, yet a third procedure, called
maximax, is used to push the remaining decision to a conclusion.  The maximax
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procedure selects the item that most improves the confidence of the least certain decision
remaining.

5. Generate an Item Response:  A dichotomous, 0/1, item response was generated for
an examinee based on that examinee’s sampled theta value and the parameters of the
administered item.

6.  Update the Log-likelihood Ratio:   After each item was presented, the likelihood
ratio for each scale was updated and tested using SPRT.

7. Test for Decision Confidence:  Using the SPRT procedure as described above, log-
likelihood ratios for all four dimensions were compared to the upper and lower decision
boundaries.  An examinee was classified into a type category if λ > Α or λ < Β on a
dimension. A minimum of 5 items were presented for each scale before all four decisions
were made.  The maximum number of items for each was set to the total number of items
within that dimension.  If a decision was not made after the maximum number of items
had been presented, the decision process was truncated and the degree of confidence in
the classification was output (i.e., the distance the estimate was from the cutoff point in
the direction of the classification within the indifference region). If a decision was made
before the maximum number of items was presented, then only the decision was output.

8. End the Test: The test ended only when all four decisions were made.

Analyses

A four-dimensional IRT model was fit to actual sample data to provide a
simulation model. The multidimensional item parameters are presented in Table 4.1.  As
a check of the data generation model, preference score distributions for each scale were
obtained from large samples of simulated examinees and compared to those observed
from real data obtained from previous studies.  The distributions were judged to be quite
similar in terms of their statistical characteristics.
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Table 4.1  Multidimensional Item Parameter Estimates for the Four Dimensional
Model.

E/I(a1) S/N(a2) T/F(a3) J/P(a4) d c
0.615 0.0516 0.0431 0.1287 -0.079 0.111
0.4914 0.0668 0.1689 0.0203 -0.387 0.165
0.5975 -0.056 0.0646 0.0759 -0.647 0.107
0.6424 0.002 0.0283 0.0789 0.467 0.03
0.5315 -0.088 0.1445 -0.063 0.357 0.044
0.4637 0.0188 0.0827 0.05 -0.122 0.112
0.291 0.0183 -0.026 0.0444 0.765 0.095
0.8077 -0.024 0.0904 0.0695 0.492 0.03
0.4513 -0.006 -0.018 0.0991 -0.988 0.248
0.494 0.0834 0.2596 0.0491 0.486 0.053
0.4197 -0.085 0.0247 0.131 0.304 0.164
0.679 0.0315 0.191 0.0945 0.585 0.052
0.6065 -0.028 0.1537 0.068 0.534 0.049
0.4817 -0.056 0.0186 0.0939 0.107 0.112
0.5963 0.0957 0.1862 0.1575 0.256 0.077
0.5465 -0.021 0.1783 0.0366 1.529 0.016
0.6579 0.0015 0.0474 0.0452 -0.178 0.059
0.323 -0.045 0.0516 -0.056 -1.188 0.228
0.5272 0.0804 0.0062 0.0291 -0.634 0.117
0.5711 -0.047 0.1146 0.006 -0.571 0.097
0.6489 -0.003 0.0386 0.0072 -0.253 0.074
0.4503 -0.004 0.1722 -0.064 0.258 0.104
0.0513 0.6398 0.197 0.3648 -0.443 0.074
0.0415 0.5631 -0.09 0.3415 -0.221 0.148
-0.075 0.5655 0.0827 0.206 -0.272 0.134
0.0422 0.4515 0.0923 0.2482 0.318 0.217
-0.064 0.3141 -0.101 0.0556 -0.767 0.26
-0.07 0.4272 -0.19 0.1255 -0.105 0.232

-0.055 0.5017 0.1343 0.2141 -0.342 0.126
0.0515 0.6502 0.2857 0.3224 0.546 0.1
-0.021 0.6929 0.0814 0.3286 -0.776 0.052
0.0095 0.6016 0.0442 0.2441 -0.096 0.094
-0.034 0.6294 0.0733 0.2914 -0.174 0.174
-0.034 0.5684 0.0916 0.2694 0.132 0.151
0.073 0.595 0.152 0.3802 0.191 0.109
0.0063 0.7274 0.2474 0.3569 0.077 0.054
-0.007 0.7331 0.1341 0.4018 -0.459 0.062
-0.004 0.7479 0.1234 0.4059 -0.368 0.048
0.0209 0.4573 0.1071 0.2913 -1.397 0.089
-0.044 0.3041 0.0233 0.1286 -1.441 0.08
0.0155 0.5089 0.1558 0.235 0.083 0.142
-0.016 0.6747 0.1656 0.3059 -0.305 0.125
0.0604 0.4752 -0.047 0.3066 -0.375 0.193
-0.041 0.6754 0.0917 0.3135 -0.371 0.062
-0.016 0.2243 0.1055 -0.014 0.541 0.22
-0.031 0.631 0.0455 0.3311 0.079 0.08
0.0224 0.5086 0.1002 0.3192 0.057 0.123

0.1166 0.4768 0.0277 0.245 0.138 0.189
0.0705 0.0629 0.5781 0.0707 0.742 0.169
0.115 0.1394 0.6856 0.0957 0.262 0.113
0.1317 0.1777 0.6172 0.2011 0.548 0.112
0.1015 0.1125 0.7349 0.1057 1.081 0.099
0.1225 0.1554 0.7287 0.176 0.144 0.089
0.0706 0.0496 0.5349 0.1107 -0.046 0.133
0.1241 0.1528 0.5594 0.2061 -0.098 0.123
0.0871 0.123 0.7479 0.1018 0.207 0.065
0.0443 0.1104 0.6459 0.0527 0.787 0.096
0.1343 0.0923 0.5595 0.0764 0.574 0.149
0.2153 0.0511 0.5008 0.1093 0.27 0.195
0.0343 0.1286 0.5276 0.0822 0.089 0.118
0.1761 -0.007 0.7347 0.0433 0.605 0.119
0.0419 0.1335 0.4781 0.0987 -0.625 0.093
0.1347 -0.064 0.4326 -0.069 0.699 0.277
0.0298 0.1141 0.7287 0.0841 0.875 0.087
0.1714 0.1241 0.7519 0.1423 0.451 0.056
0.1038 0.113 0.5716 0.1653 0.749 0.135
-0.051 -0.15 0.8232 -0.103 -1.854 0.295
0.0494 0.0828 0.4638 0.0127 0.885 0.195
0.0273 0.0043 0.3433 0.0598 -1.126 0.133
0.1638 0.1197 0.5376 0.1142 0.135 0.131
0.0734 0.004 0.4224 0.1301 -0.453 0.43
-0.001 0.3594 -0.007 0.8187 -0.653 0.051
-0.062 0.1753 0.1083 0.5744 -0.066 0.155
0.0977 0.207 0.0255 0.6506 -0.299 0.094
0.0714 0.2763 -0.07 0.588 -1.01 0.106
0.0624 0.2504 0.0541 0.6253 0.379 0.107
0.0696 0.1998 0.0879 0.6347 0.15 0.101
0.1256 0.3904 -0.022 0.6551 -0.688 0.141
0.0348 0.27 -0.007 0.6196 -1.179 0.026
0.072 0.3399 0.0832 0.7257 0.165 0.103
-0.011 0.2644 -0.043 0.671 -0.452 0.048
0.1555 0.4475 0.2262 0.7885 0.792 0.049
0.1054 0.425 0.1074 0.8695 -0.217 0.037
0.1118 0.4694 0.1816 0.7442 -0.039 0.051
0.0135 0.3193 0.1739 0.6228 -0.315 0.078
0.0917 0.4157 0.1445 0.6726 0.437 0.104
0.1374 0.3373 0.2544 0.614 0.984 0.101
0.119 0.2123 -0.047 0.4286 -0.978 0.141
0.0446 0.3654 0.2382 0.6743 0.812 0.075
-0.02 0.1738 0.0332 0.4696 -0.201 0.134

0.0142 0.2386 0.0756 0.6349 -0.577 0.055
0.0267 0.1817 0.0881 0.6257 -0.128 0.117
0.0482 0.263 0.0358 0.683 -0.687 0.064
-0.081 0.1987 0.0265 0.5574 -0.864 0.065
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The multidimensional IRT model item parameters were used to generate 0/1
responses across the true score continuum.  Examinees were randomly drawn from the
simulation distribution and administered the exam using the five scoring procedures:
weighted number-right scoring, likelihood ratio-based scoring, likelihood ratio-based
scoring using collateral item information, the SPRT, and the SPRT using collateral item
information. The classification derived from the scoring procedure was compared to the
“true” classification, represented by the examinee’s true score, and expressed as a hit rate.
This process was implemented for 100,000 examinees.  The hit rates were used to
calculate the percent of classification decisions made correctly for each procedure for
comparison purposes.

To determine whether an adaptive administration substantially decreased the
length of the exam, the number of items required to meet or exceed the classification
accuracy of the traditional scoring method was determined.  Two scoring algorithms were
examined in terms of their efficiency - the SPRT and the SPRT used in conjunction with
collateral item information.  The nominal α and β error rates were varied and the actual
error rates were used to determine how long the test must be in order to achieve different
degrees of classification accuracy.  Accuracy rates conditioned on the examinee’s true
score and unconditional accuracy rates (i.e., averaged across the true score continuum)
were examined.

Chapter 5:  Results

Unconditional Accuracy Rates

The results for the unconditional accuracy rates are presented in Table 5.2.   The
weighted number right procedure and the likelihood ratio-based scoring, with and without
collateral item information, were administered as fixed-length tests with all of the items
administered.   By definition, the SPRT is an adaptive scoring procedure. Therefore the
test length varied for each examinee based on the nominal error rates, α and β, which
were set to a total of .05 which was equally divided between Type I and Type II
experimentwise error.   As indicated below, the likelihood ratio scoring did provide some
additional classification accuracy, with increases ranging from approximately 2 to 5%.

Table 5.1  Unconditional accuracy rates for each scale as a function of the scoring
and administration procedure.

Wt. No.-Right
Scoring

Likelihood
Ratio

Likelihood
Ratio w/coll.

SPRT SPRT
w/coll.

E/I .78 .80 N/A .79 N/A
S/N .82 .86 .93 .84 .87
T/F .80 .84 .87 .80 .84
J/P .83 .88 .93 .85 .89

The addition of collateral item information to the likelihood ratio-based scoring
procedure further increased the classification accuracy by 3 to 7% beyond that which was
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added using likelihood-based scoring (see Table 5.1).  The collateral item parameters that
were derived for each item for its primary scale and the other three scales are presented in
Tables 5.2, 5.3, and 5.4.

Table 5.2  Primary and collateral item parameters for the S/N scale

Item # a b c
SN23 0.779 0.669 0.103
SN24 0.692 0.408 0.170
SN25 0.629 0.525 0.152
SN26 0.600 -0.113 0.385
SN27 0.387 2.651 0.320
SN28 0.442 0.449 0.279
SN29 0.602 0.650 0.167
SN30 0.835 -0.559 0.156
SN31 0.823 1.057 0.073
SN32 0.631 0.282 0.137
SN33 0.677 0.140 0.136
SN34 0.613 -0.183 0.164
SN35 0.715 -0.179 0.139
SN36 0.913 -0.010 0.110
SN37 0.738 0.582 0.069
SN38 0.912 0.438 0.064
SN39 0.764 2.463 0.120
SN40 0.495 3.238 0.093
SN41 0.630 0.146 0.244
SN42 0.774 0.472 0.142
SN43 0.487 0.565 0.176
SN44 0.709 0.615 0.089
SN45 0.218 -2.178 0.243
SN46 0.719 -0.052 0.098
SN47 0.657 0.048 0.169
SN48 0.606 0.028 0.257
TF53 0.193 -1.163 0.000

TF55 0.189 -0.433 0.000
JP72 0.395 0.972 0.000
JP73 0.254 -0.571 0.000
JP74 0.279 0.377 0.000
JP75 0.294 1.900 0.000
JP76 0.323 -1.282 0.000
JP77 0.296 -0.722 0.000
JP78 0.266 1.000 0.000
JP79 0.347 2.657 0.000
JP80 0.372 -0.709 0.000
JP81 0.332 0.836 0.000
JP82 0.492 -1.255 0.000
JP83 0.475 0.274 0.000
JP84 0.479 -0.075 0.000
JP85 0.359 0.414 0.000
JP86 0.404 -1.126 0.000
JP87 0.434 -2.107 0.000
JP88 0.215 2.497 0.000
JP89 0.421 -1.789 0.000
JP90 0.214 0.165 0.000
JP91 0.324 1.194 0.000
JP92 0.309 -0.202 0.000
JP93 0.321 1.478 0.000
JP94 0.267 2.089 0.000

Note: Items were numbered from 1-94.
The letters next to the numbers indicate
the primary dimension of the item.
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Table 5.3  Primary and collateral item parameters for the T/F scale

Item # a b c
TF49 0.659 -1.130 0.215
TF50 0.753 -0.252 0.178
TF51 0.688 -0.665 0.196
TF52 0.869 -1.169 0.223
TF53 0.769 -0.152 0.123
TF54 0.667 0.191 0.165
TF55 0.587 0.275 0.165
TF56 0.765 -0.226 0.092
TF57 0.650 -0.957 0.253
TF58 0.649 -0.681 0.267
TF59 0.573 -0.385 0.221
TF60 0.583 0.003 0.170
TF61 0.919 -0.463 0.300
TF62 0.482 1.195 0.085
TF63 0.410 -1.762 0.219
TF64 0.842 -1.012 0.194
TF65 0.783 -0.528 0.104
TF66 0.640 -1.103 0.138
TF67 0.680 2.353 0.288

TF68 0.484 -1.717 0.218
TF69 0.487 3.238 0.192
TF70 0.692 0.153 0.252
JP71 0.536 0.161 0.099
EI10 0.245 -1.938 0.000
EI13 0.224 -2.155 0.000
SN30 0.261 -1.972 0.000
SN35 0.196 -1.361 0.000
SN36 0.221 -0.677 0.000
SN42 0.181 0.300 0.000
JP71 0.196 -1.809 0.000
JP82 0.239 -2.342 0.000
JP84 0.236 -0.159 0.000
JP85 0.222 0.562 0.000
JP86 0.203 -2.109 0.000
JP87 0.289 -3.011 0.000
JP89 0.251 -2.883 0.000

Note: Items were numbered from 1-94.
The letters next to the numbers indicate
the primary dimension of the item.
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Table 5.4  Primary and collateral item parameters for the J/P scale.

Item # a b c
JP72 0.931 0.756 0.073
JP73 0.608 0.234 0.196
JP74 0.695 0.541 0.128
JP75 0.661 1.562 0.117
JP76 0.739 -0.277 0.215
JP77 0.670 -0.088 0.138
JP78 0.778 1.054 0.182
JP79 0.776 1.727 0.046
JP80 0.809 -0.187 0.119
JP81 0.766 0.759 0.102
JP82 1.030 -0.591 0.152
JP83 1.012 0.302 0.062
JP84 0.967 0.130 0.090
JP85 0.852 0.539 0.123
JP86 0.796 -0.434 0.158
JP87 0.842 -1.021 0.231
JP88 0.636 1.830 0.153
JP89 0.865 -0.786 0.215
JP90 0.549 0.625 0.171
JP91 0.806 0.940 0.102
JP92 0.684 0.222 0.136
JP93 0.719 1.015 0.060
JP94 0.621 1.396 0.076
SN23 0.362 0.658 0.000
SN24 0.300 -0.041 0.000

SN25 0.237 0.215 0.000
SN26 0.246 -2.166 0.000
SN28 0.179 -1.132 0.000
SN29 0.254 0.280 0.000
SN30 0.409 -1.303 0.000
SN31 0.346 1.508 0.000
SN32 0.265 -0.144 0.000
SN33 0.305 -0.319 0.000
SN34 0.287 -0.997 0.000
SN35 0.364 -0.738 0.000
SN36 0.420 -0.358 0.000
SN37 0.370 0.638 0.000
SN38 0.470 0.447 0.000
SN41 0.271 -0.886 0.000
SN42 0.345 0.199 0.000
SN43 0.229 -0.047 0.000
SN44 0.357 0.616 0.000
SN46 0.377 -0.406 0.000
SN47 0.333 -0.561 0.000
SN48 0.264 -1.174 0.000
TF51 0.256 -2.210 0.000
TF53 0.187 -1.196 0.000

Note: Items were numbered from 1-94.
The letters next to the numbers indicate
the primary dimension of the item.

Note that a table for the E/I scale was not included because the E/I scale did not
noticeably gain information from the inclusion of collateral information (see Figure 5.1).
However, collateral item information did add to the overall information of the other three scales.
The S/N scale gained the most additional information (see Figure 5.2), followed by the J/P scale
and finally the T/F scale as depicted in Figures 5.3 and 5.4.
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Figure 5.1  The Lack of Collateral Information for the E/I Scale.
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Figure 5.2  Collateral Information for the S/N scale.
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Figure 5.3  Collateral Information for the J/P scale.
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Figure 5.4  Collateral Information for the T/F scale.
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The average classification accuracy of the SPRT procedure was assessed across the trait
continuum.  On average, the SPRT was just as or more accurate than the traditional number-right
scoring procedure but less so than the likelihood ratio-based procedure or the procedure utilizing
collateral information (see Table 5.1).  This result is not surprising since the SPRT is a shortened
form of likelihood-ratio based scoring procedure and can therefore never be more precise than a
full-length test using the same type of scoring procedure.   However, as further indicated in Table
5.2, collateral item information added to the accuracy of the SPRT procedure making it as or
more reliable than the likelihood ratio-based procedure without the addition of collateral
information.

Conditional Accuracy Rates

As expected, the accuracy rates varied considerably across the true score, or preference
score (i.e., within the context of the MBTI), continuum.   To visually compare the accuracy of all
five scoring and administration procedures, accuracy curves were created depicting the percent
of examinees correctly classified as a function of their preference score (see Figures 5.5-5.8).  As
suggested by the Carskadon (1979) study, those with high preference scores were classified
much more accurately than those with moderate to low preference scores.
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Figure 5.5 Conditional classification accuracy for the E/I scale as a function of an
examinee’s preference score and the scoring and administration procedure used.
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Figure 5.6 Conditional  classification accuracy for the S/N scale as a function of an
examinee’s preference score and the scoring and administration procedure used.
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Figure 5.7 Conditional classification accuracy for the J/P scale as a function of an
examinee’s preference score and the scoring and administration procedure used.
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Figure 5.8  Conditional classification accuracy for the T/F scale as a function of an
examinee’s preference score and the scoring and administration procedure used.

Efficiency Rates

Using the SPRT procedure did increase the efficiency of the test by 20 to 50 % across the
four scales.  On average, fewer items -  17.7/22, 14.2/26, 15.1/23, 11.6/23 for the E/I, S/N, T/F,
and J/P scales respectively, were necessary to obtain the same degree of accuracy as the fixed-
length test using the traditional scoring procedures (see Table 5.6).  The addition of collateral
item information further increased the efficiency of three of the four dimensions so that, on
average, only 10.8/26, 12.4/23, and 9.4/23 items had to be administered for the S/N, T/F, and J/P
dimensions to meet the accuracy of the traditional full-length test.
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Table 5.5  Number of items needed to meet the classification accuracy of the weighted
number-right scoring procedure

Scale Wt. No.-Rt.
# of items

% Correctly
Classified

SPRT
# of items

SPRT w/coll.
# of items

E/I 22 .78 17.7 N/A

S/N 26 .82 14.2 10.8

T/F 23 .80 15.1 12.4

J/P 23 .83 11.6 9.4

Chapter 6:  Discussion

Although the hypothesis that likelihood ratio-based scoring would increase the reliability
of classification decisions was supported, the increase was relatively small.  One possible reason
for this is that the slopes of many of the items within the boundaries (i.e., the indifference region)
where the likelihood is computed, were somewhat “flat.”  Because likelihood ratio-based scoring
gives more “weight” to items that provide information at the decision point, it provides the most
gain over number-right scoring when the items are highly discriminating (i.e., highly sloped) at
that point.

However, even though the gain in reliability was relatively small, this gain in
measurement precision is “free.”  Obviously, when a fixed-length test is scored using a weighted
number-right method, the additional information afforded by using the likelihood ratio-based
method is still there, it is just not being used.

By far, the addition of collateral item information provided the most interesting results
within this study.  The addition of this information to the likelihood ratio-based scoring increased
the accuracy of the full-length test by 11%, 7% and 10% for the S/N, T/F, and J/P scales,
respectively.   This means that the test could be considerably shortened to match the accuracy of
the original scoring procedure or that all the items could be administered resulting in an overall
gain in accuracy. The inclusion of the collateral item information with the SPRT procedure
resulted in an overall gain of 5%, 4%, and 6%  for the S/N, T/F, and J/P scales, respectively.

Contrary to the hypotheses that the J/P scale would gained more information than the S/N
scale from the  inclusion collateral item information, the S/N scale actually gained more from its
inclusion than the J/P scale in the likelihood ratio-based condition.  However, when collateral
information was added to the SPRT condition, the J/P scale gained slightly more accuracy from
it.  The discrepancy between the J/P and S/N scale in the SPRT condition is only a percentage
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point.  This could easily be accounted for by the fact that the examinees are administered a
different number of items, and therefore, utilized different amounts of collateral information. The
J/P and S/N benefited the most from collateral information because they are moderately
correlated.

Inspection of  Tables 3.1 and 3.2  indicated that the E/I dimension has a positive
relationship with the three other scales and yet Figure 5.1 shows that information from the other
scales did not noticeably add to the E/I scale.   However, not enough of the items from the other
scales were correlated with the E/I scale to provide a noticeable difference in information.
Because information is additive, to a large degree its benefits are dependent upon how many
items are correlated with the E/I dimension.

Although  the SPRT procedure did increase the efficiency of the exam, it suffered from
the same weakness as the likelihood ratio-based procedure; namely, too few items that highly
discriminate at the decision point.   In addition, for an SPRT to be truly effective, the item pools
would need to be much larger so that there were a larger number of items from which to choose.
The SPRT procedure, used in conjunction with collateral information, made the procedure as
reliable as the fixed-length exam using the likelihood ratio-based scoring.

Chapter 7:  Conclusions

Throughout the social sciences, tests have been used for two primary – and different -
purposes: a) to estimate where an examinee is located on an ability/trait continuum (e.g.,
intelligence tests), or b) to classify an examinee as either above or below a particular point on the
ability continuum (e.g., criterion-referenced tests).  From a psychometric perspective, the
statistical characteristics of a test should reflect the purpose for which the test is being used.  In
general, tests used for estimating an examinee’s location across an ability or trait continuum are
longer in length, have a range of item difficulties that span the entire ability or trait continuum,
and are broadly reliable.  On the other hand, tests used to estimate whether an examinee’s ability
or trait is above or below a single point on an ability or trait continuum are generally shorter in
length, have item difficulties that are highly peaked at the decision point, and are highly reliable
within a narrow range around the decision point .

In practice, however, the same test is often administered for both purposes.  This study
highlights some of the pitfalls in terms of reliability and efficiency of continuing this practice.
Reliability is, of course, the more important issue since the observed correlation between two
measures (e.g., predictor and criterion measure) is equal to the true correlation only when the two
measures are perfectly reliable.  Therefore, the degree to which measurement instruments can be
used to make reliable score inferences determines the observed validities of these instruments.
In other words, one cannot study the relationships among two constructs if either of the
constructs cannot be measured reliably.

This principle has been particularly problematic for the social sciences since the measures
are much cruder than those of the physical sciences.  As Pedhazur (1991) incisively observes,
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“Measurement is the Achilles’ heel of sociobehavioral research. “no matter how profound the
theoretical formulations, how sophisticated the design, and how elegant the analytic techniques,
they cannot compensate for poor measures” (p. 2-3).

On a more practical level, industries are often hesitant to administer longer exams since
time is money from a corporate perspective.  However, incorrect hiring decisions due to shorter,
but often less reliable, tests arguably costs companies more in the long run.  This study examined
ways to make these tests more reliable while at the same time decreasing the amount of time
needed for administration.
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