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(ABSTRACT) 

Advances in VLSI technology have made possible a new generation of multicomputer systems that 

contain hundreds or thousands of processors and offer a combined processing power far beyund 

that possible in a single processor machine. Multicomputers can be used to solve a variety of 

computationally intensive applications, but they introduce the problem of handling communication 

between concurrent processes. In the design of multicomputer systems, the scheduling and map

ping of a parallel algorithm onto a host architecture has a critical impact on overall system per

fonnance. The problem of how to best assign the resources of a host multicomputer system to the 

cooperating tasks of a parallel application program is known as the mapping problem. In this re

search we develop a graph-based solution to both aspects of the mapping problem using the sim

ulated annealing optimization heuristic. A two phase mapping strategy is fonnulated: I) process 

annealing assigns parallel processes to processing nodes, and 2) connection annealing schedules traffic 

connections on network data links so that interprocess communication conflicts are minimized. 

To evaluate the qUality of generated mappings, cost functions suitable for simulated annealing are 

derived that accurately quantify communication overhead. Communication efficiency is fonnulated 

to measure the quality of assignments when the optimal mapping is unknown. Application ex

amples are presented using the hypercube as a host architecture, with host graphs containing up to 

512 nodes. The influence of various parameters on the annealing algorithms is investigated, and 

results for several image graphs are presented. 
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Chapter 1. Introduction 

The traditional single central processing unit (CPU) serial computer will soon reach its 

upper limit in speed and power due to technology limits and is clearly constrained by the 

"speed-of-light barrier," where the time needed for electrical signal propagation exceeds 

the time required for basic logic computations. Yet a number of important scientific and 

engineering problems demand processing rates far in excess of those offered by tradi

tional computers. The only means of achieving the computing power needed for such 

problems is through the use of large-scale parallel computers, where many processors 

work together on the same problem sinlultaneously. 

A variety of computer systems have been successfully designed and built where many 

processors and main memories are combined into a single structure, all operating in 

parallel. Current parallel architectures contain tens or hundreds of processors, or, when 

specialized into regular network structures optimized for certain classes of problems, 

thousands of processors. Specialized architectures in which each processor executes 

identical instructions broadcast to them by a single control unit have demonstrated ex

cellent performance for a limited class of problems. Flynn [7J classified this type of sys-
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tem as a single-instruction stream, multiple-data stream (SIMD) architecture. These 

machines exhibit impressive performance for problems which they are designed to han

dle, however, they are completely unsuitable for unstructured applications that cannot 

be partitioned into repetitive operations on uniformly ordered data. 

The need for cost-effective computer systems capable of efficiently executing a wide va

riety of large problems has generated an intense interest in general purpose parallel 

computer systems. These systems are composed of a number of independent processing 

elements (PE's), each capable of executing its own program, with all intended to \vork 

cooperatively on a single task. This type of system is classified as a multiple-instruction 

stream, multiple-data stream (M I M D) architecture [7]. MI\,l D computers can be di

vided into t\VO categories, depending on their memory organization and the way in which 

interactions between processes are implemented [12]: 

• Multiprocessor systems (shared memory architectures), 

• Multicomputer systems (distributed memory architectures). 

Both categories are subject to performance bottlenecks arising from the need for pro

cessors to share information. 

Multiprocessor systems exchange information and synchronize activity by communicat

ing via shared memory locations. Thus all processors in a multiprocessor are allowed 

to directly share main memory. The performance of multiprocessors is limited by the 

data synchronization problem, known as hot spot contention, that arises when mUltiple 

processors attempt to access the same data. 
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MultiComputer systems differ from multiprocessors in that communication between 

concurrent processes is accomplished by message passing rather than shared variables. 

Each processor contains its own local memory, and cannot directly access another 

processor's local memory. Multicomputers are further characterized by the way in 

which processors are interconnected. Shared buses are one possibility, but this approach 

can suffer from the same type of communication bottleneck encountered in multi

processors. As a result, large multicomputers are usually connected by joining selected 

processors with direct communication links forming an interconnection topology such 

as a mesh, tree, or binary hypercube. Performance in multicomputers is limited by the 

capability of the communication network and the amount of message passing required. 

Multiprocessors are more versatile than multicomputers due to their ability to support 

code and data sharing, but cannot be efficiently implemented with large numbers of 

processes. It has been conjectured that in the future shared memory architectures will 

be preferred for parallel systems containing a few tens of processors, and that large sys

tems incorporating hundreds or thousands of processing nodes will be based on distrib

uted memory, message passing architectures [24J. 

Various hybrid forms combining the shared and distributed approaches are also possible, 

but here the term multicomputer is used to describe a true distributed memory multiple 

computer system using a point-to-point interconnection topology. In this research the 

multicomputer or host architecture consists of many loosely-coupled processing elements 

(PE's), each possessing local memory and communicating with other processors over a 

f!Xed interconnection network via message passing. Each PE of a multicomputer exe

cutes a task or process, and is joined with selected neighboring PE's by dedicated 

point-to-point links that allow for synchronization and the bidirectional transfer of data. 
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These interconnection links accommodate the inevitable exchange of information that 

occurs among concurrent processes. 

The multicomputer offers great promise of continuing the rapid increase in the comput

er's speed and power. Multicomputers allow a more flexible approach to the design and 

development of large programmed systems than does the single-CPU computer, but at 

the same time they pose a number of very difficult research problems. A key problem 

is how to coordinate the multicomputer's many independent processors in a fashion 

which is both efficient and general. In the multicomputer environment, interprocessor 

communication overhead is a major factor in determining the overall performance of the 

system. An application program or image architecture to be executed on the multicom

puter is partitioned into a set of parallel processes with interprocess communication re

quirements. To maximize the throughput of a parallel application, these processes and 

their communication paths must be allocated among PE's so that the flow of informa

tion among processes is handled as directly and efficiently as possible. Determining the 

best possible "mapping" of the program structure onto the network structure is known 

as the mapping problem. A satisfactory mapping balances the computing load across 

processors, distributes information-flow commensurate with the band'width of the links 

between processors, and maximizes the resource utilization of the total network. 

Multicomputers have been used to solve a variety of demanding computing problems 

arising in fields such as fluid dynamics, astronomy, thermodynamics, computational 

chemistry and structural mechanics. Typical applications include finite element analysis 

[23] and the solution of partial differential equations [4]. The parallel algorithms used 

to solve such problems often model the applications using multi-dimensional grids, and 

may employ numerical techniques such as matrix inversion and the fast fourier trans-
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form [8]. After partitioning into concurrent processes, these algorithms require a certain 

minimum connectivity for efficient execution. The extent to which the resources of the 

host multicomputer architecture can be successfully utilized to provide this connectivity 

depends heavily on a proper mapping of the cooperating subtasks. 

The mapping problem of optimal process and communication assignment in multicom

puters is computationally complex, and determining exact solutions is impractical for all 

but small problem sizes. This research presents a new approach to the mapping problem 

in point-to-point multicomputers based on the simulated annealing optimization heu

ristic. Graph theory is used to represent the general structure of processes and infor

mation flow in the image architecture, and also of processors and their interconnection 

topology in the multicomputer host architecture. It has been demonstrated that simu

lated annealing can be applied successfully to the mapping problem to find satisfactory 

solutions. To evaluate the relative "goodness" of generated mappings, cost metrics sui

table for simulated annealing are derived that accurately quantify communication over

head. Communication efficiency is formulated to measure the quality of solutions when 

the optimal mapping is unknown. The mapping procedure has been implemented and 

applied to mapping a number of common image architectures onto a binary hypercube 

host architecture. 

This thesis is organized as follows. Chapter 2 discusses the mapping problem and its 

associated computational problems, and surveys prior research. Chapter 3 formally de

scribes the assignment and scheduling problem and the communication overhead cost 

functions used in the simulated annealing objective functions. The communication effi

ciency metric is introduced, and a complete mapping example is presented. Simulated 

annealing is introduced in Chapter 4, and is then applied to both the assignment and 
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scheduling aspects of the mapping problem in Chapter 5. Chapter 6 presents results for 

mapping image architectures containing up to 512 processes onto a hypercube host ar

chitecture. Conclusions and suggestions for further research are provided in Chapter 7. 
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2. The Mapping Problem 

2.1. Inlportance of Assignment and SclJedlllillg 

A multicomputer system can theoretically provide a linear speedup over a single CPU 

system, however, in practice the performance of multicomputers falls far short of this 

goal. A significant problem contributing to the performance gap is the mismatch be

tween the parallel algorithm and parallel architecture, and the resulting overhead asso

ciated with interprocess communication and synchronization. In order to optimize the 

execution of a multicomputer application, three factors must be considered: (1) the 

physical interconnection network that allows communication between processors in the 

multicomputer, (2) the flow of information (data) between processes in the parallel al

gorithm, and (3) the scheduling and mapping of the algorithm onto the physical archi

tecture. The following sections address these factors and their effect on multicomputer 

performance. 
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2.1.1 Interconnection Network 

In the ideal case, all communication between two processors would occur over a channel 

forming a direct connection between them. To support this capability, the most general 

purpose communication network would contain a physical communication link between 

every pair of processors, eliminating any need to route data from one processor to an

other along an indirect path. However, the cost of connecting every processor to every 

other processor is prohibitively expensive, requiring O(J\'2) channels for a network con

taining N processors. Consequently, processors in a multicomputer are rarely com

pletely connected; selected processor nodes are connected by hardware links to form an 

interconnection topology such as a mesh, tree, or binary hypercube. Information that 

must travel from a process executing on one node to a process executing on another 

node may need to flow through several intermediate nodes and data links to reach its 

destination. 

Local address references executed by a process are efficient as a result of the local me

mory contained by its host processor, but external references requiring communication 

with processes executing on other processors can significantly limit system throughput. 

This is especially true if data must travel over many communication links or if links are 

congested due to excessive traffic from other data transfers. Excessive communication 

overhead introduces inefficiencies in the form of time delays for message passing and 

underutilized resources as processors finish tasks and become idle. In order to make full 

use of the multicomputer's capabilities, it is critically important to minimize the distance 

between communication processes and reduce link traffic to a minimum. 
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2.1.2 Interprocess Communication 

A parallel application executing on a multicomputer consists of multiple interrelated 

subtasks working cooperatively on a single task. These subtasks or processes execute 

concurrently on distinct processors, and in general will need to exchange data frequently. 

In addition, the execution of some processes cannot begin until processes they are de .. 

pendent on have completed, introducing a synchronization requirement. If the com· 

munication requirements and data dependencies of the application are predictable, then 

the behavior of the processes can be determined before runtime. Given the structure of 

interprocess communications and the interconnection network structure of the multi· 

computer, the objective is to determine an optimal allocation or "mapping" of concur· 

rent processes to multicomputer processors so that the parallel execution time is 

minimized. If the communication behavior of the application is unknown prior to run· 

time, this mapping must be determined dynamically during execution as processes are 

created, at the cost of significant run-time scheduling overheads. 

In this research, we are concerned with the important class of parallel programs whose 

interprocess interactions are statically or statistically characterizable at compile time. 

The predictable communication patterns of such programs allows them to be assigned 

to processors using a static approach. A static mapping scheme offers distinct advan

tages, since the overhead of dynamic scheduling is eliminated and a rigorous mapping 

analysis need only be determined one time. The programs considered are characterized 

by a repetitive execution pattern, so that execution can be modeled as a sequence of it

erations, with every iteration involving computation followed by communication. Dur

ing each iteration all processes execute concurrently and independently. At the end of 

computation, processes then exchange information with a fIxed set of related process 
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before proceeding with the next iteration. In every iteration, an identical communication 

pattern is repeated. The iteration cycle time for every processor consists of the sum of 

execution time and interprocess communication time. The first factor depends on the 

efficiency of the parallel algorithm itself and how well it is partitioned. 

The second factor is determined by the quality of the mapping assignment of concurrent 

processes to PE's; it can be minimized by assigning processes which exchange data fre

quently to adjacent processors, i.e. processors that are directly connected in the com

munication network. The process with the greatest iteration cycle time determines the 

lower bound for program execution time. Reducing the interprocess communication 

time for this process by improving the mapping will clearly reduce the execution time 

of the parallel application. Even when the execution and communication phases of a 

concurrent program are not mutually exclusive, as in the case of pipelined or overlapped 

computation and communication, a static mapping approach can increase throughput 

by reducing any communication delay, if present. 

2.1.3 Assignment and Scheduling 

Arrays or networks of computers are naturally represented using graphs. Likewise, 

parallel programs are often described using data flow graphs and task interaction graphs. 

That is the approach pursued in this research. The multicomputer, or host architecture, 

is modeled by a graph in which vertices or nodes represent PE's and edges represent 

point-to-point links between processors. The parallel program to be executed on the 

host architecture, or image architecture, is also modeled by a graph with vertices corre

sponding to processes and directed edges connecting nodes corresponding to interproc-
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ess data dependencies. In these terms, the mapping problem maps an image 

architecture, a set of processes and their communication requirements, onto a physical 

host architecture so that the communication overhead between PE's is minimized. This 

corresponds to matching an image graph representing a program's flow of information 

with the host graph that "executes" those processes. 

To effectively map an image architecture onto a host architecture requires that processes 

with the most traffic between them be placed on processor nodes that are near to each 

other in the interconnection topology and that information be routed in a fashion which 

avoids excessive traffic on links in the network. The mapping procedure consists of two 

components: (1) processor assignment which maps image graph nodes onto host graph 

nodes, and (2) link assignment which schedules interprocess communication over net

work links, assigning each image graph edge a path in the host graph. To assess the 

quality of a mapping, an objective function is used to measure the relative communi

cation overhead imposed by a specific assignment. 

The proper structuring of an image architecture's flow of information (messages) and the 

proper mapping of that structure onto the host architecture should minimize the need 

for the multicomputer operating system to handle an excessive amount of messages. 

To the extent that the mapping process is unsuccessful, the parallel program is forced 

to pass data and other information over significant distances or through congested 

communication links. The system must make the needed connections between processes 

and data by handling messages while the program runs, in effect building the proper 

structure virtually, at the very heavy cost of message processing and passing. Current 

operating systems utilize relatively slow software based message passing protocols. This 

fact, coupled with the the serial communication hardware used in the current generation 
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of large-scale multicomputer systems, can cause the transfer of data between processes 

to consume thousands of execution cycles [281. Consequently, message-passing bottle

necks are a major problem for a multicomputer system. 

2.2. Description of Conlplltationai P,·oblenlS 

By representing a multicomputer system and a parallel program with a host graph and 

an image graph, respectively, the mapping problem becomes one of matching two 

graphs. This is equivalent to the extremely difficult graph isomorphism problem, which 

can be solved in reasonable time only for special, limited, regular cases. No exact algo

rithms are known that determine isomorphism efficiently except for restricted classes of 

graphs. More precisely, the mapping problem has been shown to fall into the large class 

of combinatorial optimization problems referred to as NP-Complete (nondetenninistic 

polynomial time complete) [9). 

NP-Complete problems are known as intractable since all exact algorithms for deter

mining an optimal solution require a computational effort that utilizes exponential time 

or space with increasing N. One feature of the mapping problem that contributes to its 

difficulty is the immense number of potential assignments that can be made, ruling out 

any possibility of obtaining a solution by exhaustively testing all configurations. For a 

problem with N processes and PE's, there are Nt possible assignments of processes to 

processors. The number of possible link assignments adds an additional level of com

plexity to the problem. No method for fmding an exact polynomial time solution for the 

mapping problem, or any NP-complete problem, has been discovered, and it is unlikely 
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that one will ever be found. In fact, no algorithms are known that will determine the 

exact optimal solution with significantly less effort than an exhaustive search. This 

limits the size of mappings for which exact solutions can be attained in reasonable time 

or space to those with only a small number of processes and processors. 

The mapping problem is but one of many important combinatorial optimization prob

lems which are NP-complete. Since obtaining optimal solutions for these problems is 

intractable, it is necessary to make approximations and employ heuristic methods. 

Rather than detennining exact solutions, heuristics attempt to find satisfactory subop

timal solutions, usually with computational requirements proportional to small powers 

of N. One technique that has found wide use in optimization problems is the simulated 

annealing optimization heuristic. The mapping scheme developed in this research uses 

a graph-based adaptation of simulated annealing to obtain good solutions to the map

ping problem in reasonable computation times. Simulated annealing is described fully 

in Chapter 4. The following section presents a review of several approaches to solving 

the mapping problem, and the corresponding objective functions used. 

2.3. Previous Approaclles to tI,e Mappillg P,·ob/em 

One evaluation criteria commonly implemented in optimization algorithms is the objec

tive function found in the quadratic assignment problem [10]. Cast in terms of the 

mapping problem, the problem may be stated as follows. A set of P processes has as

sociated with it a communication traffic intensity wjk between each pair of processes Pi 

and Pit.. A set of N processor nodes are configured with a distance or delay d(np, nq} be-
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tween nodes np and nq• The assignment that maps processes onto processor nodes is 

denoted f Then the communication overhead between two processes j and k is the 

product of wjk and d(j(pj),Mk)), and the optimal mapping/minimizes 

LWjk' d(f(pj),Mk))' 
j,k 

This objective function treats the communication traffic between every pair of processes 

as if it is independent of all other processes, which is only true if nodes communicate 

along dedicated network links. Thus it does not accurately characterize the high local 

traffic densities and communication bottlenecks that may arise among concurrent proc-

esses. 

One approach to the mapping problem relies on network flow algorithms. Stone [27] 

used this approach and considered an optimal assignment of modules to a two-processor 

system, taking into account the cost of interprocessor communication as well as other 

collective costs. Stone applies a maximal-flow algorithm to the data flow graph model 

of a parallel program. In his model every graph node represents a subtask or module 

and every edge is weighted by a number representing the cost of interprocess communi-

cation when the two nodes it connects are allocated to separate processors. The data 

flow is partitioned into disjoint subsets by selecting cutsets, and each cutset is assigned 

to a processor so that the weights of the edges contained in the cutset are minimized. 

In this manner the total execution time is minimized. Stone also proposes an extension 

of the technique in order to handle networks containing more than two processors, but 

the general problem quickly becomes intractable. Chu et al. l5] point out that the min-
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cut solution Stone used for two processors can handle the allocation of processes in a 

program graph for at most four processors. 

Bokhari [3] noted that "it is important to map problem modules onto processors such 

that modules that communicate with each other lie, as far as possible, on adjacent pro

cessors." His approach uses symmetric, undirected adjacency matrices to represent both 

the problem graph and and host network graph, and generates mappings by permuting 

the rows and columns of the problem graph adjacency matrix so that it resembles the 

host graph adjacency matrix as closely as possible. The objective function for the map

ping strategy is based on the cardinality of the mapping, where cardinality is the number 

of problem edges that fall on network edges. The cardinality is computed by summing 

the number of array elements for which both the permuted problem graph adjacency 

matrix entry and the corresponding host graph adjacency matrix element contain a one. 

Using cardinality as a measure of assignment quality, the objective is to maximize the 

number of pairs of communicating processes that fall on pairs of directly connected 

processors, thereby maximizing the number of image edges that map to host edges. The 

actual mapping scheme is basically an iterative improvement method, and employs a 

heuristic algorithm that combines sequences of pairwise interchanges with periodic pro

babilistic jumps. When considering which pair of processes to exchange, Bokhari's al

gorithm evaluates all possible pairwise exchanges of nodes. The exchange that produces 

the maximum increase in cardinality of the mapping is selected. This exhaustive com

parison limits the size of problems for which the algorithm is suitable. Bokhari's initial 

work focused on the Finite Element Machine (FEM), a system incorporating two-way 

point-to-point links for neighbors and a global bus for non-neighbor communications. 

Thus the use of cardinality for the objective function is reasonable for the FEM, but not 
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in general. The strategy fails to account for the significant effect that unmatched pairs 

of edges can have on the total communication overhead. Since the only objective when 

using cardinality is to map adjacent image graph vertices onto adjacent host graph ver· 

tices. no distinction is made between edges that are only slightly mismatched and those 

that are severely mismatched. Also, the algorithm assigns a uniform traffic intensity to 

all pairs of communicating processes, which limits its application. Bokhari states that 

a mapping algorithm using cardinality as an objective function exhibits behavior very 

similar to the quadratic assignment problem. 

Bianchini and Shen (1 ,2J describe a method to automatically assign interprocessor com

munication in special purpose multiple processor systems, e.g. digital signal processing 

systems. Their algorithm inlplements a network traffic scheduler by simulating multiple 

commodity fluid-flow in a network. The objective function used in the algorithm deter

mines a communication cost based on the utility of network links, where utility is defined 

as the fraction of link capacity utilized by traffic. They do not consider the issue of 

process assignment; the traffic scheduler accepts a fixed placement of processes in the 

host architecture and then generates an optimal communication schedule for that par

ticular assignment. This is acceptable when considering only dedicated heterogeneous 

architectures, where there may be little opportunity for optimizing the assignment of the 

image architecture to the processor nodes. F or general-purpose homogeneous architec

tures, however, the assignment of processes has a substantial impact on the quality of 

the final traffic schedule and the overall system throughput. 

To overcome the inadequacies of traditional objective functions, Lee and Aggarwal [15] 

formulate a set of new objective functions that accurately quantify communication ov

erhead. Their functions measure the optimality of a mapping for general applications 
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by considering the communication cost of all image edges along with the overall mode 

of communication, synchronous or asynchronous. This allows realistic evaluation of the 

network contention that occurs when concurrent processes compete for communication 

resources. Lee and Aggarwal make certain assumptions about the communication pat

terns of the image architecture, and use the information to partition image graph edges 

into phases which are active at distinct times. When image edges from different phases 

are mapped onto the same host graph edge they do not cause congestion on that edge, 

since they do not communicate simultaneously. The authors also describe an efficient 

mapping strategy developed for the objective functions. The algorithm attempts to 

achieve a good initial assignment, and then employs a pairwise exchange method to op .. 

timize the assignment. While the mapping strategy addresses the problem of optimal 

process assignment, it utilizes a fixed routing scheme for traffic scheduling. Such a 

mapping scheme does not consider the possibility of exploiting the routing rules of a 

network to optimize the assignment of the image connections to network data paths. 

2.4. Use of Simllfated Alllleafing as a Helll"istic 

To avoid the need for limiting assumptions and solve the mapping problem for gener

al-purpose architectures, approximation techniques known as heuristics must be used. 

Iterative improvement algorithms are one approach to combinatorial optimization 

problems, and are frequently used for computer-aided design applications. These algo

rithms begin with an initial configuration, and iteratively generate a series of proposed 

local rearrangements with the goal of improving the quality of the overall configuration. 

An objective function is used to provide a quantitative measure of the relative "good-
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ness" of intermediate configurations. Rearrangements or moves usually take the form 

of component translations or pairwise swaps. Moves that improve the value of the ob

jective function are accepted, and the configuration is updated accordingly. Moves that 

worsen the configuration are always rejected, so that iterative improvement algorithms 

exhibit greedy behavior. As a result, they are easily trapped in local suboptimal sol

utions that are inferior to the true global minima, and have no means of further im

provement other than starting over with a new configuration. 

Simulated annealing provides a suitable mechanism for escaping a local optimum by 

probabilistically accepting some moves that worsen the configuration, and allowing the 

search to proceed. Although simulated annealing has been criticized for its laborious 

run-time requirements, for many design problems its computational complexity is no 

worse than that of other heuristics which produce solutions of equivalent quality. In 

fact, annealing succeeds in finding the best solutions which are known in most cases [61. 

When implemented as a serial algorithm, simulated annealing is unique in that it is the 

only probabilistic optimization method where the convergence to an optimum solution 

can be proven. The convergence of the method has been thoroughly studied [22], how

ever, in practice strict asymptotic convergence is sacrificed for the sake of computational 

efficiency. 

As with most problems arising in CAD applications, rigorous optimality is not necessary 

for the mapping problem. In the context of this research the parameters of the simu

lated annealing method are selected for reasonable computation times, and annealing 

becomes nondeterministic. Satisfactory suboptimal solutions to the mapping problem 

are sought when determining an exact optimal solution is impractical due to problem 

complexity. The graph-based approach used to represent the mapping problem provides 
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a natural framework for the application of simulated annealing. This research investi

gates the performance of the annealing method applied to a broad range of problem sizes 

and presents results demonstrating the success of the method. 
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Chapter 3. Problem Model 

This chapter describes the models used to represent the components of the mapping 

problem. It presents a formal description of the image and host architectures, cost and 

objective functions, and an efficiency metric used to determine the quality of assignments 

when the optimal mapping is unknown. Since most process communication graphs and 

network graphs arising in the mapping problem are sparse, a simple graph language is 

formulated to represent the adjacency lists of graphs rather than using adjacency matri

ces. An example is given to illustrate the mapping process. 

3.1. Arclzitecture and Problem Model 

The assignment and scheduling problem concerns the mapping of an arbitrary image 

architecture onto a general-purpose host or target architecture in a manner that mini

mizes communication delays among concurrent processes. For our purposes, the image 

architecture consists of a set of synchronous, static processes with communication re-

Chapter 3. Problem Model 20 



quirements known prior to run time. The host architecture describes a point-to-point 

multiprocessor network with a fixed interconnection topology. To evaluate the quality 

of an assignment, an objective function is used to quantify the communication cost. The 

behavior of the mapping algorithm and the quality of generated assignments depend on 

the objective function chosen. 

3.2. Host Arc/zitectuJ·e 

The host architecture is represented by a host graph that describes the interconnection 

of processors in a multiprocessor network. The host graph is denoted by the undirected 

graph 

where V H is a set of processors, and EH is a set of edges describing the communication 

paths between processors. Every vertex in V H corresponds to a distinct processing ele

ment, referred to as a node. Every edge (nit n1) e EH corresponds to a bidirectional data 

link between nodes n1 and nl , This implies that a single physical network link exists be .. 

tween each pair of directly connected processors, i.e. half-duplex channels are used [17]. 

The following terminology is used when referring to the host architecture. 

N The number of nodes in the host network, N = I V H I. 

nj A nodej in the network, 1 ~j ~ N. 
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A link connecting node n} and node n/r' Note that ~/r and lie} are 

equivalent. 

The amount of communication traffic, in packets or units of traf

fic, flowing from node nJ to n!c. It is defmed as a non-negative 

number for all (njt nle ) e EH 

The bandwidth or maximum traffic capacity supported by ~k • 

The distance between two nodes nJ and nh or the minimum num

ber of links forming a path between the nodes. Several paths of 

length d(nj' nil-) may exist between t\vo nodes. 

The host graph is assumed to be a connected graph, disallowing the possibility of iso

lated processor nodes. 

An example of a host graph is shown in Figure 1 on page 23. The physical architecture 

depicted has the form of a ring topology. In the ring architecture, the communication 

network is composed of a set of processor nodes connected by data transmission links 

to form a single closed loop. Thus each host graph node is connected to two others by 

host edges. In general, the data links in a ring are bidirectional, however, in practice the 

links are often unidirectional so that data is transmitted around the ring in only one di

rection, clockwise or counterclockwise, thereby simplifying routing. Since the model for 

host architectures utilized in this research assumes that communication links have a 

two-way data transmission capability, the ring in Figure la is modeled with bidirectional 

Chapter 3. Problem Model 22 



o -J> I, 7; 
1 -J> 0, 2; 
2 -J> 1, 3; 
3 -J> 2, 4; 

(a) 

(b) 

4 -J> 3, 5; 
5 -J> 4, 6; 
6 -J> 5, 7; 
7 -J> 0, 6; 

Figure I. Example of Host Architecture: (a) Host graph. (b) Graph language description. 
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edges. In all host graphs, the lack of arrowheads on the graph edges connecting nodes 

implies bidirectionality. 

The graph language representing the ring host graph is shown in Figure I b. The general 

form of the language is 

nl -.. nIl' n12' n13' ••• , nlN1; 

n2 -.. n21' n22' n23' ••. , n2N1; 

Every processor node in a host graph is assigned a unique index number nj • The com

munication capabilities of the network are represented by N linear lists. The j-th list 

contains all nodes k such that (ni' nk ) e EH, Each list contains from 0 (the empty list) to 

~ nodes. The notation nJ -.. njk represents an edge in the host graph and indicates that 

node nj can send messages to node nk , Since data links are assumed to be bidirectional 

and the host graph is undirected, the presence of nj -.. njt in the graph description ne

cessitates the presence of nk -.. n"j' The storage requirement of this graph representation 

is O(N + I EH I), and provides for efficient graph algorithms with linear time complexity 

[16], In the case of the ring graph, each node communicates only with adjacent nodes 

in the ring, so that there are just two edges for every node in the graph. 
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3.3. linage Arcllitecture 

The image architecture to be mapped onto the host network is represented by an image 

graph which describes the communication dependencies between concurrent processes. 

The image graph is a weighted, directed graph 

where VI is a set of processes, E[ is a set of edges describing the traffic between processes, 

and WI is a set of weights indicating the expected traffic intensities along corresponding 

edges. Every vertex in VI corresponds to an individual process. Every edge (Pl' P2) E EI 

corresponds to a one-way data connection between processes Pi and P2' This does not 

impose any limitations on process communication, as a mutual data dependency may 

be represented by two opposing directed edges. The weight of an image edge WI:Z re

presents the expected traffic from PI to Pl' The following terminology is used when re

ferring to the image architecture. 

p The number of processes to be mapped, P = I VI \. 

A process j in the image architecture, 1 '5.j'5. P. 

The communication requirement in packets or units of traffic be

tween processes Pi and Pic' 

Cpr. The effective communication cost of a connection between proc

esses PJ and Pic' 
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!; e V H such that the mapping function j: VI -+ V H assigns process 

Pi to node!; . 

The minimum number of links forming a path between the nodes 

which execute processes Pi and Pk, i.e. d(J;,J.). Several paths of 

length d(PJ' Pic) may exist between the processes. 

An abbreviated form of the distance function d;1c is used where the meaning is apparent 

from context. The term d;1c may be interpreted as either d(nj' nk ) or d(Pj' P,J when appro

priate. Communication weights are integer numbers, and traffic between two processes 

is indivisible; the traffic may not be split and routed along different network paths. Or

dinarily, the number of processes P is equal to the number of available nodes N to 

maximize the use of processor resources. If P is less than N, however, N - P dummy 

processes may be added to the image graph. To accommodate the possibility of isolated 

processes, the image graph Gr may be unconnected. The case P > N poses load sharing 

pro blems which are not considered in this research. 

An example of an image graph is shown in Figure 2 on page 27. The image architecture 

depicted has the form of a ring as in Figure L In this case, ho\vever, the graph repres

ents a process communication structure composed of a set of processes communicating 

with each other along connections forming a logical loop. Unlike the ring architecture 

shown in Figure 1, this ring is unidirectional. Data is transferred from process to pro

cess in a clockwise direction around the ring. Each process communicates with two 

neighbor processes, receiving data from one neighbor and transmitting it to the other 

as it is received. Thus the ring image graph in Figure 2a is modeled with unidirectional 
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o --to 1:1; 
1 --to 2: 1; 
2 --to 3:1; 
3 --to 4: 1; 

(a) 

(b) 

4 --to 5:1; 
5 --to 6: 1; 
6 --to 7:1; 
7 --to 0: 1; 

Figure 2. Example of Image Architecture: (a) Image graph. (b) Graph language description. 
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edges. The model for image architectures used in this research assumes that process 

connections are unidirectional, so arrowheads are always used on image graph edges to 

denote the direction of information flow. Mutual data dependencies or bidirectional 

connections are indicated on image graphs by including two opposing arrowheads on the 

image edges. In all image graphs, unmarked edges are assumed to have weight I. 

The graph language representing the ring image graph is shown in Figure 2b. The form 

of the language is an extension of that used to represent host graphs: 

PI -+- Pl1:w ll, P12: w 12' Pt3:w 13' ••• , PIP1:wIP1; 

P2 -+- P21 :w21' P22: w 22t P23: w23t ... , P2P2:w2Pl; 

As with the host graph, every process in an image graph is assigned a unique index 

number Pr The communication requirements of the parallel application are represented 

by P linear lists. The j-th list contains all processes k such that (Pl' Pit) E EI' The nota

tion Pi -+- PjI(:wjlc represents an edge in the image graph and indicates that process Pj sends 

data to process PIl:' The traffic weight wjll: is a positive integer number that quantifies the 

amount of communication traffic. Since data connections are assumed to be unidirec

tional, the presence of Pi -+ PI" does not imply the presence of PIr --+ Pkj" The storage 

requirement of the image graph representation is of the same order as that of the host 

graph. In the case of the ring graph, each process sends data to only one logically ad

jacent process in the ring, so there is only one edge for every process in the graph. 
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3.4. Objective and Cost FunctiollS 

The objective function determines the performance characteristics of the mapping algo .. 

rithm by specifying an appropriate optimization goal. To provide a realistic evaluation 

of the total communication overhead, the traffic intensity of each weighted image con

nection must be considered. The overall communication cost is dependent upon the cost 

of each image connection. Good traffic assignments should be rewarded with low costs, 

while poor assignments should be penalized by comparatively high costs. 

3.4.1. Cost Functions 

The communication cost cJlt of an image connection between PI and Pic is a function of 

the weight or traffic intensity of the corresponding edge in the image graph. If the 

connection is routed along dedicated network links, the communication cost Cl may be 

represented as 

In this case the cost of the connection is determined by the distance separating the nodes 

which Pi and Pic are mapped onto. 

In general, a connection is established along network links that are shared by a number 

of different processes. Some links may be used by several processes, and communication 

along the connection will experience delays due to link sharing. The delay encountered 

at a network link depends on the traffic intensity supported by that link. Therefore, to 
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quantify the effect of the overall delay on the cost of the connection, the delay at every 

link must be taken into account. Some additional defmitions are needed. 

Link number i (1 ~ i ~ ~Ic) in the connection between Pi and Pk 

under consideration. 

The delay at link Li • 

U,t(L,) = 1 if the connection between processes P, and Pt is routed 

along link L;; U,,(Li) = 0 otherwise. 

Then the delay at each link in the connection is represented by 

Dl = Lwsro US1(Li ) , 

s, t 

and the total cost of a connection bet\veen p, and PJc by 

djlc 

C2 = elk == LD1• 
;=1 

If subscripts j and k are interpreted as the indices of the nodes n, and nJc connected by link 

L, t then the above expression for D/ is equivalent to tjh the traffic intensity of link ~I!;' 

Therefore the delay or communication cost of a network link is proportional to the total 

traffic routed along the link. 
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Given a means to calculate the communication cost of each image connection, an ob-

jective function can be defined to detenrune the overall cost of a mapping. The following 

functions are adaptations of two of the four objective functions investigated by Lee a:ld 

Aggarwal [15]. 

3.4.2. Objective Functions 

A simple optimization criterion used in VLSI placement problems involves summing the 

costs associated with pairs of components to obtain an overall system cost. In the 

mapping problem, this corresponds to summing the communication cost between every 

pair of processes in the network. The total communication cost FI can be written as 

Using this function with cost function Cl does give some measure of the quality of an 

assignment, but it ignores the conflicts due to link sharing by different image con-

nections. Thus Fl should be combined with cost function C2 to form an objective 

function suitable for the mapping problem. 

To more accurately describe the quantity being optimized in mUltiprocess communi

cation, a second objective function F2 can be defined. When all processes in the network 

are synchronized, the image connection with the largest communication cost determines 

the overall performance. To characterize this behavior, F2 is defmed as 
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F2 may be used with either cost function Cl or C2. Minimizing either Fl or F2 does 

not necessarily minimize the other, so the objective function used must be chosen with 

care. The choice depends on the application under consideration as well as the mapping 

algorithm used. 

3.5. Commulzication Efjicielzcy 

The objective functions used to evaluate communication overhead give an absolute 

measure of the quality of an assignment. This is adequate for simulated annealing pur

poses, but the objective functions by themselves give no indication of the relative effi

ciency of a mapping. To provide a measure of the communication performance of a 

mapping, the communication efficiency can be dermed. A mapping's communication ef .. 

ficiency can be expressed as the ratio of the communication overhead of an ideal dedi

cated mapping to the overhead of the actual mapping, where values for communication 

overhead are determined by an objective function. 

The overhead of an ideal mapping is found by mapping an image graph onto a dedicated 

host graph and evaluating the objective function. If the dedicated host graph is iso

morphic to the image graph, every edge in the image graph is mapped onto a unique 

edge in the host graph. Then the communication overhead of connections in the ideal 

mapping will be identical using either cost function CI or a, and the objective functions 

are given by 
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and 

If connected nodes in the dedicated host graph are joined by a single unidirectional data 

edge, then in the ideal mapping every host graph corrununication edge corresponds to 

either one or two image connections. This is the case when only one direct hardware 

data link exists between directly connected net\vork processors, as assumed in this work. 

For every corrununication link in the dedicated host graph, there may be two opposing 

directed edges in the image graph. This necessitates the use of cost function e2, and the 

overall corrununication overhead of connections in the ideal mapping is then given by 

the objective functions 

and 

FIIDEAL = L(Wjk + Wkj) 

j.k 

Thus the corrununication efficiency is defined by the formula 

Em 
. Overhead of ideal rna pping 

lClency = . 
Overhead of actual mappIng 
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where 

and 

L(Wlk + wkJ} 
E1 = ...;.,I.;...,k ___ _ 

LC21k 
I,k 

max( Wlk + Wkl) 
E2 = _I;.,.._k ___ _ 

max C2jk 
j.k 

As the quality of the assignment under study approaches that of an ideal mapping, the 

efficiency approaches 1. A low efficiency indicates that system communications are sa-

turated due to the host network interconnection structure, or that the mapping utilizes 

host communication resources poorly. Note that a low efficiency does not necessarily 

indicate that the mapping algorithm performed poorly; the best possible mapping may 

exhibit a low efficiency if the connectivity of the image graph is excessive and the host 

architecture communication resources are overloaded. The communication efficiency is 

intended to measure the quality of an assignment for a given host topology without re-

quiring that the optimal mapping be determined, and does not directly quantify the 

success of the mapping algorithm. 
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3.6. Mappillg Example 

To clarify the various aspects of the mapping problem, a simple mapping example is 

presented. Consider the host and image graphs shown in Figure 3a and Figure 3b, re

spectively. For this example the host architecture is composed of four processing ele

ments arranged in the form of a two-dimensional binary hypercube. The irnage 

architecture is composed of four processes with five data dependencies or connections. 

Two of the connections have a communication weight of 1, while the remaining three, 

Po -+ P3' Po -+ P2' and Pl -+ P3 , have a weight of 2. All data associated with a connection 

follows the same physical network path. 

The problem consists of two phases: 1) processor assignment which maps image graph 

nodes onto host graph nodes, and 2) link assignment or traffic scheduling which assigns 

each image graph edge to a path of one or more host graph edges. To avoid confusion, 

in this example we employ a simple one-to-one processor assignment matching up pro

cess and node indices: Po -+ nOt PI -+ nit Pl -+ n2 , and P3 -+ n]. It can be shown by ex

haustive examination that this assignment produces an optimal communication 

overhead. All but one pair of communicating processes, Po and P3' are assigned to di

rectly connected nodes. Given this processor assignment, the communication overhead 

and mapping efficiency can be calculated using cost function C 1, since C 1 does not uti .. 

lize information from the connection routing performed in phase two of mapping. The 

communication cost for each connection is determined solely by the edge weight and the 

distance between the communicating processor nodes. 
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(a) 

(b) 

Figure 3. Mapping Example: (a) Host architecture, (b) Image architecture 
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For example, if an image edge with weight one is mapped onto two processor nodes se-

parated by one data link, then the communication cost is one. If the shortest path 

connecting the nodes contains two links, or if the edge weight is two, then the commu-

nication cost is two. If both conditions are true, the communication cost is four. 

Table 1 on page 38 shows the communication costs for every image edge in the above 

mapping example. Objective functions FI and F2 are simply calculated fronl the indi-

vidual communication costs, and the mapping efficiency can then be determined: 

Fl = 1 + 2 + 4 + 1 + 2 

= 10, 

F2 = max(l, 2,4, 1,2) 

=4. 

Assigning the image graph to a dedicated host network for this example would produce 

a communication overhead of 

FIIDEAL = 1 + 2 + 2 + 1 + 2 

F21DEAL = max(l, 2,2, 1,2) 

=2. 

So the mapping efficiency obtained using C 1 is 
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2 
£2=4=0.50. 

To more accurately quantify actual contention for communication resources, cost runc-

tion C2 must be used. Given the fixed processor assignment, the communication over-

head and mapping efficiency can be calculated with C2 only after performing phase two 

of mapping, connection routing. The communication cost for each connection is deter-

mined by taking into account not only the edge weight and connection distance, but also 

the traffic along links due to other connections. F or example, if an image edge with 

weight one is mapped to a data link shared by no other image edge, then the communi-

cation cost of that image edge is one. If the data link supports two units of traffic from 

other connections, however, the communication cost would be three. 

With the processor assignment used above, there are two feasible paths for routing the 

unmatched connection, Po -+ Pl' One possible path would traverse nodes noflln), the other 

would traverse node nOn2nl • The first path is more desirable in this case, as links 

101 and III support only one unit of traffic each from other connections, while links 

IOl and In each support two units of traffic. Thus the image edge Po -+ P3 is mapped to a 

path containing two data links, no -+ nl -+ n3• Table 1 shows the communication costs 

for every image edge in the mapping example using a. Objective functions FI and F2 

can now be calculated from the individual communication costs using e2, and a more 

accurate value of mapping efficiency found. 

Fl=3+2+6+3+2 

= 16, 
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F2 = max(3, 2, 6, 3, 2) 

=6. 

U sing the communication overhead for a dedicated host network determined above, the 

mapping efficiency found using C2 is 

8 
£1 = 16 = 0.50, 

2 
E2 ="6=0.33. 

The values for communication overhead and efficiency obtained using cost function C2 

are not as good as those found using CI, since they reflect a more accurate character

ization of traffic congestion due to link sharing. 
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Chapter 4. Simulated Annealing Overvie\v 

The mapping problem is an example of a complex system with many quantitative design 

parameters that requires the optimization of some objective function. For large scale 

mapping problems, obtaining an exact optimal solution is not practical. To maintain a 

reasonable ratio of optimization quality to CPU time, an efficient heuristic is needed. 

I terative improvement algorithms have been employed in the mapping problem with 

some success, however, they tend to produce solutions that are locally but not globally 

optimal. The simulated annealing method supplements iterative improvement by pro

viding a mechanism to escape local optima [11]. Simulated annealing has been found to 

exhibit desirable solutions in combinatorial optimization problems similar to the map

ping problem [13,14,21,26]. Existing mapping algorithms utilizing iterative improvement 

provide a basis for a new approach to the mapping problem that uses simulated an

nealing. 
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4.1. History of Silnillated Allnealillg alld Applicatiolls 

In 1948 Shannon introduced the idea of using the field of statistical mechanics to obtain 

approximate solutions to complex engineering problems (251. Inspired by the formal 

analogy between optimization problems and physical phenomena, research interest pro

duced a large number of approaches from the fields of mathematics, physics, and engi

neering. In 1953 Metropolis et al. [11] proposed a Monte Carlo technique to efficiently 

simulate the equilibrium state of a collection of atoms at a fixed temperature. Their 

method is based on the Boltzmann's distribution of atomic configurations. Boltzmann's 

law states that the probability of a collection of atoms existing in a specific configuration 

is given by e-E/(lIan, where E is the energy of the atomic configuration, kB is Boltzmann's 

constant, and T is the temperature. The most probable configurations at a given tem

perature are those with the lowest energy, but an inunense number of possible config

urations exist. To fmd a configuration with low energy, Metropolis et al. devised a 

heuristic algorithm. 

In each step of the Metropolis algorithm, an atom is displaced randomly by a small 

distance, and the energy of the system E is updated. If the change in energy, 6£, is 

negative the new configuration is accepted and the next step begins. If 6£;;;:: 0 then the 

new configuration is accepted probabilistically according to 

A randomly generated number with uniform distribution in the range (0,1) is compared 

to P( 6E) to determine if the new configuration should be accepted or rejected. By re

peatedly perturbing the system and accepting changes according to P( 6 E), the algo-
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rithm simulates the thermal behavior of atoms in a constant temperature heat bath, and 

the system converges into a Boltzmann distribution. At low temperatures, the Boltz~ 

mann distribution collapses into the lowest energy states of the atomic configuration. 

Kirkpatrick, Gelatt, and Vecchi (l11 note that in the physical world low temperature is 

not in itself a sufficient condition for determining the ground, or lowest energy, states 

of a material. A material must be forced to assume a desirable ground state by careful 

annealing. Annealing is the process where a material is first heated to the melting point 

and then allowed to cool slowly so that it is kept in thermal equilibrium. By doing this 

a regular solid is formed, producing a crystalline (optimal) structure in the ground state. 

If the material is allowed to escape thermal equilibrium, the resulting solid will instead 

consist of incompletely ordered, locally crystalline (optimal) domains. 

To simulate the desirable behavior of the annealing process, Kirkpatrick et al. combine 

the Metropolis algorithm with a multi-temperature method, referring to the resulting 

algorithm as simulated annealing. They also point out that finding the low-temperature 

state of a collection of atoms is basically an optimization problem very similar to those 

encountered in the study of combinatorial optimization. Since the concept of temper

ature in a physical system has no equivalent in an arbitrary optimization problem, they 

introduce the idea of effective temperature in optimization, and show how the simulated 

annealing process can be used to obtain high quality heuristic solutions to combinatorial 

optimization problems. 

Simulated annealing has obvious applications in statistical mechanics, but it has also 

been successfully used to solve a variety of optimization problems that arise in the au

tomated design of electronic circuits and computer systems. Applications of simulated 

annealing include circuit partitioning, component placement, logic minimization, and 
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wire routing. These problems exhibit a complexity similar to that of the classical trav

eling salesman problem. Their solution is difficult due to the complexity arising from the 

many degrees of freedom allowed. The flexibility of simulated annealing can be attri

buted to the algorithm#s use of a user-defined objective function. This function provides 

a designer with the ability to incorporate a wide range of tradeoffs with only minor 

modifications to the basic algorithm. 

An additional advantage offered by simulated annealing is the ease with which different 

optimization goals are combined. Both primary and secondary optimization objectives 

can be incorporated into a single function, even when the goals are conflicting or in

compatible. In the case of the mapping problem, one objective is to place communi

cating processes as close together as possible to minimize communication delay. A 

secondary and equally important goal is to route data between processes along network 

links without producing congested traffic conditions on individual links. 

One factor accounting for the wide popularity of simulated annealing as an automatic 

design technique is its use of local transformations. Simulated annealing changes a sys

tem configuration with perturbations that are similar to the actions that would be per

formed by a human designer. The basic moves used during annealing are very simple, 

such as pairwise exchanges and translations. This allows for a clearer conceptual un

derstanding of simulated annealing algorithm behavior than of other techniques that 

solve a design task in one complex step. Simulated annealing can be applied to any de

sign application where the solution can be attained by a series of discrete, point-wise 

changes. 
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4.2. Descriptioll of Silnillated Annealillg 

In a close analogy with the physical annealing process, simulated annealing introduces 

the concepts of temperature and energy for the solution of a combinatorial optimization 

problem. The problem parameters to be optimized are equated with the atomic posi

tions in a physical solid. An objective function is defined by the user to represent the 

"energy" or quality of the current system configuration, and a "temperature" parameter 

in the same units as the cost function is defined as a control parameter. The Metropolis 

algorithm is then used to generate a large number of potential solutions to the opti

mization problem at a series of temperatures. 

The simulated annealing process starts by placing the system into a high-temperature 

state, corresponding to melting a material in physical annealing. This can be achieved 

by heating the system slowly until it is obviously melted, or assigning a random initial 

configuration and empirically selecting a starting temperature. The system is then 

cooled by slowly decreasing T according to some schedule. At each temperature, the 

algorithm generates enough configuration rearrangements to ensure that the system re

aches steady state. After equilibrium has been reached, the temperature is lowered and 

the optimization search continues. The simulation continues until the system becomes 

"'frozen'" and no further changes occur. 

At each temperature in the annealing process, a series of random rearrangements is ap

plied to the system to simulate the random atomic motions in a cooling material. The 

temperature controls the probability that rearrangements that worsen the current sol

ution will be accepted, to ensure that the search space is fully explored. After each 
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change in the system, the difference 6.E from the previous energy EOLO is found accord

ing to 6.£ = E.~Ew - £OLD- Changes that decrease the system energy correspond to an 

improvement in the current solution, and are always accepted. Changes that increase 

the energy and worsen the solution may be accepted or rejected. The probability that 

such a move will be accepted depends on the Metropolis criterion. The acceptance cri

teria in simulated annealing are concisely stated as: 

If 6.£:s;;; 0, always accept change 

If 6.£ > 0, accept change with probability P( 6.E}, 

where 

P( 6.E) = e(- I ~EIJ1). 

In the probability function, the Boltzmann constant kB is absorbed into the user-defined 

energy function for simplicity. 

Examination of the probability function shows that for a finite non-zero temperature, 

there is always a fmite probability that an increase in energy will be accepted. This 

characteristic explains simulated annealing's "hill climbing" mechanism, a feature that 

prevents the method from becoming trapped in an inferior solution. At high temper

atures nearly random rearrangements are accepted, including most uphill moves. Thus 

in the initial stages of annealing gross rearrangements of the system configuration take 

place. As the temperature decreases, fewer and fewer increases in energy are accepted, 

and the system settles into low energy configurations. In this low temperature region, 

small scale adjustments in the configuration occur. If a local minima in the search space 

is encountered, the algorithm can escape it by accepting a temporary increase in energy. 
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In the final stages of annealing very few uphill moves are accepted, and the system 

eventually freezes when no further improvement can be made. After a successful an .. 

nealing run reaches thermal equilibrium, the system is left in a configuration which is 

very close, if not identical, to the global minimum. 

4.3. Algoritlll11 Specificatiol1 

The simulated annealing method is readily adapted to arbitrary combinatorial opti

mization problems. The design of an annealing algorithm requires the specification of 

four elements [11,131: 

1. System Configuration: A concise description of the nature of the problem to 

be solved. The data structures chosen to represent the problem must allow 

for rapid generation and evaluation of system perturbations as well as effi .. 

cient calculation of overall system cost. 

2. Move Set: A set of random, permissible rearrangements of the system ele

ments, known as moves. A large number of moves must be genera ted to 

adequately traverse the problem search space, therefore the amount of time 

needed to generate and evaluate a move must be minimal. 

3. Objective Function: A function providing a measure of the optimality of 

both the overall system configuration and individual moves. For efficiency, 

the objective function must be able to determine the cost of a move incre

mentally, rather than completely recalculating the overall cost. 
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4. Annealing Schedule: The method used to control the temperature during 

annealing. The annealing schedule specifies the initial and final temper~ 

atures, the rate at which the temperature is lowered, and how much time the 

algorithm spends at each temperature. 

By varying the four elements, a single simulated annealing algorithm can be extended to 

work with both optimization phases. To describe the algorithm, the following variables 

are defined. 

C(J) 

M 

A 

Potential solutions to the optimization problem. 

The cost of solution I. 

The algorithm control parameter, analogous to temperature. 

The number of moves attempted at each temperature stage. MMAX 

is the maximum allowable value of M. 

The number of moves accepted at each temperature stage. AMAX 

is the maximum allowable value of At taken to be 0.1 . lV[MAX' 

The basic simulated annealing algorithm is described below [19]. 

1. Let IOLD be an initial configuration of the given problem, obtained by random or 

constructive means. To = I:lIitial. iv[ = 0, A = O. 
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2. Let INEw be the configuration obtained by generating one move. M = itt + 1 . 

b. A = A + 1 

c. If I NEw is the lowest cost configuration found yet, save I NEw as the best solution. 

d. Go to 2 

a. Ifrandom < exp( - _C_(....;.IN...;;.Ew....;.)_~_*_C-:..(I....;.o~LD.;...) ) then 

1) IOLD = INEw 

2) A = A + 1 

b. If A ~ AMAX or M ~ MMAX then 

1) If T. = TJifllll then STOP 

2) else Tit = Tk+lt A = 0, AI = 0 

c. Go to 2 

Note that it is possible for j.1 to exceed MMAX since AI is checked only when 

INEw> IOLD' Thus a long sequence consisting solely of moves that decrease the config

uration cost is always accepted. This is desirable, since such behavior indicates that the 

problem has not reached thermal equilibrium, The very next uphill move will force the 

algorithm to enter the next temperature stage. 
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4.4. Additiollal Silnulated AIllleaiillg COllsiderations 

For effective annealing, the objective function should exhibit a wide range of values 

corresponding to the factors being optimized. Optimal configurations should have mi

nimum cost, and inferior or physically unrealizable configurations should be penalized 

by high costs. Of the two objective functions previously defined, FI produces a greater 

variation in cost, making it more desirable as a cost metric for simulated annealing. 

110wever, objective function F2 more accurately characterizes the quantity being opti

mized in the mapping problem. To satisfy these conflicting requirements, both Fl and 

F2 should be considered. Examining the form of FI and F2 shows that there is negligible 

overhead incurred by keeping track of F2 as FI is being calculated for a configuration. 

An assignment that minimizes Fl but increases F2 is not desirable, as F2 describes the 

actual limiting factor in synchronous mUltiprocess communication. 

A new objective function is formulated to provide a single evaluation criterion by in

cluding both FI and F2 as terms. Introducing a constant weight factor Jf', one possi

bility for such a function is 

F=FI + w·n, 

where W penalizes any configuration that increases n. The magnitude of W should be 

large enough so that the minimum variation in W· F2 is greater than the maximum 

variation of Fl. This ensures that a move increasing (decreasing) F2 will produce an 

increase ( decrease) in the overall cost of a configuration. To achieve a similar effect, 

we consider both FI and F2 during annealing by: 1) ignoring n during high temperature 

annealing when temporary increases in n and the objective function are to be expected, 
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and 2) rejecting all moves generated during low temperature annealing that increase Fl. 

This objective function used for annealing and defined as PI combined with Fl will be 

referred to as the standard objective function. 

In traditional simulated annealing algorithms, the temperature is controlled with a sim

ple logarithmic schedule of the form 

The annealing factor a controls the rate of annealing, and is usually taken to be at least 

0.9. A fixed temperature schedule is easily implemented, however, it does not allow the 

algorithm to take advantage of the optimal system configurations that may occur in the 

early stages of annealing. If the temperature is not adjusted to reflect the significantly 

lower cost of such a configuration, a sequence of moves may be accepted that cause the 

system to leave the search space near a desirable minima. To counteract this phenom

ena, the following empirical procedure was formulated in [26]. After completing all 

moves for a fixed temperature, the ratio R of the minimum system cost to the average 

system cost for that temperature is calculated; the new annealing factor is found by 

a = min(R, aJ, 

where aL is a low temperature annealing constant. By eliminating much of the time 

wasted at high temperatures by the simple logarithmic annealing schedule, this proce· 

dure can improve the efficiency of annealing in most cases. At low temperatures, the 

annealing factor always equals aL , producing a slow cooling rate during the critical fmal 

stages of annealing. Logarithmic annealing combined with this procedure will be re

ferred to as the standard annealing schedule. 
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Chapter 5. Assignment and Scheduling Using 

Simulated Annealing 

The previous chapter addressed considerations common to both phases of optimization 

by simulated annealing. This chapter discusses factors unique to each mapping strategy. 

Simulated annealing is applied to the mapping problem to find processor and link as

signments. The influence of initial assignments on the quality of final results is consid

ered. An example is given to justify the use of a simulated annealing heuristic approach 

to the mapping problem. 

5.1. Casting the Problem as a Simillated Annealillg 

Problem 

In the mapping problem, both the assignment of processes to the host network and the 

scheduling of communication paths are critical to the overall system performance. To 
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optimize the mapping of the image graph to the host graph, a two phase mapping stra

tegy is used. The first phase is essentially a placement problem; it attempts to determine 

the best mapping of processes onto nodes without considering the details of traffic 

routing. The second phase is analogous to the wiring problem; it Qptimizes the decom .. 

position of traffic connections onto network links, operating within the constraints im

posed by the routing rules of the network. Both optimization phases may be 

implemented using simulated annealing. To distinguish between the process assignment 

phase and the traffic scheduling phase, they will be referred to as process annealing and 

connection annealing, respectively. 

5.2. Processor Ass;g",nent 

The first mapping phase assigns image processes to host network processing nodes. The 

basic strategy of this phase is to assign processes with large mutual communication re

quirements to neighboring nodes in the host network. This phase does not consider 

detailed traffic routing. However, the spatial locality and communication requirements 

of processes must be considered simultaneously to generate an optimal mapping. 

Mapping phase one will be referred to as process annealing, with the following four ele

ments: 

1. System Configuration: To take advantage of the sparse nature of process commu

nication graphs, a linked list data structure is used for a compact representation of 

the communication netlist. This enables the use of graph algorithms with linear time 
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complexity for quick assessment of spatial locality. The storage requirement and 

run time complexity of algorithms for the image graph are O(P + E) [16]. 

2. Move Set: Moves are generated by pairwise exchanges of processes, Monte Carlo 

style. To evaluate the effect of a move on the objective function, the only process 

connections that need to be considered are those associated with the two swapped 

processes. 

3. Objective Function: Since traffic routing is not considered during process assign

ment, cost function Cl must be used. Thus the cost of a connection is the product 

of the communication intensity and the distance between the nodes hosting the 

processes. The overall assignment cost is determined by CI used with the standard 

objective function, so 

F= W· max(Cl) + ICI 
1.k 1.k 

F = W· max(wJk' ~k) + IWjk' ~k' 
1.k . k 

j. 

4. Annealing Schedule: The standard annealing schedule is used. Initial and final 

temperatures are empirically determined; what constitutes hot and cold depends on 

the specific image and host architectures under consideration. 

For process assignment the spatial location of nodes to which the process will be as-

signed are flXed by the physical structure of the host network. The only possible move 

is the pairwise exchange of two processes. However, one of the processes may be a 
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dummy process inserted in the host network to account for excess processing nodes. 

This form of move corresponds to a process translation. For the special case N> P, this 

move gives the mapping algorithm an additional degree of freedom, enabling it to move 

processes among surplus nodes to determine the best distribution of processes. A move 

exchanging two dummy processes is rejected, as this produces no change in the assign

ment configuration. 

During high temperature annealing, swaps of non-adjacent processes are allowed, per

mitting processes to flow around the host network freely. At the start of annealing, the 

path length between two swapped processes may range up to the maximum path length 

in the host network. As the temperature decreases, the distance S between processes 

considered for exchange is limited according to 

and 

where St: is a scaling factor chosen so that at Tot Sma equals the maximum path length. 

A suitable function for fs is formed by calculating the ratio of the number of accepted 

moves to the total number of attempted moves [26]. Limiting the range of attempted 

moves in this fashion maximizes the number of productive moves attempted at each 

temperature stage. In low temperature stages, the exchange of distant processes is un

likely to result in an improvement in the objective function, and only processes separated 

by small distances are considered for exchange. 
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5.3. Link Assigllmellt 

The second phase of mapping, referred to as connection annealing, schedules the inter

process communication onto a physical network topology. Given the fixed process 

mapping generated by process annealing, connection annealing determines an optimal 

assignment of image connections to host network data paths. This phase routes the 

connection between every pair of communicating processes onto a path of one or more 

network data links between the source and destination nodes. \Vhen communicating 

processes are assigned to directly connected nodes, the corresponding data path for the 

connection will consist of a single link. Otherwise, the connection must be routed along 

a series of data links. In general, a connection should be routed along the least possible 

number of links to minimize network path delay. However, an indirect route may be 

necessary to avoid heavily utilized data links if adding traffic to that link would exceed 

its bandwidth capacity. 

Unless all processes are assigned to directly connected nodes, corresponding to a perfect 

mapping, the possibility exists for link sharing among image connections. To avoid 

communication delays caused by the resulting link contention, the link assignment phase 

should route traffic along links supporting minimum traffic intensity whenever possible. 

By evenly distributing the traffic load among network links, the total network through

put can be maximized. Thus connection annealing must consider both path length and 

traffic intensity to determine an optimal link assignment. The annealing algorithm for 

link assignment incorporates the following elements: 
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1. System Configuration: Similar to the representation chosen for the communication 

netlist, a linked list data structure is used to compactly and efficiently represent the 

links in network data paths. The path assignment for each process connection is 

stored as a list of nodes. The ability to perform path tracing quickly is crucial for 

this phase of annealing. 

2. Move Set: Path moves are more difficult to generate than the simple random pair-

wise exchanges in process annealing. A path is formed by starting at the source 

node, and then choosing links according to criteria based on both traffic intensity 

and remaining path distance. The link may be selected by fixed or adaptive means, 

depending on net\vork routing rules. To evaluate the effect of a move on the com-

munication cost of an assignment, the only data links that need to be considered are 

those affected by the connection being altered. 

3. Objective Function: To characterize the interaction and contention between image 

connections that arise during traffic routing, cost function C2 must be used. Thus 

the cost of a connection is the sum of the traffic intensities supported by the network 

links assigned to the connection. The overall assignment cost is determined by C2 

used with the standard objective function, so 

F= W· max(C2) + IC2 
j,k 1.k 
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4. Annealing Schedule: As with process annealing, the standard annealing schedule is 

used. The relative values of hot and cold temperatures depend on the density of 

connections in the image architecture and the host network topology. Initial and 

final temperatures are empirically detennined as before. 

In process annealing the method used to generate moves is basically limited to the 

pairwise exchange of processes. For connection annealing, however, several possibilities 

exist for move generation. The method selected to rearrange a path depends on the 

routing flexibility allowed by the host network and the objective function used for sche

duling. Given a source and destination node in the network and a criteria for selecting 

links, the path generator must establish a path if none is present, or produce a permu

tation of an existing path. 

The scheme used by the host network for traffic scheduling limits the routing strategy 

used for link assignment. When the assignment of specific data links to a network path 

is predetermined by the routing rules of the network, path generation is limited to fixed 

path selection. If network routing rules allow for several possible paths between source 

and destination nodes, link assignments may be based on a random, adaptive, or a void

ance selection criterion. The four classes of selection criteria defined below form a ro

bust set of path moves for connection annealing. 

5.3.1. Fixed Selection 

In networks that employ fIXed traffic routing, for every image connection there exists 

only one choice for a set of links that form a data path. In this case, the path assign

ments are flXed for all image connections and the link assignment cannot be optimized 
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further. A fixed path criterion is useful for determining an initial traffic assignment, but 

connection annealing offers no possibility of improvement for this case. 

5.3.2. Random Selection 

Implementing traffic scheduling as a classical Monte Carlo annealing algorithm requires 

the generation of random path assignments. At each node nj in the path, the next link 

is chosen by randomly selecting a node nJ from two or more adjoining nodes. Some re

strictions must be incorporated into the '''random'' selection process, otherwise the re

sulting path will be chaotic. A reasonable constraint is to only choose nodes that 

decrease the remaining path distance. If the destination node is nlct this constraint stip

ulates that 

This ensures that the length of the random path is no greater than the minimum possible 

path length. Although random path assignment can be easily implemented, it has the 

disadvantage of ignoring the effect of the existing traffic assignment on generated paths. 

Random path moves have little chance of improving the overall link assignment cost. 

Thus this class of move is only useful in the high temperature stages of annealing, when 

most moves are accepted and the path assignments are unordered. 
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5.3.3. Adaptive Selection 

During path generation, the adaptive assignment approach considers the existing traffic 

conditions produced by previously routed image connections. Starting with the source 

node, there may be several feasible choices for an initial path link that reduce the re

maining path distance. The adaptive criterion specifies that the link lij supporting the 

minimum traffic t lj should be selected. If multiple links support the same minimum tiJ' 

then the next path link is selected from them randomly. This process is repeated, se

lecting minimum cost links until the path is completed. Due to its greedy naturc, adap

tive selection will not always produce a lcast cost path. In addition, there is no 

guarantee that a regenerated path will actually be different from the original path. 

Adaptive path selection is more efficient than random selection, and is useful for both 

the initial link assignment and the connection annealing optimization phase. 

5.3.4. Avoidance Selection 

A traffic assignment that routes too many connections along links in a certain region 

of the host network can produce traffic congestion. This occurs when lij is shared among 

a number of different image connections, and the traffic intensity it supports exceeds the 

link's communication bandwidth. A link with tlj> bil can indicate a physically unrealiz

able traffic assignment, or an overutilized link. that severely penalizes overall network 

performance. To eliminate traffic congestion, the avoidance selection criterion routes 

traffic around links with high traffic intensity during path generation. If selecting a link 

for the current path exceeds that link's bandwidth, the link is strictly avoided. As a re

sult, a path may not be assigned the most direct route and will not necessarily be a mi-
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nimum distance path. However, the added delay introduced by additional data links in 

the path is warranted by the lower net conununication cost of the path. The avoidance 

strategy can be combined with random or adaptive path generation to allow for a flexi

ble traffic routing scheme during connection annealing. 

5.4. Initial Assignnlent 

For process and connection annealing, assignment of the initial system configuration can 

have a profound effect on both required run time and final mapping quality. If a ran

dom initial assignment is used, the system is in a melted state, and the problem begins 

from a completely unordered mapping. The initial temperature must be high enough to 

guarantee acceptance of most generated moves and ensure that the state space is ade

quately searched. Instead of relying on a random initial configuration, a procedure can 

be used to achieve a good initial assignment, and annealing can begin at a lower starting 

temperature to reduce run time. U sing an initial assignment algorithm produces a sys

tem configuration that contains partially ordered domains. If the initial mapping is 

prepared carefully, the structure of these partially ordered regions corresponds to those 

existing in an optimal system configuration. Thus the amount of annealing required '(0 

locate a globally optimal mapping is greatly reduced. To preserve the advantages of a 

good initial mapping, the starting temperature must be chosen low enough to search the 

immediate state space without destroying the desirable features of the mapping. Starting 

too low, however, may cause the annealing algorithm to become trapped in an inferior 

local minimum. 
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5.4.1 Initial Process Assignment 

The initial assignment of processes to nodes can be obtained by means of a constructive 

algorithm to reduce annealing time. The initial assignment algorithm must consider the 

weight and connectivity of image connections and the spatial locality of host network 

nodcs to dctermine a good initial mapping. The behavior of the algorithm is governed 

by the objective function used for process annealing. The following initial assignment 

procedure is described in [15]: 

g(p), g(n) The degree of an image process Pi or host node nj • 

The communication intensity of image process Pj; Ij = LWjk • 
Ie 

1. Select the image process Pj with maximum ~ from VI' If more than one choice exists, 

choose one process randomly. 

2. Assign Pi to a host node n, so that g(pj) and g(n,) are exactly or nearly equivalent. 

3. Remove Pi from VI_ 

4. Repeat while I VI I > 0: 

• Select Pk with maximum Ik from the image processes adjacent to the processes 

removed from VI' 
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• Assign Pk to a host node nqt which minimizes the increase in the objective func

tion being optimized. 

• Remove Pic from VI' 

The execution time of this algorithm is O(NJ). This compares favorably with the time 

required to anneal from a random assignment into a solution of similar quality. For 

certain mapping problems, especially those with small P, the algorithm can generate very 

good process assignments. These assignments can then be optimized by a low temper

ature annealing stage. However, our experience indicates that for large image architec

tures the algorithm does not perform as well, and can produce suboptimal configurations 

that are difficult to escape by low temperature annealing. Consequently we do not uti

lize the initial assignment algorithm for process annealing, and rely instead upon a ran

dom initial assignment with a complete temperature annealing run. The additional 

computation time is justified by the higher quality of final solutions obtained. 

5.4.2. Initial Link Assignment 

The strategy utilized in the above algorithm can be modified to work successfully for 

initial connection assignment. During link assignment, the algorithm must consider the 

weight Wjle of each image connection and the current traffic intensity supported by host 

network links to determine a good initial mapping. The following algorithm may be used 

to generate a desirable initial connection assignment. 
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1. Select the image connection cpr with maximum wjA- from Elo If more than one choice 

exists, choose cjk randomly. 

2. Generate a network path for Clk between Pi and Pic by selecting dift,j;) connected 

network links, 

3, Remove cjk from El , 

4. Repeat while I EI I > 0: 

• Select Cmll with maximum Wmn from the remaining connections in Et , 

• Generate a minimum cost path for Cm,., iteratively choosing lpq with an appro

priate selection criterion. 

• Remove CIM from E1t 

Connection assignments produced by this algorithm are superior to the unbalanced, 

chaotic network paths generated by a random initial connection assignment. Unlike the 

case of initial process assignment, we found that the quality of solutions produced by the 

algorithm coupled with a low temperature connection annealing run were comparable 

to those generated by a random initial assignment and full annealing. The assignment 

procedure is greedy and may produce a locally optimal, relatively high cost traffic con

figuration. When this is the case, the initial temperature of the corresponding simulated 

annealing stage must be raised accordingly to escape the inferior solution. The selection 

of the initial annealing temperature is crucial for an efficient interface between the initial 

connection assignment and connection annealing algorithms. 
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5.5. COlzjigllration Searclz Space Exanlple 

To illustrate the complexity of the mapping problem, even for small problem sizes, this 

section presents the actual configuration search space of a simple mapping example. 

The mapping considered is that of a 7-node ring image architecture onto a 7-node ring 

host architecture (see Figure 1 and Figure 2, respectively). To limit the number of dis

crete values of the objective function, a simple communication cost function that ignores 

communication delay due to link sharing is chosen. Recall that the ring host graph 

possesses two possible routing paths for every image connection. After mapping, the 

cost of each connection is taken to be the length of the shorter path, and the overall 

communication overhead is simply the sum of all connection costs. 

There are 7! = 5,040 ways to assign 7 processes to 7 processors, but many of these as

signments correspond to rotations of the ring image processes around the ring host, and 

are equivalent. To eliminate redundant assignments due to rotation, we fix the assign

ment of the 7th ring process to ring host graph node 7, and thus limit the possible as

signments to 6! = 720. In this example it is obvious that an optimal assignment 

corresponds to either 

0-+0, 1 -+ 1, 2 -+ 2, 3 -+ 3, 4 -+ 4, 5 -+ 5, 6 -+ 6, 7 -+ 7 or 

0-+0, 1 -+ 7, 2 -+ 6, 3 -+ 5, 4 -+ 4, 5 -+ 3,6 -+ 2, 7 -+ I, 

with a configuration cost of 8. The worst possible assignment can be shown to have a 

configuration cost of 21. The probability of locating an optimal mapping by using a 

random initial assignment is 2/720 = 0.0028. Thus even for this small problem, if no 
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information is assumed about the problem structure prior to mapping, some form of 

search algorithm is required to locate an optimal mapping. 

Figure 4 on page 67 shows the complete configuration search space for this problem by 

plotting the value of the objective function for all 720 possible assignments. The per

mutation algorithm used to generate assignments starts with an optimal one-to-one as

signment at the leftmost end of the plot and uses consecutive painvise exchanges to 

generate the search space. Therefore adjacent assignments in the plot differ only by the 

exchange of two processes. The multitude of peaks and valleys in Figure 4 clearly il

lustrate the inadequacy of a simple iterative improvement approach to finding an opti

mal assignment. Such an approach would quickly become trapped in a local optima, 

with no means of escape. This example shows that using the simulated annealing heu

ristic with its inherent escape mechanism is justified even for simple cases of the mapping 

problem. For larger problem sizes the use of simulated annealing or some other heuristic 

is absolutely necessary, especially when traffic scheduling is considered. 
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Figure 4. Example of Configuration Search Space 
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Chapter 6. Applications Using Hypercube 

Architecture 

In this chapter the performance of simulated annealing is examined using a number of 

image architectures. Expressions for the maximum communication efficiency for each 

image architecture are derived and mapping results are tabulated, including actual com

munication efficiencies. The host network considered is the binary hypercube, a popular 

architecture for large scale multicomputers [28}. A brief description of the hypercube 

architecture follows. 

6.1. Hypercube as Host Arcllitecture 

The logical structure of the binary hypercube, or simply hypercube, topology corre

sponds to a multi-dimensional binary cube. Processing nodes reside at comers of the 

cube. The number of nodes N and connectivity of the topology are determined by the 
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hypercube's dimension D. Each processor is assigned a unique binary address of length 

D, and is directly connected to D nearest neighbors. The addresses of neighboring nodes 

differ by exactly one bit position. The diameter of the network, i.e. the shortest path 

connecting any two nodes, contains a maximum of D links. 

The addressing scheme used in the hypercube simplifies the tasks of determining the 

distance between nodes and finding a minimum length path between two nodes. Given 

a pair of nodes nJ and n", d(np n,J is determined by the Hamming distance between the 

node addresses, Le. the number of bit positions in which the addresses differ. A mini

mum length path connecting two nodes is found in a similar manner, by forming a path 

word. The path word is generated by the exclusive-or of the two node addresses. In

termediate nodes for the path are then chosen by complementing the set bits in the path 

word in any order. Between nodes of distance ~It , there are ~Ic! distinct sets of commu

nication links forming minimum length paths. To formally describe the hypercube's 

properties, the following variables will be used. 

D The dimension of the hypercube. 

L The number of communication links in the hypercube. 

At(nJ) The jtle bit of the binary address of node nj' 

The following equations summarize the characteristics of the hypercube topology. 
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L = D. 2D
-

1 

D·N 
= 

2 

D-l 

d(njt nk) = LA;(nj) e> Alnk) 
1=0 

The diameter of the hypercube topology increases as O( log 1'1) , supporting efficient 

communication between nodes for large network sizes. The hypercube under consider-

ation is an MIMD architecture [7]. Individual processor nodes are independent and 

capable of executing their own programs in local memory while communicating with 

other nodes. In a sizable hypercube network incorporating hundreds or thousands of 

processor nodes, node assignment and communication scheduling are difficult problems. 

Process assignment is complicated by the ability to map a number of different, complex 

image topologies onto the hypercube. In addition, for every pair of communicating 

nodes separated by d links, there are d! possible paths along which a connection can be 

routed. Determining a suitable mapping for a large hypercube network exercises the full 

power of the simulated annealing assignment algorithms. 

In the following sections a variety of image graph applications are mapped onto the 

hypercube to demonstrate the performance of both process annealing and connection 

annealing. 
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6.2. Hypercube Traffic Problenl 

For a general image graph, the communication overhead of the optimal mapping is un

known prior to assignment and scheduling. Due to the nondeterministic and heuristic 

nature of simulated annealing algorithms, there is no guarantee that the best mapping 

will be found. To accurately measure the performance of the mapping algorithm, an 

image graph with a known global minimum is used as a test case. The image graph 

chosen is similar in form to that of the hypercube host graph. 

The hypercube image graph is denoted by 

GH1 = <V,E, W> 

where 

and 

Here the distance function dO is defmed as for the hypercube, but is used instead with 

process indices. The connection structure of the graph corresponds to the hypercube 

graph, with weight 1 on each edge. For every communication link in the hypercube, 
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there are two opposing directed edges in the hypercube image graph. Figure 5a and 

Figure 5b illustrate 16-node hypercube host and image architectures, respectively. 

The performance of the mapping algorithm is evaluated by mapping random permuta-

tions of the hypercube image graph onto the hypercube host. The optimal solution is 

known in this case, so the relative quality of assignments generated by the algorithm can 

be determined. In the ideal (dedicated) mapping, every nenvork link supports two con-

nections with weight 1, so 

D+l 
FIIDEAL = D· 2 

F21DEAL = 2. 

If the algorithm succeeds in finding the optimal assignment for this graph, all pairs of 

communicating processes fall on nearest neighbor connected nodes in the hypercube, 

and no traffic scheduling is needed. Thus the first phase of annealing, processor as-

signment, is critical for this image architecture. F or an optimal assignment, the actual 

communication overhead equals the ideal communication overhead, so 

F D+l 
IMIN=D·2 

F2MIN = 2. 
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(a) 

(b) 

Figure 5. Hypercube Architecture: (a) Hypercube host graph, (b) Hypercube image graph. 
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Therefore 

El = EI MAX = 1 

E2 = E2MAX = 1. 

The mapping algorithm was run on hypercube image graphs containing from 8 to 512 

processes. The results are tabulated in Table 2 on page 75, and represent values ob

tained using random initial assignments. IT is the starting temperature, (XL is the low 

temperature annealing constant, and M is the maximum number of moves attempted at 

each temperature stage. The total moves column gives the total number of process ex

changes generated during all stages of process annealing. Figure 6 on page 76 demon

strates the relationship between computational effort and problem size. 

By adjusting values for the initial temperature and rate of annealing according to the 

problem size, we were able to converge into optimal solutions consistently for N ::s;; 128. 

As the size of the problem increases, IT, (Xt, and At must be appropriately increased. 

The initial temperature is taken high enough so that the ratio of accepted moves to total 

proposed moves exceeds 0.9, ensuring that the majority of generated moves are accepted. 

The annealing constant Cl. t controls the rate of cooling and the quality of final solutions. 

Large problem sizes require a slower cooling rate or higher Cl. t to investigate a greater 

portion of the problem search space. This increases the probability of finding an opti

mum solution, at the expense of increased execution time. To ensure a good search of 

the state space at each temperature stage, the maximum number of moves M attempted 

is 
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70 0.98 8,000 

100 0.98 32,600 

140 0.98 ]00,000 

Table 2. Results for Hypercube Traffic Problem 

Total Initial Comm. Final Comm. Ideal Comm. 

Moves Overhead Overhead Cost Efficiency 

FI F2 FI F2 Fl. F21 EI E2 

110 272 14 48 2 48 2 1.0 1.0 

940 756 21 128 2 128 2 1.0 1.0 

9,000 2,384 28 320 2 320 2 1.0 1.0 

37,500 8,400 49 768 2 768 2 1.0 1.0 
• 

212,200 26,060 64 1,792 2 1,792 2 1.0 l.0 

1,415,600 72,780 82 5,004 12 4,096 2 0.819 0.167 

6,536,100 203,350 101 13,912 20 9,216 2 0.662 0.10 
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N·(N-I) 
M~ 2 ' 

as suggested by [11]. 

6.3. Otl,er Image Architectures 

To further evaluate the performance of the simulated annealing mapping algorithms, a 

variety of image architectures were mapped onto hypercubes ranging in size from N = 

8 to N = 512. In all cases a random initial configuration was used, and the parameters 

for the annealing schedule were chosen to provide a good balance between mapping 

optimality and algorithm computation requirements. For some graphs, one or both of 

the annealing phases were not necessary. The specific combination of process and con· 

nection assignment methods used are detailed for each image graph. The tabulated va-

lues for total moves reflect the sum of process moves generated during process 

annealing, if used, and path moves generated during connection annealing, if used. 

6.3.1. Uniform Traffic Problem 

The uniform traffic graph is a completely connected graph with I V I = 2D processes, 

where D is the dimension of the host hypercube network. Every process in the graph 

communicates with all other processes, and all connections have weight 1. Figure 7 on 
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page 79 shows an 8-node uniform traffic image graph and its graph language description. 

The uniform traffic graph is formally described by 

G UI = <V, E, W> 

where 

lEI =N·(N-I), 

and 

In the ideal mapping, each dedicated link handles two connections of weight 1, so 

FIIDEAL= L2=2.IEI 
J,k 

= 2 . N . (lV - I), 

F21DEAL = 2. 

For actual processor assignment, examining the structure of the uniform traffic graph 

shows that process annealing can produce no improvement in mapping cost. Due to the 

graph's complete connectivity, swapping the locations of two processes has no effect on 

the net distance that connections must be routed. A second side effect is that connection 

annealing is also unnecessary. Traffic routing is crucial in that it determines the final 
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(a) 

o --. 1: 1, 2: 1, 3: 1, 4: 1, 5: 1, 6: 1, 7: 1; 
1 --.0:1,2:1,3:1,4:1,5:1,6:1,7:1; 
2 --. 0: 1, 1: 1, 3: 1 t 4: I, 5: 1, 6: 1, 7: 1; 
3 --. 0:1,1:1,2:1,4:1,5:1,6:1,7:1; 
4 --. 0:1, 1:1,2:1,3:1,5:1,6:1,7:1; 
5 --. 0: 1, 1: 1, 2: 1, 3: 1, 4: 1, 6: 1, 7: 1; 
6 --. 0:1, 1:1, 2:1, 3:1, 4:1, 5:1, 7:1; 
7 --. 0:1,1:1,2:1,3:1,4:1,5:1,6:1; 

(b) 

Figure 7. Uniform Traffic Problem: (a) Uniform traffic image graph, (b) Uniform traffic graph lan~ 
guage description. 
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communication overhead, but the optimum traffic schedule can be generated without 

annealing. 

Con.jecture: By using a fixed routing scheme, e.g. complementing all set bits in the path 

word in increasing order, the connections for each process are routed identically with 

respect to the source node. This distributes traffic evenly throughout the network, so 

that each link supports a uniform traffic intensity. Exactly IV connections are routed 

along every network link, and each link supports N units of traffic. 

Proof: Every process in the uniform traffic graph communicates with every other proc

ess, so that after mapping every node in the hypercube host communicates with every 

other node. Let the dimension of the hypercube be n. For any node in the hypercube, 

there are (:) nodes at distance d with which it must communicate for 1 ::; d::; n. Since 

the weight of every connection is 1 unit, the contribution to the total network traffic due 

to one node is 

or equivalently, 

In a binary hypercube the average message path length is D/2 [29], so 
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Let V be the uniform traffic intensity supported by each link. Since traffic is distributed 

evenly and symmetrically throughout the network, the total network traffic is 

Tnet = N . Tl and U can be found by dividing Tnet by the number of data links in the hy

percube, L. 

LV D 
=- ·N·-

L 2 ' 

V=N D·N using L = 2 

Therefore each link supports N units of traffic and N connections. 0 

Under these balanced conditions, the objective functions attain their minimum values. 

The actual communication overhead is 

FIMIN = IV. d(PJ,Pk) 
J,k 

= N[N fllj] due to symmetry 
J=l 
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=N·D 

D 
F2MIN = D· 2 . 

The best possible communication efficiency is 

D 2· (2 - 1) 
EI MAX = D. 22D- 1 ' 

1 
E2MAX = D. 2D- 1 • 

Table 3 on page 83 shows results for mapping uniform traffic graphs of up to 64 nodes. 

As expected the communication efficiencies of the mappings are very low, and drop 

sharply as N increases. 

6.3.2. Localized Traffic Problem 

This graph is a variation of the uniform traffic graph and introduces variable edge 

weights. The graph is completely connected with the weight on each edge assigned as 

a function of the Hamming distance of the process numbers, ~*' Figure 8 on page 84 

shows a partial representation of an S-node localized traffic graph, including all con

nections involving process Po, and the complete graph language description. The local

ized traffic graph is defined as 
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Table 3. Results for Uniform Traffic Problem 

Actual Comm. Ideal Comm, 

Overhead Overhead Efficiency 

FI F2 1-:" I) F21 El E2 

768 24 J 12 2 0.146 0.0833 

8,192 64 480 2 0.0586 0.0313 

81,920 160 1,984 2 0.0242 0.0125 

786,432 384 8,064 2 0.0103 0.0052 



(a) 

o -. 1 :4, 2:4, 3:2, 4:4, 5:2, 6:2, 7: 1; 
I -. 0:4, 2:2, 3:4, 4:2, 5:4, 6:1, 7:2; 
2 -. 0:4, 1 :2, 3:4, 4:2, 5: 1, 6:4, 7:2; 
3 -. 0:2, 1:4, 2:4, 4:1, 5:2, 6:2, 7:4; 
4 -. 0:4, 1:2, 2:2, 3:1,5:4,6:4,7:2; 
5 -. 0:2, 1 :4, 2: 1, 3:2, 4:4, 6:2, 7:4; 
6 -. 0:2, I: 1, 2:4, 3:2, 4:4, 5:2, 7:4; 
7 -. 0: I, 1 :2, 2:2, 3:4, 4:2, 5:4, 6:4; 

(b) 

Figure 8. Localized Traffic Problem: (a) Partia110calized traffic image graph, (b) Localized traffic 
graph language description. 
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Gu = < V, E, W> 

where 

I E I = N· (N - 1), 

and 

where 

In the ideal mapping, each dedicated link handles two connections of weight 

I ~ w ~ 2,,-1. An expression for the ideal value of objective function Fl can be derived 

as follows. 

Chapter 6. Applications Using Hypercube Architecture 8S 



FIIDEAL = L2. Wjk 

j.k 

N-I 

= 2N I 2n-~. due to symmetry 

k=l 

For PI there are () = n(nn~ I)! p;s such that ~. = I, I:s; I:s; n. So, 

= 2N2{(l + 2-1t - I}, using binomial theorem 

= 2N· 3"- 2N2 
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D 
FIIDEAL=2·N·(3 -N). 

A similar approach can be used to derive the ideal value of FI and F2 for other image 

architectures. The ideal value of F2 is simply 

F2IDEAL = max(2 . Wjk) 
j.k 

When mapping the localized traffic graph onto a hypercube, the success of process an-

nealing is the crucial factor in minimizing communication overhead. The complete 

connectivity of the graph and the variable edge weights cause a significant increase in 

the objective function when the location of any process is moved from its optimum po-

sition. 

Connection annealing is unnecessary, following the same argument used with the uni· 

form traffic graph. Fixed routing produces a balanced traffic assignment, and each link 

supports the same traffic intensity and number of connections N. 

If the process annealing phase succeeds in rmding an optimal assignment, all pairs of 

processes with the maximum connection weight 2,,-1 are assigned to directly connected 

nodes. Likewise, all pairs of processes with connection weight 211-2 are assigned to pro-

cessors separated by two network links, and so on. The uniform traffic intensity on each 

link is 
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I 
X=-

2 

u = JL 2n
-

t -L [( 1 + x)n - 1] 
L ax 

N 3n-l 
=_n2n- 1 __ 

L 2n- 1 

U = 2 . 3D-I,' D d LN. n Since n = an = -- . 2 

The best possible communication overhead of the actual mapping is 
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FIMIN = Iv. d(Pj,Pk) 
j,k 

D =V·(N· -) 
2 

= 2 . 3D- I • N. J2. 
2 

F2MlN = V . D = 2 . 3D
-

I
• D 

The maximum attainable communication efficiency is 

D 6· N· (3 - N) 
EIMAX = D' 

D·12 

2D- t 
E2 -~~-

MAX - D. 3D- t 

The process assignment algorithm was used with flXed traffic scheduling to map localized 

traffic graphs onto hypercubes containing from 8 to 64 nodes. The results are shown in 

Table 4 on page 90. Due to the high connectivity and heavily weighted edges of the 

localized traffic graph, individual moves produce large fluctuations in the objective 

function value during annealing. Note the large initial temperature needed to overcome 

the high move costs encountered with this graph. The algorithm succeeded in converg-

ing to an optimal solution in all cases. Even for optimal assignments, the localized 
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600 0.98 2,000 

Table 4. Results for Localized Traffic Problem 

Total Initial Comma Final Comm. Ideal Comma 

Moves Overhead Overhead Cost Efficiency 

FI F2 Fl FI, F21 EI E2 

40 2,208 75 1,728 54 304 8 0.176 0.148 
• 

840 35,329 302 27,648 216 2080 16 0.0752 0.0741 

5,800 566,784 1,195 414,720 810 13,504 32 0.0326 0.0395 

37,354 8,406,528 4,474 5,971,968 2,916 85,120 64 0.0143 0.0219 



traffic graph mapped onto a hypercube exhibits extremely poor communication em~ 

ciency. 

6.3.3. Mesh Traffic Problem 

The mesh image graph is commonly encountered in problems requiring nearest neighbor 

communication between processes, and its properties have been thoroughly studied. 

Figure 9 on page 92 shows a 16-node mesh traffic graph and its graph language repre

sentation. For our purposes, the graph can be described by 

GMt = < V, E, \V> 

where 

To produce a rectangular mesh with the property PMESH = NHVPERCUBE, lV = n1 • n:z , where 

and 

Then 
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o -+ 1: 1, 4: 1 ; 
1 -+ 0: 1, 2: 1 t 5: 1 ; 
2 -+ 1: 1 t 3: 1, 6: 1; 
3 -+ 2:1, 7:1; 
4 -+ 0:1, 5:1, 8:1; 
5 -+ 1:1,4:1, 6:1, 9:1; 
6 -+ 2:1, 5:1,7:1, 10:1; 
7 -+ 3:1,6:1,11:1; 

(a) 

(b) 

8 -+ 4: 1, 9: 1, 12: 1; 
9 -+ 5:1,8:1, 10:1, 13:1; 
10 -+ 6:1, 9:1,11:1,14:1; 
11 -+ 7:1,10:1,15:1; 
12 -+ 8:1, 13:1; 
13 -+ 9:1, 12:1, 14:1; 
14 -+ 10:1, 13:1, 15:1; 
15 -+ 11: 1, 14: I; 

Figure 9. Mesh Traftic Problem: (a) Mesh traffic image graph. (b) Mesh traffic graph language de
scription. 
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F or the ideal mapping, 

F2IDEAL = max(2 • Wjk) 
j,k 

=2. 

Since a D-dimensional hypercube contains all meshes of lower dimensions, a mesh graph 

with P ~ N can be mapped onto a hypercube perfectly, i.e. all pairs of communicating 

processes are assigned to directly connected processors [24]. For an optimal mapping 

of a mesh onto a hypercube, 

FIMIN = FIIDEAL 

F2MIN = F2(DEAL 

so 

E2MAX = 1. 

Figure 10 on page 95 shows an optimal mapping of the mesh graph in Figure 9 onto a 

16-node hypercube. Node numbers represent image processes rather than host proces-

sors. The dashed lines in Figure 10 represent unutilized communication links that are 

not required to support any image connections. It is interesting to note that the 8 
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dashed links in the mapping correspond to the extra links that would be utilized if the 

mesh graph in Figure 9 were converted to a torus by adding the appropriate image 

edges. 

To map the mesh graph onto a hypercube, both process and connection annealing are 

used. Each phase of annealing is effective in reducing the overall conununication cost. 

Table 5 on page 96 shows the results for mesh sizes from 8 to 512 nodes, including em

pirical values for EACTUAL' For small meshes the quality of generated mappings is iden

tical to that of an ideal mapping, but for larger problems the efficiency drops noticeably. 

6.3.4. Tree Traffic Problem 

Tree image graphs are frequently encountered in parallel processing applications. The 

graph considered here has the form of a binary tree, described by 

GT1 = < V, E, W> 

where 

I E I = 2· (N - 1), 

and 
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Figure 10. Optimal Mapping of a Mesh onto a Hypercube 
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80 0.98 8,000 

100 0.98 32,600 

120 0.98 100,000 

Table 5. Results for Mesh Traffic Problem 

Total Initial Comm. Final Comm. Ideal Comm. 

Moves Overhead Overhead Cost Efficiency 

FI F2 FI F2 FI, F21 EI E2 

70 130 II 40 2 40 2 1.0 1.0 

950 460 20 96 2 96 2 1.0 1.0 

14,300 1,086 26 284 5 208 2 0.732 0.40 

97,150 2,896 32 736 7 448 2 0.609 0.286 

318,100 7,216 42 1,516 8 928 2 0.612 0.250 

2,023,900 18,022 48 3,030 8 1,920 2 0.634 0.250 

8,219,500 42,050 57 6,368 9 3,904 2 0.613 0.222 



An extra process is added to the graph and connected to the root of a standard binary 

tree so that N is a power of 2. Figure lion page 98 illustrates the tree image graph. 

In the ideal mapping of the tree image, 

= 4· (N - 1), 

F21DEAL = n:tax(2 . Wjk) 
j,k 

=2. 

There is no known closed form solution for the minimum communication overhead for 

a mapping of the tree graph onto a hypercube, but lower bounds may be determined by 

noting that even in an optimal mapping, at least one pair of connections must traverse 

two communication links. For example, consider a mapping of a 4-node tree graph onto 

a hypercube of the same size in which opposing pairs of connections such as 

(0 ~ 1) and (1 ~ 0) are always routed along the same links. After assigning the root 

(process 0) of the tree to any processor node and assigning its child (process 1) to an 

adjacent node, two nodes remain available for the children of node 1. However, only 

one of these available nodes is adjacent to to process I, so one of the unassigned con-

nection pairs must be routed across two links. All possible assignments show the same 

behavior, and relaxing the routing restriction does not improve the situation. 

This characteristic of tree mappings persists for larger problem sizes as well. Consider 

the optimal tree assignments shown in Figure 12 on page 99. As with the mesh map

ping, dashed lines represent unutilized data links, and node numbers denote tree proc

esses. In Figure 12a, 7 pairs of image connections require 8 data links for an optimal 

routing. The connection between processes 3 and 7 is mapped across two links, and 
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o -oft 1:1; 
1 -oft 0: 1, 2: 1, 3: 1 ; 
2 -oft 1: 1, 4: 1, 5: 1; 
3 -oft 1: 1, 6: 1, 7: 1; 
4 -oft 2: 1, 8: 1 t 9: 1 ; 
5 -oft 2: 1, 10: 1, 11: 1 ; 
6 -oft 3:1,12:1, 13:1; 
7 -oft 3:1,14:1, 15:1; 

(a) 

(b) 

8 -oft 4: 1; 
9 -oft 4: 1; 

10 -+ 5:1; 
11-+5:1; 
12 -+ 6: 1; 
13 -+ 6: 1; 
14 -+ 7:1; 
15 -oft 7:1; 

Figure II. Tree Traffic Problem: (a) Tree traffic image graph, (b) Tree traffic graph language de
scription. 
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(a) 

Figure 12. Optimal Mapping of Tree Graphs onto Hypercubes: (a) 8-node tree graph, (b) 16-node 
tree graph. 
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passes through process 5's host node. Figure 12b shows one possibility for an optimal 

16-node mapping in which all image edges are matched except one. The connections 

between process 1 and 3 are drawn as a diagonal to indicate the mismatch. They could 

be routed along 1 --to 0 --to 3 or 1 --to 6 --to 3, but in either case two links must be crossed and 

contention with other connections is present. In problems such as this, relaxing the 

above routing restriction can potentially improve the overall communication cost. In 

any case, the lower bounds may be stated as 

so that 

~4· N, 

F2MIN ~ 4, 

N-l 
EI MAX S; N ' 

Both phases of annealing are again useful in obtaining an optimal assignment. Mapping 

results for trees containing 8 to 512 nodes are shown in Table 6 on page 101. The em-

pirical values for efficiency show that the hypercube network provides excellent support 

for the communication requirements of the tree image graph. 

Chapter 6. Applications Using Hypercube Architecture 100 



9 s= 
"i. 
I'D .. 
?" 
> -= -= 
[ 
cr 
::I 
r. 

~ 
fII 

Sf" 
(Iq 

:c 
-< -= I'D .. 
n 
C 

"" > .. 
n 
::::r 
;:;: 
I'D 
~ 
C 
~ 

-c::> -

N 

8 

16 

32 

64 

128 

256 

512 
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5 0.9 30 

8 0.9 120 

30 0.95 500 

40 0.96 2,000 

60 0.98 8,000 

100 0.98 32,600 

125 0.98 100,000 

Table 6. Results for Tree Traffic Probleln 

Total Initial Comm. Final Comm. Ideal Comm. 

Moves Overhead Overhead Cost Efficiency 

FI F2 Fl F2 FI) F21 EI E2 

35 92 10 32 4 28 2 0.875 0.50 

250 248 15 72 4 60 2 0.833 0.50 

7,600 558 20 144 4 128 2 0.889 0.50 

49,800 1,340 22 272 4 256 2 0.941 0.50 

280,300 2,752 24 546 4 508 2 0.930 0.50 

1,552,400 6,182 30 1,100 4 1,020 2 0.927 0.50 

6,802,000 12,974 32 2,144 4 2,044 2 0.953 0.50 
-- --



6.3.5. Examples from Lee and Aggarwal 

As a final performance measure for the simulated annealing approach, the algorithm is 

tested with several example problems suggested by Lee and Aggarwal [15]. The quality 

of assignments produced by the two different approaches are compared using the ob

jective functions defined in this paper. The specific examples considered are Gp6 , Gp7 ' 

and Gp8 from [15]. The results in Table 7 on page 103 show that the quality of mappings 

produced by simulated annealing is the same or better in every case. The improvements 

can be attributed to both phases of annealing. The simulated annealing method has a 

definite advantage in its approach to traffic scheduling, since connection annealing can 

adjust traffic routing to achieve the smallest values for both objective functions. 

A disadvantage of simulated annealing is its greater run time requirement. However, this 

becomes significant only for larger host networks. The time complexity of the complete 

mapping procedure proposed by [15] is O(N;f{2) where Ni is the number of iterations of 

a modified painvise exchange scheme. In general the total number of nodes compared 

or checked by this procedure is greater than the number of moves generated during a 

comparable annealing run. I-iowever, the execution time is less since the computational 

complexity of performing simple node checks is less than generating and evaluating an

nealing moves. 
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Table 7. Performance Comparison Using Examples from Lee and Aggarwal 

Lee and Aggarwal Simulated Annealing 

Best Mapping FI F2 Best Mapping Fl F2 

(1245 1380 19 1023 111467 15) 96 2 (04 128 I 5 139 3 7 15 11 26 14 10) 96 2 
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Chapter 7. Conclusions 

7.1. S,l"""ary of Wor/, 

This research presents a new method for the automated mapping of a parallel processing 

algorithm onto a general-purpose point-to-point multicomputer architecture. A graph

based scheme based on the simulated annealing optimization heuristic has been devel

oped and applied to the mapping problem with good results. Graphs models are used 

to represent both image architectures, consisting of a set of processes and their com

munication requirements, and multicomputer or host architectures. To minimize the 

communication conflicts among concurrently executing processes, the mapping proce

dure considers both the assignment of parallel tasks to processor nodes and the sched

uling of interprocess communication on network data links. The complete procedure 

employs two annealing-based optimization phases. Process annealing attempts to assign 

processes that exhibit high mutual communication requirements to neighboring nodes 

in the host network. Connection annealing incorporates an initial assignment procedure, 

and further reduces communication costs by performing traffic routing of data paths. 
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To quantify the relative cost of individual process connections, communication cost 

functions are formulated which capture the effect of the transmission delays and bottle

necks that arise as processes compete for communication resources. The overall quality 

of a generated mapping is measured by a single composite objective function that uses 

information from the cost functions to indicate the relative communication overhead 

imposed by a particular assignment. This objective function provides an appropriate 

optimization goal for simulated annealing. Communication efficiency is defined to pro

vide a measure of the quality of assignments. To determine the efficiency of a host to

pology and an assignment for a given image architecture, the objective function for the 

assignment is compared to that for an ideal assignment found using a dedicated host 

architecture. For some combinations of host and image graphs, closed form solutions 

or lower bounds for optimal objective function values are derived so that expressions for 

the efficiency of the assignment can be determined. 

To demonstrate that simulated annealing can be successfully adapted to the mapping 

problem, the procedure has been implemented for binary hypercube host architectures. 

The current implementation has successfully annealed into solutions for graphs con

taining up to 512 nodes. The technique has been applied to mapping a number of 

common image architectures onto the hypercube host topology, including meshes, trees, 

and complete graphs. Performance figures for each image architecture are tabulated, 

and actual results compared with ideal figures. Results indicate that the technique pro

duces good, and often optimal, mappings within reasonable computation times. 
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7.2. Comparisoll witll Otller Approaclles 

The simulated annealing approach to the mapping problem has definite advantages ovt:r 

previous approaches. An obvious advantage of the method is its ability to handle large 

image and host architectures. The simulated annealing technique is capable of produc

ing solutions for problem sizes intractable by other means. The magnitude of problem 

sizes that can be investigated with annealing is greater than that of most other tech

niques presented in the literature. The results presented in this research include anneal

ing runs for hypercubes containing 512 processor nodes. Generating mappings for larger 

architectures is certainly possible, at the cost of increasing execution time. 

A second advantage of the simulated annealing technique is its simultaneous consider

ation of both aspects of the mapping problem via two cooperating execution phases. 

Previous approaches to the mapping problem have generally considered either optimal 

process assignment or traffic scheduling, but not both. In the simulated annealing 

method, the basic annealing algorithm provides a single unified approach to both map

ping phases. Thus the method is useful for general-purpose homogeneous architectures 

as well as dedicated heterogeneous architectures. 

In contrast to methods which make use of prior knowledge of the communication pat

terns of image architectures, the underlying annealing procedure is completely general, 

and makes no assumptions about the interconnection structure of the image or host ar .. 

chitectures. The simulated annealing technique is easily extended to generate mappings 

for a large class of host and image architectures. The composite objective function used 

in the method simplifies the incorporation of tradeofTs into the mapping process. De-
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pending on the application, varying parameters such as the class of moves generated, the 

cost functions, and the annealing schedule parameters enable the behavior of the map

ping algorithm to be modified for maximum performance. 

As with most approaches to the mapping problem, the limiting factor of the simulated 

annealing technique is execution time. For large problem sizes the memory requirements 

of the graph models are substantial, but for incompletely connected problem graphs the 

procedure is primarily bound by processing time. Although simulated annealing exhibits 

a relatively slow increase in computational effort as the number of nodes increases, the 

need to propose and evaluate a large number of moves requires long runtimes for large 

problem sizes. 

7.3. Effectiveness 0/ Silnulated Anlleaiillg /01· Assigllnlent 

and SC/ledlliillg 

The simulated annealing method obtains good quality solutions even when other meth

ods become trapped in local optima. In fact, other applications of annealing have shown 

that annealing succeeds in fmding the best solutions which are known in most cases. 

We were able to anneal into optimal mapping solutions for N:::; 128, and near-optimal 

solutions for larger image architectures. Our results show that the strategy scales well 

for large problem sizes, obtaining good results with computational effort proportional 

to small powers of N . 
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Results indicate that simulated annealing does perform better for some image architec

tures than for others. High quality mappings were generated for the hypercube, uni

form, and localized image architectures. In particular, the results for the tree traffic 

problem were quite good. This contrasted with the mesh traffic problem, for which the 

optimal solution is known. For mesh sizes greater than 32 nodes the annealing algo

rithm failed to locate an optimum mapping, however, the quality of mappings were still 

acceptable. The difficulty in annealing mesh graphs may be due to the small number 

of optimal solutions, eliminating redundant assignments, in the overall search space. 

The connectivity pattern of the mesh requires a syrrunetric, regular process assignment 

for an optimal mapping, with any deviation severely penalizing the overall mapping cost. 

In the case of the tree graph, there arc a large number of distinct assignments with 

equivalent optimal cost, so annealing has a much better chance of locating an optimal 

assignment. 

7.4. Futu,~e Researclz 

The flexibility and adaptability of the simulated annealing heuristic method make it a 

rich topic for further exploration. Topics for future research include the following: 

• Optimization with respect to node traffic as well as link traffic to incorporate both 

processing delay and corrununication delay. This would require a more realistic 

objective function to account for the message processing overhead at individual 

nodes. Modifications to the annealing move cost procedures and to the data struc

tures used to represent the host architecture would be necessary. 
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• Implementation that handles general, user specified host interconnect topologies. 

The fixed binary hypercube used as a host architecture in this research simplified the 

task of routing image connections over multiple links considerably. Allowing gen

eral interconnect topologies introduces the need for a search procedure to find the 

shortest path for unmatched image connections. This is a non-trivial problem, as 

the best known algorithm for finding the shortest path between t,vo nodes in a graph 

has a complexity ofO(JV2) [16]. 

• Including functionality and performance considerations on a per node basis for 

heterogeneous host architectures. The host architecture data structures would need 

to be augmented to include the communication and computation capacity of every 

individual node. The objective functions would need to be modified as well to make 

use of the additional information. 

• Consideration of fault tolerance and fault recovery for nodes and links. Simulated 

annealing could be used to determine optimal reassignments for both single and 

mUltiple failures by flagging node or link failures in the host graph and annealing 

with the altered host topology. In the case of heterogeneous nodes, information on 

equivalence classes of processors could be incorporated into the annealing proce

dures. 

• Investigation of the case P> N. This can be accomplished by using a clustering 

approach where processes are partitioned into clusters and assigned to host proces

sors in groups. By expanding the move set formulated in this research, simulated 

annealing could be used to permute clusters and determine an assignment that bal

ances computational load as well as communication traffic. 
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• Using simulated annealing to perform task partitioning and load sharing in con

junction with assignment and scheduling. A truly complete automated approach to 

the mapping problem must address two subproblems: (I) process partitioning, and 

(2) assignment and scheduling. The performance of point-to-point distributed ar

chitectures is critically dependent on both partitioning and assignment. Simulated 

annealing has been successfully applied to the partitioning problem for circuit par

titioning and logic minimization, and with suitable modifications could conceivably 

be used to perform process partitioning. The above topic mentioned the feasibility 

of using annealing for load sharing. Thus simulated annealing could be used as the 

basis for a complete, unified approach to the mapping problem, incorporating pro

cess partitioning, load balancing, assignment of processes to processors and sched

uling of process communication paths onto network data links. 
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