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(ABSTRACT)

An interactive color graphics layout editor for VLSI has

been implemented on the IBM PC. The software, PC-ICICLE, is

written in Microsoft PASCAL and the 8086/88 Assembly Language

under the DOS 2.0 environment. The basic hardware require-

ment is the standard configuration of the IBM PC with 256K

bytes, and color graphics monitor and adapter. Without the

need for any special hardware, PC-ICICLE makes layout editors

more readily available to VLSI chip designers. PC-ICICLE has

also been executed on the IBM PC-XT, IBM PC-AT, and Zenith's

IBM compatible PC without any modifications.
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1.0 INTRODUCTION

Specialized Large Scale Integrated (LSI) and Very Large

Scale Integrated (VLSI) chips are common in our daily lives,

ranging from processors which control our automobiles to

digital alamn watches. However, VLSI technology is only

readily available to those circuit designers with specialized

hardware for use with complex VLSI Computer Aided Design

(CAD) software packages. Some characteristics of these

hardware systems are a fast processing unit, large memory

space, high resolution graphics monitor and large mass stor-

age devices. These hardware systems range from 10igital

Equipment Corporation's mini-mainframe, VAX-ll, to minicom-

puters such as XEROX's ALTO [10].

MULGA, an interactive symbolic VLSI design system, which

runs on a DEC LSI—1l with 256K bytes of RAM, 10M bytes of hard

disk, a four-pen plotter, printer, data tablet, alphanumeric

terminal, 512 by 512 pixel color display with 256 colors per

pixel, and microprogrammed graphics processor, is estimated

to cost nearly $50,000 in 1981. With the drop in hardware

cost in the last few years, it is still expected to cost at

least $20,000 [20].

Today, personal computers (PC) are familiar sights in both

the industrial environment and the educational environment.

The decrease in cost and the increase in performance of this
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type of hardware has made the implementation and the use of
large software programs on PCs possible and cost effective

without any major sacrifice in the performance of the soft-

ware. If PCs are used as CAD hardware for the design of VLSI

chips, VLSI technology can be made to be more easily acces-

sible to a larger body of design engineers. This thesis will

present the implementation of ICICLE (Interactive Color In-

tegrated Circuit Layout Editor), a CAD software tool for the

layout of VLSI circuits, on the IBM PC.

The original implementation of ICICLE was written in 1983

by Michael Iacoponi on the VAX/VMS system. VAX-ICICLE was

implemented mainly in ANSI standard PASCAL. VAX Nhcro-11

Assembler and FORTRAN were used to implement some of the de-

vice dependent operations which could not be implemented in

standard PASCAL [12].

Since it is not the intention of this thesis to write a

totally new layout editor, the PC version of ICICLE

(PC-ICICLE) is developed from the original version of ICICLE.

All VAX-ICICLE files written in PASCAL were transferred from

the VAX mainframe to the PC. Microsoft (MS) PASCAL [17] and

Macro-86 Assembler [18] were chosen for the task of imple-

menting ICICLE on the IBM PC. However, even though the usage

and most of the external appearance of ICICLE were retained,

the internal structures were altered.

The IBM PC was selected as the hardware for PC-ICICLE be- I
cause of its popularity and the availability of documention

‘
1
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on its hardware. The minimum hardware configuration speci-

fied for the execution of PC-ICICLE on the IBM PC are 256K

RAM, two double density floppy disk drives, 320 by 200 pixel
IBM Color Graphics adapter and monitor, and DOS 2.0. These

specifications are standard features of an IBM PC. The cost
of this configuration is only two to three thousand dollars.

PC-ICICLE is in no way limited to this configuration.

More memory and standard mass storage units supported by DOS

2.0 and higher can be added to the configuration without any

modifications to the present PC-ICICLE. The present version
of PC-ICICLE also supports optional features, such as, line

printers for hardcopies of status informations on the current

circuit design and color pen plotters for hardcopies of VLSI

circuits. The present system supports any IBM compatible

parallel port printer. The plotters supported are the AMPLOT

II and IBM XY/749. Implementation for the support of alter-

nate input devices such as a mouse and a digitizing tablet

as well as aa number of other plotters and color graphics

displays are planned. PC-ICICLE also executes on the IBM

PC-XT and the IBM PC-AT. It has also been executed on

Zenith's IBM compatible PC.
The remainder of this chapter will be devoted to the dis-

cussion of VLSI CAD systems in general. It is not the in-

tention of the following section, to be a comprehensive E
overview of VLSI CAD systems, but rather it will discuss some E
of the major components of VLSI CAD systems. This thesis :

1
Introduction 31



will assume that the reader· has some knowledge of data

structures, PASCAL, 8086/88 Assembly Language, Disk Operating

System (DOS), the IBM PC, and the chip fabrication process.

1.1 VLSI CAD SYSTEMS

The objective of VLSI CAD systems is to improve design

productivity by providing the necessary tools for the design

of functional VLSI chips in a reasonable time frame. A com-

plete VLSI CAD software system consists basicalky of two

groups of tools: layout tools and verification tools. Layout

tools are used for the entry and manipulation of geometric

elements of VLSI circuits while verification tools are used

for analyzing the functionablity of VLSI circuits created

using the layout tools. This classification is not a stand-

ard and in some cases, layout tools and verification tools

are closely coupled such that the crossing of the boundary

between the two classes of tools is transparent to the de-

signer. This thesis is about layout editors. Therefore,

verification tools will not be discussed in any great length.

1.1.1 Layout Tools

There are different types of layout systems. The types

of tools in a layout system are based on the design method-

ology implemented. Examples of basic design methodologies

Introduction 4



include gate array, standard cell, symbolic layout, and mask

layout [15].

Gate arrays are chips containing a matrix of uncommitted

switching transistors. To implement logic functions, the

designer provides the fabrication house with a list of con-

nections used to form gates. The main advantages of this

design methodology are the reduction in design time and cost.

Wafers can be stockpiled with all but the interconnect proc-

essing performed. Another advantage is that the designer

does not have to nmnage the placement and routing of the

basic transistors elements. Further, simulation of the cir-

cuit does not require the extraction of randomly placed cir-

cuit elements. Also, the fabrication house needs to
customize only a few steps--the contact mask and the metal

mask. The disadvantages are the reduction in chip density

and the increase in puopagation delay due to longer path

lengths [15].

The standard cell approach relies on libraries of existing

functional circuit components known as cells. The size and

complexity of these cells range from SSI circuits to LSI

circuits. Automatic placement and routing are the primary

tools used in standard cell design systems. The basic goal

of placement and routing tools is to minimize the data paths

which connect pins of different circuit components carrying [
the same signal. The advantages and disadvantages are simi-

lar to those of the gate array methodology [7].

Introduction 5 '



Symbolic layout systems and mask layout systems are both
used for the design of fully customed chips. The layout edi-

tors of both systems can either be specialized text editors,

which operate on the textual description of E1 design, or

specialized graphics editors, which operate on the graphical

representation of E1 design. The graphical representation

consists of different shaped objects which in the case of

mask layout systems, represent mask layers of a given process

technology such as metal, diffusion, polysilicon, etc. In

the case of symbolic layout systems the different shaped ob-

jects represent circuit elements such as transistors, wires,

contacts, etc. The textual description is the equivalent of

the graphical representation of a design. The textual rep-

resentation describes such features as shape, size, type,

position, etc. of objects in a graphical representation [6].

The advantage of mask layout systems over symbolic layout

systems is the flexibility offered to experienced designers.

Using mask layout systems, designers have control over the

exact layout of each of the elements of a VLSI chip. In

symbolic layout systems, the circuit elements are placed

relative to each other in a loose format. Compactor tools

are used after a design is completed to create the mask de-

scription file for fabrication. The compactor compresses and

expands the sizes and the distances of the circuit elements
to fit the design rules (minimum widths and distances of the

different mask layers) of a given process technology [ll].

Introduction 6



With the ever increasing complexity of VLSI chips, the

speed at which a functional circuit can be created is crucial

to productivity. In symbolic layout systems, the design

rules are transparent to the users. This reduces the number

of errors as compared to mask layout systems since the de-

signer can concentrate on capturing the circuit, which im-

plements the logic of the design, and not <x1 the tedious

details of the exacting geometries of the VLSI design. An-

other advantage of having the design rules transparent to the

user is the relative process independent nature of a design.

As mentioned in the previous paragraph, it is only in the

compaction step that the parameters of the process technology

must come into play. The compactor can read the process de-

pendent information such as design rules from a file known

as the technology file. These rules are then used to deter-

mine how the symbolic elements are compacted into the final

layout masks.

The tradeoff made by symbolic layout systems for the im-

provement in layout time over mask layout systems is in chip

size. Chips designed with symbolic layout editors are gen-

erally larger than chips hand-crafted with mask layout edi-

tors. Increase in chip size generally translates to increase

in distance between routed points, longer propagation delay,

higher resistance on signal paths, higher power consumption,

etc. The percent size difference between chips laid out with

symbolic layout systems and chips laid out with mask layout
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systems varies. The two main factors affecting this compar-

ison are the amount of experience a designer has with a lay-

out system and the compaction algorithm used in the compactor

of a symbolic layout system. It has been estimated that the

size of chips laid out with symbolic layout systems can be

improved after several redraw to obtain chips that are within

10 percent of chips laid out with mask layout systems [3].

Another advantage of symbolic layout systems is due to the

higher level of representation of VLSI circuits. With the

circuits represented in terms of transistors, wires, etc.,

the circuit characteristics can be extracted for the purpose

of simulation without as much difficulty as the extraction

of a circuit in the representation of mask layers. In the
extraction process of circuits represented in mask layers,

the extractor has to determine such informations as the size

and location of transistors by finding the area of overlap

between layers. This type of information is readily avail-

able i11 the database of symbolic layout systems. Some sym-

bolic layout systems maintain on-line information on circuit

connectivity, which reduces the work of the extractor. With

the simplification of circuit extraction, the interactive

simulation of layouts is possible since the extraction time

is reduced [1,4]. ;
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1.1.2 Verification Tools

Extractors and simulators are examples of Verification

tools. An extractor captures the physical characteristics

of the circuit such as size and connectivity of the circuit

elements. An example of an output from an extractor is a
SPICE input file. SPICE is a circuit simulation program.

The output of an extractor is a source of input for the sim-

ulator. The simulator produces timing diagrams which are

used to analyze the functionablity of the circuit [5].

Another example of a Verification tool is aa design rule

checker. Design rule checkers are used for verifying that a

mask layout satisfies all the minimum width and spacing rules

of a particular fabrication process. Unlike symbolic layout

systems, where the compactor makes sure that the layout sat-

isfies the design rules, design rule checkers are a necessity

for mask layout systems. In some cases, the design rule

checker is an integral part of the layout editor. An on-line

or interactive design rule checker Verifies each geometric

object as it is entered.

The rest of this thesis will be devoted to the description I
of PC-ICICLE, a mask layout editor. In the following chap- E
ter, different aspects of ICICLE will be examined. In Chap- 1

ter three, the modifications necessary for the successful 3
implementation of PC-ICICLE on the IBM PC will be discussed.

Some desirable extended capabilities which are presently not

Introduction 9



implemented in PC—ICICLE will be proposed in Chapter four.
Chapter five will conclude this thesis with a comparison in

performance between VAX-ICICLE and PC—ICICLE.

»
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2.0 ICICLE r

The design of VLSI circuits can be described as an art-

work, in which geometric patterns of different mask layers

of a VLSI process, when placed together in certain

topological manner, create the necessary gates and transis-

tors of a logic function. ICICLE is an interactive color

graphics mask layout editor which provides the user with the

necessary tools to create and manipulate geometric objects.

The purpose of ICICLE is to assist the designer in

producing a design file, which can be used by fabrication

houses to produce masks for a VLSI chip. The design file is

a text file which stores the design in a format known as an

intermediate form. The standardized intermediate form which

is used in ICICLE is known as the Caltech Intermediate Form

(CIF) [9,16]. A CIF file describes a VLSI circuit design in

terms of mask patterns. A CIF design file is updated after

each successful termination of the edit session. Circuits

in CIF files can be loaded back into ICICLE for further mod-

ifications.

Like a text editor, where alphanumeric characters are ma-

nipulated, a graphics editor allows the manipulation of

graphical elements with such commands as create, alter, move,

repeat (copy) and delete. A graphical element can either be

a geometric object, such as, circle, rectangle, polygon,

ICICLE 11
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etc., or a symbol, which is a collection of geometric ob-

jects.

When a design file is loaded into memory by ICICLE, a de-

sign database is created. The design database is an internal

representation of the design. There is a one-to-one corre-

spondence between the data structure used for the design da-

tabase and the CIF file format. There is a similar

correspondence between the graphical image of the circuit on

the color graphics monitor and the design database. As the

designer manipulates the graphical elements on the monitor,

the corresponding changes are reflected on the database. At

the end of each edit session, the design in the database is

converted and stored in a CIF design file.

g.1 HIEgARCHICAL DESIGN APPROACH

Since most VLSI circuits are large and complicated in na-

ture, ICICLE supports hierarchical design features, which

provide the designer with the necessary tools to permit the

division of a large design project into smaller, manageable

units known as blocks. The hierarchical structure of designs

created with ICICLE is analogous to the structure of a pro-

gram. In ICICLE, a symbol name is assigned to each group of

geometric objects which are topologically related in defining

a logical function. Each group is known as a definition.

This is similar to a subroutine in a program, where all the

ICICLE 12 Iä



statements in the subroutine are functionally related in such

a way so as to fulfill a task. Resembling subroutines, a

definition can be called by other definitions. However,

calling in a recursive fashion is not permitted. The equiv-

alent of the main program is the outermost definition of a

chip design. In ICICLE, the name, CIF-WORLD, is reserved for

this special definition, which can not be called by any other

definitions.

The hierarchical design structure of ICICLE provides de-

signers with a design methodology which is equivalent to

structured programming. This feature helps simplify the de-

sign of large VLSI circuits by allowing the designers to ap-

proach the design in a piecewise manner. The design can be
divided into several blocks, which in turn can be divided

down further into smaller blocks. Each block can be designed

relatively independent of other blocks after a floor plan for

the interface of control and data signals between the func-

tional blocks is developed. Another advantage of this fea-

ture is that for circuits that are repetitive in rmture,

human errors are reduced and the layout process is speeded

up.

2.2 CIF DESIGN FILES

E
Different CAD systems for VLSI usually have a different {

language in which circuits designed with the system

are1c1cLE13 {



stored and retrieved from mass storage units. The language

used by a system is a umans by which the different design

tools of the system communicate the description of the cir-

cuit design„ Each language usually has features for main-

taining information unique to its design system. If the
D

language used by the system is not compatible with any of the

languages accepted by a silicon foundry, the language must

be translated into an acceptable form.
i

There are generally two types of languages, mask de-

scription languages and circuit description languages. Mask

description languages provide the description of the circuit

in terms of geometric items which forms the patterns of the

mask layers. In the case of circuit description languages,

the design is described as a collection of transistors,

wires, contacts, etc. and the connectivity information be-

tween the circuit elements.

Silicon foundries do not need any knowledge of the circuit

being fabricated. The only information needed by pattern

generators for mask-making is the geometric patterns of the

different mask layers for the circuit. Thus, languages re-

quired by silicon foundries are mask description languages.

Designs created with symbolic layout editors are not gen-

erally saved as mask description language files. Circuit

description languages are used to maintain the actual circuit

topology and connectivity throughout the design process. The

circuit description language file is translated into mask

ICICLE 14



description language file when the layout is ready for fab-

rication. Examples of circuit description languages are

Intermediate Circuit Description Language (ICDL) of MULGA [l]

and A Better Circuit Description (ABCD) of VIVID [5].

The CIE format in which ICICLE stores its design files is

a mask description language. CIE design files define the

geometric patterns for the different mask layers in terms of

geometric primitives (objects), such as, boxes, polygons,

wires, and rounds. Each geometric primitive is described by

such quantifiers as size, position, mask layer, angle of ro-

tation, etc. These primitives can be grouped together as a.

definition and later be referenced by calls from other defi-

nitions. Presently, the only primitive supported by ICICLE

is the box. Nevertheless, complicated mask patterns can

still be created from the union of various size boxes,

CIE‘ files are readable sequential ASCII text files. De-

signers with knowledge of the CIE format can edit the CIE

design file directly with any text editor. However, this is

generally a tedious task. The textual description of the

geometric objects in CIE files does not assist designers in

visualizing the circuit elements of the design. Therefore, E
ICICLE provides designers with the facility to edit circuit ä
designsgraphically.CIE

files can be considered as one long continuous string

of ASCII characters, which forms statements that describes [
the geometry of the mask layers of a chip design.

Each1c1cLE15 i



statement begins with either an uppercase character, a deci-

mal digit or a left parenthesis, and is terminated by a

semicolon. A set of selected uppercase characters is used

to define the standard commands of the CIE language. All

lowercase characters, as well as, characters (comments) en-

closed within a pair of parentheses, are ignored. A decimal

digit at the begining of a statement designates the statement

as an user defined command. User defined commands are also

ignored by pattern generators.
‘ In CIE files, each definition is bounded kur a pair of

markers (commands), Definition Start (DS

#definition_number;) and Definition Finish (DE;), and as-

signed a unique number. Boxes (B #length #width

#center_point;) and Calls (C #def_num_called Mirror_XorY

#Rotate_point #Translate_point;), references to other defi-

nitions, of a definition must lie within the same pair of

definition markers. These markers are similar to BEGIN and

END in PASCAL. They group functionally related geometric

objects together under one unique definition number. Defi-

nition markers, unlike BEGIN and END, may not be nested in

any way; The hierarchical structure of the design is main-

tained in the calling structure. Boxes and calls that are

not bounded by a pair of definition markers are considered

part of the outermost definition, CIE-WORLD. A definition

must be called directly or indirectly by CIE—WORLD to become

ICICLE 16 ä
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(CIF 2.0 created by PC-ICICLE V1.0);(Date = 2/21/1987);(Txme = 21:51:35);_(User extension 9 15 ICICLE symbol name);(Process = NMOS)}(Lambda = Z50);(Resolution = 125i;
DS 36}9 MCELL }
LNI}(Layer NMOS Iplantl}(Box);

B 1500 4250 9250 7625;_ B 3000 1500 10000 10500}LND}(01ffusion);
B 1000 1000 19750 7000}

LNB;(Burled cut);B 1250 1000 3125 2750}
LNP}(Polysilicon)}

B 500 1000 15000 7000}
Lwhühßlh

B 7750 1000 14375 4500}B_6000 1000 17250 7000}LNC;(butt1ng Cut);
B 500 500 14750 7000}

DF; I

DS 37}9 MATCH }

ÜF;
DS 38}9 AMCEL }C 36 T 0 11750; _ _
LNP C 37;(Cal1 definition 837)}

B 500 6500 11000 10000}
DF} ·

DS Sl}9 HINV ;
DF;

(1(CIF·HORLD )}
1C 38 T 4250 0} ,

LNP C 51 R -1 0 MN T 45250 61500} I}
B 500 47750 8750 26125} ‘

LNM; I
1B 55000 1000 27500 3500}

EndFigure1. Example of a CIF File

ICICLE l7



a part of the chip that is finally fabricated. Figure 1 on
page 17 is an example of a CIF file.

Definition numbers are used in CIF files for referencing

definitions. Definition names are used in ICICLE as a con-

venient means by which the user can reference definitions.

However, definition names are not supported by standard CIF

version 2.0. Therefore, CIF files created by ICICLE incor-

porate a user command, "9 definition_name", which is used for
associating za definition with its given name. Only one de-

finition name command may be enclosed within each set of de-

finition markers. Since it is understood that the name of

the outermost definition is CHF—WORLD, no definition name

command is permitted external to the definition markers.

With the definition name command, it is possible for ICICLE

to preserve the names of the definitions from one edit ses-

sion to another. When definitions are loaded from CIF files

which do not support definition names, ICICLE uses the defi-

nition numbers to assign names to the definitions as they are

loaded into the database. Also, when the definition being

loaded duplicates an existing name, the definition number is

appended to the definition name to distinguish the defi-

nitions.

ICICLE 18
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2.3 DATA STRUCTURE

Three popular types of data structures used for organizing

two-dimensional objects are linear linked lists, adaptive

quad trees, and multidimensional binary trees. In designing

a data structure for a VLSI layout editor, one must consider

two primary factors: the efficiency of the structure for

performing all types of searches, and the amount of memory

required for both the implementation of the program and the

design database. Generally, one wishes to reduce the data-

base search time and the amount of memory required. However,

these are two conflicting interests. There is a tradeoff

between the speed and the memory size [2].

The main types of searching required for layout editors

are the search for one or more geometric objects that inter-

sect a given point and the search for all objects that belong

in a given window. The data structures of adaptive quad

trees and multidimensional binary trees were designed with

the objective of reducing the number of nodes (objects) vis-

ited during the search process. However, they require more

memory space than linear linked lists for the same problem

size. Refer to Figure 2 on page 20 on the amount cu? memory

required and the number of nodes searched by each of the

three structures for different problem size. Also, in the

following discussion of the three data structures, refer to

ICICLE 19
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Figure 3 on page 21, Figure 4 on page 22, and Figure 5 on

page 23.

A linear linked list is a sequential list of nodes, where

each node contains information about an element of the list,

and one or more pointers to neighboring nodes in the list.

A singly linked list has nodes which contain only one

pointer. Every pointer in singly linked lists point to the

next node down the list. The pointer field of the last node

in the list is terminated with the value 'nil', signaling the

end of the list. For a doubly linked list, an extra pointer

field in each node provides a backward link for the list.

The forward pointers are used to guide search processes down

the nodes of a list, while the backward pointers are useful

during insertion and deletion processes. When ii: is not

necessary to reference more than one node previous to the

current node, the doubly linked list structure should not be

used because of the extra memory needed for each backward

pointer [14].

A search process terminates either when the element of

interest is found or when all the elements are examined.

Linked lists have the worst search performance in terms of

number of nodes visited among the three data structures used

for organizing two-dimensional objects. The reason is due

to the difficulty of arranging two-dimensional objects in a

list with any form of ordering. Therefore, the objects are I
added into the list with no particular ordering. They

areICICLE24



usually added at the root of the linked list„ To search
through any list whidh has no ordering, the search process

must sequentially examine each and every node down the list.

For example, in the search for all objects that belong in a

given region, every node in the linked list must be examined

for objects that intersect the region. Linked lists do not

provide any spatial partitioning of the two—dimensional

search space for organizing the geometric objects. This

causes searches to be particularly slow. The quad tree and

multidimensional tree overcome this difficulty but does

present a tradeoff between memory size and speed.

The root node of a quad tree represents the rectangular

area of the largest possible chip which can be designed with

the umchine on which the layout editor is implemented. All

geometric objects created with the layout editor are placed

under this root node. As in the case of an adaptive quad

tree, when the number of objects under a node exceeds a pre-

defined limit, the rectangle represented by the node is par-

titioned into four equally sized quadrants (nodes) by

dividing each side of the rectangle in half. The objects

under the parent node are partly redistributed among the four

child nodes. Objects falling entirely into one of the four

quadrants are placed under the respective node of the quad-

rant. Any other objects which intersects more than one

quadrant are placed under the parent node. Each of child

mass can further be aivided into four smaller quadrants. E1c1cL.E 25 }



Since some of the quadrants satisfy the criteria before oth-

ers, the branches do not necessary have the same lengths.

Each quadrant, which is not divided further, is a leaf node.

All other quadrants are known as branch nodes and are divided

into four smaller quadrants. Every new object added to the

database is placed under an appropriate node [2].

Every node in the adaptive quad tree structure has a list

of geometric objects which belong in the quadrant of the re-

spective node. These lists are implemented in the same way

as linear linked lists. Therefore, the performance of the

search. process through these lists is equivalent 1x> the

search process of any other linear linked lists. However,

for a large number of objects, the number of nodes visited

during the search process through an adaptive quad tree is

much fewer than that of a linear linked list. As the search

process traverses down a branch of the tree, objects on other

branches of the tree can be eliminated from the search space

without visiting those objects [2].

As mentioned previously, there is a tradeoff for the ad-

vantage in search speed. More memory is required by E1 quad

tree than by a linked list. There are two basic data struc-

tures required in an adaptive quad tree. One of the struc-

tures is the linked list as discussed before. The extra

memory required by E1 quad tree is used for the creation of

the tree structure. Each node of the tree consists of five
pointers and an integer. If the node is a branch node, four
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of the five pointers are used to point to the four child

nodes. Otherwise, if the node is a leaf node, the four

pointers are set to 'nil'. The last pointer points to the

list of objects belonging to the node. The integer serves

as a counter for the number of objects in a leaf node. When

the number reaches a given limit for the adaptive quad tree,

the parent node generates four new leaf nodes and the objects

in the parent node are redistributed among the leaf nodes.

As the maximum number of objects which may reside 511 a leaf

node decreases, more memory is needed to accommodate the in-

crease in the size of the tree as a result of the increase

in the number of leaf nodes [2].

The number of nodes searched using an adaptive quad tree

is dependent upon two factors: the number of objects in the

tree and the maximum number of objects which may reside in a

node. It is obvious that when the number of objects i11 the

tree increases, the number of nodes which have to be searched

increases. When the maximum number of objects which may re-

side in a node increases, the number of nodes that are

searched increases because the tree structure is smaller. 1
Since the tree structure would not contribute as much in the ä

search process most of the searching will be on the linked

lists. When the total number of objects in the tree islessthan

the maximum number of objects which may reside in a

node, the performance of the search process is equivalent to

that of a linear linked list.
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Multidimensional (k—d) binary trees for layout editors are

designed strictly for use with rectangular objects with sides

parallel to the axes. The organization of the objects is

based on dividing the search space with the edges of the

rectangles. As the name of the tree implies, each node of

the tree has two pointers. Each pointer points to each half

of the space divided by one of the edges of the rectangle

stored in the node. The tree rotates the use of one of the

four sides of a rectangle in a circular fashion as it goes

down each level. For example, at the first level, the left

edge of the rectangle stored in the root node would be used

to divide the space into a left half and a right half. The

left node under the root node contains a rectangle whose left

edge falls on the left half of the space divided by the root

node. The opposite is true for the right node. On the second

level, each of the lower edges of the rectangles in the two

nodes below the root node divides its half of the space into

two, a lower half and a upper half. The right edge would be

used on the third level and the upper edge would be used on

the fourth level. The same ordering of the edges would be

repeated every four levels. See Figure 5 on page 23 [2]. Ä

Each node in the tree contains two pointers, four integers E

defining the rectangle in the node, and two pairs of bounding E

integers. Each pair of bounding integers applies only to one j

branch of the tree. It provides the upper and lower

one-dimensionalbounds on all rectangles under the particular
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branch of the tree. The previous level provides the bounds

for the other dimension. This information ij; useful for

cutting off unnecessary searches down a branch of a tree.

However, this requires at least twice as much memory as

linked lists. From Figure 2 on page 20, it is shown that the

number of nodes visited by search algorithms using binary

tree is tremendously reduced as compared to searches using

linked lists and quad trees [2].

Before k-d trees can be accepted as the ideal data struc-

ture for layout editors, they need further study. The data

presented in Figure 2 on page 20 is misleading. It is the

result of searches into a well balanced k-d tree. Such an

optimal tree could only have been the result of preprocessing

a given list of rectangles as they are loaded into the data-

base or balancing the tree when certain percentage of the

nodes become unbalanced. The way branches of a k-d tree grow

is dependent upon the order in which the rectangles were en-

tered into the database. In an interactive layout editor

environment, rectangles are entered into the database in a

random fashion and circuit designs usually grow away from the

origin. In such an environment, the tree can easily grow in

a lopsided manner in which case, the amount of time spent on

balancing the tree increases or else the average number of

nodes searched increases.

In comparing the search performance of different data

structures for layout editors, it is not sufficient to base
P
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the analysis solely upon the number of nodes visited„ This E
is because some data structures designed to reduce the number E

of nodes visited are more difficult to implement and require i

more memory for both the executable code as well as the da- {

tabase itself. Thus, analysis based on the amount of exe-

cution time required for the search is a better criteria for

performance measurements.

The basic data structure used in ICICLE is the linear

linked list. Among the data structures discussed, this is

the simplest structure to implement, making programs shorter

and..faster 511 general for short lists. Since the response

time of a search through a linear linked list is intolerable

for very long lists, users of ICICLE should refrain from

creating large number of boxes on the same layer in a defi-

nition. Generally, ICICLE users do not need to be concerned

with the exact number of boxes that have been created„ By

examining some of the designs created with ICICLE, it has

been observed that on the average, the total number of boxes

in a definition is below 100. This is due to the hierarchical

design capability provided with ICICLE. With the hierarchi-

cal capability, large design problems can be solved in small

manageable units. These small units are implemented 511 de-

finitions and are later combined through calls to solve the

overall design problem. Thus, each definitmmn is usually

reasonable 511 size. From observation, the performance of
5
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PC-ICICLE becomes unreasonable for lists with over ZOO ele-
ments.

Aside from the fact that it makes the implementation of

PC-ICICLE easier, the linear linked list structure was main-

tained in PC-ICICLE mainly because of the low memory usage

by databases created with linked lists. The low memory usage

becomes a very important factor in the performance of

PC-ICICLE when the size of the design exceeds the memory

limits of the PC. A lower memory usage means that a larger

design can be stored in memory than a database which uses a
data structure with a larger memory usage. Since it is one

of the objective of this thesis project to implement ICICLE

on the PC without limiting its capability to the design of

small circuits, it is necessary to store part of the design

in a temporary file when the memory limit is reached. As one

knows very well, an access to a disk drive is very much slower

than aui access to RAM memory. Thus, since accesses to disk

drives should be avoided as rmuüx as possible, the linear

linked list structure is the best choice for implementing the

database of PC-ICICLE because a database with a lower memory

usage would have a larger portion of its design in memory

than a database with a larger memory usage storing the same

design.

There are six types of linked lists used in the database

of ICICLE. They are: the definition list, the layer list, '
the call list, the callby list, the free list, and the map

i

1
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list. Every node in each of the lists uses a block of memory.

There are seven types of memory blocks: the definition header

block, the layer header block, the call block, the callby

block, the object block, the map block and the free block.

The map list is created and used only during the loading of
F

definitions from a file. Map blocks are placed on the free

list and used as free blocks after the loading process.

There exist only one definition list and one free list in

the whole database of ICICLE. Refer to the pictorial form

of the data structures of ICICLE in Figure 6 on page 33. The

free list is a list of all the unused memory blocks available

for the database of ICICLE. There are twelve layer lists,

one call list and one callby list in every definition. To

access its twelve layer lists, the definition points to the

layer header block, which has twelve pointers to the first

object block of each of the layer lists. Each of the six

types of linked list in ICICLE will be discussed further in

the following sections.

2.3.1 Definition List

There exists one list for all definitions in the database

of ICICLE. Each node of the definition list has a definition

header block. Each definition. header block contains a

pointer to the next definition header block, the definition

name, the definition number, the bounding box, a layer header
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pointer, a pointer to the call list, and a pointer to the

callby list. The bounding box is the smallest box which en-

closes all the objects in the definition, as well as, all the

boxes in all the calls made to other definitions. The layer

header pointer points to the layer header block which con-

tains twelve pointers, each pointing to a layer list.

2.3.2 Layer List

There exist twelve layer lists for each definition.

ICICLE, presently, directly supports only the single metal

layer NMOS technology. ICICLE can easily be modified to

support any fabrication technology with up to twelve layers.

ICICLE can also be modified to support any technology with

more than twelve layers. However, any number over twelve

would drastically increase the memory usage. This is due to

the technique used by the memory management system in ICICLE.

The memory management system will be discussed later.

The mask layers of the single metal layer NMOS technology

are diffusion, polysilicon, metal, implant, contact cut,

buried contact and overglass. The other five layer lists

available in each definition of ICICLE are named V, W, X, Y

and Z, which can be used for any purpose that suits the de-

signer. However, they should not be included in the final

NMGS CIF file that is sent for fabrication, since they are

not valid NMOS mask layer names.
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Each layer list consists of all object blocks belonging

to that specific layer of the definition. Each object block

contains a pointer to the next object block, an identifier

for the object type, a general purpose flag, the lower left

and the upper right coordinates of a box or a bounding box,

the angle at which the box is rotated, and either a second

box with its angle of rotation or a text of 24 characters.

ICICLE does not support the use of objects other than

boxes. The data structure of the object block is defined for

use as a storage medium for two rectangular boxes or a string

of 24 characters and the bounding box around the characters.

However, the capabilities to enter text for labeling parts

of the circuit layout, store two boxes instead of one, and

specify an angle of rotation for a box have not been imple-

mented. The general purpose flag is not utilized at the mo-

ment. The identifier for the object type of the object block

is a marker to identify the usage of the object block for

either boxes or text.

2.3.3 Call List

Each definition has one call list. The call list is a list

of all calls made by the definition to other definitions.

Each call block contains a pointer to the next call block, a

bounding box, a transformation vector and a pointer to the

definition being called. The transformation vector defines
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the orientation of the definition being called after it has

been rotated, mirrored and moved. The bounding box is the

smallest rectangle which defines the location of the defi-

nition being called with respect to the origin of the present

definition. The bounding box is calculated by applying the

transformation vector to the original bounding box of the

definition called.

2.3.4 callby List

Each definition has a callby list. A callby list is used

for locating all definitions that call on the definition un-

der which the list is found. A callby block contains a

pointer to the next callby block in the list and eleven

pointers, each pointing to a definition which calls on this

definition. Each of the definition pointers in the callby

list is unique. Although a definition may call another de-

finition several times, only one pointer to the definition

doing the calling will exist in the callby list of the defi-

nition being called. There may be more than eleven different

definitions calling on a definition, in which case, another

callby block would be needed in the callby list. :
The purpose of the callby list is to simplify the search :

for all definitions affected by the modifications on the :
current definition. Any modifications made on one definition 3
could affect the bounding boxes of all calls made to that “
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definition, which reflects on the bounding boxes of all de-

finitions making the call. The reason for maintaining

bounding boxes is that the use of bounding boxes reduces the

amount of searching required to find all boxes that need to

be displayed on the graphics monitor. If no part of the outer

boundary of a called definition falls in.the window of the

current display, then it is not necessary to examine any of

the boxes in the called definition for boxes that might be-

long in the window.

2.3.5 Free List

ICICLE allocates memory for design data in small quantized

units known as blocks. When either a box, a call, or aa de-

finition is deleted, the memory blocks are not deallocated

and returned back to the operating system for general use.

Instead, ICICLE places the blocks onto the free list. When

a block is needed, the free list is checked first before al-

locating more memory blocks from the system. Each block on

the free list needs only a pointer to the next free block.

For more information, refer to the section on memory manage-

ment later in this chapter.
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2.3.6 Mag List

When definitions are loaded from CIE files, a map list is

created to process the definition numbers used in CIE files.

Definition numbers in CIE files are used by one definition

in calling another definition and are, therefore, unique.

However, they may duplicate some numbers that are already in

use by definitions existing in the database of ICICLE. The

possibility of this occurs during the merging of two CIE

files. Hence, during the loading of definitions from E1 CIE

file, it is necessary to distinguish the existing definitions

from the definitions that are currently being loaded. After

all the definitions are loaded, the definition numbers are
reassigned to preserve their uniqueness and the map list is

discarded„ .A map block contains a pointer to the next map

block, a pointer to the definition header, the definition

number and the definition name.

2.4 MEMO_IgY MANAGEMENT

Ln a system such as ICICLE, where there is a heavy usage

of memory for data, it is important that the memory be uti-

lized efficiently. .A simple memory management system was

incorporated into the design of ICICLE for managing the un-

used memories which have been allocated to ICICLE from the
operating system.ICICLE 38



As mentioned previously, memories allocated to ICICLE are

in units known as blocks. Each block of memory can be used

for any block type in the data structure. Thus, all blocks

of memory used in the database of ICICLE are of the same size.

The size of all blocks is determined by the maximum amount

of memory required by any one of the seven block types.

On the VAX system, an integer is 4 bytes, a pointer is 4

bytes, a real number (floating point) is 4 bytes and a char-

acter is 1 byte. After calculating the number of bytes re-

quired by each of the block types, it was found that the

number of bytes required by the largest block type is 48

bytes. Thus, for a VAX system, a block is defined as a memory

unit of 48 bytes.

Among the block types, only map blocks and free blocks

require less than 48 bytes. A map block requires only 24

bytes and a free block requires only 4 bytes. This means that

whenever a block of memory is allocated to ICICLE for use as

a map block, 24 bytes are wasted. This is not significant

because map blocks are used only during the loading of CIF

files and the total number of map blocks needed is small

compared to the total number of blocks needed for the data-

base of the circuit layout. Only one map block is created

for each definition being loaded. The blocks on the map list

are released to ICICLE for use as any other type of block

after a CIF file is loaded. E
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The memory management system consists basically of the

free list. The free list is used for the collection of' all

unused memory blocks allocated to ICICLE. Whenever ICICLE

needs a block, it first checks if there are any free blocks

available on the free list. If there are no blocks on the

free list, ICICLE allocates memory blocks from the operating

system. For the purpose of creating an efficient memory

management system, the block types are not declared mutually

exclusive of one another. A general block type is declared,

so that a block can be used as any node in the data structure

of ICICLE. Also, only one free list needs to be maintained.

Since all memory blocks are of the same size and are not re-

turned to the operating system, the memory space is prevented

from fragmenting into small pieces of unusable space.

If mutually exclusive block types were declared for each

type of list, then it would have been necessary to maintain

a different free list for each of the different block types.

This is because the different block types might have differ-

ent block sizes and pointers for each of the different lists

would be different. For example, an object block pointer

would not be permitted to point to a block declared as a call

block. In PASCAL, a pointer is restricted to point to the

record type which it is declared to point to. This prevents

the overwriting of information in memory.

The general block type in ICICLE is declared as a variant

record, so that all memory blocks are of the same size and
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can be used for any of the seven block types. Allpointersin

ICICLE are declared as pointers to the general block type. Ü

In other words, a pointer may point to any of the seven block I

types [12].E

[

ä

ICICLE 41



3.0 MODIFICATIONS OF ICICLE

Since ii: is not the intention of this thesis to write a
totally new integrated circuit layout editor, PC-ICICLE is

developed from the original version of ICICLE. All files of

ICICLE which are written in PASCAL were transferred from the
VAX mainframe to the PC.

Modifications made to ICICLE during its implementation on

the IT! can be grouped into three different categories. The

first task performed while implementing PC-ICICLE was to make

several basic modifications necessary to execute ICICLE on

the PC. After the first task was completed, PC-ICICLE was

modified so that it could be used for designing larger VLSI

chips. Finally, other modifications were made to improve

ICICLE's performance on the PC.

3.1 BASIC MODIFICATIONS

The main areas which required basic modifications neces-

sary to implement ICICLE on the IBM PC were the device de- I
pendent I/O drivers, the differences in syntax between VAX 1

V
PASCAL and Nücrosoft (MS) PASCAL, and the replacement of l

FORTRAN procedures, VAX MACRO-ll assembly routines and CORE T

Graphics routines in ICICLE with either MS PASCAL or MACRO “86/88.Modifications of ICICLE 42



3.1.1 PASCAL Sgecifics

After all of ICICLE's PASCAL files were transferred down

to the PC, the files were compiled individually. All compi-

latidn errors were corrected as they were found. These er-
~

rors were mainly minor differences between the syntax used

in VAX PASCAL and that of MS PASCAL.

One of the differences between the two implementations of

PASCAL :is the size of an integer variable. VAX PASCAL uses

four-byte integers, while the default for MS PASCAL is two

bytes. The integer size determines the maximum physical size

of a VLSI chip which can be designed with ICICLE. The

smallest unit of measurement for distance in ICICLE is one

hundredth of a uücron. Therefore, using two-byte integers

would restrict the largest chip which can be designed with

ICICLE to be 655.35 microns by 655.35 microns. For a chip

size of one half centimeter square, at least 19 bits are re-

quired for each integer. In MS PASCAL, integer variables can

be declared as four bytes. Most integer variables in

PC-ICICLE are declared as four bytes. Integer variables

which do not need four bytes of precision are declared as two

bytes in order to save memory space. This is especially im-

portant for database variables.

File management procedures are different in the two PASCAL

compilers. The necessary modifications were relatively

straight forwamd. All the procedure names used to access
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sequential files had to be changed to those compatible with

MS PASCAL and the declarations for sequential ASCII text

files were changed from FILE OF CHAR to TEXT type.

In VAX-ICICLE, all file-oriented routines are called

through procedures in ICEIOOPEN.PAS. Almost all procedures

in ICEIOOPEN.PAS have only one or two lines. Calls to the

file-oriented procedures are eliminated and replaced with

direct calls to MS PASCAL's file-oriented procedures: ASSIGN,

RESET, REWRITE, SEEK, and CLOSE. The procedures eliminated

from ICECIOOPEN.PAS are open_write_cc, open_read_cc,

close_file, initialize_out and close_out.

In standard PASCAL, all routines including the main pro-

gram umst be compiled in one file. There are no provisions

for permitting a program to be divided into separate small

files which are compiled individually and linked together to

form the executable file. Maintaining small files keeps the

compile time to a reasonable level. The whole program does

not need to be recompiled when a small change is made. Only

the files in which changes are made, need to be recompiled.

Most PASCAL compilers however support some manner by which

the programmer can create a program from a group of individ-

ually compileable files. The most common method, although

not a standard part of PASCAL, is the use of modules. MS

PASCAL supports two methods, modules and units. In both

cases, one of the files must be the main program, while the i

rest are either modules or units. Figure 7 and Figure 8 on Q
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(* This is the main program file. *)
PROGRAM main_program (INPUT, OUTPUT);
TYPE

nametype = PACKED ARRAY [1..10) OF CHAR;addrtype = PACKED ARRAY [1..40) OF CHAR;filetype = TEXT;
VAR _

addrbook [PUBLIC] : filetypesstudent : nametype;residence : addrtype;
PROCEDURE display_address (home : addrtype) [EXTERN];
PROCEDURE display_name (name : nametype);
BEGIN
NRITELN (addrbook, name);
END;
BEGIN
student := 'John Doe '; _
residence := '320 North Main St., Blacksburg, VA Z4D60'$display_name (student);display_address (residence);
END. _

(ä This is the module file. *)
MODULE module_name;
TYPE

addrtype = PACKED ARRAY [1..40] OF CHAR;filetype = TEXT;
VAR _

addrbook [EXTERN] : filetype;
PROCEDURE display_address (home : addrtype) [PUBLIC];
BEGIN
NRITELN (addrbook, home);
END;
END.

Notice that the procedure, display_addrees, is deelared twice in thepregram. It is declared_PUBLIC in the f;le containing the module 1n_which the_eroecedure is implemented and is declared EXTERN in the mainprogram fi e in which the procedure_1s used. The comäiler uses theexternal declaratien for type ehecking the usage of t e procedure inthe main program file. Thus, if the external eclaration does notmatch_the ac ual declaration in the module, neither the compiler northe linker would detect the error. The linker simply has a symboltable of names and values asseciated with the names. No informationabout the declaractlon is available in the symbol table. Notice alsothat the global variable, addrbook, and global types, addrtype andfiletype, are also declared twice.

Figure 7. Example of Program Implemented with a Module
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(* This is the interface file, DECLARE.INF. It contains all thedeclarations needed by both the implementation of the unit aswell as the mein program using the declarations found in theunit. This file is included at the top of all files using theunit as well as the file eontaining the implementation of theunit. This way, the compiler will be using the same copy ofthe declarations found in the unit. Thus, if the declarationis every changed, the compiler would detect any inconsistentusage. *1
INTERFACE; .
UNIT declare_inf (addrtype, addrbook, display_address1;
TYPE

addrtype = PACKED ARRAY [1..401 OF CHAR;
VAR

addrbook : TEXT;
PROCEOURE display_address (home : addrtype);
END;

(* This is main program which uses the declaractions found_in_theunit, declare_1n . _Notice that the nit, declare_inf, is insertedat the top of the file. *1
(* $INCLUDE:'declare.inf* *1

A PROGRAM main__program (INPUT, OUTPUT1;
USES dec1are_inf;
TYPE

nametype = PACKED ARRAY [1..10] OF CHAR;
VAR

student : nametype;residence : addrtype;
PROCEDURE display_name (name : nametype1;
BEGIN
NRITELN (addrbook, name);END;
BEGIN
student := 'John Doe '; _
residence := *320 North Main St., Blacksburg, VA 24060*;display_name (student);display_address (residence);END.

(* This is the file containing the implementation of the unit,declare_inf. Notice that no declarations are needed fordisplay address, heme, and addrbeok. The declarations are foundthe unit, declare inf, which is inserted at the top of thisimplementation file. *1
(* $INCLUDE:'dec1are.inf* *1 .
IMPLEMENTATION OF declare_inf;
PROCEDURE display_address;
BEGIN INRITELN (addrbook, home); ‘
END; jsun. t

Figure 8. Example of Program Implemented with an Unit
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page 45 are examples of a program written in two different

ways. The first example illustrates how a program would bm

written using a module. The second example is the same pro-

gram written with an unit.

Although the use of modules is more common and the changes

necessary tx: convert from VAX PASCAL's syntax for modules

which is used in VAX-ICICLE to MS PASCAL's syntax for modules

are simple, units were used instead for the implementation

of PC-ICICLE. The use of units forces a structural approach

to the way the procedures in the different files are refer-

enced.

.There are two parts to a unit, the interface and the im-

plementation. The interface of a unit contains the declara-

tion of all global constants, types, variables and procedures

in a unit. The implementation of a unit contains the actual

code of the procedures and variables declared in the inter-

face, and all local constants, types, variables and proce-

dures. The interface file of za unit is inserted at the

beginning of both the implementation of the unit and all im-

plementations and programs which use any of the declarations

in the unit. Since there exists only one copy of the inter-

face file for each unit in a program, the usage of the dec-

larations in the interface file will be consistent throughout

the whole program. When a declaration in an interface is

modified, all implementations using the interface are af-

E
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fected„ Thus, the compiler can detect any misusage of the

declarations as defined in the interface.

In the case of modules, global variables and procedures

need to be declared in all modules which use them. The dec-

larations have the '[PUBLIC]’ attribute when they are de-

clared in the file in which they will actually be found. In

the files in which they will be used, the '[EXTERN]' attri-

bute is used. Global variables and procedures in modules can

accidentally be declared in different ways in each of the

files. In the example on the use of modules, the external

declaration of the procedure 'display_address' in the file

of the main program can mismatch the actual declaration of

the procedure in the module. If for some reason there are

two parameters in the external declaration of the procedure

in the file of the main program, instead of one as shown in

the declaration of the procedure in the module, the compiler

will expect two parameters to be passed wherever the proce-

dure zis used in the file of the main program. The compiler

has no information on the actual number of parameters, as

well as, the parameter types, required by the code of the

procedure. Since the compiler relies solely on the external

declarations at the top of the file, it cannot detect any

error where the external declaration does not match the pub-

lic declaration.

The compiler creates a symbol table of all public vari-

ables and procedures in a compileable file, as well as, the
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locations 511 the object code where external variables and

procedures are used. The linker uses the symbol tables in

all the object files to resolve all externally defined vari-

ables and procedures. The symbol tables, however, are not

sufficient for the linker to detect any inconsistency in the

global declarations used throughout the program. Inconsist-

encies in the global declarations result in bugs which are

usually very difficult to locate. Therefore, whenever, a

public declaration. is modified, all appropriate external

declarations must also be modified.

The remaining compile-time modifications involve changes

in ICICLE code originally written in FORTRAN and VAX assem-

bly.

3.1.2 FORTRAN and Macno—11 Files

It was decided at the start of the implementation of

PC-ICICLE that all procedures should be written either in

Microsoft's PASCAL or Macro-88/86 assembly language. Hence,

all procedures written in FORTRAN and Macro-ll assembly lan-

guage were rewritten„ This includes the CORE Graphics li-

brary routines used by ICICLE. The routines written to

replace the CORE Graphics routines will be discussed in the

section on the color graphics monitor and adapter of the PC.

The four Macro—ll procedures used by ICICLE are traw,

tcooked, tgetc and tchecki. Traw and tcooked are used to
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initialize and reset the terminal at the beginning and at the

end of each session. They are not needed for the IBM color

graphics monitor and adapter. However, procedures are needed

to set the adapter to either the color mode or the text mode.

Two procedures, colormod and textmode, are written in

Mecro—86 for this purpose. Tgetc gets a character from the

terminal and tchecki checks for the existence of a character

frmm an optional input device. Get_code and checkey are
l

written in Macro-86 to replace tgetc. Get_code returns the

character representing the key pressed on the keyboard. If

no key was pressed, then get_code waits till a key is pressed

and returns the corresponding character of the key. Checkey

does not wait for a key to be pressed. If no key was pressed,

checkey returns a flag. Otherwise, the character of the key

is returned. Since no alternate input device is pmesently

available for PC-ICICLE, the tchecki routine is eliminated.

There are two FORTRAN files in ICICLE, ICEFORIO.FOR and

PLOTREAD.FOR. In.ICEFORIO.FOR, there are three procedures,

req_filespec, valid_filespec and call_exit. They are called

only by req_editfile, check_filespec and immediate_abort in

ICEIOOPEN.PAS. MS PASCAL provides some extended features

which permit the procedures in ICEFORIO.FOR to be implemented

in PASCAL. Req_editfile and check_filespec are rewritten

with no calls to any FORTRAN procedures. Req_editfile and

check_filespec are now part of ICESERV.PAS. The MS PASCAL

precedure, abort, is used in place of immediate_abort. In

Meairieatiene er 1c1cL.E 50

Url



PLOTREAD.FOR, the only procedure is setupplot. This proce-

dure is used by the optional output driver for initializing

the plotter. This procedure will be ignored till it is time

to install the plotter routines.

3.1.3 Alternate Ingut and Outgut Devices

ICICLE is provided with the capabilities of entering com-

mands and displaying VLSI circuits to and from devices other

than the keyboard and the color graphics display. Since

these are optional features, they are not critical for the

usage of ICICLE. Hence, the installation of these drivers

will be deferred until the basic portion of ICICLE is exe-

cuting properly on the PC.

The two device drivers available with, VAX-ICICLE are

PLOTDRIVE.PAS and, INDRIVE.PAS. They are for the HP722l

plotter and the Sumagraphics Bit Pad. PLOTDRIVE.PAS accesses

library routines from the CORE Graphics System to operate the

plotter. Since these routines are not available on the PC

and since the drivers will not be installed presently,

PLOTDRIVE.PAS and INDRIVE.PAS are replaced by PLOTDUMY.PAS

and INDUMMY.PAS, respectively. PLOTDUMY.PAS and INDUMMY.PAS

are skeletal versions of the original drivers. Therefore,

the routines in the dummy files perform no function. E

J
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The support of plotters is discussed in this chapter and

the support of pointer devices is discussed in the next

chapter.

3.1.4 Color Graghics Monitor

The color graphics display for a PC functions quite dif-

ferently from color graphics terminals used with VAX-ICICLE.

For a terminal, ICICLE is required to send control sequences

through a serial port. The processor in the terminal inter-

prets each sequence and performs the desired operation. In

the case of aa PC, the main processor, which executes the

ICICLE code, also has to control what is actually displayed

on the monitor. This single processor system does not de-

grade the performance of ICICLE in any way. In fact, the

speed of graphics display is enhanced a few fold. This is

due to the elimination of the coding and decoding of the

control sequences.

The IBM color graphics adapter can be operated in serveral

different modes. In the color graphics mode, a maximum re-

solution of 320 by 200 pixels can be displayed on the moni-

tor. Each pixel on the monitor is mapped onto the memory on

the adapter. There are only 16K bytes of memory on the color

graphics adapter. Therefore, each pixel can only be repres-

ented by a maximum of two bits. Hence, only four colors can

be displayed at any moment when the adapter is in this mode.
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Other color graphics adapters are available with higher re-

solutions and larger color selections [19,21]. Presently,

the only graphics routines written are those written to sup-

port the IBM Color Graphics Adapter and Display.

The IBM color monitor receives four signal lines from the

adapter for defining the color of a pixel. This permits the

monitor to display a maximum of sixteen colors. However, the

maximum number of colors which can be displayed at any moment

is dependent on the setup of the adapter. In the color al-

phanumeric mode, all sixteen colors can be used. Each char-

acter of the 25x8O character screen needs two bytes, one byte

for the ASCII code and the second byte for defining the col-

ors of the character and the background. In the color

graphics mode, the programmer has a choice of two palettes

of four colors each. One of the four colors in both cases

is the background color, which can be chosen from the set of

sixteen colors. The default colors were used for ICICLE, E
where the background color is black and the other three col-
ors are cyan, magenta and white. Since only three colors

areactuallyavailable for entities drawn by ICICLE, dashed and

dotted lines are used along with solid lines to distinguish

the twelve different layers in the outline mode. In the fill

mode, combination of colors, as well as solid colors, are

used.

To write to a jpixel on the color display, the main

processor on the PC has to write to the memory on the color
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graphics adapter. The color graphics adapter has a CRT con-

troller chip which takes each pixel information off the mem-

ory it shares with the main processor and sends the necessary

information to the color monitor. The way it interpretes the

information in memory is dependent on the setup of the

adapter.

The IBM color graphics adapter does not support a graphics

cursor. The cursor had to be implemented in software. A

cursor must be able to move swiftly across the screen. It

must also be easily distinguishable from the rest of the

other items on the screen. To accomplish this, the

exclusive-ORing (XOR) of colors technique is used to draw the

cursor and the two points enter by the user. The color of a

pixel is not lost with this method. XORing one color with a

second color will produce a third color. XORing the third

color with the second color will get the first color back.

Therefore, as a cursor moves from one point to another, the

previous color of a point does not have to be regenerated by

traversing through all the objects in the present definition.

_This speeds up the cursor movement quite a few fold. This

technique also prevents the cursor from being buried in a

color which is the same as that of the cursor. The cursor

and the two points are always erased off the screen after a

command is entered. This prevents them from being written

over. After the command is executed, the cursor and the two
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points are redrawn on the screen before prompting for the

next command.

A different technique is used for displaying the VLSI

circuit elements. Because there are only three colors to

select from, the XOR technique would cause a bit of confusion
and thus, a method called the SET technique is used to draw

the circuit elements. The SET technique draws one color over

another. The information on the previous color is lost.

Therefore, whenever an object is deleted, the database is

searched for objects which intersect the area defined by the

object deleted from the screen of the monitor.

As mentioned before, to distinguish the twelve layers in

ICICLE using three colors, different line patterns and color

patterns are used.

Four routines were written in Macro—86 assembly to do the

drawing on the color monitor by writing to the memory on the

color adapter. These routines are setfbox, setlbox, setline

and xorline. Setfbox draws a box at a specified location

with the interior of the box filled with a specific color

pattern and setlbox outlines a box with a line pattern on the

border of the box. Setline draws a line with a specific line

pattern and xorline draws a line using the XOR technique

[20].

The IBM color graphics adapter defines the upper left ,

corner of the monitor as the origin. However, the coordinate E
system used by ICICLE defines the lower left corner as the E
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I
origin. Therefore, a transformation is required before 1

calling the assembly routines to draw on the PC monitor.

3.1.5 Interactive Text Monitor

ICICLE ij; actually written for an environment with two

monitors, a color graphics monitor and a text monitor. The

color graphics monitor is used for displaying the VLSI cir-

cuit and the cursor positions. The text monitor is used for

displaying the commands entered, prompting the user for more

information and displaying all information requested by the

user about the status of the design. The VAX-ICICLE has been

used on one monitor VAX GIGI (VK—lOO) terminals. This is

implemented by having the text displayed on the last line of

the screen.

Since the full screen is used for graphics on the GIGI

terminal, the text had to be vmitten over the last 20 rows

of pixels. This is corrected on the PC version. Instead of

using all 200 pixels ixx the vertical direction, only 191

pixels are used. Each character is defined by a bit map of

8 by 8 pixels. Therefore, with only 320 pixels in the hori-

zontal direction, a maximum of 40 characters can be displayed

on one line. Actually, only 39 characters are written on the

line. This is because the 40th character would cause the 1
screen to scroll up. Carriage return is used to move the text

E
cursor to the beginning of the line. Line feed is used, f
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whenever the screen is redisplayed, to move the cursor to the

bottom of the screen before any graphics is drawn.

The upper right corner of the color monitor is used by

VAX-ICICLE for displaying the position of the last point en-

tered and the distance between the last entered point and the

current cursor position. In most cases, designers do not

need both pieces of information at the same time. To maxi-
mize the screen space for graphics usage and since the line

for text is not used when a cursor is moved and when a point

is placed, it was decided that the line should be used to

display the absolute position of the cursor when a point is

entered and the relative position of the cursor with respect

to the last point entered when the cursor is moved.

The module, CDMOD.PAS, which contains all procedures re-

lated to the display of the cursor position, is eliminated.

Two simpler procedures, report_cursorstatus and

display_cursor_position, are created in ICESERV.PAS to dis-

play the information mentioned in the previous paragraph.

In certain situations, ICICLE displays more than one line

of text. During these situations, it would be nice tx> have

a monitor solely for text. To implement this on the PC, the

adapter· is reset to text mode. Control-S and control-Q can

be used to stop and continue the display of text, respec-

tivelyz At the end of the text, ICICLE will wait for a key

to be pressed before returning to color graphics mode. :
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Whatever was on the screen previous to the change to text ;

mode is redisplayed on the screen.

This concludes the basic changes necessary to implement

ICICLE on the PC. The next section discusses the solutions

to problems associated with memory limits on the PC.

3.2 MANAGEMENT OF DESIGN DATABASE

The first executable PC version of ICICLE was limited to

very small designs. In the first version, even though all

the memory on the dedicated system of the PC was available

to the single user, not all 256K bytes of memory were used.

Because the default pointers used in the database structure

are 16 bit quantities, the pointers are limited to accessing

bytes within the 64K byte range of the data segment that is

shared with the stack. Even if the 256K bytes were fully

utilized, circuits designed with ICICLE would still be lim-

ited. The size of the first executable version of ICICLE is

about 125K bytes. Approximately 15K bytes more are used by

DOS and a minimum of 15K bytes more are needed for the stack.

This does not leave much memory for a large design. As men-

tioned before, each design block used by ICICLE is 48 bytes.

Therefore, iJ1 a 256K environment, ICICLE would have only

about 2000 blocks of memory for design. This is usually

enough for the design of simple ICs or circuits with struc-

tural regularities, such as an array of memory cells.
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Another 256K bytes of memory would make it easier for

ICICLE to handle larger designs. Each additional 256K bytes

provides ICICLE with SOOO more design blocks for the design

database. However, the specification for this thesis is that

ICICLE should be able to run on the standard 256K byte memory

environment of an IBM PC.

There are a few methods for alleviating the memory limi-

tation problem of ICICLE. One method is the utilization of

all the memory available for design data. Other methods in-
clude storing parts of the design database in a design file,

squeezing more information into blocks which are not fully

utilized and reducing the amount of code resident in memory

at any one moment.

3,2.1 Memory Allocation for Database Usage

In MS PASCAL, the memory space that is used for the dy-

namic allocation of memory blocks is known as the heap. The

heap and the stack grow toward each other, using the avail-

able memory space between them„ The programmer must limit

the size of the heap so there will be enough room for the

stack. In PC-ICICLE, the heap is allowed to grow till a

minimum of 15K bytes are left for stack usage. This figure,

15K bytes, is merely a guess on the minimum amount of memory

needed by the stack. It is very difficult and tedious to

estimate the minimum space needed by the ICICLE°s stack be-
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cause some of the routines in ICICLE are recursive. So far,

a minimum stack size of 15K bytes has been sufficient.

The total number of bytes needed by a procedure is calcu-

lated by adding all the bytes needed by the local variables,

the parameters, and the return address. Thus, to calculate

the minimum stack space needed for a program, a tree of pro-

cedures must be created. The root node of the tree is the

main program. Every node represents a procedure. All child

nodes of a parent node represent all the procedures called

by the procedure of the parent node. Each node will have a

number representing the total number of bytes needed on the

stack by the procedure of the node. The minimum stack size

for the program is determined by the branch of the tree with

the largest sum of the total bytes at each node of the branch.

As stated previously, it is difficult to determine the mini-

mum stack size for a program with recursive procedures be-

cause it cannot be determined prior to the calculation what

the total number of time a recursive procedure will be called

recursively.

After ICICLE is loaded into memory, all unused memories,

except at least 15K bytes reserved for stack usage, are

available for use in the database of ICICLE. The allocation

of memory for database usage is done incrementally throughout

the execution of the progrmn. Design blocks are allocated

in units of 100 every time the number of remaining blocks on

the free list falls below 30. This is slightly different g
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from the way it is done on the VAX version of ICICLE. On E
VAX-ICICLE, design blocks are allocated only when there is a

l

need for a design block and there are no design blocks on the

free list. The reason for the change is that PC-ICICLE must

leave at least 15K bytes of the available memory for stack
usage, while VAX-ICICLE have essentially no memory limita-

tion.

Before each allocation period, PC—ICICLE must check to see

if at least 15K bytes are available in the remaining memory
space. This is a time consuming process, if for every design

block of 48 bytes the memory limit has to be checked. Hence,

the checking is done once before the allocation of every 100

design blocks. Since the checking is done only once and the

100 design blocks require about SK bytes, PC-ICICLE must ac-

tually test for the remainder of 20K bytes in memory.

With the ability to test for memory limit, PC—ICICLE does

not have to be modified in any way to compensate for PCs with

different memory sizes. However, the use of PC-ICICLE below

256K bytes should. be avoided, ‘unless there are at least

enough memory to load PC-ICICLE, DOS, 15K bytes for stack

usage, and 100 design blocks. The design to be created with

PC-ICICLE in a limited. memory environment should run: be F

large. E
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3.2.2 Short Pointers versus Long Pointers

The processor in IBM PCs is an INTEL 8088 microprocessor.

Addresses are calculated from segments and offsets. The

segment of a memory address is analogous to a street name and

the offset is analogous to the house number on the street.

The 8088 has different segment registers for defining the

code segment, the data segment and the stack segment. An

address with a fix segment can reference only the memory lo-

cations within a defined 64K byte range. The segment regis-

ter determines which 64K range can be accessed by the offset

portion of the address. The offset is a 16 bit quantity.

Hence, it can access any byte within the 64 kilobytes range

determined by the segment. All programs which restrict the

addressing space of each segment register to 64K have the

advantage of being shorter in code and faster in execution

because no extra codes are needed to update the segment reg-

isters.

Pointers are addresses of memory locations. Pointers in

PASCAL are used for addressing memory blocks, which are dy-

namically allocated. Each pointer is restricted to point to

memory blocks of certain variable type. This restriction is

checked during compile time. Therefore, the value of one

pointer cannot be assigned to another pointer unless the two

pointers are of same type. A program can allocate memory
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blocks to pointers from the operating system as they are

needed.

MS PASCAL offers two kinds of pointers, short pointers and

long pointers. The default standard usage of pointers in MS

PASCAL are short pointers. All short pointers use aa common

segment of 64K bytes, which is shared with the stack. Thus,

both the data segment register and the stack segment register

are equal and have a fixed value.' Thus, the sum of the memory

used by the stack, the heap and static variables cannot ex-

ceed 64K.

In order for a program to access all the addressable mem-

ory·space of an INTEL 8088, long pointers must be used. A

long pointer is an address with both a segment and an offset.

Thus, a long pointer requires two bytes more than a short

pointer, which assumes a constant segment value in the data

segment register. The overall size of a design block is in-

creased by two bytes with the use of long pointers. The size

of' a design block using long pointers is 48 bytes. This is

the same size as design blocks of VAX-ICICLE because ad-

dresses are four bytes in VAX. 1
Long pointers are used i11 a similar manner as standard

pointers. However, there are three minor differences: the Q

way ii: is declared; the procedures used to allocate and de- i
allocate memory* blocks; and the definition of an empty

pointer. ’ADS OF' is used in declaring long pointers. 'ADS

OF variable_type' declares a variable as a segmented address
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of a certain variable type. In place of the standard proce-

dures, 'new' and 'dispose', memory is allocated and deallo-

cated by 'allmqq' and 'fremqq', respectively. In standard

PASCAL, a pointer which is not assigned to point to any mem-

ory block is given the constant value, 'nil'. This is also

true for short pointers of MS PASCAL. For long pointers, the

programmer has to assign a constant which will define a 'nil'

long pointers. The value must be an address of a memory lo-

cation which cannot be dynamically allocated„ The constant

chosen to xepresent the 'nil' long pointer, 'nil_ptr', is

OFFFFH for the segment and OOOOH for the offset. This ad-

dress is located in the system ROM, which can never be allo-

cated for design data.

3.2.3 Two-Bo; Object Block

The original version of ICICLE did not utilize the design

memory to the fullest extent. As mentioned in Chapter 2,

only 21 of the 48 bytes allocated to each object block are

actually used. Even though the object block has been de-

signed such that two boxes can be packed into one object

block, it was not implemented. Since the efficient usage of

design memory is critical to the success of ICICLE in a small

memory environment, PC-ICICLE was umdified to exploit the

unused bytes in every object block. This nearly doubled the

efficiency of memory usage because over 80 percent of the
b
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blocks used by ICICLE is for object blocks. The changes
5

necessary to implement this are all in the database manage-

ment module, ICEDBMS.PAS.

The data structure of the object block is slightly modi-

fied to accommodate the second box. An unused character

field, 'ons', in the original structure of the object block

is renamed to 'blor2’. 'B1or2' is used by box searching

routines for identifying the box of interest. 'Blor2' of an

object block is set to '1' or '2' by the search routine if

either the first box or the second box is found to be the box

of interest. The other change is the addition of the 'exist’

field which is used to identify the existence of the second
box. These changes did not increase the size of the design

block.

3.2.4 Database File Management System

In order for PC-ICICLE to tolerate designs larger than

what can be supported on 256K bytes of RAM memory, other data

storage medium must be used. On a standard PC, the only al-

ternative is the disk drives. Since, the DOS operating sys-
tem does not have the virtual memory capability which is

common in most mainframes, PC—ICICLE must be provided with

some file management capabilities for storing and retrieving

portions of the design database to and from a database file.
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The database file management system for PC-ICICLE is de- E
signed such that the design database is divided along the t

boundaries of the definitions. Thus, definitions are moved

as a whole into either the RAM memory or the disk file. In

certain cases, portions of definitions stored in the database

file are moved back into memory on a temporary basis. These

special cases will be discussed in a later section of this

chapter.

The database file management scheme of PC-ICICLE is based

on the calculations used to determine the degree to which

each definition is needed. The design database is divided

along the boundaries of the definitions rather than the

boundaries of the design blocks because the overhead in terms

of both execution time and memory space to maintain the in-

formation on the degree of need for each design block would

at least be 10 times that of just maintaining the degree of

need on each definition. The degree of need for a definition

is represented by a number known as the frequency of access.

The frequency of access for a definition is defined as the

number of times any design block of the definition is ac-

cessed. It takes into account the size of the definition and

the number of times the definition is called in defining the

definition's degree of need. The size of a definition is

taken into consideration because the transfer of a large de- t
finition in and out of the database file has a morenotice-able

pause than the transfer of a small definition. The E
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frequency of access for a definition during the design of the

chip is a number representing the relative degree of need for

the definition with respect to other definitions. When the

number for the frequency of access reaches a given limit, it

is scaled down to avoid exceeding the limit of a two byte

integer. This has the desirable effect of reducing the em-

phasis of previous accesses in the calculation on the degree

of need.

When a design block is needed, and there are no design

bl0CkS available on the free list and no more memory is

available for allocation, the database file management system

uses the information gathered on the frequency of access for

each definition and the hierarchical structure of the current

definition being edited to predict the definition in memory

that will least likely be needed during the editing of the

current definition„ From the hierarchical structure of the

current definition, all definitions needad by the current

definition can be determined.

The database file management system attempts first to find

a definition which is the least accessed among the defi-

nitions residing in memory and are not needed by the current

definition. If no definition is found with these criteria,

the definition with the least frequency of access is chosen

from those definitions still residing in memory.
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Definitions are moved back into the memory database also E
on the basis of need. When a definition existing in the da-

tabase file is 1x> be edited, the whole definition is moved

back into memory. A definition with the largest frequency

of access among the definitions in the database file can also

be moved back into the memory database when there are enough

design blocks in memory for the definition. This is usually

possible after a definition is deleted. In determining if

there are enough design blocks, the file management system

includes in the sum of available design blocks the blocks

from definitions with lower frequency of access than the de-

finition which the file management system is trying to load

back into memory. In this way, it is possible to swap defi-

nitions with higher usage back into the memory database.

3.2.4.1 Database Storage File

The first consideration in the design of the database file

is the file type to be used. The file type chosen was na-

turally the binary random access file type. The advantage

of a binary file over a text file is that all numeric infor-

mation in the memory database is stored in binary represen—

tation rather than numeric text characters. It isthereforenot
necessary to waste valuable processor time for the con- E

version of one form to another, as is necessary during the E
reading and writing of CIE text files. Another advantage is E

Modifications of ICICLE 68 i



in the saving of disk space. The maximum number of bytes
E

required to store a signed four byte integer in text format

is 12 bytes (characters), one for each decimal digit, one for

the negative sign and one for the blank space to delimit the

integer. The smallest number of bytes required is two, a

space character and one digit. On the average, most integers

in CIF files require at least four bytes. Thus, binary files

will most likely save disk space.

The capability to rendomly access information from the

database file is definitely needed for an efficient imple-

mentation of a database file management system for PC-ICICLE.

The access time for memory and the access time for diskettes

are grossly mismatched„ To avoid further deterioration in

speed compatibility, sequential access of information from

the database file was avoided at all cost.

Information 511 a file is organized in units known as re-

cords. In sequential text files, the records are of varying

lengths. The end of each record is determined by an end-of-

line marker. In random access files, all the records have

the same length. Each record in a random access file is as-

signed a record number. The record numbers are assigned in

a sequential order, starting from one. Since the record 5

length is constant for all records in a random accessfile,the

'SEEK' routine of MS PASCAL can easily calculate the lo- :

cation of the record corresponding to the record number I

passed to the °SEEK°
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The database file structure resembles in design the data

structure of the memory database. The primary objective of

maintaining a similarity between the two data structures is

to simplify the transformation from one structure to another.

The other objective is to minimize the impact of the file

management system on the existing data structure, the size

of design blocks, and the database management scheme.

The records in the database file are declared as variant

records. This permits the records to be used for different

record types within the same file. This is similar to using

a design block for different block types. There are five

different record types used in the database file: ’headerec';

'callrec'; 'callbyrec'; ’objectrec’; and 'freerec'.

'Callrec', 'callbyrec', 'objectrec' and 'freerec' are very

much like their counterparts in the memory database. The

differences between each of the four record types and their

corresponding design block types are the same. Each of the

record type has an additional field known as 'rectype' and,

as opposed to a long pointer to the next design block for the

'next‘ field in a design block, the 'next’ field in a record

is a two byte integer representing the record number of the

next record in the list.

The 'rectype' field is an identifier for a record’s type.

It is used for the detection of any inconsistency in the da-

tabase file. When the database file management system reads

a record from the database file, it checks the 'rectype'
I
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field of the record against the record type it expects to

read. This type checking is useful especially during the

implementation phase of the file management system because

without the 'rectype' field, the system can only assume a

record's type through the context in which it is used. After

the database file management system has successfully been

implemented, the type checking on the records would not be

necessary because if the database file was created correctly,

the database file management routines can assume that the

records in the database file are linked in a meaningful sense

such that when a record is read in, the record is of the ex-

pected record type. Type checking is still useful for de-

tecting corrupted data due to damage or defect in storage

medium which is very rare.

One of the objective in the design of the database file

structure is to provide a structure which would allow an easy

means of txansforming between block structures and record

structures. A minor problem exists in moving definition

header blocks into the database file. Every design block in

a definition, except the definition header block, is pointed Q

to by only one design block within the same definition. The Q

definition header block is the only block type which

ispointedto by design blocks from other definitions. Thus,

if the definition header block is moved into the database

file, all pointers addressing the definition header block

would have to be modified to point to 8. record within the
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database .file. Since .it is time consuming· to find all

pointers that point to the definition's header block, it was

decided that the definition header block would always remain

in the memory database. To compensate for this, a 'headerec'

record is created in the database file for every definition

in the design. A new field, 'fil', is created in ijua defi-

nition header block to point to the 'headerec' record. The

'fil', like all record numbers in PC-ICICLE, is a two byte

integer. This increases the definition header block size and

all other design block types to 50 bytes. This means that

nearly four percent of the database memory would not be used.

To reduce the size of the definition header block back to 48

bytes, the 'index' field used for storing the definition's

identification number was changed from a four byte integer

to a two byte integer. This change in the data structure of

PC-ICICLE does not limit PC-ICICLE's capabilities. With a

two byte integer for the 'index' field, PC-ICICLE would still

be able to create at least a thousand definitions. This is

more than enough. So far, the largest number of definitions

in a design created by ICICLE has been below ZOO.

The primary function of the 'headerec' record is to indi-

cate the start of all lists belonging to the definition whose

design blocks are in the database file. There are 61 total

of 14 record pointers (record numbers) and two other fields,

'blocks' and 'access’, in a 'headerec' record. Twelve of the

record pointers point to the 12 'objectrec' lists. The other
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two record pointers point to the 'callrec' list and the

'callbyrec' list.

The 'blocks' field counts the number of design blocks

freed when the definition is moved into the database file.

The 'blocks' field serve two purposes. It is used to detect

any inconsistency in the database file. When zi definition

is moved back into the memory database, the count in the

'blocks' field should return to zero. The other function of

the 'blocks' field is in determining if there are enough

blocks in memory to transfer the definition back into the

memory database without having to count the records in the

database file that are part of the definition.

The 'access' field in the 'headerec' record is used pri-

marily during the loading of definitions from design files.

It is the temporary storage for the definition’s frequency

of access. All definitions' frequency of access are normally

stored in a memory array of two byte integers called

'activesysindex'. An element in the array is indexed through

the value in the 'index' field of the definition header

block. Every definition in a design file has a unique 'in-

dex' value. Therefore, each definition has a unique element

in the 'activesysindex' array for storing the frequency of

access. However, when a design file is loaded into ICICLE

wiüa a design already in its database, some of the defi-

nitions may have common 'index' value. Thus, after the

loading of za design file, the 'index' values must be reas- l
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signed. Therefore, every definition's frequency of access

must temporarily be stored within each definition. Since

there are no room in the definition header block, the 'ac-

cess' field in the 'headerec' record was created for tempo-

rary storage.

When a definition is created, a definition header block

and a 'headerec' record are created. The 'fil' field in the

definition header block contains the negated record number

of the definition's 'headerec' record. The value is negated

to indicate that the definition is located in the memory da-

tabase. When the definition is moved into the database file,

the 'fil' value is negated back to a positive number. Since

the 'fil' fiehd is a two byte signed integer, the maximum

number of records which can be addressed is 32,767. This is

enough for at least five large chip designs. A.record is

equivalent to one design block. The number of design blocks

available in a PC with 512K bytes is around 7,000. Thus, a

two byte integer is sufficient for a record number.

Every definition have 14 linked lists. Each node in the

linked list has a 'next' field, which is a pointer to the next

node in the list. The pointer is a segmented address, when

the list consists of design blocks in memory. Otherwise, if

the list consists of records in the database file, the

pointer is a record number.
'All lists of a definition are stored either in the data- E

base file or the memory database, but not in both. However,
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in certain special cases, a whole list or a single node of a

list is moved back into memory from the database file on a

temporary basis.

Two types of lists, call list and callby list, are ever

moved back into memory on a temporary basis. Object lists

are never temporarily moved back into memory because boxes

can only be added or deleted from the current definition,

whose lists are always resident in memory. Call lists and

callby lists have pointers to other definitions. These list

types are modified whenever a call is maded or deleted, or

when a definition, with a call list or a callby list that is

not empty, is deleted. Moving a list back into memory for

an update reduces the impact on the existing database man-

agement routines. After the list is updated, it is imme-

diately loaded back into the database file.

In certain cases, records from the database file are ac-

cessed without any modification. One such case occurs during

the display of a definition, which has one cu: more defi-

nitions in the database file among the definitions under its

calling structure. Only records from object lists and call

lists are needed for the display process. Each list is

traversed from top to bottom only once and each node in the

list is accessed one at a time. Thus, ii: is not necessary

to load a whole list from the database file before acting

upon the list. This is because only one memory block is

needed for processing the whole list. Therefore, it reduces
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the likelihood that definitions would have to be swapped out

of memory to make room for the loading of a whole list. The

records in the list are read and processed one at a time.

3.2.4.2 The Activesysindex Array

In the VAX version of ICICLE, a Boolean array,
l

'activesysindex', is used for marking all index numbers (de-

finition numbers) currently in use. Thus, the maximum number

of definitions which can exist in ICICLE is limited by the

size of this array. In PC-ICICLE, 'activesysindex' is modi-

fied into a two byte signed integer array. The modification

permits the array to be used for three different purposes

without increasing memory usage significantly. The three

different uses of the 'activesysindex' array are: marking

all index numbers currently in use; maintaining the frequency

of access; and marking definitions that are under the hi-

erarchical structure of the current definition.

Since every definition have a unique index number, the

index numbers serve as pointers to unique elements in the

'activesysindex' array. The absolute value of an element in

the array is the number representing the frequency of access

of the element's corresponding definition. If the value of

an element is zero, no definition exists with an index number

corresponding to that element. Thus, the frequency of access

for a definition always have a non—zero value. When a new
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definition is created, the value of the element corresponding

to the definition's index number is set to one. The sign of

each element in the array is used for identifying those de-

finitions which belong to the hierarchical calling structure

of the current definition up to the display depth set with

the Set Box depth command. This information is used in the

process of selecting the definition to be moved into the da-

tabase file. The definitions that are marked with a negative

sign are those definitions that are needed by the current

definition„ These definitions are not moved into the data-

base file unless all definitions in memory are needed by the

current definition.

3,2.5 Reducing Memory Space Needed For Code

There are two ways of reducing the amount memory required

to load ICICLE's code. One way is to use an overlay linker

to reduce the amount of code resident in memory at any one

moment. The other method is to rewrite the whole code or aa

major portion of the code in assembly language.

The main drawback of writing a large portion of the code

in assembly language is that the cost of software maintenance

would be high. In general, an assembly language program is

more difficult tx: write, takes a longer time to develop and

is harder to understand than an equivalent program written

in a high level language. Thus, rewriting major portions of
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the PC-ICICLE code in assembly language is not a viable sol-

ution, unless the need for memory space is extremely crit-

ical. This is not the case with the use of ICICLE on the PC.

A PC can easily be upgraded to have over 256K bytes of memory.

This is a simple solution with a small cost when compared to

the cost needed to maintain a large code written in assembly

language.

Writing a code in assembly language also has the advantage

of improving the performance of the code in terms of exe-

cution speed. This is the most critical aspect of imple-

menting ICICLE on the PC. Thus, heavily used portions of the

code should be considered for rewriting in assembly language.

The graphics routines in PC-ICICLE are examples of heavily

utilized portions of the code. Also, assembly language rou-

tines were written to interface PC-ICICLE with existing DOS

and BIOS routines, so that there is no duplication of effort

and code. The performance of PC-ICICLE has, so far, been

satisfactory; Thus, no effort has been made in this thesis

project to rewrite any portions of the code already written

in PASCAL into assembly language.

Linking the program using an overlay structure is

thesimplerof the two ways to reduce the memory space required ä
to load the executable code. An overlay linker reduces the :

amount of code resident in memory by allocating a portion of Ä
the code memory for static code and the rest fordynamiccodes

(overlays). The static code consists of all modules
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which will be resident in memory at all times. The dynamic y
codes are groups of modules that are swapped in and out of E

memory as they are needed. Since not all modules are loaded

into memory at the same time, the amount of memory required

to execute the program is reduced. However, the performance

of the program suffers from the need to access the diskette

to load an overlay during execution time.

The total memory space allocated to a code linked with an

overlay structure is constant. Since the static portion of

the code is always resident in memory during the execution

of the program, the memory allocated to the static code must

be large enough to load all the modules in the static code.

The amount of memory allocated for the dynamic codes is pre-

determined during link time. Different overlay linkers pro-

vide different possible structural combinations for overlays.

The overlay linker provided by Microsoft with their PASCAL

Compiler is limited to a single depth„ Thus, all overlays

created with the Microsoft Linker share the same memory

space. Since not all overlays require the same amount of

memory, the memory allocated for the overlays is equivalent

to the size of memory required by the largest overlay.

The use of overlays, unlike assembly language, does not

necessarily assure the improvement in execution speed of

PC-ICICLE. As have been previously discussed, the objective

of reducing the memory required by the code is to provide

more memory for design data so that larger designs can be
'E
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created with lesser data swapping with design files. How-

ever, overlays are also swapped in and out of memory as they

are needed„ Thus, it is important to organize the overlays

and the resident code in such a way as to minimize the swap-

ping of overlays. The resident portion of the code should

include codes that are used frequently throughout the whole

program. While the overlays should, in general, include

codes that are used occasionally. Since all overlays created

with Microsoft's Linker share one fixed memory space, an

overlay is loaded over the previously loaded overlay. To

prevent unsatisfactory response time, each overlay should be

kept independent of other overlays. In this way, the use of

one overlay would not cause the loading of another overlay.

All the overlays should have approximately the same size.

The reason is that the memory size allocated to the overlays

is equivalent to the size required by the largest overlay.

Thus, if there is any large difference in size, then when a

small overlay is loaded, the memory allocated for code is not

fully utilized. To resolve this, two or more small inde-

pendent overlays can be combined to form a larger overlay

that is closer in size to the largest overlay. The average

size of all the overlays should not be too large. Too large

an overlay would have an unacceptable loading time and would

require more memory for code. The average size should also

not be too small. Small overlays mean more overlays and more

frequent swapping of overlays.
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The present structure in which the modules of PC-ICICLE

are arranged is not suited for use as overlays. The proce-

dures in the modules are presently grouped logically, rather

than the hierarchical structure in which the procedures are

called. Thus, in order 1x> use overlays effectively, the

structure of the modules in PC—ICICLE must be redefined.

This is a tedious task which has not been implemented on

PC—ICICLE. The reason is that the memory issue can easily

be resolved with the addition of more memory, since memory

is not as costly as it has been. Also, the maximum additional

memory required is 256K bytes for a very large design.

3.2.6 Revised Mag Block Structure

As was stated in Chapter two, only half of the 48 bytes

allocated to a map block are used. It was also stated that

since only one map block is created for each definition that

is loaded and since all map blocks are deallocated after the

loading period, the inefficient use of map blocks usually

does not affect the performance of ICICLE. It is only during

the loading of a large design with many definitions that the

inefficient use of the map block can be of any significance.

Thus, to reduce the need for map blocks, the structure of map

blocks was modified such that five definitions share one map

block. This is possible because the 12 bytes allocated to
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each of the original map block for the definition name was

never used.

The new map block structure contains a pointer to the next

map block, an array of five definition index numbers, an ar-

ray of five definition pointers, an array of five 'headerec'

pointers, and an index field used by search routines to

identify the definition among the five possible definitions

in the map block that is of interest to the calling routine.

The array of 'headerec' pointers is an array of record num-

bers needed for the loading of VIF files. The discussion of

VIF files will be deferred to a later section in this chap-

ter. With the new structure, 46 out of the 48 bytes allocated

to a map block are used.

3.3 OTHER MAJO3 MODIFICATIONS

The modifications that were discussed earlier in this

chapter have all been necessary modifications. The rest of

this chapter will be devoted to modifications that are op- T
tional, but are useful features for PC-ICICLE. These mod- T
ifications include a new format for storing design fileknownas

VaTech Intermediate Form (VIF), the rewriting of the
d

plotter driver to accommodate both Amplot II and IBM XY/749

plotters, a means of terminating the graphics output, an au-

tomatic means of backing up files created by PC-ICICLE, and
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the capability to redirect text output to a printer rather

than the monitor and the checking of recursive calls.

3.3.1 VIF File

The loading of CIE files has always been very slow, espe-

cially for large files. Some large files can easily take at

least half an hour to load, even for VAX-ICICLE. This has

made users of ICICLE reluctant to exit unless absolutely

necessary. Because this was not user friendly, a new design

file format was needed to facilitate the loading of large

designs. The reasons why it is time consuming to load CIE

files are: CIE files are ASCII text files; the CIE format is

not similar to the internal database format used by ICICLE;

and much syntax checking and parsing is done during loading.

The VIE design format was designed with the objective to

minimize the conversion between the VIE file format and the

internal database structure used in ICICLE.

As was stated earlier, the database file structure was

designed with the objective of maintaining a similarity to

the internal database structure of PC-ICICLE. Since the da-

tabase file structure meets the general needs of a VIE file

structure, it was adapted with some small modifications for

the VIE file structure.

The three differences between the database file structure

and the final VIE file structure are the elimination of the
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'callbyrec' and the 'freerec' record types, the addition of

the 'definerec' record type and the replacement of küock

pointers with record numbers. In the database file struc-

ture, no record type similar to the definition block was ever

defined because the definition blocks were never moved out

of the internal database. The advantage is that pointers in

call blocks and callby blocks need not be redefined when a

definition..is moved into the database file. In the case of

VIE files, all blocks in a design database are moved into a

VIE file. Thus, the 'definerec' record type was created to

store the informations normally found in a definition block

and record numbers were used in the VIE file structure in-

stead of pointers to definition blocks as was the case in the

database file structure. The information provided kur the

'callbyrec' records is redundant and can easily be recreated

from the 'callrec' records. They are, therefore, not in-

cluded in the VIE file structure. The 'freerec' record type

is also not included in the VIE file structure because the

design i11 a VIE file is never directly modified and, there-

fore, no records are ever deleted and freed.

The types of checking used for verifying the correctness

of a VIE design file are different from the checking done

during the loading of a CIE file. During the creation of the

VIF file, the bounding box information maintained in the

internal database structure of PC-ICICLE is also saved. This

information is used during the loading of the VIE file as a
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means of verifying the correctness of the VIE file. Other

forms of verification were discussed in the previous section

on the database storage file. One of these error detection

mechanisms is the ’rectype' fiehd in every record of a VIE

file. The other mechanimn is the 'blocks' fiehi in the

'headerec' record of every definition. The ’rectype' field

in each record is used to verify that a record pointer is

pointing to the right type of record. The 'blocks' field is

used for verifying that the correct number of records were

retrieved from the VIE file for the definition.

With these error detection mechanisms in VIE files, any

corrupted data can easily be detected, except for any change

in the definition name. Presently, no form of checksum is

provided ‘¤o pinpoint the exact location of an error. Thus,

there are no attempts to correct any errors. In any case,

the error detection for VIE files is more thorough than that

which is provided for CIE files. If a numeric ASCII charac-

ter in a CIE file is modified to another numeric ASCII char-

acter, it is impossible to detect this type of error because

no bounding box information is provided. Thus, an error can

go unnoticed, which is usually more detrimental further down

the line. In either case, the likelihood of an error occur-

ring is very slim. However, it is always advisable for the

user to maintain backups of the design in either the CIE file

format or the VIE file format.
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3.3.2 Plotter Driver

In VAX-ICICLE, the routines in 'plotdrive.pas' were writ-

ten to drive the HP722l plotter with the aid of the CORE

Graphics Library routines. However, since the CORE Graphics

routines are not available on the PC, it was necessary to

rewrite ‘plotdrive.pas’ so that it provides the proper com-

mand string necessary to control the supported plotters.

Presently, the two supported plotters are Amplot II and IBM

XY/749.

Unfortunately different plotters have different operating

concepts. Thus, different plotters need different command

strings. An example of the difference between Amplot II and

IBM XY/749 is the status of the plotter head after each com-

mand. In the case of Amplot II, the plotter hemd is always

lifted off the plotting surface after each command. Thus,

there is a different command for moving and a different com- ;

mand for drawing. In the case of IBM XY/749, the plotter head 5

remains in the same position in which the last plotter head

position command leaves it so there is no separate command

to draw. The state of the plotter head determines if a move

command is actually for drawing or just for moving.

Command strings used to control plotters are strings of

ASCII characters. The first character defines the command.

The characters after the first character define the parame-
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ters needed by the command and the last character used to

terminate the command is a carriage return.

In PC-ICICLE, the command strings are send to the plotter

through the asynchronous communication adapter. Two assembly

routines, 'set_com' and 'send_com', were written to support

the device. 'Set_com' initializes the baud rate, the parity,

etc. on the adapter. 'Send_com' takes a string and transmit

one character at a time till the carriage return character

is transmitted. The routine uses the BIOS trap 20 routine

to transmit each character and uses the returned status in-

formation from the trap to determine if there was any error

in the transmission. If an error occurred, the character is

retransmittad. The plotting speed is slower than the rate

at which the commands can be transmitted. Thus, the error

checking is primarily for the detection of the 'clear to

send' signal from the plotter. In this way, the PC can syn-

chronize with the plotter.

In VAX-ICICLE, the digitizing capability of the HP7221

plotter was utilized to transmit back to VAX-ICICLE the co-

ordinates of the window into which the plot output is to hm

drawn. Since not all plotters provide digitizing capability,

it was decided that the plotting window coordinates would be

defined through the PC. Two points are required to define

the plotting window on the plotting surface. The two points

are defined in the same way in which two points of a box in
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a design is defined. The cursor controlling keypad on the

PC is used instead to control the plotter head.

3.3.3 Escage Key

In VAX-ICICLE, the only way by which the user can termi-

nate the display output or the plot output is by aborting the

session. This is a problem when working with large designs

because it takes longer to display the whole design and the

user might not want to wait till the output is completed.

If the user terminates the output abnormally, he or she will

waste time in loading the design back into the database and

the journal file has to be used to restore to the state before

the display command or the plot command was issued. The

journal file maintains a list of all keys entered during the

last session, so that when the 'Bug Journal' command is exe-

cuted, the input commands are read from the journal file.

In order to permit the termination of an output without

aborting the session, PC-ICICLE has to be programed to check

the input stream from the keyboard for a character previously

defined to be the normal terminating character for the output

while displaying the output. The escape character was chosen

for this purpose. Normally, during the display process,

PC-ICICLE does not need to check for any incoming characters. k
Therefore, any character entered during the display output

is buffered by the PC and processed by PC-ICICLE after the§
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display is completed. To check for the terminating charac-

ter, the characters in the input stream must be read in from

the PC’s buffer. A routine, 'check_key', was included before

the display of each layer of a definition to read in a char-

acter from the PC’s buffer. The character is checked if it
is the terminating character. If it is not the terminating

character, it is saved in PC-ICICLE's buffer for later proc-

essing. If the character is the escape character, the dis-

play would terminate and the characters in the buffers would

be processad. After the buffers are emptied, the normal

command prompt will reappear at the bottom of the screen and

new command string can be entered.

The checking for the terminating character is done only

once before each layer of a definition rather than for every

box, so that the display rate would not be affected„ Thus,

the termination of the display would not occur instantane-

ously. This is a reasonable tradeoff to maintain the display

speed.

3.3.4 Backug
FilesPC—DOS,unlike VAX/VMS, does not automatically back up

files. VAX/VMS backs 14> a file by providing a new version

number to the new version of the file. In PC-DOS, version
numbers are not used with the file names. Thus, if
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is to be able to back up files automatically, it has to rename

the files.

There are three files that are created by PC—ICICLE at the

end of a normal session. These files are the CIF file, the

VIF file and the IJF file. Files related to the same design

would have the same file name, but their file extensions

would either be 'CIF', 'VIF' or 'IJF', depending on their

file types. The IJF file is the journal file for the last

edit session. To use the journal file successfully to re-

cover from an abnormal termination of aa session, the state

of the design before any editing began in the last session

has to be loaded before the 'Bug Journal' command is to be

issued. As stated previously, DOS does not back up files

automatically. Therefore, at the end of an edit session,

when aa design is updated the old design file is overwritten

unless it was renamed. To automatically save the old ver-

sions of the design files, the CIF design file and the VIF

design file are renamed to a CBF file and a VBF file, re-

spectively, so that they would not be overwritten. The de-

sign files are backed up only once throughout the whole edit

session, even if the design was updated more than once. This Ä

is because the contents of the IJF file are not thrown away Ä

after each update. Therefore, it contains all the commands

from the start of the edit session. The IJF file is backed
up right after a session begins. The journal file of the last

edit session is saved in the IBF file. When the °Bug Journal'
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command is issued, the IBF file is read for command inputs

and the IJF file is a log of all commands entered during the

new session including the commands read from the IBF file.

The database file is only a temporary file. It is created

during an edit session and is deleted at the end of the ses-

sion. Therefore, the user will never really know the exist-

ence of the database file and will not have to worry about

backing up the file.

3.3.5 Printer

One of the unfriendly features of VAX-ICICLE is its ina-

bility to provide hardcopies of textual information that are

available on the monitor. One such readily needed piece of

information is the listing of definitions in a design. With

VAX-ICICLE, the listing has to be hand-copied off the moni-

tor.

To provide support for the printer, a new command, 'Set

Printer Enabled/Disabled', was added to the list of commands

in PC-ICICLE. When the printer is enabled, all textual in-

formation normally displayed when the monitor is set to text

mode is redirected to the parallel printer port. This in-

cludes textual output from commands, such as, 'Inquire Defi-

nition Structure/List' and 'Bug Status/Check'. Before the

display of the textual output from these commands, the moni-

tor is normally switched from the color graphics mode to text
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mode. All information on the monitor are cleared whenever

the monitor switches from one mode to another. Therefore,

after the textual output, the monitor has to be switched back

to the color graphics mode to redisplay whatever graphical

information was previously on the monitor. With the printer

capability, it is not necessary to switch from one monitor

mode to another. Thus, it is not necessary to redisplay any

graphical information, which can sometimes be time consuming.

PC—ICICLE also permits system error messages to hx: di-

rected to the printer when it is enabled. This is useful for

debugging PC-ICICLE code because it prevents the error mes-

sages from disrupting the graphics output to the screen.

Only the command text displayed on the bottom of the color

graphics screen can never be directed to the printer.

3,3.6 Recursive Calls

Definitions in the hierarchical data structure of a cir-

cuit design, unlike procedures in a structured program, can-

not make recursive calls. The reason is that there is no

means by which a definition can terminate the recursion.

Therefore, any recursive calls would cause ICICLE to enter

into an infinite loop. In VAX-ICICLE, there are no checking

done to prevent any accidental recursive call. This is cor-

rected in PC—ICICLE.
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The detection of a recursive call is done by checking if

the definition being called is one of the definitions in the

calling hierarchy above and including the current definition.

To accomplish this, the information in the callby list of

every definition involved is used to traverse backwards up

the hierarchical calling structure starting from the current

definition. If the definition being called is not one of the

definition ixx the hierarchy above the current definition,

then the call is not recursive.

t
~
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4.0 PROPOSED IMPROVEMENTS AND EXTENDED CAPABILITIES

PC-ICICLE in its current form is a complete layout editor.

Thus, the suggestions that will be made in this chapter on

improvements and extended capabilities for PC-ICICLE are not

necessary for the layout of a circuit. However, they may

improve the efficiency of the designer.

4,; ENHANCED GRAPHICS ADAPTEQ

Probably the first improvement that should be made is the

support of a color graphics adapter which can puovide at

least eight colors in color graphics mode. The main problem

with the regular IBM Color Graphics Adapter (CGA) is that it

is limited to the display of a maximum of four colors in color

graphics mode. Although dotted lines and dashed lines were

used to help distinguish the different layers in the inte-

grated circuit, the ability to distinguish the layers dimin-

ishes as the number of pixels defining a lambda unit

decreases.

IBM has two other color graphics adapters, the Enhanced

Graphics Adapter (EGA) and the Professional Graphics Adapter

(PGA). Both adapters do meet the needs of PC-ICICLE. The

EGA is sufficient for the needs of ETFICICLE. With suffi-

cient memory added onto the adapter, the EGA can display up
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to sixteen colors in a 640x200 graphics mode using the regu-

lar IBM Color Display. A higher resolution of 640x350 is

available when the EGA is used with the IBM Enhanced Display.

The number of characters that can be displayed across the

screen on either display is 80, which is twice what is

available on the present 320x2OO resolution screen. The PGA

has a higher resolution and more color selections than the

EGA. ICICLE does not need the extra capabilities offered by

the PGA. Also, the cost of a PGA with its display is ‘three

to four times the cost of an EGA with its display, which makes

it unjustifiable to use a PGA for PC-ICICLE.

The changes that have to be made on PC-ICICLE to support

an EGA are isolated in two modules, dualdriv.pas and

pcgrafic.asm. The changes needed in dualdriv.pas are

straightforward. To make the programming as simple as pws-

sible, PC-ICICLE should assume that the user would want to

set up the system with the highest possible resolution and

colors. Thus, it should also be assumed that the EGA has

sufficient memory added on to support the highest possible j

resolution and colors. Pcgrafic.asm contains all the assem- E

bly routines used in PC-ICICLE. To support the EGA, assembly 3
routines similar to those written for the CGA have to be

written to manipulate the pixels on the screen.
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4.2 MENU

With the current method of command entry, whenever a new

command is introduced, it has to have an unique command

string such that the string formed by the first character of

every word in the command string forms a string which does

not conflict with those of existing command strings. It is

sometimes difficult and tedious to find an unique string for

a new command. A possible solution for this problem is to

introduce a new form of command entry such as a menu form of

command entry.

A possible implementation of a menu form of command entry

is one which associates the F—keys on the left side of an IBM

PC keyboards with a list of possible commands which is dis-

played on the screen. If there are more options than there

are F-keys, the last F—key can be used to continue the

options on a second list or Alt-F-keys can be used to double

the number of possible options in a list. When an option is

selected, the next level of options associated with the op-

tion that was selected would be displayed. For example, the

first list of options for PC-ICICLE would be the list of

verbs, such as, Create, Display, Kill, Zoom, etc. If Display

is selected, the next list of options would be Definition,

Call and Screen. After a command is executed, the first

level of options would be displayed again.
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4.3 POINTER DEVICE

In VAX-ICICLE, the Summagraphics Bit Pad is used solely

for cursor control. Since it is necessary to move back to

the keyboard whenever a command is to be entered, the support

of the Bit Pad in VAX—ICICLE does not necessarily improve the

efficiency of the designer. Thus, the need for pointer de-

vices, such as the Bit Pad, is not justifiable in an envi-

ronment where commands are entered through characters on the

keyboard.

Pointer devices are most effective in a menu driven sys-

tem. In a menu driven system, a pointer device can be used

for cursor control as well as for selecting entries in the

menu. This would reduce the need to move back and forth be-

tween the keyboard and the pointer device. The keyboard is

still needed to enter file names, definition names, and in-

teger values. However, the need for the keyboard is reduced

to the extent that most of the work can easily be done with

a pointer device.

Since not all pointer devices are designed alike, a wide

range of different pointer devices should be studied before

the framework for supporting pointer devices is designed and

implemented. The main difficulty which has to be considered

in supporting pointer devices is how inputs from pointer de- E
Vices would be logged into the journal file. The format in

which the inputs are logged in the journal file must be
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the proper command format when the journal file is read back

in as the source of input.

A possible solution is to ignore all intermediate cursor

positions till either an entry in the menu is selected or a

point is entered at the current cursor position. In the case

where an entry in the menu is selected, the F—key associated

with the entry would be saved in the journal file. When a

point is entered, the key on the keypad associated with the

command for point entry would be saved in the journal file

followed by the position of the point.

4.4 TECHNOLOGY FILES

ICICLE is developed strictly to be used for the layout of

NMOS circuits. The technology dependent informations, such

as, layer names, default lambda size, etc., are hard—coded

into the program. Due to the simplicity of the ICICLE layout

system, it should not be very difficult to convert it into a

general layout tool for different VLSI fabrication technolo— Igies. E
The obvious solution is to have all technology dependent

information be read in from a file every time ICICLE is in- I
voked. Each fabrication technology would have its own tech- i

nology file. In this way, ICICLE can easily be adapted for

new technologies. The technology files should be sequential

text files, so that they can be created with any text editor.
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The technology files should also have a standard format to

simplify the parsing during loading. The format of the

technology files should also be expandable, so that as other

tools are incorporated into ICICLE, additional technology

dependent information can be appended to the technology files

without difficulty.

Some modifications that have to be made to support dif-

ferent fabrication technology are in the CIFIO.PAS module.

Presently, the procedures that read and write CIF files as-

sumes that everything is in NMOS. Thus, appropriate modifi-

cations have to be made in CIFIO.PAS to support other

technologies. There are possibly other necessary modifica-

tions that have not been mentioned.

Although there are no restrictions in the CIF format on

combining different technologies in a single CIF file, ICICLE

have no capability to keep track of multiple technologies in

a single design. Thus, all CIF files loaded together in

ICICLE should have the same technology.

4.5 CONFIGURATION FILES

ICICLE should probably have another set of files known as

the configuration files. There would be one configuration

file associated with each design file. A configuration file

would be used for maintaining the state of ICICLE from one

edit session to another. This would reduce the need for the
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designer to redefine the system parameters at the begining

of every edit session of a particular design. A configura-

tion file would be created at the end of the first edit ses-

sion of a particular design and would be updated at the end

of an edit session there on after. Other informations that

can be include in the configuration file are the name of the

technology file used by a design file, the current edit de-

finition, the current viewing window, etc.

4,6 PREVIOUSLY PROPOSED COMMAND EXTENSIONS

Michael Iacoponi has previously proposed a list of command

extensions which has not been implemented. Among the list

of command extensions, the group of commands associated with

operations on a 'region' should be considered first for im-

plementation. The group of commands associated with 'region'

will give the designer primarily the capability to operate

on a group of boxes and/or calls rather than just a single

box or call. It will also give the designer the capability

to copy a portion of a definition into another definition.

The group of commands associated with operations on 'text'

is useful for documentation purposes. Since a 'text' is

limited to 24 characters by the size of the block structure,

'text' would mainly be used for labeling certain points in a

circuit. The main problem in the implementation of 'text'

commands is the difficulty of displaying characters in dif-
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ferent sizes. There exist a set of grid representation for

characters in the IBM PC ROM. However, the difficulty is in

the development of a scheme for deciding which pixels to set

when the size of a character is not an integer multiple of

the 8 by 8 grid defining each character. A possible solution

is to develop a set of stroke characters. A stroke character

is defined by a set of line segments. The line segments can

be scaled more easily. The difficulty is the tedious task

of defining the strokes that form the characters.

Another potentially useful command that was proposed is

the command to load a definition from a CIF file. This would
make it easier to share definitions among designs. Pres-

ently, the only way of sharing definitions is by loading the

whole CIF file and deleting all definitions that are not

needed. This is certainly not an efficient method. The ca-

pability to load a definition from a CIE file would defi-

nitely solve this problem. However, it would still require

the loading of all definitions which precede the definition

to be loaded. This is because CIF files are sequential files

and it is possible that the definition to be loaded calls l
upon other definitions which by the format of CIE files, are E
always found among the definitions that precede the defi- E

nition doing the calling. After all definitions under the E

calling hierarchy of the definition to be loaded are deter- E

mined, all other definitions that are not needed would thenbe deleted. i
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The loading of definitions which would eventually be de-

leted would not be found in the loading of a definition from

a VIE file. This is because records in a VIE file are xran-

domly accessible and due to the structure used to organize

the records in VIE files, the records of a definition can be

accessed irrespective of the location of other definitions

in the file. The records in the VIE file are organized in a

structure very similar to the internal data structure used

to organize the definitions in ICICLE. Thus, the records

forming the linked list of definition headers are the only

records that have to be loaded to search for the definition

of interest. Erom the header record of a definition, the

rest of the records defining the definition can be found by

traversing the link lists formed with record pointers. The

definitions found under the calling hierarchy of the defi-

nition of interest are also easily found with the use of re-

cord pointers.

Since the names of all definitions in a VIE file are eas-

ily retrievable, a command which would permit a designer to

obtain the definition list from a VIE file can be very use-

ful. This would avoid the need to exit ICICLE. To implement

a similar command for CIE files would not be realistic due E
to the sequential nature of CIE files. i
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4.7 DESIGN RULE CHECKER

One of the objective of implementing ICICLE on PCs is to

free the processing power and memory usage of the mainframe

for CPU intensive work, such as circuit extraction and cir-

cuit simulation„ Most of the tedious process of laying out

the masks of the circuit would be done on the PC. The design

file would then be transferred to a mainframe for circuit

Verification. Since file transfer is time consuming, an at-

tempt should be made to eliminate all minor errors resulting

from failures to meet some of the geometric constraints be-

fore uploading the file. Having the circuit layout checked

for design rule errors before circuit Verification would also

assure that the time consuming task of Verification would not

be wasted on an invalid circuit. An interactive design rule

checker has been implemented for VAX—ICICLE [22]. However,

it has not yet been transported to PC—ICICLE.

4.8 INTERACTIVE HELP

To complete the software package, an interactive form of

assistance should be available to the user when a manual is

not immediately available. Due to the memory limits of exe-

cuting ICICLE on a PC and since the interactive help will

only be used occasionally, the text displayed when help is

requested should be retrieved from help files.
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4.9 OVERLAY

As the magnitude of the PC—ICICLE package increases in

size, it might eventually be necessary to use overlays to

reduce the amount of code resident in memory. Refer to

Michael Iacoponi's discussion and Chapter three on the or-

ganization of ICICLE modules for implementation as overlays

[13].

E
é
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5.0 CONCLUSION

As a conclusion to this thesis, a comparison of the per-

formance of PC-ICICLE is made with VAX-ICICLE. The compar-
t

isons that are made in this conclusion are not based on the

results of any formal statistical methods. Since VAX-ICICLE

and PC-ICICLE are generally the same layout editor with re-

spect to the user, no comparisons are made on the designs

created with the two editors. It is assumed that an user

using one of the editor would layout the same circuit on the

other editor in a similar manner.

The tests that were executed to measure the relative per-

formance of the two editors are the loading of a design file

and the display of the circuit in the design file. The design

file that was used for the tests is an associative memory

chip which is the largest design laid out with ICICLE. Some

characteristics of the database of the design obtained from

the output of the Bug Check command of PC-ICICLE is shown in

Figure 9. This design was chosen for the tests so that

measurements can be made in terms of minutes rather than

seconds or fractions of a second. The measurements are used

onky to demonstrate the relative performance. Thus, the

measurements are not. made with any accuracyz They are

rounded to the minutes.
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The loading of the CIE design file on VAX took about five E
minutes when the system is not loaded with many users. On a E

PC-XT with 512K, the loading of the CIE file from the hard

disk took about 48 minutes. This is to be expected because

of the smaller processing power of the PC and the slower disk

drives. This is the reason why the VIE file format was de-

veloped for saving designs created with PC-ICICLE. The load

time for the same design from a VIE file took only about five

minutes even though it is about 10 percent larger than the

design in CIE file. The VIE file is about 202K while the CIE

file is about 180K.

The load times presented above are measured under ideal

conditions. Erom previous experiences, the load time for the

same file on VAX under heavy system usage has easily been

over half an hour. Since PCs are single user systems, the

main factor affecting the load time is the speed of the disk

drive. Loading from a floppy disk drive is always much

slower than a hard disk. Also, since the database file man-

agement system of PC-ICICLE permits designs that are larger

than the available memory on the system by storing part of

the design database on a temporary database file, the load E

time is also affected by the memory size when the design is ä
larger than the total memory available for the design data- E

base. Thus, the general performance of PC-ICICLE deteri- ä

orates as the percentage of the design in the database file

increases. E
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For most purposes, a PC with 512K is sufficient for

PC-ICICLE. With 512K of memory, about 6000 design blocks is

available to the designer. The associative memory design

requires 4311 design blocks when loaded into PC-ICICLE. This

is approximately a 40% memory reduction when compared to the

7107 design blocks needed to load the same design into

VAX-ICICLE. This is due to the efficient use of tüua memory

allocated to object blocks (design blocks for boxes) by

PC-ICICLE. For the associative memory design loaded into

VAX-ICICLE, about 80% of the 7107 design blocks are object

blocks. In PC—ICICLE, the object blocks were exploited by

placing two boxes in each object block rather than just one

as is done in VAX-ICICLE. Since the associative memory de-

sign (which is approximately 3700 lambda by 3200 lambda or

equivalently a 0.74 centimeter square chip using 2.5 microns

per lambda) requires only about 2/3 of the memory available

to PC-ICICLE on a PC with 512K, 512K should be enough for

designing most circuits on the PC.

Due to the limitations of the IBM PC architecture, the

primary memory is limited to a maximum of 640K. To alleviate

this problem, the extended memory can be utilized as a vir-

tual RAM disk for storing the temporary database file.

The other performance that was measured was the speed of

the graphics display. The display of the associative memory

chip on the GIGI terminals took an hour to display only the

implant layer and the diffusion layer. All the implant and
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diffusion boxes that are stored in the 137 definitions of the

associative memory design make up about 18% of all boxes.

Although this does not reflect on the actual percentage of

implant and diffusion boxes that are drawn due to the hi-

erarchical calling structure of the definitions, it is a good

estimate. Thus, five hours would be an estimate for the time

it would take for VAX-ICICLE to display the whole associative

memory chip on the GIGI terminal. On the other hand, the

display of the same chip on the IBM Color Graphics Monitor

(CGM) took only about 11 minutes.

The probable reasons why it is faster on the CGM are the

lower resolution and the limit of three colors on the CGM,

the removal of the graphics cursor from the display· by

PC-ICICLE till the end of the display, and the direct access

to the display memory by PC-ICICLE. VAX—ICICLE interfaces

with the GIGI terminal through the serial port. The GIGI

terminal has to interpret the graphics commands as they are

received. After executing each graphics command, it appears

that the GIGI terminal displays the position of the graphics

cursor. The display of the graphics cursor is not necessary

till the display is completed. Thus, if it is possible to

turn off the display of the graphics cursor, the time it

takes to display on the GIGI terminal might be shortened.

The main shortcoming of displaying on the CGM is the limit

of three colors in the color graphics mode. The CGM has about

2/5 the resolution of a GIGI terminal in both the horizontal
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and the vertical directions. However, the productivity of

the user is not as seriously impaired by the lower resolution

as by the limit of three colors. The limit on the number of

colors makes it difficult for the user to distinguish the

layers.

When the IBM Enhanced Graphics Monitor (EGM) is eventually

supported by PC-ICICLE, the previously mentioned limitations

would vanish. The EGM has about twice the resolution of the

CGM in both the horizontal and the vertical directions and

can.«display up to 15 colors in its color graphics mode. As

a rough estimate, the amount of time it will take to display

a circuit on the EGM would be about seven times the time it

takes to display the same circuit on a CGM. This is approx-

imated by the increase in the amount of memory necessary to

support the EGM. Since higher resolution does not necessary

guarantee higher productivity, a lower resolution color

graphics mode can be chosen to reduce the display time. In

fact, the shorter display time would reduce the time that the

user is idle and not productive.

From observing the results of the performances of ICICLE E

on both the VAX and the IBM PC-XT, it can be concluded that i
the performance of ICICLE is more heavily dependent on the i

speed of the I/0 devices and the memory limits of the system E

than the type of data structure implemented in the database.

Although the performance of the linear linked list structure

used in ICICLE was never compared to those of other data
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structures, its response time is observed to be sufficient

for· a layout editor such as ICICLE. This is due to the hi-

erarchical design capability available to users of ICICLE.

From the databases of designs created with ICICLE, it is

observed that nearly all definitions have less than 200

boxes. Definitions with over 200 boxes are usually the re-

sult of not using the hierarchical design capability of

ICICLE effectively or the use of the Repeat Box command to

run long routes. Since the users have sole control over the

exact layout of their circuits, users of ICICLE should dis-

cipline themselves to make effective use of the hierarchical

design capability of ICICLE. To reduce the number of boxes

in definitions where the Repeat Box command was used for

routing long signal path, either some routing capabilities

should be introduced or the merging of boxes with common or

overlapping edges should be performed when the Repeat Box

command is used.

In general, one can expect the average number of boxes per

definition would be less than 100. This is a relatively

short list for any current. processors. Thus, the data

structure does not affect the response time enough to require

the implementation of other data structures which are gener-

ally more difficult to implement and require more memory for

both the code and the database. Implementing ICICLE with

the linear linked list structure meant that in the same mem-

ory space, more design data can be stored. ThLlS, the need
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to store part of the design in the database file is reduced.

Any disk access would slow down the system. The fractions

of a second that a more sophisticated data structure would

save in search processes might not compensate the disk access

time. ICICLE is a very simple layout editor which is suited

to run.<u1 a PC. Since ICICLE is unlike other editors that

have sophisticated capabilities, it does not need any fancy

data structures.

PC-ICICLE has been executed on IBM PCs, IBM PC-XTs and IBM

PC—ATs, as well as Zenith's IBM compatible PCs. The per-

formance is naturally best on the AT, which has a faster

processor and a faster hard disk. PC-ICICLE is executable

with 256K of RAM, although its performance deteriorates for

large designs. PC-ICICLE automatically adjusts for any in-

crease in RAM memory. For most large designs, 512K of memory

should be sufficient. As mentioned before, PC-ICICLE needs

to support the Enhanced Graphics Monitor to be more produc-

tive for the users.

é
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