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ABSTRACT 

 

 

In modern genomics, all experiments begin data collection with sequencing and 

downstream alignment or assembly processing. As such, the development of reliable 

sequencing pipelines is hugely important as a foundation for any future analysis on that 

data. While much existing work has been done on enhancing the throughput and 

computational performance of such pipelines, there is still the question of accuracy. The 

rift in knowledge between speed and accuracy can be attributed to the more conceptually 

complex nature of what constitutes the measurement of accuracy. Unlike simply parsing 

logs of memory usage and CPU hours, accuracy requires experimental validation. 

Subsets of accuracy are also created when assessing alignment or variations around 

particular genomic features such as indels, Copy Number Variants (CNVs), or 

microsatellite repeats. Here is the development of accuracy measurements in read 

alignment and variation calls, allowing the optimization of sequencing pipelines at all 

stages. The underlying hypothesis, then, is that different sequencing platforms and 

analysis software can be distinguished from each other in accuracy by both sample and 

genomic variation of interest. As the term accuracy suggests, the measurements of 

alignment and variation recall require comparison against a truth set, for which read 

library simulations and high quality data from the Genome in a Bottle Consortium or 

Illumina Omni array have served us.  In exploring the hypothesis, the measurements are 

built into a community resource to crowdsource the creation of a benchmarking 
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repository for pipeline comparison. Results from pipelines promoted by this 

computational model are then wet lab validated with support for a hierarchy of pipeline 

performance. Particularly, the construction of an accurate pipeline for genotyping 

microsatellite repeats will be investigated, which is then used to create a database of 

human microsatellites.  

Progress in this area is vital for the growth of sequencing in both clinical and 

research settings. For genomics research to fully translate to the bedside, the boom of 

new technology must be controlled by rational metrics and industry standardization. This 

project will address both of these issues, as well as contribute to the understanding of 

human microsatellite variation. 
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Abstract. 

The advent of high-throughput sequencing, coupled with advances in 

computational methods, has enabled genome-wide dissection of genetics, evolution, and 

disease, with nucleotide resolution. The discoveries derived from genomics promise 

benefits to basic research, biotechnology, and medicine; however, the speed and 

affordability of sequencing has resulted in a flood of “big data” in the life sciences. In 

addition, the current heterogeneity of sequencing platforms and diversity of applications 

complicate the development of tools for analysis, and this has slowed widespread 

adoption of the technology. Making sense of the data and delivering actionable insight 

requires improved computational infrastructure, new methods for interpreting the data, 

and unique collaborative approaches. Here we review the role of big data in genomics, its 

impact on the development of tools for collaborative analysis of genomes, and successes 

and ongoing challenges in coping with big data. 
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Introduction. 

Traditionally, data collection has been the principle bottleneck for advancement in 

the life sciences, particularly in genomics. For example, during the Human Genome 

Project, time, equipment, and laboratory space were consumed by the preparation of 

clone libraries and the lengthy run times of Sanger sequencers. A minority of space was 

needed for workstations and compute clusters, to manage the relative trickle of incoming 

data. The introduction of high-throughput sequencing technologies (also referred to as 

next-generation sequencing) has greatly simplified and accelerated the rate at which data 

can be collected, and a new bottleneck has emerged at the stages of data processing, 

analysis, and interpretation [1] [2]. This shift in the rate-limiting step of genomics is 

reflected by a shift in resource usage: data centers now consume major proportions of 

floor space and budgets, while sequencing equipment and reagents have dropped 

drastically in cost [3] and size [4]. There has been a similar shift toward growth in 

personnel trained as computer scientists, mathematicians, and bioinformaticians; many of 

whom are being recruited to tackle the problems associated with “big data” in the life 

sciences. Although complete and error-free sequencing of genomes is not a fully solved 

problem, the technology is maturing and has moved beyond proof of concept into 

research labs and clinics. To drive this transition, much attention is being focused on 

making sense of sequencing data, turning it into useful biological information [5] [6].  

 

Data analysis challenges in high-throughput sequencing. 

Because sequencing technologies can illuminate the molecular details of a variety 

of biological processes and disease states, diverse sub-disciplines across the life sciences, 
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biotechnology, and medicine are now linked by the challenges of analyzing and 

interpreting sequencing data. A variety of high-throughput sequencing platforms are 

available, with more still under development [7]. At the same time, there are many 

emerging applications for sequencing [3], resulting in a vibrant and competitive, but also 

fragmented, market for sequencing technologies, with numerous platforms offering 

different tradeoffs of cost, speed, throughput, read lengths, error rates, and bias. 

Ultimately, as the technologies mature, sequence analysis will be more straightforward, 

but in the meantime it remains a challenge, due in part to these tradeoffs. Adding to this 

challenge are the numerous applications and the choices of experimental protocols that 

can further affect sequencing error and bias.  

In particular, the length of sequencing reads impacts mapping and genome 

assembly. Longer reads are important for the de novo assembly of new genomes and for 

filling in gaps or poorly characterized regions in established reference genomes. The 

human reference sequence is well advanced but not yet fully characterized [8]; and while 

high-throughput sequencing reveals much of an individual’s genome, genomic regions 

featuring duplicated or low complexity sequence are hard to sequence, assemble, or map 

[9]. In some cases, these issues can be addressed by generating more reads to sequence 

difficult regions at greater depth, but this is not always effective. Some parts of the 

genome are simply not amenable to mapping with short reads [10]. In these cases, a 

hybrid approach can be effective. For example, short, highly accurate Illumina reads have 

been combined with longer PacBio reads—which are currently challenged by higher 

error rates—to improve genome assemblies [11]. Even with long reads, genome 

assemblies are imperfect [12], and so a compromise to full de novo assembly might be to 
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assemble subsets of reads into “compound reads” that can then be better mapped to a 

reference genome.  

Some applications of sequencing, for example exome sequencing, involve 

amplification steps that can introduce error and bias. Exome sequencing, which provides 

the sequence of the protein-coding portion of the genome (approximately one percent of 

the genome), is among the first of the high-throughput sequencing applications to 

permeate the clinic. For example, Baylor College of Medicine reported at the 2012 

Personal Genomes and Medical Genomics meeting that their Whole Genome Laboratory 

was now routinely sequencing hundreds of exomes in a CLIA-approved setting. A key 

step in this process is the comprehensive capture of protein coding regions of the 

genome; however, different enrichment strategies capture different sets of targets [10]. 

Further, library preparation that relies on PCR amplification can cause uneven read 

coverage for A/T- or G/C-biased regions [13] [14] [15], and variation in polymerases can 

result in amplification-induced errors and biases.  

Sequencing applications that do not employ amplification can still suffer from 

platform-specific sequencing errors and bias: Illumina instruments tend to produce more 

frequent base substitutions [16], while Ion Torrent and Roche/454 instruments have a 

higher rate of insertions and deletions [17]. All platforms suffer with low complexity 

sequences such as homopolymers and microsatellite repeats, but to varying degrees [18] 

[19]. Mapping strategies [20] [21] and variant calling methods are also heterogeneous, 

and while variant callers tend to identify similar base substitutions [22], they often differ 

dramatically in assigning indels and copy number variants [23]. Unfortunately, such 

structural variation represents much of the variation found in the genome [24]. Until 
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platform-specific errors and biases are fully accounted for; and mappers and variant 

calling methods become more standardized, it will be necessary to retain the pre-variant 

calling datasets, stored as binary sequence alignment map (BAM) files [25]. These BAM 

files are typically around 100 GB for human genomes, presenting challenges for data 

storage and transmission, particularly as analysis moves from individuals to populations. 

As sequencing technologies mature, it will be less important to retain these larger 

datasets. Already, the variant calling format (VCFs) [26] reports only identified variants, 

reducing the size of the data to about 1 GB. A compromise for the near-term is to use 

compression methods that reduce file size by storing only differences between the 

sequencing data and reference genomes or through “lossy” compression of quality scores 

[27]. These strategies are similar to those used in the compression of audio and video 

data.  

 

Big data, big collaborations, big problems. 

Resolving the technical challenges in sequencing and data analysis has brought 

together teams of computer scientists, mathematicians, and biologists, on the premise that 

these interdisciplinary efforts can achieve better outcomes through synergistic effort. In 

her 2012 keynote for the American Society for Human Genetics annual meeting, Mary-

Claire King remarked that collaborations in genetics are now almost always international, 

and it is so common that scientists do not even find this remarkable anymore. In these 

international and interdisciplinary collaborations, team members are able to make unique 

contributions from their sub-disciplines, leading to more frequently-cited publications 

[28]. Beyond highly-cited scientific publication, interdisciplinary collaboration also 
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creates new tools, datasets, and resources for analysis and information sharing, enabling 

future collaboration [29]. In addition, these efforts an efficient way to address big data 

challenges through the use of distributed resources.   

While large collaborations have resulted in a number of high profile successes 

(Table 1), scientific collaboration remains challenging. Fortunately, successful 

collaborators have offered suggestions for finding collaborators and effectively working 

together with them [30] [31]. However, problems can result from diverging interests, and 

disagreement over data ownership [32]. Further, issues of trust and ownership make data 

sharing a challenge, as typified post-publication issues encountered with unavailable or 

poorly-distributed methods and data [33]. Such issues impact collaboration, and impede 

scientific advancement by making the comparison or benchmarking of methods difficult.   

 

 
Table 1.1. Examples of collaborative big data projects in genomics. 

Project Name Collaborations Year 

started 

Encyclopedia of DNA Elements (ENCODE) [30] 440 scientists divided into 32 groups 2003 

The Cancer Genome Atlas (TCGA) [31] 150+ researchers, 12 funded centers 2005 

1000 Genomes Project [32] [33] 1000 Genomes Project Consortium 2007 

Human Microbiome Project (HMP) [34] ~200 members from nearly 80 universities / 

institutions 

2007 

Sequence 10,000 Vertebrate Species (G10K) [35] G10K Community of Scientists 2009 

Autism Sequencing Consortium (ASC) [36] 20+ independent research groups 2010 

Earth Microbiome Project (EMP) [37]  International multidisciplinary consortium 2010 

5,000 Insect and Other Arthropod Genome Initiative (i5k) 

[51]  

International multidisciplinary consortium 2011 
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Collaborative transparency and analysis standards. 

The variability in technologies and methods used by different research groups 

create issues in standardization and reproducibility [34] that complicates collaboration 

and advancement in the field. The ideal solution is complete transparency in datasets, 

methods, and analysis tools (including full source code). Even then, a lack of standard 

datasets and benchmarks makes it difficult to establish reproducibility or diagnose issues 

that arise from the use of data and tools in other studies. One step towards addressing 

issues with reproducibility and standardization involves the development of reference 

datasets and benchmarks. An initiative by the National Institute of Standards and 

Technology (NIST) called "Genome in a Bottle" (http://www.genomeinabottle.org) is 

targeting this issue by developing materials, data, and methods that can be used as a 

reference point for assessing the performance of human genome sequencing and analysis. 

Commercial sequencing providers are also providing valuable datasets to aid in the 

standardization of analysis tools. In just one recent example, Illumina’s Platinum 

Genomes Project is sequencing an extended family, with 50x coverage of most members 

and 200x coverage of a parent-offspring trio. This data is freely available to all and will 

greatly advance efforts to benchmark and compare variant callers. An interesting and 

complementary approach is a new service that promises to validate and verify scientific 

results, similar to quality certifications found in other industries 

(http://www.scienceexchange.com/reproducibility).  
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New platforms for scientific communication. 

The Internet was designed to be a platform for data sharing and collaboration. In 

this spirit, a number of online resources facilitate communication, collaboration, 

discovery, and networking and enable faster sharing of results to supplement traditional 

peer-reviewed publications and conferences [35] [36] [37] [38]. These tools include self-

publication platforms such as blogs, personal communication services such as messaging 

and chat, document collaboration tools such as Google Drive (http://drive.google.com) 

and Scribd (http://www.scribd.com), and next-generation productivity and project 

management tools such as Basecamp (http://basecamp.com) and Asana 

(http://asana.com).  

New web-based technologies have also been created specifically for scientific 

collaboration and analysis, such as Illumina’s BaseSpace (http://www.basespace.com) for 

genomic cloud computing, the Open Science Framework 

(http://openscienceframework.org), and the new Gigascience journal 

(http://www.gigasciencejournal.com). The latter offers free cloud-based storage for data 

described in published papers, removing another common obstacle to the sharing of very 

large datasets. There are also general-purpose cloud storage and computing solutions 

from Amazon (http://aws.amazon.com/ec2), Rackspace 

(http://www.rackspace.com/cloud), and Google (http://cloud.google.com/compute) that 

help collaborators work with the same datasets and systems, and provide the resources of 

big data centers to smaller groups that lack sufficient local infrastructure. However, cloud 

computing in genomics also raises new challenges related to data privacy and regulatory 

compliance where patient data is involved (http://epic.org/privacy/medical/). Other tools 
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for data sharing such as Dryad (http://www.datadryad.org) and Figshare 

(http://figshare.com) provide functions much like cloud-based data hosting services, but 

are specifically for sharing of scientific figures and data. These services offer the added 

advantage of digital object identifiers (DOIs) that enable others to reference or cite 

materials in their own manuscripts.  

Social media services such as Twitter and Facebook are becoming an increasingly 

common means of communication, including sharing news or research with colleagues. 

Because social media is used to discuss or reference publications, it also provides 

interesting metadata for published research, providing alternate article-level metrics of 

impact. Along these lines, PLoS journals (http://www.plos.org) track social media 

activity to identify high impact work in real-time, without having to necessarily wait for 

slower feedback provided by citations in subsequent published work. This type of 

metadata complements the faster pace of publication associated with open-access 

journals. Similarly, the Google Scholar search engine (http://scholar.google.com) 

evaluates impact and search result relevance based on web links, in addition to published 

citations. Services such as Altmetric (http://www.altmetric.com) collect metadata across 

journals and articles as well, making it available to both readers and authors. Curated 

services such as Faculty of 1000 provide expert knowledge to complement the “wisdom 

of crowds” found in social media. However, services such as Twitter that host discussion 

and are amenable to text mining will likely become a complementary resource for 

assessing research impact, and could very well augment Faculty of 1000 

recommendations or offer customizable and open access alternatives.  
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Beyond general social media and collaboration tools, there are also a number of 

online communities, including internet forums such as SEQanswers [38] and question 

and answer sites such as Biostar [36], aimed specifically at encouraging scientists to help 

each other resolve technical issues, share solutions and protocols, and allow for 

discussion and collaboration. Such tools are especially useful for users new to the field of 

genomics. Wikis can serve similar purposes, allowing for collaborative writing and 

editing of scientific reference material and tutorials [35] [37].  

SEQanswers and BioStar offer valuable and complementary formats for 

collaborative discussion. BioStar is based on Stack Overflow 

(http://www.stackoverflow.com) and focuses on questions with well-defined answers. 

SEQanswers complements BioStar, eschewing its question and answer format for a 

traditional forum format that allows group discussion of technologies, methods, and 

standards of practice. This format emphasizes the chronology and evolution of collective 

thought, rather than focusing on identifying a single, best answer. However, it can be 

challenging to quickly extract meaning from lengthy discussion, so SEQanswers threads 

that coalesce into consensus can be streamlined and preserved as a reference within the 

manually curated SEQwiki [37], which includes frequently asked questions, analysis 

methods, tutorials and sequencing service providers. These online communities have 

gained significant traction in the last couple years and are far more popular than the 

discussion boards hosted by the commercial providers of sequencing technologies. For 

example, SEQanswers features more than 4000 globally active users—including users 

from genome centers, research groups, and industry—who have created more than 10,000 
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discussion threads, with over 300 new threads and 1800 new responses posted per month 

[38].  

In addition to facilitating communication within the scientific community, 

Internet tools and social media allow for increased engagement and involvement in big 

data projects by the general public, and by patients seeking a greater role in their care. 

Some companies like 23andMe (http://www.23andme.com) offer genomics services to 

the general public, but also provide this data for large-scale studies [39] [40]. 

PatientsLikeMe (http://www.patientslikeme.com) offers a means by which patients can 

self-report medical data and connect with others that share similar conditions or with 

those who have interest in managing these conditions. Projects such as the Personal 

Genomes Project (http://www.personalgenomes.org) help make individuals aware of their 

personal stake in scientific research, enable self-reporting of medical and genetic 

information, and connect scientists with potential research subjects. 

Future challenges. 

Big data is now an integral component of the life sciences. In genomics, big data 

comes from the commoditization of high-throughput sequencing and the resultant 

affordability and availability of sequence data. This reduction in the costs of generating 

data has now prompted an increased investment to address challenges related to data 

storage, processing, analysis, and interpretation. Along with infrastructure, collaborative 

science is key to making sense of this flood of data, and will enable discoveries and 

insights that are less likely to emerge from groups working in isolation. New online 

platforms and tools are improving communication and data sharing, and provide a real-
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time means of exchange that supplements traditional reporting of scientific results in 

journals and at scientific conferences.  

Today, many big data problems in genomics arise from an incomplete 

understanding of how to analyze and interpret sequence data. There are many sequencing 

platforms, with many more being developed, and there are rapidly growing numbers of 

sequencing applications.  Along with the diverse and fragmented sequencing market, 

there is a need for standards in analysis, benchmarking, and interoperability, as well as 

comprehensive tools. Consolidated information portals and tutorials found at online 

resources such as SEQanswers and BioStar go a long way towards addressing this 

challenge. 

Figure 1.1. Data integration, a big data challenge 
for personal genomics. Current big data problems 
in genomics arise from an incomplete understanding 
of how to analyze high-throughput sequencing data. 
Heterogeneity in sequencing platforms, applications, 
and analysis tools complicate data interpretation and 
necessitate retention of much of the raw sequencing 
data. As these tools become standardized, new big 
data problems will center on the integration of diverse 
sources of biological and clinical data to expose 
actionable insight from personal genomes. 
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New technologies will help address challenges in data analysis, but as we 

commoditize the processing and analysis of sequencing data, new big data challenges 

will emerge (Figure 1). These new challenges will involve interpreting genetic variants 

and revealing actionable insights. For example, high-throughput sequencing of parent-

offspring trios has enabled the rapid identification of inherited and de novo genetic 

variants; however, the relevance to traits and disease for any of the multitude of identified 

variants in an individual is not yet clear. For example, a recent large-scale survey 

revealed that normal genomes harbor many loss-of-function variants, often with no clear 

connection to disease states [41]. To help focus the search for clinically relevant variation, 

a clan genomics approach [42] has been proposed that takes into consideration 

information from extended families and subpopulations to evaluate rare variants. The 

model argues that newly arisen variants have stronger impacts on disease, while more 

common, population-level variants modify the effects of newer rare variants. Genetic 

variation needs to also be considered within the context of other biological states, for 

example, by studying the transcriptome, epigenome, and the proteome; and even by 

utilizing biometric data. This information can (within privacy constraints) also be cross-

referenced with self-reported patient phenotypes, medical records, and other sources, 

such as public databases and the scientific literature. With the integration of these 

multiple data sources, the scale of data analysis and interpretation will continue to 

increase dramatically, creating higher demand for big data tools and infrastructure in 

genomics and the life sciences. 
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CHAPTER 2: OPTIMIZING ANALYSIS PIPELINES FOR IMPROVED VARIANT 

DISCOVERY 

 

 

Introduction to analysis pipelines. 

 Largely due to its recent affordability [1] ,  HTS has propagated throughout all 

modern genomics research efforts, even making significant headway into clinical 

methods [2]. As a result of the attention, the number of HTS techniques has also 

increased in a technologically diverse manner [3], seen in the sheer volume of genomic 

analysis startups and the large functional differences between even the popular 

sequencing products. While the boom in sequencing may mean well for industry, the 

precision of science will suffer without an understanding of accuracy. To date, there have 

been many publications cataloguing benchmarks of the computational efficiencies of 

HTS hardware and software [4] [5] [6]. However, the field has advanced beyond the 

problem of efficient data collection via parallel advancements in computer engineering. 

Sequencing sample repositories such as the National Center for Biotechnology 

Information (NCBI) and consortium groups like the 1000 Genomes Project [7] make 

genomics discoveries possible completely in silico.  This data availability allows even an 

individual hobbyist with a personal computer to attempt significant scientific insights, as 

well as develop analytical software.  In such a pioneering field, though, investigators are 

always first challenged with assuring the quality of their analyses taken from patchwork 

sequencing pipelines – typically a conglomeration of streamlined, open source tools with 

little third party scrutiny or validation.  Shown in Figure 1 is a diagram of a pipeline used 

for processing data from a next generation sequencing platform, as well as some 

examples of programs that may fit into each stage. 
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Performance measurements for accuracy, not efficiency. Where benchmarking the 

computational performance of a tool is done using established measurements from 

computer science such as memory usage and CPU hours, the recognition of accuracy is 

not so straightforward. The ever-present statistical uncertainties and biases associated 

with any one sequencing pipeline will create a difference in analysis from another 

pipeline for the same genomic sample [8].  The magnitude of this need for a truth set to 

compare pipeline results is shown by efforts of the GIB Consortium [9] to create an 

unbiased highly accurate set of genotypes across the genome. Truth sets have also been 

simulated for benchmarking purposes [10], although such simulated genomes are often 

criticized for their dissimilarities to real sequencing samples. Obtaining a truth set is only 

half of the problem, however, as agreement on how to statistically measure a pipeline’s 

Figure 2.1. Typical pipeline architecture for processing sequencing data. The 
framework indicates the 3 main steps of processing, where “mapping” can be 
interchangeable with alignment or assembly. The software names under the framework 
represent the number of possible choices available for each stage.  User interfaces can 
range from scripted command lines to complex web GUIs. 
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similarity to the truth set is also not consistent among emerging genomics software 

publications. Prominent genomics developers have typically used false positive rates 

[11], but it is far from standardized. The problem of measuring accuracy will be solved 

with the standardization of both a truth set and system of measurement that can be 

robustly applied for improved pipeline choices in both broad (e.g. whole genome 

alignment) and specific interest (e.g. microsatellite genotyping) applications.  

 

Assessing accuracy of alignment algorithms. First, regardless of pipeline purpose, the 

random assortment of reads from the sequencing platform must be either aligned or 

assembled along a set of coordinates. These coordinates correspond to the chromosome 

and base pair of a reference genome. In human genome sequencing, this reference stems 

from the Human Genome Project [12] and is continuously updated by the Genome 

Reference Consortium (GRC) [13]. Arranging reads against the reference genome 

(mapping) [14], or forming a de novo arrangement of the reads against each other 

(assembly) [15], are the two possible ways to create read alignments for comparison 

against the reference genome. While assembly is a functional choice for smaller genomes 

like bacteria [16], typically this method is too demanding of computational resources for 

whole genome or whole exome alignment in eukaryotes. This is largely due to limitations 

in the read lengths produced by the current and past generations of sequencing platforms, 

although increasing read length is a primary of focus of emerging technologies, with 

some HTS platforms promising thousands of nucleotides [17]. On the other hand, short 

read mapping has been employed successfully alongside all HTS platforms to date, and 

this ubiquitous use still continues to give rise to new mapping software. Likewise, this 
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ubiquity makes it an important point for benchmarking performance, as it lays the 

foundation for downstream processing. A slight difference in alignments could mean an 

important finding – or not – in later variant analysis.  

Unlike the probabilistic placement of reads on this reference during mapping or 

assembly, we expect that employing simulated reads of known location on the reference 

will act as a truth set in identifying the sensitivity and specificity of each evaluated 

program. Mapping programs also generate a confidence score, the mapping quality score, 

which is another vital piece of information that we will leverage to determine accuracy 

with mapping quality thresholds. Figure 2 demonstrates differences in accuracy between 

several popular mapping programs, using the ratio of incorrect to mapped reads vs. the 

ratio of correctly mapped to total reads in the library. The ‘popular’ software choices 

were made based on discussion activity within the SEQanswers.com forums  [18].We 

first examined the alignment accuracy of these methods for single-end reads in cases with 

a low point mutation rate (Figure 2a). Using a low point mutation rate is a good first step 

for accuracy analysis, as it represents a performance baseline while still introducing the 

challenge of mismatched alignment to the mappers. Novoalign 

(http://www.novocraft.com) achieves the highest accuracy, exceeding 90%. While 

Novoalign is the clear winner, beyond that, the results are ambiguous. SMALT 

(http://www.sanger.ac.uk/resources/software/smalt/) reaches an accuracy of 90%, 

although it displays levels of inaccuracy of nearly 0.5% even at its highest mapping 

quality. Due to this high level of inaccuracy, BWA [19] and Bowtie2 [20] are the best 

second place options, but overall, there is little difference in performance between these 

and the other remaining mappers.  

http://www.novocraft.com/
http://www.sanger.ac.uk/resources/software/smalt/
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Figure 2.2. Alignment accuracy for popular 
short read mapping algorithms. Incorrect 
alignment rate versus correct alignment rate as a 
function of mapping quality score on simulated 
datasets, showing differences in performance and 
performance hierarchy over different sample 
types. The simulated samples shown have a low 
point mutation rate of 0.01%, and the reads are 
(A) 100bp single end, (B) 100bp paired end, and 
(C) 250bp paired end for the algorithms indicated 
in the legend. Also shown in (A) in the dotted red 
line is BWA-SW, an algorithmic option in BWA. 

A 

B 

C 
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Paired-end read technology has become increasingly common and provides 

improved alignment accuracy and mapping across large structural variations due to the 

known proximity of the two reads that constitute a pair [21]. In order to evaluate how the 

relative merits of the mappers change when dealing with paired-end reads, we repeated 

the tests from Figure 2a using 100bp Illumina paired-end simulated reads, again with a 

low point mutation rate (Figure 2b). Because of the additional relative positional data 

provided by paired-end reads, multiple mappers now exceed 0.90 accuracy, and, at the 

highest mapping quality levels, reach almost 0.10 inaccuracy. The increases in both 

directions indicate larger degrees of difference in performance between mappers than 

with single-end reads. This difference can be easily observed on the plot by examining 

the distance between mapper curves. Again Novoalign is the most accurate mapper, 

followed by BWA. Interestingly, no Bowtie2 variants perform optimally for this sample 

type. Stampy [22] shows greater improvements in performance (relatively to the other 

mappers) due to the move from single- to paired-end reads, while, in contrast, SMALT‘s 

inaccuracy rates for paired-end reads remain the same as for single-end reads. BWASW 

[23] was excluded from these tests because it does not support paired-end reads. 

We next examine paired-end performance based on 250bp Illumina reads (again 

retaining the same low mutation rate, Figure 2c). The paired 250bp read length is now an 

available technology from Illumina, and its increased read length is expected to result in 

increased accuracy, due to the greater chance of unique alignment per read. This is indeed 

observed in SMALT, Novoalign, BWA, and Stampy, which all surpass 0.92 accuracy. 

While Novoalign was previously the clear winner, with longer read lengths, BWA 

matches it, and Stampy surpasses it – all with approximately equivalent inaccuracy until 
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very low mapping qualities that create the rising “tail” at the right. However, in the case 

of poorly performing mappers, accuracy further increases. SMALT, Bowtie2-local, and 

Bowtie2-local-high now show inaccuracy between 0.005 and 0.013. These inaccuracies 

were also higher than their 100bp paired and single end performances in Figures 2a and 

2b.  

In Figure 2, some mappers showed significant levels of inaccuracy even to the left 

of the plots, where mapping quality is expected to be highest. Ideally, because mapping 

quality is a phred-scaled [24] [25] for the probability of correct alignment, there should 

be an asymptotic decrease in incorrect reads from lowest to highest quality with no error 

in the highest quality reads [26]. It is vitally important to accurately calibrate these 

quality scores, as variation callers downstream attempt to weight calls based on 

calculations involving mapping quality. Figure 3 shows several graphs describing the 

numbers of incorrect reads at incremental mapping quality bins for some of the top 

performing mappers in Figure 2b, as the same sample (Illumina 100bp paired end with 

low point mutations) is used here.  

Novoalign’s incorrect reads at each mapping quality bin is seen in Figure 3a. As 

one would expect from a properly calibrated mapping quality function, there is a sharp 

decrease in the number of incorrect alignments as mapping quality increases. At higher 

quality bins of 50-59, 60-69, and 70 the combined number of incorrect alignments is less 

than 10, which is nearly five orders of magnitude less than the lowest quality bin 0-9. In 

the lowest 10% of its mapping qualities, Novoalign placed 438,199 (99.2%) of its 

incorrect alignments, and 440,423 (99.7%) in the lowest 25% of mapping qualities. 

Interestingly, there is a small spike in incorrect alignments at the highest quality 70 
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relative to the bin 60-69. This could indicate an overlooked read attribute, such as an 

unforeseen artifact in the relationship between variation and base quality. Figure 3b is a 

similar histogram for Bowtie2, which is an example of a less refined calibration of 

mapping quality score. It places 685,364(85.0%) of its incorrect alignments in the lowest 

10% of its mapping qualities and 764,412(94.8%) in the lowest 25% of its mapping 

qualities. The number of incorrect alignments decreases between 0-9 and 40+ mapping 

quality bins, but at the highest bin 40+ there about 10,000 incorrect alignments, which is 

similar to the incorrect alignments at the low bin 10-19. There is also an increase past 

10,000 incorrect alignments from 10-19 to 20-29, which is against the ideal asymptotic 

decrease. 

 

 

By assessing varied combinations of mutation types and sequencing platform 

properties, we find that the performance of mapping algorithms is highly dependent on 

A B 

Figure 2.3. Distribution of incorrect alignments over mapping quality 
scores. The incorrectly mapped reads of (A) Novoalign and (B) Bowtie2 on high 
sensitivity presets, are compared against their assigned mapping qualities by 
each aligner in a sample of low point mutations and 100bp paired end reads. The 
vertical axis is log scale number of incorrect alignments, and horizontal axis is 
the mapping quality in bins of 10.  The trend in Novoalign indicates a more ideal 
calibration of mapping quality scores for this sample. 
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the sample context—namely, read length and platform. In variation calling, the optimal 

choice of mapping program is not only based on the accuracy of its alignment algorithms, 

but also on its calibration of mapping quality scores to its own alignment flaws. 

Optimization of mapping strategies and an improved understanding of these mechanics 

represent an initial step in producing truly actionable data, but it lays a critical foundation 

for reliable downstream analysis.  

 

Measuring the large differences in variation recall between software. In the past, 

publications comparing variation calling software have all arrived at the conclusion that 

there are indeed large differences in the variants detected by each tool in their surveys 

[27] [28]. Figure 4a is a Venn diagram representing this finding using several widely 

used and maintained programs, applied to a human whole exome at high coverage. Just 

like read alignments, the differences highlighted by the Venn diagram show that there is a 

problem that must be addressed again with a truth set [29]. In an answer to this problem 

we have begun to collaborate with the NIST to utilize data from the GIB consortium, 

which will allow the computation of precision rate, sensitivity, and specificity to give a 

much more clarity as to which software pipeline is indeed generating the most accurate 

callset. Figure 4b displays a comparison of pipeline results using the GIB data as 

described, among pipelines that vary only by the choice of alignment algorithms. 

Emphasizing our conclusion from the benchmarks of alignment and mapping quality 

scores, we again see that alignment software choice is indeed a critical factor for deciding 

variant recall outcomes. We can also expand on this point further, by speculating that if 

such differences exist based on a pipeline segment believed by many to have reached a 
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performance plateau, then surely it is necessary to build a benchmarking system that can 

measure changes across all portions of the pipeline. 

 

 

 

 

 

 

Crowd-sourcing benchmark generation to build a dynamic online repository. There is a 

continuously growing and already expansive wealth of software candidates for 

benchmarking [4]. The magnitude of work collecting information on all of these tools 

would be inefficient and ineffective to burden a single group or lab with, and would 

largely defeat the purpose of creating community involvement. Developing a resource 

that leverages user commitments and interests will not only tailor the relevancy of 

resource, but also accelerate the adoption of NGS techniques in general via community 

standardization. In pursuit of all of these goals, we have obtained the domain 

BioPlanet.com, and using this domain we have already released a developing version of 

this proposed community resource, named Genome Comparison and Analytic Testing 

(GCAT). Since releasing in April 2013, the developing state of GCAT has already 

A B 

Figure 2.4. Variant calling concordance and GIB comparisons. For 
the same 3 pipelines, (A) shows the difference in the relative variation 
concordance between their calls by representing the total number of 
calls overlapping with other pipelines. (B) is the comparison of these 
same calls to the GIB data, by computing the precision rate, sensitivity, 
and specificity as indicated. 
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accumulated over 90,000 visitors across 144 countries, whom together have generated 

over 700 benchmarking reports. 

 

Developing metrics for alignment assessment. 

Sequencing Simulations. Previous studies have implemented simulations of read libraries 

from the reference genome sequence to test, debug, or compare read alignment 

algorithms [30] [31]. Application articles and methods papers on simulator programs 

themselves also report that this is their intended use [32] [10]. In trust of these 

publications, their support of simulations indicates that they are reliably similar to the 

targeted samples. There is also evidence that aligner performance on simulations 

accurately reflects real data via variant calling comparisons [33],which have also seen in 

our own preliminary data. The method of simulation that we will use – implementing the 

simulation tools DWGSIM (https://github.com/nh13/DWGSIM) - has several novel 

improvements on methods described in the previous literature. First, we will be grafting 

simulated reads from chromosome 19 of the human genome reference build 19 (hg19) at 

coverage of 20x. Using the hg19 offers a greater challenge to alignment algorithms due to 

the genome size, structural, and copy variation within it, and the number of reads 

produced at 20x coverage of chromosome 19 adds significant statistical power compared 

to the previous studies mentioned. These simulated reads will then be mapped back to 

reference coordinates using the entire hg19 sequence. Our preliminary data also shows 

that there is no difference in aligner performance or performance hierarchy among hg19 

whole genome simulations versus chromosome 19 simulations, when aligned back to the 

entire hg19 reference. The overview of simulation and alignment strategy is depicted in 
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Figure 5. Our simulations will also include a range of varying read lengths, Ion Torrent 

and Illumina platforms, and several difference rates of point and indel mutation inclusion, 

specifically described in Table 1.  

 

  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Accuracy Rates. The Receiver operator characteristic (ROC) has long been employed 

across engineering, science, and statistics to examine ratios of true and false positive rates 

across varying thresholds of another parameter [34]. This technique was first suggested 

Figure 2.5. Simulation overview. Simulated reads are chosen from the reference 

sequence, and altered slightly according to the mutation rate parameters and 

sequencing error rates according to the specified platform. After alignment with the 

chosen mapping software, they are ready for accuracy analysis and comparisons. 

 

 

FASTA Reference Sequence: 
ATCGACTACGATCGAGCGATCGAGCTATCGATCGACTACTGCAT 

Simulated reads 
 from reference 

 

 

 
Inaccuracy vs. 

Accuracy Rate 

Alignment 
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for surveying read alignment by Li and Homer, in which they compared the number of 

incorrect reads to the number of correct reads while using mapping quality scores as the 

threshold [11]. Likewise, we will use a modified version that describes the true and false 

positive rates as the correct and incorrect reads divided by the total number of reads in the 

library, respectively. Additionally, we will also be keeping track of the total numbers of 

correct, incorrect, and unmapped reads. An example of the plot and a table of the total 

numbers is shown in Figure 6.  

 

 

 

 

 

 

 

 

 

Figure 2.6. Accuracy plot and table statistics. The plot shows rates of incorrect 
alignment vs. correct alignment as a function of mapping quality score for Novoalign, 
BWA, and Bowtie2. Below is a table of raw alignment numbers for the tools. 
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Mapping quality. Using the incorrect reads identified by the simulation alignments, we 

will build a histogram that extracts the distribution of incorrect reads along the mapping 

quality scores assigned to them. Based on the Sequence Alignment Map specifications 

[35], we will parse the score out of every incorrect read alignment. Figure 7 provides an 

example of how a read’s alignment is represented in the SAM format, and the easily 

parsed location of the mapping quality score column.  

 

 

 

 

 

 

 

 

 

 

 

Developing metrics for variation calling. 

 

Variation concordance between pipelines. In determining difference of variation calls 

between examined pipelines, we will use the relational Venn diagrams [36]. This will 

intuitively display the unique and concordant calls between each pipeline, for every 

combination of pipeline calls. Venn diagrams are an effective way of presenting variation 

concordance that has appeared in other NGS studies [37]. We are also adding several 

unique features to the Venn diagram display: filtering by read depth, variant quality, and 

genotype quality thresholds. Read depth is synonymous to the read coverage at variant 

loci, meaning the number of overlapping sequence reads at that location. Variant and 

Figure 2.7. Sequence Alignment Map format. SAM format are tables of read information, 

from which we will be parsing the ID (1
st
 column), position (3

rd
 and 4

th
) and mapping quality 

information (5
th
). The first two lines are headers containing sample annotation. 
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genotype quality are phred-scaled confidence scores assigned to each variant call, for 

which one explicit purpose is such filtering [38].  

 

Truth sets with GIB and OMNI SNP array. A primary and novel part of this project is the 

construction of high quality truth sets for variation recall analysis. We will accomplish 

this by using the GIB variant calls on the same individuals’ genomes, allowing a basis for 

comparison between the examined pipeline’s variant calls and GIB variants. Likewise, 

we are also able to provide a SNP only truth set using the HumanOmni2.5-8v1 

genotyping array results from the same individuals. Employing both of these all-inclusive 

and SNP truth sets, we will then compute the precision rate as the probability that a 

variant is among all variant calls (TP/TP+FP), the sensitivity as the rate of a correct call 

among all variants in the truth set (TP/TP+FN), and the specificity as the rate of a correct 

reference call among the incorrect variants and truth set reference calls (TN/TN+FP). 

Alongside tables generated by these measurements, we will also note the true versus false 

positive rates as a function of read depth, similar to the ROC used in assessing alignment 

performance. As with variant concordance, we will also measure how these 

characteristics of these rates change with variation and genotype quality filters. 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2.8. Indel distribution histogram. For the BWA aligner and 
GATK variant calling pipeline on a 30x whole exome Illumina sample, 
the frequency of indel sizes is plotted on a log scale. 0 represents no 
change (hence no variation), a positive length is an insertion, and a 
negative length is a deletion. 
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Indel distribution. We will measure the range of the indel mutation sizes called by the 

examined pipelines, which is an important parameter in the full understanding of pipeline 

performance [39]. Based on the insertion or deletion characteristics of indels, we will 

measure their sizes relative to a change in gap size of 0 (no change). Figure 8 shows an 

example of the indel distribution created by the Genome Analysis Toolkit (GATK) 

pipeline [40] with the BWA aligner. The indel distribution will also be measured on 

varying read depth, variant, and genotype quality scores. 

 

Transition-transversion ratios. In humans, purine-to-purine and pyrimidine-to-pyrimidine 

transitions have half as many possible reactions as pyrimidine-purine transversions, 

although there are molecular biases that create transitions at a higher frequency [41]. The 

transition-transversion (Ti/Tv) ratio for SNPs is then a description of their relative 

occurrences, and in humans this is agreed to be around 2.0 for genome wide variation and 

2.8-3.3 in exome variation [42] [43]. Based on these expected values, plotting the 

sample’s Ti/Tv by read depth will be used to create a quick snapshot of the integrity of 

the variant calls, and the exact values can be used to estimate the fraction of false positive 

variants. Figure 9 (next page) is a Ti/Tv by read depth plot of the same BWA GATK 

pipeline and sample from Figure 8. 
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Validating the metrics’ assessment with Sanger sequencing. 

While our computationally-derived metrics have laid out a number of criteria 

claiming performance and accuracy separation between pipelines composed of different 

software choices, our aims have not yet vetted these claims independent of the GIB data 

our metrics are largely reliant on. With this in mind, and with large cell repositories such 

as the Coriell Institute offering samples complementary to those hosted in public genome 

repositories like the 1000 Genomes Project, we performed a simple but critical 

comparison of Sanger versus GIB versus pipeline results in regions dispersed throughout 

the human genome as shown in Table 1. This validates claims by our system regarding 

accuracy of one pipeline over another. It also validates the accuracy of the GIB data, 

which is needed for confidence in this data as the truth set. The pipelines examined with 

Sanger contain a mixture of mapping and variant calling components that range from 

Figure 2.9. Ti/Tv ratios by variant read depth. For the BWA and GATK 
pipeline on a 30x whole exome sample, the Ti/Tv ratio by read depth shows that 
even at the targeted 30x depth the ratio is lower than the expected 2.8-3.0. The 
lower value predicts false positives, and larger circles indicate more variants 
clustered at that point. 
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least to most accurate as determined by our methods on individual NA12878 with 100bp 

Illumina paired end reads at 30x coverage. 

 

Validation versus the benchmarks. Each of the validated pipelines consisted of 2 unique 

components: the first being either the Novoalign, BWA, or Bowtie2 alignment tool, and 

the second either the Freebayes (with quality filter of 40, as suggested by author Erik 

Garrison), Samtools, GATK UnifiedGenotyper (UG), or GATK HaplotypeCaller (HC) 

variation recall tools. The GIB calls for the integrated NA12878 genotypes were also 

compared against those of the Sanger validation, to provide our own independent 

validation of this NIST data. In addition to examining positions from VCF files produced 

by each of the pipelines, a read depth requirement of 3 minimum was used. Humans are 

diploid genomes, and while the less stringent parameters of some variant callers will 

genotype with even only 1 read, less than 3 reads is not acceptable for a diploid genotype.  

 From Table 1, we immediately see large differences between pipeline calls on this 

same sample. Most apparent are the large differences in the number of genotypes made 

by each pipelines. According to GCAT reports, pipelines containing Samtools call the 

greatest numbers of genotypes compared to other pipelines with the same aligner. This is 

reflected within the data, where BWA and Novoalign show the greatest number overall 

genotypes with Samtools. When we consider the GCAT reports of the lower precision 

rates of Samtools pipelines, there is also evidence for such within the validation, despite 

Samtools’s heightened sensitivity. Among the pipelines shown in Table 1, Samtools is 

the only one to show discrepancies with the Sanger data and between pipelines. 

Specifically, there is a Novoalign and BWA Samtools difference at chr21:46929467, and 
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at chr14: 23020820 there are Samtools indels present that were not identified by Sanger 

nor other pipelines. This indel issue is one also highlighted by the poor Samtools 

performance on GCAT when filtered for indels only. GCAT also found Samtools not able 

to generate many calls when provided Bowtie2 data, hence the lack of the Bowtie2-

Samtools genotypes within Table 1. This only further points to our finding that alignment 

tool choice is indeed a component of the pipeline requiring optimization care. 

 If one were to select for the optimum pipeline while balancing sensitivity and 

precision rate, GCAT reports certainly identify either Novoalign or BWA plus Freebayes 

as the best practice for the 100bp paired end Illumina sample. The Freebayes pipelines, 

compared to other variant callers on the same aligner, showed the second highest 

numbers of genotypes. Unlike Samtools however, these genotypes were all consistent 

with validation results. Also in concordance with our mapping accuracy hierarchy, 

Novoalign-Freebayes was able to score many more genotypes than Bowtie2 on these 

difficult regions of the genome. Again reinforcing the results of the GCAT reports, and 

showing the validity of the optimization claims.  

 Looking away from the top performing pipelines now, we examine GATK and 

Bowtie2. GCAT finds pipelines of GATK as highly precise when genotyping, but not as 

numerous in total calls. This is definitely reflected throughout Table 1, among every 

aligner combination. GATK UG and HC pipelines all made a smaller number of calls, yet 

all calls made were consistent.  
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chr20 62378349 C C/T C/T T T x x T T x x x x x 

chr20 62378364 C C/T C/T T T x x T T x x x x x 

chr21 46929467 G G/A G/A A T x x A x x x x x x 

chr22 22385669 T T/C T/C x x x x x x x x x x x 

chr6 32609061 T T/A T/A A A A A A A A A A A x 

chr6 32609173 C C/G C/G G G G G G G G G G G x 

chr6 32609097 T T/C T/C x x x x x x x x x x x 

chr6 32609105 G G/A G/A x x x x x x x x x x x 

chr6 32609126 T T/C T/C x x x x x x x x x x x 

chr6 32609192 A A/G A/G x x x x x x x x x x x 

chr6 32609229 C C/A C/A x A x x x A x x x x x 

chr6 32629718 G G/A G/A A A A x A A A x A x x 

chr6 32629737 C C/T C/T T T T x T T T x T x x 

chr6 32629847 A G G G G G x G G G x x x x 

chr6 32629859 A A/G G G G G x G G G x G x x 

chr6 32629868 A A/G G G G G x G G G x G x x 

chr6 32629936 C C/T T T T T x T T T x T x x 

chr6 32630112 G G GA x x x x x x x x x x x 

chr6 32629802 A A/G A x x x x x x x x x x x 

chr11 56143556 T T/A T x A x x A x x x A A x 

chr12 132547162 G G/A G/A A A A x A A A x A A x 

chr12 53207628 G G/A G/A A A A x A A A x A A x 

chr14 23020820 G GC GC GC GCC GC GC GC GCC GC GC GC GC GC 

chr14 23020825 G C C C C C C C C C C C C C 

chr14 23020919 C T T T T T T T T T T T T T 

 

 

Table 2.1. Sanger sequencing validation on NA12878. Above are 25 sequencing validation 
results for NA12878 against pipelines of various popular components and the GIB data. Seen in 
columns 1 and 2, the positions are determined by the hg19 reference position, and the 3rd 
column is the reference genomes nucleotide at that position. Pipelines and GIB data from 
NA12878 30x 100bp Illumina paired end read sample. An “x” denotes no variant genotype. 
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All in all, validation results compared to the pipeline calls were found to support 

the statements made by GCAT. Mapping tools and variant calling software choices both 

showed GCAT predictable differences under scrutiny of this wet lab validation. GCAT 

comparisons dictated that Novoalign-Freebayes would optimize precision and sensitivity 

for this 100bp paired end exome, whereas Bowtie2 pipelines would do the opposite, and 

this is exactly what was found during Sanger.   Equally importantly – because the core of 

GCAT relies on truth sets – Table 1 found the GIB data to be completely concurrent with 

wet lab validation. Even the several omitted regions not shown in Table 1 contained 

concordant GIB genotypes. Thus, giving our own independent approval to the use of GIB 

as the truth set we prescribe it as.  

 

Using metrics to specifically optimize microsatellite genotyping. 
 

As a practical example of how to optimize software choice using the techniques 

developed in this aim, we will apply them in a pipeline designed to accurately genotype 

microsatellite repeats [44]. Applying the optimization methods to a pipeline with such a 

specifically targeted purpose will show the versatility of the techniques developed here. 

The genotyping pipeline involves three main steps, as shown in Figure 10, although we 

will only be optimizing the mapping step, as the realignment step is not interchangeable, 

and the RepeatSeq genotyping steps are our novel contributions to the understanding of 

microsatellite variability [45]. Using Tandem Repeats Finder (TRF) [46] and partially 

integrating the Lobstr algorithm’s repeat regions [47], we will build a list of 

microsatellite loci across which we will simulate a read library of 20x coverage with a 

mutation rate of 0.1% in which 10% are indels between sizes 1-12bp. Just as described in 
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the alignment accuracy methods, we will then compare the performance of many aligners 

on these microsatellite simulations, as shown in Figure 11. Thus, the most competent 

alignment algorithm for microsatellite region alignment will then be our optimized choice 

for our genotyping pipeline. This will prepare us to continue downstream in the pipeline 

to generate the most relevant microsatellite genotypes possible with known algorithms. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2.10. An outline of the RepeatSeq method. Reads are 
mapped, realigned, and reads which fully span microsatellites are 
retained for processing with the genotyping model. Of these steps, the 

mapping stage can be optimized to assure the study quality. 
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Creating online resources for propagating standards. 

 

In partnership with the already established website BioPlanet.com, we built a 

completely free resource for any user to assess the performance of a pipeline or 

individual alignment tool. Likewise, results from our microsatellite genotyping method 

(discussed in more detail in Chapter 3) are hosted as a database of human microsatellite 

data. 

 

Real and simulated datasets for standardized analysis. In order to develop common 

ground for the comparison of alignments and variant benchmarks, there must first be 

Figure 2.11. Alignment accuracy optimization for microsatellites. Simulating reads on 
microsatellite-containing regions of the reference allows for performance comparisons to decide 
the best tool choice in alignment to these regions. Here we find the Novoalign is the best 
software for this purpose. 
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standard sequencing samples. Table 2 shows the real and simulated samples that we will 

be hosting for the alignment and variant calling reports respectively. In simulation sets, 

we have chosen several different mutation rates representing low point mutations, high 

point mutations, small indels, and large indels. These are effectively testing the 

alignments at a range of similarities to the reference genome. The mutation rates 

prescribed to each level are approximately derived from observed human mutation rates, 

where small indels are the closest to these observed rates [48]. Because read lengths in 

samples can vary greatly depending on the HTS platform used [49], we will also include 

samples of different read lengths, also seen in Table 2. 

 

 

Simulations Real Exome Data 

Read Type Read Lengths (bp) Mutation Type Platform Coverage Read Type Read Length (bp) 

 
Paired End 100 Low point mutations 

 
 

Ion Torrent 
20x (Ion Torrent only) Single End (Ion Torrent only) 225 (Ion Torrent only) 

 
Single End 150 High point mutations 

Illumina 

30x 

Paired End (Illumina only) 100 (Illumina only) 250 Small indels 
150x (Illumina only) 

400 Large indels 

 

 

 

 

 

 

 

The variant calling analysis will be run on exome samples sequenced by both Ion 

Torrent and Illumina platforms. We will provide, at no cost or restrictions, the complete 

exome data for the CEU trio member NA12878 – from Utah with European ancestry – 

sequenced paired-end at both low and high coverage by Illumina and single end at low 

Table 2.2. Real and simulated datasets to be provided for standardized analysis. Above are the data sets 
to be hosted for users to run mapping and variant calling analysis. For simulations, there is a data set for each 
combination of the parameters shown. In the exome data, Ion Torrent and Illumina platforms provide both low 
and high coverage whole exomes.   
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and high coverage by Ion Torrent. The samples are generously provided by Michael 

Linderman from the Icahn Institute of Genomics and Multiscale Biology of the Icahn 

School of Medicine at Mount Sinai. These are seen listed in Table 2. 

 

An analytic tool for cross-user benchmarking comparisons. Using the metrics and 

datasets described in this research design, we will create a system to produce two types of 

benchmarking reports: the alignment report and the variant calling report. To create either 

type of report, the interface is designed to carry the user along several simple steps as 

shown in Figure 12. They primarily include downloading the appropriate sample, running 

the pipeline, and uploading the pipeline results into our system where we will handle the 

benchmark computation. When benchmark computation is finished, the alignment or 

variant calling report is made available to the user and stored as part of their privately 

viewable reports. Figure 13 shows an image of the menu for selecting reports to compare. 

At this point, it is also possible to compare the new report to other public reports, and 

when deemed ready, its creating user may switch the new report to a publicly viewable 

status. Another important facet of both the reporting system, and the online service as 

whole, is collecting user response and kindling discussion. Proven by the highly 

trafficked user-driven message board of SEQanswers.com, an arena for discussion is 

essential for building community understanding, standardization, and collecting relevant 

feedback [50]. Figure 14 identifies the forum section accompanying each report, which 

also links back into the greater forum of BioPlanet.com. The tool itself, GCAT, is driven 

by the standard web development languages HTML, CSS, and Javascript – which all 

internet browsers accommodate. The bulk of the computational burden of generating 
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sample download instances, handling user uploads, and benchmark analysis will be 

support by the Amazon Web Services (AWS). 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2.12. The GCAT user process. Users creating a report will follow the 5 

steps seen above. The first 3 steps involve building the report itself, while the 

last 2 suggest the comparative and forum features of GCAT.  

Figure 2.13. The report selection interface.  



44 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

RepeatDB: A database of human microsatellite information.  

 

From the optimized microsatellite genotyping pipeline, we host an independent 

online resource with the information about the targeted microsatellites, as well as the 

results from our pipeline on the phase 3 data of the 1000 Genomes Project. The 

computational infrastructure used to run the pipeline across the entire cohort is provided 

by the Shadowfax computing cluster at the Virginia Bioinformatics Institute, which can 

iterate over all samples in approximately one week. This database will have 3 main 

features. The first, “Microsatellites”, like older databases such as the less specific 

Tandem Repeat Database [51], displays our targeted reference microsatellites alongside 

contextual and annotation data. Furthermore, we will track statistics across the 

individuals of the 1000 Genomes Project for each microsatellite. Powered by the dynamic 

Javascript library jQuery, these statistics include allele distributions across all or specific 

Figure 2.14. Discussion section of GCAT. Users will either 

post threads in the forum, or directly into the reports themselves. 

This discussion section appears at the bottom of every report 

page. 
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populations, and the variation of the repeat by population. Annotation comes from the 

database of canonical gene feature annotation as provided in the “knownCanonical” track 

in the UCSC Genome Browser database [52], and conflicts arising from splice variants or 

index number crosses/duplications are settled using NCBI’s curated RefSeq database 

[53]. KnownCanonical and RefSeq data are intersected with microsatellite regions using 

the UCSC Table Browser data retrieval tool [54]. “Genomes” is a feature of the resource 

that serves the whole genome and exome datasets for looking at statistics by individual. 

The display is capable of sorting by population, genotypes, variants, and variation 

percentage. Finally, “Analysis” allows the comparison of any two individuals (or two 

types of sequencing on one individual), which provides adjacent data for both genomes 

by microsatellite. RepeatDB is developed on the domain www.repeatdb.com. On the 

back end, the database will be structured and deployed using MySQL 

(http://www.mysql.com/). The front end user interface is created using Bootstrap 

(www.getboostrap.com), which is a framework combining HTML, CSS, and Javascript 

for rapid development. 

 

 

 

 

 

 

 

 

http://www.repeatdb.com/
http://www.mysql.com/
http://www.getboostrap.com/
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Abstract. 

 

Repetitive sequences are biologically and clinically important because they can 

influence traits and disease, but repeats are challenging to analyze using short-read 

sequencing technology. We present a tool for genotyping microsatellite repeats, called 

RepeatSeq, which employs Bayesian model selection guided by an empirically derived 

error model that incorporates sequence and read properties. Next, we apply RepeatSeq to 

high-coverage whole-genomes from the 1000 Genomes project to evaluate performance 

and accuracy. The software uses common formats such as VCF for compatibility with 

existing genome analysis pipelines. Source code and binaries are available at 

http://github.com/adaptivegenome/repeatseq. 
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Introduction. 

Tandem repeats are dispersed throughout the genome, in and around gene regions. 

They were first identified as agents of disease about twenty years ago [1], and since then, 

several microsatellite repeats (not all of which are triplets) have been identified as the 

underlying basis for a wide range of neurological and morphological disorders in humans 

and other mammals [2] [3] [4]. In addition to causing disease, microsatellites can exert 

subtle effects on gene function and quantitative traits [5]. Repeats are also mutational 

hotspots in that their instability can be triggered by nearly any aspect of DNA 

metabolism, and even transcription or stress [6]. This sensitivity to defects in repair and 

cellular insults makes repeats useful markers for genome instability and cancer [7] [8]. 

Further, analyzing repeats in personal genomes promises benefit not just to medical 

genetics and the diagnosis of repeat-related disorders, but also to forensics and 

genealogy, where shorter and more stable tandem repeats can serve as DNA fingerprints 

to uniquely identify individuals [9] [10]. The utility of accurately and globally measuring 

tandem repeats spans medicine, genetics and biotechnology: repeats influence clinical 

and subclinical phenotypes, are signatures for genomic instability and cancer, and are 

important markers for forensics and genealogy.  

Despite their utility and biological importance, some repetitive sequences 

(particularly microsatellites) are challenging to study with short-read sequencing 

technology. Genotyping microsatellite repeats from reference-mapped reads is 

fundamentally distinct from calling SNPs or indels in non-repetitive sequence because 

there is no sound basis for inferring homology between pairs of aligned repeat units. 

Microsatellite genotypes must be assigned in terms of allele length, or the number of 
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sequenced bases within a read separating the non-repetitive flanking boundaries aligned 

to the reference, irrespective of intervening alignment gaps. Furthermore, reads must span 

an entire repeat track to confidently support an allele length. We recently demonstrated 

the advantage of this repeat-aware genotyping approach in population-scale analysis of 

more than 100 inbred isolates from the Drosophila Genetics Reference Panel (DGRP) 

[11] [12]. Here we describe a comprehensive genotyping software package that we have 

termed RepeatSeq, for deriving microsatellite repeat genotypes from whole genome 

resequencing data. RepeatSeq combines a repeat-aware method for repeat allele 

determination [11] with a Bayesian genotyping approach that uses a novel error model 

informed by properties of a repeat sequence and the reads that map to it. 

Current approaches for identifying repeat mutations include indel genotyping 

methods implemented in popular software suites such as GATK [13] and ATLAS2 [14] 

that can reveal indels within repeat regions; or the recently reported lobSTR method [10], 

which much like our approach, considers repeats in their entirety. Indel callers are ill-

suited for identifying repeat mutation as they do not report repeat genotypes, they can 

base indel identification on reads that do not fully span the repeat and they fail to account 

for the error rates of different repeat types. The mutation rate of microsatellite repeats is 

influenced largely by the length of repeat tract, but also by other intrinsic properties such 

as the size of the repeated unit and the purity (lack of interruptions) of the repeated 

sequence [15]. A genotyping method that incorporates the mutational properties of repeat 

sequences will be better able to distinguish false alleles from true heterozygosity. 

However, the success of a genotyping approach relies on more than just the accurate 

identification of true alleles—the method must be applicable to the greatest number of 
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loci genome-wide. The lobSTR method, for example, makes microsatellite calls genome-

wide [10], however it is blind to homopolymers runs (i.e. mononucleotide repeats, which 

are a common and important source of genetic variation). In the following sections we 

describe the RepeatSeq algorithm and error model; and its application to high coverage 

genomes from the 1000 Genomes project [16]. RepeatSeq assigned genotypes to nearly 

90% of the repeat loci, including homopolymers. In addition, comparing RepeatSeq to 

lobSTR revealed that nearly 90% of repeat genotyped by both methods were assigned the 

same call. The software inputs high-throughput resequencing data in BAM format [17] 

and outputs genotypes in multiple formats, including VCF format [18], for compatibility 

and easy integration with existing genotyping pipelines. 

 

Methods. 

Program outline. The genotyping process is summarized in Figure 2.10. Reads are first 

mapped to a reference sequence and then sorted, with duplicate reads marked. Next, reads 

mapping to reference repeat regions are locally realigned using the GATK IndelRealigner 

tool. Then, for each repeat, the RepeatSeq module discards reads that do not completely 

span the repeat, as these reads cannot unambiguously support a repeat allele length.  The 

extent to which a read must overlap a repeat (and match the reference) is an adjustable 

parameter, although we have previously optimized this value to maximize the number of 

repeat regions that could be genotyped while minimizing the inclusion of improperly 

mapped reads [11]. Finally, RepeatSeq assigns the most probable genotype using a fully 

Bayesian approach and considers the reference length of the repeat, the repeat unit size, 

and the average base quality of the mapped reads, as prior information. RepeatSeq 
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implements a diploid genotyping model by default but can be set at runtime to implement 

a haploid model.  

Several other read filters can be adjusted. For example, reads can be excluded 

from consideration on the basis of their length, mapping quality, and on whether they are 

properly paired. By default, RepeatSeq returns microsatellite calls in VCF format for 

compatibility and interoperability with other indel callers. However, RepeatSeq can also 

output a detailed report that returns annotated alignments of reads in addition to just the 

assigned genotypes. 

 

Probabilistic determination of repeat genotypes. The probability that a read is 

representative of a true allele can be inferred by the properties of the read and the 

reference repeat sequence that it maps to [11]. We explored many such properties in a 

previous DGRP population study [12]. The DGRP is composed of more than 100 fly 

genomes; each derived from single female founders of a natural fly population, and bred 

to near-isogeny by 20 generations of full-sibling matings. Therefore, in the absence of 

mapping, alignment, or sequence errors, all reads from a single inbred line mapped to a 

specific microsatellite locus should possess the same repeat allele length, and this 

homozygosity permits the assumption that deviant reads represent error. To strengthen 

the validity of this assumption, we minimized the effects of any residual heterozygosity 

by excluding genomic regions with greater than 5% heterozygosity (based on the SNP 

calls). For loci to which at least 10 reads had been mapped, reads that supported the 

majority allele were assumed to support the true allele at the locus, while reads that 

supported a non-majority allele were assumed to be errors. The proportions of reads 
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supporting majority alleles were computed within five bins of equal size for the following 

properties: reference repeat length, repeat unit size, and average base quality for the read. 

The resulting 5x5x5 array reflects the frequency of discordant and concordant reads and 

is the source of error profiles for RepeatSeq. 

Once reads are mapped, realigned, and then pruned of those that do not span the 

repeat, RepeatSeq calls the most probable genotype using Bayesian model selection. The 

error rate ( ) is populated with prior information by associating the reference repeat 

length, unit size, and average base quality of the read data with the appropriate bin of the 

error profiles. The reads at a given locus support  length variants  where 

.  RepeatSeq considers each homozygous and heterozygous genotype suggested by 

the read data, of which there are .  For example, if two length alleles are 

present then the heterozygous genotype of the two variants and each homozygous 

genotype are considered.  If three variants are present, then the possible three 

homozygous and three heterozygous genotypes are considered.  

Let  denote the reads at a given locus.  Denote the  possible genotypes 

.  For both heterozygous and homozygous genotypes we assume the 

likelihood  is , and  is , where the elements 

of  sum to unity.  For the purpose of elucidating the statistical model let  generically 

denote a homozygous genotype and let  denote a heterozygous genotype, where  and 

 each represent one of the length variants present in the data.  In the heterozygous case 

the values  and  are three-dimensional vectors.  The values and  represent the 

number of reads of variants  and  respectively, and  is the number of reads of any 

other variant.  Values  and  represent the probability that a read at this locus is of 
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variant  and  respectively, and represents the probability that a read does not 

represent a true variant (e.g. a sequencing or mapping artifact relative to the genotype  

under consideration).  The homozygous genotypes are modeled similarly with two-

dimensional vectors: position one refers to the variant supported by the genotype and the 

second position refers to all other alleles. 

The vector  characterizes prior information about the probability vector , and  

is formed based on derived error profiles.  In the heterozygous case let represent the 

number of majority allele supporting reads of variant A from the error profiles, and let  

represent the number of non-majority allele supporting reads from the error profiles.  Let 

 and  be similarly defined for variant B.   Hyperparameters 

  , and .  In the homozygous case 

hyperparameters   , and  where and  are as 

defined above. The Bayesian model describing the probability of read error given 

genotype  is as follows: 

Prior: is  

Likelihood: , hence, 

Posterior:  is  

 

This model specification ensures that the posterior distribution  

weighs the error profile reads equally to reads from the data.  We consider the above 

model specification for all genotypes .  The marginal distribution of the 

data given each genotype is estimated and Bayes’ rule is used to compute the probability 

of each genotype given the data.  This strategy is a fully Bayesian model selection 
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algorithm for which each model under consideration corresponds to one of the genotypes 

suggested by the data.  The marginal distribution of the data for a given genotype is 

 ( ⃑|  )   
 ( ⃑   ⃑   ⃑⃑)

 ( ⃑   ⃑⃑)
  

  

∏    
 
   

 

 

       represents the multinomial beta function.  This analytical solution is based on 

conjugacy results. Bayes’ rule is then implemented to invert the above probabilities. 

 

 (  | ⃑)   
 ( ⃑|  ) (  )

∑  ( ⃑|  ) (  )
 
   

 

where  for all .   The most probable genotype is then selected, 

provided that the probability of the genotype exceeds 50%. 

 

Results. 

Optimization of read mapping for microsatellite repeat genotyping. The accuracy of 

repeat genotypes is contingent on the proper mapping of reads to repeat loci. There are 

many short-read mapping algorithms and their performance has been widely evaluated 

[19]. However, mapping algorithms have not yet been evaluated on their ability to 

accurately map reads composed of low-complexity sequence. We compared the accuracy 

of several popular tools including Bowtie2 [20], BWA [21], Novoalign (Novocraft 

Technologies), Stampy [22], and SMALT (Wellcome Trust Sanger Institute). First, 

reference repeats were identified from the hg19 reference sequence using a previously 

described approach [11]. Next, DWGSIM (http://github.com/nh13/DWGSIM) was used 

to simulate 100bp single end Illumina reads from reference repeats from chromosomes 1 
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through 7 in human reference sequence, with a simulated coverage of 15X. We specified 

a 2% uniform sequencing error rate and a 0.1% mutation rate, of which 10% of the 

mutations were small indels (1-10bp long) and the remainder was point mutations.  

Simulated reads were then mapped to the entire human reference sequence. The 

parameters, run times, and resource usage for all tools are documented in Supplementary 

Table S1. The proportion of incorrectly mapped reads is plotted as a function of the 

proportion of correctly mapped reads in Figure 2.11 under different mapping quality 

thresholds. For each mapping quality threshold, the accuracy rate is the number of 

correctly mapped reads divided by the total amount of reads simulated. Likewise, the 

inaccuracy rate is the number of incorrectly mapped reads divided by the total number of 

mapped reads. Assessment of read alignment is based on the leftmost coordinate of the 

read. Novoalign maps repeat-containing reads with the lowest ratio of inaccurate calls to 

accurate calls. Among the open source tools, Bowtie2-high (Bowtie2 using the highest 

sensitivity option) is the best mapping method by this metric. Other settings of Bowtie2, 

along with Stampy and BWA-SW performed fairly similarly amongst each other, but not 

as well as Novoalign or Bowtie2-high.  

Table 1 summarizes the performance of the mapping programs and includes a 

comparison with the lobSTR method, which eschews conventional short-read mappers in 

favor of its own method for directly assigning reads to a proper location on the human 

reference sequence. The table indicates performance cumulatively for all mapping 

qualities, to enable fair comparison with lobSTR, which does not report mapping quality. 

Novoalign mapped the greatest number of correctly mapped reads (40,547,527; 93.9%), 

although SMALT mapped the greatest number of reads overall (41,180,368; 95.4%). 
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LobSTR mapped the fewest number of correctly mapped reads (1,117,142; 2.59%) but 

also the fewest reads overall (1,118,902; 2.59%). Maximizing read mapping might result 

in increased numbers of improperly mapped reads so we also compared mapping 

methods on the basis of their inaccuracy rate. We find that lobSTR features the lowest 

inaccuracy rate of 0.16%, followed by Novoalign with an inaccuracy rate of 1.14%. The 

open-source Bowtie2-high method also performs nearly as well with an inaccuracy rate 

of 1.18%.  

Method Total Mapped Correctly Mapped Incorrectly Mapped 

lobSTR 1,118,902 

(2.59%) 

1,117,142 

(2.59%) 

1760 

(0.16%) 

Novoalign 41,014,531  

(95.0%) 

40,547,527 

(93.9%) 

467,004 

(1.14%) 

Bowtie2 40,678,703  

(94.2%) 

40,196,603  

(93.0%) 

482,100  

(1.19%) 

Bowtie2-high 40,946,152  

(94.8%) 

40,464,488  

(93.7%) 

481,664  

(1.18%) 

Bowtie2-local 40,961,622  

(94.9%) 

40,448,448  

(93.6%) 

513,174  

(1.25%) 

Bowtie2-local-high 40,975,438  

(94.9%) 

40,472,990  

(93.7%) 

502,421  

(1.23%) 

BWA 39,390,695  

(91.2%) 

38,941,969  

(90.2%) 

448,726  

(1.14%) 

BWASW 40,611,633  

(94.1%) 

40,120,872  

(92.9%) 

490,761  

(1.21%) 

SMALT 41,180,368  

(95.4%) 

40,491,179  

(93.7%) 

689,189  

(1.67%) 

Stampy 41,004,163  

(95.0%) 

40,478,030  

(93.8%) 

526,133  

(1.28%) 

Table 3.1. Performance of mappers on microsatellite regions.  Numbers (%) of total, 
correctly, and incorrectly mapped reads by each mapping method from a total of 43,176,537 
simulated 100bp single-end reads that overlap a repetitive region in the hg19 reference 
sequence. Percentages for incorrectly mapped reads are from total mapped reads and not the 
total simulated reads. 

   

Comparing performance cumulatively for all mapping qualities likely 

underestimates the accuracy of conventional mappers because even minimal filtering by 

mapping quality can exclude inaccurately mapped reads. For example, filtering reads 

based on a minimum mapping quality of 4 lowers the Novoalign inaccuracy rate to 
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0.007%, at the cost of reducing the number of correctly mapped reads to 40,297,714 

(93.3%). At a minimum mapping quality of 3, Novoalign features an inaccuracy rate of 

0.33% with a total of 40,436,553 (93.6%) correctly mapped reads. Bowtie2-high 

performs similarly with an inaccuracy rate of 0.03% (40,213,461 or 93.1% correctly 

mapped reads) with a minimum mapping qualities of 2. Filtering reads by mapping 

quality allows for optimizing the trade-off of maximizing correctly mapped reads, while 

minimizing the incorrectly mapped reads. 

 

Application of RepeatSeq to whole genomes from a parent-offspring trio. A subset of 

genotyping error can be inferred by evaluating whether called genotypes from a parent-

offspring dataset are consistent with Mendelian inheritance [23]. We applied RepeatSeq 

to whole genome data generated using Illumina and 100bp reads, from the CEU trio, a 

family from Utah with European ancestry (CEU genomes: NA12878, NA12891, 

NA12892). The average coverage of the mapped and post-processed genomes was 42.7X 

and this coverage dropped to 33.3X at repeat regions. In testing for consistency with 

Mendelian inheritance we considered repeats for which calls were made from all 

genomes in the trio and for which there was at least a single mapped discordant read at 

the locus in each genome. RepeatSeq requires at least two reads to make a call and that 

this threshold, 92.1% of evaluated repeat calls are consistent with Mendelian inheritance 

(Supplementary Table S2). At a minimum coverage of 9X, the percentage of consistent 

calls increases to 95.3%, and at 17X the percentage increase to 98.0%.  

 This consistency test also enables the assessment of the impact of choosing a less 

informative prior for the genotyping model. We replaced our error profile with a constant 
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rate prior in which we define a single observed concordant reads and no discordant reads 

for every element of the error profile. This strategy eschews the experimentally derived 

error profile and instead incorporates weak prior information into our genotyping 

algorithm. Not surprisingly, the percentage of consistent calls drops substantially. At a 

minimum of 2X, 9X, and 17X coverage, the constant rate prior produces calls that are 

consistent 72.9%, 73.7%, and 74.5% of the time, respectively (Supplementary Table S2).  

 

Application of RepeatSeq to the HG01140 whole genome. We compared the performance 

of our genotyper with lobSTR, a recently reported tool that is also the only other 

genotyper tuned for microsatellite repeats. To perform the comparison, a 16x sequenced 

human genome (HG01140) from the 1000 Genomes project was mapped against the hg19 

reference sequencing using Novoalign, post-processed, and passed to both genotyping 

methods. The FASTQ files for this genome were mapped using Novoalign and realigned 

using the GATK IndelRealigner. RepeatSeq was then executed using default parameters 

to generate a list of repeat genotypes. To genotype repeats with lobSTR, we used the 

available binaries (lobSTR version 1.0.6) and usage guidelines. First, lobSTR built an 

index for the hg19 reference genome. The same list of repeat regions used by RepeatSeq 

was indexed for use by lobSTR. Next, lobSTR constructed a new BAM file (based on the 

same BAM file used by RepeatSeq) containing its alignments for genotype calling. We 

used default parameters except that we specified genotyping repeats with a unit length of 

1 to 5. The lobSTR-generated BAM file was then passed to the lobSTR allelotyper tool to 

produce a list of repeat genotypes. 
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Table 2 summarizes the comparison of RepeatSeq and lobSTR genotypes. The 

percentages indicate the fraction of genotypes made from a total list of 4,030,980 

reference repeat regions. Unlike the earlier comparison using simulated data from 

chromosomes 1 through 7, this comparison includes all identified hg19 reference repeat 

regions. RepeatSeq assigned genotypes to 3,604,790 (89.4%) repeats, while lobSTR 

assigned genotypes 106,043 (2.63%) repeats. When the comparison is made by repeat 

unit size, RepeatSeq assigns genotypes to a similar proportion of repeats for all unit sizes, 

while lobSTR assigned the most genotypes to dinucleotide repeats (64,670; 10.3%). For 

repeat regions that were genotyped by both RepeatSeq and lobSTR, we measured the 

concordance of the methods or cases in which both methods assigned the same genotype. 

Genotypes were assigned by both methods for 96,950 repeats. Of these, 85,569 (88.3%) 

repeat genotypes were the same. The concordance between the methods is lowest for 

2mers (83.4%) and increases with unit size, which is expected given that the variability of 

microsatellite repeats is dependent on the size of the repeated unit sequence.  From the 

11,381 (11.7%) discordant genotypes, we randomly selected 36 repeat regions and used 

Sanger sequencing to confirm which method assigned the correct genotype. From 

sequencing 40 regions, we found that 25 (62.5%) regions were correctly genotyped by 

RepeatSeq, 4 (10.0%) regions were correctly genotyped by lobSTR and 11 (27.5%) 

regions were incorrectly genotyped by both methods (Supplementary Table S3). 

From the 3,604,790 repeat genotypes assigned by RepeatSeq, lobSTR failed to 

genotype 3,507,840 (97.3%) regions. This is consistent with lobSTR’s greatly reduced 

number of total and correctly mapped reads for the simulated data (Table 1). However, 

from the 106,043 repeat genotypes assigned by lobSTR, a total of 9,093 repeat genotypes  
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Comparison 1 2 3 4 5 Total 

RepeatSeq Calls 1,014,806 

(88.0) 

 

556,727 

(89.0) 

680,939 

(89.7) 

766,010 

(90.6) 

586,308 

(90.7) 

3,604,790 

(89.4) 

lobSTR Calls N 

 

 

64,670 (10.3) 15,722 (2.07) 17,336 (2.05) 8,315  (1.29) 106,043 

(2.63) 

Concordant call N 

 

 

47,987 (7.67) 14,482 (1.91) 15,430 (1.82) 7,670   (1.19) 85,569 (2.12) 

Discordant call N 

 

 

9,538  (1.52) 624    

(0.08) 

946     (0.11) 273    

(0.04) 

11,381 (0.28) 

RepeatSeq call, lobSTR 

N 

1,014,806 

(88.0) 

 

499,202 

(79.8) 

665,833 

(87.7) 

749,634 

(88.6) 

578,365 

(89.5) 

3,507,840 

(87.0) 

lobSTR call, RepeatSeq 

N 

N 

 

 

7,145  (1.14) 616    

(0.08) 

960     (0.11) 372    

(0.06) 

9,093  (0.23) 

RepeatSeq N, lobSTR N 138,769 

(12.0) 

61,800 (9.88) 77,758 (10.2) 78,922 (9.33) 59,848 (9.26) 417,097 

(10.3) 

 

Table 3.2. Comparison of RepeatSeq and lobSTR microsatellite calls. Numbers (%) of total, 

concordant, and discordant microsatellite calls are provided by repeat unit length. 

 

(8.57%) were missed by RepeatSeq. In 5,090 (56.0%) of the repeats, lobSTR was able to 

map more reads to the locus than RepeatSeq had access to, and this likely enabled the 

assignment of a genotype by lobSTR. In nearly half of these cases (2,436 repeats) 

lobSTR added more than one mapped read to the locus. We also found that lobSTR 

assigns genotypes if at least a single read is mapped to the locus. RepeatSeq, however, 

requires at least two mapped reads, as a single read is not sufficient to confidently 

distinguish a heterozygous locus from a homozygous locus. There were 3,819 (42.0%) 

cases in which lobSTR exclusively assigned a genotype using only a single read. For the 

remaining repeats genotyped by lobSTR and not RepeatSeq, manual inspection revealed 

that RepeatSeq failed to genotype many of these repeats because it could not assign a 

high enough confidence (greater than 50%) to the genotype. Finally, there were 417,097 
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(10.3%) repeats not genotyped by either method primarily because no reads could be 

mapped to these regions. In all, RepeatSeq assigns genotypes to nearly 90% of repeats in 

the HG01140 genome and in cases where both methods make a call, the concordance in 

genotypes is nearly 90%. Although we did not exhaustively validate the discordant 

genotypes, we certainly do not see any evidence to suggest that lobSTR generally assigns 

genotypes more accurately than RepeatSeq. 

 

Discussion. 

Repetitive DNA sequences pose unique challenges to next-generation sequencing 

technologies. However, these sequences are too important to ignore, both in terms of their 

frequent occurrence in the genome and their biological relevance. RepeatSeq uses 

properties of reference repeat sequences and the reads that map to them, to best identify 

reads that contribute to true alleles. To enable accurate RepeatSeq calls, we first 

evaluated several methods for mapping repeat-containing reads to the human reference 

sequence. We find that filtering by mapping quality, Novoalign and Bowtie2 correctly 

map more than 93% of simulated repeat-containing reads to the human reference 

(compared to 3% mapped by lobSTR), while maintaining an inaccuracy rate that is lower 

than lobSTR. Filtering reads by mapping quality allowed for optimizing the trade-off of 

maximizing correctly mapped reads, while minimizing the incorrectly mapped reads. 

When we analyzed the HG01140 genome from the 1000 Genomes project, we 

found that RepeatSeq assigned genotypes to nearly 90% of the repeats, while lobSTR 

genotyped less than 3%. The disparity between the methods results likely from the 

difference in how many reads are mapped by lobSTR and Novoalign. LobSTR did make 
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calls that RepeatSeq missed for 9,093 (8.57%) repeats. Of these calls that RepeatSeq 

missed, 42% were made with the support of a single read. RepeatSeq requires the support 

of two reads to make calls in diploid genomes. From the remaining cases, RepeatSeq 

sometimes failed to have high enough likelihood scores (>50%) and in other cases 

lobSTR was able to exclusively make a call likely because it was able to map more reads 

to the locus. There is no doubt that there are cases in which lobSTR will excel at 

assigning genotypes, particularly those that exhibit extreme allelic variation from the 

reference (such as in the case of expanded repeats at the HTT locus in Huntington’s 

patients), however based on the number of calls, nearly 90% concordance in genotypes 

for repeats in which both methods made a call, and our Sanger validation data, RepeatSeq 

offers the best comprehensive approach for exhaustively genotyping repeats in human 

genomes.   

RepeatSeq is multithread and scales well on multi-core processors. An analysis of 

about 4 million reference repeats in the NA12878 genome (40X post-processed coverage, 

100bp reads) takes 11 hours and uses 1.65GB of memory. With 48 cores, the run time is 

reduced to 20 minutes. Generating only the VCF output can further reduce run times. In 

addition to outputting genotypes using VCF, RepeatSeq optionally produces a detailed 

report that includes an annotated alignment of all the reads to the reference sequence for 

each repeat locus. We envision this extended report will be valuable for manually 

confirming calls and for further refining the method. The use of VCF output ensures the 

compatibility of RepeatSeq with other variant callers and analysis pipelines. For example, 

the VCF output of RepeatSeq can be used to augment indel calls from GATK’s 

UnifiedGenotyper to provide a comprehensive and more accurate set of variant calls.  
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CHAPTER 4: CONCLUSIONS 

 

Summary. 

The culmination of this work can be summed in several separate 

accomplishments. The first chapter recognizes and lays out the issues surrounding the 

availability of big data in genome sequencing, and highlights that of analysis standards. 

Unfortunately in a field where software advancements occur at unprecedented rates, 

typical scientific paper publications are unable to neither adequately disseminate 

information on standards nor unify standards announced by competing publications. To 

tackle these outstanding issues, the research presented throughout this work developed a 

system of truth-set based optimization metrics, and tackled the issue of static software 

survey publications that deprecate instantaneously, by offering a dynamic user-informed 

benchmarking resource (Chapter 2). In order to also show that our metrics can be applied 

to even very specific forms of variation calling, we tested the optimization on a 

microsatellite repeat genotyping pipeline (Chapter 3). Upon the following success of this 

pipeline’s performance, we teamed up with the 1000 Genomes Project and the Ehrlich 

Lab at the Whitehead Institute to develop RepeatDB.com. This database offers numerous 

functionalities for analyzing microsatellite data in the human genome, as well as 

browsing the microsatellite genotypes for every sample within the 1000 Genomes 

Project. 

 

Defining meaningful metrics for accuracy in alignment and variation calling. Using an 

interdisciplinary approach derived from statistics, biology, and engineering, we created 

set of performance evaluation methods. These methods provided relevant measurements 
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of accuracy and recall used to assess the differences among software with similar 

purpose. To begin with, we developed an evaluation of alignment algorithms. Using 

simulated read libraries; we built accuracy metrics from sensitivity and specificity. 

Additionally, we demonstrated how the calibration of an algorithm’s mapping quality 

scores affects its variant recall, and can be used as a metric of performance in itself. 

Next was the evaluation of variation calling using a set of real, platform diverse 

(Illumina, Ion Torrent, whole genome/exome, read length) HTS samples. Aside from 

Venn diagrams typically used to show relational variant recall in a tool comparison, we 

addressed the need of a high quality ‘truth set’ of variants using the HumanOmni2.5-8v1 

genotyping array by Illumina and the variant data from the GIB Consortium. The truth set 

allowed for precision rates, sensitivity, and specificity measurements – all highly useful 

in establishing a hierarchy of performance among any tested pipelines. 

  With a framework for a truth set-based computational benchmarking system 

behind us, it was time to perform reality testing with Sanger validation in the wet lab. We 

genotyped 40 regions using Sanger sequencing spread across individual NA12878 from 

the 1000 Genomes Project to generate an assessment of accuracy with respect to the 

pipeline accuracy determined by metrics. In parallel, we also examined the genotypes of 

the GIB data to that of the Sanger validation, in order simultaneously add a layer of 

independent in-house validation to the self-validated GIB data.  

Finally, we have now proven that pipelines can be optimized using these truth set 

metrics. Without testing the context of your expected sample against tentative tools and 

pipelines using these methods discussed here, there is no way to fully understand the 

nature of the pipelines’ performance on that sample, and thus without benchmarking the 
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applied pipeline is chosen with partially informed guesswork. With this knowledge in 

hand, the logical next step was to optimize to our own real data. Due to the work on 

genotyping microsatellites occurring simultaneously in my research, we used the 

alignment accuracy metrics to optimize mapping our microsatellites. This was also a 

chance to test the metrics on even a very specific type of variation within the genome. 

The end result was a pipeline that was genotyping microsatellites more effectively than 

other current competing methods, all which is described in Chapter 3.  

 

Developing online public resources for community propagation and standardization. In 

partnership with the already established website BioPlanet.com, we created a completely 

free resource for any user to assess the performance of a pipeline or individual alignment 

tool. As part of the new online benchmarking platform, we have made available a number 

of platform diverse simulated and real sequencing datasets. These freely downloadable 

datasets are a controlled, standard set of samples for tool and/or pipeline that make 

possible community – crowdsourced - analysis. The analytic tool itself processes the 

results of users’ pipelines run on the standardized datasets, and allows comparison to any 

other pipeline results also run on that same sample. Thereby empowering the community 

to build a continuously improving dynamic survey of benchmarking results, and 

defeating the previous issues of static journal survey publications, which are neither 

encompassing of tools nor collaborative to this crowdsourced scale.    

 While developing this GCAT resource, and gaining experience in web 

development, we also found it logical to use our microsatellite genotyping pipeline to 

create a database for our human microsatellite knowledge. Again, this allowed us to give 
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researchers an efficient and constantly up-to-date resource for microsatellite data, unlike 

only writing a publication about it. In collaboration with the 1000 Genomes Project and 

the Ehrlich Lab at the Whitehead Institute of Harvard/MIT, we then combined our efforts 

to launch repeatdb.com. This resource includes updated microsatellite data with many 

search functions, updated genotypes for every sample within the 1000 Genomes Project 

with even more search functionality, and also a way to compare the data from any two 

samples within the database. 

 To state succinctly, this thesis work was spurred onward by the question of 

possibly separating sequencing analysis pipelines performance by accuracy. Using truth 

sets of simulations and highly sequenced datasets, we not only showed this separation of 

accuracy performance is possible, but also provided a powerful means for scientists to 

tailor pipelines to the genomics experiments they are prescribed to. 

 

Challenges and the future. 

We will have created two public online resources: GCAT for comparative 

benchmark analysis, RepeatDB for microsatellite interpretation and population data. 

GCAT’s focus is to absolve the uncertainty in pipeline software choice, particularly at a 

level of standardization that static software survey publications cannot achieve. Each of 

the alignment or variant calling reports will contain a conglomeration of refined metrics 

that can be used to select the most relevant software in achieving the goal of the pipeline 

– whether that goal is reducing incidental findings in pharmacological setting, or 

oppositely maximizing sensitivity to probe as many variants as  possible. The variant 

calling reports will also set a precedent for using GIB as variant truth sets, and will 
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demonstrate the productivity and project scale that a partnership between industry, 

academia, and a government agency can generate.  GCAT will also be grounds for 

community feedback, and developed in way where adding new modules (such as samples 

or report types) can be fast and responsive. Ultimately, we expect that as the user base 

grows and more reports are collected, GCAT will become a common starting point or 

even validating citation in sequencing experiment designs. 

In order to put our software choice optimization into practice, we are applying it 

to the alignment step of our microsatellite genotyping pipeline. This is a heuristic that we 

will rely on to generate microsatellite genotypes across the 1000 Genomes Project. In the 

interest of data sharing, we will be hosting the separate online resource, RepeatDB, which 

will catalogue our findings from the pipeline. RepeatDB will be an example of how 

understanding pipeline performance can affect even very specifically focused projects, 

such as repeat genotyping. Also as an official member of the 1000 Genomes Project 

Consortium, the integrity of the genotypes are continuously vetted, adding further weight 

to this example.  

A serious potential problem in either database is compute infrastructure, which 

can be considered both a financial and institutional problem. GCAT relies heavily on 

cloud computing to process a large number of variant calls and individual read 

alignments. If traffic increases in such a way that processing this data becomes 

cumbersome on the initial AWS cost limits, GCAT will be slow and unwieldy. This is the 

unfortunate fate of many similar databases. Fortunately, in partnering with industry hosts, 

we can alleviate the financial cost to the funding by relying on the industry host to pay 

the additional AWS fees. The incentive from an industrial perspective is the traffic to the 
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website and the analytics that this traffic carries with it. RepeatDB, on the other hand, is 

lax on the cloud but heavy on the institutional infrastructure when iterating across the 

entire population of individuals. While the compute hours necessary is not troublesome, 

the amount of rapid-access disk storage required for a total of 5,090 genomes with 

multiple copies, intermediate files, and variant calls is an issue. It further becomes an 

issue when accounting for backups and data redundancy needs. If our institute’s data 

centers are unable to accommodate the needed space, we can again turn to AWS, where 

data from the 1000 Genomes Project is already hosted. While this method of handling the 

data is more expensive, it would be loss risk free and much faster during transfer of the 

genomes.  

There may be issues arising from Sanger sequencing results as well. In the 

absolute worst case, we may find that the sequencing results do not coincide with the 

hierarchy of accuracy as determined by our metrics. Similarly, but much less likely due to 

the amount of Sanger validation on GIB already, we could find that GIB data is actually 

not high quality. It is also possible that regions selected for validation might not be 

distinguishable. That is, they might either be too easily accurately genotyped by every 

pipeline, or too difficult. For any of these situations, we will need to begin by performing 

a wider range of Sanger sequencing sites to increase the power of this investigation. In 

the worst case scenario just outlined, we will need to re-evaluate the metrics or determine 

thresholds where performance can be considered equal or significantly divergent. 

As it relies on crowd participation, GCAT may be slow to gain traction in the 

genomics community. If this is the case, we will upload an initial set of public reports for 

comparison. Both an open-access application note on GCAT in a journal, discussion 
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boards (SEQanswers, BioStar), and social media outlets (Twitter, LinkedIn, etc.) are also 

ways to greatly increase exposure to the community. Preliminary data on usage, however, 

suggests that thousands of users are already on their way to making informed pipeline 

decisions with GCAT. 
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SUPPLEMENTARY TABLES 

 

 

 

 

Program Version Parameters 
CPU time 
(d:h:m) 

 
Real 
Time 
(h:m) 

Max Memory 
(GB) 

BWA 0.6.1-r104 default 00:19:29 01:47 14.3 

BWA-SW 0.6.1-r104 default 10:5:39 4:40 43.9 

Bowtie2 
2.0.0-
beta5 

default 2:6:9 0:57 16.4 

Bowtie2-high 
2.0.0-
beta5 

--very-sensitive 1:20:27 0:47 17.1 

Bowtie2-local 
2.0.0-
beta5 

--sensitive-local 1:20:23 0:47 16.9 

Bowtie2-local-
high 

2.0.0-
beta5 

--very-sensitive-local 1:17:41 0:44 17.1 

Novoalign 2.08.01 
-r Random -o SAM --

hpstats 
2:18:3 1:11 31.7 

SMALT 0.6.0 -f samsoft -r 0 7:10:57 33:42 9.40 

Stampy 
1.0.16-
r1430 

--keepreforder 6:21:20 165:34 11.0 

Table S1. Mapping parameters and resource usage. A total of 43,176,537 simulated 100bp 
Illumina reads were mapped to the hg19 human reference genome on a node with 128GB RAM 
and 4 AMD Opteron 6174 CPUs. 
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Minimum 
Coverage 

Error 
Profile 

Constant  
Rate Prior  

2 0.921 0.729 

3 0.923 0.729 

4 0.927 0.729 

5 0.932 0.732 

6 0.938 0.733 

7 0.943 0.734 

8 0.948 0.736 

9 0.953 0.737 

10 0.958 0.739 

11 0.962 0.740 

12 0.966 0.741 

13 0.969 0.742 

14 0.972 0.744 

15 0.975 0.744 

16 0.978 0.745 

17 0.980 0.745 

18 0.982 0.747 

19 0.983 0.746 

20 0.985 0.746 

21 0.986 0.747 

22 0.987 0.749 
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23 0.987 0.749 

24 0.989 0.750 

25 0.989 0.747 

26 0.990 0.748 

27 0.990 0.747 

28 0.991 0.749 

29 0.991 0.746 

30 0.991 0.747 

 

Table S2. The consistency of calls in a parent-offspring trio using an experimentally 
derived error profile versus a constant rate prior. The proportion of microsatellite calls from 
the CEU trio that is consistent with Mendelian inheritance given a minimum coverage (or read 
depth) for the microsatellite loci. The experimentally derived error profile used by RepeatSeq is 
compared to a less informative constant rate prior, in which we define a single observed 
concordant reads and no discordant reads for the entire error profile. 

 

 

Chr 
Region Reference 

RepeatSeq  LobSTR Sanger 

1 45,757,353-45,757,392 40 40/40 40/50 40/40 

1 79,798,403-79,798,428 26 28/28 26/26 28/28 

1 93,489,380-93,489,413 34 38/40 34/38 38/38 

1 178,021,152-178,021,196 45 47/47 45/45 45/47 

1 198,629,608-198,629,643 36 42/42 36/46 42/44 

2 18,882,759-18,882,777 19 37/37 45/47 33/35 

2 150,031,538-150,031,576 39 35/39 33/37 37/37 

2 179,810,581-179,810,604 24 26/26 24/24 24/26 

3 27,615,714-27,615,732 19 19/23 19/19 19/23 

3 134,817,184-134,817,203 20 20/22 20/20 20/22 

3 163,622,844-163,622,859 16 16/16 11/11 16/16 

4 54,078,743-54,078,795 53 49/49 55/55 49/55 

4 81,821,278-81,821,315 38 40/40 38/38 38/40 

4 158,636,903-158,636,931 29 29/29 27/29 29/29 

4 161,537,649-161,537,726 82 78/82 76/82 82/82 
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4 179,523,805-179,523,840 36 34/36 34/34 36/36 

4 189,685,121-189,685,164 44 44/44 52/73 44/44 

5 27,953,913-27,953,941 29 31/31 29/31 31/31 

5 66,367,085-66,367,105 21 16/21 21/21 16/21 

5 80,726,541-80,726,563 23 21/23 23/23 21/23 

5 119,909,571-119,909,613 43 43/45 45/45 43/45 

6 40,843,112-40,843,143 32 32/34 32/36 32/36 

7 34,442,748-34,442,786 39 39/39 37/39 39/39 

7 39,421,643-39,421,674 32 38/38 32/38 38/38 

7 82,385,854-82,385,871 18 10/18 18/18 10/18 

7 100,374,214-100,374,250 37 37/37 31/36 37/37 

7 152,080,220-152,080,236 17 17/25 17/27 17/25 

8 64,879,777-64,879,797 21 21/21 21/42 21/21 

8 114,737,800-114,737,825 26 26/26 26/34 26/26 

8 139,271,037-139,271,089 53 39/59 39/57 39/57 

8 140,349,752-140,349,784 33 33/39 33/33 33/39 

9 926,688-926,718 31 31/31 25/31 25/31 

10 1,437,069-1,437,090 22 22/22 49/49 22/22 

10 10,300,784-10,300,804 21 23/23 33/33 23/23 

10 86,677,456-86,677,475 20 20/22 20/20 18/22 

10 95,855,078-95,855,105 28 28/28 19/28 28/28 

10 134,807,225-134,807,253 29 29/29 28/28 29/29 

11 38,985,555-38,985,598 44 44/50 44/44 44/44 

X 3,355,757-3,355,784 28 24/28 28/28 24/28 

X 97,192,033-97,192,089 57 57/57 31/57 57/57 

 

Table S3. Sanger-based validation of microsatellite calls. Sanger-validated genotypes for a 
subset of repeat regions with discordant calls from RepeatSeq and LobSTR. Boldface indicates 
correct call. 

 

 

 

 

 

 


