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ABSTRACT
Data quality has been an area of increasing interest for researchers in recent years due to
the rapid emergence of “big data” processes and applications. In this work, the data
quality problem is viewed from the standpoint of synthetic information. Based on the
structure and complexity of synthetic data, a need to have a data quality
framework specific to it was realized. This thesis presents this framework along with
implementation details and results of a large synthetic dataset to which the developed
testing framework is applied.
A formal conceptual framework was designed for assessing data quality of synthetic
information. This framework involves developing analytical methods and software for
assessing data quality for synthetic information. It includes dimensions of data quality
that check the inherent properties of the data as well as evaluate it in the context of its
use. The framework developed here is a software framework which is designed
considering software design techniques like scalability, generality, integrability and
modularity. A data abstraction layer has been introduced between the synthetic data and
the tests. This abstraction layer has multiple benefits over direct access of the data by the
tests. It decouples the tests from the data so that the details of storage and implementation
are kept hidden from the user.
We have implemented data quality measures for several quality dimensions: accuracy
and precision, reliability, completeness, consistency, and validity. The particular tests and
quality measures implemented span a range from low-level syntactic checks to highlevel semantic quality measures. In each case, in addition to the results of the quality
measure itself, we also present results on the computational performance (scalability) of
the measure.
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Chapter 1: Introduction and motivation
In today‟s world there is a huge dependence on information and data for important
decision-making. In this environment, data quality is an increasingly important concern.
Data quality is a complex concept, broadly centered on the notion of ensuring that the
data collected is suitable for the uses to which it will be put.
The quality of data should be maintained during its collection and there has to be a
mechanism to test the quality of it. For this reason, data quality is a popular subject of
study since the last two decades. Researchers from the fields of computer science, total
quality management and statistics have created a framework for testing the quality of
data. This framework is based on different dimensions and the data needs to be validated
against these dimensions to ensure its quality. According to the literature, data quality
depends on some inherent properties of the data and also on the use of it [1]. Some of the
dimensions specified in the literature have meanings that are more relevant to the internal
properties of the data [2] like consistency, joinability etc. Other dimensions are more
relevant to the way in which the data will be used [1]. Different dimensions of data
quality may be considered important for different applications. For example, for a
financial institution, ensuring the precision of the data values would be a very important
characteristic of the data so that there is no loss of information about even the smallest
unit of money. Also, consistency makes sense for a financial institution which means for
example that during a transaction between two people, the bank account balance of one
person must go up while that of the other person must go down by the exact same
amount. On the other hand, for a weather forecasting application, accuracy of the data in
the sense of how close it is to the real-world conditions might be most important so that
best predictions about the weather in the future could be made.
For some applications, the information that is required to solve problems may not be
directly available. In such situations it might be possible to synthesize that information.
Synthetic data is generated by integrating multiple unstructured datasets in order to
synthesize the information required. As an example, epidemic forecasting requires an
estimate of the social contact network, which is not available through direct surveys [3].
The use of synthetic data introduces new data quality requirements. For instance, it is not
possible to directly measure the accuracy of synthesized data. On the other hand,
reliability becomes very important because the process of generating the synthetic data
1

can be a complex stochastic process.
Research on the generation and use of synthetic information is being carried out by the
Network Dynamics and Simulation Science Laboratory (NDSSL) and its collaborators.
NDSSL has generated synthetic data to represent the human population of different
regions in the context of epidemiology, disaster resilience, and other applications [3-5].
The synthetic data contain representations of people in a region with their demographics
such as age, gender, income etc. The synthetic people in this data have activity sequences
assigned to them and all these activities have locations where they occur. The individuals
have a transportation network that captures their modes of travel. The people
simultaneously present at a location form a social contact network.
As can be seen, the synthetic data is very complex and the process for its generation is
correspondingly complex. At each step of the generation process, new data sources are
integrated. As a consequence, there occurs a need to ensure that the resulting
transformations preserve the statistical properties of the external data sources and the
generated synthetic information. Also, in this generation process, some information is
synthesized which means that it does not have a direct counterpart in the source data.
These are some factors that make data quality assurance a challenging problem in the
context of synthetic information and create a need to introduce dimensions of quality for
these situations by extending the data quality framework.
The dimensions that are included in this framework for data quality of synthetic
information are accuracy, reliability, consistency, validity, completeness, relevance,
interpretability, identifiability, joinability, integrability and accessibility. The meanings of
these terms in the current context are discussed in the next chapter. The data quality
framework presented in this work is a software framework. For datasets like synthetic
information that are large, certain properties of software implementation are very
important. Such properties that describe the software framework in this work are as
follows:
Scalability: Scalability is a property of a software application. A scalable application just
requires more resources as the load on it increases without the need of making any
modifications to the application itself. The software developed for this data quality
framework can respond efficiently to much bigger datasets than it has been used for
during this work.
Integrability: Integrability is a software design technique that makes separately
developed components of the software work correctly together. The software developed
for this project does not need to run independently and can be easily integrated with the
synthetic information generation pipeline. The framework is designed in a user-friendly
manner and can be exposed to a web application as well if need be.
Modularity: Modularity is a software design technique that stresses on separating the
whole software into smaller and independent functions or modules so that one function or
module can alone execute its desired functionality. This data quality framework is an
integration of several tests that are independent of each other and can be seen in the form
of separate modules.
Generality: Generality is a software development strategy which emphasizes on
2

developing general solutions to a problem that can be re-used in other cases. Some of the
tests (for example, user-defined types etc.) developed as part of this framework are
solutions to general problems and can be re-used in other situations as well.

1.1 Objective
There are three main objectives of this work which are described below:
1. Design of a conceptual framework for data quality for synthetic information:
The first objective is to study the complex process of synthetic data generation
adopted as part of the research work at NDSSL, study the state-of-the-art work in
data quality and come up with a framework for data quality that fits in the context
of synthetic data. The conceptual framework is expected to span the lowest levels
of data quality that are largely syntactic to higher levels that are semantic and
context-specific.
2. Development of an Application Programming Interface (API): For the
implementation of this data quality framework, it is required to create a layer of
abstraction between the data and the tests. The reasons for this layer of abstraction
are as follows:
• it would hide the details of storage and implementation from the user and
if the database definitions change in the future, there won‟t be a need to rewrite the tests,
• fit well in the data architecture framework, and
• expose data in well-formed manner.
This layer of abstraction is called an API and is used for implementation of the
tests. So, wherever possible, it would be desirable to use the abstraction layer for
creating a test unless it is complicating the code more than desirable.
3. Implementation and interpretation of some tests for synthetic data: Lastly,
some actual tests from the conceptual framework for synthetic data covering at
least one test from every dimension included in the conceptual framework must
be implemented and their results analyzed. The tests should be designed such that
they can be integrated with the population generation pipeline at different stages
and are independent of each other.

3

1.2 Contribution
To achieve the objectives of this thesis, work has been done in three broad areas. The
contributions of this project in each of the three areas are given below:
1. Design of a conceptual framework for data quality for synthetic information:
A conceptual framework for data quality for synthetic information has been
developed. Although this framework is based on the state-of-the-art data quality
framework; it takes into consideration the use of the data from the perspective of
synthetic information. The framework has been designed such that the dimensions
of data quality that are relevant in the context of synthetic information are
included and the tests designed such that as many number of components as
possible could be tested. During its design, techniques and practices for software
design like scalability, generality, modularity and integrability have been
considered.
2. Development of an Application Programming Interface (API): A data
abstraction layer has been created that hides the details of storage and
implementation from the user. We have developed an Application Programming
Interface (API) which resides above the layer of abstraction and this API is used
to create and implement the tests. The API makes the synthetic data available to
the test-implementer in the form of objects in Python. This object model of the
data enhances the capability of the testing framework so that sophisticated codes
for the tests can be created.
3. Implementation and interpretation of some tests for synthetic data: Some
tests for the data quality framework for synthetic information have been
developed and executed and the results obtained. The tests cover the entire
domain of the data quality framework that is relevant in the context of synthetic
information. The tests check for invalid or missing values in the data, incorrectly
represented data, meaningless data, issues in the data architecture and the
variation observed when some of the input data that goes into the synthetic data
generation is altered. Most of the tests are written in the form of queries into the
database and in Python. The testing framework is such that it can be integrated
with the synthetic data generation pipeline. The results obtained from running
these tests have exposed some issues that exist with the synthetic information.
The results from these tests can help determine the cause for these issues that
occurred during the data generation process.

4

Chapter 2: Background
In this chapter we give an overview of the concepts and methods used in this work. We
start with some background on synthetic data and how it is generated. Then we discuss
the meaning of data quality and its origins in multiple disciplines. We also give a brief
overview of some of the computational tools used in this work.

2.1 Synthetic data and its generation
Synthetic data refers to data generated by integrating multiple sources of structured and
unstructured information. In our context, we are concerned with synthetic populations of
all the states in the USA. These synthetic populations are approximate representations of
the demographics, activities, locations, and social contact networks of the individuals
living in the states.
It is not feasible to obtain the actual real-world data every time due to either the data not
being available or due to time and cost constraints. Synthetic data is used in academic
studies and other research for studying a wide range of what-if analysis type of problems
in cases where it is not possible to work with the actual data. Synthetic data is used
world-wide to conduct studies over the human populations in a flexible manner. It
contains information about the population of a region which is statistically similar to its
actual population. The synthetic people are assigned demographics and other attributes
including activities during a day. These activities are mapped to locations on the earth.
Since all the synthetic people are assigned locations at different times of the day, people
at the same location are considered to be in contact with each other and this helps develop
a synthetic social-contact network.
The synthetic information is used in epidemiology to study the spread of diseases, in
communication processes, in the evacuation of sites and so on. The data is used for these
purposes not only by NDSSL but by many other academic projects and institutions
5

world-wide. This makes it imperative for the data to serve its purpose as best as possible
and be of high quality.
NDSSL has a sophisticated procedure for synthetic data generation, which has been
improved continuously over the years. The process of generation of synthetic populations
and activity assignment for the synthetic population is an automated process. Various
data sources go into the synthetic data generation pipeline. The data sources that are used
for generating the synthetic data for United States (US) are listed below:







American Community Survey (helps develop a set of unknown individuals with
their demographics that are statistically similar to the actual population)
Land use data (data on the type of land use)
National Household Travel Survey (information about the travel behavior of
people)
Dun & Bradstreet (data about retail locations, types and number of employees)
American Time Use Survey (data on people‟s activities)
NAVTEQ (Road network and transportation map)

Several methods for construction of synthetic information have been developed at
NDSSL. All these methods have some common steps. The differences between the
methods lie in the data sources used at each step and the detailed procedure adopted at
each step. The synthetic data generation pipeline is shown in Figure 1. There are five
major steps for synthetic data generation. Each of these steps has one or more sub-steps.
They are listed below.
1. Base population construction

2.

3.
4.

5.

 Generating base population
 Assigning individuals to households
 Constructing residence locations
 Assigning households to residence locations
Activity template construction and assignment
 Generating activity templates
 Generating activity decision trees
 Assignment of activity sequence to individuals of the population
Activity location construction
 Construction of activity locations
Geo-location of activities
 Assigning a geo-location to each activity of every individual's activity
sequence
 Sub-location modeling
Contact network construction
 Construction of contact network

These steps are described below in some more detail.
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Figure 1: Synthetic data generation pipeline [Used with permission of Dr. Samarth
Swarup]

Base population construction
A "base population" is a set of synthetic individuals with demographic attributes assigned
to them. When the American Community Survey‟s (ACS‟s) Public Use Microdata
Sample (PUMS) is available, the base population can be generated using the census
block-group summary tables. Iterative Proportional Fitting (IPF) is used against the
PUMS sample to find the proportion of households in each block-group for a given
combination of householder age, income category and household size [4, 6].
7

The demographics variables contain the following for each person:






their household ID,
age,
gender (1-male, 2-female),
worker status (1-works, 2-does not work), and
relationship to the head of household (1-spouse, partner, or head of household, 2child, 3-adult relative, 4-other).

The household demographics contain the following for each household:






household income (divided into 14 categories based on income in dollars),
number of people in the household,
location and sub-location of the home,
number of vehicles in the household, and
number of household members who work.

Assigning activity sequences to base population
Firstly, the activity templates are created [7]. Post that, activities are assigned to base
populations based on the availability of the demographic data. Following is the method
for household-based activity assignment to base population:
 Household-based activity construction: For the NHTS (US activity data), surveys
are based around the householder who is also the survey responder. So the activity
sequences can be assigned on a per household basis. For the assignment of the
activity sequences based on demographic variables, decision trees are used. The
dependent variable is chosen to be the total time spent outside the home by the
household members. The independent variables are the household demographics.
The resulting tree has a set of activity templates at each leaf node. In order to
assign activities to each synthetic household, we navigate the tree to the leaf node
based on the demographics of that synthetic household and then assign activities
to the household members by sampling according to the survey weights from the
templates at that leaf node [8]. This also helps preserve correlations in the
activities of household members.
Activity location construction
The goal of this step is to select an appropriate location for each activity assigned to a
person. The activity location assignment algorithm is based on a gravity model. From the
agent's current location, the location of the next activity is chosen with probability
proportional to the location's capacity and inversely proportional to the location's
distance. Home, school, and work locations are treated as "anchor" locations and are
assigned first, and other activity locations are chosen with respect to these locations. In
some cases, future activities are also taken into account. For example, a shopping activity
that falls between a work and a home activity is given a location that falls between the
work and home locations.
8

Sub-location modeling
Sub-location modeling is a step in the synthetic population generation pipeline in which
sub-locations are assigned within the location that had been assigned in the previous step.
Sub-locations essentially correspond to rooms within building. This step is important
because it is often not reasonable to assume, especially for large locations, that everyone
who visits there comes into contact with each other. This step does not require any data
and is run after all the previous steps of the pipeline have been completed. These sublocations can host a specific set of activity types and the capacities for carrying out those
activity types at the sub-locations are also provided in this step.
Contact network construction
A social contact network captures the individuals that are at a location at a particular time
instant and are thus in contact with each other. After the synthetic population has been
generated, a time indexed map is constructed which helps determine the individuals
present at a particular location and time. This time-indexed map is from individuals to
locations. Since the people at a location and time are known using the time-indexed map,
it becomes possible to infer the people who are in contact with each other [3].
NDSSL has developed several pipelines to generate the synthetic data. All the pipelines
involve the major steps that have been described in this section. The difference in the
pipelines lies in the data sources each one takes, the policy and data formats each pipeline
adheres to, etc. It can be seen that the synthetic information generation process is quite
complex and involves using several algorithms, data sources and interdependencies
between the various steps of data generation.

2.2 Data quality
The term „big data‟ has gained a lot of popularity in today‟s world. The reason behind it
is the increased dependence on data for important decision making [9] and the belief that
the more the quantity of data available, the more accurate is the analysis made using it.
These reasons make it imperative to maintain the quality of data which is used for
making decisions, building trust in an organization and customer satisfaction. Big data
are characterized by 5 V's [10]: Volume, Velocity, Variety, Veracity, and Value. Volume
refers to the large quantity of data available, in largely unstructured forms. Velocity
refers to the rate at which data are available, for example, streaming social media data.
Variety refers to the different kinds of data available. Veracity refers to the correctness or
trustworthiness of the data. Value refers to the benefits that can be extracted from the
data. All these challenges have made data quality a complex problem these days. The
quality of data depends on the design and production processes involved during its
generation.
9

Data quality is a cross-disciplinary concept [11] and is defined in terms of the use of the
data. Researchers from different fields have addressed the problem of data quality in
different ways. The three main fields in which data quality has been studied are statistics,
management and computer science [9]. The statisticians were the first ones to work in the
area of data quality in the late 1960‟s. A mathematical theory for considering duplicates
in statistical data was proposed by them back then [12]. Work was started in the field of
data quality from the management perspective in the early 1980‟s where the focus was to
control the data manufacturing systems [13]. The computer scientists started working on
data quality in the early 1990‟s and studied ways to test and improve the quality of data
that is available in electronic format, and is stored in databases and data warehouses [2].
Data quality has been defined as “fitness for use” [14]. Another definition for data quality
is “the distance between the data views presented by an information system and the same
data in the real world” [1, 15]. It can also be defined as “the capability of data to be used
effectively, economically and rapidly to inform and evaluate decisions” [9]. All these
three definitions make sense in the context of this thesis.
Data quality is considered to be a multidimensional concept in literature. There is no
specific list of dimensions as a standard that have been agreed upon by the researchers
[16]. However, the mostly commonly mentioned dimensions are: accuracy,
completeness, consistency and timeliness [1]. The selection of the dimensions for a
problem is done on the basis of the literature [17], industry experience [18] and the
problem itself. The dimensions of data quality are dependent primarily upon the use of
the data [1]. In fact, there has been no agreement even on the definitions of the
dimensions and they also depend on the use to which the data is put.

2.2.1 Data quality as a multidisciplinary problem
As stated previously, data quality can be understood from three disciplines: computer
science, total quality management and statistics. The perspective of each of these
disciplines is described in this section.

Computer Science
Computer scientists started working on data quality since the time the data started getting
stored in the electronic format. Information technologists are the custodians of the data in
an organization and are responsible for ensuring the quality of data. The computer
science perspective of data quality can be divided into two broad categories: database
management and data warehousing. Database management is concerned with the
correctness in the data collection step and data warehousing is concerned with the
correctness in the data consolidation step [2].

10

Database Management: Database management ensures correctness of data during data
collection or data entry. The practices involved for database management involve
designing the database efficiently and using an efficient mechanism during data entry.
Database management can be divided into three techniques listed below:


Data Entry: Entry of data into the database is usually done using Structured Query
Language (SQL) [19]. Measures that ensure data quality are enforced such as
data-types which would reject meaningless vales.



Database Design: The aim is to have minimum anomalies during the storage of
data such that duplication of data is as little as possible. For this purpose an
efficient design of the database needs to be chosen. The database could be in the
form of separate tables or flat files. For minimizing the duplication of data in the
database, various database normalization techniques (first normal form, second
normal form, etc.) are available. The design with the higher normal form is
supposed to contain lesser anomalies.



Transactions and Business Rules: The modern database management systems or
software frameworks or the middleware for information management define a set
of business rules for data processing and transactions. For example, On-Line
Transaction Processing (OLTP) systems and recent versions of SQL that can
incorporate business rules.

Data Warehousing: Data warehousing is the process of data collection from different
sources to be stored in an easy to access manner for future analysis [9]. There has been a
need to check the data for quality during this process to test it for invalid values that
might be violating the constraints on the data. Modules are available in the form of addons over the ETL (Extract, Transform, and Load) process of data warehousing for testing
data quality. Data warehousing consists of the three techniques mentioned below:


Standardization and Duplicate Removal: The need for standardization and
removal of duplicates in the data is very commonly faced problem. The data
available in free formats (e.g. address) need complex parsing techniques to be put
in the standard form. Current software tools for data quality have the ability to do
this type of complex standardization. Also, duplicate removal is achieved to an
extent by string matching techniques in these software tools.



Record Matching: This is a problem faced in databases when there is a need to
match two databases and integrate them using the primary key of one table as the
foreign key of another table. But in some cases record matching is not
straightforward, e.g., if the primary key of one table contains full names and the
other table has initials for the names of people. Techniques of key generation and
string matching have been developed. String matching tries to compare two
strings as far as possible such that they are close enough to be a match. Key
generation is a technique that generates a new key for the databases instead of the
string valued keys that is less controversial and eases record matching.
11



Constraint Checking: This technique checks the data for some constraints on the
type, data domain and the upper and lower bounds on the numerical data values.
Some software tools check the data for some user-defined constraints.

Total Quality Management
Management researchers and industrial engineers have a total quality management
perspective of data quality. They realize that data quality can be considered similar to
statistical quality control for products.
Data has values and is considered equivalent to products that have costs associated with
them. There are two perspectives of data quality in this context. The first considers that
data is like a product for which quality is ensured during its production process.
Similarly, the data quality should be accounted for right at the start during the data
generation process. The data that meets the expectations of a knowledgeable worker and
the customer is considered to be of good quality as per this perspective.
Another perspective treats data quality as a multi-dimensional concept. The term Total
Data Quality Management (TDQM) has been created which considers testing and
ensuring the data quality during the data collection phase. TDQM can be quantified by
the number of bad records that are collected per day [20] at different geographies and for
the cost incurred in collecting it.

Statistics
Statisticians have viewed data quality from three perspectives that are described below:
Data Editing: Statisticians view data editing as a technique of removing invalid or
incorrect records from the data and ensuring its quality [9]. In this technique, first a set of
rules for the data need to be defined and then the entire data is stepped through to remove
any invalid or incorrect values in the data by checking every record. After all the rules for
checking the data have been defined, an optimization problem needs to be solved to edit
all the records that have been identified as having some error in a manner that minimum
changes need to be made. This technique is not automated due to computational
complexities associated with it. Work needs to be done in this area to take it further from
its current state.
Probabilistic Record Linkage: This technique considers the integration of two tables A
and B from a statistical perspective. The Fellegi–Sunter framework provides a method for
finding the likelihood of the existence of a match between the records of two tables A and
B. The probabilistic record linkage methods are still being developed as extensions to the
Fellegi–Sunter method [21, 22].
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Measurement Error and Survey Methodology: Studies have been conducted to view data
quality from the perspective of the survey data methodology. This technique focuses on
the quality of data from the data-collection phase [23], survey interviews [24] and survey
designs[25]. Concerns about the data quality framework from the survey perspective are
observed due to faults in the measurements, no responses to the surveys and the inability
to cover all the sources during the surveys.

2.2.2 Data quality dimensions
As stated earlier in this section, data quality depends on how the data is to be used and
thus the dimensions that the data needs to be tested for also depend on its use. In general,
the dimensions of data quality that are relevant in one case may not mean anything in
some other context and thus there are no strictly defined set of dimensions of data quality
that can be considered relevant in all cases.
However, here we list some dimensions that are stated on the basis of testing the
differences between the view presented by the data contained in the information system
and the view from the real-world [1]. They are:
1. Accuracy
2. Reliability
3. Timeliness
4. Relevance
5. Completeness
6. Currency
7. Consistency
8. Flexibility
9. Precision
10. Format
11. Interpretability
12. Content
13. Efficiency
14. Importance
15. Sufficiency
16. Usableness
17. Usefulness
18. Clarity
19. Comparability
20. Conciseness
21. Freedom from bias
22. Informativeness
23. Level of detail
24. Quantitativeness
25. Scope
26. Understandability
13

Some of the most commonly cited dimensions of data quality that are relevant to this
work are described in some detail below. Note that the meanings and description of these
terms are in the context relevant to this work.
Accuracy: Accuracy means the ability of the information system to represent the realworld system exactly as it is. In the context of data quality, the test for accuracy checks
how close the data in the information system is to the actual information. It can be
defined as “the degree of correctness of a value when comparing with a reference one”
[2]. Inaccuracy occurs when the data represented by the information system has valid
values but the values are incorrect [1]. This leads to an incorrect representation of the
real-world in such a way that the actual values are represented by wrong values and there
is a garbled mapping of the real-world with the information system.
Reliability: As can be inferred from the term, reliability is a measure of the ability of the
data to be trusted that it conveys the right information [1]. It is interpreted as the
dependability of the output information and a measure of the agreement between the
expectation and capability. It is defined as “the frequency of failures of a system, its fault
tolerance” [26]. Reliability has also been defined in the literature as a measure of how
well the data ranks on the acceptable characteristics.
Timeliness and Currency: Timeliness and currency are two related concepts [2].
Timeliness checks the data from two perspectives. First, if the data is up to date. Second,
if it is available for use on time and when needed. Currency focuses on the time at which
the data was stored. Timeliness checks the rate at which the data in the information
system changes as the real-world gets updated. The rate at which the real-world gets
updated and the actual time in which the data gets used are the factors that affect the
timeliness of the data. The timeliness of data may not matter in some cases where the
updated data is not very necessary for the analysis it is to be used for. However,
timeliness may be an important dimension in a case where the data in hand is obsolete
and the information system does a wrong representation of the real-world by showing
meaningless or ambiguous states.
Relevance: Relevance means that the data in the database are the data that users want, as
well, perhaps, only the data users want. The data that users want component of relevance
can be assessed by feedback from users to check if they have all the information that they
need. Only the data that users want component can be assessed by checking if all the data
that is stored is needed by at least one user. A slightly different meaning of relevance is
also provided, “data are relevant if are timely and satisfy user-specified criteria, thus
explicitly including a time related concept” [2, 27].
Completeness: There are two meanings of completeness. One is from the data point of
view and the other from the state point of view. The data-based view of completeness
measures if all the necessary values are included in the dataset. The state-based view of
completeness measures if all the states of the real-world are represented by the
information system. Both the views are similar but the state-based view is more general
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than the data-based view of completeness. Another definition of completeness is “the
degree of presence of data in a given collection” [2].
Consistency: Consistency is an analogue of validity pertaining to intra-record
relationships among attribute values rather than individual attribute values. In short, it
means that the information conveyed by different attributes is the same information that
is just conveyed in multiple ways. Consistency ensures that the same information is
conveyed to all the users of the data irrespective of what portion of the data they are
using. The data can be consistent without being accurate. For example, if a real-world
state is mapped to more than one state in the information system and all of them make
sense and convey non-conflicting information, the data will be considered consistent [1].
Validity: An attribute value is defined to be valid if it falls in some exogenously defined
and domain-knowledge dependent set of values [9]. The value of an attribute can be valid
even if it is not accurate but the vice-versa is untrue. Validity checks on the data are to
test if it lies between the defined upper and lower bounds for the attribute.
Interpretability: Interpretability can be considered as the ability of the data such that
information could be extracted from it [14]. Interpretability is understood in terms of
inference by statisticians.
Identifiability: Identifiability is the ability of each record in a data table to possess a
unique identifier. The identified known as primary key can be a single attribute or a
combination of more than one attributes. Interpretability is related to the format in which
data are specified, including language spoken, units, etc. and to the clarity (nonambiguity) of data definitions [2].
Joinability: Joinability of two data tables requires that the primary key of one be an
attribute in the other [9] (where it is termed a foreign key).
Accessibility: In information technology, there are two aspects of accessibility: physical
and structural. It is the ability of the data systems to be accessible to users and support
traffic if there are too many users [2].
Integrability: Integrability is ability of different databases to be integrated with each other
[9]. This requires that the attribute definitions in databases that are getting integrated
must be the same and the tables that need to be joined must have the same keys.
Rectifiability: It is defined in terms of the establishment of procedures for users as well as
affected parties to request correction of information made public by statistical agencies
[9]. This information is important for usability of data and for quantifying the overall
quality of the data.

15

2.3 PostgreSQL database
PostgreSQL1 is an object-relational database management system (ORDBMS)[28]. It
works on all major operating systems and has all the capabilities desired by a database
management system. It is gaining popularity because it is an open-source relational
database management system and the users can make changes to the source code if they
want. We used the capability of creating user-defined data types in PostgreSQL because
of its open-source nature. This Relational Database Management System (RDBMS) can
be integrated with almost all programming languages. We used the programming
interface of PostgreSQL for Python and R (a statistical programming tool). PostgreSQL
works well with big data as large as 4 TB.

2.4 Foreign data wrappers
Foreign data wrappers2 are drivers that can be used to query and fetch data from other
databases. They are used to integrate one database with another. The two databases that
can be integrated by foreign data wrappers can be both relational or one relational and the
other non-relational.
In case when there is a high variable data, NoSQL databases can be used and can be
integrated with the relational databases. In our case, the synthetic data is stored in Oracle.
We use foreign data wrappers to make the data available in PostgreSQL in the form of
foreign tables. Since PostgreSQL is an open-source RDBMS, for academic research and
development purposes it is useful to work with PostgreSQL over Oracle. This is achieved
by creating foreign data wrappers. Foreign data wrappers for PostgreSQL consist of
functions that perform all operations on the foreign tables. They get the data from the
remote data source to be accessed in PostgreSQL.

1
2

As per http://www.postgresql.org/
As per https://wiki.postgresql.org/wiki/Foreign_data_wrappers
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2.5 SQLAlchemy
SQLAlchemy3 is an object-relational mapper (ORM) for the Python programming
language. It is an open-source tool and uses a data mapper pattern. Using SQLAlchemy,
the tuples in tables become objects in Python and still all the capabilities of the databases
like joins, search etc. can be performed. Thus, we can say that the SQLAlchemy helps
create Application Programming Interfaces (APIs) still possessing all capabilities of
RDBMS in a user-friendly and efficient manner.

2.6 Qsub
A job is a program that can be run on a cluster and qsub4 is a command used for job
submission to the cluster. A cluster management server runs on the head node of the
cluster and monitors as well as controls the jobs running on this cluster. It works with a
scheduler that makes decisions as to how and in what order the jobs in the queue will run.

3
4

As per http://www.sqlalchemy.org/
As per https://wikis.nyu.edu/display/NYUHPC/Tutorial+-+Submitting+a+job+using+qsub
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Chapter 3: Design
This chapter describes the architecture of the synthetic information infrastructure,
including data storage and application programming interfaces (APIs). We also describe
the data flow for conducting quality assessment tests. We discuss the organization of
synthetic population data into database tables, and the object-relational model of the data
which is constructed and exposed by the API. Finally, we discuss the various dimensions
of data quality which we will be using in the subsequent development of tests.

3.1 Architecture of synthetic data

Figure 2: Synthetic information architecture [Used with permission of Dr. Madhav
V. Marathe]
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Figure 2 shows the architecture for synthetic information which is currently in
development at NDSSL. This architecture is divided into two parts which interact with
each other. The first part contains the data stored in the servers with their native APIs and
an object model API. It also comprises a data management API, relational API and a
registry which stores all the metadata. The second part of the synthetic information
architecture comprises of the testing API (described in detail in this chapter) and other
tools developed to visualize and analyze the data.
The synthetic data obtained from the synthetic data generation pipeline is stored in a
Relational Database Management System (Oracle), depicted on the right side in Figure 3.
Foreign Data Wrappers are created to access data stored in Oracle from PostgreSQL. The
reason for using PostgreSQL is that it is an open-source RDBMS and provides larger
capability to the user like user-defined types (UDTs). As can be seen in Figure 3, the data
can be directly accessed from PostgreSQL or can be accessed using an Application
Programming interface (API) that has been created. This API uses an object-relational
mapper (ORM) called SQLAlchemy. To have a faster access to the data using the API, a
copy of the foreign table (created using foreign data wrappers) in PostgreSQL is created
and the API uses this table to access the data. After the data has been used, the created
table in PostgreSQL is destroyed. The API is described in more detail in the later
sections.

Figure 3: Data flow diagram for data quality for synthetic information
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The synthetic data is over a terabyte in size. Tables 1, 2, 3, 4, 5 and 6 in the appendix give
a snapshot of how some of the tables look like in Oracle. An object model of the synthetic
data is shown in Figure 4. It shows that all the tables are related to each other such that
the primary key of one table is a foreign key of another. Using the object data model, one
can access any table from every table. The relationships in the database ensure that there
is no redundant data. Thus, it can be seen that the tables in Oracle database are unrelated
whereas the object data model develops a relationship between all the tables.

Figure 4: Data model for synthetic data [Used with permission of Dr. Madhav V.
Marathe]
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3.2 Application Programming Interface (API)
The API is a Python interface which decouples the tests from the data. It fits well with the
data architecture framework. The API is user friendly, efficient and reusable. The
motivation behind creating the API was to expose data in a well formed manner while
hiding the details of storage and implementation from the user. The APIs perform
selections, filter, group-by and connects the relations. The following two sections
describe the user interface of the API. This API has been created by Dr. Sandeep Gupta at
NDSSL with a couple of students including me.

3.2.1 Setup and definitions
The API exports data as object relational model. The basic constructs that form an object
relational model are:
 session: Handles connection to the database
 object: A singleton entity with a set of attributes
 attr: An attribute which defines property
 attrlist: A collection of attributes
A connection to the PostgreSQL database is established using the session. Also, a default
model is created that comprises all the required attributes from the tables that need to be
imported. This default model is created separately for each state and is imported in the
current session. The imported model is treated as an object in Python. The objects are
accessed using the functions described in the next section.

3.2.2 Connection and handle
All the capabilities provided by the API are described in this section. Each of the
functions described below are executed in a session and over an object. The connection of
the API with the PostgreSQL is established using the session and the handle is the
outcome of this connection over an object using any of the functions described below. A
query is run over the current session of this handle to parse through each record that is
part of this handle.
Selection: Selects an object
 select(session, object)
Projections: Picks a set of attributes from an object
 projAttr(session, object, attrlist)
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Picks a set of all attributes from an object except the ones included in the attribute-list
 dropAttr(session, object, attrlist)
Count: Finds the number of rows in the table corresponding to the object
 count(session,object)
Filter: Selects all objects that match a given condition
 filterLT(session, object, attr, value): Filters all objects whose “attribute value” is
less than “value”
 filterGT(session, object, attr, value): Filters all objects whose “attribute value” is
greater than “value”
 filterEQ(session, object, attr, value): Filters all objects whose “attribute value” is
equal to “value”
Aggregate count: Aggregates objects based on the value of aggregate attribute and counts
the number of objects in each group
 aggCount(session, object, attr): Counts number of objects group by aggregateattribute. In simple words, it counts the number of objects having distinct values
of the aggregate-attribute.
Fuse Relations: Builds an object by fusing two objects with a common attribute value
 fuseRelationsEQ(session, object, robject, attr, rattr): This is similar to creating
joins between tables. Two different objects having the value of an attribute (attr)
of one equal to another attribute (rattr) of the other object can be fused based on
an implicit relation between them.

3.3 Tests for data quality
As per the data quality literature, there are various dimensions for data quality which had
been described in more detail in the previous chapter. In this section, we list the various
tests for synthetic information that can fall into some of the most cited dimensions. All
the tests that are listed in this section have been implemented and are described in the
next chapter. The definitions of the dimensions that are important in the case of synthetic
information have been stated here.
Some of the data quality dimensions are already adhered to by the synthetic data in the
way it is organized. Some examples are given below:


Identifiability
o There is a primary key for each table in the synthetic data.
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Joinability
o The primary key of one table becomes the foreign key for another table.
This is true for each table that comprises the synthetic data.



Integrability
o The IDs in different tables that correspond to specific attributes do not
overlap across states.



Accessibility
o There is a role-based access control and privacy of the synthetic data is
maintained.



Interpretability
o The meanings of variables are consistent across different synthetic
populations.

Some data quality dimensions that are most relevant from the perspective of synthetic
information have been addressed in this work. The most cited data quality dimensions
and some tests implemented for the synthetic information that pertains to these
dimensions are given below. The definitions for each of these dimensions relevant in the
current context are also stated.


Accuracy: The degree of correctness and precision with which the real world data
of interest to an application domain is represented in an information system.
o Age-distribution in census and synthetic population: Compare the number
of people in pre-defined age-bins for each block-group (also referred to as
age-distribution) between the census population and synthetic population
data.
o Attractor weights of a location: Attractor weights are a proxy for the
capacity of a location. This test compares the relative numbers of synthetic
individuals at various locations with their relative attractor weights.



Reliability: Reliability indicates whether the data can be counted upon to convey
the right information.
o Variability between different runs of population generation: The synthetic
population generation process is a complex stochastic process. Reliability
in this context means that we would expect this stochastic process to
generate outcomes with low variability. In particular, we study variability
in various measures on the synthetic social contact networks which are
generated in the final step of the population generation process.



Completeness: The degree to which all data relevant to an application domain has
been recorded in an information system.
o Checks for missing values and missing entities
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o Derived population vs. parent population: Compare a population that has
been derived for a small region (e.g., Detroit), with the synthetic
population of the corresponding US state (e.g., Michigan) with the data
from the state population that pertains to the derived region.


Consistency: The degree to which the data managed in an information system
satisfies specified integrity constraints.
o Check if the household size in the household record has a corresponding
number of person records.
o Check that relationships are consistent with age of the individuals.
o Check if the start-time of an activity is after the end-time of its previous
activity.
o Check if an activity is possible at the location at which it has been
assigned.
o Distance between locations proportional to travel time between them: To
check if the distance between two locations where two distinct activities
are performed by the same person is proportional to the time taken to
travel between the locations.



Validity: An attribute value is defined to be valid if it falls in some exogenously
defined and domain-knowledge dependent set of values.
o User Defined Types: Basic check on the attributes in tables
o Children alone at home: To find the count of children who are below age
12 and have been left alone at home without any accompanying adult.
Also, determine the time for which they have been left alone.
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Chapter 4: Implementation
This chapter gives details about how the overall framework is implemented for the
synthetic data generated by NDSSL. The implementation of this framework, that assesses
data quality of synthetic data, is intended to be integrated with the synthetic population
generation pipeline as a work in the future. We give some details about how the tests are
implemented and run, and then describe multiple tests along each data quality dimension.

4.1 Implementation
This synthetic data, as described in the previous chapter, exists in Oracle which is a
relational database management system. All the required tables are wrapped into
PostgreSQL from Oracle by using Foreign Data Wrappers. Some tests are simply a query
or a sequence of queries into the PostgreSQL database. They do not require comparison
of the synthetic data with the census data and are just checks on the synthetic data itself.
One of the tests involves creating user defined types in PostgreSQL using C. Another test
uses Galib, which is a library of graph algorithms and is used for the analysis of graphs.
The rest of the tests are written in Python and use the API that has been created. The tests
written in Python are run as jobs using qsub. The test for each region (state in the US)
runs as a single job using qsub because the tests for all regions are independent of each
other. All the results from these jobs are compiled together to derive useful inferences
which are described in detail in this chapter. Also, a performance evaluation of each of
the tests that use the API is performed to evaluate the efficiency of the API as well as that
of the algorithm used.
The various tests are grouped under the dimensions of data quality under which they fall.
A flowchart of the algorithm used for each of the tests written in Python is shown
followed by the description of the flowchart.
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4.2 Tests for accuracy

4.2.1 Age-distribution in census and synthetic population

Problem statement: Compare the number of people in pre-defined age-bins for each
block-group (also referred to as age-distribution) between the census population and
synthetic population data.
The census provides the age-distribution of each state by dividing the people (only the
householders) in age-bins of 15 to 24 years, 25 to 44 years, 45-64 years and 65 years or
above. The number of people in each of these age-bins is determined at the block-group
level (combination of county, tract and block-group in a state). The age-distribution
given by the census is saved in a file. A similar age-distribution is determined from the
synthetic data using the same age-bins and at a block-group level. The Kullback–Leibler
divergence is used to determine the divergence between the two distributions.
The motivation behind developing this test was to find how closely the synthetic data
matches with the real-world. In this synthetic data, based on the use of it for applications
like epidemiology etc., we are not interested in the individual values of every field. We
are rather concerned about how close this data is to the real-world from a broader
viewpoint such as the statistical properties like age-distribution, income-distribution etc.
The Kullback–Leibler divergence (KL divergence) can used to measure the difference
between two probability distributions say P and Q. The Kullback–Leibler divergence [29]
between P and Q can be quantified in terms of the divergence of one of the distributions
(say Q) from the other (say P). Let this be denoted by
. The KL divergence
of Q from P is given by:

The KL divergence can be either zero or a positive value. If two distributions are the
same, then the value of KL divergence between them is 0. The larger the KL divergence
value, the more dissimilar are the two distributions.
A flowchart of the algorithm for this test is shown in Figure 5. First the census agedistribution file is read. Since the age-groups in the census files for all states are the same,
the age-group values are hard coded in the test implementation. Then we filter the Person
table of the state with relationship to the householder column = 0 and get the
householders object. The householders object is fused with the Household table to get the
household properties of the householders‟ household. We then iterate through each line of
the file. Each line in the census file corresponds to a combination of county,
tract and block-group and holds the count of people in all age-bins. For each line of the
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file, we filter the number of householders from the house-holders object who have the
same county, tract and block-group and fall in each of the predefined age-bins. We then
use the KL Divergence formula to find the divergence between the census and synthetic
age-distributions for the same combination of county, tract and block-group and add up
all the KL Divergence values for all block-groups.
The results are in the form of plots. Figure 6 shows the value of KL Divergence between
the age-distribution in census data and the age-distribution in synthetic data for each
state. It can be seen that the divergence between the two distributions has nearly the same
value across all states with a few exceptions. The average value of KL Divergence across
all states is 0.699. Figure 7 shows the count of block-groups that are present in the census
age-distribution data but are missing in the synthetic data. We can see the curve bumps up
slightly at a few places but reaches the highest value in Louisiana. Figures 4.10 and 4.11
depict a performance evaluation of the code. Two factors can determine the time taken to
run the code for a state. The first is the population size of the state because it is most
likely that the higher the size of the population of a state, the more the number of
householders and the database would need to query a bigger table in every case. So the
time taken to run the code for all states is proportional to the population of the respective
states and can be seen from a nearly linear curve in Figure 8. The other factor is the
number of block-groups in the state which is equal to the number of lines in the agedistribution file of the census data. Since we are iterating over all the lines in the file, it is
obvious and can be seen in Figure 9 that the time taken to run the code is nearly
proportional to the number of block-groups in the state.
Thus, it can be concluded that a divergence between the age-distribution in census data
and the age-distribution in synthetic data for each state was observed. The value of this
divergence was found to be nearly same across all states. This test‟s results indicated that
the divergence between the census and synthetic age distributions is small. Also, it was
observed that for some states there are cases where some block-groups that are present in
the census data are absent in the synthetic data. This shows that the data is not complete
and can be used as a test for Completeness.
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START

Read the census age-distribution file

No. of block-groups in census file that
are not present in synthetic data
(absent) = 0 and KL divergence (D) = 0

Find all householders (household-heads) and fuse it
with the Household relation to get household properties

First row in the census age-distribution file

Yes

Is it row = (size of the census
age-distribution file+1)?

No
Find all householders living in county, tract,
block-group same as that in this row of the file

Yes

Does any householder in
synthetic data lives in this
block-group?

No
Display this county, tract, block-group and
absent = absent+1
Find the number of householders in each
pre-defined age-bin

Find P (number of people in an age-bin in census
data/total number of people in the block-group) and
Q (same as P for synthetic data) and compute
divergence (d)
D = D+d

Go to the next row in the file

Print final KL Divergence (D)

STOP

Figure 5: Flowchart for age-distribution in census and synthetic population test
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Figure 6: Plot showing the values of KL-Divergence between the age-distribution in
census data and synthetic data for all states

Figure 7: Plot showing the count of block-groups that are present in the census agedistribution but are missing in the synthetic data
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Figure 8: Relationship between the time taken to execute the test for all states and
the population of the respective states

Figure 9: Relationship between the time taken to execute the test for all states and
the number of block-groups in the respective states
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4.2.2 Attractor weights of a location
Problem statement: To compare the counts of people at a location given their attractor
weights. This test also checks for the consistency test of finding if an activity is possible
at the location assigned to it.
The motivation behind writing this test is two-fold. First, we would like to check that the
spatial distribution of synthetic individuals matches the spatial distribution of location
attractor weights. Second, given the attractor-weight of a location for an activity type, it is
possible to check if the activity assignment to that location is possible or not.
This test involves counting the number of people at a location for a specific activity type
(e.g. work, school, etc.) and dividing it by the attractor weight of that location for the
respective activity type. If n_l is the number of people at location l and w_l is its attractor
weight, then we would like to see that n_l/sum(n_i) = w_l/sum(w_j) where i and j range
from 1 to l. This would imply that n_l/w_l = sum(n_i)/sum(w_j) = constant. Thus, we do
this test by calculating the mean and standard deviation of the ratio n_l / w_l for all
locations. It is expected that the standard-deviation of the ratio of the number of people at
a location for a specific activity type and the attractor weight of that location for the
respective activity type be as low as possible. The cases in which people are performing
an activity at a location for which the attractor weight for that type of activity is zero are
cases where the activity and location assignment are inconsistent with each other.
A flowchart of the algorithm for this test is shown in Figure 10. The number of people
performing different activities at locations is given in the Activities_counts table. The
attractor-weights of all locations for all the activity types are given in the US_dnb_locs
table. The Activities_counts and US_dnb_locs objects are joined over their location IDs.
Separate objects for work, school, shopping and other activities are created by filtering
out the activity types from the fused object. We iterate over all the objects of the join
between Activities_counts and US_dnb_locs. The number of locations and the number of
activities of each type happening at those locations are counted by iterating over the
objects. If the attractor-weight of the particular location and activity type is non-zero, find
the ratio of the number of people at the location performing a specific activity and the
respective attractor-weight. Calculate the mean and standard deviation of these ratios.
The results of the test are summarized in Figures 11 to 16. During the implementation of
this test, it was found that the Activities_counts tables have incorrectly labeled the
columns in the write-up. Column “t3” is labeled to contain the maximum number of
people at the location for school but it is actually meant for shopping. Column “t4” is
labeled to contain the maximum number of people at the location for shopping but it is
actually meant for other activities. Column “t5” is labeled to contain the maximum
number of people at the location for other activities but it is actually meant for school.
Figure 11 shows the mean values of the number of people at a location for “work”
activity-type divided by the attractor-weight of the respective location for the same
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activity-type. The standard-deviation is also shown for all states and it can be seen that
the deviation is quite large. Hence, we can conclude that there is a fair amount of
variation between the spatial distribution of persons and the spatial distribution of
attractor weights.
Similar plots and conclusions can be drawn for other types of activities using Figures 12,
13 and 14. Figure 15 is plotted for school activities at locations in all states. It was found
that a large number of locations that are being used for school activity in the synthetic
data are not meant for school. It shows that the activity assignment over locations is
incorrect for school activities and so the consistency check for checking if an activity is
possible at the location at which it has been assigned to fails in the case of school activity
assignment. Such a behavior is not observed for work, shopping and other activity types.
In Figure 15, the green curve shows the count of locations which have non-zero attractorweight for school activity. The red curve which is above the green one depicts the number
of locations where people go for school. This indicates that people go to some locations
for school activity that have zero attractor-weight for school and the number of such
locations is given by the blue curve. There are also a few locations (purple curve) which
have non-zero attractor-weight for school activity but nobody goes there for school.
Figure 16 shows the performance evaluation of the code written for the test. As can be
seen, the time taken to run the code is proportional to the number of locations in states.
This is obvious because we iterate over the objects of the join between Activities_counts
and US_dnb_locs and the number of such objects is equal to the number of locations in
each state.
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START

Fuse the Activities_counts and
US_dnb_locs objects over the location ID

Create separate objects for each of work,
school, shopping and other activities

Initialize to 0 the counters (t's) for locations where the
number of people performing all activities is non-zero.
Also, initialize to 0 the counters (c's) for locations
where people are doing an activity but the attractorweight for that activity-type is 0

First location ID

Yes

Is it the last+1
location ID?

No
Increment the counters t's and c's if the location
meets the definition of the counter variables

Yes

Is the attractor-weight for
each activity-type zero?

No
Store the ratio of no. of people at
the location for each activity-type
and the attractor-weight for it

Go to the next location ID

Calculate mean of the ratios
stored above for each activity-type

First location ID

Yes

Is it the last+1
location ID?

No

Yes

Is the attractor-weight for
each activity-type zero?

No
Find the variance of the ratios found above
from their mean value also calculated above

Go to the next location ID

Find the standard-deviation of the
ratios found above using their variances

STOP

Figure 10: Flowchart for attractor weights of a location test
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Figure 11: A plot showing the mean ratio of the number of people at a location for
work and the attractor weight of that location for work for all states

Figure 12: A plot showing the mean ratio of the number of people at a location for
school and the attractor weight of that location for school for all states
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Figure 13: A plot showing the mean ratio of the number of people at a location for
shopping and the attractor weight of that location for shopping for all states

Figure 14: A plot showing the mean ratio of the number of people at a location for
other activities and the attractor weight of that location for other activities for all
states
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Figure 15: A plot showing the number of locations for school in all states

Figure 16: Performance evaluation of the attractor-weight test
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4.3 Tests for reliability

4.3.1 Variation between different runs of population generation
Problem statement: Measure variation between synthetic social contact networks
obtained for the same region from two runs of the population generation process.
The synthetic population generation process is a stochastic process. Running the process
twice with the same input data will generate slightly different synthetic populations. An
assessment of reliability of the process is to compare the outcomes of two different runs
and quantify the differences in the generated populations. In particular, we compare the
social contact networks generated by two different runs, since the networks are the final
outcomes after all the steps in the population generation pipeline have been run.
This test is performed on the social contact network of the Washington (WA) state. Two
versions of the WA state contact network are used. It is known that both the networks
have the same activity sequences assigned to them but the activity location assignment
has been done independently for the two versions. Thus the induced social contact
networks are expected to be slightly different. The social contact networks are available
in the 5-column format of the data. This test could later be extended to other states as
well.
For analysis of the the variation between different runs of population generation, the
difference between the two networks is determined. Different properties of graphs are
calculated from each of the networks and compared with respect to each other. Galib, a
graph algorithm library developed at NDSSL, is used for finding the various properties of
the graphs.
Galib can be used to analyze large-scale graphs. It has implementations of several wellknown network measures. The various measures calculated for both versions of WA state
network are as below:
 Cgraph: This program finds various statistical properties of undirected graphs.
 Component: This program gives the number of connected components in the
graph
 Likelihood: This program gives the sum over all edges of the multiplication of the
degrees of the first and the second vertices between which an edge exists.
 Clustering-coefficient: Clustering coefficients determine the value of a vertex to
form triangles with any two of its neighbors and represents the likelihood of
existence of tightly knit groups in the graph.
 Shortest path: This is the un-weighted shortest path distance between two nodes
of the graph.
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The results of the graph properties of both the networks are listed in Table 7.
WA_1
Number of vertices = 5765997
Number of edges (undirected) = 151915782
Minimum degree = 1
Maximum degree = 447
Average degree = 52.6936736179
Clustering coefficients:

WA_2
Number of vertices = 5765934
Number of edges (undirected) = 151891248
Minimum degree = 1
Maximum degree = 447
Average degree = 52.6857393789
Clustering coefficients:

Likelihood: 9.87134e+11

Likelihood: 9.86802e+11

Number of components in the graph = 910

Number of components in the graph = 940

Un-weighted shortest path distance between two
nodes:

Un-weighted shortest path distance between two
nodes:

Table 1: Graph properties of the two networks

From the above results, it can be concluded that the two networks have some similarities
and some dissimilarities. The number of vertices, edges and components are different in
the two networks. The minimum degree, maximum degree, average degree, clustering
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coefficients and likelihood in the two networks are same. The distribution of the unweighted shortest path distance between two nodes is mostly similar with the slight
variation. Overall, the networks are substantially similar.

4.4 Tests for completeness

4.4.1 Checks for missing values and missing entities
Here we search the database for any null values and print them. An example query for
this test is shown below.
select * from vt_person_2009_1_fdw where (hid is null) or (pid is null) or (agep is
null) or (rel is null) or (sex is null) or (esr is null) or (socp is null) or (abgo is null) or
(sch is null) or (schg is null);
The above query searches for null values in all the columns of the Person table. A similar
query was run for other tables and no null values were reported in any of the tables. Since
this query is a search on an indexed column of the table, its time-complexity will be
O(log(n)). Also, all tables were cross-checked to verify if they contain all columns.
This is a basic and straightforward check for Completeness of the synthetic data where
we test if the data does not miss out any values which it is supposed to contain. We have
also verified that the synthetic data clears this test.

4.4.2 Derived population vs. parent population
Here, we compare a population that has been derived from a state population with the
data from the state population that pertains to the derived region. The data of a state and
that of a city within that state need to be complete with respect to each other because the
city is a sub-set of the state and all elements of the city should be present in the data of
the state as well as all elements of the state that correspond to the city must lie in the data
of the city. The purpose of this test is to verify if this completeness exists in the synthetic
data. This test is divided into two sub-tests. First, we check if all the data present in the
derived population is also present in the state population from which it is derived.
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Second, we check if all the data in the state population that pertains to the derived region
is present in the derived population.
For implementation purposes, this test was developed for Detroit which is a city in
Michigan (a state in the United States) and the data for Detroit was derived out of the
Michigan state synthetic data. This implementation could similarly be performed for
other derived populations in this synthetic data. The test is divided into four individual
tests on person IDs, household IDs, activities performed and social contact networks.
Each of these four tests comprise of two sub-tests. The first sub-test checks if all data of
Detroit that pertains to the respective test category exists in the Michigan data. The
second sub-test checks if all data in Michigan that pertains to the respective test category
and belongs to Detroit is also present in the Detroit population. In the second sub-test, we
need to know the definition of data belonging to Detroit outside of the synthetic data. For
this, we get the list of counties falling in Detroit as per the Metropolitan Planning
Organization for Detroit, South East Michigan Council of Governments (SEMCOG). The
following are the seven counties in Detroit along with their county IDs:
 Macomb: 099
 Oakland: 125
 Livingston: 093
 Monroe: 115
 St. Clair: 147
 Washtenaw: 161
 Wayne: 163
To demonstrate how all the four tests are implemented, we describe here the test for
checking PIDs.
Sub-test 1 for PIDs: This test is a query that checks if all PIDs in Detroit occur in
Michigan. The query is written below:
select * from detroit_person_2009_1_fdw where pid not in (select pid from
mi_person_2009_1_fdw);
Sub-test 2 for PIDs: This sequence of queries checks if all PIDs in Michigan that are
meant for Detroit occur in Detroit. First a temporary table having one column for storing
PIDs in Michigan that are meant for Detroit is created. Entries are inserted into the
temporary table by selecting all HIDs from the Michigan Household table that have the
counties that fall in Detroit and selecting all persons with PIDs living in these HIDs by
creating a join between the Michigan Household and Person tables. Then we query the
database to check if all PIDs in the temporary table are present in the Detroit Person
table. The temporary table is destroyed after that. The query is written below:
create table intermediate (pid int);
insert into intermediate (pid) select pid from mi_person_2009_1_fdw inner join
mi_household_2009_1 on (mi_household_2009_1.hid=mi_person_2009_1_fdw.hid)
where (mi_household_2009_1.county=99 or mi_household_2009_1.county=125 or
mi_household_2009_1.county=115 or mi_household_2009_1.county=147 or
mi_household_2009_1.county=161 or mi_household_2009_1.county=93 or
mi_household_2009_1.county=163);
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select * from intermediate where pid not in (select pid from
detroit_person_2009_1_fdw);
drop table intermediate;
The two sub-tests for each of the four categories described above were performed and the
following results were obtained:
Cases where PIDs in Detroit Person table are not present in the Michigan Person table:
Nil
Cases where PIDs in Michigan Person table meant for Detroit are not present in the
Detroit Person table: Nil
Cases where HIDs in Detroit Household table are not present in the Michigan Household
table: Nil
Cases where HIDs in Michigan Household table meant for Detroit are not present in the
Detroit Household table: Nil
Cases where activities in Detroit Activities table are not present in the Michigan
Activities table: 13104589 = 52% of the number of activities in Detroit
Cases where activities in Michigan Activities table for Detroit are not present in the
Detroit Activities table: 13104602 = 52% of the number of activities in Michigan
Cases where the social contacts in Detroit are not present in the Michigan social contact
network: 133257258 = 98% of the number of social contacts in Detroit
Cases where the social contacts in Michigan that are meant for Detroit are not present in
the Detroit social contact network: 133040643 = 98% of the number of social contacts in
Detroit
It is clear from the results that the derived population does not contain the entire data that
it is supposed to contain. Similarly, the state population does not contain all the data for
the cities that form a part of the state. The reason for this observation is that during the
generation of the derived population, the step that assigns activities to locations was run
again. So, not all activities of the derived population were observed in the state
population and vice-versa. The activities are assigned to locations and since the activity
assignment varied between the derived and state population, so did the location
assignment. Also, the social contact network is developed based on the people
performing activities at the same location. As the location assignment has variation
between the derived and state population, so does the social contact network. Although it
was known previously that there is a mismatch in the activities in the derived population
and the state population from which it has been derived, this test proved that it has the
capability to identify any abnormal behaviors. Also, since both the sub-tests in this test
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involve searching on an indexed column of the table, their time-complexity will be
O(log(n)).

4.5 Tests for consistency

4.5.1 Comparing household size with number of person records

Problem statement: Compare the count of people in the synthetic population that have
the same unique household ID with the number of people in the household which has that
household ID. Below is the query for Alabama:
select t1.hid from (select hid, count(*) as t from al_person_2009_1_fdw group by hid)
as t1 FULL OUTER JOIN al_household_2009_1_fdw ON
(al_household_2009_1_fdw.persons!=t1.t and al_household_2009_1_fdw.hid=t1.hid);
The above query checks if the counts of people in each household in Alabama are equal
to the count of people with the same corresponding household ID for all the households
in Alabama. It prints all households where the counts of people in the households are not
consistent in the Household and Person tables. This test checks if there are any cases
where the information conveyed by one table of the synthetic data disagrees with some
other information conveyed by some other table of the same synthetic data. The results
for this test were positive in all states and no inconsistent records were noted.

4.5.2 Checking the consistency of relationship and age
A synthetic population has several constraints on demographic variables. Consistency
checks can be written for each of these constraints.
Here, for example, we test if the relationships in the Person table are consistent with the
implications for the relative ages of the two individuals. We know, for example, that in a
household, a child (with age less than 12 years) cannot be the household owner. This is a
case where the ability of a person to be the household owner relates with his age. The
query below selects all people with relationship to the householder = 0 (householdowner) and with age less than 12 years (child) for the Vermont population.
select * from vt_person_2009_1_fdw where (rel=0) and (agep<12);
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The result of the above query was NULL.
This test checks if there are any cases where the information conveyed by one column of
a table of the synthetic data disagrees with some other information conveyed by some
other column of the same table of the synthetic data. Since this query is a search on an
indexed column of the table, its time-complexity will be O(log(n)). This test is different
from the previous consistency test in section 4.5.1 because here we test the consistency of
data in different columns of the same table whereas in the previous test, we check the
consistency of data in different tables. We ran the above query for all states in the United
States and did not observe any inconsistent results.

4.5.3 Checking the consistency of travel distances and travel times
Problem statement: To check if the distance between two locations where two distinct
activities are performed by the same person is proportional to the time taken to travel
between the locations. In other words, to check if the speed of the person which is equal
to the ratio of the distance between two locations where distinct activities are performed
by the same person and the time taken to travel between the locations is as per speed
limits in the United States. This test also checks if the start-time of an activity is always
after the end-time of its previous activity which is also a test for consistency.
We know that in the United States, the following are the usual speed limits that drivers
need to follow:
 30 mph in urban areas
 35 mph on unpaved rural roads
 45 mph for county paved roads
 55 mph for other 2 lane roads
 70 mph for the interstate roads
 65 mph for the other 4 lane highways
This test will help us know if our synthetic data adheres to this law. It will also give a
picture of the distance, speed and travel-time values and the relationships between them.
The distance between two points given their location IDs is calculated using the greatcircle distance formula. We use the „haversine‟ formula to calculate the great-circle
distance (shortest distance) between two points on the earth.

Where is latitude, is longitude, R is earth‟s radius (mean radius = 6,371km) and the
angles are in radians.
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A flowchart of the algorithm for this test is shown in Figure 17. In this test, we need to
access Activities, Person_info and US_dnb_locs tables. We iterate over the Activities
table in this test. If the PID of the person in the current Activities object is same as the
person in the previous Activities object, find the location of this activity and the previous
activity. Find the latitudes and longitudes of the two locations using the US_dnb_locs
object. If the latitudes and longitudes are not available in the US_dnb_locs table, search
for them in the Person_info objects. Use the haversine formula to compute the distance
between this location and the previous activity‟s location. Also, find the time between the
previous activity‟s end-time and the current activity‟s start-time. Find the speed of the
travel between the activity locations. Also, store the value of current person‟s PID,
activity end-time and location for the next iteration.
The results of this test are summarized in the form of plots. The average value in each of
the bins is used to plot the graph. Due to scalability issues, these plots do not include the
results for six states for which the current code failed.
Figure 18 shows that the number of cases when the speed of the person is more than 70
mph decreases as speed increases but it is not zero. This shows that in the synthetic data,
people are travelling between locations at a speed that is more than the permitted speed in
the US. It can be seen from Figure 19 that distance between activity locations is travelled
when the time is zero or negative which means that the start-time of an activity is less
than the end-time of the previous activity. This is impossible but is true in the synthetic
data. Except the 5 to 10 miles bin, a decreasing trend in the number of events is observed
as the distance travelled in negative time increases. As a continuation to the information
provided by Figure 19, Figure 20 shows the number of events corresponding to negative
time durations of increasing magnitude. It can be seen that there are people travelling
between locations when the start-time of an activity is up to 25 hours less than the endtime of the previous activity.
These results show that there is some error in assigning activities to locations. The results
of this test showed that in all states, some people travel with speed greater than even 70
mph which is the upper speed-limit in the US. Also, in all states, there are cases where
the start-time of an activity starts before the end-time of the previous activity. In these
cases, there are people who travelled distance in negative time. We can conclude that this
test is capable of finding inconsistent results.
The curve in Figure 21 shows that as the number of activities in the states increase, the
time to execute the code also increases. This is expected because we iterate over the
Activities objects in this test and so more the number of activities in a state, the more
time it take to run the code.
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START

Create objects for Activities, Person_info and
us_dnb_locs tables and find total numer of activities

Create variables pid1, end1, loc1 and initialize them to
0. Create variables to store count of events when the
speed of the person lies in some pre-defined bins (c's)
and initialize to 0. Create and initialize samilarly for
number of events when time is negative and lies in
different bins (b's) and when time is negative and
distance travelled lies in some bins (d's)

First activity

Yes

Is it the last+1
activity?

No

Is pid of this
activity = pid1?
Yes
Intialize variables phi1, phi2, lambda1, lambda2 = 0

Find all locations with location as loc1 and this
activity's location. Also all persons with pid as pid1

Find latitudes and longitudes of locations with
location as loc1 and this activity's location

Use haversine formula to compute distance
(d) between the locations and (start-time of
this activity - end1) to find the time taken

No

Is the time taken
to travel negative?

Yes
Increment the counters b's and d's
when the time taken and distance
travelled falls in the correct bin it lies in

Find the speed (s) = d/time and increment the
counter for c's when s falls in the correct bin

pid1 = current activity's pid
end1 = current activity's start-time + duration
loc1 = current activity's location

Go to the next activity
STOP

Figure 17: Flowchart for the distance between activity locations proportional to the
travel time between them test
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Figure 18: Plot showing the relationship between the number of events of travel
between two activity locations and the speed during that travel

Figure 19: Plot showing the relationship between the number of events of travel
between two activity locations and the distance for travel
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Figure 20: Plot showing the relationship between the number of events of travel
between two activity locations and the time taken for travel (which is negative)

Figure 21: Performance evaluation of the distance between activity locations
proportional to the travel time between them test

47

4.6 Tests for validity

4.6.1 User Defined Types
We can enforce the first round of checks on the attributes in our synthetic data by
creating user-defined data-types. The values that can be stored in these user-defined types
(UDTs) need to satisfy certain properties that are specified during their definition.
UDTs for age and gender have been implemented. Let‟s take the example of „gender‟
UDT. The input values that can be acceptable in this UDT are just two: „M‟ and „F‟. If
the user enters any other value apart from these two, an error would be thrown in the log
file and the input would be rejected.
A UDT has many more applications and uses than just being capable of doing validity
checks for ensuring data quality. Let‟s take the example of „income‟ UDT. „Income‟
could be a complex data type as different countries have different currencies and the
upper limit of income would be different for currencies of different countries. So, when
the user enters the value of her/his income, s/he is also prompted to enter the currency.
This capability eliminates the need to check for the upper and lower limits of income
based on the currency type as the database already ensures that only the valid values for
the particular currency type are entered. Also, this makes it possible to use the same
database for all countries. When a whole database consists of UDTs, it makes the
database very specific to the project they are created for and the system becomes more
mature and suitable for the purpose.
The user-defined types created for the PostgreSQL database have some user-defined
functions written in C. These functions are called input and output functions. The purpose
of these functions is to define how the data-type will appear in strings and how it will
appear in the memory of the database. Both of these functions are reverse of each other.
The input to the input function is a null-terminated character string. This function defines
how the type will appear in the memory of the database. The output of this function is the
internal representation of the data-type in memory. The output function takes this internal
representation of the data-type as input and determines how the type will appear in
strings. The output of the output function is a null-terminated character string. Apart from
these input and output functions, binary input and output functions could also be written
for the UDT but it is not necessary to have them.
As mentioned above, if any invalid or unexpected inputs are entered into the UDT, the
errors that get generated are sent to the log file. In the data quality framework for
synthetic data, trigger functions are created in postgreSQL. The trigger functions are
defined in such a manner that each time a field (fields together constitute a record) is
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entered into the table, an entry gets inserted into the log file in the XML format. We have
used two trigger functions in this data quality framework. The first trigger function
executes before a record is entered into a table. This trigger function initiates an entry
into the log file each time it encounters a new field of the record. The entry in the log file
states the name of the tuple to which the entered field belongs. Similarly, the second
trigger function is executed after a record is entered into a table. An entry is done into the
log file each time a new field of the record is entered in the table. The entry in the log file
states the name of the tuple to which the entered field belongs terminated by a backslash.
Below is the code snippet for trigger functions:
CREATE TRIGGER log_b BEFORE INSERT ON temp FOR EACH ROW
EXECUTE PROCEDURE writeb();
CREATE TRIGGER log_a AFTER INSERT ON temp FOR EACH ROW
EXECUTE PROCEDURE writea();
For each row of a table, the first trigger function (log_b) executes the procedure writeb()
before inserting a record in the table (temp). Similarly, the second trigger function
(log_a) executes the procedure writea() after inserting a record in the table (temp).
write_b() and write_a() are the procedures which define the process of creating an entry
into the log file. If any invalid input is fed into the UDT, the error statement gets printed
after the first trigger function is called and before the second trigger function is called. As
an example, the definition of writea() is given below:
CREATE EXTENSION plpythonu;
CREATE OR REPLACE FUNCTION writea()
RETURNS trigger AS
$$
o=open("/home/raginig/synthetic_information_testing_framework/postgres_scripts/myco
des/logfile.txt","a+")
o.write("</row> \n")
o.close()
$$
LANGUAGE plpythonu;
A small section of a log file is shown below:
<gender></gender>
<age></age>
<gender>#Error: Invalid input = K </gender>
<age>#Error: Invalid input for type age. Age = -4 </age>
As can be seen above, the error messages are displayed for invalid input types.
The synthetic data created by NDSSL did not give any error messages for the data ported
into the database having age and gender data-types.
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It can be seen from the description in this section that the UDTs are efficient for testing
the data for validity. They eliminate the need to specially test the data for any invalid
(meaningless) values because they enforce this check right at the instant the data is fed
into the database and reject all invalid values then. We can also conclude that the
synthetic data does not contain any meaningless value for „gender‟ and „age‟ as the UDTs
for them passed this test of validity.

4.6.2 Children alone at home
Problem statement: To find the count of children who are below age 12 and have been
left alone at home without any accompanying adult. Also, determine the time for which
they have been left alone. On the basis of the counts of children who are alone at home
and the time for which they are alone in all states, determine if there is a similarity or
pattern in the results for all states which is expected as the data is generated for all states
using the same process. If no pattern or correlation between the results for all states is
obtained or if the data in one or more states does not follow the pattern in the rest of the
states, invalidity of that data can be concluded.
As per law in the United States, it is illegal to leave small children alone at home without
any adult accompanying them for more than some specified time period for different agegroups of children and such a situation is considered to be child neglect. Different states
and even counties have their own definition of this rule. For example, in Fairfax county,
Virginia; children of 7 years and under must not be left alone at home for any period of
time; children from 8 to 10 years should not be left alone for more than 1.5 hours and
children of 11 to 12 years should not be left alone for more than 3 hours. However, no
definite value of this cut-off age and time has been defined across all states.
The motivation to develop this test is two-fold. Secondly, this test helps to get an insight
about the synthetic data and how realistic it is. As the synthetic data has been created by a
set of algorithms which are the same for all states, we would expect that in each state, the
ratio of children alone at home and the total number of children should be a constant
value. Also, we would expect that the average number of hours that a child in alone at
home should be a constant value (or nearly constant) across all states.
A flowchart of the algorithm for this test is shown in Figure 22. Firstly, from the Person
table, all people of age 12 and below are classified as children and those with age more
than 12, as adults. Then the activities of children and adults are found by creating a join
between both the children and adults objects and the Activities object respectively. From
the new objects, home activities of both children and adults objects are filtered. We iterate
over the children home activities object. For every activity of a child at home, we find the
adults in the household of that child who have home activities. We then iterate over the
home activities of each adult of this child and see if an overlap exists between the child‟s
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home activity and each of his/her adult household member‟s home activity. There are four
ways in which this overlap can exist:
 the child‟s home activity starts before the adult‟s home activity starts and ends
after the adult‟s home activity ends,
 the child‟s home activity starts after the adult‟s home activity starts and ends
before the adult‟s home activity ends,
 the child‟s home activity starts before the adult‟s home activity starts and ends
before the adult‟s home activity ends, and
 the child‟s home activity starts after the adult‟s home activity starts and ends after
the adult‟s home activity ends.
Whenever an adult‟s home activity overlaps with the child‟s home activity, the overlap
duration is removed from the child‟s home activity and this process is repeated for all
adults that are household members of the child and have home activity. After the iteration
over one child is complete, if a non-zero time period of home activity is still left, the
child is counted amongst the children who are alone at home and the time for which s/he
is alone at home is also stored. The whole process is repeated for all children in the state.
The results are stated in the form of plots. Some statistics about the results are shown in
Figures 23 and 24. As can be seen in Figure 23, different states have different number of
children being left alone at home for any duration of time. The average value of this
number across all states is 684102. Figure 24 shows the average time alone at home per
child in all states of the United States. This plot can help us determine which states have a
high value of the time when a child is alone at home on an average. The average value
across all states is 5.35 hours. We can see from the plots in Figures 23 and 24 that there is
a high variation in the number of children left alone at home across all states but the
average time for which a child is alone at home is nearly same with small variation across
all states. It can be seen in Figure 25 that the plot of the number of children alone at home
in all states vs. the total count of children in the respective states is a linear curve. This is
expected because the synthetic population uses the same algorithm for population
generation in all states. The number of children in a state is a ratio of the total population
of that state and the same ratio is used for assigning the count of children in all states. The
activity sequences are also similar in all states and so the total count of children alone at
home in every state is a fixed ratio of the total number of children in the respective state.
This expected linear relationship is verified by the curve in Figure 25. Figure 26 shows
that the average time alone at home per child in all states does not depend on the total
number of children in that state. It is nearly a constant value with some variation, of
course, across all states as shown by the line of best fit drawn across the increasing count
of children in the states. As the count of children in the population increases, no
significant variation in the time alone at home is observed. This is as expected because
the activity schedules do not depend on the count of people in a state in the data
generation process.
The plot in Figure 27 shows the real execution time of the code vs. total number of
children in a state. As the code iterates over all children in each state, the execution time
of the code must be proportional to the count of children in the respective state. Hence,
with increase in the number of children in a state, the execution time of the code for the
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test increases and can be seen by the linear nature of the curve
This test has given a positive result for the validity of the synthetic data. The linear
relationship between the count of children alone at home in all states and the total number
of children in the respective states and the nearly constant value of the average time for
which a child is alone at home in a state for all states are all expected and valid results as
derived from the data generation process. Since the synthetic data shows these
characteristics when tested for validity, it can be concluded that the data falls in some
domain-knowledge dependent set of values and hence can be considered as valid.
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START

Find all children who are persons with age <=12 and
adults who are persons with age >12

Find the home-activities of all children and adults

First object in the home-activities of children

Yes

Last+1 object of homeactivities of children?

No
Find all adult family members of the child

First object in the adult family members of the child

Yes

Last+1 object of adult
family members?

No

No

If an overlap exists between the
adult's home-activity and child's
home-activity?

Yes
Remove the time periods of the overlap from the child's home
activity and go to next adult-family-member object

A non-zero time period
of child's home activity
exists?

No

Yes
Store the time for which s/he is alone and go to next child

Find average of all time periods

STOP

Figure 22: Flowchart for children alone at home test
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Figure 23: A plot showing the count of children alone at home for any duration of
time

Figure 24: A plot showing the average time alone at home per child in all states
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Figure 25: A plot showing the relationship between the number of children alone at
home and the total number of children in each of the respective states

Figure 26: A plot showing the relationship between average time for which children
are alone at home and the total number of children in the respective states
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Figure 27: Relationship between the time taken to run the test for all states and the
total number of children in the respective states
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Chapter 5: Future Scope of Work
In this chapter, we will discuss the directions in which this work can be extended as well
as the areas wherein more work could be done to improve the system that has been
developed during the course of this thesis.
This framework for data quality for synthetic information is a new concept and is recently
developed. As the framework is in its nascent stages, there is a lot of scope for it to be
extended further. Listed below seem to be some potential directions in which this testing
framework for data quality for synthetic information could be extended.


Extending the tests for the synthetic data generated by NDSSL: Due to the limited
scope of work for this thesis, not all the tests that were discussed and designed
could be implemented. We list a few other tests below that could be implemented
and executed for the synthetic data generated by the NDSSL. The data quality
dimensions under which each of these tests fall are also stated.
o Accuracy
 In the current framework, a test has been created for
comparison of the age-distribution in census and synthetic
populations. On a similar line, it would be useful to have a
comparison of gender-distribution, income-distribution,
household-size-distribution, religion-distribution, ethnicitydistribution, employment-status-distribution, education-leveldistribution and so forth.
 Create an age assortative contact matrix that is a matrix of
people coming in contact with each other by their age. In the
usual scenario, people of similar age-groups are expected to be
more in contact with each other than others except in case of
children coming in contact with their parents, teachers etc. and
other such scenarios. Other results would indicate inaccuracy
in the data.
o Validity
 To find the count of activities that start during each timeinterval during a day. Unexpected results of this test, if exist,
would indicate issues with the data. An example of unexpected
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results could be having more activities start during the night
time when mostly everybody sleeps.
 To find the number of hours different activities are done by age
and activity type. In the results, it is usual to expect children
engaging in school activities, adults in work activities etc.
Results of this test if differ significantly from the expectation
of the relationship between the age of a person and the types of
activities s/he is likely to be engaged in, would be a good test
for the data.
 User-defined types have been implemented for gender and age
types in this work. It would be useful to have them extended to
all other parameters available in the synthetic data.
o Consistency
 Plot all locations that exist in the synthetic data on a graph to
check if they represent well the places in the US map they
correspond to. This would also be a completeness test to check
for missing locations in the synthetic data.
o Interpretability
 A registry could be created and maintained for the synthetic
information for data maintenance, data augmentation, data
tracking, data format standards etc. Such a registry would
improve the quality of data from the perspective of its userfriendliness and maintenance.
 More tests for the synthetic data generated by NDSSL could be designed to check
any other aspects of the data that might not have been included in the current
design.
 This data quality framework could to be integrated with the synthetic data
generation pipeline so that the testing of the data is done immediately during the
different stages of its generation.
 A web interface to the tests could be created to make it even more user-friendly.
The data quality framework for synthetic data could be applied on other datasets apart
from the synthetic data generated by NDSSL. When applied on other datasets, more
requirements for the framework would be realized and the data quality framework for
synthetic information will become more mature.
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Chapter 6: Conclusion
We live in a big data world. Synthetic information models are becoming increasingly
useful in solving problems where data are not directly available. These models extract
structure from large sources of unstructured data and create large volumes of information
for use in high-performance computing-based simulation models. Policy efforts are
increasingly turning towards the use of these models for guiding policies and
interventions. This makes it necessary to ensure that the data that goes into these models
as well as the data that is synthesized in the process of generating these models are both
of high quality.
Typically, data quality frameworks are designed for collected data. To apply these ideas
to synthesized data, we have to take into account the fact that the process of synthesis
creates new information, such as social contact networks. The process of generating
synthetic data is a complex stochastic process, which makes the notion of reliability very
important. We have addressed this problem by comparing synthetic data generated by
multiple runs with slight modifications to the input data to assess the variability in the
results. The other main difference is that when we synthesize data, we care more about
preserving statistical patterns in the input data than about replicating precise values in the
input. For example, we care more about preserving distributions of demographic
variables with the source data or the comparison of spatial distributions of people with
the spatial “attractor weights” rather than trying to infer exact values for each synthetic
individual. Also, since the synthetic information of many regions have been generated
using the same generation process, we expect to observe a fixed pattern in terms of the
relationships of different variables in the data. Whenever an outlier is observed in this
relationship of variables, there is a reason for concern. This type of relationship is not a
basis for testing the quality of data in the state-of-the-art data quality frameworks. These
factors among others make the data quality framework for synthetic information different
from the state-of-the-art data quality frameworks.
A data model for the synthetic data exists. The data model stores data in a relational
database management system in the form of tables which are all interrelated. As a part of
the testing framework, an API was created to expose the data in an object model in
Python, using which the tests are implemented. The tests cover all data
quality dimensions that are relevant in the context of synthetic data: accuracy and
precision, reliability, completeness, consistency, and validity. Some more tests that are a
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part of this framework, but not implemented under the scope of this project, if developed
would make this framework robust and mature. For example, a registry could be created
for data maintenance, data tracking and data format standards.
The goal is to be able to integrate quality measures with the synthetic information
generation pipeline. This will enable large-scale automation of the process without the
need for human intervention at each stage to verify that each step has run correctly. This
automation can enable rapid production and verification of synthetic populations. The
testing framework developed during the course of this thesis work lays a foundation over
which automation of the synthetic data generation process to incorporate testing can be
achieved.
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Appendix

A Process flows for synthetic data generation
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Generating Base Population from Census/ACS

Summary file numbers to
download (33, 54, 97)
Block-groups files
(shape files)

Download
Summary files:

Upload
shapefiles to
postgre DB

<stateID>33.txt –Hsize
<stateID>54.txt–Age, Income
<stateID>97.txt–House Structure
<stateID>geo.txt
Pums Files:
<stateID>_pumsH.csv
<stateID>_pumsP.csv

Oracle Table
ref.<stateID>_sf33
ref.<stateID>_sf54
ref.<stateID>_sfgeo

MABLE/Geocorr Files

Postgre Table
census.blkgroups_<stateID>

Preprocessing
Age.txt
Income.txt
Housesize.txt

Combine Summary

Pums_households.txt
pums_persons.txt

Combine Sample

Summary

Oracle Table
ref.<stateID>_sf97
7

Locate Housing
postgre
navteq.street
table

Sample

Generate Population (IPF)

<stateID>_base

<stateID>_home_locs.txt

Locate Homes
<stateID>_located

Figure 28: Process for base population generation [Used with permission of Dr.
Samarth Swarup]
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Assigning Activity Sequences to the Base Population

Start pid, hid:
1 + last pid,hid
from filedata table
in oracle DB

<stateID>_located

Calculate Demographics
NHTS Data:
<stateID>_located.with_tree_vars

Adults_nhts_tree
adults_population
adults_activities
Kids_nhts_weighted_tree
kids_population
kids_activities
school_weights

Load Person and Household
tables in Oracle DB

Generate Activity Sequences
Oracle Tables:
Protopop.<stateID>_person
protopop.<stateID>_household

Activities_adults
activities_kids

Create Activity Indexes
adults _unlocated.imd
adults_unlocated.pid.idx
kids_unlocated.imd
kids_unlocated.pid.idx

Figure 29: Process for assigning activity sequences to base population [Used with
permission of Dr. Samarth Swarup]
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Locate Activity Sequences

Oracle Table:
ref.<stateID>_sf33
ref.<stateID>_sfgeo

Postgre Table :
census.blkgroups_<stateID>

<stateID>_home_locs.txt

Load US home locations

Find Density
Oracle Table:
ref.<stateID>_blkgr_density_data

Oracle Table:
protopop. us_home_locations

Create person_info table
Oracle Table:
Protopop.<stateID>_person _info

Oracle Table:
Protopop.<stateID>_household

Oracle Tables:
Protopop.<stateID>_person
protopop.<stateID>_household

Add home zip codes to
person_info and household tables
Oracle Table:
Protopop.<stateID>_person_info

Oracle Tables:
ref.us_blockgroups_to_zip
ref.us_zip_codes

Dump person_info table
<stateID>_person_info_adults_dnb_zone.txt.AA-AH
<stateID>_person_info_kids_dnb_zone.txt.AA-AH

Locate Activities
adults _unlocated
kids_unlocated
activity location file: us_locations_dnb_w_nces_schools_nozero)
zone attractor file: (us_zonesums_dnb_w_nces_schools_nozero) location
coefficient file: zone_neighbors_us_dnb loc_dnb_nces_sch_coeff_final
activities_adults_dnb_nces_schools_pop.txt.AA-AH
activities_kids_dnb_nces_schools_pop.txt.AA-AH

Create and load activities table
Oracle Table:
Protopop.<stateID>_activities

Figure 30: Process for activity location construction [Used with permission of Dr.
Samarth Swarup]
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Sublocation Modeling

Oracle Table:
Protopop.uspop_subloc_mapping_1

Oracle Table:
Protopop.<stateID>_household

Oracle Table:
Protopop.<stateID>_activities

Oracle Table:
Protopop.uspop_subloc_model_25

Populate subloc_1 column
in household table

Create visit counts
Oracle Table:
Protopop.<stateID>_activities_counts

Oracle Table:
Protopop.<stateID>_household

Create sublocations
Oracle Table:
Protopop.<stateID>_dnb_subloc_25

Populate subloc_1 column
in activities table

Create homeloc_subloc
table and update
rt_home column
Oracle Table:
Protopop.<stateID>_homeloc_subloc

Oracle Table:
Protopop.<stateID>_activities

Figure 31: Sub location modeling [Used with permission of Dr. Samarth Swarup]
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B Tables

Column
Name

Data
Type

Data
Range

Description

HID

Long

Id

Household ID

PID

Long

Id

Person ID

AGEP

Integer

0 - ~100

Age

REL

Integer

00 - 14

Relationship to householder

SEX

Integer

1, 2

1 - Male, 2 - Female

ESR

Integer

0-6

Employment status

SOCP

Integer

6 digit
code

Occupation

ABGO

Integer

0, 1

Ability to Go Out

SCH

Integer

0-3

School enrollment: 0 - no (< 3 years old), 1 - no, 2: yes,
public school, 3: yes, private school

SCHG

Integer

0-7

Grade level attending (covers not attending through
graduate school)

Table 2: Person table [Used with permission of Dr. Samarth Swarup]

Column Name

Data Type

Data Range

Description

PID

Long

Id

Person Id

HID

Long

Id

Household Id

AGE

Integer

0 - ~100

Age

HOMEZONE

String

Id

11 digit number encoding home zone

HOMELOC

Long

Id

9 digit number encoding home location
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HUDENS

Double

0 - 100

Housing Unit Density

HOMEX

Double

-180 - 180

Longitude

HOMEY

Double

-90 - 90

Latitude

HOME_ZIPCODE

Integer

five digits

zip code

Table 3: Person information table [Used with permission of Dr. Samarth Swarup]

Column Name

Data
Type

Data
Range

Description

STATE

Integer

Id

FIPS Code of State

COUNTY

Integer

Id

County code

TRACT

Integer

Id

Tract code

BLKGRP

Integer

Id

Block group code

HID

Long

Id

Household Id

PERSONS

Integer

0 - ~16

Number of persons in household

VEHICL

Integer

0-6

Number of vehicles available

HLOC

Integer

Id

Home location, matches home-location in
person_info table

SERIALNO

Integer

Id

HINCP

Integer

BLD

Integer

0 - 10

Encodes type of house, including number of
apartments

BUS

Integer

0, 1

Business or medical office on property

HFL

Integer

0-9

House heating fuel type

HHL

Integer

0-5

Household language

FES

Integer

0-8

Family type and employment status (married
couple or not, who is in labor force)

P18

Integer

0, 1

Persons under 18 years of age present

Household income
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P65

Integer

0, 1

Persons greater than 65 years of age present

VAL

Integer

0 - 24

Property value (encoded in ranges)

WIF

Integer

0-3

Workers in Family

P_GT_18

Integer

0, 1

Persons greater than 18 years of age present

P_LT_19

Integer

0, 1

Persons under 19 years of age present

HOME_ZIPCODE

Integer

five digits

home zip code

SUBLOC_1

Integer

four digits

sub location encoding

Table 4: Household table [Used with permission of Dr. Samarth Swarup]

Column Name

Data
Type

Data
Range

Description

HID

Long

Id

Household Id

PID

Long

Id

Person Id

ANUM

Integer

0 - ~36

Activity number

PURPOSE

Integer

1-6

Activity purpose: Home, Work, Shopping, Other,
School, College

STARTTIME

Integer

Time

Activity start time in seconds from midnight

DURATION

Integer

Time

Activity duration in seconds

LOCATION

Integer

Id

Location Id

TMODE

Integer

1-5

Transportation mode (I think this column is not
meaningful)

FIRSTATHOME

Integer

0, 1

SURVEYHH

Integer

Id

Survey household that was mapped onto this
synthetic household

SUBLOC_1

Integer

Id

Sub location Id

Table 5: Activities table [Used with permission of Dr. Samarth Swarup]

70

Column
Name

Data
Type

Data
Range

Description

ID

Long

Id

Location ID

T2

Integer

Count

Maximum number of people simultaneously present at
this location during the day for activity type work

T4

Integer

Count

Maximum number of people simultaneously present at
this location during the day for activity type shopping

T3

Integer

Count

Maximum number of people simultaneously present at
this location during the day for activity type school

T5

Integer

Count

Maximum number of people simultaneously present at
this location during the day for activity type other

Table 6: Activities counts table [Used with permission of Dr. Samarth Swarup]
Column Name

Data
Type

Data Range

Description

ID

Long

Id

Location ID

RT_HOME

Integer

Count

Number of sub locations of type home at this
location

RT_OTHER

Integer

Count

Number of sub locations of type other at this
location

RT_COLLEGE

Integer

Count

Number of sub locations of type college at this
location

RT_WORK

Integer

Count

Number of sub locations of type work at this
location

RT_SCHOOL

Integer

Count

Number of sub locations of type school at this
location

RT_SHOP

Integer

Count

Number of sub locations of type shop at this
location

Table 7: Home-location sub-location table [Used with permission of Dr. Samarth
Swarup]
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