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Abstract
Background: A forecast can be defined as an endeavor to quantitatively estimate a future event or probabilities
assigned to a future occurrence. Forecasting stochastic processes such as epidemics is challenging since there are
several biological, behavioral, and environmental factors that influence the number of cases observed at each point
during an epidemic. However, accurate forecasts of epidemics would impact timely and effective implementation of
public health interventions. In this study, we introduce a Dirichlet process (DP) model for classifying and forecasting
influenza epidemic curves.
Methods: The DP model is a nonparametric Bayesian approach that enables the matching of current influenza
activity to simulated and historical patterns, identifies epidemic curves different from those observed in the past and
enables prediction of the expected epidemic peak time. The method was validated using simulated influenza
epidemics from an individual-based model and the accuracy was compared to that of the tree-based classification
technique, Random Forest (RF), which has been shown to achieve high accuracy in the early prediction of epidemic
curves using a classification approach. We also applied the method to forecasting influenza outbreaks in the United
States from 1997–2013 using influenza-like illness (ILI) data from the Centers for Disease Control and Prevention (CDC).
Results: We made the following observations. First, the DP model performed as well as RF in identifying several of the
simulated epidemics. Second, the DP model correctly forecasted the peak time several days in advance for most of
the simulated epidemics. Third, the accuracy of identifying epidemics different from those already observed improved
with additional data, as expected. Fourth, both methods correctly classified epidemics with higher reproduction
numbers (R) with a higher accuracy compared to epidemics with lower R values. Lastly, in the classification of seasonal
influenza epidemics based on ILI data from the CDC, the methods’ performance was comparable.
Conclusions: Although RF requires less computational time compared to the DP model, the algorithm is fully
supervised implying that epidemic curves different from those previously observed will always be misclassified. In
contrast, the DP model can be unsupervised, semi-supervised or fully supervised. Since both methods have their
relative merits, an approach that uses both RF and the DP model could be beneficial.
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Background
Influenza pandemics result from influenza viruses capable
of human-to-human transmission and for which a large
global population has little or no pre-existing immunity
[1]. A well known example is the 1918 pandemic, which
resulted in an estimated 20–50 million deaths worldwide
[2]. A similar pandemic today would likely result in higher
*Correspondence: onelaine@vt.edu
1 Network Dynamics and Simulation Science Laboratory/Virginia
Bioinformatics Institute/Virginia Tech, Blacksburg, Virginia, USA
Full list of author information is available at the end of the article

morbidity and mortality due to increased travel within and
between countries, increased urbanization and a growing
aging and immunosuppressed population [3,4]. Reliable
forecasts of public health measures (such as peak time,
peak height and attack rate) could impact timely and effective implementation of interventions to limit the effect of
a pandemic [5,6].
There were several endeavors towards real-time prediction of the expected peak time, peak height and attack rate
during the 2009 pandemic. Examples include studies by
Nishiura [5] and Ong et al. [7]. Nishiura [5] employed a
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discrete time stochastic likelihood-based model for forecasting epidemic dynamics in Japan, whereas, Ong et al.
[7] proposed a Bayesian and stochastic compartmental
model for real-time epidemic monitoring and forecasting
in Singapore. In contrast to the likelihood and Bayesian
methods, Nsoesie et al. [8] recently presented a supervised
classification approach for predicting the epidemic curve
(defined as the daily/weekly counts of infected persons or
influenza-like illness (ILI) cases for the duration of an outbreak) based on the idea of matching ongoing influenza
activity to historical and simulated influenza epidemic
curves. The supervised classification approach presented
by Nsoesie et al. [8] involved training the model on predefined groups of curves and all new curves were assigned
to one of the pre-defined groups, which implies curves
that are significantly different from those in the training
set will always be misclassified.
On the other hand, we present a semi-supervised classification approach, which also involves training the model
on pre-defined groups of curves, however, new curves
are either classified into the pre-defined groups or a new
group is created if the new curve is different. We explore
the forecasting problem under the following scenario:
during an influenza epidemic, several possible parameter sets are proposed for modeling the epidemic. Each
parameter set consists of a transmissibility value (typically represented using the reproduction number), and
the infectious and incubation periods. The hypothesized
parameters are used to stochastically simulate possible
scenarios that could describe the ongoing epidemic. We
use a Susceptible, Exposed, Infectious and Recovered
(SEIR) disease model as shown in Figure 1. We then create
a library consisting of the simulated epidemics and historical epidemic data. All simulated epidemics with the
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same parameters are grouped. The parameters for a new
epidemic are inferred by comparing the partial epidemic
curve to the epidemic curves in the library. In the event
that the new epidemic cannot be assigned to any of the
groups in the library, a combination of expert opinion
and search algorithms are used to propose parameters
for modeling the epidemic. The simulation and classification process is repeated for each day/week j as data is
updated. This study completes the first part of a two-step
procedure for forecasting the epidemic curve using this
approach. The first step of the procedure involves identifying epidemic curves similar or different from those
in the epidemic library. The second step involves searching for parameters to model an ongoing epidemic if it is
different from those in the library.
The individual-based model used in simulating the data
in this study is a computational epidemiology model consisting of a disease model and a dynamical network with
detailed representation of synthetic populations [9-11].
Disease is transmitted through contacts between susceptible and infectious individuals. Individuals move through
four disease states (Figure 1): susceptible, exposed, infectious and recovered. Recovered individuals remain in the
population but can no longer spread the disease due to
immunity. To classify epidemics stochastically simulated
using the individual-based model, we explore the grouping properties of a semi-supervised Dirichlet process
model. The Dirichlet process is a nonparametric Bayesian
procedure that presents a good solution to this problem
since curves different from those in the library can be
identified. Since Ferguson [12] formalized the Dirichlet
process as a prior over distributions, there have been several extensions in terms of inference and applications [13].
The Dirichlet process has been proposed as a solution to
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Figure 1 SEIR model. Description of the different compartments of an SEIR model.
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finding the number of spatial activation patterns in fMRI
images [14], the modeling of unknown number of topics across several corpora of documents [15], grouping
population genetics data [16], detecting positive selection
in protein-coding DNA sequences [17] etc. Although the
Dirichlet process has been used in several studies, to our
knowledge it has not been used in a procedure aimed at
classifying and forecasting epidemic curves.
The premise of this paper is to validate the functionality of the Dirichlet process model for classifying and
forecasting epidemic curves using model-generated epidemic data. The main aims of the study are therefore
to: (i) compare the accuracy of the Dirichlet process
model to that of random forest, which has been shown
to achieve high accuracy in correctly classifying simulated
epidemics based on the partial epidemic curve; (ii) forecast the epidemic peak time before the peak is observed
and (iii) identify epidemic curves different from those in
the library. Additionally, we also forecast influenza outbreaks in the United States from 1997–2013 based on ILI
data from the Centers for Disease Control and Prevention (CDC). There are several advantages to using this
simulation and classification approach for classifying and
forecasting epidemic curves. First, the method captures
the temporal trend of the epidemic curve. Second, the epidemic curve can be estimated under different scenarios
by implementing changes to the individual-based model.
Third, the approach identifies curves similar or different
from those in the library.
Epidemic simulation

The individual-based model used in generating the data
in this study has been used for studying influenza dynamics and transmission, and evaluating control strategies
[8,9,18]. The construction of the individual-based model
involves the creation of a state-of-the-art behavioral
model and a disease model. To create the behavioral
model, a synthetic population for a specific geographic
region is constructed using United States census data [19].
Each individual is assigned a set of demographic variables such as age, household size, household income etc.
Households in the synthetic population are located such
that a census of the synthetic population is statistically
identical to the real census data at the block level [20].
Each synthetic individual is also assigned a schedule based
on data from an activity survey [21]. Synthetic individuals come in contact with other individuals at different
activity locations resulting in a dynamic social contact
network through which disease transmission occurs. The
individual-based model is not the focus of this study since
similar data can be simulated using a compartmental SEIR
model. However, we use the individual-based model since
the overall aim of the project is to forecast the epidemic
curve, and investigate the possible effects of interventions
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and changes in individual behavior during an outbreak.
Details of the individual-based model are summarized in
the Additional file 1. A detailed description can also be
found in [9].
The data in this study was simulated using six parameter sets (Figure 2). The incubation and infectious period
distributions were based on parameters used to model
seasonal influenza epidemics [22] and the 2009 H1N1(A)
pandemic [8]. Transmissibility values were selected to
produce epidemics similar to and more severe than seasonal influenza. Each simulated epidemic was replicated
two-hundred times to capture the underlying stochastic
process. For the purposes of this paper, the epidemics
were named catastrophic, severe, strong, moderate, mild
and milder. Per Figure 2, the epidemics peaked at distinct times except for the mild and milder epidemics. The
complexity of this study therefore involved differentiating
these epidemic curves during the early stages of the epidemics. Hence, we aimed to develop a procedure which
classifies epidemic curves and forecasts the peak in the
early stages of the outbreak since earlier forecasts would
be most useful to public health officials.
Selection of a nonlinear model

During most infectious disease outbreaks that confer
immunity upon recovery, the number of new cases
increases until it peaks and then declines thereafter [23].
Under the assumption of a single peak, we modeled the
simulated daily infected-counts using parametric models
based on select statistical distributions. We used nonlinear models based on negative binomial, Poisson, Weibull,
normal, Pareto, generalized extreme values (GEV) and
Cauchy basis functions. The models were selected to
allow exploration of different discrete and continuous
distributions that appeared to capture different aspects
of the epidemic curves. For example, the normal model
was selected since it appeared to represent the shape
of the simulated epidemic curves. On the other hand,
heavy tailed distributions such as the Weibull, Pareto and
Cauchy were selected to capture the heavy tails observed
in some epidemic curves. In addition, since the epidemic
curves were daily counts of infected persons over time, we
also used models based on discrete distributions such as
Poisson and negative binomial. Finally, the GEV, which is
a three parameter (location, scale and shape) family distribution, was chosen to model deviations in the shape of the
epidemic curves. We provide explicit details on the model
formulation in a later section.
To illustrate the fits of the data to the selected models,
we did the following. First, for each selected model, we
estimated the parameters for each epidemic curve using
the maximum likelihood procedure. Typically, the duration of an ongoing epidemic is unknown and this assumption was held for the remainder of the analysis. However,
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Figure 2 Sample epidemic curves for simulated epidemics in the study.

for illustrating the model fitting, we used a duration of
approximately 180 days. Next, the estimated parameters
were used to sample from the parametric model with the
same length (number of days) as the epidemic curves. The
epidemic curve was then normalized and compared to
normalized samples from the parametric model. Lastly,
the absolute error was estimated for each day and the
mean absolute error was estimated across all days. The
analysis was performed for each of the epidemic curves in
the epidemic library. The average of the mean and variance of the mean absolute error were taken across all
epidemic curves. The results are shown in Table 1.
The normal, negative binomial and Weibull shapes had
the best fit to all epidemic curves based on the mean of
the mean absolute error of the fitted data to the observed
Table 1 Fit of data to parametric models
Models

Mean of mean
absolute error

Variance of mean
absolute error

Negative binomial

0.00070

2.56e-09

Poisson

0.00167

5.18e-07

Weibull

0.00118

2.25e-08

Normal

0.00058

3.18e-09

Pareto

0.00747

1.02e-06

GEV

0.00122

4.63e-08

Cauchy

0.00163

5.81e-09

data as shown in Table 1. The normal, negative binomial
and Weibull were ranked best based on the variance of
the mean absolute error. The shape of the GEV resulted in
fits similar to that of the Weibull with estimated k < −0.5
implying the GEV distribution converged to the reversed
Weibull distribution. In some cases, the best fit for each
epidemic group was different from observations presented in Table 1. However, in most cases, models based
on the normal and negative binomial distributions were
ranked best based on the measures in Table 1. For the third
best distribution, the selection lay between Weibull, the
GEV and Poisson for most epidemic curves. The Poisson
distribution was selected as the third parametric model
for this analysis, because the beta distribution could be
used as a conjugate prior to the Poisson density, enabling
a closed form estimation of the posterior and predictive
distributions. Sample fits of the normal, negative binomial and Poisson models to a randomly chosen epidemic
curve are illustrated in Figure 3. Although the model fits
in Figure 3 appear similar, in most cases, the fit of the
parametric models varied depending on the shape of the
epidemic curve.

Methods
As stated, epidemic curves simulated using the same disease model parameters were assigned to the same group.
In addition, each group also had a different set of parameters for the same family of distributions such as the normal
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Figure 3 A sample fit of a randomly selected epidemic curve to three parametric models. The x-axis represents the days and the y-axis is the
normalized number of infected persons relative to the cumulative infected. The black curve is the true epidemic curve and the red is the fitted
curve. Using the epidemic data, the maximum likelihood procedure is used in estimating the parameters for each of the models. The normalized
epidemic data is plotted against samples from the distributions based on the estimated parameters.

distribution. Parameter references for the remainder of
this section refer to the later. The number of possible
groups and the parameters describing each curve were
considered to be random variables. Furthermore, the prior
probability distribution for the number of groups was
described by a Dirichlet process prior. The Dirichlet process model was used in classifying epidemic curves and
parameters in the fitted model were used in forecasting
the epidemic peak.
Dirichlet process models

The Dirichlet process (DP) represents a process prior
in nonparametric Bayesian mixture models. Here nonparametric implies that distributions from the Dirichlet
process have an infinite number of parameters [24]. The
Dirichlet process can be defined as follows:
Let H be a distribution over a measurable space  and
α a positive real number. For any finite measurable partition B1 , . . . , Br of , the random vector (G(B1 ), . . . , G(Br ))
has a finite-dimensional Dirichlet distribution with base
measure H and concentration parameter α given by G ∼
DP(α, H) if:

(G(B1 , . . . , G(Br )) ∼ Dir(αH(B1 ), . . . , αH(Br ))

(1)

The two parameters H and α denote the mean:
E[G(B)] = H(B) and inverse variance: V [G(B)] =
H(B)(1−H(B))/(α+1) of the DP respectively for any measurable partition B ⊂ . Since α represents the inverse
variance, when α is large, which implies a small variance,
the DP is concentrated around its mean. As α → ∞
for any measurable B, G(B) → H(B). Additionally, draws
from a DP are discrete since G is discrete with countably
infinite point masses, even when H is small [25].
A simple property of a finite-dimensional Dirichlet distribution is that the sum of the probabilities of disjoint
partitions is also a joint Dirichlet distribution whose
parameters are sums of the parameters of the original
Dirichlet distribution [13]. This property also holds true
for the Dirichlet process. Moreover, samples from a DP
are discrete, which leads to the observation of ties useful
for grouping. The grouping property of the Dirichlet process can be best described using the Chinese restaurant
process.
Chinese restaurant process

The Chinese Restaurant Process (CRP) can be described
as follows: consider a restaurant with infinitely many
tables and an infinite number of customers can be seated
at each table. Each customer enters the restaurant and
selects a table. In general, the (n + 1)st customer would
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sit at an occupied table with probability proportional to
the number nk of customers at that table or sit at a
new table with probability proportional to α. This can be
represented as:
Xn |X1 , . . . , Xn−1 ∼


Xk ∗ with probability
new draw from G with probability

nk
α+n−1
α
α+n−1

k = 1, . . .
(2)

An important aspect of CRP, is the fact that most
Chinese restaurants have round tables. This implies that
with n customers in the restaurant, the tables would define
both a distribution over permutations of n and a distribution over partitions n. The expected number of tables m
among the n customers is given by:
E[m|n] =

n

k=1

α
∈ O(αlog n)
α+k−1

(3)

[27] for additional information. This procedure is equivalent to parameter estimation in a nonlinear regression
framework.
The nonlinear regression model relating the daily
infected counts for epidemic curve j, at time t ( yj,t ) was
given by:
yj,t = f (θ , t) + t

(4)

θ was the vector of parameters and t was the random
error. f (θ, x) represented nonlinear basis function, which
was a normal curve with parameters θ = φ, μ, σ given by:
f (θ , t) = φe

−(t−μ)2
2σ 2

,

(5)

where φ scaled the height of the function, μ was the mean
of the function (representing the peak day), and σ 2 modeled the variability of the epidemic curve. We defined
t ∼ N(0, 1/γ ) and used standard reference priors for
p(γ ) ∝ γ1 and p(θ) ∝ 1 to arrive at the posterior:
⎛
⎞
T
N 
(yj,t −f (θ,t))2

⎠ p(γ )p(θ)
2
p(θ , γ ) ∝ ⎝
γ 1/2 e−γ
j=1 t=1

Where α/(α + k + 1) is the probability that the k th customer takes a new table. Note that the number of tables
grows logarithmically in the number of observations. A
large α will result in a large number of tables a priori.
Semi-supervised Dirichlet process model

The classification problem was formulated using the CRP
representation of the Dirichlet process. We used the
epidemic curves and reference type for each epidemic
group to represent customers and tables in the restaurant respectively. Note that all members of an epidemic
group were assigned to the same table. At each point
of classification, there were at most (k+1) tables, since a
new epidemic curve was either classified to a pre-existing
epidemic group or to a new one based on the posterior
probability of belonging to each of the groups. Initially,
we developed a Dirichlet process model for each of the
three previously selected parametric distributions (normal, Poisson and negative binomial) and used a Markov
Chain Monte Carlo (MCMC) procedure [26] for parameter estimation. After comparing the performance of
the three models, we decided to use the normal model
because the model fit well to the epidemic curve data and
the model parameters were easy to interpret.
The normal Dirichlet process procedure was implemented in four steps. First, we grouped epidemics with the
same disease model parameters (transmissibility value,
incubation and infectious period distributions). Second,
for each day j, for each group, we inferred normal model
parameters using the slice sampling procedure. Slice sampling is also an MCMC method, which enables random
sampling from probability distributions [27]. See Neal

= γ

(N∗t−2)/2 −(γ /2)

e

N
j=1

T
2
t=1 ( yj,t −f (θ,t))

,

where N was the number of epidemic curves in each
group and T was the total number of time points. Third,
at each day j, we calculated the posterior predictive probability of a new curve belonging to each of the groups
in the library. Last, we classified the new curve to one
of the groups in the library or created a new group. We
performed the prediction procedure independently for six
hundred simulated epidemic curves.
Additionally, we forecasted the timing of the peak and
evaluated the accuracy of the DP model in identifying epidemic curves different from those in the library. As stated,
if an epidemic curve was different from the curves in the
library, the DP model was expected to create a new group.
The number of new groups created by the DP model is
dependent on the choice of α. To select an appropriate
value for α, we performed a sensitivity analysis by perturbing the value of α and measuring the prediction accuracy.
We set α at 0.001 after comparing the error rates of higher
and lower values.
Forecast of peak time of epidemics in the U.S.

We used both random forest and the DP model to forecast peaks of influenza outbreaks observed in the US from
1997–2013. Data on estimated percent ILI were obtained
from the CDC influenza surveillance website (http://www.
cdc.gov/flu/weekly/pastreports.htm). We divided the data
into training and test sets. The training set consisted of
yearly ILI data from 1997–2007 and the test set contained
data from 2007–2013. Data for the first five influenza seasons started on week 40 in one year and ended on week
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20 in the next year. For consistency, we defined the epidemic curve for each influenza season starting from week
40. The data in the training set was used to the train the
random forest algorithm and the DP model, whereas data
in the test set was used for predictions. Each of the ILI
epidemic curves in the training set was placed in a separate group in the library and each epidemic curve in the
test set was independently classified. We made predictions
using sixteen, twenty-five and thirty-three weeks of data.
The numbers of weeks were selected to make predictions
before and after the peaks of most of the outbreaks, and
towards the end of the influenza season. We evaluated
accuracy of forecast based on prediction of the peak time.

Results
The results are organized into three sections. In the first
section, we discuss the results from classifying epidemic
curves similar to those in the epidemic library. In the next
section, we present additional features of the DP model;
namely the forecasting of the epidemic peak time, and the
identification of novel epidemic curves. Finally, we discuss
the forecasting of the peak time of seasonal epidemics in
the United States using percent ILI data.
Comparison of DP model to random forest

The classification was performed at the end of each week
starting from the first week to week twenty-seven since
all the simulated epidemics peaked by the end of week
twenty-seven (day 189). The accuracy of classifying the
epidemic curves, defined as the percent of correctly identified epidemic curves on day j, given data on the number
of daily infected up to day j, is presented in Figure 4. We
presented the accuracy from day 7 to 189. For four out of
the six groups, the accuracy of the methods was almost
identical. Catastrophic and severe epidemics (Figure 4(a)
and (b)) peaked sooner than the other groups and also had
significantly higher peaks making them more distinguishable. In the classification of catastrophic epidemics, both
methods reached over 90% accuracy on day 28, which was
several weeks before the mean peak day of the epidemics.
Similar to the identification of catastrophic epidemics,
over 90% of severe epidemics were correctly identified
several days before the mean peak day of the epidemics,
which was observed on day 67. Strong and milder epidemics (Figure 4(c) and (d)) were also easily identified.
The methods both surpassed 95% accuracy by day 63,
which was approximately two weeks before the mean peak
day of 98 for strong epidemics. For milder epidemics, the
DP model commenced with a significantly higher accuracy, over 75% on day 7 and consistently improved over
time. RF appeared unstable, which was likely due to the
similarity between milder and mild epidemic curves.
Although the DP model performed extremely well in
identifying previously discussed epidemic curves, the
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model encountered difficulties in classifying moderate
and mild epidemics (Figure 4(d) and (e)). This was
likely due to the fact that mild and moderate epidemics
were sandwiched between strong and milder epidemics.
Both methods appeared unstable in identifying these epidemics, although the instability was most evident in the
DP model. In several instances, moderate epidemics were
misclassified as strong and mild, while mild epidemics
were misclassified as milder. However, as the epidemics
neared their peaks, both methods could distinguish the
curves from the other groups. Both methods had an accuracy of over 90% before day 84, which was several weeks
from the mean peak day; day 121 for moderate epidemics.
On the contrary, the DP model achieved over 90% accuracy around day 98 in the classification of mild epidemics,
which had a mean peak day of 136.
The accuracy of classifying partial epidemic curves was
higher for simulated epidemics with a higher reproduction number (R). The mean R at the start of the simulated epidemics were approximately 1.42, 1.45, 1.51, 1.59,
1.60 and 1.79 for milder, mild, moderate, strong, severe
and catastrophic epidemics respectively. Both methods
achieved significantly higher accuracy in the classification
of catastrophic, severe and strong epidemics compared
to moderate, mild and milder epidemics. In addition, the
accuracy of both methods were more reliable and consistent as epidemics neared their peaks. This agrees with
other published studies, which suggest that the accuracy
of forecasting methods can be sensitive to the point at
which forecasts are made [5,7,28].
Additional features of the DP model

As stated, the DP model has additional features, which
are not inherent in the RF approach. The DP model can
be used to identify epidemic curves different from those
in the library and forecast the expected peak based on
parameters estimated using the slice sampling approach.
On the other hand, RF is a fully supervised classification
algorithm, which implies that epidemic curves that are significantly different from those in the library will always be
misclassified. In addition, RF can only forecast the peaks
of epidemic curves similar to those in the library.
Forecast of the peak time

Simulated epidemics in the various groups peaked within
the following time ranges (days): severe [63–72], catastrophic [73–81], strong [94–106], moderate [116–128],
mild [127–150] and milder [149–179]. Peak days falling
within the true range for severe epidemics were forecasted on day 70 with a 95% credible interval of [67.385–
67.726]. For catastrophic epidemics, the peaks were
correctly forecasted on day 77 with a 95% credible interval of [78.964–79.544]. Peak timing for strong epidemics
were correctly predicted on day 91 with a 95% credible

Nsoesie et al. BMC Infectious Diseases 2014, 14:12
http://www.biomedcentral.com/1471-2334/14/12

Page 8 of 12

(b) severe

50

100

80
60
40

150

0

50

100

DAYS

DAYS

(c) strong

(d) moderate

150

80
60
40

RF
DP Model

0

20

40

RF
DP Model

ACCURACY

60

80

100

100

0

ACCURACY

RF
DP Model

20

ACCURACY

90
80
70

RF
DP Model

60

ACCURACY

100

100

(a) catastrophic

50

100

150

0

100

DAYS

DAYS

(e) mild

(f ) milder

150

90
80
70
60

RF
DP Model

50

ACCURACY

100
80
60
20

40

RF
DP Model

0

ACCURACY

50

100

0

0

50

100

150

DAYS

0

50

100

150

DAYS

Figure 4 Accuracy of predicting the epidemic curves in the test set. The accuracy of predicting the epidemic curves in the test set: (a) catastrophic,
(b) severe, (c) strong, (d) moderate, (e) mild and (f) milder. Accuracy on day j is the number of curves correctly identified based on the partial
epidemic curve on day j. The results are presented based on epidemic peak time. The DP (Dirichlet Process) model is compared to RF (random forest).

interval of [104.42–105.08]. Moderate, mild and milder
peak days were also correctly forecasted in the correct
range on days 126, 91, and 133 with 95% credible intervals of [125.07–125.53], [126.57–127] and [149.78–150.1]
respectively. After the specified days, the peak time was
accurately forecasted.
The mean curve for each of the groups and the predicted curves based on the last 400 MCMC iterations is
shown in Figure 5 and the results are presented by peak

time starting with the earliest peak. The epidemics were
also scaled by the peak height since the aim was to forecast
the timing of the peak not the peak height.
Identification of new epidemics

The average accuracy based on identifying 600 epidemic curves different from those in the library is shown
in Figure 6. Per Figure 6, the accuracy of identifying
new epidemic curves increased rapidly as the epidemics
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Figure 5 Forecasts of peak times for each epidemic group. The true mean curve and predicted curves are presented for: (a) catastrophic,
(b) severe, (c) strong, (d) moderate, (e) mild and (f) milder. The results are presented based on epidemic peak time with the earliest peak presented
first. These fits were made on days 77, 70, 91, 126, 91 and 133 for (a-f) respectively.

neared their peaks. In addition, accuracy also consistently
improved over time, reaching 100% on day 119. The classification of the known curves using the same value of α
was similar to that observed in Figure 4.
Forecast of peak time of epidemics in the U.S.

Random forest correctly forecasted the peak time for 3/5,
2/5 and 3/5 of the seasonal epidemic curves given sixteen,
twenty-five and thirty-three weeks of data, respectively.
Similarly, the DP model correctly forecasted the peak

time for 2/5, 3/5 and 3/5 of the epidemics in the test set
given sixteen, twenty-five and thirty-three weeks of data,
respectively. This suggests that the methods performed
about the same in the forecasting of seasonal epidemics.
In contrast, the 2009–2010 epidemic curve that was
observed during a pandemic peaked in week 42 of
2009, which was much earlier compared to the seasonal
epidemics. Instead of evaluating accuracy based on prediction of the peak time, we focused on the accuracy
of classification. The epidemic curve was incorrectly
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Figure 6 Accuracy of identifying new epidemic curves. The accuracy of identifying new epidemic curves. Accuracy is defined as the percentage
of new epidemic curves, which are correctly identified as such.

classified by random forest. Since random forest is a fully
supervised classification algorithm, epidemic curves that
are significantly different from those in the library will
always be misclassified. The DP model identified the epidemic curve as being distinct from those in the library and
was also able to accurately model the trend of the curve.

Discussion
In this study we presented a Dirichlet process model for
classifying epidemic curves and forecasting the expected
peak time. The focus of this initial study was to establish
the accuracy and usefulness of the method. We achieved
our main objectives which were to: (i) compare the accuracy of the Dirichlet process model to that of random
forest, (ii) forecast the epidemic peak time before the peak
was observed and (iii) identify epidemic curves different
from those in the library. We also observed that epidemics
with higher transmission rates, implying higher R values,
were easier to classify.
We acknowledge that there are limitations to using
the proposed approach. For instance, using a parametric model to describe the epidemic curve might not be
the most suitable option since the shape of the epidemic
curve can vary from one epidemic to another. However,
modeling the dynamics of epidemics using a nonparametric functional is a viable option (e.g. Gaussian processes,

wavelets, or splines). In addition to limitations in the parametric model, inconsistencies in the accuracy of the DP
model could also be attributed to the shape of the epidemic curves and the stochasticity inherent in MCMC
methods. Since the DP model tries to capture the shape of
the curve, it is also significantly influenced by the shape
of the curve. In theory, one would expect the accuracy
of the DP model to consistently improve with additional
data. However, this is not always the case especially in
the early stages of an epidemic, when the shape of the
epidemic curve is not yet evident. Random forest on the
other hand fails to take into account the shape of the curve
and is therefore not heavily influenced by the variability
introduced due to the shape of the curves.
The performance of random forest is likely due to its
classification scheme. In this study, random forest classifies each epidemic curve one-thousand times and the final
prediction is based on a voting process [29]. The epidemic
group to which the new epidemic is classified the majority of the times is assigned the epidemic curve. Random
forest also requires a shorter computation time compared
to the DP model. This is because rather than considering
every data point in the library and test set, each of the
one-thousand classifications is based on a random sample
√
of size j from each curve where j is the day of prediction. The number of classifications enables the method to
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capture different aspects of the curve by drawing different
samples each time. Although the results seem to indicate
that random forest predicts epidemic curves slightly better than the DP model, the performances are comparable
especially in the classification of the real epidemics and
epidemics simulated with high transmissibility (R) values.

Conclusion
The results present situations in which the DP model performs well and situations in which it is likely to encounter
problems. In most scenarios, the DP model encounters
problems when distinguishing epidemic curves that are
extremely similar or if the curve shape is not yet visible.
However, there are several advantages to using the DP
model over random forest. First, the DP model captures
the shape and temporal structure which is not the case
with random forest. This implies that under the random
forest method, the data on day twenty can be moved to
day five and the performance of random forest will not
be affected. Second, classification algorithms such as random forest can suffer from the curse of dimensionality;
the accuracy of the method depreciates as the dimensionality of the data increases. However this does not present
an issue in this study. Third, the DP model does not only
capture the trend of the epidemic but also the mean and
variance of the curve. This information can be used to predict the peak time and the spread of the epidemic curves.
Lastly, the DP model can also identify epidemics different
from those in the library. However, since there are benefits to using both methods in prediction, an ensemble
approach might be beneficial. In addition, classification
using ILI data suggest that the performance of both methods could be improved. In future studies, we will explore
ways to make the DP method more applicable to real-time
forecasting of the epidemic curve.

Additional file
Additional file 1: Computational model and random forest
description. The file contains additional information on the construction
of the computational epidemiology model and a brief description of
random forest.
Competing interests
The authors declare that they have no competing interests.
Authors’ contributions
EON and SCL carried out the analysis, and drafted the analysis. MVM provided
the individual-based model, and participated in the design of the study. All
authors read and approved the final manuscript.
Acknowledgements
We thank our external collaborators and members of the Network Dynamics
and Simulation Science Laboratory (NDSSL) for their suggestions and
comments. This work has been partially supported by Defense Threat
Reduction Agency Validation Grant HDTRA1-11-1-0016, HDTRA1-11-D-00160001, NIH MIDAS grant, 2U01GM070694-09, NSF OCI-1032677, and by the

Page 11 of 12

Intelligence Advanced Research Projects Activity (IARPA) via Department of
Interior National Business Center (Do(/NBC) contract number D12PC00337,
the U.S. Governmnet is authorized to reproduce and distribute reprints for
Governmental purposes notwithstanding any copyright annotation thereon.
Disclaimer: The views and conclusions contained herein are those of the
authors and should not be interpreted as necessarily representing the official
policies or endorsements, either expressed or implied, of IARPA, DoI/NBC, or
the U.S. Government.
Author details
1 Network Dynamics and Simulation Science Laboratory/Virginia
Bioinformatics Institute/Virginia Tech, Blacksburg, Virginia, USA. 2 Department
of Statistics/Virginia Tech, Blacksburg, Virginia, USA. 3 Department of Computer
Science/ Virginia Tech, Blacksburg, Virginia, USA.
Received: 10 July 2013 Accepted: 27 December 2013
Published: 9 January 2014
References
1. CDC: Types of Influenza Viruses. 2011, http://www.cdc.gov/flu/about/
viruses/types.htm.
2. Johnson NPAS, Mueller J: Updating the accounts: global mortality of
the 1918–1920 Spanish influenza pandemic. Bull History Med 2002,
76:105–115. http://www.ncbi.nlm.nih.gov/pubmed/11875246.
3. Barrett CL, Bisset KR, Eubank SG, Feng X, Marathe MV: EpiSimdemics: an
efficient algorithm for simulating the spread of infectious disease
over large realistic social networks. In Proceedings of the 2008 ACM/IEEE
conference on Supercomputing, SC ’08. Piscataway: IEEE Press;
2008:37:1–37:12. http://portal.acm.org/citation.cfm?id=1413370.1413408.
4. Salathé M, Kazandjieva M, Lee JW, Levis P, Feldman MW, Jones JH:
A high-resolution human contact network for infectious disease
transmission. Proc Nat Acad Sci 2010, 107:22020–22025.
doi:10.1073/pnas.1009094108.
5. Nishiura H: Real-time forecasting of an epidemic using a discrete time
stochastic model: a case study of pandemic influenza (H1N1-2009).
BioMed Eng Online 2011, 10:15. doi:10.1186/1475-925X-10-15.
6. Ohkusa Y, Sugawara T, Taniguchi K, Okabe N: Real-time estimation and
prediction for pandemic A/H1N1(2009) in Japan. J Infect Chemo 2011,
17(4):468–472. doi:10.1007/s10156-010-0200-3.
7. Ong JBS, Chen MIC, Cook AR, Lee HC, Lee VJ, Lin RTP, Tambyah PA, Goh
LG: Real-time epidemic monitoring and forecasting of H1N1-2009
using influenza-like illness from general practice and family doctor
clinics in Singapore. PLoS ONE 2010, 5(4):e10036.
DOI:10.1371/journal.pone.0010036.
8. Nsoesie EO, Beckman R, Marathe M, Lewis B: Prediction of an epidemic
curve: a supervised classification approach. Stat Commun Infect Dis
2011, 3(1). http://www.bepress.com/scid/vol3/iss1/1.
9. Bisset K, Chen J, Feng X, Kumar VSA, Marathe M: EpiFast: a fast
algorithm for large scale realistic epidemic simulations on
distributed memory systems. In Proceedings of the 23rd International
Conference on Supercomputing, ICS ’09; 2009:430–439.
10. Deardon R, Brooks SP, Grenfell BT, Keeling MJ, Tildesley MJ, Savill N:
Inference for individual level models of infectious diseases in large
populations. Statistica Sinica 2010, 20:239–261.
11. Epstein J: Modelling to contain pandemics. Nature 2009, 460(7256):687.
12. Ferguson TS: A Bayesian analysis of some nonparametric problems.
Ann Stat 1973, 1(2):209–230.
13. Ghosal S: The Dirichlet process, related priors and posterior
asymptotics. In Bayesian Nonparametrics. Edited by Hjort et al. New York:
Cambridge University Press, Ch.2; 2010:35–79.
14. Kim S, Smyth P: Hierarchical Dirichlet processes with random effects.
In Proceedings of Advances in Neural Information Processing Systems (NIPS);
2006:697–704.
15. Teh YW, Jordan MI, Beal MJ, Blei DM: Hierarchical Dirichlet processes.
J Am Stat Assoc 2006, 101(476):1566–1581.
16. Reich BJ, Bondell HD: A spatial Dirichlet process mixture model for
clustering population genetics data. Biometrics 2011, 67(2):381–390.
http://dx.doi.org/10.1111/j.1541-0420.2010.01484.x.
17. Huelsenbeck J, Jain S, Frost S, Pond S: A Dirichlet process model for
detecting positive selection in protein-coding DNA sequences.
PNAS 2006, 103:6263–6268.

Nsoesie et al. BMC Infectious Diseases 2014, 14:12
http://www.biomedcentral.com/1471-2334/14/12

Page 12 of 12

18. Goldstein E, Apolloni A, Lewis B, Miller J, Macauley M, Eubank S, Lipsitch M,
Wallinga J: Distribution of vaccine/antivirals and the “least spread
line” in a stratified population. J R Soc Interface 2010, 7(46):755–764.
19. Barrett CL, Beckman R, Berkbigler K, Bisset K, Bush K, Campbell K, Eubank
S, Henson K, Hurford J, Kubicek D, Marathe M, Romero P, Smith J, Smith L,
Speckman P, Stretz P, Thayer G, Van Eeckhout E, Williams M: TRANSIMS:
Transportation analysis simulation system. Technical Report,
LA-UR-00-1725, Los Alamos National Laboratory Unclassified Report 2001,
3. http://ndssl.vbi.vt.edu/transims.php.
20. Beckman R, Baggerly K, Mckay M: Creating synthetic baseline
populations. Trans Res Part A: Policy Practice 1996, 30(6):415–429.
21. Barrett C, Bisset K, Leidig J, Marathe A, Marathe M: Economic and social
impact of influenza mitigation strategies by demographic class.
Epidemics 2011, 3:19–31.
22. Halloran ME, Ferguson N, Eubank S, Longini I, Cummings D, Lewis B, Xu S,
Fraser C, Vullikanti A, Germann T, Wagener D, Beckman R, Kadau K, Barrett C,
Macken C, Burke D, Cooley P: Modeling targeted layered containment
of an influenza pandemic in the United States. Proc Nat Acad Sci 2008,
105(12):4639–4644.
23. Bailey NTJ: Some stochastic models for small epidemics in large
populations. Appl Stat 1964, 13:9–19.
24. Teh YW: Dirichlet processes. In Encyclopedia of Machine Learning.
New York: Springer; 2010:280–287.
25. Blackwell D, Macqueen JB: Ferguson distributions via Pólya urn
schemes. Ann Stat 1973, 1:353–355.
26. Casella G, George EI: Explaining the gibbs sampler. Am Stat 1992,
46(3):167–174. http://dx.doi.org/10.2307/2685208.
27. Neal R: Slice sampling. Ann Stat 2000, 31:705–767.
28. Hall IM, Gani R, Hughes HE, Leach S: Real-time epidemic forecasting for
pandemic influenza. Epidemiol Infect 2007, 135(3):372–385.
29. Hastie T, Tibshirani R, Friedman J: The Elements of Statistical Learning: Data
Mining, Inference, and Prediction. New York: Springer; 2009.
doi:10.1186/1471-2334-14-12
Cite this article as: Nsoesie et al.: A Dirichlet process model for classifying
and forecasting epidemic curves. BMC Infectious Diseases 2014 14:12.

Submit your next manuscript to BioMed Central
and take full advantage of:
• Convenient online submission
• Thorough peer review
• No space constraints or color ﬁgure charges
• Immediate publication on acceptance
• Inclusion in PubMed, CAS, Scopus and Google Scholar
• Research which is freely available for redistribution
Submit your manuscript at
www.biomedcentral.com/submit

