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(ABSTRACT) 

A comparison is made between octrees, which are regular 

decompositions of volumes, and new, irregular decompositions 

called R-trees. This comparison is made within the context 

of the volume intersection problems that might be associated 

with an automatic inspection system. The results show that 

the irregular decomposition is independent of object position 

and can provide a more space efficient encoding for certain 

shapes. However, detecting intersections between R-trees re-

quires an algorithm of greater complexity due to the irreg-

ularity of the decomposition. 

Algorithms are given for obtaining tree decompositions 

from a hierarchic relational model of a volume. Among these 

algorithms is a procedure for finding the minimal enclosing 

rectangular parallelepiped of a boundary representation, and 

a generalization of the point-in-polygon algorithm to bound-

aries on curved surfaces. Both of these algorithms have com-

putation times that are proportional to the total number of 

components of the boundary's representation. 
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~HAPTER 1 - INTRODUCTION 

Consider the problem of inspecting a large machined part 

as an example of a demanding automation task. This scenario 

is depicted in Figure 1. Two robot arms, equipped with cam-

eras for vision and an assortment of interchangeable end 

effectors· for taking measurements, are to inspect a machined 

part, such as an aircraft bulkhead, the dimensions of which 

are critic al. The bulkhead moves along a track in the x-

direction to provide the arms with access to its entire 

length. 

An aircraft bulkhead, being so large, may require over 

1,100 inspection measurements, traditionally done by hand, 

many of which are vital' to the proper contruction of the 

aircraft. Therefore, such an automation system would be de-

sirable; how can it be built? 

There are many facets to a robotic system such as this, 

including robot accuracy, coordination of multiple actors, 

and real-time control. But one of the central components of 

the system will be the representation of the environment. In 

order to do path planning and collision checking, the system 

must have a "good" representation of the objects in its en-

vironment and of their relative positions and orientations. 

In order to recognize objects and their positions visually, 

the system must have descriptions of what objecs look like. 
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Figure 1. Automatic Inspection. 
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Likewise, an accurate representation of the bulkhead must be 

available so that the system can make decisions about the 

measurements being taken. Therefore, the system must have a 

database to provide the representations necessary for its 

operations. This database may contain considerable redu.n-

dancy, different tasks being more efficiently executed using 

different data structures, but the governing criterion is 

that the various functions of the system be carried out rap-

idly and in a coordinated manner. 

Ideally, the system should be able to obtain its original 

information from the Computer Aided Design (CAD) system on 

which the part was designed. This means that the system must 

have some way of converting the CAD representation into 

other, more appropriate representations. Requicha and 

Voelcker, solid modeling researchers at the University of 

Rochester, recognized in a recent paper the need to have 

multiple representations of an object, but remarked that 

there is a lack of literature on the algorithms that do the 

conversions between representations [46]. 

The purpose of this thesis is to provide some information 

on the process of converting from an exact, boundary repre-

sentation of a solid to a tree data structure representation, 

e.g. an octree. In addition, this thesis will explore what 

is meant by a "good" representation in the context of volume 

intersection and robot collision checking problems by com-

paring a regular and an irregular decomposition of volumes. 
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Much of the work contained in this document is based on 

work done previously by many researchers associated with the 

Spatial Data Analysis Laboratory (21,22,31,60,67,72], but 

this is the first time it has appeared in published form. For 

this reason, and because changes and additions have been 

made, the previous work is included to make the discussion 

complete. In particular, Chapter 3 is a description of the 

hierarchical model of the bulkhead presented in [60]. It is 

presented again here since this is the boundary repres·en-

tation on which this thesis is based. 

Note that the hierarchical model is a relational structure 

of the form described by Shapiro and Haralick in [ 58] . Thus 

the representation was implemented using the Pascal-based 

Spatial Information System developed by S. N. Engineer (10], 

and P. D. Vaidya (65], which implements this type of spatial 

data structure. 

Chapters 4 and 5 relate to a preliminary anaylsis of an 

alternate data structure to the octree called an R-tree. This 

comparison of the two data structures is similar to an ear-

lier two dimensional analysis made in [21]. These experiments 

were all done through the GIPSY system using the RATFOR 

(RATional FORTRAN) language [28,29]. 

The conversion algorithms described in Chapter 6 were also 

implemented and tested through GIPSY. Chapter 6 examines the 

problem of finding a minimal enclosing rectangular 

parallelepiped of a part given its boundary representation 
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and discusses algori thrns for building the tree data struc-

tures. 

Finally, Chapter 7 presents some results involving oper-

ations on irregular and regular tree decompositions, i.e. 

R-trees and octrees. The experiments here were also done us-

ing GIPSY. 

But first, to clarify some of the terminology used in this 

introduction, and examine the related work being done else-

where, a brief review of the literature will be made in the 

next chapter. 
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CHAPTER 2 - LITERATURE REVIEW 

A wide variety of techniques for representing solids has 

appeared in the literature. Perhaps many other techniques are 

employed in commercial systems which, due to their proprie-

tary nature, have not been published. This chapter will re-

view some of the most popular and most current of the 

techniques available in the literature, with particular em-

phasis on those representations closely related to this the-

sis. For the purposes of this discussion it will be assumed 

that representations are of known solids, i.e. it is not 

necessary to derive the representation from measurements of 

the object. For a survey more closely related to obtaining 

representations from measurements, see [1]. 

Ideally, the representations of an object needed for any 

operation in a vision or robotic system could be obtained 

from the original CAD design. Therefore, the CAD represen-

tation may play a central role in the set of representations 

for an object. Requicha [44], and Requicha and Voelcker [45] 

have presented surveys of solid modeling as related to 

Computer-Aided Design, and in [46] make this very point about 

CAD's central role. Ballard and Brown, in their text on com-

puter vision [ 5], present a slightly different overview of 

solid modeling. 
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CSG and Boundary Representation 

By far, the two most popular techniques for representing 

solids are Constructive Solid Geometry ( CSG) and boundary 

representation. At least one of these techniques is the cen-

tral approach of almost every commercial CAD system today 

[46]. In CSG, complex solids are represented by the combina-

tion (union, intersection, deletion, etc.) of primitive sol-

ids. Primitives are usually simple shapes such as cuboids, 

cylinders, cones, and spheres, and are often represented as 

quadric e·quations with bounding inequality constaints 

[ 36, 68]. A boundary representation of a solid is a set of 

surface patches, each patch, called a face, usually being 

defined by a set of bounding edges. The union of the faces 

defines a simply closed surface and, by the intuitive Jordan 

theorem [2], divides three-space into two parts, an interior 

which is the solid, and an exterior which is empty space. 

Obviously, these two representations are related and could 

be used together, a primitive of a CSG scheme having a 

boundary representation. 

The principle difference between the two techniques is 

that in a CSG representation of a complex object all edges 

do not appear explicitly, some being created by the inter-

section of primitives, whereas in a boundary representation 

they do. Thus, though the simplicity of a CSG representation 

is convenient for graphics rendering [36,48,68] and user in-
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put [14,44], the boundary representation with its explicitly 

defined edges and surfaces is more appropriate for computer 

vision [34]. 

If a boundary representation is to model a solid then a 

decision must be made regarding the representation of sur-

faces and edges. The simplest choice is to restrict all sur-

faces to be planar and all edges to be straight line 

segments. This approach, being simple, has been widely used 

[8,64,69]. Unfortunately, it provides an accurate description 

of curved objects only at the cost of having a 1arge number 

of planar surface pieces. Since a simple curved surface such 

as an ellipse or cone can be described with a single, 

second-order equation, quadric surface boundaries have been 

used [36,68,55] instead of these polyhedral approximations. 

The principle disadvantage of using quadrics is their alge-

braic complexity as compared with planar surfaces. For exam-

ple, to determine extrema one must take derivatives [ 72] 

instead of looking solely at the endpoints of edges. Like-

wise, the problem of computing surface intersections becomes 

difficult [32,55]. In addition, the problem of having an ar-

bitrary boundary for a quadric surface has not been addressed 

in the literature. (See Chapter 6.) 

Another approach to surf ace representation, one that has 

been lauded for CAD systems, is that of parametric basis 

functions. In this approach, the surface is an element in the 

span of a set of basis functions, often called blending 
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functions, which are functions of two parametric variables. 

The surface, then, being a linear combination of the basis 

functions, is generally determined by a vector· of control 

points. This type of surface description is useful for com-

plicated surfaces not amenable to planar or quadric repres-

entations. Forrest [15], and Newman and Sproull [40], present 

reviews of the basic concepts involved. Goldman [18] shows 

how two of the most popular forms of basis functions, Bezier 

and B-splines, arise naturally from probability theory. 

Of course, the same general techniques discussed here with 

regard to surfaces can be applied to curves as well. In this 

case, a curve is an element in the span of a set of functions 

of one parametric variable. 

More Recent Modeling Schemes 

Although CSG and the boundary representation are the most 

popular forms in solid modeling design systems, many other 

representations have been proposed. Most of these represent-

ations are related in some fashion to the previous two. How-

ever a distinction should be made between a representation 

of an object and a description of an object. Vision systems 

often are not concerned with the "exact" shape of an object 

but only want to know what the object "looks like". Thus, 

al though many descriptions of objects have been proposed, 

they will not be discussed here since they do not contain 
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enough to fully represent the object, i.e. it is not possible 

to construct other representations from this description. 

Lin and Fu (34] presented an interesting solid modeling 

scheme which is essentially a boundary representation with 

the addition of a context-free grammer to describe how the 

surfaces are put together. Thus, an object belongs to a 

context-free language and could possibly be used in some form 

of syntactic pattern recognition. 

Faugeras and Ponce (11] have proposed Prism trees for 3-D 

object representation, which are an extension of Ballard's 

2-D Strip trees [4]. A Prism tree is a hierarchical structure 

where each succeeding level represents a closer approximation 

to the object. The nodes of the tree are prisms which enclose 

some portion of the boundary. Therefore a Prism tree repres-

ents a solid by its boundary as did the boundary represen-

tation. This representation is useful for determining when 

two surfaces intersect, but has the disadvantage of involving 

the intersection of triangular prisms in arbitrary orien-

tations. 

Another interesting type -of representation is given by 

O'Rourke and Badler [41). This idea involves the decompos-

ition of a solid into a set of possibly overlapping spheres. 

Because the union of the spheres ideally gives the entire 

object, this method is closely related to the CSG represent-

ations. One disadvantage of this representation is that it 

may require a very large number of spheres to represent a 
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complex object to the desired accuracy. However, it appears 

that determining intersections between spheres may provide 

fairly efficient interference detection [23]. 

The generalization of Blum's 2-D symmetric (or medial) 

axis transformation [6] to 3-D has been presented by Nackman 

and Pizer [ 39] . The symmetric axis transform decomposes an 

object into a central surface called a skeleton, each point 

of which ·has a "radius" value which specifies the distance 

to the object's boundary. One can imagine a sphere being 

centered at each of these skeletal points, having the speci-

fied radius. Thus the symmetric axis transformation is es-

sentially an infinite version of the sphere decomposition of 

O'Rourke and Badler. 

Tree Decompositions of Volume 

The idea of representing an object in a hierarchical tree 

structure, as in the Prism tree, where succeeding levels 

represent levels of higher resolution, can provide efficiency 

both in access times and storage requirements. Also, the idea 

of decomposing an object into a set of primitives all of 

which are of the same simple form, as in the case of the 

sphere decomposition, offers the advantage of having to deal 

only with simple objects. These two ideas form the basis of 

another solid representation scheme that has received much 

attention in the recent literature [ 3, 17, 25, 38]. In this 
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representation, commonly refered to as an octree (or oct-

tree) representation, the primitives are cuboids whose faces 

are all parallel to the rectangular coordinate axes of the 

world (or universe). The concept of a world coordinate system 

simply provides a reference so that the octrees of all ob-

jects will be in the same orientation. Since the cuboids at 

any level of the tree are disjoint and represent a higher 

resolution, i.e. are a decomposition of the parent cuboids, 

octrees can be thought of as a constructive solid geometry 

representation where the only operation allowed on the prim-

itives (cuboids) is "gluing". 

A thorough survey of data structures related to the octree 

has been made by Samet [54). His overview emphasizes two-

dimensional versions of the octree, commonly called quadtrees 

(or quad-trees). The reason for this is that much use has 

been made of quadtrees in computer graphics and image proc-

essing. In fact, one of the earliest uses of a quadtree-like 

decomposition was made by Warnock [66) in his hidden surface 

removal algorithm. Of particular interest is the study of 

quadtrees produced by Hunter and Steiglitz [24). Their paper 

gives the basic techniques for performing operations on 

quadtrees such as union and intersection. These techniques 

are extendable to octrees as is most of the work related to 

quadtrees. The data structure can also be generalized to K-

dimensions [26,70,71). However, since this thesis focuses on 
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solid modeling, three-dimensional structures will be of pri-

mary interest. 

An octree .is constructed as follows. Begin with a large 

cube that contains the entire work space (or universe) of all 

objects, including the object to be represented by this tree. 

This cube is the root node of all octrees of all objects. The 

edges of this cube define the directions of the world coor-

dinate axes. Now, divide the cube in half in each of the three 

coordinate directions generating eight "octants", Figure 2. 

These octants are the children of the root node. If an octant 

contains none of the volume of the object it is labeled 

"empty". If an octant is completely filled by part of the 

object's volume, it is labeled "full". Octants which are 

"full" or "empty" are not subdivided further, but "mixed" 

octants are recursively subdivided in eight parts until ei-

ther no "mixed" octants are generated or the desired resol-

ution is reached. 

From this description it can be seen that an octree is a 

regular decomposition of a volume, in the sense that divi-

sions are made at predetermined, regular intervals. Any level 

of the tree represents a known, evenly spaced subdivision of 

the original cube. Klinger and Dyer [27] emphasize that reg-

ular decompositions of this form have many advantages, one 

of which is that any geographical part of the image may be 

rapidly accessed. Also, since the form of the decomposition 

is predetermined, the tree can be encoded in a linear array 
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format to save space as proposed by Gargantini [ 16, 17] and 

Tamminen [ 63] . Unfortunately, as pointed out by Ahuja and 

Nash [ 3], octree representations are not constructed with 

respect to the object itself but with respect to a world co-

ordinate system. For this reason, the representation is not 

independent of the object's position. This presents two 

problems. One, if an object is translated a new octree must 

be constructed [3,25,38]. And two, the space required for an 

octree representation varies greatly with the object's posi-

tion relative to the universe cube (33]. 

The reader may have noted that one nice feature of a sym-

metric axis transform representation is that it is independ-

ent of the object's position. Is it possible then to 

construct a representation that has this same independence 

of position, but retains the simple decomposition primitive 

of a box whose faces are parallel to a world coordinate sys-

tem? The answer is "yes". The desired representation would 

correspond to an irregular decomposition based on the ob-

ject's shape. Rubin and Whitted (49] recognized that an ir-

regular decomposition of this form could improve both time 

and space efficiency in computer graphics applications, but 

the idea has not been pursued further. This type of repre-

sentation is explored in detail in Chapters 4, 5, and 7. 

First, the solid model from which tree structures can be 

constructed will be examined. This representation, which is 
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a special combination of CSG and boundary representations, 

will be described in the next chapter. 
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CHAPTER 3 - A HIERARCHIC RELATIONAL MODEL 

A relational model has been chosen as a basis for object 

representation primarily because of its usefulness in vision 

[ 59] . Matching problems related to object recognition can 

be reduced to the problem of determining homomorphisms be-

tween graphs in this relational approach [ 58]. Shapiro and 

Haralick have given a relational model for an aircraft 

bulkhead in [ 60]. This model forms the basis for subseque·nt 

developments in this thesis. 

A large machined object can be represented by a relational 

model which is a hierarchic composition of spatial data 

structures. The model for the robotic inspection system is 

given in its entirety in Figure 3. The structures of prin-

ciple interest are the ones at or below the object level 

since this thesis is mainly concerned with the representation 

of objects. The world level describes the positions and re-

lationships of objects in the world, while the object and 

lower levels actually represent the objects. To examine how 

objects are represented in this model, the basic structure, 

the spatial data structure, should first be formalized. 
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Figure 3. Hierarchic Relational Model (continued) 
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Spatial Data Structures 

A spatial data structure [ 58], also called a relational 

data structure [59], is a set of relations { R1 , R2 , ... , 

Each relation R., i= l, ... ,K, may be either an unla-
l. 

beled relation, 

x S.N , 
l. i 

where the Sij, j= l, ... , Ni , are the sets on which the re-

lation is defined, or a labeled relation, 

where L. is a set of labelsandtheS .. , j=l, ... ,N1., are 
l. l.J 

as before. A relation R. is therefore a set of N.-tuples or 
l. l. 

(Ni + 1)-tuples depending on whether it is unlabeled or la-

beled, respectively. The elements of the S .. may be either 
1.J 

atoms, e.g. integers, real numbers, or character strings, or 

spatial data structures (SDS's). The elements of the label 

set L. may be names or, to form an ordered relation, whole 
l. 

numbers. The hierarchy of the model is obtained by having 

lower level SDS's as elements of the sets of the relations 

of higher level SDS' s. For example, object SDS's appear in 

the objects relation of the world SDS. In Figure 3 SDS's are 
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described by the appropriate set of relations, and each re-

lation is given by the form of its n-tuples. 

Object Representation 

An object is represented in this model as a set of parts. 

Each part is a solid of relatively simple form, and thus, 

this decomposition of complex objects facilitates the encod-

ing of the representation. Note the similarity of this idea 

to the constructive solid geometry approach. The part repre-

sentation is the primary concern of this thesis for reasons 

to be given later in this chapter. 

The part SDS consists of five relations. The surfaces re-

lation, the edge/surface topology relation, and the vertex 

relation form a basic boundary representation of the part. 

Instead of requiring this boundary representation to include 

holes in the part, a requirement that would greatly increase 

the complexity of the boundary, the holes relation is in-

cluded to describe them. The holes are thus represented as 

volumes, i.e. part SDS's, and are combined with the boundary 

representation of the part via the constructive solid geom-

etry operation ·of deletion. The fifth relation of the part 

SDS is the attribute-value table relation. The attribute-

value table of an SDS is an unlabeled relation that contains 

only one n-tuple and gives some overall properties of the 

entity described by the SDS. For a part, the attribute-value 
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table gives an enclosing rectangular parallelepiped that can 

be used to roughly describe the part. 

A part is represented primarily by its surfaces and edges. 

Each surface is given by a set of pieces (to facilitate en-

coding.) The union of all of these pieces, or surface 

patches, represents the entire surface. The attribute-value 

table for the surface SDS includes a boundary of the surface. 

The boundary is represented by a boundary SDS which consists 

solely of an arc list sequence relation. This relation is an 

ordered, labeled relation that lists the arcs that compose 

the boundary. These arcs are ordered so that if the fingers 

of the right hand follow the boundary arc ordering, the thumb 

will point outward from the part surface, as in Figure 4. The 

arcs of the surf ace boundary are the arcs that appear in the 

edge/surface topology relation of the part SDS. 

The piece SDS provides a mathematical description of a 

surface patch. The attribute-value table for a piece con-

tains the parameters for two different types of descriptions. 

Both descriptions may exist for a given piece, or maybe only 

one will apply. 

The primary description for a piece is a quadric surface 

equation, 

Ax 2 + By2 + Cz 2 + Dx + Ey + Fz + G = 0, ( 1) 
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boundary 

\ 
surf ace 

normal 

Figure 4. Right-handed Boundary 
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along with a boundary of arcs . that lie on this surface and 

define the limits of the piece. A bounding rectangular 

parallelepiped of the piece is given by x-, y-, and z-

intervals. When this box exactly delimits the piece, i.e. the 

piece is a planar, rectangular surface patch, the "intervals 

exact" flag is set so that the boundary need not be examined 

in detail. The boundary of a piece, like the boundary of a 

surface, has a direction. That direction is defined to be a 

right-handed one, as before, or equivalently, the direction 

such that when walking around the boundary on the outside of 

the part the surface is to the left. In addition, each arc 

of the boundary is directed from one endpoint to the other 

in a manner that corresponds to the direction given by the 

boundary. 

The normal vector to a piece descibed by ( 1) is defined 

to be 

n = V ( Ax 2 + By 2 + Cz 2 + Dx + Ey + Fz + G ) 

= 2Ax + D )x + ( 2By + E )y + 2Cz + F )z, 

where x, y, and z are the orthonormal coordinate vectors. 

This vector points outward from the part. 

The secondary description of a piece represents the sur-

f ace patch as a linear combination of parametric basis func-

tions, 
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n 
p{u,v) = l: aipi{u,v), 

i=l 

where n is the dimension of the representation space, the ai, 

i= l, ... ,n 

i= l, ... , n 

are the coefficient vectors, and the p. ( u, v), 
i 

are the basis functions parametric in u and v. 

The parameters u and v range over the values specified in 

the attribute-value table of the piece. The coefficient vec-

tors ai, i= l, ... , n , are stored in the ordered coefficient 

relation. And the basis functions are defined in a basis SDS. 

A wide variety. of standard methods of surface represen-

tation fit into this format, including B-splines, Bezier 

surfaces, and Coons patches [19,67,40,15]. As an example, 

consider Bezier surfaces of order 1. 

n = 4 

u-interval = v-interval = (0,1) 

basis= { (1-u)(l-v), (1-u)v, u(l-v), uv} 

These basis functions provide an easy way to describe a sur-

face patch taken from a twisted plane. The coefficient vec-

tors for the twisted plane piece in Figure 5 are 

a 0 4 5 1 x 
a = a = 0 2.5 0 2.5 y 

a 0 5 5 0 z 
a 1 1 1 1 w 
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Figure 5. Twisted, Planar Surface Patch 
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Arcs which appear in boundaries of the model are repres-

ented by arc SDS's. The arc SDS, like the piece SDS, provides 

mathematical representations in either of two forms. The pa-

rameters of these forms are given in the attribute-value ta-

ble. 

The primary description represents, an arc as a segment of 

a quadratic equation, 

Ax 2 + By 2 + Cx + Dy + F = 0, ( 2) 

The form of this description requires that the arc being re-

presented turn no more that 180°, since ambiguities arise 

otherwise. See Figure 6. Also, since arcs are directed, the 

primary description must provide an implied direction to the 

arc. This direction, for an x-interval of (x1 ,x2 ) and (2), 

is assumed to be from the endpoint (x1 ,f(x1 )) to the endpoint 

(x2 ,f(x2 }}, where f(x) is the implicit function y=f(x) of 

( 2) . 

As in the piece SDS, the secondary description of an arc 

is a linear combination of parametric basis functions, 

p(t) = n 
l: 

i=l 
a.~.(t). 

J. J. 

Associated with this description is the coefficient relation 

which gives the values of the ai, i= 1, ... , n . The basis 

functions ~i(t}, i= 1, ... ,n, are given by a basis SDS as in 
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(a) 

y 

( b) 

Figure 6. Arc Ambiguity: Endpoint at x2 is ambiguous 
in (a) but not in (b). 
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the piece case. For this secondary description, the direction 

of the arc is defined to be from the point p(t1 ) to the point 

p(t2 ) for at-interval of (t1,t2 ). 

The Use of Frames 

It can be seen from this discussion that this relational 

model pro.vi des a combination of constructive solid geometry 

and boundary representations. The part level of the model is 

primarily a boundary representation, while at higher levels 

these simple solids are constructed into more complex ob-

jects. One of the central features of both of these tech-

niques is the use of homogeneous coordinate transformations 

to describe the relationships. This allows entities to be 

described in the most convenient position and orientation, 

and then "transformed" into the desired position. Also, en-

tities may be "shared" through the use of different transf-

ormations for different parts of the object. All 

transformations in the model are rigid body transformations 

conforming to the conventions of Paul [42]. 

Each level of the model has its own coordinate system that 

is related to other coordinate systems via these homogeneous 

coordinate transformations. To simplify discussions, the co-

ordinate system of a level will be refered to as a frame. The 

notation for a frame of a level will be Frarne(level). Thus 
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the relationship of frames of the relational model can be 

depicted as in Figure 7. 

In the figure, the transformation that relates the world 

coordinate system to the object coordinate system is T1 . To 

relate frames that differ by more than one level, multiply 

the intermediate level transformations together. For example, 

the transformation that relates Frame(world) to Frame(piece) 

is T = T1T2T3T4 . 

Applicability to Collision Checking 

In concluding this discussion of the hierarchic relational 

model, the reader should note the complexity of this repre-

sentation. Although it provides an exact representation in a 

form amenable to computer vision, this model would be inef-

ficient for determining intersections between objects. This 

type of collision checking problem requires a data structure 

designed so that collision checking can be done rapidly. 

An efficient data structure for collision checking is the 

octree [ 38] . Obviously, encoding an object as large as an 

aircraft bulkhead to a reasonable degree of resolution would 

require a huge amount of space. But the fact that the 

bulkhead will be translated in space, requiring that the 

octree be reconstructed on the fly, makes this approach un-

tractable. A more reasonable approach involves two fundamen-

tal changes. One, do not encode the entire bulkhead in one 
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Frame(world) 

Frame(object) 

Frame(part) 

1T3 
Frame(surface) 

Frame(piece)= Frame(boundary) 

Frame(arc) 

Figure 7. Frame Relationships of Model 
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structure but encode each part in its own hierarchic tree 

structure. This is acceptable since each robot arm will only 

be moving in the vicinity of a small number of parts at any 

given time. Two, use a tree structure which is less dependent 

on the coordinate system so that translations are not as big 

a problem. The next two chapters explore this idea. 
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CHAPTER 4 - THE RECTANGLE-TREE 

Three-dimensional tree decompositions have analogous 

counterparts in two dimensions. For instance, the two-

dimensional counterpart of the octree is the quadtree. These 

two-dimensional versions are easier to visualize and explain; 

therefore·, the discussion of irregular tree decompositions 

best begins in the two-dimensional realm. 

The idea of an irregular decomposition of a two-

dimensional region is not new. Pf al tz and Rosenfeld [ 43] 

presented the idea of representing a region as a set of max-

imal neighborhoods in 1967. This idea is a variation on 

Blum's Medial Axis Transformation [6]. In this represen-

tation, only the skeletal points and their respective radii 

need be stored to fully represent the region. However, since 

the areas of the blocks centered on the skeleton overlap, 

there is a redundancy of information resulting in less than 

optimal storage requirements. Also, though this skeletal 

representation is better suited to the problem of determining 

if a point belongs to the region than th_e boundary represen-

tation, the skeletal blocks are organized only as a simple 

list, which is not the most efficient for queries. The ir-

regular decomposition of interest to this discussion should 

provide both query speed and space efficiency. 
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Ferrari, Sankar, and Sklansky [12] have developed an al-

gorithm that finds the minimal rectangular partition of a 

digitized region. This representation does not have the re-

dundancy of the skeletal representation and may therefore be 

more space efficient. Still, the partition is not o~ganized 

in a manner that will result in particularly fast region 

queries. 

The quadtree, on the other hand, provides for efficient 

queries through its hierarchical structure. Taking advantage 

of this basic structure, Samet [53] presents a tree version 

of the Medial Axis Transform which he calls the Quadtree Me-

dial Axis Transform (QMAT). This representation provides 

space efficiency beyond that of the quadtree and eliminates 

some of the variability of quadtree size when the region is 

translated. Unfortunately, since the representation is based 

on a regular decomposition associated with fixed coordinate 

axes, the QMAT must still be reconstructed when a translation 

occurs. This dependence of the representation on position is 

something that an irregular decomposition should avoid. 

Description of the Rectangle-tree 

The rectangle-tree provides a representation of a region 

that is efficient both in space and query speed. The tree is 

based on an irregular decomposition that is independent of a 

region's position with respect to translation. Since the 
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rectangle-tree is composed of disjoint rectangles whose sides 

are parallel to fixed coordinate axes, the representation is 

not independent of a region's orientation. 

The decomposition used by the rectangle-tree is illus-

trated in Figure 8. The region is surrounded first by an en-

closing box. This box is the smallest rectangle that contains 

all of the region and has sides parallel to the world coor-

dinate axes. For digital images, the sides will be parallel 

to the image boundary. After this outside rectangle has been 

determined, the inside rectangle must be found. The inside 

rectangle is any largest rectangle that is completely within 

the region and which has sides parallel to the outside rec-

tangle. The extension of the sides of the inside rectangle 

divides the outside rectangle into nine, ordered children 

rectangles. The first child is the inside rectangle, which 

is known to be completely inside the region. The other eight 

children are the rectangles derived by extending the sides 

of the inside rectangle as indicated by the dotted lines in 

the figure. These children rectangles become the outside 

rectangles for recursive decomposition. They are ordered 

according to the size of their inside rectangles, those with 

the largest inside rectangles being first. Any derived chil-

dren that contain no part of the region are not included in 

the tree. 

Any rectangle (node) in the tree which is completely con-

tained within the region is labeled "full". Inside rectangles 
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outside rectangle 

/ 

derived rectangles 

Figure 8. Rectangle-tree Decomposition. 
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outside rectangle 

Figure 9. Children at Level 2 Node. 
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are always full. Full nodes require no further subdivision 

and are therefore leaves of the tree. Nodes not 11 full" are 

"mixed" and are recursively subdivided until either the de-

sired accuracy is achieved or no "mixed" rectangles remain. 

Figure 9 illustrates the children obtained from the second 

child of the outside rectangle of Figure 8. 

Experimental Comparison to Quadtree Structures 

For the purposes of comparison, rectangle-trees and 

quadtree-type structures were all stored in a similar format. 

The trees were stored using a generalized tree structure in 

a random access file on disk. Each record in the file was a 

node in the tree. 

A generalized tree structure is one in which each node in 

the tree may have both children and siblings. The children 

of a node are nodes at the next level of the tree. These nodes 

represent a decomposition of the parent rectangle for trees 

such as quadtrees and rectangle-trees. The siblings of a node 

are nodes at the same level of the tree that have the same 

parent node. Figure 10 shows the generalized tree structure. 

The rectangle-tree record format is depicted in Figure 11. 

Each record has seven fields. The first four fields contain 

the first row, last row, first column, and last column of the 

rectangle which constitutes the tree node. Next is the 

pointer to the remaining non-empty siblings of the node and 
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parent node: 

col1 col2 row1 row2 siblings flag 

first child: 

col1 col2 row1 row2 "full" 

next non-empty child: 

col1 col2 row1 row2 children flag 

col1 col2 row1 row2 children flag 

Figure 11. Rectangle-tree Structure. 
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the pointer to the node's children. If this node is not 

"full" then the first child will be the node's inside rec-

tangle. The final field of the record is the flag to indicate 

whether a node is "full" or "mixed". 

Similarly, the quadtree data structure has a record format 

as shown in Figure 12. The principle difference from the 

rectangle-tree structure is that each node of a guadtree 

generally. has either four children or none. Also, the flag 

of field seven may take on the values "full", "mixed", or 

"empty", for a quadtree. 

To test the efficiency of the rectangle-tree with respect 

to queries, several experiments were conducted. For these 

experiments polygonal regions were randomly generated in 

square images in the following manner. The origin was assumed 

to be located at the center of the image. A length between 

zero and one-half the image size was randomly generated. 

Then an angle between 0° and 90° was randomly selected. This 

length and angle determined the location of the first vertex 

of the polygon in the image. Lengths less than half the image 

size and angles between 0° and 121° were then randomly gen-

erated until the total angle exceeded 360°. The generation 

of a polygon is illustrated in Figure 13, where the 1. and 
l. 

a. are the generated lengths and angles. The vertices are 
1 

connected to form the polygon as shown. Once the polygon has 

been created the region can be colored in to form the test 

image. 
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parent: 

col 1 col2 row1 row2 siblings "mixed'.' 

first child: 

col1 col2 row1 row2 children flag 

second child: 

col1 col2 row1 row2 children flag 

third child: 

col1 col2 row1 row2 children flag 

fourth child: 

col1 col2 row1 row2 children flag 

~ 

Figure 12. Quadtree Structure. 
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Figure 13. Random Generation of Polygonal Regions. 
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One query of interest might be to determine if a randomly 

generated test rectangle intersects the randomly generated 

polygon~l region. The algorithm for this query when the re-

gion is represented by a quadtree is given in Figure 14. The 

algorithm is slightly modified for rectangle-tree represent-

ations, as shown in Figure 15. A simple routine INTERSECTS 

is assumed in these algorithms to determine whether or not 

two rectangles intersect. Also, a routine READ is assumed 

that obtains tree node pointed to by X. In the experiments, 

the number of accesses to the data structure, i.e. the number 

of calls to READ, was the quantity of interest, since this 

corresponds to the amount of processing done by each algo-

ri thrn. 

Rectangles for queries were randomly generated by first 

generating a column value in the image. This was the last 

column of the rectangle. Then the first column was generated 

by randomly selecting a column between one and the last col-

umn. The last and first rows of the test rectangle were gen-

erated in a similar manner. 

Table 1 shows the results of two comparison runs for 

256x256 images of random polygonal regions. Note that the 

quadtree representation used in these runs is a complete 

quadtree where empty nodes are explicit in the tree. These 

nodes provide no help in determining test rectangle inter-

sections. Therefore, if empty nodes are left out of the 
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procedure QTREE_INT( X, RECTANGLE ) 

II intersect RECTANGLE with quadtree pointed to by XII 

if ( X # 0 ) then 

call READ( X, RECTANGLE_X, CHILDREN_X, 
SIBLINGS_X, STATUS 

if INTERSECTS( RECTANGLE_X, RECTANGLE ) then 

if ( STATUS = full ) then 

QTREE_INT = true 

else 

QTREE_INT = QTREE_INT( CHILDREN_X,RECTANGLE ) 

if ( QTREE_INT # true ) then 

QTREE_INT = QTREE_INT( SIBLINGS_X, RECTANGLE ) ] 

else 

QTREE INT = false 

return 

end QTREE_INT 

Figure 14. Rectangle 
Quad tree 

Intersection 
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procedure RTREE_INT( X, RECTANGLE ) 

II intersect RECTANGLE with rec-tree pointed to by X II 

if ( X # 0 ) then 

call READ( X, RECTANGLE_X, CHILDREN_X, 
SIBLINGS_X, FULL ) 

if INTERSECTS( RECTANGLE_X, RECTANGLE ) then 

if FULL then 

RTREE INT = true 

else 

call READ( CHILDREN_X, IN_RECTANGLE, 
DUMMY, SIBLINGS_CHILD, FULL ) 

if INTERSECTS( IN_RECTANGLE, RECTANGLE ) then 

RTREE INT = true 

else 

RTREE_INT = RTREE_INT( SIBLINGS_CHILD, 
RECTANGLE ) ] 

if RTREE INT # true ) then 

RTREE INT = RTREE_INT( SIBLINGS_X,RECTANGLE 

else 

RTREE INT = false 

return 

end RTREE INT 

Figure 15. Rectangle Intersection Algorithm for 
Rectangle-tree 
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quadtree structure, giving what shall be called a black 

quadtree, the results of Table 2 are obtained. 

Table 1. Runs on Complete Quad trees 

Run 1 2 

Image size 256x256 256x256 

No. o~ images 49 50 

I No. of test rectangles 50 50 . I per image 

I Avg. no. of intersections 20.92 23.50 

Avg. ·no. of non- 29.08 26.50 
intersections 

Avg. no. of accesses for 17.45 17.23 
quadtree 

Avg. no. of records in 1497.57 1597.88 
quadtree 

Avg. no. of accesses for 3.24 3.49 
rectangle-tree 

Avg. no. of records in 325.00 338.78 
rectangle-tree 

Note also that the rectangle-tree encodes only the area 

of the image enclosed by the rectangle which bounds the 

polygonal region. A similar technique could be employed for 

quad trees, i.e. first surround the region with a minimal 

rectangle, then make regular divisions of this rectangle to 
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Table 2. Black Quadtree Comparison 

Run 3 

Image size 256x256 

No. of images 49 

No. of test rectangles 50 
per -image 

Avg. no. of intersections 

Avg. no. of non-
intersections 

Avg. no. of accesses for 
quadtree 

Avg. no. of records in 
quadtree 

Avg. no. of accesses for 
rectangle-tree 

23.53 

26.47 

11.02 

975.76 

3.67 

Avg. no. of records 
rectangle-tree 

in I 357.59 
I 

form the tree. This should lead to faster determination of 

null intersections for black quadtrees. The results for this 

modified black quadtree structure are given in Table 3, and 

are, in fact, an improvement over the black quadtree. How-

ever, since the minimal rectangle enclosing the region is not 

2n x 2n, in general, divisions can not be guarranteed to be 

exactly equal. Thus some of the encoding techniques for 

quadtrees are not applicable to this modified structure. 
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Table 3. Modified Black Quad tree Comparison 

Run 4 5 6 

Image size SOOxSOO 200x200 200x200 

No. of images 1 10 46 

No. of test rectangles 50 20 50 
per image 

Avg. no. of intersections 27 8.80 25.59 

Avg. no. of non- 23 11.20 24.41 
intersections 

Avg. no. of accesses for 11.16 6.12 7.25 
quadtree 

Avg. no. of records in no data 817.2 781.1 I 
quad tree I 

---1 
Avg. no. of accesses for 6.06 4.29 4. 34 I 
rectangle-tree I 

I Avg. no. of records in no data 302.6 289.4 
I rectangle-tree 

To test the space efficiency of certain tree structures 

Tamminen [ 63] uses a 2 1 0 x 2 1 0 encoding of a black disk. 

Following his lead, the 1024x1024 black disk was used to 

compare quad trees and rectangle-trees. The quad tree of this 

region was found to have 10, 341 nodes, 3, 932 of which were 

black leaves. The rectangle-tree, on the other hand, had 

2,354 nodes, 1,117 of which were black leaves. At first 

glance rectangle-trees would appear to offer a significant 

advantage, however it should be remembered that the regular-
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ity of the quadtree decomposition provides certain possibil-

ities for encoding. 

Gargantini [ 16] has show that it is only necessary to 

store the black leaves of the quadtree and each leaf node can 

be encoded in 3(n-1)+2 bits for a 2n x 2n image. So that for 

this example, only 29 x 3932 = 113,028 bits are required for 

the entire quadtree representation. 

Consider now the rectangle-tree. To represent rectangles 

in a 1024x1024 image, 40 bits are needed, (10 bits for each 

integer.) Also, 12 bits are needed for each pointer and one 

additional bit for the flag field. This means that 65 bi ts 

are required to encode each node. Recall, however, that the 

sibling nodes are derived from the outside and inside rec-

tangles of the parent node. Thus if the outside and inside 

rectangles are completely specified, only a 3-bit code which 

indicates how to derive the child from these two rectangles 

needs to be stored in all the nodes which are siblings to the 

inside node. For rectangle-trees the number of siblings will 

be one less than the total number of black leaves, since the 

root node is not a sibling and for each rectangle that is a 

leaf there is a corresponding outside rectangle which is a 

sibling. So, of the 3, 932 nodes of the example rectangle-

tree, 1,176 will be derived rectangles that only require the 

3-bit code. Therefore the rectangle-tree can be encoded in 

28 x 1176 + 65 x 1178 = 109,498 bits, still a 3.97% improve-

ment over Gargantini's quadtree encoding. 
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The reader may have noted that the rectangle-tree should 

perform well for regions where significant inside rectangles 

can be found. Consider the images depicted in Figure 16 as 

cases where the rectangle-tree should do poorly. For the ro-

tated square of Figure 16(a) the quadtree consisted of 1,365 

nodes, 348 of which were black leaves, while the rectangle-

tree had 489 nodes and 245 black leaves. For the circle en-

coded as in Figure 16(b), the quadtree had 15, 189 nodes, 

3, 244 black leaves, and the rectangle-tree had 2, 391 nodes 

with 1,307 black leaves. 

The performance of both types of tree structures is highly 

data dependent. Obviously, the rectangle-tree will perform 

miserably on a pixel-sized checker board. But, since the de-

sired use for this decomposition is for representing real 

objects (that generally have some substantial area) and not 

just arbitrary images, the rectangle-tree's poor performance 

on the checker board is not of particular concern. However, 

the practically of this type of decomposition in three-

dimensions should be examined in some detail. Enter Chapter 

5. 
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(a) 128 x 128 

(b) 1024 x 1024 

Figure 16. Line Images. 
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CHAPTER 5 - THE RECTANGULAR PARALLELEPIPED-TREE 

The extension of the rectangle-tree to three-dimensional 

shape representation yields a tree of rectangular 

parallelepipeds (RPP's). Thus this decomp·osition can be. 

termed a 11 rectangular parallelepiped-tree 11 or "RPP-tree 11 • 

Sometimes· the term "R-tree 11 will be used to refer to both 

rectangle- and RPP-trees. 

Figure 17 depicts the three-dimensional decomposition of 

RPP-trees. This decomposition is completely analogous to the 

rectangle-tree structure of two dimensions. All of the RPP's 

in the RPP-tree have edges parallel to the coordinate axes 

of a world coordinate system. The RPP-tree has an inside RPP 

and an outside RPP at each node which is "mixed". The planes 

of the boundary of the inside RPP partition the outside RPP 

into 27 smaller RPP's. These 27 RPP's, which include the in-

side RPP, form the children of the outside RPP. Any "mixed" 

children are recursively subdivided in a similar manner to 

form the entire tree. 

Since the increase in dimensionality has lead to a sig-

nificant increase in the number of possible children per 

node, the performance of the RPP-tree should be examined 

closely. 
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Figure 17. RPP-tree Decomposition 
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Experimental Comparison to Octree Structures 

In GIPSY, voxel arrays are stored as multi-band images. 

These multi-band images were· used to conduct experiments on 

the properties of RPP-tree and octree encodings of three-

dimensional objects. 

The RPP-tree was stored in the same manner as the 

rectangle.:..tree of Figure 11. Two fields were added to each 

record to indicate the first and last bands of the record's 

RPP. The other fields, including the pointer and flag fields, 

retained their original definitions. Likewise, octrees were 

stored as in Figure 12 with the addition of fields indicating 

the first and last bands of each RPP. 

For the four-sided polyhedron of Figure 18, positioned in 

a 64x64x64 voxel array as shown, the following results were 

obtained. The octree contained 12,089 nodes, 4,682 of which 

were black leaves. The RPP-tree contained 2,852 nodes, 1,434 

of which were black leaves. 

The intersection algorithms of Figures 14 and 15 can be 

transfered directly to the three-dimensional domain by simply 

replacing all references to rectangles with rectangular 

parallelepipeds. Because the algorithms are based on a gen-

eralized tree structure, no other changes are required. These 

algorithms were used to compare the efficiences of RPP-trees 

and octrees with respect to queries. For 50 randomly gener-

ated RPP' s within the array of Figure 18, the RPP-tree had 
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an average data structure access count of 22.64 accesses per 

rectangle, while the octree had an average access count of 

34.54. However, for the black octree, i.e. the tree contain-

ing only mixed and black nodes, the speed of the octree query 

was much improved. For 50 random RPP's, the RPP-tree averaged 

24.46 accesses and the black octree, only 22.66 accesses. 

For objects that have a little more regularity with re-

spect to the coordinate axes, the properties of the RPP-tree 

become a distinct advantage. Consider the quadrilateral cyl-

inder positioned in a 64x64x64 voxel array as shown in Figure 

19. The octree for this object had 22,569 nodes, while the 

RPP-tree required only 137 nodes, a significant difference 

to say the least. The black octree for this example contained 

12, 148 nodes. The average number of accesses for the black 

octree was 29. 24 compared with 4. 76 for the RPP-tree, when 

50 random intersection RPP's were tested. 

Due to the irregular nature of the RPP-tree decomposition, 

its performance is not affected by a change in image resol-

ution, whereas the octree's performance degrades as the re-

solution is increased. For example, for quadrilateral 

cylinders, the octree does much better against the RPP-tree 

at a corser resolution. In Figure 20, a quadrilateral cylin-

der similar to that of Figure 19 is positioned in a 25x25x25 

voxel array. The octree-like decomposition of this volume 

yielded a tree of 1607 nodes, while the RPP-tree had 52 

nodes. Also, for determining the intersection of 20 randomly 
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Figure 19. Quadrilateral Cylinder 
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Figure 20. Quadrilateral Cylinder at Corser Resolution 
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generated RPP' s with the object, the octree structure re-

quired 11.8 accesses and the RPP-tree, 3.9 accesses, on the 

average. 

Since the size of the octree is highly dependent on the 

position of the world coordinate origin, it may be possible 

to obtain a significant improvement by selecting a more ap-

propriate origin when constructing the tree. To test this 

idea, the origin in Figure 20 was moved to the point where 

the inside RPP of the root of the RPP-tree would correspond 

to an entire octant of the octree. This experiment lead to 

an octree of 943 nodes, a significant improvement over the 

1607 nodes of the previous tree. However, the RPP-tree still 

only contains 52 nodes. It is not affected by translation! 

As a final experiment, the "worst case" of RPP-tree space 

efficiency was tested. In Chapter 4, the worst case space 

efficiency turned out to be a thin square with no sides par-

allel to the coordinate axes. (Figure 16(a).) For the three-

dimensional worst case consider the cube of Figure 21 rotated 

by 45° around the x-, y-, and z-axes, and translated 32 units 

in the positive x-, y-, and z-directions into the the center 

of a 64x 64x 64 image. The object that was encoded was the 

one-pixel-wide solid that comprised the surfaces of the cube. 

The octree for this object contained 8,145 nodes, 2,355 of 

which were black leaves and 4,772 of which were white leaves. 

The RPP-tree had 2,281 nodes, l, 169 of which were black 

leaves. 
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Again, as in the two-dimensional case, the performance of 

the R-tree is highly data dependent. But for a machined part, 

such as as aircraft bulkhead, described as a set of parts 

with fillets removed, there may be enough regularity of shape 

to give the RPP-tree a distinct advantage. The RPP-tree also 

has the advantage of being invariant under transformations, 

which is particularly useful in the inspection scenario. The 

problem remains, however, of obtaining tree decompositions 

from the relational model of the object. This problem is ad-

dressed in the next chapter. 
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CHAPTER 6 - OBTAINING R-TREES 

As mentioned previously tree decompositions, such as 

octrees and R-trees, provide advantages over boundary and CSG 

representations for problems related to robot planning. Ob-

viously, entering these trees by hand would be completely 

intractable. Therefore algorithms to obtain them from other 

representations are needed. This chapter will examine, in 

particular, the problem of obtaining R-trees from the rela-

tional model representation of Chapter 3. However, many of 

the results will be more generally applicable. 

The problem of constructing an R-tree of a part is mainly 

one of determining the inside and outside RPP's that make up 

the tree. The outside RPP is the minimal, enclosing RPP of 

the part, that has edges parallel to the world coordinate 

axes. The inside RPP is the near maximal RPP that has edges 

parallel to those of the outside RPP, and is completely en-

closed by the part. The problem of finding these two types 

of RPP' s spawns two subproblems, one of determining if a 

point on a surface is within a boundary, and another of 

finding a discretized representation of a part. 

This chapter will present solutions to all of these prob-

lems, but in order to facilitate the discussion, the notation 

to be used will first be formalized. 
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Notation 

In this discussion, upper case will be used to represent 

matrices, bold lower case will represent vectors, and lower 

case will signify scalars. 

The representation of Chapter 3 and the development which 

follows both involve homogeneous coordinate systems. A space 

vector in homogeneous coordinates is written 

x 

v y 

z 

w 

The true x, y, and z coordinates of the vector v are x/w, y/w, 

and z/w; however w is usually taken to be unity to simplify 

things. The principle advantage of homogeneous coordinates 

is that a rigid body transformation involving both rotation 

and translation, can be written as a single matrix, 

ol nl P1 tl 

T o 2 n 2 p 2 t 2 

o3 n3 P3 t3 

0 0 0 1 
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The vectors o, n, p are orthonormal and represent the rota-

tional part of the transformation. The vector t represents 

the translational part. 

Note that the inverse of T can easily be computed as 

01 02 03 -o•t 
-1 -n•t T = nl n2 n3 

P1 P2 P3 -p•t 

0 0 0 1 

As mentioned in Chapter 3, in the relational model, lower 

level coordinate systems are related to higher level coordi-

nate systems by the use of these homogeneous coordinate 

transformations. These coordinate systems are called frames 

and include Frame(world), Frame (object), Frame (part), 

Frame(surface), Frame(piece) and Frame(arc). Recall that 

Frame (arc) is refered to as the "lowest level 11 of the model. 

See Figure 7. A transformation that relates a pair of these 

frames can be given two interpretations. One, the transfor-

mation represents a change of coordinates in going from a 

higher level frame to a lower level frame. Or, alternatively, 

the transformation transforms the points of the entities at 

a lower level into the points of the entity represented at a 

higher level. 

For example, suppose a quadric equation in Frame (piece) 

is given by 
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ax 2 + 2bxy + cy 2 + 2dyz + ez 2 + 2fxz 

+ 2gx + 2hy + 2iz + j 0. ( 3 ) 

Suppose further that this piece is a part of a surface de-

scribed in Frame (surface) and that the transformation that 

relates Frame( surface) and Frame(piece) is given by T. 

Equation (3) can be represented in vector form by 

a b f g x 

b c d h y 

f d e i z 

g h i j 1 

0. 

Any quadric can be so represented in a quadratic form in-

volving a real, symmetric matrix P [62]. It will be assumed 

here that all matrices that describe quadrics are symmetric. 

Now, if an equation for this quadric is desired in the 

higher (surface) coordinate frame, a .transformation of vari-

ables is required such that the coefficients for this piece 

equation refered to Frame (surface) are obtained. Thus, a 

transformation that changes the coordinates of the lower 

level piece system to that of the higher level surface system 

is desired. This action is the opposite of that of T as de-

fined in the relational model. Therefore, the transformation 

needed is T-l instead of T. 

The equation in Frame(surface) is thus 
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where 

is the coefficient matrix for the quadric expressed in 

Frame (surface) [ 13). Note that if P is symmetric then Q is 

also symmetric. This is an example of one of the ways in which 

T is used. 

Now consider, if a point p= (p x' 
Frame (piece) satisfies ( 3), the corresponding point q in 

Frame( surface) is given by 

q = Tp. 

This is verified by, 

t p Pp = 0, 

and 
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This is an example of the other type of interpretation that 

can be given to the transformation that relates two frames 

of the relational model. 

The Outside RPP of a Part 

The outside rectangular parallelepiped (RPP) of a solid 

may be determined by locating the solid's extrema in the co-

ordinate directions of the world coordinate system. 

A solid in the relational model of Chapter 3 is repres-

ented as a part. A part is represented by surfaces and edges. 

Each surface is composed of a number of surface patches 

called pieces. And a piece may be described in either of two 

ways, as a quadric surface equation, 

f = vtPv = 0, p (5) 

or as a linear combination of parametric basis functions, 

f (u, v)= CB, ( 6) 

where C= 4 x n coefficient matrix, 

B = n x 1 basis function vector, 

u,v = parametric variables. 
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In the second case, f is a vector function of u and v. The 

surface patch this function represents is thus the graph of 

this function in R 3 • The form of (5) has been called an im-

plicit representation [ 56], and may be thought of as the 

graph of parametric vector functions. The parametric func-

tions for which ( 5) is the graph wi 11 be refered to here as 

the implicit functions of (5). Although (5) can have implicit 

functions y= h(x,z) or x= k(y,z}, the form z= g(x,y) will be 

used in this development for definiteness. 

The implicit function theorem of vector calculus, see 

[37], states the ·conditions under which an implicit function 

can be found. If 

= 0 and 

then z can be expressed as z= g(x, y) for a small ball sur-

rounding v0 . Furthermore, 

This implies that (3) can be expressed as a vector function, 
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x 

fp(x,y) y 

g(x,y) 

1 

Therefore, for either representation of a piece, a vector 

function of the form, 

f (u,v) = p 

x(u,v) 

y(u,v) 

z(u,v) 

1 

can be obtained. The graph of this function is the surface 

patch in Frame(piece). This patch in Frame(world) is given 

by the graph of 

f (u,v) w 

where T is the transformation relating Frame(piece) and 

Frame(world). To locate the critical points (possible 

extrema) of this function in the x, y, and z directions, 

differentiate and set the result to zero. This gives 
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0 = 
a a 

f (u,v) = T • 
au w 

f (u,v) = 
au P 

a 
01 nl P1 tl -x(u,v) 

au 
a 

02 n2 P2 t2 -y(u,v) 
au 
a 

03 n3 P3 t3 -z(u,v) 
au 

0 0 0 1 0 

a a 
o1-x(u,v) + n1-y(u,v) 

au au 

a a 
o2-x(u,v) + n2-y(u,v) 

au au 

a a 
o3-x(u,v) 

au 
+ n 3-y(u,v) 

au 

0 
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= 

a 
+ p 1-z(u,v) 

au 

a 
+ p 2-z(u,v) 

au 

a 
+ p 3-z(u,v) 

au 

( 7) 
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and 

a a 
0 = - f (u, v) = 

av w 
T • - f (u,v) = 

av P 

a 
01 nl P1 tl -x(u,v) 

av 
a 

02 n2 P2 t2 -y(u,v) 
av 
a 

03 n3 P3 t3 -z(u,v) 
av 

J 0 0 0 1 0 

a a 
o 1-x(u,v) + n 1-y(u,v) 

av av 

a a 
o2-x(u,v) 

av 
+ n 2-y(u,v) 

av 

a a 
o 3-x(u,v) 

av 
+ n 3-y(u,v) 

av 

0 

Chapter 6 - Obtaining R-trees 

= 

a 
+ p 1-z(u,v) 

av 

a 
+ p 2-z(u,v) 

av 

a 
+ p 3-z(u,v) 

av 

( 8) 
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Thus for each direction, x, y, and z, there are two 

equations in u and v to be solved for all possible extremal 

points (u0 , v 0). Each of these points may be tested as an 

extrema by plugging in the appropriate Hessian matrix. For 

example, the Hessian for the x-direction is given by, 

[ az l [ az l --f -f· 
avau w x av 2 w x 

where the x subscript on the inner vectors indicates that 

only the x-component of the vector is used. If H is positive x 
(negative) definite at (u0 ,v0 ), then (u0 ,v0 ) is a local min-

imum (maximum) in the x-direction. 

The primary description case is of special interest, so 

it will be examined in more detail. The primary description 

is given by (5) where 

a 0 0 d/2 
p = 0 b 0 e/2 

0 0 c f /2 

d/2 e/2 f/2 g 
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Thus 

a a 
[ fp (v) l = 

2ax + d 

vtPv ] = 2Pv = 2by + e 
av av 

2cz + f 

0 

Recall that z= g(x,y), so 

ag/ax = 
-( 2ax + d 

2cz + f 

-( 2by + e 

( 2cz + f 

Therefore, 

x 1 
a a a 
-f = T•- f = T•- y = T• 0 = T• 
ax w ax p ax 

1 

0 

g(x,y) ag/ax - pax+d} 
(2cz+f) 

1 0 0 
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and 

x 0 0 
a a a 
-f = T•- f = T•- y = T• 1 = T• 1 
ay w ay p ay 

g(x,y) ag/ay -{2by+e} 
.(2cz+f) 

1 0 0 

Thus, for the primary description, (7) and (8) become 

0 -
(2ax+d) 

1 P1 
(2cz+f) 

0 -
(2ax+d) 

2 P2 = 0 (9) 
(2cz+f) 

0 -
(2ax+d) 

3 P3 
(2cz+f) 

0 
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and 

n - (2by+e) 
1 pl 

(2cz+f) 

n - P2 
(2by+e) 

2 0 (10) 
(2cz+f) 

n - P3 
(2by+e) 

3 
(2cz+f) 

0 

Note that these equations are meaningful only for the di-

rections in which the p vector is not zero. For instance, if 

p 1 = 0, then the x-direction equations digress to o 1 = 0 and 

n 1= 0, which are of no value in determining extrema. Fortu-

nately, the form of ( 9) and ( 10) is a direct result of the 

choice of the implicit function. Therefore, when p 1= 0, one 

of the other forms, y= h(x,z) or x= k(y,z), could be utilized 

in obtaining a solution. Since o, p, and n are orthonormal, 

one of the implicit forms will provide a valid approach for 

a given direction. Also, it is not necessary that each di-

rection use the same implicit form in a solution - different 

implicit functions can be used for the solution of extrema 

in different directions for a given piece. 

Obviously, a solution (x0 , y0 , z 0 ) of (9) and (10) must 

satisfy 
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XO 
a 

f ( Yo J. 0 ,.. 
az p 

zo 
1 

in order to qualify as a possible extrema. If this condition 

is not satisfied, a different implicit form must be used. 

Once a minimum (maximum) has been found, it must be as-

certained whether or not this value (u0 , v 0 ) occurs in the 

actual domain of the piece. For the secondary description 

this is simply a matter of determining if (u0 , v 0 ) is within 

the u- and v-intervals specified in the attribute-value table 

of the secondary description since the parameterization is 

the same in either coordinate system, i.e. 

q (u,v)= T•q (u,v) w p 

for all u and v. 

For the primary description, this is not so simple. The 

quadric equation describes an entire surface, such as an el-

lipse, but the piece represented by the description may be 

only one small patch of this ellipse. The x, y, and z, values 

range over the intervals given in the attribute-value table 

only if the piece is a rectangular one. Otherwise, the values 

give only a bound on the domain and the actual domain is de-

termined by the boundary of the piece. 
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The usual technique for describing quadrics in a boundary 

representation is to use constraining equations on the x, y, 

and z parameters [36,68], rather than this more general ap-

proach of a boundary of arcs. Constraining equation ap-

proaches simplify the solution to the point-membership 

problem but make the solution of the bounding RPP problem 

more difficult [ 68]. The problem of determining if a point 

satisfying the primary description equation is in the domain 

of the piece, dubbed the point-in-boundary problem, will be 

considered in the next section. For now it will be assumed 

that this problem can be solved so that the solution to the 

bounding RPP problem can be completed. 

If (u0 , v 0 ) is in the piece domain, then it could be a 

global minimum (maximum) for the direction for which is was 

computed (x, y, or z.) Thus, compare it to the global minimum 

(maximum) so far. If it is smaller (larger) then let it be 

the new global minimum (maximum). If this is done for al 1 

pieces of the part, the bounding RPP can be determined as 

(xmin' xmax' Ymin' Ymax' 2 min' 2 max) · However, if (uo, vo) 

is not in the piece domain, or there are no critical points 

for a piece, then the arcs of the piece must be checked to 

see if the minimum (maximum) occurs there. 

The problem of finding extrema on arcs is exactly analo-

gous to the surface patch case. The problem is merely one of 

one fewer dimensions. Thus for the primary description 
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f = utRu a a 0 0 c x = 0, 

0 b 0 d y 

0 0 0 0 0 

c d 0 f 1 

which can, under conditions similar to before, be written as 

a vector function, 

or 

f ( x) = a 

x 

g(x) 

0 

1 

h(y) 

f (y) = y a 

0 

1 

For the secondary description, 

x(t) 

f a(t)= CB = y(t) 

z(t) 

1 
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so that the arc can always be represented as a graph of a 

vector function of one parametric variable. 

The critical points, then, are solutions of 

a a 

at 
f ( t) = w T • 

at 
f (t) = 0 a I 

exactly like before. The entire solution proceeds as that of 

the surface case. 

One simplification that can be made in the solution to the 

arc problem is that of not computing the Hessian for arc 

critical points. Determining whether the Hessian is positive 

or negative definite will require at least three floating-

point comparisons, but it is relatively easy to determine if 

a point is in the domain of an arc. Thus, it is generally more 

efficient to locate extrema by comparing all critical points 

in an arc's domain to the global extrema computed so far, 

than to compute the Hessian to determine if a critical point 

is a local minimum or maximum. 

Using the results of this section, the algorithm for de-

termining the outside RPP is straight-forward. All pieces are 

tested for local extrema and these compared to determine the 

global values. If a piece does not have a local maximum or a 

local minimum, the arcs of the piece boundary are tested for 

global extrema. This algori thrn results in the minimum x, y, 

and z coordinates, and the maximum x, y, and z, coordinates 

for the part. These six values define the minimal volume RPP 
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bounding the part with edges parallel to the world coordinate 

axes. 

Point-in-Boundary Problem 

The problem of determining whether or not a point q 0 , 

satisfying ( 5), is inside the area of the surface enclosed 

by the piece boundary, is closely related to the well-known 

point-in-polygon problem detailed in [ 9, 20, 50, 61] . In fact, 

the point-in-boundary problem can be considered a gener-

alization of the point-in-polygon problem with the re-

strictions to planar surfaces and boundaries of only straight 

line segments removed. 

The basic idea behind the solution to the point-in-polygon 

problem is as follows. The boundary of the polygon is di-

rected, just as boundaries of the relational model are di-

rected in a right-handed sense. This means that the segments 

of the boundary are ordered in a manner that gives one com-

plete traversal of the boundary. Also, each segment is di-

rected from its predecessor to its successor. The boundaries 

of the relational model are directed in a right-handed sense. 

Now, if a ray is extened from the point being tested, as shown 

in Figure 22, it may have a number of intersections with the 

boundary. Each intersection has a sense, positive or nega-

tive, determined by the direction of the cross-product of the 

segment direction with the ray vector. For example, cross-

Chapter 6 - Obtaining R-trees 86 



test point 

boundary 

ray 

Figure 22. Point-in-Polygon Solution. 
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products pointing into the page of Figure 22 could be defined 

to be negative and thus, cross-products pointing out of the 

page would be positive. 

Intuitively, if the number of intersections of the ray 

with the boundary is even, the point is outside the polygon, 

but if the number is odd, the point is inside. This is true 

except when the ray intersects a vertex of the polygon. In 

this case, the senses of the intersections must be examined 

to determine whether or not the ray has actually crossed the 

boundary. If both intersections have the same sense, then the 

boundary is crossed, otherwise it is not. If a segment of the 

boundary coincides with the ray, then intersections with that 

segment are ignored and the intersections with the arcs at 

the segment's endpoints are treated together as a vertex 

intersection. Thus, for straight line boundaries, the number 

of crossings can always be determined and the point-in-

polygon query correctly answered. 

However, if this particular technique is generalized to 

handle boundari~s of planar surfaces which include non-linear 

arcs, a difficulty arises. For non-linear arcs, the natural 

vector to represent the direction of the arc would be a vec-

tor lying along the tangent to the arc at the point of 

intersection. This works fine except in the case of Figure 

23. Here, the ray intersects a vertex of the boundary in such 

a way as to coincide with the direction of the tangent of 

arcj. Thus, there is no way to distinguish the boundary-
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crossing intersection of Figure 23(a) from the non-crossing 

intersection of Figure 23(b), and the point-in-boundary query 

can not b~ answered. Due to this complication, the basic idea 

for the point-in-boundary query must be slightly modified 

from that of the point-in-polygon query. 

The solution to the point-in-boundary problem is based on 

the idea that, for any point on the surface and any simply-

connected boundary of arcs also on the surface, a line can 

be drawn along the surface from the point to some arc of the 

boundary without crossing any other arcs of the boundary. 

Figure 24 (a) shows this type line from point to boundary, 

while Figure 24(b) depicts an invalid line connecting point 

and boundary. Once such a line is created, the right-

handedness of the boundary, the direction from point to 

boundary along this line, and the direction of the outward 

surface normal, can all be used to determine if the point is 

inside or outside the boundary. 

The complete algorithm for determining if a point q0 lies 

inside the piece boundary is a follows. (It is assumed that 

the point does not lie on the boundary itself.) 

1. Choose an arc from the list of arcs given in the piece 

boundary. Call this arc .. 
J 

2. Find a point q 1 on arc. which is not an endpoint of arc .. 
J J 
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Figure 23. Indistinguishable Boundary Intersections. 
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Figure 24. Point-to-Boundary Connections. 
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3. Calculate the surface normal at q 1 . By the relational 

model conventions previously described, the outward sur-

face normal is 

4. The plane which contains both n(q 1 ) and the line segment 

·from q 0 to q 1 is given by [57], 

t q v = 0, ( 11) 

where 11 x 11 signifies the cross product. The simultaneous 

solution of (5) and (11) represents an arc connecting q 0 

to q 1 along the surface. This arc can be transformed to 

two-dimensional coordinates to determine its direction 

vector, and its x- and y-interval bounds, by the follow-

ing transformation. 

z = q 
TClT x - ql - q 0 / 

T = 

0 0 0 1 
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Via this transformation, (5) becomes 

t = V Qv · = 0 / (12) 

and (11) becomes z=O . Thus, by plugging z=O into (12), 

a planar conic representation of the arc is obtained, 

giving the system depicted in Figure 25. Choose the 

smaller arc segment connecting p 0 to p 1 and call this 

arc01 . This arc, back in the piece coordinates, wi 11 

contain the final arc which connects q 0 to the boundary. 

In this two-dimensional system the x-interval and y-

interval limits of the arc can be easily determined. 

Also, the direction vector r of arc01 at p 1 can be ob-

tained by choosing a vector along the tangent to arc 01 

at p 1 which lies in the plane perpendicular to the sur-

face normal. 

5. Let i= 1. 

6. If arci of the boundary and arc01 intersect, excluding 

the intersection of arcj and arc01 at the point q 1 , then 

extract the sub arc of from q 0 to the point of 

intersection closet to q 0 along arc01 . Let this sub arc 

be the new arc 01 connecting q 0 to the boundary. Let the 

point of intersection of this new arc 01 with the boundary 

be the new point q 1 . Intersections between arcs can be 
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Figure 25. Planar Conic Arc 

Chapter 6 - Obtaining R-trees 94 



determined by transforming them into the same coordinate 

system and solving the resulting equations. To do this, 

a primary description of an arc may be thought of as the 

intersection of the z=O plane and a conic cylinder. This 

allows the techniques of pages 70-72 to be used to 

transform these two equations (and thus the arc) to any 

coordinate system. So the intersection problem becomes 

one of solving four simultaneous equations in three un-

knowns. This can be solved by standard algebraic methods. 

7. Let i= i + l; ·if i s (number of arcs in the boundary) then 

go to step 6. 

8. Arc01 now connects the test point q0 to the boundary at 

point q 1 on some arc, call it arck. No part of the 

boundary intervenes between q0 and q 1 along arc01 . As in 

step 4, a direction vector r for arc01 at point q 1 can 

be determined. Similarly, a direction vector t for arck 

at the point q1 can be obtained. 

9 . Let m = r x t . 

10. If m= 0, then the vectors r and t are collinear and the 

test for point-in-boundary can not be completed at this 

point. In this case, a new arc. may be chosen in step 1, 
J 
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or a new point q 0 chosen in step 2, and the subsequent 

steps repeated to generate new r and t vectors. 

11. If m • n ( q 1 ) > 0, then the point q0 is inside the piece 

boundary, since the boundary is right-handed and the 

cross-product of r and t has given the same direction as 

the surface normal. 

12. If m • n(q1 ) < 0, then the point q0 is outside the piece 

boundary. 

Figure 26 illustrates the use of this algorithm for a 

point-in-polygon problem. 

A Discretized Representation 

Once the outside RPP of a part has been determined, in 

order to obtain the tree decomposition, e.g. octree or R-

tree, the part must be converted to a discretized represen-

tation. The part must be represented in a voxel array to 

facilitate the tree building algorithms. 

This voxel array representation is obtained by dividing 

the bounding RPP of the part into a regular array of rectan-

gular parallelepipeds (voxels) of the resolution size de-

sired. For octrees, array elements will generally be cuboids. 

These cuboids must be of a certain size and aligned with the 
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voxel array of the univese cube. Thus the size and position 

of the bounding RPP is highly constrained for octrees, as is 

the resolution in each coordinate direction. The R-tree, 

however, is independent of the uni verse origin and can 

therefore take full advantage of the minimal bounding RPP 

found earlier. In addition, since the voxels for R-trees are 

not constrained to cuboids, different resolutions can be used 

for the three coordinate directions. 

The number of divisions along each axis directi·on of the 

outside RPP determines the resolution of the voxel array. The 

part is represented in this array by voxels containing any 

of the interior of the part being labeled as interior voxels 

and all others being labeled exterior voxels. Once this has 

been achieved the algorithms of the remaining two sections 

of this chapter will be applicable. 

The labeling of interior voxels first requires that the 

voxels that contain the part surf aces be labeled as boundary 

voxels. This is done by extending straight lines from the 

centers of the rectangular divisions of three faces of the 

outside RPP. Recall that the edges of the outside RPP are 

parallel to the world coordinate axes, so that the straight 

lines extended are parallel to the world coordinate axes 

also. The voxels in which these lines intersect the pieces 

of the surfaces of the part are labeled as boundary voxels. 

For example, consider Figure 27. This figure depicts the la-

beling of boundary voxels for one piece of a part surface. 

Chapter 6 - Obtaining R-trees 98 



Straight lines are extended from the centers of the rectan-

gular divisions of one x-z face of the outside RPP. These 

lines, represented parametrically, can be transformed to 

Frame (piece) and there checked for intersection with the 

piece. The y-coordinate of the intersection in Frame(world) 

determines which voxel (x,y,z) is to be labeled as a boundary 

voxel. Since it is possible for an x-z line to miss the piece 

surface narrowly in some voxels, lines should also be ex-

tended from a x-y face and a y-z face, and tested in a similar 

manner. It will still be possible for the piece to intersect 

an unlabeled voxel, but since the volume of the intersection 

will now be much smaller than the resolution of the array, 

such intersections may be ignored. 

During the labeling of the boundary voxels, the surfaces 

related to holes in the part may be included so that the voxel 

representation, and thus the trees, will contain this infor-

mation. The hole information was not needed for the outside 

RPP calculations and is easily included here by adding a few 

surfaces to the total part description. This process of la-

beling boundary voxels is expensive time-wise, primarily be-

cause, when the primary description of a piece is 

encountered, the point-in-boundary algorithm must be invoked. 

With the boundary voxels labeled, the interior and exte-

rior voxels may be labeled by using a three-dimensional con-

nected components algorithm [3] on the unlabeled voxels. The 

boundary voxels may then be relabeled to either interior or 
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Figure 27. Single Piece Example of Discretization 
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exterior voxels, depending on which relabeling will produce 

the more desirable type of error, some of the part not being 

encoded or some free-space being encoded as a solid. 

The process of discretizing the part is a very time-

consuming process. It need be done only once for R-trees so 

long as the part is not rotated. It need be done only once 

for octrees also, so long as the part is not rotated, or 

translated a distance other than an integer multiple of the 

base cuboid size. If the part is translated an integer mul-

tiple of the base cuboid size, it is possible to rebuild the 

octree from the octree of the untranslated part. Thus, for 

many applications, the di scretizing of the object can be 

considered a preprocessing task. 

The Inside RPP 

The outside RPP has been determined and a discretized 

representation of the part obtained. It would seem that tree 

building algorithms are now in order. However, there is one 

major problem of the R-tree concept that has yet to be ad-

dressed. How is the inside RPP to be determined? 

One technique for determining the inside RPP was presented 

by Lee, et. al. (31]. This algorithm used the three-

dimensional distance algorithm, developed by Lee (30] from 

the two-dimensional case (47], in an extension of an earlier 

idea used in two-dimensional feasibility studies (21]. Un-
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fortunately, this approach does not find the maximum volume 

inside RPP in all situations and therefore leads to less than 

optimal R-trees. 

Another algorithm is presented here which always finds the 

maximum volume inside RPP for the given voxel array repre-

sentation of a solid. This algorithm operates on the prin-

ciple that the total number of possible inside RPP' s is 

finite, and that the maximal RPP can be determined by a 

structured search over a relatively small number of these 

possible RPP's. In addition, this search can be conducted in 

a single pass of the array. This is an advantage when arrays 

are stored as images, i.e. row-by-row in auxiliary storage. 

Consider the two-dimensional example in Figure 28. The 

reader should note that rectangles 1 and 2, although they are 

possible inside rectangles, should not be considered since 

there exists much large_r rectangles which contain these 

smaller ones. In fact, it is possible to extend any inside 

rectangle which does not touch the boundary until it does 

touch the boundary, forming a larger inside rectangle. 

Therefore, the maximal inside rectangle must touch the 

boundary in at least two points. 

Suppose, then, that the image is processed row-by-row. At 

each row, the boundary will delimit strings of continuous 

interior pixels. These strings of pixels give one maximum 

dimension of rectangles crossing the row. Substrings of these 

strings can be components of the maximal inside rectangle 
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Figure 28. Possible Inside Rectangles. 
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only if they are delimited by the boundary on other rows. For 

example, Figure 29 depicts the row-by-row strings delimited 

by a two-dimensional boundary. The maximal inside rectangle 

is shown as a shaded region. Note that this rectangle is de-

1 imi ted by the boundary at row 1 7 and at row 7 5, and is 

elsewhere contained by the strings on each row. 

This suggests the following algorithm for locating maximal 

inside rectangles in two-dimensional images. Maintain two 

lists, one for the rectangles being generated at the current 

row, and another for the rectangles of the previous rows. The 

rectangles of the previous rows list compose the set of all 

possible rectangles delimited by the boundary on previous 

rows, which can still be extended to the current row. The 

current row list, which is generated as the current row is 

processed, consists of rectangles created by the combination 

of the limits imposed by the continuous strings of interior 

pixels in the current row and the limits of the rectangles 

to be extended from the previous rows. Thus if the first and 

last column limits of a rectangle from the previous rows list 

is not contained by a string of interior pixels in the cur-

rent row, the rectangle can not be extended further and has 

reached its maximal size. Any rectangle so completed is de-

leted from the lists and tested against the maximum area 

rectangle found so far. 

After creating all the possible rectangles that can be 

extended into current row or that could begin at the current 
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row, and adding these to the current row list, the previous 

rows list is no longer needed and may be deleted. The current 

row list becomes the previous rows list upon moving to the 

next row in the image, and a new current row list will be 

generated. By maintaining this running list of possible 

maximal rectangles, the inside rectangle can be determined 

in one pass of the image. For the example of Figure 29, where 

the image size is lOOxlOO, no more than 119 rectangles are 

examined by the algorithm. 

For three-dimensional images, where the added dimension 

is created by having multiple-band images, the same ideas are 

applicable. The algorithm for the two-dimensional case can 

be used on the current band and the resulting rectangles 

compared with the RPP' s to be extended from the previous 

bands. Those RPP's which can be extended, and those that are 

newly created by the limits imposed by the rectangles of the 

current band, are added to a current band list. Those which 

can not be extended are completed and compared with the max-

imal RPP encountered so far. As before, the current list be-

comes the new previous list and the image can be explored in 

one pass. 

Tree Building 

Procedures for building octrees are well-known and are 

basically an extension of the quadtree building procedures 
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decribed by Samet [ 51, 52] . 

R-tree follows. 

The procedure for building an 

Giv~n a solid represented by labeled voxels in a bounding 

RPP, such as that .obtained as previously described, the in-

side RPP of the solid can be determined using the algorithm 

described in the preceding section. By extending the planes 

of the faces of the inside RPP to the outside RPP, the image 

will be segmented into 27 subregions, as shown in Figure 17. 

Those of these subregions which contain some interior voxels 

will constitute the children nodes of the outside RPP. The 

children nodes will be ordered in the final tree. The inside 

RPP, which is labeled "full", meaning it contains only inte-

rior voxels, is always the first child of the outside RPP. 

Each child subregion will be examined according to some 

arbitrary order. If a subregion contains no part of the 

solid, i.e. no interior voxels, that subregion of the outside 

RPP need not be processed further. Otherwise, the subregion 

is treated as an outside RPP and the inside RPP for this child 

is determined by the same algorithm used before. This process 

is continued all the way down the tree until the desired re-

solution is reached. 

Thus, the subtree for a child is completed before proc-

essing any of its siblings - the tree is built depth-first. 

The children at any node of the tree are ordered according 

to the size of their inside RPP's. The child with the largest 
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inside RPP will be the second child of the node, the inside 

RPP being the first. 

Note that the R-tree must be built from the top-down, 

while the octree may be built from the bottom-up. This means 

that the R-tree building procedure could have a greater exe-

cution time. However, since the R-tree, for many types of 

solids, results in considerably fewer nodes, the difference 

in processing times may not be significant. Also, generating 

either type of tree is generally a time-consuming process so 

that this chore is usually delegated to a preprocessing phase 

where speed efficiency is less critical. 

Now that the procedures for building R-trees have been 

established, some operations with these tree decompositions 

will be examined. 
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CHAPTER 7 - OPERATIONS ON R-TREES AND OCTREES 

For a robotic system, there are three operations on tree 

decompositions that are of particular importance. Since ro-

bots typically manipulate the objects in their environment, 

or objects are moved to facilitate inspection tasks, it is 

important to be able to translate and rotate the tree decom-

position representations. Also, since collision checking is 

a prominent operation in planning robot movements, a system 

must be able to determine if two trees intersect. 

This chapter will review the principles of these three 

operations with respect to R-trees and octrees. 

Translation 

Several authors have presented algorithms for the trans-

lation of octrees [3,25,38). These algorithms either require 

that translations occur only in integer multiples of the base 

voxel size [3], or that some error is incurred in the trans-

lated octree so that the original octree must always be 

stored for further translations [38). In either case, trans-

lation of an octree requires rebuilding of the tree. 

R-trees, however, are independent of the world coordinate 

system with respect to translation. The actual R-tree will 

be an integer decomposition of the discretized represen-
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tation. That is, the RPP's that make-up the tree will be de-

fined by the integers, first column, last column, first row, 

last row, first band, and last band, within the discretized 

outside RPP. This integer representation is less expensive 

space-wise than storing the actual real number positions of 

these RPP's. To locate the outside RPP a single real vector 

I is needed. If the R-tree is to be translated (by any 

amount,) the only modification is to I. Thus, translation of 

R-trees is trivial. 

Rotation 

Arbitrary rotation of octrees is not possible, although 

some schemes have been presented for obtaining approximations 

to rotated trees [ 7, 38]. Rotations by multiples of 90° are 

possible with octrees and several algorithms have been given 

[25,38]. These algorithms are based on the fact that a rota-

tion by a multiple of 90° results in a reordering of the nodes 

of the tree. No new nodes are created and the entire opera-

tion can be carried out by a simple relabeling algorithm. 

Since R-trees are composed of RPP's aligned with the world 

coordinate axes, as are octrees, they have the same proper-

ties with respect to rotations as do octrees. Arbitrary ro-

tations of R-trees are not generally possible, though 

approximation schemes could be devised. Rotations by multi-

ples of 90° are possible and require only that each node of 
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the tree be relabeled. For example, for a rotation of 90° 

about the x-axis, where columns of the outside RPP image 

segment the x-axis of the world coordinate system; the (first 

row, last row) pair of each node is swapped with the (first 

band, last band) pair of that node. If the outside RPP did 

not have an edge lying in the x-axis of the world coordi-

nates, then the position vector I must also be updated to 

complete the operation. This is an advantage over the octree, 

which must be translated to the origin, rotated, and then 

translated back to complete the operation. 

Interference Detection 

The algorithm for determining whether two objects repres-

ented by octrees have any voxels in common is well-known [7]. 

This algori thrn is given in Figure 30, slightly modified to 

accommodate a generalized tree structure. The octrees tested 

by this algorithm are in the form described in Chapter 5. It 

is assumed that there is a routine READ which obtains a node 

of a tree from the data structure. As before, the number of 

accesses to the octree data structures is an indication of 

the amount of processing done by the algorithm. 

Recall that the octrees of two objects share the same 

universe cube. Also, because the tree decomposition is a 

regular one, the positions of the eight children of the uni-

verse cube are the same for either object, as are the posi-
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procedure OCTREES INT( X, Y ) 

II intersect the octree pointed to by X 
with the octree pointed to by Y II 

if ( X F 0 ) and ( Y ~ 0 ) then 

call READ( X, RPP_X, CHILD_X, SIBLING_X, STATUS X 

call READ( Y, RPP_Y, CHILD_Y, SIBLING_Y, STATUS Y 

if ( STATUS X ~ void ) or ( STATUS_Y = void ) then 

OCTREES INT = OCTREES_INT( SIBLING_X, SIBLING Y 

else 

if STATUS_X = full ) or STATUS Y = full ) 

then OCTREES INT = true 

else 

OCTREES INT = OCTREES_INT( CHILD_X, CHILD Y 

if ( OCTREES_INT F true ) then 

OCTREES INT = OCTREES_INT( SIBLING_X, 
SIBLING Y ) ] 

else 

OCTREES INT = false 

return 

end OCTREES INT 

Figure 30. Octrees Intersection Algorithm 
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tions of the children of any octant in the tree. Thus, at all 

levels of the octrees of the two objects the node RPP's ex-

actly c~rrespond, that is, provided both octrees have nodes 

down to that level. This means that no routine is needed to 

determine if two RPP's intersect, and that the algorithm need 

only compare the TYPE fields of corresponding octants to de-

termine if an intersection exists. However, this also means 

that the octree must retain both its white and black nodes, 

and therefore take-up more space. 

Unfortunately, the R-trees of two objects do not share a 

universe RPP, nor are their nodes guarranteed to correspond 

in any uniform manner. This requires that a child of one R-

tree, whose parent node intersects a node of another R-tree, 

may have to be compared with each child of the node of the 

other R-tree in order to determine an intersection. If no 

intersection is found for this child, then its sibling must 

be compared with each child of the intersecting R-tree node. 

This process will continue until each child of the first R-

tree has been tested with every child of the second R-tree, 

(or until an intersection is found.) Thus, the R-tree algo-

rithm has worse complexity due to the irregularity of the 

decomposition, but it should be remembered that the major 

factor determining the speed of processing is the nature of 

the two objects and their (non-)intersection. 

The algorithm for detecting interference between two R-

trees is given in Figure 31. As in earlier algorithms, the 
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subprograms READ and INTERSECTS are assumed. It is also as-

sumed, for simplicity, that the array encodings of the R-

trees have the same or:i,gin. If this was not the case, the 

RPP's of one tree would have to be translated before the use 

of the INTERSECTS function. 

The reader should note that if the objects are far enough 

apart so that the bounding RPP's at the highest level of the 

two R-trees do not intersect, this will be detected imme-

diately; whereas the octree intersection, depending on the 

size of the objects with respect to the size of the universe 

cube, may take a considerable amount of computation. The same 

is generally true if two objects overlap greatly. In this 

case, their inside RPP's will intersect, resulting again in 

early detection. For example, consider the exact alignment 

of the 64x64x64 images of Figures 18 and 19. The intersection 

of the R-trees of these objects, using the RTREES_INT algo-

ri thrn encoded in Rational FORTRAN, resulted in an inter-

section being detected after only four accesses to the data 

structures. The octree algori thrn, however, required 40 ac-

cesses to the octree data structures. 

For the other combinations of objects in Chapter 5 the 

following results were obtained. The intersection of the 

quadrilateral cylinder of Figure 19 and the rotated, cubic 

shell obtained from Figure 21 yeilded an access count of four 

for the R-tree representations, and an access count of 44 for 

the octree representations. Again, the R-tree algorithm per-
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procedure RTREES_INT( X, Y ) 

II intersect two R-trees pointed to by X and Y II 

if ( X # 0 ) and ( Y # 0 ) then 

call READ( x, RPP_X, CHILD_X, SIBLING_X, FULL X 

call READ( Y, RPP_Y, CHILD_Y, SIBLING_X, FULL Y 

if INTERSECTS( RPP_X, RPP_Y ) then 

[ if ( FULL X ) and ( FULL Y ) then 

RTREES INT = true 

else if ( FULL_X ) then 

RTREES_INT = RTREES_INT( X, CHILD Y 

else if ( FULL Y ) then 

RTREES INT = RTREES INT( Y, CHILD X ) 

else 

) 

RTREES INT = RTREES INT( CHILD_X, CHILD Y 

else 

if RTREES INT # true ) then 

RTREES INT = RTREES_INT( X, SIBLING Y 

if ( RTREES_INT # true ) then 

RTREES INT = RTREES_INT( SIBLING_X, Y ) 

RTREES INT = false 

return 

end RTREES INT 

Figure 31. R-trees Intersection Algorithm 
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forms well in this case, due to the compactness of the R-tree 

representation for the quadrilateral cylinder. A less compact 

R-tree representation, such as that of the four-sided 

polyhedron of Figure 18, intersected with the cubic shell 

results in a poorer performance by the R-tree. Detection of 

interference between the polyhedron and cubic shell required 

26 accesses for the R-trees and 82 accesses for the octrees. 

From these results it would appear that R-tree interfer-

ence detection is faster than octree interference detection. 

This is generally true when there is a fair amount of overlap 

between the objects, or when the objects have fairly space-

efficient R-tree representations. However, consider the 

intersection between the polyhedron of Figure 18 and the ob-

ject of Figure 32. Here, there is not much overlap between 

two objects with rather inefficient R-tree representations. 

Interference between these objects was detected by the R-tree 

algorithm after 124 accesses to the R-trees, and by the 

octree algorithm after 40 accesses to the octrees. 

The real deficiency of the R-tree algorithm is the worst 

case performance. The octree algorithm will never require 

more accesses than twice the number of nodes in the smaller 

octree. The R-tree algorithm, on the other hand, can make 

several times as many accesses to the data structures as 

there are nodes in the largest R-Tree. As an example, con-

sider the object of Figure 32 shifted slightly to the posi-

tion shown in Figure 33. This shifted object now narrowly 
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Figure 33. Shifted Small Polyhedron 
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misses intersecting the polyhedron of Figure 18. The R-tree 

algorithm determines that there is no intersection only after 

29,630 accesses to the R-trees. 
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CHAPTER .8 - CONCLUSIONS 

This thesis has shown that an irregular decomposition can 

have some advantages over a regular decomposition of space. 

These include better space efficiency and less representation 

variation under rigid body transformations. The principle 

disadvantage of an irregular decomposition is that interfer-

ence detection between two irregularly decomposed objects can 

require much greater time-complexity. However, the perform-

ance of both types of decompositions is highly data depend-

ent. 

In addition, this thesis has shown how to obtain tree de-

compositions from certain types of boundary and CSG repres-

entations. In particular, the sections of Chapter 6 involved 

with finding the bounding RPP. of a part and obtaining 

discretized representations, are the central steps needed for 

obtaining both octrees and R-trees from these other repres-

entations. 

For the inspection scenario, it is the author's opinion 

that R-trees would prove more useful than a straight octree 

encoding. The octree for a machined object the size of an 

aircraft bulkhead would be prohibitively large if built to 

accommodate a resolution sufficient for the inspection task. 

In addition, the octree would not be readily translatable, 

as mentioned earlier in this thesis. These two factors over-
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shadow the poorer performance of R-trees in interference de-

tection. Also, remember that the bulkhead is divided into 

parts which are the rather blockish structures of ribs, webs, 

and flanges. The regularity of many of these shapes with re-

spect to the world coordinate axes would lead to relatively 

simple R-trees, such as those obtained for the quadrilateral 

cylinders of Chapter 5. Interference detection between the 

robot arms and a set of small R-trees could be done quickly, 

and the exact representation of the relational model could 

be indexed by the trees for fine inspection tasks. 

Hopefully, this thesis has demonstrated that the current 

status of object representation is not the final word on the 

subject, as some seem to believe. There are still many ave-

nues to explore. Some areas in which additional research 

seems warranted include a more general comparison of regular 

and irregular decompositions, the wide-spread introduction 

of mathematical topology into the problems of object repre-

sentation, and an exploration of other combinations of regu-

lar and irregular decompositions for use in robotic systems. 
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