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Computational Techniques for the Analysis of
Large Scale Biological Systems

Tae-Hyuk Ahn

(ABSTRACT)

An accelerated pace of discovery in biological sciences is made possible by a new generation
of computational biology and bioinformatics tools. In this dissertation we develop novel
computational, analytical, and high performance simulation techniques for biological prob-
lems, with applications to the yeast cell division cycle, and to the RNA-Sequencing of the
yellow fever mosquito.

Cell cycle system evolves stochastic effects when there are a small number of molecules react
each other. Consequently, the stochastic effects of the cell cycle are important, and the
evolution of cells is best described statistically. Stochastic simulation algorithm (SSA), the
standard stochastic method for chemical kinetics, is often slow because it accounts for every
individual reaction event. This work develops a stochastic version of a deterministic cell
cycle model, in order to capture the stochastic aspects of the evolution of the budding yeast
wild-type and mutant strain cells. In order to efficiently run large ensembles to compute
statistics of cell evolution, the dissertation investigates parallel simulation strategies, and
presents a new probabilistic framework to analyze the performance of dynamic load balancing
algorithms. This work also proposes new accelerated stochastic simulation algorithms based
on a fully implicit approach and on stochastic Taylor expansions.

Next Generation RNA-Sequencing, a high-throughput technology to sequence cDNA in order
to get information about a sample’s RNA content, is becoming an efficient genomic approach
to uncover new genes and to study gene expression and alternative splicing. This dissertation
develops efficient algorithms and strategies to find new genes in Aedes aegypti, which is the
most important vector of dengue fever and yellow fever. We report the discovery of a large
number of new gene transcripts, and the identification and characterization of genes that
showed male-biased expression profiles. This basic information may open important avenues
to control mosquito borne infectious diseases.
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Chapter 1

Introduction

Computational biology and bioinformatics are emerging fields that use and develop computer
science knowledge in order to provide solutions to important biological problems.

Computational biology employs data analyses, theoretical studies, mathematical modeling,
and computer simulations to understand biological systems [1]. The particular application
field of interest in this dissertation is molecular biology, which analyzes cell processes in terms
of interactions among three important classes of macromolecules: DNA (Deoxyribonucleic
acid), RNA (Ribonucleic acid), and proteins. Specifically, this work develops computational
methods needed to understand the process of cell division. The cell-division cycle is the
sequence of events that takes place in a eukaryotic cell leading to its replication. A growing
cell replicates all its components and divides them between two daughter cells, so that each
daughter has the information and machinery necessary to repeat the process [2].

Bioinformatics involves the acquisition, storage, organization, archival, analysis, and visual-
ization of large discrete biological data sets [3]. Recently emerged next-generation sequencing
is the revolutionary high-throughput sequencing technology requiring critical need for effi-
cient software to analyze massively large sequencing data. This work provides a detailed
analysis framework to identify new genes, to modify existing gene annotations, and to un-
cover male-biased transcripts using bioinformatics tools to support the RNA-Sequencing of
the yellow fever mosquito.

Important challenges in computational biology and bioinformatics arise from the large amounts
of data, the difficulty to construct accurate mathematical models, and the computational
complexity of the corresponding simulations. This dissertation seeks to address some of these
challenges and investigates new computational, analytical, and high performance simulation
techniques for biological problems related to the yeast cell division cycle, and to the analysis
of RNA-Sequencing data from the yellow fever mosquito.

1
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1.1 Problem Description and Research Objectives

1.1.1 Stochastic Simulation Methodologies for a Yeast Cell Cycle
Model

Biological systems are frequently modeled as chemical interaction networks. The cell cycle of
the unicellular budding yeast, Saccharomyces cerevisiae, has been extensively studied. Math-
ematical modeling and computational methods are needed to explain the detailed workings of
complex yeast control systems. Deterministic mathematical models of the budding yeast cell
cycle give the average behavior of populations of dividing cells [4, 5]. However, some major
regulatory proteins occur in small numbers. As a result, individual cells behave differently
from the average. The stochastic simulation approach provides a more accurate description
of cell behavior. In addition, when cell cycle controls are compromised by mutation, random
fluctuations must be accounted for by modeling the effects of the mutants. Therefore, it is
necessary to translate a deterministic cell cycle model into a stochastic one, and simulate
the model with an appropriate stochastic method.

Stochastic methods require the model to be cast in terms of populations (numbers of
molecules) because they account for individual reactions [6, 7]. Deterministic (ODE) mod-
els, on the other hand, are based on concentration values. Therefore, a concentration based
formulation of a model has to be translated into a population based formulation for stochas-
tic simulations. The gold standard for simulating chemical processes is Gillespie’s stochastic
simulation algorithm (SSA), which uses a Monte Carlo method to sample exactly probability
densities evolved in time by the Chemical Master Equation (CME) [8, 9].

A deterministic model [4] of the budding yeast cell cycle was converted to a stochastic one,
and simulated using SSA [10]. Most cell cycle mutants of budding yeast are either inviable
(i.e., fail to proliferate) or viable. Some rare mutants, however, exhibit an unusual behavior:
they are inviable on glucose but partially viable on sugars, like raffinose, that support a slower
growth rate. This evolution cannot be explained by the deterministic model. Therefore it
is important to capture the stochastic evolution of the mutant strains, and to statistically
characterize their behavior.

Research Objective
Develop algorithms to capture the stochastic aspects of the evolution of the budding
yeast mutant strain, that cannot be explained by a deterministic model.
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1.1.2 Parallel Load Balancing Methods of Stochastic Biochemical
Simulations

Systems in which the stochastic effects are important must be described statistically. Large
ensembles of simulations are needed to capture multiple evolutions of the system [11, 12], and
to sample the probability density of all possible future states. To obtain statistics for cell cycle
progression, a stochastic simulation algorithm must be run thousands of times with varying
initial conditions and parameter values. This ensemble of runs can naturally be executed
in parallel. However, when the CPU times of individual simulations vary considerably, a
simple strategy of assigning an equal number of tasks per processor can lead to serious work
imbalances and low parallel efficiency. It is therefore important to develop load balancing
strategies that allow stochastic biochemical simulations to use effectively the power of large
machines.

There is a large body of research literature on static and dynamic load balancing (DLB)
techniques [13, 14, 15, 16]. In centralized DLB a master process manages the central work
pool and distributes tasks to workers. In decentralized DLB, tasks are moved between
peer processes. Two classes of DLB methods are widely used: scheduling (work-sharing)
schemes [17, 18, 19] and work-stealing schemes [20, 21]. Scheduling usually takes a centralized
load balancing approach [22, 23]. Work-stealing schemes, on the other hand, can employ
both centralized and decentralized approaches [22]. Previous work has applied probabilistic
analysis to investigate the performance of DLB strategies [18, 24, 25, 26, 27].

Research Objective
Develop efficient strategies for the load balancing of large ensembles of stochastic bio-
chemical simulations. Perform theoretical analyses of the efficiency of the load balanc-
ing algorithms in a probabilistic setting.

1.1.3 New Stochastic Simulation Algorithms Based on SDE Ap-
proximation

The stochastic approach accounts for the randomness that is inherent with all biochemical
systems. The Chemical Master Equation (CME) [28, 29] governs the time-evolution of the
probability density of the system’s state. The gold standard for simulation algorithms is
Gillespie’s SSA, which provides exact realizations of the probability densities defined by the
CME [8, 9]. The computational effort of SSA is considerable, due to the execution of every
individual reaction. This drawback motivates the need for approximate sampling algorithms
that can considerably improve computational efficiency.

One approximate acceleration procedure is the “tau-leaping method” [30], which simulates
multiple reactions that appear during a next time interval of length τ . The explicit tau-
leaping method is only conditionally stable (i.e., for intervals τ smaller than the fastest
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dynamical time scale) and is highly inefficient for stiff systems. Stiffness manifests where
there are well-separated “fast” and “slow” time scales present, and the “fast modes” are
stable. The implicit tau-leaping method is unconditionally stable and appropriate for sim-
ulating stiff systems [31]. However, the implicit tau-leaping method has a damping effect
that leads to solution variances being much smaller than those of SSA solutions. Step size
selection strategies are discussed in [30, 32], and more efficient tau-leaping variations in
[32, 33, 34, 35, 36]. An alternative point of view, which we take in this dissertation, is
that the explicit tau-leaping method can be understood as the Euler scheme for stochastic
differential equations (SDEs), adapted to stochastic chemical kinetics [37, 38, 39].

Research Objective
Revisit the relationship between SSA and SDE discretization schemes, and use this
understanding to derive new efficient algorithms for simulating stochastic chemical
kinetics.

1.1.4 RNA-Sequencing Analysis for the Yellow Fever Mosquito
Aedes aegypti

Aedes aegypti, the yellow fever mosquito, is the most important vector for several arthropod-
borne viruses that causes devastating diseases such as dengue fever and yellow fever [40]. For
example, WHO estimates that there are 50–100 million dengue infectious world-wide each
year (http://www.who.int/mediacentre/factsheets/fs117/en/). While dengue fever is
a major health problem in Asian and Latin American countries, emergence of this disease
has been only recently reported in the United States. There has been considerable research
during recent years on the use of genetic methods to control mosquito populations, and the
release of sterile or transgenic males are considered preferable because only female mosquitoes
bite and spread disease [41, 42].

Next-generation sequencing (NGS) [43] (or second-generation sequencing) technology allows
researchers to obtain hundreds of millions to billions of small short sequences called “reads”
at one time at a reasonable cost. RNA-Sequencing (shortly RNA-Seq), a technology to
sequence cDNA in order to get information about a sample’s RNA content, is becoming
an increasingly efficient and popular technology for studying new genes, gene expressions,
and alternative splicing [44, 45, 46, 47]. Current gene annotations for many species are
far from perfect. By analyzing RNA-Seq data, bioinformatics tools and high-performance
computing help find un-annotated novel genes or mis-annotated genes. The goal of this work
is to uncover previously unidentified genes and mis-annotated genes in Aedes aegypti, which
is the most important vector of dengue fever and yellow fever. Studying sex-biased gene
expression and alternative splicing of Aedes aegypti is also a challenging project, which uses
RNA-Seq datasets composed of different time step samples or different tissue samples.

Research Objective
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Develop efficient bioinformatics approaches to identify new genes, modify existing gene
annotations, and find male-biased genes to in Aedes aegypti particularly using RNA-
Seq datasets.

1.2 Research Accomplishments

We next summarize the main contributions of this dissertation.

1.2.1 Stochastic Simulation Methodologies for a Yeast Cell Cycle
Model

We have developed a stochastic budding yeast cell cycle model by converting the detailed
deterministic model of Chen et al [4] to a stochastic one. To test our understanding of the
cell cycle process, modelers go beyond comparing simulation outputs from the model with
measurements of the behavior of the wild type yeast cell. They also study the behavior
of the genetic variants, created from the wild type cell by gene knockouts. Unlike many
mutants that are either completely viable or inviable, the CLB2-db∆ clb5∆ mutant of
Saccharomyces cerevisiae is inviable in glucose but partially viable on slower growth media
such as raffinose. On raffinose, the mutant cells can bud and divide. In each cycle there is a
chance that a cell will fail to divide (telophase arrest), causing it to exit the cell cycle. This
stochastic effect cannot be explained by the deterministic model. Our stochastic version of
the model, however, captures the experimental observations reasonably well. We measure the
interbud times of wild type and mutant cells growing on raffinose and compute statistics and
distributions to characterize the mutant’s behavior. Chapter 2 extends the work [48, 49, 50]
to discuss stochastic simulation methodologies for the yeast cell cycle model.

1.2.2 Parallel Load Balancing Methods of Stochastic Biochemical
Simulations

We have studied several work-stealing dynamic load balancing (DLB) methods in the context
of stochastic biochemical simulations. The focus is on four load balancing strategies: most-
dividing, all-redistribution, random-polling, and neighbor-redistribution. This work develops
a new general framework for analyzing work-stealing dynamic load balancing algorithms when
applied to large ensembles of stochastic simulations. The analysis assumes only that the
compute times of individual tasks can be modeled as independent identically distributed
(i.i.d.) random variables. This is a natural assumption for an ensemble computation, where
the same model is run repeatedly with different initial conditions and parameter values.
The analysis is applied to the proposed four DLB strategies. The analysis reveals that
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the expected level of load imbalance is monotonically decreased after one step of each of
the algorithms. Numerical results support the theoretical conclusions. On an ensemble
of budding yeast cell cycle simulations, compute times required to simulate each cell cycle
progression using Gillespie’s algorithm are inherently variable due to the stochastic nature of
the model. DLB reduces the total compute (wall clock) times by about 5% for ensembles of
wild type cells, and by about 25% for ensembles of mutant cells. Average processor idle time
is reduced by 85% or more for ensembles of mutant cells, which have widely varying running
times. In Chapter 3 we investigate the parallel load balancing methods and probabilistic
analysis for stochastic biochemical simulations which were studied in [51, 52, 53]

1.2.3 New Stochastic Simulation Algorithms Based on SDE Ap-
proximation

The existing “implicit tau-leaping” procedures solve the stochastic chemical equation using
an implicit discretization for the mean, together with an explicit discretization of the variance
of Poisson variable. It is therefore a partially implicit method. In this dissertation we propose
three fully implicit tau-leaping methods that treat implicitly both the mean part and the
variance of the Poisson variables. The three methods considered below are the backward
Euler for the mean and backward Euler for the variance of the Poisson variables (BE–BE),
trapezoidal for both the mean and the variance of the Poisson variables (TR–TR), and
backward Euler for the mean and trapezoidal for the variance of the Poisson variables (BE–
TR). Next, we propose “implicit weak Taylor tau-leaping methods” for stochastic chemical
kinetics, motivated by the weakly convergent discrete time approximations of stochastic
differential equations (SDEs) [54]. Note that the traditional trapezoidal tau-leaping formula
uses a second order discretization for the mean part, but a first order one for the variance.

Theoretical analyses are performed on the standard reversible isomerization reaction test
problem in order to assess the stability and the accuracy of the proposed tau-leaping methods.
The fully implicit tau-leaping methods are unconditionally stable, but the implicit second
order weak Taylor tau-leaping methods with α = 1.0 are only conditionally stable. The
means of all proposed methods converge to the analytical mean for the test problem. The
asymptotic variance of the proposed methods, however, show different behaviors. Numerical
experiments are carried out using a decaying-dimerizing system, a bistable Schlögl reaction
system, and a complex Elf system to validate the theoretical results. Accuracy is evaluated by
comparing the probability densities obtained with the proposed methods and with Gillespie’s
SSA. The numerical results verify that our prosed methods are accurate, with an efficiency
comparable to that of the original implicit tau-leaping methods. The theoretical analyses
and numerical experiments shows that the fully implicit TR–TR and the implicit second
order weak Taylor tau-leaping methods with α = 0.5 are very accurate for large stepsizes.
In Chapter 4 we revisit the implicit tau-leaping algorithms using fully implicit methods [55]
and stochastic Taylor expansions [56], and extend the work.
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1.2.4 RNA-Sequencing Analysis for the Yellow Fever Mosquito
Aedes aegypti

The bowtie software [57] aligns Aedes aegypti transcriptome short reads to the genome
sequence. Accuracy differential analysis depends on accurate whole, and spliced, alignments
of the reads. From the alignment results, at least 70% of reads are aligned to the genome.
tophat [58], cufflinks [46], and maker [59] have been used for transcript assembly with
the mapped reads and predicting new gene sets. This step reveals new genes and transcripts.
However, some transcripts have been expressed at such low abundance that they may not be
fully covered by sequencing reads and are thus only partially reconstructed by tophat and
cufflinks. Moreover, some genes predicted as new by the maker have low abundance of
alignments. The gene prediction and abundance expressions have been visualized by setting
up gbrowse [60] with mysql. We have performed validation of new gene candidates by use
of similarity/homology analysis, gene prediction programs, and wet-lab experiments (RT-
PCR). degseq [61] identifies differentially expressed genes and some interesting sex specific
transcripts. Regional clusters of the male-biased transcripts open very important research
questions.

1.3 Dissertation Layout

Chapter 2 discusses stochastic simulation methodologies for the yeast cell cycle model. We
have experimentally explored the stochastic behavior of an interesting mutant that provides
a significant quantitative test for the mathematical model of the cell cycle regulatory net-
work. A stochastic version of this model captures well the experimental observations. In
Chapter 3 we study parallel load balancing methods for stochastic biochemical simulations.
We introduce a new probabilistic framework to analyze the effectiveness of load balancing
strategies in the context of large ensembles of stochastic simulations. The present work is
motivated by stochastic cell cycle modeling, but the proposed analysis framework can be
directly applied to any ensemble simulation where many tasks are mapped onto each proces-
sor, and where the task compute times vary considerably. Chapter 4 covers new stochastic
simulation algorithms based on SDE approximation. We propose new implicit tau-leaping
algorithms using fully implicit methods and stochastic Taylor expansions. In Chapter 5 we
investigate RNA-Sequencing analysis to improve gene annotation and determine gene ex-
pression profile for Aedes aegypti dengue fever mosquito. Finally, Chapter 6 discusses the
conclusions and implications of this work. Also, we outline several research directions that
appear promising for future investigations.



Chapter 2

Stochastic Simulation Methodologies
for a Yeast Cell Cycle Model

The budding yeast cell cycle provides an excellent example of the need for modeling stochastic
effects in mathematical modeling of biochemical reactions. The continuous deterministic
approach using ordinary differential equations is adequate for understanding the average
behavior of cells, while the discrete stochastic approach accurately captures noisy events in
the growth-division cycle. This chapter presents stochastic simulations of the cell cycle for
budding yeast using Gillespie’s stochastic simulation algorithm. The stochastic simulation
results reported here, while limited, help explain important characteristic aspects of cell cycle
empirical data, such as mixed mutant viability.

2.1 Introduction

The cell-division cycle is the sequence of events that take place in a eukaryotic cell leading
to its replication. A growing cell replicates all its components and divides them into two
daughter cells, so that each daughter has the information and machinery necessary to repeat
the process [2]. Mathematical modeling and computational methods are essentially needed
to understand complex yeast control systems. Deterministic mathematical modeling for the
budding yeast (Saccharomyces cerevisiae) cell cycle gives the average behavior of populations
of dividing cells [4]. However, some major regulatory proteins occur in small numbers such
that minor changes in timing and reaction rates can have major inputs on outcomes. Thus,
the stochastic approach provides more accurate results than does the deterministic one [62].
In addition, when cell cycle controls are compromised by mutation, random fluctuations are
important for modeling the effects of the mutants. Therefore, it is desirable to translate
a deterministic cell cycle model into a stochastic model, and simulate the model with an
appropriate stochastic method.

8
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Gillespie’s stochastic simulation algorithm (SSA) [8, 9] is a well-known algorithm using
Monte Carlo methods to simulate the chemical reactions. The SSA is an asymptotically
exact stochastic method to simulate chemical systems, but the SSA is often slow because it
simulates every reaction. Since the SSA emerged, there have been many attempts to improve
the computational efficiency [30, 33, 63], however, the core principles remain the same.

Stochastic methods require that the model be cast in terms of population because they
consider reactions with individual molecules. The problem is, however, that ODE models
are usually based on concentration values. Therefore, a concentration-based formulation
for a model has to be changed into a population-based formulation for simulation using a
stochastic method. Previous work [10] explained the conversion process using JigCell [64] in
detail. After creating the population-based budding yeast model, StochKit [65] and SSCK
(Stochastic Simulator for Chemical Kinetics) that is an in-house Gillespie’s SSA algorithm
software were used to simulate of the converted models.

The existing stochastic cell cycle implementation only follows up a mother cell (big one after
division) or a daughter cell (small one after division). In wet lab experiments, the viability
of mutants is assessed by determining whether single mutant cells could grow into a colony.
To determine not only the relationship between viability and the probability of division, but
also the comparison of cell growing rates between wild-type and mutants, a multi-stage cell
tracking algorithm is essential. The Multi-stage cell tracking algorithm can be implemented
by using priority queue.

Most cell cycle mutants of budding yeast are either inviable (i.e., fail to proliferate) or viable
but somehow abnormal (e.g., smaller or larger than wild-type cells). Some rare mutants,
however, exhibit an unusual phenotype: they are inviable on glucose but partially viable on
sugars, like raffinose, that support a slower growth rate. For example, the double mutant
strain, CLB2-db∆ clb5∆, is inviable on glucose but forms small colonies on galactose [66]. In
here we characterize in detail the effects of these genetic mutations on the cell cycle control
system in budding yeast by quantitative measurements of growth of this mutant strain in
raffinose and by comparison to computer simulations of a stochastic model of the molecular
control system.

2.2 Background

2.2.1 Budding Yeast Cell Cycle Model

The cycle of cell growth, DNA synthesis, mitosis, and cell division is fundamental process
by which cells grow, develop, and reproduce. Hence, it is of crucial importance to science
and human health to understand the molecular mechanisms that control these processes in
eukaryotic cells. The molecular machinery of eukaryotic cell cycle control is known in more
detail for budding yeast, Saccharomyces cerevisiae, than for any other organism. Therefore,
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Figure 2.1: Wiring diagram of budding yeast cell cycle model.

the unicellular budding yeast is an excellent organism for which to study cell cycle regulation.

Molecular biologists have dissected and characterized individual components and their in-
teractions to derive a consensus picture of the regulatory network of budding yeast. Figure
2.1 shows the wiring diagram for the budding yeast model [64]. The diagram should be
read from bottom-left toward top-right. Solid arrows represent biochemical reactions, and
dashed lines represent how components may influence one another. The mechanism controls
the activity of three important classes of cyclins: Cln2, Clb5, and Clb2. Cln2 is primarily
responsible for bud emergence, Clb5 for initiating DNA synthesis, and Clb2 for driving the
cell into mitosis. To exit mitosis, all Clb-dependent kinase activity must be destroyed, which
is the job of Cdc20, Cdc14, and Sic1 [4, 5].

2.2.2 Stochastic Simulation Algorithm

Suppose a biochemical system or pathway involves N molecular species S1, . . ., SN . Xi(t)
denotes the number of molecules of species Si at time t. People would like to generate the
evolution of the state vector X(t) = (X1(t), ..., XN(t)) given that the system was initially in
the state vector X(t0). Suppose the system is composed of M reaction channels R1, . . ., RM .
In a constant volume Ω, assume that the system is well-stirred and in thermal equilibrium
at some constant temperature. There are two important quantities in reaction channels Rj:
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the state change vector v·j = (v1j, ..., vNj), and propensity function aj. vij is defined as the
change in the Si molecules’ population caused by one Rj reaction, and aj(x)dt gives the
probability that one Rj reaction will occur in the next infinitesimal time interval [t, t+ dt).

The SSA simulates every reaction event [9]. With X(t) = x, p(τ, j|x, t)dτ is defined as the
probability that the next reaction in the system will occur in the infinitesimal time interval
[t+ τ, t+ τ + dτ), and will be an Rj reaction. By letting a0(x) ≡

∑M
j=1 aj(x), the equation

p(τ, j|x, t) = aj(x) exp(−a0(x)τ)

can be obtained. A Monte Carlo method is used to generate τ and j. On each step of the
SSA, two random numbers r1 and r2 are generated from the uniform (0,1) distribution. From
probability theory, the time for the next reaction to occur is given by t+ τ , where

τ =
1

a0(x)
ln

(
1

r1

)
.

The next reaction index j is given by the smallest integer satisfying

j∑
j′=1

aj′(x) > r2a0(x).

After τ and j are obtained, the system states are updated by X(t + τ) := x + vj, and the
time is updated by t := t + τ . This simulation iteration proceeds until the time t reaches
the final time.

2.3 Stochastic Simulation of the Budding Yeast Cell

Cycle Model

2.3.1 Model Conversion and Event Handling

Stochastic methods require the model to be in terms of population because they consider
reactions with individual molecules. Because the original budding yeast model [4] is based
on normalized concentration values, a conversion process from an ODE model into a model
in terms of number of molecules is needed. JigCell Model Builder (JCMB) [67] allows user to
create and modify their models in to a a simple spreadsheet-like interface. Systems Biology
Markup Language (SBML) [68] is a physical model for JCMB.

The conversion process is done using JCMB, and consists of two phases, unit checking and
model conversion [10]. Unit checking verifies physical unit consistency inside the model.
Model conversion converts the model by changing values of species and parameters based
on the unit information. From this procedure, new stochastic budding yeast model with
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Figure 2.2: Stochastic event handling.

94 reaction channels can be obtained. Previous work [10] explained the conversion process
using JCMB in detail.

After creating the population-based budding yeast model, there is technical issue that must
be addressed. In SBML, an event is triggered when some condition is met. There are
events defined to divide the cell or mark checkpoints within the cell cycle stages. A typical
deterministic event has the form:

if (X > threshold)

then (Event is triggered)

Because of the random nature of stochastic simulation, as illustrated in Figure 2.2, unwanted
events can be triggered when a deterministic SBML event is used for the stochastic model.
In Figure 2.2, an unwanted event (B) can be triggered with a wanted event (A) by using a
deterministic event handling equation.

To prevent unwanted events, the event logic has to be rewritten to tolerate the situation
where the value of X oscillates around the threshold. A second threshold value can be defined
from the threshold and the direction of the test (greater than or less than). For budding
yeast, this second threshold equals .5*threshold (for a greater-than test) or 1.5*threshold
(for a less-than test). For instance, the event code above would be changed to:

if (X < second threshold)

then (EventFlag ← TRUE)

if (X > threshold AND EventFlag = TRUE)

then (event is triggered;
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Figure 2.3: Multi-stage cell cycle tracking diagram.

EventFlag ← FALSE)

2.3.2 Multi-Stage Cell Tracking Algorithm

As previously mentioned, the cell cycle is the succession of events whereby a cell grows and
divides into two daughter cells that each contains the information and machinery necessary
to repeat the process. In terms of simulation, both deterministic and stochastic cell cycle
formulations simulate a cell until the cell divide into two daughter cells. The simulations
then resume with one of two cells. In other words, the existing implementations only follow
up a mother cell (big one after division) or a daughter cell (small one after division) in several
cell cycle stages.

A successful mathematical model based on computation cell biology has to explain not only
a single wild-type strain but also various mutants. A mutant occurs when the initial condi-
tions and the values of parameters of wild-type cells are changed. In wet lab experiments,
the viability of mutants is assessed by determining whether single mutant cells could grow
into a colony. It is interesting that some mutants have different fates in different growth
media. For example, some budding yeast mutants are inviable in a rich medium (fast growth
rate) but partially viable in a poor medium (slow growth rate). “Partially viable” means
that cells growing in a poor medium have some probability of dividing. To determine the
relationship between viability and the probability of ceasing to divide, a multi-stage cell
tracking algorithm is necessary. The multi-stage cell tracking algorithm also compares cell
growing rates between wild-type and mutants. Figure 2.3 shows that the multi-stage cell
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! Initial setup for priority queue

FINAL_TAG = .FALSE.

CYCLE_INDEX = 1

START_TIME = 0

CALL HPINS( START_TIME, CYCLE_INDEX, LESS )

X_BUF( :, CYCLE_INDEX ) = X_INIT

! Check final tag

DO WHILE ( FINAL_TAG .EQ. .FALSE. )

! Execute cell cycle

CALL HPACC( START_TIME, CYCLE_INDEX )

X = X( :, CYCLE_INDEX )

DO WHILE ( DIV_FLAG .NE. .TRUE. .AND. MASS .LE. 5 )

CALL SINGLERUN(CYCLE_TIME, X_M, X_D)

END DO

! Cell divided well

IF ( DIV_FLAG .EQ. .TRUE. )

CUR_TIME = START_TIME + CYCLE_TIME

NEXT_CYCLE_INDEX = CYCLE_INDEX * 2

HPINS( CUR_TIME, NEXT_CYCLE_INDEX, LESS )

HPINS( CUR_TIME, NEXT_CYCLE_INDEX + 1, LESS )

X_BUF( :, NEXT_CYCLE_INDEX ) = X_M

X_BUF( :, NEXT_CYCLE_INDEX + 1 ) = X_D

END IF

! Delete the smallest one in the queue

CALL HPDEL( START_TIME, CYCLE_INDEX, LESS )

! Simulate until final time

IF ( START_TIME .LT. FINAL_TIME ) THEN

FINAL_TAG = .TRUE.

END IF

END DO

Figure 2.4: Multi-stage cell cycle tracking implementation.

cycle implementation has to simulate every daughter cell cycle from the starting cell. The
original deterministic model can conform to the phenotypes of over 100 mutant strains.
Since deterministic simulations can only give a binary answer for cell viability, biologists
are curious about stochastic mutant behaviors. Biologists are interested in confirming our
preliminary stochastic results with their wet lab experimental data.

To implement a multi-stage cell cycle tracking algorithm, a priority queue can be used to
determine the next cycle of the stochastic simulation. A priority queue is a useful data
structure in simulations, particularly for maintaining a set of future events ordered by time.
With this information, people can quickly predict what is about to happen. They are called
“priority” queues because they enable you to retrieve items not by the insertion time (as in
a stack or queue), nor by a key match (as in a dictionary), but by which item has the highest
priority of retrieval.

Figure 2.4 presents the Fortran format pseudo-code for the multi-stage cell cycle algorithm.
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Figure 2.5: Deterministic simulation result of the budding yeast cell cycle model.

The algorithm continuously simulates every cell cycle until the final time. If the cell divides
well into two daughter cells, then the program inserts two absolute times and indexes for the
two daughter cells. Moreover, species information of the two daughter cells should be stored
in the matrix with the cycle index. After one cycle simulation, the next cell cycle simulation
must be chosen with the smallest absolute time in the priority queue. From the index of the
smallest queue, species information can be derived from the matrix with the index.

2.4 Experimental Results

SSCK (Stochastic Simulator for Chemical Kinetics) was used to do multi-state stochastic
simulation of the converted budding yeast model, using the SSA option for the most precise
results. JigCell can generate the StochKit model file by using the population–based budding
yeast model file. The StochKit model file was converted to the SSCK model file.

2.4.1 Wild-type simulation results with the SSA

To compare the stochastic results with deterministic cell cycle simulation, mass and several
representative species’ trajectories are shown in Figures 2.5 and 2.6. The deterministic result
is from the XPP ODE simulator using JigCell. For comparison, the stochastic simulation
results are converted back to normalized concentrations. The two formulations match well.

Wild-type cells grow and divide on a variety of carbon sources; growing rapidly on glucose
with mass doubling time (MDT) is approximately 90 minutes and less rapidly on other
sugars, for example, MDT is approximately 150 minutes on raffinose. Wild-type yeast cells
grow well in both glucose and raffinose, but we confine our results to raffinose to allow
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Figure 2.6: Stochastic simulation result of the budding yeast cell cycle model.

comparison with the mutant cells growing in raffinose. Here, 1000 wild-type cells growing in
Raffinose are simulated and the bud times are recorded. To simulate the wild-type cells as
close as possible to wet experiments, initial conditions should be different for each starting
cell, because each cell has different initial conditions in the wet experiments. To do this, the
simulations steps are as follows:

1. Simulation starts with one cell, and stops at a specific time until the log scale of cell
growth rate is enough to be linear.

2. The program saves the species information for each cell at the specific time.

3. Each of the 1000 simulations starts with a different initial conditions.

Figure 2.7 represents the sample budding history. The example in the figure shows that the
budding events for the wild-type in raffinose are very regular. Every 1000 cell divided well
in the simulation.

2.4.2 Mutant simulation results with the SSA

To simulate the CLB2-db∆ clb5∆ mutant strain we made three changes to the basal param-
eter set of the Chen-2004 model: the rate constant kdb2p, associated with the degradation
of Clb2 by APC:Cdc20, was set to 0 and the rate constant kdb2pp, associated with the
degradation of Clb2 by APC:Cdh1, was set to 0.075 times the wild-type value to account for
the destruction box deletion; and the rate constants ksb5 and ksb5pp, associated with the
synthesis of Clb5 were set to 10% of the corresponding wild type values to reflect that Clb6
is still intact in this mutant. Detailed changes of parameters for this mutant are described
in Chen et al (2004).
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Figure 2.7: Wild-type multi-stage cell tracking budding event diagram.

Deterministic simulations of Chen et al (2004) for newborn cells demonstrated that the
mutant strain is inviable (arrested in telophase) for any MDT < 139 minutes, in agreement
with the observation that the mutant strain is inviable on glucose medium. For any MDT >
139 minutes, deterministic simulations of the Chen-2004 model showed the newborn mutants
to be perfectly viable. (It should be noted that the MDT threshold depends somewhat on the
initial conditions assumed for the cells being simulated and has a fairly strong dependence
on the initial mass.)

From the simulation results, all cells never divide in glucose medium. However, the mutant
cells partially divide in raffinose medium. Figure 2.8 represents two sample budding history
in raffinose. One simulation represents that the cell divided continuously, but another cell
never divides. From the simulation results, approximately 25% of the mutant cells divide
and 75% of the mutant cells do not divide in raffinose medium.

Figure 2.9 compares cell growing rates between the wild-type and the mutant. Cell doubling
time for wild-type is 178.87 minutes and 352.69 minutes for the mutant.

2.5 Conclusions

The budding yeast stochastic simulation results reported here, while limited, show important
characteristic aspects of cell cycle empirical data, such as mutant viability. Because random
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Figure 2.8: Prototype mutant multi-stage cell tracking budding event diagram.

fluctuations are important to accurately simulate mutants, some major regulatory proteins
occur in small numbers, and the stochastic approach is more realistic and accurate than the
deterministic approach for modeling the budding yeast cell cycle. Unlike many mutants that
are completely viable or inviable, the CLB2-db∆ clb5∆ mutant of Saccharomyces cerevisiae
is inviable in glucose but partially viable on slower growth media such as raffinose. On
raffinose, the mutant cells can bud and divide but in each cycle there is a chance that
a cell will fail to divide (telophase arrest), causing it to exit the cell cycle. This effect
gives rise to a stochastic phenotype that cannot be explained by a deterministic model.
We convert a detailed deterministic model of the budding yeast cell cycle to a stochastic
model and determine the extent to which it captures the stochastic phenotype of the mutant
strain. Ultimately, the ability to accurately model stochastic phenotypes may prove critical
to understanding disease and therapeutic interventions in higher eukaryotes.
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Figure 2.9: Log scale cell growing plot with wild-type (solid line) and mutant (dashed line).



Chapter 3

Parallel Load Balancing Methods of
Stochastic Biochemical Simulations

Ensembles of simulations are employed to estimate the statistics of possible future states of
a cell population. Ensembles of runs can naturally be executed in parallel. However, when
the CPU times of individual simulations vary considerably, a simple strategy of assigning an
equal number of tasks per processor can lead to serious work imbalances and low parallel
efficiency. This paper presents a new probabilistic framework to analyze the performance
of dynamic load balancing algorithms for ensembles of simulations where many tasks are
mapped onto each processor, and where the individual compute times vary considerably
among tasks. Four load balancing strategies are discussed: most-dividing, all-redistribution,
random-polling, and neighbor-redistribution. Simulation results with a stochastic budding
yeast cell cycle model is consistent with the theoretical analysis. It is especially significant
that there is a provable global decrease in load imbalance for the local rebalancing algorithms
due to scalability concerns for the global rebalancing algorithms. The overall simulation time
is reduced by up to 25%, and the total processor idle time by 85%.

3.1 Introduction

Important scientific applications like climate and biological system modeling incorporate
stochastic effects in order to capture the variability of the real world. For example, biolog-
ical systems are frequently modeled as networks of interacting chemical reactions. At the
molecular level, these reactions evolve stochastically and the stochastic effects typically be-
come important when there are a small number of molecules for one or more species involved
in a reaction [62]. Systems in which the stochastic effects are important must be described
statistically.

The easiest way to generate statistics for complex systems is to run ensembles of simulations

20
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using different initial conditions and parameter values; their results sample the probability
density of all possible future states [11, 12]. Taking advantage of the ideally parallel nature
of ensembles, individual runs can be easily distributed to different processors. However, the
inherent variability in compute times among individual simulations can lead to considerable
load imbalances. For these simulations, load balancing among processors is necessary to
avoid wasting computing resources and power.

A large body of research literature is available on static and dynamic load balancing (DLB)
techniques [13, 14, 15, 16, 69]. Two classes of DLB methods are widely used: scheduling
(work-sharing) schemes [17, 18, 19] and work-stealing schemes [20, 21, 70]. The factoring
approach, one of the classical scheduling algorithms, allocates large chunks of iterations at the
beginning of the computation to reduce scheduling overhead, and dynamically assigns small
chunks towards the end of the computation to achieve good load balancing [18]. The work-
stealing approach identifies and moves tasks from overloaded processors to idle processors.
A simple yet powerful work-stealing scheme is random polling [22]. A processor that runs
out of assigned work sends requests to randomly chosen processors, until a busy one is
found. The requestee then sends part of its work to the requestor. Scheduling schemes
usually take a centralized load balancing approach where the remaining tasks are stored in
a central work queue [22, 23]. Work-stealing schemes, on the other hand, can employ both
centralized and decentralized load balancing approaches [22]. In centralized DLB a master
process distributes tasks to the workers (slave processes). In decentralized DLB, tasks are
moved between peer processes.

Here we focuses on several work-stealing DLB methods and their application to stochastic
biochemical simulations. In the most-dividing (MD) algorithm, the processor that finishes
first receives new tasks from the most overloaded processor. In the all-redistribution (AR)
algorithm, when one worker becomes idle, all remaining jobs are evenly redistributed among
all processors. In the random-polling (RP) algorithm new tasks are received from a randomly
chosen processor. In the neighbor-redistribution (NR) algorithm, the idle processor and its
neighbors redistribute evenly all remaining jobs (on the neighbor processors). The Dijkstra-
Scholten algorithm [71] and the Shavit-Francez algorithm [72] are adapted for detecting
termination. MD and AR use a centralized DLB approach, whereas RP and NR employ a
decentralized one.

Previous work has applied probabilistic analysis to investigate the performance of DLB
strategies [18, 24, 25, 26, 27]. For example, the efficiency of the factoring scheme has been
analyzed for the homogeneous (identical processors) case [18] as well as for the heterogeneous
case [27] using order statistics [73]. A detailed analysis of random polling has been presented
in [26].

The novelty of the work presented in this work consists of a new general framework for
analyzing work-stealing dynamic load balancing algorithms when applied to large ensembles
of stochastic simulations. In this case the established deterministic analysis approaches are
not appropriate, so a probabilistic analysis is developed. The times per task are assumed
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to be independent identically distributed random variables with a certain probability dis-
tribution. This is a natural assumption for ensemble computations, where the same model
is run repeatedly with different initial conditions and parameter values. No assumption is
made, however, about the shape of the underlying probability density function; the proposed
analysis is very general. The level of load imbalance (defined by a given metric) is also a
random variable. The analysis focuses on quantifying the decrease in the expected value of
the random load imbalance. The probabilistic analysis reveals that the four applied DLB
methods are effective for moderate parallelism; scalability is not investigated here. While
the performance analysis is complex, the four DLB methods described here are easy to im-
plement. Numerical results show that they achieve considerable savings in computation time
for a computational biology application. The relative performance of the four DLB strategies
is analyzed numerically for a biological problem in Section 3.5.

The proposed DLB analysis framework is relevant not only for distributed memory clusters,
but also for cloud computing environments. Task scheduling optimization plays a key role in
cloud computing systems to provide stable and elastic on-demand services with high efficiency
[74]. For example, the Hadoop system — a widely used MapReduce cloud framework —
adapts the centralized scheduler architecture with several scheduling policies such as FIFO,
fair scheduler, and capacity scheduler [75]. Our proposed analysis framework can be applied
to study the performance of these approaches.

This chapter is organized as follows. The four load balancing algorithms are presented
in Section 3.2. Section 3.3 explains the analysis framework, and Section 3.4 contains the
probabilistic analysis of the load balancing algorithms. Section 3.5 shows theoretical and
experimental results with a cell cycle model. Section 3.6 draws some conclusions.

3.2 Load Balancing Algorithms

This section presents two centralized DLB strategies: most-dividing (MD) and all-redistribution
(AR) and two decentralized DLB strategies: random-polling (RP) and neighbor-redistribution
(NR).

3.2.1 Motivation

Each run of a stochastic simulation leads to different results. The goal of running an en-
semble of stochastic simulations is to estimate the probability distribution of all possible
outcomes. This typically requires thousands of simulations run concurrently on many CPUs.
The stochastic nature of the system and the potentially dramatic differences running time
per simulation can cause a severe load imbalance among processors that are running many
simulations.
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Figure 3.1: Elapsed compute times for 100 prototype mutant multistage cell cycle simulations
by static distribution across 10 worker processors. Dotted line represents different CPU times
per processor and the solid line indicates the wall clock time.

Consider, for example, stochastic simulations of the budding yeast cell. For certain mutants,
a cell might never divide, or it might always divide, with some probability. Therefore, the
CPU time to run the simulation is quite different from one case to another. Fig. 3.1. shows
100 prototype mutant multistage cell lineage simulations assigned statically to 10 worker
processors. The results reveal a considerable load imbalance, with the CPUs being idle
for approximately 40% of the aggregate compute time. This results in poor utilization of
computer resources, longer time to results, and reduced scientific productivity. Dynamic load
balancing strategies are required to improve the parallel efficiency. The stochastic simulation
algorithm and budding yeast cell cycle model are explained in detail in Section 2.2.

3.2.2 Most-Dividing (MD) Algorithm

The most-dividing (MD) algorithm is based on the central redistribution work of Powley [76]
and Hillis [77]. The idea of the MD algorithm is presented in Fig. 3.2 (a). First, the tasks
(cell simulations) are evenly distributed to every worker processor in the system. Workers
concurrently execute their jobs. Due to different CPU times per task, other processors may
be well behind the first processor to finish its tasks. The processor that finishes its jobs
becomes idle. The processor with the largest number of remaining jobs is considered to be
the most overloaded processor. At this time the most overloaded processor sends out half of
its remaining jobs to the idle processor. This sequence of steps is executed repeatedly until
there is no remaining work.

To implement the MD algorithm, the idle processor has to receive new work from the highest
load processor. Therefore, the highest load processor stops its work, and reduces its remain-
ing work when another processor has completed all of its work. Stopping the computation
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Figure 3.2: Adaptive load balancing strategies. Ellipses represent tasks to be done and gray
rectangles represent completed tasks. Right diagonal patterned ellipses indicate tasks to be
done on processors whose load has been adjusted by an adaptive load balancing algorithm.

when all the tasks are completed is called termination. The Dijkstra-Scholten algorithm [71]
and the Shavit-Francez algorithm [72] are adapted for detecting terminations using requests
and acknowledgement messages. Initially, each processor is in one of two states: inactive and
active. Upon receiving a task from the master, slave processors are active. Slave processors
send a message to the master whenever they finish a job, and receive messages setting their
state to continue activity or become inactive once the termination condition is satisfied.
When any processor finishes its assigned jobs, the highest load processor receives a suspend
message. It suspends execution after finishing the currently active job, reduces its tasks to
half of its remaining jobs, and then resumes execution where it left off.

3.2.3 All-Redistribution (AR) Algorithm

The all-redistribution (AR) method is also a centralized load balancing scheme. The idea
of the AR algorithm is presented in Fig. 3.2 (b). The initial step of the AR algorithm is
similar to that of the MD algorithm. The processor that finishes its jobs first becomes idle,
and notifies the master of its idle status. Then, the master directs all workers to suspend
execution, redistributes all remaining jobs in the workers’ queues evenly among all workers,
and finally directs the workers to resume execution.
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3.2.4 Random-Polling (RP) Algorithm

Centralized schemes are inherently limited in terms of scalability. Due to finite communica-
tions resources, bottlenecks appear when many worker processors request jobs simultaneously
from the same master. One approach to solve the scalability issue is to organize the system
into multiple master/worker partitions, which are supervised by a dedicated supermaster
process. Another approach, the decentralized scheme, is to fully distribute and execute
tasks on all processors without any master supervision.

The random-polling (RP) method is a receiver-initiated decentralized load balancing algo-
rithm [23]. Fig. 3.2 (c) illustrates the idea. When a worker processor becomes idle, it
randomly polls other processors until it finds a busy one. The busy worker becomes a donor
and sends out half of its remaining jobs to the idle processor. Each processor is selected as
a donor with equal probability, ensuring that work requests are evenly distributed.

The implementation of the RP algorithm associates with each processor one of the following
three states: available, idle, and locked. A processor with remaining jobs beyond the active
one is in the available state. A processor that finishes its jobs becomes idle. A processor
with one (active) job is locked. An idle processor randomly polls other processors to request
jobs. Upon receiving the request, an available processor agrees to become a donor. The state
of the donor processor(s) changes from available to locked in order to avoid overlaps (i.e., to
become a donor for multiple idle processors that happened to randomly poll it). After the
RP load balancing step ends, a locked processor is released and becomes available if there
are remaining jobs besides the currently active one.

3.2.5 Neighbor-Redistribution (NR) Algorithm

The idea of the neighbor-distribution (NR) decentralized load balancing scheme is presented
in Fig. 3.2 (d). A processor that finishes its jobs informs its neighbors of its idle status. The
set of neighbors is predefined based on the network topology of the system (in this paper
a 2-D torus topology is considered for the numerical experiments). From the algorithmic
perspective, the sets of neighbors can be arbitrarily defined; assume that each processor has
k− 1 neighbors. The idle processor and its neighbors redistribute evenly all their remaining
jobs (i.e., apply the AR algorithm on the subset of k processors).

The NR load balancing step performs a local redistribution of jobs, and therefore is suitable
for parallel architectures where groups of nodes are linked directly. In this case the NR
method is related to the dimension exchange algorithm, where a dimension corresponds to
a fully connected subset [14, 24, 78]. Similar to RP, the NR algorithm uses three states
(available, idle, and locked) to avoid overlaps (i.e., participation by the same processor in
the balancing steps performed by two distinct groups of neighbors).
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3.3 The Analysis Framework

This section presents a probabilistic framework for load balancing analysis. The assumptions
needed for the analysis and the metrics used to measure load imbalance are considered in
detail.

3.3.1 Assumptions for the Analysis

The computational goal is to run an ensemble of n stochastic (biochemical) simulations.
Each individual simulation is referred to as a “task”. Due to the stochastic nature of each
simulation, the execution time t associated with a particular task cannot be estimated in
advance. (The same situation occurs with deterministic adaptive models where the grid or
time step adaptation depends on the data, and the chosen grid and step sizes greatly affect
the total compute time.) The task compute times are modeled by random variables.

Assumption 1. The compute times associated with different tasks are independent identi-
cally distributed (i.i.d.) random variables.

The mean and the standard deviation of the random variable task compute time T are
denoted by µT and σT , respectively. The exact shape of the probability density function for
T is not relevant for the analysis; thus, the analysis results are very general.

Assumption 1 naturally covers the case where the ensemble is obtained by running the
same model multiple times, with different initial conditions, different parameter values, or
different seeds of the pseudo random number generator. New model runs are independent
of the results of previous runs. Assumption 1 is also appropriate where multiple models are
being run, and where each model of the batch is chosen with a specified frequency.

Next, the mapping of the n tasks of the ensemble onto the p processors is considered. Pro-
cessor i has Ri tasks, such that R1 + . . . + Rp = n. Let tij denote the compute time of
the jth task on the ith processor where i = 1, . . . , p , j = 1, . . . , Ri . Note that all tij are

i.i.d. random variables according to Assumption 1. The total compute time Xi =
∑Ri

j=1 tij
of processor i is also a random variable. In probability theory, the central limit theorem
(CLT) states that the normalized sum of a sufficiently large number of independent identi-
cally distributed random variables, each with finite mean and variance, will be approximately
standard normally distributed [79]. Therefore, using Assumption 1, if Ri is large enough,
then

Xi −Ri µT√
Ri σT

will be approximately normally distributed with

E [Xi] = Ri · µT , Var [Xi] = Ri · σ2
T .

It is therefore assumed that
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Assumption 2. The number of tasks mapped onto each processor is sufficiently large such
that the probability density function of the total compute time per processor is approximately
Gaussian.

Assumption 2 allows the analysis to work with Gaussian distributions of the total compute
times per processor regardless of the underlying distribution of individual task times. Thus a
very general setting for the analysis is possible. Assumption 2 is invalid during the winddown
period (when there are only a few tasks left per processor), but that is a small fraction of
the total ensemble computation time. Even during winddown load balancing continues to
be beneficial, but the theoretical analysis cannot be directly applied.

3.3.2 Metrics of Load Imbalance

The algebraic mean of the compute times per processor is defined as

ηX =
1

p

p∑
i=1

Xi =
1

p

p∑
i=1

Ri∑
j=1

tij.

Note that ηX is itself a random variable with E[ηX ] = (n/p)µT . The algebraic variance of
the compute times among processors is defined by

ξ2X =
1

p− 1

p∑
i=1

(Xi − ηX)
2

and is also a random variable. The square root of the algebraic variance (RAV),
√

ξ2X , is
also considered. The basic premise of variance is that larger variance between the compute
times on different processors is a symptom of larger load imbalance. The first measure of
the degree of load imbalance is therefore the expected value of the algebraic variance,

E
[
ξ2X
]
=

1

p− 1

p∑
i=1

E
[
(Xi − ηX)

2] , (3.1)

or more conveniently the square root
√
E
[
ξ2X
]
.

Consider now the minimum and the maximum computation times among all processors,
Y1 = min{X1, . . . , Xp} and Yp = max{X1, . . . , Xp}. These are both random variables. The
idle time spent by processor i is the difference between the maximum time and the compute
time on the processor, Yp−Xi. The second measure of load imbalance is the expected value
of the largest idle time, i.e., the difference between the largest and the smallest compute
times across all processors,

E [Yp − Y1] = E [max{X1, . . . , Xp}]− E [min{X1, . . . , Xp}] . (3.2)
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Figure 3.3: Discrete cumulative histogram of compute times per cell (bar) for wild-type and
mutant simulations. The solid line represents the best-fit Gaussian CDF.

Finally, the third measure of load imbalance is the expected value of the average idle compute
time across all processors,

E

[
1

p

p∑
i=1

(Yp −Xi)

]
= E [Yp − ηX ] . (3.3)

3.3.3 Variability in Compute Times per Cell

The wild-type cell lineage simulation time distribution from a simulation experiment is plot-
ted in Fig. 3.3. (a). This distribution is based on 1,000 budding yeast multistage cell
tracking simulations with 25 processors. The best continuous Gaussian CDF approximation
to the discrete cumulative histogram is also shown; it is clear that the cell cycle simulation
times are not normally distributed [80]. The wild-type simulation data from Fig. 3.3. (a)
has the mean and standard deviation

µT = 488.1 sec. and σT = 116.6 sec. (3.4a)

Fig. 3.3. (b) shows the cumulative discrete histogram of 1,000 prototype budding yeast
mutant simulations. Approximately 75% of the cells never divide and the remaining 25%
divide very irregularly. For the mutant simulation results

µT = 152.0 sec. and σT = 191.1 sec. (3.4b)
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3.4 Analysis of the Dynamic Load Balancing Algorithms

The probabilistic framework proposed here models compute times per task as i.i.d. random
variables. Level of load imbalance is measured by three well-defined metrics (3.1)–(3.3). The
analysis approach quantifies the expected value of the load imbalance metrics before and after
each work redistribution step, and assess the reduction in the expected load imbalance.

This analysis framework is useful for a considerably more general class of problems, beyond
stochastic cell cycle modeling. The proposed analysis approach is applicable to any par-
allel ensemble calculations where the compute times per task follow the same probability
distribution.

3.4.1 Order Statistics

Let X1, . . . , Xp be p independent identically distributed random variables with a probability
density function (PDF) fX(x), and cumulative distribution function (CDF) FX(x). The
variables Y1 ≤ Y2 ≤ · · · ≤ Yp, where the Yi are the Xi arranged in order of increasing
magnitudes, are called order statistics corresponding to the random sample X1, . . . , Xp.
Therefore, Y1 = min{X1, . . . , Xp} and Yp = max{X1, . . . , Xp}. Some useful facts about
order statistics [73] follow. The CDF of the largest order statistic Yp is given by

FYp(y) = Pr [Yp ≤ y ] = Pr [X1 ≤ y; . . . ;Xp ≤ y ]

=

p∏
j=1

Pr [Xj ≤ y ] =

p∏
j=1

FXj
(y) = [FX(y) ]

p

because the Xjs are independent. Likewise

FY1(y) = Pr [Y1 ≤ y ] = 1− [ 1− FX(y) ]
p.

These are important special cases of the general formula for FYr(y),

FYr(y) = Pr [Yr ≤ y ] =

p∑
i=r

(
p

i

)
[FX(y)]

i [1− FX(y)]
p−i .

The probability density function for the rth order variable Yr from X is

fYr(y) =
[FX(y)]

r−1[1− FX(y)]
p−r

B(r, p− r + 1)
fX(y),

where B(a, b) =
Γ(a)Γ(b)

Γ(a+ b)
is the Euler beta function. Γ(r) =

∫ ∞

0

xr−1e−x dx is the gamma

function. Thus, the special probability density function for the maximum Yp and the mini-
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mum Y1 are

fYp(y) = p [FX(y)]
p−1 fX(y), (3.5a)

fY1(y) = p [1− FX(y)]
p−1 fX(y). (3.5b)

Numerical evaluation of expected order statistics is complex. Chen and Tyler [81] show that
the expected value, standard deviation, and complete PDF of the extreme order distributions
can be accurately approximated when the samples Xi are i.i.d. Gaussian. The formulas use
the expression Φ−1

(
0.52641/p

)
, where p is the sample size and Φ−1(y) =

√
2 erfinv(2y − 1)

is the inverse function of the standard Gaussian CDF Φ, and erfinv is the inverse of the

error function erf(x) =
2√
π

∫ x

0

e−t2 dt. Specifically, the expected values of the largest and

the smallest order statistics of i.i.d. Gaussian samples are, respectively,

E[Yp] ≈ µX + σX Φ−1
(
0.52641/p

)
, (3.6a)

E[Y1] ≈ µX − σX Φ−1
(
0.52641/p

)
. (3.6b)

Numerical evidence presented in [81] indicates that the relative approximation errors are
of the order of a few percent for moderately large values of p (p ≥ 20). Note that the
compute times Xi here are not identically distributed (unless all the Ri are the same), and
thus in general (3.6) does not apply to the min and max compute times Y1 and Yp. (3.6)
is used only for initially equal Ri followed by AR, and in that case experimental results
presented in Section 3.5 indicate that the approximations (3.6a) and (3.6b) are very close to
the experimentally determined expected values.

3.4.2 Some Useful Results for Load Balancing

Consider the moment right after one processor (say, P1) finishes all its jobs. Define Ri to
be the number of remaining jobs outstanding (including the one currently executing) on the
processor Pi. Since the analysis is carried out at a given moment in time, the Ri are known
and are not random variables. Let tij be the execution time for the remaining job j on
processor Pi. Let Xi be the execution time of all the remaining jobs on Pi.

Consider a load balancing step that redistributes (nonexecuting) jobs among processors.
Since the total number of jobs is not changed, the algebraic mean of compute times remains
the same.

Lemma 1. Let X = [X1, . . . , Xp] be the remaining compute times when the first processor
finishes its tasks, and before the load balancing is performed. Let X ′ = [X ′

1, . . . , X
′
p] be the

vector of compute times after the load balancing step. The algebraic mean of compute times
per processor is the same random variable for all configurations,

ηX =
1

p

p∑
i=1

Xi = ηX′ =
1

p

p∑
i=1

X ′
i,
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since X ′ contains the same tasks, therefore the same execution times tij, as X (just distributed
differently). A load balancing step does not change the expected algebraic mean time E[ηX ] =
E[ηX′ ].

In what follows, the algebraic mean and the algebraic variance of the remaining number of
jobs per processor are denoted by

M(R) =
1

p

p∑
ℓ=1

Rℓ, V(R) =
1

p− 1

p∑
i=1

(
Ri −M(R)

)2
. (3.7)

Lemma 2 estimates the time left to completion.

Lemma 2. Consider a task that has started but not yet finished. There is no information
about how far along the computation is. The total execution time t of the task is a random
variable from a distribution with mean µT and variation σ2

T . Then the total remaining
execution time τ is a random variable with

E[τ ] =
1

2
µT , Var[τ ] =

σ2
T

3
+

µ2
T

12
.

Proof. Consider that a fraction f ∈ [0, 1] of the task still needs to run, while a fraction
(1− f) of the task has completed. Since there is no information about the part that is done,
f is a uniformly distributed random variable, f ∈ U([0, 1]). It is important to notice that t
and f are independent random variables.

The time left to completion τ = f t is a random variable. Due to the independence of t and
f ,

E[τ ] = E[f t] = E[f ] E[t] =
1

2
µT .

For the variance,

E

[(
f t− 1

2
µT

)2
]
=

σ2
T

3
+

µ2
T

12
.

Define adjusted numbers R̂i of tasks per processor such that E[Xi] = R̂i µT . The definition
must account for the fact that one task may be running. When all processors are still
working, one task on each processor is running. The adjusted number of tasks is defined as

R̂i = Ri −
1

2
for i = 1, . . . , p. (3.8a)

Assume, without loss of generality, that P1 is the first processor that finishes its jobs and
becomes idle. All other processors have one running task, and therefore

R̂1 = 0 and R̂i = Ri −
1

2
for i = 2, . . . , p. (3.8b)
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Right after the load balancing step the processor Pi has R
′
i tasks to execute. On processors

P2, . . . , Pp the first task is the one being executed, but all the R′
1 tasks on P1 are newly

assigned and queued: none has started yet. This leads to

R̂1 = R′
1 and R̂i = R′

i −
1

2
for i = 2, . . . , p. (3.8c)

The following lemma is a useful ingredient in proving the main results of the paper.

Lemma 3. The expected value of the algebraic variance of the compute times (3.1) depends
on both the algebraic variance of the number of tasks, and the variance of the individual
compute times, and is given by

E
[
ξ2X
]
= V(R̂)µ2

T +M(R̂) σ2
T +

p− 1

p

(
−1

6
σ2
T +

1

12
µ2
T

)
, (3.9)

where the R̂i represent the adjusted numbers of tasks per processor (3.8). The algebraic mean

M(R̂) and the algebraic variance V(R̂) are defined in (3.7).

Proof. Redefine tij to be the time remaining for job j on processor Pi; the (random) compute
times per processor and their average are

Xi =

Ri∑
j=1

tij, ηX =
1

p

p∑
ℓ=1

Rℓ∑
m=1

tℓm.

Each processor Pi, i ≥ 2, has one task in progress with expected completion time µT/2 when
P1 finishes its tasks. Note that if P1 is idle (right before load balancing) then R1 = 0. If P1

is not idle (right after load balancing step) then none of the tasks assigned to it has started
and E[t1j] = µT for j = 1, . . . , R1. Consequently, the mean compute time of the first job is
different on P1 than it is on other processors;

E[tij] =


µT/2, i = 2, . . . , p and j = 1,
µT , i = 2, . . . , p and 2 ≤ j ≤ Ri,
µT , i = 1 and R1 ≥ 1,
0 , i = 1 and R1 = 0.
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Now

Xi − ηX =

Ri∑
j=1

tij −
1

p

p∑
ℓ=1

Rℓ∑
m=1

tℓm

=

(
1− 1

p

) Ri∑
j=1

tij −
1

p

p∑
ℓ=1,ℓ̸=i

Rℓ∑
m=1

tℓm (3.10)

=

(
1− 1

p

) Ri∑
j=1

(tij − E[tij]) +

(
1− 1

p

) Ri∑
j=1

E[tij]

− 1

p

p∑
ℓ=1
ℓ ̸=i

Rℓ∑
m=1

(tℓm − E[tℓm])−
1

p

p∑
ℓ=1
ℓ ̸=i

Rℓ∑
m=1

E[tℓm].

Recall R̂i was defined so that

Ri∑
j=1

E[tij] = R̂i µT , and

(
1− 1

p

) Ri∑
j=1

E[tij]−
1

p

p∑
ℓ=1
ℓ ̸=i

Rℓ∑
m=1

E[tℓm] =
(
R̂i −M(R̂)

)
µT .

Note that E

[
Ri∑
j=1

(tij − E[tij])

]
= 0 . E[(Xi − ηX)

2] will be determined from (3.10). First

apply Lemma 2 to get

E
[
(tij − E[tij])

2] =


σ2
T

3
+

µ2
T

12
, i = 2, ..., p and j = 1,

σ2
T , i = 2, ..., p and j ≥ 2,

σ2
T , i = 1 and R1 ≥ 1,

0 , i = 1 and R1 = 0.

In compact notation

Ri∑
j=1

E
[
(tij − E[tij])

2] = R̂i σ
2
T +

(
−1

6
σ2
T +

1

12
µ2
T

)
(1− δi1),

where δi1 is the Kronecker delta. Due to the independence of individual compute times,

E [(tij − E[tij]) (tℓm − E[tℓm])] = 0 for j ̸= m or i ̸= ℓ.

Hence

E[(Xi − ηX)
2] =

(
R̂i −M(R̂)

)2
µ2
T +

1

p

(
M(R̂) + (p− 2) R̂i

)
σ2
T

+

(
−1

6
σ2
T +

1

12
µ2
T

)(
p2 − p− 1− (p2 − 2p) δi1

p2

)
.
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Finally the expected value of the algebraic variance

E
[
ξ2X
]
=

1

p− 1

p∑
i=1

E[(Xi − ηX)
2]

= V(R̂)µ2
T +M(R̂) σ2

T +
p− 1

p

(
−1

6
σ2
T +

1

12
µ2
T

)
.

Lemma 3 provides insight into how the load balancing algorithms reduce the algebraic vari-
ance of compute times per processor. Any redistribution of tasks does not change the total
number of tasks, and therefore does not change the algebraic mean M(R̂). The second and
the third terms in (3.9) are invariant with any load balancing algorithm. However, a re-

duction in the algebraic variance V(R̂) of the number of tasks will decrease the expected
algebraic variance of the compute times by reducing the first term in (3.9). Therefore the
following corollary can be derived.

Lemma 4. Let R and R′ be the number of tasks per processor before and after a load
redistribution step, respectively. Let X and X ′ be the compute times per processor before
and after a load redistribution step, respectively. The decrease in the expected value of the
algebraic variance of the compute times (3.1) is

E
[
ξ2X
]
− E

[
ξ2X′

]
=
(
V(R̂)− V(R̂′)

)
µ2
T , (3.11)

where the R̂i represent the adjusted numbers of tasks per processor (3.8).

3.4.3 Analysis of Static Distribution

Let Xi be total job execution time for processor i and tij be the jth job time of Xi in
the static (no dynamic load balancing) approach. Assume the total number n of jobs is a
multiple of the number p of processors. Processor i is assigned R = ⌈n/p⌉ = n/p jobs, so

that Xi =
R∑

j=1

tij for i = 1, . . . , p. From the analysis in the previous section, the total times

per processor are i.i.d. approximately Gaussian random variables X1, . . . , Xp with mean and
variance given by

µX = RµT , σ2
X = Rσ2

T . (3.12)

The expected value of the algebraic variance (3.1) is given by Eq. (3.9) where all R̂i = R,

E
[
ξ2X
]
= Rσ2

T +
p− 1

p

(
−1

6
σ2
T +

1

12
µ2
T

)
. (3.13)
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Let Y be the order distribution of X : Y1 ≤ Y2 ≤ · · · ≤ Yp. From (3.5a)–(3.5b),

E[Yp] =

∫ ∞

−∞
y p [FX(y)]

p−1fX(y) dy, (3.14a)

E[Y1] =

∫ ∞

−∞
y p [1− FX(y)]

p−1fX(y) dy (3.14b)

with the Gaussian probability density function

fX(y) =
1

σX

√
2π

e−(y−µX)2/(2σ2
X), (3.15)

and the Gaussian cumulative distribution function

FX(y) =
1

2

[
1 + erf

(
y − µX

σX

√
2

)]
. (3.16)

From (3.14a)–(3.16) together with the simulation data (3.4a), the probabilistic load imbal-
ance measures (3.2)–(3.3) can be evaluated by numerical integration.

Alternatively, the approximations (3.6) can be used together with (3.12) to obtain

E[Yp − Y1] ≈ 2
√
R σT Φ−1

(
0.52641/p

)
,

E[Yp − ηY ] ≈
√
R σT Φ−1

(
0.52641/p

)
.

3.4.4 Analysis of MD Dynamic Load Balancing

Call P1 the first processor that finishes its jobs and becomes idle. At this time each processor
Pi , i > 1, has Ri outstanding jobs and a total remaining execution timeXi. By the CLT, each
of X2, . . . , Xp is approximately normally distributed if all Ri are large. The first (running)
job on P2, . . . , Pp has a different PDF and a negligible effect on compute time statistics,
assuming that Ri ≫ 1 for i ≥ 2.

In the MD algorithm the highest loaded processor sends half of its unfinished jobs to the
idle processor. Assume, without loss of generality, that and Pp has the highest load of Rp

unfinished jobs. The MD load balancing step moves ⌊Rp/2⌋ jobs from the processor Pp to
P1. The loads for P2, . . . , Pp−1 are not changed. Therefore, the number of jobs per processor
after redistribution is

R′
1 =

⌊
Rp

2

⌋
, R′

2 = R2 , . . . , R
′
p−1 = Rp−1, R

′
p =

⌈
Rp

2

⌉
.

Let X ′
i be the remaining compute time for processor Pi after the MD load balancing step.

From the above X ′
i = Xi for i = 2, . . . , p− 1. For the first and last processors the expected
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values of the compute times are

E[X ′
1] = R′

1 µT =

⌊
Rp

2

⌋
µT ,

E[X ′
p] =

(
R′

p −
1

2

)
µT =

(⌈
Rp

2

⌉
− 1

2

)
µT .

The above expression accounts for the fact that Pp has one task in progress. Furthermore,

E[X ′
p]− E[X ′

1] =

(
Rp mod 2− 1

2

)
µT .

The following propositions prove that each MD redistribution step decreases the level of load
imbalance as measured by the metrics (3.1)–(3.3).

Proposition 1. The expected value of the algebraic variance of the compute times per pro-
cessor (3.1) decreases after a MD DLB step by

E[ξ2X ]− E[ξ2X′ ] =
Rp (Rp − 1)

2 (p− 1)
µ2
T .

Proof. The average adjusted number of tasks per processor is the same before and after
MD load balancing, M(R̂) = M(R̂′). The decrease in the algebraic variance of the adjusted
number of tasks is

V(R̂)− V(R̂′) =
1

p− 1

(
(R̂1 −M(R̂))2 − (R̂′

1 −M(R̂))2

+ (R̂p −M(R̂))2 − (R̂′
p −M(R̂))2

)
=

Rp (Rp − 1)

2 (p− 1)
.

Lemma 4 provides the difference between the expected variances of compute times across
processors before and after a MD load balancing step,

E[ξ2X ]− E[ξ2X′ ] =
Rp (Rp − 1)

2 (p− 1)
µ2
T . (3.17)

The MD algorithm can be meaningfully applied only when the number of tasks on the most
overloaded processor is Rp ≥ 2. The relation (3.17) then provides a strict decrease in the
expected value of the algebraic variance of compute times.

Proposition 2. The expected value of the largest idle time (3.2) is monotonically decreased
after a MD DLB step, that is, E

[
Y ′
p − Y ′

1

]
≤ E [Yp − Y1] .
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Proof. Before the MD load balancing step, the expected maximum imbalance is

E[Yp]− E[Y1] = E[Yp] ≥ E[Xp] = R̂p µT .

After the MD load balancing step, the new expected maximum imbalance time is E[Y ′
p ] −

E[Y ′
1 ].

Consider the random variables

Zmin = min{X2, · · · , Xp−1},
Zmax = max{X2, · · · , Xp−1} ≤ Yp .

The smallest and the largest order statistics after MD balancing are Y ′
1 = min{X ′

1, X
′
p, Zmin}

and Y ′
p = max{X ′

1, X
′
p, Zmax}. There are nine possible combinations of Y ′

1 and Y ′
p values.

Two of them lead to Y ′
1 = Y ′

p , i.e., the maximum idle time is zero after the MD load balancing
step. The remaining seven combinations are as follows:

(1) Y ′
1 = Zmin and Y ′

p = Zmax ;

(2) Y ′
1 = Zmin and Y ′

p = X ′
p ;

(3) Y ′
1 = Zmin and Y ′

p = X ′
1 ;

(4) Y ′
1 = X ′

p and Y ′
p = Zmax ;

(5) Y ′
1 = X ′

p and Y ′
p = X ′

1 ;

(6) Y ′
1 = X ′

1 and Y ′
p = Zmax ;

(7) Y ′
1 = X ′

1 and Y ′
p = X ′

p .

In Case (1) the balanced times fall between Zmin and Zmax. The expected maximum idle
time reduction is

{E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]} = {E[Yp]− E[Y1]} − {E[Zmax]− E[Zmin]}
= {E[Yp]− E[Zmax]}+ {E[Zmin]} ≥ E[Zmin] ≥ 0.

The reductions of expected maximum idle times for Cases (2) to (7) are straightforward



Tae-Hyuk Ahn Chapter 3. 38

verification.

Case (2) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}
= E[Yp]− {E[X ′

p]− E[Zmin]}
≥ E[Yp]− E[X ′

p] ≥ R̂p µT − (⌈Rp/2⌉ − 0.5)µT > 0.

Case (3) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}
= E[Yp]− {E[X ′

1]− E[Zmin]} ≥ E[Yp]− E[X ′
1]

≥ (Rp − 0.5− ⌊Rp/2⌋) µT > 0.

Case (4) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}
= E[Yp]− {E[Zmax]− E[X ′

p]} ≥ E[X ′
p] = (⌈Rp/2⌉ − 0.5) µT > 0.

Case (5) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}

= E[Yp]− {E[X ′
1]− E[X ′

p]} ≥
(
R̂p − ⌊Rp/2⌋+ ⌈Rp/2⌉ − 0.5

)
µT > 0.

Case (6) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}
= E[Yp]− {E[Zmax]− E[X ′

1]} ≥ E[X ′
1] > 0.

Case (7) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}

= E[Yp]− {E[X ′
p]− E[X ′

1]} ≥
(
R̂p + 0.5 + ⌊Rp/2⌋ − ⌈Rp/2⌉

)
µT > 0.

Therefore, after a MD load balancing step, the expected maximum time imbalance is always
the same or reduced. If R2 ≥ 1 and Rp−1 ≥ 1, then E[Zmin] > 0. Then expected maximum
time is always decreased after a MD load balancing step.

The third measure of load imbalance is the expected value of the average idle compute time
across all processors

E

[
1

p

p∑
i=1

(Yp −Xi)

]
= E [Yp − ηX ] .

Proposition 3. The expected value of the average idle time (3.3) does not increase after a
MD DLB step, that is, E

[
Y ′
p − ηX′

]
≤ E [Yp − ηX ] .

Proof. The decrease in the expected average idle time is (since ηX′ = ηX)

E [Yp − ηX ]− E
[
Y ′
p − ηX′

]
= E [Yp]− E

[
Y ′
p

]
.
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Consider each of the possible values of Y ′
p separately.

(1) Y ′
p = Zmax :

E [Yp]− E
[
Y ′
p

]
= E [Yp − Zmax] ≥ 0;

(2) Y ′
p = X ′

1 :

E [Yp]− E
[
Y ′
p

]
≥
(
R̂p − ⌊Rp/2⌋

)
µT > 0;

(3) Y ′
p = X ′

p :

E [Yp]− E
[
Y ′
p

]
≥ (Rp − ⌈Rp/2⌉ − 0.5)µT > 0;

by assuming that Rp > 1.

3.4.5 Analysis of AR Dynamic Load Balancing

In the AR algorithm, all remaining jobs on all processors are equitably redistributed among
all processors right after P1 finishes its jobs and becomes idle. At this time each processor
Pi, i = 2, · · · , p, has Ri remaining jobs and a remaining execution time Xi. One job is in
progress with an expected completion time µT/2 and Ri − 1 jobs are queued. Ri is known
and not a random variable because the analysis is carried out at a given time. The total

number of remaining jobs is

p∑
i=1

Ri. Let b =

(
p∑

i=1

Ri

)
mod p , and

r = ⌊M(R)⌋ = M(R)− b

p
, r̂ = r − 1

2
.

The new number of jobs that the AR algorithm assigns to processor Pi is

R′
i =


r , if b = 0 and i = 1, . . . , p ,
r , if b ̸= 0 and i = 1, . . . , p− b ,
r + 1 , if b ̸= 0 andi = p− b+ 1, . . . , p .

Let X ′
i denote the execution time of the jobs on Pi after the AR step. The expected value

of X ′
i is

E[X ′
i] =


r µT , if i = 1 ,
r̂ µT , if i = 2, . . . , p− b ,
(r̂ + 1)µT , if i = p− b+ 1, . . . , p .

(3.18)

Proposition 4. The expected algebraic variance (3.1) of X ′ is smaller than the expected

algebraic variance of X after an AR DLB step, that is, E[ξ2X′ ] < E[ξ2X ], assuming V(R̂) >
1/4.
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Proof. According to Lemma 4 the expected decrease in the algebraic variance of the execution
times is proportional to the decrease in the algebraic variance of the modified number of
jobs. The AR algorithm redistributes the number of jobs equitably, such that after the load
balancing step the algebraic variance of the number of tasks is the smallest among all possible
distributions. Therefore the AR load balancing algorithm decreases the expected variability
of execution times across processors by the maximum possible amount, and E[ξ2X′ ] < E[ξ2X ].

The algebraic variance after AR load balancing is

V(R̂′) =
1

p− 1

p∑
i=1

(
R̂′

i −M(R̂′)
)2

=
p (4b+ 1)− (2b+ 1)2

4 p (p− 1)
≤ 1

4

for 0 ≤ b ≤ p − 1. The decrease in the expected value of the algebraic variance of the
compute times is

E
[
ξ2X
]
− E

[
ξ2X′

]
≥
(
V(R̂)− 1

4

)
µ2
T .

For the remaining part of the analysis consider the case where the mean number of jobs is
large, M(R)≫ 1. In this case r + 1 ≈ r ≈ r̂, i.e., the jobs are nearly equally distributed to
processors by the AR step. Moreover, the fact that one job has started on each of P2 to Pp

but not on P1 has a negligible effect on the statistics of compute times (which are dominated
by the large number of queued tasks). Therefore assume that M(R) is large, b = 0, and
no jobs have started on any of the processors. The AR algorithm recursively returns to the
initial circumstances of the previous AR step, but with a smaller number of jobs. The equal
distribution of work and the CLT permit approximation of the compute times per processor
X ′

1, . . . , X
′
p with i.i.d. Gaussian random variables.

Proposition 5. If Rp is sufficiently large, the expected value of the largest idle time (3.2) is
decreased after an AR DLB step, that is, E

[
Y ′
p − Y ′

1

]
< E [Yp − Y1] .

Proof. The maximum compute time before balancing is at least equal to the compute time
on the processor with the largest number of remaining jobs (assumed to be Pp without loss
of generality). This implies that E[Yp] ≥ E[Xp] = Rp µT . Similarly, the minimum compute
time is at most equal to the compute time on the processor with the smallest number of
remaining jobs. Therefore

E[Y1] ≤ E[X1] = R1 µT = 0 , Rp µT ≤ E[Yp − Y1],

and
(
Rp −M(R)

)
µT ≤ E[Yp − ηY ].

The expected values of the greatest and the least order statistics in Gaussian samples can
be accurately approximated using (3.6a)–(3.6b). Under the above simplifying assumptions
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(b = 0 and no processes have started) all the Xi are (approximately) i.i.d. normal random
variables. From (3.6a), (3.6b), and (3.18),

E[Y ′
p ] = r µT +

√
r σT Φ−1(0.52641/p) + errp(p),

E[Y ′
1 ] = r µT −

√
r σT Φ−1(0.52641/p) + err1(p).

Assume that the relative approximation errors have an upper bound ϵ < 0.5 for all p ≥ 20:

|errp(p)| ≤ ϵ ·
∣∣r µT +

√
r σT Φ−1(0.52641/p)

∣∣ ,
|err1(p)| ≤ ϵ ·

∣∣r µT −
√
r σT Φ−1(0.52641/p)

∣∣ ,
taking the relative errors with respect to the approximate values for convenience. Note that
the results in [81] estimate ϵ ≤ 0.04. Consequently,

E[Y ′
p ]− E[Y ′

1 ] = 2
√
r σT Φ−1(0.52641/p) + errp(p)− err1(p).

For bounded numbers of processors p ≤ pmax the inverse function Φ−1(0.52641/p) is bounded
by Φ−1(0.52641/pmax) = Cmax ≈ 4.4 for pmax = 1, 000, 000. Therefore,

E[Y ′
p ]− E[Y ′

1 ] ≤ 2Cmax

√
r σT + |errp(p)|+ |err1(p)|

≤ 2 (1 + ϵ)Cmax

√
r σT + 2 ϵ r µT .

The decrease in expected maximum idle time is at least

E [Yp − Y1]− E
[
Y ′
p − Y ′

1

]
≥ (Rp − 2 ϵ r) µT − 2 (1 + ϵ)Cmax

√
r σT

> (1− 2 ϵ ) Rp µT − 2 (1 + ϵ)Cmax

√
Rp σT ≥ 0

for r < Rp and

Rp ≥
4 (1 + ϵ)2 C2

max

(1− 2 ϵ)2

(
σT

µT

)2

.

This lower bound for Rp does not depend on p (20 ≤ p ≤ pmax), but depends only on σT and
µT .

Proposition 6. If Rp > (1 + ϵ + g) r for some g > 0 and r is sufficiently large, the
expected value of the average idle time (3.3) is decreased after an AR DLB step, that is,
E
[
Y ′
p − ηX

]
< E [Yp − ηX ].

Proof. Before an AR load balancing step, since E[Yp] ≥ E[Xp] = Rp µT as before, the mean
load imbalance is E [Yp − ηX ] ≥ (Rp − r)µT . After the AR step, and using ϵ from the proof
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of Proposition 5, the mean load imbalance becomes

E
[
Y ′
p − ηX

]
= r µT +

√
r σT Φ−1(0.52641/p) + errp(p)− rµT

≤ (1 + ϵ)
(
r µT +

√
r σT Φ−1(0.52641/p)

)
− rµT

≤ ϵ rµT + (1 + ϵ)Cmax

√
r σT .

Therefore, the difference after the AR step is

E [Yp − ηX ]− E
[
Y ′
p − ηX

]
≥ (Rp − r − ϵ r) µT − (1 + ϵ)Cmax

√
r σT

> g r µT − (1 + ϵ)Cmax

√
r σT .

The expected mean idle time decreases if Rp is sufficiently large, when

Rp > (1 + ϵ+ g) r ≥ (1 + ϵ+ g)

(
(1 + ϵ)Cmax σT

g µT

)2

.

3.4.6 Analysis of RP Dynamic Load Balancing

Recall that P1 is the first processor that finishes its tasks and becomes idle. In the RP
algorithm, the idle processor sends requests to randomly chosen processors until a busy one
is found. Assume, without loss of generality, that Pk is the busy processor that was chosen
randomly. Pk has the load of Rk unfinished jobs. The RP load balancing step moves ⌊Rk/2⌋
jobs from the busy processor Pk to P1. The loads of the processors other than P1 and Pk

are not changed. Pp has the highest load of Rp unfinished jobs as before. Let X ′
i be the

remaining compute time for processor Pi after the RP DLB step. From the above, X ′
i = Xi

for i = 2, . . . , p and i ̸= k. For the processors P1 and Pk, the expected values of the compute
times are

E[X ′
1] = R′

1 µT =

⌊
Rk

2

⌋
µT ,

E[X ′
k] =

(
R′

k −
1

2

)
µT =

(⌈
Rk

2

⌉
− 1

2

)
µT .

The above expression accounts for the fact that Pk has one task in progress. Furthermore,

E[X ′
k]− E[X ′

1] =

(
Rk mod 2− 1

2

)
µT .

The following propositions prove that each RP redistribution step decreases the level of load
imbalance as measured by the metrics (3.1)–(3.3).



Tae-Hyuk Ahn Chapter 3. 43

Proposition 7. The expected value of the algebraic variance of the compute times per pro-
cessor (3.1) decreases after a RP DLB step by

E[ξ2X ]− E[ξ2X′ ] =
(M(R))2 −M(R) + V(R)

2(p− 1)
µ2
T .

Proof. Assume the probability that the Pk is randomly chosen as a donor processor is 1/(p−
1). The average adjusted number of tasks per processor is the same before and after RP load

balancing, M(R̂) = M(R̂′). The decrease in the algebraic variance of the adjusted number
of tasks is

V(R̂)− V(R̂′) =
1

p− 1

(
(R̂1 −M(R̂))2 − (R̂′

1 −M(R̂))2 + (R̂k −M(R̂))2 − (R̂′
k −M(R̂))2

)
=

Rk (Rk − 1)

2 (p− 1)
.

Lemma 4 and the probability that Pk is randomly chosen as a donor processor provide the
difference between the expected variances of compute times across processors before and
after a RP DLB step

E[ξ2X ]− E[ξ2X′ ] =

p∑
k=2

1

p− 1

(
Rk (Rk − 1)

2 (p− 1)

)
µ2
T =

µ2
T

2(p− 1)2

p∑
k=2

(
R2

k −Rk

)
=

µ2
T

2(p− 1)2

p∑
k=2

{
(Rk −M(R))2 + (2M(R)− 1)Rk − (M(R))2

}
=

µ2
T

2(p− 1)2

{
(p− 1)V(R) + (p− 1)

(
(M(R))2 −M(R)

)}
=

(M(R)− 1)2 + (M(R)− 1) + V(R)

2(p− 1)
µ2
T > 0

for M(R) > 1.

Proposition 8. The expected value of the largest idle time (3.2) is not increased after a RP
DLB step, that is, E

[
Y ′
p − Y ′

1

]
≤ E [Yp − Y1].

Proof. Before the RP load balancing step, the expected maximum imbalance is

E[Yp]− E[Y1] = E[Yp] ≥ E[Xp] = R̂p µT .

After the RP load balancing step, the new expected maximum imbalance time is E[Y ′
p ]−E[Y ′

1 ].
If Pk = Pp has the highest load of Rp, the proof is the same as that for Proposition 2.
Otherwise 1 < k < p. Consider the random variables

Zmin = min{X2, · · · , Xk−1, Xk+1, · · · , Xp},
Zmax = max{X2, · · · , Xk−1, Xk+1, · · · , Xp} ≤ Yp.
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The smallest and the largest order statistics after the RP load balancing step are Y ′
1 =

min{X ′
1, X

′
k, Zmin} and Y ′

p = max{X ′
1, X

′
k, Zmax}. Seven possible combinations of Y ′

1 and Y ′
p

values are considered as in the proof of Proposition 2.

(1) Y ′
1 = Zmin and Y ′

p = Zmax ;

(2) Y ′
1 = Zmin and Y ′

p = X ′
k ;

(3) Y ′
1 = Zmin and Y ′

p = X ′
1 ;

(4) Y ′
1 = X ′

k and Y ′
p = Zmax ;

(5) Y ′
1 = X ′

k and Y ′
p = X ′

1 ;

(6) Y ′
1 = X ′

1 and Y ′
p = Zmax ;

(7) Y ′
1 = X ′

1 and Y ′
p = X ′

k .

In Case (1) the balanced times fall between Zmin and Zmax. That the expected maximum
idle time reduction is greater than or equals to zero is proved the same as for Case (1) in
Proposition 2. The reductions of expected maximum idle times for Cases (2) to (7) are
shown by straightforward verification.

Case (2) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}
= E[Yp]− {E[X ′

k]− E[Zmin]} ≥ E[Yp]− E[X ′
k] ≥ (Rp − ⌈Rk/2⌉)µT > 0,

Case (3) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}
= E[Yp]− {E[X ′

1]− E[Zmin]} ≥ E[Yp]− E[X ′
1]

≥ (Rp − 0.5− ⌊Rk/2⌋) µT > 0,

Case (4) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}
= E[Yp]− {E[Zmax]− E[X ′

k]} ≥ E[X ′
k] = (⌈Rk/2⌉ − 0.5) µT > 0,

Case (5) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}
= E[Yp]− {E[X ′

1]− E[X ′
k]} ≥ (Rp − ⌊Rk/2⌋+ ⌈Rk/2⌉ − 1) µT > 0,

Case (6) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}
= E[Yp]− {E[Zmax]− E[X ′

1]} ≥ E[X ′
1] ≥ 0,

Case (7) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}
= E[Yp]− {E[X ′

k]− E[X ′
1]} ≥ (Rp + ⌊Rk/2⌋ − ⌈Rk/2⌉)µT ≥ 0.

Therefore, after a RP load balancing step, the expected maximum time imbalance is always
the same or reduced. Note that if Rp ≥ 2 and r ≥ 1, then the expected maximum time
imbalance is always reduced. This condition is general in load balancing steps.
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Proposition 9. The expected value of the average idle time (3.3) is not increased after a
RP DLB step, that is, E

[
Y ′
p − ηX′

]
≤ E [Yp − ηX ].

Proof. The decrease in the expected average idle time is (since ηX′ = ηX)

E [Yp − ηX ]− E
[
Y ′
p − ηX′

]
= E [Yp]− E

[
Y ′
p

]
.

Consider each of the possible values of Y ′
p separately.

(1) Y ′
p = Zmax :

E [Yp]− E
[
Y ′
p

]
= E [Yp − Zmax] ≥ 0;

(2) Y ′
p = X ′

1 :

E [Yp]− E
[
Y ′
p

]
≥
[
Rp −

⌊
Rk

2

⌋
− 1

2

]
µT > 0;

(3) Y ′
p = X ′

k :

E [Yp]− E
[
Y ′
p

]
≥
[
Rp −

⌈
Rk

2

⌉]
µT ≥ 0.

In the first case Y ′
p = Zmax, Zmax is the same as Yp except when the donor processor Pk is

randomly selected to be the most overloaded processor Pp. Therefore the expected value of
the reduction in the average idle time is zero for most RP load balancing steps.

3.4.7 Analysis of NR Dynamic Load Balancing

In the NR algorithm, the idle processor sends requests to neighbor processors to redistribute
the remaining jobs on the neighbor processors and itself. Assume that the number of neighbor
processors of the idle processor is k − 1 and changes with different network topologies. Let
P1 be the idle processor that finishes its jobs with its neighbor processors P2, . . . , Pk.

Before the NR load balancing step, each processor Pi, i = 2, . . . , k, has Ri remaining jobs
and a remaining execution time Xi. One job is in progress with an expected completion time

µT/2 and Ri − 1 jobs are queued. Let b =

(
k∑

i=1

Ri

)
mod k , M̃(R) =

1

k

k∑
i=1

Ri and

r =
⌊
M̃(R)

⌋
= M̃(R)− b

k
, r̂ = r − 1

2
.

The new number of jobs that the NR algorithm assigns to processor Pi is

R′
i =


r , i = 1, . . . , k − b ,
r + 1 , i = k − b+ 1, . . . , k ,
Ri , i = k + 1, . . . , p .
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Let X ′
i denote the execution time of the jobs on Pi after the NR step. The expected value

of X ′
i is

E[X ′
i] =


r µT , if i = 1 ,
r̂ µT , if i = 2, . . . , k − b ,
(r̂ + 1)µT , if i = k − b+ 1, . . . , k .

R̂i µT , if i = k + 1, . . . , p .

Define

M̃(R̂) =
1

k

k∑
i=1

R̂i, Ṽ(R̂) =
1

k − 1

k∑
i=1

(
R̂i − M̃(R̂)

)2
.

Proposition 10. The expected algebraic variance (3.1) of X ′ is smaller than the expected

algebraic variance of X after an NR DLB step, that is, E[ξ2X′ ] < E[ξ2X ], assuming Ṽ(R̂) > 1/4.

Proof. Since R′
i = Ri for i = k + 1, . . . , p,

V(R̂)− V(R̂′) =
1

p− 1

{
p∑

i=1

(
R̂i

)2
−

p∑
i=1

(
R̂′

i

)2}
=

1

p− 1

{
k∑

i=1

(
R̂i

)2
−

k∑
i=1

(
R̂′

i

)2}

=
k − 1

p− 1

(
Ṽ(R̂)− Ṽ(R̂′)

)
.

Proposition 4 provides the algebraic variance of the modified number of jobs after the NR load
balancing step, since it is the same as the AR load balancing step for Pi where i = 1, . . . , k.

Ṽ(R̂′) =
1

k − 1

k∑
i=1

(
R̂′

i − M̃(R̂′)
)2

=
k (4b+ 1)− (2b+ 1)2

4 k (k − 1)
≤ 1

4
.

for 0 ≤ b ≤ k− 1. Finally the decrease in the expected value of the algebraic variance of the
compute times is

E
[
ξ2X
]
− E

[
ξ2X′

]
≥ k − 1

p− 1

(
Ṽ(R̂)− 1

4

)
µ2
T .

Proposition 11. The expected value of the largest idle time (3.2) is monotonically decreased
after a NR DLB step, that is, E

[
Y ′
p − Y ′

1

]
≤ E [Yp − Y1].

Proof. Before the NR load balancing step the expected maximum imbalance is

E[Yp]− E[Y1] = E[Yp] ≥ E[Xp] = R̂p µT .

After the NR load balancing step, the new expected maximum imbalance time is E[Y ′
p ] −

E[Y ′
1 ].
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Consider the random variables

Zmin = min{X ′
1, · · · , X ′

k} ,
Zmax = max{X ′

1, · · · , X ′
k} ≤ max{X1, · · · , Xk} ≤ Yp ,

Wmin = min{X ′
k+1, · · · , X ′

p} ≥ Y1 = 0 ,

Wmax = max{X ′
k+1, · · · , X ′

p} ≤ Yp .

The smallest and the largest order statistics after NR balancing are Y ′
1 = min{Zmin,Wmin}

and Y ′
p = max{Zmax,Wmax}. There are four possible combinations of Y ′

1 and Y ′
p values:

(1) Y ′
1 = Zmin and Y ′

p = Wmax;

(2) Y ′
1 = Wmin and Y ′

p = Wmax;

(3) Y ′
1 = Zmin and Y ′

p = Zmax;

(4) Y ′
1 = Wmin and Y ′

p = Zmax.

Case (1) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}
= {E[Yp]− E[Wmax]}+ E[Zmin] ≥ E[Zmin] ≥ 0.

Case (2) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}
= {E[Yp]− E[Wmax]}+ E[Wmin] ≥ 0.

Case (3) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}
= {E[Yp]− E[Zmax]}+ E[Zmin] ≥ 0.

Case (4) : {E[Yp]− E[Y1]} − {E[Y ′
p ]− E[Y ′

1 ]}
= {E[Yp]− E[Zmax]}+ E[Wmin] ≥ 0.

Proposition 12. The expected value of the average idle time (3.3) does not increase after
a NR load balancing step, that is, E

[
Y ′
p − ηX′

]
≤ E [Yp − ηX ].

Proof. The decrease in the expected average idle time is (since ηX′ = ηX by Lemma 1)

E [Yp − ηX ]− E
[
Y ′
p − ηX′

]
= E [Yp]− E

[
Y ′
p

]
.

From the proof of Proposition 11,

Y ′
p = max{Zmax,Wmax} ≤ Yp.

Therefore,
E [Yp]− E

[
Y ′
p

]
≥ 0.
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3.5 Theoretical and Experimental Results

This section provides theoretical and experimental load balancing results with the budding
yeast cell cycle model. The stochastic simulation algorithm and budding yeast cell cycle
model are explained in detail in Section 2.2. To evaluate the proposed load balancing algo-
rithms, the ensemble of simulations is executed on Virginia Tech’s System X supercomputer
[82]. The supercomputer has 1,100 Apple PowerMac G5 nodes, with dual 2.3 GHz PowerPC
970FX processors and 4GB memory.

3.5.1 Stochastic Simulation of the Budding Yeast Cell Cycle Model

We have implemented a stochastic model for the budding yeast cell cycle [10, 49] based on
the original model of Chen et al. [4]. Gillespie’s SSA [9] is executed on the cell cycle model.
To accurately mimic the experimental protocol, we choose cells from a specific distribution
of initial conditions, and simulate all of their progeny. Existing stochastic simulators based
on the Gillespie’s SSA treat one system with one initial molecular state vector. To simulate
all of the progeny, whose initial states are different, multicycle cell lineage tracking is needed,
as described in Sec. 2.3.2 and [50].

3.5.2 Numerical Evaluation of Static Distribution

To assess how well the theoretical estimates of load imbalance metrics agree with the simula-
tion results, consider the case with n = 1, 000 cell cycle simulations distributed evenly across
p = 25 processors, which results in R = 40 tasks per processor. To evaluate probabilistic
measures the expected maximum CPU time E[Yp] and minimum CPU time E[Y1] can be
calculated in two ways: the integral method (3.14a)–(3.14b) and the approximation method
(3.6a)–(3.6b). E[Yp] = 20, 973 and E[Y1] = 18, 075 calculated from the integral method are
similar to the approximation method results of E[Yp] = 20, 965 and E[Y1] = 18, 083. Results
from both methods match the experimental results in Table 3.2.

Probabilistic measures (3.1)–(3.3) of load imbalance are the root expected algebraic variance
of times across the processors,√

E
[
ξ2X
]
=

√
p

p− 1
·R · σ2

T ≈ 752.65 seconds,

the expected worst case load imbalance,

E[Yp]− E[Y1] ≈ 2, 898 seconds,

and the expected idle time per processor,

E [Yp − ηX ] ≈ 1, 449 seconds.
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(c) RP load balancing
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(d) NR load balancing

Figure 3.4: Numerical comparison of the experimental RAV to the theoretical root expected
algebraic variance of compute times across the processors for the four DLB algorithms. 1,000
runs with 25 processors for (a)–(d)

In the simulation experiment based on 1,000 simulations with fa static distribution over 25
processors, the root algebraic variance of CPU times is 679.83 seconds, the maximum load

imbalance Yp − Y1 is 2, 740.42 seconds, and the average CPU idle time (1/p)

p∑
i=1

(Yp −Xi) =

1, 270.75 seconds. The theoretical probabilistic measures of load imbalance are consistent
with the simulation experiment values.

3.5.3 Numerical Evaluation of Theoretical Analysis for the Dy-
namic Load Balancing Algorithms

In this section, the approximations employed in the theoretical analysis of the four different
dynamic load balancing algorithms are compared to the experimental results numerically.
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(c) RP load balancing
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(d) NR load balancing

Figure 3.5: Numerical comparison of the experimental RAV to the theoretical root expected
algebraic variance of compute times across the processors for the four DLB algorithms.
10,000 runs with 100 processors for (a)–(d).

Figures 3.4 (a)–(d) compare the theoretical root expected algebraic variance of compute
times across the processors for each load balancing step to the experimental square root of
the algebraic variance (RAV) with n = 1, 000 tasks on p = 25 processors. To investigate
in the case of many tasks on many processors, the theoretical and experimental results of
n = 10, 000 tasks on p = 100 processors are considered in Figures 3.5 (a)–(d).

The numerical reduction of the expected algebraic variance of the compute times across the
processors before and after a load balancing step is quantified in Propositions 1, 4, 7, and
10 for each load balancing algorithm. In the MD analysis, Proposition 1 provides that the
numerical root expected algebraic variance of the compute times across the processors after
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Table 3.1: Experimental and theoretical RAV (square root of the algebraic variance) of com-
pute times across the processors for the four load balancing algorithms. Units are seconds.

1,000 Runs (25 proc.) 10,000 Runs (100 proc.)

Metrics MD AR RP NR MD AR RP NR

Experimental RAV comp. time 195.1 172.2 150.3 201.0 195.9 153.8 187.4 226.7

Theoretical
√

ξ2X comp. time 240.0 198.3 220.5 241.4 229.0 198.2 297.3 378.3

a load balancing step that is

√
E[ξ2X′ ] =

√
E[ξ2X ]−

Rp (Rp − 1)

2 (p− 1)
µ2
T .

In the AR analysis, Proposition 4 provides that√
E[ξ2X′ ] =

√
E[ξ2X ]−

(
V(R̂)− V(R̂′)

)
µ2
T

where

V(R̂′) =
p (4b+ 1)− (2b+ 1)2

4 p (p− 1)
.

In the RP analysis, Proposition 7 provides that

√
E[ξ2X′ ] =

√
E[ξ2X ]−

(M(R))2 −M(R) + V(R)

2(p− 1)
µ2
T .

In the NR analysis, Proposition 10 provides that

√
E[ξ2X′ ] =

√
E[ξ2X ]−

k − 1

p− 1

(
Ṽ(R̂)− Ṽ(R̂′)

)
µ2
T

where

Ṽ(R̂′) =
k (4b+ 1)− (2b+ 1)2

4 k (k − 1)
.

Figures 3.4 and 3.5 show that the variance decreases consistently on each iteration as pre-
dicted by the theory for all load balancing cases. Table 3.1 shows the final root expected
algebraic variance of the compute times versus experimental root of the algebraic variance
across the processors. As expected, the theoretical values are larger than experimental results
since the theory provides upper bounds for the metric (3.1).
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Figure 3.6: Elapsed compute times per processor (diamond marker) and wall clock time
(solid line) for wild-type multistage cell cycle simulations. 1,000 runs with 25 processors
for (a)–(e) and 10,000 runs with 100 processors for (f)–(j). Small grey rectangular height
represents each job time for the processor.

Table 3.2: Average, maximum, minimum, RAV (square root of the algebraic variance) of
compute times, maximum idle time, and average (percentage) idle time for wild-type cell
simulations. The static and the four proposed load balancing approaches are compared by
results from both a small and a large ensemble. Units are seconds.

1,000 Runs (25 processors) 10,000 Runs (100 processors)
Metrics Static MD AR RP NR Static MD AR RP NR

Avg comp. time 19524 19362 19277 19515 19578 47880 47778 48039 47991 48020
Max comp. time 20795 19781 19709 19836 19931 51050 48289 48413 48412 48556
Min comp. time 18055 19084 19033 19254 19175 44431 47354 47802 47725 47643
RAV comp. times 680 195 172 150 210 1272 196 154 187 227
Max idle time 2740 697 676 582 756 6619 935 611 687 914
Avg idle time 1271 419 432 321 352 3170 511 374 421 536
Idle time (%) 6.5% 2.2% 2.2% 1.7% 1.8% 6.6% 1.1% 0.8% 0.9% 1.1%

3.5.4 Load Balancing Results for Wild-Type Yeast

This section describes load balancing results for the wild-type budding yeast cell cycle model.
Fig. 3.6 compares the processor CPU times and wall clock time using the no DLB, MD, AR,
RP, and NR DLB algorithms. 1,000 simulations with 25 processors and 10,000 simulations
with 100 processors are executed for this experiment. With the static distribution (no load
balancing), the variance of the CPU times is not huge because wild-type cells divide in a
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relatively regular fashion. The simulation time is just affected by the stochastic nature of
the SSA. Nevertheless, the four dynamic load balancing methods reduce the wall clock time
compared to the static method; the differences are approximately 1,000 seconds (4.9% of
static distribution wall clock time) for 1,000 runs with 25 processors, and 2,800 seconds
(5.4% of static distribution wall clock time) for 10,000 runs with 100 processors.

Table 3.2 demonstrates the efficiency of the four dynamic load balancing algorithms clearly.
The average idle CPU times (3.3) for the no-balancing simulation are 1271 seconds for 1,000
runs with 25 processors and 3170 seconds for 10,000 runs with 100 processors. Therefore, the
average idle CPU time has increased a lot with the increasing number of jobs per processor.
The average idle CPU times for the load balancing algorithms, however, increases little with
the number of jobs per processor. For the MD load balancing simulation, the average idle
times are 419 seconds for 1,000 runs with 25 processors and 511 seconds for 10,000 runs with
100 processors. For the AR load balancing simulation, the average idle times are 432 seconds
for 1,000 runs with 25 processors and 374 seconds for 10,000 runs with 100 processors. For
the RP load balancing simulation, the average idle times are 321 seconds for 1,000 runs
with 25 processors and 421 seconds for 10,000 runs with 100 processors. For the NR load
balancing simulation, the average idle times are 352 seconds for 1,000 runs with 25 processors
and 536 seconds for 10,000 runs with 100 processors. Fig. 3.7 compares the average idle
CPU times for the static and four DLB algorithms. For wild-type yeast simulations, the
dynamic load balancing algorithms have eliminated approximately two thirds of the idle
time for 25 processors (from 6.5% of the total CPU time down to 2% of the total CPU
time), and roughly 85% for the 100 processor experiment (from 7% of the total CPU time
down to 1% of the total CPU time).

The communication time for the load balancing methods should be considered. The total
communication times for the four dynamic load balancing algorithms are approximately 0.2
seconds for 1,000 runs with 25 processors and 1.0 second for 10,000 runs with 100 processors.
Therefore, the total communication time for the load balancing is negligible compared to
elapsed wall clock time. The centralized and decentralized DLB algorithms have similar
performance for these simulations without considering scalability. Both of the load balancing
strategies reduce system resource demands for the wild-type cell cycle simulation.

3.5.5 Load Balancing Results for Mutant Yeast

This section presents experimental results for a prototype budding yeast mutant cell cycle
model. For the mutant strain considered, the initial cell might never divide at all or it might
divide several times and then cease division [4]. Therefore, the CPU time to simulate such
a mutant cell varies, even if the end time of the simulation is fixed. For these simulations,
the four dynamic load balancing algorithms show huge advantages in CPU utilization.

Figure 3.8 shows the overall wall clock times per processor. Figures 3.8 (a)–(e) show results
for 1,000 runs with 25 processors and Figures 3.8 (f)–(j) show results for 10,000 runs with 100
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Figure 3.7: The average idle CPU times comparison for the static distribution and the final
step of the load balancing methods.
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Figure 3.8: Elapsed compute times per processor (diamond marker) and wall clock time (solid
line) of prototype mutant multistage cell cycle simulations. 1,000 runs with 25 processors
for (a)–(e) and 10,000 runs with 100 processors for (f)–(j). Small grey rectangular height
represents each job time for the processor.

processors. For the static load balancing case, the variance of compute times is huge because
of the characteristics of mutant simulations. The DLB algorithms reduce the wall clock
times by approximately 26% for 1,000 runs with 25 processors, and by approximately 21%
for 10,000 runs with 100 processors. The four DLB algorithms lead to greater improvements
for the mutant than for the wild-type simulation.

Table 3.3 also shows the improved efficiency of the four DLB algorithms compared to a
static method. Statements similar to those for Table 3.2 can be made about Table 3.3, but
the differences for mutant simulation are considerably more pronounced than for wild-type
simulation. Average processor idle time was reduced by 85% or more for each dynamic
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Table 3.3: Average, maximum, minimum, RAV (square root of the algebraic variance) of
compute times, maximum idle time, and average (percentage) idle time for mutant cell
simulations. The static and the four proposed load balancing approaches are compared by
results from both a small and a large ensemble. Units are seconds.

1,000 Runs (25 processors) 10,000 Runs (100 processors)
Metrics Static MD AR RP NR Static MD AR RP NR

Avg comp. time 6079 5612 5740 6090 6044 13921 14042 13990 13911 13927
Max comp. time 8054 5922 5965 6387 6333 18038 14617 14606 14371 14466
Min comp. time 3995 5417 5554 5921 5865 8950 13801 13815 13767 13545
RAV comp. times 943 165 118 125 150 1695 193 164 137 229
Max idle time 4059 505 411 466 468 9088 815 791 604 921
Avg idle time 1975 310 225 297 289 4117 575 616 460 539
Idle time (%) 32.5% 5.5% 3.9% 4.9% 4.8% 29.6% 4.1% 4.4% 3.3% 3.9%

algorithm and on each ensemble (from 30% of the total CPU time down to only 4% of the
total CPU time).

3.6 Conclusions

This chapter introduced a new probabilistic framework to analyze the effectiveness of load
balancing strategies in the context of large ensembles of stochastic simulations. Ensemble
simulations are employed to estimate the statistics of possible future states of the system, and
are widely used in important applications such as climate change and biological modeling.
The present work is motivated by stochastic cell cycle modeling, but the proposed analysis
framework can be directly applied to any ensemble simulation where many tasks are mapped
onto each processor, and where the task compute times vary considerably.

The analysis assumes only that the compute times of individual tasks can be modeled as
independent identically distributed random variables. This is a natural assumption for an
ensemble computation, where the same model is run repeatedly with different initial con-
ditions and parameter values. No assumption is made about the shape of the underlying
probability density; therefore the analysis is widely applicable. The level of load imbalance,
as given by well defined metrics, is also a random variable. The analysis focuses on deter-
mining the decrease in the expected value of load imbalance after each work redistribution
step. The analysis is applied to the proposed four dynamic load balancing strategies. The
analysis reveals that the expected level of load imbalance is monotonically decreased after
one step of each of the algorithms.

Numerical results support the theoretical analysis. On an ensemble of budding yeast cell cycle
simulations, compute times required to simulate each cell cycle progression using Gillespie’s
algorithm are inherently variable due to the stochastic nature of the model. Dynamic load
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balancing reduces the total compute (wall clock) times by about 5% for ensembles of wild
type cells, and by about 25% for ensembles of mutant cells. Average processor idle time is
reduced by 85% or more for ensembles of mutant cells, which have widely varying running
times.



Chapter 4

New Stochastic Simulation
Algorithms Based on SDE
Approximation

In biochemical systems some of the chemical species are present in only small quantities. In
this situation discrete and stochastic simulation approaches are more relevant than contin-
uous and deterministic ones. The fundamental Gillespie’s stochastic simulation algorithm
(SSA) accounts for every reaction event, which occurs with a probability determined by the
configuration of the system. The computational effort associated with SSA is considerable
for models with many reaction channels and chemical species. In order to improve efficiency
tau-leaping methods represent multiple firings of a reaction in a simulation step by a random
Poisson variable. For stiff systems the mean of this variable is treated implicitly in order to
achieve numerical stability.

This chapter develops fully implicit tau-leaping-like algorithms that treat implicitly both the
mean and the variance of the Poisson variables. Their construction is based on adapting
weakly convergent discretizations of stochastic differential equations to stochastic chemical
kinetic systems. Theoretical analyses of accuracy and stability of the new methods are
performed on a standard test problem. Numerical results demonstrate the performance of
the new advanced tau-leaping methods.

4.1 Introduction

Biological systems are frequently modeled as networks of interacting chemical kinetics. In
systems formed by living cells these reactions evolve stochastically; the stochastic effects
become important when there are a small number of molecules (of one or more species)
involved in a reaction [62]. The Chemical Master Equation (CME) [28, 29] governs the
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time evolution of the probability function of the system’s state. Gillespie proposed the
stochastic simulation algorithm (SSA) which takes a Monte Carlo approach and provides
exactly samples the probability density evolved by the CME [9]. Since each reaction is
accounted for individually, the amount of computational time is an issue in real systems. This
motivates the development of approximate sampling algorithms that can greatly improve
computational efficiency.

One approximate acceleration procedure is the “tau-leaping method” [30], in which multiple
reactions are simulated within a pre-selected time interval of length τ . The tau-leaping
method requires that τ satisfies the “leap condition”: the expected state change induced by
the leap must be sufficiently small such that propensity functions remain nearly constant
during the time step τ . In this case the number of times that each reaction fires in the
interval τ is approximated by a Poisson random variable.

While the tau-leaping method is efficient for single timescale systems, it gives unstable re-
sults for stiff systems when the stepsize is large. Stiffness generally manifests where there
are well-separated “fast” and “slow” time scales present, and the “fast modes” are stable.
The implicit tau-leaping method improves the numerical stability [31], but it has a damp-
ing effect and its results have much smaller variances than SSA results. The trapezoidal
tau-leaping formula was proposed to reduce this damping effect of the implicit tau-leaping
formula [35]. Additional approaches have been proposed to accelerate the efficiency of the
exact SSA through approximations [32, 34, 36]. Improved step size (τ) selection is discussed
in [30, 32]. An alternative view is to understand the tau-leaping method as the Euler scheme
for stochastic differential equations (SDEs) [37, 38, 39], applied to stochastic chemical ki-
netics. This is the point of view taken by this paper, which proposes new tau-leaping-like
methods motivated by weakly convergent discrete time approximation of stochastic differen-
tial equations [54].

The existing implicit tau-leaping methods treat implicitly only the mean part of the Poisson
variables; the variance part is treated explicitly. Therefore they are partially implicit. This
paper develops several fully implicit algorithms, where both the mean and the variance parts
of the random variables are solved implicitly.

The “BE–BE” method, uses the backward Euler method for both the mean part and the
variance part from the Poisson variables. The “BE–TR” method implicitizes the variance
part of the Poisson variables with the trapezoidal method. The “TR–TR” method treats
both the mean and the variance of the Poisson variables with the trapezoidal method. We
also propose implicit second order weak Taylor tau-leaping methods for the stochastic simu-
lation of chemical kinetics. The existing trapezoidal tau-leaping formula uses a second order
discretization for mean part, but a first order one for the variance part [35]. Numerical
stability is investigated theoretically in the context of the reversible isomerization reaction
test problem, an approach that is well accepted [39, 83].

Numerical experiments are performed with three different chemical systems to assess the
efficiency and accuracy of the new implicit algorithms. The numerical results show that the
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proposed methods are accurate, with an efficiency comparable to that of the original implicit
tau-leaping methods. They confirm the theoretical stability analysis conclusions that out
of the six new methods four are unconditionally stable, and two are conditionally stable.
These analyses perfectly match to our previous preliminary research [55, 56]. The numerical
experiments show that, for stiff systems, all three cases of the fully implicit tau-leaping
methods avoid damping effect and very stable for large stepsizes [55]. But two cases (α = 1)
of the implicit order 2.0 weak Taylor methods show unstable for large stepsizes although
those are more stable than existing explicit tau-leaping method [55].

The remaining part of the chapter is organized as follows. Section 4.2 describes the traditional
accelerated SSA algorithms. Numerical schemes for the solution of SDEs are presented in
Section 4.3. In Section 4.4 the proposed new methods are introduced. Section 4.5 performs
a numerical stability analysis using a traditional test example. Results from numerical
experiments with three different systems are presented in Section 4.6. Section 4.7 draws
conclusions.

4.2 Traditional Accelerated SSA for Chemical Kinetics

In this section we briefly review the traditional tau-leaping algorithms for stochastic chemical
kinetics.

4.2.1 Tau-Leaping Method

The SSA is an exact stochastic method for chemical reactions, however, it is very slow for
many real systems because the SSA simulates only one reaction at one time. One of the
approximate simulation approach is the tau-leaping method [30]. The basic idea of the tau-
leaping method is that multiple reactions can be simulated at each step with a preselected
time τ . The tau-leaping method requires that the selected τ must be small enough to satisfy
the leap condition, i.e., the expected state change induced by the leap must be sufficiently
small so that propensity functions remain nearly constant during the time step τ .

Given X(t) = x, define Kj(τ ;x, t)(j = 1, . . . ,M) to be the number of times that reaction
channel Rj will fire in the time interval [t, t+ τ). If the leap condition is satisfied, then the
state X(t) = x can be updated by

X(t+ τ) = x+
M∑
j=1

νj Kj(τ ;x, t). (4.1)

Kj(τ ; x, t) can be modeled by a Poisson random variable which counts the number of
occurrence during a given time period. Using a Poisson variable with parameter a (de-
noted by P(a)), the probability of having exactly k occurrence during this time is given by
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P(X = k) = [e−a(a)k]/k!. Therefore we can say that P(aτ) can be interpreted physically as
the number of events that will occur in any finite time τ , given that the probability of an
event occurring in any future infinitesimal time dt is a dt. Finally, the explicit tau-leaping
method assumes

Kj(τ ;x, t) ≈ Pj(aj(x)τ),

where Pj is a Poisson random variate parameter aj(x)τ .

4.2.2 Implicit Tau-Leaping and Trapezoidal Methods

In general, the tau-leaping methods are only able to perform well if they continue to take
time steps that are of single timescale as fast or slow mode. This drawback is caused by the
fact that explicit methods advance the solution from one time to the next by approximating
the slope of the solution curve at or near the beginning of the time interval. For a “stiff”
system with widely varying dynamic modes among which the fastest mode is stable, the
leap condition is used to bound the step size τ to be within the timescale of the fastest
mode. Therefore, large leaps are not feasible for stiff systems as they result in no advantage
compared to the exact SSA. In addition, forced big time step size τ might lead to unstable
population states.

The tau-leaping method is explicit because the future random state X(t+ τ) is driven only
by an explicit function of current state X(t). An implicit tau-leaping method [31] modifies
the explicit tau-leaping method as follows. Pj can be split as

Pj = ajτ + (Pj − ajτ).

We then evaluate the mean value part ajτ and the zero-mean random part (variance of the
Poisson variables) Pj − ajτ at the known state X(t). Therefore,

X(t+ τ) = x+
M∑
j=1

νj

{
τaj
(
X(t+ τ)

)
+ Pj(aj(x)τ)− τaj(x)

}
. (4.2)

The implicit equation is solved by Newton’s iteration method, and the floating point state
X(t + τ) is rounded to the nearest integer values. This implicit tau-leaping method allows
much bigger step size than the explicit tau-leaping method for stiff systems. But large step
sizes might provoke damping effect, which means that when a large step size is used to solve
a stiff system, it yields a much smaller variance and damps out the natural fluctuations of
the stochastic nature [31].

The trapezoidal tau-leaping formula was proposed to reduce the damping effect of the implicit
tau-leaping formula [35]. The formula is

X(t+ τ) = x+
M∑
j=1

νj

{τ
2
aj
(
X(t+ τ)

)
+ Pj(aj(x)τ)−

τ

2
aj(x)

}
. (4.3)
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Because the trapezoidal rule has a second order convergence without damping effect, this
formula has better accuracy and stiff stability than the implicit tau-leaping method. The
trapezoidal method, however, is only second order for the mean value, and still first order
for the variance.

4.3 Discrete Time Approximations for SDEs

This section discusses the systematic development of numerical methods for stochastic dif-
ferential equations (SDEs), and in particular the weak approximations [54].

4.3.1 Stochastic Differential Equations (SDEs)

SDEs are differential equations that incorporate white noise (the “derivative” of a Wiener
process) and their solutions are random processes. Consider the following d-dimensional
SDE system

dX(t) = µ(X(t)) dt+ σ(X(t)) dW (t) , (4.4)

X(t) ∈ Rd, {W (t), t ≥ 0} is an m-dimensional Wiener process (W (t) ∈ Rm), and functions
µ : Rd → R

d and σ : Rd → R
d×m are sufficiently smooth. We call µ the drift coeffi-

cient (slowly varying continuous random component) and σ the diffusion coefficient (rapidly
varying continuous random component).

Because the Wiener process is non-differentiable, special rules of stochastic calculus are
required when deriving numerical methods for SDEs. There are two widely used versions of
stochastic calculus, Ito and Stratonovich [54]. While using Ito calculus, the solution to SDE
(4.4) can be represented as an Ito integral [54]

X(t) = X(t0) +

∫ t

t0

µ(X(s)) ds+

∫ t

t0

σ(X(s)) dW (s), t ∈ [t0, T ]. (4.5)

While using the Stratonovich integration, the solution to (4.4) is usually written as

X(t) = X(t0) +

∫ t

t0

µ(X(s)) ds+

∫ t

t0

σ(X(s)) ◦ dW (s), t ∈ [t0, T ],

which is equivalent to

X(t) = X(t0) +

∫ t

t0

µ(X(s)) ds+

∫ t

t0

σ(X(s)) dW (s), t ∈ [t0, T ],

where µ(X(t)) = µ(X(t))− 1
2
σ(X(t))∂σ

∂x
(X(t)) is the modified drift coefficient.
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4.3.2 Convergence

Consider a time discretization of the SDE (4.5) which uses a maximum step size δ and
produces an approximation {Y δ(t)} of {X(t)}. The magnitude of the pathwise approximation
error at a finite terminal time T is measured by the expected absolute value of the difference
between the Ito process and the approximation [54]

ε(δ) = E{|X(T )− Y δ(T )|} .

The following two definitions of convergence [54] are useful in the analysis of discretization
methods.

Definition 4.3.1. (Strong convergence). A time discrete approximation Y δ(t) with
maximum step size δ converges strongly to X at time T if

lim
δ→0

E{|X(T )− Y δ(T )|} = 0,

and if there exists a positive constant C, which does not depend on δ, and a finite δ0 > 0
such that

E{|X(T )− Y δ(T )|} ≤ C δγ

for each δ ∈ (0, δ0), then Y δ is said to converge strongly with order γ > 0.

In many practical situations it is not necessary to have numerical solutions that accurately
approximate each path of an Ito process. Often one is only interested to accurately compute
moments, probability densities, or other functionals of the Ito process. The concept of weak
convergence [54] describes numerical accuracy in this situation.

Definition 4.3.2. (Weak convergence). A time discrete approximation Y δ(t) with max-
imum step size δ converges weakly to X(t) at time T as δ ↓ 0, with respect to a class C of
polynomials g : Rd → R if

lim
δ→0

∣∣E{g(X(T ))} − E{g(Y δ(T ))}
∣∣ = 0,

for all g ∈ C. If there exist a positive constant C, which does not depend on δ, and a finite
δ0 > 0 such that ∣∣E{g(X(T ))} − E{g(Y δ(T ))}

∣∣ ≤ C δβ

for each δ ∈ (0, δ0), then Y δ is said to converge weakly with order β > 0.

These two convergence criteria lead to the development of different discretization schemes.
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4.3.3 Discretization Schemes

Consider a time discretization t0 < t1 · · · < tn < · · · < tN = T of the time interval [t0, T ].
The stochastic Euler approximation of the SDE (4.4) is

Y n+1
k = Y n

k + µk ∆ tn +
m∑
j=1

σk,j ∆W n
j , k = 1, · · · , d (4.6)

where superscripts denote vector and matrix components. Here

∆W n
j = W tn+1

j −W tn

j

is the N(0; ∆ tn) increment of the jth component of the m-dimensional standard Wiener
process W on [tn, tn+1], and ∆W n

j1
and ∆W n

j2
are independent for j1 ̸= j2. It was shown

in [84] that the Euler scheme converges with strong order γ = 0.5 under Lipschitz and
bounded growth conditions on the coefficients µ and σ.

For weak convergence the random increments ∆W n of the Wiener process can be replaced
by other random variables ∆Ŵ n which have similar moment properties to the ∆W n, but are
less expensive to compute [54]. For instance, in the scalar case d = m = 1, a weak Euler
approximation with weak order β = 1.0 is

Y n+1 = Y n + µ(Y n) ∆ tn + σ(Y n) ∆Ŵ n

where ∆Ŵ n satisfies moment condition [54]∣∣∣E(∆Ŵ n)
∣∣∣+ ∣∣∣E ((∆Ŵ n)3

)∣∣∣+ ∣∣∣E ((∆Ŵ n)2
)
−∆ tn

∣∣∣ ≤ C (∆ tn)2 (4.7)

for some constant C. A simple example of such a random variable is the two-point distributed
∆Ŵ n with

P
(
∆Ŵ n = ±

√
∆ tn

)
=

1

2
. (4.8)

4.3.4 The Fully Implicit Euler Scheme

In the general multi-dimensional case the kth component of the weak Euler scheme has the
form

Y n+1
k = Y n

k + µk ∆ tn +
m∑
j=1

σk,j ∆Ŵ n
j (4.9)

with initial value Y0 = X0, where ∆Ŵ n
j satisfies moment condition (4.7). We can form a

family of implicit Euler schemes [54]

Y n+1
k = Y n

k + {αµk(t
n+1, Y n+1) + (1− α) µk(t

n, Y n)} ∆ tn +
m∑
j=1

σk,j(t
n, Y n) ∆Ŵ n

j (4.10)
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with the ∆Ŵ n
j as in (4.9). The parameter α here can be interpreted as the degree of

implicitness. With α = 1.0 the scheme (4.10) has implicit Euler scheme, whereas with
α = 0.5 it represents a stochastic generalization of the trapezoidal method.

From the definitions of Ito and Stratonovich stochastic integrals, a meaningful fully implicit
Euler scheme cannot be constructed by making the diffusion coefficient (σ) implicit in an
equivalent way to the drift coefficient (µ). To obtain a weakly consistent implicit approx-
imation it is necessary to appropriately modify the drift term [54]. Such a family of fully
implicit stochastic Euler schemes is

Y n+1
k = Y n

k +
{
αµη

k(t
n+1, Y n+1) + (1− α)µη

k(t
n, Y n)

}
∆tn

+
m∑
j=1

{
ησk,j(t

n+1, Y n+1) + (1− η)σk,j(t
n, Y n)

}
∆Ŵ n

j , (4.11)

where ∆Ŵ n
j is as in (4.8) and the corrected drift coefficient µη

k is defined by

µη
k = µη

k − η
m∑
j=1

d∑
k=1

σk,j
∂σj

∂xk

. (4.12)

For α = η = 1.0 the scheme (4.11) is the fully implicit Euler method. For η = 0.5 the
corrected drift µη

k = µ
k
is the corrected drift of the corresponding Stratonovich equation,

and for α = 0.5 the scheme (4.11) yields the fully implicit trapezoidal method.

4.3.5 The Second Order Weak Taylor Scheme

In the general multi-dimensional case d,m = 1, 2, . . . the kth component of the second order
weak Taylor scheme

Y n+1
k = Y n

k + µk ∆tn +
1

2
L0 µk (∆tn)2

+
m∑
j=1

{
σk,j ∆W n

j + L0 σk,j I
(0,j) + Lj µk I

(j,0)
}
+

m∑
j1,j2=1

Lj1 σk,j2 I
(j1,j2) .

(4.13)

where operators L0 and Lj are

L0 =
∂

∂t
+

d∑
z=1

µz
∂

∂xz

+
1

2

d∑
z,ℓ=1

m∑
h=1

σz,h σℓ,h
∂2

∂xz ∂xℓ

and Lj =
d∑

z=1

σz,j
∂

∂xz

for j = 1, 2, . . . ,m. In addition, the multiple Ito integrals are abbreviated by

I(j1,...,jℓ) =

∫ tn+1

tn
· · ·
∫ s2

tn
dW s1

j1
· · · dW sℓ

jℓ
.
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Here we have multiple Ito integrals involving different components of the Wiener process,
which are generally not easy to generate. Therefore (4.13) is more of theoretical interest than
of practical use. However, for weak convergence we can substitute simpler random variables
for the multiple Ito integrals [54]. In this way we obtain from (4.13) the following simplified
order two weak Taylor scheme with the kth component

Y n+1
k = Y n

k + µk ∆tn +
1

2
L0 µk (∆tn)2 +

m∑
j=1

{
σk,j +

1

2
∆tn (L0σk,j + Lj µk)

}
∆Ŵ n

j

+
m∑

j1,j2=1

Lj1 σk,j2

(
∆Ŵ n

j1
∆Ŵ n

j2
+ Vj1,j2

)
. (4.14)

Here the Ŵj for j = 1, 2, . . . ,m are independent random variables satisfying moment condi-
tions ∣∣∣E(∆Ŵ n)

∣∣∣+ ∣∣∣E ((∆Ŵ n)3
)∣∣∣+ ∣∣∣E ((∆Ŵ n)5

)∣∣∣
+
∣∣∣E ((∆Ŵ n)2

)
−∆tn

∣∣∣+ ∣∣∣E ((∆Ŵ n)4
)
− 3(∆tn)2

∣∣∣ ≤ C (∆tn)3 (4.15)

for some constant C. An N(0;∆tn) Gaussian random variable certainly satisfied the moment
condition (4.15). A simple example of such a random variable is the three-point distributed

∆Ŵ n with

P
(
∆Ŵ n = ±

√
3∆tn

)
=

1

6
, P

(
∆Ŵ n = 0

)
=

2

3
. (4.16)

The Vj1,j2 are independent two-point distributed random variables with

P (Vj1,j2 = ±∆ tn) =
1

2
(4.17a)

for j2 = 1, . . . , j1 − 1,
Vj1,j1 = −∆ tn (4.17b)

and
Vj1,j2 = −Vj2,j1 (4.17c)

for j2 = j1 + 1, . . . ,m and j1 = 1, . . . ,m.

4.4 Implicit Tau-Leaping-Type Schemes

We now propose several new fully implicit tau-leaping methods motivated by the SDE solvers
discussed in Section 4.3.
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4.4.1 The Fully Implicit Tau-Leaping Methods

We apply the fully implicit weak Euler scheme to the stochastic chemical kinetic problem.
Recall the explicit tau-leaping method (4.1). The Poisson variate can be rewritten as the
mean value part plus the variance part of the Poisson variables. Then the variance term is
scaled by the standard deviation of aj(x) as below

Pj(aj(x) τ) = aj(x)τ +
√

aj(x)∆Pj

where the Poisson noise

∆Pj =
Pj(aj(x) τ)− aj(x) τ√

aj(x)
(4.18)

is close to a normal variable N(0; τ) when aj is large. The scheme (4.1) can be written as

X(t+ τ) = x+
M∑
j=1

νj aj(x) τ +
M∑
j=1

νj

√
aj(x) ∆Pj . (4.19)

The weak Euler scheme (4.9), in vector notation, reads

Y n+1 = Y n + µ∆ tn +
m∑
j=1

σ:,j ∆W n
j (4.20)

where σ:,j is the jth column of σ. We note that (4.19) is similar to the Euler scheme (4.20)
with

µ =
M∑
j=1

νj aj(x) , ∆ tn = τ , σ:,j = νj

√
aj(x) . (4.21)

The Fully Implicit “BE–BE” Method

The fully implicit “BE–BE” tau-leaping method uses the Backward Euler discretization for
both the mean and variance of the Poisson variables. In (4.11) the choice α = η = 1 simplifies
the fully implicit weak Euler scheme to

Y n+1 = Y n + µ(tn+1, Y n+1) ∆ tn +
m∑
j=1

σj(t
n+1, Y n+1) ∆Ŵ n

j

where ∆Ŵ n
j satisfies moment condition (4.7). Besides the original random variable ∆Ŵ n

j =
∆W n

j , simpler options like (4.8) are possible [54].

Using (4.21) the corrected drift coefficient (4.12) can be written as

µ = µ− 1

2

M∑
j=1

νj

(
N∑
k=1

νk,j
∂aj(x)

∂xk

)
.
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Finally the “BE–BE” fully implicit tau-leaping method has the form

X(t+ τ) = x+ τ
M∑
j=1

νj (aj (X(t+ τ)))

− τ

2

M∑
j=1

νj

(
N∑
k=1

νk,j
∂aj
∂xk

(X(t+ τ))

)

+
M∑
j=1

νj

√
aj (X(t+ τ)) ∆Ŵj (4.22)

where ∆Ŵj = ∆Pj. For large aj, ∆Pj is close to a normal variable and ∆Ŵj can be replaced
by a random variable with the correct statistics, e.g., as given by (4.8).

The Fully Implicit “TR–TR” Method

The fully implicit “TR–TR” method uses an implicit trapezoidal discretization for both the
mean of and the variance of the Poisson variables. In (4.11) the choice α = η = 0.5 simplifies
the fully implicit weak Euler scheme to

Y n+1 = Y n +
1

2

{
µ(tn+1, Y n+1) + µ(tn, Y n)

}
∆ tn

+
1

2

m∑
j=1

{σj(t
n+1, Y n+1) + σj(t

n, Y n)} ∆Ŵj ,

where the corrected drift coefficient (4.12) is

µ = µ− 1

2

m∑
j=1

d∑
k=1

σk,j
∂σj

∂xk

,

and is equivalent to the Stratonovich drift coefficient µ.

From (4.21) the “TR–TR” fully implicit tau-leaping method has the form

X(t+ τ) = x+
τ

2

M∑
j=1

νj (aj (X(t+ τ)) + aj(x))

− τ

2

M∑
j=1

νj

{
1

4

N∑
k=1

νk,j

(
∂aj(X(t+ τ))

∂xk

+
∂aj(x)

∂xk

)}

+
1

2

M∑
j=1

νj

(√
aj (X(t+ τ)) +

√
aj(x)

)
∆Ŵj (4.23)

where the ∆Ŵj = ∆Pj or, for large aj, can be replaced by (4.8).
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The Fully Implicit “BE–TR” Method

The fully implicit “BE–TR” method uses a backward Euler discretization for the mean
(deterministic) part, and the implicit trapezoidal discretization for the variance. In (4.11)
the choice α = 1.0 and η = 0.5 simplifies the fully implicit weak Euler scheme to

Y n+1 = Y n + µ (tn+1, Y n+1) ∆ tn

+
1

2

m∑
j=1

{σj(t
n+1, Y n+1) + σj(tn, Yn)} ∆Ŵj ,

where the corrected drift coefficient (4.12) is equal to (4.4.1). From (4.21) the “BE–TR”
fully implicit tau-leaping method has the form

X(t+ τ) = x+ τ
M∑
j=1

νj aj(X(t+ τ))

− τ

4

M∑
j=1

νj

(
N∑
k=1

νk,j
∂aj(X(t+ τ))

∂xk

)

+
1

2

M∑
j=1

νj

(√
aj (X(t+ τ)) +

√
aj(x)

)
∆Ŵj (4.24)

where the ∆Ŵj = ∆Pj or, for large aj, can be replaced by (4.8).

4.4.2 Implicit Second Order Weak Taylor Tau-Leaping Methods

The simplified order two weak Taylor scheme (4.14) motivates the following family of methods
for stochastic kinetic equations:

Y n+1
k = Y n

k +
{
αµk(t

n+1, Y n+1) + (1− α)µk

}
∆ tn

+
1

2
(1− 2α)

{
β L0 µk(t

n+1, Y n+1) + (1− β)L0 µk

}
(∆tn)2

+
1

2

m∑
j1=1,j2=1

Lj1 σk,j2

(
∆Ŵ n

j1
∆Ŵ n

j2
+ Vj1,j2

)
+

m∑
j=1

{
σk,j +

1

2
(L0 σk,j + (1− 2α)Lj µk)∆tn

}
∆Ŵ n

j (4.25)

where µk(t
n, Y n) = µk and σk,j(t

n, Y n) = σk,j.
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Implicit Second Order Weak SSA with α = 1.0 and β = 1.0

When α = 1.0 and β = 1.0 the scheme (4.25) simplifies to

Y n+1
k = Y n

k + µk(t
n+1, Y n+1)∆ tn − 1

2
L0 µk(t

n+1, Y n+1)(∆tn)2

+
1

2

m∑
j1=1,j2=1

Lj1 σk,j2

(
∆Ŵ n

j1
∆Ŵ n

j2
+ Vj1,j2

)
+

m∑
j=1

{
σk,j +

1

2
(L0 σk,j − Lj µk)∆tn

}
∆Ŵ n

j . (4.26)

We apply the implicit order two weak Taylor scheme to the stochastic chemical kinetic
problem in a similar manner to the fully implicit tau-leaping methods. Note that

L0 µ =
d∑

k=1

µk
∂µ

∂xk

+
1

2

d∑
k,ℓ=1

m∑
h=1

σk,h σℓ,h
∂2µ

∂xk ∂xℓ

, Lj µ =
d∑

k=1

σk,j
∂µ

∂xk

,

L0 σj =
d∑

k=1

µk
∂σj

∂xk

+
1

2

d∑
k,ℓ=1

m∑
h=1

σk,h σℓ,h
∂2σj

∂xk ∂xℓ

, and Lj1σj2 =
d∑

k=1

σk,j1

∂σj2

∂xk

.(4.27)
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From (4.26), (4.21), and (4.27) the implicit order two weak tau-leaping SSA method with
α = 1.0 and β = 1.0 has the form

X(t+ τ) = x+ τ
M∑
j=1

νj (aj (X(t+ τ)))

− τ 2

2

M∑
j=1

νj

{
N∑
k=1

∂aj(X(t+ τ))

∂xk

(
M∑
h=1

νk,hah(x)

)

+
1

2

N∑
k,ℓ=1

∂2aj(X(t+ τ))

∂xk ∂xℓ

(
M∑
h=1

νk,hνℓ,hah(x)

)}

+
1

4

M∑
j2=1

νj2
1√

aj2(x)

{
M∑

j1=1

√
aj1(x)

(
N∑
k=1

νk,j1
∂aj2(x)

∂xk

)(
∆Ŵj1 ∆Ŵj2 + Vj1,j2

)}

+
M∑
j=1

{
νj

√
aj(x)−

τ

2

√
aj(x)

N∑
k=1

νk,j

(
M∑
h=1

νh
∂ah(x)

∂xk

)}
∆Ŵj

+
τ

4

M∑
j=1

νj

4
√

aj(x)

{
N∑
k=1

∂aj(x)

∂xk

(
M∑
h=1

νk,j ah(x)

)

− 1

4aj(x)

N∑
k,ℓ=1

∂2aj(x)

∂xk ∂xℓ

(
M∑
h=1

νk,h νℓ,h ah(x)

)}
∆Ŵj.

(4.28)

Implicit Second Order Weak SSA with α = 1.0 and β = 0.0

When α = 1.0 and β = 0.0 scheme (4.25) simplifies to

Y n+1
k = Y n

k + µk(t
n+1, Y n+1)∆ tn − 1

2
L0 µk(∆ tn)2

+
1

2

m∑
j1=1,j2=1

Lj1 σk,j2

(
∆ Ŵ n

j1
∆ Ŵ n

j2
+ Vj1,j2

)
+

m∑
j=1

{
σk,j +

1

2
(L0 σk,j − Lj µk)∆ tn

}
∆Ŵ n

j .
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The implicit order two weak tau-leaping SSA method for the α = 1.0 and β = 0.0 has the
form

X(t+ τ) = x+ τ
M∑
j=1

νj (aj (X(t+ τ)))

− τ 2

2

M∑
j=1

νj

{
N∑
k=1

∂aj(x)

∂xk

(
M∑
h=1

νk,hah(x)

)
+

1

2

N∑
k,ℓ=1

∂2aj(x)

∂xk ∂xℓ

(
M∑
h=1

νk,hνℓ,hah(x)

)}

+
1

4

M∑
j2=1

νj2
1√

aj2(x)

{
M∑

j1=1

√
aj1(x)

(
N∑
k=1

νk,j1
∂aj2(x)

∂xk

)(
∆Ŵj1 ∆Ŵj2 + Vj1,j2

)}

+
M∑
j=1

{
νj

√
aj(x)−

τ

2

√
aj(x)

N∑
k=1

νk,j

(
M∑
h=1

νh
∂ah(x)

∂xk

)}
∆Ŵj

+
τ

4

M∑
j=1

νj

4
√

aj(x)

{
N∑
k=1

∂aj(x)

∂xk

(
M∑
h=1

νk,j ah(x)

)

− 1

4aj(x)

N∑
k,ℓ=1

∂2aj(x)

∂xk ∂xℓ

(
M∑
h=1

νk,h νℓ,h ah(x)

)}
∆Ŵj. (4.29)

Implicit Second Order Weak SSA with α = 0.5

When α = 0.5 the scheme (4.25) simplifies to

Y n+1
k = Y n

k +
1

2

{
µk(t

n+1, Y n+1) + µk

}
∆ tn

+
1

2

m∑
j1=1,j2=1

Lj1 σk,j2

(
∆ Ŵ n

j1
∆ Ŵ n

j2
+ Vj1,j2

)
+

m∑
j=1

(
σk,j +

1

2
L0 σk,j∆ tn

)
∆Ŵ n

j .
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The implicit order two weak tau-leaping SSA method for α = 0.5 has the form

X(t+ τ) = x+
τ

2

M∑
j=1

νj {aj (X(t+ τ)) + aj(x)}+
M∑
j=1

νj

√
aj(x)∆Ŵj

+
1

4

M∑
j2=1

νj2
1√

aj2(x)

{
M∑

j1=1

√
aj1(x)

(
N∑
k=1

νk,j1
∂aj2(x)

∂xk

)(
∆Ŵj1 ∆Ŵj2 + Vj1,j2

)}

+
τ

4

M∑
j=1

νj

4
√

aj(x)

{
N∑
k=1

∂aj(x)

∂xk

(
M∑
h=1

νk,j ah(x)

)

− 1

4aj(x)

N∑
k,ℓ=1

∂2aj(x)

∂xk ∂xℓ

(
M∑
h=1

νk,h νℓ,h ah(x)

)}
∆Ŵj.

(4.30)

4.5 Stability Analysis

In this section we perform a theoretical stability analysis of the fully implicit methods pro-
posed in Section 4.4. Specifically, we take the well established approach [83, 36] to apply
the methods to the reversible isomerization model and compare the discrete results with the
available analytical solution.

4.5.1 Reversible Isomerization Model

Following Rathinam et al., [83, 36] we consider the reversible isomerization reaction system
as a test model

S1

c1−→←−
c2

S2 (4.31)

Denote Xt the population of molecules S1, XT the total population of S1 and S2, and
λ = c1 + c2. The deterministic reaction rate equation for this system is the ODE:

dXt

dt
= −c1Xt + c2(X

T −Xt) = −λXt + c2X
T .

Therefore the mean and variance of Xt satisfy the following ODEs:

dE[Xt]

dt
= −λE[Xt] + c2X

T ,

dVar(Xt)

dt
= −2λVar(Xt) + c2X

T + (c1 − c2)E[Xt].
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As t goes to infinity, the asymptotic value of the exact mean E[X∗
∞] and the exact variance

Var(X∗
∞) are

E[X∗
∞] =

c2X
T

λ
, Var(X∗

∞) =
c1c2X

T

λ2
. (4.32)

4.5.2 Stability Analysis of the Traditional Tau-leaping Methods

Recall the explicit tau-leaping method (4.1). Applying the explicit tau-leaping method with
a fixed step size τ to the test problem (4.31), we have

Xn+1 = Xn − P1(c1τXn) + P2(c2τ(X
T −Xn)). (4.33)

The following lemma about the conditional probability from [85] will prove useful for the
derivation.

Lemma 5. If X and Y are random variables, then

E[Y ] = E[E[Y |X]],

Var(Y ) = E[Var(Y |X)] + Var(E[Y |X]).

By Lemma 5, the mean of the Eq. (4.33) is

E[Xn+1] = (1− λτ)E[Xn] + c2X
T τ, λ = c1 + c2.

This imposes the stability condition

|1− λτ | < 1, (4.34)

which implies 0 < λτ < 2 for the stepsize. By letting n → ∞ we obtain the asymptotic
mean

E[X∞] =
c2X

T

λ
= E[X∗

∞].

For the variance we have,

Var(Xn+1) = (1− λτ)2Var(Xn) + (c1 − c2)τ E[Xn] + c2X
T τ (4.35)

The stable domain for the variance is given by (1 − λτ) < 1 and is the same as (4.34). By
letting n→∞ in (4.35), the asymptotic variance is

Var(X∞) =
2

2− λτ
Var(X∗

∞).

Thus the variance given by the explicit tau-leaping method does not converge to the theo-
retical value, even if the stability condition is satisfied. If Eq. (4.34) is satisfied, Var(X∞) is
larger than Var(X∗

∞).
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Similarly, stability region, asymptotic mean, and asymptotic variance for the traditional
implicit method are∣∣∣∣ 1

1 + λτ

∣∣∣∣ < 1, E[X∞] =
c2X

T

λ
= E[X∗

∞], Var(X∞) =
2c1c2X

T

λ2(2 + λτ)
=

2

2 + λτ
Var(X∗

∞).

(4.36)
For the trapezoidal method,∣∣∣∣2− λτ

2 + λτ

∣∣∣∣ < 1, E[X∞] =
c2X

T

λ
= E[X∗

∞], Var(X∞) =
c1c2X

T

λ2
= Var(X∗

∞). (4.37)

4.5.3 Stability Analysis of the Fully Implicit Tau-Leaping Meth-
ods

Recall our proposed BE–BE fully implicit formula (4.22) gives

X(t+ τ) = x+
M∑
j=1

νj

{
τaj(X(t+ τ))− τ

2

(
N∑
k=1

νk,j
∂aj(X(t+ τ))

∂xk

)

+
√
aj(X(t+ τ))τ

(
Pj(aj(x) τ)− aj(x) τ√

aj(x)

)}
. (4.38)

Let us apply the BE–BE tau-leaping methods with a fixed step size τ to the test prob-
lem (4.31). From N = 1, M = 2, ν1,1 = −1, ν1,2 = 1, a1(x) = c1X, and a2(x) = c2(X

T −X),
we have

Xn+1 = Xn − τλXn+1 + τ
(
c2X

T − c1
2
+

c2
2

)
−
√

Xn+1

{
P1(τc1Xn)− τc1Xn√

Xn

}
(4.39a)

+
√

XT −Xn+1

{
P2(τc2(X

T −Xn))− τc2(X
T −Xn)√

XT −Xn

}
(4.39b)

Derivation of the mean for the simplified equation (4.39) is mathematically intractable due
to the square root in the denominator. The first approach to derive the stability region is
using the “inequality condition”. Denote by En[·] = E[·|Xn], then E[·] = E[En]. For the
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expectation of (4.39a), we have

− En

[√
Xn+1

{
P1(τc1Xn)− τc1Xn√

Xn

}]
≤ 1

2
En [Xn+1] +

1

2
En

[
(P1(τc1Xn)− τc1Xn)

2

Xn

]

=
1

2
En [Xn+1] +

1

2

Var (P1(τc1Xn))

Xn

=
1

2
En [Xn+1] +

1

2
τc1,

which implies that

−En

[√
Xn+1

{
P1(τc1Xn)− τc1Xn√

Xn

}]
≤ 1

2
E [Xn+1] +

1

2
τc1. (4.40a)

Similarly, the expectation of (4.39b) satisfies

E

[√
XT −Xn+1

{
P2(τc2(X

T −Xn))− τc2(X
T −Xn)√

XT −Xn

}]
≤ 1

2
E
[
XT −Xn+1

]
+

1

2
τc2.

(4.40b)
Plugging (4.40a) and (4.40b) into (4.39) and taking E[·] gives

E[Xn+1] ≤ E[Xn]− τλE[Xn+1] + τ
(
c2X

T − c1
2
+

c2
2

)
+

1

2
E [Xn+1] +

1

2
τc1 +

1

2
E
[
XT −Xn+1

]
+

1

2
τc2,

which can be simplified as

E[Xn+1] ≤
1

(1 + λτ)
E[Xn] +

2τc2 + 2τc2X
T +XT

(2 + 2λτ)
. (4.41)

This imposes the stability condition ∣∣∣∣ 1

1 + λτ

∣∣∣∣ < 1. (4.42)

The second approach for the stability analysis is using the “Poisson approximation method”.
Recall that the Poisson variate can be rewritten as the mean value part plus the variance
part of the Poisson variables

Pj(aj(x) τ) = aj(x)τ +
√
aj(x)∆Pj.
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Likewise the Poisson variate can be deduced as

P(aj(X(t+ τ)) τ) = aj(X(t+ τ))τ +
√

aj(X(t+ τ))∆Pj (4.43)

if the Poisson noise ∆Pj is close to a normal variable N(0; τ) and aj is large. Therefore the
“BE–BE” fully implicit method has the alternative form

X(t+ τ) = x+
M∑
j=1

νjP(aj(X(t+ τ)) τ)− τ

2

M∑
j=1

νj

(
N∑
k=1

νk,j
∂aj(X(t+ τ))

∂xk

)
. (4.44)

Applying the alternative BE–BE form (4.44) with a fixed step size τ to the test prob-
lem (4.31), we have

Xn+1 = Xn − P1(c1τXn+1) + P2

(
c2τ(X

T −Xn+1)
)
− τ

2
(c1 − c2) (4.45)

Similar to the first approach, denoting by En+1[·] = E[·|Xn+1] and taking En+1 of (4.44) gives

Xn+1 = En+1[Xn]− c1τXn+1 + c2τ(X
T −Xn+1)−

τ

2
(c1 − c2),

i.e.,

En+1[Xn] = (1 + λτ)Xn+1 − c2τX
T +

τ

2
(c1 − c2). (4.46)

Then by Lemma reflemma:EV we have

E[Xn] = E[En+1[Xn]] = (1 + λτ)E[Xn+1]− c2τX
T +

τ

2
(c1 − c2).

Therefore

E[Xn+1] =
1

1 + λτ
E[Xn] +

1

1 + λτ

(
c2τX

T +
τ

2
(c1 − c2)

)
, (4.47)

which imposes the stability condition ∣∣∣∣ 1

1 + λτ

∣∣∣∣ < 1. (4.48)

This stability region is same to the previous BE–BE stability condition calculated by in-
equality property (4.42). Finally we can conclude that the BE–BE stability region is same
to the traditional implicit tau-leaping method for the test model.

The Poisson approximation method makes it possible to deduce the asymptotic mean and
variance. Letting n→∞ of (4.47), we obtain

E[X∞] =
1

λτ

(
c2τX

T +
τ

2
(c1 − c2)

)
.
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If we set c1 = c2 that is a common case of the test problem, then

E[X∞] =
c2X

T

λ
= E[X∗

∞].

For the variance, the conditional variance of (4.45) to the Xn+1 is

Var(Xn|Xn+1) = (c2 − c1)τXn+1 − c2τX
T .

Therefore
E[Var(Xn|Xn+1)] = (c2 − c1)τE[Xn+1]− c2τX

T . (4.49)

The variance of (4.46) is

Var(E[Xn|Xn+1]) = (1 + λτ)2Var(Xn+1). (4.50)

By Lemma 5 with (4.49) and (4.50)

Var(Xn) = (1 + λτ)2Var(Xn+1) + (c2 − c1)τE[Xn+1]− c2τX
T .

Letting n→∞

Var(X∞) = (1 + λτ)2Var(X∞) + (c2 − c1)τE[X∞]− c2τX
T .

After replacing the E[X∞] =
c2X

T

λ
,

Var(X∞) =
2c1c2X

T

λ2(2 + λτ)
=

2

2 + λτ
· c1c2X

T

λ2
=

2

2 + λτ
Var(X∗

∞).

This asymptotic variance of the BE–BE is same to the traditional implicit tau-leaping
method.

Similar approach can be used to obtain the stability region, the asymptotic mean, and the
asymptotic variance of the TR-TR and BE-TR method. In summary, the stability region,
the asymptotic mean, and the asymptotic variance for the fully implicit methods are

(1) BE–BE∣∣∣∣ 1

1 + λτ

∣∣∣∣ < 1, E[X∞] =
c2X

T

λ
= E[X∗

∞], Var(X∞) =
2c1c2X

T

λ2(2 + λτ)
=

2

2 + λτ
Var(X∗

∞),

(2) TR–TR∣∣∣∣2− λτ

2 + λτ

∣∣∣∣ < 1, E[X∞] =
c2X

T

λ
= E[X∗

∞], Var(X∞) =
c1c2X

T

λ2
= Var(X∗

∞),

(3) BE–TR∣∣∣∣ 1

1 + λτ

∣∣∣∣ < 1, E[X∞] =
c2X

T

λ
= E[X∗

∞], Var(X∞) =
2c1c2X

T

λ2(2 + λτ)
=

2

2 + λτ
Var(X∗

∞).



Tae-Hyuk Ahn Chapter 4. 78

4.5.4 Stability Analysis of the Implicit Second Order Tau-Leaping
Methods

Applying our proposed implicit second order method with α = 1.0 and β = 1.0 in formula
(4.28) with a fixed step size τ to the test problem (4.31), we obtain

Xn+1 = Xn+ τ(c2X
T −λXn+1)+

1

4
(r1 − r2 − r3 + r4)+ r5+ r6+

λτ 2

2
(c2X

T −λXn), (4.51)

with

r1 =
{P1(τc1Xn)− τc1Xn}2

Xn

+ c1V1,1,

r2 =

{
P2(τc2(X

T −Xn))− τc2(X
T −Xn)

}2
XT −Xn

+ c2V2,2,

r3 =
{P1(τc1Xn)− τc1Xn} ·

{
P2(τc2(X

T −Xn))− τc2(X
T −Xn)

}
Xn

+

√
c1c2(XT −Xn)

Xn

V2,1,

r4 =
{P1(τc1Xn)− τc1Xn} ·

{
P2(τc2(X

T −Xn))− τc2(X
T −Xn)

}
XT −Xn

+

√
c1c2Xn

XT −Xn

V1,2,

r5 =

(
1 +

λτ

2

){
P2(τc2(X

T −Xn))− τc2(X
T −Xn)−P1(τc1Xn) + τc1Xn

}
,

r6 =
τ

16

[
(λXn − c2X

T )

{
P1(τc1Xn)− τc1Xn

Xn

+
P2(τc2(X

T −Xn))− τc2(X
T −Xn)

XT −Xn

}]
.

In order to derive the mean of equation (4.51), we first compute En[r1], ...,En[r6]. Using
En[V1,1] = −τ ,

En[r1] = En

[
{P1(τc1Xn)− τc1Xn}2

Xn

+ c1V1,1

]
=

Var (P1(τc1Xn))

Xn

− τc1 = 0

Similarly, En[rj] = 0 for j = 2, . . . , 6. Therefore

(1 + λτ)En[Xn+1] =

(
1− λ2τ 2

2

)
En[Xn] + τc2X

T

(
1 +

λτ

2

)
.

Again by Lemma reflemma:EV, the mean of the numerical solution satisfies

E[Xn+1] =

(
2− λ2τ 2

2 + 2λτ

)
E[Xn] +

τc2X
T (2 + λτ)

2 + 2λτ
,

which implies that the stable region is∣∣∣∣2− λ2τ 2

2 + 2λτ

∣∣∣∣ < 1.
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Finally the stable regions is 0 < λτ < 1 +
√
5, therefore the second order weak Taylor

methods with α = 1.0 and β = 1.0 is conditionally stable for the stable region. In a similar
manner, the stability condition for the implicit second order with α = 1.0 and β = 0.0 is
calculated to be the same as the case of α = 1.0 and β = 1.0.

The stability condition for the implicit second order with α = 0.5 is calculated to be∣∣∣∣2− λτ

2 + λτ

∣∣∣∣ < 1.

Because λτ is always greater than zero, the second order weak Taylor methods with α = 0.5
is unconditionally stable. This stable region is the same as the stability condition of the
trapezoidal tau-leaping method. The asymptotic means of these three methods are all the
same as the original SSA. Deriving analytically the asymptotic variances for these formulae
is a very intricate task. We will discuss more in Section 4.7.

4.6 Experimental Results

This section provides experimental results for the new advanced implicit tau-leaping methods
applied to three different systems. A fixed stepsize strategy for all methods is used in each
simulation; that allows for a clean comparison of the performance of different algorithms.

4.6.1 Decaying-Dimerizing Reaction Set

The decaying-dimerizing reaction set consists of three species S1, S2, and S3 and four reac-
tions

S1
c1−→ 0,

S1 + S1

c2−→←−
c3

S2,

S2
c4−→ S3.

(4.52)

We chose the following values for the parameters

c1 = 1, c2 = 10, c3 = 1000, c4 = 0.1,

which will render the problem stiff. The propensity functions are

a1 = X1, a2 = 5X1(X1 − 1), a3 = 1000X2, a4 = 0.1X2,

where Xi denotes the number of molecules of species Si. The initial conditions are

X1(0) = 400, X2(0) = 798, X3(0) = 0 [molecules].
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Figure 4.1: Decaying-dimerizing trajectories simulated by the Gillespie SSA. The upper
curve is X2, the middle curve is X1, and the lower curve is X3.

The final time is T = 0.2 seconds.

Figure 4.1 represents species trajectories of the decaying-dimerizing reaction set by the orig-
inal SSA until time T = 0.2 seconds. From the figure, X1 and X2 vary rapidly by fast
reactions, but X3 varies slowly by slow reaction. So this model is a stiff system.

We consider numerical tests of the advanced implicit methods for the Decaying-Dimerizing
system with existing improved SSA methods. Figure 4.2 (a) shows the histograms of X1 at
time T = 0.2 achieved from the 100,000 independent samples of Gillespie SSA and 10,000
samples of existing accelerated methods such as explicit tau-leaping, implicit tau-leaping, and
trapezoidal tau-leaping methods. We set the fixed stepsize as τ = 2 × 10−4 that is chosen
to show the difference character of the methods. Figure 4.2 (b) also shows the histograms
generated from the Gillespie SSA and our proposed methods, fully implicit BE–BE, TR–TR,
BE–TR, implicit order two weak Taylor with α = 1.0 and β = 1.0, α = 1.0 and β = 0.0, and
α = 0.5 methods with the same fixed stepsize.

From the Figures 4.2 (a) and (b) we notice that the histogram given by the trapezoidal tau-
leaping method, fully implicit TR–TR method, and implicit order two weak Taylor method
with α = 0.5 are very close to the exact SSA method than other methods for the specific
time step. The explicit method gives very unstable and varying results. Other implicit order
two weak Taylor methods with α = 1.0 provoke a little wide varying results, but those escape
the damping effect such as implicit tau-leaping method in Figure 4.2 (a). From the stability
analysis, we have proved that the implicit order two weak Taylor methods with α = 1.0 are
unstable for large stepsizes, and these experimental results confirm the conditional stability.
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(a) The histogram of X1 by the Gillespie SSA (solid line),
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’*’), and trapezoidal (dashed with square) methods.
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(b) The histogram of X1 by the Gillespie SSA (solid line),
fully implicit methods, and implicit order two weak Taylor
tau-leaping methods.

Figure 4.2: The histogram (100,000 samples for Gillespie SSA and 10,000 samples for other
methods) of X1 with fixed stepsize τ = 2× 10−4 for the Decaying-dimerizing reaction set.

It is necessary to simulate the decaying-dimerizing system with different stepsizes to catch
the performance of each accelerated method. Not only mean and variance, but also Kullback-
Leibler (K-L) divergence [86] and distance metric are used to evaluate the similarity between
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the results from our proposed formula and the results from the SSA. K-L divergence is a
non-commutative measure of the difference between two probability distributions P and Q
typically P representing the “true” distribution and Q representing arbitrary probability
distribution. Therefore we set P as distribution from Gillespies SSA and Q as distribution
from one of other formulae. The K-L divergence is defined to be

DKL(P ||Q) =
∑
i

P (i) log
P (i)

Q(i)
(4.53)

where Q(i) ̸= 0. Smaller value of K-L divergence represents more similarity for two dis-
tributions. Another distance metric is to measure the distance between two distributions
with

Dist =
∑
i

∆X · |P (i)−Q(i)| (4.54)

where ∆X is a bin size for the probability distribution. Because K-L divergence is not useful
when there exists zeros for Q, we also tested the distance metric with the (4.54).

Table 4.1 shows the metrics results of 10,000 samples generated by different methods with
different stepsizes compared to the 100,000 runs of the Gillespie SSA. The results show
that the mean is quite accurate for all accelerated methods. However, the variance and
distance are different for each formula. For example, the explicit tau formula blows up with
the stepsize 0.001. The implicit tau-leaping, BE–BE, BE–TR are far superior to explicit
tau, but those formulae produce a little damping effect for this case. The trapezoidal and
TR–TR methods generate an accurate variance even with large stepsize. Especially, fully
implicit TR–TR results are more accurate to the SSA, which can be demonstrated from the
smaller distance from the Table 4.1. The implicit second order weak Taylor methodsα = 1.0
schemes are accurate until appropriate stepsize, then results become unstable with large
stepsize. α = 0.5 scheme generate a more accurate variance even with large stepsize, than
do α = 1.0 schemes. But the variance of α = 0.5 scheme also increase for very large stepsizes.

Elapsed CPU times for each method are presented in Table 4.2. Figure 4.3 considers re-
lationship between accuracy and computation time of the accelerated methods. From the
figure, the trapezoidal tau-leaping and TR–TR methods generate very small distance (accu-
rate variance) with a big step size (tau=0.005) and speed up (around 5 seconds). Therefore
it is evident from the figure that the trapezoidal tau-leaping and the fully implicit TR–TR
methods can take much accurate with speed up than other methods. 10,000 simulation of
the SSA took 1,226 CPU seconds, while 10,000 simulations of the fully implicit TR–TR took
6 seconds with the high similarity (K-L divergence value is only 0.005). The implicit second
order weak Taylor method of the α = 0.5 with τ = 0.001 fixed step took 32 seconds and
produced similar solutions.
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Figure 4.3: The relationship between elapsed CPU time and the distance of two distributions
(the SSA and accelerated distributions) with the different stepsizes.

4.6.2 Schlögl Reaction Set

The Schlögl reaction model is a simple but famous bistable system. The system contains
four reactions

B1 + 2S
c1−→←−
c2

3S,

B2

c1−→←−
c2

S,
(4.55)

where B1 and B2 are buffered species whose populations are assumed to remain constant
over the time interval.

c1 = 3× 10−7, c2 = 10−4, c3 = 10−3, c4 = 3.5, N1 = 1× 105, N2 = 2× 105.

which will render the bistable system. Hence the propensity functions are given by

a1 =
c1
2
N1X(X − 1), a2 =

c2
6
X(X − 1)(X − 2), a3 = c3N2, a4 = c4X

where X denotes the number of molecules of species S. Initial condition X(0) = 250 at
T = 0, and final time T = 4 second.
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Figure 4.4: The histogram (100,000 samples for Gillespie SSA and 10,000 samples for other
methods) of X with fixed stepsize τ = 0.4 for the Schlogl bistable system.

The histograms generated from SSA, fully implicit BE–BE, TR–TR, BE–TR, implicit order
two weak Taylor with α = 1.0 and β = 1.0, α = 1.0 and β = 0.0, and α = 0.5 methods
with fixed stepsize τ = 0.4 are shown in Figure 4.4. We notice that the histogram given by
the fully implicit TR–TR method and implicit order two weak Taylor method with α = 0.5
are very close to the exact SSA method than other methods for the specific time step. The
histograms produced by the fully implicit BE–BE and BE–TR methods exhibits damping
effect (sharp peaks) while the histograms given by the implicit order two weak Taylor method
with α = 1.0 methods provoke a little wide varying results (broad peaks) as the histogram
of the decaying-dimerizing system.
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4.6.3 The Elf System

We investigate a more complex system containing 8 species and 12 reactions [87, 88, 39] to
evaluate the accuracy of the proposed tau-leaping methods. We follow same initial conditions
and parameter values as [39]. The chemical reactions, propensity functions, and initial values
are listed in Tables 4.3

For this system, 106 independent runs are simulated by the Gillespie SSA and our approx-
imation methods in the time interval [0, 3]. Figures 4.5 and 4.6 represent histograms of X5

and X1 for each fixed time step τ = 0.04/k, k = 1, 2, 4, 8. Fig. 4.5 shows similar properties
as the previous stiff examples while Fig. 4.6 does not. In Fig. 4.5 with a large stepsize
tau = 0.04, we notice that the histograms produced by the fully implicit BE–BE and BE–
TR methods exhibits weak damping effect (little sharp peaks) while the histograms given
by the implicit order two weak Taylor methods with α = 1.0 provoke a little wide varying
results (broad peaks) as the previous stiff example systems. Figure 4.6 with a large stepsize
tau = 0.04, however, the BE–BE, the BE–TR, and the implicit order 2.0 weak Taylor with
α = 1.0 methods shows a little wide varying results (broad peaks). Therefore the variance
for the ELF system with the approximation methods are unpredictable when stepsizes are
very large. In Figures 4.5 and 4.6, the histograms given by the fully implicit TR–TR method
and implicit order two weak Taylor method with α = 0.5 are very similar to the exact SSA
method than other methods for the big time stepsize with τ = 0.04. If the stepsize τ is
decreased at certain time as τ = 0.005, all proposed approximation methods show very good
accuracy with efficiency.

4.7 Conclusions

This chapter proposes several new implicit tau-leaping-like algorithms for the solution of
chemical kinetic systems. The fully implicit tau-leaping methods, “BE–BE”, “TR–TR”,
and “BE–TR”, are motivated by the fact that existing implicit tau-leaping algorithms treats
implicitly only the mean part of the Poisson process. The newly proposed fully implicit
methods treat implicitly the variance of the Poisson variables as well. The implicit second
order weak Taylor tau-leaping methods are motivated by the theory of weakly convergent
discretizations of stochastic differential equations, and by the fact that Poisson variables
with large mean are well approximated by normal variables.

Theoretical stability and consistency analyses are carried out on a standard test problem –
the reversible isomerization reaction. The fully implicit tau-leaping methods are uncondi-
tionally stable; the implicit second order weak Taylor tau-leaping methods with α = 1.0 are
conditionally stable, and with α = 0.5 unconditionally stable. The asymptotic mean of the
solutions given by all proposed methods converge to the analytical mean of the test prob-
lem. The asymptotic variance of the proposed methods, however, show different properties
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(a) The histogram of X5 with τ = 0.04.
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(b) The histogram of X5 with τ = 0.02.
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(c) The histogram of X5 with τ = 0.01.
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(d) The histogram of X5 with τ = 0.005.

Figure 4.5: The histogram (100,000 samples for Gillespie SSA and 100,000 samples for other
methods) of X5 with fixed stepsizes for the ELF system.

of the variance. Numerical experiments are carried out using a decaying-dimerizing system,
a bistable Schlögl reaction system, and an Elf system to validate the theoretical results.
The accuracy of the solutions is evaluated by comparing the probability densities obtained
with the proposed methods and with Gillespie’s SSA. The numerical results verify that our
prosed methods are accurate, with an efficiency comparable to that of the original implicit
tau-leaping methods. The theoretical analyses and numerical experiments shows that the
fully implicit TR–TR and the implicit second order weak Taylor tau-leaping methods with
α = 0.5 are more accurate than the other methods for large stepsizes.
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(a) The histogram of X1 with τ = 0.04.
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(b) The histogram of X1 with τ = 0.02.
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Figure 4.6: The histogram (100,000 samples for Gillespie SSA and 100,000 samples for other
methods) of X1 with fixed stepsizes for the ELF system.
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Table 4.1: The mean, variance, K-L divergence, and distance for X1 at T = 0.2 with original
stiff model and adapted very stiff model for different stepsizes.

Stepsize (τ)
Method Metrics 0.00500 0.00100 0.00020 0.00005

Gillespie Mean 387.30
SSA Variance 345.89

Explicit Mean ∞ ∞ 384.23 387.19
Tau-Leaping Variance ∞ ∞ 2541.92 434.72

K-L div. ∞ ∞ 0.582 0.015
Distance ∞ ∞ 9.138 1.096

Implicit Mean 387.66 387.98 387.98 387.92
Tau-Leaping Variance 17.70 68.38 185.26 289.49

K-L div. 0.870 0.378 0.075 0.008
Distance 10.948 6.994 3.138 0.892

Trapezoidal Mean 387.21 387.81 387.87 387.77
Tau-Leaping Variance 379.27 351.68 346.57 355.55

K-L div. 0.005 0.004 0.003 0.002
Distance 0.664 0.680 0.522 0.374

Fully Implicit Mean 386.79 387.41 387.25 387.31
BE–BE Variance 17.74 65.24 189.79 286.45

Tau-Leaping K-L div. 0.854 0.392 0.069 0.008
Distance 11.300 7.094 2.850 0.868

Fully Implicit Mean 386.90 387.63 387.71 387.40
TR–TR Variance 379.00 355.74 340.66 359.62

Tau-Leaping K-L div. 0.005 0.002 0.001 0.002
Distance 0.516 0.492 0.318 0.414

Fully Implicit Mean 387.29 387.50 387.83 387.31
BE–TR Variance 17.90 68.06 190.64 283.97

Tau-Leaping K-L div. 0.851 0.376 0.069 0.008
Distance 11.074 6.914 2.724 1.040

Implicit Mean ∞ 145.02 386.88 383.27
order two Variance ∞ 10884.30 596.71 368.83

Weak Taylor K-L div. ∞ 0.100 0.078 0.025
(α = 1, β = 1) Distance ∞ 20.00 2.654 1.638

Implicit Mean ∞ 576.62 386.27 383.78
order two Variance ∞ 4933.96 587.80 364.51

Weak Taylor K-L div. ∞ 0.112 0.075 0.019
(α = 1, β = 0) Distance ∞ 20.00 2.566 1.462

Implicit Mean 386.53 387.47 386.63 387.14
order two Variance 702.44 352.55 341.50 385.38

Weak Taylor K-L div. 0.027 0.002 0.001 0.004
(α = 0.5) Distance 1.834 0.414 0.346 0.636
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Table 4.2: Elapsed CPU times for each method and each time step by the results of 10,000
individual runs.

CPU time (seconds) Stepsize (τ)
Method 0.00500 0.00100 0.00020 0.00005

Gillespie SSA 1226.30
Explicit Tau-Leaping 0.70 3.52 17.95 71.93

Implicit Tau-Leaping 4.54 22.87 114.16 452.69
Trapezoidal Tau-Leaping 4.62 23.21 118.07 468.87
Fully Implicit BE–BE 5.55 27.72 138.69 552.23

Fully Implicit TR–TR 5.96 29.78 148.76 582.38
Fully Implicit BE–TR 5.73 28.10 143.11 565.34

Imp. 2nd Order Weak Taylor (α = 1, β = 1) 6.88 34.42 172.42 682.29

Imp. 2nd Order Weak Taylor (α = 1, β = 0) 6.82 34.21 171.68 677.98
Imp. 2nd Order Weak Taylor (α = 0.5) 6.45 31.95 159.45 642.80

Table 4.3: List of reactions and propensity functions for the ELF system.
Reaction Propensity Rate constant Species Initial

value
R1 EA → EA +A a1 = c1[EA] c1 = 15 X1 A 2000
R2 EB → EB +B a2 = c2[EB] c2 = 15 X2 B 1500
R3 EA +B → EAB a3 = c3[EA][B] c3 = 0.0001 X3 EA 950
R4 EAB → EA +B a4 = c4[EAB] c4 = 0.6 X4 EB 950
R5 EAB +B → EAB2 a5 = c5[EAB][B] c5 = 0.0001 X5 EAB 200
R6 EAB2 → EAB +B a6 = c6[EAB2] c6 = 0.6 X6 EAB2 50
R7 A→ 0 a7 = c7[A] c7 = 0.5 X7 EBA 200
R8 EB +A→ EBA a8 = c8[EB][A] c8 = 0.0001 X8 EBA2 50
R9 EBA→ EB +A a9 = c9[EBA] c9 = 0.6
R10 EBA+A→ EBA2 a10 = c10[EBA][A] c10 = 0.0001
R11 EBA2 → EBA+A a11 = c11[EBA2] c11 = 0.6
R12 B → 0 a12 = c12[B] c12 = 0.5



Chapter 5

RNA-Sequencing Analysis for the
Yellow Fever Mosquito Aedes aegypti

In this chapter we propose a detailed analysis framework to identify new genes and to modify
existing gene annotations. We use the Aedes aegypti RNA-Seq data and employ bioinformatic
tools combined with an existing reference genome assembly. Twelve samples of RNA-Seq
data, including sex-specific samples, and covering various life stages, are mapped to the
Aedes aegypti reference genome. From this data, transcripts are assembled and previously
un-annotated novel genes are discovered. We find that many existing gene annotations need
to be amended according to RNA-Seq data. A genome browser site is established to visu-
alize RNA-Seq results, and to compare the new and existing annotations. We also perform
differential expression analyses of the male and female RNA-Seq data, and uncover several
hundred male-biased transcripts in Aedes aegypti. The genes that show male-biased tran-
scription are non-randomly distributed in the genome and have a tendency to be clustered
together.

5.1 Introduction

Next-generation sequencing (NGS) [43] (or second-generation sequencing) technology en-
ables the biologists to obtain hundreds of millions to billions of small short sequences called
“reads” at one time and at a reasonable cost. RNA-sequencing is the application of NGS
technology to sequence cDNA in order to acquire information about a sample’s RNA content,
its sequences, and abundance. This information can be used to discover new genes and to
study gene expression levels and alternative splicing [44, 45, 46, 47, 89, 90, 91, 61, 92, 93, 94].
Thus RNA-seq has the potential to significantly improve gene annotations for many species.
RNA-Seq has major advantages over the traditional expressed sequence tags (ESTs) ap-
proach as it is fast and high-throughput. However, the large volume of data generated by

90
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RNA-Seq requires bioinformatic tools and high-performance computing to be used effectively
[95, 96].

The first objective of this research is to uncover previously un-annotated novel genes and mis-
annotated genes of Aedes aegypti, the most important vector of dengue fever and yellow fever,
using RNA-Seq. The current genome and gene annotation of Aedes aegypti are described
in Vectorbase [97]. The Vectorbase gene structures are predictions (models) built on the
whole genome shotgun sequence assembly. The Vectorbase gene annotation combines several
annotation sets produced by different groups using complementary approaches including
ab initio and EST evidence [97]. The application of RNA-Seq to Aedes aegypti offers the
opportunity to significantly improve our understanding of gene structure and function of this
important vector species. Using existing gene annotation pipelines, we have identified more
than 1,000 new gene candidates and a large number of gene models that require revision.
These results are presented in a Genome Browser which allows biologists to visualize the
evidence, compare the existing and new annotations, and design experiments to test the new
gene models.

Only adult female mosquitoes feed on blood. Thus only adult females transmit pathogens
that cause major human diseases such as malaria, yellow fever, and dengue fever. A large
body of research focuses on understanding female physiology and molecular biology. How-
ever, the research effort on male mosquitoes is sparse [42]. Current genetic strategies for
controlling mosquito-borne diseases include the release of sterile males (Sterile Insect Tech-
nique, SIT), the release of insects carrying a dominant lethal gene (RIDL), or the replacement
or conversion of a pathogen-susceptible population into a pathogen-resistant one [98]. The
release of males is either required or preferred because males do not bite [98]. A better
understanding of male molecular biology and genetics will facilitate these traditional and
novel control strategies.

The second objective of this work is to analyze differential transcript expression using male-
and female-specific RNA-Seq data to identify male-biased transcripts. Degseq [61] was
used to identify several hundred male-biased transcripts. Gene Ontology (GO) analysis was
performed to obtain functional annotations of these male-biased transcripts. We detected
non-random distribution of male-biased genes in Aedes aegypti. This contrasts with the
result of a previous study in Anopheles gambiae, which failed to detect any evidence for
nonrandom distribution of male-biased genes [99]. These results provide a list of genes that
may be involved in male-specific functions, and open new questions on the evolution and
organization of these genes.

5.2 Background and Methodology

Shown in Figure 5.1 is the overall workflow of the approach described in this chapter. Twelve
samples of Illumina RNA-Seq transcriptome reads (Table 5.1) were aligned to the reference
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Figure 5.1: RNA-Seq analysis workflow.

Aedes aegypti genome. Splice junctions and transcript assembly obtained by tophat [58]
and cufflinks [46] were provided to maker [59] that is a gene annotation pipeline program.
Both maker and cufflinks results were used to compare against the current annotations
to obtain evidence for candidate novel genes and revisions to current gene models. A genome
browser (gbrowse) [60] was implemented to enable biologists to visualize candidate genes
and associated evidence. We have performed validation of new gene candidates by using
similarity/homology analysis, gene prediction programs, and wet-lab experiments (reverse
transcriptase PCR). Degseq [61] was used to find genes that showed male-biased expression
patterns. Those male-biased genes were examined by gene ontology analysis and regional
clustering analysis.

5.2.1 Sequence Alignment of the Aedes aegypti RNA-Seq

The following process was employed to identify novel and mis-annotated transcripts (see out-
line in Figure 5.1). Illumina transcriptome sequencing, mosquito rearing, embryo collection,
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Table 5.1: Bowtie mapping summary for all twelve Aedes aegypti RNA-Seq transcriptome
samples. PBF means post blood fed.

Sample Sample description Read Total number Uniquely aligned
ABBR length of reads reads

Sam01 0-2 hour embryo 33 6,629,888 4,719,454 (71.2%)
Sam02 2-4 hour embryo 33 8,172,615 6,543,456 (80.1%)
Sam02 4-8 hour embryo 33 7,989,804 6,452,560 (80.8%)
Sam04 8-12 hour embryo 33 12,681,907 5,335,589 (42.1%)
Sam05 larvae 39 12,011,730 10,413,684 (86.7%)
Sam06 pupae 41 14,584,158 12,178,112 (83.5%)
Sam07 1-5 day old males 38 12,691,887 11,112,393 (87.6%)
Sam08 ovaries from 0-1 day old mosquitoes 39 12,550,995 10,831,424 (86.3%)
Sam09 ovaries from 72 hours PBF mosquitoes 40 15,691,856 13,611,014 (86.7%)
Sam10 0-1 hr embryo 83 23,053,619 15,210,268 (67.0%)
Sam11 ovaries from 24 hours PBF mosquitoes 83 27,891,046 15,999,092 (57.4%)
Sam12 carcass from 24 hours PBF mosquitoes 83 26,531,578 16,168,415 (60.9%)

(ovaries extirpated)

RNA Isolation, reverse transcriptase PCR (RT-PCR), injection, and luciferase assay were de-
scribed previously [100]. Aedes aegypti transcriptome sequencing (RNA-Seq) was performed
on twelve samples (Table 5.1, five embryonic time points from 0-12 hour, larvae, pupae,
adult males, 0-1 day old ovaries, ovaries from 72 hours post blood fed (PBF) females, ovaries
from 24 hours PBF females, and 24 hours PBF female carcass) using the Illumina platform.
RNA-Seq data is accessible at NCBI GEO (http://www.ncbi.nlm.nih.gov/geo) with ac-
cession GSE34319. Bowtie [57] (http://bowtie-bio.sourceforge.net), a short read
alignment program, was used to align the RNA-Seq data to the genome. Bowtie adapts
Burrows-Wheeler techniques to index a database with a novel quality-aware backtracking
algorithm that permits mismatches. Bowtie supports multithreads that can be used simul-
taneously to achieve even greater alignment speeds. The reference genome, Aedes aegypti
Liverpool strain genomic supercontig sequences, can be downloaded from Vectorbase [97]
(http://vectorbase.org). A list of read alignments is reported in SAM format and BED
format. SAM is a compact short read alignment format that is increasingly being adopted
[101]. Samtools (http://samtools.sourceforge.net) provides various utilities for ma-
nipulating alignments in the SAM format, including sorting, merging, indexing and generat-
ing alignments in a per-position format. BED format is another widely used flexible format to
define features of sequences [102], and bedtools (http://code.google.com/p/bedtools)
includes utilities for it.
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5.2.2 Splice Junctions and Transcript Assembly

Tophat [58] (http://tophat.cbcb.umd.edu) is a fast program that aligns RNA-Seq reads
to a genome in order to identify exon-exon splice junctions. Tophat is built on the ultra-
fast short read mapping program bowtie [57]. Tophat can find splice junctions without a
reference gene annotation, but a set of reference gene annotations can be provided. We pro-
vided AaegL1.2 gene annotation that includes 17,346 genes (17,402 transcripts). The gene
set was downloaded from Vectorbase (http://vectorbase.org). For the transcript assem-
bly, we used cufflinks [46] (http://cufflinks.cbcb.umd.edu) that assembles individual
transcripts from RNA-seq reads that have been aligned to the genome. Cufflinks uses
previously mapped results considering splicing structure of each gene. After the assembly
stage, cufflinks quantifies the expression level of each transcript fragments in the sample
using FPKM (Fragments Per Kilobase of exon model per Million fragments mapped), which
is analogous to the RPKM (Reads Per Kilobase of exon model per Million mapped reads)
[44]. We used the reference annotation based assembly to build upon available information
about the transcriptome of an organism to find novel genes and isoforms. The newly assem-
bled sequences (transcripts) are then compared to the reference transcripts to identify any
novel or mis-annotated transcripts. Finally we investigated the output that reports new tran-
scripts and expressed annotations. Eval [103] (http://mblab.wustl.edu/software.html)
also facilitated the analysis of the transcript annotation and provided statistics to show the
average characteristic of the transcripts.

5.2.3 Gene Prediction, Novel Exons, and Transcribed Regions

We used an easily configurable genome annotation pipeline program called maker [59]
(http://www.yandell-lab.org/software/maker.html) to generate a new gene set using
our RNA-Seq data and the Aedes aegypti reference genome. Maker has four external
executables: repeatmasker (http://repeatmasker.org), blast [104], snap [105], and
exonerate [106]. First, repeatmasker is used to screen repeats of the genome, which in-
clude transposable elements (TEs) and other repetitive elements. Maker also uses blastx
together with an internal library of TEs and virally encoded proteins to identify mobile-
elements. Blast is used throughout the all computational stages, to identify repeats, ESTs,
mRNAs, and proteins with significant similarity to the input genomic sequence. The sec-
ond step is filtering marginal predictions. Maker then polishes and synthesizes the blast
hits. Finally snap or other ab initio gene prediction software is used to generate complete
annotations. Maker saves results from each step to facilitate modification, but it is not
easy for biologists to check each step of the results. Both cufflinks and maker provide
new transcript candidates but they do not always agree. However cufflinks is specifically
developed for RNA-Seq data and is better suited for this study.
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5.2.4 Visualization and Validation of New Genes and Transcripts

Figure 5.2: Gbrowse tracks. Twelve RNA-Seq aligned data and merged data were visual-
ized with read mapping density. The current Vectorbase gene set can be compared to our
experimental results using cufflinks, and maker.

A genome browser is a visualization tool that enables one to browse multiple genomic data
(gene annotation, gene prediction, and RNA-Seq data) simultaneously on a whole-genome
scale. Although it is difficult to investigate all possible interesting evidences with the genome
browser, it helps researchers to extract and summarize meaningful information with their
eyes intuitively. Gbrowse [60] (http://gmod.org/wiki/GBrowse) is a combination of
database and interactive web pages for manipulating and displaying annotations on genomes.
Gbrowse is a Perl-based program run on the Apache (http://httpd.apache.org) web
server, and is controlled by a set of text configuration files. We recently released our genome
browser (http://tu08.fralin.vt.edu/gbrowse2) for Aedes aegypti RNA-Seq using the
gbrowse. We configured the browser with mysql (http://www.mysql.com) database and
FastCGI to access the data faster. Twelve Aedes aegypti RNA-Seq data with cufflinks-
determinted-new transcripts, maker gene prediction set, and Vectorbase AaegL1.2 gene
annotation set were incorporated with gbrowse. Figure 5.2 shows the tracks that can be
turned on and off allowing the user to focus on specific data sets.
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5.2.5 Differential Expression and Detecting Male-biased
Transcripts

Degseq [61] was executed to identify differentially expressed transcripts from mapped RNA-
Seq data. Among all available models in degseq including Fisher’s exact test (FET), the
method using likelihood ratio test (LTR), the MA-plot-based method with random sampling
model (MARS) and the MA-plot-based method with technical replicates (MATR), we used
MARS that is the primary model of degseq. To find male-biased transcripts, the male
RNA-Seq data (sam07) and one of the five female RNA-Seq data (sam08, 09, 10, 11, 12)
were compared in pairs. The BED format mapped reads were provided as the input of
degseq. Bedtools [102] was used to convert the default bowtie output mapped reads
(.map) to the BED format. We chose a stringent P − value < 0.001 to identify differentially
expressed transcripts between male and female datasets.

5.2.6 Gene Ontology Analysis Using Blast2go

Gene ontology (GO) offers consistent descriptions of gene products in different databases by
using a standardized common vocabulary. GO analysis was performed by blast2go [107]
(http://www.blast2go.de/b2ghome). Blast2go is an easy-to-use bioinformatics tool for
the functional annotation and analysis of genes. The first step in blast2go is finding similar
sequences to a query set by blast searching a database that can be a public database such
as NCBI non-redundant (nr) database or a custom database. We provided the nucleotide
sequences for 943 male-biased transcripts as queries. Mapping is the process of retrieving
GO terms associated with the hits obtained after a blast search. Annotation is performed
by applying an annotation rule (AR) to the obtained ontologies. The rule seeks to find the
most specific annotations with a certain level of reliability. This process is adjustable in
specificity and stringency. After the annotation process, quantitative analysis and statistical
analysis can be performed on the annotation. Blast2go supports enrichment analysis that
is the statistical assessment of GO term enrichment in a group genes when compared with a
reference group. The enrichment analysis was performed on the 943 male-biased transcripts
(test set) compared to the current Vectorbase transcripts annotation set (reference set).

5.2.7 Regional Cluster Analysis of the Male-biased Transcripts

Regional clustering of the male-biased transcripts was investigated using the program reef
[108] (http://telethon.bio.unipd.it/bioinfo/reef). Reef is aimed to identify regions
of a genome enriched in specific features, as compared with a reference landscape of feature
density. It takes as input a list of reference features mapped on a genome sequence, a list of
selected features among the reference features with their genomic positions, and the number
and the length of the chromosomes (or contigs) in the genome under consideration. It
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scans the genome using a sliding window approach, and calculates the statistical significance
of each window using the hypergeometric distribution and the false discovery rate (FDR).
Consecutive significant windows form a cluster of regional enriched features. Results can
be viewed as plots or saved to a text file for further analysis. We used the 943 male-biased
transcripts identified by degseq as the query and the 17,402 Vectorbase transcripts as the
reference.

5.3 Experimental Results

This section provides experimental results for finding un-annotated genes and differentially
expressed male-biased transcripts.

5.3.1 Sequence Alignment of the Aedes aegypti RNA-Seq

The Aedes aegypti transcriptome was obtained from previously described twelve samples
through RNA-Seq using the Illumina platform. Table 5.1 summarizes alignment results
for the twelve samples of RNA-Seq data to the genome. Data set has been submitted to
the NCBI Gene Expression Omnibus (http://www.ncbi.nlm.nih.gov/geo) with accession
GSE34319. Bowtie [57] was used to align the RNA-Seq data to the Aedes aegypti genome.
We allowed 2 mismatches in the 28 base pairs seed length with default total mismatch quality.
We also used [–best] option to guarantee the alignment be the best in terms of criteria. The
reference genome, Aedes aegypti Liverpool strain genomic supercontig sequences, can be
downloaded in Vectorbase. Samtools [101] and bedtools [102] were used to convert the
default bowtie outputs (.map) to different formats such as SAM, BAM, and BED formats.
Those alignments results can be downloaded at NCBI GEO with GSE34319.

5.3.2 Splice Junctions and Transcript Assembly

Tophat [58] has been used to find splice junctions from mapped RNA-Seq reads. Tophat
can find splice junctions with or without a reference annotation. We supplied AaegL1.2 gene
annotation that includes 17,346 genes (17,402 transcripts). Tophat reports BED format
splice junctions. One can import the results directly into a number of genome browsers and
data viewers. The BED format splice junctions were converted to the GFF3 format to be
one of the sources for the maker [59] gene prediction pipeline software.

Cufflinks is a program that assembles aligned RNA-Seq reads into transcripts, and es-
timates their abundances [46]. After testing different options for transcript assembly by
cufflinks, we decided to use the Reference Annotation Based Transcript (RABT) assem-
bly method with [-g] option [109] because this reference based analysis can leverage existing
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Table 5.2: The number of new transcripts and annotated transcripts requiring revision ac-
cording to cufflinks

Sample
Non-

overlapping
New transcripts New transcripts

Previously annotated
VB transcripts

new transcripts having one exon
having multiple

exons
requiring revision

Sam01 1069 1003 66 4822
Sam02 1377 1149 228 5479
Sam02 1583 1320 263 6065
Sam04 2413 2206 207 6124
Sam05 2549 2250 299 6037
Sam06 4800 4232 568 7502
Sam07 5817 5147 670 8587
Sam08 2101 1783 318 6956
Sam09 1422 1109 313 5606
Sam10 2109 1116 993 6257
Sam11 3279 2346 933 7046
Sam12 3174 2688 475 7239

annotations for discovering novel transcripts. This option is useful for identifying new or mis-
annotated transcripts. The comparison of the original cufflinks assembler to the RABT
assembler is shown in [109]. We also provided repetitive sequences to filter the data set prior
to assembly.

Table 5.2 shows the summary of cufflinks RABP assembler results with the twelve RNA-
Seq data. The Cufflinks output gave evidence for many new transcripts for each sample
that were not previously annotated and do not overlap with any transcripts in the current
annotation. New transcripts with multiple exons provide stronger evidence of new transcripts
than single exon transcripts because of the presence of splice junctions. Cufflinks also
supported many overlapping, merging, and the splitting of transcripts compared to the
Vectorbase annotation, which supports the need for additional study and modifications to
the current annotation.

Cufflinks includes a script called cuffmere that can be used to merge together several
cufflinks assemblies. We compared the merged cufflinks transcripts to the Aedes ae-
gypti Vectorbase gene set. From the merged cufflinks results, 12,466 transcripts were not
previously annotated in Vecborbase. 3,126 transcripts of the new 12,466 transcripts have
multiple exons, which is strong evidence of new transcripts.
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5.3.3 Maker Gene Prediction

The emerging RNA-Seq technology and bioinformatic tools provide many effective workflows
for eukaryotic gene prediction. However, precise and accurate eukaryotic gene prediction is
still a challenging problem. We take advantage of maker [59], a gene annotation pipeline
program. Maker filters repeats, aligns ESTs and proteins to a genome, produces ab initio
gene predictions, and automatically synthesizes these data into gene annotations. All kinds
of evidence can be incorporated into maker, including repeat sequences, ESTs, protein
sequences, and gene sets. We provided the Aedes aegypti genome sequence, ESTs, protein
sequences, the Vectorbase current gene annotation set, and a repeat library (http://tefam.
biochem.vt.edu) as inputs. Maker supports several ab-initio gene prediction tools e.g.,
snap and augustus. To incorporate RNA-Seq transcriptome data into themaker, tophat
and cufflinks results were provided as additional EST evidences. Finally maker predicted
18,951 genes and 19,209 transcripts. This new gene prediction set was compared to the
previous AaegL1.2 annotation set. Using the eval software, we also compared the maker
gene prediction to the Aedes aegypti Vectorbase gene set. With the eval filtering option, we
obtained 110 new maker transcripts which were not previously annotated in Vectorbase.

5.3.4 Visualization and Validation of New Genes and Transcripts

Gbrowse is a combination of database and interactive web pages for manipulating and dis-
playing annotations on genomes. The gbrowse takes advantages of supporting NGS data
using samtools. Mysql database (a fast open source relational database that is widely
used for web applications) and FastCGI (a web protocol for generating dynamic that replaces
the usual CGI mechanism) enable gbrowse to access data faster. We have setup our genome
browser using gbrowse. (http://tu08.fralin.vt.edu/gbrowse2). The browser visual-
izes twelve samples of NGS RNA-Seq alignments, current gene annotation by Vectorbase,
cufflinks new transcripts, and maker gene predictions. Using the genome browser, we
selected several new or revised gene models (or transcripts) for validation. Figure 5.3 shows
one example of gene model that requires revision. The predicted new exon showed good
RNA-seq alignment near supercont1.1 546K in several samples. Cufflinks and maker
predicted this new exon of the current annotated gene AAEL000081. Ab initio gene valida-
tions confirm this gene predictions. Finally, RT-PCR also confirmed this new exon as part
of AAEL000081. In the future, we plan to systematically validate the new genes predicted
from cufflinks by homology based comparisons to the Culex quinquefasciatus gene mod-
els and to the NCBI non-redundant protein database. We also plan to perform RT-PCR
experiments to verify 24 randomly selected new gene candidates.
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Figure 5.3: An example for validation of novel or mis-annotated genes. Multiple evidences
of new exons from the gbrowse genome browser.

5.3.5 Differential Expression and Detecting Male-biased Transcripts

Degseq [61] is a package for comparing RNA-Seq data and identifying differentially ex-
pressed genes. There are several methods within degseq, and we selected the MA-plot-
based method with random sampling model (MARS) that is the primary model of degseq
[61]. This degseq method was used to determine the significant fold changes of transcripts
between male and female RNA-Seq data. One male RNA-Seq data sample (sam07) and five
female RNA-Seq data samples (sam08, 09, 10, 11, 12) were compared pairwise. Aligned
BED format RNA-Seq data and Vectorbase transcript annotations were used as the input.
Degseq then calculated RPKM normalized values for the transcript list, and reported ex-
pression values for the samples. A stringent P −value of 0.001 was used to indicate whether
a gene is differentially expressed or not. Degseq also reports statistical summary graphs.
From the degseq statistical results, four comparisons (sam07 vs. sam08, 09, 10, and 11)
have very similar reports, but one interesting comparison (sam07 vs. sam12) reveals many
transcripts with male-enhanced expression. Figure 5.4 shows the reports from degseq for
sam07 vs. sam08 and sam07 vs. sam12. Because we are particularly interested in transcripts
that have male-enhanced expression, we selected the significant male-biased transcripts for
each comparison with the P−value < 0.001. For five cases, 1569, 1725, 1823, 1719, and 1523
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(a) 

(b) 

(c) 

Figure 5.4: Degseq statistical summary for examples of male vs. female RNA-Seq data.
(a) The red points in the graphs (MA-plot) are the identified differentially expressed genes.
(b) and (c) show log based read counts for each transcript.

transcripts were selected as male-biased transcripts. Finally we investigated the intersection
of the five test results revealing 943 male-biased transcripts (Figure 5.5).
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Figure 5.5: 943 male-biased transcripts by degseq.

5.3.6 Gene Ontology Analysis using blast2go

GO analysis of the 943 male-biased transcripts was performed for functional annotation. The
software blast2go [107], a widely used all-in-one functional annotation tool, was used to
determine the roles of the male-biased transcripts. The first step of the blast2go is finding
sequences similar to the query set by blast. Nine hundred four (95.9%) male-biased tran-
scripts scored a significant hit (E-value < 10−3) to the nr database. Six hundred ninety four
(75.6%) male-biased transcripts obtained at least one of GO terms. Presented in Figure 5.6
are pie charts showing proportions of 2nd level GO terms identified each of three categories,
including (a) Cellular components, (b) Molecular functions, and (c) Biological processes.
In the Cellular components (Figure 5.6 (a)), 3 major 2nd level categories were found; cell
(45.3%), organelle (25.4%), and macromolecular complex (17.6%). In the Molecular func-
tion category (Figure 5.6 (b)), transcripts were mostly involved in catalytic activity (39.1%),
binding activity (35.6%), and transporter activity (11.0%). In the Biological process cate-
gory (Figure 5.6 (c)), transcripts were mostly involved in metabolic process (30.0%), cellular
process (21.3%), and localization (8.26%).

Blast2go has an enrichment analysis package for statistical assessment of annotation dif-
ferences between 2 sets of sequences. This package uses the Fisher’s Exact Test and corrects
for multiple testing. GO terms of 943 male-biased transcripts (test set) and all 16,789 an-
notated Aedes aegypti transcripts (reference set) were retrieved from Vectorbase. GO terms
shown here were significantly enriched FDR (corrected P − value by False Discovery Rate
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Figure 5.6: Pie charts of 2nd level GO terms. Six hundred ninety four (75.6%) male-biased
transcripts were given a GO category. The three GO categories are provided; (a) Cellular
components, (b) Molecular functions, and (c) Biological processes.
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Table 5.3: Blast2go enrichment analysis results for 943 Aedes aegypti male-biased anno-
tated transcripts

GO Term Name FDR # in # in
test reference
group group

GO:0015077 monovalent inorganic cation transmembrane trans-
porter activity

5.7E-25 44 73

GO:0022890 inorganic cation transmembrane transporter activity 3.2E-24 45 85
GO:0015078 hydrogen ion transmembrane transporter activity 3.2E-24 35 38
GO:0006091 generation of precursor metabolites and energy 8.7E-23 36 49
GO:0016491 oxidoreductase activity 8.7E-23 117 763
GO:0055114 oxidation reduction 5.7E-18 105 737
GO:0015980 energy derivation by oxidation of organic compounds 6.9E-16 24 28
GO:0008324 cation transmembrane transporter activity 4.0E-13 48 220
GO:0005740 mitochondrial envelope 4.2E-13 24 42
GO:0016651 oxidoreductase activity, acting on NADH or

NADPH
1.5E-12 15 8

GO:0005739 mitochondrion 2.1E-12 32 98
GO:0045333 cellular respiration 2.6E-12 19 23
GO:0015986 ATP synthesis coupled proton transport 2.8E-12 13 4
GO:0015985 energy coupled proton transport, down electrochem-

ical gradient
2.8E-12 13 4

GO:0015075 ion transmembrane transporter activity 4.7E-12 57 335
GO:0015002 heme-copper terminal oxidase activity 4.7E-12 15 10
GO:0004129 cytochrome-c oxidase activity 4.7E-12 15 10
GO:0016676 oxidoreductase activity, acting on heme group of

donors, oxygen as acceptor
4.7E-12 15 10

control ) < 0.005. Table 5.3 shows selected GO terms enriched categorises with high FDR.

5.3.7 Regional Cluster Analysis of the Male-biased Transcripts

Human genes and many other species’ genes are nonrandomly distributed in their genome.
In many species, sex-biased genes are also non-randomly distributed between autosomes
and the shared X sex chromosome. A previous study, however, showed no evidence that
Anopheles gambiae sex-biased genes were non-randomly distributed on the chromosomes
[99]. Therefore it is interesting to investigate regional gene clustering in Aedes aegypti.

Regional clustering of the male-biased transcripts were investigated by the program reef
[108]. Reef is a tool that uses a genome scan method in order to find enriched regional
clusters in chromosome. We used the 943 male-biased transcripts by degseq as the query
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Figure 5.7: Comparing number of regional clusters and number of total transcripts for the
clusters between male-biased transcripts and randomly selected transcripts.

and the 17,402 Vectorbase transcripts as the reference. We set the q−value < 0.05, minimum
number of co-expressed genes as 5, and used a window width of 1 Mbp. We detected that
82 transcripts, organized in 14 clusters, are significantly clustered with respect to their
genomic positions. One way to judge if the number of clustered transcripts is significant
is to perform random sampling. We randomly selected 943 transcripts from the 17,402
Vectorbase transcripts. The reef program then was executed with same parameters. From
the 100 test runs, the average number of regionally clustered transcripts is 9.56 (STD 7.65)
and the average number of clusters is 1.76 (STD 1.41) as Figure 5.7. In the random sample
results, the largest number of regionally clustered transcripts is 27 in 5 clusters. This random
sampling test indicates that a significant portion of the predicted male-biased transcripts are
located very close to each other in supercontigs. Less than 1/3 of the Aedes aegypti genome
has been mapped to chromosomes and there is no specialized sex-chromosome in Aedes
aegypti and sex is determined by a sex-determining locus on the autosome. Thus we are not
sure whether the male-biased genes have a bias towards a particular chromosome. However,
our analysis indicates physical clustering of these genes, which may result in coordinated
regulation or reflect common evolutionary origins. The consequence and the evolutionary
forces that had contributed to the clustering of male-biased genes is of significant interest.
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5.4 Conclusions

This chapter provides a detailed analysis framework to find un-annotated genes and mis-
annotated genes using Aedes aegypti RNA-Seq data and bioinformatic tools. From the
cufflinks results, 3,126 of the newly identified 12,466 transcripts have multiple exons
which is strong evidence for them being new transcripts. The constructed genome browser
for Aedes aegypti, ab initio gene validation, and wet-lab experiments confirms that several
selected gene prediction have strong evidence to be a new gene or mis-annotated gene.
Another contribution of this work is to analyze differential transcript expressions of RNA-
Seq data, especially on sex-biased transcripts. We performed differential expression analysis
of the male and female RNA-Seq data to identify male-biased genes in Aedes aegypti. We
found several hundred male-biased genes, and revealed that male-biased transcripts of Aedes
aegypti are non-randomly distributed and regionally clustered.



Chapter 6

Conclusions and Future Work

We developed novel computational, analytical, and high performance simulation techniques
for biological problems, with applications to the yeast cell division cycle, and to the RNA-
Sequencing of the yellow fever mosquito.

We investigated important characteristic aspects of stochastic simulation for the budding
yeast cell cycle model. In order to perform stochastic simulations of the deterministic model
of Chen et al [4], which is formulated in terms of dimensionless concentration variables, it
must be converted into variables that reflect the true numbers of molecules of regulatory
proteins in a yeast cell. Treating the phenomenological rate laws of the budding yeast cell
cycle model as reaction propensities, we simulated molecular fluctuations in the regulatory
network by Gillespie’s stochastic simulation algorithm [9]. Many mutants of the budding
yeast cell cycle that are completely viable or inviable. The CLB2-db∆ clb5∆ mutant, how-
ever, is inviable in glucose but partially viable on slower growth media such as raffinose. The
budding yeast stochastic simulation results reported here, while limited, show important
characteristic aspects of cell cycle empirical data, such as mixed mutant viability. Because
random fluctuations are important to accurately simulate mutants, some major regulatory
proteins occur in small numbers, the stochastic approach is more realistic and accurate than
the deterministic approach for modeling the budding yeast cell cycle. While this research
has concentrated on the cell cycle in budding yeast, it is motivated by the overarching goal of
understanding how to use stochastic phenotypes to improve our understanding of biological
systems as embodied in mathematical models. It is expected that such stochastic pheno-
types will prove important in medicine for understanding diseased states and therapeutic
interventions.

Large ensembles of simulations are needed to capture the stochastic effects statistically. This
ensemble of runs can naturally be executed in parallel. However, when the CPU times of
individual simulations vary considerably, a simple strategy of assigning an equal number of
tasks per processor can lead to serious work imbalances and low parallel efficiency. Four dy-
namic load balancing strategies for large ensembles of stochastic simulations of biochemical
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systems are introduced. To quantify the effectiveness of the load balancing algorithms, we
develop a general probabilistic framework where the CPU times per task (e.g., per stochas-
tic cell simulation) are modeled as random variables. Our application, the modeling of the
budding yeast cell cycle, provides an excellent test to illustrate the proposed load balancing
algorithms. The CPU time required to simulate the evolution of each cell varies consider-
ably due to the inherent stochastic nature of the system. Experimental simulation results
with wild-type and prototype mutant cell cycle models show that the four load balancing
algorithms significantly reduce the waste of computational resources. The present work is
motivated by stochastic cell cycle modeling, but the proposed analysis framework can be di-
rectly applied to any ensemble simulation where many tasks are mapped onto each processor,
and where the task compute times vary considerably.

Future work will apply the theoretical analysis proposed here to dynamic load balancing
algorithms for a cloud environment. Scalability, not investigated here, will also be analyzed in
the future. Since the centralized load balancing algorithms are not expected to scale well, the
results of our analysis showing global improvements by the local load balancing algorithms
in especially significant. Finally, a challenging problem is to analyze load balancing for large
ensemble runs with different models, where the i.i.d. assumption does not hold.

The SSA is an exact stochastic method for chemical reactions, however, it is very slow
for many real systems because the SSA simulates only one reaction at one time. Several
new implicit tau-leaping-like algorithms for the solution of chemical kinetic systems were
proposed here. The three fully implicit tau-leaping methods, “BE–BE”, “TR–TR”, and
“BE–TR”, are motivated by the fact that existing implicit tau-leaping algorithms treats
implicitly only the mean part of the Poisson process. The implicit second order weak Taylor
tau-leaping methods are motivated by the theory of weakly convergent discretizations of
stochastic differential equations, and by the fact that Poisson variables with large mean are
well approximated by normal variables. Theoretical stability and consistency analyses were
carried out on a standard test problem – the reversible isomerization reaction. The numerical
results verify that our proposed methods are accurate, with an efficiency comparable to that
of the original implicit tau-leaping methods. The theoretical analyses and simulation results
reported here, while limited, show important characteristics of each approximation algorithm.

Future work will revisit the relationship between the CME and the SSA, and derive new
efficient algorithms for stiff stochastic chemical simulations. The SSA is a Markov process
describing the transition from one discrete state of the system to another. The CME describes
the time evolution equation of the probability function of the system’s state. The state
gives complete information about the possible evolution of the system. However a complete
solution is difficult to obtain due to the large dimension of the state space. A less ambitious
goal is to find the evolution probabilities around a given state. To do this, we assume that the
probabilities change only slightly during the short time interval under consideration. Then we
can assess the transition probabilities during the small time interval with an approximation
of CME solution. The probabilities generated by the approximate CME states correspond
to the SSA scenario. This CME approximation can be applied to the tau-leaping methods.
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We provided a detailed analysis to find un-annotated and mis-annotated transcripts and sex-
biased transcripts using Aedes aegypti RNA-Seq data and bioinformatic tools. The volume
and complexity of the RNA-Seq data require scalable algorithms on the high-performance
computing machines. Another contribution of this work is to analyze differential transcript
expression of RNA-Seq data especially on sex-biased transcripts. We found male-biased tran-
scripts of Aedes aegypti using RNA-Seq and these genes are non-randomly distributed and
regionally enriched. We report the discovery of new genes, and the identification and char-
acterization of genes that showed male-biased expression profiles. These basic information
may open important avenues to control mosquito borne infectious diseases.

A lot of challenging future work can be proposed for the RNA-Seq analysis. More detailed
studies on gene expression profile and alternative splicing of Aedes aegypti can improve our
understanding of the basic biology and sex determination of this important mosquito vector.
The regional clusters of the male-biased transcripts are also very interesting results and we
will further investigate the type of genes in these clusters. We can investigate the male-biased
regional clusters in different mosquitoes.
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