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ABSTRACT 

In cloud computing, the use of databases, particularly the MySQL database system, is a 
common practice. While the MySQL database system has advantages such as 
consistency and transaction support, some software architects believe that use of 
indexed search systems such as SOLR gives better read performance as compared to 
the traditionally deployed database servers. We propose an architecture that allows us 
to leverage the advantages of both systems. To study the same, we created a test bed 
with behavior similar to a real world scenario of a cloud metadata service, and 
compared the results of searching the metadata using a MySQL database with that of 
searching the same data using SOLR. We found that indexing the data using SOLR, 
although expensive in terms of disk space, gives us read performance orders of 
magnitude better than the MySQL database. These results may encourage cloud 
operators to try using SOLR for serving the users’ search requests, thereby avoiding 
API timeouts and slowness. 
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GLOSSARY 

 

TERM EXPLANATION 

API Application Programming Interface 

CLI Command Line Interface 

Consistency The property which ensures that all transactions transform a 
database from one valid state to another. Once a transaction 
updates a database item, all database clients (i.e., programs 
and users) will see the same value for the updated item [23]. 

DIH Data Import request Handler for SOLR and databases 

IaaS Infrastructure as a Service 

Indexing Analyzing data and creating data structures that speed up 
subsequent common access operations, e.g., taking text 
documents and building an inverted file so documents 
containing a given word are rapidly identified. 

IRC Internet relay chat. Exchanging information in text over the 
Internet with one or multiple users at the same time following 
the RFC 2813 protocol for a server and the RFC 2812 protocol 
for a client. 

IT Information Technology 

GPGPU General Purpose Graphics Processing Unit 

GPU Graphics Processing Unit 

JSON JavaScript Object Notation is a lightweight, text-based, 
language-neutral, open standard format for exchanging data 
between applications. 

MySQL An open-source relational database management system 

ORM Object-Relational Mapping 

PaaS Platform as a Service 
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PostgeSQL An object-relational database management system (ORDBMS) 
with an emphasis on extensibility and standards compliance. As 
a database server, its primary functions are to store data 
securely and return that data in response to requests from other 
software applications. 

REST API The Representational State Transfer (REST) API is a low 
overhead Hypertext Transfer Protocol (HTTP) API for interacting 
with software applications. 

SaaS Software as a Service 

SemVer Semantic Versioning scheme as described by Tom Preston-
Werner (http://semver.org/#semantic-versioning-200) 

Slow query A slow query is defined as a query that takes longer than 
long_query_time (a configuration parameter in the MySQL 
database) to run, by default 10 seconds. 

SOA Service Oriented Architecture 

SOLR An open source enterprise search platform based on Lucene 

SQLite SQLite is a self-contained, high-reliability, embedded, full-
featured, public-domain, SQL database engine. SQLite is the 
most used database engine in the world [30]. 

UUID A universally unique identifier (UUID) is a 128-bit number used 
to identify information in computer systems. 

vLAN Virtual Local Area Network 

XML Extensible Markup Language (XML) is an abbreviated, easily 
analyzed, and flexible sequel to the Standard Generalized 
Markup Language (SGML), for the exchange of structured 
documents over the Internet. 
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INTRODUCTION 
 

With the development of distributed computing, parallel computing, and grid computing, 
there has been a new development model of cloud computing. Cloud computing builds 
on a common framework that hides a significant number of systems (including proxy 
servers, computing servers, storage and network devices, etc.) behind a common 
access platform. This is distinct from the traditional computing models of operating 
software on local systems or on individually accessed remote servers. We see trends 
that indicate a shift in software systems development toward the cloud [9, 10, 11, 12], 
that include scientific computing, industry, and small-scale business utilizing either their 
own or leased cloud computing resources. 

Cloud computing has been broadly classified, both by industry and the scientific 
community [13, 14], into three categories: IaaS (Infrastructure as a Service), PaaS 
(Platform as a Service), and SaaS (Software as a Service). IaaS is comprised of 
computing (servers, virtual machines, container technology), storage (block device 
based, object based, or any other optimized technology), networking (routers, firewalls, 
vLAN, etc.), and graphics processing (GPU, GPGPU) resources that can be created, 
updated, or destroyed by authorized users. PaaS is constituted by different types of 
database or data processing software stacks, synchronous or asynchronous message 
processing software, indexing software, etc. SaaS is a way for users to utilize a 
software stack like authentication mechanism, compilers, interpreters, sandboxes, etc. 
on a lease basis. Added functionality to the cloud computing framework enables the 
users to efficiently manage their respective customized computing stack and gives the 
flexibility to scale up, scale down, or create high availability services. Cloud services are 
often divided based on the role each plays in the ecosystem. Most deployment cases 
are a combination of a set of services, used to enable some use-case function. 

OpenStack [1] is one such cloud computing ecosystem that lets you build an IaaS 
cloud. It is comprised of a series of interrelated services to provide a cloud infrastructure 
solution [15]. These services often use databases to store persistent information 
including system details, health, metadata, transaction details, and data corresponding 
to some of the services that interact with multiple services across the ecosystem.  

Some common deployment models of OpenStack [16, 17] indicate the requirement of a 
metadata service to manage the growth of cloud computing infrastructure assets within 
the data center. One such service which is a part of the OpenStack ecosystem and 
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manages metadata storage and retrieval of the data center assets or cloud assets is 
called Glance [2]. Part of the mission of the Glance project is to provide a service where 
users can upload and discover data assets that are meant to be used with other 
services. We can imagine the data assets as infrastructure resources (virtual or 
physical) that can be consumed by an IaaS cloud user. Examples of data assets include 
virtual machine images, container images, block device snapshots, or even meta-
information such as a tag on a virtual machine server (type, model, activity, etc.) or 
properties of identification (vendor, license, support period, etc.).  

To provide data persistence and transactional guarantees, cloud architects use 
database systems to store asset information. Hence, most of the services in OpenStack 
have database support such as MySQL (an open-source relational database 
management system [4, 18]) to manage the related essential metadata. 

Services like Glance provide increasing, incremental, and complex meta-information 
regarding cloud assets. This cloud asset information grows in size, mutates in form, 
duplicates, creates dependencies, etc. - as the age of the cloud increases. Such 
phenomena happen mainly for two reasons: 1) the cloud operator needs to have 
information for all created, updated, or deleted cloud assets; or 2) as the assets mutate, 
the timestamp and corresponding contextual information (like support lifecycle and 
usage pattern) needs to be preserved for better managing the data center. As the data 
grows over time, maintaining a metadata service to ensure read performance and 
accessibility to all the details of the data becomes a challenge.  

There are limitations in Glance’s capabilities and performance regarding querying 
images and image metadata. There are many reasons:  

• There is a varying amount of metadata information per asset as well as varying 
number of assets per user in the cloud.  

• The ORM model has trade-offs for constructing read and write queries.  
• Python modules available to create efficient queries are limited.  
• Its list API [32] shows variation in performance for different use cases.   

These limitations increase as relations between metadata information and assets lead 
to complex query models. As shown in Figure 2, a “char 255” type property (metadata) 
is allowed on an image; a query with two arbitrary keys like “license” and “os_type” will 
result in a full table scan of the “image_properties” table. 
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The above problem of a cloud user searching an image using arbitrary image data 
closely overlaps with that of information retrieval, particularly advanced search. In this 
project, we evaluate an alternative approach to use an enterprise search system like 
SOLR which should be more scalable and provide simpler query capabilities. We 
attempt to provide a search interface for Glance using SOLR. We then undertake 
performance analysis and testing to ensure scalability, as well as to measure trade-offs 
such as between indexing, searching, and ease of use. 

 

 

 

 

 

 
  



9   

INTRODUCTION OF SOFTWARE COMPONENTS IN USE 

 
Figure 1: A typical flow of request/response in OpenStack Glance 

 

Figure 1 shows the request response flow of read, write, and delete requests submitted 
to the Glance API service by the user. This figure shows the different services involved 
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in handling the requests. Note there is no meaning that attaches to the order of 
requests; the diagram shows different requests that can be served multiple times. 
 

 
Figure 2: OpenStack Glance database schema  

Figure 2 illustrates the database schema used to set up the MySQL database for 
Glance. Note that there are many tables which this service uses. Nonetheless, we 
consider the two important and most relevant tables of “images” and “image_properties” 
as a part of this study. The SQL query which results in the filtering (searching) of 
images based on properties is slow and can result in a full table scan. If a large table 
scan is to be done, the response is very likely to time out; hence the user gets an error 
(not useful) response. 
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Figure 3: Overall architecture 
(DIH represents Data Integration Handler for SOLR) 

Figure 3 illustrated the overall architecture of the distributed systems under 
consideration. The figure has been color coded. The systems in yellow (SOLR and DIH) 
are specific to Apache SOLR; the boxes in blue represent Glance subsystems in the 
OpenStack realm; the mud colored clouds indicate that there are other subsystems in 
the various OpenStack deployments. 
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Figure 4: Searching for an Image or Image property in OpenStack Glance 

Figure 4 shows the typical workflow for searching an image using the Glance API by 
specifying filters. As explained above (see Figure 2) the complex querying of image and 
image properties can be slow. Hence, we consider a different architecture as shown in 
Figure 3. 

LITERATURE REVIEW 

To understand the context of this study, let us study the concepts of cloud computing, 
service oriented architecture, IaaS, and database use (e.g., SQL database) in web 
services projects. We report discussions and observations of authors who have 
evaluated the benefits or drawbacks of using SOLR search and indexing in web based 
applications. 

Cloud computing [9, 10, 11, 12] has observed more applicability with the advancement 
in technology, diversity in application of technology, and growing requirement of 
technological scaling. Tsai et al. [19] describe this shift in the use of computing 
resources as service oriented cloud computing architecture. 
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Figure 5: Three Layered Service oriented cloud computing architecture [19] 

Figure 5 depicts the three categories of cloud computing as explained by Zang et al. 
[13] and in the Giva article [14]. Tsai et al. put this in perspective in a hierarchical view 
of cloud computing [19]. They also discuss the concepts of IaaS as a software layer to 
dynamically provide virtualizing, storage, and network; PaaS or cloudware as a set of 
services to assist with application development lifecycle; and SaaS as end user services 
on demand. Although we have drawn a hierarchical picture of the SOA (Service 
Oriented Architecture) of cloud computing, the boundaries that some of the components 
use are not definite. Some services like blob data storage, metadata storage, search, 
and indexing services could potentially fall either in IaaS or PaaS or both. Raines 
discusses a similar understanding of cloud computing; the key differences are 
expressed at the platform layer where storage and software platforms are shown as two 
different entities [20]. As discussed above, storage services can be imagined in different 
layers as per the deployment model of the vendor and the use cases the software 
achieves. Raines proposed another concept of cloud clients [20] as the users of 
different cloud services available on the Internet -- for example, someone keeping their 
photos on Flickr, contacts on Facebook, email account in Gmail, etc. A brief definition of 
SOA is: computer engineering ways to offer an architectural approach for enterprise 
systems providing service interfaces and predictable service behavior using industry 
standard services (generally, web services) [20]. 

Bhardwaj et al. depict the picture of IaaS and its components in their study of cloud 
computing [21]. They describe IaaS as a form of hosting virtualized servers, network, 
and storage with some peculiar characteristics as follows: utility computing service and 
billing model, automation of administrative tasks, dynamic scaling, desktop 
virtualization, policy-based services, and Internet connectivity. The service provider 
owns the equipment and does the maintenance, updates, testing, security, etc. In IaaS, 

SaaS 

IaaS 

PaaS 

Data Center 
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the operators provide an environment to run virtualized systems. Virtual machines, 
containers, and orchestrated server models customized to the user needs can be 
created on the cloud premises, then configured and installed with the software that 
needs to be run on the cloud. The virtual machines are attached to network, volumes, 
and / or object storage devices, as well as inventory and network management systems. 
The software that runs on these virtual machines includes the operating system, 
databases, network services, and applications that can be either licensed, open source, 
or custom built software. As a result, the number of variations is very high in which the 
virtual machines can be configured with other services as well as installed with different 
types of applications. To manage these different service combinations and to build 
information sets of the different components in the cloud deployment, IaaS clouds utilize 
a metadata management service. 

Providing access to the users via the Internet is one of the important features of cloud 
computing. To provide this web service, and maintain transaction consistencies & data 
integrity across the multiple services and users’ ecosystem, Relational Database 
Management Systems (RDBMS) such as PostgreSQL [31], MySQL, and SQLite [30] 
are used in cloud deployments. Butler provides a survey of different cloud databases in 
use [22]. Gudivada et al. throw light on some of the characteristics of databases when 
making a choice for the database to use in a cloud environment [23]. From both these 
articles, the authors have drawn the conclusion that SQL and SQL-like databases are 
widely in use. Although other types of databases are preferably used to serve billions of 
reads and millions of writes per second for trillions of data points, they principally focus 
on providing near real time service. They are not often the best choice in the cloud 
deployments as there are few to no standards, there is large variation in features, and 
most importantly some of them do not provide transactional support. Openstack uses an 
ORM to connect the software to the database; this ORM also supports SQL databases 
and does not work with NoSQL databases. A performance comparison conducted on 
SQL and NoSQL databases by Li et al. [24] voids the notion that NoSQL databases 
always perform better than SQL databases for key-value stores. Although NoSQL 
databases are generally optimized for key-value stores, not all of them perform 
consistently for read, write, and delete operations. Li notes that some of these 
databases are either read optimized -- thus slower on write and delete operations, while 
others are write optimized and slower on the read operation. In Li’s evaluation, the 
MySQL Express database has performed well for read, delete, and fetch-all-keys 
operations, but proves to be average on write operations [24]. The aforementioned 
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reasons, business needs, supporting toolchain ecosystem, as well as security concerns 
in NoSQL databases [23], are the primary reasons why SQL databases are the 
preferred choice in the Openstack and other cloud ecosystems.  

We now look forward to the context wherein the proposed scheme for Openstack of 
using a SQL database for servicing metadata information is appropriate. Let us consider 
the case of a cloud deployment servicing metadata information over some years. 
Changes to the information as well as operations like backup, reindexing, adding and 
removing indices, etc. on a database server can slowly hamper its performance over the 
years. Moreover, any optimizations in place to counter slowness caused by corner 
cases stop being effective after a few mutations to the data. The same is noted by 
Chang et al. in their evaluation study of secondary indexes on a cloud computing 
NoSQL database [25]. They note that a NoSQL database supports various data formats 
but does not have index searching functionality. The use of SOLR in their proposed 
architecture fulfills the secondary index function with fast querying in the NoSQL 
database, and the observations in their study confirm that it outperforms other 
competitive databases. Dhara et al. note the usefulness of SOLR for social networking 
sites [26]. In this study, SOLR is being used to create an index of the data for faster 
search and to send a notification to the developer for slower SQL queries. Boreddy in 
his research has collected months of IRC data to find a good search system to fetch 
IRC conversations [27]. He has conducted a comparative analysis of SOLR and MySQL 
servers for this scenario and observed that SOLR outperforms MySQL by a very great 
margin.  

Atreya et al. have conducted a survey and research on the different open source 
indexing systems available [29]. Their study relates to indexing multilingual documents 
and observations indicate that there are no ready software systems available that will 
solve the problem of creating a multilingual index using an open source framework. 
They dive into benefits and limitations of different search engine frameworks and 
suggest some architectural changes to SOLR to address this problem.  

This existing research literature motivated us to use SOLR to provide the search 
capability for the Openstack metadata service. Our experiment setup exists in a virtual 
machine and to ensure that a viable system configuration environment exists for SOLR, 
we do a sanity check by noting the evaluation done by Bouterse et al. of lulu.com ’s 
SOLR search engine running in a virtualized environment [29]. 
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TOOLS 

The system in use is a virtual machine on a personal laptop computing system (Intel 
core i7 processor with 2.8 GHz clock speed, 2 cores available to the virtual machine, 
total of 8GB RAM and 40GB hard disk space). 

As discussed in the literature review, we choose a metadata service in a cloud 
environment with MySQL database support for evaluation as a part of this study. We 
use the OpenStack Glance [3] code, which has REST API access to metadata, an ORM 
to connect to the backend database, and database interface code to model the query 
and database schema appropriately. The sequence diagrams in Figures 1 and 4 show 
the flow of read, write, and delete calls, making Glance an appropriate tool for this 
study. The code has been sourced from Github, fixed to a stable release branch (a 
branch with minimal to no changes and supported with bug fixes for a stipulated period). 
 
A MySQL [4] database is used to do the analysis as a part of the scope of this study for 
the aforementioned reasons. The database has been installed and instantiated to run as 
a MySQL-service on an Ubuntu-Linux-server.  
 
We have discussed in the literature review that various authors have considered a 
separate index for supporting cloud services. Apache SOLR has been a study theme as 
a part of these experiments. Hence, we choose to conduct this study with the same. 
Although newer packages exist, Apache SOLR 4.9.0 [5] has been installed as it is the 
latest package that works well with other tools.  
 
To get the data from the database into SOLR, we need a tool that will enable full fetch 
(index instantiation) as well as delta fetch (partial updates). A data import handler (DIH) 
module [6] which exists in the solr-4.9.0 package has been configured, and enables 
SOLR to fetch data from the MySQL database. The Oracle JDBC driver [7] is a software 
component used by Java applications to interact with databases. The JDBC driver gives 
out the connection to the database and implements the protocol for transferring the 
query and result between client and database. We use it in our implementation for the 
SOLR instance to interact directly with the database using DIH.  
 
A real world like metadata schema for Glance has been curated by gathering real world 
deployment data. To populate the metadata into the Glance database for creating use 
case scenarios, we use a custom, metadata auto-generation script (see Appendix A). 
The installation for all the tools exists on the same server. 
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SETUP 
 
Glance assets are composed of images (often related to virtual machine images, but 
those could be extended to include other cloud assets). A typical use case -- of a user 
searching for the best image to boot a well supported, licensed, pre-packaged virtual 
machine -- requires either many reads on the images, or else search for the metadata 
information on them. This problem is very typical for older large cloud deployments that 
have older versions of images, as well as for deployment scenarios which have users 
with a large number of images with many arbitrary metadata key-value pairs. Listing and 
querying images (search) on an arbitrary key (see examples of key-value pairs in Table 
1) can prove to be extremely expensive operations. As a part of this study, we consider 
the performance impact of queries, particularly slow queries on the MySQL database for 
listing the image data.  
 
The Glance service, MySQL database, and SOLR installation are on a virtual machine. 
The data import handler (DIH) is an integrated part of most of the latest releases of 
SOLR. If not, one may follow instructions on the DIH wiki page [6]. Appropriate PATH 
setup might be needed based on which SOLR installation is being used. Some 
solrconfig.xml edits are necessary for a working setup which mentions the data config 
file location. The file data-config.xml is used to define the way to read, process, and 
fetch data. 
 
The most important file as a part of this setup is the schema.xml file (see Appendix B) 
that defines the kind of data to read from the database and to index in SOLR. Based on 
this file, SOLR determines which fields to read (partial or full regex, strict match, or all 
permitted fields). This file also governs the data type in which the data from the 
database would be read into SOLR. The schema.xml file used for setting up the 
metadata in SOLR is given in Appendix B.  
 
We consider the image and image properties table as a part of this study. See Figure 2, 
which shows the schema of Glance tables.  
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Figure 6: Proposed Architecture for Glance along with SOLR 

 

Figure 6 is the sequence diagram showing in detail the request / response flow for read, 
write, and delete operations in the proposed architecture. The write and delete 
operations need to pass through the MySQL database. SOLR is being proposed as a 
search functionality to perform the read operations. Note that the SOLR index needs to 
be instantiated and then updated in a timely manner for the user to be able to search on 
the latest data. 
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STUDY 

The study is to identify some real world image properties that can be used to create 
search scenarios for our test bed. Such properties will enable the user to create 
meaningful queries such as search using an image property. These properties are not 
indexed in the MySQL database by default. Creating an index results in the large 
consumption of the available disk space on the server, of the order of multiple gigabytes 
for image property records in the range of 10,000,000 as observed in our test bed. Note 
that a typical mature cloud deployment will have many image and image property 
records (order of 100,000 images, and on average total 10,000,000 image property 
rows corresponding to these images) as the operators add new images for each patch 
they update (and preserve the old image for failover/disaster recovery).  

To create the test bed above, we needed a script to populate the images and image 
properties table. Moreover, we needed randomness in the creation of the properties on 
the images, again for the same reason that a user’s search would be more meaningful 
in this case. Hence, a custom row creation script ([8], Appendix A) has been created to 
populate the database in use in the test bed. This also enables us to use the CLI tool 
python-glanceclient (https://pypi.python.org/pypi/python-glanceclient) to create images. 
python-glanceclient is a wrapper on the Glance REST API which helps to conveniently 
create images on the command line, in bulk. 

Using this tool, we create or add a specified number of image properties (metadata) to 
the table. It automatically randomizes the metadata to create a diverse and unique set 
of entries. For example, image ubuntu-14.04-v1 and ubuntu-14.04-v4 would likely have 
a significant number of metadata records for various reasons: these are licensed 
images, they have different versions, they fall under a particular type of support clause, 
etc. 
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DATA 

We have enumerated below some example real world data, gathered from an online 
survey, and that has been used in the study. Table 1 describes what the metadata 
stands for and a few examples of the application of the same. This data has been used 
to auto-generate image property records in our test bed in way that appears similar to a 
real world like cloud deployment, to ensure our search tests provide insightful 
information to cloud operators and help them make informed decisions about including 
SOLR in their environment. 

 

Table 1: An example of real world image properties which are being auto-generated (see 
Appendix A) in the test bed 

Some real world metadata Description Application 

  "os_distro"   Operating System distribution 
identification 

Some examples include: 

● RHEL 4.7 (Red Hat 
Enterprise Linux version 
4.7) 

● Ubuntu Server 16.04 
LTS 

● Suse Enterprise Linux 
Server 4 

"os_version" Version of the operating 
system 

Some examples include: 

● RHEL 4.7 (Red Hat 
Enterprise Linux 
version 4.7) “patch 7” 

● Ubuntu Server 16.04 
LTS “patch 10” 

● Suse Enterprise Linux 
Server 4 “SP11” 

The patches on the operating 
system indicate the version of 
the OS image that is supplied. 

“kernel_id” 

The identifier to specify kernel 
during server boot process in 
combination with other image 
identifiers 

This is typically a UUID 
(universally unique identifier). 
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“ramdisk_id” 

The identifier to specify 
ramdisk during server boot 
process in combination with 
other image identifiers 

This is typically a UUID 
(universally unique identifier). 

“ProcessorArchitecture” 
The architecture underlying 
processor supports to run the 
virtual machine servers 

Some examples include: 

● ARM64 
● SPARC 
● Power Architecture 

"Img_signature" 

When the image is stored 
encrypted for privacy and 
security reasons, this property 
is a string representation of the 
base 64 encoding of the 
signature of the image data. 

Random UUID 

"Img_signature_certificate_uuid
" 

A string encoding the certificate 
uuid used to retrieve the 
certificate from a specialized 
key manager store 

Random UUID 

"Img_signature_hash_method" 

When the image is stored 
encrypted for privacy and 
security reasons, this property 
is a string designating the hash 
method used for digital 
signature. 

Some examples include: 

● SHA-224 
● SHA-256 
● SHA-384 
● SHA-512 
● MD5 

"img_signature_key_type" 

When the image is stored 
encrypted for privacy and 
security reasons, this property 
is a string designating the 
signature scheme used to 
generate the signature. 

Custom string specified by the 
operator 

“image_package_version” 

When an image is packaged by 
the operator after leasing from 
the distribution providers, this 
property defines the version of 
the patch applied by the 
operator on the image. 

A string as per SemVer 
(Semantic Version scheme) 

"ConfigurationDataRoot" The root folder of the 
configuration data to be put in 

A string representing the full 
system path of the data 
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an image directory 

"ConfigurationFile" 
The full system path of the 
configuration file to be used in 
an image 

A string representing the full 
system path 

"ConfigurationID" 
The identifier of the 
configuration type inserted into 
an image 

This is typically a UUID 
(universally unique identifier). 

“min_cores” 
The minimum number of cores 
required by an image to run 
successfully 

A positive integer 

“Ipv6_support” A value indicating if the image 
type supports IPv6 or not 

Boolean value: 

● either 0 / 1 
● or True/False 

"vmware_disktype" 

The type of disk to be used in 
vmware deployments. This 
related to the packaging of the 
image. 

Some examples include: 

● raw 
● qcow2 
● vhd 
● vmdk 

"hw_vif_model" The model of vif supported by 
the hardware 

hong-mif-virtual-interface-00 

 

"vmware_ostype" 

The type of operating systems 
to be used in vmware 
deployments. In case of 
images supporting dual or 
multiple boot options, this 
property is used to identify the 
operating system to run by 
default on the image. 

Some examples include: 

● Linux 
● windows 

"InstructionSet" 

The instruction set provides 
commands to the processor, to 
tell it what it needs to do. The 
instruction set consists of 
addressing modes, 
instructions, native data types, 
registers, memory architecture, 

Some examples include: 

● x86 
● Zilog Z80 
● Western Digital MCP-

1600 
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interrupt, and exception 
handling, and external I/O. 

"InstructionSetExtensionName" 

If there exist any extensions on 
the specified instruction set 
then, this property is used to 
specify the same.  

These are custom extensions 
specified by the operator. 

APPROACH, EXPERIMENTS, AND RESULTS 

As described in Figure 6 we intend to evaluate the read operation time for the Glance 
API and SOLR. So, we first populate the MySQL database with rows -- 120,000 images 
and 13,706,224 image properties. To measure the read operation time, we measure the 
time to fetch a single image (in this section we refer to fetching a single image as search 
for an image using its identifier) (Experiment 1) using the Glance API. On average over 
20 runs, this was measured to be 0.02 seconds. We then measure the time taken to 
fetch multiple images (Experiment 2), filtered based on their properties “name”, 
“ipv6_support”, and min_cores” (see Table 1 for more details on the properties), 
respectively, in 3 separate sub-experiments; these properties are of type “text”, 
“boolean”, and “integer,” respectively. As the database is not indexed, we see 
considerable slowness in response to queries -- around 13 seconds, 10 seconds, and 
11 seconds on average over 20 runs; these results are approximate as some of the 
queries timed-out and did not yield any return response to the user. The time was 
measured using the slow query log of the MySQL database stored on the server logs. 

We then index the images tables and re-run the above experiments. The index size was 
around 20 MB, and it took about 1 minute to complete the indexing. The time to fetch 
the single image (Experiment 3) is the same as above, i.e., 0.02 seconds on average 
over 20 runs. To fetch multiple images (Experiment 4) by filtering on the above-
mentioned properties, the time taken is 12.7 seconds, 9.9 seconds, and 11 seconds, 
respectively. As above, for the queries that timed-out the time was measured using the 
slow query log of the MySQL database stored on the server logs. 

We then add an index to the image_properties table, the size of which was measured to 
be 502.96 MB, and it took about 10 minutes to complete the indexing on the database. 
The same experiments were conducted again. The time to fetch the single image 
(Experiment 5) is the same as above, i.e., 0.02 seconds on average over 20 runs. To 
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fetch multiple images (Experiment 6), the time taken on average over 20 runs is 7 
seconds, 5.79 seconds, and 6.96 seconds, respectively, for the properties mentioned 
above. 

We next instantiate the SOLR index using the DIH tool. It takes around 1410 seconds to 
run the update job. The size of the index is around 2GB. We then conduct the 
experiments described above. The time to fetch a single image (Experiment 7) is 8 
milliseconds on average over 20 runs. To search for multiple images (Experiment 8) by 
specifying the properties mentioned above, it took on average approximately 28 
milliseconds, 28 milliseconds and 29 milliseconds, respectively, for 20 runs. 

The above experiments study the performance of the MySQL database and of SOLR for 
search queries with single property filter at a time. Now, we study the behavior when 
multiple properties are used to filter the search. We consider the following scenarios: 
search for images and properties where the properties are -- “name” and 
“ipv6_support”, “ipv6_support” and “min_cores”, “min_cores” and “name”. 

The above experiment is performed on the Glance API (using the MySQL database) 
and on SOLR for 20 runs and time taken to search is measured. We observe that it 
takes around 13 seconds each for all the three scenarios with the MySQL database 
(Experiment 9) whereas it takes an average of 32 milliseconds, 31 milliseconds, and 30 
milliseconds to run on SOLR (Experiment 10). 

We increase the number of properties to filter on, to 3 and 4, in the next two 
experiments (Experiments 11 and 12, respectively) but the response times, in these 
experiments, for both MySQL and SOLR remain almost the same as the response times 
while searching using two properties. So, we do not consider further tests. 

See Table 2 for an overall summary of the results. 
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Table 2: Summary of the results 
 

Experiment 
number 

 
Architecture 

used to 
perform tests 

 
Experiment details 

 
Number of 
properties 
to filter on 

 
Index size 

 
Execution 
time (in 
seconds) 

1 Glance API Fetch single image using 
ID 

0 0 0.02 

2 Glance API Search images based on 
three different filter types 

(“text”, “boolean” and, 
“integer” respectively) 

1 0 13, 10, 11 

3 Glance API Fetch single image using 
ID 

0 20MB 0.02 

4 Glance API Search images based on 
three different filter types 

(“text”, “boolean” and, 
“integer” respectively) 

1 20MB 12.7, 9.9, 
11 

5 Glance API Fetch single image using 
ID 

0 523 MB 0.02 

6 Glance API Search images based on 
three different filter types 

(“text”, “boolean” and, 
“integer” respectively) 

1 523 MB 7, 5.79, 
6.96 

7 SOLR Fetch single image using 
ID 

0 2GB 0.008 

8 SOLR Search images based on 
three different filter types 

(“text”, “boolean” and, 
“integer” respectively) 

1 2GB 0.028, 
0.028, 
0.029 

9 Glance API Search images based on 
combination of two 

properties 

2 523 MB 13, 13, 13 

10 SOLR Search images based on 
combination of two 

properties 

2 2GB 0.032, 
0.031, 
0.030 

11 Glance API Search images based on 
combination of multiple 

properties 

3 and 4 523 MB 13, 13, 13 

12 SOLR Search images based on 
combination of multiple 

properties 

3 and 4 2GB 0.032, 
0.031, 
0.030 
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Note that we use the following commands to find the index sizes: 

To find the index of the MySQL database: 
 

show table status from glance; 

 

To find the SOLR index, the following command is run on the “data” directory of the 
collection in use: 
 

du -kx 

DISCUSSION 

As shown in Figure 6, we have used the alternative of SOLR to simply observe any 
likely trade-offs for read operations on this cloud service. Chang et al. [25], Dhara et al. 
[26], and Boreddy et al. [27] have discussed the usefulness of a SOLR index (either in 
primary use or secondary use) in their research, and have noted some promising 
results. 

To better compare our observations, we measure the time of MySQL slow queries with 
the results of search using SOLR. This removes the extra time taken by the API service 
and the ORM modules while fetching the data from the database. The time taken by the 
queries is measured by looking at the slow query logs. This experiment opens the 
possibility of using SOLR more broadly for search operations on cloud metadata 
services. 

If we compare the results of all the experiments, the search time is significantly higher in 
the case of the MySQL database for fetching a single image or multiple images, both 
when the database is indexed or not. The order of magnitude of the search time in the 
MySQL database is seconds (barring the case of fetching an image) whereas SOLR 
search has taken only a few milliseconds. (Refer to Experiments 1-12 in the Results 
section.) 

Two more observations are: 1) the time taken to index SOLR is more than twice as 
much as the time taken to index the MySQL database and, 2) the index on the 
image_properties table on the MySQL database takes less disk space as compared to 
the SOLR index.  
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CHALLENGES 

A good comparison of the two architectures depends on the metadata population and 
the user query mix -- as the search time, and the complexity of the queries, both 
increase with the quantity and the diversity of the metadata. Although we have 
attempted to gather real world metadata, it cannot be exhaustive as it varies for different 
users and cloud operators. To create an even more real world like cloud environment, 
an additional study would require more infrastructure, collaboration with existing cloud 
services for the metadata in practice, as well as different types of users who will create 
a diverse set of metadata. 

In this architecture, we use two different APIs -- the Glance REST API and the SOLR 
API. Creating a unified API for the proposed architecture can create more complexities 
as the API will need to be aware of interacting with two different types of data sources. 
This work is out of scope for this project. 

CONCLUSION AND FUTURE WORK 

From the experiment runs, we note that the time to index, as well as the time to search, 
using SOLR is considerably less when compared with the MySQL database. Our 
proposed architecture outperforms searching using the traditional database setup. 

It was challenging to populate the database with a real world like type and quantity of 
data. As a part of future work, we could further explore real world metadata and 
collaborate with a cloud operator to conduct this study in their environment. Also, 
creating a unified API for both data sources (viz. MySQL database and SOLR index), 
would help get accurate results for a user’s search query. 
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APPENDICES 

APPENDIX A 

Metadata Auto-Generation Script

 

Appendix A shows a metadata generation script that can be run on bash like systems (or any 
system that supports a Python environment and python-glanceclient CLI tool 
(https://pypi.python.org/pypi/python-glanceclient). It can run without any specified argument but 
can take the input of “number of images” through the CLI. It creates Glance images with different 
properties. 

 

 

  

import os 
import random 
import string 
import sys 
import math 
 
def create(num_imgs=None): 
    license_type = ["win", "RH", "deb", "suse", "bsd", "other"] 
    # build_flag = index of license type 
    architecture = ["vec", "ep", "simd", "sisd", "mimd", "misd", "mpmd", "spmd"] 
    # desc = auto generate text 
    # kernel_id = 23 * index 
    # ram_id = 71 * index 
    snapshot = ["true", "false"] 
    for i in range (1, num_imgs): 
        idx_lic = random.randint(0, 5) 
        idx_arch = random.randint(0, 7) 
        # idx_snapshot =   
        desc = "".join( [random.choice(string.letters) for i in xrange(1500)] ) 
        label = "image_lable_" + str(i) 
        command = "glance image-create --name %s --property license_type=%s --
property build_flag=%s --property architecture=%s --property desc=%s --property 
kernel_id=%s --property ram_id=%s --property snapshot=%s" % (label, 
license_type[idx_lic], idx_lic, architecture[idx_arch], desc, 23*idx_arch, 71*idx_lic, snapshot[i 
% 2]) 
        print command 
        os.system(command) 
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APPENDIX B 

 

SOLR schema used 

 

 

Appendix B shows the SOLR schema used to configure the SOLR index. Different image properties 
have been added to the fields in the schema. The DIH populate the SOLR index based on the data 
in the MySQL database and this schema. 
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APPENDIX C 

 

Appendix C shows the SOLR response when searching for images with a property called 
“architecture”. We can see various parameters such as number of records found, time taken, etc. 
The response also has all the details about the concerned images. 
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APPENDIX D 

 

Appendix D shows the response when searching for an image using identifier. Same as above, the 
response shows all the details. 


