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Abstract
Information visualization is a powerful tool for understanding large datasets.
However, many commonly-used techniques in information visualization are
not C 1 smooth, i.e. when represented as a function, they are either discontinuous or have a discontinuous first derivative. For example, histograms are a
non-smooth visualization of density. Not only are histograms non-smooth visually, but they are also non-smooth over their parameter space, as they change
abruptly in response to smooth change of bin width or bin offset. For large data
visualization, histograms are commonly used in place of smooth alternatives,
such as kernel density plots, because histograms can be constructed from data
cubes, allowing histograms to be constructed quickly for large datasets.
Another example of a non-smooth technique in information visualization
is the commonly-used transition approach to animation. Although transitions
are designed to create smooth animations, the transition technique produces
animations that have velocity discontinuities if the target is changed before
the transition has finished. The smooth and efficient zooming and panning
technique also shares this problem—the animations produced are smooth
while in-flight, but they have velocity discontinuities at the beginning and end
and of the animation as well as velocity discontinuities when interrupted.
This dissertation applies ideas from signal processing to construct smooth
alternatives to these non-smooth techniques. To visualize density for large
datasets, we propose BLOCs, a smooth alternative to data cubes that allows
kernel density plots to be constructed quickly for large datasets after an initial preprocessing step. To create animations that are smooth even when
interrupted, we present LTI animation, a technique that uses LTI filters to
create animations that are smooth, even when interrupted. To create zooming
and panning animations that are smooth, even when interrupted, we generalize signal processing systems to Riemannian manifolds, resulting in smooth,
efficient, and interruptible animations.
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General Audience Abstract
Information visualization is a powerful tool for understanding large datasets.
However, many commonly-used techniques in information visualization are
not smooth, and this lack of smoothness can be problematic, especially for
interactive visualizations of large datasets. This dissertation considers several
visualization techniques that are currently non-smooth and introduces smooth
alternatives. It is argued that these smooth alternatives are superior to the
existing non-smooth techniques.
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1
I N T RO D U C T I O N
Information is now measured, collected, and stored at an ever-increasing rate.
One powerful technique for understanding this data is interactive visualization,
in which data is rendered into a graphical form that is explored and manipulated
by the user. Many widely-used visualization techniques are not smooth in the
first order, i.e. when represented as a function, they are either discontinuous or
have a discontinuous first derivative. For example, histograms are non-smooth
in several ways. Firstly, the visual representation of the histogram is not
smooth—the mathematical curve that describes the outline of the histogram
will, in general, be discontinuous at bin boundaries. Secondly, the histogram is
not smooth over its parameter space—small changes to bin width or bin origin
can result in large and abrupt changes to the histogram. Lastly, histograms
are not smooth in response to transformations of the dataset: translating or
scaling the dataset by a small amount can result in large and abrupt changes
to the histogram.
Smooth visualizations, i.e. visualizations that when represented as a function are continuous and have a continuous first derivative, have the following
advantages over non-smooth visualizations:
1. A technique that is smooth over its parameter space will produce similar visualizations for similar parameters. For example, kernel density
plots change smoothly as the bandwidth parameter is changed. This
property allows users to sweep parameters over their ranges and easily
perceive the result, and it gives the user confidence that visualizations
of unexplored parameter values are likely to be similar to visualizations
of nearby explored values. For example, a kernel density plot with a
Gaussian kernel with standard deviation 10 will be similar to a kernel
density plot with standard deviation 9 for the same dataset. By contrast, a histogram with bin width 10 won’t necessarily be similar to a
histogram with bin width 9 for the same dataset.
2. A technique that is smooth over transformations of the dataset gives the
user confidence that similar datasets will map to similar visualizations.
3. Visualizations that appear smooth are sometimes easier to perceive than
visualizations that are not smooth. For example, a smooth animation
from one view of a dataset to another view allows the user to perceive
information about the ways in which these views are connected. By
contrast, an abrupt change in view does not convey this information.
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For example, consider the kernel density estimation (KDE) technique with a
Gaussian kernel. This visualization technique can be viewed as a function
that maps from the dataset, kernel bandwidth parameter, and a data value to
the density estimate computed at this data value. Since this map is smooth,
the KDE technique can be viewed as a smooth visualization technique.
Of course, smooth visualizations are not always appropriate. For example,
if the data is categorical, then a non-smooth bar chart is appropriate. As
a more subtle example, consider a KDE plot in which the area under the
density curve is shaded and the area above the plot is left blank. If this plot
is regarded as a function from image position to color, then the plot is nonsmooth, since the color abruptly changes from blank to shaded at the boundary
of the density estimate. However, this is appropriate because the information
being communicated by color—whether or not the image position in question
lies beneath the curve—is inherently discrete. More importantly, the curve
that this shading communicates is smooth.
The goal of this dissertation is to introduce smooth solutions to three
problems that are currently solved using non-smooth techniques. These three
problems are the scaling of interactive visualizations to large datasets, the
creation of animations between visual attribute states, and the creation of
animations between zoom and pan states. For each problem, it will be argued
that the smooth solution introduced in this dissertation is superior to the
existing non-smooth solution.
Despite the fact that these three problems and solutions are distinct, they
are related in ways that extends beyond the smoothness of the proposed solutions. Firstly, all three techniques use ideas from signal processing to model
the problem and to compute the solution; in particular, all three techniques
use low-pass filters to produce smooth output. Secondly, the technique that is
introduced for the visualization of large datasets supports zooming and panning, and could be used in conjunction with the smooth zooming and panning
animation technique. Thirdly, the animation technique for visual attribute
changes and the animation technique for zooming and panning animations
model the problem of animation in a similar way.
The definition of smoothness that is used in this dissertation was chosen
because it is simple and because violations of first-order smoothness tend to
be more readily perceived than violations of higher-order smoothness. For
example, an abrupt change in the position or velocity of an object is easier
to perceive than an abrupt change in acceleration or jerk. Moreover, this
definition of first-order smoothness has been explicitly stated as a goal in
prior work on smooth animation [95].
1.1

scaling to large datasets without aliasing

The first problem considered in this dissertation is the smooth visualization
of the density of large datasets. Advances in hardware and software in recent
years have allowed increasingly large datasets to be collected, stored, and
processed. Distributed software systems such as Bigtable [16], Dynamo [26],
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Spanner [20], Hadoop [85], and Dremel [60] allow for these large datasets
to be queried and processed. Depending on the specific system, dataset, and
query, these systems can return results in hours, minutes, or even seconds.
However, user interfaces typically operate at the refresh rate of the monitor,
which is usually 60 Hz. This leaves less than 17 milliseconds to compute and
render a visualization.
Approaches based on data cubes [53, 52] have been proposed to compute
visualizations of large datasets at the speeds required for interactive visualizations. These techniques are useful for quickly generating histograms and other
binning-based visualizations. If the data attribute that is binned is categorical,
and each bin corresponds to a category, then there is no danger in using data
cubes. However, if the attribute that is binned is continuous then this attribute
must be discretized in order to be binned, and the manner in which the attribute
is discretized can greatly impact the resulting visualization. Examples of this
are binning a timestamp attribute to days, weeks, months, quarters, or years, or
binning a spatial attribute to counties, countries, or continents. Not only does
the scale of the binning affect the resulting visualization, but the precise placement of the bins also affects the result. For example, changing the bin offset
slightly can create a large change in the resulting visualization if many points
are located near bin boundaries. In the common case where a one-dimensional
attribute is discretized such that bins are regularly spaced and each bin has
the same width, the discretization can be viewed from the signal-processing
perspective as a sampling procedure that introduces aliasing [69].
Kernel density estimation plots [77, 68] provide a superior alternative to
binning-based visualizations. Unlike histograms, kernel density plots vary
smoothly for smooth changes in kernel size (assuming the kernel itself is
smooth). Moreover, shifting the input data results in a shifted kernel density
plot, whereas for a histogram, shifting the input may result in a nontrivial
change in the histogram. To create kernel density plots quickly for large
datasets, we introduce, in Chapter 3, bandlimited OLAP cubes (BLOCs)
[74], which allow for smooth interactive visualizations of very large datasets
after an initial precomputation step. The BLOC technique is based on the
notion of a data signal, which is a way of mathematically encoding a dataset
as a (generalized) function. It is shown that kernel density plots can be
reformulated as acting on a filtered version of the data signal rather than
acting on the dataset. A classic result of Nyquist and Shannon [65, 82] states
that a signal can be sampled without aliasing if the frequency content of the
signal does not extend beyond half the sampling rate. By filtering the data
signal and then sampling, a BLOC is constructed that contains negligible
aliasing. Kernel density plots can then be quickly generated from this BLOC.
By using mipmaps [100], BLOCs can be created that allow efficient zooming and panning with varying kernel size that vary with the zoom factor. A
technique called soft dynamic queries is also introduced that replaces traditional dynamic queries [101], in which data points are either inside or outside
of the query region, with a query in which points have varying degrees of
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membership. It is shown that soft dynamic queries can be implemented using
BLOCs.
1.2

interruptible animations

The second problem considered is the problem of smoothly animating between
states. Animation is widely used in information visualization, and the classical technique for creating animations is the transition [90]. In this approach,
transitions are created in response to events, and each transition manages the
animation until the transition has finished. Each transition controls exactly
one visual attribute, and each visual attribute can have at most one transition
at a time. An easing function is used to control the precise movement of
the animation. Easing curves can be used to produce slow-in, fast-out animations, fast-in, slow-out animations, animations that overshoot the target before
bouncing back, or many other effects.
The transition approach produces smooth animations provided that each
transition is allowed to finish before the next is triggered. However, if a transition is interrupted before it has finished by the triggering of a new transition,
then a velocity discontinuity is introduced into the output. Therefore, the transition approach is not smooth in the general case. This is problematic, since
one of the reasons for using transitions and easing functions to begin with is
to prevent velocity discontinuities in the output. These velocity discontinuities occur frequently when transitions are created in response to rapid user
interactions, or when transitions are created in response to data that streams
in over a network.
This dissertation introduces a technique, LTI (linear, time-invariant) animation, based on concepts from signal processing. This technique creates
animations which are smooth even when interrupted. Instead of modeling the
input as a sequence of events, LTI animation models the input as a signal that
maps from time to the target state. Animations are then produced by smoothing this signal using standard signal processing techniques. In Chapter 4, it
is shown that there is a relationship between the notion of an easing function
in transitions and the notion of a step response in signal processing. In other
words, it is possible to design a signal processing filter that replicates the
behavior of transitions in the case where transitions are not interrupted, but
that handle interruptions much more gracefully. Even if such interruptions
are infrequent, it is helpful to have an animation technique that produces reasonable results regardless of how frequently target changes occur. Moreover,
future visualizations might use animations more often in situations where
interruptions are frequent due to the improved handling of interruptions.
While it might be the case that LTI animation could improve user performance for some interactive visualization tasks, no such study has been
conducted, and this dissertation instead argues that the smooth animations
provided by LTI animation should be preferred on aesthetic grounds alone.
The widespread use of smooth-in, smooth-out easing functions in visualizations (e.g. D3 defaults to such an easing function) provides evidence that
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smooth-in, smooth-out animations are desirable for aesthetics. Such smoothness has also been stated as an explicit design goal for animations [95].
1.3

zooming and panning animations

The third problem considered is that of producing smooth zooming and panning animations between zoom and pan positions. The current state-of-the-art
technique for producing zooming and panning animations is the smooth and
efficient method of van Wijk and Nuij [95]. It is a stated goal of this technique
to produce animations that are smooth in the first order—i.e. smooth in exactly
the same sense as is used in this dissertation. The technique of van Wijk and
Nuij produces animations from a starting position to a target position that are
smooth while in flight, but that have velocity discontinuities at the beginning
and end of the animation. This technique also produces velocity discontinuities when the animation is interrupted by a change of target. This limits the
utility of this technique in situations where the target changes rapidly due to
user interaction or new data arriving over the network.
For example, suppose that we have a scatter plot whose data points can
be filtered by the user via dynamic queries. As the user manipulates the
dynamic query, new points may be added to the scatter plot that are outside
the current plot bounds. Points may also be removed from the plot, allowing
the bounds to shrink while still containing all points in the plot. If the
smooth and efficient zooming and panning technique were used to produce
these animations, velocity discontinuities in the scatter plot bounds animation
would occur as the user manipulates the dynamic query slider.
As another example, suppose that we have a stock price visualization that
shows the price of a stock during the last 30 seconds. As new data arrives
or as old data falls beyond the 30 second window, the price axis bounds may
need to be adjusted to accommodate the current range of the data. Again,
the smooth and efficient zooming and panning technique will introduce velocity discontinuities, and so a new technique is required to produce smooth
animations.
To solve this problem, this dissertation introduces techniques in Chapter 5
that solve the problem of producing a zooming and panning animation from the
current position to a target position, where the target position may abruptly
change during the course of the animation in response to user interaction.
These techniques generalize signal processing techniques to non-Euclidean
spaces in order to solve this problem. More than specifying a list of techniques,
Chapter 5 also describes new model of zooming and panning, and introduces
a space of solutions to the problem. The techniques introduced have constanttime complexity per frame, and are suitable for interactive use.
This dissertation also considers zooming and panning problems that have
not previously been analyzed. In Chapter 6, zooming and panning in onedimension, two-dimensions, and three-dimensions, with and without rotation,
and with linked, unlinked, or semi-linked axes, are analyzed. In the linked
axes case, all axes share a common zoom factor, e.g. zooming and panning
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on a map. In the unlinked case, all axes have an independent zoom factor, e.g.
zooming and panning on a scatter plot. In the semi-linked case, two axes share
a zoom factor, and one axis has an independent zoom factor, e.g. zooming
and panning on a 3D visualization in which two axes show a map and the
third axis shows time. It is shown that there is a relationship between these
problems and two manifolds: hyperbolic space, and the special orthogonal
group.
In Chapter 7, the problem of zooming and panning on a sphere is analyzed,
which is useful for analyzing information that is displayed on a globe. This
problem shown to be similar to two previously-studied problems: hyperbolic
space, and the Sasaki metric. By adapting previous solutions for geodesics
in these two spaces, closed-form solutions for geodesics are found for the
problem of zooming and panning on a sphere.
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2
BAC KG RO U N D A N D R E L AT E D WO R K
In this section, we review prior work on which this dissertation is based.
2.1

smoothness

In mathematics, the notation C k denotes the class of functions whose k th
derivative exists and is continuous [98]. Therefore, the definition of smoothness used in this dissertation corresponds to the class of C 1 functions. This
notion of smoothness is somewhat related to the notion of stability in treemaps
[55, 93]. However, whereas the term stability in treemaps is often used
informally—e.g. a treemap layout technique might be said to have good stability or poor stability—the notion of C 1 smoothness used in this dissertation
is more precise: a function is either C 1 smooth or it is not. The property
of C 1 smoothness has also been stated as a design goal for smooth and efficient animation [95, 96]. Moreover, the default easing function for animated
transitions in D3 [10] is C 1 smooth.
2.2

data cubes

A common technique for supporting fast queries over large datasets is the
data cube, also known as the (online analytical processing) OLAP cube [38].
Data cubes support fast queries by precomputing the answers to aggregation
queries. Constructing a data cube is straightforward: each dimension of the
cube is assumed to be discrete, and each unique combination of attributes
corresponds to a unique bucket in the data cube. Each bucket in the data
cube is said to contain all rows with that particular combination of attribute
values, and the data cube stores the count of the number of matching rows
along with other useful information such as minimum and maximum values
of other attributes.
Data cubes are, by definition, a discrete construction. However, often a
continuous attribute is discretized in order to create a data cube. For example,
a timestamp attribute with millisecond precision might be discretized at the
monthly or quarterly level, and a geolocation attribute with meter precision
might be discretized at the county, state, or country level. Examples of
data-cube based visualization systems that perform this type of discretization
include imMens [53] and Nanocubes [52]. When the attribute is discretized
using uniformly sized bins, the process of binning can be reinterpreted as
the process of uniform sampling, and we show that this sampling procedure

7

2.3 transitions

introduces aliasing. One consequence of this is that small changes in binning
parameters, e.g. the bin offset or the bin widths, can produce abrupt and
relatively large changes in the resulting visualization. Since most data cube
based visualization tools do not allow users to interactively make fine-grained
adjustments to bin width or bin offsets, the user does not have the opportunity
to explore the space of possible parameter choices.
2.3

transitions

Animation is commonly used in information visualization, and transitions [90]
are widely used to create these animations. Transitions manage the animation
of a visual attribute from the current state at the time that the transition is
created to a specified target state. To produce animations that have no abrupt
changes in velocity, an easing function is commonly used to provide smoothin, smooth-out behavior where the animation begins by smoothly accelerating
from rest and ends by smoothly decelerating to rest. Transitions are used in
the popular D3 library [10], and on the web in CSS (cascading style sheets)
animations [36], and it has been experimentally shown that transitions can
help users track objects across complicated state changes [43].
A transition for a visual attributes begins at the current attribute value and
ends at a specified target value. The duration of the transition is specified
at the time of creation, as is the easing function that is used. The easing
function is a smooth curve that begins at zero and ends at one, and it provides
a template for the animation. To create the animation, the easing curve is
scaled and shifted so that it begins at the current attribute value and ends at
the target attribute value.
The transition approach produces smooth animations if each transition for
a visual attribute is allowed to finish before the next is created. If, however, a
new transition is created before the previous transition has finished, a velocity
discontinuity is introduced into the output. Moreover, if transitions are interrupted frequently, the resulting animation will tend to be much slower than
the uninterrupted case. This is because for a smooth-in easing function, the
speed near the beginning of the curve will be much lower than the average
speed of the curve.
While the transition approach is perhaps the most widely-used technique
for creating animations, there are also other approaches. The transition approach creates explicit animations that begin at one value and end at another,
but in many alternative systems, animations instead emerge implicitly from
simulations. For example, force directed graph drawing [34] can be used to
produce animations of graphs that change over time. Unlike transitions, in
force-directed graph drawing, there is no predetermined target state. Instead,
the target state is found by simulating a physical model, and the animation is
a byproduct of this simulation. Dust and magnets [104] is another example in
visualization of an animation that is created implicitly from a simulation.
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2.4

smooth and efficient zooming and panning

Zooming and panning is a common interaction technique in information visualization. In many cases, it is useful to automatically construct zooming and
panning animations that reach a given target state. For example, in a mapping
application, it may be useful to have the map automatically zoom and pan
to an address that the user has typed or selected from a list. The smooth
and efficient zooming and panning technique [95] provides a solution to this
problem.
In smooth and efficient zooming, the perceptual cost of a zooming and
panning animation is quantified by introducing a metric. The metric that
approximates perceptual cost is defined in terms of the optical flow that the
animation induces. At every instant in time, each point on the screen displays
a corresponding world point. Because this mapping between screen points
and world points changes over time, a single world point will trace a path
through screen space over time. Taking the derivative of this path gives the
screen-space velocity of this world-space point. For each instant in time, the
optical flow induced by the animation is the velocity field that maps each
screen-space point to the screen-space velocity of the corresponding world
point. The optical flow speed is then a time-varying scalar field given by
taking the norm of the optical flow field at each point. The metric that van
Wijk and Nuij introduce quantifies perceptual cost by the root-mean-square
optical flow speed.
Paths which are optimal with respect to this metric are then found by
methods from differential geometry. To create the animation, the optimal
path is traversed at a constant perceptual speed, i.e. such that the accumulated perceptual cost increases linearly with time. As with transitions, this
approach introduces velocity discontinuities when interrupted. Additionally,
this technique produces velocity discontinuities at the beginning and end of
each animation. These velocity discontinuities are problematic for applications in which interruptions are frequent, e.g. automatically adjusting the plot
boundaries as the user performs dynamic queries.
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3
BA N D L I M I T E D O L A P C U B E S
Interactive visualization tools that render visualizations by iterating over each
point in the dataset cannot handle large datasets, as this iteration becomes
prohibitively expensive. This problem may be addressed by choosing a small
random sample of the dataset for visualization purposes; however, such a
sample may omit important outliers. For example, an event that occurs once
every 10,000 data points will likely be missed in a 1000 point random sample.
Data cubes address the interactive big data visualization problem by binning
all data points in a preprocessing step in which each point in the dataset is
assigned to a bin based on the values of one or more attributes. This mapping
between attribute values and bins depends on the the resolution of the data
cube, which is inversely proportional to the size of the bins. A high resolution
data cube with small bin sizes can answer more precise queries and produce
more precise visualizations than a low resolution data cube with large bin
sizes. Resolution is task-dependent and is often chosen by hand.
A key advantage of data cubes is that their storage requirements depend
on their resolution rather than on the size of the source dataset, and once
constructed, a data cube can be used to quickly answer visualization queries.
For example, ImMens [53] demonstrates that data cubes can allow a modern
laptop to interactively visualize one billion points at interactive rates.
However, data cubes are a fundamentally discrete representation of a dataset,
and as such, they constrain the space of possible visualizations to discrete
forms such as histograms and binned heatmaps. Such discretization introduces
distracting, and potentially deceptive, aliasing artifacts [69]. Aliasing in
visualization may be classified into two categories: spatial aliasing, which
occurs when histogram or heatmap bins appear to indicate patterns that do not
exist, and temporal aliasing, which occurs when an interactive or animation
visualization misrepresents patterns in the source dataset.
For example, Figure 1 shows a simple sales dataset that exhibits aliasing
artifacts when visualized with a monthly histogram. When the frequency of
data cube binning does not appropriately match the frequency of patterns in
the dataset, spurious aliased frequency patterns emerge. Since most datasets
contain complex patterns, they will exhibit aliasing artifacts when visualized
with a histogram regardless of bin width. Data cubes cannot be used to generate more natural continuous representations, such as kernel density estimation
plots, that would more faithfully represent the distribution.
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Further, interactive navigation and dynamic querying of the data is critical
to enabling exploration of big data, but data cubes limit interaction to the precomputed discrete boundaries. For example, the bin width and bin positions
of the data cube constrain the bin width of positions of the histogram. While
multiple data cubes at different resolutions can enable simple discrete zooming,
data cubes cannot provide smooth continuous zooming and navigation without
further amplified aliasing. Likewise, when a data cube is used to implement
dynamic queries or brushing, the query or brush must be box-shaped and
positioned only on bin boundaries. This results in significant temporal aliasing
when dragging a brush or query widget.
Although Lagrange interpolation can be used to draw a smooth curve passing through histogram bins or to provide values for in-between brush positions,
these in-between values don’t have a simple, intuitive meaning in terms of the
source dataset, as aliasing has already been baked into the binning. Lagrange
interpolation acts as a anti-imaging lowpass filter [88], but it does not remove
the aliasing introduced by binning.
To address these problems, we introduce a new approach that applies wellestablished signal processing techniques to information visualization. We
avoid aliasing by filtering before binning the dataset, and we allow continuous
visualizations using the concept of bandlimited interpolation. Our contributions are as follows:
1. We introduce Bandlimited OLAP Cubes (BLOCs), a technique for generating artifact-free interactive visualizations of large datasets. Visualizations backed by BLOCs can support brushing, dynamic querying,
and zooming in realtime (60 FPS). Our technique allows continuous
brush positions and continous zooming.
2. We show that the assymetry between brush resolution and graphic
resolution can be exploited to reduce data cube storage requirements.
BLOCs have two primary advantages over data cubes due to their use of
more advanced signal processing theory. First, BLOCs suppress aliasing,
providing more accurate visualizations. Secondly, BLOCs support continuous
interaction. While the storage requirements for BLOCs are similar to the
storage requirements for data cubes, BLOCs support an infinite number of
in-between zoom levels and in-between brush positions.
3.1

bandlimited data cubes

BLOCs are based heavily on digital signal processing techniques. We first
review some of these techniques.
3.1.1 Background
The Fourier transform decomposes a signal into complex sinusoids. More
precisely, the Fourier transform maps a signal x(t) from the time domain
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to a complex-valued signal X (ω) in the frequency domain. For real-valued
x(t), the corresponding frequency-domain signal has the property that each
negative frequency is the complex conjugate of the corresponding positive
frequency. Because the negative frequencies add no new information, X (ω)
is often treated as containing positive frequencies only.
For a periodic signal, the sinusoids into which the time-domain signal is
decomposed are harmonically related such that the frequency of each sinusoid
is a multiple of the fundamental frequency (the frequency corresponding to
the period of the signal). Since a finite-length signal can be encoded as
a periodic signal, a finite-length signal can be decomposed into a sum of
harmonically-related sinusoids.
The Nyquist–Shannon sampling theorem states that a signal containing no
frequencies higher than f n is uniquely determined by a sampling at sampling
rate f s = 2 f n . The frequency f n = f s /2 is known as the Nyquist frequency.
If X (ω) is compactly supported (i.e. is zero outside of some bounded interval)
then the signal is said to be bandlimited. A finite-length discrete (sampled)
bandlimited time-domain signal can thus be represented as a finite-length
discrete complex frequency-domain signal.
The Dirac delta function1 δ(t) can be seen as the derivative of the unit step
function or as the Gaussian probability density function in the limit as the
standard deviation goes to zero. In the frequency domain, the Dirac delta
contains all frequencies with equal magnitude.
An impulse train (also known as a Dirac comb) is a signal that contains
equally spaced Dirac deltas. The spacing of the Dirac deltas is the period T of
the impulse train, and the train is infinitely long in both directions. The Fourier
transform of an impulse train is an impulse train with the reciprocal period
1/T. The sampling of a continuous signal is often modeled as time-domain
multiplication with an impulse train. This model shows why aliasing occurs:
multiplication in the time domain corresponds to convolution in the frequency
domain, and convolving a signal with an impulse train results in equally spaced
copies of the signal. When the signal has not been appropriately bandlimited,
the copies overlap, causing aliasing.
Guassian filters (which are used for blurring in image processing) are filters
with a Gaussian impulse response (called a kernel in image processing). Interestingly, the frequency response of a Gaussian filter is also Gaussian. Since
the Gaussian function approaches zero rapidly outside its central lobe, it can
be regarded as approximately finite length and approximately bandlimited and
can thus be very closely approximated by a discrete finite impulse response
(FIR) filter. Because a Gaussian kernel is symmetric, multiplications can
be reduced by half in a direct implementation of the filter. For example, a
zero-phase Gaussian filter can be implemented as
y [ n ] = a0 x [ n ] +

k
X
i=1

ai (x [n + i ] + x [n − i ] ),

1 The Dirac delta is technically a distribution rather than a function, but this distinction is often
ignored in engineering contexts.
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where x [n] is the input signal, a0 is the center coefficient of the filter, and
a1 , a2 , . . . , ak are the filter coefficients to the right of the center coefficient.
Since the convolution of two Gaussian functions is a Gaussian function [11],
the effect of two Gaussian filters in serial can be produced by a single Gaussian
filter. The variance of the resultant Gaussian is the sum of the variances of the
source Gaussians. Thus the standard deviation σc of the resultant Gaussian
is given by
q
σc =

σa2 + σb2

where σa and σb are the standard deviations of the serial Gaussian filters.
The B-Spline kernels are given by successive convolutions of the boxcar
function. The polynomial bandlimited impulse train algorithm (polyBLIT)
[62] uses B-Spline interpolators to generate bandlimited impulse trains, and
we use the same technique to perform bandlimited binning. The first several
kernels are repeated here. The zeroth-order kernel b0 is simply the box kernel.
The next kernel, b1 , is the triangle kernel. The next kernel is
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where Ts is the sampling period. We use the third-order B-Spline kernel for
binning and interpolation, which is given as
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The B-Spline kernels approach the Gaussian in the limit as the order goes to
infinity. Convolving a low-order B-Spline kernel with a Gaussian gives a very
accurate approximation of the Gaussian.
3.1.2 Method
Our goal is to visualize and interact with a dataset in a flexible manner that
does not introduce aliasing artifacts. BLOCs are a very general technique
in support of this goal. A BLOC is the data structure constructed by any
technique that satisfies the following:
1. The technique begins with a dataset signal, which is an infinitely precise
and perfectly overfitted density function that will be formally defined
later in this section.
2. The technique filters this dataset signal to bandlimit it and prevent
aliasing.
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Kernel

Count

30−Day Histogram
Monthly Histogram

2014
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Date
Figure 1: Histograms compared to kernel plots. The input is a very simple
synthetic sales dataset that contains one sale per weekday and no
sales on the weekends. The histograms show a deceptive 20%
variation in monthly sales, even though the sales pattern for each
week is identical. This variation exists regardless of whether bins are
month-aligned or 30 days wide. The kernel plot accurately shows
that the sales pattern is constant at the monthly level.
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3. The technique samples and stores this bandlimited signal.
4. The technique responds to queries using this sampled signal, filtering
it to avoid imaging.
BLOCs can be used to implement kernel density estimation, kernel smoothing,
brushing, and dynamic queries, provided that the kernel used in all cases is
bandlimited. Although BLOCs as thus defined are very general, we also
introduce a specific BLOC-based technique in this paper to motivate the use
of BLOCs and to begin to explore the BLOC design space.
Our goal for this specific technique is to produce a visualization of a dataset
that suppresses spatial aliasing and allows dynamic querying in a way that
suppresses temporal aliasing. Histograms exhibit severe aliasing artifacts and
therefore cannot be used to satisfy this goal. However, kernel density plots do
suppress spatial aliasing when an appropriate kernel is used. Our technique
uses the Gaussian kernel, which offers excellent alias suppression.
For dynamic queries, a commonly used scheme is to have a range selector
for one or more dimensions. The start and end points of this range selector
can be dragged individually, and dragging the center of the range moves the
start and end points together, allowing the range to be swept across the extents
of the dimension. However, such a scheme exhibits temporal aliasing artifacts
when the range is swept quickly and when the start and end points of the range
are constrained to pixel positions.
Our scheme instead uses Gaussian selectors along one or more dimensions.
For each dimension, the user specifies a center and standard deviation. Instead
of a strict subset, data points are weighted based on their distance from the
selector center using the Gaussian function given by the chosen standard
deviation. Given that Gaussian functions exhibit low-pass characteristics, this
naturally suppresses temporal aliasing as the center is dragged.
Thus, our technique can be seen conceptually as follows:
1. Weight each point based on the given Gaussian selectors.
2. Generate a kernel density plot where each point contributes to the plot
proportionally to its weight.
A naive implementation would iterate over each point in the dataset, assigning
a weight to each point, and then generate a kernel density plot. However, such
an approach would not scale well to large datasets.
Our approach has two phases: preprocessing and interactive rendering. The
preprocessing steps are conceptually as follows:
1. Construct the dataset signal S(x) from the source dataset.
2. Filter this dataset signal using B-Spline anti-aliasing filters.
3. Sample the filtered signal.
4. Construct a mipmap from this filtered signal.
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Mipmap Filter ↓ 2
..
.

S(x)

Mipmap Filter ↓ 2

Query Collapse

Mipmap Filter ↓ 2

Matching Filter

Anti-Aliased Bin

Interpolate ↑ r

Mipmap

Figure 2: Overview of mipmap creation. Here, r is f t / f s , where f s is the
sampling rate of the mipmap level and f t is the target sampling rate.
Both the mipmap filters and the matching filter are Gaussian FIR
filters. Both the anti-aliased binning and the interpolation steps use
third order B-Spline filters.
In practice, the first three steps are combined into a single anti-aliased binning
step. The steps for interactive rendering occur each frame and are as follows:
1. Select an appropriate mipmap level.
2. Collapse this mipmap level’s discrete signal based on the Gaussian
selectors, reducing the dimensionality of the signal.
3. Run a matching filter to ensure that the final signal will have the desired
target standard deviation. This matching filter is a Gaussian discrete
FIR filter.
4. Filter this discrete signal using B-Spline anti-imaging filters.
5. Sample this signal at the desired target sampling rate.
In practice, the last two steps are combined into a single anti-aliased interpolation step. The whole procedure is summarized in Figure 2.
The Dataset Signal
The first step is to place all dataset points into a dataset signal, which maps
from k-dimensional attribute space to density. This dataset signal is zero at
all locations where there are no data points and infinity at the locations of
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data points. For an input dataset p1 , p2 , . . . , pn , where each data point is
represented by a k-dimensional vector, the dataset signal S(x) is given as
S(x) =

n
X
i=1

δ(x − pi ).

The dataset signal can be seen as the empirical density function of the dataset
multiplied by the number of points in the dataset. To see what this signal
represents, suppose we have a simple access log dataset where each log entry
is a timestamp. A 1D data cube can be used to quickly visualize this dataset,
where each bin in the data cube stores the number of accesses that occurred
within its time range. This data cube can be represented as a function f (t)
mapping from time t to access log rates, which are given by the number of
points in the bin containing the given time divided by the bin’s duration.
Using this function, the number of accesses occurring within some time
range is given by integrating f (t) over the time range. This gives the correct
result in all cases where the query time range is aligned with bin boundaries,
i.e. when neither the start time nor end time cut through the middle of a
bin. In order to admit more precise query regions, the data cube must be
constructed with a higher resolution, resulting in bins with shorter durations.
In the limit as the data cube resolution goes to infinity and bin durations go
to zero, the function f (t) approaches the dataset signal S(t), as illustrated
in Figure 3. Whereas there are many datasets that can produce a given data
cube, there is a one-to-one mapping between datasets and dataset signals.
Furthermore, integrating the dataset signal over any region correctly gives the
number of points contained within that region. The dataset signal described
in the preceding paragraph S(x) is a simply a multidimensional generalization
of this idea.
B-Spline Binning
This dataset signal is then discretized using B-Spline anti-aliasing filters to bin
the data points, as illustrated in Figure 4. This anti-aliasing filter distinguishes
BLOCs from traditional data cubes: in traditional data cubes, each point is
assigned to a single bin, whereas in a BLOC, a single point is distributed
across a neighborhood of bins. In a traditional data cube, a point at the left
end of a bin is indistinguishable from a point on the right end of a bin once
the data cube has been constructed. In a BLOC, however, a point on the left
end of a bin affects bins to the left more than a point on the right end of a bin.
level should be chosen based on the finest granularity the user desires.
Conceptually, discretizing using B-Spline anti-aliasing filters involves convolving the dataset with the B-Spline kernel and then sampling by multiplying
with an impulse train. The period of this train is given by the resolution of
the BLOC. In practice, however, B-Spline binning involves iterating over each
point and increasing the values in a small neighborhood of bins near the point.
The amount that each value is increased is given by the B-Spline kernel. Once
all points have been binned, this binning forms the lowest (finest) level of a
mipmap [2].
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Figure 3: The data signal can be seen as an infinitely precise data cube. Here,
the histograms show the density of points for each bin. As the bin
size decreases, the densities more accurately represent the source
dataset. In the limit as the bin size approaches zero, the density
function perfectly represents the source dataset and is equivalent to
the data signal. The arrows in this final plot represent the Dirac
delta impulses.
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Figure 4: Discretizing the data signal using B-Spline binning, which is based
on the PolyBLIT algorithm [62]. Conceptually, the data signal is
convolved with a B-Spline filter and then sampled. In practice,
each point in the dataset is directly binned into a neighborhood of
bins. The top subplot shows the data signal comprising Dirac delta
impulses. The middle subplot shows each impulse replaced with
a B-Spline kernel and arranged in a stacked graph formation. The
black outline of the middle subplot is the result of the convolution.
The signal in the bottom subplot is given by convolving this result
with an impulse train.
Each level of the mipmap has an associated sampling rate f s and standard
deviation σ. The sampling rate for this lowest level is given by the BLOC
resolution. To determine the standard deviation associated with a B-Spline filter, we used a computer algebra system to perform a least-squares fit between
the B-Spline kernel and the Gaussian probability density function. Using this
method, the minimizing standard deviation for the third order B-Spline function was found to be 0.596553. Given that the B-Spline kernel is scaled based
on the standard deviation, this gives a standard deviation of σ = 0.596553/ f s .
Mipmap construction
To generate higher (courser) levels, the base level is successively filtered using
a Gaussian filter and downsampled by a factor of two. The Gaussian filter is
designed to have a standard deviation of two samples at the downsampled rate,
as this effectively bandlimits the signal [94]. Although any downsampling
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factor could be used in theory, a factor of two represents a good trade-off
between space requirements, which are higher for lower downsampling factors,
and rendering time requirements, which are higher for higher downsampling
factors because the matching filter must be more powerful.
The sampling rate for all mipmap levels except for the lowest is half of
the sampling rate of the level beneath it. The standard deviation for each
mipmap level except for the lowest is given by the cumulative effect of the BSpline binning filter, the mipmap filters for all lower layers, and the B-Spline
interpolation filter, which has a standard deviation of 0.596553/ f s , where f s
is the sampling rate of the mipmap level. The variance σi2 for the current level
2 of the level below the current level and
is found be adding the variance σi−1
the B-Spline filter standard deviation 0.596553/ f s . The standard deviation
is then simply the square root of this variance.
Mipmap level selection
To render at a desired sample rate f t and a target standard deviation σT , a
mipmap level is selected that can satisfy σT . A mipmap level satisfies a given
standard deviation if its associated standard deviation is small enough that a
matching filter can be designed to accomplish this goal.
Matching filter
The selected mipmap level is run through a matching filter and an interpolation
filter. The matching filter is a Gaussian FIR filter that is designed to bring the
final cumulative standard deviation to the given target standard deviation. For
a mipmap level with standard deviation σi and a target standard deviation σT ,
the matching filter’s standard deviation σ M is given by
q
σ M = σT2 − σi2 .

In our tests, the result was acceptable as long as the matching filter has a
standard deviation greater than one. A more conservative choice would be
to require the matching filter to have a standard deviation of at least two to
ensure that the coefficients are bandlimited. To be even more conservative,
the matching filter could have a polyphase implementation that upsamples by
a factor of two to ease the burden of the B-Spline interpolation filter to remove
imaging.
B-Spline Interpolation

The interpolation filter is a simple B-Spline filter, and the interpolation process
is shown in Figure 5.
3.1.3 Analysis
Space complexity is determined by the resolution of the BLOC. The space
complexity of the initial binning is given by the product of the number of
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Figure 5: After the matching filter, the data must be interpolated to convert
to the target sampling rate. Although the use of B-Spline filters
for interpolation causes the interpolated curve to not pass through
the source points, this effect is anticipated and accounted for in the
calculation of the matching filter’s standard deviation.
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samples in each dimension. For an application where we wish to show 1D
kernel density plots for each of k dimensions and support dynamic filtering
along these dimensions, we can generate k BLOCs, each of which is highresolution in the dimension of the kernel density plot and low-resolution in all
other dimensions. The space complexity is then given by the kernel density
plot resolution p and the brushing resolution b (i.e. the resolution required to
sample the brush shape) as O(k pbk−1 ). Because the brushing resolution is
generally much lower than the kernel density plot resolution, this asymmetric
approach represents a significant savings over the alternative approach of
storing a single high-resolution data cube, which has a space complexity of
O(pk ). The time complexity for binning a set of such asymmetric BLOCs
is O(k pbk−1 + 4k n), where n is the number of data points in the dataset.
The base of the 4k component can be reduced by using lower-order B-Spline
kernels at the expense of increased aliasing, but given that data cubes only
practical when low-dimensional, this should not be necessary. Binning is
readily parallelized and can be implemented using Map Reduce [25].
The number of samples required for a mipmap level l n is based on the
number of samples of the mipmap level below l n−1 . For a mipmap filter with
s coefficients, we have
l n = (l n−1 + s)/2.
The storage requirements L for the whole mipmap is given by the sum of the
lengths of the mipmap levels:
L=

n
X

li

i=0

Solving the recurrence relation and the sum gives
L = (2 − 2−i )b + (2−i + i − 1)s.
The first component, (2 − 2−i )b, approaches 2b as i goes to infinity. The
second component approaches is as i goes to infinity. However, in practice,
we stop producing mipmap levels before the second term becomes problematic.
With this stipulation, adding a mipmap for k dimensions requires roughly 2k
times the storage of the base binning.
3.2

implementation

We built two implementations: one that generates a two-dimensional mipmapped
bandlimited cube using a B-Spline 3 kernel and one that generates a nonmipmapped three-dimensional bandlimited cube using a B-Spline 2 kernel.
Both were tested with the OpenStreetMap dataset [40], and the two-dimensional
cube was additionally tested using a synthetic dataset.
The 2D cube uses a C++ back-end and Javascript front-end. For the OpenStreetMap dataset, the C++ back-end use the Osmium library to process a
dump of OpenStreetMap data in Protocol Buffer format and generate the cube.
The attributes used to generate the cube are longitude and time, and the cube
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has a size of 250,000 bins in the time dimension and 38 bins in the longitude dimension. The back-end processes just over three billion points in just
over eight minutes on a late 2013 MacBook Pro. The front-end performs
the mipmap generation and rendering and supports zooming and dynamic
querying using Gaussian queries. Rendering is performed using the canvas
element, and each frame is rendered within 1-3 milliseconds except for the
first, which takes between 8 and 40 milliseconds. The initial page load takes
seven seconds.
The synthetic dataset uses a data cube with a significantly lower resolution
in the time axis (12500), but the render-time performance is similar to the
OpenStreetMap cube. This is unsurprising, since mipmapping allows an
appropriately-sized cube to be selected for each frame. The back-end for the
synthetic dataset can bin roughly 50 million points per second using a single
core. The initial page load completes in just under three seconds, which is
also faster than the larger cube.
Because the initial 2D binning for our example is high-resolution along the
mipmapped dimension and low-resolution along the brushed dimension, we
use a tall-and-skinny memory layout for the initial binning to improve cache
performance. In this layout, adjacent samples along the brushed dimension
are stored in adjacent locations in memory. Once binning is complete, we
transpose this representation, giving a short-and-fat layout such that adjacent
samples along the mipmapped dimension are stored in adjacent locations in
memory. This should improve caching performance for mipmap computation,
where filtering processes a sliding window of samples along the brushed
dimension. We should note that we did not measure the performance of
an alternative implementation that does not take locality into account, and
additionally, a GPU implementation would likely be less sensitive to locality
issues.
In our current implementation, the binned BLOC is transferred in its entirety
to the client. The client then computes all higher mipmap layers from this base
layer. In production, the server would instead generate the full mipmap and
then send tiles to the client on-demand in the manner of mapping applications.
In this scheme, each mipmap level would be broken up into tiles such that
each level of zoom can be rendered using a small number of tiles.
For the 3D cube, the binning code uses C++ and processes all OpenStreetMap nodes in eleven minutes and constructs a 3D data cube with a
spatial resolution of 1024 by 1024 and a temporal resolution of 256. Each
point has a geographical location and timestamp and is projected into Web
Mercator. This BLOC is then processed with Python scripts to generate the
final visualizations. Because the cube is large, we did not attempt to render it
in realtime. The Python scripts are used to generate an animation showing the
density of points over time, and they generate frames at a rate of two frames
per second. An example visualization generated from the BLOC is shown in
Figure 6. More examples are shown in the video that accompanies this paper.
Although our implementation is not parallel and runs only on a single node,
the BLOC technique is very simple to parallelize because BLOCs are linear. If
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Figure 6: An example of a visualization generated using BLOCs. This visualization adds a small amount of a Gaussian blurred version of the
image to the original density function, and then uses log scaling of
density followed by tanh saturation and color mapping to produce
the final image. The addition of Gaussian blurred version produces
a glare effect that emphasizes regions of high density.
a dataset is split in half, then the BLOC for the whole dataset is equal to the sum
of the BLOCs computed for each half. Assuming that the BLOC size is small
enough that it fits in the memory of a single node and can be communicated
over the network quickly, BLOC construction is embarrassingly parallel, as
each node can independently generate a BLOC for a portion of the dataset,
and then all generated BLOCs can be summed together afterwards.
3.3

discussion

Computer-based visualizations are defined using discrete programs to process
discrete data and display discrete frames. Yet, often this discrete data is
a representation of a continuous concept. For example, a floating point
number is a discrete approximation of a real number, and real numbers are a
continuous set. Similarly, pixels on a screen are both spatially discrete and
display a discrete set of colors at discrete moments in time, but the pixel
array approximates a continuously-changing spatially continuous image with
a continuous color space. Digital audio is also stored as a discrete sequence
of discrete samples, but this sequence represents a continuous wave.
Both the pixel approximation to continuous images and the sample approximation to audio rely on limitations of the human perceptual system: both eyes
and ears are bandlimited and have bounds on sensitivity. The human ear and
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eye both have low-pass characteristics2 where sufficiently high frequencies
cannot be perceived. As long as digital audio is sampled at a rate twice that of
the highest frequency that the human ear can perceive, a reconstruction should
be indistinguishable from the original, provided that each sample is recorded
with sufficient resolution that quantization error is below the just noticeable
difference threshold. Similarly, if pixels are sufficiently small and have sufficiently high frame-rates and color resolution, they should be perceptually
indistinguishable from the continuous case.
However, just as catastrophic cancellation is the bane of numerical computing, aliasing is the bane of sampled and binned representations. Even
though a floating point number may have 15 significant figures of precision,
if a numerical algorithm isn’t carefully designed, most of these significant
figures may be wrong in a result. Similarly, if a graphics or audio system is
not carefully designed, much of the output bandwidth may be inhabited by
aliasing artifacts.
We advocate an approach where visualizations are defined in the continuous domain as a mapping from datasets to continuous images and animations.
Only after the visualization algorithm has been defined in the continuous
domain should an attempt be made to implement it in a program. By designing first in the continuous domain, a ground truth is established, and the
implementation can be checked for accuracy against this ground truth.
We have presented BLOCs, a very general big data visualization technique
that provides a discrete representation of a continuous concept. Using the
techniques in this paper, BLOCs can be used to construct accurate emulations
of continuous-domain visualizations such as kernel density estimation. The
key benefit of BLOCs is that they improve performance while retaining the
same simple mathematical elegance of continuous-domain techniques.
In practice, BLOCs are useful in many cases where data cubes are useful.
Like data cubes, however, BLOCs do not scale well to high-dimensional
datasets. However, for cases when it is only necessary to filter based on a
few attributes, BLOCs provide a valuable tool for constructing interactive
visualizations. Like data cubes, BLOCs can be used as building blocks for
a vast array of visualizations. They can be used to show the density of
events. Given that mean shift clustering is defined in terms of kernel density
estimation, BLOCs can be used to determine the cluster of any location within
the BLOC. They can also be used to construct parallel coordinate plots, since
the lines drawn in parallel coordinate plots can be seen as spatially-varying
projections of a BLOC.
BLOCs could also be used in combination with an existing big data system
such as Hadoop, Spark, or Drill. These tools could be used to generate a
low-dimensional BLOC for two or three attributes at a time while possibly
applying Gaussian filtering on other dimensions. The user could then perform
real-time dynamic queries with data cube’s attributes and then freeze the

2 Since they also have high-pass characteristics, it would be more accurate to say that they have
band-pass characteristics.
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dynamic query positions on the current BLOC and request another BLOC
with different attributes.
There are many open questions about the design space of BLOCs. For
example, some visualization systems that are based on data cube provide a
way to visualize the minimum and maximum values along a certain dimension
for each bin. Our technique cannot produce these, and it is unclear whether
or not there is way to provide this information without introducing aliasing
artifacts.
Some visualization systems also provide a way to see average values across
bins, e.g. the average receipt amount per month. Our technique can handle
this case by storing two separate BLOCs: in the first BLOC, each point
is weighted by the receipt amount, and in the second BLOC, all points are
weighted equally. To render, kernel plots are calculated for both BLOCs and
then each resulting sample from the first plot is divided by the corresponding
sample from the second plot. This produces a Kernel Smoothing [97] plot.
Kernel density plots can be also be used as inputs to higher-level processes
[70], and BLOCs can be used in support of this too.
Future work might explore sparse encoding of BLOCs. The simplest approach to this would be to use hash tables to store all non-zero samples during
the initial binning and the subsequent mipmap construction. In this scheme,
the server would continue to serve tiles to the client, but these tiles would be
sparsely encoded. A more sophisticated approach would transfer unbinned
points to the client in areas where the sparse encoding is more space-efficient
than the dense encoding. Using this scheme, zooming into sparse regions
would not require the server to send new tiles, as the tiles could be generated
on-the-fly from the unbinned points on the client. Such an encoding could
present a great space savings for high dimensional datasets, and such an encoding would also provide a way for the client to drill-down to the levels of
individual points.
3.4

related work

BinX [8] offers a method for visualizing large time series datasets. ImMens
[53] provides a method for scalable visualizations based on data cubes. Nano
cubes [52] provides an in-memory approach to scalable visualization based on
a data structure similar to range trees. All of these techniques exhibit aliasing
artifacts.
Multiscale representations similar to ours are very common in signal and
image processing. Scale-space representations [102] and pyramid representions [13] [2], like our technique, compute multiple Gaussian-filtered versions
of an input signal using different standard deviations. However, in scale-space
and pyramid representations, the goal is to produce a representation that can
used as input to computer vision algorithms. In scale-space representations in
particular, the Gaussian-filtered signals are then transformed into a tree that
captures the extrema of the filtered versions. Wavelets [12] are another multiscale representation commonly used as input to image processing algorithms.

26

3.4 related work

In computer graphics, mipmaps [100] are used to render images quickly at
varying scales. However, the trilinear interpolation described in the paper is
less accurate than the scheme we describe. In audio processing, mipmaps are
used to quickly resample recorded audio at rates [24]. These mipmaps use
brickwall lowpass filters, which are ideal for audio but result in undesirable
ringing artifacts in graphical applications. Although a Gaussian filter at the
end of the mipmapping could be used to remove most of these artifacts, our
technique avoids the introduction of ringing artifacts at all.
Integration-based methods such as summed area tables [22] [44] in computer graphics and integrated wavetable synthesis [37] [33] in audio processing
could be adapted for visualization purposes. However, mipmaps likely have
better cache performance and allow for tile-based techniques where clients
can produce visualizations based on a subset of the whole dataset. Moreover,
integration-based methods have problems with numerical stability when used
on large datasets.
The simple and commonly-used brute force method to computing kernel
density estimation requires execution time proportional to the number of
pixels on the screen multiplied by the number of data points for displaying
a 2D kernel plot. Even if the kernel could be evaluated with only a single
floating point operation (in practice, it would almost certainly require more
evaluations), to compute a visualization of size 1024 by 678 for a dataset of
3 billion points at 60 frames per second would require over 283 petaflops
of processing power in kernel evaluations alone. Even at the cheap rate of
eight cents per gigaflop, this would require an investment of over 22 million
dollars per simultaneous user. In practice, the cost would be far greater, since
kernel evaluations would almost certainly require more than one floating point
operation, and this estimate does not include the processing power required
for summing.
Truncating the kernel gives improved performance [46], but with a sufficiently large dataset, it is still prohibitively expensive to perform this technique
in real-time. Suppose we require a 10 by 10 kernel, as used in the paper. Then
we require 100 kernel evaluations per data point. If each one of these evaluations required a single floating point operation, then rendering at 60 frames
per second would require 18 teraflops of processing power, which is beyond
the processing power of a single commodity GPU. Moreover, assuming that
each data point is represented by two floating point numbers and that all data
points need to be traversed at each frame, rendering 60 frames per second
would require 11.52 terabits per second of memory bandwidth, which is beyond the capabilities of a single commodity GPU. By contrast, a pre-generated
2D BLOC with mipmapping can used to generate a kernel density plot of any
desired within the range satisfiable by the BLOC. Generating the kernel density plot in this case reduces to performing a Gaussian blur on the appropriate
section of the BLOC, a task well within reach of a modern GPU.
The fast Gauss transform [39] provides a fast way to compute kernel density
estimates at arbitrary locations. However, using this for interactive visualization would still requires a full traversal of the dataset for each frame.
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Many techniques exist for computing the desired bandwidth (i.e. standard
deviation) of the Gaussian kernel for kernel density estimation, including
Silverman’s method [86] and the method of Sheather and Jones [83]. Rather
than attempting to compute an optimal bandwidth from the data, this paper
argues that the bandwidth should instead be user-controlled, so that the user
can see how the plot changes for different bandwidths.
3.5

conclusion

We have introduced bandlimited OLAP cubes, an approach to interactive information visualization that uses techniques from digital signal processing to
create a condensed version of a large dataset. This condensed version can
be used to generate kernel density plots that accurately represent patterns in
the source dataset and suppress aliasing artifacts. Moreover, these visualizations can incorporate dynamic query techniques without introducing temporal
aliasing artifacts.
We have also introduced a specialized BLOC-based technique that allows
for continuous zooming of kernel density plots and continuous brushing. This
technique scales readily to large datasets while maintaining interactivity at 60
frames per second.
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4
T H E S I G NA L S A N D SYS T E M S A P P ROAC H T O
A N I M AT I O N

4.1

introduction

Animations of visual attributes such as position, color, opacity, size, or line
width are widely used in information visualization. These animations support
fluid interaction [31] in situations where state changes abruptly due to new
data streaming in or user interactions such as brushing or dynamic queries. For
example, imagine a bar chart visualization of sales by department. Suppose
that a dynamic-query [3] slider allows the user to narrow the sales dataset to
a specific quarter. As the user drags the slider, each bar in the visualization
must change height to reflect the selected quarter. To promote fluid interaction,
these bar-height changes should be animated.
A widely-used approach to creating such animations is the transition [90],
which are used in CSS animations [36] and in the popular D3 toolkit [10].
A transition controls the animation of a visual attribute from a current state
to a target state. A new transition begins each time the target state changes,
and each transition ends once the target is reached. The in-flight motion
of the animation is controlled by an easing function, and different easing
functions can be used for different creative effects. Transitions work well if
each transition is allowed to end before the next begins. However, as we will
show, transitions produce poor results if interrupted—i.e. if a new transition is
created before the current transition has ended. An interruption will produce
an animation that abruptly changes velocity, and frequent interruptions can
produce animations that are much slower than the uninterrupted case. For
our bar chart example, such interruptions will occur as the user drags the
dynamic-query slider.
One solution to the interruption problem would be to use splines to smooth
the interruptions. With this approach, each time the target state is changed, a
new spline segment is created. The position and velocity at the beginning of
the new spline segment are set to match the current position and velocity, the
end position of the segment is set to the target state, and the end velocity is set to
zero. While this approach produces animations that have continuous position
and velocity, it is not without drawbacks. Firstly, this approach does not offer
the same creative possibilities afforded by the transition technique—there is no
way to control the in-flight motion of the animation. Secondly, interrupting a
spline segment with the same target as the current target produces an animation
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that is slightly different from the uninterrupted case. In particular, whereas a
spline segment from a stationary beginning to a target will not overshoot the
target, interrupting this same spline segment with the same target can cause
the new animation to overshoot the target slightly before settling back. While
this may not cause significant problems in practice, it does indicate that the
spline technique lacks elegance.
Both the ordinary transition technique and the spline technique are based
on the same principle: when a target change event arrives, construct a new
animation segment that ends at the target state. In this paper, we advocate
a different approach to creating animations. Instead of thinking in terms of
events, we instead think in terms of signals, i.e. functions over time. As input,
we are given a signal that gives the target state for each instant in time. The task
of animation is then to transform this input signal into an output signal that
has no discontinuities in position or velocity. In other words, we must smooth
the input signal. By applying well-known signal processing techniques, we
are able to produce animations that are smooth in both position and velocity,
even when interrupted.
This paper makes the following contributions:
• We show that transitions handle interruptions poorly, and that the spline
approach lacks flexibility.
• We introduce FIR (finite impulse response) animation, a simple and
elegant technique that signal processing techniques to construct smooth
and interruptible animations.
• We present a set of examples in which this technique is applied.
4.2

transitions

In this section, we show that transitions behave poorly when interrupted. In
particular, we show that interruptions introduce velocity discontinuities, and
frequent interruptions with the same or nearby targets drastically slows the
resulting animation.
We will now define the transition algorithm. For each change of target, the
transition algorithm produces the output animation
y(t) = y0 + f (t)(x 0 − y0 )
until the next change of target, where y0 is the current output at the time of
interruption, x 0 is the new target value, f is an easing function, and t is the
time elapsed since this change of target. The easing function f : R → R
maps from time to a real number such that f (0) = 0 and f (t) = 1 for all t ≥ d,
where d is the duration of the easing function, which controls the time it
takes for the animation to reach the target. To produce smooth animations, the
derivative f 0 of f should be continuous and satisfy f 0 (0) = 0 and f 0 (d) = 0.
This ensures that there are no abrupt changes in velocity at the beginning
and ends of animations. A more precise formulation of the simple transition
algorithm is shown in Algorithm 1.
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Algorithm 1 Simple transitions for easing function f
t0 ← 0
. Time of last target change
x0 ← 0
. Target value at t 0
y0 ← 0
. Output value at t 0
y ← x0
. Current output value
for each frame at time t do
if target changed to x then
t0 ← t
. Set t 0 to current time
x0 ← x
. Set x 0 to current input value
y0 ← y
. Set y0 to current output
end if
y ← y0 + (x 0 − y0 ) f (t − t 0 )
. Set output
end for
The simple transition algorithm produces smooth animations if each transition is allowed to finish without interruption—i.e. the time between target
changes is greater than or equal to the duration d of the easing function. If
the time between interruptions is less than the duration of the easing function,
the simple transition algorithm produces velocity discontinuities, as shown in
Figure 7. Also, for frequent interruptions, the transition algorithm produces
animations that are much slower than in the uninterrupted case.
4.3

splines

In this section, we analyze an alternative approach based on splines. Splines
are often used in computer graphics to smoothly animate between userspecified key-frames. In such systems, all key-frames are given in advance.
By contrast, the problem considered in this paper requires an algorithm that
can process changes as they become available. Splines can be easily adapted to
this task, and so before presenting LTI animation, we first consider a solution
to the animation problem based on splines.
A cubic Hermite spline beginning at p0 with slope ṗ0 at t = 0 and ending
at p1 with slope ṗ1 at t = 1 is given by
p(p0 , ṗ0 , p1 , ṗ1 , t) = (2t 3 − 3t 2 + 1)p0 + (t 3 − 2t 2 + t) ṗ0
+ (−2t 3 + 3t 2 )p1 + (t 3 − t 2 ) ṗ1

We will now define the spline transition algorithm in terms of this function.
For each change of target, we produce the animation segment
p(p0 , ṗ0 , p1 , 0, t/d)
where p0 is the state at the time of the target change, ṗ0 is the velocity at the
time of the target change, p1 is the target state, and d is the duration.
The spline animation technique has the advantage that interruptions do not
produce velocity discontinuities. However, it has the disadvantage that the
interaction designer has no creative control over the motion of the animation.
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Transition

LTI

Spline

Figure 7: For the same input, shown as a hollow line, the transition, LTI,
and spline techniques produce different outputs, shown as filled
lines. When interrupted, the transition technique produces velocity
discontinuities. By contrast, the LTI and spline techniques produce
smooth outputs even when interrupted.
In particular, there is no easy way to produce motion that accelerates quickly
and decelerates slowly. The techniques presented in the following sections
retain creative control offered by the transition algorithm while also allowing
interruptions without velocity discontinuities.
Another disadvantage of the spline transition algorithm is that an interruption with the same target as the current target produces an animation that differs
from the uninterrupted case. An example of this is shown in Figure 8, where
interruptions cause the animation to overshoot the target before settling back.
By contrast, for the LTI animation technique that we will introduce, interruptions with the same target produce the same animation as the uninterrupted
case.
4.4

signals and systems

The techniques we propose in this paper to address the problems with the
simple transition algorithm discussed in the introduction follow from the
simple idea that the animation problem should be approached as a problem
of designing a system that transforms signals. Fortunately, nearly all of the
difficult work has been done, and we need only to adapt well-established
signal processing techniques to our particular problem of transitions. The
field of signal processing is vast, and there are countless ways in which to
design a signal processing system to complete a given task. This section
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Interrupted

Uninterrupted

Figure 8: When interrupted with the same target, splines can overshoot the
target slightly before settling. In the upper plot, each interruption is
shown as a dash, and the output of the spline transition algorithm
is shown as a solid line. In the lower plot, the animation is not
interrupted. As can be seen, the result for the interrupted case, shown
in the upper plot, does not match the result for the uninterrupted
case, shown in the lower plot, which does not overshoot, and which
reaches the target more quickly.
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introduces some of the basic concepts from signal processing, and discusses
their relevance to information visualization.
A signal is any value that changes over time. For example, in visualization,
signals could be used to model the mouse position, the mouse button state,
the position of a data point on the screen, a streaming data value, or an any
computed intermediate value. A system transforms signals.
Systems may be classified as linear or nonlinear. A system is linear if it
satisfies the following two properties:
homogeneous If x(t) is transformed to y(t), then ax(t) is transformed to
ay(t).
additive If x 1 (t) is transformed to y1 (t) and x 2 (t) is transformed to y2 (t),
then x 1 (t) + x 2 (t) is transformed to y1 (t) + y2 (t).
It is important to note that the linearity of a system is unrelated to the linearity
of its input or output signals, i.e. both linear and nonlinear systems can
transform lines to lines, lines to curves, or curves to lines. When using a
linear system to animate the movement of an object from one point to another,
the animation will appear to take the same amount of time regardless of the
distance between the points. The animation produced by a non-linear system,
by contrast, may depend on the distance between the points, or even on the
location of the points themselves.
Systems can also be classified as time-varying or time-invariant. A timeinvariant system has the property that if x(t) is transformed to y(t) then
x(t − a) is transformed to y(t − a). A time-varying system is any system for
which this property does not hold. In other words, a delayed input produces
a equally delayed output for a time-invariant system, whereas a delayed input
may produce a completely different output for a time-varying system.
This paper focuses on the class of linear, time-invariant (LTI) systems,
which is extremely well-understood. Any LTI system can be perfectly represented by its impulse response. Given an impulse response h, the output y of
the system for any input x can be found by
y(t) = (h ∗ x)(t)
where ∗ denotes convolution, defined as
Z ∞
h(t − τ)x(τ) dτ.
(h ∗ x)(t) =
−∞

A system can also be represented by its step response, which is the system’s
output in response to an input that is zero for all t ≤ 0 and one for all t > 0.
By the properties of convolution, the impulse response of a system is the
derivative of its step response.
Systems can be classified by causality. In a causal system, the output at a
given instant depends only on past and present input values. Offline systems
may be non-causal, but interactive systems such as those discussed in this
paper must be causal.
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LTI systems can be classified by the way that they affect sinusoidal inputs. A
system that leaves low-frequency sine waves essentially unchanged but greatly
reduces the amplitude of high-frequency sine waves is called a low-pass filter.
Since the goal of transitions is to smooth an input signal that changes abruptly,
we only consider low-pass filters in this paper.
4.5

linear, time-invariant animation

To solve the problem of producing animations that are smooth, even when
interrupted, we introduce the LTI (linear, time-invariant) animation technique.
Given an input signal, the LTI animation technique simply filters it using
a causal LTI filter to produce the smoothed output. We will define FIR
animation to be child technique of LTI animation in which the LTI filter used
is a FIR (finite impulse response) filter.
Like transitions, FIR animation allow the easing curve to be specified explicitly, giving interaction designers precise control over motion. Unlike simple
transitions, the FIR technique produces animations that maintain velocity continuity even when interrupted, and that make progress towards a target even
if the target is continuously changing.
We will now define the FIR animation technique. The FIR animation
technique gives, for input signal x and easing function f , the output signal
y = x ∗ f 0, where f 0 is the derivative of f . As with transitions, the easing curve
should satisfy f (t) = 0 for all t ≤ 0 and f (t) = 1 for all t ≥ d for duration d,
and to produce smooth animations, it should also satisfy f 0 (0) = f 0 (d) = 0.
While mathematically simple, this definition cannot be implemented as
written, since convolution involves an integral over all time, which does not
immediately imply a particular implementation. The convolution could, of
course, be implemented using numerical integration techniques, but this would
be needlessly wasteful for almost all cases.
In the case where the input is a step function, the math can be simplified
considerably. Suppose that the input has the initial value x 0 and then changes
to x 1 at time t 1 , then to x 2 at time t 2 , then to x 3 at time t 3 , and so on until
finally reaching x n at time t n . Then the output of the FIR animation can then
be given by
n
X
y(t) = x 0 +
f (t − t i )(x i − x i−1 )
i=1

Note that this system is causal since f (t − t i ) = 0 for all t ≤ t i due to the
properties of the easing function—i.e. future input does not affect the current
output. Moreover, we also do not need to retain the entire history of the
input, since f (t − t i ) = 0 for all t ≥ t i + d. Using these properties leads to
a simple algorithm that implements the FIR transition algorithm, shown in
Algorithm 2.
In the special case where each step in the input has a duration at least that
of the easing function, i.e. in the case where there are no interruptions, the
FIR transition algorithm produces results identical to those from the simple
transition algorithm. However, FIR animations handle interruptions much
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Algorithm 2 Continuous-time FIR transitions for step input and easing function f having duration d.
value ← initial value
targets ← Queue()
for each frame at time t do
if target changed to u then
targets.enqueue(Target(time: t, value: u))
end if
while targets not empty and targets.peek().time < t − d do
value ← targets.dequeue().value
end while
out ← value
prev ← value
for each target in targets (in chronological order) do
out ← out + f (t − target.time)(target.value − prev)
prev ← target.value
end for
emit(out)
end for
more gracefully than the transition algorithm—the output of the FIR animation
technique has a continuous velocity even if interrupted (assuming the easing
curve begins and ends with a zero derivative).
Compared to the splines, the FIR animation technique is more flexible, since
any easing curve can be used to control the specific motion of the animation.
If the easing curve happens to be a spline (i.e. piecewise polynomial), then
the output will also be a spline of the same degree. The number of knots in
the output will be at most the product of the number of knots in the easing
curve and the number of knots in the input. In this case, FIR animation can
be seen merely as a more elegant use of splines to produce the animation.
These algorithms can be trivially extended to operate on vector input signals
and produce vector output by using a matrix easing function: if the easing
function maps from time to a matrix and the input is vector-valued, then the
algorithm works as written. The key difference between these algorithms
and the simple transition algorithm is that these algorithms retain a queue of
in-progress animations whereas the simple transition algorithm only tracks a
single transition.
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4.6

applications

We now discuss several example applications of these ideas as a way to
illustrate the signals and systems design process. These examples represent
scenarios that involve frequent interruptions during animations.
4.6.1 Animating histogram bins
Imagine a dynamic query [3] or scented widget [99] system in which there is
one histogram per data attribute and each histogram has a selection control
that can be used to filter along that dimension. For example, crossfilter [1]
provides this type of dynamic query. As the user drags the selection control,
points will enter and exit the selection, causing the heights of bins in the other
histograms to change abruptly. Our goal is to smoothly animate the heights
of bins changing.
The height of each bin can be regarded as a signal, and this signal could
be smoothed using the methods discussed in this paper. However, suppose
that we wish to also allow the user to zoom in on the y axis using a pinch
gesture. Since the height of a bar on the screen depends on both the count
and the zoom position, if a smoothing filter were applied to the height of
the bar, it would also smooth the zoom gesture. Since the zoom gesture is
already continuous, this smoothing would introduce an undesirable disconnect
between the user’s actions and the on-screen response. In order to avoid this,
the smoothing filter should be applied to the bin count signal, and the height
should then be computed based on the bin count signal and the zoom position
signal. Smoothing the count of each bin produces the same on-screen result
as smoothing its height in the case where the y axis is static, but it allows
for immediate changes to zoom position. These two approaches are shown in
Figure 9.
4.6.2 Animating permutations
Imagine animating a permutation of a collection of objects arranged in a row.
If each object is animated along a line to its new destination, then objects
will often collide during the course of the animation. If each object is instead
animated along an elliptical trajectory, this tendency will be significantly
reduced, and the paths of objects will form an arc diagram [42]. In this
section, we describe a FIR filter that has this behavior.
Since each input point lies on a line, the input to the system is a onedimensional vector, i.e. a scalar. The output, however, is a two-dimensional
vector. Therefore, the step response for this system is a time-varying twoby-one matrix, i.e. a time-varying vector. To qualify as an easing function,
the step response must begin at (0, 0) and end at (1, 0). An ellipse with a
horizontal major axis having these two endpoints is given by
"
#
1 cos(θ) + 1
x(θ) =
(1)
2 α sin(θ)
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Count

Zoom position
Transform

Filter
Height

(a) Filter height

Count

Zoom position

Filter

Transform
Height
(b) Filter count

Figure 9: If the heights of histogram bins are smoothed (filtered) directly, as
shown in (a), zooming is not immediate, which can be problematic
if a pinch gesture is used to zoom. Therefore, the counts should be
smoothed before projecting counts to heights, as shown in (b).

38

4.6 applications

where α is the aspect ratio of the ellipse. At θ = π, this simplifies (0, 0),
and at θ = 2π, this simplifies to (1, 0). To use this trajectory as an easing
function, it must be parameterized by time instead of by θ. A tempting choice
is to set θ = π + πt, i.e. linearly interpolate θ between the beginning and
ending angles. When α = 1, the object travels a circular trajectory at constant
speed. When α , 1, however, the object travels an elliptical trajectory at a
time-varying speed.
To avoid this coupling between the shape of the ellipse and the speed of the
object, a constant-speed parameterization must be found. The arc length of a
segment of (1) from θ 1 to θ 2 is given by
s(θ 1 , θ 2 ) =

Z

θ2
θ1

k ẋ(θ)k dθ

where ẋ denotes the derivative of x. Since the trajectory begins at π and ends
at 2π, the arc-length of the entire trajectory is given by s(π, 2π). The distance
traveled from π to some θ between π and 2π is given by s(π, θ). The portion
of the total distance traveled at a given θ is therefore given by
σ(θ) =

s(π, θ)
.
s(π, 2π)

If t = σ(θ), then the trajectory has constant speed. The complete trajectory
can then be given using the inverse of σ as x(σ −1 (t)).
We now turn our attention to the computation of σ −1 . Since σ is defined
in terms of s, which is in turn defined in terms ẋ, we first find ẋ:
"
#
1 − sin θ
.
ẋ =
2 a cos θ
Therefore,
and so

k ẋk =
1
s(θ 1 , θ 2 ) =
2

p
sin2 θ + a2 cos2 θ

Z

θ2

θ1

p
sin2 θ + a2 cos2 θ dθ

This integral does not, in general, have a closed-form solution. However, it
can be rewritten in terms of the incomplete elliptic integral of the second kind,
E(ϕ, k), defined as
Z ϕp
2
E(ϕ | k ) =
1 − k 2 sin2 θ dθ,
0
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by rearranging s as follows:

=
=
=
=

Z

θ2

p
sin2 θ + a2 cos2 θ dθ
θ1
Z θ2 r
1
1
sin2 θ + cos2 θ dθ
a
2 θ1
a2
Z θ2 r
1
1
a
sin2 θ + 1 − sin2 θ dθ
2 θ1
a2
!
Z θ2 s
1
1
a
1 − 1 − 2 sin2 θ dθ
2 θ1
a


1
a E(θ 2 | k 2 ) − E(θ 1 | k 2 )
2

1
s(θ 1 , θ 2 ) =
2

where k 2 = 1 − (1/a2 ).
We have now specified s, and therefore σ, in terms of E. Implementations
of E can be found in many commonly-used mathematical libraries. In order
to compute the trajectory, however, we must resort to numerical methods to
find the inverse σ −1 . We now have everything we need to compute x(σ −1 (t)),
which gives movement along the ellipse at a constant rate.
Velocity discontinuities can be avoided by using an extra easing function.
Instead of computing the easing function f in Algorithm 2 by f = (x ◦ σ −1 )(t),
we can compute f = (x ◦ σ −1 ◦ g)(t), where g is a scalar easing function.
Given that our method for computing this function relies on running a root
finding algorithm on a function involving elliptic integrals, this function is
almost certainly costly to evaluate. In the discrete-time case, the solution is
simple: compute the FIR filter coefficients by evaluating this function at a fixed
set of points. This is the so-called impulse invariant method for discretizing
a continuous-time system. These coefficients need only be generated once,
and once generated, the output at each frame can be computed using one
multiplication and addition per coefficient. In the continuous-time case, we
can again compute the function at fixed points, and then interpolate between
the samples to reconstruct the continuous function.
4.6.3 Animating changes to a text document
In this section we discuss the problem of animating the history of a text document in a manner similar to the Diffamation system [17]. An important
contrast between our technique and Diffamation is the behavior of the revision selector: in Diffamation, the revision selector is treated as a playback
slider for the entire animation, whereas in ours, the animation is dynamically
generated using the selected revision as a target. As a consequence, dragging
the selector quickly in Diffamation produces a sped-up animation, and so a
separate interaction technique is used to compare distance revisions, whereas
with our technique, moving the slider quickly does not cause objects on screen
to move excessively fast. A similar tool is Gliimpse [29], which animates back
and forth between markup code and the rendered document.
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Figure 10: Constant-speed movement along a circular arc can be easily
achieved by changing the angle at a constant rate. However, if
the resulting points are scaled so that arc becomes elliptical rather
than circular, the resulting motion is slower near the endpoints of
the major axis and faster near the endpoints of the minor axis.
Let each character that appears in the document’s history be uniquely identified by an integer i, and let each revision in the document be uniquely identified
by an integer j that will be used to track the character between revisions. Let
p(i, j) be one if character i appears in revision j and zero otherwise. Let x(i, j)
give the onscreen position of character i at revision j. The document can then
be drawn at revision j by drawing each character i for which p(i, j) = 1 at position x(i, j). Consider an interface in which the user can control the revision
displayed using a slider. Let r (t) be the revision selected at time t.
There are three types of abrupt changes that occur if this visualization is
not animated:
1. Characters appear abruptly at times when p(i, r (t)) changes from zero
to one.
2. Characters move abruptly at times when x(i, r (t)) changes abruptly.
3. Characters disappear abruptly at times when p(i, r (t)) changes from
one to zero.
Suppose we animate characters appearing by gradually enlarging them from
zero size to their normal size. As they are enlarged, their color slowly changes
from blue to black to show that they are being added. When their position
changes, they should move smoothly to their new position. And when they are
deleted, they should slowly shrink to the infinitesimal size before disappearing
completely, with color changing to red to show that they are being deleted.
Let ψi be the result of applying the FIR animation technique to the signal
p(i, r (t)). Now ψi is smooth, and can be used directly to control the size of
the character. Similarly, let yi be defined as a smooth version of xi using the
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FIR animation technique, and let yi be used to directly control the position of
the character.
For the color, we want have a blue flash when the character is inserted into
the document and a red flash when the character is deleted from the document.
For character i, this occurs each time p(i, r (t)) changes. Each discontinuity
straddles two revisions: r (t), and r (t −  ) for infinitesimal positive . Let r 0
and r 1 denote these two revisions, where r 0 < r 1 , i.e. r 0 is the revision that
appears chronologically before r 1 . If p(i, r 0 ) = 0 and p(i, r 1 ) = 1, then this
change is an insertion. If p(i, r 0 ) = 1 and p(i, r 1 ) = 0, then this change is a
deletion. To process the flashes, we construct the signal
X
ϕ(t) =
d k δ(t − t k )
k

where δ denotes the Dirac delta, t 1 , t 2 , . . . are the times of the discontinuities
of p(i, r (t)), and d k is 1 when the discontinuity corresponds to an insertion
and −1 when the discontinuity corresponds to a deletion. We will now smooth
ϕ and use the smoothed version to control the color to display onscreen. To
smooth ϕ, we use the FIR animation technique in a slightly different way:
instead of using an easing function f (t) that satisfies f (t) = 1 for all t greater
than the duration of f , we will use an easing function that satisfies f (t) = 0
for all t greater than the duration of f . Applying this to ϕ gives the smoothed
signal
X
φ(t) =
d k f (t − t k ).
k

The displayed color can then be found by mapping φ(t) to a color, where zero
corresponds to a neutral color, negative values correspond to red colors, and
positive values correspond to blue colors.
We have not yet defined what the position x(t) of a character should be
in the case where it hasn’t yet appeared in the document or if it has been
removed from the document. To specify this, we first define a total ordering
on all characters in the document. We start by defining a partial ordering <
between characters in a document. We assume that characters can be added
and deleted but not moved or reinserted. We say that ci < c j if there exists
some time t such that pi (t) and p j (t) are both true and ci appears earlier in
the document than c j at time t. We now extend this partial order to a total
order. If the ordering of ci and c j is left unspecified by the partial order, then
the set of times for which pi (t) is true must not overlap the set of times for
which p j (t) is true, otherwise the partial order would be defined. Therefore,
we let ci < c j if ci is inserted at an earlier time than c j , and c j < ci if c j is
inserted at an earlier time than ci .
We can now define the position xi (t) of a character that is not currently
visible. Let c j be the least (in the sense of the total ordering) currently visible
character such that ci < c j . Then xi (t) is located at position of c j . Assume
that the document contains an invisible end-of-file character that is always
present, and therefore such a c j always exists. The total order of characters in
an example document is shown in Figure 11. The signal processing diagram
for processing a character is shown in Figure 12.
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1.
2.
3.
3.
4.

the_
fox
the_quick_brown_
fox_jumped_over_the_lazy_
dog
the_
fox_jumped_over_the_
dog
the_
fox_jumped_over_the_
goat
the_
gray_fox_jumped_over_the_
happy_
goat

Figure 11: Animating changes to a single-line document. Each line above
represents a revision to the document. Each column represents
a character that exists in the document from some start time to
some end time. A natural partial order exists between characters
that exist in the document at the same time. To define the total
ordering, shown above as the ordering of the columns, we must
further specify that new text inserted in the same location as deleted
text should be ordered before the deleted text.

Target Position

Position Filter

Position

Target Visibility

Visibility Filter

Size

Selected Revision

Start Detector

+
−

Flash filter

End Detector

Figure 12: System for animating each text character. The filters used can be
implemented by Algorithm 2.
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4.7

discussion

We have now introduced FIR animation and several examples in which this
animation technique is used. This technique produces animations that are
smooth, even when interrupted.
Algorithms for implementing discrete-time FIR filters are well-known, and
can be found in most textbooks on digital signal processing, e.g. [87]. The
implementation given by Algorithm 2 is a simple implementation of a FIR
filter applied to a step-function input, and is presumably the same algorithm
that Apple has used to implement additive animation [63]. One disadvantage
of FIR animations when compared transitions are that FIR filters require
space and computational time proportional to the duration of the animation.
Transitions, on the other hand, can be made arbitrarily long with constant
space and time complexity.
We have proposed the use of FIR filters for animation. Another option
would be to use IIR (infinite impulse response) filters. These filters have the
advantage that they long animations are no more computationally expensive
than short animations. By placing several one-pole lowpass filters [87] in
series, animations can be created that do not overshoot and that also are
smooth. The disadvantage of IIR filters is that they can be less intuitive to
design than FIR filters—instead of an easing function, one needs to adjust the
coefficients in the differential equations defining the filter.
For an existing code base, the easiest way to switch from simple transitions
to LTI transitions is to change the algorithm to use Algorithm 2. In practice, this means maintaining a list of in-flight transitions rather than a single
transition.
Another advantage of our technique is what might be called an emergent
interaction—an interaction that arises serendipitously from the combination
of independent features. By combining dynamic queries with LTI animation,
the interface affords a new interaction technique: the user can, by wiggling
the query region rapidly over a range of positions, see the average result for
queries within this range of positions.
This paper has focused on linear, time-invariant animations. There is also a
rich theory for linear, time-varying systems, although such systems tend to be
more difficult to analyze, as commonly-used tools for analyzing LTI systems,
such as the Fourier, Laplace, and z transforms, no longer apply.
For FIR transitions, the choice of easing function makes a large impact on
the aesthetics of the motion. If symmetric motion is desired, B-spline window
functions [92] provide a natural solution, and are equivalent to box filters
connected in series.
4.8

related work

Many systems exist that use animation to help users comprehend changes
[10, 43, 90, 5, 72, 103, 4, 71, 15, 91, 78]. The problem we consider in particular, that of interrupted transitions, has been previously discussed. The W3
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CSS animation specification [36] mentions interrupted animations and recommends reversing the animation for the specific case where the new value for the
new transition equals the old value of the current transition. This technique
results in an animation with a velocity discontinuity and symmetry about
the time t 1 at which the animation is reversed. For this case, our technique
produces an animation with no velocity discontinuities and symmetry about
t 1 + d/2. Note that if we want an asymmetric transition for a button such
that the transition from the normal state to the hover state and the transition
from the hover state to the normal state are reverses of one another, we can
simply use a symmetric easing function and then a nonlinear function to the
tween signal. For example, squaring the tween signal will produce such an
asymmetry.
Apple’s additive [63] animation solves the interruption problem by adding
the transitions together. In the case where the same easing curve is used
for each transition, this is equivalent to FIR transitions. The case where
transitions are allowed to change is equivalent to a linear, time-varying finite
impulse response system. However, changing the easing curve can lead to
problematic animations. In the LTI case, if the step response of a one-input
one-output system is bounded between zero and one, then the output will
always be a convex combination of points from the input signal—i.e. it will
never overshoot the target. If the easing curve is allowed to vary, however, this
is no longer true, even for bounded easing curves. Consider, for example, an
animation from point A to point B using an easing curve with a long duration,
quickly interrupted by an animation back to A using an easing curve with a
short duration. The resulting animation will drastically overshoot A and then
slowly move back.
Many uses of animation in visualization and computer graphics fall outside
the scope of this paper. For example, there are many techniques in which
complex animations arise from interactions between simple particles, e.g.
dust and magnets [104], force directed graph layout [34], and boids [76]. In
game design, motion blending [32, 45, 61] techniques are often used to create
new animation clips by blending together two or more preexisting animation
clips. All of these techniques do not attempt to solve the problem that we
consider, which is animating an attribute to a target value that may change
over time.
The field of signal processing has produced rich body of knowledge about filter design, and there are many excellent references available, e.g. [66, 87, 79].
Note that our FIR implementation differs from the usual implementation of
digital filters. Digital filters usually operate on a discrete, bandlimited, uniformly sampled signal. Our filters instead operate directly on the continuous
attribute signal. We don’t expect the attribute signal to oscillate, so aliasing
isn’t as problematic as it is in classical digital signal processing. We also
don’t use an ideal brickwall lowpass filter, as we wish to avoid the ringing
associated with the sinc function.
The field of control theory [64] has also produced a rich body of results
that may be applied to animation. For example, if on-screen objects are
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modeled as propulsion vehicles, then optimal control theory could be used
to solve the problem of animating these objects from one point to another
with the least amount of fuel used. While such animations may be useful
for visualization, the difficulty of solving optimal control problems makes
this approach unappealing in practice. A related field in robotics is motion
planning [47], which concerns the problem of controlling navigating a robot
from one location to another. Like control theory, motion planning approaches
are likely needlessly complex for the problem of animation.
Our technique is somewhat related to kernel smoothing [41]. A key difference is that kernel smoothing deals with discrete points, whereas our method
deals with a continuous step signal. Also, in kernel smoothing, the output at
a given point in time depends on inputs occurring in the future, thus giving a
non-causal filter and precluding a realtime implementation. Moreover, some
kernels commonly used in kernel smoothing (eg. the Gaussian kernel) are
everywhere nonzero and thus cannot be used for LTI transitions (although
they could, of course, be truncated in practice).
Functional reactive programming [19, 21, 30, 23, 6] offers a programming
interface in which signals are manipulated as first-class values. Functional
reactive programming systems are an area of active research, and could provide
a promising method of allowing LTI animation to be effortlessly integrated at
any step in a visualization pipeline.
4.9

conclusion

This paper has presented LTI animation, an animation model, based on wellknown techniques from signal processing, that responds well to rapid changes
in attribute values. We have shown that for cases where attribute values do not
change during transitions, our method is equivalent to the transition model,
but that our approach handles rapidly-changing signals gracefully and without
the bizarre effects of the transition model.
The primary insight behind our method is that animations should not be
constructed to smoothly connect one state to another: rather, animations
should take into account a the history of states and the current target state.
From this perspective, animations can be seen as a transformation from an
input signal that describes the current target over time to a smoothed output
signal. In particular, an easing function can be seen as a step response of a
linear, time-invariant filter that describes this transformation.
Future work might consider an extension of this technique to staggered transitions; however, there is evidence [18] that staggered transitions provide little
perceptual benefit. Future work might also consider extensions to zooming
and panning animations [95, 96] for which considerable care is required to
produce efficient trajectories.
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5
S M O O T H , E F F I C I E N T, A N D I N T E R R U P T I B L E
Z O O M I N G A N D PA N N I N G

5.1

introduction

Zooming and panning is an interaction technique that solves the problem of
fitting too-much data on a too-small screen. Zooming refers to the manipulation of scale—zooming in shows less in more detail, and zooming out
shows more in less detail. Panning refers to the manipulation of the viewing
window—panning left or right slides more information into view from one
side of the screen, while information on the other side slides out of view.
In many user interfaces, the user zooms and pans manually by pinching a
touch screen, rolling a scroll wheel, or by dragging the mouse. This paper
does not focus on these problems—instead, this paper introduces techniques
for automatically zooming and panning in response to user interactions.
For example, consider a home search application that shows homes matching the user’s query in two ways: in a list and on a map. A user who hovers
the mouse over a home in the list will likely want to also see the home’s
location on the map, and if this home is currently off-screen, this will require
zooming and panning. If the user interface performs this navigation abruptly,
jumping instantaneously from the old view to the new view, then the user
loses all context about the spatial relationship between the current house and
the previous house. By smoothly zooming and panning from one view to the
next, the user gains a clearer understanding of the locations of the houses.
It can also be useful to combine manual zooming and automatic zooming.
For example, imagine a stock price time series visualization in which the user
manually zooms and pans on the time axis. As the user adjusts the time axis
view, previously off-screen data will become visible, and some of this data
may be outside the current range of the price axis. To prevent the user from
having to manually readjust the price axis after zooming and panning on the
time axis, it would be helpful for the interface to automatically zoom and pan
on the price axis in order to continually accommodate the current range of
prices.
The current state-of-the art technique for automatic zooming and panning
is the smooth and efficient technique introduced by van Wijk and Nuij [95],
which seeks to find a navigation animation that satisfies two properties:
1. The animation is smooth in the second order, i.e. both position and
velocity are continuous.
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2. The animation is efficient, i.e. it minimizes perceptual cost. For example, panning directly from a zoomed-in view of Seattle to a zoomed-in
view of London is perceptually costly because the animation will require a long duration in order to avoid excessive motion blurring. By
contrast, an animation that first zooms out from Seattle, then pans, then
zooms into London is perceptually cheaper, since this animation can be
made significantly shorter without excessive motion blurring.
The perceptual cost is quantified in terms of the optical flow, and a costminimizing zooming and panning animation is found via methods from differential geometry.
The animations produced by the technique of van Wijk and Nuij are smooth
and efficient while in motion, but they technically violate the smoothness
property at the beginning and end of the animation, where the velocity abruptly
jumps from and to zero respectively. Moreover, if the animation is interrupted,
then each interruption will, in general, introduce a velocity discontinuity. For
the home-finding example, an interruption occurs every time the user hovers
over a different home, and for the stock price example, interruptions occur
continuously while the user zooms or pans. This renders the smooth and
efficient zooming and panning technique unsuitable for situations in which
animations are frequently interrupted by a change of target.
We solve the problem of smooth, efficient, and interruptible zooming and
panning by applying ideas from the fields of signal processing and Riemannian
geometry. Specifically, this paper makes the following contributions:
• We introduce the hyperbolic model of zooming and panning, in which
a zoom and pan position is represented by a point in the Poincaré
upper half-plane model of hyperbolic space. The hyperbolic model is a
simplified version of u, w-space.
• Using this model, we show that smooth, efficient, and interruptible
zooming and panning can be achieved by generalizing signal processing
techniques to hyperbolic space.
• To visualize the results of our technique, we introduce world/screen diagrams, a novel method for visualizing zooming and panning trajectories
that emphasizes the perceptual aspects of zooming and panning.
5.2

background

Zooming and panning is conceptually simple, but the details can be difficult to
get right, and so several models have been proposed to aid in the understanding
of zooming and panning. The space-scale diagrams of Furnas and Bederson
[35] provide one way to represent zooming and panning. In this model, we
imagine world space (i.e. the large information space that we are navigating)
is projected from a stationary projector located at the origin. To zoom and pan,
we maneuver a blank screen through the space-scale diagram. By bringing
the blank screen closer to the projector, the projected image appears smaller
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on the screen, and so this motion corresponds to zooming out; and by moving
the blank screen farther away from the projector, the projected image appears
larger on the screen, and so this motion corresponds to zooming in. By moving
the blank screen from side to side, different portions of the projected image will
fall onto the screen, and so this motion corresponds to panning. A zooming
and panning animation can be plotted as a screen-trajectory in a space-scale
diagram, allowing zooming and panning animations to be visualized and
compared.
Another model of zooming and panning is the u, w-space model of van
Wijk and Nuij [95, 96]. In the u, w-space model, we imagine that world
space is a stationary plane that is viewed through a camera. To zoom out,
we move the camera away from the world plane, and to zoom in, we move
the camera towards the world plane. To pan, we move the camera from side
to side. In u, w-space, the location of the camera is represented by u, which
gives the pan position, and w, which gives the zoom factor. Specifically, u
is the world-space point that is mapped to the center of screen space, and w
is the world-space length spanned by the width of the screen. The camera
has a angle of view of approximately 53◦ . Additionally, in u, w-space, the is
a metric, which approximates the perceptual cost of a zooming and panning
animation. Using this metric, cost-minimizing animation paths were found by
van Wijk and Nuij. This metric has a parameter ρ that controls the trade-off
between zooming and panning, and when ρ = 1, this model is equivalent to
hyperbolic geometry [96].
Like u, w-space, the model we use in this paper is based on a camera analogy
and a perceptual cost metric. Unlike u, w-space, we do not assume that the
camera has a specific angle of view, and in exchange, our perceptual cost
metric is simpler without loss of generality. Specifically, our metric is always
the metric for hyperbolic geometry, and the trade-off between zooming and
panning is instead expressed by varying the camera’s angle of view rather than
by varying the metric.
5.3

zooming and panning representations

This section introduces a representation of zooming and panning in which
each specific zooming and panning view is represented by the location of a
camera. This model is the same as the u, w-space model of van Wijk and Nuij
except for one aspect: we do not make any assumptions about the field of
view of the camera. By not assuming a particular field of view, we simplify
calculations in the following sections compared with u, w-space. We will
consider both the case of zooming and panning over a two-dimensional space
and the case of zooming and panning over a one-dimensional space.
For zooming and panning in a one-dimensional space, each zoom and pan
position can be described as a point x ∈ H2 that represents the location of a
camera, where the set H2 is defined by
(" #
)
u
2
H =
: u ∈ R, v ∈ R>0
v
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We can decompose a camera position x ∈ H2 into two parts as follows:
" #
u
x=
v
We will refer to the u component as the footprint of the camera, and to the v
component as the altitude of the camera. The camera points straight down at
the u axis, and whichever portion of the u axis is captured by the camera is
the portion of world-space that is shown onscreen.
For zooming and panning in two dimensions, each zoom and pan position
can be represented as a point x ∈ H3 that gives the location of a camera in
three-dimensional space, where the set H3 is defined by
(" #
)
u
3
2
H =
: u ∈ R , v ∈ R>0
v
As before, we will decompose this point into two parts:
" # u1 
 
u
x=
= u2 
v
 
v
where u is the footprint and v is the altitude. This camera points down at the
v = 0 plane.
To avoid needless repetition, we will describe our solution in a manner that
applies at once to both the one-dimensional and two-dimensional cases. We
will use Hn to denote the set of zooming and panning positions, where n = 2
for one-dimensional zooming and panning and n = 3 for two-dimensional
zooming and panning. The camera location is therefore a point x ∈ Hn ,
and the footprint u ∈ Rn−1 is then either a one-dimensional vector or a
two-dimensional vector.
The relationship between a world-space point p ∈ Rn and the corresponding
screen-space point r ∈ Rn is given by
p = vr + u

(2)

This can, of course, be written in inverse form as
r=

p−u
v

which better reflects the more common operation in visualization of mapping
from world space to screen space1.
The specific cropping of screen space defines the field of view of the camera.
For a 90◦ camera, screen space is the interval [−1, 1] when n = 1 and the square
region [−1, 1] × [−1, 1] when n = 2.
1 The choice of having a simpler mapping from screen space to world space than the other way
around may seem odd, but it is the price paid for the camera analogy, and, more importantly,
this choice simplifies later equations.
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5.4

the perceptual cost metric

In this section, we will now introduce a metric, i.e. a way to quantify distance.
Our metric will define distance in the space of zooming and panning positions
to be an approximation of perceptual cost.
We will quantify the perceptual cost ds incurred by a small change dx in
camera position by
kdxk
ds =
.
(3)
v
where kdxk is the Euclidean norm of dx and v is the altitude of the camera
position x. In other words, perceptual cost is proportional to the Euclidean
distance that the camera moves, and inversely proportional to the camera’s
altitude. Notice that unlike Euclidean space, in which distance depends only
on the displacement vector, the metric we have introduced depends on both
the camera’s displacement vector dx and on the camera’s altitude v.
The set Hn together with (3) is the Poincaré upper half-space model of
hyperbolic space, which has been widely studied in the field of Riemannian
geometry. We will therefore frequently refer to camera positions as points in
hyperbolic space.
This choice of metric can be explained intuitively. Imagine a camera with
a 90◦ field of view. For an altitude of one meter, panning by half of the screen
will require a movement of one meter. For an altitude of two meters, panning
half the screen will require a movement of two meters. For an altitude of
three meters, panning half the screen will require a movement of three meters.
Clearly then, the onscreen effect of panning depends on both the distance that
the camera moves and the altitude of the camera. For a given altitude, moving
the camera a greater distance will, of course, result in a greater onscreen
movement: therefore perceptual cost should be proportional to the distance
the camera moves. However, since a proportionally larger distance is required
for the same perceptual cost at higher altitudes, the perceptual cost of panning
should be inversely related to altitude.
Now consider zooming. At an altitude of one meter, the camera must move
upwards (i.e. in the direction of increasing altitude) by one meter to zoom
out by a factor of two. We assume that zooming out by a constant factor will
have the same perceptual cost regardless of where the camera is located. At
an altitude of two meters, the camera must move upwards by two meters to
zoom out by a factor of two. At an altitude of three meters, the camera must
move upwards by three meters to zoom out by a factor of two. Therefore, like
panning, the perceptual cost of zooming depends on both the distance traveled
and the altitude, and like panning, the cost of zooming should be proportional
to the distance zoomed and inversely proportional to altitude2.
2 It might seem as though the relationship between camera distance and the perceptual cost of
zooming is more complicated than this, since we would expect zooming out by a factor of
two to have the same perceptual cost as zooming in by a factor of two, but at an altitude of
two meters a two-meter movement is required to zoom out by a factor of two, whereas only
a one-meter movement is required to zoom in by a factor of two. However, this discrepancy
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The perceptual cost of panning is related to the camera’s angle of view—the
distance required to pan one screen for a camera with a narrow angle of view
is much smaller than that required to pan one screen for a camera with a wide
angle of view. The perceptual cost of zooming, however, is not related to the
camera’s angle of view—zooming out by a factor of two requires the same
camera movement regardless of the angle of view. Therefore, by varying the
camera’s angle of view, different trade-offs can be made between zooming and
panning. A narrow angle of view expresses a preference for panning rather
than zooming, and a wide angle of view expresses a preference for zooming
rather than panning.
5.4.1 Comparison with u, w-space
In the u, w-space model, the camera’s field of view is fixed, and a parameter
ρ that appears in the metric controls the trade-off between zooming and
panning. By contrast, in the hyperbolic model, the metric has no parameter to
control the trade-off between zooming and panning—instead the camera has
a variable field of view. By increasing the field of view, the same trajectory
appears to zoom more and pan less, and by decreasing the field of view, the
trajectory appears to pan more and zoom less. This is because the same
onscreen view will map to different camera locations depending on the angle
of view—a camera with a narrow angle of view will need to be located at a
higher altitude to capture the same image as camera with a wide angle of view.
Interestingly, the field of view in the hyperbolic model that corresponds to the
experimentally determined value of ρ is 90◦ .
Our model has the following advantages over u, w-space:
1. The hyperbolic model of zooming and panning is precisely the same
as the Poincaré upper half-space model of hyperbolic space, which has
been well-studied in Riemannian geometry. Therefore, a large body
of work in differential geometry on the half-space model immediately
applies to zooming and panning.
2. In u, w-space, the parameter ρ appears in many of the equations that
define the optimal zooming and panning trajectory. These equations
are simpler in the hyperbolic model.
3. In the coordinates of u, w-space, the optimal path is an elliptical trajectory, where the eccentricity of the ellipse is determined by the parameter
ρ. As we will see, in the coordinates of the hyperbolic model, the optimal path is always a simpler circular path.
4. In u, w-space, the w parameter is less intuitive if the screen is not square,
since it gives the length of only one of the screen’s sides, and the other
must be calculated from the screen’s aspect ratio. By contrast, in the
hyperbolic model, we simple use two angles of view instead of one.
becomes smaller with shorter movements of the camera, and since the metric quantifies the
effect of an infinitesimal movement of the camera, this discrepancy disappears.
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The hyperbolic model and u, w-space are related by a change of coordinates.
Under this change of coordinates, the models are equivalent up to scaling, by
which we mean that the optimal paths are the same with respect to this change
of coordinates and the distances between points are related by a constant
factor. We will now describe more precisely what it means for two models to
be equivalent up to scaling. One way to interpret the condition of equivalence
up to scaling is that the two models agree in every way except that distances
are calculated in different units, e.g. one model might give the distance in
inches whereas the other model gives the distance in centimeters. In practice
this difference is unimportant, since even if a parameter was added to scale the
metric by an arbitrary factor, this parameter would be redundant with other
existing parameters that control how the optimal path is used. For example,
in the model of van Wijk and Nuij, there is a parameter V that controls how
quickly the optimal path is traversed. If the metric is scaled by a factor of two,
and so all points are twice as far away from each other, then an animation that
matches the original can be produced by similarly scaling V by a factor of two,
therefore traversing the path at twice the speed and reaching the destination at
the same time as traversing the original path at the original speed. Therefore,
when we say that two models are equivalent up to scaling, we mean that they
are equivalent in all useful ways.
Specifically, the hyperbolic model is equivalent up to scaling to the u, wspace model using the change of coordinates3
w = ρ2 v.
Hyperbolic distance s is related to u, w-space distance σ by
s = ρ2 σ.
The angle of view θ in the hyperbolic model is related to ρ in u, w-space by
the equation
ρ2
θ = 2 arctan .
2
In the appendix to Smooth and Efficient Zooming and Panning [95], an
embedding of u, w-space in three-dimensional space is shown. In hyperbolic
geometry, the well-known psuedosphere gives such an embedding, and can
be written in terms of the footprint u and altitude v as:
x = (cos u)/v
y = (sin u)/v
z = acosh v − tanh(acosh v).
It should be noted that, like the embedding of van Wijk and Nuij, this is only
a partial embedding—in particular, it does not work for v < 1, since acosh v
is imaginary for v < 1. Moreover, this mapping is ambiguous, since a point
(x, y, z) corresponds to multiple values of u.
√
3 In the case of ρ = 2, which was the user-preferred value as found by van Wijk and Nuij, this
formula becomes w = 2v, which is easily remembered since the character w visually appears
to be the concatenation of two v characters.
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geo(x, y, s)
Altitude

x

s
y
Footprint

Figure 13: The function geo(x, y, s) returns the point arrived at by traveling
from x along a geodesic to y for a hyperbolic distance s.
5.5

hyperbolic space

In this section we will explore the properties of hyperbolic space and how
they relate to zooming and panning. Fist, we will discuss the geodesics of
hyperbolic space, which correspond to perceptually optimal zooming and
panning paths. Second, we will discuss vectors in hyperbolic space and
operations that relate vectors and geodesics. We will use the properties and
operations from this section later in this paper to develop algorithms for
smooth, efficient, and interruptible zooming and panning.
We begin by exploring the geodesics of hyperbolic space. It is known that
every geodesic in the Poincaré upper half-plane model is either a half-circle
whose endpoints lie at altitude zero or a vertical line [14].
5.5.1 Geodesics and distance
We will define the function

geo(x, y, s)

to be optimal path between x ∈ Hn and y ∈ Hn , parameterized by arc length
s as measured by the hyperbolic metric (3).
We will also define the function
dist(x, y)
to be the hyperbolic distance between two camera locations; i.e. the perceptual
cost of the optimal path between these two points. This function is the
hyperbolic analog of Euclidean distance. We have the identities
geo(x, y, 0) = x
geo(x, y, dist(x, y)) = y

dist x, geo(x, y, s) = s

The function geo is depicted in Figure 13.
Finally, we will define a third function, gerp, in terms of geo and dist as


gerp(x, y, α) = geo x, y, α dist(x, y)
(4)
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This function interpolates between x at α = 0 and y at α = 1 along a
perceptually optimal path.
The functions geo and dist can be calculated as

dist [ uv00 ] , [ uv11 ] = S
(5a)
 f u(s) g
u0
u1
geo [ v0 ] , [ v1 ] , s = v (s)
(5b)

where, for u0 , u1 ,

u1 − u0
sinh(s)
cosh(s + r 0 ) ku1 − u0 k
cosh(r 0 )
v(s) = v0
cosh(s + r 0 )
S = r1 − r0

u(s) = u0 + v0

r i = asinh

v12

− v02

and, for u0 = u1 ,

+

(−1) i ku

1

− u0 k

−2vi ku1 − u0 k

u(s) = u0

(5c)
(5d)
(5e)
2

(5f)

(5g)
sk

(5h)

k = sign(v1 − v0 )

(5i)

v(s) = v0 e

S = | log(v1 /v0 )|.

(5j)

These equations were adapted from those given by van Wijk and Nuij [95],
but were reformulated to decrease numerical error by removing sums and
differences that caused catastrophic cancellation. Figure 16 depicts the path
produced by geo visualized as a world/screen diagram.
5.5.2 Vectors in hyperbolic space
The functions defined in the last subsection operated on points in hyperbolic
space. In the following subsections, we will define functions that manipulate
both points and vectors in hyperbolic space. In the same way that a point in
hyperbolic space can be used to represent the position of a camera, a vector
in hyperbolic space can be used to represent the velocity of a camera. In this
subsection we will introduce a notion of vectors in hyperbolic space. These
ideas can be found in most textbooks on differential and Riemannian geometry
[28, 50, 48].
In Euclidean space, a vector has a direction and a magnitude. In Riemannian
geometry, a vector additionally has a point at which it’s based. This is
necessary because the fundamental properties of the space change depending
on where the base point is located. We will use bold capital letters, e.g. X,
to denote vectors in hyperbolic space, and we will use the notation Tx Hn to
denote the set of all vectors located at point x.
The hyperbolic magnitude |X| of a vector X ∈ Tx Hn is defined as
|X| =

kXk
v
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X

Altitude

x
y

Footprint

Figure 14: The hyperbolic exponential map Exp(X) sends a vector X ∈ Tx Hn
to the point y = Exp(X) by finding a geodesic γ(t) whose initial
velocity γ 0 (0) is equal to X and then calculating y = γ(1). The
hyperbolic logarithmic map Logx (y), by contrast, sends two points
x and y to the vector X = Logx (y) by finding a geodesic γ(t) whose
endpoints are γ(0) = x and γ(1) = y and then calculating X =
γ 0 (0), where γ 0 (0) is the initial velocity of γ(t). The exponential
and logarithmic maps are therefore inverses of each other.
where kXk is the Euclidean norm of X, and v is the altitude of x. This
definition mirrors the definition of the metric. This must be the case because
the magnitude of a velocity vector must gives a notion of speed, i.e. the rate
of change of distance, and this notion must match the notion of length defined
by the metric.
5.5.3 Exponential map
We will now define a function, the exponential map, that takes a vector
in hyperbolic space as input. The exponential map Exp(X) of the vector
X ∈ Tx Hn gives the point arrived at by traveling a hyperbolic distance |X|
from x along an optimal path with initial direction matching X. This process
is depicted in Figure 14.
For a vector X ∈ Tx Hn with footprint and altitude components U and V
respectively located at the base point x with footprint u0 and altitude v0 , the
exponential map can be calculated as
Exp(X) = [ uv11 ]
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(6a)
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where, for U , 0,

v0 sinh |X|
U
cosh(|X| + r 0 ) kUk
cosh(r 0 )
v1 = v0
cosh(|X| + r 0 )
V
r 0 = − asinh
.
kUk

u1 = u0 +

and, for u0 = u1 ,

(6b)
(6c)
(6d)

U=0

(6e)

W = v0 log(v1 /v0 )

(6f)

5.5.4 Logarithmic map
The logarithmic map takes two points x, y ∈ Hn as arguments and produces
a vector Logx (y) that points in the direction of y along an optimal path from
x, where the magnitude of this vector is equal to dist(x, y). The logarithmic
map can be defined by
Logx (y) = gerp0 (x, y, 0)
where gerp0 denotes the derivative of gerp with respect to its last parameter.
Then Logx y ∈ Tx Hn is the initial velocity in hyperbolic space of the optimal
path from x at t = 0 to y at t = 1, and so this operation is analogous to the
subtraction y − x in Euclidean space.
Calculations reveal that for x0 , x1 ∈ H with respective footprints u0 , u1 and
altitudes v0 , v1 , the logarithmic map is given by
Logx0 (x1 ) = X

(7a)

where, for u0 , u1 , the footprint U and altitude V components of X are given
by
u1 − u0
U = v0 S sech(r 0 )
(7b)
ku1 − u0 k
W = −v0 S tanh r 0
(7c)
S = r1 − r0

r i = asinh

v12

(7d)

− v02

If u0 = u1 , then (U, W ) is given by

+

(−1) i ku

1

− u0 k

2

−2vi ku1 − u0 k

(7e)

U=0

(7f)

W = v0 log(v1 /v0 )

(7g)

The exponential and logarithmic maps are inverses of each other, i.e.

Exp Logx (y) = y.

A useful identity that we will use later relating the exponential map, logarithmic map, and geodesic interpolation is

Exp t Logx (y) = gerp(x, y, t)
(8)
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5.5.5 Covariant derivative
In Euclidean space, we can calculate acceleration by differentiating velocity.
However, the second derivative of gerp(x, y, t) will generally be nonzero, since
geodesics in hyperbolic geometry are generally curved. However, geodesics
are the hyperbolic analog of straight lines in Euclidean space, and so its
reasonable to desire a hyperbolic analog of acceleration for which geodesics
have zero hyperbolic acceleration.
In Riemannian geometry, this notion is provided by the covariant derivative,
which provides a way to differentiate time-varying vectors. Hyperbolic acceleration is then given by the covariant derivative of velocity. The covariant
derivative can be defined in terms of the metric [28], and calculations reveal
that the covariant derivative for hyperbolic space is given by
DX
= X0
dt
where the footprint U0 and altitude V 0 components of X0 are given by
!
dU 1 dv
du
U0 =
−
U+
V
dt
v dt
dt
!
dV 1 du
dv
0
V =
+
·U− V
dt
v dt
dt

(9a)

(9b)
(9c)

in which u and v are the footprint and altitude of x, the base point of X.
5.5.6 Transport map
In Euclidean space, vectors do not need to keep track of their base points,
because a vector formed at one point can be easily used at any other point.
For example, consider the expression z + (y − x). In this expression, the
subtraction y − x is used to form a vector from base point x pointing to y, and
then this vector is used in an operation with a different point z. In hyperbolic
space, things are not so simple. If we try to directly change the base of a
vector, e.g. change X ∈ Tx Hn to Y ∈ Ty Hn , then basic properties of the
vector may change, e.g. the hyperbolic magnitude of these two vectors will
not match if the altitude of x does not equal the altitude of y.
In Riemannian geometry, the parallel transport operation allows a vector
to be moved to another location. The result of parallel transporting a vector
depends not just on the end points and the vector, but also on the specific path
taken. We will now define a transport map, which moves vectors to another
location along a geodesic.
For points x0 , x1 with respective footprints u0 , u1 and altitudes v0 , v1 , the
transport map of a vector X ∈ Tx0 Hn to x1 is given by
f g
1
Tx1 (X) = U
(10a)
V1
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where, for u0 , u1 ,
v1 ⊥ v1
u1 − u0
U0 + Re(z1 )
v0
v0
ku1 − u0 k
v1
Im(z1 )
V1 =
v0
z1 = ϑ1 ϑ0 z0

U1 =

z0 =

U0k

+ W0 i
u1 − u0
U0k = U0 ·
ku1 − u0 k
u1 − u0
⊥
U0 = U0 − U0k
ku1 − u0 k
ϑ i = tanh r i + i sech r i
r i = asinh
and, for u0 = u1 ,

v12 − v02 + (−1) i ku1 − u0 k 2
−2vi ku1 − u0 k

v1
U0
v0
v1
V1 = V0
v0

U1 =

(10b)
(10c)
(10d)
(10e)
(10f)
(10g)
(10h)
(10i)

(10j)
(10k)

In these equations, i denotes the imaginary unit, and ϑ0 denotes the complex
conjugate of ϑ0 . Imaginary numbers are used in these equations to perform
rotations.
5.6

visualizing zooming and panning animations

A simple way to visualize a zooming and panning path in Hn is to simply plot
the footprint on the x axis and the altitude on the y axis, i.e. simply plot the
path the camera takes. This corresponds to the u, w-space diagrams of van
Wijk and Nuij. However, it can be difficult to discern the perceptual effect of
zooming and panning from these footprint/altitude diagrams.
To visualize a zooming and panning animation in a way that emphasizes the
perceived motion, we introduce a novel visualization technique: world/screen
diagrams. A world/screen diagram consists of two sub-diagrams that share a
common time axis. The upper part of the world/screen diagram is a screen
bounds diagram, which plots the screen center and screen bounds in world
space over time. The lower part of the world/screen diagram is an optical
pathline diagram, which plots world points in screen space over time. An
optical pathline diagram has time on the horizontal axis and screen space on
the vertical axis, and each curve in the diagram is a constant point in world
space. For each world-point curve in the optical pathline diagram, the slope of
the curve corresponds to the onscreen velocity of the world point. An example
world/screen diagram is shown in Figure 16.
One advantage of world/screen diagrams over other representations of zooming and panning trajectories is that the optical pathline diagrams corresponds
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x
Altitude
y

Footprint

Figure 15: The transport map Ty (X) of the hyperbolic vector X ∈ Tx Hn is
the vector Y ∈ Ty Hn obtained by parallel transporting X to the
new base point y ∈ Hn along a geodesic from x to y. In hyperbolic
space, the transport map causes the Euclidean magnitude to change
so that the hyperbolic magnitude remains the same—if the target
altitude is higher than the starting altitude, then the Euclidean
magnitude will grow, and if the target magnitude is lower than the
starting altitude, then the Euclidean magnitude will shrink. The
vector will also rotate, keeping a constant Euclidean angle with the
geodesic.
more closely to the perception of zooming and panning than other diagrams.
In fact, the root-mean-square optical flow velocity, which van Wijk and Nuij
originally used to define their metric, can be determined for each time instant in the world/screen diagram by finding the root-mean-square slope of
all pathlines at that instant. By contrast, points taken from a perceptually uniform trajectory at equally-spaced moments in time will appear to be unevenly
spaced if plotted in a footprint/altitude diagram or a space-scale diagram, and
so these diagrams do not accurately represent perception.
5.6.1 Optical pathline diagrams
We will now describe the algorithm we used to create the optical pathline
diagrams in this paper. In principle, an optical pathline diagram can be
created by taking any set of world-space points and plotting their paths in
an optical pathline diagram. However, this approach leads to diagrams in
which curves are closely spacing in some regions widely spaced in others. To
remedy this problem, we add and remove world-point curves from the diagram
as space allows.
We will now show that the problem of adding and removing world-point
curves can be seen as a problem of adding and removing isolines (i.e. contour
lines) from a scalar field. Consider the scalar field ϕ that maps time t and
screen point r to the corresponding world point p = ϕ(t, r) = v(t)r + u(t).
The isolines of this field are the world-point curves in the optical pathline
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World

Screen

Time

Figure 16: A world/screen diagram for optimal zooming and panning. The
upper plot, the screen bounds diagram, shows the screen center
and screen bounds plotted in world space over time. The lower
plot, the optical pathline diagram, shows world points plotted in
screen space over time.
diagram. Therefore, we must choose when to add and remove isolines from
the diagram.
Note that if ϕ(t, r) is linear, then the gradient magnitude k∇ϕ(t, r)k is
constant over all t and r. In this case, if we add isolines at equally-spaced
wold-points, then the isolines will also be equally spaced. The wold-point
spacing P and screen-space isoline spacing R are related by
P = Rk∇ϕ(t, r)k
In practice, the function ϕ(t, r) will not be linear, but provided that it is
sufficiently smooth, the above relationship will approximately hold. This
relationship provides the intuition behind the algorithm we will describe.
Let the set Cα ⊂ R2 , for parameter α > 0 that controls the spacing, be the
set of all points in the optical pathline diagram at which a contour should be
drawn. We define Cα as the set of all (t, r) such that there exists a power of
two not less than αk∇ϕ(t, r)k that divides ϕ(t, r). Using the notation
VxW = 2 dlog2 (x)e
the definition of Cα can be written as

Cα = (t ∈ R, r ∈ R) : Vαk∇ϕ(t, r)kW divides ϕ(t, r) .

This can be seen as a discretized version of the dense isocontour imaging
technique of Matvienko and Krüger [59].
Now that we have defined Cα , we will describe an algorithm for computing
the optical pathline diagrams. The optical pathline diagram will take as input
the parameter α which controls the spacing of the pathlines, the footprint and
altitude functions u(t) and v(t), and the screen-space bounds r low and r high .
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Notice that

!2
∂
+
p(t, r)
∂r

= rv 0 (t) + u 0 (t) 2 + (v(t)) 2

∂
k∇ϕ(t, r)k =
p(t, r)
∂t
2

!2

where v 0 (t) and u 0 (t) are the derivatives of v(t) and u(t) respectively. Because
∂
p(t, r) ≤ k∇p(t, r)k,
∂r

|v(t)| =

a necessary condition for (t, r) ∈ Cα is that Vα|v(t)|W divides p(t, r). Taking
advantage of this necessary condition, we can use the following algorithm to
find the optical pathline diagram:
• Let A be an empty hash map.
• For each time step i:
– Calculate
P = Vα|v(t i )|W
&
'
v(t i )r low + u(t i )
plow = P
P
%
$
v(t i )r high + u(t i )
.
phigh = P
P
– For each p in plow , plow + P, plow + 2P, plow + 3P, . . . , phigh :
∗ Calculate
ψ = k∇ϕ(t, r)k =

r



v(t)

2


2
+ rv 0 (t i ) + u 0 (t i )

If the derivatives v 0 and u 0 are not available (e.g. because
the zooming and panning animation is computed frame-byframe rather than as a continuous path), then they can be
approximated by finite differences.
∗ If VαψW does not divide p then continue to the next p.
∗ Otherwise, check to see if A[ p] exists.

· If A[ p] does not exist, assign to A[ p] a list containing i
as its sole element.
· If A[ p] does exist, append i to the list A[ p].
• For each key p in A:
– For each i in A[ p]:
∗ Calculate the screen-space point r corresponding to p using
p − u(t i )
r=
.
v(t i )
∗ If i is the first element in A[ p], or if the previous element in
A[ p] was not i − 1, then begin a new pathline at (t i , r).

∗ Otherwise, add a new segment to the current pathline that
connects to (t i , r).
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5.7

the problem of interruptions

In the previous sections have developed the hyperbolic model of zooming and
panning. We will now use this model to solve the interruptible zooming and
panning problem.
In the interruptible zooming and panning problem, we are given as input
a target signal x(t) and we must compute as output a smoothed signal y(t).
At each instant t, the target camera position is given by x(t) ∈ Hn , and the
smoothed camera position y(t) ∈ Hn must be computed. Importantly, the
computation of the smoothed camera position y(t) must depend only on x(τ)
for all τ < t. In other words, the transformation from the target signal to
the smoothed signal must be causal—the smoothed camera position must
be computed at each instant using only the past and present behavior of the
input signal. This models the real-world usage of interruptible zooming and
panning in user interfaces, where future user input is unknowable.
Before we introduce the signal-processing-based solutions that are the main
focus of this paper, we first describe two simple techniques and analyze their
disadvantages. These simpler techniques assume that the target signal is a step
function, i.e. the target camera position changes abruptly at times t 1 , t 2 , t 3 , . . .
but is otherwise constant.
5.7.1 Constant speed
The obvious way to handle an interruption is to simply begin a new path from
the current position to the new target. With this approach, the output always
moves towards the target at a constant hyperbolic speed. Specifically, for
each change of target, follow the path geo(y0 , x1 , ct), where y0 is the current
output at the time of the target change, x1 is the new target, c is the speed
of the animation, and t is the time elapsed since the target change. When
ct ≥ dist(y0 , x1 ), the target has been reached, and so the output should remain
at the target until the next change of target.
The problem with this technique is that every time the target is reached, and
every time the target is changed4, a velocity discontinuity is introduced into
the smoothed signal. These discontinuities are easily seen in a world/screen
diagram, as illustrated in Figure 17a.
5.7.2 Easing curves
Another simple solution is to use an easing curve. As we will show, this
solves the problem of velocity discontinuities at the endpoints, but does not
solve the problem of interruptions.
The easing curve can be specified as follows: for each change of target,
follow the path gerp(y0 , x1 , f (t/d)), where y0 is the current output at the
time of the target change, x1 is the new target, d is the desired duration of the
4 Except, of course, for the edge case where the new target happens to lie on the same geodesic
as the current target, and in the same direction.
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Time
(a) Constant speed

World

Screen

Time
(b) Easing curve

World

Screen

Time
(c) Cascaded one-pole filter

Figure 17: In this world/screen diagram, the target signal is depicted as a pair
of bold lines that shows the desired world span. As can be seen,
neither the constant-speed technique nor the easing curve technique are smooth when interrupted. For both of these techniques,
interruptions produce velocity discontinuities in screen space. By
contrast, a geodesic one-pole filter cascaded four times is smooth
even when interrupted.
animation, t is the elapsed time since the target change, and f is an easing
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curve, which satisfies f (0) = 0 and f (α) = 1 for all α ≥ 1. The easing curve
should also satisfy f 0 (0) = f 0 (1) = 0, where f 0 denotes the derivative of f .
One easing curve that satisfies these properties is

 (1/2) − (1/2) cos(πα)
f (α) = 
1


α<1
α ≥ 1,

but there are many other options as well.
Provided that f 0 (0) = f 0 (1) = 0, this approach does not suffer from velocity
discontinuities at the endpoints. However, it does not handle the case of
interruptions, since an interruption would cause the velocity to abruptly jump
to zero as the new animation segment begins. The velocity discontinuities
introduced by interruptions in the easing approach are easily seen in the world/
screen diagram, as shown in Figure 17b.
One difference between this technique and the previous technique is that the
duration of the animations produced using this technique is fixed, whereas for
the previous technique, the duration of the animations produced is proportional
to the distance between the start point and the target point. We do not claim
that having a fixed duration is superior to a variable duration or vice versa—
the choice depends on the specific effect the interaction designer is trying to
achieve.
5.8

smoothing using geodesic one-pole filters

To solve the problem of smoothing both the endpoints and interruptions, we
introduce a novel technique for smooth and efficient zooming and panning
that draws inspiration from signal processing. While signal processing have
previously been used to process orientation signals [51] and signals on the
sphere [67], but to our knowledge signal-processing techniques have not been
applied to signals in hyperbolic space.
The techniques of the previous section were formulated in terms of target
changes, and each target change triggered a change in the formulation of the
output. In this section, we take a different approach. Instead of processing
target change events, we instead process the target signal directly, transforming
the target signal into the smoothed signal using differential equations. There
are many ways to perform this transformation, and different methods will
produce different animations. This section introduces a particularly simple
method, which is based on the one-pole low-pass filter, a common filter in
signal processing. We call our technique the geodesic one-pole filter.
For the target signal x(t), the output y(t) of the geodesic one-pole filter is
defined by the differential equation
d
y(t) = α Logy(t ) x(t)
dt

(11)

where α controls the speed of the animation. This equation is depicted in
block diagram form in Figure 18. This differential equation can be explained
as follows: at every instant, walk along a geodesic towards the target with
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x(t)

Log

Z

α

y(t)

Figure 18: The geodesic one-pole filter, given by (11), can be depicted as
a block diagram. Each wire in this diagram represents a signal:
solid wires represent signals whose values are hyperbolic points,
and wavy wires represent signals whose values are hyperbolic
vectors. The triangular element represents multiplication. The
integral block represents the following relationship: the input to
the block is the derivative of the block’s output. The arrow with a
bar pointing to Log denotes the subscript argument.
hyperbolic speed proportional to the hyperbolic distance to the target. This
system is clearly causal, since the derivative of the output depends only on the
current output and input. The output of this system is shown in Figure 19a.
5.8.1 Cascading filters
While the one pole filter does smooth its input, it is not strong enough for
our purposes. As can be seen from (11), the derivative of the output is
proportional to the difference between the input and the output. Because the
output’s derivative is always defined, the output will be continuous even if the
input is not. However, it is clear from the definition that a discontinuity in the
input will introduce a velocity discontinuity in the output.
To create a more powerful filter, we can cascade multiple instances of the
one pole filter, i.e. place them in series. An example of this is shown in
Figure 20. The output of the cascaded one-pole filter is shown in Figure 17c.
Each additional one-pole filter used in a cascaded arrangement increases
the order of smoothness. A single one-pole filter produces an output with
continuous position. Cascading two one-pole filters produces an output with
continuous velocity. Cascading three one-pole filters produces an output with
continuous acceleration. Cascading four one-pole filters produces an output
with continuous jerk.
5.8.2 Limiting the hyperbolic speed
Like the easing curve method, the one-pole filter will produce animations
where the hyperbolic speed is greater for far-away targets than for nearby
targets. For some use-cases, this can be undesirable, and so we will now
discuss a simple modification of the one-pole filter that limits the maximum
speed of the animation.

66

5.8 smoothing using geodesic one-pole filters

World

Screen

Time
(a) Geodesic one-pole filter

World

Screen

Time
(b) Clipped geodesic one-pole filter

Figure 19: The geodesic one-pole filter produces faster zooming and panning
animations for targets that are farther away. The clipped one-pole
filter, by contrast, limits the maximum speed of the animation.
For discontinuous input, neither of these systems produces smooth
zooming and panning animations, but they can be combined with
additional one-pole filters to produce smoother animations.
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x(t)
OnePole(α1 )
OnePole(α2 )
OnePole(α3 )
OnePole(α4 )

y(t)

Figure 20: The output of a single one-pole filter is continuous in position, but
may not be continuous in velocity. In order to guarantee that the
output is smooth to a higher degree, one-pole filters can be chained
together. The filter depicted in this diagram, in which four one-pole
filters are cascaded, produces an output with continuous position,
velocity, acceleration, and jerk. Each block OnePole(α) denotes
the filter structure shown in Figure 18.
To accomplish this, we first define the function clipvec(X, c) as follows:

X
clipvec(X, c) = 
c X
 |X|

|X| < c

|X| ≥ c

(12)

This function takes a vector X ∈ Tx Hn and modifies its magnitude |X | so
that it does not exceed a threshold c. Using this function, we can then define
the clipped geodesic one-pole filter as


d
y(t) = clipvec α Logy(t ) x(t), c
dt

(13)

where c is a threshold that sets the maximum allowed hyperbolic speed. The
output of this system is shown in Figure 19b. By placing in series a clipped
one-pole filter followed by three geodesic one-pole filters, a system is formed
whose output is smooth and whose speed is limited. We call this system the
clipped cascaded geodesic one-pole filter.
5.8.3 Discretizing the one-pole filter
The previous section described solutions to the interruptible zooming and
panning problem in terms of cascaded first-order differential equations. To
write a program that implements one of these solutions, any ordinary differential equation (ODE) solver can be used to numerically approximate these
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differential equations. In this section, however, we take an alternative approach: we convert the continuous-time systems described in the last section
into discrete-time systems. The solution we arrive at is quite simple, and does
not require the use of an external ODE solver.
Notice that the geodesic one-pole filter (11) and the clipped geodesic onepole filter (13) have the form
d
y(t) = f (y(t), x(t))
dt

(14)

where f (y(t), x(t)) ∈ Ty(t ) . A differential equation of this form can be
approximated by
y[i ] = Exp(T f (y[i − 1], x[i ] ))
(15)
where T is the sampling period and f (y[i − 1], x[i ] ) ∈ Ty[i−1] . To see that this
does approximate the continuous-time system, note that (15) can be written
as
y(t) = Exp(T f (y(t − T ), x(t))).

Taking the logarithmic map of both sides with base y(t − T ) and then dividing
both sides by T gives
Logy(t−T ) y(t)
T

= f (y(t − T ), x(t))

Taking the limit as T goes to zero gives (14).
Applying this approximation to the geodesic one-pole filter (11) and simplifying using (8) gives
y[i ] = gerp(y[i − 1], x[i ], b)

(16)

where b = αT for sampling period T. In other words, at each frame, we
take step towards the target, where the length of the step is proportional to
the distance to the target. A block diagram of this approximation is shown in
Figure 21. Note that this approximation oscillates for b > 1 and is unstable
for b > 2, and so the sampling period T should be small enough that b < 1.
To approximate the cascaded one-pole system shown in Figure 20, we can
simply cascade the discrete one-pole filters as shown in Figure 22.
Applying the approximation given by Equations (14) and (15) to the clipped
one-pole filter (13) and simplifying gives
y[i ] = geo y[i − 1], x[i ], s [i ]

s [i ] = T min c, αS [i ]

S [i ] = dist(y[i − 1], x[i ] )



(17a)
(17b)
(17c)

where T is the sampling period.
5.9

smoothing using geodesic two-pole filters

The technique discussed in the previous section formed higher-order filters
by cascading one-pole filters. Animations that make use of these filters travel
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x[i]

y[i]

gerp(b)
z −1

Figure 21: The discrete-time hyperbolic one-pole filter is an approximation
to the continuous-time one-pole filter depicted in Figure 18. The
element z −1 denotes a delay by one sample, i.e. a delay by the
sampling period T. The block gerp(b) denotes gerp(x0 , x1 , b),
where the arrowhead with a bar in the diagram corresponds to x0
and the arrowhead without a bar in the diagram corresponds to x1 .

x[i]
gerp(a1 )

z −1

gerp(a2 )

z −1

gerp(a3 )

z −1

gerp(a4 )

z −1

y[i]

Figure 22: The cascaded one-pole system depicted in Figure 20 can be discretized by cascading the discrete one-one pole blocks depicted in
Figure 21.
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Figure 23: The geodesic two-pole filter defined by (18) can be depicted as a
block diagram. Here, the integral with a circle represents the following relationship: the input to the block is the covariant derivative of the output.
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Figure 24: The geodesic two-pole filter defined by (18) produces spring-like
motion.
directly to their target, settling in slowly. Suppose that we instead wanted an
animation where the camera overshoots the target slightly before settling in a
spring-like motion. To achieve this effect, we can use a two pole filter, which
models the behavior of a spring-mass-damper system.
In Euclidean space, a spring-mass-damper system experiences two forces:
a spring force that pulls the mass towards the equilibrium position and is proportional to the displacement from this equilibrium position, and a damping
force that pushes against the mass’s velocity. The spring-mass-damper system
can be adapted to hyperbolic space as follows:
D d
d
y(t) = ω02 Logy(t ) (x(t)) − 2ζω0 y(t)
dt dt
dt

(18)

The variable ω0 controls the rate of the animation, and the parameter ζ controls
the damping. When ζ < 1, the system oscillates in a spring-like motion as it
settles. A block diagram of this is shown in Figure 23. The response of the
two-pole filter for discontinuous input is shown in Figure 24.
The system defined by (18) can of course be placed in series with a onepole filter or another two-pole filter. Like the one-pole filter and easing curves,
animation produced by the two-pole filter will be faster for distant targets than
for nearby targets. A simple way to address this is to place the clipped one-
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pole filter in series with the two-pole filter. We call the system consisting of a
single clipped one-pole filter followed by a two-pole filter the clipped geodesic
two-pole filter. Another way to reduce the speed for distant targets would be
to use quadratic damping instead of linear damping, but this paper does not
explore this option.
5.9.1 Discretizing the two-pole filter
As with the continuous-time one-pole filter, the differential equation given by
(18) can be approximated using a standard ODE solver. However, we can also
write a simple approximation by converting the continuous-time system to a
discrete-time system.
Notice that the geodesic two pole filter has the form
D d
y(t) = f (y(t), ẏ(t), x(t))
dt dt

(19)

where ẏ(t) denotes the time derivative of y(t). A system of this form can be
approximated by


ẏ[i ] = ẏ[i − 1] + T f y[i − 1], Ty[i−1] ẏ[i − 1], x[i ]
(20)
y[i ] = Exp(T ẏ[i ] )

(21)

Here both y[i ] ∈ Hn and ẏ[i ] ∈ Ty[i−1] Hn are state variables that are updated
at each frame. The parallel transport in this formula is necessary to move the
vector variable ẏ[i ] to the correct location each time the position variable y[i ]
is updated.
Applying this approximation to the geodesic two-pole filter gives
ẏ[i ] = (1 − 2T ζω0 )Ty[i−1] (ẏ[i − 1] )

(22)

y[i ] = Exp(T ẏ[i ] ).

(23)

+ Tω02 Logy[i−1] (x[i ] )

5.10

conclusion and future work

We have introduced the hyperbolic model of zooming and panning. This
model exploits the Poincaré half-space model of hyperbolic space to model
zooming and panning. Using this model, we have introduced novel zooming
and panning animation techniques based on signal processing and Riemannian
geometry. These animation techniques produce smooth zooming and panning
animations to a target value, and these animations remain smooth even when
the animation is interrupted by a change of target. Such interruptions are
common in interactive uses, where user input can interrupt zooming and
panning animations at any time.
We have also introduced world/screen diagrams to visualize zooming and
panning animations. These diagrams emphasize the perceptual aspects of
zooming and panning, and are useful for evaluating different zooming and
panning techniques.
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There are many avenues for future work. For example, if instead of the
interactive zooming and panning problem we have investigated in this paper,
we merely wish to interpolate a set of target points, the Bézier curve generalization of Park and Ravani [73] can be straightforwardly applied to zooming
and panning using the definitions we presented here. The animation model in
this paper could also be applied to other navigation problems, e.g. lenses or
zooming and panning on a sphere. Finally, there are possible variations on the
specific signal processing systems we have introduced that could be explored
in future work.
This paper has used the Poincaré half-space model to represent zooming
and panning positions. However, there are many other possible coordinate
systems that could be used for hyperbolic space. While the results remain the
same regardless of coordinate system, different coordinate systems might be
more convenient for particular purposes. Other well-known representations
for hyperbolic space include the Poicaré disk model, the Klein model, and
the hyperboloid model [14]. Another option would be to use space-scale
diagrams. Yet another option would be to a model in which the altitude of
the camera is constant and the angle of view is varied to zoom and pan. Such
a model would match the term “zooming” more closely, since zooming on a
camera involves changing the angle of view rather than changing the position
of the camera.5

5 In fact, it might be more accurate to refer to the model used in this paper as dollying and
panning rather than zooming and panning.
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T H E G E O M E T RY O F Z O O M I N G A N D PA N N I N G

6.1

introduction

Zooming and panning is ubiquitous in information visualization. In Smooth
and Efficient Zooming and Panning [95], van Wijk and Nuij introduce the
u, w-space model of zooming and panning. In this model, the perceptual
cost of zooming and panning is approximated by the root-mean-square optical
flow velocity. By identifying this notion of perceptual cost with the geometric
notion of distance, van Wijk and Nuij show that zooming and panning has
a rich geometric structure. In a follow up paper [96], van Wijk and Nuij
additionally analyze the geometric structure of zooming and panning for two
related problems: zooming and panning with rotation, and zooming and
panning with nonuniform scaling, i.e. zooming and panning where each axis
can have an independent zoom factor.
In this paper, we begin by analyzing the problem of navigation in a very
general setting. In our framework, we measure perceptual cost by the weighted
root-mean-square velocity, where the weighing function expresses the perceptual importance of each part of the screen. Our framework is formulated in
such a way that it can be applied to many navigation problems.
We then apply this framework to the following eleven problems:
1. Zooming and panning in one dimension, which we denote by Z1 . An
example of this is zooming and panning on the time axis for a time
series dataset.
2. Zooming and panning in two dimensions where the two axes are linked,
i.e. share a common zoom factor, which we denote by Z2 . An example
of this is zooming and panning on a world map.
3. Zooming and panning in two dimensions with linked axes and rotation,
which we denote by Z∗2 . Here, as with van Wijk and Nuij, the rotation
leaves the axes orthogonal.
4. Zooming and panning in two dimensions with unlinked axes, i.e. axes
with independent zoom factors, which we denote by Z11 . An example
of this is zooming and panning on a scatterplot.
5. Zooming and panning in two dimensions with unlinked axes and with
rotation, which we denote by Z∗11 . In this case, the rotation is performed
after scaling, and therefore the axes always remain orthogonal.

74

6.2 world space, view space, and screen space

6. Zooming and panning in three dimensions with all axes linked, which
we denote by Z3 .
7. Zooming and panning in three dimensions with all axes linked and
rotation, which we denote by Z∗3 .
8. Zooming and panning in three dimensions with two linked axes and one
unlinked axis, which we denote by Z21 .
9. Zooming and panning in three dimensions with one unlinked axis and
rotation, which we denote by Z∗21 .
10. Zooming and panning in three dimensions with three unlinked axes,
which we denote by Z111 .
11. Zooming and panning in three dimensions with three unlinked axes and
rotation, which we denote by Z∗111 .
We show that these problems can be decomposed into combinations of two simpler geometric structures: hyperbolic space, and the special orthogonal group.
This paper uses many ideas from differential and Riemannian geometry—
deeper explanations of these ideas than are presented in this paper can be
found in many textbooks [89, 49, 50, 48, 27, 28].
6.2

world space, view space, and screen space

In this section, we introduce our framework for analyzing the navigation
problems. First, we will introduce the notions of screen-space, world-space,
and views. A view is a mapping between screen space and world space.
Navigation changes this view, thus changing the mapping between screen
space and world space.
World space is the information space that is being zoomed and panned over.
For example, if we are zooming and panning over a map of the world, then
world space is the set of all points on this map, and so New York, London,
and Paris are examples of points in this world space. For the purposes of
this paper, it is simpler not to place bounds on world space; we imagine that
world space extends infinitely in all directions, even if all useful information
is contained in a finite portion of world space.
Screen space contains all of the points on the screen. As with world space,
it is convenient to not place bounds on screen space; we imagine that screen
space extends infinitely in all directions, even if some points in screen lie
outside of the physical display device. For a specific display device, examples
of points in screen space include the point at the top-left of the display and
the point at the center of the display.
A view is a mapping between screen space and world space. Given a view,
we can ask, for every point in screen space: which world point appears at this
location? We can also invert this, asking, for each point in world space: at
which screen-space point does this appear?
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World space

View space

Screen space

WORLD

x

WORLD
x(r)
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φ
View coordinates
φ(x)

WORLD
Figure 25: A view x is a mapping that sends each point r in screen space to a
point x(r) in world space. View space is the set of all such views
allowed by the application. A coordinate chart φ for view space is
a mapping that sends each view x to be to a point φ(x). Examples
of coordinate charts include u, w-space (pictured above), in which
a zooming and panning view is represented by the location of a
camera, and space-scale diagrams.
For a particular application, we call the set of permitted views view space.
For example an application that allows simple zooming and panning on a map
of the earth would likely allow views that translate and uniformly scale world
space, but would disallow views that distort, reflect, or rotate world space.
By contrast, an application that allows zooming and panning on a scatter
plot might wish to allow the x axis and y axis to be zoomed and panned
independently, and so would allow scaling that stretches the space vertically
or horizontally, but would otherwise disallow distortions. As another example,
an application that uses lenses might allow all distortions that are introduced
by the lens, but no other types of distortions.
We will now formulate these concepts mathematically in order to discuss
them more clearly. We will use W to denote world space, S to denote screen
space, and V ⊂ S → W to denote view space. As discussed previously,
the precise definition of view space depends on the application, but for any
definition of view space, a view x ∈ V is a function mapping each screen-space
point r ∈ S to a world-space point p = x(r) ∈ W. We assume that views are
invertible, and so given a world-space point p, the corresponding screen-space
point r ∈ S is given by r = x −1 (p). The relationship between world space,
view space, screen space, and coordinate charts is shown in Figure 25.
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6.3

the motion metric

In this section we will define a metric for view space, i.e. a way of measuring
lengths, therefore allowing us to ask questions such as “which curve is shortest
between two views?”. We will define our metric, the motion metric, using
an approximation of perceptual cost so that the shortest curve between two
views will produce an animation with minimal perceptual cost. Specifically,
we will follow van Wijk and Nuij [95, 96] in approximating perceptual cost
by the root-mean-square speed of points on the screen.
Unlike van Wijk and Nuij, we do not assume that the screen is square, or
that all points on the screen are equally important. Our model is instead
formulated in terms of a perceptual importance distribution, which is a probability distribution on screen space such that perceptually important screen
points are more probable than perceptually unimportant screen points. One
reasonable choice for the perceptual importance distribution is a uniform distribution, where each point on the screen is assigned a uniform importance
and each point off the screen is assigned zero importance. Another option is a
Gaussian distribution, where assigns greater importance to points at the center
of the screen than points at the edges. Regardless of the particular choice of
perceptual importance distribution, our metric g will give, for any tangent
vector X ∈ TV, the expected square speed g(X ) induced by X, where the
expectation is taken with respect to a random screen point drawn from the perceptual importance distribution. We use a coordinate-free formulation—i.e.
our model does not assume any particular coordinate system for world space,
screen space, and view space, and the results remain the same regardless of
which coordinate system is used for calculations.
To define our metric, we first define the motion field, which is a velocity
field on screen space that, for each screen point, gives the onscreen velocity
of the corresponding world point. In previous work [95], this field is called
the optical flow. We instead use the term motion field because the term
optical flow implies a two-dimensional field, whereas the motion field for
one-dimensional screen space is one-dimensional, and the motion field for
a three-dimensional screen space is a three-dimensional vector field. For a
navigation animation x = γ(t) ∈ V, the motion field is defined at each moment
in time t, and this motion field can written in terms of the view velocity at
time t, which is given by ẋ ∈ Tx V.
Definition 1 (Motion field). For view velocity X ∈ Tx V, the motion field
Ξ X : S → TS induced by X is a velocity field over screen space which maps
each screen point r to the velocity Ξ X (r) at which r moves when the view
changes with view velocity X. It is defined by
Ξ X (r) = dΛ x (r ) (X )
where Λ p : V → S for p ∈ W is defined by Λ p (x) = x −1 (p).
For a given world point p, the function Λ p in this definition sends each view
x to the screen point r that x sends to p. The pushforward, dΛ p : TV → TS,
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is therefore a function that sends each view velocity ẋ to a screen velocity
dΛ p ( ẋ).
We now define in terms of the motion field a metric intended to approximate
perceptual cost. As a matter of notation, for a metric g, we will use the notation
g(X, Y ) for tangent vectors X and Y to denote the inner product given by the
metric g, and we will use g(X ) = g(X, X ) as a shorthand for the associated
quadratic form.
Definition 2 (Motion metric). For a given perceptual importance distribution
and screen metric ḡ, the motion metric g is defined as
 

g(X ) = E ḡ Ξ X (r) ,

where r is a random screen-space point drawn from the perceptual importance
distribution.
In other words, we define our norm by using the root mean square norm
of the motion field. Since Ξ X is linear in X and ḡ(R) is quadratic in R,
g is quadratic in X. Due the correspondence between quadratic forms and
symmetric bilinear forms, this definition for g(X ) = g(X, X ) uniquely defines
a symmetric bilinear form g(X, Y ) for any tangent vectors X, Y ∈ TV.
Given this metric, we can now quantify the perceptual cost s of a navigation
animation γ : I → V as
Z
p
s=
g( γ̇(t)) dt.
I

where γ̇(t) denotes the time derivative of γ(t). Therefore, we can now ask
questions such as “which navigation animation from view x to view y has
the lowest perceptual cost?” Using the Levi–Civita connection, we now also
have definitions for covariant differentiation, the exponential, logarithmic, and
transport maps. However, although these operations are defined, we must still
do some work in order to calculate their results for our specific zooming and
panning problems.
6.4

zooming and panning

We now formally define world space, screen space, and view spaces for our
zooming and panning problems. World space and screen space are defined
to be W = S = Rn , where n is either one, two, or three. Note that the
name screen space is a slight misnomer, in that physical screens are twodimensional, whereas screen space can be one-dimensional, two-dimensional,
or three-dimensional. An example of a one-dimensional world-space/screen
space is when we are only concerned with zooming and panning over a single
axis, e.g. when zooming and panning on an audio waveform where the
amplitude axis is fixed. An example of a two-dimensional case is zooming
and panning over a world map. An example of a three-dimensional case is
zooming and panning on a three-dimensional scatter plot that is displayed on
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a hypothetical three-dimensional holographic display. Of course, in practice
the three-dimensional scatter plot will be shown in projected form on a twodimensional screen. However, in our model, we will not consider the effects
of this projection—all calculations will be made with respect to a hypothetical
holographic display.
A zoom and pan position, with or without rotation, x ∈ V is an affine
transformation from world space to screen space. We will use the notation
Aff(n) to denote the set of all affine transformations from Rn to Rn . In
computer graphics, affine transformations are commonly represented using
homogeneous coordinates. For our purposes, however, it will be more useful
to represent an affine transformation as a matrix combined with an offset. We
will now introduce a convenient notation for specifying affine transformations.
Let the notation u w ∈ Aff(n) for u ∈ Rn and w ∈ Rn×n denote the affine
transformation x : Rn → Rn defined by
x(r) = u + wr.
Using this notation, a view x ∈ V can be written as x = u w. We will also
use the notation U ~ W ∈ T Aff(n) for U ∈ TRn and W ∈ TRn×n to denote
the corresponding pushforward.
We now formally define the zooming and panning spaces without rotation:
Z1 , Z2 , Z11 , Z3 , Z21 , and Z111 .
Definition 3 (Zoom/pan spaces). The set Zk1 ...k n is defined as

Zk1 ...k n = u


diag v1 Ik1 , . . . , vm Ik m : u ∈ Rn ∧ vi ∈ R>0 ,

where diag( A1 , . . . , An ) denotes a block diagonal matrix with submatrices A1 ,
. . . , An . Here, u is a vector describing the pan position, and vm are scalars
describing the zoom factor for each group of linked axes.
Clearly, Zk1 ...k n is an affine transformation from Rn to Rn where n =
k 1 + · · · + k n . Specifically,
• Z1 is the set of all one-dimensional affine transforms.
• Z2 is the set of all two-dimensional affine transforms of the form
"
#
v 0
x(r) =
r +u
0 v
for u ∈ Rn , v ∈ R>0 .
• Z11 is the set of all two-dimensional affine transforms of the form
"
#
v
0
x(r) = 1
r +u
0 v2
for u ∈ Rn , v1 , v2 ∈ R>0 .
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• Z3 is the set of all three-dimensional affine transforms of the form
v 0 0


x(r) = 0 v 0 r + u


0 0 v 
for u ∈ Rn , v ∈ R>0 .
• Z21 is the set of all three-dimensional affine transforms of the form
v
0 0 

 1
x(r) =  0 v1 0  r + u


 0 0 v2 
for u ∈ Rn , v1 , v2 ∈ R>0 .
• Z111 is the set of all three-dimensional affine transforms of the form
v
0 0 

 1
x(r) =  0 v2 0  r + u


 0 0 v3 
for u ∈ Rn , v1 , v2 , v3 ∈ R>0 .
We now define formally define the zooming and panning spaces with rotation:
Z∗2 , Z∗11 , Z∗3 , Z∗21 , and Z∗111 .
Definition 4 (Zoom/pan/rotation spaces). The set Z∗k1 ...k n is defined as

Z∗k1 ...k n = u

wϑ : u

w ∈ Z Pk1 ...k n ∧ ϑ ∈ SO(n) .

Here, u is a vector describing the pan position, w is a scaling matrix describing
the zoom factor for each group of linked axes, and ϑ is a rotation matrix
describing the orientation.
For example, Z∗3 is the set of all affine transforms of the form
v 0 0


x(r) = 0 v 0 ϑr + u


0 0 v 
where ϑ is a rotation matrix.
6.5

the motion metric for zooming and panning

Since the view space for zooming and panning, with or without rotation, is
a subset of the set of n-dimensional affine transforms, we now specialize the
motion metric for affine transforms. All zooming and panning problems we
consider are subsets of affine transforms, and so this metric applies to all of
these zooming and panning problems.
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Proposition 1 (Affine motion metric). For a given perceptual importance
distribution, the motion metric for Aff(n) simplifies to

g(u̇ ~ ẇ) = tr w̆ ẇΣ ẇ 0 w̆ 0 + k w̆( ẇ µ + u̇)k 2
(24)

where Σ is the covariance matrix for perceptual importance, µ is the mean
of perceptual importance, w̆ denotes the inverse of matrix w, w 0 denotes the
transpose of matrix w, and dots denote differentiation with respect to time.

Proof. To find the motion metric, we must first find the motion field, which,
by definition, is given by
Ξ ẋ (r) = dΛ x (r ) ( ẋ)
where x = u

w and Λ p is given by
Λ p (x) = (u

w) −1 (p) = w̆(p − u).

The pushforward is given by differentiation

˙ − u) − w̆u̇.
dΛ p ( ẋ) = w̆(p

By the rule for differentiating the inverse of a matrix, w̆˙ = −w̆ ẇ w̆, and
therefore
dΛ p ( ẋ) = −( w̆ ẇ w̆)(p − u) − w̆u̇

= −w̆ ẇ w̆(p − u) + u̇

To find the motion field, we must evaluate this at
p = x(r) = wr + u,
giving

We now must find

dΛ x (r ) ( ẋ) = −w̆ ẇ w̆(wr + u − u) + u̇

= −w̆ ẇr + u̇ .



 

g( ẋ) = E ḡ Ξ ẋ (r) ,

for r distributed according to the perceptual importance distribution. Since ḡ
in our coordinate system is the standard Euclidean metric, we have


2
g( ẋ) = E Ξ ẋ (r) ,
Using the identity for the expected value of quadratic forms [75, Theorem
5.2a], we have

g( ẋ) = tr Var[Ξ ẋ (r) ] + kE [Ξ ẋ (r) ] k 2
Expanding the expectation and variance gives

and

E[Ξ ẋ (r) ] = −w̆( ẇ µ + u̇)
Var[Ξ ẋ (r) ] = w̆ ẇΣ ẇ 0 w̆ 0,

which gives (24).
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In other words, even though we have defined the motion metric in terms of
a distribution, which has infinitely many degrees of freedom, the effect of the
distribution on the metric can be reduced to its covariance matrix and mean,
which have finitely many degrees of freedom. If the mean is zero, e.g. if the
origin of screen space is located at the center of the screen and the importance
distribution is symmetric, then this metric can be simplified further.
Corollary 1 (Zero mean motion metric). If the mean of perceptual importance
is zero, the motion metric for Aff(n) simplifies to
!
0
0 0
g(u̇ ~ ẇ) = tr w̆ ẇΣ ẇ + u̇u̇ w̆ .
(25)
where Σ is the variance of perceptual importance.

Proof. By substitution.



Since the motion metric for Aff(n) depends only on the mean and covariance
of perceptual importance, we use Aff Σµ , where Σ ∈ Rn×n and µ ∈ Rn , to
denote the set Aff(n) together with the motion metric (24). We will abbreviate
the special case where µ = 0 by Aff Σ .
We now have a concrete formulation of the motion metric for zooming and
panning. However, we still do not have concrete equations for the covariant
derivative or the exponential, logarithmic, and transport maps—these will be
derived in later sections.
6.6

isometries of zooming and panning

In this section, we will introduce a set of isometries that show that the geometry
of zooming and panning with the motion metric can be expressed using
compositions of well-known geometric structures. Specifically, we show that
the eleven problems have the geometric structure of products of hyperbolic
space and the special orthogonal group.
First, we introduce an isometry between the motion metric for a perceptual
importance distribution having a nonzero mean and the motion metric for a
perceptual importance distribution having a zero mean. Therefore we only
have to consider the latter case in subsequent formulas, since this isometry
allows us to transform the former case into the latter.
Proposition 2 (Affine transformation zero mean). The transformation
ϕ(u

w) = (u + w µ)

w

is an isometry from Aff Σµ to Aff Σ .
Proof. By Proposition 1, the metric for Aff Σµ is given by (24):

g(u̇ ~ ẇ) = tr w̆ ẇΣ ẇ 0 w̆ 0 + k w̆( ẇ µ + u̇)k 2

The metric for Aff Σ is therefore given by


h(u̇ ~ ẇ) = tr w̆ ẇΣ ẇ 0 w̆ 0 + k w̆u̇k 2
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By definition, ϕ is an isometry if g(x) = h(dϕ(x)). Expanding gives

h((u̇ + ẇ µ) ~ ẇ) = tr w̆ ẇΣ ẇ 0 w̆ 0 + k w̆(u̇ + ẇ µ)k 2
and so clearly g(x) = h(dϕ(x)), and therefore ϕ is an isometry.



We will now show a relationship between zooming and panning and hyperbolic space. First, we introduce the following two definitions:
Definition 5 (Poincaré upper half-space). The Poincaré upper half-space H n
is the model of n-dimensional hyperbolic space defined by the set
)
(
H n = (u, v) : u ∈ Rn−1 , v ∈ R>0
together with the metric

g( ẋ) =
where x = (u, v).

k u̇k 2 + v̇ 2
v2

The geodesics of hyperbolic space are well-known [14].
Definition 6 (Scaled manifold). For a manifold M with metric g, the scaled
manifold Ψc M is defined by the set M together with the metric
h(X ) = c2 g(X ).
The geodesics of a scaled manifold are the same as those for the unscaled
manifold.
Using these definitions, we now show that in the cases of zooming and
panning with linked axes, Z1 , Z2 , and Z3 , the effect of any given perceptual
importance distribution can be summarized by a single number, and that there
is a fundamental relationship between zooming and panning and hyperbolic
space.
Proposition 3 (Linked zooming/panning and hyperbolic space). The transformation
ϕ(u vIn ) = (u, σv)
√
is an isometry from ZΣn to Ψσ H n+1 , where σ = tr(Σ).
Proof. By Corollary 1, the metric for ZΣn is given by (25):
!

g(u̇ ~ ẇ) = tr w̆ ẇΣ ẇ 0 + u̇u̇ 0 w̆ 0

and so

σ 2 v̇ 2 + k u̇k 2
.
v2
By Definitions 5 and 6, the metric for Ψσ H n is given by
g(u̇ ~ v̇In ) =

k u̇k 2 + v̇ 2
.
v2
By definition, ϕ is an isometry if g(x) = h(dϕ(x)). Expanding gives
h((u̇, v̇)) = σ 2

k u̇k 2 + σ 2 v̇ 2
v2
and so clearly g(x) = h(dϕ(x)), and therefore ϕ is an isometry.
h((u̇, σ v̇)) =
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A specific connection between zooming and panning and hyperbolic space
has been noticed previously [96] for a specific case, but Proposition 3 the
relationship is far more general than previously recognized.
We now consider the case where not all axes are linked. For this, we will
use the following well-known definition of a product manifold:
Definition 7 (Product manifold). For factor manifolds M1 , . . . , Mn with metrics g1 , . . . , gn , the product manifold M1 × · · · × Mn is the manifold defined
by the set M1 × · · · × Mn together with the metric
g(X ) = g1 (X1 ) + · · · + gn (X n ).
where X = (X1 , . . . , X n ).
It is well-known that a curve (γ1 (t), . . . , γn (t)) is a geodesic of M1 × · · · ×
Mn if and only if each γi (t) is a geodesic of Mi . [56, 57].
We now establish a relationship between zooming and panning with unlinked axes and product manifolds whose factors are hyperbolic spaces.
Proposition 4 (Unlinked/semi-linked zooming/panning and linked zooming/panning). The transformation
ϕ(u

w1 , . . . , u m

w) = (u1

wm )

m
is an isometry from ZΣk1 ...k m to ZΣk11 × · · · × ZΣk m
, where

 u 
 1
u =  ... 
 
um 
w = diag(w1 , . . . , w m )

ui ∈ Rk i
wi ∈ Rk i ×k i

Σ = diag(Σ1 , . . . , Σn )

Σi ∈ Rk i ×k i .

Proof. By Corollary 1, the metric for ZΣk1 ...k m is given by (25):
!
0
0 0
g(u̇ ~ ẇ) = tr w̆ ẇΣ ẇ + u̇u̇ w̆ .

Using the decomposition of u and w, this simplifies to
g(u̇ ~ ẇ) =

m
X

tr



w̆i ẇi Σ ẇi0

i=1

+ u̇i u̇i0



w̆i0

!

.

m
By Definition 7 and Corollary 1, the metric for ZΣk11 × · · · × ZΣk m
is

h((u̇1 ~ ẇ1 , . . . , u̇m ~ ẇ m )) =

m
X

tr

i=1

By definition, ϕ is an isometry if



w̆i ẇi Σ ẇi0

+ u̇i u̇i0



w̆i0

!

.

g(u̇ ~ ẇ) = h(dϕ(u̇ ~ ẇ))
= h((u̇1 ~ ẇ1 , . . . , u̇m ~ ẇ m )),
which is clearly the case.
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Proposition 4 shows that we can decompose zooming and panning with
unlinked axes into a product of zooming and panning with linked axes, e.g.
I2
Z11
⇐⇒ Z1I1 × Z1I1
I3
Z21
⇐⇒ Z2I2 × Z1I1

I3
Z111
⇐⇒ Z1I1 × Z1I1 × Z1I1

In Proposition 3, we assumed without loss of generality (due to Proposition 2) that the mean of the perceptual importance distribution was zero. In
Proposition 4, we have made an additional assumption about the perceptual
importance distribution, namely that the covariance matrix Σ is block diagonal with one block for each group of linked axes. In other words, if r is
a random variable distributed according to perceptual importance, then for
any i, j such that axis i and axis j are not linked, the covariance Cov(r i , r j )
must be zero. Although this assumption does result in loss of generality, it
is not unreasonable. In particular, if the perceptual importance distribution
is symmetric along r i and r j , i.e. the distribution of r i is the same as the
distribution of −r i , and the distribution of r j is the same as the distribution
of −r j , then Cov(r i , r j ) = 0. Given the symmetry of screens, it would be
strange to use a perceptual importance distribution that was not symmetric in
this manner.
We now consider the case of zooming and panning with rotation, showing
that can factor out the rotation component. For this, we will use the following
definition of the special orthogonal group:
Definition 8 (Special orthogonal group). The n-dimensional special orthogonal group SO(n) is the set of all n-dimensional rotation matrices ϑ. In this
paper, we will associate with the special orthogonal group the bi-invariant
metric [9, Chapter VII, Example 8.6]
g( ϑ̇) = tr ( ϑ̇ ϑ̇ 0 ).
Since this metric is bi-invariant, the standard Levi–Civita connection for
this metric is equivalent to the Cartan (0) connection [58, Equation 14].
The geodesics of SO(n) are therefore the left and right translations of oneparameter subgroups [54]. For SO(2), the geodesics are rotations at constant
speed. For SO(3), the geodesics can be found using SLERP [84].
We will now show the relationship between zooming and panning with
rotation and the special orthogonal group.
Proposition 5 (Zooming/panning/rotation and the rotation group). The transformation
ϕ(u αϑ) = (u α, ϑ),
where α is a scaling matrix and ϑ is a rotation matrix, is an isometry from
ZΣk1 ...k m R to ZΣk1 ...k m × SO(n), where Σ = cIn .
Proof. By Corollary 1, the metric for ZΣk1 ...k m is given by (25):
!
0
0 0
g(u̇ ~ ẇ) = tr w̆ ẇΣ ẇ + u̇u̇ w̆ .
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Since, in our case, w = αϑ, we have w̆ = ϑ̆ ᾰ, and so
0

!

g(u̇ ~ ẇ) = tr ϑ̆ ᾰ ẇΣ ẇ + u̇u̇ ᾰ ϑ̆ .
0

0 0

Because the trace is invariant under cyclic permutations and because ϑ̆ 0 ϑ̆ = In
since ϑ is a rotation matrix, this simplifies to
!
0
0 0
g(u̇ ~ ẇ) = tr ᾰ ẇΣ ẇ + u̇u̇ ᾰ .
By the product rule,

ẇ = α̇ϑ + α ϑ̇
and therefore
ẇΣ ẇ 0 = α̇ϑΣϑ 0 α̇ 0 + α̇ϑΣ ϑ̇ 0 α 0
+ α ϑ̇Σϑ 0 α̇ 0 + α ϑ̇Σ ϑ̇ 0 α.
Since Σ = cIn , we have ẇΣ ẇ 0 = c ẇ ẇ 0. The term ẇ ẇ 0 expands as
ẇ ẇ 0 = α̇ α̇ 0 + α̇ϑ ϑ̇ 0 α 0
+ α ϑ̇ϑ 0 α̇ 0 + α ϑ̇ ϑ̇ 0 α 0
and so tr( ᾰ ẇ ẇ 0 ᾰ 0 ) expands as




tr ᾰ ẇ ẇ 0 ᾰ 0 = tr ᾰ α̇ α̇ 0 ᾰ 0 + tr ᾰ α̇ϑ ϑ̇ 0




+ tr ϑ̇ϑ 0 α̇ 0 ᾰ 0 + tr ϑ̇ϑ 0

Since ϑ is a rotation matrix, ϑϑ 0 = In . Taking the derivative gives ϑ̇ϑ 0 + ϑ ϑ̇ 0 =
ϑ̇ϑ 0 + ( ϑ̇ϑ 0 ) 0 = 0, and therefore ϑ̇ϑ 0 is skew symmetric and thus has zeros
along the diagonal. Since ᾰ α̇ is diagonal, it follows that tr( ᾰ α̇ϑ ϑ̇ 0 ) = 0.
Similar reasoning yields tr( ϑ̇ϑ 0 α̇ 0 ᾰ 0 ) = 0. Therefore




tr ᾰ ẇ ẇ 0 ᾰ 0 = tr ᾰ α̇ α̇ 0 ᾰ 0 + tr ϑ̇ ϑ̇ 0
Substituting this back into g( ẋ) gives

0

g(u̇ ~ ẇ) = tr ᾰ c α̇ α̇ + u̇u̇ ᾰ
0

0

!



+ tr ϑ̇ ϑ̇ 0 .

By Definitions 7 and 8 and Corollary 1, the metric for ZΣk1 ...k m × SO(n) where
Σ = cIn is given by
!


0
0 0
h((u̇ ~ α̇, ϑ̇)) = tr ᾰ c α̇ α̇ + u̇u̇ ᾰ + tr ϑ̇ ϑ̇ 0 .

By definition, ϕ is an isometry if g(x) = h(dϕ(x)), and since dϕ(u̇ ~ ẇ) =
(u̇ ~ α̇, ϑ̇), where w = αϑ, the mapping ϕ is an isometry.
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In Proposition 5, we assumed that the covariance matrix of the perceptual
importance distribution is a uniform scaling matrix, which is a more restrictive
than was made in Proposition 3 or Proposition 4. For example, if perceptual
importance is distributed uniformly inside a rectangular region that is wider
than it is tall, then this will violate the assumption. To gain intuition for why
this violation is problematic, notice that panning induces a constant motion
field, whereas zooming about the center of the screen induces a motion field
that increases in magnitude with distance from the center of the screen. For
Z11 (two unlinked axes), zooming on the horizontal axis will therefore be
more costly than zooming on the vertical axis. However, for Z P11R , a 90
degree rotation will reverse the situation, since the axis that was horizontal
is now vertical and the axis that was vertical is now horizontal. Therefore,
rotation and zooming are entangled in the case of a rectangular importance
distribution, whereas they can be disentangled if we make the assumption that
Σ is of the form cIn .
To place this work in the context of previous work, we now show a relationship between hyperbolic space and u, w space. First, we will define u, w-space
Definition 9 (u, w-space). The manifold UW ρ is defined as
UW ρ = {(u, w) : u ∈ R ∧ w ∈ R>0 }

together with the metric

ρ2 u̇2
ẇ 2
+
w2
ρ2 w 2

g((u̇, ẇ)) =

We now show a relationship between UW ρ and H 2 :
Proposition 6 (u, w-space isometry). The transformation
ϕ((u, w)) = (u, w/ ρ2 )
is an isometry from UW ρ to Ψ1/ρ H 2 .
Proof. By Definition 9, the metric for UW ρ is
g((u̇, ẇ)) =

ẇ 2
ρ2 u̇2
+
.
w2
ρ2 w 2

By Definitions 5 and 6, the metric for Ψ1/ρ H 2 is given by
h((u̇, v̇)) =

u̇2 + v̇ 2
.
ρ2 v 2

By definition, ϕ is an isometry if
g((u̇, ẇ)) = h(dϕ((u̇, ẇ)))


= h u̇, ẇ/ ρ2


u̇2 + ẇ 2 / ρ4
=
w 2 / ρ2
2
ρ u̇2
ẇ 2
= 2 + 2 2
w
ρ w
and so clearly ϕ is an isometry.
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6.7

conclusion

We have introduced a geometric framework for navigation that generalizes
the approach of van Wijk and Nuij [95, 96]. Using this framework, we have
analyzed eleven zooming and panning problems, showing via isometries that,
with a few assumptions, their geometries can be expressed using combinations
of simpler manifolds. As a result, known properties of the simpler manifolds
can be directly applied to solve zooming and panning problems. For example,
the geodesics of hyperbolic space are well known [14], and the isometries
of the previous section can easily be applied to transform the geodesics of
hyperbolic space into geodesics for zooming and panning.
The results of this analysis are largely what one might expect. For example,
optimal navigation for zooming and panning in two dimensions with unlinked
axes is given by finding the optimal one-dimensional zooming and panning
path for each axis independently. Similarly, optimal zooming and panning
in three dimensions with rotation is given by applying SLERP for rotation
alongside the optimal sans-rotation zooming and panning path. Although
these solutions might have guessed before delving into the mathematical
calculations, it is comforting to know that they rest on firm mathematical
foundations.
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7
T H E G E O M E T RY O F Z O O M I N G A N D PA N N I N G O N A
SPHERE

7.1

introduction

Of the many ways to depict the earth on a computer screen, perhaps the
simplest is the globe. All projections from the earth to 2D will inevitably
introduce distortions, but the globe is unique in that these distortions are
easily perceived, whereas in other map projections it can be difficult to tell
which areas are being distorted and by how much. Since a globe can only
show (at most) half the earth at once, and only the region in the center of the
screen has low distortion, it is useful in interactive applications to allow the
globe to be rotated in order to focus on different regions. Since the globe has
interesting features at multiple levels of scale, it is also useful to allow the
user to zoom in and out in order to change the trade-off between the amount
of information that is shown and the detail in which it is shown.
To visualize these operations of rotation and zooming, we can imagine a
camera that always remains pointed at the center of the earth, where the image
captured by the camera is shown onscreen. We can move the camera closer to
the earth’s surface to zoom in or move farther away from the earth’s surface to
zoom out. We can rotate the camera about an axis passing through the center
of the earth in order to change the focal point. We will use the term view to
refer to a specific position and orientation of the camera.
This paper considers the following navigation problem on the sphere: along
which path should the camera be moved in order to reach a given target view?
Following previous work in optimal navigation strategies [95], we desire two
properties from this path:
1. We wish for this path to be smooth, by which we mean continuous in
both position and velocity, even if the target changes mid-flight.
2. We wish for the path to be efficient, by which we mean that it should
attempt to minimize some notion of perceptual cost.
Before attempting to mathematically formulate the perceptual cost, we will
informally discuss perceptual aspects of this problem that make finding a
reasonable path difficult. Consider a navigation animation in which the camera
moves away from the earth at a constant rate of ten meters per second. If
the camera is currently half a meter away from the surface of the earth,
the onscreen image will appear to be zooming out quickly. By contrast, if
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the camera is currently four hundred kilometers away from the surface, this
movement will seem imperceptibly slow, since the onscreen image will barely
appear to change. Now consider a constant-rate rotation of the camera about
the axis that passes through the camera and the center of the earth—i.e. a
rotation that fixes the point on the earth that lies at the center of the screen.
Unlike zooming, the perceptual aspects of this rotation are not affected by the
distance to the surface because the three-dimensional rotation corresponds
directly to a two-dimensional rotation on the screen, and so rotating ninety
degrees per second will feel the same regardless of whether the camera is one
meter away from the surface or four hundred kilometers. By contrast, if the
camera is rotated about an axis that lies perpendicular to the axis connecting
the camera to the center of the earth, then the perceived speed does depend
on the distance from the earth.
7.2

model

Rather than beginning with the sphere, it is simpler to begin by solving a
more abstract problem, which is zooming and panning with rotation over any
orientable surface M 2 . We model a zoom and pan position using three values:
the footprint, the altitude, and the roll. The footprint a point x in the surface
M 2 that represents the location of the camera. Specifically, the camera is
located along the line normal to the surface at the footprint. The altitude y
is a positive real number that gives the distance between the camera and the
footprint. Finally, the roll is a vector that represents the orientation of the
camera—it is a vector tangent to the surface at the footprint that points in the
world-space direction that corresponds to upwards in screen space.
7.3

perceptual cost metric

We now introduce a metric that provides an approximation of perceptual cost.
Before we define the metric, we first review the notation we will use. We
will use I to denote an interval of time. For Riemannian manifold M, point
x ∈ M, and vector v ∈ Tx M, we will use the notation Dv to denote the
covariant differential. We will always assume that covariant differentiation
is taken with respect to the Levi–Civita connection. If M is a Riemannian
manifold and v ∈ T M, then we will use the notation kvk to denote the norm
of v with respect to the metric, i.e. kvk = g(v, v) 1/2 , where g is the metric
of M. For a curve γ : I → M, we use γ̇(t) to denote the derivative of γ(t)
with respect to time evaluated at t. For a vector-valued curve v : I → T M,
we use v̇(t) to denote the covariant derivative of v(t) evaluated at t. Where
convenient, we will use the sloppy-but-convenient convention of eliding the
arguments of a function, e.g. we will use x to mean x(t).
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Definition 10. For Riemannian manifold M, the zoom manifold Zr M is given
by the set of all x ∈ M, y ∈ R>0 , and v ∈ Tx M satisfying kvk = r, together
with the metric
kdxk 2 + dy 2
ds2 =
+ kDvk 2 .
(26)
y2
In other words, perceptual cost is calculated based on the footprint movement, altitude movement, and camera roll. The perceptual cost of footprint
and altitude movements are calculated relative to the current altitude. This
can be explained intuitively: if a camera is located one meter away from the
surface of the earth, a footprint or altitude movement of one meter will result
in a large onscreen movement. By contrast, if the camera is located 500 kilometers away from the surface of the earth, a footprint or altitude movement
of one meter will be imperceptible. Unlike footprint and altitude movements,
the perceptual cost of rolling the camera is not calculated relative to altitude.
This is because rolling the camera results in a direct rotation in the 2D plane
of the screen, and this rotation is the same regardless of altitude.
We note that Zr M is quite similar to two other objects in differential
geometry. Firstly, it is similar to the Poincaré upper half-space, which has the
metric
kdxk 2 + dy 2
ds2 =
y2
Secondly, it is similar to the Sasaki metric, which is given by
ds2 = kdxk 2 + kDvk 2 .
Due to these similarities, we will frequently adapt existing results for these
objects to Zr M.
We now show that this metric flexible enough to support different penalties
applied to altitude movements, footprint movements, and camera rolls.
Proposition 7. The manifold defined by the set of all x ∈ M, y ∈ R>0 , and
v ∈ Tx M satisfying kvk = r, together with the metric
ds2 =

a2 kdxk 2 + b2 dy 2
+ c2 kDvk 2 ,
y2

where a, b, c ∈ R>0 , is isometric to Zcr /b M.
Proof. The coordinate transformation y = (a/b) ŷ and v = bv̂/c applied to
the above metric gives
ds2
kdxk 2 + d ŷ 2
=
+ kD v̂k 2 .
2
2
b
ŷ
Since kvk = r = bk v̂k/c, we have that k v̂k = cr/b, which together with the
above metric, gives the desired result.
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7.4

isometries

We now show isometries of the underlying manifold can be promoted to
isometries of the zoom manifold.
Proposition 8. If φ : M → M is an isometry of M, then ψ : Zr M → Zr M,
defined as
ψ(x, y, v) = (φ(x), y, dφ(v)),
is an isometry of Zr M.
Proof. Let (x, y, v) = ψ( x̂, ŷ, v̂). Then x = φ( x̂), y = ŷ, and v = dφ(v̂).
Differentiation gives dx = dφ(d x̂), dy = d ŷ, and Dv = dφ(D v̂), where dφ is
the pushforward of φ. Substitution in the metric of Zr M (26) gives
ds2 =

kdϕ(d x̂)k 2 + d ŷ 2
+ kdϕ(D v̂)k 2 .
y2

Because ϕ is an isometry, this simplifies to
ds2 =

kd x̂k 2 + d ŷ 2
+ kD v̂k 2
y2

which matches (26), and therefore ψ is an isometry.
7.5



geodesic equations

For zooming and panning, we are interested in finding paths through Zr M that
are optimal with respect to the metric. Such paths must be geodesics, and so
we now begin by finding the differential equations describing these geodesics.
In this and subsequent sections, we will use the Riemannian curvature
tensor R(α, β)u. The precise definition of the curvature tensor varies among
authors—we will use definition of do Carmo [27]. For u ∈ Tx M that varies
by α and by β, the Riemannian curvature tensor is defined as
!
D D
D D
∂x ∂x
u=
u+R
,
u.
dα d β
d β dα
∂ β ∂α
In this section, we will prove the following result:

Proposition 9 (Geodesic differential equations). The geodesics of Zr M satisfy
k v̇k 2
v
r2
ẏ 2 − k ẋk 2
ÿ =
y
2 ẋ ẏ
ẍ =
+ R(v, v̇) ẋ y 2
y
v̈ = −

(27a)
(27b)
(27c)

We will prove this using the calculus of variations. This proof relies
heavily on the derivation by Ballman et al. [7] for Sasaki metrics on unit
tangent bundles, which in turn is based on the derivation by Sasaki [80, 81].
To begin we state a necessary condition for geodesics:
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Lemma 1 (Geodesic Lagrangian). A geodesic γ(t) = (x, y, v) of Zr M is a
stationary point of
Z

!
1 b k ẋk 2 + ẏ 2
2
2
2
L=
+ k v̇k − λ kvk − r
dt.
(28)
2 a
y2
where λ varies over t.

Proof. By definition, a geodesic λ(t) = (x, y, v) minimizes the energy functional
!
Z
1 b k ẋk 2 + ẏ 2
2
+ k v̇k dt.
E=
2 a
y2
Since, by the definition of Zr M, we have the constraint kvk = r, we augment the above energy functional with a Lagrange multiplier capturing this
constraint, giving the Lagrangian (28), and it is well known that an energyminimizing path subject to the constraint must be a stationary point of the
Lagrangian.

Lemma 2 (Roll trajectory). A stationary point of the Lagrangian (28) satisfies
(27a).
Proof. Consider an arbitrary variation of v in terms of  that leaves fixed the
footprint x and the endpoint values of v at times a and b. Then a necessary
condition for γ to be minimal is that dL/d = 0. Expanding and removing
terms that do not vary with  gives
Z

dL 1 b ∂ 
0=
=
k v̇k 2 − λ kvk 2 dt
d
2 a ∂
Using the product rule for inner products gives
+
*
+!
Z b *
dL
D
D
=
v̇, v̇ − λ
v, v dt
0=
d
d
d
a

Interchanging the order of differentiation in the term (D/d ) v̇ gives
!
+
*
+!
Z b *
∂x
D
D D
dL
=
v + R ẋ,
v, v̇ − λ
v, v dt
0=
d
dt d
∂
d
a
+
*
+!
Z b *
D D
D
=
v, v̇ − λ
v, v dt
dt d
d
a

where R is the curvature tensor, which appears because covariant differentiations do not commute and disappears because we have left the footprint fixed,
and so ∂ x/∂ = 0. Moving D/dt outside the inner product yields
*
+ *
+
*
+!
Z b
d D
dL
D
D
0=
=
v, v̇ −
v, v̈ − λ
v, v dt
d
dt d
d
d
a
The d/dt term integrates to zero because the variation does not affect the
endpoints and therefore (D/d )v = 0 at times a and b, and so this simplifies
to
+
Z b*
dL
D
0=
=−
v, v̈ + λv dt
d
d
a
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Since the variation is arbitrary, this implies
0 = v̈ + λv.

(29)

Applying the inner product of v to both sides gives
0 = hv̈, vi + λhv, vi = hv̈, vi + λr 2 .
Pulling the derivatives out gives
0 = hv̈, vi + λr 2
d
= hv̇, vi − hv̇, v̇i + λr 2
dt
1 d2
=
hv, vi − hv̇, v̇i + λr 2
2 dt 2
Since hv, vi = r 2 , the d 2 /dt 2 term is zero, and therefore
λ=

k v̇k 2
.
r2

Substituting this into (29) and rearranging gives (27a).



Lemma 3 (Altitude trajectory). A stationary point of the Lagrangian (28)
satisfies (27b).
Proof. Consider an arbitrary fixed-endpoint variation of y in terms of . A
geodesic must satisfy
0=
=
=

dL
d
Z b
Z

a

b

a

!
ẏ ∂ ẏ ẏ 2 ∂ y
k ẋk 2 ∂ y
dt
+
−
y 3 ∂ y 2 ∂ y 3 ∂
!
!
ẏ 2 ∂ y
ÿ ∂ y
k ẋk 2 ∂ y d ẏ ∂ y
− 3
+
+
−
dt
y ∂ dt y 2 ∂
y 3 ∂ y 2 ∂
−

Because the variation fixes the endpoints of y, the d/dt term integrates to
zero, and so the integral simplifies to
!
Z b
ÿ ∂ y
k ẋk 2 ẏ 2
− 3 + 3− 2
dt.
y
y
y ∂
a
Because the variation is arbitrary, to make this integral equal to zero we must
have
ÿ
k ẋk 2 ẏ 2
0 = − 3 + 3 − 2,
y
y
y
and solving for ÿ gives (27b).



Lemma 4 (Footprint trajectory). A geodesic of Zr M satisfies (27c).
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Proof. Consider an arbitrary variation of x and v in terms of . We find
dJ
d
Z

!
1 b ∂ k ẋk 2 + ẏ 2
2
2
2
+ k v̇k − λ kvk − r
dt
=
2 a ∂
y2
!
Z
1 b 1 ∂
∂
∂
2
2
2
=
k ẋk +
k v̇k − λ
kvk dt
2 a y 2 ∂
∂
∂
*
+ *
+
*
+!
Z b
1 D
D
D
=
ẋ, ẋ +
v̇, v̇ − λ
v, v dt.
d
d
y 2 d
a

0=

(30)

The first summand expands to
*
+
+
*
+
*
1 D
1 d ∂
1 ∂
ẋ,
ẋ
=
x,
ẋ
−
x,
ẍ
.
y 2 d
y 2 dt ∂
y 2 ∂

The d/dt term can be further expanded as
+
*
+
!*
+
*
1 d ∂
d 1 ∂
d 1
∂
x, ẋ =
x, ẋ −
x, ẋ
dt y 2 ∂
dt y 2 ∂
y 2 dt ∂
*
*
+
+
d 1 ∂
ẏ ∂
x,
ẋ
x,
ẋ
=
+
2
.
dt y 2 ∂
y 3 ∂

When integrated, the first summand becomes zero because the variation fixes
the endpoints of x. Therefore,
*
+
+
Z b
Z b*
ẍ
1 D
∂ x 2 ẏ ẋ
ẋ, ẋ dt =
,
− 2 dt.
2 d
∂ y 3
y
a y
a
Next we expand the second summand of (30):
*
+ *
+ *
!
+
D
D D
∂x
v̇, v̇ =
v, v̇ + R ẋ,
v, v̇
d
dt d
∂
*
+ *
+ *
!
+
D
∂x
d D
v, v̇ −
v, v̈ + R ẋ,
v, v̇ .
=
dt d
d
∂

The d/dt term integrates to zero because the endpoints of v are fixed. By the
symmetries of the curvature tensor,
*
!
+ *
+
∂x
∂x
R ẋ,
v, v̇ = R (v, v̇) ẋ,
.
∂
∂
Therefore,
Z

b
a

*

+
+ *
+!
Z b *
D
∂x
D
v̇, v̇ dt =
R (v, v̇) ẋ,
−
v, v̈ dt.
d
∂
d
a

Putting these together, we have
0=
=

dJ
d
Z b *
a

+ *
+!
∂ x 2 ẋ ẏ
ẍ
D
, 3 − 2 + R(v, v̇) ẋ −
v, v̈ + λv dt.
∂ y
d
y

95

7.6 simplifying the geodesic equations

From (29), v̈ + λv = 0, and so this simplifies to
+
Z b*
∂ x 2 ẋ ẏ
dJ
ẍ
0=
=
,
− 2 + R(v, v̇) ẋ dt.
d
∂ y 3
y
a
Because ∂ x/∂ is arbitrary, this implies that
2 ẋ ẏ
ẍ
− 2 + R(v, v̇) ẋ = 0.
3
y
y
Solving for ẍ gives (27c).



The main result of the section now follows trivially:
Proof of Proposition 9. By Lemma 1, a geodesic must be a stationary point
of the Lagrangian (28), and by Lemmas 2 to 4, a stationary point of the
Lagrangian must satisfy Equations (27a) to (27c).

From this proposition, the following follows:
Corollary 2. A geodesic in Zr M has constant k v̇k.
Proof. The proof for Sasaki metrics [7] is easily adapted. From Proposition 9,
a geodesic of Zr M must satisfy Equations (27a) to (27c). Using (27a)
d
k v̇k 2
k v̇k 2 = 2hv̈, v̇i = 2 2 hv, v̇i.
dt
r
By the derivative of the constraint,
d
d
hv, vi = 2hv̇, vi = r 2 = 0,
dt
dt
and so

d
k v̇k 2 = 0,
dt
which implies that k v̇k is constant.
7.6

(31)


simplifying the geodesic equations

To solve the geodesic equations, it is helpful to classify geodesics into two
categories:
1. A stationary-footprint geodesic has a footprint that does not vary over
time.
2. A moving-footprint geodesic has a footprint that varies over time.
We now present a closed-form solution for the stationary-footprint geodesics
of Zr M 2 . The proof presented here is based on that of van Wijk and Nuij for
u, w-space [95].
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Proposition 10. A stationary-footprint geodesic of Zr M 2 has the form
y = y0 eαt

(32a)

v = ϑ βt v0

(32b)

where x ∈ M, y0 ∈ R>0 , α, β ∈ R, and v0 ∈ Txr M are constants, v0 satisfies
kv0 k = 1, and ϑθ v denotes the vector given by rotating v about the surface
normal by angle θ.
Proof. By Proposition 9, a geodesic of Zr M satisfies Equations (27a) to (27c).
Because x is constant, both ẋ and ẍ are zero, and so (27c) is satisfied. Upon
substitution and differentiation, (27b) becomes
y0 α 2 eαt =

y02 α 2 e2αt
y0 eαt

and so it also holds. To show that (27a) holds, we will identify the tangent
space Tx M with the complex plane such that the norm is identified with the
complex absolute value. The rotation operation is then given by ϑ βt = eiβt ,
where i is the imaginary unit. Upon substitution and differentiation, (27a)
becomes
− β 2 e2iβt
− β 2 eiβt =
eiβt
and so it holds as well.

For moving-footprint geodesics of Zr M, we cannot find a closed-form
solution without specifying M. However, we can still simplify Equations (27a)
to (27c). In particular, we can find a closed-form solution to the altitude
trajectory, and we simplify the footprint trajectory. To simplify the derivation,
we introduce the following definition:
Definition 11. A geodesic of Zr M is standard if the following two conditions
hold:
1. It is a moving-footprint geodesic.
2. Its speed ṡ satisfies ṡ2 = 1 + k v̇k 2 .
We now specify the form of standard geodesics.
Proposition 11 (Standard geodesics). A standard geodesic γ(t) = (x, y, v) of
Zr M 2 has the form
ẋ = A sech2 (t + ρ0 )u
2

(33a)

u̇ = y R(v, v̇)u

(33b)

y = A sech(t + ρ0 )

(33c)

2

v̈ = −

k v̇k
v
r2

where A ∈ R>0 and ρ0 ∈ R.
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Proof. By Proposition 9, a geodesic of Zr M satisfies Equations (27a) to (27c).
Since (33d) is simply (27a) repeated, it is clearly satisfied. We now show that
Equations (33a) to (33c) are also satisfied.
By definition, a standard geodesic satisfies
k ẋk 2 + ẏ 2
= 1.
y2
In order to satisfy the equality of the left and right hand sides, let
ẋ = y sin(2 β)u

(34a)

ẏ = y cos(2 β)

(34b)

where β ∈ R and u ∈ Tx M vary over time, and kuk = 1. Substituting this into
(27b) gives
ÿ = y cos2 (2 β) − y sin2 (2 β)
By differentiating (34b), ÿ can also be calculated as

ÿ = y cos2 (2 β) − 2y sin(2 β) β̇
Combining these two expressions for ÿ and simplifying gives
β̇ = cos β sin β
Integrating gives

(35)

ln tan β = r 0 + t

where r 0 is a constant of integration. Letting t ∗ = r 0 + t, we have from the
∗
above that tan β = e t . Since
1 − tan2 β 1 − e2t
∗
cos(2 β) =
=
∗ = − tanh t
2
2t
1 + tan β 1 + e
∗

we can expand (34b) to
Integrating gives

ẏ = −y tanh t ∗ .
ln y = ln A − ln cosh t ∗

where ln A is an integration constant. Solving for y gives (33c).
We now simplify the expression for x. Using (33c) and the trigonometric identity sin 2 β = 2 tan β/(1 + tan2 β) in (34a) gives (33a) Taking the
covariant derivative of (34a) gives
ẍ = ẏ sin(2 β)u + 2 β̇y cos(2 β)u + y sin(2 β)u̇
Substituting ẏ using (34b) and β̇ using (35) and simplifying gives
ẍ = 2y cos(2 β) sin(2 β)u + y sin(2 β)u̇
Substituting ẋ and ẏ into (27c) gives
ẍ = 2y sin(2 β) cos(2 β)u + y 3 sin(2 β)R(v, v̇)u
Combining the two forms of ẍ and simplifying gives (33b).
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7.7

geodesics on the sphere

Up to now, we have defined x as a point on a general manifold. To reach a
specific solution, we must specify the specific manifold upon which x is a
point. Since we are interested in zooming and panning over a sphere, we now
introduce a spherical coordinate system for x.
Definition 12 (Spherical coordinates). Spherical coordinates are given by the
set of all x = (θ, ϕ), where θ ∈ [0, π) and ϕ ∈ [0, 2π), together with the metric
kdxk 2 = dθ 2 + sin2 θ dϕ2

(36)

We will use the notation v θ and v ϑ to refer θ and ϑ components of v. In
this and subsequent sections, all subscript and superscript indices (e.g. i, j, k)
are assumed to range over {θ, ϕ}. Einstein summation notation is used in this
section: when two free indices appear in a product they are implicitly summed
over. Additionally, a subscript i appearing after a comma denotes a partial
derivative with respect to x i , e.g. g j k,i = (∂/∂ x i )g j k .
We now calculate the covariant derivative in spherical coordinates.
Lemma 5. The covariant derivative in spherical coordinates is given by
v̇ m =

dv m
+ Γimj v i ẋ j
dt

(37)

where Γimj are the Christoffel symbols and are given by
ϕ

θ
Γθθ
=0

Γθθ = 0
ϕ

θ
Γθϕ
=0

Γθϕ = cot θ

θ
= − cos θ sin θ
Γϕϕ

Γϕϕ = 0

(38)

ϕ

where other cases follow from the symmetry Γimj = Γ m
ji .
Proof. The Christoffel symbols are, by definition, the values such that covariant differentiation is given by (37), and they are given by by the well-known
formula

1
g j k,i + gk i, j − gi j,k g k m
(39)
Γimj =
2
From (36), the metric tensor is given as
gθθ = 1
gθϕ = 0
gϕϕ = sin2 θ
and its inverse as
gθθ = 1
gθϕ = 0
g ϕϕ = 1/ sin2 θ
where other cases follow from the symmetry gi j = g j i . The desired result is
then given by evaluating (39).
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Lemma 6. For α, β, u ∈ T S 2 , the vector R(α, β)u is given by
(R(α, β)u) s = Risj k α i β j uk
where
θ
θ
Rϕθϕ
= −Rθϕϕ
= sin2 θ
ϕ

ϕ

Rθϕθ = −Rϕθθ = 1

and Risj k = 0 for all other s, i, j, k.
Proof. It is well-known [27] that the curvature tensor can be calculated from
the Christoffel symbols as
l
s
s
Risj k = Γik
Γ sjl − Γlj k Γils + Γik,
j − Γ j k,i

Calculating using the Christoffel symbols for spherical coordinates (38) gives
the desired result.

Definition 13. In spherical coordinates, the angle of v is the value ∠v ∈ [0, 2π)
that satisfies
v θ = kvk cos ∠v

v ϕ = kvk sin ∠v/ sin θ.
Definition 14 (Zoom sphere coordinates). In zoom sphere coordinates, each
point (x, y, v) ∈ Zr S 2 is represented by a tuple (θ, ϕ, y, ω), where (θ, ϕ) is
the footprint x in spherical coordinates, and ω = ∠v.
Due to the symmetries of the sphere, we might suspect that the footprint
traces a circle of some sort. In spherical coordinates, a curve x with constant
θ traces a circular arc. Since, from (34a), ẋ is proportional to u, if uθ = 0,
then θ̇ = 0 and therefore θ will be constant. Therefore, we will now assume
that uθ = 0 and attempt to show that the resulting curve can be made to satisfy
Equations (27a) and (33a) to (33c).
Definition 15. A geodesic of Zr M is aligned if it is both standard and has a
constant θ in spherical coordinates.
Proposition 12. An aligned geodesic of Zr S 2 in zoom sphere coordinates has
the form
cot θ
t − A cot θ tanh(t + ρ0 )
Ar 2
tanh(t + ρ0 )
ϕ=A
+B
sin θ
y = A sech(t + ρ0 )

ω=C+

where θ, A, C, and ρ0 are constants, and kuk = 1.
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(40a)
(40b)
(40c)

7.8 boundary conditions

Proof. By definition, an aligned geodesic is a standard geodesic, and by
Proposition 11, a standard geodesic of Zr S 2 with footprint has the form given
by Equations (33a) to (33d). Since (40c) is simply (33c) repeated, it is clearly
satisfied. We now show that Equations (40a) and (40b) are also satisfied.
Because we have assumed the geodesic is aligned, we must have that ẋ θ = 0.
(33a) defines ẋ θ as the product of two terms: A sech2 (t ∗ ), which is always
positive, and uθ . Therefore uθ must equal zero in order for ẋ θ to equal zero.
From Proposition 11, kuk = 1, and since uθ = 0, we must therefore must
have that uϕ = 1/ sin θ. Substituting this into (33a) gives
ϕ̇ = A

sech2 t ∗
,
sin θ

and integrating gives (40b) where B is an integration constant.
By the definition of Zr M, we have kvk = r. To satisfy this, we let
v θ = r cos ω
v ϕ = r sin ω/ sin θ
for ω ∈ R. Substituting this into (31) and solving for ω̈ gives
ω̈ = −ϕ̈ cos θ
Integrating gives

ω = C + Et − A cot θ tanh t ∗

where C and E are integration constants. We now check to see whether this
is a solution for (33b). Substituting ω in the equation for u̇θ and solving for E
gives
cot θ
E=
Ar 2
which completes the derivation of (40a).

7.8

boundary conditions

In the previous section, we derived closed-form solutions for aligned geodesics
on Zr S 2 . In this section, we solve the two-point boundary value problem of
finding an aligned geodesic between two points. The proof is based on that
by van Wijk and Nuij for u, w-space [95].
Lemma 7. An aligned geodesic of Zr S 2 having the form given by Proposition 12 with constant polar angle θ and boundary conditions
ω(0) = ω0
y(0) = y0

y(T ) = y1

ϕ(0) = ϕ0

ϕ(T ) = ϕ1
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where ϕ0 < ϕ1 is given by
ω = ω0 + y0 cot θ sinh ρ0 +

cot θ
t − A cot θ tanh(t + ρ0 )
Ar 2

(41a)

y = A sech(t + ρ0 )
sinh ρ0
tanh(t + ρ0 )
ϕ = ϕ0 + A
− y0
sin θ
sin θ
A = y0 cosh ρ0
T = ρ1 − ρ0
ρi = asinh

(41c)
(41d)
(41e)

y2
* 1

,
ϕ̀ = ϕ1 − ϕ0

(41b)

−

y02

+

(−1) i ϕ̀2 sin2

−2ϕ̀yi sin θ

θ

(41f)

+
-

(41g)

Proof. By Proposition 12, an aligned geodesic satisfies Equations (40a) to (40c).
Let ρ1 be defined by ρ1 = ρ0 + T. Using the boundary conditions for y in
(40c) gives
A = y0 cosh ρ0 = y1 cosh ρ1 ,
and substituting this in (40c) gives (41b). Moreover, this equation implies
y12 cosh2 ρ1 − y02 cosh2 ρ0 = 0.

(42)

Substituting this and the boundary conditions for ϕ into (40b) and solving for
B gives
sinh ρ0
sinh ρ1
B = ϕ 0 − y0
= ϕ 1 − y1
,
sin θ
sin θ
and substituting this and A into (40b) gives (41c). Moreover, this equation
implies
!2
sinh ρ0
2
2
y1 sinh ρ1 − ϕ̀ − y0
sin2 θ = 0
(43)
sin θ

where ϕ̀ = ϕ1 − ϕ0 . Combining Equations (42) and (43) gives
y12 cosh2 ρ1 − y02 cosh2 ρ0 = y12 sinh ρ1 − ϕ̀ − y0

sinh ρ0
sin θ

Using cosh2 ρ1 − sinh2 ρ1 = 1, this simplifies to
!2
sinh ρ0
2
2
2
y1 − y0 cosh ρ0 = − ϕ̀ − y0
sin2 θ
sin θ

!2

sin2 θ

!
2
sinh ρ0
2 sinh ρ0
+ y0
= − ϕ̀ − 2ϕ̀y0
sin2 θ
2
sin θ
sin θ
2

and then to

y12 = y02 − ϕ̀2 sin2 θ − 2ϕ̀y0 sin θ sinh ρ0 .
Solving for ρ0 gives
ρ0 = asinh *
,

y12 − y02 + ϕ̀2 sin2 θ
−2ϕ̀y0 sin θ
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A similar derivative gives ρ1 as given by (41f).
Using the boundary condition for ω in (40a) gives
ω0 = C − A cot θ tanh ρ0 = C − y0 cot θ sinh ρ0
and solving for C gives (41a).
7.9
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We now have closed-form solutions to the problem of finding an aligned
geodesic between two points in Zr S 2 that share the value of θ. In this section,
we consider the more general problem of finding a geodesic between two points
in Zr S 2 . We approach this problem by taking advantages of the isometries of
Zr S 2 .
For this section, it is convenient to use Cartesian coordinates for the footprint, i.e. we use x = (x 1 , x 2 , x 3 ), where (x 1 , x 2 , x 3 ) lies on the surface of a
sphere of radius r.
We begin by finding the result for antipodal points.
Proposition 13. The transformation
gT
f
1
Λxx10 ,v
x
,v0 (x) = e1 e2 e3
is an isometry that transforms a standard geodesic with antipodal endpoints
(x0 , y0 , v0 ) and (x1 , y1 , v1 ) where x1 = −x0 into an aligned geodesic, where
β = arctan(v1 · b, v1 · a)
x1 − x0
e1 =
2
e2 = e3 × e1
β
β
e3 = a cos + b sin
2
2
v0
a=
kv0 k
b = e1 × a
in which arctan(y, x) is the quadrant-correct version of arctan(y/x).
1
Proof. We will first show that Λxx10 ,v
,v0 is an isometry. For convenience, we will
x1 ,v1
abbreviate this as Λx0 ,v0 (x) as Λ(x). The first basis vector e1 is a unit vector
because x0 and x1 are points on the unit sphere. Note that a is a unit vector
and is orthogonal to e1 because v0 is located in the tangent plane. Therefore
b must also be a unit vector orthogonal to a and e1 , and so the second basis
vector e2 is a unit vector orthogonal to e1 . By properties of the cross product,
the third basis vector e3 is a unit vector orthogonal to e1 and e2 , and so the
transformation Λ is an isometry of the sphere, and therefore also of Zr S 2 .
Next, we show that the boundary conditions transform correctly. Note
that because cot(π/2) = 0, an aligned geodesic given by Lemma 7 for θ =
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π/2 (and therefore x 3 = 0) has constant ω = ω0 . We will therefore show
that (Λx0 ) 3 = (Λx1 ) 3 = 0 and that ω0 = ω1 , where ω0 and ω1 are those
corresponding to Λv0 and Λv1 . Since e1 is parallel to both x0 and x1 and both
e2 and e3 are orthogonal to e1 , we have that
1
 
Λx0 = 0 .
 
0
Since Λ is linear and x1 = −x0 , we also have that
−1
 
Λx1 =  0  .
 
0
All that remains is to show that ω0 = ω1 (modulo 2π of course). It is easily
shown that this condition is equivalent to the conditions
(Λv1 ) 2 = −(Λv0 ) 2
(Λv1 ) 3 = (Λv0 ) 3

where (Λv0 ) 1 = (Λv1 ) 1 = 0 because Λv0 and Λv1 are in the tangent planes
at Λx0 and Λx1 respectively. Expanding the two conditions above gives
e2 · v1 = −e2 · v0
e3 · v1 = e3 · v0

Since a and b span the tangent spaces at Λx0 and Λx1 , we can write v0 and
v1 as linear combinations of a and b. From the definitions of a and b, it is
clear that v0 = ra. Since kv1 k = r, we can express v1 as ra cos θ + rb sin θ
for some θ ∈ (−π, π ]. Evaluating β yields β = θ. Substituting these in the
above two conditions and simplifying reveals that they hold.

Next, we introduce transformations that will be used in the solution for
non-antipodal points.
Definition 16. For distinct, non-antipodal points x0 , x1 ∈ S 2 , the transformation Ωxx10 : S 2 → S 2 is defined in Cartesian coordinates by
f
gT
Ωxx10 = e1 e2 e3
where
x0 + x1
2kx0 + x1 k
x1 − x0
e2 =
kx1 − x0 k
e3 = e1 × e2
e1 =

Lemma 8. For distinct, non-antipodal points x0 , x1 ∈ S 2 , the transformation
Ωxx10 is an isometry.
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Proof. We will show that Ωxx10 is an orthogonal matrix, which implies that it
is an isometry of the sphere. Clearly e1 and e2 have unit length, and therefore
so does e3 . We now show e1 , e2 , e3 are mutually orthogonal, which implies
that Ωxx10 is orthogonal. Calculations reveal
(x0 + x1 ) · (x1 − x0 )
2kx0 + x1 k kx1 − x0 k
x0 · x1 − x1 · x0 + x1 · x1 − x0 · x0
=
2kx0 + x1 k kx1 − x0 k

e1 · e2 =

Since x0 and x1 are points on the unit sphere, x0 · x0 = x1 · x1 = 1, and so
e1 · e2 = 0 and therefore e1 and e2 are orthogonal. Since e3 is defined as the
cross product of e1 and e2 , which are orthogonal, e3 is also orthogonal with
both e1 and e2 , and therefore Ω xx10 is orthogonal.

Definition 17. The transformation Θα : S 2 → S 2 is defined as the rotation
β
about the x 2 axis by the angle α. The transformation Θϕ is defined as Θα for
α = arcsin(cos β sec ϕ), assuming that α is real.
β

Note that ϕ and β in Θϕ are used as values rather than as indices. The
β
rationale behind the specific definition of Θϕ is explained by the following
lemma.
We now show how this transformation affects points in zoom sphere coordinates:
β

Lemma 9. The rotation Θϕ , transforms a point (π/2, ϕ, y, ω), where θ = π/2,
to the point ( β, ϕ̂, y, ω̂), where
ϕ̂ = arcsin(sin ϕ csc β)
ω̂ = ω − arctan(cos β tan µ̂).

Proof. We first show that the rotation transforms x to x̂. By definition, the
rotation is given by
β

(Θϕ x) 1 = x 1 cos α − x 3 sin α
β

(Θϕ x) 2 = x 2
β

(Θϕ x) 3 = x 1 sin α + x 3 cos α
where α = arcsin(cos β sec ϕ). Expanding using α and x 1 , x 2 , x 3 and simplifying gives
β

(Θϕ x) 1 = η cos β
β

(Θϕ x) 2 = sin ϕ
β

(Θϕ x) 3 = cos β
where η = sin(arccos(cos β sec ϕ)). We now check that this matches x̂. By
the definition of spherical coordinates, we have
x̂ 1 = sin θ̂ cos ϕ̂
x̂ 2 = sin θ̂ sin ϕ̂
x̂ 3 = cos θ̂
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Expanding and simplifying gives
x̂ 1 = η cos β
x̂ 2 = sin ϕ
x̂ 3 = cos β
and so the rotation does transform x to x̂.
We next verify that the rotation transforms ω into ω̂. By definition, the
value ω represents the vector
v θ = r cos ω
v ϕ = r sin ω/ sin θ
We now calculate the components of v in Cartesian coordinates. Differentiating the mapping from spherical coordinates to Cartesian coordinates gives
ẋ 1 = θ̇ cos θ cos ϕ − ϕ̇ sin θ sin ϕ

ẋ 2 = θ̇ cos θ sin ϕ + ϕ̇ sin θ cos ϕ
ẋ 3 = −θ̇ sin θ
The Cartesian components of v are then given by substituting v θ for θ̇ and v ϕ
for ϕ̇ and simplifying using the known value θ = π/2:
v 1 = −r sin ϕ sin ω

v 2 = r cos ϕ sin ω
v 3 = −r cos ω

We now calculate the transformed components:
β

(dΘϕ v) 1 = v 1 cos α − v 3 sin α
β

(dΘϕ v) 2 = v 2
β

(dΘϕ v) 3 = v 1 sin α + v 3 cos α
Expanding and simplifying gives
v 1 = r cos β sec ϕ cos ω − rη sin ϕ sin ω

v 2 = r cos ϕ sin ω

v 3 = −rη cos ω − r cos β tan ϕ sin ω
We now find that the Cartesian representation of ω̂ and verify that it matches.
Applying the process used to transform ω to v 1 , v 2 , v 3 to transform ω̂ to
v̂ 1 , v̂ 2 , v̂ 3 and simplifying gives
v̂ 1 = r cos β sec ϕ cos ω − rη sin ϕ sin ω

v̂ 2 = r cos ϕ sin ω

v̂ 3 = −rη cos ω − r cos β tan ϕ sin ω
and so the rotation does transform ω to ω̂.
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The following result will be used in the next proposition.
β

β

Lemma 10. The transformation Θϕ is equivalent to the transformation Θ−ϕ .
β

β

Proof. By definition, Θϕ is the same as Θarcsin(cos β sec ϕ) and Θϕ is the same as
Θarcsin(cos β sec(−ϕ)) . Since sec(x) = sec(−x), these are clearly equivalent. 
We now show how to transform non-antipodal boundary conditions into an
aligned geodesic.
β

Proposition 14. The transformation Θ µ transforms a standard geodesic given
by Proposition 12 with the boundary conditions
ω(0) = ω0

ω(T ) = ω1

y(0) = y0

y(T ) = y1

ϕ(0) = −µ

ϕ(T ) = µ
θ(T ) = π/2,

θ(0) = π/2

into an aligned geodesic, where µ > 0, and β ∈ (µ, π − µ) is the solution to
0 = ω1 − ω0 + 2ω̃ −

( ρ1 − ρ0 ) cot β
+ y0 cosh ρ0 cot β(tanh ρ1 − tanh ρ0 )
y0r 2 cosh ρ0
(44)

where
ω̃ = − arctan (cos β tan µ̂)
ρi = asinh

y2
* 1

−

y02

+

(45)

(−1) i 4 µ̂2 sin2

β

−4 µ̂yi sin β

,
µ̂ = arcsin(sin µ csc β)

+
-

(46)
(47)

β

Proof. We first show that Θ µ transforms the boundary conditions into
ω̂(0) = ω0 − ω̃

ω̂(T ) = ω1 + ω̃

ŷ(0) = y0

ŷ(T ) = y1

ϕ̂(0) = − µ̂

ϕ̂(T ) = µ̂
θ̂(T ) = β,

θ̂(0) = β

where

µ̂ = arcsin(sin µ csc β)

β
By Lemma 9, Θ µ

transforms (π/2, µ, y1 , ω1 ) into ( β, µ̂, y0 , ω + ω̃). Using the
β
same lemma along with the fact µ 7→ ω̃ is odd, we find that Θ−µ transforms
β
β
(π/2, −µ, y0 , ω0 ) to (π/2, − µ̂, y0 , ω0 − ω̃). By Lemma 10, both Θ−µ and Θ µ
are the same, and so the boundary conditions transform as written.
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We now must show that the geodesic matching these boundary conditions
is aligned. By Lemma 7, an aligned geodesic satisfying all of the above
boundary conditions except for ω̂(T ) is given by
ω̂ = ω0 − ω̃ + y0 cot θ sinh ρ0 +
ŷ = A sech(t + ρ0 )
sinh ρ0
tanh(t + ρ0 )
ϕ̂ = A
− y0
sin θ
sin θ
A = y0 cosh ρ0

cot θ
t − A cot θ tanh(t + ρ0 )
Ar 2

T = ρ1 − ρ0
where ρi given by (46). All that remains is to verify that ω̂(T ) = ω1 + ω̃.
Evaluating the above definition of ω̂ at time T gives
ω̂ = ω0 − ω̃ + y0 cot β sinh ρ0
( ρ1 − ρ0 ) cot β
+
− y0 cosh ρ0 cot β tanh( ρ1 )
y0r 2 cosh ρ0
Solving (44) for ω0 and substituting into the above gives
( ρ1 − ρ0 ) cot β
+ (tanh ρ1 − tanh ρ0 )y0 cosh ρ0 cot β
y0r 2 cosh ρ0
( ρ1 − ρ0 ) cot β
− ω̃ + y0 cot β sinh ρ0 +
− y0 cosh ρ0 cot β tanh( ρ1 )
y0r 2 cosh ρ0
= w1 + ω̃

ω̂ = ω1 + 2ω̃ −

where the identity cosh ρ0 cot β tanh ρ0 = cot β sinh ρ0 was used. Therefore,
all boundary conditions are met.

For some boundary cases, there is no β in the range µ to π − µ that solves
(44), and so Proposition 14 cannot be directly applied to find a geodesic in
these cases. For the case where the solution β lies directly on the boundary
of the interval (µ, π − µ), the transformation given by Proposition 14 can be
applied in the limit as beta approaches this boundary.
However, this still does not address the case where the shortest path requires
traveling the long way around the sphere. For example, consider the problem
of finding a geodesic between two points located near, and on opposite sides
of, the north pole, where the camera is always aligned such that the north pole
is up in screen space. Suppose that r is large, i.e. the roll penalty is far greater
than the footprint movement penalty. If the footprint moves along a great
circle, then the camera must rotate 180◦ in order to reach the target orientation
because the great circle path provides no orientation benefit. If the circle
travels along the smallest circle possible, then the camera need not rotate as
much due orientation aid provided by parallel transport, but this benefit is not
large since the two points are located nearby. If the footprint always takes
the short path along the circle, then aid given by parallel transport must lie
between the great circle path and the smallest small circle path. However, if
the camera is allowed to take the long way around the circle, then the greater
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distance along the sphere can be used allows for more of the orientation change
to be accomplished by parallel transport rather than by direct rolling. In cases
where traveling the short way around the circle is clearly sub-optimal, (44)
has no solution, and so another approach is needed.
To address this problem, note that the reflection x 1 7→ −x 1 is an isometry
of the sphere that transforms µ 7→ π − µ and ω 7→ −ω. Proposition 14 can
then be applied to the transformed point. We can now handle any boundary
conditions using the following:
• If the start and end footprints are the same, then use Proposition 10.
• If the start and end footprints are antipodal, then use Proposition 13.
• If the start and end footprints are not antipodal, then use Lemmas 8
and 9 and Proposition 14. If no solution is found, then apply the above
reflection and retry.
7.10

conclusion and future work

We have introduced a metric that the approximates perceptual cost of zooming
and panning on a sphere, derived a system of differential equations for geodesic
paths, and solved this system to find closed-form solutions for geodesics.
We then solved the two-point boundary-value problem of finding particular
instances of these solutions that pass through two endpoints.
There are several avenues for future work. Firstly, we have not supplied a
proof that the two-point geodesics we have found are globally optimal, since
there may be multiple geodesics that connect these two points. In particular,
there are geodesics that travel completely around the sphere before reaching
the target point, and we have not considered these geodesics in our solution.
However, we suspect that these geodesics will not be optimal and that the
two-point geodesics we have described will be optimal.
Secondly, we have not supplied a proof that a two-point geodesic solution
always exists—in particular, we have not proved that there always exists a real
β that solves (44). However, we suspect that such a solution always exists.
Thirdly, we have found that the metric can cause an excessive amount of
zooming, especially when traveling the long way around the sphere. Future
work might modify the metric in order to better approximate perceptual cost
when zooming far away from the sphere.
Fourthly, we have assumed in most of the paper that the underlying manifold
is a sphere. The earth, however, is more accurately modeled as an ellipsoid,
and so future work might investigate the solutions on the ellipsoid.
Fifthly, and finally, we have only considered the problem of finding a
geodesic between two points. Future work might find solutions for the logarithmic, exponential, and transport maps in order to implement smoother
zooming and panning algorithms.
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This dissertation has considered smooth visualizations, i.e. visualizations
that can be represented as a continuous function that has a continuous first
derivative. A visualization that is smooth over its parameter space will produce
similar visualizations for similar parameter configurations, producing smooth
changes to the visualization as the user sweeps over parameter values. A
visualization that changes smoothly for smooth changes to the dataset inspires
confidence that the visualization will produce a similar result for similar
datasets. For animations in particular, smoothness implies that the resulting
animation is free from distracting jumps in position or velocity.
This dissertation has introduced several techniques for smooth interactive
visualization. The first technique, Bandlimited OLAP Cubes (BLOCs), allows
for interactive visualization of massive datasets after an initial precomputation step. Unlike existing data-cube approaches, BLOCs allow for smooth
visualizations of large datasets that avoid the aliasing associated visualizations produced by data cubes. BLOCs are constructed by sampling a kernel
density estimate of the dataset at a uniform rate. Once constructed, BLOCs
can BLOCs can be used to generate kernel density plots at interactive rates.
These kernel density plots are smooth because the kernels used are smooth
in the first order, and therefore the resulting plots are also smooth in the
first order. BLOCs can also be used for soft dynamic queries, which offer
a smooth alternative to standard dynamic queries. Unlike standard dynamic
queries, in which points can only be inside or outside of the selection, in soft
dynamic queries, points can be partly inside and partly outside of the selection.
This is because a selection in soft dynamic queries assigns a weight to each
point in the dataset, and this weight varies smoothly for smooth changes in
mouse position (assuming the weighting function is smooth). Provided that
the weighting function is sufficiently smooth (i.e. bandlimited), BLOCs can
be used to perform soft dynamic queries at interactive rates.
The second technique that we have introduced is linear, time-invariant (LTI)
animation. Currently, animations in visualization are commonly produced
using transitions. Transition work well for cases where each animation is
allowed to finish before the next begins, but produce velocity discontinuities
when interrupted. Moreover, if transitions are interrupted frequently, the
transition approach produces animations that appear much slower than in the
uninterrupted case. This limits their use in interfaces where animations must
frequently be interrupted due to user interaction. The LTI animation technique
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can exactly reproduce the behavior of transitions in the uninterrupted case, but
respond to interruptions more gracefully. Assuming that the easing function
is smooth and begins and ends with a zero derivative, the LTI animation
technique produces animations that are smooth in the first order.
The third technique allows for interruptible animations of zooming and
panning animations. Special care must be taken to create these animations
because zooming and panning has an inherently non-Euclidean structure, and
so applying standard animation techniques produces poor results. Generalizing signal processing techniques to the non-Euclidean setting produces
zooming and panning animations that are smooth in the first order even when
interrupted.
We have also extended the framework of efficient navigation by analyzing
several related problems. We have analyzed the case of zooming and panning in one, two, or three dimensions, with and without rotation, and with
linked, unlinked, or semi-linked axes, showing that all of these cases can be
expressed as product manifolds whose factors are hyperbolic space or the
special orthogonal group. We have also analyzed the case of zooming and
panning on a sphere, a considerably more complex problem. For this problem,
we have introduced a novel metric that approximates perceptual cost, and we
have found the geodesic equations for this metric.
8.1

limitations and future work

The techniques introduced in this dissertation are not without limitations or
caveats. A limitation of the definition of smoothness used in this dissertation
is that it permits techniques that are mathematically smooth yet perceptually
non-smooth and disallows techniques that are mathematically non-smooth and
yet still perceptually smooth. An example of the former case occurs when
animating the position of an object using either transitions or LTI animation.
Assuming the easing curve is suitably smooth, the resulting animation will be
mathematically smooth regardless of the duration of the animation. However,
if the duration is made sufficiently small, the animation will appear instantaneous (and therefore discontinuous) despite being mathematically smooth.
An example of the latter case, where a mathematically non-smooth visualization appears perceptually smooth, occurs when viewing an animation on a
computer display. Even though each pixel changes color instantaneously (or
very nearly so) as each frame of the animation is shown, the animation will
appear perceptually continuous.
Despite the differences between the mathematical definition of smoothness
and the perceptual notion of smoothness, the techniques presented in this
dissertation produce results that are perceptually smooth, as can easily be
seen from the videos that accompany this dissertation. It might be that attempting to satisfy the mathematical definition of smoothness when designing
visualization techniques leads to solutions that also tend to be perceptually
smooth. Future work might investigate quantitative definitions of smoothness
that better match perception.
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A limitation shared by both bandlimited OLAP cubes and ordinary OLAP
cubes is that neither scale well to datasets with a large number of dimensions.
In cases where datasets contain many dimensions, a BLOC can still be created
over a subset of the dimensions. Future work might investigate techniques
for automatically constructing such BLOCs on-the-fly as needed. Another
limitation of the BLOC technique is that the kernel bandwidth of the resulting visualization is limited by the resolution of the BLOC. If very narrow
bandwidths are needed, then the BLOC must have a high-resolution. This
can cause the BLOC to be sparse, with most entries containing zeros. Future
work might investigate efficient encoding schemes for such BLOCs. Future
work might also investigate BLOC-based techniques that allow drilling down
from a kernel density representation to individual data points.
The LTI animation technique produces animations that are smooth even
when the target is changed mid-flight. However, the LTI animation technique
assumes that each animation for a single visual attribute shares the same easing function and duration. If the interaction designer desires different easing
functions or durations at different times for the same visual attribute, then the
solution becomes less clear, and future work might investigate smooth animation techniques for this situation. Another limitation for the FIR animation
technique in particular is that the complexity of computing the animation is
proportional to the number of interruptions within the window given by the
duration of the easing function, whereas the classical animation technique
computes each frame in constant time. If the easing function is piecewise
polynomial, then the FIR animation technique generates an animation that
is also piecewise polynomial, where the degree of the output is equal to the
degree of the easing function. Future work might explore exploiting this to
produce a more computationally efficient animation technique—however, this
may not be necessary in practice because many animations in user interfaces
are relatively short. For example, D3 transitions default to 250 ms, and even
if animations are interrupted every frame at a frame rate of 60 frames per
second, this still only produces 15 easing function calculations per second for
the animation. Another attractive option for more computationally efficient
animations would be to use IIR filters rather than FIR filters to produce animations. This would require a constant amount of work per frame regardless
of the duration of the animation. However, in this case an interaction designer
could not specify the easing curve directly—instead, the easing curve emerges
from the specific filter used. Also, the animation produced by an IIR filter
will approach the target, but never actually reach it (although it may become
close enough for all practical purposes).
The smooth, efficient, and interruptible zooming and panning algorithm
we have introduced produces zooming and panning animations that, like the
LTI animation technique, are smooth even when interrupted mid-flight. A
limitation of this technique is that the animations produced technically never
reach the target, but merely approach it. Future work might consider animation
techniques that do reach the target, but this may be of more theoretical than
practical interest, since even though the animations never exactly reach the
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target, the distance to the target becomes negligibly small after a finite amount
of time.
The world/screen diagrams introduced to visualize the results of zooming
and panning animations are only suitable for zooming and panning in one
dimension. Future work might consider extending these diagrams to visualize
zooming and panning animations in two dimensions.
This dissertation has shown isometries between zooming and panning with
the perceptual cost metric and products manifolds whose factors are hyperbolic space and the special orthogonal group. In establishing these isometries,
assumptions about the perceptual importance distribution were made. For
example, in the case of zooming and panning in two dimensions with unlinked axes and with rotation, it was assumed that the covariance matrix of
the perceptual importance was a scaled identity matrix. Future work might
consider relaxing these assumptions.
The perceptual cost for the problem of zooming and panning on a sphere
was modeled as being proportional to the distance the camera moved and
inversely proportional to the altitude of the camera. This works well when
the camera is close to the surface of the sphere, but is a poor approximation
when the camera is far away from the surface of the sphere. Due to this,
animations between far-away points produced by this technique can appear to
zoom out more than necessary. Future work might consider a more accurate
metric. An advantage of the metric for perceptual cost that has been used in
this dissertation is that closed-form solutions to the geodesic equations were
found. For more complicated metrics, closed-form solutions may not exist,
necessitating the use of computationally expensive numerical techniques to
find the optimal paths.
The techniques presented in this dissertation were found by approaching
visualization problems from the perspective of signal processing rather than
from the perspective of algorithms. Rather than looking for solutions that
iterate over lists, increment bin counts, or traverse trees, the signal processing
approach looks for solutions that transform signals via convolution, differential equations, or by other means. Only after the desired signal-processing
system has been formulated on paper is attention given to the practicalities of
the programmatic implementation. This approach has produced compelling
solutions for the problems described in this dissertation, and it is hoped that
future work will make use of this approach to solve more problems in information visualization.
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