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R1. Analyzing Hate Groups on Social Networks 
	
Margaret	Stump	(marstump@vt.edu)	
	
Advisor:	Tanushree	Mitra	(tmitra@vt.edu),	James	Hawdon	(hawdonj@vt.edu)	
	
Social	media	provides	a	relatively	labour-free	foundation	for	hate-groups	to	grow	
their	social	networks	and	strengthen	their	influence	on	the	social	fabric.	The	sheer	
number	of	hate-groups	present	on	social	media,	along	with	their	overwhelming	
volume	of	content,	makes	it	impossible	to	perform	thorough	manual	vetting	for	each	
group.	Thus	we	ask:	How	can	we	characterize	hate-group	communication	on	social	
media?	How	can	such	characteristics	model	different	aspects	of	communication?	We	
dig	into	the	theories	of	social	framing	and	social	movement	organization	to	establish	
a	framework	that	models	the	characteristics	of	hate-group	communication.	
	
To	this	end	we	propose	a	two-fold	framing	scheme	which	firstly,	identifies	the	
problem,	solution	and	motivation	and	secondly,	analyzes	the	strategy	of	the	
communication.	We	call	this	a	Hate	content	frames	and	a	Rhetorical	device	frames,	
respectively.	Further,	we	validate	the	proposed	framing	schemes	using	a	pilot	
tweets	dataset	which	is	a	part	of	a	larger	data	collection	effort	aimed	to	analyze	
communication	of	15	Southern	Poverty	Law	Center	(SPLC)	designated	hate-groups.	
Our	long	term	goal	is	to	accumulate	cues	for	computational	models	from	this	
annotated	dataset	designed	to	analyze	online	extremism.	Towards	this	aim,	we	
present	our	work	providing	a	theoretical	base	for	our	framing	scheme	and	a	
discussion	of	the	annotation	process.	 	
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R2. Automated Computer Processing for Musical Knowledge: 
Techniques and Applications 

	
Galina	Belolipetski	(galinab@vt.edu),	Matthew	Fishman	(feesh96@vt.edu),	Michael	
Mills	(michm97@vt.edu),	Taber	Fisher	(taberf@vt.edu)	
	
Advisors:	Dr.	Eli	Tilevich	(tilevich@vt.edu),	Dr.	Charles	Nichols	(csnii@vt.edu),		
Arman	Bahraini	(arman1@vt.edu)	
	
Musicians	possess	a	wealth	of	knowledge,	accumulated	over	the	years	of	practice	
and	experience	of	playing	and	studying	music.	For	example,	music	educators	are	
well	aware	of	the	characteristics	of	musical	pieces	that	would	make	suitable	
repertoire	for	a	given	student.	Certain	parts	of	a	music	scores	represent	dissimilar	
levels	of	difficulty	and	can	be	played	by	beginner,	intermediate,	or	advanced	
students.	Information	like	that,	referred	to	as	musical	knowledge,	has	been	
documented	as	guidelines	used	by	musical	education	organizations.	However,	
applying	these	guidelines	to	solve	practical	problems	in	musical	performance	and	
education	remains	hard,	due	to	the	sheer	number	of	available	scores	and	the	
difficulty	of	analyzing	complex	musical	notation	by	hand.	There	is	great	potential	
benefit	in	rendering	musical	knowledge	amenable	for	automated	computer	
processing.	Then	powerful	computer	processing	techniques	can	be	developed	to	
answer	some	of	the	most	salient	questions	musicians	have	been	asking	daily.	What	
pieces	are	suitable	for	this	performing	ensemble?	What	is	the	list	of	band	scores	that	
prominently	feature	a	clarinet	part?	If	my	piano	student	has	just	successfully	
performed	this	piece,	what	should	be	their	next	one?	
	
	
In	this	project,	we	have	focused	on	the	problem	of	rendering	music	knowledge	
amenable	for	automated	computer	processing	and	applying	the	result	to	different	
avenues.	To	that	end,	we	have	created	the	Toscanini	API,	a	JavaScript	framework	
that	retrieves	valuable	information	from	written	musical	scores,	such	as	key	
signature,	pitch	range,	and	rhythmic	complexity.	We	are	constantly	enhancing	and	
evolving	the	API	to	support	new	applications.	To	validate	Toscanini,	we	have	
applied	this	API	to	two	applications:	GradeLevel	and	Translate.	The	GradeLevel	
application	automatically	grades	individual	scores,	leveraging	the	manual	guidelines	
provided	through	prior	collective	efforts	of	university	music	teachers.	The	Translate	
application	automatically	translates	musical	notation	into	its	natural	language	
counterpart,	thereby	automatically	describing	musical	scores	in	a	way	that	non-
musicians	can	understand.	Our	experiences	with	GradeLevel	and	Translate	show	the	
effectiveness	of	the	Toscanini	framework	in	automatically	processing	musical	
knowledge	and	opens	up	numerous	additional	opportunities	to	apply	this	
technology.		 	
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R3. Building a Kernel in Rust for the Raspberry Pi: An 
Experimental Course on Operating Systems 
	
James	Taylor	(jamestay@vt.edu),	Ariana	Herbst	(herbst@vt.edu)	
	
Advisor:	Godmar	Back	(gback@vt.edu)	
	
While	C	is	prevalent	in	production	code,	code	written	in	C	is	prone	to	memory	leaks,	
segfaults,	and	data	races.		Any	student	who	has	taken	Computer	Systems	knows	how	
difficult	it	can	be	to	detect	and	debug	these	errors;	out	“in	the	wild”,	they	can	be	
even	more	difficult	to	fix.		We	evaluated	the	feasibility	of	a	Computer	Systems	course	
in	which	students	program	actual	hardware	(Raspberry	Pi	3)	in	Rust,	an	emerging	
programming	language	which	places	a	high	priority	on	code	safety.	
	
We	utilized	resources	from	Stanford’s	course	CS140e:	An	Experimental	Course	on	
Operating	Systems	to	gain	an	understanding	of	a	variety	lower-level	systems	and	
hardware	concepts,	including	drivers,	file	systems,	virtual	memory	subsystems,	and	
hardware	registers.	
	
We	were	able	to	build	a	Raspberry	Pi	kernel	in	Rust,	which	a	work-in-progress	
process	scheduler,	memory	manager,	and	basic	hardware	drivers	for	UART	
communication	and	the	board’s	embedded	GPIO	pins.	Throughout	the	project,	we	
worked	using	the	Rust	toolchain	and	considered	best	practices	for	lower-level,	
hardware-focused	development.	
	
If	this	course	is	held	at	Virginia	Tech,	it	will	give	students	the	experience	of	building	
a	kernel	from	the	ground	up,	while	also	teaching	about	safe	data	management	and	
low	level	systems.	 	
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R4. Civil War Photo Sleuth: Using Crowdsourcing and Computer 
Vision to Identify a Person in Historical Photographs  
	
David	Thames	(davidct@vt.edu)	
	
Advisors:	Dr.	Kurt	Luther	(kluther@vt.edu)	
	
The	American	Civil	War	was	the	first	major	conflict	to	be	extensively	photographed.	
Many	of	these	photos	remain,	but	over	time	their	identities	have	been	lost.	We	
introduce	a	web-based	platform	called	Civil	War	Photo	Sleuth	to	help	users	identify	
unknown	soldiers	in	portraits	from	the	American	Civil	War	era.	Our	system	employs	
a	novel	person	identification	pipeline	by	leveraging	the	complementary	strengths	of	
crowdsourced	sensemaking	and	face	recognition	algorithms.	Face	recognition	and	
military	records	are	used	to	narrow	down	search	results	since	our	initial	tests	have	
shown	near-perfect	recall,	i.e.	low	chance	of	false	negatives,	with	face	recognition.	
However,	face	recognition	lacks	high	precision,	so	crowdsourcing	is	used	to	help	the	
user	further	narrow	the	results	and	find	a	final	match.	 	
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R5. From (Lack of) Data Quality to (Lack of) Product Safety 
	
Sushma	Mandava	(sushma16@vt.edu)	 	
	
Advisor:	Dr.	Cliff	Shaffer	(shaffer@vt.edu)		
	
The	chemical	ingredients	in	products	are	only	loosely	regulated	and	in	general	are	
"considered	safe	until	proven	otherwise".	The	burden	of	proof	rests	on	the	
government	or	independent	scientists.	Many	individuals	therefore	prefer	to	avoid	
chemicals	of	questionable	safety.	But	they	can’t	make	informed	decisions	about	
what	products	to	avoid	unless	they	know	product	ingredients.	To	help	consumers,	
the	government	has	created	two	databases	of	household	products	that	lists	product	
ingredients:	The	Department	of	Health	and	Human	Service’s	“Household	Products	
Database”	which	is	based	on	voluntary	entries	by	manufacturers	for	over	16,000	
consumer	brands,	and	the	Environmental	Protection	Agency’s	“Chemical	and	
Product	Category	Database”	(CPCat)	which	contains	information	mapping	
&gt;43,000	chemicals	to	products	extracted	from	publicly	available	Safety	Data	
Sheets.	Unfortunately,	chemicals	may	have	many	different	names	or	aliases,	and	
product	labeling	regulations	are	lax	with	no	consistent	guidelines.	In	most	instances,	
consumers	have	no	idea	what	is	actually	in	their	product.		
	
This	project	studied	the	quality	of	the	data	available	in	the	two	databases	with	
respect	to	quaternary	ammonium	compounds	(or	Quats)	as	a	test	case.	Quats	are	a	
class	of	chemical	frequently	used	as	disinfectants,	surfactants	and	antistatics.	They	
are	found	in	household	cleaners,	food	preservatives,	creams,	ointments,	eye	
solutions,	lawn	products,	paints,	hand	soaps,	sanitizers,	soaps,	fabric	softeners,	
dryer	sheets,	shampoos,	conditioners,	and	so	on.	They	now	pervade	our	
environment.	For	example,	more	than	50%	of	students	at	VCOM	had	ADBAC	(a	
commonly	found	Quat)	residues	on	their	hands	in	a	recent	study.	Unfortunately,	
recent	studies	show	this	class	of	chemical	to	be	unsafe	and	unhealthy.	In	mice,	use	of	
a	quat	disinfectant	in	the	mouse	room	decreased	fertility,	caused	birth	defects	and	
altered	the	immune	system.	
	
Despite	what	seemed	a	straightforward	task,	we	found	a	number	of	challenges	in	
determining	which	products	contain	which	chemicals.	Different	Quats	had	
numerous	aliases,	with	some	compounds	having	nearly	a	hundred	aliases.	We	found	
instances	where	these	aliases	are	ambiguous	in	terms	of	which	chemical	compound	
is	being	referred	to.	Inconsistency	in	product	naming	also	makes	it	difficult	to	tell	
what	chemical	is	in	which	product.	Through	a	combination	of	data	processing	and	
manual	cleaning	steps,	we	were	able	to	pinpoint	many	examples	of	logical	
inconsistencies,	and	calculate	statistics	on	the	amount	of	product	name	aliasing	that	
is	taking	place	in	the	databases.	Irregularities	and	inconsistencies	in	the	information	
provided	by	companies	leads	to	the	poor	data	quality	found	in	these	databases.	The	
consequence	is	that	consumers	generally	do	not	know	what	chemicals	are	in	the	
products	they	are	buying.	 	
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R6. GroundTruth: Identify Image Location with Crowdsourcing  
	
Anne	Hoang	(anneth12@vt.edu)	 	
	
Advisor:	Kurt	Luther	(kluther@vt.edu)	 	
	
Identify	a	location	of	an	image	is	a	time-consuming,	but	important	process	in	
information	verification.	With	the	GroundTruth	system,	a	crowdsource-based	web	
application,	the	geolocation	process	can	be	done	quicker	with	the	use	of	
crowdsourcing	to	help	the	journalists	to	narrow	the	potential	location	of	an	image.	
The	journalists	are	able	to	upload	the	image	they	want	to	geolocate,	upload	the	
aerial	diagram	with	the	corresponding	image,	and	draw	an	investigation	area	on	
Google	Map,	which	divides	the	investigation	area	into	sub-regions	(shown	as	
satellite	view)	where	crowd	workers	can	cross-check	the	satellite	view	of	the	grid	
regions	with	aerial	diagram	that	the	expert	uploaded	to	the	system.	Journalists	will	
receive	live	feedbacks	from	the	crowd	workers	helping	the	expert	narrow	down	the	
regions	where	the	potential	location	of	the	image	can	be.		 	
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R7: Identifying Credibility Components in News Sources 
	
Hithesh	Peddamekala	(hitp98@vt.edu)	 	
	
Advisor:	Tanu	Mitra	(tmitra@vt.edu)	
	
As	the	spread	of	fake	news	increases	in	various	news	platforms,	it	becomes	
increasingly	important	to	find	ways	to	help	readers	identify	the	right	information.	
By	using	natural	language	processing	techniques,	the	cue,	claim,	and	source	of	a	
statement	can	be	identified.	These	components,	cue,	claim,	and	source,	can	help	the	
reader	make	a	better	judgement	as	to	whether	a	source	or	claim	is	legitimate	or	not.	
Certain	cues	may	make	a	claim	appear	to	have	more	certainty	than	others	such	as	
“believes”	and	“admits”	versus	“thinks”	and	“claims”.	The	source	of	a	statement	is	
also	a	good	indicator	of	whether	the	claim	is	true	or	not	because	a	source	may	lean	
towards	a	particular	political	view	or	the	source	could	have	a	bad	reputation.	The	
different	components	of	a	sentence	are	obtained	by	using	dependency	parsing	and	
named	entity	recognition.	The	cue	is	identified	by	checking	if	it	is	part	of	the	list	of	
source-introducing	predicates.	The	claim	is	then	obtained	by	getting	the	subtree	
headed	by	the	CCOMP	(clausal	complement)	relation	from	the	cue.	The	NSUBJ	(noun	
subject)	relation	from	the	cue	is	the	source.	Before	the	source	is	accepted,	it	
becomes	analyzed	to	see	if	it	contains	a	named	entity.	 	
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R8: Power Prediction of Embedded System-on-a-Chip (SoC) 
Platforms via Machine Learning 
	
James	Taylor	(jamestay@vt.edu),	Brandon	Cobbs	(btcobbs@vt.edu)	
	
Advisor:	Wu	Feng	(feng@cs.vt.edu)	
	
With	the	emergence	of	integrated	CPU-GPU	systems	on	a	chip	(SoC)	for	high-
performance	embedded	computing,	e.g.,	as	found	in	self-driving	cars,	we	face	the	
challenge	of	identifying	near-optimal	configurations	for	such	SoCs	with	respect	to	
performance,	power,	and	energy	efficiency.	An	autonomous	vehicle	driving	in	a	
high-temperature	environment	is	an	important	example	of	this;	its	processor	should	
reconfigure	itself	to	draw	a	lower	power	while	offering	the	highest	possible	
performance	at	that	power	budget.	Peak	power	consumption	is	a	major	design	
constraint	that	must	be	kept	in	mind	in	order	to	ensure	the	system	reliability.	
Average	power	consumption	informs	general	energy	requirements.	
	
In	this	research,	we	explore	previously	unexplored	areas	in	dynamic	voltage	and	
frequency	scaling	(DVFS)	power	prediction	of	commodity	SoCs	with	integrated	
GPUs.	We	analyze	regression-based	machine	learning	algorithms	for	predictive	
power	consumption,	based	on	the	frequency	and	hardware	resource	consumption	
characteristics	of	various	applications.	This	allows	for	generalizing	the	selection	of	
the	best	GPU	frequency	to	run	applications	trading	off	between	power	and	
performance	while	also	avoiding	power	caps.	
	
Our	analysis	was	conducted	on	the	NVIDIA	Tegra	K1	(TK1)	SoC	in	conjunction	with	
the	Watts	Up	Power	Meter	in	order	to	measure	average	and	max	power.	This	is	
necessary	as	many	SoCs	including	the	TK1	do	not	have	on-device	direct	power	
measurement.	We	ran	the	Scalable	HeterOgeneous	Computing	(SHOC)	benchmarks	
on	multiple	GPU	frequencies	whilst	keeping	track	of	several	CPU	performance	
counters	using	nvprof.	Collected	data	was	synthesized	and	analyzed	under	several	
machine	learning	algorithms	using	Weka,	a	suite	of	data	analysis	software.	
	
In	embedded	SoCs,	both	CPU	and	GPU	performance	counters	are	relevant	in	
tracking	total	power	consumption.	We	observed	that	GPU	energy	consumption	
alone	was	not	adequate	in	creating	a	predictive	model	for	the	average	and	max	
power	for	the	TK1.	
	
Our	raw	data	for	power	prediction	has	many	non-class	attributes	and	we	use	a	
combination	of	manual	analysis	and	dimension	reduction	techniques	including	
principal	component	analysis	(PCA).	Selecting	these	attributes	allow	us	to	explore	
different	data	views	and	draw	conclusions	of	the	most	significant	metrics	which	
influence	average/max	power	consumption.	
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While	SHOC	benchmarks	were	holistic	and	were	able	to	capture	a	variety	of	CPU-
bound	and	GPU-bound	applications,	we	find	that	power	prediction	on	the	TK1	has	a	
large	number	of	factors	which	attribute	to	total	power.		Dimensionality	reduction	is	
largely	ineffective	and	power	prediction	models	on	embedded	SoCs	must	be	broadly	
scoped.	 	
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R9: Reflecting on News from Social Media Platforms  
	
Andy	Du	(apdu@vt.edu)	
	
Advisor:	Tanu	Mitra	(tmitra@vt.edu)	
	
According	to	a	recent	survey	from	Pew	Research	Center,	about	67%	of	U.S.	adults	
obtain	news	from	social	media	platforms,	with	Twitter	being	one	the	leading	
platforms.	Although	users	have	more	freedom	to	choices	and	access	to	news	sources	
and	information,	new	problems	arise.	Some	of	these	problems	include	knowing	if	
the	source	of	the	information	is	credible	and	reliable,	if	the	reported	information	is	
truthful,	and	if	the	collection	of	news	sources	is	one	sided.	The	system	aims	to	nudge	
users	to	reflect	on	their	news	reading	habits	on	social	media	platforms	(specifically	
Twitter)	rather	than	directly	intervening.	The	goal	is	to	allow	users	to	improve	their	
news	reading	habits	and	information	assessment	skills	on	social	media	platforms.	
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R10: Summarizing Online Discussions Using Intelligent User 
Interfaces 
	
Matthew	Bernas	(mb48962@vt.edu)	
	
Advisor:	Tanushree	Mitra	(tmitra@vt.edu)	
	
Since	the	inception	of	electronic	communication,	information	overload	has	been	a	
concern.	In	today’s	landscape	of	plural	social	media,	novel	challenges	for	users	
include	retaining	the	context	in	which	key	pieces	of	information	were	shared,	and	
situating	an	apparently	similar	piece	of	information	across	different	contexts.	Our	
project	aims	to	discover	the	summarization	process	of	online	discussions	by	
gathering	user	feedback.	The	main	component	of	this	project	is	the	user	interface	
that	will	be	used	to	gather	information	such	as	key	passages	and	user	generated	
summaries.	The	results	of	this	project	allow	application	to	automatically	summarize	
online	discussions	which	could	prove	helpful	in	understanding	complex	online	
discussions	that	may	have	nested	conversations	relevant	to	the	overall	experience.	
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R11: Supplementing Introductory Experiences With Worked 
Examples 
	
Michael	Friend	
	
Advisor:	Austin	Cory	Bart	
	
Over	the	last	decade,	enrollment	in	college-level	computer	science	course	has	been	
rapidly	increasing,	even	while	many	departments	struggle	to	keep	up	with	the	
demand	for	faculty.	This	imbalance	limits	students’	access	to	instructional	support	
staff	in	introductory	classes,	exacerbating	students’	difficulty	with	challenging	
materials.	Previous	research	suggests	that	Worked	Examples	–	step-by-step	
demonstrations	of	a	problem	type	–	can	be	an	efficient	pedagogical	resource	for	
novices	that	scales	efficiently	with	large	courses.	This	study	sought	to	determine	the	
potential	of	worked	examples	to	improve	students’	programming	performance.	
After	gathering	baseline	data	from	one	semester	of	an	introductory	programming	
course	for	non-Computer	Science	majors,	several	programming	assignments	were	
chosen	based	on	their	perceived	difficulty.	In	the	next	semester,	each	of	these	
problems	were	supplemented	with	a	worked	example	that	parallels	the	problem’s	
general	structure	and	concepts.	Fine-grained	log	data	was	collected	of	students’	
usage	of	the	Worked	Examples	and	their	interactions	in	the	programming	
environment.	Students’	completion	rates,	time	on	task,	and	execution	behavior	was	
compared	to	the	previous	semester	to	determine	the	effectiveness	of	the	worked	
examples.	A	survey	was	also	given	to	students	in	the	experimental	section	to	gauge	
student	perception	of	the	worked	examples.	The	analysis	of	this	data	suggests	that	
students	found	the	Worked	Examples	helpful,	although	their	impact	on	student	
performance	was	mixed.	The	results	of	this	experiment	could	help	teachers	develop	
online	material	for	introductory	classes	more	efficiently,	but	also	motivates	further	
investigations	into	the	impact	of	Worked	Examples	to	support	learners.	
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R12: UniProp: Interactive Learning by Uniformity Propagation 
	
Alyssa	Herbst	(alyssa2@vt.edu)	
	
Advisor:	Bert	Huang	(bhuang@vt.edu)	
	
Data	scientists	tend	to	like	labeled	data	because	it	tells	a	conclusive	story	about	a	
data	set.		Given	an	"X",	we	are	able	to	make	a	guess	as	to	the	"y".	However,	labeled	
data	is	time-consuming	and	expensive	to	obtain	in	real	life	because	real	people	are	
the	ones	doing	the	labeling.		Sometimes,	it	is	even	impossible	to	obtain	labeled	data	
at	the	scale	needed	for	a	project.	As	a	result,	the	goal	of	this	research	was	to	obtain	
labeled	data	at	a	large	scale	for	the	least	amount	of	cost.	
	
Currently,	a	popular	approach	to	this	issue	is	through	active	learning.		Through	
active	learning,	a	human	labeler	will	only	label	points	that	a	machine	learning	model	
is	most	uncertain	about.		This	often	leads	to	datasets	that	are	difficult	to	use	in	real	
life	because	the	labeled	data	is	sampled	unevenly,	creating	a	biased	learning	model.		
By	contrast,	our	approach	determines	the	natural	structure	of	the	data	through	
hierarchical	clustering.	A	human	labeler	is	shown	the	top-level		structure	of	the	data	
and	determines	whether	or	not	that	structure	is	uniform	(contains	only	the	same	
label).		This	is	done	by	only	looking	at	a	smaller	subset	of	the	data.	If	the	subset	is	
determined	to	be	uniform,	then	the	entire	structure	is	assumed	to	contain	the	same	
label.	If	not	uniform,	then	the	data	is	broken	into	sub-structures,	and	the	process	is	
repeated	for	the	sub-structures.		We	call	this	technique	UniProp,	or	uniformity-
propagation.	
	
Our	algorithm	is	meant	to	be	used	as	a	framework	that	can	be	adapted	to	many	
different	kinds	of	supervised	and	unsupervised	learning	algorithms.		By	taking	
advantage	of	the	natural	structure	of	a	dataset,	we	hope	to	reduce	the	bias	that	an	
active	learning	method	would	produce.	With	further	development,	our	method	may	
save	researchers	time	and	money	by	obtaining	a	much	larger	dataset	than	could	be	
obtained	by	a	human	labeler	alone.		We	explore	several	different	implementations	
of	our	framework	on	real	and	synthetic	datasets,	and	discuss	future	developments	
of	our	framework.	
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R13: Using Classroom Community to Help Students Get Started 
	
Allie	Sarver	(afsarver@vt.edu)	
	
Advisor:	Dr.	Austin	Cory	Bart	(acbart@vt.edu)	
	
The	surging	interest	in	the	field	of	Computer	Science	has	caused	introductory	
computing	class	sizes	to	expand	dramatically.	However,	these	large	classes	limit	
learners	interactions	with	instructional	staff,	interfering	with	the	development	of	
the	learning	community.	For	assignments	that	are	inherently	challenging,	like	large-
scale	programming	projects,	the	impact	of	the	limited	community	could	potentially	
be	critical	to	student	performance	and	engagement.	To	evaluate	this	impact,	an	
experiment	was	conducted	to	improve	classroom	community	in	a	large	introductory	
course	and	increase	students’	sense	of	preparedness	for	a	project	with	many	
components.	The	focal	point	of	this	intervention	was	an	opportunity	for	students	to	
form	groups	naturally	within	the	larger	student	body.	This	structure	divided	the	
class	into	8	divisions,	each	managed	by	a	single	TA	who	was	trained	in	advance	and	
prepared	with	a	script.	Within	each	division,	students	formed	their	own	smaller	
groups	to	work	on	a	paper-based	activity	that	introduced	the	project.	Afterwards,	
the	students	were	prompted	to	begin	working	on	the	project	together,	with	an	
emphasis	on	peer	interaction	to	solve	any	problems	they	may	come	upon.	After	two	
classes	dedicated	to	this	communal	setup,	students	responded	to	a	survey	that	
assessed	their	readiness	to	begin	the	project,	their	sense	of	classroom	community,	
and	if	their	sense	of	community	was	helpful	in	solving	their	problems.	This	survey	
was	administered	in	a	previous	semester	(sans	intervention)	as	a	baseline	measure.	
Survey	results	indicate	that	the	students’	sense	of	community	was	increased	from	
the	baseline,	but	that	students’	sense	of	preparedness	to	begin	the	project	was	
unchanged.	Qualitative	analysis	of	student	responses	imply	that	when	students	
encounter	a	problem,	their	first	inclination	is	to	go	to	an	authoritative	source	of	
information	such	as	a	TA	or	instructor.	Since	the	groups	were	comprised	of	all	
beginner	programmers,	students	felt	unprepared	to	attempt	the	project	even	with	
peer	support.	We	suggest	possible	improvements	to	the	intervention	strategy	that	
could	lead	to	improvements,	and	suggest	improvements	to	the	experimental	setup.	
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R14: Solving mysteries with Crowdsourced Sensemaking 
	
Asmita	Shah	(asmita21@vt.edu)	
	
Advisors:	Kurt	Luther	(kluther@vt.edu),	Chris	North	(north@cs.vt.edu)	
	
1	out	of	every	3	murder	culprits	in	America	are	not	identified.	Many	claim	this	could	
be	because	of	the	difficulty	of	searching	through	large	data	sets.	Having	individuals	
make	sense	of	these	data	sets	simply	is	neither	productive	nor	time-efficient.	
However,	combining	crowd	sourcing	with	technological	advancements	could	solve	
this	problem.	The	biggest	issue	that	we	hoped	to	solve	getting	novice	crowd	
workers	to	understand	crowd-edited	data.	Our	project	aimed	to	solve	mysteries	
with	crowd	sourced	sense-making	by	splitting	up	data	sets	into	context	slices	and	
following	a	step	by	step	process.	We	found	that	by	splitting	up	tasks	by	context	
slices	that	have	clearly	defined	inputs	and	outputs,	the	pipeline	successfully	enabled	
crowds	to	solve	a	moderately	difficult	data	set.	
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R15: Ghosts In the Attic!: 3D Selection Techniques Based on 
Progressive Refinement 

	
Kalila	Simpson	(kiki@vt.edu)	
	
Advisors:	Dr.	Doug	Bowman	(dbowman@vt.edu)	
	
VR	gaming	is	still	a	relatively	new	field	and	because	of	that	there	aren’t	many	unique	
interaction	techniques	or	any	3D	interaction	standards.	Most	games	have	very	
simple	user	interactions	based	off	similar	real-life	interactions,	or	a	previous	2D	
design	of	the	interaction.	The	goal	of	this	project	is	to	demonstrate	the	design	and	
possible	implementations	of	3D	selection	techniques.	It	has	been	shown	by	previous	
work	in	my	group	that	progressive	refinement	selection	lowers	the	precision	
required	for	selecting	game	objects.	Instead	of	making	one	precise	selection,	users	
make	a	series	of	rough	or	low	precision	selections,	thus	lowering	the	overall	
precision	required	for	the	selection.	This	project	showcases	two	3D	selection	
techniques	based	on	progressive	refinement.	The	first	technique	demonstrated	in	
the	game	is	the	Levitation	Ray;	this	technique	allows	users	to	select	a	group	of	
objects	and	then	make	their	selection	from	a	floating	grid	of	the	objects.	The	second	
technique	demonstrated	is	the	Spotlight,	which	is	useful	when	facing	enemies	in	
dense	groups	with	random	movement.	The	Spotlight	uses	a	flashlight	to	mark	
moving	enemies,	the	user	continues	to	make	selections	with	the	beam	of	light	only	
leaving	a	subset	of	the	original	group	marked,	until	only	one	remains	marked.	The	
two	progressive	refinement	selection	techniques	are	shown	in	contrast	to	the	
traditional	3D	selection	technique	based	on	picking	up	objects	in	real	life	which	is	
how	the	user	starts	the	minigame.	To	demonstrate	the	utility	and	effectiveness	of	
these	techniques,	we	embedded	them	into	an	engaging	VR	minigame	called	“Ghosts	
in	the	Attic!”	Users	first	experience	a	basic	selection	technique	based	on	a	virtual	
hand	to	illustrate	the	limitations	of	existing	methods,	then	use	Levitation	Ray	and	
Spotlight	to	obtain	a	weapon	and	defeat	the	ghosts	that	have	invaded	the	attic.	
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C1: Assessing Youth Attitudes on the Use of Sensor Technologies 
and Modeling in Managing Drinking Water  
	
Arianna	Krinos	(akrinos@vt.edu)	
	
Advisor:	Scott	McCrickard	(mccricks@cs.vt.edu)	
	
Drinking	water	quality	is	an	important	and	often	overlooked	indicator	of	social	and	
environmental	health.	As	best	demonstrated	by	recent	news	events	in	Flint,	MI,	
Toledo,	OH,	and	elsewhere,	problems	in	drinking	water	can	arise	suddenly	and	
unexpectedly,	or	develop	steadily	over	time	with	little	social	and	media	attention.	
Additionally,	however,	response	to	these	events	usually	includes	images	of	water	
sampling	bottles	and	laboratory	scientists,	and	rarely	mentions	technology-based	
management.	Here,	we	evaluate	the	exposure	of	youth	to	technologies	modernly	
used	for	the	management	of	drinking	water	quality,	including,	but	not	limited	to:	
sensor-based	monitoring,	high-frequency	data	analytics,	and	environmental	
modeling.	We	present	background	information	about	the	importance	of	computing	
technologies	in	water	quality	management,	and	provide	examples	of	currently	
employed	resources.	Additionally,	we	provide	information	about	the	influence	of	
water	quality	issues	and	education	on	water	quality	management	regimes.	We	
develop	modules	and	teaching	materials	aimed	at	educating	youth,	including	a	Java	
application,	teaching	scripts	in	Python,	and	hands-on	activities	demonstrating	the	
benefits	and	challenges	of	the	use	of	such	technologies.	As	part	of	this	research,	we	
have	collected	user	data	from	children	and	parents	involved	in	the	testing	of	our	
application,	and	we	share	information	taken	from	this	process	as	part	of	our	project.		
We	display	our	findings	relative	to	student	progress,	reaction	to	coding	activities,	
and	perceptions	of	drinking	water	technologies	subsequent	to	workshops	or	events.	
We	find	that	students	are	likely	to	view	coding	exercises	as	second	to	traditional	
hands-on	activities	when	they	have	little	past	coding	experience.	Students	require	a	
gradual	introduction	to	coding	and	data	to	avoid	feelings	of	inferiority	in	the	early	
stages	of	learning.	Although	students	generally	reported	a	greater	understanding	of	
both	water	quality	issues	and	water-related	technologies	after	our	workshop	(from	
a	mean	rating	of	3.0	to	5.9	out	of	10),	there	was	substantial	variability	in	qualitative	
comments.	While	some	students	were	more	confident	with	their	knowledge,	others	
found	it	difficult	to	maintain	engagement	with	the	code,	and	ended	the	workshop	
unsure	whether	they	had	made	progress.	Finally,	bearing	this	result	in	mind,	we	
provide	suggestions	for	ongoing	effort	and	development	as	well	as	directions	for	
future	resources	for	youth	education	on	smart	drinking	water	technology.	We	
suggest	that	visual	cues,	curricula	tailored	to	region	and	education	level,	and	
multimedia	resources	be	used	to	establish	early	links	between	environmental	issues	
and	computing	in	“digital	native”	students.		
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C2: Energy Harvesting and Optimizing Dynamic Code 
Checkpointing  
	
Aidan	Barton	(tonaid@vt.edu)	 	
	
Advisor:	Dr.	Changhee	Jung	(chjung@vt.edu)	
	
As	technology	improves,	we	incorporate	more	and	more	into	wearable	items.	Our	
watches,	even	our	earbuds	can	connect	to	the	internet.	IoT	devices	are	quickly	
storming	the	wearable	era,	and	these	devices	need	power	to	supply	them.	However,	
since	batteries	can	only	become	so	small,	the	size	of	these	devices	is	limited	to	the	
size	of	its	battery.	From	here,	the	natural	conclusion	is	to	rely	on	energy	harvesting.	
But	what	happens	if	your	IoT	device	runs	out	of	energy	in	the	middle	of	an	
application?	The	default	behavior	is	to	restart	from	the	beginning	of	program	
execution.	This	is	to	ensure	data	consistency.	What	happens	if	it	runs	out	of	energy	
intermittently	throughout	your	day?	You	would	end	up	re-running	the	same	code	
with	no	forward	progress.	This	is	where	TCCP	comes	to	the	rescue.	Transparent	
Consistency-aware	CheckPointing	(TCCP)	establishes	checkpoints	in	software	to	
preserve	consistency	and	achieve	forward	progress	in	an	application.	TCCP	can	
successfully	perform	this	feat,	but	now	needs	optimization.	There	are	currently	too	
many	checkpoints	within	most	trial	programs,	and	thus	TCCP	uses	more	power	than	
necessary.	Since	power	is	the	limiting	factor,	it	is	necessary	for	the	solution	to	
consume	the	least	amount	possible.	 	
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C3: GreenSites: Navigating Towards Sustainable Camping  
	
Michael	D'Avella	(mdavella@vt.edu),	Forrest	Doss	(forrest1@vt.edu),	Matthew	
Scanland	(mattk3@vt.edu)	
	
Advisors:	Scott	McCrickard	(dmccrick@cs.vt.edu),	Timothy	Stelter	(tstelter@vt.edu)	
	
The	GreenSites	mobile	application	allows	hikers	to	identify	campsites	that	are	
highly	sustainable	and	suited	for	repeated	use	by	the	general	public.	We	aim	to	
avoid	the	use	of	campsites	that	degrade	the	environment	and	that	have	been	
expanding	into	land	that	should	be	preserved.	Sustainability	values	are	displayed	
visually	on	an	interactive	map	that	can	guide	the	user	away	from	sites	that	are	
harmful	to	the	environment.		
	
There	is	an	expansive	problem	with	the	use	of	unsustainable	campsites	in	our	
wilderness.	Many	campers	will	choose	locations	that	look	inhabitable	or	have	been	
repeatedly	used,	but	actually	are	destroying	the	environment.	Many	individuals	will	
select	areas	close	to	a	water	source	so	that	they	can	easily	access	it.	However,	
locations	this	close	to	water	can	cause	the	unintentional	stirring	of	sediment	into	
the	water.	Human	waste	buried	at	this	distance	can	also	filter	into	the	water	from	
runoff	caused	by	precipitation.	
	
The	goal	of	this	application	is	to	guide	users	to	avoid	utilizing	these	unsustainable	
campsites	in	order	to	allow	them	to	revitalize	over	time	and	return	to	their	previous	
state.	It	will	help	users	identify	good	campsites	more	easily	as	they	can	follow	their	
location	on	the	map	to	the	closest	or	most	desirable	location.	The	application	will	
also	help	alleviate	overcrowding	in	certain	campsites	because	users	will	now	be	able	
to	find	close	by	alternative	locations	to	camp	if	they	come	upon	an	overpopulated	
site.		
	
The	application	utilizes	the	Google	Maps	API	in	order	to	offer	location	tracking	for	
the	user	and	to	display	the	sustainability	data	on	the	map.	Markers	are	placed	at	
each	campsite	that	were	evaluated	by	scientists.	The	markers	are	color	coded	
according	to	their	sustainability	values:	green	for	highly	sustainable,	yellow	for	
average,	and	red	for	unsustainable.	A	circle	is	also	placed	beneath	the	marker	to	
better	illustrate	where	the	campsite	is	located.	Users	have	the	ability	to	toggle	the	
markers,	the	transparency	of	the	circles	underneath	the	markers,	change	the	map	
view	type,	change	the	location	they	are	viewing,	and	when	location	tracking	is	
enabled,	they	can	click	anywhere	on	the	map	to	identify	how	far	away	their	current	
location	is	from	the	point	they	clicked.		
	
Our	team	performed	a	user	walkthrough	of	the	application	with	our	clients,	setting	
up	a	sample	area	around	Cheatham	Hall.	We	placed	five	markers	of	varying	
sustainability	values	and	had	the	clients	navigate	to	each	of	the	points.	They	noted	
that	it	was	very	easy	to	find	the	points	when	utilizing	the	map’s	satellite	view,	but	it	
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was	more	difficult	with	the	default	view.	They	loved	the	intuitive	user	interface	of	
the	application,	noting	that	it	was	easy	to	learn	how	to	use.		
	
Our	clients	will	be	taking	the	application	to	the	Desolation	Wilderness	this	coming	
summer.	They	will	be	using	it	to	locate	the	campsites	they	will	be	evaluating	for	
sustainability	purposes.	It	will	be	a	performance	test	to	assess	whether	or	not	the	
application	should	be	expanded	to	more	areas	of	the	country.		 	
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C4: Helping People Get ITCHY: Citizen Science along the 
Appalachian Trail  
	
James	Wilson	(jamesw12@vt.edu),	Douglas	Botello	(bdougl5@vt.edu),	Jason	
Merewitz	(jam0705@vt.edu),	Gunnar	Arnersen	(garnesen@vt.edu)	
	
	
Advisors:	Scott	McCrickard	(mccricks@vt.edu),	Timothy	Stetler	(tstelter@vt.edu),	
John	Jelesko	(jelesko@vt.edu)	
	
	
For	this	HCI	Capstone,	we	created	an	application	helping	to	further	the	ITCHY	
Project	(Investigating	Toxicodendron	Habitats	for	Years)	by	enabling	citizens	to	
help	conduct	poison	ivy	research	on	the	Appalachian	Trail,	with	little	to	no	prior	
scientific	knowledge	required.	For	our	design	we	focused	on	creating	the	smoothest	
design	possible	that	would	not	interfere	with	the	enjoyment	of	hiking	for	non-
scientists.	From	inquiries	with	hikers,	we	knew	that	an	application	that	was	too	
complex	and	time-consuming	would	interfere	with	their	hike,	and	they	would	not	
use	the	application.	We	also	needed	to	account	for	the	more	technical	needs	of	the	
users,	such	as	battery	and	data	usage.	
	
Based	on	feedback	from	Dr.	Jelesko,	we	knew	that	we	had	to	include	some	key	
features	in	the	app.	One	key	feature	was	an	identification	guide	that	informs	hikers	
of	the	different	types	of	poison	ivy,	highlighting	the	plants	and	their	growth	
patterns.	The	other	key	component	is	a	report	generation	feature,	allowing	hikers	to	
enter	multimedia	reports	of	poison	ivy	along	the	trail.	Importantly,	we	knew	that	we	
needed	to	make	it	very	easy	to	capture	multiple	pictures	for	the	report.	An	
accompanying	web	site	captures	the	hiker	reports	so	that	scientists	like	Dr.	Jelesko	
can	review	the	data.	
	
After	some	evaluation	from	Dr.	Jelesko,	we	knew	there	were	some	necessary	
changes	to	the	design.	At	first	we	knew	that	single	photo	capture	was	part	of	our	
design	to	show	the	poison	ivy,	but	it	is	also	important	to	capture	multiple	angles,	
foliage	in	the	background,	overhead	tree	coverage,	spread	of	the	poison	ivy,	and	
more.	So	we	augmented	our	design	to	include	multiple	photos	in	a	single	report,	
which	itself	had	to	undergo	multiple	iterations	until	we	came	toward	a	final	design.	
We	also	learned	that	our	design	for	our	identification	guide	wasn’t	as	intuitive	as	we	
thought,	so	we	iterated	on	that	design	as	well.	Ultimately,	our	had	to	undergo	many	
different	iterations	to	reach	a	form	that	both	Dr.	Jelesko,	and	the	people	who	would	
be	using	the	app,	would	enjoy.	
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C5: Intel PT applied to Data Structure Selection  
	
Daniel	VanGorden	(danielv3@vt.edu),	Souleymane	Dia	(sould32@vt.edu),	Robert	
Mohr	(thx1138@vt.edu)	
	
Advisor:	Changhee	Jung	(chjung@cs.vt.edu)	
	
Summary	
	 Automated	database	structure	selection	can	greatly	improve	the	
performance	of	many	programs,	but	the	actual	analysis	necessary	to	do	it	can	be	
performance	intensive.	In	production	environments	this	isn’t	practical,	and	in	some	
circumstances	realistic	usage	data	is	only	readily	available	in	production	
environments.	With	this	capstone	project,	we	present	a	lightweight	tool	using	Intel	
PT	hardware	to	collect	data	with	minimal	slowdowns	and	use	it	to	make	data	
structure	selection	recommendations,	in	this	case	for	C++	STL	data	structures.	
	
Description	
	 Our	program	makes	use	of	Intel’s	PT	hardware	through	the	Linux	Perf	tool	to	
collect	data	on	the	branch	instructions	executed	by	a	program.	Provided	that	the	
program	has	a	symbol	table	compiled	into	it,	we	can	examine	the	list	of	branch	
instructions	to	find	function	calls	that	are	relevant	to	C++	STL	data	structures.	We	
analyze	these	calls	to	determine	the	number	of	times	each	relevant	member	
function	(like	list::insert)	was	called,	and	pass	this	data	into	a	mathematical	model	
which	classifies	each	function	by	type	("insert	into	an	arbitrary	position",	"removal	
from	an	endpoint",	etc)	and	makes	a	recommendation	for	an	optimal	data	structure	
using	this	information.	
	
Utility	
	 The	chief	new	utility	of	this	program	is	the	very	low	runtime	overhead,	giving	
it	the	ability	to	run	even	in	production	environments,	with	only	the	prerequisite	
being	that	the	program	contain	a	symbol	table.	This	makes	testing	much	easier,	and	
with	easier	testing	comes	a	greater	wealth	of	data.	With	this	tool,	active	code	can	be	
tested	out	of	pure	curiosity	without	the	need	to	setup	a	special	environment.	With	
this	newfound	ease	of	data	collection,	we	can	perform	analysis	on	a	much	larger	
scale.	We	can	use	this	mass	of	data	to	try	to	improve	our	mathematical	model	over	
time.	 	
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C6: Machine Learning Approach to Dynamic Buffer Sizes in TCCP 
for Improving Energy Efficiency 
	
Paul	Walko,	Tiffany	Wang	,	Tyler	Thompson	
	
Advisors:	Changhee	Jung,	Jongouk	Choi	
	
The	lightweight	hardware	support	for	Transparent	Consistency-aware	
Check	Pointing	(TCCP)	in	intermittent	energy	harvesting	systems,	proposed	by	
Qingrui	Liu	and	Changhee	Jung,	attempts	to	solve	the	problem	of	guaranteeing	
forward	progress	correctly	for	energy	harvesting	systems	in	the	
Internet-of-Things.	By	employing	the	use	of	non-volatile	memory,	building	
systems	without	batteries	becomes	possible	for	Internet-of-Things	and	wearable	
devices.	Two	challenges	of	TCCP	were	identified	to	be	consistency-aware	check	
pointing	and	forward	progress	guarantee.	We	address	an	issue	with	ensuring	
forward	progress	where	the	caps	for	stores	and	instructions	are	set	
statically.	The	sizes	of	these	two	counters	are	to	limit	the	number	of	memory	
stores	and	instruction	stores	to	ensure	that	neither	too	few	or	too	many	stores	
or	instructions	are	committed	to	non-volatile	memory	which	can	result	in	
incorrect	forward	progress	of	the	program	running	on	this	system.	Due	to	the	
fluctuating	nature	of	energy	harvesting	systems	and	energy	availability,	the	
sizes	of	these	two	counters	are	set	from	an	average	of	past	energy	traces.	We	
seek	to	use	inductive	logic	programming,	a	subfield	of	machine	learning,	to	
predictively	change	these	two	counters	so	that	less	energy	is	wasted	on	
instructions	or	stores	that	will	never	be	committed	to	memory	due	to	a	power	
fluctuation.	If	we	correctly	guess	buffer	sizes	for	expected	power	availability,	
we	can	make	more	efficient	use	of	the	limited	energy	available	to	energy	
harvesting	systems.	To	accomplish	this,	our	algorithm	will	analyze	a	history	of	
energy	traces	to	ascertain	the	times	that	the	system	is	most	likely	to	have	an	
abundance	or	shortage	of	energy	available	to	it.	We	will	use	this	information	to	
set	the	sizes	of	the	counters	to	allow	for	more	or	fewer	stores	or	instructions	
to	be	committed	to	memory.	This	should	improve	the	energy	efficiency	of	the	TCCP	
system	while	ensuring	the	correct	forward	progress	that	is	integral	to	any	
intermittent	energy	harvesting	system.	Because	energy	efficiency	is	the	main	
issue	in	developing	Internet-of-Things	and	wearable	devices,	our	proposed	
changes	to	TCCP	should	allow	for	a	realistic	actualization	for	these	devices	of	
tomorrow.	 	
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C7: Optimizing eos.io's compiler toolchain with feedback 
directed optimization  
	
Vincent	Le	(vincentl@vt.edu),	Rishi	Pulluri	(riship@vt.edu),	Swaraj	Dhumne	
(swarajd@vt.edu)		
	
Advisor:	Changhee	Jung	(chjung@vt.edu)	
	
Cryptocurrency	technology,	specifically	blockchain	technology,	has	had	a	rapid	
growth	in	terms	of	development	and	usage.	Many	of	the	smart	contracts	that	make	
up	most	blockchains	are	developed	in	a	language	like	C	or	C++.	There	are	plenty	of	
companies	that	utilize	this	technology	in	their	core	product,	such	as	Block.one.	The	
performance	of	these	smart	contracts	is	directly	related	to	the	overall	cost	in	terms	
of	computation.	Our	goal	for	this	project	is	to	optimize	these	smart	contracts	on	the	
compiler	level	by	utilizing	feedback	directed	optimization.	This	style	of	compiler	
optimization	is	nothing	new	as	it	exists	in	modern	day	compilers.	However,	the	
programs	that	it	is	typically	used	in	are	constantly	updated	and	therefore	the	
feedback	must	be	recomputed.	The	smart	contracts	that	are	written	and	exist	within	
the	blockchain	are	written	once.	This	characteristic	that	pertains	to	blockchain	
technology	allows	for	feedback	directed	optimization	to	perform	in	ways	that	it	
could	not	in	other	programs.	The	feedback	that	we	collected	is	function	calls.	This	is	
used	for	function	inlining	which	replaces	a	function	call	with	the	actual	body	of	the	
function.	This	optimization	is	useful	for	two	reasons:	it	reduces	the	overhead	of	
function	calls	and	it	allows	for	a	more	aggressive	optimization	by	other	techniques.	
This	is	why	function	inlining	is	performed	before	other	optimizations.	Our	function	
inlining	heuristic	is	based	off	of	the	number	of	calls	a	function	has.	We	performed	
analysis	by	experimenting	with	a	variety	of	thresholds	that	dictate	whether	or	not	a	
function	should	be	inlined	and	recording	the	performance	differences.		 	
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C8: Perflint ++: An Intel PT Approach  
	
Andrew	Cooper	(squad3@vt.edu),	Kyle	Dyess	(kdyess97@vt.edu),	Mike	Liao	
(kirito@vt.edu)	
	
Advisor:	Dr.	Changhee	Jung	(chjung@cs.vt.edu)	 	
	
Perflint	is	a	container	selection	tool	in	GCC	advising	programmers	on	the	best	
container	from	the	C++	standard	library	to	use	in	their	program.		It	suffers	from	
nontrivial	overhead	typical	of	a	dynamic	instrumentation	approach	to	profiling.		We	
seek	to	address	this	deficit	by	adding	support	to	Perflint	to	utilize	Intel	PT,	a	
processor	tracer,	as	an	alternative,	effectively	replacing	instrumentation	and	its	
associated	overhead.		In	addition,	we	seek	to	set	forth	a	machine-learning	driven	
cost	model	to	replace	the	naively-implemented	models	for	more	accurate	container	
recommendations.	 	
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C9: Reducing Worst-Case Execution Time with Profile-Guided 
Optimization  
	
Dela	Anthonio,	Ariana	Herbst,	Drew	Maczugowski	
	
Advisor:	Changhee	Jung	
	
Real-time	systems,	such	as	those	used	in	pacemakers	and	airplanes,	must	complete	
tasks	before	given	deadlines	or	risk	system	failure.	The	Worst-Case	Execution	Time	
(WCET)	is	an	upper	bound	of	the	runtime	of	a	task.	WCET	is	used	to	schedule	tasks	
so	they	finish	before	a	deadline.	Therefore,	WCET	limits	the	number	of	tasks	that	
can	be	scheduled	before	a	deadline.	Profile-Guided	Optimization	(PGO)	is	a	compiler	
optimization	technique	commonly	used	to	improve	average	runtime.	However,	no	
compilers	currently	use	PGO	to	improve	WCET.	Our	project	uses	PGO	to	reduce	the	
WCET	of	tasks	so	that	we	can	safely	schedule	more	tasks	in	a	given	deadline	
interval.	
Our	method	uses	aiT,	a	tool	to	statically	identify	WCET	paths,	to	find	the	WCET	path	
of	a	program.	We	then	alter	a	profile	generated	by	a	program	run	so	that	the	WCET	
path	is	marked	as	a	“hot	path”.	We	use	gcc	to	optimize	the	WCET	path	as	if	it	were	a	
hot	path,	thus	reducing	the	WCET	instead	of	the	average	runtime.	We	continue	this	
process	until	the	WCET	is	no	longer	reduced.	By	reducing	the	WCET,	we	can	
improve	the	efficiency	of	real-time	systems	by	increasing	the	number	of	tasks	that	
can	be	scheduled	before	a	given	deadline.	 	
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C10: School Shooting Visualizations  
	
Gabriel	Simmons	(Gabriel5@vt.edu),	Tomy	Doan	(td2304@vt.edu),	Tianna	
Woodson	(tianna24@vt.edu),	Peter	Park	(nero21@vt.edu),	Evan	Keys	
(ebkeys94@vt.edu)	
	
Advisor:	Dr.	Edward	Fox	
	
In	order	to	understand	and	track	emerging	trends	in	school	violence,	there	is	no	
better	resource	than	our	current	population.	Sixty-eight	million	Americans	have	a	
Twitter	account	and	with	the	help	of	the	GETAR	(Global	Events	and	Trend	Archive	
Research)	Project,	we	were	able	to	create	datasets	of	tweets	related	to	10	school	
shooting	events.	Also	we	have	retrieved	the	URLs	of	news	headlines	relating	to	the	
same	shootings.	Our	job	is	to	use	both	datasets	to	develop	visualizations	that	may	
depict	emerging	trends.	
Based	on	the	data	that	we	had	available,	we	were	able	to	come	up	with	a	few	ideas	
such	as	word	clouds,	maps,	and	timelines.	The	goal	was	to	choose	appropriate	
representations	that	would	provide	insight	into	the	changing	conversation	America	
was	having	about	gun	violence.	We	have	been	successful	in	creating	these	visuals	
and	shifted	our	focus	to	cleaning	our	data.	
We	noticed	some	inconsistencies	and	redundancies	within	multiple	datasets.	We	felt	
it	was	best	to	go	ahead	and	clean	the	data	because	it	would	provide	more	accurate	
visuals.	For	future	work	we	want	to	continue	our	efforts	in	collecting	relevant	and	
accurate	data	for	the	10	school	shootings.	After	confirming	the	new	data	we	will	
continue	to	create	more	visuals.	 	
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C11: Sniper Memory Leak Detector  
	
Ben	Stern	(bens95@vt.edu),	Scott	McGhee	(emcghee@vt.edu)	 	
	
Advisor:	Chunghee	Jung	(chjung@cs.vt.edu)	
	
Memory	management	bugs	are	a	common	source	of	persistent	error	in	real-world	
code.These		Leaks	are	notorious	because	their	symptoms	and	causes	are	both	
insidious	and	hard-to-track.	There	are	many	other	memory	leak	detectors	out	there,	
however	due	to	their	high	overhead	cost	many	are	not	feasible	to	run	in	a	
production	environment.	Additionally,	these	tools	are	neither	automatic	nor	
systematic	meaning	a	user-set	threshold	is	needed	to	determine	what	is	a	leak.	The	
threshold	value	will	need	to	be	changed	for	every	difference	in	environment	and	
application.	To	resolve	solve	these	issues	we	present	Sniper.	Sniper	is	an	automated	
memory	leak	detection	tool	for	C/C++	production	software.	Sniper	tracks	the	
staleness	of	allocated	memory	with	little	overhead	allowing	it	to	be	run	in	
production	environments.	Sniper	then	statistically	analyzes	each	objects	staleness,	
to	find	anomalies,	which	are	memory	leaks.	Sniper	leverages	instruction	sampling	
using	performance	monitoring	units	(PMU)	in	processors	to	keep	track	of	when	
objects	are	used/updated,	allowing	the	simulator	to	update	those	object’s	staleness.	
Additionally,	Sniper	leverages	malloc	and	free	traces	to	determine	when	new	objects	
are	created	and	freed,	allowing	the	application	to	know	how	long	an	object	has	been	
“alive.”	These	traces	are	then	fed	into	the	trace	simulator,	which	will	time-
synchronize	and	sort	the	traces.	Then,	the	simulator	moves	through	the	sorted	
traces	to	recreate	the	heap	architecture.	Finally,	when	the	simulator	has	navigated	
through	all	of	the	traces,	statistical	analysis	on	the	objects	begins.	This	analysis	
transforms	the	object’s	staleness	into	statistical	anomaly	detection	using	adjusted	
box	plots.	Finally,	if	it	is	determined	that	an	object	is	leaking,	Sniper	reports	it	to	the	
user,	informing	them	what	variable	is	leaking.	To	keep	the	time	and	space	overhead	
low,	Sniper	collects	only	traces	during	the	application’s	runtime,saving	analysis	for	
offline	analysis.	This	prevents	the	expensive	object	updates	from	perturbing	the	
application’s	execution.	This	means	Sniper	has	very	little	overhead,	will	produce	no	
false	positives,	and	can	be	completely	automatic	and	systematic.	Currently	Sniper	is	
being	developed	to	use	Intel	Precise	Event	Based	Sampling	(PEBS)	to	collect	register	
data/memory	accesses.	In	the	future	Intel	PT	may	be	able	to	be	used	to	collect	more	
data	and	create	an	even	more	precise	memory	leak	detector..	
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C12: SpareMe: Personalized Micro-Content Filtering for Hate 
Speech  
	
Ben	Brott	(benbrott@vt.edu)	
	
Advisor:	Mohammed	Saad	Seyam	(seyam@vt.edu)	
	
This	project	is	a	cross-platform	mobile	web	browser	with	an	integrated	
personalized	micro-content	filter	that	helps	users	avoid	abuse,	bullying,	hate	speech,	
and	other	harmful	content	online	without	otherwise	disrupting	normal	use	of	the	
web.	
	
The	system	hides	individual	blocks	of	text	that	match	a	user’s	personal	definition	of	
harmful	content	as	each	page	loads.	The	user	can	selectively	reveal	these	blocks	of	
text	if	they	wish,	which	guarantees	that	they	have	ultimate	control	over	the	content	
they	see	and	are	able	to	address	any	false	positives.	The	project	uses	machine	
learning	based	on	word	embeddings	to	perform	the	NLP	that	drives	the	
personalized	micro-content	filter,	which	helps	users	to	build	their	personalized	
definition	of	harmful	content	more	efficiently	than	they	could	with,	for	example,	a	
simple	word	blacklist.	
	
The	project’s	goal	is	to	reduce	the	impact	of	harmful	speech	while	simultaneously	
promoting	greater	freedom	of	speech	and	eliminating	justifications	for	censorship.	
The	responsibility	of	curbing	harmful	speech	online	is	currently	entrusted	to	
content	platforms	who,	for	a	variety	of	reasons	such	as	perverse	incentives,	will	
never	solve	the	problem.	This	project	shifts	power	from	content	platforms	to	
individual	users,	who	are	each	given	the	autonomy	to	fully	personalize	their	own	
web	experience.	 	
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C13: The Gardenator: Fostering Learning by Attitudes Towards 
Science 
	
Anne	Hoang	(anneth12@vt.edu),	Haviaha	Panda	(havip95@vt.edu),	Jennifer	Shenk	
(shenky18@vt.edu)	
	
Advisors:	Lindah	Kotut	(lkotut@vt.edu),	Phyllis	Leary	Newbill	(pnewbill@vt.edu),	
Scott	McCrickard	(mccricks@cs.vt.edu)	
	
This	project	designed	and	developed	The	Gardenator,	a	scavenger	hunt	and	a	trivia	
game	combination	application	aimed	at	visitors	to	the	new	Pollinator	Garden	at	the	
Science	Museum	of	Western	Virginia	(SMWV).	The	project	sought	to	improve	user-
user	and	user-exhibit	interactivity	in	the	garden,	toward	the	purpose	of	improving	
knowledge	of	pollinator	plants	and	attitudes	towards	science	in	general.	The	
Gardenator	is	intended	to	incorporate	knowledge	gained	from	observing	typical	
garden	activity	based	on	research	about	how	learning	styles	differ	across	age	groups	
and	personalities,	leveraging	the	techniques	to	nurture	curiosity,	ambition,	and	
resourcefulness.	The	scavenger	hunt	component	serves	a	purpose	of	highlighting	all	
the	species	residing	in	the	garden,	encouraging	taking	a	picture	of	each	component	
as	a	way	of	striking	it	off	the	list.	The	application	is	further	made	unique	by	the	
inclusion	of	a	visual	recognition	in	the	picture	taking	activity	that	serves	as	a	check	
of	whether	the	picture	taken	was	of	the	item	from	the	list	before	being	struck	from	
it.	Furthermore,	the	trivia	game	provides	a	means	of	testing	both	previous	
knowledge	as	well	as	knowledge	gained	while	using	The	Gardenator	at	the	garden.			 	
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C14: Twitter Tweet Visualization on Trails 
	
Mark	Episcopo	(markpe1@vt.edu).	Patricio	Moreno	(pxmore91@vt.edu)	.	Shivani	
Raj	(rshiva1@vt.edu)	
	
Advisors:	Dr.	Scott	McCrickard	(mccricks@cs.vt.edu),	Abigail	Bartolome	
(abijbart@vt.edu),	Dr.	Ed	Fox	(fox@vt.edu)	
	
Twitter	is	a	major	source	of	data	generated	by	the	general	populace,	but	this	huge	
volume	of	loosely	structured	information	is	not	easy	to	sort	and	understand,	
particularly	for	emerging	twitter	usage	areas	like	hiking	trails	that	lack	landmarks	
like	stores,	road	intersections,	and	facilities.	By	using	big	data	analysis	and	
visualization	techniques,	it	is	possible	to	explore	this	data	and	use	it	to	identify	
interesting	behaviors.	We	used	Apache	Spark	and	Scala	on	1.5	million	tweets	from	
trails	and	grouped	them	based	on	certain	properties;	for	example,	tweets	by	trail	
outfitters,	conservancy	organizations,	and	users	with	low	followers.	We	used	the	
Scala	code	to	find	specific	themes	in	our	tweets	using	a	word	cloud	as	a	guide.	We	
were	able	to	find	prevalence	of	certain	depreciative	behaviors	on	the	trail	such	as	
nudity,	graffiti,	littering,	feeding	of	wildlife,	and	hiking	with	dogs	off-leash.	
Organizations	can	use	this	information	to	make	decisions	and	figure	out	which	trails	
have	problems	with	these	behaviors.	Based	on	our	analysis	of	this	data,	we	sought	to	
create	visual	representations	of	it	to	make	it	easy	to	communicate	destructive	
behavior	and	identify	areas	for	trail-related	service.	This	involved	filtering	to	
identify	tweets	about	hiking	that	include	coordinate	data,	mapped	with	PowerMap	
to	allow	us	to	easily	manipulate	and	visualize	this	data	in	an	interesting	and	
aesthetically	pleasing	way	that	helped	create	a	presentation	tool.	We	evaluated	the	
visualization	with	the	stakeholder	and	a	group	of	three	users.	The	evaluation	
revealed	some	problems	that	impact	users’	ability	to	filter	data	like	the	number	of	
filters.	So,	we	narrowed	the	filtered	fields	to	tweet	text,	hashtag,	and	season.	
Moreover,	we	got	some	suggestions	such	as	adding	a	scrollable	timeline	to	visualize	
the	tweets	on	specific	periods	of	time.	Beyond	the	timeline,	we	also	include	an	
animation	that	automatically	shows	how	the	tweets	on	the	trails	vary	with	time.	  
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C15: Toad3D – Designing a 3D Computer Graphics Sharing 
Application  
	
Alexander	Sung	(alek6@vt.edu)	
	
Advisor:	Changhee	Jung	(chjung@vt.edu)	
	
Computer	graphics	has	greatly	evolved	over	the	past	few	decades	with	the	
development	of	sophisticated	hardware	and	advancement	of	3D	programming	
techniques.	Where	pixelated	games,	blocky	characters,	and	restricted	user	
experience	design	dominated	our	screens	in	the	past,	today	fabricated	yet	realistic	
images	have	been	seamlessly	immersed	our	experiences.	Thanks	to	the	technical	
advances	in	3D	graphics,	artists	have	been	able	to	express	their	ideas	more	freely	
and	accurately	without	the	cost	of	investing	large	sums	of	money	on	props.	Now	our	
movies	and	video	games	can	take	us	to	see	magical	worlds	in	hyper-realistic	
fashions.	And	as	our	expectations	demand	more	and	more	realism,	artists	are	
struggling	to	keep	up.	To	create	realistic	3D	models,	assets,	and	environments	is	
extremely	tedious	and	time-consuming.	The	pipeline	of	creating	a	single	scene	is	
requires	an	array	of	roles:	storyboarding,	designing,	research	and	development,	
modeling,	texturing,	rigging,	animating,	visual	effects,	lighting,	rendering,	and	
compositing.	If	there	were	to	be	a	slowdown	in	any	point	of	the	pipeline,	the	rest	of	
pipeline	suffers.	To	remedy	this	problem,	Toad3D	serves	as	a	concept	of	design	and	
prototype	application.	The	idea	behind	Toad3D	is	to	allow	3D	artists	to	distribute	
the	work	on	a	single	model	or	asset	in	real	time,	leveraging	independent	tasks	in	the	
animation	pipeline.	With	Toad3D,	a	multiple	artists	can	be	working	on	multiple	
sections	of	a	model	at	the	same	time,	reducing	communication	overhead	of	
individual	artists	creating	separate	sub-models	and	aggregating	them	later.	Also,	
Toad3D	would	allow	artists	of	adjacent	roles	in	the	pipeline	to	streamline	their	
work.	So	theoretically,	rigging	and	animation	artists	can	start	working	on	their	tasks	
before	a	modeler	and	texture	artist	finishes	polishing	the	final	product.	Hopefully	
the	ideas	behind	Toad3D	further	the	development	of	more	sophisticated	workflows	
in	the	3D	art	community	for	both	individuals	and	large	scale	studios.			 	
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C16: Tweet Collections 
	
Liuqing	Li	(liuqing@vt.edu),	Ziqian	Song	(ziqian@vt.edu)	
	
Advisor:	Edward	Fox	(fox@vt.edu)	
	
Over	the	past	decade,	social	media	use	has	grown	exponentially.		More	and	more	
people	are	using	social	networks	to	connect	and	communicate	with	one	another,	
which	has	given	birth	to	a	new	source	of	data:	social	media	analysis.		Since	Twitter	is	
one	of	the	largest	platforms	for	text	based	user	input,	many	tools	have	been	created	
to	analyze	data	from	this	social	media	network.		
	
The	TweetCollections	project	is	designed	to	analyze	mass	amounts	of	Tweets,	and	
provide	additional	information	that	makes	the	Tweets	easy	to	categorize	and	study.		
Our	clients,	Liuqing	Li	and	Ziqian	Song,	have	provided	our	team	with	a	set	of	Tweet	
collections	and	have	asked	us	to	assign	metadata	to	them	so	that	future	researchers	
are	able	to	easily	find	relevant	collections.	This	includes	assigning	tags	and	
categories,	as	well	as	a	description	with	an	accompanying	source.	Formerly,	this	
process	had	been	done	by	hand.		While	this	improves	the	accuracy	of	the	data	
collected,	it	is	too	expensive	and	time	consuming	to	maintain.		Our	team	has	been	
tasked	with	speeding	up	the	process,	using	scripts	to	find	information	for	these	
fields	and	fill	them	out.	
	
The	majority	of	technology	used	in	our	approach	has	been	concentrated	on	Python	
and	its	many	libraries.		Python	has	made	it	easy	to	quickly	parse	through	our	Tweet	
collections	by	treating	the	input	as	an	Excel	file,	as	well	as	pulling	other	relevant	
information	from	third	party	sources	like	Wikipedia.		The	driver	will	create	a	new,	
updated	Excel	file	with	the	additional	data,	categories,	and	tags.			
	
Additionally,	an	ontology	will	be	produced	and	serve	as	reference	for	categorizing	
topics	listed	in	the	fields	from	the	input.	
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C17: TxRace – Repurposing a Data Race Detection Tool to Profile 
for Performance Debugging 
	
Logan	Merkle	(loganm2@vt.edu),	Enrique	Prieto	(epp96@vt.edu)	
	
Advisor:	Changhee	Jung	(chjung@cs.vt.edu)	
	
In	this	project,	we	utilize	a	lightweight	data	race	detection	tool	called	TxRace.TxRace	
uses	hardware	transactional	memory	(HTM)	as	well	as	a	software	based	data	race	
detection	tool,	Google’s	ThreadSanitizer.	It	utilizes	HTM	to	detect	data	conflicts	with	
the	conflict	detection	mechanism	in	HTM.	This	acts	as	a	primary	screening	for	data	
races,	once	a	conflict	has	been	detected	TxRace	passes	the	thread	sanitizer	for	
further	investigation.	This	first	screening	reduces	the	runtime	overhead	not	
executing	ThreadSanitizer	for	every	single	transaction.	Because	ThreadSanitizer	is	
sound	and	complete	there	are	no	false	positive	in	TxRace.	When	the	data	race	occurs	
at	non-concurrent	transactions	the	HTM	will	not	detect	a	data	conflict	hence	it	will	
not	send	the	potential	data	race	to	ThreadSanitizer.		Because	of	this	undetected	data	
conflict	there	is	bound	to	be	false	negatives	making	the	TxRace	sound	but	not	
complete.		
However,	our	goal	is	to	use	TxRace	as	a	transaction	profiler.	There	are	times	where	
the	HTM	may	find	unknown	data	conflicts	and	our	goal	is	to	use	TxRace	to	find	these	
data	conflicts	and	privatize	the	variables	that	caused	theses	conflicts.	Possible	
solution	could	be	to	have	the	variable	privatize	in	the	different	threads.	This	will	
allow	for	a	transactional	execution	in	which	conflicting	lines	that	may	have	caused	
an	abort	can	be	executed	atomically.	After	this	we	use	reduction	to	get	the	privatize	
value	into	what	it	should	have	been.	 	
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C18: Implementing TCP/IP networking for pintOS  
	
Kara	Vaillancourt	(kvaillancourt@vt.edu),	Kate	Nguyen	(katevy@vt.edu),	Adam	
Barth	(adam797@vt.edu)	
	
Advisor:	Godmar	Back	(gback@vt.edu)	
	
Network	connection	is	associated	with	most	of	the	modern	activities	for	which	
computers	are	used.	Even	ignoring	the	obvious	cases	of	browsing	the	web,	
applications	check	online	for	updates,	files	get	backed	up	to	the	cloud,	and	a	large	
amount	of	other	functionality	depends	on	being	able	to	communicate	on	a	network.	
Thus,	the	need	for	networking	in	any	kernel	is	immediately	apparent,	yet	the	Pintos	
operating	system,	in	its	current	form,	has	no	support	for	it.	For	our	project,	we	
added	networking	functionality	to	Pintos	by	writing	a	driver	for	the	E1000	network	
interface	controller	and	porting	the	open	source	lwIP	TCP/IP	stack	into	the	
operating	system.	User	programs	can	make	use	of	the	addition	of	networking	by	
BSD-style	system	calls	that	interact	with	lwIP.	We	demonstrate	the	networking	
capability	of	Pintos	by	running	a	simple	web	server	and	accessing	it	from	a	local	
machine,	exhibiting	its	ability	to	interact	with	networks	at	large.	
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C19: Birding Buddy  
	
Hongyi	Zhen	(hongyi@vt.edu),	Zijian	Xu	(txman@vt.edu)	
	
Advisor:	Dr.	Scott	McCrickard,	Dr.	Michael	Rosenzweig	
	
Birding	Buddy	is	a	digital	education	mobile	application	that	seeks	to	get	young	
people	excited	about	bird	watching.	The	application	contains	two	key	elements:	a	
wiki-based	tutorial	and	quiz	that	informs	the	user	about	28	birds	common	to	
Southwest	Virginia,	and	a	field	e-notebook	that	aims	to	help	people	record	the	bird	
observation	date,	time,	location,	notes,	photos,	and	audio.	The	wiki	contains	28	
species	of	birds	that	can	be	observed	in	Southwest	Virginia,	with	their	names,	
pictures,	habitats,	traits,	and	whether	the	bird	is	a	migrant	or	a	resident.	The	quiz	
system	tests	the	users'	ability	to	identify	birds	either	by	song	or	picture,	preparing	
them	for	an	outdoor	bird	watching	adventure.	The	field	e-notebook	supports	a	bird	
watching	session	in	the	field	by	allowing	a	user	to	take	pictures,	audio,	and	notes	
about	birds	that	they	see	during	the	session.	The	notes	are	automatically	tagged	
with	the	time.	Birding	Buddy	supports	the	Boy	Scout	Bird	Study	Merit	Badge,	
specifically	Requirement	5	and	6.	Requirement	5	asks	that	scouts	observe	and	
identify	at	least	20	species	of	wild	birds	in	a	field	notebook,	recording	separate	
entries	for	features	like	species,	date,	time,	location,	and	habitat.	Requirement	6	asks	
that	scouts	be	able	to	identify	5	species	based	on	their	songs	or	calls	alone.	For	each	
of	these	5	species,	in	the	notebook,	they	need	to	describe	the	songs	or	the	calls	of	a	
bird	of	this	species,	and	the	behaviors	of	the	bird	when	it	is	making	such	a	sound.	
After	we	finished	our	app	prototype,	we	asked	for	some	expert	reviews	from	our	
classmates	and	our	advisor,	and	improved	our	app	base	on	their	reviews.	First,	we	
fixed	the	bug	of	our	search	function	in	the	wiki	section	which	failed	to	operate	when	
the	user’s	input	started	with	lowercase	letters	because	the	bird’s	name	starts	with	
uppercase	letters	in	the	app.	In	addition,	we	added	the	highlight	feature	to	our	app	
show	which	section	the	user	is	currently	on	to	make	it	more	indicative.	We	also	
improved	our	quiz	page	by	limiting	all	information	in	one	page.	For	the	future	plans,	
first,	for	the	application	itself,	we	plan	to	build	a	larger	database	for	more	
information	input	about	more	species	of	birds	in	the	Blacksburg	area.	We	have	been	
working	the	the	SEEDS	Center	to	connect	the	app	to	the	educational	programs	and	
materials.	Second,	because	of	the	area	limitation,	the	application	is	best	suited	for	
the	Blacksburg	area.	It	would	be	useful	if	it	can	be	made	area-specific,	showing	birds	
from	the	region	where	the	user	is	located.	Third,	we	plan	to	use	the	app	with	local	
Boy	Scouts	to	help	them	with	the	merit	badge.	Finally,	we	want	to	make	the	
application	available	through	the	Android	Store	to	support	broad	use.	
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C20: Picturing the Trail: Investigating Tensions Between 
Wanting, Taking, Having, and Being  
	
Rui	Jin,	Shumeng	Zhang	
	
Advisors:	Derek	Haqq,	Dr.	Michael	Horning,	Dr.	Scott	McCrickard	
	
Cataloging	experiences	through	the	creation	of	images	has	occurred	throughout	
history.	From	drawings,	to	painting,	then	photography	and	in	recent	years	digital	
photography	and	related	technology.	There	is	a	significant	push	to	develop	new	and	
innovative	applications	that	can	assist	people	in	developing	and	sharing	their	
experiences	through	images.	Anecdotal	evidence	suggests	that	people	would	be	
interested	in	new	applications	which	help	people	to	capture	and	manage	pictures	
while	they	are	travelling,	including	times	such	as	being	a	trails	whether	walking,	
cycling	or	otherwise.	The	objective	of	the	study	was	to	better	understand	how	an	
application	helping	people	to	manage	images	captured	during	travels	for	the	
purpose	of	sharing	on	social	media	and	memory.	The	sub-goal	was	to	better	
understand	how	an	application	could	help	people	share	images	even	automatically	
with	sophisticated	tagging.	Part	of	the	objectives	of	the	study	was	to	develop	a	
prototype,	which	we	named,	TrailBuddy,	which	had	a	number	of	functionality	
objectives.	Data	was	gathered	using	primary	and	secondary	sources	including	
interviewing	with	two	key	stakeholders	and	a	systematic	review	of	the	literature.	
From	the	gathering	of	data,	it	was	found	that	potential	users	are	interested	in	a	
mobile	app	which	leverages	sharing,	tagging,	and	social	presence.	Based	on	the	
results,	a	TrailBuddy	prototype	was	developed	to	create	a	tool	to	investigate	the	
tension	between	requesting	extra	tagging	and	understanding	the	photos	from	
others.	
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C21: Overlapping Modules in Mammal Brain Networks  
	
Tom	Evans,	tsevans@vt.edu,	Kavin	Aravind,	aravindk@vt.edu,		
Rishi	Pulliri,	riship@vt.edu	
	
Advisors:	Dr.	T.M.	Murali	
	
Nodes	in	a	network	often	have	properties	which	allow	them	to	be	classified	into	
community-like	structures	called	modules.	Theoretical	network	models	are	often	
structured	with	disjoint	modules,	but	modules	in	real	world	networks	tend	to	
overlap	due	to	nodes	which	belong	to	multiple	modules	at	once.	For	example,	social	
networks	(ie.	Facebook)	translate	to	graphs	whose	vertices	are	users	and	edges	are	
friendship	connections.	Users	often	belong	to	multiple	unrelated	social	groups	
which	can	cause	overlap	among	friends.	Among	these	real	world	networks	are	brain	
connectomes	which	correspond	to	proteins	and	their	interactions.	Proteins	which	
simultaneously	belong	to	more	than	one	complex	cause	overlap	and	allow	for	
physical	interactions	between	regions	of	the	brain.	The	ability	to	identify	
overlapping	protein	complexes	gives	us	a	better	understanding	of	brain	function.	
We	will	analyze	various	mammal	connectomes	using	three	different	algorithms	to	
detect	overlapping	module	structure	in	large-scale	networks.	The	first	algorithm	is	
the	CONGA	Algorithm	(Gregory,	2007)	which	extends	Girvan	and	Newman’s	well-
known	algorithm	based	on	the	betweenness	centrality	measure.	The	second	is	the	
CFinder	Algorithm	(Palla	et	al.,	2005)	which	analyzes	cliques	of	varied	size	in	a	
network.	Finally,	the	COPRA	Algorithm	(Gregory,	2010)	extends	on	the	label	
propagation	technique	to	assign	module	identifiers	to	nodes	in	a	network.	The	
networks	we	will	focus	on	come	from	well-researched	mammal	cortices	including	
the	macaque,	cat,	and	most	recently,	the	mouse.	
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C22: Autism Support Portal  
	
Ayumi	Ritchie	(ayumir95@vt.edu)	Kenneth	Nagies	(kenn47@vt.edu)	Ryan	Galliher	
(ryang4@vt.edu)	Sib	Quayum	(sqsib@vt.edu)	
	
Advisor:	Dr.	Ed	Fox	
	
The	focus	of	the	Autism	Support	Portal	is	the	creation	of	a	portal	that	helps	users	
find	resourceful	and	scientifically	accurate	information	about	autism	spectrum	
disorders.	Our	client	Dr.	Angela	Scarpa,	director	of	the	Virginia	Tech	Center	for	
Autism	Research	(VTCAR)	and	director	and	founder	Virginia	Tech	Autism	Clinic,	
found	that	it	is	very	difficult	to	find	information	about	autism	online.	Dr.	Scarpa	
aimed	to	start	a	project	to	provide	families	with	autism	resources	that	are	easily	
available	and	reliable.	For	parents	with	children	who	were	recently	diagnosed	with	
autism,	it	can	be	an	overwhelming	experience	to	sift	through	thousands	of	results	
when	searching	for	information	on	the	disorder.	As	a	result,	many	families	struggle	
to	understand	where	to	begin	their	research.	We	are	working	with	Dr.	Scarpa	to	
create	a	web	portal,	a	website	that	provides	resources	and	services,	that	aggregates	
reliable	information	on	autism.	Our	goal	is	to	provide	users	with	reputable	
information	that	will	aid	in	their	understanding	of	the	disorder.	With	the	resources	
provided	by	our	portal,	users	will	be	able	to	better	help	their	families	adapt	to	living	
with	autism.	The	Autism	Support	Portal	does	this	through	the	use	of	an	easily	
modifiable	Wordpress	front	end	and	a	Google	Custom	Search	plugin	that	searches	
through	a	list	of	pre-approved	resources.	
	


