Improvements to PATRIC, the all-bacterial Bioinformatics Database and Analysis Resource Center

Alice R. Wattam1,*, James J. Davis2,3,†, Rida Assaf4, Sébastien Boisvert5, Thomas Brettin2,3, Christopher Bun4, Neal Conrad2,6, Emily M. Dietrich2,3, Terry Disz7, Joseph L. Gabbard8, Svetlana Gerdes7, Christopher S. Henry6, Ronald W. Kenyon1, Dustin Machi1, Chunhong Mao1, Eric K. Nordberg1, Gary J. Olsen9, Daniel E. Murphy-Olson3, Robert Olson2,6, Ross Overbeek3,7, Bruce Parrello3,7, Gordon D. Pusch7, Maulik Shukla2,3, Veronika Vonstein7, Andrew Warren1, Fangfang Xia2,6, Hyunseung Yoo2,3 and Rick L. Stevens2,3,4

1Biocomplexity Institute, Virginia Tech University, Blacksburg, VA 24060, USA, 2Computation Institute, University of Chicago, Chicago, IL 60637, USA, 3Computing, Environment and Life Sciences, Argonne National Laboratory, Argonne, IL 60439, USA, 4Department of Computer Science, University of Chicago, Chicago, IL 60637, USA, 5Gydle Inc. 101–1332 Chanoine Morel Quebec, QC G1S, 4B4, Canada, 6Mathematics and Computer Science Division, Argonne National Laboratory, Argonne, IL, USA, 7Fellowship for Interpretation of Genomes, Burr Ridge, IL 60527, USA, 8Grado Department of Industrial & Systems Engineering, Virginia Tech, Blacksburg, VA 24060, USA and 9Department of Microbiology, University of Illinois at Urbana-Champaign, Urbana, IL 61801, USA

Received September 02, 2016; Revised October 14, 2016; Editorial Decision October 15, 2016; Accepted November 09, 2016

ABSTRACT
The Pathosystems Resource Integration Center (PATRIC) is the bacterial Bioinformatics Resource Center (https://www.patricbrc.org). Recent changes to PATRIC include a redesign of the web interface and some new services that provide users with a platform that takes them from raw reads to an integrated analysis experience. The redesigned interface allows researchers direct access to tools and data, and the emphasis has changed to user-created genome-groups, with detailed summaries and views of the data that researchers have selected. Perhaps the biggest change has been the enhanced capability for researchers to analyze their private data and compare it to the available public data. Researchers can assemble their raw sequence reads and annotate the contigs using RASTtk. PATRIC also provides services for RNA-Seq, variation, model reconstruction and differential expression analysis, all delivered through an updated private workspace. Private data can be compared by ‘virtual integration’ to any of PATRIC’s public data. The number of genomes available for comparison in PATRIC has expanded to over 80,000, with a special emphasis on genomes with antimicrobial resistance data. PATRIC uses this data to improve both subsystem annotation and k-mer classification, and tags new genomes as having signatures that indicate susceptibility or resistance to specific antibiotics.

INTRODUCTION
The Pathosystems Resource Integration Center (PATRIC) is the all-bacterial Bioinformatics Resource Center (BRC) (https://www.patricbrc.org) (1). Established by the National Institute of Allergy and Infectious Diseases (NIAID), PATRIC provides researchers with an online resource that stores and integrates a variety of data types—e.g. genomics, transcriptomics, protein–protein interactions, 3D protein structures and sequence typing data, and associated metadata. The PATRIC website is primarily organism-centric, with various levels of genomic data and associated information related to each included organism. While the PATRIC homepage highlights the 22 NIAID Category A–C genera for easy access to data associated with many pathogenic

*To whom correspondence should be addressed. Tel: +1 540 231 1263; Fax: +1 540 231 2606; Email: rwattam@vbi.vt.edu
†These authors contributed equally to this work as first authors.
Present address: Alice R. Wattam, Biocomplexity Institute, Virginia Tech University, Blacksburg, VA 24061-0477, USA.

Published by Oxford University Press on behalf of Nucleic Acids Research 2016.
This work is written by (a) US Government employee(s) and is in the public domain in the US.
species, PATRIC’s compilation and organization of all relevant data for all available sequenced bacteria are standardized according to bacterial (NCBI) taxonomy (2), with options for viewing sets of genomes within the hierarchical bacterial tree.

With an emphasis on consistency in comparative genomic analysis, PATRIC has standardized annotations for over 80,000 bacterial genomes (as of August 2016) using the Rapid Annotation using Subsystems Technology toolkit (RASTtk) (3,4). This number includes more than 6000 genomes from antibiotic resistance studies that whose reads were obtained from the Sequence Read Archive (SRA) (5) and then assembled, annotated and made public in PATRIC. It also includes nearly 500 genomes submitted to PATRIC by the United States Agricultural Department (USDA) that were part of their pathogen monitoring process. In addition to the RASTtk-based annotations, PATRIC preserves and provides the legacy annotations from GenBank (6) and RefSeq (7), allowing researchers to contrast differences between the two. Summaries of the different data types (e.g. genes, RNAs, etc.) from both PATRIC and RefSeq annotations are available across different taxonomic levels, and are also provided for both genomes and for individual genes.

WHAT’S NEW IN PATRIC?

PATRIC has made significant improvements since it was last described in Nucleic Acids Research (NAR) (1). The web interface has been redesigned to: accommodate the increase in genomic data volume; improve the search capability; enhance the workspace; and provide a ‘group-centric’ view of genomes where researchers can create collections of genomes and then see all the information and data on those groups summarized together, apart from the larger collection of public data. With the increased concern over antimicrobial resistance (AMR), annotation efforts have focused on AMR genes, including collecting and curating genomes with AMR metadata. Perhaps the most significant improvement to the resource is a series of new services that allow our users to import their raw data and analyze it within the privacy of their own workspace. A ‘virtual integration’ of the data is provided, which allows researchers to keep their data private, and compare it across any of the public data available in PATRIC. The improvements to the PATRIC resource are described below.

New website design

Since its original design, the PATRIC website has grown substantially in terms of complexity, and the amount of data has increased by more than two orders of magnitude. As a result, issues with data searches, information portrayal and website navigation have arisen. To meet this need, the website has been redesigned to enhance the user experience. All data types are now indexed with SOLR and integrated with the PATRIC Data API in order to achieve the user interface goals of providing access to large, complex datasets, both public and private. This access allows for searching, displaying, filtering and downloading genomes, genomic feature, specialty genes, protein families, pathways and experiment data. Easier access to tools, services and the workspace are now provided on the PATRIC home page (Figure 1). In addition, integrated views of user-selected groups have been added, this being directly driven by feedback from researchers using the resource.

New services

Since 2013, PATRIC has expanded and improved its research capabilities for users by building and incorporating a set of services that are designed to streamline and simplify common bioinformatic workflows. These services include genome assembly, genome annotation, RNA-Seq analysis, expression import, proteome comparison, metabolic model reconstruction and variation analysis. All of these services are available through a private workspace that allows users to compare their private data to the public data in the PATRIC database. Researchers can now upload their data files (e.g. sequence reads or assembled genomes), run the desired analysis services, integrate their private data with the data in PATRIC for comparative analysis, store the resulting output files and download the results.

The PATRIC team has focused considerable effort on making the set of services rapid and easy to use, and as a result, they have been gaining in popularity (Figure 2). In 2015, a total of 4987 jobs were processed, and to date in 2016, 20 635 jobs have been submitted. Currently, the most popular services are annotation and assembly with a total of 10 372 and 2620 total jobs run to date respectively. Use of our available services, as measured by the number of registered accounts, is also increasing. By the end of 2015, there were 4023 registered PATRIC users, and to date in 2016 we have received 1318 new registered users. The PATRIC services are organized under the services tab on the PATRIC homepage, and the workspace is now accessed as a tab on the top of the page, and also at https://www.patricbrc.org/login.

Genome assembly: A variety of command-line programs exist for assembling sequence reads into contigs, but these often require programming skills and considerable expertise to use effectively (8). To simplify this task, PATRIC integrates the Assembly RAST (ARAST) service to enable researchers to assemble short reads that are single or paired-end (typically from Illumina), and also long reads that include h5 read files and filtered FASTQ files from PacBio (9) and Oxford Nanopore (10,11). PATRIC provides several assembly strategies (Figure 3) that include algorithms for base calling correction [BayesHammer (12) and Kmergenie (13)], and assemblers [Velvet (14), IDBA (15), Spades (16), MEGAHIT (17) and MiniASM (18)]. This is followed by scoring and two assembly evaluation frameworks, ALE (19) and a custom ARAST evaluation procedure. Finally, QUAST (20,21)—run at the end of all recipes to evaluate the contig sets on various metrics as well as give a summary comparing the resulting assemblies—is used for manual and visual inspection. The assembly results are downloadable from the workspace and, along with the contigs, they include a report that helps users choose which assembly they prefer for submission to the annotation service, or for further processing elsewhere. The Genome Assem-
Genome annotation. In order to enable comparative analyses, all of the genomes in PATRIC are consistently annotated using a customized version of the RAST tool kit (RASTtk) (4). This allows users to compare proteins and other genomic features across the entire collection using a consistent vocabulary. Likewise, when a user submits a genome to the PATRIC Genome Annotation service, it is processed identically so that comparisons can be made between any private genome and all of the public genomes. In addition to the RASTtk analysis steps [described previously (4)] several custom annotation steps have been added to the PATRIC Annotation service. For instance, a BLAST-based comparison (22) is performed with several externally curated ‘Specialty Gene’ databases, including the Antibiotic Resistance Database (ARDB) (23) and the Comprehensive Antibiotic Resistance Database (CARD) (24) for antibiotic resistance proteins. VICTORS, the Virulence Factor Database (VFDB) (25) and a separate collection of PATRIC virulence factors (26) are used to identify virulence factors. The Therapeutic Drug Targets Database (27) and DrugBank (28) are used for drug targets, and the human genome for human homologs (Genome Reference Consortium Human Build 38 at https://www.ncbi.nlm.nih.gov/assembly/GCF_000001405.26). These results are displayed under the ‘Specialty Genes’ tab for a given genome, and users can filter the output by database, BLAST threshold and the taxonomy of the corresponding match. PATRIC also assigns protein family membership to protein encoding genes in order to drive its comparative analysis tools and metabolic pathway information, which can be viewed on the KEGG map (29) under the ‘Pathways’. Finally, for select species, a machine learning based prediction of antibiotic susceptibility or resistance (described below), which can be viewed on the landing page for the annotated genome (30), is performed. The Genome Annotation service can be accessed through the Services tab, or directly at https://www.patricbrc.org/app/Annotation.

Proteome comparison. PATRIC provides a Proteome Comparison service that can be used to compare up to nine genomes to a reference in a bidirectional best BLASTP analysis (22). Originally built for the RAST website (3), the improved service adds new functionality for PATRIC. Researchers can now use any public or private genome as a reference or a comparison genome. In addition, they can upload genomes with different annotations, or specific sets of proteins. This enables a search for homologs that is not limited to annotations, and also allows examination of specific groups. Other updates include a high-resolution downloadable circular diagram with direct links between it and the underlying gene pages. Researchers can now filter on the BLAST E-value and the minimum percentage sequence coverage and identity, the results of all being available in the
downloadable file for each genome in the comparison. The Proteome Comparison service can be accessed through the Services tab, or directly at [https://www.patricbrc.org/app/SeqComparison](https://www.patricbrc.org/app/SeqComparison).

**RNA-Seq analysis.** PATRIC has improved its RNA-Seq Analysis service, now giving researchers two ways to examine their data. The new service, which can analyze sets of single or paired-end reads, allows users to choose between two workflows for processing RNA-Seq data: Rockhopper (31) or Tuxedo (32). Tuxedo, based on the Tuxedo tool suite (32), is similar to Pathogen Portal’s former service, the RNA Rocket (33). The new service provides SAM/BAM output for alignment, tab-delimited files profiling expression levels, and differential expression test results between conditions. The SAM/BAM files can be uploaded and displayed on the genome browser for the reference strain, and the differential expression file can be displayed in the heatmap and gene expression filtering tools that are part of PATRIC’s transcriptomic analysis suite by using the Differential Expression Import tool. The RNA-Seq Analysis service can be accessed through the Services tab, or directly at [https://www.patricbrc.org/app/Rnaseq](https://www.patricbrc.org/app/Rnaseq).

**Expression import.** As part of the workspace upgrade, PATRIC has migrated the functionality to upload and transform expression data to an updated Expression Import service. This service allows users to upload differential expression data into their private workspace and then compare it with other expression data available in PATRIC. The service supports gene expression, protein expression, and phenotype array data in the form of log ratios generated by comparing samples, conditions or time points. The Expression Import service can be accessed through the Services tab, or directly at [https://www.patricbrc.org/app/Expression](https://www.patricbrc.org/app/Expression).

**Variation analysis.** The new Variation Analysis service can be used to identify and annotate sequence variations. The service enables users to upload one or multiple short read files and align them with a closely related reference genome. For each sample, the service computes the variations against the reference and presents a detailed list of Single Nucleotide Polymorphisms (SNPs), Multiple Nucleotide Polymorphism (MNP), insertions, and deletions with confidence scores and effects such as ‘synonymous mutation’ and ‘frameshift.’ It includes a choice of five different aligners and two different SNP callers. The aligners include BWA-mem and BWA-mem-strict (34), Bowtie2 (35, 36), MOSAIK (37) and LAST (38). FreeBayes (39) and SAMtools (40) are the two SNP callers. High confidence variations are downloadable in the standard VCF (Variant Calling Format) augmented by SNP annotation. A summary table illustrating how the variations are shared across the samples is also available. The Variation service can be accessed through the Services tab, or directly at [https://www.patricbrc.org/app/Variation](https://www.patricbrc.org/app/Variation).

**Model reconstruction.** With the release of the Model Reconstruction service, users can construct their own metabolic model for any genome in PATRIC. The service includes support for model gap-filling, Flux Balance Analysis (FBA), essential gene prediction and export of models in SBML format. The Model Reconstruction service leverages capabilities of the ModelSEED (41) and is available in PATRIC both from the Services tab at the top of any page and at [https://www.patricbrc.org/app/Reconstruct](https://www.patricbrc.org/app/Reconstruct).

---

**Figure 3.** The various assembly strategies now offered at PATRIC.
PATRIC imports genomes from GenBank (6) on a monthly basis, and the collection of genomes has been growing at a near exponential rate for several years (Figure 4). As genomes have become plentiful, it has become increasingly apparent that the value of adding a new genome to the database is linked to what is known about that genome, or its metadata. With each genome that is brought into PATRIC, the metadata from the GenBank file is parsed and added to the PATRIC database, where it can be browsed on the website.

With sufficient genomes and metadata it is possible to use statistical and machine learning-based approaches to generate hypotheses. For instance, the genomes in PATRIC and their AMR metadata (susceptibility or resistance to a given antibiotic) have been used to build machine learning-based classifiers in order to predict the regions in the genome associated with AMR. When a genome is submitted to the annotation service, these classifiers are also used to predict if the organism is susceptible or resistant to an antibiotic. To date, this analysis has been performed on Acinetobacter, Mycobacterium, Streptococcus and Staphylococcus (30) genomes in PATRIC.

Since the submission of metadata with a genome is almost entirely voluntary, and many researches have been electing to submit their genomes to SRA (5) or the European Nucleotide Archive (ENA) (42) instead of assembling and annotating them, we have been searching the literature for publications with large-scale AMR studies and assembling those genomes in order to bolster the AMR prediction effort. To date we have assembled approximately 8500 genomes with AMR metadata from SRA and ENA, which have been added to PATRIC. The entire set of genomes with AMR metadata is shown in Table 1.

The antimicrobial resistance metadata is displayed on the PATRIC website on the Genome list pages (Figure 5). Currently researches can sort on the terms ‘Susceptible,’ ‘Resistant’ or ‘Intermediate’ to locate the genomes tagged with that information. In addition, researchers can filter on the source of the information via the ‘Antimicrobial Ev-

In addition to seeking out published genomic studies that provide AMR information, PATRIC has undertaken a large AMR annotation effort with the goal of providing PATRIC users with the ability to rapidly recognize and project known AMR-related genome features to new genomes in an automated fashion, and to use comparative genomics approaches for the discovery of new resistance mechanisms. Curation thus far has focused on encoding the following mechanisms of drug resistance: outer membrane porins, multidrug efflux mechanisms, and capsular and extracellular polysaccharides. To date, 25 subsystems covering 265 unique functional roles relating to antimicrobial resistance have been encoded. These subsystems are used by the annotation system to guide the projection of these specific functional roles.

Protein families. In order to provide a rich comparative analysis environment, PATRIC maintains an up-to-date set of protein families covering the entire collection of genomes. These protein families provide the necessary data for many of the PATRIC tools, including the protein family heatmap analysis tool. Early in the project, when there were fewer genomes, we generated protein families using BLAST (22) and OrthoMCL (43). As the number of genomes increased and it became infeasible to compute alignment-based protein families, we began maintaining protein families based on FIGfams (44), which are used by the ‘classic’ version of the RAST annotation system (3,45). Using FIGfam-based protein families in PATRIC has two main drawbacks. First, they are generated from the PubSEED database, which contains ~12 000 genomes (45,46). This meant that most of the proteins in PATRIC were being assigned to a family by projection, and many proteins lacked an assignment. Second, since FIGfams were designed for projecting annotations across broad phylogenetic distances, they tended to be more inclusive than families built from alignment-based algorithms.

Last year, we developed a new algorithm for generating protein families that could be applied to the entire collection of PATRIC genomes (47). The method works by using the annotation process to guide family formation (4). For each set of proteins within a genus that have the same annotation, the ‘signature’ amino acid k-mers that were used in the annotation process are used to create a distance matrix for the members of the set. The set is then clustered using a Markov Cluster Algorithm (MCL) (21). For proteins with no annotation, we cluster using BLAST similarity (22). Then in order to create global families that span multiple genera, a merger of local families is performed with the same annotation, using a more relaxed inclusion criterion. This new collection of protein families is called ‘PATtyFams’.

Overall, the PATtyFam algorithm is rapid and generates protein families resembling those created by alignment-based algorithms (47). When a genome is submitted to the

Figure 4. The number of genomes available in PATRIC have an almost exponential growth since the resource began in 2004.
Table 1. Genomes with AMR metadata that are available in PATRIC

<table>
<thead>
<tr>
<th></th>
<th>Genomes with AMR metadata</th>
<th>Genomes with MIC data</th>
<th>Genomes with SIR Data</th>
<th>Antibiotics tested</th>
</tr>
</thead>
<tbody>
<tr>
<td>Achromobacter</td>
<td>1</td>
<td>1</td>
<td>0</td>
<td>18</td>
</tr>
<tr>
<td>Acinetobacter</td>
<td>506</td>
<td>95</td>
<td>505</td>
<td>31</td>
</tr>
<tr>
<td>Aerococcus</td>
<td>5</td>
<td>1</td>
<td>0</td>
<td>18</td>
</tr>
<tr>
<td>Citrobacter</td>
<td>6</td>
<td>6</td>
<td>2</td>
<td>25</td>
</tr>
<tr>
<td>Corynebacterium</td>
<td>1</td>
<td>1</td>
<td>0</td>
<td>14</td>
</tr>
<tr>
<td>Enterobacter</td>
<td>69</td>
<td>66</td>
<td>14</td>
<td>31</td>
</tr>
<tr>
<td>Enterococcus</td>
<td>9</td>
<td>0</td>
<td>9</td>
<td>8</td>
</tr>
<tr>
<td>Escherichia</td>
<td>51</td>
<td>47</td>
<td>26</td>
<td>29</td>
</tr>
<tr>
<td>Hafnia</td>
<td>1</td>
<td>1</td>
<td>0</td>
<td>9</td>
</tr>
<tr>
<td>Klebsiella</td>
<td>343</td>
<td>270</td>
<td>160</td>
<td>31</td>
</tr>
<tr>
<td>Lelliottia</td>
<td>1</td>
<td>1</td>
<td>0</td>
<td>18</td>
</tr>
<tr>
<td>Mycobacterium</td>
<td>5110</td>
<td>177</td>
<td>5110</td>
<td>19</td>
</tr>
<tr>
<td>Neisseria</td>
<td>491</td>
<td>491</td>
<td>450</td>
<td>8</td>
</tr>
<tr>
<td>Pseudomonas</td>
<td>519</td>
<td>394</td>
<td>516</td>
<td>38</td>
</tr>
<tr>
<td>Serratia</td>
<td>4</td>
<td>4</td>
<td>3</td>
<td>16</td>
</tr>
<tr>
<td>Staphylococcus</td>
<td>2150</td>
<td>85</td>
<td>2150</td>
<td>27</td>
</tr>
<tr>
<td>Streptococcus</td>
<td>4439</td>
<td>1245</td>
<td>3553</td>
<td>30</td>
</tr>
</tbody>
</table>

*Genomes with minimum inhibitory concentration (MIC) data include data from a variety of testing methods such as Kirby–Bauer disc diffusion, E-test, BD Phoenix Automated Microbiology System, etc.

*Genomes where phenotypes have been determined as being susceptible, intermediate or resistant (SIR) to a given antibiotic. In these cases, the determination was made by the authors of the study.

*The list of antibiotics may include data for entire classes of antibiotics, such as beta-lactams or carbapenems.

Figure 5. Antimicrobial Resistance Data summaries are now available on organism landing pages at PATRIC. This example shows the current data available for Mycobacterium genomes.

PATRIC annotation service, protein families are automatically assigned to each protein by projection, thus enabling a user to compare their private genome with the PATRIC collection. Both the local genus-level families (prefixed ‘PLF’ for PATRIC local family) and the global families (prefixed ‘PGF’ for PATRIC global family) are displayed on the landing page for each protein. As the genome collection increases, we periodically regenerate the protein families for the entire PATRIC database. PATRIC’s current set of PatTyFams consists of 281 million proteins, forming 11.4 million genus-level families and 8.3 million global families.

**FTP site.** As the number of genomes increases, the ability to download the associated data becomes more difficult. To meet the growing need to allow our users easy access to all the data that is associated with these large numbers of genomes, the PATRIC FTP site—available from ftp://ftp.patricbrc.org/patric2—has been completely reorganized and updated. It now contains downloadable, updated files for all genomes genome annotations, and AMR metadata, as well as protein-protein interaction and other data.

**FUTURE DIRECTIONS**

As part of the comparative analysis process, PATRIC provides legacy annotations from RefSeq and GenBank. In order to enhance this experience and keep the data current, PATRIC will update assembly versions from GenBank and incorporate them into PATRIC on a monthly basis. In addition, annotations for the RefSeq and GenBank genomes...
will be refreshed at least annually, providing researchers with the ability to compare these with annotations from RASTtik.

Future development and services at PATRIC will be directed on three fronts. First, PATRIC will increase efforts aimed at making data and services more useful for those performing clinical research. These efforts will move the PATRIC system closer to the translational research that occurs in a clinical setting by providing support that creates services and views on PATRIC data that would be useful to clinicians working in a research setting.

PATRIC will also increase its focus on modeling in the upcoming years. With genome sequencing now a common practice, more advanced computational approaches that make use of the increasing numbers of genomes, associated metadata, and multi-omics data integration become an important part of understanding complex correlation. Support for generating, hosting, and comparing models will emerge as PATRIC continues to develop.

Finally, future activities will increase focus on support in the area of therapeutics. As the pathogen metabolic modeling community matures, opportunities to apply new computational concepts to target identification will develop. Advances in the construction of metabolic models and flux balance analysis, compiling essential genes and simulating the effects of double knockouts across a wide range of pathogens can be used to form new reference data sets, which will reveal new targets for experimental studies involving approaches from phage therapy to small molecule discovery, which can lead to novel therapeutics.

**FUNDING**

PATRIC has been funded in whole or in part with Federal funds from the National Institute of Allergy and Infectious Diseases, National Institutes of Health, Department of Health and Human Services [HHSN27201400027C]. Funding for open access charge: Federal funds from the National Institute of Allergy and Infectious Diseases, National Institutes of Health, Department of Health and Human Services [HHSN27201400027C].

**Conflict of interest statement.** None declared.

**REFERENCES**


