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Handling Invalid Pixels in Convolutional Neural Networks

Joseph Christopher Ehounoud Messou

(ABSTRACT)

Most neural networks use a normal convolutional layer that assumes that all input pixels

are valid pixels. However, pixels added to the input through padding result in adding extra

information that was not initially present. This extra information can be considered invalid.

Invalid pixels can also be inside the image where they are referred to as holes in completion

tasks like image inpainting. In this work, we look for a method that can handle both types

of invalid pixels. We compare on the same test bench two methods previously used to

handle invalid pixels outside the image (Partial and Edge convolutions) and one method

that was designed for invalid pixels inside the image (Gated convolution). We show that

Partial convolution performs the best in image classification while Gated convolution has the

advantage on semantic segmentation. As for hotel recognition with masked regions, none of

the methods seem appropriate to generate embeddings that leverage the masked regions.



Handling Invalid Pixels in Convolutional Neural Networks

Joseph Christopher Ehounoud Messou

(GENERAL AUDIENCE ABSTRACT)

A module at the heart of deep neural networks built for Artificial Intelligence is the convo-

lutional layer. When multiple convolutional layers are used together with other modules, a

Convolutional Neural Network (CNN) is obtained. These CNNs can be used for tasks such

as image classification where they tell if the object in an image is a chair or a car, for exam-

ple. Most CNNs use a normal convolutional layer that assumes that all parts of the image

fed to the network are valid. However, most models zero pad the image at the beginning to

maintain a certain output shape. Zero padding is equivalent to adding a black frame around

the image. These added pixels result in adding information that was not initially present.

Therefore, this extra information can be considered invalid. Invalid pixels can also be inside

the image where they are referred to as holes in completion tasks like image inpainting where

the network is asked to fill these holes and give a realistic image. In this work, we look for

a method that can handle both types of invalid pixels. We compare on the same test bench

two methods previously used to handle invalid pixels outside the image (Partial and Edge

convolutions) and one method that was designed for invalid pixels inside the image (Gated

convolution). We show that Partial convolution performs the best in image classification

while Gated convolution has the advantage on semantic segmentation. As for hotel recog-

nition with masked regions, none of the methods seem appropriate to generate embeddings

that leverage the masked regions.
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Chapter 1

Introduction

With the growth of Artificial Intelligence and Deep Learning, Convolutional Neural Networks

(CNNs) are now being used in many domains such as Cybersecurity, Healthcare, Natural

Language Processing, and Computer Vision [9, 13]. These models are composed of multiple

convolutional layers that learn image features that can be used for multiple tasks such as

object recognition [4] or object detection [12]. Depending on the application, one needs to

carefully choose the model to use and find the right parameters to obtain good results. In

this work, we look at one particular change that does not require modifying the architecture

of models, but the one piece that is at its center, the convolutional layer.

Problem definition Most neural networks use a normal convolutional layer that assumes

that all input pixels are valid pixels. However, as shown by Innamorati et al. [7] and Liu

et al. [15], pixels added to the input through padding should not be considered valid. Indeed,

zero padding an image, a method used in almost all CNNs, results in adding extra information

that was not initially present in the image as shown in Figure 2.2. These invalid pixels can

have a negative effect on the model performance.

Invalid pixels can also be inside the image where they are referred to as holes in completion

tasks like image inpainting [14, 17, 26]. These holes are to be completed with pixel values that

would make the output image as close as possible to the original image. Sometimes, these

holes represent occluded regions like in the Hotels-50K dataset [20], a dataset on which we

1



2 Chapter 1. Introduction

experiment. Hotels-50k was built to help human trafficking investigations where identifying

a hotel from a room with occluded regions is important to find victims while respecting their

privacy.

In this work, we look for a method that could handle both types of invalid pixels without

making architectural changes to the model. Ideally, this method would be a plug-in module

that could replace a normal convolution.

Approach To find a well-rounded method that can handle both types of invalid pixels, we

first compare two types of convolutions that were designed to handle invalid pixels outside

the image, namely Partial convolution [15] and Edge convolution [7]. We add to these two

methods another type of convolution that was initially designed to handle invalid pixels

inside the image, Gated convolution [26].

We first describe all three methods in detail and compare them with a unified view. For two

of the methods, we propose design changes that can lead to better results. We then apply

these different convolutions to three tasks: image classification, semantic segmentation, and

hotel recognition.

Results We show that despite being designed to handle invalid pixels outside the image,

Edge convolution does not perform well on image classification. As for Partial convolution,

it improves classification results, but surprisingly does not show improvement on semantic

segmentation nor hotel recognition with masked images. Interestingly, Gated convolution

shows a small improvement on semantic segmentation. Overall, it appears that none of

the methods are well-rounded enough to handle invalid pixels both inside and outside the

image. Therefore, we propose a different method based on Gated convolution that could be

implemented as future work.



Chapter 2

Review of Literature

In this review of the current literature, we first contextualize how padded pixels can be

considered as invalid pixels outside the image, and describe two tasks used to evaluate its

negative effect: image classification and semantic segmentation. We then introduce two

tasks that can be used to investigate invalid pixels inside the image (i.e., holes): inpainting

and hotel recognition with masked regions. Finally, we share a method from which a new

solution could be derived: feature modulation through an affine transformation.

2.1 Invalid pixels outside of the image

Padding in Convolutional Neural Networks In Computer Vision, a convolutional layer

can be visualized as a square sliding or convolving over an image. This square is called a

kernel or a filter and is of size k x k x d. A simple convolution starts at the top-left corner

of the image with (i=0,j=0), and element-wise multiplication is done between all the pixels

in a 3x3 window and the filter. The sum of all nine values is the result stored in the output

image at position (0,0). Then, the kernel is moved to the right by one pixel, and the same

process is repeated for the entire row. The convolution moves to the next row when a 3x3

window can no longer be formed. From the example shown in Figure 2.1, we can see that

when a 3x3 kernel is applied to a 5x5 image, the output is a 3x3 image. To maintain the

shape of the input or to have an output of a specific size, padding can be used. Padding is

3
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preferred over resizing the image because resizing alters the pixels inside the original image.

Figure 2.1: Padding is used to obtain an output of a specific shape. Without padding
the 5x5 input image, a 3x3 convolution gives a 3x3 output image. In order to maintain the
original shape, we zero pad the input by one layer. Now the filter can be moved five times
in both x and y directions instead of 3.

The formula to find the shape of the output is (W − F + 2P )/S + 1, with W the width or

the height of the input; F, the length of each side of the filter; P, the amount of padding

on one side; and S, the number of pixels by which the filter is being moved at a time, also

known as the stride. By using this formula, we can see in Figure 2.1 that padding the input

image with one zero on each side before performing the convolution results in a 5x5 output

image. However, by padding the image, we introduce information that was not in the original

image. If we were able to see its true extension as in Figure 2.2c, we would see that the

padded values do not equal the ground truth pixels outside the border. Therefore, we refer

to padded pixels as invalid pixels outside the image. The only time zero padding gives valid

pixels is when the image was extracted from or taken on a fully dark background.
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Types of padding Zero padding is the most common type of padding used in Convo-

lutional Neural Networks, but there are many other methods available. Each of them has

a different effect and can be suitable to different applications. While zero padding adds

extra information without looking at the image (Figure 2.2d, other methods use pixels at

the border to pad the image.

Replicate and symmetric padding (Figures 2.2e and 2.2g) are both based on the intuition

that pixels outside the borders are similar to those inside, therefore they use them to fill the

area to be padded.

As for circular padding (Figure 2.2f), it is similar to adding a duplicate of the image on each

side; it assumes that borders on opposite sides are one single border. It was recently shown

that circular padding and padding with enough zeros to start with a window where the

filter sees only one pixel of the original image can make models truly translation invariant

[10], otherwise they can learn the absolute position of objects by leveraging the difference of

signals when the filter is applied at the borders.

In this work, we decide to investigate different methods that can handle the negative effects

of zero padding, the most common type of padding used in CNNs, on tasks such as image

classification and semantic segmentation.

Image Classification Image classification is the first task in Computer Vision that has

seen a major improvement through the use of deep learning [11]. Given an image of a single

object and predefined class labels, the model outputs the class the object belongs to. For

instance, if the dataset has two possible labels, cat and dog, and an image of a dog is fed to

the model, it should be able to classify the image as being in the dog category. Currently,

the most challenging dataset for image classification is ImageNet [4], and the state-of-the-

art results are from Touvron et al. [22]. They can correctly classify up to 88.5% of the test
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images. We use this dataset to compare how different methods for handling padding affect

the results.

(a) Input image

(b) Input (c) Ground truth (d) Zero

(e) Replicate (f) Circular (g) Symmetric

Figure 2.2: All padding types add invalid pixels to the image. (a) is the input image
and the gray area is the area to be padded. (b) is the input image after zooming in the
red square in (a). (c) is the ground truth image; it is the true extension of (b). (d-g) are
different types of padding. We can see that all the padded values add extra information that
is not similar to the ground truth, therefore we refer to these added pixels as invalid pixels
outside the image.
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Semantic segmentation Semantic segmentation is a dense prediction task where the goal

is to predict a label for each pixel in the image. Each pixel is associated to predefined class

labels such as a car, a person, a road, or brain lesions. Being able to assign pixel-wise labels

can be particularly useful in autonomous driving [21] and medical image analysis [13] where

knowing the exact shape of objects is critical to avoid losing lives. We use the same model

[31] as Liu et al. [15] to compare the different methods for handling padding.

2.2 Invalid pixels inside the image

Invalid pixels can also be inside the image. Tasks such as image inpainting are designed to

fill these invalid pixels while other tasks such as hotel recognition with masked regions do

not pay attention to them explicitly.

Inpainting Image inpainting is a task that requires to complete missing pixels in an image

to obtain a visually realistic image. It can be useful for image editing or image restoration.

Given an image with holes, the Convolutional Neural Network outputs an image with com-

pleted holes. In this case, the task itself is to make invalid pixels valid. To do so, most

methods [14, 17, 26, 27] make use of a mask when training their model. This mask shows

the difference between pixels originally found in the image and the missing ones. It can either

be a block of missing pixels or a free-form mask that doesn’t have a particular structure. In

practice, a value of 1 corresponds to valid pixels and a value 0 corresponds to invalid ones.

Common datasets used for image inpainting are Places2 [30] and CelebA [16]. Two of the

models we use were originally designed for this task.

Hotels-50K Some tasks also involve invalid pixels inside the image, but do not explicitly

handle them. Hotels-50K [20] is a dataset collected for hotel recognition. The goal of the
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task is to recognize a hotel and its chain from an image of a hotel room.

The main challenge is that entire blocks of pixels can be occluded in the query image. This

replicates real life images used in human trafficking investigations where being able to rapidly

and reliably identify a particular hotel room from many others with similar features could

be of substantial help. Such images can indicate the past or current location of the victim

or where future victims might be taken [1]. In addition to being occluded, these images are

often of low quality with variable light exposures [20].

This hotel recognition task can be set both as a retrieval or a classification problem. In both

cases, the authors use the well-known model ResNet50 [5] to generate image features. For

the retrieval setting, these features or embeddings are computed on both the training and

test sets, and for each image in the test set, the features are compared to those in the training

set to find images with the closest match. For the top-1 accuracy, the hotel instance of the

closest image (i.e., its nearest neighbor) is the one chosen for the test image. To train their

model Stylianou et al. perform a series of data augmentation where they rotate, crop, and

render the image. In addition to these common practices, they randomly place on the image

people-shaped masks generated from MS-COCO, a dataset with people labels for semantic

segmentation [12]. While adding the masks during training improves the results, the masks

are not explicitly used. The model applies the same convolutions to masked (invalid) and

non-masked (valid) pixels. In this work, we explore different methods that can explicitly use

the mask to help generate better image features.

2.3 Feature normalization and transformation

Ideally, we want to find a method that can handle invalid pixels both inside and outside

the image. This method should be designed as a plug-in module that can replace a normal
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convolution, and also improve a model performance without other architectural changes. Two

of the methods we investigate modify the normal features while keeping other normalization

techniques.

Feature normalization While the first input in all our experiments is an image, the inputs

of hidden layers of a Convolutional Neural Network are referred to as features. Normalizing

features can help achieve better performance and faster training without changing the ar-

chitecture of the model. The most basic normalization method is to standardize the input

images before training a model. The mean and standard deviation are computed on the

whole training dataset and both training and testing images are standardized using these

values.

A more advanced technique that is now widely used is batch normalization [8]. Batch

normalization computes the batch mean and variance and standardizes the features at the

current layer. It then learns two parameters to denormalize the features before they are

passed to the next layer.

A more general method, network deconvolution, has been developed recently and has shown

improvement across more than 10 models and 3 datasets. In addition to standardizing

the current features, network deconvolution [25] removes the pixel-wise and channel-wise

correlation at each layer.

By normalizing the features, all these methods improve deep learning models without making

architectural changes to the model. However, Yu et al. [28] show that applying the same

batch normalization to all pixels in the output feature might limit the training. They develop

a spatial region-wise normalization for image inpainting that computes the mean and the

variance for valid (i.e., holes) and invalid (i.e., non-holes) pixels using their respective pixels

and standardize the two regions separately. Using this method could be interesting for hotel
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recognition with masked images.

Feature modulation through affine transformation In addition to normalizing the

features, Yu et al. [28] apply an affine transformation to the normalized features using pixel-

wise parameters γ, β ∈ R1×Height×Width learned from the mask. Unlike Park et al. [18] and

AlBahar et al. [2], the parameters are duplicated channel-wise, therefore they only have

spatial information. One of the methods we use only applies a bounded scaling parameter γ

to the features.



Chapter 3

Approach

In order to find the best method to handle invalid pixels created by padding, we first evaluate

a method that was explicitly designed to handle padding, Edge convolution [7]. We extend

this method to a different architecture and a different task. In addition, we extensively test

Partial convolution [14], which has previously been applied to invalid pixels both outside and

inside the image. Finally, we evaluate Gated convolution [26], a method originally designed

for image inpainting. We extend this convolution to a different model architecture and also

explore its ability to handle invalid pixels outside the image.

3.1 Edge Convolution: Explicit Boundary Handling

Motivation Innamorati et al. [7] developed a method to explicitly handle the effect of

padding on image boundaries. Similarly to the next two methods we cover, they design

a wrapper that can replace a convolution in a CNN. We refer to this wrapper as Edge

convolution. Edge convolution is motivated by the intuition that different parts of the image

should be seen by different filters. Instead of having a single filter sliding over a padded

image, they use multiple filters that are explicitly created to learn at the boundaries of

the image. Through this domain decomposition, they show improvement across multiple

applications including colorization and optical flow.

11
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Edge Convolution For a 3x3 filter and a 5x5 image, Edge convolution decomposes the

zero padded image of shape 6x6 into 9 parts and convolve 9 different filters over the image.

As shown in Figure 3.1, one filter learns from the center of the image where all pixels are

valid, 4 filters each look at the corners of the image, and 4 other filters learn from the

edges of the image. Each filter only learns using data from a specific location and is used

to seeing the exact same amount of padding on each side of its input. While one output

pixel can only come from a single filter, it is worth noting that some of the regions that

are convolved in the input image overlap. In order to compare Edge convolution to Partial

and Gated convolutions, we write its formulation for one convolution window instead of the

whole image as in the original paper [7]. Let s(i,j) be a predefined selection function that

returns the index of the filter to be used at position (i,j). For n filters, s outputs a number

between 1 and n. Let Ws(i,j) be the chosen filter weight matrix, bs(i,j) its corresponding bias,

and X(i,j) the input feature value for the current convolution window at position (i,j). The

output x′
(i,j) of edge convolution is computed as follows:

x′
(i,j) = WT

s(i,j)X(i,j) + bs(i,j) (3.1)

For a 3x3 convolution (Figure 3.1), n is 9, therefore s(i,j) selects one filter out of 9 depending

on where the convolution takes place on the image and applies it to the input feature. For

an even stride, only 4 cases are kept, the center, the top-left corner, the top corner, and the

left edge.

Relation to zero padding Using zero padding and a normal convolution is a special case

of Edge convolution where n is 1 and a single filter is used. Therefore, Equation 3.1 can be

simplified to:

x′
(i,j) = WTX(i,j) + b (3.2)
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Figure 3.1: Edge convolution applied to a 5x5 image. For a 5x5 input image x, Edge
convolution uses 9 filters that learn from different parts of the input. Each filter has a
different color. When each convolution is applied to the whole image, only parts of its
output contribute to the final output x’. In practice, each filter is only applied on one region,
and x’ is obtained by concatenation.

Main issues Despite the improvement Edge convolution brings to applications such as

de-Bayering and disparity estimation, it is hardly scalable. Innamorati et al. [7] only look at

3x3 filters since many models do not use larger filters. They mention that for a filter with

a larger receptive field, more cases appear at the corners and on the edges. Therefore, as n

increases, more filters are needed.

While the number of filters can be indirectly related to the filter size, it is directly related

to the padding size and the stride. For p padding on each side and a convolution with stride

1, p2 filters are used for each corner, and p filters are needed for the edges. If we add the

convolution at the center, we see that the total number of filters equals 4p2 + 4p + 1. For

a kxk convolution with stride 1, k−1
2

padding is used to maintain the input shape, therefore
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k2 filters are needed. This does not only make the implementation harder, but it mainly

increases the number of parameters learned by the model. For deep models like ResNet50

and ResNet101 [5], this can be a challenge since more parameters usually require a longer

training and more GPU memory.

(a) One filter per case (b) One filter per region

Figure 3.2: A 5x5 Edge convolution for the top-left corner. (a) uses 4 filters in total
since there are 4 possible cases while (b) uses a single filter for the whole region. This makes
the implementation scalable for filters with large receptive fields.

Design changes and contribution To compare all methods on a similar test bench,

we implement Edge convolution in PyTorch, a different deep learning framework than the

one used by Innamorati et al. [7]. In our implementation of Edge convolution for image

classification with a ResNet50 model [5], we suggest a different design that still makes use

of 9 filters, even for larger filters. Figure 3.2 shows how we use each filter to convolve whole

regions instead of creating extra filters. For instance, instead of creating four 5x5 filters for

the top-left corner to output a 2x2 feature, we use a single filter for the whole 6x6 region.
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Our intuition is that the filter just needs to know if there will be padded values on each

side of the input, not the exact number of padded values. We apply this method to the first

layer of ResNet50 where a 7x7 convolution with a padding of 3 and a stride of 2 is applied

to the image. We report the results in Section 4.1. We apply Edge convolution to image

classification to see if it performs better than a normal convolution and the following two

methods.

3.2 Partial Convolution

Motivation Another method that can handle invalid pixels at the border of an image is

Partial convolution. It was originally designed for image inpainting [14], and it gave good

results when used for boundary handling [15]. The intuition behind using it in a different

setting comes from considering padded pixels as holes. As shown in Figure 2.2, padded pixels

are extra information added to the image, therefore they can be considered as holes that do

not have any information. Instead of completing these holes as in image inpainting, Partial

convolution uses them to weigh invalid pixels at the border. Since this method works for

invalid pixels both inside and outside the image, we use it on all the tasks we experiment on.

Partial Convolution for invalid pixels inside the image Unlike Edge convolution

described earlier in Section 3.1, Partial convolution uses a single filter for the whole image.

Let W be the convolution filter weight matrix and b its corresponding bias. For the current

position (i,j), X(i,j) is the input feature value, and M(i,j) is the corresponding binary mask

where invalid regions are 0 and valid ones are 1. For a 3x3 W, X(i,j) and M(i,j) are also 3x3
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matrices. The output x′
(i,j) of Partial convolution is computed as follows:

x′
(i,j) =


WT (X(i,j) ⊙ M(i,j))r(i,j) + b, if ||M(i,j)||1 > 0

0, otherwise
(3.3)

where

r(i,j) =
||1(i,j)||1
||M(i,j)||1

(3.4)

⊙ is the element-wise multiplication and 1(i,j) is the all-one matrix with the same shape

shape as the mask M(i,j). After each Partial convolution, the binary mask is updated. If

there is at least one valid pixel in the input feature, the current location (i,j) stays or becomes

valid. Hence,

m′
(i,j) =


1, if ||M(i,j)||1 > 0

0, otherwise
(3.5)

Gradually, all pixels should become valid as more convolutions are being used. The full

process is visualized in Figure 3.3, and we apply it to Hotels-50K to handle the masked

regions inside the image.

Partial convolution for invalid pixels outside the image We also apply Partial convo-

lution to two tasks with only invalid pixels outside the image. In this case Partial convolution

based padding [15], a special case of the previously defined Partial convolution, is used. For

a non-padded input feature at the border X(i,j), let Xp0
(i,j) be its zero padded result. 1p0

(i,j)

and 1p1
(i,j) are respectively the zero padded and one padded results of 1(i,j). The output x′

(i,j)

is as follows:

x′
(i,j) = WT (Xp0

(i,j) ⊙ 1p0
(i,j))r(i,j) + b = WTXp0

(i,j)r(i,j) + b (3.6)
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where

r(i,j) =
||1p1

(i,j)||1
||1p0

(i,j)||1
(3.7)

It is worth noting that inside the image, X(i,j) = Xp0
(i,j), and 1p0

(i,j) = 1p1
(i,j), therefore the output

is just a normal convolution and equals WTX(i,j)+b. For Partial convolution based padding,

there is no mask update since pixels inside the image are always valid and pixels outside

the image are always invalid. However, when the padding is big and the first convolution

window does not see any valid pixel, Liu et al. [15] suggest to use a mask update.

Relation to zero padding Zero padding can be seen as Partial convolution based padding

where the weighting coefficient r(i,j) is always 1 and the output is computed following:

x′
(i,j) = WTXp0

(i,j) + b(i,j) (3.8)

Main issue Partial convolution shows improvement in inpaintaing, but it chooses a fixed

rule to update the mask. The third approach, Gated convolution, proposes a method where

the mask is learned by the Convolutional Neural Network.

3.3 Gated convolution

Motivation Similarly to Partial convolution, Gated convolution [26] was also designed for

image inpainting. Instead of having a fixed binary mask that shows the difference between

valid and invalid pixels at each layer of the CNN, Yu et al. [26] propose a learnable soft

mask. The initial mask is concatenated to the input, and the model learns how to handle

invalid pixels. This modification helps the model be more flexible and makes it useful for

user-guided image inpainting where the user provides a sparse sketch for invalid regions.
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Gated convolution Instead of weighing each pixel by the input mask, Gated convolution

concatenates the mask to the input and learns gated values that are multiplied to the output

features. It can be seen as a gate that can let 0 to 100% of the output feature go to the next

layer. For simplicity, we do not include the bias in the following equations. Let Wg and

Wf be gated and feature convolution filters weight matrices respectively. X(i,j) is the input

feature value for the current convolution window at position (i,j); M(i,j) is its corresponding

mask; ϕ is the activation function used at the current layer, and σ is the sigmoid function. σ

is used to make sure the output feature is only gated by a value between 0 and 1, and ϕ can

be any activation function such as ReLU and LeakyReLU. The output x′
(i,j) is as follows:

x′
(i,j) = ϕ(Feature(i,j))σ(γ(i,j)), where

Feature(i,j) = WT
f (X(i,j),M(i,j))

γ(i,j) = WT
g (X(i,j),M(i,j))

(3.9)

and (X(i,j),M(i,j)) represents the channel-wise concatenation of X(i,j) and M(i,j). The full

process is visualized in Figure 3.3.

Relation to zero padding Using zero padding is similar to having a gated value of one.

In this setting, the activated feature is passed as is to the next layer. The extra channel

accorded to the mask also needs to be removed, but feeding a mask full of zeros can have

the same effect since nothing can be learned from the extra channel.

x′
(i,j) = ϕ(Feature(i,j)) = ϕ(WT

f X(i,j)) (3.10)

Main issue Similarly to Edge convolution, Gated convolution makes use of an extra con-

volution, hence more parameters. This makes the training longer and requires more GPU

memory. To solve this issue, Yu et al. [26] make architectural changes to the model they
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use and reduce the width of the model. For all our experiments, we either had to reduce the

batch size or the crop size for all methods to have a fair comparison.

Figure 3.3: Partial and Gated convolutions compared to a normal convolution.
Partial convolution weights the input x by a mask that is updated using a predefined rule,
while gated convolution concatenates the mask at the first layer and learns a soft mask γ.

Design changes and contribution In their design for image inpainting, Yu et al. [26] do

not use batch normalization. However, the model we use for image classification and hotel

recognition, ResNet50, uses batch normalization after certain layers. It is common practice

to normalize the features before applying an activation function to obtain the final output

features. Therefore, we try two different implementations:

1. We insert batch normalization (BN) directly before the activation in Equation 3.9 and

before gating the features:

x′
(i,j) = ϕ[BN(Feature(i,j))]σ(γ(i,j)) (3.11)
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2. We normalize the gated features and then apply the activation:

x′
(i,j) = ϕ(BN [Feature(i,j)σ(γ(i,j))]) (3.12)

Without batch normalization, the two equations are the same for a ReLU.

3.4 A Unified View

In Sections 3.1, 3.2, and 3.3, we showed how Edge, Partial, and Gated convolutions are each

related to zero padding and a normal convolution when they are used to handle invalid pixels

outside the image. The only time when all the methods are exactly the same is when:

• For Edge convolution, only one filter is used (s(i,j) = 1)

• For Partial convolution, a one-padded mask is used even at the boundaries (1p0
(i,j) = 1p1

(i,j),

hence r(i,j) = 1)

• For Gated convolution, the channel accorded to the mask is removed, and all pixels

are let through the gate (γ(i,j) = 1, and σ(1) = 1)

If all these conditions are true, for an already padded X(i,j), we have:

x′
EDGE(i,j) = WT

s(i,j)X(i,j) + bs(i,j) x′
PARTIAL(i,j) = WTX(i, j)r(i,j) + b

= WT
1 X(i,j) + b1 = WTX(i, j) ∗ 1 + b

= WTX(i, j) + b = WTX(i, j) + b

x′
GATED(i,j) = (WT

f X(i,j) + bf )σ(γ(i,j))

= (WT
f X(i,j) + bf ) ∗ 1

= WTX(i, j) + b
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Experimental Results

In this section, we share our results on two tasks where handling pixels outside the image is

beneficial, image classification and semantic segmentation. Then, we explore a task where

invalid pixels are inside the image: hotel recognition with masked regions.

4.1 Image Classification

We first compare all methods on a classification task where zero padding is present in mul-

tiple layers of the model we use. Partial convolution, previously tested on the same task,

outperforms a normal convolution with zero padding while Edge convolution and Gated

convolution with batch normalization before the activation (Equation 3.11) perform worse.

Dataset We use the ImageNet dataset [4] for this classification task. ImageNet is a large-

scale dataset composed of approximately 1 million images that belong to 1000 classes ranging

from animal species to different types of food. The training, validation, and test datasets

respectively have 1 million, 50 000, and 150 000 images.

Implementation details We pick the widely used model ResNet50 [5] to conduct our

experiments since it is the model we use for the hotel recognition task described in Section

4.3. We use the same code as Liu et al. [15] as a basis and replace all normal convolutions

with Edge, Partial, and Gated convolutions. We also follow their training setting. We train

21
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all models for 100 epochs with an initial learning rate of 0.1 that is decreased by 10 every 30

epochs and a batch size of 64. For each method, we train 3 models to account for differences

due to random weight initialization and stochastic mini batch sampling.

Table 4.1: Best top-1 accuracies for Image Classification. Each method is run 3 times
for 100 epochs, and the best validation accuracy for each run is reported. no7 refers to a
model where only the 3x3 convolutions were replaced by Edge convolution. Bold refers to
the best result in each column.

Network 1_best 2_best 3_best average diff stdev PT_official
Zero 75.614 75.668 75.884 75.722 - 0.143 76.15
Partial [15] 76.148 75.908 76.138 76.065 0.343 0.136 -
Gated [26] 75.088 74.838 74.630 74.852 -0.870 0.229 -
Edge [7] 75.046 74.458 75.034 74.846 -0.876 0.336 -
Edge_no7 [7] 75.090 74.554 74.856 74.833 -0.889 0.269 -

Implementation details - Partial convolution We use the official PyTorch implemen-

tation of Partial convolution based padding.

Implementation details - Edge convolution We implement Edge convolution in Py-

Torch and replace all normal convolutions with it. As mentioned in Section 3.1, we do not

use more than 9 convolutions for large filters as it would make the implementation cum-

bersome and require a lot of GPU memory. Instead, for the first layer of ResNet50 which

has a 7x7 filter and a stride of 2, we use the same 9 special cases as for a 3x3 filter and

convolve them on whole regions. For instance, for the top left corner, the convolution spans

a 9x9 region (instead of a 7x7 one) and outputs a 2x2 feature concatenated to the rest of the

features obtained from the other convolutions. We do the same for the top-right corner, but

we only keep the bottom right value of the 2x2 output since we only need one more pixel to

obtain the required shape. All the other convolutions are 3x3.

Implementation details - Gated convolution We also implement Gated convolution
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in PyTorch and replace all the normal convolutions with it. Our implementation follows

Equation 3.11, therefore we move all the activations and batch normalization layers inside

the Gated convolution module.

Table 4.2: Average top-1 accuracies for Image Classification. Each method is run 3
times for 100 epochs, and the average validation accuracy of the last 5 epochs for each run
is reported. no7 refers to a model where only the 3x3 convolutions were replaced by Edge
convolution. Bold refers to the best result in each column.

Network 1_last5avg 2_last5avg 3_last5avg average diff stdev PT_official
Zero 75.525 75.569 75.652 75.582 - 0.064 76.15
Partial [15] 76.036 75.845 76.006 75.963 0.380 0.103 -
Gated [26] 74.941 74.772 74.530 74.748 -0.834 0.207 -
Edge [7] 74.954 74.379 74.899 74.744 -0.838 0.317 -
Edge_no7 [7] 74.936 74.462 74.826 74.741 -0.841 0.248 -

Evaluation metric All models are compared based on their top-1 classification accuracy

on the validation dataset. In other words, we compute the percentage of correct predictions

across all the evaluated images. All images were center-cropped to 224x224 to match the

size used during training.

Quantitative results In addition to showing results for the best model obtained during 3

training runs in Table 4.1, we also follow Wu et al. [23] and show the average of the results

obtained during the last 5 epochs in Table 4.2. We can see that Partial convolution performs

better than zero padding on all runs. However, Edge and Gated convolutions give worse

results. Therefore, using more filters to handle invalid pixels outside the image does not

work well for deep networks designed for image classification.

Indeed, all the tasks Innamorati et al. [7] tested use a smaller number of convolutions and

have visual outputs. To make sure that the relatively bad performance of Edge convolution

is not due to the method we used to scale it to larger receptive fields, we also show results
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when we do not replace the first 7x7 convolution. We refer to this model as Edge_no7. As

seen in Tables 4.1 and 4.2, the results are almost the same, so the scaling does not negatively

impact the model. Therefore, we can use the model with the scaling for a fair comparison

with other models where all the convolutions were replaced. As for the benefit of the scaling,

it could be shown by experimenting with a model where there are more convolutions with

large receptive fields.

From Table 4.1, we can also conclude that Gated convolution with batch normalization

before gating the features does not perform as well as zero padding when applied to image

classification. Therefore, we propose a reformulation where the activation and the batch

normalization layers are outside the module as shown in Equation 3.12.

Qualitative results We show in Figure 4.1 three images that all 3 zero padding best

models were not able to correctly classify while they were correctly classified by all best

models from the other methods. To see if the special convolutions were truly able to learn

something different at the borders, we feed the same images with a larger center-crop size

(256x256 vs. 224x224) to one of the zero padding models. As seen in Figure 4.1, the model is

able to predict the right label for two of the three images when it sees its true extension. The

other convolutions were able to give correct predictions without seeing the extented images,

therefore they were able to successfully leverage the information at the borders.
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(a) 224x224 center-cropped images

(b) 256x256 center-cropped images

Figure 4.1: Images for which all convolutions but zero padding leverage the bor-
ders for a correct prediction without seeing the images true extension. Images
that failed all 3 runs of zero padding, but passed all 3 runs of all the other methods. (a)
shows the predictions of the zero padding model for the default crop size applied to all mod-
els. (b) shows the predictions when the validation crop size is increased. The red square is
a 224x224 one representing the size in (a). The normal convolution with zero padding needs
to see the true extension of the images to correctly predict them.

4.2 Semantic Segmentation

We also compare Partial convolution, Gated convolution, and the normal convolution with

zero padding on a dense prediction task where predicting the right label for pixels at the
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borders is also important: semantic segmentation. We do not include Edge convolution since

some of the convolutions in the model we use are dilated convolutions and cannot directly

be replaced with Edge convolution.

Dataset Cityscapes [3] is a large-scale dataset that is used for pixel-level, instance-level,

and panoptic semantic labeling [29, 31, 32]. It contains 5000 pixel-level annotated frames

and 20000 coarsely annotated frames of street scenes from 50 different cities. The default

training, validation, and test sets respectively contain 2975, 500, and 1525 images. We ex-

periment on the default training and validation sets that respectively have 18 and 3 different

cities.

Table 4.3: Best mIoU for Semantic Segmentation. 1 and 2 are two runs using the same
convolution. Best refers to the best model obtained through cross-validation. * denotes
Gated convolution with batch normalization after gating. Bold refers to the best result in
each column.

default split
1_best 2_best mean diff

WN38_zero 73.011 72.692 72.852 -
WN38_partial [15] 72.529 72.741 72.635 -0.217
WN38_gated* [26] 73.171 72.922 73.047 0.1945

Implementation details We use the same model as Liu et al. [15] that was implemented

by Zhu et al. [31] based on DeepLabV3+. It has an encoder-decoder architecture and uses a

pretrained classifier as the encoder (backbone). For our experiments, we use WideResNet38

[24] as the backbone, but we do not pretrain it since we are interested in the relative im-

provement between all the methods we cover. The model also has an Atrous Spatial Pyramid

Pooling (ASPP) module that uses dilated convolutions. Therefore, we only compare the two

convolutions that have a general enough definition to replace a dilated convolution, Partial

and Gated convolutions. The number of filters used in Edge convolution depends on the
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convolution, the stride, and the amount of padding used, therefore extending it to a dilated

convolution would make the module itself too hard to use and too specific.

For our experiments, we use the default settings of Zhu et al. [31] without data augmentation

with synthesized data. We train the network for 175 epochs with a starting learning rate of

1e − 3 and a polynomial learning rate decay of 1.0. To fit Gated convolution and still use

synchronized BatchNorm for distributed training, we reduce the crop size to 536 for all three

methods.

Evaluation metrics We report the mean Intersection-Over-Union (mIoU) % across 19

classes for all models. It is the overlap between the predicted segmentation and the ground

truth divided by their union. The 19 classes represent labels such as a road, a car, or a

person. Since the ASSP module in DeepLabv3+ is used to pool on a square crop with a 1:1

aspect ratio during training and images at test time have a 1:2 ratio, we follow Liu et al. [15]

and report three types of results:

1. regular: the 1024 x 2048 images are directly fed to the model

2. tile with no overlap: the images are divided into two distinct 1024 x 1024 square

tiles

3. tile with a 1
3

overlap: the images are divided into 1024 x 1024 square tiles with a 1
3

starting overlap (i.e., a 2
3
stride)

Quantitative results Table 4.3 and Table 4.4 show the results we obtained for zero

padding, Partial convolution, and Gated convolution for two runs executed on 8 Geforce

RTX 2080 GPUs. The results are lower than the ones reported by Liu et al. , but we are

only interested in the relative difference between all methods. The drop in performance

might be due to the difference in crop size to fit Gated convolution in the GPU memory.

Gated convolution performs slightly better than Partial convolution and a normal convolu-
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tion with zero padding on average. Surprisingly, Partial convolution performs worse than

zero padding on average and especially for the first run showed in Table 4.3. As the first

run for zero padding could be an outlier, more runs would be needed to draw formal conclu-

sions. With the current results, we can say that handling invalid pixels outside the image in

semantic segmentation can lead to a small improvement without any architectural changes.

We can also add that all methods perform better with a tile-based evaluation method as

shown in Table 4.4. The best run for each method is improved, but Gated convolution has

a smaller relative improvement compared to the other methods.

Table 4.4: Best mIoU for Semantic Segmentation with different evaluation meth-
ods. All methods are improved with a tile evaluation, and zero padding and Partial convo-
lution show a larger improvement than Gated convolution. * identifies reported results from
papers. Bold refers to the best result in each column.

Padding Regular 0 Tile overlap 1
3

Tile overlap
WN38_zero* [15] 79.069 79.530 79.705
WN38_partial* [15] 79.082 79.907 80.079
WN38_zero 73.011 73.227 73.484
WN38_partial [15] 72.742 72.92 73.111
WN38_gated [26] 73.171 73.230 73.462
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Figure 4.2: Three tasks on which we experiment: hotel recognition with masked regions,
semantic segmentation, and image classification.

4.3 Hotel Recognition

For the third task, we use Hotels-50K, a dataset made for hotel recognition with masked

regions and currently used in human trafficking investigations. We apply Partial convolution

and Gated convolution to this task to see if they can leverage the mask and handle invalid

pixels inside the image as in inpainting.

Originial dataset Hotels-50K [20] is a dataset built for hotel recognition. It is composed of

approximately 1 million images of 50000 hotels around the world taken from travel websites

and from the TraffickCam mobile application, an application designed to help fight human

trafficking by allowing users to take pictures of their hotel rooms. The training dataset origi-

nally had 1,027,871 images from 92 hotel chains and 17,954 test images from the TraffickCam
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application. The test images come from 5,000 different hotels and 88 chains present in the

training set. Four versions of the test set are available for the evaluation, one without any

occlusion, and three with different levels of occlusion (low, medium, high) showed in Figure

4.2. For the high occlusions, up to 85% of the image can be occluded.

Available dataset and data cleaning The training dataset publicly available at the

beginning of our work was half the one used by Stylianou et al. [20] due to broken travel

websites links. It was recently updated with fixed links, and out of the 50,000 hotel instances,

4,563 have the same images. Also, 282 hotel instances from the test set are no longer present

in the training set. Therefore, we perform a series of data cleaning steps. First, we keep only

one class of the duplicated hotels in the training set, second we only test on classes present

in the training set.

Evaluation metrics We report the top-k accuracy for k = {1,10,100}. For k = {1,10,100}

and a single test image, the labels of the 100-nearest neighbor training images are found. If

k is 1, the label of the closest image is the one selected. If k is 10 and one of the nearest

10 training images has the right label, the image is considered as correctly identified. The

process is the same for k = 100. In all cases, the labels correspond to hotel ids.

Implementation details Similarly to Stylianou et al. [20], we use a ResNet50 model to

obtain embeddings on both the training and test set. We then find the k-nearest neighbors

of the test embeddings among the training embeddings. To train our model, we first used a

triplet loss [19], and then moved to an online triplet loss [6] with a random negative sampler

and a margin of 0.1 for better results comparable to the first work done on Hoetls-50K. In

the final version of our experiments, we use an initial learning rate of 1e− 5 with an Adam

optimizer with the default values β1 = 0.9 and β2 = 0.999.

During training, we follow the training method proposed by Stylianou et al. [20] where
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we randomly place on the input image a people-shaped mask that is randomly resized to

occupy between 30 and 70 % of the image. We use a batch size of 104 images composed

of 8 images from 13 classes, therefore only hotels with at least 8 images are selected before

training. For each batch, we balance the number of images coming from the traffickCam

mobile application and the travel websites. This step is important to have a strong baseline.

For the main experiment, we use the pretrained weights obtained when training on ImageNet

for our image classification experiment described in Section 4.1. Before finetuning the model

on Hotels-50k, we remove the last fully connected layer of size 1000 and replace it with a

fully connected layer of size 256 to have a final 256-D embedding for each image. Since

pretraining takes more than 12 days and is not optimal to iterate through design ideas, we

also train models from scratch for 12 epochs.

Implementation details - Partial convolution We try two versions of Partial con-

volution, one with a single-channel mask and a second one with a multi-channel mask as

suggested in the original paper for image inpainting [14].

Implementation details - Gated convolution We also try the first version of Gated

convolution mentioned in Section 3.3, the one where the batch normalization and the acti-

vation are applied before gating the features (Equation 3.11).

Quantitative results We show in Table 4.5 the top-k accuracy for all methods at the

instance level. The first implementation of Gated convolution performs worse than a normal

convolution. This might be due to the placement of the batch normalization layer, therefore

it is worth trying the second version defined in Equation 3.12. As for Partial convolution,

both versions perform close to a normal convolution, but not as well. The multi-channel

mask helps more on medium and high occluded images than a single-channel mask.
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Table 4.5: Top-k Hotels-50k instance recognition results for multiple occlusion
levels. Training from scratch with masked regions does not give good insights to know
if a method would work well since it gives very low results. Gated convolution does not
perform well on this task, but both versions of Partial convolution are close to the normal
convolution (zero). * identifies reported results. + shows models pretrained on ImageNet.
1_ch is Partial convolution with a 1 channel mask instead of 3.

Occlusion none low medium high
K 1 10 100 1 10 100 1 10 100 1 10 100
Zero+* [20] 8.1 17.6 34.8 7.1 16.4 33.1 5.9 14.1 29.9 4.2 10.5 24.0
Zero 1.8 3.1 6.4 1.8 3.1 6.5 1.6 2.8 6.2 1.4 2.5 5.5
Partial_1ch 1.9 3.4 7.6 1.9 3.4 7.6 1.6 2.9 6.5 1.2 2.3 5.2
Partial 1.8 3.2 7.0 1.8 3.1 6.9 1.5 2.7 6.2 1.2 2.2 5.1
Gated 1 1.4 2.8 1.00 1.4 2.8 1.0 1.3 2.7 0.8 1.1 2.1
Zero+ 7.5 15.1 29.0 7.1 14.6 27.9 6.1 13.2 26.1 5.2 11.5 23.9
Partial_1ch+ 7.4 15.1 29.5 7.0 14.2 28.1 5.7 12.5 25.3 4.4 10.3 22.0
Partial+ 7.4 14.8 28.5 7.0 14.3 27.7 6.0 12.7 25.7 5.0 10.9 22.5
Gated+ 5.9 13.2 26.3 5.5 12.3 25.5 4.8 11.1 23.6 3.9 9.2 20.7

Methods that are better at instance recognition are also better at chain recognition as it can

be seen in Table 4.6.

In Table 4.5, we can see that training from scratch with masked images does not give enough

insight to draw conclusions, therefore we need to wait for the pretrained weights to be fully

trained on ImageNet before testing them on Hotels-50k. Three solutions can be explored to

get around this problem. First, it is worth trying to set up a smaller dataset and train on

unmasked images before adding the masks. If this option is chosen, we would need to see if

the results are the same as on the large dataset. This was not the case for a regular triplet

loss and a non-balanced batch training. Another option would be to pretrain the model for

a smaller number of epochs. A third solution would be to take a new research direction

and develop a method that would be suitable for transfer learning. We would just load the

normal convolution weights and learn a more optimal model for the special convolution.
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Table 4.6: Top-k Hotels-50k chain recognition results for multiple occlusion levels.
The order of all methods is maintained when we look at the chains instead of the instances.
* identifies reported results. + shows models pretrained on ImageNet.

Occlusion none low medium high
K 1 3 5 1 3 5 1 3 5 1 3 5
Zero+* [20] 42.5 56.4 62.8 - - - - - - - - -
Zero 8.6 16.8 22.8 8.3 16.7 22.7 7.6 15.7 21.5 7.0 14.1 19.3
Partial_1ch 9.1 18.5 24.7 9.2 18.4 24.9 8.0 16.5 22.5 6.6 14.4 19.9
Partial 7.9 16.7 23.0 8.1 16.1 22.2 6.9 14.2 20.1 5.8 13.1 18.5
Gated 4.3 9.5 14.5 4.2 9.4 13.7 4.0 8.8 13.1 3.6 8.0 12.0
Zero+ 34.7 49.5 56.4 33.4 48.1 55.5 30.2 45.0 52.3 26.6 41.0 48.5
Partial_1ch+ 33.8 48.1 55.4 32.2 46.7 54.7 27.8 42.2 50.7 23.0 37.0 45.0
Partial+ 33.3 47.7 55.2 32.5 46.9 54.3 29.0 43.5 51.1 25.3 38.8 46.4
Gated+ 30.9 45.5 53.1 29.5 44.4 51.6 26.5 41.3 49.2 23.4 37.0 45.1



Chapter 5

Discussion

Image Classification From the previous section, we see that Partial convolution outper-

forms all methods on image classification. However, Edge convolution and Gated convolution

are two methods that have never been applied to this task. Our results show that we can rule

out a first implementation for both methods. Therefore, we suggest two other implementa-

tions. For Edge convolution, we can leave the first 7x7 convolution in ResNet50 as is and

only replace 3x3 convolutions. For Gated convolution, we can move the batch normalization

layer and the activation outside the convolution as shown in Equation 3.12.

Semantic Segmentation Based on our results on image classification, we choose to use

the second implementation of Gated convolution (3.12). It performs slightly better than the

other methods, but surprisingly, zero padding performs better than Partial convolution on

average. To make sure that the excellent run from zero padding is not an outlier, it would

be preferable to run all models more times if resources are available. Overall, the second

version of Gated convolution with batch normalization and the activation outside the module

provides a small, but constant improvement on semantic segmentation.

Hotel Recognition As for hotel recognition with masked regions, Gated convolution with

batch normalization before the gate does not perform well. Partial convolution is close to

the normal convolution, but cannot outperform it. It seems that in a retrieval setting, the

masked regions need to be leveraged in a different way than in image inpainting. From our
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results, we also see that training from scratch does not give any insight on how all methods

perform since it gives very low results. Waiting more than 12 days for pretrained weights

can make it hard to iterate through design ideas as well. This opens a new possible research

direction to develop a method that would be suitable for transfer learning. It would use

available official pretrained weights and learn how to handle invalid pixels from there.

Previous Experiments We also tried to compare all methods on another task with invalid

pixels inside the image, image inpainting, by using EdgeConnect [17] as a basis. However, we

did not see any improvement even if Partial convolution and Gated convolution were both

designed for image inpainting. This is possibly due to the original model constraints. For

instance, Partial convolution uses a UNet and is trained following a specific schedule different

from EdgeConnect. This makes it difficult to tease apart whether Partial convolution is

performing worse than Gated convolution or is just not suited to work with the specific

architecture used.

Future Work The next step for our work would be to develop a method that performs

well across all tasks. Our current idea uses feature transformation (Section 2.3) and builds

upon Gated convolution and SPADE [18]. Instead of only gating the features, it would be

interesting to see what gating and shifting them would give. A learned affine transforma-

tion would be applied in this case. The convolution could also be controlled as in Partial

convolution where we would only gate invalid pixels and possibly their neighbors.



Chapter 6

Conclusion

Although considered valid in most deep learning architectures, padded pixels added outside

the image are a source of extra information not present in the original input image, making

them invalid. In this work, we compare on the same test bench two methods that have previ-

ously been applied to handle these invalid pixels at the border, Edge convolution and Partial

convolution, and one method that was designed for invalid pixels inside the image, Gated

convolution. We show that Partial convolution performs the best for image classification

while it has some trouble with image segmentation. Gated convolution has trouble when

the batch normalized features are gated, therefore we suggest another design that performs

better than the other methods on image segmentation. As for hotel recognition with masked

regions, none of the methods are able to leverage the mask as in image inpainting. Overall,

there isn’t a method well-rounded enough to perform well on all three different tasks. How-

ever, we think that building upon Gated convolution can yield a consistent improvement

across multiple tasks. Instead of gating the output features, transforming them by both

scaling and shifting could be interesting.
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