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[bookmark: _Toc548439315]Abstract
Analysis of the coverage of crisis events by news agencies provides important information for historians, activists, and the general public. Detecting bias in news coverage is a direct benefit. Thus, there is a need for an automated tool that, given a set of crisis events and a dataset of webpages about these events, can extract the set of news media outlets that reported about these events and how frequently, the types of events covered by each media outlet, and how each news media outlet links to other outlets, if any. Bias detection and sentiment analysis can then be applied to each media outlet to discover hidden patterns.
The web application we have designed will allow users to provide a collection of URLs or HTML files for webpages reporting on a crisis event. The program will provide a thorough analysis of the provided collection, detecting bias in news coverage as well as linkage between different domains. The results of this analysis will then be returned to the user, offering insights into their provided collection of news articles in a way that is accurate, informative, and easy to understand.
Our team is optimistic that the application we have developed will assist users in navigating the complexities of news reporting during periods of uncertainty. In today's increasingly divided and turbulent political landscape, discerning the truth from misinformation is more crucial than ever. We believe that our application will empower individuals to make more informed decisions through enhancing the transparency of online news organizations, ultimately contributing to a culture of more responsible journalism and improved civic discourse.
[bookmark: _Toc1840342920]Introduction
[bookmark: _Toc442730869]Problem
The world of online news is one that is rife with bias and misinformation. There are countless news websites on the internet, some of which value the number of clicks or being the first to report on a story more than they value following the principles of good journalism. Determining which news outlets are unbiased and trustworthy takes a lot of effort, and most people simply don’t have the time to do the amount of research required to figure it out on their own. This is especially true during crisis events, when people may face information overload as the story develops, making it difficult to discern whether or not information from different news sources can be trusted. Therefore, there is a need for an application that can automatically process and analyze news articles about a particular event to determine which domains or organizations appear to be the most trustworthy and unbiased.

[bookmark: _Toc1578821388]Motivation
Understanding the attitudes and biases seen in the coverage of news events is increasingly important. In this era, the public has a deluge of information available to them at all times. They need a way to concisely pare that down and make sense of it. As such, we intend to provide them with a solution to this, and hopefully improve the public’s understanding of how the media portrays significant events.
[bookmark: _Toc1287003448]General Approach
Users of our application will be able to create an account, and once signed in they will be able to submit collections of online news articles (all reporting on the same event) for analysis. The application will then return the results of the analysis to the user, displaying information about the bias of each included domain, as well as the linkage between different domains, for the given collection. Both the submitted collection of articles and the results of the analysis will be saved in our database, linked to user accounts, so that they can go back and view their usage history.


[bookmark: _Toc646310040]Requirements
[bookmark: _Toc1607071948]User Accounts and Authentication
The application must support creation of user accounts. While users will be able to use the app without creating an account, full functionality includes a feature allowing users to browse their personal submission history. Each collection of articles and associated results is linked to the user that submitted them in order to support this feature, therefore, the app must support account creation, changing of passwords, and sign-in authentication.
[bookmark: _Toc1122947998]Inputs and Preprocessing
The application must support the user input of news article collections, in the form of a selection of HTML files. Our backend will take these submitted files and perform preprocessing on them, splitting and parsing the HTML to extract the relevant text of the news articles using the Python library BeautifulSoup.
[bookmark: _Toc1466844686]Analysis
The application must attempt to provide accurate analysis of the provided collection of news articles in order to detect potential bias. This will be accomplished through the use of natural language processing, in particular using the Bag of Words model in order to determine the most prominent key words of the articles. This will allow for detection of bias in the article text via text classification methods such as sentiment analysis.
[bookmark: _Toc911642986]Presentation of Results
Analysis results must be returned to the user in a timely manner, and must be presented in a way that is both easy to read and easy to understand. As analysis of news coverage of crisis events is one of the primary use cases of the application, results must be accessible and simple so that users from a wide variety of backgrounds are capable of quickly parsing and deriving meaningful insights from the application’s provided results. To that end, output must be displayed in a succinct manner, using clear labels or descriptions and incorporating numeric values and graphic visualizations where appropriate.
[bookmark: _Toc1632892632]Submission History
The application must allow users to access a history of their submitted collections of news articles, along with the associated results produced by the application’s analysis. This data will be stored in the database to allow for quick retrieval of past submissions without necessitating a repeated execution of text-based analysis on the same set of webpages.



[bookmark: _Toc242022725]Design
The front end design of the application will follow the typical guidelines and best practices for web application user interface design. Providing useful functionality is merely one component of delivering a successful and desirable application. The product will only be valued and have staying power if it has a convenient and worthwhile user experience. To that end, the application must abide by the following requirements for front end design:
[bookmark: _Toc2122168823]Accessibility
The application must be easy to use for a wide variety of users, including those with disabilities. Therefore, it must be designed in a way that seamlessly integrates with assistive technology for web access. For example, all images should have descriptive alt text to benefit blind users accessing the site via screen readers. Interface layout and navigation should be keyboard friendly and not dependent on the use of a mouse. Interface components that disrupt the flow of the user experience, such as unnecessary pop ups, should be avoided. Designing with a diverse user base in mind is important, as the application must be inclusive and accommodating for all that attempt to use it.
[bookmark: _Toc1156975561]Consistency
Consistency is of paramount importance when it comes to creating a user interface that is simple to use and understand. Keeping interface components consistent across all pages of the application goes a long way toward creating a streamlined and convenient user experience. The general look and feel of the interface should remain the same throughout the site, including color palette, headings, spacing between elements, and especially navigation menus. User interface components should also not deviate too much from industry standards. Opting for traditional design solutions employed by commonly used websites improves user experience by keeping things predictable and intuitive rather than forcing users to learn something new.
[bookmark: _Toc300973565]Responsiveness
The application must provide feedback for user interactions, indicating failure or success of the operations they attempt to perform. User experience is improved by knowing what is going on with the system when utilizing the various features of the product. Therefore, visibility can be improved by employing interface components such as status bars, pop ups, and loading animations where appropriate to provide feedback. Furthermore, both front end and back end components should be optimized for performance, because users expect websites and applications to load in a timely manner, and will not stick around for long if they get stuck waiting.
[bookmark: _Toc630656680]Aesthetic Design
The main goal of a web application’s aesthetic design is to engage with and direct users through the expected flow of the user experience To that end, the application must have a visually pleasing design that is free of clutter. Intense, unconventional color palettes should be avoided as they may be distracting to the user. Incorporating visual cues and a minimalistic design that removes non-essential and rarely used interface components helps to highlight key elements that are the most likely for the user to be looking for. Finally, figures and visualizations of bias analysis results should be shown in a way that is as easy as possible to digest.


[bookmark: _Toc2109551257]Implementation
[bookmark: _Toc1938297184]Frontend Implementation
For the frontend, we decided to use React for a few reasons. One reason is because it is a versatile language that allows you to create visually aesthetic pieces of front end very quickly. You can also reuse the components you use which we thought would be useful for our purposes, as we would have to show data for many different domains. Also, several group members have worked with React before, which made it an obvious choice for our frontend framework. 
The frontend acts as the catalyst for the backend and database to function. The frontend will ask the user to provide information and data, which the backend will then process and send to the database, where it will be stored. For example, the GUI will provide the necessary interface components for the user to create an account or enter login information, which will then be processed by the backend by creating a new user account in the database or authorizing the user’s provided login credentials. Similarly, users can select the .html files that they would like to submit, which are processed, analyzed, and stored in the database.
[bookmark: _Toc1622203537]Backend Implementation
For the backend, we decided to use Python and Flask for the processing and analysis. Flask is a lightweight micro-framework in Python that is used for web development. We decided to use this because for starters, it is extremely simple and easy to use, which was essential for us given that it is a Python tool that our backend team did not have much familiarity with. It also requires a very minimal core, with the ability to add any extensions that we needed as we went. 
The Python and Flask components of our application serve two purposes. The first is to act as a middleman between the frontend and the database. This is done by handling the routing and API use between the frontend when sending the information that has yet to be analyzed in the backend and sending the analysis to the frontend to display to the user. Also, after processing of the files provided by the user is completed, the backend sends the results to the database to be readily available to use for purposes such as displaying a user’s submission history.
The backend’s second purpose is to handle all the analysis and processing. This includes taking the .html files that the user inputs, processing them by extracting meaningful text from the HTML and analyzing it for the most frequently used keywords that are used across the different articles, and determining the linkage from the provided pages to different domains. This is the main functionality provided to users, determining the reliability of the articles and domains they are getting their information from. Doing this analysis is quite easy in Python because it has libraries such as BeautifulSoup which allow you to process .html files and URLs in an effective manner. 
[bookmark: _Toc405658377]Database Implementation
The database that we chose to use for our project was MongoDB Atlas. Atlas is a cloud database service that offers the same services that the standard MongoDB database does, but without the need of doing much of the configuration. Atlas also has a quick learning curve, which allowed us to quickly integrate our application with the database, adding the integral functionality of storing and retrieving user and document analysis data. Our choice of Python improved the simplicity of this process, because it allowed storage and retrieval of data using the PyMongo library.
For our application, we use the database to store two types of data: user account information, and the results of the analysis performed on the articles provided by the user. This results in two types of collections. One collection contains the information representing each user and their login credentials. The second collection is created for each unique user, to store all the different analysis results for each user session. This will allow us to easily provide support for users to see the results of analysis done in a previous session. 


[bookmark: _Toc1653424405]Evaluation
Throughout the process of developing our application, and in the final testing phase we completed during the second half of April, we have submitted a vast amount of different articles into collections for our system to analyze. The application generally handles an assortment of varied news articles in an elegant way. An example is blank files. When a user submits a blank file amongst a collection of articles, it is concatenated to the rest of the articles in the collection as in every other case. This causes no issue because concatenating a blank file is essentially just appending an empty string, which has no effect on the overall analysis results and output. We did discover an issue with some articles, however. Some news sites have pop-ups that block you from viewing the entire page, either a paywall or simply requiring users to log into their account for that site. In these cases, our application is unable to extract the full text of the article. This is an issue that will need to be accounted for in future iterations, as a large number of news sites employ this practice, and thus we are currently missing out on a lot of data.




[bookmark: _Toc308455376]User’s Manual
[bookmark: _Toc1610745170]Landing Page
[image: ]Figure 1: Application Landing Page
The above image shows the app’s landing page, which is what you’ll see when you first launch the app. It gives a brief description of the app’s functionality, and has a navigation menu at the top right which will lead you to the login page or show you where to get started submitting documents for analysis.
[bookmark: _Toc1470416083]LogIn Page
[image: ]
Figure 2: User LogIn Page
This is the user login page, where users that already have an account can type in their credentials and log in to the site. For those that don’t yet have an account, feel free to create one by clicking “Sign Up” at the bottom right.
[bookmark: _Toc860148241]SignUp Page
[image: ]
Figure 3: User SignUp Page
This is the user sign up page, where users that don’t have an account in our database can create one. Entering credentials here will save that information to our database, allowing the user to enter in the same credentials on the LogIn page to return for future analysis sessions. If you got here by mistake, you can click “Log In” at the bottom right to return to the LogIn page.


[bookmark: _Toc784586671]Collection Creation
[image: ]Figure 4: Collection Creation Pop-up
[image: ]Figure 5: Document Upload Pop-up
The above images show the process of creating a collection for analysis. First, click the Create Collection button on the landing page, which will show a pop-up. The Choose Files button allows you to browse your system for files to upload. Then, enter a name for the collection in the text box and finally click the Upload button to submit the collection for analysis.
[bookmark: _Toc23751190]Analysis Results
[image: ]Figure 6: Analysis Results Page
The above image shows the Analysis Results page, which you are taken to after submitting a collection of documents for analysis. The analysis results show, from left to right, a list of files in the submitted collection, the date the collection was uploaded, the top 10 most common keywords from the collection, the overall result of a sentiment analysis performed on the collection, a bias score indicating how likely the collection is to contain biased information, and finally a list of linkage (links from the provided articles to other domains).


[bookmark: _Toc1860689871]Past Analysis
[image: ]
Figure 7: Past Analysis
Finally, we have the Past Analysis feature, which allows users to return to the collections they submitted in the past to view their previous results. Simply click on one of the collections in the list and it will display all of the analysis results as if you had just submitted it. If the user is logged in, they will see a list of all of their own previous submissions here. However, if the user is not logged in then they will see a list of all submissions that were submitted by all other users that were not logged in.


[bookmark: _Toc1269756608]Developer’s Manual
[bookmark: _Toc1476928885]Version Control
Our choice of version control was GitHub (https://github.com/Hiwotalemu/Capstone). Using this, we were able to share our code as we were developing the different components of the application in parallel. 
[bookmark: _Toc1788055699]Running the Application
Note: The following guide was created for the Windows operating system. In particular, the guide was tested on a machine running 64-bit Windows 10.
To begin, there are a few piece of software required to get the app running locally. Specifically, you will need git, Node.js, and node package manager (npm). The app was developed on rlogin, a Linux remote login cluster ran by Virginia Tech, which has node version 20.11.0 and npm version 10.2.4. However, the app was also confirmed to function on the Windows demo machine with node version 21.7.3 and npm version 10.5.0. You will also need Python and PIP (Preferred Installer Program). The app was developed using Python 3.9, which is provided in a virtual environment located in the GitHub repository in the directory: “Capstone/server/venv”
Now that you have all the necessary tools, it’s time to clone the GitHub repository. Open up a command line (specifically, this guide used Windows PowerShell) and navigate to the directory in which you want to install the app. Then, clone the repository via HTTPS by using the command: “git clone https://github.com/Hiwotalemu/Capstone ”. Note that GitHub may ask you to enter your GitHub account credentials before you can proceed. The repository contains a folder “node_modules” which should have all of the necessary packages from npm that you’ll need to run the app. Now, navigate to the client directory using the command: “cd Capstone/client” and then run the command “npm run start” which will open a new web browser displaying the app’s frontend interface. Open up a second command line and navigate to the “Capstone/server/app” directory. Activate the provided Python virtual environment by running the command: “../venv/bin/activate”. Note that you may get an error about scripts being disabled on the system, in which case you will need to use the command: “Set-ExecutionPolicy –Scope CurrentUser Unrestricted –Force". Once you have activated the virtual environment, run the command: “python3 server.py” which will start the backend, allowing you to use the application as specified in the user manual.

[bookmark: _Toc745701898]Packages/Utilities Used
The following Node and Python packages were used in the creation of this app:
1. Styled-components
2. React-scripts
3. Mui
4. Emotion/react and emotion/styled
5. Flask
6. Flask-cors
7. Nltk
8. PyMongo
9. Certifi
10. BeautifulSoup4
11. VaderSentiment
12. Spacy
[bookmark: _Toc1624122082]Project Architecture
[image: ]Figure 8: Project Architecture Diagram
Above is a data flow diagram showing how the different components in the application interact. The user interacts with the front end of the application which was done using React. These interactions include several different features such as creating an account, logging in, inputting a collection of news articles to be analyzed, etc. (Check User Manual for full list). Once this is done, it goes through the Flask backend which handles all the routing and analysis. The results are then stored in the database in one of two ways: user information or analysis results, as shown in the database schema below. Once the data is stored in the database, the results are displayed on the frontend interface for the user to see.
[image: ]
Figure 9: Database Schemas



[bookmark: _Toc1728401252]Lessons Learned
[bookmark: _Toc1337104175]Timeline
	January 
	Project planing and Github set up 

	Week 3-4
	Coding lay out 

	February 
Week 1-2:
Frontend Development: 
	 Set up React. Design UI wireframes and prototyping. Implement a starter landing page
 2/12 - Presentation 1

	February
Week 3-4: 
Backend Development: 
	continue the  Flask application with basic routes and configurations. Integrate database. Data scraping functionality to collect news articles.Look into LLM and research into libraries for back end (beautifulsoup)

	March: Week 1-2:
 Frontend Development: 
	Use MUI for front end designs 
 Start on report as well 

	Week 3-4:
 Backend Development: 
	Use APIs for data retrieval and analysis. Finish up backend functionality for data processing and analysis.
 3/18 - Presentation 2

	April: Week 1-2
	Integrate frontend and backend components. 
Perform initial end-to-end testing
 Design/ Prototyping done 

	Week 3-4:
	Finalize project and create presentation and report.
 4/22 - Final presentation


Figure 10: Project Timeline


[bookmark: _Toc122811546]Problems
One challenge that our team encountered was determining the best way to format the database schema. We knew that optimization was very important due to the limited storage space offered by our cloud database solution, MongoDB Atlas. This was the first time any of us had worked with MongoDB, but we felt like its method of using an unenforced schema consisting of collections, records, and fields was applicable to our project. That being said, there were some growing pains as we got used to using this software. We had to determine how to best organize the fields, and figure out how to handle connecting submitted collections of articles and the output of our program’s analysis to the users that submitted them.
Another issue that we ran into was trying to figure out how exactly to determine bias in news articles. This isn’t something that is as simple as extracting text and comparing it to a static word list of charged words and slurs. Bias is a difficult thing to determine without thorough analysis by a human reader, and in some cases even the human brain can fail to notice it. Furthermore, bias can be shown not just through charged language, but also by a lack of language. For example, if a particular news domain reports on mass shooting events, and every time the shooter turns out to be a Muslim they include that information in the headline, but when the shooter turns out to be a white, right-wing Christian, they noticeably avoid mentioning information about race or religion, then it shows clear bias via a lack of language. Bias is a complex topic that is very difficult to determine through analysis by a machine.
[bookmark: _Toc1476504987]Solutions
After hours spent planning and reading documentation, our database lead arrived at our current database schema. While we will still perform more analysis and investigation into optimizing our schema for maximum storage efficiency, our current model works and successfully stores both user login data as well as the sets of collections and results produced by the application. As for our method of determining bias, we are still researching various methodologies. We are currently looking into text classification using the Bag of Words model, as well as sentiment analysis, but we are unconvinced that even these methods will provide consistent, accurate results regarding the bias of news coverage.


[bookmark: _Toc1020592883]Future Work
Firstly, any future teams working to expand the scope of this application should find a more permanent solution for database hosting. As said above, currently being employed is the MongoDB Atlas cloud database, in particular the free version, which has a relatively small storage capacity. To support the feature of user submission history, the application requires storage of likely large collections of webpage HTML files, as well as the results of its own analysis of these collections. This may quickly outgrow the given allotment of storage space in the current implementation. An alternative database system with increased storage capacity is a necessity for future scaling of the product.
An area of our application that could be improved is the aesthetics of our analysis results. Currently, results are shown in a basic table format. Aesthetic adjustments and additional visualizations such as graphs would help to better display analysis results in an easily readable and understandable way. Furthermore, most of our collection results are for the entire collection of documents, and it may be useful to expand these results to also show bias and sentiment data for each individual document submitted.
Beyond that, the primary focus of future iterations on the project will likely be improving the back end solution for performing analysis of news coverage bias. Bias in news coverage is a very difficult thing to discern by machine evaluation compared to human comprehension and analysis. As the technologies behind natural language processing (NLP) and large language models (LLM) progress, it should become increasingly possible to provide a more accurate result by performing analysis using these improved tools.
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