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Abstract

Nowadays pervasive computing opens up many new challenges. Personal and sensitive
data and computations are distributed over a wide range of computing devices. This presents
great challenges in cryptographic system designs: how to protect privacy, authentication,
and integrity in this distributed and connected computing world, and how to satisfy the
requirements of different platforms, ranging from resource constrained embedded devices
to high-end servers. Moreover, once mathematically strong cryptographic algorithms are
implemented in either software or hardware, they are known to be vulnerable to various
implementation attacks. Although many countermeasures have been proposed, selecting
and integrating a set of countermeasures thwarting multiple attacks into a single design is

far from trivial. Security, performance and cost need to be considered together.

The research presented in this dissertation deals with the secure and efficient implemen-
tation of cryptographic primitives. We focus on how to integrate cryptographic coprocessors
in an efficient and secure way. The outcome of this research leads to four contributions to
hardware security research. First, we propose a programmable and parallel Elliptic Curve
Cryptography (ECC) coprocessor architecture. We use a systematic way of analyzing the
impact of System-on-Chip (SoC) integration to the cryptographic coprocessor performance
and optimize the hardware/software codesign of cryptographic coprocessors. Second, we
provide a hardware evaluation methodology to the NIST SHA-3 standardization process.
Our research efforts cover both of the SHA-3 fourteen Second Round candidates and five
Third Round finalists. We design the first SHA-3 benchmark chip and discuss the technol-
ogy impact to the SHA-3 hardware evaluation process. Third, we discuss two technology
dependent issues in the fair comparison of cryptographic hardware. We provide a systematic
approach to do a cross-platform comparison between SHA-3 FPGA and ASIC benchmark-
ing results and propose a methodology for lightweight hash designs. Finally, we provide
guidelines to select implementation attack countermeasures in ECC cryptosystem designs.
We discuss how to integrate a set of countermeasures to resist a collection of side-channel
analysis (SCA) attacks and fault attacks.

The first part of the dissertation discusses how system integration can affect the efficiency

of the cryptographic primitives. We focus on the SoC integration of cryptographic coproces-



sors and analyze the system profile in a co-simulation environment and then on an actual
FPGA-based SoC platform. We use this system-level design flow to analyze the SoC inte-
gration issues of two block ciphers: the existing Advanced Encryption Standard (AES) and
a newly proposed lightweight cipher PRESENT. Next, we use hardware/software codesign
techniques to design a programmable ECC coprocessor architecture which is highly flexible

and scalable for system integration into a SoC architecture.

The second part of the dissertation describes our efforts in designing a hardware evaluation
methodology applied to the NIST SHA-3 standardization process. Our Application Specific
Integrated Circuit (ASIC) implementation results of five SHA-3 finalists are the first ASIC
real measurement results reported in the literature. As a contribution to the NIST SHA-3
competition, we provide timely ASIC implementation cost and performance results of the five
SHA-3 finalists in the SHA-3 standard final round evaluation process. We define a consistent
and comprehensive hardware evaluation methodology to the NIST SHA-3 standardization

process from Field Programmable Gate Array (FPGA) prototyping to ASIC implementation.

The third part of the dissertation extends the discussion on hardware benchmarking of
NIST SHA-3 candidates by analyzing the impact of technology to the fair comparison of
cryptographic hardware. First, a cross-platform comparison between the FPGA and ASIC
results of SHA-3 designs demonstrates the gap between two sets of benchmarking results.
We describe a systematic approach to analyze a SHA-3 hardware benchmark process for
both FPGAs and ASICs. Next, by observing the interaction of hash algorithm design,
architecture design, and technology mapping, we propose a methodology for lightweight
hash implementation and apply it to CubeHash optimizations. Our ultra-lightweight design
of the CubeHash algorithm represents the smallest ASIC implementation of this algorithm
reported in the literature. Then, we introduced a cost model for analyzing the hardware

cost of lightweight hash implementations.

The fourth part of the dissertation discusses SCA attacks and fault attacks resistant
cryptosystem designs. We complete a comprehensive survey of state-of-the-art of secure
ECC implementations and propose a methodology on selecting countermeasures to thwart
multiple side-channel attacks and fault attacks. We focus on a systematic way of organizing

and understanding known attacks and countermeasures.
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Chapter 1

Introduction

The rapid growth of electronic communication implies that issues in information security
are of increasing practical importance. Nowadays pervasive computing opens up many new
challenges. Personal data and sensitive data and computations are distributed over a wide
range of computing devices, connected together through wired and wireless links. Some
novel applications also impose new security requirements: the Radio Frequency Identifica-
tion (RFID) tag that is going to replace traditional bar codes requires extremely lightweight
cryptography; portable devices (e.g. smart phones) that are connected to Internet need var-
ious cryptography services that are low power, fast and secure; Internet servers require ultra
high performance and parallel cryptographic implementations. All of these present great
challenges in security issues and protocols: how to protect privacy, authentication, and in-
tegrity in this distributed and connected computing world; how to satisfy the requirements of
different platforms, ranging from resource constrained embedded devices to high-end servers.
One key to this is secure and efficient implementations of the cryptographic primitives that
support these security protocols. The research described in this dissertation tries to iden-
tify several research problems in cryptographic primitive designs, especially from a system

integration point of view, and it provides solutions to address them.
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1.1 Challenges with Cryptographic Primitive Imple-

mentations

Cryptographic primitives serve as the basic building blocks for creating complex crypto-
graphic systems. Since the last decade cryptography primitives have moved on with increas-
ing security demands. For private-key cryptography, the Advanced Encryption Standard
(AES) has replaced Triple Data Encryption Standard (3DES). For public-key cryptography,
due to a number of influential discoveries, Elliptic Curve Cryptography (ECC) is now con-
sidered an ideal substitute for the early RSA standard in many applications. For one-way
hash function, National Institute of Standards and Technology (NIST) is hosting an ongoing
SHA-3 competition, and the winner will substitute the old NIST SHA-2 family of hash func-
tions (i.e., SHA-224, SHA-256, SHA-384 and SHA-512) as the new hash function standard
by 2012. All these cryptographic primitives should be implemented in a highly reliable and
efficient way. Furthermore, the efficiency and security of the cryptographic primitives must

be re-evaluated after system integration on various platforms.

Two problems rise up when security engineers face the current challenging situation of a
large diversity of platforms, novel cryptographic applications, and newly established crypto-

graphic standards:

First, how to do system integration of cryptographic primitives in a secure
and efficient way? The goal of system integration of cryptographic primitives is always
trying to find a tradeoff between cost, performance and security. Design for flexibility is also
important as it is always better to provide a scalable solution that is capable to cover a range
of applications and platforms with different requirements and constraints. Furthermore, how
to implement countermeasures to resist multiple attacks of different types is far from trivial.
The attacks under consideration are the implementation attacks (e.g. Side-Channel Analysis
(SCA) attacks) that do not exploit inherent weakness of an algorithm (like classical crypt-

analysis), but rather a characteristic of the implementation. Compared to the brute force
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attack on AES which requires 10* years in theory, SCA attacks can break an unprotected

embedded software implementation of AES within minutes.

Second, how to develop a fair and comprehensive methodology to evaluate
and compare the performance of competing cryptographic algorithms? Crypto-
graphic primitive implementations can be considered as Intellectual Properties (IPs) that
are ready for system integration, and hence the results of different implementations of the
same primitive should be comparable. However, in the average crypto-hardware conference
proceedings, one will find that no two authors measure resource cost or performance of
hardware implementations using the same metrics. For example, the 11 tables that compare
hardware implementations in the proceedings of CHES 2008 contain 18 different metrics for
hardware cost and 10 different metrics for hardware performance. While one author may
use clock cycles, another one may use nanoseconds, and a third one blocks-per-second. As
for a practical need, the solution to solve this problem can also benefit the ongoing NIST

SHA-3 competition when comparing the performance of different SHA-3 candidates.

The research presented in this dissertation is to explore efficient and secure architectures

and design strategies for system integration of cryptographic primitives for SoC platforms.

1.2 Dissertation Organization and Contributions

This section gives an overview of the structure of the dissertation and highlights the personal

contributions.

Chapter 1: Introduction. The first chapter starts with identifying the challenges with
cryptographic primitive implementations and motivates our research topics. We also present

a brief summary and contributions of each research topic.

Chapter 2: Background. The scope of this research covers several aspects of cryptology

research. This chapter positions the topic in the broad field of cryptography. It give an
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overview of related cryptographic algorithms and protocols.

Chapter 3: Hardware/Software Codesign for Cryptographic Coprocessors.
This chapter presents a system-level design flow, covering simulation up to FPGA imple-
mentation, that evaluates the performance and power consumption of a cryptographic co-
processor integrated in a complete system. After a detailed analysis of hardware/software
(HW/SW) codesign of cryptographic coprocessors, we demonstrate that the SoC may be-
come performance-limited due to the coprocessor data- and instruction-transfers. This re-
search presents several contributions to codesigns for cryptosystems: (1) to identify that
beyond performance consideration the bus selection can also be a tradeoff between power
efficiency and energy efficiency; (2) to point out that a lightweight and power-efficient cipher
(PRESENT) integrated in a SoC environment may actually be less energy-efficient than a
standard block cipher (AES); (3) to present a complete ECC SoC design and focus on the
system integration issues on a real FPGA platform; (4) to quantify the impact of control
hierarchy and local storage in the coprocessor, and show how the system performance re-
gions are affected; (5) to optimize the ECC coprocessor to have high flexibility by proposing
a novel parallel architecture, which can be used to explore application- and algorithm-level

parallelism of ECC.

Chapter 4: Hardware Evaluation of SHA-3 Candidates. This chapter takes the
NIST SHA-3 competition as a practical case study, and we propose a consistent and system-
atic approach to move a SHA-3 hardware benchmark process from FPGA prototyping to
ASIC implementation. Comprehensive evaluation results on fourteen Second Round SHA-3
candidates and five Third Round SHA-3 finalists are provided. This research contributes
to the NIST SHA-3 hardware evaluation process by proposing a consistent SHA-3 hardware
benchmark methodology and providing timely cost and performance results on the first
SHA-3 ASIC. This chip is fabricated in 0.13 um IBM process using standard cell Comple-
mentary Metal-Oxide-Semiconductor (CMOS) technology. We provide measurement results

of all the five finalists using the latest Round 3 tweaks.
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Chapter 5: The Impact of Technology in Fair Comparison of Cryptographic
Hardware. In this chapter, we extend the SHA-3 hardware evaluation work by discussing
two technology dependent issues which may significantly affect cryptographic hardware eval-
uation results. We first discuss how to compare FPGA and ASIC results with fixed HDL
designs and provides some insights in how to look at the SHA-3 FPGA and ASIC benchmark-
ing results together. In addition to the fair comparison between different SHA-3 hardware
implementations using common metrics, another important evaluation criterion is the ability
of the candidate algorithm to be implemented on resource-constrained platforms. By observ-
ing the interaction of hash algorithm design, architecture design, and technology mapping,
we propose a methodology for lightweight hash implementations and apply it to CubeHash
(SHA-3 Second Round Candidate) optimizations. Our ultra-lightweight design of CubeHash

represents the smallest ASIC implementation of this algorithm reported in the literature.

Chapter 6: Secure Implementations of ECC Cryptosystems. Cryptographic im-
plementations are known to be vulnerable to various SCA attacks (such as Power Analysis
(PA) [94] attacks and Electromagnetic Analysis (EMA) attacks [1]) and fault attacks [25].
When considering secure HW/SW codesign of cryptographic primitives, not only the co-
processor but also the system-level protection must be taken into account (e.g. protect the
communication channel between hardware and software) since a cryptosystem will fail at its
weakest link [134]. This work contributes to the security analysis of cryptosystem by present-
ing a study of state-of-the-art of SCA attacks and fault attacks on ECC and provide several

guidelines in how to select countermeasures to resist multiple attacks in a single design.

Chapter 7: Conclusions and Future Work. In this final chapter, conclusions are

drawn and some future work is discussed.



Chapter 2

Background

The scope of this research covers several aspects of cryptology research. This chapter gives an
overview of related cryptographic algorithms and protocols, and wraps up with a definition

of the research space in this dissertation.

2.1 Overview of Cryptology

Cryptology is a more general term than cryptography, which can be split into two main

branches as shown in Fig. 2.1:

Cryptography is the science of secret writing with the goal of hiding the meaning of a
message and supporting information security. It includes Private Key Cryptography, Public

Key Cryptography, Hash Functions and Cryptographic Protocols.

Cryptanalysis is the study of methods of obtaining the meaning of encrypted informa-
tion by exploring the weakness of the cryptography. The algorithm cryptanalysis falls into
two categories: analytical attacks, which exploit the internal structure of the encryption
method, and brute-force attacks, which treat the encryption algorithm as a black box and

search all the possible keys. The more powerful modern attacks are implementation attacks,
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Cryptology
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Figure 2.1: An overview the research field of cryptology

such as SCA, EMA and FA attacks.

2.2 Private-Key Cryptography

Private-key ciphers or symmetric ciphers are a class of algorithms for cryptography that use
trivially related, often identical, cryptographic keys for both decryption and encryption. The
symmetric ciphers can be classified into stream ciphers and block ciphers. Stream ciphers
encrypt the bits of the message one bit at a time, and the block ciphers take a number of
bits and encryption them as single unit. Rijndael has been selected by NIST as the AES
after a critical assessment, which included extensive benchmarking on a variety of platforms
ranging from smart cards [71] to high end parallel machines [139]. However, still many new
block ciphers were proposed with special implementation properties, such as TEA [138],

IDEA [100], Hight [78], Clefia [126], DESXL [102], and PRESENT [44].
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2.2.1 PRESENT Block Cipher

In this research, we are especially interested in comparing AES with the newly published

PRESENT block cipher, which was designed with area and power constraints in mind.

PRESENT is an SPN-based (substitution permutation network) block cipher with 31
rounds, a block size of 64-bit, and a key size of 80-bit or 128-bit. Fig. 2.2 shows the top level
algorithmic description and hardware structure of PRESENT, which is similar with those of
AES. So, PRESENT looks like a simplified version of AES with a relatively lower security
level. The PRESENT comprises three stages: a key-mixing step, a substitution layer, and
a permutation layer. For the key mixing, simply a XOR is used. The key schedule consists
essentially of a 61-bit rotation together with an S-box and a round counter (PRESENT-80
uses a single Sbox, whereas PRESENT-128 requires two S-boxes). The substitution layer
comprises 16 S-boxes with 4 input bits and 4 output bits. Similar S-boxes are used in both
the data path and the key scheduling. The permutation layer is a bit transposition and can
be realized by direct wiring [44].

2.3 Public-Key Cryptography

Public-key cryptography is used for a secure distribution of secret keys and some important
forms of authentication and non-repudiation (e.g. digital signatures). Curve-based cryptog-
raphy (e.g. ECC) has become very popular in the past several years [90]. ECC provides the
same level of security as RSA with considerably shorter operands (approximately 160-256 bit
vs. 1024-3072 bit). In many cases, ECC has performance advantages (fewer computations)
and bandwidth advantages (shorter signatures and keys) over RSA. However, ECC is still
considered as a computational intensive application due to the complexity of scalar or point
multiplications. A scalar multiplication, k£ - P, with %k is an integer and P is a point on
an elliptic curve, needs to be realized through a sequence of point additions and doublings.

These group operations can be further decomposed in several types of finite field arithmetic
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Figure 2.2: Comparison of algorithmic descriptions and hardware structures between AES-
128 and PRESENT-80.
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with ultra-long operand word length (e.g. 163-bit or above).

2.3.1 Elliptic Curve Cryptography

We give a brief introduction to ECC in this section. A comprehensive introduction to ECC

can be found in [11,26].

We assume the notations below are defined as follows:

K: a finite field;

char(K): the characteristic of K;

E(aq,as,as,a4,a6) : an elliptic curve with coefficients ay, as, as, a4, ag;
P(z,y): a point with coordinates (z,y);

O: point at infinity;

E(K) : a group formed by the points on an elliptic curve F defined over the finite field
K

#E: the number of points on the curve E, i.e. the order of the curve E;
weak curve: a curve whose order does not have big prime divisors;

the order of point P: the smallest integer r such that r- P = O;

coordinate system: a system to represent a point in an n-dimensional space;
affine coordinates: a point is represented with a two-tuple of numbers (z,y);

projective coordinates: a point (z,y) is represented as (X, Y, Z), where x = X/Z,y =
Y/Z,

Jacobian projective coordinates: a point (z,y) is represented as (X,Y, Z), where z =

X/2%y=Y/Z3.
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Elliptic Curve Cryptosystems

An elliptic curve E over a field K can be defined by a Weierstrass equation.

E:y* + azy + azy = 2° + a92” + a4z + ag (2.1)

where aq, as, as,a4,a6 € K and A # 0. Here A is the discriminant of E. A Weierstrass
equation can be simplified by applying change of coordinates. If char(K) is not equal to 2

or 3, then F can be transformed to

v =2 +ar+b (2.2)

where a,b € K. If char(K) = 2, then E can be transformed to

v +ay =2 +ar’ +b (2.3)

if £/ is non-supersingular.

For cryptographic use, we are only interested in elliptic curves over a finite field. Elliptic
curves defined over both prime fields and binary extension fields are used in reality. Given
two points, P(x1,y;) and Q(x2,ys2), the sum of P and @) is again a point on the same curve
under the addition rule. The set of points (x,y) on E together with the point at infinity form
an abelian group. The security of ECC is based on the hardness of the ECDLP, namely,
finding out k for two given points P and () such that Q = k- P. The variable k is called the

scalar. In most cases the secrecy of k is protected.
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Scalar Multiplication
A cryptographic device for ECC is supposed to perform scalar multiplication efficiently and

securely.

Given the a point P € E(K) and a scalar k, the computation k - P is called point
multiplication or scalar multiplication. Algorithm 1 shows the Left-To-Right binary method

for scalar multiplication.

Algorithm 1 Left-To-Right (downwards) binary method for point multiplication

Input: P € E(F) and integer k = Y/_ k;2".
Output: kP.
: R+ O.
: for i =1 — 1 downto 0 do
R+ 2R.
If (, =1 then R+ R+ P.
end for

Return R.

gl Wy =

Given two points Pj(z1,y1) and P(x2,y2) on an elliptic curve E defined over binary

extension fields, one can compute Ps(z3,y3) = P; + P as follows:

xr3 = )\2—1—@1)\—@2—3:1—;52
Yys = -y — (5133 - $1))\ — 1r3 — ag
where
3z242a0z1+as—a1yi .
)= W taizitas (z1,91) = (22, 92),
yiyz otherwise.
xr1—T2

These formulas use coordinates in affine form, and they require the division operation.
Because the coordinates are represented as finite-field elements, this division operation needs

to be implemented as an finite-field inversion, a costly and complex operation.
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2.4 Hash Functions

A cryptographic hash function takes arbitrary length input messages and generates a short,
fixed-length digest. For a particular message, the message digest, or hash value, can be con-
sidered as the fingerprint of the message. Unlike the private-key and public-key algorithms,
hash functions do not have a key. Hash functions are an essential part of many cryptographic

protocols, like digital signature schemes and message authentication codes.

Depending on the source of the information, the definition or requirement for a crypto-
graphic hashing function may be different to a certain degree; however, the most common
characteristics or desired properties for a secure hashing function H with input message x

are as follows:

e H(x) is relatively easy for any given message x, so that the implementations of H in

both hardware and software can be efficient.

o One-Way Function: for any given hash digest d, it is computationally impractical to

find a message x such that the hash digest of x is the same as the hash digest d.

o Weak Collision Resistance: for any given message x, it is computationally infeasible
to find another message y, such that the message y is not the same as message x but

the hash digest of y and = are the same.

o Strong Collision Resistance: it is computationally infeasible to find two different mes-

sages, x and y such that their hash digests are the same.

SHA stands for Secure Hashing Algorithm. It is a group of hash functions published by
the National Institute of Standards and Technology as a US Federal Information Processing

Standard (FIPS). All of the current SHA algorithms were developed by the NSA.

SHA-0: A 160-bit hash function published in 1993. It was quickly withdrawn due to an

undisclosed flaw. It was replaced by SHA-1.
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SHA-1: A 160-bit hash function that is similar to the earlier MD5 algorithm but more
conservative. It is developed by the NSA to be a part of the Digital Signature Algorithm
(DSA). It is the most widely used SHA algorithm.

SHA-2: A family of two similar hash functions. It comes with four different sizes for the
output, 224, 256, 384, and 512-bit. The 224-bit and 384-bit versions of SHA-2 are simply
the 256-bit and 512-bit versions with truncated outputs.

In 2005, Wang et al. [136] was able to use a differential attack on the SHA-1 hash function
to reduce the hash collision search time of more than one-hundred and thirty thousand times
faster than a brute force method. Subsequent publications by other cryptanalysts were able
to find hash collisions even faster. Despite the fact that those attacks cannot be extend
to SHA-2, NIST decided that it was prudent to develop one or more hash functions as the
transition from SHA-1 to the approved SHA-2 family is made.

2.4.1 NIST SHA-3 Competition

The SHA-3 competition organized by NIST aims to select, in three phases, a successor for
the mainstream SHA-2 hash algorithms in use today. The initial information regarding the
competition, its minimum requirements and its evaluation criteria, was published in the first
quarter of 2007. By the end of 2008, almost two years after the initial competition was
announced, all the candidates had been submitted to NIST for evaluation. 64 algorithms
were submitted, among which 51 submissions qualified for the first round. By the completion
of Phase I in July 2009, 14 out of the 51 hash candidate submissions were identified for further
consideration as SHA-3 candidates. In December 2010, the SHA-3 competition entered into
Phase IIT and five SHA-3 candidates were selected for further evaluation as SHA-3 finalists.
The winner of the competition will be announced sometime in 2012. Throughout the NIST
SHA-3 competition, in relative order of importance, NIST considered the security, cost, and

algorithm and implementation characteristics of a candidate [133].
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2.5 Summary

For the cryptographic primitive selection, there are various choices under each category
of cryptography as shown above. In this research, for private-key cryptography, AES and
PRESENT [44] block ciphers are targeted; for public-key cryptography, ECC is selected; for
hash functions, all of the 14 Second Round SHA-3 candidates and 5 Third Round SHA-
3 finalists are of interests. We believe most of the design methods and analysis can be
generalized to other algorithms in each category since the goal of this research is to explore
efficient architectures and design strategies for system integration of cryptographic primitives

but not just focus on exploring special characteristics out of a particular algorithm.
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Hardware/Software Codesign for

Cryptographic Coprocessors

This chapter focuses on the SoC integration of cryptographic coprocessors by analyzing the
system profile in a cosimulation environment and on an actual FPGA-based SoC platform.
The impact of system integration overhead to the system profile is analyzed. We use the
HW/SW codesign of ECC as a case study to show how to address efficiency at system-level
design.

3.1 System-Level Design Flow Using GEZEL

In order to narrow the gap between performance and flexibility, and to reduce the time

required to complete a design, we use GEZEL to perform system-level design.

16
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Figure 3.1: Overview of GEZEL cosimulation environment.

3.1.1 Overview

The GEZEL cosimulation environment as shown in Fig. 3.1 creates a platform simulator by
combining a hardware simulation kernel with one or more ISS. The hardware part of the
platform is programmed in GEZEL, a deterministic, cycle-true and implementation-oriented
hardware description language. After cycle-accurate simulation, the GEZEL description of
hardware can be converted into synthesizable VHDL files [122,124]. The GEZEL cosimula-
tion can not only verify the correctness of the coprocessor and generate the corresponding
VHDLs of the function unit, but also generate the bus interface module in VHDL. Therefore,
by following the GEZEL design flow, system designers do not need to make any change in
hardware when doing the FPGA SoC integration of coprocessors. However, minor changes
have to be made in the software driver when shifting from GEZEL cosimulation to the
FPGA implementation because the ARM Instruction-Set Simulator (ISS) is replaced with
the actual microprocessor (e.g. Xilinx MicroBlaze). The comparison between GEZEL co-
simulation and FPGA implementation, in terms of the software driver and bus interface
implementations of Processor Local Bus (PLB) and Fast Simplex Link (FSL), are illustrated
in Fig. 3.2 and Fig. 3.3.
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ARM (Instruction-Set Simulator) ECC Coprocessor (FMSD Model in GEZEL)
Software Driver in C Xilinx PLB IPIF (ipblock)
// receive data from PLB coprocessor Il interface for 2 write, 2 read chip-enable channels
int readreg(int id) { ipblock regipif (out Bus2IP_Data : ns(32);
*regid = id; out Bus2IP_BE  :ns(4);
*opid = 2; // read out Bus2IP_RdCE :ns(2);
while (*opid) ; out Bus2IP_WrCE :ns(2);
5 return *data; in IP2Bus_Data : ns(32);
b= in 1P2Bus_RdAck : ns( 1);
=] //send data to PLB coprocessor in IP2Bus_WrAck : ns( 1);
= void writereg(int id, int n) { in IP2Bus_Error :ns(1)) {
g *regid = id; iptype “xilinx_plb_ipif_reg";
®] *data = n; ipparm "core =arm";
*opid = 1; // write ipparm "regid = 0x80000000"; // index for REGs
— while (*opid) ; ipparm "opid = 0x80000004"; // operation id
",H ipparm "data = 0x8000000c";// data r/w channel
W }
volatile unsigned *regid = (volatile unsigned *) 0x80000000; - + + * - ? f 1
volatile unsigned *opid = (volatile unsigned *) 0x80000004; instructions data_in data_out
volatile unsigned *data = (volatile unsigned *) 0x8000000c; (0x80000000) | | (0x80000004) | | (0x8000000c)
Emulated Processor Local Bus (PLB)
MicroBlaze ECC Coprocessor (VHDL)
Software Driver in C Xilinx PLB IPIF User_Logic
entity user_logic is
generic
(C_SLV_DWIDTH : integer := 32;
I/ receive data from PLB coprocessor OCENUM_REG sinteger :=2 );
c dout0 = *regl,; P " .
o doutl = *reg2: ( Bus2IP_Clk tin std_log_lc,
s ' Bus2IP_Reset :in std_logic;
c Bus2IP_Data :in std_logic_vector(0 to C_SLV_DWIDTH-1);
g ff:ee”f fa;f‘ng’ PLB coprocessor Bus2lP BE  :in std_logic_vector(0to C_SLV_DWIDTH/8-1);
2 *regz ~ gint. Bus2IP_RACE : in std_logic_vector(0 to C_NUM_REG-1);
IS 9e = ! Bus2IP_WIrCE : in std_logic_vector(0 to C_NUM_REG-1);
- IP2Bus_Data : out std_logic_vector(0 to C_SLV_DWIDTH-1);
< IP2Bus_RdAck : out std_logic;
) IP2Bus_WrAck : out std_logic;
& IP2Bus_Error : out std_logic);
volat!le unsigned *regl = (volat!le uns!gned *) 0xc2a00000; regl reg?
volatile unsigned *reg2 = (volatile unsigned *) 0xc2a00004; (0xc2a000000) (0xc2a000004)

Processor Local Bus (PLB)

Figure 3.2: Comparison between the GEZEL cosimulation and FPGA implementation
PLB-based coprocessor.
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/Ireceive data from FSL coprocessor
while (*rstatus 1= 1) ;
dout = *rdata;

/Isend data to FSL coprocessor
while(*wstatus == 1) ;
*wdata = din;

v t 4

volatile unsigned int *wdata = (volatile unsigned int *) 0x80000000;
volatile unsigned int *wstatus = (volatile unsigned int *) 0x80000004;

ECC Coprocessor (FMSD Model in GEZEL)

Xilinx FSL (ipblock)
ipblock fsl(in FSL_S_CIlk 1 ns(1);
in FSL_S Read :ns(1);
out FSL_S_Data  : ns(32);
out FSL_S_Control : ns(1);
out FSL_S_Exists : ns(1);
in FSL_M_CIk 1 ns(1);
in FSL_M_Write : ns(l);
in FSL_M_Data  :ns(32);
in FSL_M_Control : ns(1);
out FSL_M_Full  :ns(1))
iptype "xilinx_fsl";
ipparm “core=arm1";
ipparm "slavewrite = 0x80000000";
ipparm “slavestatus = 0x80000004";
ipparm "masterread = 0x80000008";
ipparm "masterstatus= 0x8000000c";

volatile unsigned int *rdata = (volatile unsigned int *) 0x80000008;
volatile unsigned int *rstatus = (volatile unsigned int *) 0x8000000c;

wdata wstatus rdata rstatus
(0x80000000) | | (0x80000004) | | (0x80000008) | | (0x8000000c)

!

!

Emulated Fast Simplex Link (FSL)

MicroBlaze

Software Driver in C

/Ireceive data from FSL coprocessor
getfsl(dout0, 0);
getfsl(doutl, 0);

/Isend data to FSL coprocessor
putfsl(din0 ,0);
putfsl(dinl ,0);

ECC Coprocessor (VHDL)

Xilinx PLB IPIF User_Logic

entity fsl_coprocessor is

port

(FSL_CIk s in std_logic;

FSL_Rst »in std_logic;

FSL_S_CIk :out std_logic;

FSL_S_Read : outstd_logic;

FSL_S Data :instd_logic_vector(0 to 31);

FSL_S_Control : instd_logic;
FSL_S_Exists :in std_logic;

FSL_M_CIk  :outstd_logic;

FSL_M_Write : out std_logic;

FSL_M_Data :outstd_logic_vector(0 to 31);
FSL_M_Control : out std_logic;

FSL_M_Full  :instd_logic

);
attribute SIGIS : string;
attribute SIGIS of FSL_CIk : signal is "CIk";
attribute SIGIS of FSL_S_CIk : signal is "CIK";
attribute SIGIS of FSL_M_CIk : signal is "CIk";
end fsl_coprocessor;
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Fast Simplex Link (FSL)

Figure 3.3: Comparison between the GEZEL cosimulation and FPGA implementation of
FSL-based coprocessor.
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Table 3.1: Hardware and software environment of our experiments

GEZEL Cosimulation GEZEL Simulator ARM ISS arm-linux-gcc
Version v2.3 Simlt-ARM-2.1  v3.2.1
FPGA Implementation XPS MicroBlaze mb-gce
Version 9.2.02i 7.00.b v4.1.1

HW /SW Interfaces PLB FSL

Version v4.6 v20

Before moving into the detailed system design and analysis under GEZEL cosimulation
and FPGA implementation, we want to first specify the hardware and software environment
of our experimental setup since different versions may possibly affect the experimental results

presented in this work (see Table 3.1).

3.1.2 Hardware/Software Interfaces

There are three commonly available hardware/software interfaces: processor local busses (e.g.
Xilinx PLBv46), direct connection busses (e.g. Xilinx FSL), and general-purpose system
busses (e.g. On-chip Peripheral Bus (OPB)). Processor local busses and direct-connection
buses are processor specific and always with lower latency, while system busses are generic
and slow. Since the Xilinx MicroBlaze processor has been updated to use a PLBv46 interface
instead of OPB for peripheral and non-cached memory access most recently, in this research

we will only discuss designs using PLB and FSL.

The PLB interface is a memory-mapped interface for peripheral components. The PLB
bus is a shared, variable latency bus which incorporates a centralized bus/arbiter with mul-
tiple masters and multiple slaves attached to it. It is also used to interconnect soft- and
hard-core processors in a Xilinx FPGA. The hardware side of a PLB interface consists of a
decoder for a memory-read or memory-write cycle on a selected address in the memory range

mapped to the PLB. The decoded memory cycle is translated to a read-from or a write-into
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a register in the coprocessor. A memory-mapped interface is an easy and popular interface
technique, in particular because it works with standard C on any core that has a system bus.
The drawback of this interface is the low-speed connection between hardware and software.
Even on an embedded core, a simple round-trip communication between software and hard-
ware may run into several tens of CPU clock cycles [125]. Therefore, modern SoC designs
are gradually moving away from this type of bus topology and instead embracing point to

point interconnection schemes for high performance designs.

The FSL Bus is a uni-directional point-to-point communication channel bus used to per-
form fast communication between any two design elements on the FPGA when implementing
an interface to the FSL bus. The FSL interface is specific to the Xilinx 32-bit software core
processor, MicroBlaze. The interfaces are used to transfer data to and from the register
file on the processor to hardware running on the FPGA. The FSL outperforms PLB mainly
because of its three advanced features: (1) the FSL is a dedicated, non-shared link driven by
a simple handshake protocol; (2) the MicroBlaze provides dedicated instructions to access
this interface; (3) the FSL can be buffered with a dedicated queue, which enables execution

overlap of the MicroBlaze and coprocessor operations.

3.1.3 Cosimulation-based on StrongARM

Under the GEZEL simulation environment we first implement cryptographic primitives in
GEZEL-based on FSMD model. A standalone simulation is then used to verify the correct-

ness. Next, the primitives are integrated into a coprocessor shell as follows.

PLB-based design. Three memory-mapped registers have been added: a data-input
port, a data-output port, and control port. The control shell also contains a dedicated
controller that controls the operations of the hardware/software interface, which is PLB
interface in our design. This controller implements the ‘instruction-set’ for the coprocessor,
and decodes the commands sent from the software driver to the coprocessor. The final step

is to write a software driver to perform a series of memory reads and writes.
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FSL-based design. Although the FSL can only be used on MicroBlaze, we can still
model its protocol and make the emulated FSL run on the ARM ISS since a cycle-accurate
MicroBlaze ISS is currently unavailable in GEZEL. Since the ARM does not have FSL
we have to emulate it through a memory-mapped protocol. However, the hardware side
of FSL described in GEZEL still implements the exact FSL protocol with the same FSL
interface signals instantiated as a GEZEL ‘ipblock’. This means any coprocessor that can

be functionally verified using cosimulation with this setup, will also work when attached to

the actual MicroBlaze FSL.

Both of the emulated PLB and FSL protocols are based on the memory-mapped interface.
For the hardware side, instead of using an instruction decoder to interpret the commands sent
through memory mapped interface in the PLB base system, the FSL coprocessor implements
handshake logic to interact with ARM ISS. Fig. 3.2 and 3.3 illustrates a comparison between
the cosimulation setup and the physical FPGA-based implementation for the case of FSL
and PLB protocols respectively.

3.2 SoC Integration of PRESENT and AES Block Ci-

phers

3.2.1 Introduction

In recent years, FPGAs have had major impact on HW/SW codesign. Compared to the
early frequent use as devices for rapid prototyping, FPGAs are now used for final products,
thanks to their reduced time-to-market and the cost advantages of standard devices. Due to
the importance of reconfigurable devices, numerous FPGA AES implementations have been
published, most of which focus on high throughput rates [37,106]. In [55], an AES design
achieves a throughput of 25 Gb/s on a Xilinx Spartan-3 FPGA. This number only reflects the

raw processing ability of the hardware to encrypt bits. However, FPGAs are now becoming



Chapter 3. HW/SW Codesign for Cryptographic Coprocessors 23

a popular platform for SoC designs. By providing hard and soft embedded processors on
FPGAs, they enable on-chip integration of coprocessors and processors. If we re-examine
the above high throughput designs in the context of a SoC system, the communication
bandwidth between system components becomes a critical design factor. For example, if we
only consider an AES coprocessor that runs at 100 MHz and requires 11 clock cycles per
encryption round, each round requires a 128-bit key, 128-bit plaintext and 128-bit crypto
text, and we need an input/output bandwidth of about 3.5Gb/s. Dedicated communication
hardware (e.g. direct-memory-access (DMA) chips on fixed-latency buses) may achieve this
bandwidth. In many cases however, this bandwidth needs to be provided directly through
the software. The bandwidth of 3.5Gb/s indeed is outside the capability of most embedded

processors [125].

This shows the most optimal hardware design (in terms of performance) may not always
be the most optimal solution at system level. Therefore, most previous research results on
comparison between different block ciphers as standalone hardware [121,140] cannot be di-
rectly applied for system integrations. In fact, not only the performance, but also the power
or energy efficiency should be re-considered at system-level. Some researchers have noticed
this problem and published some nice results on the system-level evaluation of some cryp-
tosystems [101,118]. However, most of them only focus on the evaluation of crypto software
and target the wireless sensor node. We believe with the growing need for information secu-
rity and high performance configurable computing the system integration of various crypto
coprocessors will become common in many applications. However, the selection of ciphers is
not a trivial work since we have to deal with tradeoffs among area, speed, power efficiency,
energy efficiency and security, and all of them have to be evaluated at system level which is
not enough emphasized in the previous research. In this work, we try to provide some clues to
partially solve the above problem. For detailed discussion and comparison, we consider two
block ciphers, AES and PRESENT, for hardware acceleration and FPGA SoC integration,
and using hardware/software interfaces provided with StrongARM and Xilinx MicroBlaze

processors. The results for StrongARM are estimated using cosimulation [122,124]. The
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results for MicroBlaze have been implemented on an FPGA board and measured using a
hardware timer. In addition, power estimation was performed at system level using the

Xilinx XPower tool.

This part of the dissertation is organized as follows. Section 3.2.2 performs some analysis
on the performance and power consumption under co-simulation environment. Section 3.2.3
describes the FPGA-based SoC design and illustrates the experimental results. Finally,

Section 3.2.4 summarizes the research for the SoC integration of block ciphers.

3.2.2 Cosimulation-based Codesign Analysis

Under the GEZEL simulation environment we first implement the AES and PRESENT
in GEZEL-based on FSMD model. A standalone simulation is then used to verify the
correctness of the AES and PRESENT encryption core. Next, the AES and PRESENT

cores are integrated into a coprocessor shell.

The simulation results for the AES and PRESENT under GEZEL environment are il-
lustrated in Table 3.2. Note that all the designs consider the encryption only with two
key management schemes: programmable key (the key changes for each AES or PRESENT

encryption) and fixed key (the key is fixed and stored in coprocessor).

From Table 3.2 it is obvious that if we only consider the hardware acceleration the design
speedup is often dramatic, but if we consider the system integration with either PLB or FSL
bus interface and take into account the communication overhead, the resulting speedup can
be much lower. A detailed timing analysis of GEZEL cosimulation can be found in Table 3.3,
which can be then used to compare with the real FPGA implementation timing results in
Table 3.8. Here we roughly divide the overall latency for one encryption into three major
components: communication time, computation time and software overhead. For the PLB-
based cosimulation, both of the AES- and PRESENT-based systems are communication
constrained, which means the system is limited by the throughput of the PLB bus between
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Table 3.2: Cosimulation performance results (one encryption for each block cipher)

Standalone SW cycle count  HW cycle count HW speedup

AES-128 3,271 12 272.58

PRESENT-80 19,244 33 583.15

Programmable Key PLB cycle count FSL cycle count PLB speedup FSL speedup
AES-128 1,850 230 1.77 14.22
PRESENT-80 1,172 162 16.42 118.79
Fixed Key PLB cycle count FSL cycle count PLB speedup FSL speedup
AES-128 1,303 157 2.51 20.83
PRESENT-80 769 113 25.02 170.30

Table 3.3: Timing analysis on GEZEL cosimulation (cc: cycle counts)

Programmable Key AES-128 PRESENT-80
PLB Cop FSL Cop PLB Cop FSL Cop

Bus latency (cc) 44 14 44 14

Num. of instructions 29 0 19 0

Num. of data 12 12 7 7

Comm. time (cc) 1,804 168 1,144 98

Comput. time (cc) 12%* 12 33* 33

SW overhead (cc) 46 50 28 31

Overall latency (cc) 1,850 230 1,172 162

Fixed Key AES-128 PRESENT-80
PLB Cop FSL Cop PLB Cop FSL Cop

Bus latency (cc) 44 14 44 14

Num. of instructions 21 0 13 0

Num. of data 8 8 4 4

Comm. time (cc) 1,276 112 748 56

Comput. time (cc) 12%* 12 33* 33

SW overhead (cc) 27 33 21 24

Overall latency 1,303 157 769 113

*: denote the time fully overlapped with the communication time.
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Table 3.4: Toggle counts (TC) of standalone simulation
TC/cycle TC/encryption TC/(encryption  byte)

AES-128 3,798 45,576 2,849
PRESENT-80 2,746 90,618 11,327

Table 3.5: Power results of standalone FPGA implementations (10 encryptions for each block
cipher working at 20MHz)

Quiescent Dynamic Time Energy Energy/byte
Power(mW) Power(mW) (ms) (mJ) (uJ /byte)

AES-128 51.51 40.75 6 0.55 3.46
PRESENT-80 44.06 3.49 16.5 0.78 9.81

the crypto coprocessor and ARM. For example if an encryption can finish in 44 clock cycles
(e.g. 12 cycles for AES-128 and 33 cycles for PRESENT-80), the computation time becomes

invisible.

The GEZEL simulation environment also provides technology-independent toggle count-
ing at RTL level, which is useful to roughly estimate the dynamic power consumption of a

design.

The toggle counts collected in Table 3.4 only includes the AES and PRESENT encryption
core when doing standalone simulation. This data can be utilized to estimate the power- and
energy-efficiency of the hardware designs of AES and PRESENT early. The first column of
the table indicates that PRESENT is more power efficient than AES, in terms of dynamic
power consumption. However, since most light-weight block ciphers, like PRESENT, are
specialized cryptographic implementations for tight cost constraint applications, such as
wireless sensor nodes, the energy-efficiency instead of power-efficiency should be emphasized
because most of these applications are battery powered. The second column of the table
reflects the toggle counts per cycle multiplying the cycle counts for each encryption, the

results of which can be approximately equivalent to the energy consumption per encryption.
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Figure 3.4: FPGA-based SoC platform.

Further, we divide the toggle counts per encryption by the number of plaintext bytes in
one encryption. The obtained values can be assumed to be the energy required for the
block cipher to encrypt one byte plaintext. This indicates that the PRESENT might be
less energy-efficient than the AES in standalone encryption mode. Table 3.5 illustrates
the power values (by using post-place & route simulation model in XPower) obtained in
standalone simulation on Xilinx Spartan-3 XC3S1000 FPGA, which supports our hypothesis
based on toggle counts. Moreover, it reflects the relative accuracy of GEZEL toggle counting
when predicting the actual power consumption of designs. Note that both the quiescent and
dynamic power values are collected from Vecint, the FPGA core power supply voltage since

we only consider the FPGA core power variations.

3.2.3 FPGA-based Codesign Implementation

Using the above GEZEL simulation environment we can translate the GEZEL description
of the AES and PRESENT and control shells into synthesizable VHDL, which can be then
added as coprocessors in the Xilinx Platform Studio (XPS) 9.2.02i.

The SoC system shown in Fig. 3.4 is built on a Xilinx Spartan-3E XC3S1600E-FGG320
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Table 3.6: FPGA system performance results (one encryption for each block cipher)

Standalone SW cycle count HW cycle count HW speedup

AES-128 4,655 12 387.92

PRESENT-80 22,959 33 695.73

Programmable Key PLB cycle count FSL cycle count PLB speedup FSL speedup
AES-128 439 59 10.60 78.90
PRESENT-80 301 61 76.28 376.38
Fixed Key PLB cycle count FSL cycle count PLB speedup FSL speedup
AES-128 309 41 15.06 113.54
PRESENT-80 207 52 110.91 441.52

Table 3.7: FPGA implementation areas (unit: slices)

Programmable Key AES-128 PRESENT-80

PLB Cop FSL Cop PLB Cop FSL Cop
Coprocessor w/ wrapper 2,133 2,068 511 353
Only wrapper 258 134 234 65
Fixed Key AES-128 PRESENT-80

PLB Cop FSL Cop PLB Cop FSL Cop
Coprocessor w/ wrapper 2,162 1,976 469 290
Only wrapper 252 104 243 67

development board with both on- and off-chip memory. Since each on-chip memory read or
write only takes 2 clock cycles compared to 22 and 23 clock cycles for off-chip memory read
or write on our specific FPGA platform, we fully utilize the on-chip memory for our system
design. Note that our research objective is trying to address some system integration issues
or considerations for general SoC systems and in this research the selection of MicroBlaze

as the microprocessor and PLB (or FSL) as system bus is for detailed discussion.

To get a good indication of the power consumed by the device using XPower, an accurate

VCD file is needed. Hence, we use a complete post-place-and-route, timing-accurate model
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built in XPS to generate the VCD file. Other system settings use the XPower default values.

The areas for AES and PRESENT coprocessors are presented in Table 3.7. The per-
formance numbers in Table 3.6 are for one encryption for the AES and PRESENT. The
performance improvement from using hardware/software codesign is satisfying respect to
the pure C software implementations (with -O2 compiler option). However, combined with
the former cosimulation results in GEZEL we see that the overhead is substantial. Take
AES-128 FPGA PLB-based codesign with programmable key management for example, one
encryption in hardware only should take 12 clock cycles, while we have used 439. This over-
head factor (37X) is due to the communication with the processor and implementation of
various command sequences with the encapsulated hardware. Note that the big differences
in cycle counts and speedup values between GEZEL cosimulation and FPGA SoC imple-
mentation are due to the different processors (StrongARM ws. MicroBlaze) and compilers
(arm-linux-gece vs. mb-gee). A detailed timing comparison of the cosimulation and FPGA

implementation can be found in Table 3.3 and Table 3.8.

In the previous relative power estimation using toggle counts (shown in Fig. 3.4), we
deduced that the more power-efficient PRESENT block cipher is in fact less energy efficient
than AES, in terms of toggles per encryption per byte together with the standalone FPGA
simulation results. When we look at this problem again in an FPGA-based SoC platform,
we can find that the PLB-based system with PRESENT coprocessor consumes slightly less
total power than that with the AES coprocessor and becomes much less in FSL-based system.
However, in both PLB- and FSL-based systems, still we can find that the PRESENT-based
system is less energy-efficient than the AES-based system.

We would like to further point out the impact of bus selections on the power and energy
efficiency. As indicated in Table 3.9, the FSL-based crypto system consumes more power
than PLB-based one, which is obvious for the AES system, since the majority of the dynamic
power should be consumed by the crypto core and the power for data preparation, including

the instruction and data bus transfers, is relatively lower. In this case, the selection of faster
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Table 3.8: Timing analysis on FPGA implementation (cc: cycle counts)

Programmable Key AES-128 PRESENT-80
PLB Cop FSL Cop PLB Cop FSL Cop

Bus latency (cc) 9 2 9 2

Num. of instructions 29 0 19 0

Num. of data 12 12 7 7

Comm. time (cc) 369 24 234 14

Comput. time (cc) 12%* 12 33** 33

SW overhead (cc) 70 23 67 14

Overall latency (cc) 439 59 301 61

Fixed Key AES-128 PRESENT-80
PLB Cop FSL Cop PLB Cop FSL Cop

Bus latency (cc) 9 9 2 2

Num. of instructions 21 0 13 0

Num. of data 8 8 4 4

Comm. time (cc) 261 16 153 8

Comput. time (cc) 12%* 12 33* 33

SW overhead (cc) 48 13 54 11

Overall latency 309 41 207 52

*. denote the time fully overlapped with the communication time.
**. denote the time partially overlapped with the communication time.

Table 3.9: FPGA system power and energy simulation results (4 encryptions for each block
cipher woking at 50MHz)

Programmable Key Quiescent Dynamic Time Energy Energy/byte
Power(mW) Power(mW) (ms) (mJ) (d /byte)

PLB AES-128 83.91 20.70 35.32  3.69 D7.73
PLB PRESENT-80 83.93 21.30 24.20 2.55 79.58
FSL AES-128 84.50 41.86 4.92  0.62 9.71
FSL PRESENT-80 83.96 22.49 5.00  0.53 16.63
Fixed Key

PLB AES-128 84.01 24.23 24.84 2.69 42.01
PLB PRESENT-80 83.92 20.99 16.68 1.75 54.68
FSL AES-128 84.63 46.26 3.40 045 6.95

FSL PRESENT-80 84.04 25.18 4.28 047 14.61
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bus system may results in higher power consumption. However, in terms of energy efficiency,
the FSL-based system only spends about 20% of the energy consumed by PLB-based system
to encrypt one byte plain text in average. So, the experimental results show that the bus

selection is a tradeoff between power efficiency and energy efficiency.

3.2.4 Summary

Due to the encryption speed and ease of implementation, block ciphers have been widely
used in various embedded applications. Much research effort has been put on the trade-off
designs on hardware implementation of block ciphers, but, we think that the hardware profile
is unable to predict the performance and energy (or power) in the context of a real embedded

system.

Using our design flow we can not only get some early prediction of performance and
dynamic power consumption under co-simulation environment, which can help designers to
refine the design at an early stage, but also get accurate performance and energy values after
on-board FPGA implementation, which can help designers select the crypto coprocessor
best fitted to some specific platforms. The illustrated SoC designs with AES and PRESENT
coprocessors and different bus protocols (PLB and FSL) identify the HW/SW interfaces
design as an important system integration issue, and address the power- and energy-efficiency

evaluation issue at the system level.
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3.3 SoC Integration of an Elliptic Curve Cryptography

Coprocessor

3.3.1 Introduction

Public-key cryptosystems, especially elliptic curve cryptography [69,91,108] and recently ex-
tensively discussed hyper-elliptic curve cryptosystems (HECC) [92], have become very pop-
ular. They have become the preferred public-key cryptosystem for many critical embedded
applications. Implementing ECC on an embedded system, including both the hardware and
software components, can be a real challenge since one has to deal with ultra-long bit-width
data with constrained resources and processing power. A promising approach to deal with
this dilemma is the HW/SW codesign which offers the advantage of flexibility in software

with performance in hardware.

The computationally intensive kernel of ECC is well suited for hardware acceleration, so
HW /SW codesign is the logic choice to evaluate tradeoffs between cost and performance. In
the last couple of years, many researchers have used codesign techniques to explore trade-offs
between cost, performance and security in ECC system designs. Typical target platforms
include low-end 8-bit platforms (e.g. AVR or 8051) [2, 16,68, 76,96, 97] as well as 32-bit
microprocessors with bus systems (e.g. MicroBlaze with PLB bus). Orlando [116] pro-
posed a scalable elliptic-curve processor architecture which operates over the binary field
GF(2™). Gura [69] have introduced a programmable hardware accelerator for ECC over
GF(2™), which can be attached to a 64-bit PCI bus and supports field sizes up to 255.
These two papers emphasize the optimization of the coprocessor for speedup and scalability.
Sakiyama [120] explored architecture optimizations for ECC coprocessors and showed how
to exploit parallelism using local control and local coprocessor storage. Their experiments
were based on ARM cosimulation. Although each of the above three papers discussed co-
processor implementation results for FPGA, none of them presented a detailed discussion of

the system integration effects and the impact of communication bottlenecks when attached



Chapter 3. HW/SW Codesign for Cryptographic Coprocessors 33

to actual processors. Cheung [35] implemented a coprocessor with parallel field multiplier
attached to OPB bus and identified data-transfers over the processor bus as an important

system integration problem, but no further optimization for this was mentioned.

Although the design goals in 8-bit platforms and platforms with 32-bit microprocessors
and bus systems may differ due to different applications (e.g. low power sensor nodes vs.
high performance security systems), both of them have to deal with the same problem of how

to minimize the communication overhead resulting from using a single, central controller.

Compared with the previous work, this work presents four contributions to codesigns for

ECC.

First, we present a complete ECC SoC design and focus on the system integration issues
on a real FPGA platform. We use HW/SW co-simulation to do system profiling of the
bus bottleneck, and we explore multiple control hierarchies in a typical FPGA-based SoC
system. We show that, using proper partitioning of control and data, the ECC system
execution time can be made almost independent of the selection of bus protocols between
the central controller and the coprocessor. Also, we present system performance profiles for

an ECC SoC design with MicroBlaze processor and PLB (Processor Local Bus).

Second, we identify two system performance regions. In the first region, the overall system
is performance-constrained due to the coprocessor hardware. In the second region, the overall
system is communication-constrained due to the coprocessor-CPU bus. The actual operating

point of the system is determined by the choice of coprocessor configurations.

Third, we quantify the impact of control hierarchy and local storage in the coprocessor,
and show how the system performance regions are affected. Specifically, we use a small
8-bit microcontroller, PicoBlaze, as a local control unit inside the coprocessor. Moreover,
we optimize the control hierarchy by converting a Single-Picoblaze sequencer architecture
into a Dual-Picoblaze architecture which runs interleaved instruction sequences. This Dual-
PicoBlaze based architecture can achieve the instruction transfer rate of 1 instruction/cycle,

while a Single-Picoblaze architecture only provides half that speed, 1 instruction per 2 cycles.
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The FPGA implementation results show that our proposed ECC SoC architecture with the

Dual-PicoBlaze based coprocessor has a better tradeoff between area and speed.

Finally, we optimize the ECC coprocessor to have high flexibility by proposing a novel
parallel architecture, which can be used to explore application- and algorithm-level paral-
lelism of ECC. The architecture is scalable and can be adapted to different bus interfaces.
Based on our theoretical analysis on its scalability, the parallel ECC SoC design can be used

for various high performance applications.

The remainder of this section is as follows. Section 3.3.2 gives a brief description of our
ECC system configuration and the definition of the ECC design space in our design. In
Section 3.3.3, the problem statement of HW/SW partitioning will be given. The implemen-
tation details will be discussed from Section 3.3.4 to Section 3.3.7. Section 3.3.8 explains the
HW/SW codesign flow used in this work, and performance results of FPGA implementations

are analyzed. Section 3.3.9 concludes the research for SoC integration of ECC coprocessor.

3.3.2 Basic Configurations and Design Space

A basic building block of all elliptic curve cryptosystems is the scalar multiplication, an
operation of the form k - P where k is an integer and P is a point on an elliptic curve. A
scalar multiplication can be realized through a sequence of point additions and doublings.
This operation dominates the execution time of cryptographic schemes based on ECC, such
as signatures (ECDSA). There are many design options for ECC implementations, including
the coordinate system, the field and the type of curve used [72]. In this work, we started

from a basic configuration as shown in Table 3.10.

We consider design space exploration for ECC system architecture at two abstraction

levels.

At the application-level of ECSM, we discuss the scalability of our proposed parallel ECC

coprocessor architecture. Multiple scalar multiplications can be computed simultaneously on
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Table 3.10: Basic Configuration for the proposed ECC coprocessor Design

Coordinate  L-D Projective coordinates [104]

System

Point Mult.  Montgomery Scalar Mult. [104]
Field GF(216%)

Curve Koblitz curve (B-163)

GF Mult. Bit- /Digit-serial multipliers [57,119]

GF Addition Logic XOR operations

GF Square Dedicated hardware with square and
reduction circuits [72]

GF Inversion GF Multiplications and Squares based
on Fermat’s Theorem [117]

one parallel ECC coprocessor, and each of them is executed on independent ECC datapath.

At the algorithm-level of ECSM, we discuss the mapping of existing parallel ECSM al-
gorithms [82] to our parallel ECC architecture, and one scalar multiplication result can be

obtained by summing all the partial ECSM results from parallel datapaths.

At the low abstraction level of finite field arithmetic, the design space is defined by the use
of different field multiplier architectures, including bit-serial as well as digit-serial multipliers
of different sizes. A basic bit-serial multiplication in GF(2™) can be realized through a classic
‘shift-and-XOR’ based MSB-first bit-serial multiplier with interleaved reduction modulo the
irreducible polynomial [57]. It can finish one GF(2'%%) multiplication in 163 clock cycles. A
digit-serial multiplier on the other hand can process multiple bits of the operands in parallel
with a processing time proportional to [m/D] cycles, with digit size D < m - k, where m
is 163 and k is 7 for the B-163 curve. It is obvious that within a certain range of D, when
increasing the D, the area will increase accordingly, but the processing time will be the same.
For example, for all D€[55,81], the multiplication time is 3 clock cycles. In this case we only

select D size of 55 for our implementations.

Evaluating the multiplication speed and the area-time product for the different architec-
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Figure 3.5: Area, time and area-time products of different multiplier implementations.

tures leads to the optimum digit size for an implementation on a specific platform. We have
evaluated the multipliers required for the NIST B-163 polynomial for different digit sizes to
find the optimum values. This leads to Fig. 3.5, which shows the post-place and route results
for a Virtex-5 XC5VLX50-1FF676 FPGA with Xilinx ISE10.1 with default settings. For the
area metric in Virtex-5 FPGA, we use the unit, slice, which is based on the new six-input
LUTs. The FPGA implementation results may be affected by different system constraints
after place and route and different FPGA platforms.

Even though a digit-serial multiplier was presented in [98], the conclusions of those authors
cannot be directly applied here. The differences are due to the use of different technologies
(ASICs vs. FPGA) and target application (standalone components vs. system coprocessors).
In our case, the system clock frequency is 125MHz, determined by the MicroBlaze system
processor. Even though we find that the multipliers can run above 200MHz, we will operate
them at the 125MHz system clock. Indeed the coprocessor may run at higher speed, but
that would complicate the system implementation by introducing multiple clock regions.
Therefore, instead of using absolute execution time and equivalent gate counts, we use cycle
counts and total used slices to calculate the area-time products. Then, from Fig. 3.5 we

can identify that the best choice, in terms of the area-time product, for a field multiplier
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Figure 3.6: System architecture modeling of different schemes.

in a stand-alone design is a digit-serial multiplier with D size of 33. All the bit-serial and
digit-serial multipliers are implemented in logic without using hardware macros because field
multiplications on binary fields are mainly composed of shift and XOR operations. Also, the
multipliers cannot be pipelined due to the iteration structure and data dependency inside of

the bit- and digit-serial multiplier algorithms.

3.3.3 Considerations for ECC HW /SW Partitioning

As shown in Fig. 3.6, a scalar multiplication, k£ - P, with an integer k£ and a point P on
an elliptic curve, needs to be realized through a sequence of point additions and doublings.
These group operations can be further decomposed into several types of finite field arithmetic

with ultra-long operand word length (e.g. 163-bit or above).

Several researchers [96, 120] have proposed to implement the field multiplication in hard-
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Table 3.11: System profiling from GEZEL cosimulation
# Access 163-bit  Baseline Design ~ Uni-PicoBlaze = Dual-PicoBlaze

local reg. bus transactions bus transactions bus transactions
# Ins. # Data # Ins. # Data # Ins. # Data
2,788 26,791 1,294 481 489 468 476

ware and the upper-level point multiplication in software. This typical partitioning is a
tradeoff between flexibility, cost and speed, which are the cost factors of most importance
in embedded ECC implementations. However, this partitioning may result in a HW/SW
communication bottleneck since the lower-level field multiplication function will always be
called by upper-level point operations, including many instruction and data transfers. For
a baseline ECC system in our design (Scheme A in Fig. 3.6), with all parameters and in-
termediate results stored in processor local memory, the data/instruction transfer time may
take up to 98.3% of the total time required to perform one GF(2'63) scalar multiplication
when using digit-serial multiplier with D (short for digit) size of 82 and a typical bus com-
munication latency of 9 clock cycles [59]. So, the overall ECC system speedup brought by
increasing the D size of digit-serial multipliers would be buried if we cannot optimize the

hardware /software communication bottleneck.

From the above analysis on the HW /SW partitioning, we already know where the system
bottleneck will be, so before starting the system-level design we should first quantitatively
measure the bus transactions in the baseline design, and estimate the optimization room
left for us. Table 3.11 shows the system profiling from GEZEL cosimulation. Since our
system bus interface uses the memory-mapped registers, the way we collect the number of
instruction and data transfers over the bus is to measure how many write and read on these

registers for instruction or data transfers.
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3.3.4 Proposed Optimizations

Targeting the above communication bottleneck problem, we tried to optimize the HW/SW

boundary in two steps: reducing data transfers and accelerating instruction transfers.

Apart from architecture-level optimizations (Scheme B and C in Fig. 3.6), we also evalu-
ated the impact of algorithm-level optimizations to further improve the original Montgomery
Scalar Multiplication algorithm [104]. These algorithmic optimizations focus on the data and
instruction transfers. First, by adding I/O local registers into the coprocessor, data can be
transferred between the software and the coprocessor while an ECC field multiplication is
in progress. Second, the local registers used to store operands also enable data reuse in the
coprocessor. For example, a field multiplication is always followed by a field addition, so the
field multiplication results can be directly used as one operand for the following addition.
By exploiting the data dependencies in the point multiplication and coordinate conversion

operations, we can avoid additional data transfers between the CPU and the coprocessor.

3.3.5 Impact of Local Storage

Scheme A: using Processor Local Memory as main storage. In a straightforward
design, like Scheme A in Fig. 3.6, the ECC system will implement the point operations on the
main processor. This requires storing all parameters and intermediate results in Processor
Local Memory, so that the main processor can access and manipulate them. This scheme is

also called the Baseline ECC SoC System.

From Table 3.11, it is observed that for a full 163-bit scalar multiplication, there are
2,788 times read/write on eight 163-bit coprocessor local registers, so if all parameters and
intermediate results are stored in main memory, this may result in 16,728 times data transfers
over the 32-bit bus. This represents a significant amount of time (around 60% of the total
execution time of a point multiplication, assuming the typical PLB bus HW-SW latency

of 9 clock cycles). Hence, a simple optimization can be achieved by adding local storage



Chapter 3. HW/SW Codesign for Cryptographic Coprocessors 40

1000000 Computation —{J—-sch.BArea | 4000
1 Constralned A\
9000004 === 0 === = =4 Sch. A Area ]
1 & | commun LT - 3500
800000 A Communication 0
1 Constrained
7000004 ¢ 4 0 7% r—A—A—A—A4 73000
) ] [~ Sch. B Time]|! A III/: 1 =
= 600000 H ' ! | | | | | | | @
Y | | —#—Sch. A Time]: I |I|/ v 42500 &
S 500000 ] TE—— o LA Z
> ! ' ' . ' ' ' m ' ' ' <
< 1 o oo /v J2000 8
& 400000 - M . g
5 ' RSP
300000 A . - ! ! - 1500
] /III\ =
200000 - 'j] T u-n /A y 1000
1 /A A\A/A
100000 A . ]
—_ 1 500

T T T T T T T
BS D2 D3 D4 D8 D16 D24 D28 D32 D33 D41 D55 D82
Multiplier Digit Size

Figure 3.7: Time to complete one multiplication and area for each type of coprocessors.

to the coprocessor, like Scheme B in Fig. 3, so that the amount of data transfers over the

processor-to-coprocessor bus can be minimized.

Scheme B: using Coprocessor Local Registers as local storage. We optimize
the ECC baseline design by adding local storage to the coprocessor, so that the amount of
data transfers over the processor-to-coprocessor bus may be reduced. In total, five 163-bit
registers were added to the coprocessor. It is also possible to use SRAM blocks instead of

registers to save slices.

The comparison of FPGA implementation results between Scheme A and B can be found
in Fig. 3.7. Comparing Scheme A with B, Scheme B provides an average speed up of 2.5
times at the expense of a 1.3 times larger area. The figure also shows that beyond digit-size
D = 16, the latency of the overall point multiplication does no longer decrease. Thus, the
digit-size D = 16 splits the design space into two. The left half of the figure is a computation
constrained area. In that part, the system is constrained by the efficiency of the coprocessor
hardware. The right half of the figure is communication constrained. In that part, the

system is limited by the processor. For example, if a multiplication in hardware can finish
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in 9 clock cycles (e.g. 8 clock cycles for digit-serial multiplier of D size of 24), the speedup
of standalone field multiplication brought by D sizes beyond 24 become invisible. From this
point of view, we can conclude that the best hardware design may not result into the best

system solution when system integration overhead is considered.

3.3.6 Impact of Control Hierarchy

Scheme C: using PicoBlaze (PB) as control hierarchy. From the above analysis of
Scheme A and B, these two schemes mitigate the overall bus communication overhead by
optimizing the data transfer side; however, instruction transfers still dominate the entire
scalar multiplication time. From the cosimulation profiling, we can see that for a full 163-bit
scalar multiplication, there are 26,791 times instruction transfers though the data transfers
have been reduced to 1,294 (mostly composed of reading status registers) with a typical PLB
bus communication latency of 9 clock cycles. One area for further optimization is that of
coprocessor control. Indeed, for each operation performed by the coprocessor, the processor
needs to perform a command transfer over the PLB bus. These command transfers are still
needed, even after local registers are added to the coprocessor. In order to reduce the amount

of command transfers, we must change the way to control the coprocessor.

The PicoBlaze microcontroller is a compact, capable and cost-effective fully embedded 8-
bit RISC microcontroller core optimized for Xilinx FPGAs. It has predictable performance,
always two clock cycles per instruction, and 1K instructions of programmable on-chip pro-
gram store, automatically loaded during FPGA configuration. It only costs 53 slices and 1

block RAM on Virtex-5 XC5VLX50 FPGA and can run at the max frequency of 180MHz.

By introducing a local control hierarchy, the 8-bit microcontroller PicoBlaze takes the
charge of sending out the point addition and doubling instructions. The main 32-bit mi-
crocontroller, MicroBlaze, only needs to start a scalar multiplication once, after which the
detailed sequencing will be completed by the PicoBlaze (like Scheme C in Fig. 3.6). As shown

in Fig. 3.8, the coprocessor has two separate FSMs to decode the instructions sent from the
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Figure 3.8: Dataflow of ECSM with CPU and PicoBlaze instruction sets.

CPU and PicoBlaze, respectively. The CPU instruction set only contains instructions for
data transfers, while the PicoBlaze instruction set includes all the instructions for controlling

the finite field arithmetic ALUs and exchanging data with coprocessor local register array.

The PicoBlaze has additional advantage of having a fixed instruction rate (2 clock cycles
per operation). This means that the local instruction decoder in the coprocessor can be
simplified: no additional synchronization is needed between the PicoBlaze and the local
instruction decoder FSM. From the co-simulation system profiling , we can see that for
the Single-PicoBlaze design the instruction and data transfers have been greatly reduced
to 481 and 489, respectively. The lower-bound on the amount of instruction and data
transfers is around 18 and 6, respectively. Most of the current measured instruction and
data transfers are devoted to polling the status registers with associated instructions during
the coprocessor execution time. Therefore, a simple further optimization can be conducted
by using ‘interrupt’ control, and this improvement may not only reduce the number of bus
transactions but also save the task load of ECC on MicroBlaze and PLB bus, which then

may be used for other peripherals in a large system.
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Figure 3.9: An example of interleaving PicoBlaze instructions.

The results for Scheme C with a Single-PicoBlaze local controller will be discussed and
compared with other design strategies. We have demonstrated that by introducing the
Picoblaze as control hierarchy the communication constrained area disappears as we can
observe a continuous speedup when the coprocessor uses a faster multiplier, from a bit-serial

multiplier to a digit-serial multiplier of D-size 82.

After analyzing the above design we find two characteristics of Single-PicoBlaze based
ECC coprocessor design, which can help us to further refine the design. First, the local
control unit, PicoBlaze, in current design is acting as an instruction generator. It has no
data processing inside, which means it is feasible to split the PicoBlaze program into several
subsets as long as the sequence of the instructions is guaranteed. Second, the instruction
rate of Single-PicoBlaze is fixed 2 clock cycles per operation, which means that there is still
one cycle per operation wasted in the ECC datapath. So, from the above two observations
we propose the idea of optimizing the local control unit by converting a Single-PicoBlaze
sequencer architecture into a Dual-PicoBlaze architecture which runs interleaved instruction
sequences. Hence, this novel Dual-PicoBlaze based architecture can achieve the maximum

instruction transfer rate of 1 instruction/cycle. To illustrate the conversion from Single-
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PicoBlaze to the Dual-PicoBlaze, a simple example of PicoBlaze assembly codes executing
one field multiplication followed by an addition is shown in Fig. 3.9. Compared with the
Single-PicoBlaze design our proposed Dual-PicoBlaze design can save additional 18% of total
clock cycles in average, at the expense of very small hardware overhead (81 slices in average

from FPGA implementation results on XC5VLX50).

Traditional ways can also achieve the maximum instruction rate of 1 instruction/cycle,
such as implementing the point operations in FSM or using a micro-coded controller with

preset micro-codes [120].

Compared with the first approach using FSMs, our Dual-PicoBlaze architecture is more
flexible and efficient. In general, the field operations can be very fast (a digit-serial multiplier
with D size of 82 can finish one 163-bit field multiplication in 2 clock cycles) and a big
performance gain of the whole underlying ECC system can only be obtained if new point
operation algorithms with faster point operations are proposed. In this case, by fixing the
lowest level field operations in hardware, updating an ECC system is just replacing the
software assembly codes in PicoBlaze with the new point operation algorithms without the
need to rewrite the HDLs. In [72], more than 10 point multiplication algorithms are compared
and the research in this direction is still very active. In addition, this method can also enable
the integration of the latest countermeasures against side-channel attacks into the algorithm

for scalar multiplication.

Compared with the second approach using micro-coded controller, the Dual-PicoBlaze
architecture is much easier to be programmed. The micro-coded controller needs some-
times complex dedicated controller with FSMs to dispatch instructions. Based on the Dual-
PicoBlaze architecture we can simply use several PicoBlaze instructions to achieve efficient

communication and synchronization with the hardware decoder without additional logic.

Using the GEZEL co-simulation environment we can translate the GEZEL description
of the ECC datapath and control wrappers into synthesizable VHDL, which can be then
added as coprocessors in the Xilinx Platform Studio (XPS) 10.1. The SoC system shown in
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Figure 3.11: Cycle counts of FPGA implementations of each configuration of coprocessors
for one full scalar multiplication.

Fig. 3.10 is built on Xilinx Virtex-5 XC5VLX50 ML501 development board.

As indicated in Fig. 3.11, for the Scheme B with only local storage, the two systems are
limited by the throughput of the PLB bus. For example, for the FPGA implementation
with the PLB bus latency of 9 clock cycles, if a field multiplication in hardware can finish
in 9 clock cycles (e.g. 8 clock cycles for digit-serial multiplier of D size of 24), the speedup
of standalone field multiplication brought by D sizes beyond 24 become invisible. For the
results for Scheme C with a Single-PicoBlaze local controller, we can observe a continuous
speedup when the coprocessor uses a faster multiplier, from a bit-serial multiplier to a digit-
serial multiplier of D size 82. Compared to the results of Scheme B, the communication
bottleneck has disappeared as we can observe a speedup of 1.2 for the coprocessor with D
size 82 over the one with D size of 16. Since the control hierarchy optimization by introducing
PicoBlaze also features small hardware overhead, from Fig. 3.12 we can see our proposed

Dual-PicoBlaze based design can achieve the best trade-off design with D size of 28.
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Figure 3.12: Comparison of time-area products for each configuration of coprocessors.

3.3.7 Programmability and Scalability

For our proposed structure, the CPU (main control) is not only able to send data/instructions
through the bus, like the controller in most of the hardware/software codesigns, but also to
program the instruction sequencer as a sub-controller in the coprocessor. The coprocessor
consists of a CPU instruction decoder and single/multiple ECC datapaths, and each ECC
datapath is composed of an instruction sequencer, a dedicated instruction decoder, ALU
and local memory. Each ECC datapath can be programmed to carry out field operations

independently.

However, the design of an instruction sequencer in the ECC datapath can be tricky. Since
we have defined it to support the programmable feature, the direct use of hardware FSMs
does not work. Another option is using a microcoded controller. However, the design of
a dedicated controller with FSMs to dispatch instructions from microcoded controller itself
can still be complex and inflexible. Finally, we come to a solution by customizing an existing

low-end microcontroller to meet our requirements.

This programmable architecture gives us the freedom to efficiently utilize various counter-
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measures against different side-channel attacks, which will be further discussed in Section 5.
For example, we can program the sub-controller component so that it performs Montgomery
ladder in order to thwart Simple Power Analysis (SPA) attacks. We can easily add base point
randomization to it in order to thwart Differential Power Analysis (DPA) attacks. Finally,
if the implementation requires resistance to fault attacks, we can update the program in the
sub-controller to add coherence check [41] and so on. In short, the flexibility of programmable

sub-controller makes the coprocessor able to update with the latest countermeasures.

For scalability, we mainly discuss about the parallelism inside of our proposed ECC co-

processor architecture.

Given the flexibility of the PicoBlaze local control hierarchy, switching the computation
mode from Application-Level Parallel ECSM to Algorithm-Level Parallel ECSM, we can just

modify the PicoBlaze assembly codes in each datapath without any hardware change.

Application-Level Parallel ECSM. Our proposed ECC coprocessor architecture is
scalable for parallel implementations because of three design considerations: 1. distributed
data processing makes each ECC datapath be independent to each other; 2. local storage
makes all the initialization parameters and intermediate results be stored locally without data
transfers through bus; 3. additional hierarchy of control makes point operation instructions
be sent from the local control, instruction sequencer. In summary, the ECC datapath can
execute scalar multiplication almost independent of the bus selections and CPU, and once
the CPU send the scalar k to each ECC datapath to initialize the computation, the datapath
will work automatically and turn out the right results. The maximum number of independent
ECC datapath which can be attached to the CPU instruction decoder is dependent on the
bus latency. Therefore, CPU can control one ECC coprocessor with N datapaths, and N

point multiplications can be performed at the same time.

According to the iteration structure shown in Fig. 3.13, we can derive an equation to
express the relation between the maximum number of parallel ECC datapaths and bus

latency. The basic idea is to overlap the communication time with the computation time.
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Figure 3.13: Exploration of the application-level parallelism within the proposed generic
coprocessor architecture.

We assume the bus latency is T geiqy cycles per transfer, and scalar & and results (X, Y)
each needs the same M times bus transfers (including both instruction and data transfers),
and the ECSM on one ECC datapath requires Ty, cycles to complete, so the effective

maximum number, N .., of parallel ECC datapath can be expressed as

Nmaaﬂ - (Tcomp/MTdelay) + 1 (31)

From Fig. 3.13, we can observe that the results from the first datapath are ready to be
sent back just after the datapath_N,,,, receives the k. Due to this parallel architecture, we

can get the fastest implementation with 7', mi cycles, where

Tavg,min = 3MTdelay- (32)

From the above equation, we can observe that for the fastest ECC coprocessor configu-
ration with maximum number of parallel ECC datapath, the minimum computation time
in average is only related to the bus latency. Also, we can have tradeoff designs between
area and speed with different number of parallel ECC datapath to fit for different embedded

applications, and then we can get the computation time in average, T 4, as
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(2N + 1)MTdelay + Tcomp

Tcwg - N

(3.3)

Algorithm-Level Parallel ECSM. If we assume that a fixed polynomial is used with
fixed base point, the algorithm-level parallelism inside of one scalar multiplication can also
be explored. We can apply fixed window scalar splitting algorithm [82] based on our parallel
ECC architecture with multiple datapaths.

If the scalar k£ has m bits, it can be split into N blocks using predefined windows with a
size of w. Here N can be the number of parallel datapath and w is equal to [m/N]. Then,
the scalar k is decomposed into several parts with k1 consists of the w least significant bits
(LSB) of k, k2 contains the next w bits, etc. The base point Pj for each segment of k can

be pre-computed because the window sizes are fixed,

Pj =2U-vp, (3.4)

The overhead of pre-computing Pj can be neglected because the base point P is assumed
to be fixed in most ECC applications. After the computation of each parallel ECC datapath
for kj - Pj, point additions will be followed to obtain the final results of k- P. As a case study
of two datapaths shown in Fig. 3.14, the fixed window scalar splitting algorithm is used to
split the scalar k£ into two parts, £1 and k2, and compute them on two datapaths in parallel
with pre-computed base points, P1 and P2. Only one final point addition is performed to
calculate the sum of the two intermediate scalar multiplication results, k1 - P1 and k2 -
P2. We can also clearly see that when switching the mode from Application-Level Parallel
ECSM, we may just add PicoBlaze instructions for one point addition in Affine Coordinate
on the first datapath and two instructions on the second datapath for moving the partial

ECSM results to the first datapath.
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Table 3.12: Comparison of ECC coprocessor implementations on Xilinx XC2VP30 FPGA
Field Platform Slices Cycle Field Comments

Counts Size

Dual-PB w/ D28 GF(2'*) V2Pro 5,158 29,897  Fixed Best trade-off

Dual-PB w/ D82 GF(2'*’) V2Pro 8944 24,689  Fixed Fastest
ref.1 in [120] GF(2!8%)  V2Pro 4,749 48,800 Arbitrary 1xMALU163
ref.2 in [120] GF(2'°) V2Pro 8450 28,000 Arbitrary 2xMALU163

3.3.8 Discussion of Experimental Results

In order to make a fair comparison with other published results, we also synthesize our ECC
coprocessor design with single datapath based on Virtex-2 Pro XC2VP30 FPGA. As shown
in Table 3.12, our Dual-PicoBlaze based ECC (with maximum frequency around 136MHz
on XC2VP30-FF896-7C) shows a better trade-off between cost and performance: compare
our fastest design with ref. 2, it gains 13.4% speedup; compare our best trade-off design
with ref.1 and ref.2, its area-time product is 60.4% and 63.7% smaller. Although the cur-
rent version of Dual-PicoBlaze design does not support arbitrary field size and superscalar
as [120], it still offers an ideal alternative since in most cases the arbitrary field size is not
required. This is especially true for reconfigurable computing since the hardware complex-
ity resulted from supporting arbitrary field size in traditional ASICs can be replaced with
multiple configuration bitstreams and dynamic reconfigurations. The optimizations of ECC
SoC design can be done in several levels (e.g. architecture, algorithm, and circuit) and the
results shown here might not be the optimal ones even in terms of the area-time product

since the performance optimization focus in this work only lies on the architectural-level.

In order to show the scalability of our architecture, we also compare the design with
Dual-PicoBlaze Single-Datapath ECC design with the Quad-PicoBlaze Dual-Datapath ECC
designs under different operation modes. We select two extreme coprocessor configurations,

the smallest (with bit-serial multiplier, BSMUL) and the fastest (with D82), for detailed
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Table 3.13: Parallel ECC coprocessor implementations on Xilinx XC5VLX50 FPGA
Field Slices  Cycle Modes

Counts

(2'9%) 1,261 234,985 Normal Operation
Dual-PB Single-DP w/ D82 GF(2'®%) 3,522 24,689 Normal Operation
Quad-PB Dual-DP w/ BS  GF(2'%%) 2,179 117,972 Application-Level Parallel
Quad-PB Dual-DP w/ D82 GF(2!%%) 6,585 12,824  Application-Level Parallel

(2%)

(2%)

Dual-PB Single-DP w/ BS  GF(2!%

Quad-PB Dual-DP w/ BS  GF 2,179 204,390  Algorithm-Level Parallel
Quad-PB Dual-DP w/ D82 GF(2'3) 6,585 19,461  Algorithm-Level Parallel

comparison. For the results shown in Table 3.13, the cycle counts for Application-Level
Parallel ECSM mode are the average speed for two ECSMs in parallel. For the results of
algorithm-level Parallel ECSM, the speedup over the Dual-PB Single-DP based design is
not as good as in [82] because different finite field inversion algorithms are used (Fermat’s
little theorem wvs. Itoh-Tsujii [80]). However, these experimental results still effectively
demonstrate the capability of our proposed architecture to switch operation modes by just

revising the PicoBlaze assembly codes.

3.3.9 Summary

ECC SoC designs may become performance limited due to coprocessor data- and instruction-
transfer bottleneck. The introduction of local storage and control hierarchy into the ECC co-
processor datapath can greatly reduce the communication overhead faced by traditional cen-
tralized control scheme. Starting from the system profiling of ECC codesigns using cosimula-
tion, we tried to not repeat the conventional optimization techniques on bus communication,
but instead explore new system architectures with multiple control hierarchies. This results
in the Single-PicoBlaze based ECC coprocessor design and further into the Dual-PicoBlaze
based design with the maximum instruction rate of 1 instruction/cycle. For flexibility, the

PicoBlaze controller allows us to configure its instruction RAM and update the coprocessor



Chapter 3. HW/SW Codesign for Cryptographic Coprocessors 54

with the newly developed scalar multiplication algorithms and security countermeasures.
Scalable application-level parallelism and algorithm-level parallelism can also be explored
to achieve tradeoff designs between area and speed. With flexibility, ease of integration
of multiple PicoBlazes into current FPGA systems and predictable performance, the pro-
posed parallel ECC coprocessor architecture can not only be extended to other curve-based
cryptography systems, but also to some other similar computationally intensive embedded

applications.

3.4 Conclusion

The SoC integration of AES and PRESENT block cipher presents a basic HW /SW codesign
paradigm. The entire block ciphers are implemented in hardware as a coprocessor and
the software driver running on the microprocessor is only in charge of distributing key and
sending messages. For much more complex public-key algorithms (e.g. ECC), we show more
flexibility in the HW/SW partitioning. As a result, the impact of HW/SW interfaces will
play a more important role in the design efficiency since the HW/SW communication will

also become an integral part of the cryptographic computation process.



Chapter 4

Hardware Evaluation of SHA-3
Candidates

In the NIST SHA-3 competition, four typical criteria are taken into account in the evaluation
of candidates: security, performance in software, performance in hardware, and flexibility.
While security is commonly recognized as the most important evaluation criterion, it is
also a measure that is most difficult to evaluate and quantify, especially during a relatively
short period of time reserved for the contest. Therefore, performance evaluation plays a
critical role in the selection and standardization of SHA-3. In this chapter, we present our
proposed SHA-3 hardware evaluation methodology and ASIC implementation results for the
SHA-3 fourteen Second Round and five Third Round candidates. Covering comprehensive
hardware evaluation of all the SHA-3 Second and Third (Final) Round Candidates, the
research described in this chapter aims to give a comprehensive overview of our consistent

efforts in the SHA-3 hardware evaluation process.

95
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4.1 SHA-3 ASIC Evaluation Methodology

Throughout the SHA-3 competition, NIST is looking for additional cryptanalytic results, as
well as for performance evaluation data on hardware platforms. The SHA-3 submissions were
made as a software reference implementation in combination with a set of test vectors. This
pragmatic approach leverages ubiquitous computer infrastructure as a standard evaluation
platform, and it suits the purpose of cryptanalysis. However, the reference implementations
in C are also far away from actual hardware design. As a result, significant additional design

work is required before the SHA-3 candidates can be evaluated in terms of hardware cost.

In contrast to software implementations, which can be characterized based on perfor-
mance (execution time) only, hardware implementations have at least one additional dimen-
sion: resource cost, in addition to performance. Indeed, for hardware implementations, the
architecture of the design represents an additional degree of design freedom. As a result,
there is no single optimal hardware implementation. Every design has to be considered as a
combination of performance under a given resource cost. This aspect complicates the com-
parison of designs. One may look for minimal resource cost under a given performance, or
else for maximal performance under a given resource cost. Hence, a hardware benchmarking

methodology needs to take this duality into account.

eBACS is a well known benchmarking environment, including a scripting environment
and a performance database, for the evaluation of crypto-software [23]. Compared to the
proposed methodology for benchmarking crypto-software, benchmarking crypto-hardware is
ad-hoc. There are several reasons why the same progress is not seen in the hardware design
community. All of them boil down to a lack of standardized approaches towards the design

process.

First, there are no standard methodologies to quantify the cost and performance of a
hardware implementation. In the average crypto-hardware conference proceedings, one will

find that no two authors measure resource cost or performance of hardware implementations
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using the same metrics. For example, the 11 tables that compare hardware implementations
in the proceedings of CHES 2008 contain 18 different metrics for hardware cost and 10
different metrics for hardware performance [105]. While one author may use clock cycles,
another one may use nanoseconds, and a third one blocks-per-second. It is up to the reader

to provide the proper context.

A second reason is that hardware implementations show a larger heterogeneity compared
to software processors. This includes the design target (ASIC or FPGA), the technology
node, and the optimization scenario being used. Again, it is up to the reader to provide the

proper context when making comparisons.

A third reason is the lack of standardized interface mechanisms for crypto-hardware mod-
ules. Because the architecture of a hardware design is a design decision, designers tend to
count the interface as part of that freedom. This, however, significantly complicates bench-
marking. Indeed, a standard Application Programming Interface (API) is a key enabler in

existing software benchmarking environments such eSTREAM [42] and eBACS [23].

In this section we report on a methodology to address these issues for the SHA-3 ASIC

benchmark process.

4.1.1 Overview

Figure 4.1 illustrates the overall design flow in our ASIC implementation. A set of RTL
SHA-3 candidates is implemented in Verilog or VHDL. These hardware descriptions are
next mapped to FPGA technology or ASIC technology. We use the same RTL descriptions
for both types of design flow. Our objective is to use the FPGA as a prototyping technology
for the ASIC, rather than a direct technology target. Hence, dedicated FPGA optimizations,

such as the use of specialized multipliers or memory cells, are not used.

The ASIC and FPGA design flows look very similar, and cover the same two technology
mapping steps. The first step is synthesis and mapping of the RTL code (in Verilog or
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Figure 4.1: An overview of the SHA-3 ASIC evaluation project.

VHDL) to a netlist of technology primitives. The second step is place and route, and this
step decides the spatial relationships of technology primitives in a layout. Both of these
steps can be automated using scripts. The results of technology mapping are performance
estimates such as circuit area and circuit delay. The performance delays obtained after place-
and-route are more accurate than those obtained after synthesis. With respect to the circuit
area, place-and-route will reveal the precise dimensions of the ASIC design. With respect to
the circuit delay, place-and-route reveals implementation effects (annotated as parasitics in

Fig. 4.1) which characterize delay effects caused by the interconnections.

The result of the ASIC and FPGA design flow is used in a prototype design based on
the SASEBO board. In the case of ASIC design, we implement a chip with the five SHA-3

finalists.

4.1.2 Standard Hash Interface

When designing the standard hash interface for SHA-3 hardware, it is useful to refer to the
method used to interface SHA-3 candidates in software. The software uses a NIST suggested

Application Program Interface (API), and three function calls are used.
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e void init(hashstate *d) initializes the state value of hash.

e void update(hashstate *d, message *s) hashes a message of a given length and
updates the hash state. The message is chopped into pieces of a standard length called
a message block (e.g. 256- or 512-bit). In case the message length is not an integral
number of blocks, the API will use a padding procedure which extends the message

until it reaches an integral number of blocks in length.

e void finalize(hashstate *d, digest *t) extracts the actual digest from the hash

state.

A hardware interface for a SHA-3 module will emulate similar functionality as the software

API interface. The hardware interface will therefore need to address the following issues.

Handshake protocol: The hash interface needs to synchronize data transfer between
the SHA-3 module and the environment. This is done using a handshake protocol and
one can distinguish a master protocol from a slave protocol, depending on which party
takes the initiative to establish synchronization. The interfaces by Chen et al. [34] and
Kobayashi et al. [89] use a slave protocol for the input and the output of the algorithm. The
interfaces by Baldwin et al. [15] and Gaj et al. [52] define a slave protocol for the input and
a master protocol for the output. The former type of interface is suitable for a coprocessor
in an embedded platform, while the latter type of interface fits into the high-throughput
applications that attach the SHA module to FIFO’s. The key issue for a fair comparison is
to use a common interface for all candidates. Therefore, we select the interface proposal of
Chen et al. [34] (with a data I/O width of 16-bit), but observe that other proposals may be

equally valid choices.

Wordlength: Typical block and digest lengths are wider (e.g. 512-bit) than the word
length that can be provided by standard platforms (e.g. 32-bit), so that each hash operation
will result in several data transfers. While this overhead is typically ignored by hardware

designers, it is inherently part of the integration effort of the SHA-3 module. All of the inter-
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face proposals leave the standard interface word length undefined, although they implicitly
assume 32-bit. In this work, we use a 16-bit interface, which is constrained by the data bus

between the control FPGA and the cryptographic FPGA/ASIC on SASEBO boards.

Control: The functions of the software API need to be translated to equivalent hardware
control signals. One approach, followed by Gaj et al. [52], is to integrate this control as in-
band data in the message stream with a pre-defined data structure. A second approach is
to define additional control signals on the interface, for example to indicate message start
and end. This is the approach taken by Chen et al. [34], Kobayashi et al. [89], and Baldwin

et al. [15]. We follow the same approach in our work as well.

Padding: Finally, padding may or may not be included in the SHA-3 hardware module.
In the latter case, the hardware module implicitly assumes that an integral number of blocks
will be provided for each digest. Common padding schemes are defined by in-band data
formatting, and this makes it possible to implement padding outside of the hardware module.
The interface proposal by Baldwin et al. [15] explicitly places padding hardware into the
interface. The other interface proposals leave padding to the SHA-3 designer. However, Chen
et al. [34] and Kobayashi et al. [89] assume hardware padding will only be implemented at
word-level, while Gaj et al. [52] supports bit-level padding as well. We follow the approach
of Chen et al. [34] and Kobayashi et al. [89].

Note that there are many possible solutions to the interface problem, and that we present
one possible approach. We observe that the key issue for a fair comparison is to use a common
interface for all candidates. In addition, we will show that our performance evaluation

mechanism allows to factor out the overhead of the interface communication.

4.1.3 Design Strategy

Besides a standard platform, our approach also defines a design strategy. There are three

types of architectures available shown in Fig. 4.2, and we selected one of them for evaluation.
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Figure 4.2: An overview of the three design strategies in hash function implementations.

Fully Autonomous In this architecture, one transfers message data to a hash function
over multiple clock cycles, until a complete message block is provided. The hash module
buffers a complete message block locally, before initiation the hash operation. Therefore,
this architecture can work autonomously, and the resulting hash module is well suited for

integration into other architectures.

External Memory In this architecture, only the data necessary for executing the hashing
calculation are stored in registers. Other data (e.g. intermediate values) are stored in the
external memory. This architecture can load the data from the external memory when it
needs for hash calculation. The external memory is less expensive than registers in general.
Therefore, the hash function hardware becomes a low-cost implementation. However, the
architecture requires overhead cycles for accessing an external memory, and obviously it is

not suitable for high-speed implementations.

Core Functionality = This architecture has only the core part of a hash function, and
ignores the storage of a full message block. In other words, this architecture assumes an

“ideal” interface where the overhead of the data access is ignored in the hashing process.
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The previous work for evaluating SHA-3 hardware performance did not use a common
architecture. For example, the design method by Namin et al. [111] and Baldwin et al. [15] is
based on the core functionality type and they evaluate a rough estimate of the performance
of hash function hardware. On the other hand, the design method by Tillich et al. [129] is
based on the fully-autonomous type. They assumed that the input data for the hash function
hardware is sent in one cycle, so that the length of the input data is assumed long (e.g. 256-

or 512-bit).

In this work, we evaluate the performance of SHA-3 candidates when they are used in
a real system. In addition, we use performance metrics that enable us to separate the
interface operation from the hash operation. On the cryptographic FPGA of SASEBO-
GII and cryptographic ASIC of SASEBO-R [4], we all use the Fully Autonomous type.
Compared to External Memory, this approach avoids off-chip memory access, and it also

avoids the idealized (unrealistic) interface utilized by Core Functionality.

4.1.4 Platform for Integrated FPGA Prototyping and ASIC Per-

formance Evaluation

The experimental environment for FPGA prototyping contains a PC, a SASEBO-GII [4]
board and an oscilloscope. A SASEBO-GII board contains two FPGAs: a control FPGA,
which supports the interfacing activities with a PC, and a cryptographic FPGA, which
contains the hashing candidate. During the ASIC prototyping phase, the cryptographic
FPGA is replaced by an ASIC containing SHA-3 candidates. A board from the SASEBO-R

series will be used for this purpose.

The SASEBO board was originally developed for side-channel analysis. Hence, a potential
research area for the FPGA prototype is side-channel analysis of SHA-3 candidates. In
our experiments, we used the SASEBO board for a more obvious application, namely the

measurement of power dissipation of the SHA-3 candidates mapped to the cryptographic
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Figure 4.3: Experimental environment for FPGA prototyping and final ASIC testing.

FPGA.

The interface of the SASEBO board on the PC side is a software driver that can read the
test vectors and that can send messages to the SHA-3 FPGA through USB. The Control
FPGA manages the data flow of the messages and generates control signals according to
the timing requirements of a standard hash interface. After SHA-3 FPGA finishes hash
operations, the digest is returned to the PC through the Control FPGA. For the final ASIC

prototype, the same data flow is used.

4.1.5 Optimization Target

The use of Throughput-to-Area ratio as the optimization target for SHA-3 hardware evalu-
ation was first proposed by Gaj et al. [52], and later appeared in NIST Status Report on
the Second Round of the SHA-3 Competition as a hardware evaluation criterion [133]. One
of the obvious advantages of choosing this target rather than Throughput alone is that it
can avoid highly unrolled hash designs with small throughput benefits but significant circuit

area overhead.
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4.1.6 Evaluation Metrics

In this work we have used Throughput-to-Area ratio as a primary metric and also reported
other common metrics, including area, maximum frequency, maximum throughput, and

power /energy efficiency.

Area We will use the circuit area of each SHA-3 candidate with both the interface and
hash core after layout. The area will be reported in kilo gate equivalents (kGE), where a gate
equivalent corresponds to the area of a standard NAND2 gate in the standard-cell library.
We divided the reported layout area in um? by the area of an NAND2 gate, for conversion

from the absolute circuit area to kGE.

Throughput In general the time required to hash a message consists four parts: the
latency for loading one block of message, L;, , the hash core latency, L...., the latency for
finalization step, L finq, and the latency for outputting the message digest, L,y:. For short
message hashing, all these four latencies are important performance factors. The metric
of Latency is frequently used to characterize the short message hashing speed instead of
Throughput. In the case of hashing a long message, L inq and Ly, can be neglected. Since
L;, is dependent on the system 1/O throughput which may vary in different contexts, here

we report the Throughput results of the hash core function:

- WB X fmaa:
)

T core — 4.1
b Lcore ( )

where Wg is the block size of the hash and f,,,, is the maximum frequency the circuit

can run at.

Throughput-to-Area The Throughput-to-Area Ratio is an effective metric to measure

the hardware efficiency, where the Throughput is the above defined T'p.... and the Area is
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for the layout circuit area expressed in terms of kGE.

Power /Energy The power is measured with a fixed achievable clock frequency based on
the average power during hashing of long messages, and the capture period is only for the
core hashing operations (e.g. round function for each message block). The energy metric is

expressed as energy per bit of the input message block compressed by the hash core function.

4.2 VLSI Implementation of SHA-3 Hash Functions

Although we have fixed our optimization target, Throughput-to-Area ratio, to fully under-
stand each SHA-3 candidate by its specification and reference C codes and optimize its
hardware implementation to achieve the goal is far from trivial. We had looked into several
reference implementations [3,24,64] and optimized them for our system architecture. In this
section, we describe the VLSI architecture of all the five SHA-3 finalists. For the detailed
algorithm descriptions, please refer to the official NIST SHA-3 website [112].

4.2.1 BLAKE

BLAKE follows a HAIFA iteration mode and operates on an inner state that can be rep-
resented as a 4 by 4 matrix of words. The inner state is initialized using an Initial Value
(IV), a salt and a counter. The state is updated using the G function, which is based on the
ChaCha stream cipher [18]. The G function mainly contains modular addition, XOR, and

rotate operations.

As shown in Fig. 4.4, before the message block enters into the round function it will first
go through a permutation layer and XOR with predefined constants. One stage of pipeline
is inserted inside the permutation layer for higher throughput. Four parallel G functions

are implemented for the round process. Eight G functions or fully unrolled structures are
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Figure 4.4: Structure of the BLAKE-256 core.

also possible high performance solutions if there is no area constraint. Each G function

instantiates two carry-save adders.

4.2.2 Grgstl

Grotl is a wide-pipe Merkle-Damgard hash algorithm with an output transformation. The
compression function is a novel construction, using two fixed 2n-bit permutations together.
The output transformation processes the final chaining state, and discards half the bits of
the result, yielding an n-bit hash output. The underlying fixed permutations are themselves
based closely on the structure of AES, reusing the S-box, but expanding the size of the block
to 512-bit for Gretl-256 in a straightforward way.

Grgstl can be implemented with parallel computation of P and Q permutations as well as
a single permutation with iterations. As shown in Fig. 4.5, we implement the parallel P and
Q structure, which enables better Throughput-to-Area ratio in our case since the hash core
throughput can be doubled without doubling the overall area when considering the hardware
interface and control circuits overhead. Within the parallel P and Q structure, 128 AES
SBoxes are used and all of them are implemented in Galois field operations also for better

hardware efficiency.
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Figure 4.5: Structure of the Grgstl-256 core.

4.2.3 JH

The compression function of JH is constructed from a large block cipher with constant key.
The large block cipher is based on a generalized AES design methodology and can be con-
structed with small components. There are three components of the underlying permutation

ES8 : 4-bit SBoxes, an 8-bit L-permutation, and a P-permutation.

As shown in Fig. 4.6, two similar round operations, R8 and R6, are used for compression
and round constant generation, respectively. R8 is used to update the 1024-bit hash state,

and R6 generates the round constant on-the-fly.

4.2.4 Keccak

Keccak follows the sponge construction model. The permutation can be considered as a
substitution-permutation network with 5-bit wide SBoxes, or as a combination of a linear

mixing operation and a very simple nonlinear mixing operation. The building block permu-
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Figure 4.7: Structure of the Keccak-256 core.

tation is from a set of 7 permutations, indicated by Keccak-f[b] (b is the width of Keccak- f
with default value 1600).

We implement the Keccak-f[1600] with rate r = 1024, capacity ¢ = 576, and output
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Figure 4.8: Structure of the Skein512-256 core.

digest size of 256-bit. The Keccak core design are based on the authors’ provided reference

high speed core designs [24].

4.2.5 Skein

Skein is an iterative hash algorithm built on a tweakable block cipher C Threefish. Threefish
is used to build the compression function of Skein using a modified Mateas-Meyer-Oseas
construction, which is then iterated in a chaining mode similar to HAIFA. The designers
refer to the whole construction as a Unique Block Iteration (UBI) mode. Threefish is a 72-
round substitution-permutation network using a 128-bit MIX function consisting of a 64-bit

addition, rotate and XOR operations.

As shown in Fig. 4.8, we implemented the Skein512-256 version and each Threefish-512
round out of 72 rounds consists of four parallel MIX operation and a permutation. Four

rounds are unrolled and chained together in hardware.
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4.3 SHA-3 Round 2: ASIC Evaluation of Fourteen Sec-
ond Round Candidates

In this section, we compare the SHA-3 ASIC results for the SHA-3 fourteen Second Round
Candidates, and we address the impact of different factors that are quite relevant for fair and
comprehensive evaluation. These factors include technology differences, ASIC layout over-
head over the post-synthesis results, various application-specific constraints, and different

hash operation modes.

4.3.1 ASIC Design Parameters

The performance evaluation of a design in ASIC technology can be done under multiple
technologies. Rather than evaluating all 14 candidates under multiple technologies, we first

evaluate a single candidate under different ASIC design parameters as follows.

We evaluate the impact of different technologies. A smaller technology is smaller and

faster, but may also have increased static power dissipation.

e We evaluate the impact of different constraints. During technology mapping, a given

RTL design can be optimized for area, speed, or a combination of those.

e We compare Post-Synthesis results vs. Post-Layout results. ASIC layout provides

additional implementation characteristics such as precise area and netlist parasitics.

e We evaluate the impact of message length. Because the regular processing, and the
final processing of a hash candidate can differ, the message length may affect the

average activity of a hash implementation. This will affect the power dissipation.

To evaluate these parameters, we used the Synopsys Design Compiler (C-2009.06-SP3)
to map the CubeHash RTL codes to UMC 90nm (FSDOA_ A_ GENERIC_. CORE_ 1D0OV_
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Figure 4.9: Area and speed results of ASIC implementation of CubeHash-256.

TP_ 2007Q1v1.7) and 130nm (FSCOG. D_ SC_ TP_ 2006Q1v2.0) technologies. We use the
typical case condition characterization of the standard cell libraries. The 90nm technology
uses 9 metal layers, and the 130nm technology uses 8 metal layers. In general, more metal

layers allow for a denser interconnect, and hence a more optimal use of die area.

1. MinArea: A minimum-area design will minimize the use of logic resources (gates) at

the expense of performance.

2. MazSpeed: A maximum-speed design will minimize the computational delay of the

design, at the expense of area.

3. TradeOff0: The first trade-off point is chosen to have a computational delay which is
two-thirds between the MinArea and MaxSpeed design points.

4. TradeOffl: The second trade-off point is chosen to have a computational delay which
is five-sixths between the MinArea and MaxSpeed design points.

The TradeOff points are chosen to investigate how the relationship (speed, area) evolves

when a design gradually moves from the MinArea design point to the MaxSpeed design
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Figure 4.10: Power and energy results of ASIC implementation of CubeHash-256.

point.

The Synopsys IC Compiler (C-2009.06-SP5) is used for the back-end process. For all the
designs we start with 85% utilization of the core area. The utilization is defined as the die
area devoted to active components (standard cells) as compared to the total die area. Due to
the routing of signals, power, and ground between active components, utilization can never
reach 100%. The optimal value for utilization should be as high as possible. After place-
and-route, design flow errors such as timing and Design Rule Check (DRC) violations may
occur. In that case, the initial utilization must be lowered in order to relax the constraints

to the place-and-route process.

The timing results can be obtained from the post-synthesis and post-layout steps. First,
the Synopsys IC Compiler is used to extract the post-layout parasitic and generate an SDF
file containing the delays of all the interconnections and instances. Second, Synopsys VCS
can be used to do the post-simulation and generate the VCD file that records all the switching
activities of the netlist. Finally, Synopsys Prime Time (C-2009.06-SP3) reads the final netlist,

VCD file and .spef parasitic file and does the power estimation.

Fig. 4.9 and Fig. 4.10 show the results of these technology parameters on the implemen-
tation of the CubeHash-256 SHA-3 candidate. Fig. 4.9 is an area-delay plot, which marks
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the area of a given design against the achievable performance (in this case, the maximum
clock frequency). The X-axis of Fig. 3 is calibrated in equivalent gates. This means that
the area is normalized to a standard 2-input NAND gate in the chosen technology. Fig. 4.10
is the power and energy plot that illustrates the impact of different design optimization
constraints, technology, and message characteristics. The left pane of Fig. 4.10 indicates
the average power dissipation during the processing of a very long message. The right pane
of Fig. 4.10 indicates the energy dissipation per bit during the processing of messages of

variable length.

o The impact of different technologies. The relationship between 130nm and 90nm tech-
nologies, as shown in Fig. 4.9, is non-trivial. However, one can notice that the relative
relationship between the four points on each curve is similar. This means that a
characterization in a single technology can also serve as a characterization in nearby
technology nodes. In our experiments, we concentrated on area-delay characterization

in 130nm technology.

e The impact of different constraints. As illustrated in Fig. 4.9, the impact of con-
straints (MinArea, MaxSpeed, TradeOff0, TradeOff1) is significant, and it varies the
performance by a factor of almost 3. In exploring the 14 SHA-3 candidates, we have

therefore fully characterized the 4 design points of each design in 130nm technology.

o Post-Synthesis results vs. Post-Layout results. Fig. 4.9 illustrates obvious differences
between post-synthesis and post-layout results. Because post-synthesis results pro-
vide higher accuracy, we have obtained post place-and-route results for all 14 SHA-3

candidates.

e The tmpact of message length. From the energy results shown in Fig. 4.10, we can
clearly see that energy per message bit changes a lot when considering different message
lengths. Note that the power consumption is the same for CubeHash message update

step and finalization step since those two steps calls the same round functions with



Chapter 4. Hardware Evaluation of SHA-3 Candidates 74

different rounds. The cause of the energy differences is due to the different throughput

and latencies for short and long messages.

4.3.2 Analysis of Post-Layout Results

In this section we present the performance results of the SHA-3 ASIC implementations with
the UMC 130nm standard cell technology. Design space exploration is performed for all the
14 second round candidates. For each of the graphs shown below there will be 4 points on

the curve representing the Min Area, Max Speed and two tradeoffs points.

In Fig. 4.11, the throughput is calculated based on the maximum clock frequency of the
post-layout design and only consider hashing long messages. We also report the results for

short and long message cases in Table 4.1.

Fig. 4.11 illustrates how architecture differences affect the performance results. Some
curves, like those of Keccak and Luffa, are very steep. This means that a small increase
in area yields a significant performance improvement. Other curves however are relatively
flat. For a design such as SIMD, for example, even a large addition of gates will not yield
additional performance. The optimal points in Fig. 4.11 are those with maximal performance
and minimum area. This optimum is located on the upper left side of the graph. The curves

of Keccak and Luffa are clearly out-shadowing other designs.

To compare the results of the SHA-3 candidates, we use the methodology proposed by
Gaj et al. [52]. Therefore, we utilize a uniform metric, Throughput-to-Area Ratio, as the
primary metric to rank all the designs. The SHA-3 design with higher Throughput-to-Area
ratio means with given fixed hardware resources this SHA-3 candidate has better efficiency

(hash more message in the same period of time).

Fig. 4.12 shows the Throughput-to-Area ratio graph for all the 14 SHA-3 candidates. We
can also observe how this ‘efficiency’ metric changes according to different constraints. By

looking at the results shown in Fig. 4.12, if only considering the ‘Throughput-to-Area ratio’
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Figure 4.11: Post-Layout results for throughput and gate counts in UMC 130nm standard

cell technology.
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Figure 4.12: Throughput-to-Area ratio for all the designs with 4 different constraints.

metric, the ranking of the 14 SHA-3 designs can be found in Table 4.1. The SHA-256 is also

included to serve as a reference.

Although it is not necessary that the new SHA-3 standard has to be better than the
existing SHA-256 in terms of performance, still one would be interesting to see the comparison
results. In Fig. 4.13, for all the 4 cases, the Throughput-to-Area ratio of all the designs has
been normalized to the value of SHA-256. All the points that are above the red line, which

denotes value one, are outperforming the SHA-256.

For detailed analysis we have shown all the results in Table 4.2 with some notes:

1. ‘I/F4Core’ cycle counts is equal to I, + Leope(I).
2. ‘Core’ cycle counts is equal to Leore(Leore + I finat)-

3. LongMSG and ShortMSG cases include the communication overhead by interface.
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Table 4.1: Ranking of the 14 SHA-3 designs in terms of Throughput-to-Area ratio metric
Rank MinArea Tradeoff 0 Tradeoff 1 MaxSpeed

1 Luffa Luffa Luffa Luffa

2 Keccak Keccak Keccak Keccak
3 Hamsi Hamsi Hamsi CubeHash
4 Grgstl CubeHash CubeHash SHA256
5 CubeHash Grgstl Grgstl Hamsi

6 SHAvite SHAVvite SHA256 BLAKE
7 SHA256 SHA256 SHAVvite Grostl

8 JH JH BLAKE SHAvite
9 BLAKE BLAKE JH JH

10 BMW BMW BMW BMW

11 Shabal Shabal Shabal Shabal
12 Skein Skein Skein Skein

13 Echo Echo Echo Echo

14 Fugue Fugue Fugue Fugue

15 SIMD SIMD SIMD SIMD

Normalized Througput-to-Area ratio
w
\
e

e @ Q@ ¢ & & L & L @ @ L &
Q% QR &> 9 S O & ¢ N NS 3 N Q
S R G P2 L O MR RE ® s > oF
P
| =&=—Min Area =lli=Tradeoff0 Tradeoffl ==¢=Max Speed |

Figure 4.13: Normalized Throughput-to-Area ratio for all the designs with 4 different con-
straints.
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4. The values in parenthesis are the case excluding the interface overhead, e.g. only the

core function block.
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4.3.3 Summary

In this section, we presented performance evaluation results of 14 SHA-3 Second Round
candidates in a 130nm CMOS ASIC Technology. We discussed the impacts of various factors
including technology, design constraints, place-and-route, and hash operating modes. We

conclude that top-performing candidates in our experiment include Luffa, Keccak, Hamsi,

Cubehash, and Grgstl.

4.4 SHA-3 Round 3: Design and Benchmarking of an
ASIC with Five Finalists

In December 2010, the SHA-3 competition entered into Phase III and five SHA-3 candidates
were selected for further evaluation as SHA-3 finalists. Although security is of primary
importance, the lack of systematic cryptanalysis makes it very hard to compare the security
strength of different hash candidates. Within the limited one year period for the final round
evaluation, the cost and performance of SHA-3 software and hardware implementations

aspects are expected to put more weight in the selection of SHA-3 winner.

For SHA-3 final round ASIC evaluation, we design a SHA-3 ASIC by following a fair
and consistent SHA-3 hardware evaluation methodology [60,65]. We start by defining a
standard interface, and optimized the designs with a single metric, Throughput-to-Area ratio.
Next, we developed an FPGA prototype that can provide a seamless transition into ASIC
implementation. Finally, we designed an ASIC chip with all the five finalists using the latest
Round 3 tweaks and SHA256 as a reference design.

The remainder of this section is organized as follows. Section 4.4.1 gives an overview of
the SHA-3 ASIC benchmark status. In Section 4.4.2, the VLSI architecture of the SHA-
3 ASIC will be described. The VLSI implementation of each SHA-3 finalist is discussed

in Section 4.2. The silicon implementation constraints will be discussed in Section 4.4.3.
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Section 4.4.4 describes the testing environment and presents the analysis of chip measurement

results. Section 4.4.5 concludes the SHA-3 ASIC design.

4.4.1 Related Work

The hardware evaluation of SHA-3 candidates has started shortly after the specifications of
51 algorithms submitted to the contest became available. More comprehensive efforts became
feasible only after NIST’s announcement of 14 candidates qualified to the second round of
the competition in July 2009. Since then, several comprehensive studies in SHA-3 ASIC
implementations have been reported [60,61,73,74,88,111,129,130]. Guo et al. [60] used a
consistent and systematic approach to move the SHA-3 hardware benchmark process from the
FPGA prototyping by Kobayashi et al. [89] to ASIC implementations based 130nm CMOS
standard cell technology. Tillich et al. [129] presented the first ASIC post-synthesis results
using 180nm CMOS standard cell technology with high throughput as the optimization
goal and further provided post-layout results [130]. Henzen et al. [74] implemented several
architectures in a 90nm CMOS standard cell technology, targeting high- and moderate-speed
constraints separately, and presented a complete benchmark of post-layout results. Knezevic
et al. [88] provided ASIC synthesis results in a 90nm CMOS standard cell technology as a
comparison with their primary FPGA prototyping results. In December 2010, five candidates
were selected for the last round of SHA-3 competition. These candidates then submitted
the final specification of their algorithms in January 2011. The only comparison of the
five candidates in ASIC implementations at this stage was provided by [65, 66] based on

post-layout simulation.
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Figure 4.14: The SASEBO-R platform for SHA-3 ASIC testing.

4.4.2 VLSI Architecture of SHA-3 ASIC

This section covers the VLSI architecture design of the SHA-3 ASIC as shown in Fig. 4.15
under the physical constraints imposed by the selected SASEBO-R board [4]. As an open
platform the SASEBO-R board was originally developed for side-channel analysis. Hence,
a potential research area for SHA-3 ASIC is side-channel analysis of SHA-3 candidates. In
our experiments, we used the SASEBO-R board for a more obvious application, namely the

measurement of power dissipation of the SHA-3 candidates mapped to ASICs.

The experimental environment for SHA-3 ASIC contains a PC and a SASEBO-R board
as shown in Fig. 4.14. A SASEBO-R board contains a control FPGA, which supports the
interfacing activities with the PC and SHA-3 ASIC.

Clock Management

For signal integrity issues associated with the on-board wire transfers, the ASIC interface
clock used to synchronize all the data and control signals from/to the control FPGA should
only run at a relatively low frequency. The SHA-3 ASIC chip can operate at 250 MHz for
some candidates, so an additional stable fast clock is required, which will be gated and shared

by all the hash modules.
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Figure 4.15: The block diagram of SHA-3 ASIC.

e Clock Generation. For high frequency testing purpose, an on-chip clock generation
module is integrated. We used the custom-cell design approach to integrate a ring oscillator
(RO) based voltage-controlled oscillator (VCO) into the chip. VCO is an electronic oscillator
designed to be controlled in oscillation frequency by a DC voltage input(i.e. PBIAS port in
SHA-3 chip). In addition, we also integrated three standard-cell ROs to provide fixed high

frequency clocks.

The VCO takes four input ports PBIAS, VCO-EN-7,9,11, and three output frequencies,
VCO-RO-7,9,11. The PBIAS voltage can be varied to produce a range of clock frequencies.
The voltage can be varied from 0V to 0.8V. The ‘EN’ is used to turn on/off the clock outputs
of VCO. VCO-RO-7,9,11 are the three frequencies produced by the block for any particular
PBIAS voltage. VCO-RO-7 is the clock from a 7-stage RO.
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Figure 4.16: The diagram of a 7-stage VCO-RO clock design.

We did extensive Spice simulations to determine the optimum stage length and appro-
priate device dimensions. We performed simulations at different process corners, and we
selected VCO configurations to meet the frequency requirements even in the worst process
corners. Simulations have shown that the ROs with stage lengths of 7, 9, and 11 are re-
quired to generate the range of frequencies. As shown in Fig. 4.16, the Ring Oscillator (RO)
of the VCO is realized using NAND2, Current Starved Inverter (CSI), and Current Mirror
(CM) custom cells. We designed the custom cells using Cadence Virtuoso, and we performed
the Design Rule Check and Layout vs. Schematic with Assura. We used Synopsys library
compiler and Milkyway to generate libraries for synthesis and place and route. We used
Synopsys Design Compiler (C-2009.06-SP3) and IC Compiler (C-2009.06-SP5) for synthesis
and place & route, respectively. The RC parasitics have been extracted for the post-layout

design and spice simulations have been performed for verification.

The standard cell RO-based clock generation together with the VCO clocks and a standard
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cell implemented clock divider can support a wide range of clock frequencies to fill our need

for performance testing. Fig. 4.17 shows averaged measurements of on-chip clock speed for

a batch of 10 fabricated chips.

e Clock Configurations. The on-chip generated clocks are also MUXed with the external

fast clock input and can be configured through dedicated ports. The external fast clock

can be fed through a SMA connector from a signal generator or it can be provided through

the control FPGA. Clock gating is implemented to guarantee that only one hash module is

enabled at a time.

Chip Interface

e Standard Hash Interface. The chip interface shown in Fig. 4.15 adopted the standard hash

interface by Chen et al. [34] and extended it to add mode selection and dual-clock support.

e Clock Domain Crossing (CDC) Synchronizer. There are two clock domains in our chip:



Chapter 4. Hardware Evaluation of SHA-3 Candidates 87

{018 G I I o Iy

sCLK

fACK | \,

il L

: Y
fState IDLE XX CAPTURE XX PROCESS X WAIT X IDLE

lv

f2sACK |

f2sACKg

Figure 4.18: The timing of slow-to-fast synchronizer design.

the slow one is for the interfacing logic and the fast one is for hash modules. In order to avoid
complex synchronizer designs based on asynchronous FIFOs or feedback synchronization and
alleviate the burden of the backend process to deal with the two clock domains, we simplified
the synchronizer design by making a reasonable assumption that the internal hash clock
working frequency is always at least two times faster than the slow interface clock. As a
result, the slow interface clock is treated as a plain control signal and the whole chip only
has one single fast clock. To synchronize the slow interface signals to the fast hash core, a
synchronizer with 2-stage flip-flops is used. The fast-to-slow synchronizer for LOAD /FETCH
acknowledge signal is designed based on a 4-stage FSM. As shown in Fig. 4.18, the f2sACK
signal high will last for PROCESS and WAIT states period in order to be captured by the
rising edge of sSCLK. A handshake signal, f2sACK,, is sent back to the control FSM of hash
core to indicate a successful LOAD/FETCH. Within this approach we extended the standard
hash interface [34] of each candidate to integrate this low-cost and simplified synchronizer,
and the final reported layout area for each candidate will also include the overhead of this

extended hash interface.
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Table 4.4: The summary of design specifications of SHA-3 finalists

Algorithm Implementation Descriptions

BLAKE-256 4 parallel G functions; 1-stage pipeline in permutation
Grostl-256 Parallel P and Q with 128 GF-based AES SBoxes
JH-256 SBoxes SO and S1 are implemented in LUT
Keccak-256  One clock cycle per round

Skeinb12-256  Unrolled 4 Threefish rounds

Power /Energy Approximation

In order to obtain accurate power profiles of each SHA-3 finalist, the ideal solution is to
have separate power networks for each hash module. Since SASEBO-R test platform only
supports a single power network for the chip, we use gated logics to force the inactive hash
modules to enter into idle state by pulling down the clock and all the control and data
signals. We estimated the static power dissipation of each module based on the area ratio
and the standby power measured for the full chip. Note also that in 130nm, the static
power dissipation is typically only a small portion of the complete power dissipation. In
order to justify the power measurements, we have also compared them with the results from

post-layout simulation and they closely match with each other as shown in Table 4.5.

Summary of Five SHA-3 Finalists Implementations

Table 4.4 summarizes the major implementation aspects of each SHA-3 finalist. The design
decisions are made to achieve the primary optimization for Throughput-to-Area ratio. For
details on the SHA-3 candidates please refer to the related specification documents on the

NIST SHA-3 web site [113].
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4.4.3 Silicon Implementation of SHA-3 ASIC

This section compares the synthesis and layout constraints of the SHA-3 ASIC.

The timing constraints are selected to optimize Throughput-to-Area ratio, using the method-
ology described in [61]. Although all the RTL designs are optimized for Throughput-to-Area
ratio, depending on the different scenarios we may put different constraints during the syn-
thesis and layout which may greatly affect the quality of the ASIC results. For synthesis, we

evaluate four design points for every implementation (as described in Section 4.3.1).

As shown in the Fig. 4.19(a), all the dash lines connect to the points with highest Throughput-
to-Area ratio, which are always the MazSpeed point except for Grgstl whose optimal point

is Tradeoff1.

After place&route, the routing delay will lower down the maximum frequency, and to-
gether with the added routing area the Throughput-to-Area ratio will be reduced. As shown
in the equation below, the weight as the degradation factor will be always larger than one

for post-layout.

[fmax/aTea] synthesis
weight

(4.2)

[fmax/areaf]layout =

Ideally, we may relax the timing constraints of each hash module and obtain a uniform
weight for all the candidates before and after layout. However, in practice by relaxing the
timing constraint the degree of area decrease is not uniform for different candidates. This
can also be observed in synthesis results in Fig. 4.19(a). Therefore we categorized the five
SHA-3 candidates plus the SHA256 based on their achievable frequencies after layout into
three groups: 250 MHz (JH and Keccak), 200 MHz (Grgstl and SHA256), and 125 MHz
(BLAKE and Skein). As shown in Fig. 4.19(b), comparing the individual synthesis results
with the final layout results of all candidates on the same die, we put larger weight to the

high speed designs, JH and Keccak, with an average weight of 1.9 for all the designs. For
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Figure 4.19: (a) Synthesis exploration of each SHA-3 candidate; (b) Weight factors to de-
termine the final ASIC layout constraints.

high frequency designs after synthesis, more weight has been added for layout constraints to

avoid explosion of the overall chip area.

The resulting layout, shown in Fig. 4.20, uses the IBM MOSIS 130nm CMRS8SF-RVT
standard cell library. The chip core area is 1.656 mm x 1.656 mm and overall chip die size

is 5 mm? including pad cells. Out of seven metal layers, five metal layers are used for signal
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Figure 4.20: The SHA-3 ASIC layout and 160-pin QFP package.

and clock routings and the top two layers are used for power and ground. The overall chip
core area utilization ratio after layout is 73%. The chip is packaged with 160-pin QFP to be
compatible with the SASEBO-R board.

4.4.4 Analysis of ASIC Measurement Results

To understand the functional limits of each candidate at different operating voltages, we
present the characteristic frequency vs. supply voltage shmoo plot in Fig. 4.21. Core supply
voltage VDD is varied from 0.8V to 1.4V.

At nominal voltage, the measured frequency for all candidates meets targeted frequency.
At higher supply voltage of 1.4V, maximum frequency measured from 25-stage S-RO is
250MHz. We were unable to verify the functionality beyond 350 MHz with available range
of on-chip frequencies. Hence, at an operating voltage of 1.4V there exists possibility that JH
and Keccak can run faster than 350Mhz. From the shmoo plot, we can rank all candidates

in terms of frequency of operation. JH and Keccak can run at maximum speed of 350 MHz,

followed by Grostl, BLAKE and Skein.

From the ASIC measurement results shown in Table 4.5, all the five SHA-3 candidates
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Figure 4.21: The Shmoo plot for frequency-voltage for the five SHA-3 finalists.

meet the target maximum frequency, and have a larger area but higher throughput than the
reference SHA256; the maximum throughput of Grgstl and Keccak can almost reach 10 Gbps;
Keccak is the best in hardware efficiency and energy efficiency; JH is the most power efficient
SHA-3, closely followed by Keccak and BLAKE, but still less efficient than SHA256. The
power consumption results are measured at fixed slow interface clock frequency of 1.5MHz
and fast hash core clock at 50MHz. Both of the clocks are provided by the control FPGA
through on-board wire connections to the SHA-3 ASIC, so relatively slow interface clock

frequencies are chosen for stability.

The latency and energy efficiency of SHA-3 finalists should be evaluated with different
message lengths due to the different overheads in both of the hash initialization and final-
ization steps. We examined all the SHA-3 finalists with very short message and message
lengths around the most common used Internet packet sizes (i.e. 576 and 1500 bytes) [31].

We compared the SHA-3 finalists without considering the interface overhead, which can
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Figure 4.22: (a) The latency curve and for different packet sizes assuming ideal interface;
(b) The energy curve for different packet sizes assuming ideal interface (the energy numbers
are estimated based on average power measurements at slow and fast clock of 1.5 MHz and
50 MHz, respectively).

better examine the characteristics of SHA-3 candidates themselves. As shown in Fig. 4.22,
Keccak and Grgstl are the fastest for all the three cases; Keccak is also the most energy
efficient finalist. Fig. 4.22 also shows that the rankings of candidates almost do not change
based on message length, although their differences grow at longer message lengths. The
overhead of finalization step in Grgstl makes it slightly slower than Keccak when hashing
short messages, but for the case of hashing long messages Grgstl becomes faster than Kec-
cak. Note that we have listed the power/energy results for both of the ASIC measurements
and post-layout simulation results for comparisons. Grgstl and Skein show relatively larger
differences in these two cases; however, there might be sources of inaccuracy in both power
models and measurement tools which are difficult to justify. We consider these power varia-
tions are less important issues since the order of power/energy efficiency for different SHA-3

finalists does not change as shown in Table 4.5.
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Figure 4.23: The SHA-3 ASIC testing environment and sample voltage drop (power) traces

measured at slow and fast clock of 1.5 MHz and 50 MHz.
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4.4.5 Summary

This section reported the first ASIC measurement results for hardware evaluation of SHA-3
finalists based on the Round 3 specifications published online in January, 2011. Moreover,
as our SHA-3 ASIC has been designed to be compatible with SASEBO-R board, which is
an open platform for side-channel attack analysis and widely distributed among the crypto-
graphic hardware community. We have already distributed SHA-3 chips to other research
groups and establish a public side-channel evaluation process on the SHA-3 ASIC imple-
mentations. As for power measurement setup in power analysis attacks, sample voltage drop
(proportional to the power consumption) traces identifying the interested hash core operat-
ing period are shown in Fig. 4.23. The software tester running on a host PC, the control

FPGA hardware on SASEBO-R, and the SHA-3 ASIC are all publicly available [64].

4.5 Conclusion

In this chapter we propose a methodology for SHA-3 ASIC evaluation and summarize our
efforts in doing benchmarking in ASIC of five SHA-3 finalists. We present their rankings
based on actual measurement performed on chip based on performance and power consump-
tion. We analyze their trends under different hardware platforms. From our knowledge this

is the first ASIC implementation of SHA-3 finalists.
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The Impact of Technology in Fair
Comparison of Cryptographic

Hardware

The growing emphasis on engineering aspects of cryptographic algorithms can be observed
through recent advances in hash designs, which are strongly implementation-oriented. Fig. 5.1
demonstrates three important design fields in hash design: algorithm-specification, hardware
architecture, and silicon implementation. Crypto-engineers are familiar with the relationship
between algorithm- and architecture-level. However, the silicon implementation remains a
significant challenge for the crypto-engineer, and the true impact of design decisions often

remains unknown until the design is implemented.

In this chapter, we extend the SHA-3 hardware evaluation work by discussing two tech-
nology dependent issues which may significantly affect cryptographic hardware evaluation
results. Section 5.1 discusses how to compare FPGA and ASIC results with fixed HDL
designs and provides some insights in how to look at the SHA-3 FPGA and ASIC bench-
marking results together. Section 5.2 discusses lightweight hash implementations and shows

a more interactive process in designing and optimizing hash functions.
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Figure 5.1: The interactive process in the development of lightweight cryptography.

5.1 Comparison of SHA-3 FPGA and ASIC Results

Both FPGAs and ASICs are widely used as targets for comparing SHA-3 hardware bench-
marking process. However, the impact of target technology in SHA-3 hardware benchmark
rankings has hardly been considered. A cross-platform comparison between the FPGA and
ASIC results of the 14 second round SHA-3 designs demonstrates the gap between two sets

of benchmarking results.

5.1.1 Introduction

Two major classes of hardware devices, Field Programmable Gate Arrays (FPGAs) and
Application Specific Integrated Circuits (ASICs), were extensively studied during Round 2
SHA-3 hardware evaluation [14, 15,43, 51,52, 60, 74,89, 105, 129,130]. Tt is widely accepted
that FPGAs and ASICs implementing the same design show different characteristics [99].
A hardware benchmarking process, therefore, starts by fixing the target technology, either
ASICs or FPGAs, and then report the results based on selected metrics that are appropriate
for the target technology. Several SHA-3 hardware rankings have been obtained in this

manner. In this chapter we intend to address the question if the choice of target technology
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can affect the resulting ranking between FPGA and ASIC designs built based on the same
HDL source code.

In general, compared to ASICs, FPGAs offer many advantages including reduced nonre-
curring engineering and shorter time to market. These advantages come at the cost of an
increase in silicon area, a decrease in performance, and an increase in power consumption
when designs are implemented on FPGAs. These inefficiencies in FPGA-based implemen-
tations are widely known and accepted, although there have been few attempts to quantify
them. One exception is Kuon, who describes the gap between ASIC and FPGA in terms
of area, performance, and power consumption [99]. Kuon compares a 90-nm CMOS FPGA
and 90-nm CMOS standard-cell ASIC in terms of logic density, circuit speed, and power
consumption for core logic. He finds that, for a representative set of benchmarks, the area
gap between FPGA and ASIC is 35 times. He points out that the area gap may decrease
when “hard” blocks in the FPGA fabric (multipliers, memories, and so on) would be used.
The ratio of critical-path delay, from FPGA to ASIC, is roughly three to four times. The
dynamic power consumption ratio is approximately 14 times and, with hard blocks, this gap

generally becomes smaller.

In this chapter we report on a methodology to provide a consistent comparison between
SHA-3 FPGA and ASIC designs with three major steps. First, we select the technology
node for both FPGAs and ASICS as the starting point for our cross-platform evaluation.
Second, we propose several metrics to approach a comparison between FPGA and ASIC

results. Third, present an analysis of such results for 14 candidates implemented in ASIC

and FPGA.

5.1.2 Related Work

The hardware evaluation of SHA-3 candidates has started shortly after the specifications
and reference software implementations of 51 algorithms submitted to the contest became

available. The majority of initial comparisons were limited to less than five candidates



Chapter 5. The Impact of Technology in Fair Comparison of Cryptographic Hardware 100

[14,43]. More comprehensive efforts became feasible only after NIST’s announcement of 14
candidates qualified to the second round of the competition in July 2009. Since then, in both
FPGA and ASIC categories, several comprehensive studies have been reported [15,51, 52,
60,74,89,105,129,130]. Matsuo et al. [89,105] focused on the use of FPGA-based SASEBO-
GII board from AIST, Japan. All the results are based on the prototyping results and real
measurements on a Xilinx Virtex-5 FPGA on board. Gaj et al. [51,52] conducted a much
more comprehensive FPGA evaluation based ATHENA, which can generate multiple sets
of results for several representative FPGA families from two major vendors. Baldwin et al.
compared hardware implementations of different message digest sizes, including hardware
padding, on a Xilinx Virtex-5 FPGA. Guo et al. [60] used a consistent and systematic
approach to move the SHA-3 hardware benchmark process from the FPGA prototyping
by [89,105] to ASIC implementations based 130nm CMOS standard cell technology. Tillich
et al. [129] presented the first ASIC post-synthesis results using 180nm CMOS standard cell
technology with high throughput as the optimization goal and further provided post-layout
results [130]. Henzen et al. [74] implemented several architectures in a 90nm CMOS standard
cell technology, targeting high- and moderate-speed constraints separately, and presented a

complete benchmark of post-layout results.

Table 5.1.2 compares these benchmarking efforts, and demonstrates that a comparison
between FPGA and ASIC is hard because of several reasons. First, most groups do not
share the same source codes. Second, the ASIC benchmarks do not use a common hardware
interface. Third, the reported metrics do not allow a cross-platform (ASIC-FPGA) compar-
ison. Although the joint work done by Matsuo et al. [89,105] and Guo et al. [60] satisfy
the first two conditions, still we believe that the chosen metrics are not well-suited for a
cross-platform comparison between FPGA and ASIC benchmarks. All of the above issues
motivate our work, namely an investigation of the (dis)similarity between FPGA and ASIC

benchmarks for SHA-3 hardware candidates with 256-bit digest.
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Table 5.1: Comparison of the related SHA-3 hardware benchmarking work in both FPGAs

and ASICs
FPGA
Matsuo [89,105] Gaj [51,52] Baldwin [15]
Own Source Code? Yes Yes Yes
Technology Choices Xilinx 65nm Multiple FPGAs Xilinx 65nm
Virtex-5 Xilinx & Altera Virtex-5

Hardware Interface

Chosen Metrics

Design Flow

Defined standard
’handshake’ interface

Area, Throughput,
Power, Energy

FPGA prototyping
with measurements

Defined standard
"FIFO’interface

Area, Throughput,
Throughput-to-area ratio

Post-place &
route simulation

Defined standard
interface w/ HW padding

Area, Throughput,
Throughput-to-area ratio

Post-place &
route simulation

ASIC
Guo [60] Tillich [129, 130] Henzen [74]
Own Source Code? Same as [89,105] Yes Yes
Technology Choices 130nm CMOS 180nm CMOS 90nm CMOS

Hardware Interface

Chosen Metrics

Design Flow

Standard Cell
Same as [89,105]

Same as [89,105]

Post-layout
simulation

Standard Cell

Assume infinite
bandwidth interface

Area, Throughput,

Post-layout/synthesis
simulation

Standard Cell

Assume infinite
bandwidth interface

Area, Throughput,
Energy

Post-layout
simulation




Chapter 5. The Impact of Technology in Fair Comparison of Cryptographic Hardware 102

ASIC Technologies FPGA Technologies

= N

Figure 5.2: Technology nodes used for ASIC and FPGA hash implementations in the last 5
years.

5.1.3 Technology Node Selection for FPGAs and ASICs

It’s not the intention of this work to pitch ASIC against FPGA. Instead, we want to evaluate
how the performance numbers found on these two different technologies would be different
assuming that someoone starts from the same RTL source code. This consideration affects

how the target technologies for comparison are selected.

We have done a survey of hash hardware implementation papers published in CHES
proceedings, Cryptology ePrint Archive and SHA-3 zoo in the past five years from 2005
(shown in Figure. 5.2). For around 90 reported hash implementations in FPGAs, around 56%
of them are using 65nm FPGAs and 34% with 90nm FPGAs. For 61 ASIC implementations,
48% designs choose 180nm and 33% for 130nm. Thus, the most popular ASIC technology
is several generations behind FPGAs, from 180nm to 65nm. Excluding high-end hardware
components such as microprocessors, similar trends exist when looking at industry designed
hardware. In our comparisons, we opted for the 65nm technology node for FPGA and the

130nm technology mode for ASIC.

We also evaluated the impact of technology scaling on FPGA and ASIC, i.e. we estimated
the impact of more advanced technology nodes on our results. For FPGAs, the scaling fac-

tors are generally hard to quantify because different FPGA families may have drastically
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different architectures. In [52], researchers have already demonstrated the influence of dif-
ferent technology nodes on the FPGA results for SHA-3 Round 2 candidates. For example,
when moving from a 90nm Xilinx Spartan3E to a 65nm Xilinx Virtex-5, the basic logic ele-
ment changes from 4-LUT to 6-LUT. In addition, the presence of hardened IP blocks, such
as embedded memory (Block RAM), clocking management blocks and DSP functions, can
lead to differences between two FPGAs within even the same technology node. Therefore,
our comparisons of the 14 SHA3 designs in FPGA are specifically made for a Xilinx 65nm
Virtex-5 FPGA. For other FPGA technologies, we recommend the use of an automated
framework such as ATHENA [52,53].

For ASICs, an almost linear scaling factor can be expected. In [60], we used CubeHash,
one of the SHA-3 candidates, as a case study to evaluate the impact of different technology
nodes (90nm vs. 130nm standard cell ASICs), different ASIC synthesis constraints and

compare the post-synthesis results with post-layout results.

5.1.4 Comparison of FPGA and ASIC CAD Flows

In the FPGA CAD flow, all the 14 SHA-3 designs were implemented on Xilinx Virtex-
5 (XC5VLX330-2FF1760) using the Xilinx ISE 12.2 software for all stages of the CAD
flow. The synthesis was performed using ISE XST with default settings to perform speed
optimization with normal effort. We changed the HDL options by disabling the tool to infer
DSP blocks (which contain multiplier-accumulator circuits) and Block RAMs automatically
from the RTL. These heterogeneous resources are specific to the Virtex device, and they
complicate the analysis. Therefore, we restricted the synthesis tool from using these complex
hard macro’s. Placement and routing was performed using the standard effort level, and
no timing constraints were placed on the design. After generating the post-place & route
simulation model, we verified the functionality of each design and collect stimuli traces for

power estimation with Xilinx XPower.

While the FPGA CAD flow is straightforward, the CAD flow for ASIC standard-cell imple-
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mentations is significantly more complicated with more flexibility. We used the Synopsys De-
sign Compiler (C-2009.06-SP3) to map the RTL codes to 130nm (FSC0G_-D_SC_TP_2006Q1v2.0)

technology. We use the typical case condition characterization of the standard cell libraries.

Although all the RTL designs are optimized for high throughput, depending on the dif-
ferent application scenarios we may put different constraints during the synthesis and layout
which may then greatly affect the quality of the ASIC results. We evaluate four design points

for every implementation (as described in Section 4.3.1).

The Synopsys IC Compiler (C-2009.06-SP5) is used for the back-end process. For all the
designs we start with 85% utilization of the core area. The wutilization is the ration of the
active chip area (gates) to the total chip area (gates, wires, and empty space). The 130nm
technology uses 8 metal layers. In general, more metal layers allow for a denser interconnect,
and hence a more optimal use of die area. Overall, we reused the recommended scripted
flow from Synopsys Reference Methodology [128]. The area and timing results are obtained
from post-layout steps. Power results are obtained from Prime Time (C-2009.06-SP3) after

passing post-layout simulation.

After implementing each design in the ASIC and FPGA flow, the area, delay, and power
of each implementation were compared. For ASIC area, we only consider the final core area
of the layout without I/O pad cells in Gate Equivalent (GE); the FPGA area is directly
retrieved from the post-place & route report in Slices. The critical path delay of both FPGA

and ASIC are derived from static-timing analysis assuming worst case operating conditions.

The power metric for FPGA and ASIC includes the static and dynamic portions of the
estimated power consumption. We made the following adjustment to make the metric com-
parable between ASIC and FPGA. The static power of the FPGA is scaled by the fraction
of the core FPGA area used by the design. With this, we attempt to compensate for the
portion of the FPGA that is not used by a design. Furthermore, a 65nm FPGA technology

will have a significantly higher leakage than a 130nm ASIC technology.

We note once more that it’s not our intention to pitch ASIC against FPGA, but instead
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Table 5.2: Proposed metrics for SHA-3 hardware benchmarking

Description Note

Metric 1 Maximum Useful for both customized & fixed IP cases;
Throughput Show the performance limits of designs

by stretching technology.

Metric 2 Achievable Useful for both customized & fixed IP cases;
Throughput Proportional to (fe: /area) which shows
per Area the price to pay for stretching technology.

Metric 3 Power and Area Useful for only fixed IP case;
under Fixed Compare designs considering technology
Throughput influences but without stretching technology.

of investigating how the selection of either ASIC or else FPGA may affect the ranking of
SHA-3 candidates.

5.1.5 Comparison of FPGA and ASIC Rankings

In this section, we will discuss how to select meaningful metrics to produce comparative

results for both FPGAs and ASICs.

To conduct a meaningful comparison, we believe an application scenario must be chosen.
Two cases can be considered. The first one is the “customized IP” case, which means the
designer will use application-specific information to constrain the FPGA and ASIC CAD
flow to achieve the best possible hardware area and performance results of a given IP in a
given application. The second one is the “fixed IP” case. In this case, system designers will
just reuse a ‘pre-made’ IP and adapt them to their requirements only by adjusting the clock
frequency. In this work, we will consider the latter case. This leads to the three metrics

summarized in Table 5.1.5.

For each chosen metric we provide the relative ranking of 14 Second-Round Candidates.

Each column in the graph of ranking is normalized with respect to the lowest number of that
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Figure 5.3: Comparison of the maximum throughput between ASICs and FPGAs

column. The model of rankings exhibits the relative distances among consecutively ranked
candidates since some of the designs have very close results which can all be considered as

equally good ones. In this way, we can categorize all the candidates into several small groups.

Metric 1: Maximum Throughput

The first metric compares the maximum throughput of different implementations when af-
fected by different technologies and constraints. Since all the 14 Round 2 SHA-3 candidates
are designed with high speed optimization in mind, this metric shows the potential of each

candidate (see Figure 5.3).

From Figure 5.4, we can observe that the rankings of the algorithms under maximum
throughput metric are quite uniform between FPGA and ASIC. Only small variations are

found because of the impacts of different ASIC backend process constraints to different



Chapter 5. The Impact of Technology in Fair Comparison of Cryptographic Hardware 107

Keccak € Keccak m
16.0 —-oommm oo pppak
] Luffa
Keccak X
BMW m
5 Luffa ¢ Grostl
2 BMW @ Luffa
(=) Grostl Luffa ¢
S 8.0 Grostl-#- BMW }
= 04— L e Grosth3 o g
S ] . . BMW%____Kecpal_(_x____
<
g 2 Luffa 3
Eq BMW ¥
£ 9 JH ¢ SHAvite
e n JHa Grostl 3
o S i
£ E 40+ gpotke “CubeHash- - SHAVIC A gHx
o 2 | Cubghiash Blake m beHash
=9 Hamsi m . Cubelash 3¢
v O Hamsi Hamsi SHAuvite
S e SHAVvite ECHO g CubeHash #
S8 ECHO el Shabal & g‘h%@?l' JH K
= SHA256: Fugue g ana Blake SHAVvite y
= - SHAZS6 Blake o FCMO CubEHash ®
e 2.0 SkeinggMD g Fugue & SHAZS6 ol
S “ Fugue SHAZS6 Fugue SHAaZSa6 ;
2 .
SIMD A
SIMD X
Sln
104 siMD®  Skein ™ Skein & Skein X SIMD
T T T T T

FPGA ASIC ASIC ASIC ASIC
MinArea Tradeoff0 Tradeoffl MaxSpeed

Figure 5.4: The ranking of relative maximum throughput in FPGAs and ASICs

algorithms with very similar area. For both FPGA and ASIC, Keccak is the best one in
terms of maximum throughput, and there are four candidates, Keccak, Luffa, BMW, Grgstl,
standing out. In Figure 5.4 we can also observe how the user’s defined backend process

constraints will affect the rankings once we fix the ASIC technology .

Metric 2: Achievable Throughput per Area

In metric 2, we compare the relative achievable throughput per area between ASICs and

FPGAs.
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Figure 5.5: Comparison of the achievable throughput per area between ASICs and FPGAs

From Figure 5.5, it can be seen that for most of the 14 SHA-3 Round 2 candidates, ASIC
Tradeoff1 case has the highest achievable throughput per unit of area and therefore provides

an efficient trade-off point between area and throughput.

From Figure 5.6, we can observe that the rankings of the algorithms under achievable
throughput per area metric have some differences between FPGA and ASIC. One of the
major causes for these dissimilarities is the way to calculate the FPGA and ASIC area.
Due to the fundamental architectural differences between FPGA and ASIC, it is inaccurate
to transfer the basic element, Slice, for Xilinx FPGA as the area unit into GE counts in
ASIC. Besides, the critical paths resulted from the existed interconnect networks inside the
FPGA can be also an influential variant compared with those in customized ASIC layout.
We think these two causes may roughly explain the big difference in rankings for CubeHash
between FPGA and ASIC. A more detailed analysis to understand these dissimilarities is

still important, and is part of our ongoing work.
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This metric helps us to pick the most efficient ASIC implementation as the ‘fixed IP’
that we will use for point-to-point comparison between ASIC and FPGA. Recall that each
SHA-3 design has four different ASIC implementations (MaxSpeed, MinArea, TradeOff0,
TradeOff1), while there is only one single FPGA implementation. Therefore, the question
becomes which ASIC implementation should be finally chosen to compare the FPGA and
ASIC results. The four ASIC implementations include 2 boundary points, at minimum area
and maximum speed. These are extreme cases that are usually avoided in practical design.
Instead, we opt to use the so called ‘sweet spots’ in the ASIC area-delay curve where there
is an optimal trade-off between throughput and area. This is especially desirable in a ‘fixed
[P’ scenario when the constraints of the final application are not known beforehand. Note
that by choosing default settings of Xilinx ISE tools the FPGA results obtained can also be

considered as a good trade-off between are and speed.

Metric 3: Power and Area under Fixed Throughput

By using the analysis results for metric 2, we can now do a point-to-point comparison between

FPGAs and ASICs for all the SHA-3 designs.

The third metric is motivated by the application scenario we mentioned earlier. We
assume that the system designers are now considering the system integration of two sets of
SHA-3 hardware IPs implemented in ASICs and FPGAs, respectively. Since all those IPs
have the same interface and since the system required throughput is fixed, the next step is
to figure out whether the selected IP can satisfy a given area and power budget. Therefore
we first fix the throughput of each design at 0.2 Gbps. Next, we compare the area and power

of the candidates.

It can be observed from Figure 5.7 that the rankings of the algorithms are quite different
between FPGA and ASIC, especially in terms of power. This means that characteristics of
different candidates scale differently when moved from FPGA to ASIC. In order to study

this more closely, we provide a point-to-point comparison between FPGA and ASIC imple-
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Figure 5.6: The ranking of relative achievable throughput per area in FPGAs and ASICs

mentation of each candidate. Figure 5.8 provides this comparison for area and achievable
throughput, while Figure 5.9 shows the same for dynamic power and total power. Each of

these metrics are discussed below.

Area. By default the unit of area in ASIC is Gate Equivalent (GE) and Slice for Xilinx
FPGA. Internal data from FPGA vendors are needed if one tries to convert the slice to
GE [99], but for simplicity here we only give estimation by using the ASIC-GE to FPGA-
Slice ratio to denote the area gap between FPGAs and ASICs. The variation of this area

ratio can be found in Figure 5.8, and range of this area ratio is from 16.46 to 55.37 with an
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Figure 5.7: The ranking of relative power and area with fixed throughput at 0.2Gbps

average ratio of 28.64.

Throughput. The comparison results of achievable throughput ratio are shown in Fig-
ure 5.8. The ratio is ranged from 1.25 to 2.76, and the average is 1.92, which means when
you shift from 65nm FPGA to 130nm ASIC, the maximum throughput in average will in-
crease by 92%. This gap is much smaller compared to the previously reported numbers by
Kuon [99] because they use the same technology node for ASIC and FPGA. In our case,

FPGA is able to close the gap because is uses a more efficient technology.

Power. Even after scaling the FPGA static power consumption proportional to the FPGA
area, we still find that the static power in FPGA can be as high as 92.1% for the BMW

design with a minimum 37.2% for the Skein design. In ASICs, the static power contributes
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Figure 5.9: Comparison of the FPGA/ASIC overall power ratio with dynamic power ratio

less than 1% for all designs. The overall power ratio ranges from 20.10 to 289.99 with an
average of 74.08, while the dynamic power ratio ranges from 12.64 to 59.34 with an average
29.59. So, even for dynamic power the FPGAs still consume 29.6 times of ASIC power in

average from our SHA-3 benchmarking circuits.
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5.1.6 Summary

In this section, we study the difference between FPGA and ASIC ranking for 14 SHA-3
Round 2 candidates. Three metrics are carefully selected to deliver meaningful comparison

results for SHA-3 FPGA and ASIC implementations.

This work shows that ASIC and FPGA designers may come to different conclusions when
it comes to making a statement on the most efficient SHA-3 candidate in hardware. However,
each of ASIC and FPGA SHA-3 designs offer a similar design space (tradeoffs of around 7
times between most and least efficient ones in both area and power metrics as shown in

Figure 5.7).

This work also lends some insights on how to look at SHA-3 hardware benchmarking
results in different platforms. In cases where the platform is already fixed (ASICs or FPGAs),
one should exclusively rely on FPGA-specific or ASIC-specific benchmarks, depending on
the chosen platform. Conclusions on ASIC implementations based on FPGA results, or vice
versa, will almost certainly be inaccurate. In some other cases, where you are looking to
understand the SHA-3 candidates and where you do not yet have chosen a platform, it will
be equally interesting to compare both the ASIC and FPGA SHA-3 results, because they

point out different aspects of SHA-3 hardware implementations.
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5.2 Cost Analysis of Lightweight Hash ASIC Designs

Cryptographic algorithm and protocols need to be tailored for implementation in many
constrained environments, including RFID tags, wireless sensors, smart cards, and mobile
devices. Lightweight Cryptography is a generic term that captures new efforts in this area, cov-
ering lightweight cryptography proposals as well as lightweight implementation techniques.
This section demonstrates the influence of technology selection when comparing different
lightweight hash designs and when using lightweight cryptography techniques to implement
a hash design. First, we demonstrate the impact of technology selection to the cost analysis
of existing lightweight hash designs through two case studies: the new lightweight proposal
Quark [8] and a lightweight implementation of CubeHash [22]. Second, by observing the in-
teraction of hash algorithm design, architecture design, and technology mapping, we propose
a methodology for lightweight hash implementation and apply it to Cubehash optimizations.
Finally, we introduce a cost model for analyzing the hardware cost of lightweight hash im-

plementations.

5.2.1 Introduction

The tight cost and implementation constraints of high-volume products, including secure

RFID tags and smart cards, require specialized cryptographic implementations.

Low-cost and power-efficient implementations of existing cryptographic standards (e.g.
AES [47] for block ciphers and SHA [45,115] for hash functions) have been extensively re-
searched. However, the outcome of this research seems to imply that most of the established
cryptographic standards cannot satisfy the requirements of extremely constrained applica-
tions, such as RFID tags [29]. In these applications, computational power, memory footprint,

and power supply, all are limited.

Lightweight Cryptography is a recent trend that combines several cryptographic proposals

that implement a careful tradeoff between resource-cost and security-level. For Lightweight
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Hash implementations, lower security levels mean a reduced level of collision resistance as well

as preimage and second-preimage resistance compared with the common SHA standard [112].

This chapter extends our previous work [63] in identifying the technology dependence
of lightweight hash implementation cost by including more comprehensive cost analysis of
lightweight hash designs. First, by mapping an existing lightweight hash proposal to different
technology nodes and standard-cell libraries, we illustrate how important technology-oriented
cost factors can be taken into account during analysis. Furthermore, through comparative
study of the synthesized netlist we explain why different technology nodes have a larger
influence than different standard-cell libraries at the same node. Second, by studying the
interaction between hardware architecture and silicon implementation, we demonstrate the
importance of low-level memory structures in lightweight hash design. As a case study, we
show how to optimize CubeHash [22], a SHA-3 Round 2 candidate with a high security level,
to fit in 6,000 GEs by combining bit-slicing (at hardware architecture level) and proper
memory structures (at silicon implementation level). Fine-grained cost analysis of different
components of bit-sliced CubeHash designs is performed, which provides a clearer view of
the control overhead brought by the datapath folding. Third, we built several cost models
for area, performance and energy metrics for lightweight hash designs and provide guidelines

for both lightweight hash developers and hardware designers.

5.2.2 Overview of Lightweight Hash Implementations

Lightweight hash function designs fall in two research categories: lightweight hash proposals

and lightweight implementation techniques.

Since DM/H/C-PRESENT [29] hash functions were proposed at CHES2008, we have seen
several new lightweight hash proposals afterwards. DM /H/C-PRESENT [29] hash functions
based on PRESENT block cipher and optimize for different hash constructions. Digest sizes
from 64-bit to 192-bit can be achieved for a hardware cost of 2213 GEs (gate-equivalent)
to 4600 GEs in 180 nm technology. ARMADILLO [12] hash family was first proposed at
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CHES2010 as a dedicated hardware optimized hash proposal. It provides several variants
providing digests between 80- and 256-bit with area between 2923 and 8653 GEs. The
Quark [8] hash family is based on a sponge construction with a digest size from 128-bit to 224-
bit and area from 1379 GEs to 4640 GEs in 180 nm technology. The most recently published
SPONGENT [28] and PHOTON [58] hash families are also based on sponge construction,
and for the first time both of them offer one variant under 1000 GEs. SPONGENT is based
on a wide PRESENT-type permutation with a digest size from 88-bit to 256-bit with very
small footprint in hardware from 738 to 1950 GEs, respectively. PHOTON has an AES-
like internal permutation and can produce digest size from 64-bit to 256-bit with very close

hardware cost as SPONGENT from 865 to 2177 GEs.

The ongoing SHA-3 competition aims at selecting the next generation of hash standard
for general applications with high demands on security requirements. According to [65-67],
the five SHA-3 finalists in the current phase and even the fourteen Second Round SHA-
3 candidates [60, 62] are unlikely to be considered as lightweight hash candidates due to
their high cost in hardware (more than 10,000 GEs) [8]. Nevertheless, we expect there will
be additional effort dedicated to lightweight implementations of SHA-3 finalists. For some
earlier work on existing hash standards, the smallest SHA-1 implementation with 160-bit
digest costs 5,527 GEs in 130 nm technology [115]; SHA-256 with 256-bit digest can be
implemented with 8,588 GEs in 250 nm technology [87].

To summarize previous works, two observations can be made. First, the new lightweight
hash proposals emphasize the design of simplified hash core functions, rather than optimizing
the implementation. Second, existing lightweight implementations focus on fine-grained or
algorithm-specific optimizations. They do not provide general guidelines of how a given
hash algorithm can benefit most from high level hardware architectural optimizations and

low level technology optimizations.

In this work, we focus on the technology impacts to the cost analysis of lightweight hash

designs and their relation to lightweight hash implementation techniques. Indeed, mapping
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a standard hash algorithm into a lightweight implementation is at least as important as

stripping down hash algorithms into lightweight-security versions.

Comparison between existing lightweight hash designs and the lightweight optimization
of CubeHash described in this work can be found in the graph below:

5.2.3 Lightweight Hash Comparison Issues

Due to the nature of lightweight hash designs they are very sensitive to small variations in
comparison metrics. For example, several of them claim area around 1,000 GEs with power
consumption around 2 pW. However, it appears that most lightweight hash designers only
discuss algorithm implementations at logic level, and they make abstraction of important
technological factors. This makes a comparison between different lightweight hash designs

difficult or even impossible.

To understand the issues, one should first identify whether the selected metrics are depen-
dent or independent of the technology. Below we discuss several metrics that are commonly

used to compare different lightweight hash proposals.

Area

Most of the lightweight hash papers compare the hardware cost by using the post-synthesis
circuit area in terms of GEs. However, the circuit area estimation based on GEs is a coarse
approach; it ignores the distinction between control, datapath, and storage, for example.
Moreover, GEs are strongly technology dependent. In the following two case studies of
Quark [8] and CubeHash [22], we will demonstrate different aspects of technology dependence

of area cost.

e Standard-cell Library Impact. This is brought by different technology nodes and different

standard-cell libraries. The ASIC library influence can be found by using the same
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Figure 5.10: Summary of existing lightweight hash implementations (see Table 5.9 for more

comparison metrics).
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Table 5.4: Compare the characteristics of different ASIC technology nodes from some com-
mercial standard-cell libraries [132].

Technology Gate Density Power
Node [kGEs/mm?| [nW/MHz/GE)|
180 nm 125 15.00
130 nm 206 10.00
90 nm 403 7.00
65 nm 800 5.68

synthesis scripts for the same RTL designs in a comprehensive exploration with different
technology nodes and standard-cell libraries. As found in the Quark case study in
Section 3, the cost variation range caused by changing standard-cell libraries can be

from -17.7% to 21.4%, for technology nodes from 90nm to 180nm.

e Storage Structure Impact. Hash designs are state-intensive, and typically require a
proportionally large amount of gates for storage. This makes the selection of the
proper storage structure an important tuning knob for the implementation of a hash
algorithm. For example, we implement several bit-sliced versions of CubeHash [19-21],
and show that the use of a register file may imply an area reduction of 42.7% area

reduction compared with a common flip-flop based memory design.

Power

The power consumption is another commonly used metric which is strongly correlated to
the technology. For the standard-cell library impact, we can see from Table 5.4 the power
efficiency in terms of nW/MHz/GE differs by a factor of two to three times across different
technology nodes. For the storage structure impact, as illustrated in our case study of
CubeHash in Section 4, the power variation range can be from -31.4% to 14.5% at 130nm
technology node. Therefore, it is important to provide proper context when comparing the

power estimation results for different lightweight hash implementations.
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However, in general we think that the power consumption is a less important metric in
comparing different lightweight hash designs. Take the most popular and ultra-constrained
RFID application as an example, which has the power budget for security portion as 27 yW
at 100KHz [46,115]. Just by looking at the average power number in Table 5.4, we can easily
get a rough estimation of the area needed to consume 27 W would be 18k GEs, 27k GEs,
39k GEs and 48k GEs at 180nm, 130nm, 90nm and 65nm, respectively. Therefore, all of the

lightweight hash proposals which are much smaller should satisfy the power requirement.

Energy

The energy consumption of a hash algorithm is an integral of the power consumption over the
hashing period, which typically consists of three major steps: initialization, core hashing and
finalization. Compared with the power metric, energy efficiency metric has more practical
meaning since many lightweight applications (e.g. mobile handsets and wireless sensor nodes)
are battery powered. We have noticed that several existing lightweight hash proposals have
high timing overhead in the initialization/finalization procedures besides the core hashing
operations. This means the energy efficiency of hashing short and long messages may have
large differences. Similar as the power metric, energy metric is also strongly technology

dependent.

Latency

The latency of hash operations is measured in clock cycles and is technology independent.
However, one related metric, Throughput, may be technology dependent if the maximum
throughput is required since the maximum frequency of a design is technology dependent.
Since in most lightweight hash targeted applications, especially tag-based applications, hash-
ing a large amount of data is unlikely to happen or the operating frequency is fixed at a
very low value (e.g. 100 KHz for RFID), latency as a technology independent metric should

be sufficient to characterize the lightweight hash performance. The latency metric is very
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often simplified as cycle counts of the core hashing period for long messages; however, as
some lightweight hash algorithms have non-negligible overhead for the initialization and

finalization steps, the overall latency for short message hashing should be treated separately.

Summary

As discussed above, only the latency metric is independent of technology. Power is technology
dependent metric but it is a much less important metric than area. Although energy metric
is technology dependent, it is an important metric for practical applications. Therefore, the
rest of the work will focus on the technology dependent analysis of the hardware cost and
energy consumption of lightweight hash designs. The technology impacts of standard-cell
libraries and storage structures are measured in a quantitative way through two concrete

case studies of Quark and CubeHash designs.

5.2.4 Lightweight Hash Implementation Methodology

Below we propose a methodology for lightweight hash designs and created a cost model to
help designers understand when changing memory structure becomes necessary in order to

further reduce the circuit area.

Hardware Architecture Optimization: Datapath Folding The complexity of hash
algorithms determines the ALUs used in the datapath to complete complex arithmetic op-
erations. For some hash algorithms with 32-bit datapath, these ALUs may become the

dominant factor in the overall cost.

Fig. 5.11 shows an example hash datapath with four logic operations between the IN and
OUT states. There are two common ways to reduce the area of ALUs in this datapath. First,
through horizontal folding, we can save half of the ALUs at the cost of introducing control
overhead for selecting the inputs for each round of operations. Second, through vertical

folding (also known as bit-slicing), we can cut the bit width of processing elements and this
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Figure 5.11: The two techniques of datapath folding.

will also cause control overhead.

There is no universal answer on how to select the horizontal or vertical or combined folding
for the optimal architectural design. The choice has to be made by a tradeoff between ALU
complexity and control unit cost. However, we recommend that lightweight hash in general
may benefit more from vertical folding (or bit-slicing). One of the key reasons is that the
bit-slicing will also change the memory structure as shown in Fig. 5.11. This may greatly
affect the optimization at the lower silicon implementation level, as will be shown through

the Cubehash design further in this work.
Silicon Implementation Optimization: Memory Structures

The importance of memory design was recently identified in the new lightweight block
cipher designs [32]. The authors found that most of existing lightweight block cipher imple-
mentations not only differ in the basic gate technology, but also in the memory efficiency,
namely the number of GEs required for storing a bit. Most of the lightweight block ciphers
have more than 50% of the total area dedicated for memory elements, mostly flip-flops (FFs),
and a single flip-flop in UMC 130nm standard-cell library (fsc0l_d_sc_tc) may cost 5 to 12
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Table 5.5: Compare the characteristics of different memory structures in typical ASIC
standard-cell technologies [137]. (*: the size parameters are for Artisan standard library
130nm SRAM and Single-Port Register File generation.)

Flip-Flops SRAM Register File
Density Low High Medium High
Power High Medium Low
Speed Low High Medium
Latency None 1 clock cycle 1 clock cycle
*Size Range No limit 512-bit (256 wordsx2-bit) 64-bit (8 words x8-bit)
to 512 kbits to 32 kbits
Application Very small Large size Small-to-Medium
size memory memory size memory

GEs depending on the different types of FFs in use.

Compared with lightweight block ciphers, the memory requirement for a hash is much
more demanding as hash functions usually have a much larger state size (e.g. typically
512-bit or 1024-bit). However, in most published lightweight hash implementations we can
hardly find discussions on optimization of memory structures. In contrast, we claim that

lightweight hash implementations can benefit even more from careful memory design.

There are generally three types of read /write memory in ASIC standard-cell technologies
shown in Table 5.5. Flip-flops, SRAMs, and register files each represent a different configu-
ration of memory cells. They each have a different density (GEs/bit) and power dissipation.
In addition, SRAMs and register files typically require a minimum size, defined by the tech-
nology library used. Considering our earlier discussion on architecture folding, register files

and SRAMs obviously will be very useful to support vertical folding.

To summarize the selection of memory structures, for lightweight hash designs Register
File (RF) is the ideal memory structure if the required memory size fits in the applicable

range and configurations. Fig. 5.12 represents our key observations so far.

If an algorithm has limited state size, and a register file cannot be used, then lightweight

hardware implementation is mainly about the tradeoff between datapath folding and control
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Figure 5.12: The cost model for lightweight hash designs.

overhead. However, as shown in Fig. 5.12, if an implementation can use a register file, then
the cost of storage should be included in the area tradeoffs. Also, we will show that the
impact of low-level memory implementation can be substantial, and that it can affect design

decisions.

From the hardware engineers’ perspective, following the curves in Fig. 5.12, one can make
optimization decisions according to different hash specifications at different levels. If low
cost is the primary target, one may also follow this graph to check whether your design is
at the optimal point. By fully analyzing the interactions between bit-slicing and register
file configurations under a target ASIC technology, one may gain a better understanding of

when bit-slicing will become meaningful.

5.2.5 ASIC Library Dependent Cost Analysis of Quark

In this section, we investigate the impact of technology library selection on the overall GE

count of a design. We do this through the example of the Quark lightweight hash function.
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Table 5.6: Summary of technology nodes and standard-cell libraries used in technology
dependent cost analysis.

Technology Vendor Standard-Cell Library Notes
90 nm UMC fsdOa_a_generic_core_tc Standard Performance Low-K
130 nm UMC fscOg_d_sc_tc Standard Performance High Density
180 nm UMC fsaOa_c_sc_tc High Performance
130 nm UMC fscOg_d_sc_tc Standard Performance High Density
130 nm IBM scx3_cmos8rf-rvt_tt_1p2v_25c Standard Performance
130 nm IBM scx3-cmos8rf-lpvt_tt_1p2v_25¢ Low Power
Technology Node Impacts to the Synthesis Results of Quark
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Figure 5.13: Cross-comparison of Quark post-synthesis area at different technology nodes.
(Note: numbers of REF180nm refer to the hardware cost presented in [8])

Overview of Quark

The Quark hash family by Aumasson et al. was presented at CHES2010 [8], using sponge

functions as domain extension algorithm, and an internal permutation inspired from the

stream-cipher GRAIN and the block-cipher KATAN. There are three instances of Quark:

U-Quark, D-Quark and S-Quark, providing at least 64-, 80-, 112-bit security against all

attacks (collisions, second preimages, length extension, multi-collisions, etc.) [9]. The authors

reported the hardware cost after layout of each variant as 1379, 1702 and 2296 GEs at 180nm.

The open-source RTL codes found at the Quark website [9] help us evaluate the standard-

cell library impact on the hardware cost by reusing the same source codes. The evalua-
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130nm Standard-Cell Library Impacts to the Synthesis Results of Quark
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Figure 5.14: Cross-comparison of Quark post-synthesis area with different 130nm CMOS
standard-cell libraries.

tion is performed at two steps: first, we look at cost variations at three technology nodes
(180mm/130nm/90nm); second, at the same 130nm technology node we have tried: a) two
standard-cell libraries from different vendors; and b) two different standard-cell libraries from

the same vendor. A list of all the technology nodes and libraries can be found at Table 5.6.

The Impact of Technology Nodes and Standard-Cell Libraries

To evaluate the standard-cell library impacts we used the Synopsys Design Compiler (C-
2009.06-SP3) to map the Quark VHDL source codes [9] to all the different technologies and
libraries listed in Table 5.6. The synthesis constraints are set to optimize for the minimum

area.

Take the smallest U-Quark as an example. As shown in Fig. 5.13, the synthesized circuit
area varies from 1153 GEs to 1392 GEs in 90nm and 180nm, respectively. The differential
area, 239 GEs, implies a variation range from -17.2% to 20.7%. The similar trend can also
be found for D-Quark and S-Quark. In average, the area variation is from -17.3% to 20.9%

for all the three Quark variants.

Through the above exploration we have demonstrated that a direct comparison of circuit
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Figure 5.15: Technology impact on the combinational logic vs. non-combinational logic after
synthesis.

area obtained at different technology nodes may cause significant inaccuracy. However,
as shown in Fig. 5.14 comparing synthesis results using different libraries (UMC vs. IBM
and Low Power Vt Library vs. Regular Vt Library) at the same 130nm technology node
shows very small variations with an acceptable variation range from -1.1% to 1.1%. This
means more accurate comparison in hardware cost could be achieved if the same standard-
cell libraries are used or at least different standard-cell libraries are at the same technology

node.

5.2.6 Causes of Area Variations

From the above exploration of the Quark synthesized results, we can observe that the tech-
nology selection has a much larger impact than the standard-cell library selection at the same
technology node (up to 20.9% vs. 1.1%). To more precisely interpret the results and under-
stand the differences, we look further into all the standard-cell libraries listed in Table 5.6

and the corresponding post-synthesis netlists.

The Quark RTL designs have very simple logic operations in their compression function

and most of the circuit area is used for storing the state bits. For a further analysis of
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Figure 5.16: The distribution of different register types in the U-Quark netlists using different
standard-cell libraries.

which part of the design contributes more to the variations across different technologies, we
show the portion of combinational and non-combinational logic of each synthesized design
in Fig. 5.15. From this graph, we can clearly see that the combinational part (grey portion),
largely determined by the logic complexity of the compression functions, has much less
variations under different technology nodes and contributes an average of 20.9% to the total
area variation for all cases. The non-combinational part (white portion), mainly occupied

by the storage of state bits, is more sensitive to different technology nodes.

To further analyze the non-combinational part of U-Quark, we compare the RTL design
source codes with the post-synthesis netlist. Out of the total 162-bit storage elements, 136-
bit are used for storing the hash state and the rest 24-bit are for the control path, including
counter registers and state control bits. When these storage elements are synthesized and
mapped into the netlist, two types of register are automatically instantiated, D Flip-Flop
(DFF) with Clear and DFF with Clear & Single-Output. The only difference between
these two types of DFF is the extra inverter to generate QB. As shown in Fig. 5.16, this
difference brings different cost overhead in different technologies, and the synthesis tool will
select different DFFs types to achieve minimum area according to the area efficiency of
different standard cells. And that is why we can see different distributions of the register

type selection.
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For the relatively large variation (up to 20.9%) between different technology nodes, we
can clearly see in the Fig. 5.16 that the area efficiency (in terms of GEs/DFF) of DFF is
the determining factor of the 78.2% variation contributed by the non-combinational part of
the U-Quark design. For the 162-bit storage in U-Quark, the area efficiency of DFF has a
variation up to 25.5% across UMC 90nm, 130nm and 180nm, respectively.

For the small variation (up to 1.1%) between different standard-cell libraries at the same
130nm technology node, this can be explained by the close area efficiency of DFF with
UMC130nm and IBM130nm-RVT/LPVT libraries, which are 5.60 GEs/DFF (in average)
and 5.75 GEs/DFF with less than 2.7% variations.

5.2.7 Storage Structure Dependent Cost Analysis of CubeHash

In this Section we discuss the impact of storage architecture on cost, through the example

of a bitsliced CubeHash design proposed by Bernstein [19-21].

Overview of CubeHash

CubeHash is among the 14 NIST SHA-3 Second Round candidates. Although it was not
selected to be considered as one of the SHA-3 finalists, CubeHash attracted extensive third-
party analysis and no practical attacks were found. CubeHash is also an exception among
Second Round SHA-3 candidates in terms of hardware footprint. The smallest implementa-
tion of CubeHash was reported with 7630 GEs in 130 nm technology [17]. Because CubeHash
offers a high security level with a very simple structure, it is worthwhile to look further into

the lightweight implementation of this design.

CubeHash is a sponge-like hash algorithm that is based on the iteration of a fixed per-
mutation, 7', on a state of 128 bytes. A simple padding rule is applied to the input message.
The algorithm consists of three stages: initialization, message injection, and finalization. In

addition to the parameter, h, for the bit length of the message digest size, there are four
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tunable parameters: 1) the number of rounds of message injection, r; 2) the message word
size, b, in bytes; 3) the initialization rounds, i; and 4) the finalization rounds, f. Thus, for
the message injection stage of CubeHashi + r/b+ f — h, b bytes of the message are XORed
into the state before r iterations of T'. The initialization and finalization stages each consist
of i and f rounds of T on the state, respectively. Initialization may either be pre-computed
to save time, or computed on-the-fly to save memory. Finalization is preceded by the flipping
of a single bit of the state. No round constants or length indicators are used, other than the

encodings of the parameters in the three initial-state words.

In this work we evaluated the CubeHash512 (Version November 2010), defined as Cube-
Hash 16+16/32+32—512. The security bits for preimages attacks is 384 and 256 for collision
attacks. The operations in the round permutation, 7', are modular additions, XORs, and

rotations, which are very suitable for bit-sliced implementations.

VLSI Implementations

In Section 5.2.4: Lightweight Hash Implementation Methodology, we describe two general
techniques, bit-slicing and memory structures, for lightweight hash designs. In this sec-
tion, we will show how to use them in optimizing a new hash proposal, CubeHash [22], for
lightweight implementations. By using CubeHash as a case study, we also show that with
the combination of bit-slicing and register file as the main storage, CubeHash can also be
a ideal lightweight hash candidate (less than 6,000 GEs with 130nm technology) but with
much higher security levels. This makes Cubehash complementary to other new lightweight
hash proposals with lower security margins. For practical aspects, we will also show the
interaction between bit-slicing and register file configurations, and how this interaction will

affect the hardware cost.

The architecture of the original CubeHash with 32-bit datapath is shown in Fig. 5.17.
The 32-bit datapath, as shown, can finish one round of CubeHash core function in one clock

cycle. The left and right part of the datapath are almost identical except for the different
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Figure 5.17: The hardware architecture of CubeHash with 32-bit datapath.
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rotations. Since rotation and swap operations can be realized through simple wiring in
hardware without logics, the ALUs of datapath mainly consists of 32-bit adders and 32-bit
XORs. The CubeHash state with the configuration of 1024-bit x 1 word (1024b1lw) can only

be implemented using flip-flops.

For the one-cycle-per-round CubeHash architecture, denoted as Cubel, the 32-bit dat-
apath and 1,024-bit flip-flops will consume most of the circuit area. So, we can apply the
bit-slicing technique to reduce the datapath bit width. For bit-sliced ALUs of CubeHash
datapath, we only need to consider the 32-bit adders. Here the ripple carry adder with full
adders can be used. Although rotation and swap operations are free in hardware, for differ-
ent degrees of bit-slicing preparing the corresponding data format and vector ordering needs
to be carefully addressed. More details on how to map these operations in 2, 4, 8 bit-sliced

versions of CubeHash can be found at [19-21].

We have implemented two bit-sliced versions of CubeHash with a 2-bit and a 4-bit data-
path, respectively. We denote these two versions as Cube32 and Cubel6. As a result of the
bit-slicing, the CubeHash state memory configuration changes from the default ‘1024blw’
to ‘64bl6w’ and ‘128b8w’, respectively.

We chose to define our design space only with these two bit-sliced versions for two reasons.
First, the register file needs to have at least 8 fields, so that bitslicing above 4-bit would imply
storage overhead. Second, after analyzing the results of Cube32 and Cubel6, we found the
throughput of the bit-serial implementation of CubeHash to be too slow to be competitive.

This will be illustrated further.

Cost Analysis of Bit-Sliced CubeHash Designs

The overall cost estimation process can be split into basic three categories:

e Datapath logic

e Control logic
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Table 5.7: The comparison of the bit-sliced datapath logic composition and estimated area
reduction. (Note: the ‘ADDER’ type is carry ripple adder.)

Datapath Logic Cubel6 Cube32
# of 4-bit XOR [8.00GEs] 24 0

4 of 2-bit XOR [4.00GEs] 0 24
# of 4-bit ADDER [22.00GEs] 16 0

# of 2-bit ADDER [16.25GEs] 0 16
# of 4-bit MUX [7.75GEs| 64 0

# of 2-bit MUX [4.25GEs| 48 64
# of 1-bit MUX [2.50GEs| 0 48
Total [GEs]: 1244 748

e Memory

Take the CubeHash design as an example, identifying datapath logic is relatively easier
from architecture block diagrams shown in Fig. 5.17 or C reference models [19-21]. Moving
from Cubel6 (4-bit datapath) to Cube32 (2-bit datapath), the estimated cost reduction in
the datapath logic is 469 GEs as illustrated in Table 5.7.

However, if we look at the total cost reduction in the datapath and control logic (ex-
cluding the 1024-bit memory), the combinational part reduction is around 457 GEs and
non-combinational part increase is around 188 GEs with a total cost reduction of 268 GEs.
Since the estimated cost reduction of 469 GEs in datapath logic is for combinational part,
the result of the overall cost reduction means around 200 GEs control logic overhead is ob-
served when future reducing the datapath from 4-bit to 2-bit. And the overhead is mainly
composed of non-combinational logic, which is largely caused by increased number of temp

registers for storing the intermediate results and increased round counter size.

When optimizing the bit-sliced implementations of Cube32 and Cubel6, we also have
the option to implement memories with single-port (SP) or dual-port (DP). For single-port

memories, since they have single set of address and controls with single access (read/write)
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Table 5.8: The comparison of different configurations of flip-flops based memory (register
arrays).

Configuration Area Efficiency Ratio
[GEs] [GEs/bit]

64b16w-SP 7334 7.2 70%
64b16w-DP 7700 7.5 2%
128b8w-SP 7192 7.0 68%

128b8w-DP 7953 7.8 70%

to the memory, it will save some area due to the simpler peripheral circuits compared with
dual-port memories with the same size. However, the CubeHash throughput will cut into
half with SP-memories because in this case read and write operations need to be in separate

clock cycles.

A common way used in most existing hash designs to implement the memory module
(hash state storage) is to let the synthesis tools directly compile it into flip-flops based register
arrays. As shown in Table 5.8, the average memory efficiency of different configurations of
the register array is 7.4 GEs/bit and ratio of memory in the overall design cost is above 70%.
This means previous optimizations on minimizing the datapath logic and control logic may
only affect a small portion of the overall circuit area, which is less than 30%, and lightweight

hash implementation may benefit more from optimizing the storage structure.

Quantify the Impact of Storage Structure

To further optimize the storage structure of the bit-sliced implementations of Cube32 and
Cubel6, we also have the option to implement flip-flops or register file based memories.
A summary of different characteristics of flip-flops, register file and SRAM based memory
options can be found in Table 5.5 of Section 5.2.4.

We emphasize that after choosing single- or dual-port memory types in hardware archi-

tecture design, the RTL code for a flip-flop based version and for a register-file based version
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Figure 5.18: Comparison of the impact of different memory types to the CubeHash

area.(Note: the latency of Cube32_SP, Cube32_DP, Cubel6_SP and Cubel6_DP are 1024,
512, 512 and 256 cycles, respectively)

is identical. Both of them share the same standard memory interface. However, after using
the same synthesis constraints targeting smallest area to synthesize both of the designs with
IBM MOSIS 130nm low power standard-cell library and register file modules from Arti-
san Standard Library 130nm Register File Generator, the advantages of using register file

becomes obvious, as shown in Fig. 5.18.

The RF-based CubeHash designs can save between 26% and 43% of the area over flip-flop
based ones. As we look further into the memory efficiency metric in terms of GEs/bit, for
the size of 1,024 bits the flip-flops based memories is almost constant with small variations
between 7.0 GEs/bit and 7.8 GEs/bit; however, the register file based ones have the densest
configuration of 32b32w_SP with highest efficiency at 2.3 GEs/bit and 4.9 GEs/bit for the
lowest efficiency with 128b8w_DP configuration as shown in Fig. 5.19.

After analyzing the area composition of RF-based CubeHash designs shown in Fig. 5.20,
by reducing the datapath from 4-bit to 2-bit, we only save less than 300 GEs in average,
which is less than 5% of the total CubeHash area; however, moving from Cubel6_DP to
Cube32_SP we can save 2,156 GEs, which is 26% area reduction of the overall Cubel6_DP
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area.

This interesting comparison delivers an important message: bit-slicing may not provide
a reduction in datapath area. In fact, in an extreme case (e.g. bit-serial implementation),
bit-slicing may even increase the logic area with more incurred control overhead than the
reduced area in ALUs; however, the associated changes in memory configurations may have

greater impact on the overall area reduction.

For the bit-serial CubeHash design, according to the above analysis the datapath logic
area reduction will become negligible. Using register file with 32b32w_SP configuration can
save 500 GEs, but this will make the latency as bad as 2048 cycles, which even cannot
meet the RFID tag’s requirement of 1800 cycles [115]; while for the other configuration with
32b32w_DP, with the same latency of 1024 cycles as Cube32-64b16w_SP the area of the
register file will increase (possibly due to the memory shape). Therefore, bit-serial version

of CubeHash is excluded in our design space.

We have also performed post-synthesis simulation and compared the power efficiency of
flip-flops and register file based CubeHash designs. As we can see from Fig. 5.21, register file
based designs are in general more power efficient than the flip-flop based ones. For all the
cases, the power consumption at 100 KHz are way below the RFID’s required power budget

of 27 W [115].

To compare lightweight CubeHash implementations with other published work, CubeHash
can offer much higher security levels with satisfying throughput at an acceptable cost. Based
on the lightweight hash design methodology proposed in this work, we have shown how to
optimize a general purpose hash algorithm for lightweight applications. With the given
security and cost, we think CubeHash is an ideal complement to other existing lightweight
proposals. As also shown in Table 5.9, all these lightweight hash designs take advantages of

bit-slicing but only our design makes a better usage of the memory structure.
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Table 5.9: Comparison of the characteristics of different lightweight hash designs. (Note: 1)
‘Dig.’, ‘Dp’, ‘Proc.” and ‘Thr.” refer to digest size, datapath width, process and throughput,
respectively; 2) throughput and power numbers are based on designs running at 100KHz;
3) a graphical presentation of selected metrics can be found in the Section 5.2.2 for easier
comparison)

Hash Function Pre. Coll. Dig. Latency Dp Proc. Area Thr. Power
[bit] [bit] [bit] [cycles] [bit] [nm] [GEs] [kbps]  [uW]

DM-PRESENT-80 [29] 64 32 64 547 4 180 1600  14.63  1.83
DM-PRESENT-128 [29] 64 32 64 559 4 180 1886 2290  2.94
PHOTON-80/20/16 [58] 64 40 80 708 4 180 865 282  1.59
PHOTON-128/16/16 [58] 112 64 128 996 4 180 1122 1.61 229
H-PRESENT-128 [29] 128 64 128 559 8 180 2330 1145  6.44
U-Quark [8] 128 64 128 544 1 180 1379 147 2.44
ARMADILLO2-B [12] 128 64 128 256 1 180 4353  25.00 -
PHOTON-160/36/36 [58] 128 80 160 1332 4 180 1396 270  2.74
D-Quark [8] 160 80 160 704 1 180 1702 227 3.10
ARMADILLO2-C [12] 160 80 160 320 1 180 5406  25.00 -
C-PRESENT-192 [29] 192 96 192 3338 12 180 4600 1.90 -
PHOTON-224/32/32 [58] 192 112 224 1716 4 180 1736 1.86  4.01
S-Quark [8] 224 112 224 1024 1 180 2296 313 435
PHOTON-256/32/32 [58] 224 128 256 996 8 180 2177 321 455
ARMADILLO2-E [12] 256 128 256 512 1 180 8653  25.00 -
Keccak-[200] [86] 64 32 64 900 8 130 2520 8.00  5.60
SPONGENT-88 [28] 80 40 88 990 4 130 738 081  1.57
SPONGENT-128 [28] 120 64 128 2380 4 130 1060 034 220
Keccak-f[400] [86] 128 64 128 1000 16 130 5090 1440 11.50
SPONGENT-160 [28] 144 80 160 3960 4 130 1329 040  2.85
SHA-1 [115] 160 80 160 344 8 130 5527 148.88  2.32
SPONGENT-224 [28] 208 112 224 7200 4 130 1728 022  3.73
SPONGENT-256 [28] 240 128 256 9520 4 130 1950 017  4.21
Cube8/1-512 [17] 384 256 512 512 32 130 7630 2.00 -
Cube32_SP-RF 384 256 512 1024 2 130 5988 25.00 2.91
Cube32_DP-RF 384 256 512 512 2 130 6625 50.00 3.91
Cubel6_SP-RF 384 256 512 512 4 130 7627 50.00 4.33
Cubel6_DP-RF 384 256 512 256 4 130 8371 100.00 5.68
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Figure 5.21: Comparison of the power consumption with flip-flops and register file based
CubeHash implementations.

5.2.8 Considerations with Using Register File

The above two case studies show why the technology can affect the lightweight hash imple-
mentation results through quantitative cost analysis, and demonstrate how to make use of
the different technology options (e.g. different types of memory) to further reduce the storage
portion of the circuit area. In this Section, we discuss several issues with adopting different
types of memory in the backend design and optimization of other lightweight cryptographic

algorithms.

Similar as the Quark case study, the impact of technology nodes on the area of register file
can also be significant. Here we use the register files generated from UMC 90nm (fsd0a_a) as
a comparison with those from IBM 130nm (scx3_cmos8rf_lpvt). As illustrated in Fig. 5.22,
for some configurations (e.g. 32b32w_SP/DP) the memory efficiency is very close; however,
for the configuration of 128b8w, the variation of memory efficiency can be up to 66.41%. This
means the effectiveness of using register file to replace the flip-flops based register array for

area reduction may differ a lot at different technology nodes with different memory compilers
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Figure 5.22: Comparison of the impact of different technology nodes to the register file area.

from vendors. Therefore, when reporting the circuit area as a result of using register file as
the storage option, it is necessary to give more details of the memory IP information and

the memory efficiency metric as a reference.

5.2.9 Summary

Recent lightweight hash proposals have presented a tradeoff between security and cost; cryp-
tographic engineers, on the other hand, have proposed more fine-grained optimizations to
achieve the most efficient implementations. By quantifying technology impacts to the cost
analysis of different lightweight hash implementations, this work shows the benefits of making
these two groups people working in an interactive design process and at different abstraction
levels. Our technology dependent cost analysis may help cryptographic engineers have better
presentation of the metrics and avoid some common pitfalls. The proposed lightweight hash
design methodology establish the link between algorithm design and silicon implementation
with a strong emphasis on the interaction between hardware architecture and silicon im-
plementation. The cost model of lightweight hash designs reveals the interaction between

bit-slicing and memory structures may divide the design space for lightweight implementa-
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tion into two regions: one is mainly about the tradeoff between datapath folding and control
overhead, and the other one needs to add the low-level memory structure as an additional

tradeoff point.

5.3 Conclusion

In this chapter we discuss two technology dependent issues in the evaluation of cryptographic

hardware.

The first issue is how to perform cross-platform comparison between the FPGA and
ASIC results. Our research shows that ASIC and FPGA designers may come to different
conclusions when it comes to making a statement on the most efficient SHA-3 candidate in
hardware. However, each of ASIC and FPGA SHA-3 designs offer a similar design space
(tradeoffs of around 7 times between most and least efficient ones in both area and power
metrics as shown in Figure 5.7). We also provide some insights on how to look at SHA-3
hardware benchmarking results in different platforms. In cases where the platform is already
fixed (ASICs or FPGAs), one should exclusively rely on FPGA-specific or ASIC-specific
benchmarks, depending on the chosen platform. Conclusions on ASIC implementations
based on FPGA results, or vice versa, will almost certainly be inaccurate. In some other
cases, where you are looking to understand the SHA-3 candidates and where you do not yet
have chosen a platform, it will be equally interesting to compare both the ASIC and FPGA
SHA-3 results, because they point out different aspects of SHA-3 hardware implementations.

The second issue is how to optimize hash functions for lightweight implementations. Our
technology dependent cost analysis may help cryptographic engineers have better presenta-
tion of the metrics and avoid some common pitfalls. The proposed lightweight hash design
methodology establish the link between algorithm design and silicon implementation with a
strong emphasis on the interaction between hardware architecture and silicon implementa-

tion. The cost model of lightweight hash designs reveals the interaction between bit-slicing
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and memory structures may divide the design space for lightweight implementation into two
regions: one is mainly about the tradeoff between datapath folding and control overhead,

and the other one needs to add the low-level memory structure as an additional tradeoff

point.



Chapter 6

Secure Implementations of ECC

Cryptosystems

Several kinds of implementation attacks on cryptographic devices have been published. They
can be categorized into two types: passive attacks and active attacks [7]. Passive attacks
are based on the observation of side-channel information such as the power consumption of
the chip or its electromagnetic emanations. Examples of passive attacks include SPA, DPA,
SEMA and DEMA attacks. On the other hand, active attacks, including fault injection
attacks, deliberately introduce abnormal behavior in the chip in order to recover internal
secret data. As mentioned earlier, a cryptosystem will fail at its weakest link and one coun-
termeasure against one SCA attack may benefit another attack. Therefore, when integrating
countermeasures into cryptosystems, it is crucial to consider active as well as passive attacks,

and select a set of countermeasures that resists a collection of passive and active attacks.

This chapter presents a comprehensive analysis of the existing SCA attacks and fault
attacks on ECC cryptosystem implementations and demonstrate how to select and integrate

a set of countermeasures to resist a collection of attacks.

144
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6.1 Introduction

Traditional cryptanalysis assumes that an adversary only has access to input and output
pairs, but has no knowledge about internal states of the device. However, the advent of SCA
showed that a cryptographic device can leak critical information. By monitoring the timing,
power consumption, EM emission of the device or by inserting faults, adversaries can gain
information about internal data or operations and extract the key out of the cryptographic

device without mathematically breaking the primitives.

Performance, security and cost are the three important dimensions of ECC implementa-
tions. ECC accelerators should support multiple security and performance levels, allowing
the system to adjust its security-performance to application-specific needs [6]. To achieve
these goals, much research has been conducted targeting different aspects, and most research

topics fall into two categories: efficient implementations and security analysis.

For security analysis, ECC implementations are known to be vulnerable to various SCA
attacks, including PA, EMA and FA attacks. Since Kocher et al. [94] showed the first suc-
cessful PA attacks, there have been dozens of proposals for new SCA attacks and counter-
measures. These attacks and countermeasures all tend to concentrate on a single abstraction
level at a time [123]. For example, the Smart Card software is developed on fixed hardware
platforms, so the results in that area are software-based solutions. At the same time, many
special circuit styles [79] have been developed to address PA at the hardware level. Such

circuit level solutions are treated independently from the software-level solutions.

From the above descriptions, two gaps can be found in current ECC research. First,
security has been generally treated as a separate dimension in designs and few researchers
have proposed countermeasures targeting at system integration. For example, some of the
FA attack countermeasures or fault detection methods are just like software patches applied
to the original algorithms (e.g. perform Point Verification [25] or Coherence Check [41, 54]

during computation). The fault model is hypothesized without considering how to introduce
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faults in an actual platform. Further, the impact of circuit-level PA countermeasures on
area, performance and power consumption in large designs remains unclear. Second, most
published papers proposed their own attacks with corresponding countermeasures and very
few researchers discussed countermeasures targeting multiple attacks. Since a cryptosystem
will fail at its weakest link, it is not surprising to see how a given countermeasure can actually
introduce a new weakness, and thus enable another attack [142]. Although there has been
some effort to connect the PA and FA countermeasures [13], solutions at system integration

level are unexplored.

Therefore the question now becomes how to fill both of the gaps in one system design.
Specifically, we try to move these two research topics to the next step by building a flexible
ECC coprocessor architecture with the ability to consider efficiency and security simulta-
neously and provide a unified countermeasure which can be easily integrated into system

designs.

With new tampering methods and new attacks being continuously proposed and accumu-
lated, designing a secure cryptosystem becomes increasingly difficult. While the adversary
only needs to succeed in one out of many attack methods, the designers have to prevent all
the applicable attacks simultaneously. Moreover, countermeasures of one attack may surpris-
ingly benefit another attack. As a result, keeping abreast of the most recent developments in
the field of implementation attacks and with the corresponding countermeasures is a never

ending task.

In this research we provide a systematic overview of implementation attacks and coun-
termeasures of ECC. However, this work has no intention to propose new attacks or new
countermeasures. Instead, we describe several general principles for countermeasure selec-
tion. The survey in this dissertation can be used as a tool for selecting countermeasures in

a first design iteration.

This survey has been influenced by Avanzi’s report [10] and the books by Blake et al. [26]
and Avanzi et al. [11]. All of them give an excellent overview of SCA attacks on ECC and
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HECC up to their point of publication. This work, however, differs from previous work in
three aspects. First, it includes recently reported attacks such as carry-based attack [49].
Second, we focus on the interaction of known attacks and countermeasures in a systematic
way. Third, this survey proposes some guidelines for selecting countermeasures. Perfect

countermeasures still do not exist.

6.2 Implementations and Physical attacks

Cryptographic transformations can be implemented in both software and hardware. While
software implementations, running on general purpose microprocessors, are flexible and can
be easily updated, hardware implementations, either on FPGAs or ASICs, can achieve higher

performance.

Figure 6.1 shows the architecture of an ECC processor. Note that each component may
refer to different types of realizations. For example, the ALU can be a standard ALU of a
general purpose processor or a dedicated field multiplier. The temporary storage can be a
RAM or a register file. A non-volatile memory, e.g. flash ROM, is normally used to store

curve parameters.

An ECSM process starts with loading certain configurations (the definition of the curve,
the underlying field, the coordinate system, the base point P) and the scalar k. While the
base point P can be read either from the ROM or from outside, the scalar k£ is normally
stored or generated inside the chip and should be protected. The output point, ) = k - P,
is not completely visible from outside. For example, El-Gamal decryption algorithm only

returns the z-coordinate of Q.

In practice, execution of ECSM leaks information of k£ in many ways. Figure 6.1 also
shows various SCA attacks on ECSM. We group the diversity of attacks into two main
categories: passive and active attacks. Passive attacks do not require meddling with the

device’s input/outputs or working environment. Active attacks on the other hand try to
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Figure 6.1: Elliptic curve processor architecture and related physical attacks. (SE = Single
Execution, ME = Multiple Executions, CI = Chosen Input)
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induce and exploit abnormal behavior in the device.

An important criterion to judge the cost of a specific SCA attack is how many executions
are required to reveal the complete key stream. In Fig. 6.1, each attack is tagged with either
SE (Single Execution) or ME (Multiple Executions). Another important criterion is that
some attacks, such as doubling attack and refined power analysis, require the freedom of
choosing the base point while some do not. The base point can be fixed or stored internally
in some implementations, which makes attacks with this requirement significantly harder to

mount.

In order to counteract passive SCA attacks at least one of the following links has to be

removed:

1. The relation between the data or operations inside the device and the physical leakages

(e.g. power traces, EM radiation traces, timing, etc.).

2. The relation between the hypothetical data and the actual data calculated in the device.

With respect to power analysis, there are two methods to achieve this: rendering the power
consumption constant (e.g. using a special logic style [131]) or randomizing the intermediate

data during the scalar multiplication.

In order to counteract fault attacks, two types of methods are used: error-detection and
error-tolerance. The first method detects faults inserted in the elliptic curve parameters or
the point multiplications. If faults are detected, the execution is aborted. The second method
chooses an elliptic curve such that even if faults are inducted in the scalar multiplication,
the adversary can not derive scalar from the faulty results. For example, twist-strong curves

are error-tolerant under twist-curve attack.
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6.3 Passive Attacks and Countermeasures

An adversary has a wide range of choice in attack strategies.

Timing Attacks and Simple SCA

Timing attacks exploit the timing variance with different inputs [93]. Careless implementa-
tions contain a vast number of sources of timing leakage. For example, timing variations can
be caused by RAM cache or conditional branches. Although no papers have been published
about a practical timing attack on ECC, many papers do mention the threat and provide

the reader with suitable countermeasures.

Cryptographic implementations are vulnerable to simple power analysis attacks if the
power traces show distinctive key-dependent patterns [94]. Alg. 1 shows the “double-and-
add” algorithm for a point multiplication. The value of a key bit can be revealed if the
adversary can tell the difference between point doubling and point addition from a power

trace.

The double-and-add-always algorithm, introduced in [40], ensures that the sequence of
operations to compute a scalar multiplication is independent of the value of the secret scalar
through insertion of a dummy point additions. Another way to prevent simple SCA is
making point addition and doubling indistinguishable. For example, dummy operations can
be added at the field arithmetic level. This has the advantage of less overhead. On the other

hand, the Hamming weight of the secret scalar might still leak.

Instead of making the group operations indistinguishable, one can rewrite them as se-
quences of side-channel atomic blocks that are indistinguishable for simple SCA [36]. Imple-
mentations based on the Montgomery ladder [85,104,109], shown as Alg. 3, are protected
against timing attacks and simple SCA since the execution time of the scalar multiplication

is inherently unrelated to the Hamming weight of the secret scalar.
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Algorithm 2 Add-and-double-always point multiplication [40]

Input: P € E(F) and integer k = S°'_! k2%,
Output: kP.
R[0] + O.
: for i =1 — 1 downto 0 do
R[0] < 2R[0], R[1] < R[0] + P.
R[0] < R[k;].
end for
Return R[0].

G Wy

The last type of countermeasure is the usage of unified formulae for point doubling and
addition [30]. Unified point addition formulae use a single formula to calculate both the

doubling and the addition, resulting in an single sequence of operations for both.

Template Attacks

A template attack [33] requires access to a fully controllable device, and proceeds in two
phases. In the first phase, the profiling phase, the attacker constructs a precise model of the
wanted signal source, including a characterization of the noise. The second phase comprises
the actual attack. Because of their reliance on data dependencies, template attacks exploit
the so-called differential SCA type of leakage. The attack assumes that most of the side-
channel information resides in the variance. So far not much research has been done on
template attacks for public key algorithms. Medwed and Oswald [107] showed the feasibility
of this type of attack on an implementation of the ECSDA algorithm. In [75] a template

Algorithm 3 Montgomery powering ladder [109]
Input: P € E(F) and integer k = Y)'_ k;2'.
Output: kP.

1: R[0] - P, R[1] < 2P.

2: for i = — 2 downto 0 do

4: end for
Return R[0].
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attack on a masked Montgomery ladder implementation is presented. Template attacks,
if feasible, are a major threat. Neither the double-and-add-always algorithm, nor blinding
the scalar or base point resist template attacks. In fact, only randomizing the coordinates

provides protection.

Differential SCA

Differential SCA attacks (DPA and DEMA) use statistical techniques to pry the secret
information out of the measurements [94]. A differential attack adheres to a fixed working
principle: a cryptographic device, supplied with the fixed secret key k, is sequentially fed
with N input points P;, ¢ € {1,2,..,N}. During the encryption of input P; under key k,
a measurement over time of the side-channel m;(t) is recorded and stored. The attacker
then chooses an intermediate value of the algorithm which depends both on the input point
P; and a small part of the secret key k. For each key candidate k&’ for the partial key and
for each input point P;, the attacker calculates the intermediate value and transforms it to
a hypothetical leakage value L ; with the aid of a hypothetical leakage model. For the
correct key guess k' = k there will be a correlation between the measurements m;(t) and
the hypothetical leakages Ly ; at some time instance ¢. This relation is uncovered by using
statistical distinguishers such as a difference of means test, Pearson correlation or Spearman’s

rank correlation.

A straightforward countermeasure against differential SCA is randomizing the interme-
diate data, thereby rendering the calculation of the hypothetical leakage values rather im-
possible. Coron [40] suggested three countermeasures to protect against differential SCA

attacks:

1. Blinding the private scalar by adding a multiple of #F. For any random number r
and k' =k +r#FE, we have k' - P =k - P since (r#FE) - P = O.

2. Blinding the point P, such that k- P becomes k- (P + R). The known value S = k- R
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is subtracted at the end of the computation.

3. Randomizing the homogeneous projective coordinates (X, Y, Z) with a random \ # 0
to (AX,AY,;AZ). The random variable A can be updated in every execution or after

each doubling or addition.

Very similar, Joye and Tymen [84] suggested to make use of an elliptic curve isomorphism
of the fixed curve or of an isomorphic representation of the field. Ciet and Joye [38] also

suggested several similar randomization methods:

1. Random key splitting: k = ky + ko or k = |k/r|r + (k mod r) for a random r.
2. Randomized EC isomorphism.

3. Randomized field isomorphism. We refer to the corresponding paper for a detailed

explanation [84].

Coron’s first two defense strategies were scrutinized in [114] and judged weak if imple-
mented as presented. The latter three countermeasures are broken by an RPA attack in [56].

(See Section 6.4).

6.4 Comparative Side-Channel Attacks

Comparative SCA resides between a simple SCA and a differential SCA. Two portions of the
same or different leakage trace are compared to discover the reuse of values. The umbrella
term was introduced in [77], but the first reported attack belonging to this category is the
doubling attack. The doubling attack [50] on ECC is an attack with chosen inputs and has
been shown powerful to attack some classic SPA-protected algorithms such as left-to-right
(downward) double-and-add-always algorithm. The attacker does not need to tell whether a

computation being performed is a point doubling or addition. More precisely, for two point
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doublings (2 x t1)P and (2 x t3) P, even if the attacker cannot tell the exact values of ¢; or

to, the attacker can still detect if t; = t5.

To thwart this attack, blinding techniques can be effective. Care has to be taken however
that neither blinding the base point or the scalar is applied solely. This has been proven

insecure [50]. Combined use strengthens the security.

Refined Power Analysis

A refined side-channel analysis attack (RPA is short for Refined Power Analysis) directs
its attention to the existence of a point Py on the elliptic curve E(K) such that one of
the coordinates is 0 in K and Py # O. Randomized projective coordinates, randomized
EC isomorphisms and randomized field isomorphisms preserve this specific property of the
point Fy. Feeding to a device a point P that leads to a special point R(0,y) (or R(x,0)) at
step ¢ under the assumption of some specific key bits will generate exploitable side-channel

leakage [56,103].

The attack can be thwarted by using either a cofactor variant of a protocol for points of
“small order” or by using isogenous curves for points of “large order”. The zero-value point
attack (ZPA) generalizes this attack [5]: zero value points in intermediate results are also

considered.

Carry-based Attack

The carry-based attack [49], reported by Fouque et al., does not attack the scalar multipli-

cation itself but its countermeasures.

It relies on the carry propagation occurring when long-integer additions are performed as
repeated sub-word additions. For instance, on an 8-bit processor, Coron’s first countermea-
sure, k' = k + r’ where ' = r#FE, is normally performed with repeated 8-bit additions. Let

k; and r} denote the i* sub-word of k and 1/, respectively. Note that k; is fixed and 7/ is
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random in different executions. The crucial observation here is that, when adding k; with
r}, the probability of the carry out ¢ = 1 depends solely on the value of k; (the carry-in has
negligible impact [49]). The adversary can then monitor the outgoing carry bit of the adder
to estimate the probability of ¢ = 1. With this probability, the value of k; can be guessed
with high confidence.

So far, no countermeasures have been proposed to thwart this attack.

EM Attacks

Most simple/differential analysis attacks and countermeasures summed up so far are based
on power consumption leakage. Most often, electromagnetic radiation is considered as an
extension of the power consumption leakage and the attacks/countermeasures are applied
without change [110]. While this approach makes sense in most cases, electromagnetic radi-
ation measurements can be made locally [49] and as such circumvent some countermeasures.

Specifically crafted attacks or countermeasures for electromagnetic analysis have not been

published.

6.5 Fault (Active) Attacks and Countermeasures

Besides passive SCA, adversaries can actively disturb the cryptographic devices and use the
erroneous output (or not even the output, but the reaction of the disturbed device) to derive
the secret. In order to do so, the adversary needs to induce faults on the victim device.
Various methods can be used, such as changing one memory bit with laser or violating setup
time with glitches in clock. The difficulty in inducing a fault depends on its precision, both
in time as well as in location. Random faults change an operation or a variable at some
point during the execution of a cryptographic algorithm. Precise faults change a specific bit
of a specific variable at a specific instance during the execution. Clearly, random faults are

easier to introduce, and they are less costly, than precise faults.
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In this section, we focus on fault attacks and countermeasures on ECSM. General tam-
pering techniques and tamper-resistance methods will be briefly mentioned. Readers who

are interested in these methods are referred to [95].

We divide fault attacks into three categories, namely, safe-error based analysis, weak-
curve based analysis and differential fault analysis. Safe-error attacks are based on the
observation that some errors will not change the results. Weak curve attacks try to move
a scalar multiplication from a strong curve to a weak curve. The differential fault attacks

analyzes the difference between the correct output and erroneous output to retrieve the scalar

bit-by-bit.

Safe-error analysis (M-type and C-type)

The concept of safe-error was introduced by Yen and Joye in [85,141]. Two types of safe-
error are reported: C safe-error and M safe-error. What makes safe-error analysis special is
that the adversary is not interested in the erroneous results, but simply the fact that the

output is affected or not.

C safe-error

The C safe-error makes use of dummy operations that are introduced to achieve SPA resis-
tance. Taking the add-and-double-always algorithms (Alg. 2) as an example, the dummy
addition in step 3 makes safe-error possible. The adversary can induce temporary faults in
the ALU or memory during the dummy point addition. If the key bit, k;, is 1, then final
results will be faulty. Otherwise, the final results are not affected. The adversary can thus

discover one key bit in one execution.

In order to thwart C safe-error analysis, dummy operations should be avoided. For ex-
ample, instead of double-and-add-always algorithm, Montgomery’s powering ladder should

be used. If for certain reasons dummy operations can not be avoided, the key stream should
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be represented randomly in each point multiplication.

M safe-error

While the C safe-error attack explores the weakness of an algorithm, the M safe-error attack
explores the possible safe-error in an implementation. The attack was first proposed by Yen

and Joye [141] to attack RSA. However, it also applies to ECSM.

The basic observation of an M safe-error is that faults in some memory blocks will be
cleared. Consider Alg. 3 as an example. We assume that a fault is inducted to y of R[1]
right after the calculation of A\ during the point doubling in step 3. If k; = 1, then the faults
on y will be cleared. Otherwise, it propagates to the end of the ECSM. By simply checking

whether the result is affected or not, the adversary can reveal k;.

Joye and Yen [85] proposed a method to prevent this attack. The idea is to eliminate
the possibility of inserting safe-errors. Using the modified Montgomery powering ladder [85],
any fault in R[0] or R[1] will be detected regardless of the value of k;.

Weak curve based analysis
In 2000, Biehl et al. [25] described a new type of fault attack on elliptic curve scalar multi-
plication. They observed that ag was not used in a point multiplication.

An implementation of this algorithm for curve F generates correct results for any curve

E’ that differs from E only in ag:
E' g+ ayzy + agy = 2° + agr® + agx + ag. (6.1)

Thus, the adversary can cheat an ECC processor with a point P* € E'(F) where E' is a

cryptographically weak curve.

If an ECC processor does not check whether the base point, P, is a valid point on the
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specified curve E or not, the adversary can then choose a point P’ € E'(K) and get the result
of the scalar multiplication, @) = k - P’. The adversary can then solve DLP in a subgroup
of order rp: (the order of P’) to retrieve k, = k mod rp.. This process can be repeated to
generate k, for different r. At the end, the Chinese Remainder Theorem can be used to
retrieve k. This attack also shows us that not all the fault-based attacks require expensive
equipments or sophisticated tampering techniques, and that a naive implementation can be

broken with almost negligible cost.

The method of moving a scalar multiplication from a strong curve E to a weak curve E’
was then extended. With the help of faults, the adversary makes use of invalid points [25],
invalid curves [39] and twist curves [48] to hit a weak curve. These methods are described

below.

Invalid point attacks

The idea of the invalid point attack is to let the scalar multiplication start with a point P’

of a weak curve.

If the ECSM is performed without checking the validity of the base point, then no faults
need to be inducted. If the ECC processor checks the validity of the base point, the adversary
will try to change the point P right after the point validity check. Note this attack requires

fault induction at a specific time, thus is much more difficult than the one described above.

For some applications such as EC El-Gamal or ECDSA, y, is not present on the output.
In this case, the adversary needs to derive {E’, P'(z},y1),Q' (2}, y2)} from {E, P(x1,v1),
x4 }. Though it looks difficult, the adversary still has a non-negligible probability to succeed.

Readers who are interested can find the complete method in [25].

A possible countermeasure, as suggested in [25,39], is Point Validation (PV) before and
after scalar multiplication. PV checks if a point lies on an elliptic curve or not. If the base

point or result does not belong to the original curve, no output should be given.
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Invalid curve attacks

Ciet and Joye [39] refined the attack in [25] by loosening the requirements on fault injection.
They show that any unknown faults, including permanent faults in non-volatile memory or
transient faults caused on the bus, in any curve parameters, including field representation

and curve parameters ai, as, as, as, may cause information leakage on the scalar k.

Ciet and Joye suggested using error checking codes to ensure the integrity of curve pa-

rameters before scalar multiplication.

Twist curve based FA

In 2008, Fouque et al. [48] discovered a new way to hit a possibly weak curve, the quadratic
twist curve. They observed that a point multiplication routine for some curve E, without
using the y-coordinate, gives correct results for ECSM on its twist curve E. They also noticed
that the twist curves of many cryptographically strong curves are cryptographically weak
(see [48] for details). Eq.6.2 defines the twist curve of E, where ¢ is a quadratic non-residue
in [F,.

E:@)y=2*+ar+b (6.2)

For elliptic curves defined over F,, a random x € I, corresponds to a point on either £ or
its twist. Since the order of E and E are close, the probability is approximatively one half
that a random abscissa corresponds to a point on E or E. As a result, the adversary has a

probability of one half to hit a point on E with a random fault on z-coordinate of P on E.

There are three possible methods to thwart this attack. The first one is to repeat point
validity check during the scalar multiplication. The second one is to use y-coordinate all
the time. Both methods have some overhead in terms of computation time and storage.
The third one is to choose twist-secure curves, namely, curves whose twist curve are also

cryptographically strong.



Chapter 6. Secure Implementations of Cryptosystems 160
Differential FA

The DFA attacks uses the difference between the correct results and the faulty results to

deduce certain bits of the scalar.
1) Biehl-Meyer-Miiller DFA

Biehl et al. [25] reported the first DFA on an ECSM. We use an right-to-left multiplication
algorithm to describe this attack. Let @); and R; denote the value of () and R at the end
of the " iteration, respectively. Let k(i) = k div 2!. Let @} be the value of @ if faults
have been induced. The attack reveals k from the Most Significant Bits (MSB) to the Least
Significant Bits (LSB).

1. Run ECSM once and collect the correct result (Q,,).

2. Run the ECSM again and induce an one-bit flip on );, where [ — m < i < [. We

assume that m is small.

3. Note that Q,=Q;+(k(7)2") P and Q!,=Q’+(k(i)2")P. The adversary then tries all pos-
sible k(i) € {0, 1,..,2™ — 1} to generate Q); and @Q);. The correct value of k(i) will result
in a {Q;,Q,} that have only one-bit difference.

The attack works for left-to-right multiplication algorithm as well. It also applies if & is
encoded with any other deterministic codes such as Non-Adjacent-Form (NAF) and w-NAF.

Algorithm 4 Right-To-Left (upwards) binary method for point multiplication

Input: P € E(F) and integer k = S'_! k2%,
Output: kP.

I: R« P, Q<+ O.

2: fori=0tol—1do

3 Ifk;=1then Q < Q + R.

4: R+ 2R.

5: end for

Return R.
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It is also claimed that a fault induced at random moments during an ECSM is sufficient [25].

To thwart this attack, the validity of the intermediate results (Q; and R; in Algorithm 4)
should be regularly checked. Another possible countermeasure is to randomize the scalar k

such that the adversary can does not gain more bits of k£ in repeated executions.
2) Sign change FA

In 2006, Blomer et al. [27] proposed the sign change fault (SCF) attack. It attacks
implementations where scalar is encoded in Non-Adjacent Form (NAF). When using curves
defined over the prime field, the sign change of a point implies only a sign change of its y-
coordinate. The SCF attack does not force the elliptic curve operations to leave the original

group E(F,), thus P is always a valid point.

A straightforward countermeasure against an SCF attack is to use Montgomery ladder
algorithm that does not use the y-coordinate for computing ECSM (e.g. Montgomery Scalar
Multiplication with Lépez-Dahab coordinates [104]). Another countermeasure presented by
Blomer et al. [27] uses a second elliptic curve whose order is a small prime number to verify

the final results.

6.6 Guidelines to Select Countermeasures

One can not simply integrate all the countermeasures discussed above to thwart all attacks.
The reasons for this are manifold. The complexity and extra overhead added by counter-
measures can significantly increase the design and manufacturing cost. Another important
reason is that a countermeasure against one attack may benefit another one. Thus, coun-
termeasures should be carefully selected such that they do not add extra vulnerabilities. In

this section, we discuss the cross relationship between known attacks and countermeasures.
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Countermeasures vs. Attacks

Table 6.1 summarizes the most important attacks and their countermeasures. The different
attacks, grouped into passive attacks and active attacks are listed column-wise, while each
row represents one specific countermeasure. Let A; and C; denote the attack in the gt
column and countermeasure in the i'® row, respectively. The grid (i, 5), the cross of the '

row and the j column, shows the relation between A; and C.

v/ C; is an effective countermeasure against A;.
e x: (; is attacked by A;.
e H: C; helps A;.

e 7: (; might be an effective countermeasure against A;, but the relation between C;

and A; is unclear or unpublished.

e — C; and A; are irrelevant (C; is not effective against A;).

It is important to make a difference between x and — Here x means C; is attacked by
A;, where — means that the use of C; does not affect the effort or result of A; at all. For
example, scalar randomization using 20-bit random number is attacked by doubling attack,
so we put a x at their cross. The Montgomery powering ladder is designed to thwart SPA,

and it does not make a DPA attack harder or easier, so we put a — there.
Below we discuss each countermeasure and its relation with the listed attacks.

Indistinguishable Point Addition Formulae. Indistinguishable group operations
render a simple SCA impossible, but only if the underlying field arithmetic is implemented
securely. This is discussed in [127,135]. This method does not counteract differential SCA
and RPA/ZPA [81].
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Double-and-add-always. The double-and-add-always algorithm is the main represen-
tative of the countermeasures that use dummy instructions or operations to withstand simple

side-channel attacks.

The algorithm fails against doubling attacks. It does not remove vulnerabilities to differ-

ential SCA attacks. It also makes C safe-error fault attack possible.

Montgomery Powering Ladder. The Montgomery powering ladder is an algorithm-
level countermeasure running in a fixed time without redundant operations, hence it is SCA
resistant. It avoids the usage of dummy instructions and also resists the normal doubling
attack. However, it is attacked by the relative doubling attack proposed by Yen et al. [143].
This attack can reveal the relation between two adjacent secret scalar bits, thereby seriously

decreases the number of key candidates.

With Montgomery powering ladder, y-coordinate is not necessary during the scalar mul-
tiplication, which prevents sign-change attacks. However, for curves that have weak twist
curves, using Montgomery powering ladder without y-coordinate is vulnerable to twist curve

attacks.

Random scalar split.  This countermeasure can resist DPA/DEMA attacks since
it has a random scalar for each execution. In [50], the authors have already analyzed the
effectiveness of Coron’s first countermeasure against the doubling attack. If we assume that
the scalar k is randomly split into two full length scalars, the search space is extended
to 28! for a 163-bit k (the birthday paradox applies here). This is enough to resist the
doubling attack. It can also help to thwart RPA/ZPA if it is used together with base point
randomization [5,56,70].

However, this countermeasure is vulnerable to a carry-based attack if the key is split as

follows: choosing a random number r < #FE, and k1 =7, ks = k —r.

Scalar randomization. With respect to the resistance against passive SCA, the above

analysis of the random scalar split countermeasure against DPA/DEMA and RPA /ZPA also
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applies here. However, as mentioned in [50] the 20-bit random value for blinding the scalar

k is not enough to resist the doubling attack.

Like random scalar split, it renders the safe-error and sign-change attacks more difficult.
On the other hand, it is shown in [49] that the key randomization process, namely, k' =

k + r#FE, leaks the scalar under the carry-based attack.

Base point blinding. For an ECSM, the scalar randomization and base point blinding
are based on the same idea of randomizing one component of the point multiplication. There-
fore, their effectiveness against various passive attacks is similar. It can resist DPA/DEMA
as explained in [40]. In [50], the authors conclude that this countermeasure is still vulnerable
to the doubling attack since the point which blinds P is also doubled at each execution. This
countermeasure makes RPA /ZPA more difficult since it can break the assumption that the

attacker can freely choose the base point (the base point is blinded).

This countermeasure might make the weak-curve based attacks more difficult since the
attacker does not know the masking point R. In an attack based on an invalid point, the
adversary needs to find out the faulty points P’ and Q' = k- P’. With the point blinding, it
seams to be more difficult to reveal either P’ or ()'. However, in the case of an invalid curve

attack, base point blinding does not make a difference.

Random projective coordinates. This countermeasure is effective against differential
SCA. It fails to resist the RPA as zero is not effectively randomized. Combination with a

simple SCA countermeasure is essential.

Point validity check. This countermeasure checks if a certain point is on the authentic
curve or not. It is an effective countermeasure against invalid point attacks. If the y-
coordinate is used, it is also effective against a twist-curve attack. However, it is not effective

against invalid curve attacks, sign-change attacks and C safe-error attacks.

Curve integrity check. The curve integrity check is to detect fault injections on curve

parameters. Before starting an ECSM the curve parameters will be read from the non-volatile
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memory (possibly on the data bus), which are vulnerable to permanent or transient faults.
So, the integrity of the curve parameters (including the base point) needs to be verified using

a CRC (cyclic redundancy check) code before an ECSM execution.

Coherence check. A coherence check verifies the intermediate or final results with
respect to a valid pattern. If an ECSM uses the Montgomery powering ladder, we can use
the fact that the difference between R[0] and R[1] is always P. This can be used to detect
faults during an ECSM [41].

Selecting Countermeasures

After analyzing the existing attacks and countermeasures, a natural question is whether
there exists a set of countermeasures that resists all the existing passive and active attacks.
While unified countermeasures to tackle both the passive and active attacks are attractive,
they are very likely weaker than what is expected. Baek and Vasyltsov extended Shamir’s
trick, which was proposed for RSA-CRT, to secure ECC from DPA and FA [13]. However,
Joye showed in [83] that a non-negligible portion of faults was undetected using the unified
countermeasure and settings in [13]. In this section, we describe several principles to choose

countermeasures.

Complete: A complete picture of attacks and countermeasures is the perfect base to
select countermeasures. As we pointed out above, an adversary needs to succeed in only one
out of many possible attack methods to win. Keeping a summary of up-to-date attacks and

countermeasures is important for cryptosystem designers.

Specific: Whenever selecting countermeasures for a cryptosystem, a detailed description
of the cryptosystem should be explicitly defined. A set of countermeasures that can thwart
all known attacks is neither easy to find nor efficient in terms of area and performance.
Within restricted boundaries, countermeasure selection is much easier and more efficient.

For example, RPA and comparative SCA assume that the attacker can choose the base
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point freely. If an ECC processor is targeting an application where the base point is fixed,

then an RPA and doubling attack can not apply.

Additive: The selected countermeasures should be additive. Suppose that we choose

countermeasures from Table 6.1, we could proceed in two steps.

The first step is a column-wise selection. We inspect each column and select a countermea-
sure that suffices to thwart the attack in this column. If we have chosen two countermeasures,
C, and (3, and their relation with A; is as follows: (a,j) = v/, (b,j) = x. In this case,
we need to study whether C, covers C}, or not. H in the table should be avoided whenever
possible. If eventually we can not get rid of all the H, extra countermeasures should be

added to cover it.

The second step is to check if the selected countermeasures are additive. Using multi-
ple countermeasures simultaneously might introduce new vulnerabilities. Thus, we need to

evaluate the selected countermeasures as a new countermeasure.

6.7 Conclusion

Since the whole AES and PRESENT are implemented in hardware with the current HW/SW
partitioning, many existing SCA attack countermeasures can be applied to protect the
AES/PRESENT coprocessor [79]. However, when we re-examine the security of the SoC
after integration of these two block ciphers, it is easy to find that the secret key that will be
transmitted from microprocessor to the AES and PRESENT coprocessors through the bus
can be easily compromised by probing the bus. Not only the key distribution may impose
additional security holes, but also the key generation and storage may also be attacked.
Therefore, the security of cryptographic primitives should be re-evaluated after system in-
tegration as a cryptosystem will fail at its weakest link. For this purpose, we use ECC as a
case study and perform a comprehensive threat analysis in the ECC cryptosystem design.

We strongly believe that keeping track of the ever evolving field of implementation attacks is



Chapter 6. Secure Implementations of Cryptosystems 168

a titanic work for a cryptosystem designer. Our research provides a digest of existing attacks

and countermeasures.



Chapter 7

Conclusions and Future Work

7.1 Conclusions

This dissertation aims to provide a systematic way to design secure and efficient crypto-
graphic primitives. After identifying the main research problems in Chapter 1 and introduc-
ing the background in Chapter 2, we started with how to use HW/SW codesign techniques
to approach an ideal coprocessor architecture, which shows a good tradeoff between per-
formance, cost, security and flexibility in Chapter 3. A methodology for comprehensive
performance evaluation of NIST SHA-3 competition candidates hardware implementations
was presented in Chapter 4. As a further discussion in how to do fair comparison of crypto-
graphic hardware, in Chapter 5 the impact of technology to the comparison of SHA-3 FPGA
and ASIC benchmarking results and cost analysis of lightweight hash implementations are
presented. Finally, in Chapter 6 we have presented a survey of existing implementations
attacks and countermeasures on an ECC cryptosystem and provided guidelines to system-

atically select countermeasures to protect it from multiple types of attacks.
The main contributions were discussed in Chapter 3, 4, 5, and 6.

Main conclusion for Chapter 3. The hardware profile of a standalone cryptographic

169
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coprocessor is not a good measure for the performance and energy/power in the context of
a real embedded system. The HW/SW partitioning and HW/SW interface selection will
play a more important role in the design efficiency since HW/SW communication will also
become an integral part of the cryptographic computation process. A tradeoff between cost,
performance, flexibility and security needs to be considered in the HW/SW codesign of a

cryptographic coprocessor.

Main conclusion for Chapter 4. The hardware benchmarking of different cryptographic
algorithms based on a fair and comprehensive methodology can be very challenging because
of the undefined application scenarios, various choices of technologies and multiple optimiza-
tion goals. In the context of NIST SHA-3 competition, we described our efforts in ASIC
performance evaluation. We first described the overall design flow that combines FPGA pro-
totyping with ASIC design, and next elaborated the efforts to automate and standardize the
ASIC implementation process, and finally presented how to design and benchmark a SHA-3
ASIC.

Main conclusion for Chapter 5. There are two technology-dependent issues in the
evaluation of cryptographic hardware: how to perform cross-platform comparison between
the FPGA and ASIC results and how to conduct technology-dependent cost analysis. In the
context of hash function designs, we provided some insights on how to look at SHA-3 hardware
benchmarking results in different platforms. Our technology-dependent cost analysis may
help cryptographic engineers have better presentation of the metrics and avoid some common

pitfalls.

Main conclusion for Chapter 6. A cryptosystem will fail at its weakest link and one
countermeasure against one SCA or fault attack may benefit another attack. Keeping track
of the ever evolving field of implementation attacks is a titanic work for a cryptosystem
designer, and this chapter provides a digest of existing attacks and countermeasures. Three
guidelines were proposed and explained in the selection of countermeasures: complete, specific

and additive.
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7.2 Future Work

As new cryptographic standards come out from time to time, and the implementation effi-
ciency and hardware security need to satisfy different requirements of many novel security
applications. The research presented in this dissertation can serve as the base for several

future research directions.

In Chapter 4 we defined a SHA-3 ASIC evaluation methodology and presented hardware
evaluation results for the SHA-3 Fourteen Second Round and Five Third Round candidates.
However, the final SHA-3 ASIC benchmarking results only reflected the chosen fixed ASIC
library, technology node, synthesis constraints, and floor plan shape. One future research
direction toward more comprehensive ASIC benchmarking process is to explore more ASIC
technology impact factors as mentioned above. The SASEBO-R board used as the SHA-3
ASIC testing platform and the SASEBO-GII board used as the SHA-3 FPGA prototyping
were both originally developed for side-channel analysis. Hence, a potential research area is

side-channel analysis of SHA-3 candidates when implemented in FPGAs and ASICs.

In Chapter 5 we proposed a lightweight hash design methodology and optimized the
storage elements with much more compact register file. We also used one of the SHA-
3 Second Round candidates, CubeHash, as a case study to show the effectiveness of our
proposed method. Future work in this direction may include the discussion of applying the
lightweight hash design methodology to the optimization of all the five SHA-3 finalists. It
is also interesting to see whether similar optimizations in storage structure can be found in

lightweight block cipher designs.

In Chapter 6 we conducted a survey on implementation attacks and countermeasures on
ECC with main results summarized in Table 6.1. Though physical security of cryptographic
hardware or software has been intensively studied in the last ten years, known methods to
protect physical attacks are far from satisfactory. For future research, we believe the follow-

ing topics are important to improve our understanding in physical security of cryptosystems.
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First, mathematical model to evaluate the effectiveness of attacks and countermeasures. For
example, an attack requires certain amount of information leakage to reveal the scalar, which
sets up an upper bound of information leakage for an effective countermeasure. Models that
allow a quantitative evaluation of physical information leakage are still missing. Second, a
framework to evaluate the effectiveness of a set of countermeasures. Multiple countermea-
sures are always used together to thwart multiple attacks. However, the current method for
choosing countermeasures is rather ad-hoc. Third, Table 6.1 shows that we only understand
a small part of the complete picture, and many interesting attack-countermeasure pairs have
not been studied yet. Finally, system integration of multiple countermeasures. In [59], we
suggested a combined countermeasure and discussed the system integration cost. A perfect

countermeasure is probably useless if it is too complex to implement.
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