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Computing Systems

William J. Worek

Abstract

Distributed adaptive computing systems (ACS) allow developers to design applications using
multiple programmable devices. The ACS API, an API created for distributed adaptive com-
puting, gives developers the ability to design scalable ACS systems in a cluster networking
environment for large applications. One such application, found in the field of bioinformatics,
is the DNA sequence alignment problem. This thesis presents a runtime reconfigurable FPGA
implementation of the Smith-Waterman similarity comparison algorithm. Additionally, this
thesis presents tools designed for the ACS API that assist developers creating applications in

a heterogeneous distributed adaptive computing environment.



To Everyone,

so I don’t leave out anyone.

il



Acknowledgements

While working on my thesis, a number of people have provided an enormous amount of
support. First, I would like to thank my committee, Dr. Athanas, Dr. Baker, and, especially,
my advisor Dr. Jones. A debt of gratitude is owed to all of the people that had a hand in
developing the ACS API. A special thanks goes to Kiran Puttegowda and James Hendry.
Without their support, none of this would have been possible. I would also like to thank
all of the diligent workers in the CCM Lab for providing me with entertainment as well as
guidance. I would like to acknowledge DARPA and ISI for supporting the development of
this project. A many thanks go to all of the people that have helped me get to this stage in
my life. And finally, I would like to acknowledge the support of all of my friends and family
for all of their help.

William J. Worek

July 2002

v



Contents

Contents v
List of Figures viii
List of Tables X
Listings xi
1 Introduction 1
1.1 Motivation . . . . . . . . . 1
1.2 Thesis Statement . . . . . . . . ... 2
1.3 Thesis Organization . . . . . . . . . . ... 2

2 Background 4
2.1 Adaptive Computing Devices . . . . . . . . ... ... ... ... 4
21,1 Overview . . . .. )

2.1.2 SLAAC-IV . . e 6

2.1.3  Osiris . . . . . 8

2.2 Smith-Waterman Pattern Matching Algorithm . . . . . . ... .. ... ... 10



2.3 Gene Matching . . . . . ... oL

2.4 Pattern Matching Applications . . . . . . . ... ... ... ..

ACS API Description

3.1 System Management . . . . . . .. ... L Lo
3.2 Board Management . . . . . .. ..o
3.3 Data Management . . . . . . . . . ...

ACS API User Interface
4.1 Textual Interface . . . . . . . .

4.2 Graphical Interface . . . . . . . . ...

FPGA Pattern Matching Implementation

5.1 OVerview . . . . . ... e
5.2 PE Description . . . . . . . . ..
5.3 State Machine . . . . . . . ...
5.4 Up/Down Counter . . . . .. .. .. ... ... ...
5.5 Data Control . . . . . . . . ..

ACS System Implementation

6.1 OvVerview . . . . . . . ..
6.2 Streamed System . . . . .. ..o
6.3 Distributed System . . . . . ...

Analysis and Results

7.1 ACS Debugger . . . . . . . . e

17

18

20

21

24
24

26

31
31
33
33
35

36

38

38

40

42

44



7.2 Area . ...

7.3 FPGA Throughput . . . . . . . . . ...

7.4 Single Node Throughput . . . . . . . ... ... ... ... ... .....

7.5 Streaming Approach . . . . . . .. ..

7.6 Distributed Approach . . . . . . . . ...

8 Conclusions

8.1 Summary .

8.2 Future Work

Bibliography

A Hokiegene Code

Vita

62

62

63

65

68

92



List of Figures

2.1

2.2

2.3

24

3.1

4.1

4.2

4.3

4.4

5.1
5.2
5.3

5.4

6.1

6.2

Basic FPGA Components . . . . . . . . . . ... ... .. ... 5
SLAAC-1V Board Architecture . . . . . . . . ... .. .. ... ....... 7
Osiris Board Architecture . . . . . . . . .. .. ... .. 9
Example of a Linear Hidden Markov Model . . . . . . .. ... ... .... 16
Hierarchy of Node Classes . . . . . . . . . . .. .. ... ... .. ..... 20
Screen Capture of the Configuration Tab . . . . . . . ... .. ... ... .. 26
Screen Capture of the Memory Tab . . . . . . . ... ... .. .. ... ... 27
Screen Capture of the Clock Tab . . . . . . .. .. ... ... ... ..... 28
Screen Capture of the FIFO Tab . . . . . . . ... ... ... ... ..... 29
Block Diagram of the FPGA Implementation. . . . . . . .. ... ... ... 32
Diagram of the Inside of a Processing Element . . . . . . . .. ... ... .. 34
Gene Matching State Machine . . . . . . . .. .. ... ... 35
FIFO Word . . . . . . . . 36
Customized Core Generation Flow . . . . . . ... ... ... .. ... ... 39
Program Flow . . . . . . .. . 39

viil



6.3

6.4

6.5

6.6

7.1
7.2
7.3
7.4
7.5
7.6
7.7

7.8

Architecture of a Node in the Streaming System . . . . . . ... .. ... .. 40

Streaming System . . . . . ... 41
Architecture of the Distributed System . . . . . . ... .. ... ... .... 42
Distributed System . . . . . ... 43
Single Local Osiris Board using FIFOs . . . . . . . . ... ... ... ... 54
Single Remote Osiris Board using FIFOs . . . . . . . ... .. .. ... ... 54
Single Local SLAAC-1V Board using FIFOs . . . . . . ... ... ... ... 55
Single Remote SLAAC-1V Board using FIFOs . . . . . ... ... ... ... 55
Single Local Osiris Board using Memory Transfers . . . . . . .. ... .. .. 57
Single Remote Osiris Board using Memory Transfers . . . .. .. ... ... D7
Single Local SLAAC-1V Board using Memory Transfers . . . . . . . . .. .. 58

Single Remote SLAAC-1V Board using Memory Transfers . . . .. ... .. 58



List of Tables

2.1

2.2

5.1

7.1
7.2
7.3
7.4
7.5
7.6

7.7

Internal Matrix of SW Algorithm . . . . . . ... .. ... ... .. ..... 12
Example Matrix Element Calculation . . . . . .. ... ... ... ... ... 12
2-bit Nucleotide Representation . . . . . . . . . . . . ... .. ... ..... 32
Results for the Textual Interface . . . . . . . . ... .. ... ... ... .. 45
Performance and Hardware Size for Various Systems . . . . . . . . .. ... 49
Values for the Single Node Model . . . . . . . . ... ... ... ... .... 51
FIFO Results for the Single Node . . . . . . .. .. .. ... ... ... ... 52
Memory Results for the Single Node . . . . . ... .. ... ... ... ... 56
Results for the Streaming Implementation . . . . . . ... ... ... .... 59
Throughput for the Distributed Implementation . . . . . . . . ... ... .. 61



Listings

3.1
3.2
3.3
3.4
Al
A2
A3
A4

A5

Sample XML Configuration File . . . . . . . . ... ... ... ... ... .. 18
Example ACS Host Program . . . . . . . . . ... ... ... .. ... ..., 19
Example ACS Host Program (cont. from Listing 3.2) . . . .. ... ... .. 21
Example ACS Host Program (cont. from Listing 3.3) . . . ... .. ... .. 22
Processing Element Hardware Description . . . . . .. ... ... ... ... 68
Streaming System XML Configuration File . . . . . . . ... ... ... ... 71
Streaming System Host Program . . . . .. . ... ... ... .. ... ... 73
Distributed System XML Configuration File . . . . . . ... ... ... ... 79
Distributed System Host Program . . . . . . . ... ... ... ... ... .. 81

xi



Chapter 1

Introduction

1.1 Motivation

Since the introduction of the Human Genome Initiative [1], genetic sequences are being
discovered at an ever increasing rate. It is a common problem in the field of bioinformatics
to compare a gene sequence to a database of sequences, or databases of sequences against
another database. Gene repositories, such as GenBank [2] or Swiss-Prot [3], used in these
comparisons have grown to be quite large and require a great deal of computation to compare
against. Faster methods of comparing gene sequences are required in order to keep up with

the size of the databases.

Developing large distributed applications on adaptive computing systems requires knowledge
of hardware design languages, FPGA board APIs, and a method for communicating between
computers. Becoming proficient in all of these areas is a difficult task. Furthermore, there are
few resources for debugging and developing applications in a distributed adaptive computing

environment.
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1.2 Thesis Statement

This thesis explores the use of the Adaptive Computing System API (ACS API) for devel-

oping a distributed gene matching application. This thesis contributes the following.

It demonstrates and analyzes the use of the ACS API in developing distributed systems.

It suggests methods for designing distributed adaptive computing systems.

It analyzes the results of using a runtime reconfigurable approach to comparing genetic

sequences on FPGAs.

e [t demonstrates and analyzes the use of heterogenous nodes in an adaptive computing

system.

A runtime reconfigurable gene matching implementation of the Smith-Waterman [4] algo-
rithm was developed as part of this research. To assist in developing distributed adaptive

computing systems, a textual and graphical interface was created for the ACS API.

1.3 Thesis Organization

This thesis is organized in the following manner. Chapter 2 presents the background for the
work presented in this thesis. The background discusses related research and concepts that
contributed to this thesis. Chapter 3 describes the ACS API. It explains the development
environment that was used in designing the distributed systems. Chapter 4 describes the
user interface designed to assist in developing applications. Chapter 5 presents the hard-

ware implementation of the genetic sequence alignment algorithm. Chapter 6 describes the
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distributed adaptive computing systems developed to utilize the hardware described in Chap-
ter 5. Chapter 7 presents an analysis of the results from the systems developed. Chapter 8

summarizes the research and proposes avenues for future work.



Chapter 2

Background

This section will discuss the background information used in this thesis. The background
is divided into four sections. The first section discusses adaptive computing devices and
examines the resources available on two boards used. The second section explains the
Smith-Waterman [4] pattern matching algorithm. The third section gives an overview of
the genetic code matching problem, as well as examining alternative algorithms and com-
mercial implementations. The final section examines applications that make use of pattern

matching.

2.1 Adaptive Computing Devices

Adaptive Computing Systems (ACS) are comprised of reprogrammable hardware devices.
These hardware devices contain programmable logic devices (PLDs) such as commercially
available Xilinx Field Programmable Gate Arrays (FPGAs). This section gives an overview
of PLDs. This section also gives a description of the SLAAC-1V and the Osiris, the two

Xilinx-based platforms used in this thesis.



Chapter 2. Background )

2.1.1 Overview

Digital logic devices are typically divided into two broad categories, Application Specific
Integrated Circuits (ASICs) and general purpose processors (GPPs). GPPs, such as CPUs
in a personal computer, are very flexible devices that are characterized by a high degree of
programmability at the sacrifice of performance. The GPPs limited performance is due to the
overhead of decoding and executing instructions. ASICs are integrated circuits designed for
a specific task. In contrast to GPPs, a very high level of performance and limited flexibility
defines an ASIC. ASICs may have a limited amount of flexibility that is built into the circuit

during the design. Any flexibility typically results in a sacrifice in performance [5].

Programmable Logic Devices (PLDs) allow a high degree of flexibility without sacrificing
very much in performance. PLDs are approximately three times slower than ASICs, but
can be significantly faster than GPPs [5]. A typical PLD, such as a Xilinx FPGA, is com-
prised of three parts, Input/Output Blocks (IOBs), Configurable Logic Blocks (CLBs), and
a programmable interconnection network. IOBs are interfaces for connections external to
the chip. A large array of CLBs implements the desired logic. The programmable intercon-

nection controls signal routing between CLBs [6].

Figure 2.1: Basic FPGA Components

The CLB consists of function generation, internal routing, and memory. To generate func-
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tions, the CLB uses an array of lookup tables (LUTs). The internal routing allows signals
to be connected to the memory or continue straight out of the CLB. D-flip-flops (DFF)
provide fast memory for storing intermediate values. The ability to store values local to the
CLB allow a high degree of pipelining in the circuit. The CLBs and interconnections are
programmed using anti-fuses or memory. Anti-fuses are one-time programmable cells that
create permanent connections when stimulated with a current. Modern PLDs use memory
units such as Static RAMs (SRAMs) to program the device. Figure 2.1 shows logic blocks
(LB) in relation to programmable switch matrices (PSM). A configuration defines the hard-
ware which the PLD implements by specifying the values in all of the LUTs and SRAMs

used in the CLBs and programmable interconnections [5].

2.1.2 SLAAC-1V

The Information Sciences Institute (ISI) East, a part of the University of Southern California
(USC), developed the SLAAC-1V under the Systems Level Application of Adaptive Com-
puting (SLAAC) project [7]. The Defense Advanced Research Project Agency (DARPA)
sponsored the SLAAC project, which combined the resources of several different organiza-

tions including the Configurable Computing Machines Laboratory of Virginia Tech.

The SLAAC-1V [8] is a FPGA platform capable of being connected to a host computer via a
32-bit 33 MHz PCI connection. Three Virtex 1000 FPGAs reside on the SLAAC-1V board.
The Virtex XCV1000 FPGAs contain the equivalent of 1 million system gates and 27,648
Logic Cells. Each part hosts 64x96 CLBs and 128K bytes of Block RAM. Each CLB in the
Virtex chip is composed of two slices. A slice is the most primitive logic block contained in
an FPGA, made up of 2 DFF, 2 4-input LUTs, and assorted logic for internal routing [6].
The three FPGAs are named X0, X1, and X2. The X0 FPGA contains the interface to the
CPU, known as the Interface FPGA (IF). For convenience, X0 and IF are referred to as
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Figure 2.2: SLAAC-1V Board Architecture

separate units within the SLAAC-1V.

The SLAAC-1V also contains memory on the board. The user FPGAs X1 and X2 can each
access four zero bus turnaround (ZBT) SRAMs. The X0 FPGA only has two ZBT SRAMs
available to it. All the ZBT SRAMs have 36 bit words and are 256K addressable. ZBT
RAMs allow a read or write during every clock cycle, allowing 100 percent utilization of
the bus. The user can specify whether the IF will preempt the FPGAs to allow the host
access to the memories. During preemption, the clocks on the FPGAs are halted while the
memories are being used. The user can also specify that the IF use non-preemptive memory
access. In this case, the user must ensure that the host and the FPGAs do not access the

memories at the same time [8].

The SLAAC-1V has two sets of FIFOs. FIFO A0 is an input to the board and has a
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complement output FIFO named B0. Likewise, FIFO A1 is used for input and FIFO B1 is
used as an output. The A0/BO FIFO is 64 bits wide, but has no buffering. This type of
FIFO is referred to as a mailbox. The A1/B1 FIFO also has words which are 64 bits wide.
In contrast to the mailbox FIFOs, the second type of FIFOs can buffer up to 256 words [8].

A crossbar exists between X0, X1, and X2. The crossbar is configured by the X0 element and
allows data to be broadcast between the processing elements. In addition to the crossbar,
there is a 72-bit connection that creates a ring. The ring connection, using RIGHT and LEFT
descriptors, is useful for streaming data through all of the processing elements. Figure 2.2

shows the architecture of the SLAAC-1V board.

2.1.3 Osiris

The Osiris board [9] is the latest generation from the SLAAC family of FPGA boards. Like its
predecessors, the Osiris board was developed at ISI-East under the SLAAC project sponsored
by DARPA. The Osiris board has many improvements in hardware over the SLAAC-1V. The

design of the drivers and support software has also changed.

The Osiris board contains two Virtex II FPGAs. One FPGA, the IF, is used as an interface
between the FPGA board and the host computer. The interface FPGA is a Virtex II 1000
(XC2V1000) part. The second FPGA, the XP, is a user programmable device available for
implementing hardware designs. The user FPGA is a Virtex II 6000 (XC2V6000) part [9].

The Virtex IT 1000 device contains the equivalent of one million system gates. A total of
720K of block RAM bits reside on this device. In contrast, the Virtex II 6000 is a much
larger device, containing the equivalent of six million system gates. A total of 2,592K block
RAM bits are contained in this device. The number of configurable/complex logic blocks

(CLBs) increase from 40x32 in the 1000 part to 96x88 in the 6000 part [10].
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The Osiris board contains two types of memory available to the XP and two types of memory
accessible to the IF. The memory attached to the IF is typically used for holding configu-
rations or partial reconfigurations. Four megabytes of flash memory is available to the IF

along with six megabytes of asynchronous SRAM [9].

10 512K X 36
ZBT SRAMS
SODIMM
SODIMM XP
XC2V6000
amMB
FLASH i
XC2V1000
SRAM
s —
64/66 PCI

Figure 2.3: Osiris Board Architecture

Two types of memory are also available to the XP. The XP has access to 10 SRAM memories.
Each SRAM is a 512Kx36 ZBT capable of running at 200 MHz. The XP can also access
two Micron 256 MB SDRAMs, for a total of 512MB of PC133 memory. A memory ring
component, part of the VHDL library, controls the memory available to the XP. The two
types of memory are available to the XP and the host. The host can access the memory using
preemption and non-preemption. During preemption, the XP processing will halt while the
host accesses the memory. Preemption ensures a seamless visualization by the XP. If non-

preemption is preferred, the XP must not access the same memory resource as the host at
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the same time. The XP can check a memory busy signal to ensure exclusive access to the

memory resource [9].

The Osiris board interfaces to the host CPU via a 64-bit 66 MHz PCI connection. The
Osiris Board streams data through an input FIFO named FIFO-0 and an output FIFO
named FIFO-0. While the two FIFOs have the same name, they are separate FIFOs. Each
FIFO is 64 bits wide and 256 words deep. The architecture for the Osiris board is shown in

Figure 2.3.

2.2 Smith-Waterman Pattern Matching Algorithm

Pattern matching problems appear in many different disciplines. Algorithms designed to
solve the pattern matching problem have evolved over time. This section discusses the
Smith-Waterman algorithm [4]. In this algorithm, a pattern P is to be matched against a
text T'. The pattern P consists of m letters, in other words P = pip>...p,, such that for
each ¢ between 1 and m, p; € S where S is the alphabet. T" consists of n letters of the same
alphabet S or, more formally, T = tqt5...t, with each ¢; € S. For ease of explanation, the

pattern P will always be shorter or equal in length to the text T' (m < n).

Smith and Waterman devised an algorithm for matching similar patterns [4]. The Smith-
Waterman (SW) algorithm compares a pattern P to text 7' and calculates the penalty
required to change P into T. Due to the fact that P and 7" may not match exactly, the
penalty will take into account the number of insertions, deletions, and substitutions needed

to convert the strings to match each other. This penalty is referred to as the edit distance.

Let s be the penalty for substituting characters if a mismatch is found. Let g be the penalty

for a gap. We will assume a gap penalty for an insertion is the same as a gap penalty
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for a deletion. For instance, if P= CAT and T = CGG, then the penalty would be two
substitutions; one for substituting A for G and one for T for G. If P = CAT and T'= CAAT

then the penalty would be one deletion or gap for removing the second A in sequence T

0
Hi 151+ s(ti, p;
H;; = max 1g-1+ s(t py) (2.1)
max{H;_; — Wy}

mcwc{Hi’j,l — VV[}

where 1 <i<nand1<j5<m and,

H the SW matrix,
s(t;,pj) similarity function between characters, and

Wi penalty for a deletion of length k.

The SW algorithm solves a similar matching problem using a dynamic programming ap-
proach. The complete algorithm is shown in Equation 2.1 [4]. The algorithm uses the
solutions from smaller problems to create the larger solution and in the process, creates a
matrix of edit distances. The value in cell H;; represents the degree of similarity between
the sequences up to ¢; and p;. A simplification to the SW algorithm was presented by Lipton
and Lopresti [11]. In the modified SW algorithm, each element of the matrix uses three

other elements to compute its value. Table 2.1 shows the matrix for computing element d.

a:T; =PF;
a+s:T; # P;
d = min 75 (2.2)
b+g

c+yg
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T;
a b
Pil... ¢ d

Table 2.1: Internal Matrix of SW Algorithm

s=5 C

g=238 : a="7
T, = 7 012 b=12
P=A A|l... 10 d =10

d=min{a+s,b+g,c+g} =12

Table 2.2: Example Matrix Element Calculation

Equation 2.2 shows the modified SW computation required for each element in the edit
distance matrix [11]. In this equation, ¢ is the gap penalty, the cost of an insertion or a
deletion, and s is the penalty for a substitution, a mismatch between characters. Table 2.2
shows an example computation of a matrix element. Because the characters T; and P; result
in a substitution, the a + s penalty is used to compute d. The SW Algorithm computes
all values in the matrix in order to generate the global edit distance in the bottom right
cell. For the n x m matrix, the complexity to compute all values is O(n * m). Because data
dependencies exist only on top and to the left of each cell, diagonal values in the SW matrix
can be computed concurrently. The parallelized SW Algorithm computes up to n operations
at each step. However, due to the data dependency, the algorithm cannot achieve perfect
speedup. Thus, the algorithm computes the matrix in n + m steps assuming n available

processing elements.
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2.3 Gene Matching

The gene-matching problem is actually a set of problems with slight variations. When
analyzing a gene-matching algorithm it is important to note whether it is solving global
or local alignment, using affine or linear scoring, and if the algorithm compares DNA or

proteins [12].

When comparing genetic codes, scientists typically are comparing either deoxyribonucleic
acid (DNA) or proteins. DNA is a chemical inside of cells that is made up of four possible
nucleotide bases, Adenine, Thymine, Guanine, and Cytosine. These nucleotides are abbre-
viated A, T, G, and C. The four bases combine in pairs to create rungs in a twisted ladder
called a double helix. Adenine always combines with Thymine and Guanine always combines
with Cytosine. The bases form words that define the creation of amino acids, the building
blocks for proteins. There are 20 different amino acids which chain together to form proteins.
Proteins perform a wide variety of activities inside of the body. Missing or altered proteins

are the cause of many diseases [1].

Scientists sometimes wish to match entire genes against each other, requiring a global align-
ment algorithm. However, sometimes, scientists wish only to find a match in a small section
of the gene. When only a small section of the gene is required to match, a local alignment

algorithm is used [12].

A variation in the way matches are scored provides the last variation in gene-matching
algorithms. All of the algorithms have penalties for a gap, an insertion, or a substitution.
However, some algorithms provide a larger penalty for an initial gap penalty and smaller
penalties for gap extensions. This type of variable scoring uses affine gap penalties. The
alternative to affine gap penalties is linear gap penalties, where each insertion or deletion

incurs the same cost as the previous one [12].
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In addition to the Smith Waterman algorithm, there are a number of other algorithms used
to solve the gene-matching problem. Both FASTA [13] and the Basic Local Alignment Search
Tool (BLAST) [14] use heuristics to reduce the complexity of the algorithm. Both FASTA
and BLAST compare small segments of the query to the database. The assumption in
both algorithms is that good matches have a large number of substrings with exact matches.
FASTA first computes a position-specific comparison of the genes to generate sets of matches
on the same diagonal of the SW matrix. Using the diagonal with the most matches, the
SW Matrix is computed for a small band surrounding the chosen diagonal. BLAST operates
using a similar technique. However, instead of performing a gapless alignment with a specific
gene in the database, the algorithm compares the query sequence against a set of genes with
common structure, function or evolutionary origin. BLAST associates a higher scores when
the set of genes have common entries. BLAST then takes the highest matches and computes
a small section of the SW matrix. These heuristic approaches can miss matches and produce
false positives. Both FASTA and BLAST improve the speed of the SW algorithm at the cost
of sensitivity in comparing genes. BLAST becomes less precise in finding matches when a

family of genes has less in common.

Several companies have produced commercial solutions to the gene matching problem. Time
Logic [15] and Compugen [16] have produced products that exploit the use of FPGAs to
accelerate their solutions. Both speed up their inner loops of their algorithms by using FPGA
boards. The Paracel [17] Gene Matcher2 [18] product uses ASICs and software designed for a
Linux distributed system. Implementations of BLAST and FASTA are available for download

over the Internet.
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2.4 Pattern Matching Applications

Matching patterns is a common function that is useful in a variety of different fields. This
section will give an overview of a few of these fields. The pattern matching algorithm
discussed in this paper is defined by a large database, a high query load, and noisy data,

requiring similarity comparisons.

Network Intrusion Detection (NID) systems are created to use two types of detections. An
anomaly detector generates a profile of normal network traffic to be used as the database
and queries this database with the current network traffic. A misuse detector queries the
network traffic against a preexisting database of attacks, known as signatures. Most intrusion
detection systems use perfect match algorithms to compare data. Snort [19], a common
packet sniffing program for Linux, uses the perfect matching Boyer-Moore algorithm [20] to

compare data.

Fingerprint matching is another important pattern matching application. The first step in
fingerprint matching is to identify areas of interest, known as minutiae. The minutiae de-
scribe a collection of anomalies within a fingerprint, such as ridge endings or bifurcation [21].
Because fingerprints can be stretched or smeared, most fingerprint applications desire a sim-
ilarity score rather than a binary match or mismatch. An FPGA implementation of the
fingerprint problem was created on the SPLASH-2 [22], an early Xilinx enabled board. The
SPLASH-2 implementation has been shown to be over 1,500 times faster than a sequential

solution on a SPARC workstation.

Voice recognition and face detection applications also use similar matching algorithms. It
has been shown that the face detection problem is a two dimensional representation of a voice
recognition problem and is simple to translate between the two applications. The Hidden

Markov Model (HMM) is a popular model used in voice [23] and face recognition. The HMM
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Figure 2.4: Example of a Linear Hidden Markov Model

End

uses state transitions to represent a sequence alignment. There are three types of states in
the HMM, match (m) states, insertion (i) states, and deletion (d) states. Lines between
states represent probabilities in transitioning between those states. The HMM model uses
position-specific scoring, rather than pairwise scoring as in the Smith-Waterman, BLAST,
and FASTA models. The HMM is compared or aligned to a query sequence to determine
if the sequence belongs to the same family as the HMM. Figure 2.4 shows a simple HMM
model. A parallelized HMM application was implemented to match genes by Hughey [24].



Chapter 3

ACS API Description

The ACS API is an object-oriented approach to controlling distributed adaptive computing
systems. The design of the ACS API is scalable and allows users to write single node
applications or develop applications using many nodes. The ACS API is a cross-platform
interface that currently supports both Windows and Linux. By developing the code in an
open-source environment, the ACS API is able to evolve and support more FPGA boards
as well as allow users to increase its functionality. A set of default behaviors are defined by
the ACS API, which makes the API a simple way to control complex systems. The user
need only write one host program to control the entire system regardless of the number
of nodes in the system. This chapter provides an overview of the ACS API presented in
[26] and [27]. The three sections presented in this chapter divide the ACS API into broad
categories of functionality for controlling the distributed ACS environment. The system
management section describes the methods for controlling the overall system. The second
section discusses how the API controls individual boards. The final section describes the

methods for transmitting data to and from the boards in the system.

17
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3.1 System Management

The host program is simple program written by the user that controls the adaptive computing
system. The first stage of the host program is to instantiate a system object. The system is
composed of an array of nodes and an array of channels. Nodes are objects that represent

FPGA boards in the system. Channels are logical connections between nodes’ FIFO ports.

The user creates an eXtensible Markup Language (XML) [28] file to define the system.
Listing 3.1 shows an example ACS API configuration file. The commitype field defines the
interprocessor communication type, such as the Message Passing Interface (MPI)[29]. Within
the boards element, any number of nodes may be defined and configured with the PE field,
such as the Osiris board shown in the example. The array of channels is constructed in
the channels field. Each channel element defines the endpoints using the src and dest
attributes. The user’s XML configuration file is a simple, reusable method for describing the

ACS system.

Listing 3.1: Sample XML Configuration File

<?xml version="‘1.0" encoding="UTF—-8" 7>
<!DOCTYPE config SYSTEM “/project/acs_api/src/config/acs_conf.dtd” >
<config>
<header>
<commtype> MPI </commtype>
<version> 0.03 </version>
<author> William J. Worek </author>
<desc> This is a sample config file </desc>
< /header>
<boards>

<osiris board_id=“node0” location="“local” ctrl_proc_dir =*/project/acs_api/bin” >
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<PE pe_num="“0" prog_file="“xp.bit” />
< /osiris>

< /boards>
<channels>
<channel>
<src> <host port=“HOST_OUT” /> < /src>
<dest> <node board_id=“node0” port=“OSIRIS_FIFO_A0" /> </dest>
< /channel >

< /config>

The host program uses the ACS_XMLConfig class to parse the XML configuration file and
create the system object. Listing 3.2 contains the beginning code segment for an example
ACS host program. After instantiating an ACS_XMLConfig object, the XML configuration
file name is set. The XML file is parsed during the getSystem function to generate an array
of nodes and an array of channels. The arrays are then passed to the ACS_Initialize function
to instantiate the system object. ACS_Initialize also starts the control processes on each

host processor in the system.

Listing 3.2: Example ACS Host Program

#include “acs.h”

#include “acs_system.h”
#include “acs_xmlconfig.h”

void main(int arge, char ** argv)

{
ACS_SYSTEM x system;
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int node_id, node num;
ACS_XMLConfig config;

config .setFilename(argv[1]);

config . getSystem(&system);

config . getNodeCount(&num _sites);

3.2 Board Management

The ACS API provides several functions for managing individual boards. Boards may either
be local on the host machine or remote on a networked machine. The ACS API uses an
object-oriented design to hide the location of the nodes in the system. Figure 3.1 shows
the class hierarchy implemented in the API. Local nodes implement functions by calling the
underlying board-specific API. Remote nodes package the parameters of the function and

pass them across the network.

Local Node Remote Node

Dummy Node

Figure 3.1: Hierarchy of Node Classes
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Listing 3.3 shows a code segment from an example host program that demonstrates the use
of board management functions. FPGA boards have user clocks that are used to control
the speed of the implemented hardware. The ACS_Clock_Set and ACS_Clock_Get are used
to control and query the clocks. The ACS_Run and ACS_Stop functions are used to turn
the clocks on and off. The FPGA has reset signals that are controlled by the ACS_Reset
function. Finally, there are methods, not shown in the example, for loading hardware con-
figurations onto the FPGA, such as the ACS_ConfigureFromFile function. The ACS API

reduces information sent to the nodes by caching FPGA configurations on the board.

Listing 3.3: Example ACS Host Program (cont. from Listing 3.2)
ACS_CLOCK clock;

for (node_num = 0; node_num < num sites; node_num+-+) {
config . getNodeNumber(node_num,&node_id);
clock.frequency = 50.0;
clock.countdown = 0;
ACS_Clock_Set(&clock, node_id, system, &status);
ACS_Clock_Get(&cur_clock, node_id, system, &status);
ACS_Reset(node_id, system, pe_mask, 1, &status);
ACS_Run(node_id, system, &status);
ACS_Reset(node_id, system, pe_mask, 0, &status);

3.3 Data Management

This section describes the functions used for passing data and control information between

the host program and the nodes. Specifically, the methods for streaming data using FIFOs,
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accessing onboard memory, and manipulating registers are described. The ACS API, as
mentioned in Section 3.2, makes all board functions uniform despite the location of the node

in the system.

Listing 3.4 shows the final code segment of the example host program. This segment of code
shows examples of the methods for communicating with the FPGA board. The ACS_Dequeue
and ACS_Enqueue functions stream data through the specified port on the host node. The
control process passes the data through the ACS channels to the board according to the
structure defined in the system object. Registers can be used for a variety of functions,
including sending control information to the FPGA, and providing status information such
as the FIFO empty and full registers. The ACS_Reg_Read and ACS_Reg_Write functions take
parameters for the node, address, and size of the register. Onboard memory can be used for
providing initialization data or retrieving accumulated data post processing. The ACS_Write
and ACS_Read functions require parameters specifying the node, processing element, and

memory bank.

Listing 3.4: Example ACS Host Program (cont. from Listing 3.3)

unsigned char out_buffer [8];

unsigned char in_buffer [8];
ACS_Dequeue(in_buffer, 8+sendsize, 0, system, &status);
ACS_Enqueue(out_buffer, 8«sendsize, 1, system, &status);
ACS_REGISTER xreg;

reg. size = 64;

ACS_Reg Read(system, node_id, 0x17, reg);
ACS_Reg_Write(system, node_id, 0x18, reg);
ACS_ADDRESS x*addr;

addr.pe = 1;

addr.mem = 4;
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addr. offset = 0;

ACS_Read(out_buffer, 1024, node_id, address, system, &status);
addr.pe = 2;

ACS_Write(in_buffer, 1024, node_id, address, system, &status);
ACS_System_Destroy(system, &status)

ACS_Finalize();

23




Chapter 4

ACS API User Interface

The ACS API was designed to provide a simple, portable, and scalable interface for devel-
oping applications on adaptive computing systems. This section describes two interfaces
developed as part of this thesis for streamlining the process of creating ACS applications.
The ACS API provides a textual interface that allows the user to run scripts and run ACS
commands at a command prompt. The second tool is a graphical user interface (GUTI), which

is the simplest method for interacting with the system.

4.1 Textual Interface

The ACS API textual interface is a useful tool for debugging and constructing applications.
The textual interface was developed using the tool command language (TCL) scripting lan-
guage for creating the textual interface. TCL was developed at the University of California,
Berkeley in the 1980s [30]. The scripting language was initially used to run tools for designing

integrated circuits.
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TCL, like other scripting languages, are useful for “gluing” applications. Scripting languages
provide a higher level of programming compared to system programming languages. System
programming languages are typically faster and have stronger typing. It is possible to create
entire applications simply by creating a script. Applications may also be debugged by

running the program command by command.

The ACS textual debugger provides an interface with all the ACS API functions available to
the user. The user can combine several function calls into a script. Scripts may be written to
perform an entire application and are run by executing them as a command line parameter.
Commands can also be run by starting an ACS debugging shell and typing in each command

one by one.

While the ACS textual debugger is capable of running applications, it is recommended for
debugging purposes only. TCL, like most scripting languages, is an interpreted language.
As such, it is unlikely that a script run program will exhibit the same performance as a
conventional program created using a system programming language. But, because TCL
is interpreted, debugging applications is simpler since scripts do not need to be recompiled

every time a change is made.

The textual debugger uses the tclreadline package. Tclreadline provides the user with a
number of convenience functions, such as tab completion and command history. Tab com-
pletion is a useful feature that makes learning how to use the ACS API easier because the

user no longer needs to remember the full name of the command.
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4.2 Graphical Interface

Packaged with the ACS API is a graphical user interface intended for debugging applications.
The graphical interface uses Qt [31], a cross-platform C++ GUI development kit. The ACS
graphical interface is a simple and effective tool for testing and debugging the functionality

of a hardware design without having to create a specific program.

The graphical interface to the ACS accepts an XML configuration file as an optional com-
mand line input. Alternatively, the user may configure the system by opening an XML
configuration file from the file menu. Once the system is configured, a set of tabs appears in
the main window. Each tab represents a different set of functions for accessing the FPGA

board. The user may change between boards by selecting the appropriate node from the

View 1menu.
[=]O[x]

File Uiew

configure Imemow | clock | mros |

SLAAC_XO I D” |

SLAAC_X1 I Dr, |

SLAAC_W2 I D’N |

Confiqurs |
Femdy 4
I

Figure 4.1: Screen Capture of the Configuration Tab
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The ACS GUI program generates the appropriate interfaces for the system by querying each

board. The node returns information regarding the number and names of devices on the

board. For instance, the SLAAC-1V board has three processing elements named X0, X1 and

X2. The tab that allows the user to configure the processing elements is able to display the

three sets of objects for the node, as shown in Figure 4.1.

The configure tab has a list of processing elements. Each processing element has a text box

for entering the configuration file. Near each text box is a button connected to a file dialog.

The file dialog is a graphical method for traversing the directory structure and finding the

appropriate configuration file. A configuration button, when pressed, signals the system to

read the text boxes for the names of the files and configures the appropriate PEs.

File View

configue | hiemony Iclock | mros |

ADDRESS | conrents |

Strt Location

Lenath

—
—

Hemo KO Imemtko I ema K1 | em1 w1 I emz2 X1 | ems K1 I Iema Kz | hemi 2 I Iemz X2 | hems 2 I

— Address Format
= Binary
% Decimal
= Hew

= | Load Memory:

htodify Memary Refresh |

= | Save Memory

— Dicte. Format
£~ ginary
' pecimal
 Hew

Figure 4.2: Screen Capture of the Memory Tab

The memory tab, shown in Figure 4.2, contains a set of tabs, one for each memory on

the board. Text boxes are provided for specifying the starting address and the number of

locations the user wishes to read or write. The user may either transfer data to/from a table
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residing in the tab or a file. The data may be represented in binary, decimal, or hexadecimal

format by choosing a radio button from the button group.

All values in the memory tab are validated using an ACS_Validator. The ACS_Validator
class is derived from the QValidator class. The ACS_Validator reimplements the fixup and
validate functions. The validate function is called every time a key is pressed within the
field. This function can limit which keystrokes modify the text field. For instance, if the
memory is in a binary form, the only valid keystrokes are 0’s and 1’s. The fixup command
is called when focus leaves the text field, implying that the text is in its final form. Fixup
modifies the value in the text field in order to make it valid. For instance, if the memory is
16-bits wide and 17 bits of data are entered into the field, the fixup function can modify it

to a valid 16-bit value, either by cropping the last digit or by saturating it to the maximum

value.
File view
configwe | memory | clock Inms |
Clock1
™ Free Punning
€ st Clock CEEE
Clock Freauency I TiHz
Redy v
=

Figure 4.3: Screen Capture of the Clock Tab

The clock tab, shown in Figure 4.3 contains objects for modifying and controlling the clocks
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on the FPGA. The clock may be engaged in free-running or stepping mode. If the clock is
in free-running mode, a toggle button allows the user to start/stop the clock. If the clock is
in stepping mode, the button transforms into a push button that steps the clock each time
the button is pressed. The clock tab also contains a button for reseting the board and a text

field for modifying the clock frequency.

File iew
confiawe | memos | clock | AF0s I
I I Dafa Format
Enqueus Port
€ ginany
= )
Dequene Port I Dl Dequene % Decinal
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Lenath I I
ﬁl Enquene
Ready j
I

Figure 4.4: Screen Capture of the FIFO Tab

The FIFO tab, shown in Figure 4.4, is used to interface with the streaming data functions
of the FPGA board. In the FIFO tab, the user can specify the ports for enqueueing and
dequeueing in text boxes. The data for the stream is loaded or saved in a file given by
the user in a text field or file dialog. Enqueue and dequeue buttons are used to commit

parameters and call the underlying ACS API functions.

The objects in the ACS graphical interface are seamlessly integrated by the Qt tool kit.
Qt uses signals and slots to pass information within the program. A function can emit a

signal that will traverse the class hierarchy and be caught by all slots that use the signal. Qt
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programs are first preprocessed to find all the signals and slots using a meta object compiler.
The final application results from compiling all of the meta objects together with the original
code. Signals and slots are used in the ACS GUI for such things as sending signals to the

status bar in order to display information about the success of ACS API functions.

The ACS graphical interface is a powerful tool in debugging adaptive computing systems.
The user can control all functions of the board without learning any of the function calls of
the ACS API. While controlling FPGA boards using the ACS graphical interface is slower
than that of a program created using C or C++4, and even slower than using the textual
interface, using the ACS GUI allows users to control distributed adaptive computing systems

without any knowledge of the underlying APIs.



Chapter 5

FPGA Pattern Matching

Implementation

The following section describes the runtime reconfigurable hardware implementation of the
Smith-Waterman [4] genetic code matching algorithm that was adapted from [32]. The first
section gives a top-level overview of the hardware design. The following sections describe
the parts within the design, namely the processing element, the state machine, the up/down

counter, and the data control.

5.1 Overview

The FPGA implementation of the Smith-Waterman algorithm consists of four parts, the
processing elements, the state machine, the up/down counter, and data control. The pro-
cessing element computes the matrix value for each character in the query string. A state

machine follows the processing element to convert the output of the processing elements into
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Overall System

PE, PE, PE, State Up/Down
2 Machine Counter
—“» Char  Char %» Char  Char %» Char  Char
— Dist. Dist. —| Dist. Dist. | —| Dist. Dist. = Dist. Uu/D —=|U/D result L%
—  Reset Reset — | Reset Reset | | Reset Reset — | Reset Reset = Reset

Figure 5.1: Block Diagram of the FPGA Implementation

an up/down signal. The up/down signal connects to an up/down counter that computes the
final edit distance value. The method for receiving and sending data through the system is
the final part of the implementation. Figure 5.1, adapted from [32], shows the overall system

of the implementation.

An important objective in the design for the hardware was to maximize the number of
processing elements that fit on an FPGA. If a query sequence cannot fit on one board, it
must span either boards or configurations. Nucleotides are represented by a two-bit value
as shown in Table 5.1. Insertions or deletions have a penalty of one and substitutions have
a penalty of two. Using these penalty values reduces the amount of data that needs to be
stored in the PE and sent to the next PE. Because the insertion and deletion penalty is one,
the value in the matrix cell a differs from values in cells b and ¢ by exactly one. The d cell

differs from the a cell by either zero or two.

A|T|G|C
0001|1011

Table 5.1: 2-bit Nucleotide Representation

Intermediate edit distance values are computed and stored in each PE every clock cycle.
Because adjacent cells vary by exactly one, the least significant bit can be inferred. The

intermediate edit distances are computed modulo four, reducing storage space required for
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the matrix value in the processing elements. Because successive edit distance values vary by

exactly one, no information is lost if the values are stored modulo four.

5.2 PE Description

The hardware implementation of the Smith-Waterman algorithm has processing elements
that compute the values in each column of the edit distance matrix. The query character
that is used to compute the column is folded into the hardware logic. Each gene matching

PE fits within three slices, or less than one Virtex II CLB.

This implementation of the sequence comparison algorithm uses only local signals. Each
processing element requires only the edit distance from the previous column. All of the
components in this design are reset synchronously. The database sequence is streamed

through the PE, resulting in a single matrix computation each clock cycle per PE.

The block diagram of the inside of a processing element is shown in Figure 5.2, adapted
from [32]. The boxes on the right represent flip-flops. The boxes on the left represent LUTs
and inside each LUT is the function the LUT generates. The synchronous reset initializes
the flip-flops to appropriate values for each processing element. As seen from this diagram,
the processing element fits within three slices. The fourth slice of the CLB is left empty for

future improvements.

5.3 State Machine

The final processing element sends its local edit distance value into a state machine. The

state machine, in combination with the up/down counter, is responsible for converting the
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Gene Matching Processing Element
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Figure 5.2: Diagram of the Inside of a Processing Element
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edit distance from a two-bit, modulo four representation into the full edit distance value.

Figure 5.3 shows the state machine used for this gene matching implementation.

Gene Matching State Machine
0/1

V\%O/
o/1 1/0 @/O 11
(1] 10 (10
\_/

/1

Figure 5.3: Gene Matching State Machine

As shown in Figure 5.3, the state machine has four states. Each state represents the four
possible intermediate edit distance values. The initial state depends on the size of the query
sequence. The edit distance from the processing elements determines the next state of the
system. Only the upper bit of the edit distance is required because the lower bit is inferred.
The outer loop in the figure sends an up signal while the inside loop sends the down signal.

The up/down signal that is generated is passed to the next stage, the counter.

5.4 Up/Down Counter

At the end of the circuit is an up/down counter that calculates the final edit distance value.
The counter receives an up/down signal from the state machine and outputs the 16-bit edit
distance and four reset signals. The up/down counter is composed of four 4-bit pipelined

counters. The reset signals that are output represent the reset for each of the four stages
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FIFO Word

Path3 | Path2 | Pathl | PathO

Nucleotide 3 | Nucleotide 2 | Nucleotide 1 | Nucleotide O
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Edit Va | Reset | Char 1 |Char O

Figure 5.4: FIFO Word

of the pipeline. In order to view the final edit distance value, the signals output from the
counter must be captured in four successive clock cycles, starting with the least significant

bits.

5.5 Data Control

In order to use the resources of the FPGA efficiently, knowledge of the speed of the devices
was required. Any communication between the FPGA board and the host must travel
through the PCI bus. An analysis of the design shows that the goal of making the user
clock on the FPGA run approximately four times faster than the PCI bus was met. The
64-bit FIFO word, shown in Figure 5.4, is divided into four parts, where each 16-bit part
is read into the circuit each clock cycle. The 16-bit part is further divided into four 4-bit
nucleotides. Each nucleotide is input into four paths that reside on the FPGA.

The clock used by the system is gated by the FIFO input empty flag, representing no valid
data available, and the FIFO output full flag, representing no available space to pass data.

FIFO words are written to and read from the host every fourth clock cycle. Due to the four
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to one ratio in clock frequencies, the algorithm cannot compute final edit distance values
for genes with less than four nucleotides. If a query sequence cannot fit on one FPGA, an
intermediate configuration is required. Intermediate configuration files reconstruct the FIFO
word in the same fashion as the FIFO word that was input to the board. Final configuration
files use all 16 bits dedicated to their path to output the 16-bit edit distance after each

database sequence is completely passed through the system.

A second method for transferring the database to the board was implemented using the
FPGA board’s memories. The host writes to the memories with the database to be streamed
through the system and triggers the FPGA by enqueueing a single value to the board. The
FPGA then progresses out of its waiting state and streams the data from the memories and
through the processing elements. The resulting edit distance values are then written back
into memory. After streaming the entire contents of memory, the FPGA enqueues a single

value letting the host know that the memories are ready to be read.



Chapter 6

ACS System Implementation

6.1 Overview

One problem that arises in the the solution to the gene-matching problem is that the query
sequence embedded in the FPGA design may not fit within a single FPGA configuration.
Two solutions to the problem are presented in this chapter. The first system solves the
problem by spreading the search sequence across multiple boards and streaming the database
sequentially through the boards. The second system uses a single board for each search
sequence and reconfigures the board after passing the database through each time. This

system scales by distributing the database search over multiple boards.

Before the system can be used, the configuration files must be generated. The hardware
described in Chapter 5 embeds the query sequence into the hardware configuration. Each new
sequence requires a new configuration to be generated. Figure 6.1 shows the flow of creating
new logic core configurations given the query gene sequence and an ASCII representation of

the generic configuration design in the Xilinx Design Language (XDL). The query sequence

38
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Figure 6.2: Program Flow

XDL file is translated into the native description format (NCD) and then completes the

regular Xilinx flow for bitfile generation.

In addition to generating FPGA configuration bit files using the query sequence, the gene
sequence database must also be translated into a usable format for the ACS host program.
Figure 6.2 shows the flow of the gene sequences in the overall software system. Gene sequence
databases can be obtained from one of several gene repositories. The nucleotide sequences
used in this thesis were obtained from GenBank [2]. The GenBank representation of the

genes is first transformed into the FIFO word format, as shown in in Figure 5.4. This
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Figure 6.3: Architecture of a Node in the Streaming System

transformation removes all of the gene information that is stored with the sequence in the
database. A second file that contains the identification values for each sequence is also
generated. These files, along with the query sequence configurations, are input to the ACS

host program and the final edit distances of the SW algorithm are computed.

6.2 Streamed System

The streamed system solution spreads a single genetic sequence across multiple boards. The
database is then passed through each FPGA board in the system. The final edit distance
value is read from the final FPGA board. Figure 6.3 shows a diagram of the distribution of

query sequence configurations across the FPGAs in the system.

Once the data is formatted properly, the nucleotide sequences are enqueued into the system
through port 0. From the host program, the data is transferred into the dummy node. The

control process thread on the host machine dequeues the data from the dummy node and
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Figure 6.4: Streaming System

places it into the channel buffer. The control process periodically attempts to flush the data

in the channel buffer by enqueuing the data into the first node.

The first node processes the data and outputs an intermediate data stream. The data is
dequeued from the node by the control process and sent to the next node. This process
continues until the data finishes traversing all of the nodes. At the final node, only the edit
distance for the gene sequence is output. The final channel dequeues the edit distance and
passes it back to the dummy node. The host program can then dequeue the edit distances

from port 1 and present the data to the user.

Figure 6.4 shows the three-node implementation of the streaming system. The host machine
contains an Osiris Board with the final configuration. The two other computers are accel-
erated with SLAAC-1V boards. Separate implementations using two and three nodes were

developed and tested. The results from the systems are shown in Chapter 7.
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Figure 6.5: Architecture of the Distributed System

6.3 Distributed System

The distributed system solution makes use of multiple boards by streaming data through
them independently. In the distributed system, the genetic search sequences are spread across
configurations instead of FPGA boards. Depending on the length of the query sequence to
be searched, a single FPGA board may need to be reconfigured multiple times. Figure 6.5
shows the distribution of configuration files in a single FPGA for the distributed system.

Once the database of genetic sequences is formatted properly as mentioned in Section 6.2,
the host program broadcasts the database sequence to every node in the system. Because
each node has an intermediate configuration file, the host program must dequeue and store
the intermediate values. Once the entire database has been streamed through the system,

the nodes can be configured with the next query sequence core.

The process of streaming data through the nodes, storing the intermediate values, and
reconfiguring the board must be repeated until the search sequence is exhausted. When
the final configuration file is loaded, the host process dequeues only the final edit distance

values and then presents the data to the user.
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Figure 6.6: Distributed System

Because the host machine can become a bottleneck in the system, the fastest computer was
selected for running the host program. The host computer, accelerated with an Osiris board,
is networked to two remote machines, each outfitted with a SLAAC-1V. Figure 6.6 shows a
diagram of the distributed system.



Chapter 7

Analysis and Results

This chapter presents the results for the genetic sequence matching implementation using
heterogeneous distributed adaptive computing systems. The first section compares the re-
sults of using the ACS debugger compared to an ACS host program and discusses the use of
the debugger in developing an ACS application. The second section discusses the area re-
quirements for the FPGA implementation and the benefits of using a run-time reconfigurable
approach. The following section discusses the theoretical results of this implementation and
compares those results with other commercial and academic sequence matching systems.
The next section analyzes the results of a single node application and compares using local
versus using remote nodes and using the ACS API versus using the native SLAAC API.
The final two sections show results for two heterogeneous distributed adaptive computing

systems and describes the tradeoffs in each system’s design.
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7.1 ACS Debugger

The ACS textual debugger allows the user to run and debug applications using commands
at a prompt or by executing a script. The textual debugger was created using an interpreted
language, TCL. This section compares using the textual debugger versus using a standard
C++ system program. While the debugger is a useful tool for stepping through applications,

it lacks the performance required to make it an efficient method of running a final design.

Table 7.1 shows a comparison of the results using the textual debugger for the SLAAC-1V
and the Osiris boards. The entries in the row marked Configuration Time represent the time
in seconds that it takes to configure all three PEs on the SLAAC-1V or the XP user FPGA
in the case of the Osiris. The memory transfer rates show the achieved throughput of a full
memory write followed by a full memory read of a single ZBT RAM on each of the boards.
The FIFO transfer rates reflect the throughput of a pass-through FIFO in each of the FPGA

boards.
SLAAC-1V Osiris
Host Program | Textual Interface || Host Program | Textual Interface
Configuration Time 1.52s 1.634s .610s .670s
Memory Transfer Rate 6.58MB/s .288MB/s 72MB/s 1.75MB/s
FIFO Transfer Rate .935MB/s .036MB/s 111MB/s 923MB/s

Table 7.1: Results for the Textual Interface

The textual debugger’s performance is significantly less than that of an ACS host program
for two major reasons. First, the textual debugger is an interpreted language and requires
that each command be translated into the native machine language. The second reason for

the resulting performance deficiencies is due to the overhead in setting up each function call.
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For instance, for each enqueue call, a buffer to hold the data must be created and loaded from
the argument string and all of the parameters must be converted from to the appropriate
data format. But regardless of the performance results, the textual debugger finds its niche
by being able to step through commands without any recompiling. The result is a simple to

use tool for debugging ACS applications.

7.2 Area

This section analyzes the area requirements for the configuration described in Chapter 5. In-
cluded in this section is a theoretical discussion of the potential area usage on the SLAAC-1V
and Osiris boards, as well as an analysis of the configurations developed during the testing of
the gene matching implementation. The area limitation of the FPGA is an important metric
when considering gene matching. Because genetic sequences may contain a large number of
nucleotides, one goal of the hardware design is to maximize the number of nucleotides that
can be embedded in a configuration, thus reducing the number of boards/cofigurations a

query sequence must span.

The state machine, up/down counter, and data management circuitry use a negligible amount
of area on the FPGA. The combination of these three parts of the design requires less than
100 Slices or .3% of a Virtex II 6000 device. The bulk of the configuration is composed of
the array of gene processing elements. The gene matching processing elements, therefore,

are the portions of interest when considering area.

Each processing element in the hardware configuration represents a single nucleotide in the
query sequence. Because the nucleotide is folded into the circuitry, the size of each processing
element is very small; each processing element requires only three Virtex slices. Because the

value of the nucleotide is embedded into the circuitry, the FPGA must be reconfigured
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for each new query. The overhead of reconfiguration is traded for the ability to fit many
processing elements in a single configuration. A non-reconfigurable implementation would

require five Virtex slices, effectively reducing the number of processing elements on an FPGA

by three fifths.

The SLAAC-1V has three Virtex 1000 parts that each have 6,144 CLBs. Each Virtex CLB
contains two slices. Because each nucleotide in the query sequence, translated into hard-
ware, requires three slices, the X1 and X2 PE can fit approximately four thousand query
nucleotides. The X0 PE can fit approximately half as many query nucleotides on the device
because the X0 PE already contains the interface circuitry for the FPGA board. By stream-
ing data through all three processing elements, a SLAAC-1V has the ability to compute the
edit distance of a 10,000 nucleotide sequence without reconfiguration. An implemented X1
design was developed with four paths of 700 nucleotides. After mapping the configuration
to the Virtex chip, the entire design required 10,416 slices, or 84% of the X1 device.

The Osiris board has one user FPGA, a Virtex II 6000 part. The user FPGA device has
8448 CLBs. Each Virtex II CLB contains four slices. Therefore, the Osiris board can have a
configuration of approximately 7000 gene-matching processing elements. The implementa-
tion synthesized for this thesis has four paths each with 1700 processing elements for a total
of 6,800 nucleotides. The mapped configuration resulted in 87% of the board, 29,338 slices,

being used.

7.3 FPGA Throughput

The primary goal of the implementation was to reduce the time required to compare genetic
sequences using the Smith-Waterman algorithm. This was accomplished by maximizing

the number of query sequences on an FPGA, and by maximizing the throughput of the
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system. These two metrics are combined to create the standard commercial metric of Smith-

Waterman cell updates per second.

One reason the Smith-Waterman algorithm was chosen to be implemented on FPGA tech-
nology was that the SW algorithm uses only local signals. Because all signals are local, the
FPGA board can be run at extremely high frequencies. During development, it became clear
that the PCI bridge would be the bottleneck in determining the maximum frequency of the

circuit.

After synthesizing the Osiris implementation, the circuit was determined, by the synthesizing
software, to perform correctly when the user clock is less than 180 MHz. The I/O clock on
the board is limited to 4bMHz. Because each FIFO word has four paths of four characters,
the circuit efficiently uses all of the PCI bandwidth. Theoretically, if the FIFO is kept full,

the FPGA circuit can achieve 1.26 trillion cell updates per second.

The SLAAC-1V implementation uses a 32-bit 33MHz PCI bus. By following the same logic
of the Osiris implementation, the SLAAC-1V implementation is capable of performing at
approximately one quarter the speed of the Osiris board. The circuit was designed such that
the user clock could run at 66 MHz. If the FIFO is kept full, the SLAAC-1V board can

achieve 462 billion SW matrix updates per second.

Table 7.2 compares the theoretical results of the design presented in this thesis to previous
implementations. Both Paracel and TimeLogic are commercial products. Paracel accelerates
their system using ASICs, while the remaining designs use FPGAs. Splash-2 is an early
FPGA board that was used to implement a one time reconfigurable solution to the gene
matching problem. The use of runtime reconfiguration for optimization of the processing
elements greatly increases the number of gene processing elements that fit on a device.
However, at this time, it takes approximately nine minutes to convert an XDL file into a

bitfile configuration using the Xilinx foundation tools. This time is quite large considering



Chapter 7. Analysis and Results

49

the process is simply converting the file from one format to another without requiring any

routing or placing. The bitfile creation can be performed on multiple machines to ensure

that FPGA boards do not need to wait for the configurations.

Processors | Devices Updates
Year | per Device | per Node | per second

Pentium III - 1.4GHz | 2002 1 1 82M
Paracel(ASIC) 2001 192 144 276B
TimeLogic (FPGA) | 2000 6 160 25B
Splash 2 (XC4010) 1993 14 272 43B
SLAAC1V (XCV1000) || 2002 2800 2.5 462B1

Osiris (XC2V6000) 2002 7000 1 1.260T!
SLAAC1V (acheived) || 2002 2800 2.5 23B
Osiris(acheived) 2002 7000 1 389B

Table 7.2: Performance and Hardware Size for Various Systems

7.4 Single Node Throughput

This section discusses the performance of the gene matching system using a single node.
The Osiris and SLAAC-1V single node designs were implemented using the SLAAC API,
the native API designed for the board, and the ACS API. The ACS API performance results

are shown for the single local node as well as the single remote node system. Results are

shown for two methods of transferring information to the board, through FIFOs and through

memory transfers.

Values represent theoretical results computed using maximum achievable clock speed and area.
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n
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time to compute edit distance of a data base,

configuration time,

FPGA clk period,

time per nucleotide to stream D bytes block of data to/from the FPGA,
time per nucleotide to send D bytes block of data to/from the FPGA,
round-trip time per nucleotide of a P-sized packet across the network ,
remote function overhead factor,

maximum number of nucleotides per FPGA,

MPI packet size transferred across the network,

block size of data transferred to the board,

size of the query sequence, and

size of the database sequences.

The time required to compare a query sequence to a database of sequences in a single local

node is calculated by Equation 7.1 and Equation 7.2. When remote nodes are used, a network

communication factor is added, as shown in Equation 7.3 and Equation 7.4. The network
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communication term is multiplied by a ¢ factor in order to compensate for the overhead
in packing and unpacking parameters for the remote function calls. If FIFOs are used to
transfer database sequences to the board, data transfer can be overlapped with the FPGA
computation. In contrast, the memory transfer approach does not overlap computation and
I/O. The time to load a configuration on a remote system is approximately equal to the time
it takes to reconfigure on a local node because only a small amount of data, the configuration
file names, must be passed across the network. Each of the remaining terms are multiplied

by the size of the database sequence plus the size of the query sequence.

SLAAC-1V Osiris
Leontis 1.525 610s
telk 1.52e-8s/B 5e-9s/B
thifo 1.07e-6s/B | 9.01e-9s/B
tmem 1.53e-7s/B | 1.48¢-8s/B
tnet(fifo) 1.82¢-7s/B | 2e-6s/B
tnet (Mmemory) || 1.82e-7s/B | 1.82e-7s/B
W(fifo) 2.20 1.03
(memory) 1.10 3.83

Table 7.3: Values for the Single Node Model

Tablel 7.3 shows the values obtained for the single node models. The configuration for each
board was timed to produce the configuration time. The clock time is the speed of the
user FPGA clock set by the host program. By running a pass-through configuration on
the FPGA, the time to stream data through the FIFOs was found. The memory time was
obtained by sending a block of data the size of the ZBT memory to the board and reading it
back. The network time was obtained by running an MPI program that sends and receives

data from a single remote node. The program calculates the network throughput for various
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sized packets. The values shown in the table represent the network throughput for sending
memory-sized packets and FIFO-sized packets. The ¢ factor is computed using the time

required to stream data and read/write memory on a remote node.

The results for this thesis were obtained using an Osiris board in a machine that contains
a Pentium IIT 1.4 GHz processor with 512MB of RAM. The results for the single node
SLAAC-1V implementation were shown using a Pentium II 300MHz machine with 256 MB
of RAM. A second SLAAC-1V, used in the multiple node systems, is in a Pentium II 333MHz
machine with 384MB of RAM. Each SLAAC-1V accelerated machine is networked together
by a 10/100 switched ethernet connection and the Osiris board is connected through a gigabit

network.
SLAAC-1V Osiris
Database || SLAAC ACS SLAAC ACS
Size Local Local Remote Local Local Remote
GBUNA .159MB 115s .183s 7435 .002s .002s .0319s
GBPHG 3.27TMB 2.34s 3.75s 15.0s .030s .031s .279s
GB14 11.2MB 7.96s 12.7s 51.2s .103s .101s .936s
GBGSS4 19.2MB 13.9s 21.4s 88.1s A77s A173s 1.60s
GB36 28.8MB 20.4s 31.7s 133s 267s .259s 2.41s
GB48 38.4MB 27.3s 41.1s 178s .355s .345s 3.22s
GBPRI20 | 47.5MB 33.7s 50.9s 219s 438s 4258 3.97s
Throughput 1.4MB/s | .94MB/s | .22MB/s || 108MB/s | 111MB/s | 12MB/s

Table 7.4: FIFO Results for the Single Node

The ACS API and SLAAC API host programs are very similar. The main differences lie

in the construction and initialization of the systems. The exact same software algorithm
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is used in each version of the program resulting in a good direct comparison of the results.
Table 7.4 shows the results when using the FIFOs to transmit data to the board. The
sample query gene was compared to four different databases of genBank genes, GBUNA,
GBPHG, GBGSS4, and GBPRI20. In addition to the genBank genes, three additional
databases GB14, GB36, and GB48 were used. These three gene databases are subsets of
the GBPRI20 database created to show additional points of comparison. The size of the
database sequences after the transformation into FIFO/Memory word format is shown in
Table 7.4. The system throughput represents the slope of lines shown in Figure 7.1 and
Figure 7.2. The system throughput of the Osiris board is limited by the PCI bus speed
in the local case and limited by the network speed in the remote case. Baseline tests for
the network were experimentally shown to be approximately 6MB/s for the SLAAC-1V and
15MB/s for the Osiris in the best case (transferring large packets of data) and only about
1MB/s in the worst case (small packets of data). These values were obtained by using a
MPI program that varies the send/receive sizes for node to node communication. Because
the SLAAC-1V driver only allows 250 word FIFO transfers, the system becomes inefficient

due to the overhead of setting up each transfer.

Figure 7.3 and Figure 7.4 shows the time versus database size for the SLAAC-1V. The slope
of the lines represent the system throughput and the y-intercept represents the time required
to configure the boards. The graphs show the time difference of running the system using the
ACS API and SLAAC API. The theoretical results, calculated using the local and remote

node models, are also shown.

Table 7.5 shows the values for using memory to transfer data to the board. The memory
transfer sizes are limited by the size of the memories on the board. The SLAAC-1V can
transfer 256K words to the board for each iteration. The Osiris board has 512K word
memories and both boards memories are effectively 32 bits wide. The performance results

for the SLAAC-1V are better than the FIFO implementation because the transfer sizes are
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Board SLAAC-1V Osiris
API Database || SLAAC ACS SLAAC ACS
Size Local Local Remote Local Local | Remote
GBUNA .159MB 122s .129s .347s .026s .004s 211s
GBPHG 3.27TMB .611s .648s 1.72s .051s .060s 3.11s
GB14 11.2MB 3.06s 1.94s 5.14s .153s .200s 10.4s
GBGSS4 19.2MB 7.34s 3.24s 8.62s .254s .336s 17.7s
GB36 28.8MB 1.84s 4.80s 12.7s .380s .506s 26.8s
GB48 38.4MB 4.53s 6.35s 16.8s .005s .672s 35.3s
GBPRI20 | 47.5MB 6.00s 7.78s 20.6s .608s .834s 43.3s
Throughput 6.5MB/s | 6.2MB/s | 2.3MB/s | 80MB/s | 57MB/s | 1.1MB/s

Table 7.5: Memory Results for the Single Node

larger, reducing the transaction setup overhead. Similarly, the Osiris board’s performance

decreases because the data transfer sizes from the host processor to the board are decreased.

Figure 7.5 and Figure 7.6 show the sequence comparsion time versus the size of the database
for the memory transfer method of communicating with the Osiris board. The slope of
the line corresponds to the throughput of the system. The theoretical results shown are

calculated using Equation 7.2 and Equation 7.4 for the local and remote systems.

Figure 7.7 and Figure 7.8 show the results of running the sequence comparing algorithm on
the SLAAC-1V board. Included in the graphs are the theoretical results using the memory

transfer model.

The Osiris board achieves better performance while streaming data than transferring data

through memory. Using the FIFOs, the realized Osiris board implementation is capable
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of 389 billion Smith-Waterman matrix cell updates per second compared to the theoretical
1.26 trillion cell updates per second. Conversely, the SLAAC-1V board handles memory
transfers better than streamed data. Using the memory to transfer database sequences, the
SLAAC-1V board is capable of 23 billion Smith-Waterman matrix cell updates per second

compared to the theoretical 462 billion.

7.5 Streaming Approach

This section presents the results from the streaming approach to using multiple boards.
When a gene sequence to be searched does not fit within a single board’s configuration, the

gene sequence is spread across multiple boards and the database is streamed through.

Two Boards | Three Boards
GBUNA .210s 738s
GBPHG 4.21s 11.4s
GBGSS4 24.8s 67.1s
GBPRI20 162s 164s
System Throughput .T6MB/s .59MB/s
CUPS 6.46B 7.97B

Table 7.6: Results for the Streaming Implementation

Table 7.6 presents the results for the streaming systems using the four genBank database
sequences. In the streaming approach, the overall performance degrades to the throughput of
the slowest node making this system a poor design for heterogeneous nodes. The two-board
system uses the Osiris board in the host computer and streams data to the SLAAC-1V on the
remote system. The speed of the system is clamped by the speed of the remote SLAAC-1V.
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When a second SLAAC-1V board is added to the system, the performance degrades further.
The degradation is due to the fact that the second SLAAC-1V system is even slower than
the first. Both the 2-board and 3-board systems perform close to the speeds of the slowest
node. An additional problem with this system is that the system can only scale to the size
of the query sequence. Eighty percent of the sequences in the databases can be compared

using a single configuration.

7.6 Distributed Approach

This section presents the results from the distributed approach to comparing DNA sequences.
In each system, the host machine contains an Osiris board and the two other machines that
contain SLAAC-1V boards have a network connection to the host. The database is streamed
separately through each board. When a query sequence does not fit on one board, the
output from the first configuration is stored in the host processors memory while the board

is configured with the next part of the query sequence.

Table 7.7 shows the results for the distributed system using two and three boards. While the
multiple node system has some performance gains, the network congestion limits the overall
system performance. The Osiris board is on a separate PCI bus from the network card and
allows the system to perform better than one that has a single PCI bus. However, each added
node must vie for network bandwidth and since all traffic goes through the single network
card, the host machine becomes a bottleneck. As seen in the table, adding the second board

does not acheive the same performance gain as adding the first node.



Chapter 7. Analysis and Results

One Board | Two Boards | Three Boards
GBUNA || 289B CUPS | 267B CUPS | 259B CUPS
GBPHG || 379B CUPS | 388B CUPS | 393B CUPS
GBGSS4 || 380B CUPS | 395B CUPS | 397B CUPS
GBPRI20 || 380B CUPS | 397B CUPS | 398B CUPS

Table 7.7: Throughput for the Distributed Implementation
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Conclusions

8.1 Summary

This thesis presents the design and implementation of a gene matching algorithm devel-
oped on a distributed environment of adaptive computing boards using the ACS API. The
development process was streamlined by implementing the system using the ACS API. De-
velopment tools such as the ACS textual and graphical interfaces allowed configurations to

be debugged quickly and easily.

The sequence comparing hardware configuration was created and the benefits of using a
run-time reconfigurable approach were shown. The configuration was optimized to increase

the number of processing elements that fit in a single FPGA configuration.

Two designs for distributing FPGA boards in a system were presented and compared. In
the streaming approach, the speed of the system is determined by the slowest node. This
approach lends itself better to homogeneous systems. The distributed approach avoids the

bottleneck of the slowest node in the system, allowing each board to run uninhibited. How-
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ever, if the network shares the same bus as the FPGA board, then the overall system will

slow down.

In conclusion, the ACS API is a simple programming environment that hides the complexity
of a system. The increased usability does not add significant delays when using local nodes.
The ACS API creates a uniformity among adaptive computing systems and allows tools to
be developed that can be used on several different platforms. The gene matching application

was able to be designed and created quickly using the ACS APL.

8.2 Future Work

The gene matching systems developed and presented in this thesis compute the global edit
distance. The next step is to develop an implementation that can compute and find inter-
esting local edit distances. The local edit distance is a minima in the SW matrix. The local
alignment implementation will pair counters with each processing element. Assuming 16-bit
counters are used, two to three times fewer processing elements will fit in a local alignment

FPGA configuration.

In addition to modifying the design presented in this thesis to compute local alignments, the
design can be modified to compute edit distances for proteins as well. Proteins require five
bits for each character. Therefore, the protein implementation will require at least two and

a half times as much area as the DNA sequence matching implementation.

The gene matching configurations constructed in this thesis were developed statically prior
to runtime. The final implementation requires runtime reconfiguration. At the time of this
thesis, significant progress has been made to implement the runtime generation of configu-

rations by manipulating a generic XDL file. JBits [33], once completed for Virtex-II parts,
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can be used for the runtime reconfiguration environment to further improve the design.

The ACS API performs well when using local nodes. However, a significant cost is incurred
each time data must travel across the network. Many of the problems that occurred in
increasing the performance across the network were a result of deficiencies in the drivers
for the boards. More specifically, the ACS API requires that the FPGA drivers efficiently
implement non-blocking functions for streaming data. Efforts have already been made to
correct these problems; however, it is important that FPGA board designers recognize the
needs of an automated environments such as the ACS API. Network traffic can be reduced,
as well as increasing processing power, by expanding the ACS API to make use of the remote
machines in the system. In this situation, the control processes resident on remote machines
could be used to load, manipulate, and/or store information without contacting the host
process. A single directive from the host process would trigger events on the remote systems,
thus reducing the network traffic. The sequence comparing implementation described in this
thesis could be run on several machines each with their own copy (or portion) of the database

sequences.
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Appendix A

Hokiegene Code

This appendix contains code from the gene sequence comparison implementation described
in this thesis. Listing A.1 shows the hardware description of a processing element for the
Adenine nucleotide. Listing A.2 shows the system configuration file for the streaming system.
Listing A.3 shows the host program code for the streaming system. Listing A.4 shows the
system configuration file for the distributed system. The final listing, Listing A.5, contains
the host program code for the distributed system.

Listing A.1: Processing Element Hardware Description

library ieee;

use ieee. std_logic_1164 . all;
use ieee. std_logic_unsigned . all;
use ieee. std_logic_arith . all;
library slaac;

use slaac.seq_pkg.all;

entity seq_proc_al is

port (

68
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clk : in std_logic ; —— global clock

RSTin : in std_logic; —— synchronous reset signal (input)
TChin : in std_logic_vector (1 downto 0); —— database DNA (input)
EDITin : in std_logic ; —— edit distance (input)

RSTout : out std_logic; —— synchronous reset signal (output)
TChout : out std_logic_vector (1 downto 0); —— database DNA (output)
EDITout : out std_logic —— edit distance (output)

);

17 end seq_proc_a0;

18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34

architecture initial of seq_proc_a0 is

begin

signal A0, AO_n, A1, Al_n, B, C, dout, dout_int, compl_1, compl_0,
comp0_1, comp0_0, data0_1, z0 : std_logic ;

component compl is —— Compares 2 DNA characters
port (
tlin, t0in, slin, sOin : in std_logic ;
comp : out std_logic
)

end component;

component comp?2 is —— Compares values in cells a, b, and ¢

port (

al, a0, b, c : in std_logic ;

comp :out std_logic

);

end component;

——Slice 3

69
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—— pass the synchronous reset through
Irststore : dff s port map (clk => clk, set => RSTin, Din => RSTin,
Dout => RSTout);
—— compute cell ‘a’ + 2 wvalue
IAln : inv port map (a => Al, b => Al n);
—— send either ‘a + 2’ or value from compl_1
ldout_int : xor_2 port map (a => Aln, b => compl_1, ¢ => dout_int);
—— Flip—Flop for edit distance
ldout : dffr port map (clk => clk, rst => RSTin, Din => dout_int,
Dout => dout);
—— Send edit distance to next processing element

EDITout <= dout;

——Slice 2
—— signal mismatch or send value form comp0_1
lcompl1l : MUXCY port map (o => compl_1, DI => ‘1’, CI => comp0_1,
S => compl_0);
—— compare database character (TChin) to query character (sXin)
lcomp10 : compl port map (tlin => TChin(1), t0in => TChin(0), slin => ‘0,
sO0in => ‘0’, comp => compl_0);
—— pass the database character through
Itlout : dff r port map (clk => clk, rst => RSTin, Din => TChin(1),
Dout => TChout(1));
—— signal to use values for cell ‘a’, ‘b’ or ‘c’
lcomp01 : MUXCY port map (o => comp0_1, DI => ‘1", CI => ‘0,
S => comp0_0);
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—— compare ‘a+1°, b, and ¢ to determine minimum value to send
lcomp00 : comp2 port map (al => Al, a0 => A0, b => dout, ¢ => EDITin,
comp => comp(_0);
—— pass the database character through
It0out : dff r port map (clk => clk, rst => RSTin, Din => TChin(0),
Dout => TChout(0));

——Slice 1
—— store cell ‘b’ for use as cell ‘a’ in next time step
1A1 : dff r port map (clk => clk, rst => RSTin, Din => EDITin,
Dout => Al);
—— construct lower bit of cell ‘a’ (‘toggles due to scoring format)
IAOn : inv port map (a => A0, b => A0_n);

)

—— store cell ‘b’ for use as cell “a’ in next time step
1A0 : dff r port map (clk => clk, rst => RSTin, Din => A0_n, Dout => A0);

end initial ;

Listing A.2: Streaming System XML Configuration File

<?xml version=1.0" encoding="UTF -8 7>
<IDOCTYPE config SYSTEM “/project/acs_api/src/config/acs_conf.dtd” >
<config>
<header>
<commtype>MPI< /commtype>
<version>0.03< /version>
<author>William J. Worek< /author>
<desc>Streaming System Configuration</desc>

< /header>
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<boards>

<osiris board_id=“node0” location="“local” ctrl_proc_dir =*/project/acs_api/bin” >
<PE penum="“0" prog_file="“xp_es.bit” />

< /osiris>

<slaaclv board_id=‘“nodel” location=“xanadu” ctrl _proc_dir="“/project/acs_api/bin” >
<PE pe_num=“0" prog_file="“x0.bit” />
<PE penum="*“1" prog_file="“x1.bit” />
<PE pe_num="“2" prog_file="x2.bit” />

< /slaaclv>

<slaaclv board_id=*“node2” location=“cowbell” ctrl_proc_dir=*/project/acs_api/bin” >
<PE pe num="“0" prog_file="x0.bit” />
<PE penum="“1" prog_file="x1.bit” />
<PE pe_num=*%2" prog_file="“x2.bit” />

< /slaaclv>

< /boards>
<channels>

<channel >
<sre¢><host port=“HOST_OUT” />< /src>
<dest><mnode board_id=“nodel” port=“SLAAC_FIFO_A1"/></dest>
< /channel >
<channel >
<src¢><node board_id=“nodel” port=“SLAAC_FIFO_B1”/></src>
<dest><mnode board_id=“node2” port=“SLAAC_FIFO_A1"/></dest>
< /channel >
<channel >
<src><node board_id=“node2” port=“SLAAC_FIFO_B1”/></src>
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<dest><node board_id=“node0” port=“OSIRIS_FIFO_A(0” /></dest>
< /channel >
<channel>
<src¢><node board_id=‘“node0” port=“OSIRIS_FIFO_B0” /></src>
<dest><host port=“HOST_IN” />< /dest>
< /channel>
< /channels>
< /config>
Listing A.3: Streaming System Host Program
/ARSI A A A A AAAAAAAAAAAAAAAAAAAAAAAAAAAA AR

x This program for a streaming structure of FPGA boards performing the
* Smith— Waterman global comparison

* Usage: fifo_test xml_config_file gene_file

x Virginia Tech Configurable Computing Laboratory

Copyright 2002  William J. Worek

*

skt sk sk ok soksk skt skokk otk sk stk sk sk kot sk sk stk stk skt sk sk ok sk skt sk ok s skok sk ok /
#include <stdio.h>
F#include <stdlib.h>
#include <string.h>
#include <fstream.h>
#include <iostream.h>
#include “acs.h”
F#include “acs_system.h”
#include “acs_xmlconfig.h”
/************************************************************************/

/% Constants */
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/************************************************************************/
#define CLOCK_ FREQUENCY 50
#define BUF _SIZE 0x7{fftf
/************************************************************************/
/% Data Structures */
/ sokststokk ook kot sRsksk kot sk sk kot ssksk sk ok sk sk kot s sk sk ok s sksk skt stk sk kot s sksk sk stk sokokok /
struct FIFOWORD {

unsigned int top;

unsigned int bottom;
};

/************************************************************************/

/* Dequeue function */
/* Loops until all the information is dequeued %/
/************************************************************************/

inline void my_dequeue(unsigned char * in_buffer, int size, int port,
ACS_SYSTEM = system, ACS_STATUS status) {
int dequeue = 0;
int dval;

while(dequeue < size)

{

dval = ACS_Dequeue(& (in_buffer[dequeue]), size—dequeue, port, system, &status);

dequeue += dval;

}

/************************************************************************/

/* Main Routine */

74
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45 void main(int arge, char xx argv)

46 {

47 FIFOWORD fifo_input, fifo_output; // FIFOWORD formatted data

48 ACS_STATUS status; // Status of ACS function

49 ACS_SYSTEM x system; // ACS system object

50 ACS_CLOCK clock;; // ACS clock object

51 ACS_XMLConfig config; // object for configuring from XML
52 ACS_BOARD_INFO board_info[3|;  // Board information

53 int num_sites; // Number of nodes in the system
54 int node_id, node_num; // ID and index of node

55 int pe_mask, num _pes; // FPGA board processing element data
56 int rc; // Return code for ACS functions
57 int i, j; // Loop indices

58 int num sent; // Size of datbase

59 int thread_status; // Thread status information

60 char filename [40]; // database file name

61 unsigned char xout_buffer; // database buffer

62 unsigned char xin_buffer; // processed data buffer

63 out_buffer = new unsigned char [BUF _SIZEx8];
64 in_buffer = new unsigned char [BUF_SIZEx§|;

65 ifstream infile ; // database file
66 int enport = 0; // Enqueue port
67 int deport = 1; // Dequeue port
68 int send, sendsize; // Amount sent; block size to send

69 // Parse command line parameters
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// Get database file name
if (arge == 3)
strepy (filename, argv [2]);
else
{
printf (“ USAGE: %s xml_file gene file\n”, argv[0]);
return 1;

}

strcat (filename ,“. gen”);

// Set XML configuration file name
printf (“ Configuring the system using: %s\n”, argv[1]);
config .setFilename(argv[1]);
// Get system object from XML configuration system
if (config.getSystem(&system) != ACS_SUCCESS)
{
printf (¢ Failed to create the system object, terminating\n”);

return 2;

// Get number of nodes in the system
if (config.getNodeCount(&num sites) = ACS_SUCCESS)
printf (¢ Failed to get the number of nodes\n”);
// Start the clocks on the nodes in reverse order

for (node_num = num_sites — 1; node_num >= 0; node_num——)
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// Get number and information for this particular node
ACS_Get_Board_Info(system, node_num, &board_info[node_num]);
if ((rc = config.getNodeNumber(node num, &node_id)) = ACS_SUCCESS)
printf (“ Failed to get number for node: %d\n”, node_num);
pe_mask = 0;
for (i = 0; i < board.info[node_num|.num_pes; i++)
pe_mask = pe_mask | board_info[node_num].pe_mask[i|;
// Set the frequency of the clock on this node
clock.frequency = CLOCK_FREQUENCY;
clock.countdown = 0;
if ((rc = ACS_Clock_Set(&clock, node_id, system, &status)) = ACS_SUCCESS)
printf (¢ Failure in ACS_Clock_Set, rc = %d\n”, rc);
// Assert reset signal
if ((rc = ACS_Reset(node_id, system, pe_mask, 1, &status)) = ACS_SUCCESS)
printf (“ Failure in ACS_Reset, rc = %d\n”, rc);
// Start the board
if ((rc = ACS_Run(node_id, system, &status)) = ACS_SUCCESS)
printf (“ Failure in ACS_Run, rc = %d\n”, rc);
// Deassert reset signal
if ((rc = ACS_Reset(node-id, system, pe_mask, 0, &status)) = ACS_.SUCCESS)
printf (¢ Failure in ACS_Reset, rc = %d\n”, rc);



122
123
124
125
126
127
128
129
130
131
132
133
134
135
136
137
138
139
140
141
142
143
144
145
146
147

Appendix A. Hokiegene Code 78

infile .open(filename,ios :: in );
while (! infile .eof ()) {
// Read in database from file
num_sent = 0;
infile >> fifo_input.top >> fifo_input.bottom;
while ((! infile .eof ()) && (num_sent < BUF_SIZE))
{
((unsigned int x) outbuffer)[2+num_sent| = fifo_input.top;
((unsigned int x) outbuffer)[2+num_sent+1] = fifo_input.bottom;
num_sent—++;

infile >> fifo_input.top >> fifo_input.bottom;

// Stream data through system in blocks
send = 0;
sendsize = 0;
count = 0;
while (send < num_sent)
{
if ((num_sent—send) > 2500)
sendsize = 2500;
else
sendsize = num_sent—send;
ACS_Enqueue(&out_buffer[send*8], 8xsendsize, enport, system, &status);
my_dequeue(in_buffer, 8xsendsize, deport, system, status);

send += sendsize;
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}

infile . close ();
e
//—— Free memory and destroy ACS system

e e

delete(out_buffer);
delete(in_buffer );
// Destroy the acs_system, release the resource.
if ((rc = ACS_System_Destroy(system, &status)) != ACS_SUCCESS)
printf (¢ Call to ACS_System_Destroy unsuccessful, error: %d\n”, rc);
// finalize the acs world, destroy throughly.
if ((rc = ACS_Finalize()) = ACS_SUCCESS)
printf (¢ Call to ACS_Finalize unsuccessful, error: %d\n”, rc);
printf (¢ VPI & SU, ECPE, CCM Lab. Spring 2001\n");

Listing A.4: Distributed System XML Configuration File

<?xml version="1.0" encoding="UTF -8 7>
<IDOCTYPE config SYSTEM ” /project/acs_api/src/config/acs_conf.dtd” >
<config>
<header>
<commtype>MPI< /commtype>
<version>0.03< /version>
<author>William J. Worek< /author>
<desc>Distributed System Configuration</desc>
< /header>
<boards>
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11 <osiris board_id="node0” location="local” ctrl_proc_dir="/project/acs_api/bin” >

12 <PE penum="0" prog_file="xp_es.bit” />

13 < /osiris>

14 <slaaclv board_id="nodel” location="xanadu” ctrl_proc_dir="/project/acs_api/bin” >
15 <PE penum="0" prog_file="x0.bit” />

16 <PE penum="1" prog_file="x1.bit” />

17 <PE penum="2" prog_file="x2.bit” />

18 < /slaaclv>

19 <slaaclv board-id="node2” location="cowbell” ctrl_proc_dir="/project/acs_api/bin” >

20 <PE penum="0" prog_file="x0.bit” />
21 <PE penum="1" prog_file="x1.bit” />
22 <PE penum="2" prog_file="x2.bit” />

23 < /slaaclv>

24 < /boards>

25 <channels>

26 <channel>

27 <src><host port="0"/></src>

28 <dest><mnode board_id="node0” port="0SIRIS_FIFO_A0"/></dest>
29 < /channel>

30 <channel>

31 <src><node board-id="node0” port="0OSIRIS_FIFO_B0” /></src>
32 <dest><host port="1"/></dest>

33 < /channel >

34 <channel >

35 <src¢><host port="2"/></src>

36 <dest><mnode board_id="nodel” port="SLAAC_FIFO_A1"/></dest>
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< /channel >
<channel>
<src><node board-id="nodel” port="SLAAC_FIFO_B1”/></src>
<dest><host port="3" /></dest>
< /channel>
<channel>
<src><host port="4"/></src>
<dest><mnode board_id="node2” port="SLAAC_FIFO_A1"/></dest>
< /channel >
<channel>
<src¢><node board_id="node2” port="SLAAC_FIFO_B1”/></src>
<dest><host port="5" /></dest>
< /channel >
< /channels>
< /config>
Listing A.5: Distributed System Host Program
/ARSI A A A A AAFAAAAAAAAAAAAAAAAAAAAAAA AR

*x

*

*

*

*

This program for a distributed structure of FPGA boards performing the
Smith— Waterman global comparison
Usage: fifo_test xml_config_file gene_file

Virginia Tech Configurable Computing Laboratory

Copyright 2002  William J. Worek

***************************************************************************/

8 #include <stdio.h>
9 +#include <stdlib.h>

10 #include <string.h>



11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36

Appendix A. Hokiegene Code

#include “acs.h”
#include “acs_system.h”
#include “acs_xmlconfig.h”
#include <fstream.h>
#include <iostream.h>
F#include <pthread.h>
/Rl kR Rk kR Rk Rk kR Rk kR kR Rk /)
/% Constants */
/ool RsRksksksk sk koo sRk sk sk sk kRt sk sk sk kRt ok /
#define CLOCK_FREQUENCY 50 //Clock frequency for the FPGA boards
#define BUF SIZE Ox7ftftf //Buffer size for the database file
#define MEM _SIZE 250000 //Size of the Addressable Memory (SLAAC—1V)
/ool Rsk sk kR Rsksk sk sk kR Rk ok /
/% Data Structures */
JRHRAAAAAAFAAA A AAAAAAKA AR AAAAAAAKHA AR AAAA KA A A AR AAAAA KKK [
struct FIFOWORD {

unsigned int top;

unsigned int bottom;
};
struct thread_data{

int num _sent;

int node_id;

ACS_SYSTEM x system,;

unsigned char xout_buffer;
};

/**************************>|<>|<*********>|<>|<*********************************/
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/* Dequeue function */
/* Loops until all the information is dequeued */
/Rt kR Rk kR Rk sk sk kKRR Rk sk sk sk kR KRRk /
inline void my_dequeue(unsigned char * in_buffer, int size, int port,
ACS_SYSTEM = system, ACS_STATUS status) {
int dequeue = 0;
int dval;
while(dequeue < size)
{
dval = ACS_Dequeue(& (in_buffer[dequeue]), size—dequeue, port, system, &status);
dequeue += dval;

}

/***>|<>|<>|<*********>|<>|<********>|<>|<********>|<>|<**********>|<>|<***********************/

/* Thread for the Osiris Board. */
/* Passes the database through the board using FIFOs. */
/Rl Rk kR Rk kR kKRR Rk sk sk sk kR KRRk ok /

void osiris (void * threadarg)
{
ACS_SYSTEM x system; // ACS system Object
ACS_STATUS status; // Status of function call
struct thread_data x my_data;// Place holder for thread parameters
unsigned char * out_buffer; // database buffer
int num_sent; // number of words in the database buffer
int i; // loop index variable
int enport = 0; // enqueue port
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int deport = 1; // dequeue port

int node_id; // ID walue of osiris node
unsigned char xin_buffer; // buffer for the output of the board
in_buffer = new unsigned char [BUF_SIZEx«§];

// Reconstruct parameters from the threadarg
my_data = (struct thread data *) threadarg;
system = my_data—>system;
out_buffer = my_data—>out_buffer;
num_sent = my_data—>num_sent;
node_id = my_data—>node_id;

//Enqueuve database and Dequeue Results
ACS_EnqueueNode(out_buffer, 8«num sent, node_id, enport, system, &status);
my_dequeueNode(in_buffer, 8«num sent, node_id, deport, system, status);
delete(in_buffer );
pthread _exit (0);

/******>I<*******>|<************>I<*******>|<**>I<*******>|<*************************/

/* Thread for the SLAAC—1V Board. */
/* Passes the database through the board using Memories. */
/ sokststoksk ook ko sRsksk kot sk sk otk sk ok sk kot sk sk ok sk skt stk sk kot s skok sk ok sokokok /

void slaaclv (void # threadarg)

{

ACS_SYSTEM = system; // ACS system Object

ACS_STATUS status; // Status of function call
ACS_ADDRESS address;

struct thread_data * my_data;// Place holder for thread parameters
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unsigned char x out_buffer; // database buffer

int num_sent; // number of words in the database buffer
int i; // loop index variable

int send, sendsize; // amount of data sent; size of block to send
int enport = 0; // enqueue port

int deport = 1; // dequeue port

int node_id; // ID walue of osiris node

unsigned char xin_buffer;  // buffer for the output of the board
in_buffer = new unsigned char [BUF_SIZE«8§];
// Reconstruct parameters from the threadarg
my_data = (struct thread data ) threadarg;
system = my_data—>system;
out_buffer = my_data—>out_buffer;
num_sent = my_data—>num_sent;
node_id = my_data—>node_id;
enport = (node_id—1)%2;
deport = enport+1;
sendsize = MEM _SIZE;
send = 0;
// Loop through the database buffer
while (send < num_sent)
{
address.pe = 2;
address.mem = 0;
address. offset = 0;
// Load Memory with portion of database
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115 ACS_Write((void ) &out_buffer[send], sendsize, 4, node_id, &address, system,
116 &status);

117 // Signal FPGA to pass memory through the system

118 ACS_Enqueue(in_buffer, 8, enport, system, &status);

119 // Wait for FPGA to complete processing

120 my_dequeue((unsigned char x)in_buffer, 8, deport, system, status);

121 address.mem = 1;

122 // Read the computed values from memory

123 ACS_Read((void *) in_buffer, sendsize, 4, node_id, &address, system, &status);
124 send += sendsize;

125  }

126 delete(in_buffer );

127 pthread_exit (0);

128 1

130 /%« Main Routine */
131 /skskskkskkskokskokokokokokokoksksksksk kAR KRR Rk Rk koo ok ok ok /
132 void main(int arge, char #x argv)

133 {

134 FIFOWORD fifo_input, fifo_output; // FIFOWORD formatted data

135 thread_data thread_data_array [3];  // Data for sending to threads

136 ACS_STATUS status; // Status of ACS function

137 ACS_SYSTEM x system; // ACS system object

138 ACS_CLOCK clock; // ACS clock object

139 ACS_XMLConfig config; // object for configuring from XML

140 ACS_BOARD_INFO board_info[3|;  // Board information
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int num_sites; // Number of nodes in the system

int node_id, node_num; // ID and index of node

int pe_mask, num _pes; // FPGA board processing element data
int rc; // Return code for ACS functions

int i, j; // Loop indices

int num_sent; // Size of datbase

int thread_status; // Thread status information

char filename [40]; // database file name

unsigned char xout_buffer; // database buffer

out_buffer = new unsigned char [BUF_SIZE«§];
ifstream infile ; // database file
pthread_t isis_thread , xanadu_thread, cowbell_thread; // disritbuted threads

// Parse command line parameters

// Get database file name
if (argec == 3)

strepy (filename, argv [2]);
else
{

printf (“ USAGE: %s xml file gene _file\n", argv[0]);

return 1;

}

strcat (filename |

13

. gen”);

// Set XML configuration file name
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printf (¢ Configuring the system using: %s\n”, argv[l]);
config .setFilename(argv[1]);
// Get system object from XML configuration system
if (config.getSystem(&system) = ACS_SUCCESS)
{
printf (¢ Failed to create the system object, terminating\n”);

return 2;

// Get number of nodes in the system
if (config.getNodeCount(&num sites) = ACS_SUCCESS)
printf (“ Failed to get the number of nodes\n”);
// Start the clocks on the nodes in reverse order
for (node_num = num_sites — 1; node_num >= 0; node_num——)
{

// Get number and information for this particular node
ACS_Get_Board_Info(system, node_num, board_info[node_numl]);
if ((rc = config.getNodeNumber(node num, &node_id)) != ACS_SUCCESS)

printf (¢ Failed to get number for node: %d\n”, node_num);
pe_mask = 0;
for (i = 0; i < board_info[node_ num|.num _pes; i++)

pe_mask = pe_mask | board_info[node num|.pe_maskl|i|;

// Set the frequency of the clock on this node
clock.frequency = CLOCK_FREQUENCY;

clock . countdown = 0;

if ((rc = ACS_Clock_Set(&clock, node_id, system, &status)) = ACS_SUCCESS)

printf (“ Failure in ACS_Clock Set, rc = %d\n”, rc);
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// Assert reset signal
if ((rc = ACS_Reset(node_id, system, pe_mask, 1, &status)) = ACS_SUCCESS)
printf (¢ Failure in ACS_Reset, rc = %d\n”, rc);
// Start the board
if ((rc = ACS_Run(node_id, system, &status)) != ACS_SUCCESS)
printf (¢ Failure in ACS_Run, rc = %d\n”, rc);
// Deassert reset signal
if ((rc = ACS_Reset(node_id, system, pe_mask, 0, &status)) = ACS_SUCCESS)
printf (“ Failure in ACS_Reset, rc = %d\n”, rc);

infile .open(filename,ios :: in);
while (! infile .eof ()) {
// Read in database from file
num_sent = 0;
infile >> fifo_input.top >> fifo_input.bottom;
while ((! infile .eof ()) && (num_sent < BUF_SIZE))
{
((unsigned int x) outbuffer)[2#num_sent| = fifo_input.top;
((unsigned int x) outbuffer)[2+num_sent+1] = fifo_input.bottom;
num-_sent-+-+;
infile >> fifo_input.top >> fifo_input.bottom;

}

// Pack parameters for sending to thread
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for (i =0;i <3;i++)
{

thread_data_array|[i]. out_buffer = out_buffer; //pointer to database

[1]-
thread_data_array[i |. system = system; //pointer to system
thread_data_array|i |. num_sent = num sent;  //size of database
thread_data_array|i |. node_id = i; //node ID

// Process database on each node
pthread_create(&cowbell_thread, NULL, (void * (x)(void %)) slaaclv,
(void x) &thread_data_array[2]);
pthread_create(&xanadu_thread, NULL, (void * (x)(void %)) slaaclv,
(void x) &thread_data_array[1]);
osiris (&thread_data_array[0]);
// Wait for each node to complete
pthread_join(cowbell thread,(void *x) &thread status );
pthread_join(xanadu_thread,(void xx) &thread status );

}

infile . close ();

delete(out_buffer );
// Destroy the acs_system, release the resource.
if ((rc = ACS_System_Destroy(system, &status)) != ACS_SUCCESS)
printf (“ Call to ACS_System_Destroy unsuccessful, error: %d\n”, rc);
// finalize the acs world, destroy throughly.
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if ((rc = ACS_Finalize()) = ACS_SUCCESS)
printf (¢ Call to ACS_Finalize unsuccessful, error: %d\n”, rc);
printf (¢ VPI & SU, ECPE, CCM Lab. Spring 2002\n”);
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