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Register Transfer Level Simulation Acceleration
via Hardware/Software Process Migration

Aric David Blumer

Abstract

The run-time reconfiguration of Field Programmable Gate Arrays (FPGAs) opens new
avenues to hardware reuse. Through the use of process migration between hardware and
software, an FPGA provides a parallel execution cache. Busy processes can be migrated into
hardware-based, parallel processors, and idle processes can be migrated out increasing the
utilization of the hardware. The application of hardware/software process migration to the
acceleration of Register Transfer Level (RTL) circuit simulation is developed and analyzed.
RTL code can exhibit a form of locality of reference such that executing processes tend to be
executed again. This property is termed executive temporal locality, and it can be exploited by
migration systems to accelerate RTL simulation.

In this dissertation, process migration is first formally modeled using Finite State Ma-
chines (FSMs). Upon FSMs are built programs, processes, migration realms, and the migra-
tion of process state within a realm. From this model, a taxonomy of migration realms is
developed. Second, process migration is applied to the RTL simulation of digital circuits. The
canonical form of an RTL process is defined, and transformations of HDL code are justified
and demonstrated. These transformations allow a simulator to identify basic active units within
the simulation and combine them to balance the load across a set of processors. Through the
use of input monitors, executive locality of reference is identified and demonstrated on a set
of six RTL designs. Finally, the implementation of a migration system is described which
utilizes Virtual Machines (VMs) and Real Machines (RMs) in existing FPGAs. Empirical and
algorithmic models are developed from the data collected from the implementation to evaluate

the effect of optimizations and migration algorithms.
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Chapter 1

Introduction

T he capacity of integrated circuits has increased significantly in the last decades, fol-
lowing a trend known as “Moore’s Law.” Gordon Moore predicted in 1965 that tran-
sistor counts would double approximately every two years, and indeed they have as shown
in Figure 1.1 [1]. The code bases describing these circuits are likewise becoming larger, and
the design engineer is stressed by the opposing requirements of time to market and bug-free
silicon. Some industry observers estimate that every 18 months the complexity of digital
designs increases by at least a factor of ten [2], with verification time taking at least 70% of
the design cycle [3]. Compounding the problem is the non-recurring expense of producing the
circuits—65 nm designs are approaching $40 million [4]—which makes the goal of first-time
working silicon paramount. Critical to satisfying both time to market and design quality is
the speed at which circuits can be simulated, but simulation speed is “impractical” or at best
“inadequate” [5, 6].

In an effort to address this issue, engineers are looking for creative ways to improve
verification times for designs. In one instance, the boot time of a cell phone took thirty days
to simulate using traditional, software-based simulation methods. By using an instruction set
simulator (ISS) the time was reduced to ten days, and a reduced-detail model coded in C
lowered the boot time to one day [7]. As in the software industry, the efforts to mitigate the
effect of growing hardware complexity have included greater levels of abstraction, allowing

faster modeling speeds (as demonstrated by the cell phone application) and smaller code bases.
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Figure 1.1. Intel Processors Demonstrating Moore’s Law [1]

Circuits were, in times past, described by entering components into schematics with CAD
tools, but the complexity of the circuits became great enough that a higher level of description,
known as Register Transfer Level (RTL), has become the norm. The continuing increase in
complexity has spurred the development of abstraction levels above RTL, such as Transaction
Level Modeling (TLM) [5]. By definition, higher abstraction levels contain fewer details
than lower abstraction levels for the sake of easier management, quicker operation, or easier
conceptualization. In the realm of digital design, however, the details are critical because of
constraints on timing and area. Software tools that supply the missing details of TLMs are
not yet as efficient as human-coded RTL [8, 9]. Therefore, models with reduced detail are not
yet suitable for design descriptions targeted for fabrication, and RTL descriptions still form a

necessary part of current design flows.

Another option to improve verification times is hardware acceleration. For the cell
phone booting example above, a hardware-based prototype took three seconds [7]. Prototyp-
ing in hardware, however, drastically reduces the design’s debugging visibility, and it incurs
significant overhead to compile the design to the prototype hardware. The author of [7],

who is promoting a hardware prototyping product called TotalRecall ", conveniently leaves



the compile times out of his performance statistics. Hardware acceleration provides a middle
ground between software simulation and hardware prototyping, but has traditionally suffered
from high cost as well as long compile times. A hardware acceleration solution for RTL

simulation having short compile times and lower cost is needed.

The fundamental component of hardware-based acceleration systems is the Field Pro-
grammable Gate Array (FPGA). FPGAs may be configured many times with different function-
ality, making them a good fit for hardware-based accelerators, which utilize arrays of them to
implement the functionality under test. But FPGAs are designed to be statically configurable.
That is, the power-up or reset configuration of the FPGA can change, but the configuration is
static while the device is running. As a consequence, existing accelerators statically map the
design to the FPGA array. If the design under test is large, a large array of FPGAs is required

to accelerate its simulation, and a long compile time is required to map it to the array.

It is possible, however, to change the configuration of an FPGA at run time, and this
is aptly termed run-time reconfiguration (RTR). RTR is a means of increasing the run-time
flexibility of computing systems—not only simulation accelerators—and one application is
the migration of processes between hardware and software. A run-time reconfigurable logic
array behaves as a sandbox in which one can construct and tear down structures as needed.
By instantiating and removing processors in the array during run time, users can establish
a dynamically adaptable parallel execution system. It can be tuned by migrating processes
into and out of processors in the FPGA and establishing communication routes between them
on demand. The processors themselves can be reconfigured to support a minimum set of
operations required by a process, thus reducing area usage in the FPGA. Area can also be
reduced by instantiating a shared functional unit that processes migrate to and from when
needed. Furthermore, time-consuming or often-executed processes can be Just-In-Time (JIT)

compiled directly to hardware for further speed and area efficiency.

Because of the run-time reuse that RTR provides, hardware accelerators may be able
to improve simulation performance with less hardware (and therefore less cost). Process
migration in particular is a good complement to simulation acceleration for two reasons. First,

RTL simulation consists of a set of parallel processes that can be decomposed into small
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migration units. Second, since simulation processes often describe synthesizable hardware,

they can also be compiled directly to the hardware at run time.

Considering the run-time reuse of FPGAs, the process migration that RTR enables,
and the parallel processes that compose RTL simulation, a hardware-accelerated simulator
takes shape. The system can migrate busy processes to an FPGA and idle processes from it
to increase utilization. Because the processes in the FPGA execute in parallel, a simulation
speedup can be achieved. Such a system behaves like a cache, where entries are aged and
replaced to improve performance. Data caches improve performance by exploiting locality
of reference to accelerate data access. Temporal locality occurs when an accessed data item
is accessed again [10, p. 403]. It is exploited by keeping often accessed data in the cache.
Spatial locality of reference occurs when data items near an accessed item are also accessed.
It is exploited by placing data items adjacent to an accessed item into the cache. Data caches

exploit these characteristics to hide storage device latencies.

Executive locality of reference refers to similar properties exhibited by a set of executing
processes. Executive temporal locality refers to the property that an executing process will be
executed again in the near future. It can be exploited by keeping the most active processes
in hardware. Communicating processes may also exhibit executive spatial locality, which
is the property that processes having a dependency on an executing process (e.g., receiving
messages from it) will also be executed. Executive spatial locality can be exploited by keeping
collaborating processes in the FPGA connected with direct communication channels. In the
same way that a data cache replaces unreferenced items with referenced ones, a migration
system should replace idle processes with busy ones. The FPGA, therefore, becomes an

execution cache.

1.1 Overview

The thesis of this dissertation is as follows: When RTL simulations exhibit executive
locality of reference, a process migration system can exploit it to gain a simulation speedup.

The thesis is supported by the following chapters:
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Chapter 2, “Background”

This chapter discusses technology and previous work related to the research presented
herein. The functionality of reconfigurable hardware is described followed by a description of
simulation methods including acceleration. An overview of existing simulation accelerators is
presented. A migration system’s architecture is described, and simulation speedup is discussed

in light of Amdahl’s Law with a special treatment of the impact of overheads.

Chapter 3, ‘“Formal Modeling of Process Migration”

In an effort to understand the issues and difficulties of process migration, a formal
model is developed. The definitions and theorems developed in this chapter establish a frame-
work for reasoning about migration systems to ensure that an implementation guarantees cor-
rect and complete execution. Such guarantees are of special need in a migration system that
can change during run time. The model defines a migration realm in terms of Finite State
Machines (FSMs) and defines processes in an abstract form that can be translated into forms
that are executable by concrete FSMs. In the context of a migration-capable simulator, the
processes need to be in a portable format that can be translated to executable forms such as
native-compiled code and hardware logic gates. The definitions also infer a migration realm
taxonomy, and the theorems guide us in the development of algorithms to maximize the use of

resources and to efficiently guarantee correct completion.

Chapter 4, “Processes and Temporal Locality”

In this chapter RTL processes are analyzed through profiling to detect executive locality
of reference. Six designs from the OpenCores project were analyzed representing a range of
code base sizes and functionality: an Ethernet MAC, an AC97 Audio Controller, a Serial
Peripheral Interface (SPI), an Advanced Technology Attachment (ATA) Disk Controller, a
Peripheral Component Interconnect (PCI) Bridge, and a memory controller. Transformations
to RTL code, in light of the Verilog and VHDL standards, are developed that allow a migration
system to exploit executive locality to its fullest. Processes are reduced to a canonical form,
which may be combined as needed for optimization and load balancing within a simulator,
while still maintaining correct behavior. These transformations are then applied to three of the

OpenCores designs to demonstrate proper simulation behavior. Executive temporal locality
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is then demonstrated through the use of process guides and input monitors. Input monitoring
is the more efficient of the two methods, but process guides could be used for larger SoC
simulations where entire Intellectual Property (IP) cores are used at certain times during the
simulation. The input monitors produce a set of metrics that show the load of the processes on
the system, and in virtually all cases a relatively few processes dominate the simulation time.

These processes are the candidates for use in a simulator using process migration.

Chapter 5, “Implementation and Results”

In this chapter an implementation of a migration system is presented to demonstrate,
analyze, and model a migration-capable RTL simulator. While Xilinx support for run-time
reconfiguration is improving, it is still not trivial to accomplish. The partial reconfiguration
flows that Xilinx provides allow the designer to produce a partial bitstream used to update the
configuration of a portion of the FPGA, but a migration application requires the extraction and
modification of per-processor state. Thus, independent of the partial reconfiguration flow, a
method of extracting the location of per-processor state variables was developed. The resulting
data are used to read and write configuration frames at run time, optimized by the use of
frame caching. A system of 35 processors was created to measure the migration characteristics
and parallel performance in a Virtex-II Pro FPGA. The implementation and the measurements
obtained from it are used to empirically and algorithmically model a migration-capable RTL

simulator to see the effect of various performance parameters on the system.

1.2 Contributions

The unique contributions of this work are the following:
* Definition and demonstration of executive locality of reference and exploiting it with
process caching

Similar terms of “spatial” and “temporal” can be found in the literature in reference to
task mapping [11]. These terms, however, are applied to methods of task scheduling,

rather than to locality of reference exhibited by the tasks themselves.

* Formal model of process migration and related taxonomy
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The idea of process migration is not new, and its most familiar context is the migration
of operating system processes within a cluster of workstations. Surprisingly, no efforts
have been uncovered that address this technology in a formal way. The model contained
in this dissertation is general enough to apply to operating-system-level migration as well
as hardware/software migration, and it was presented at the Field Programmable Logic

and Applications (FPL) conference in August 2007 [12].

* Addressing accelerated simulation at the RTL behavioral level

Existing hardware accelerators in essence synthesize RTL code to gates and map it to

FPGAs. The system presented here maintains the RTL level for execution as processes.

* The canonical form of RTL processes

Several existing models of simulation are discussed, but these models approach the
problem from a synthesis-semantic perspective rather than from an event-driven per-
spective. That is, they introduce components such as “latches” into their models which
are only inferred from the semantics of RTL code, and they are not conceptually part
of event-driven simulation. The canonical form of RTL maintains the semantics of

event-driven processes, albeit in their most basic form.

* The successful implementation of a migration system using existing FPGAs and tools

This implementation is based upon commercially available Virtex-II Pro devices utiliz-
ing the standard Xilinx design flow with some extensions to extract bitstream location

information. This work was also presented at FPL 2007 as a short paper and poster [13].

* Empirical and algorithmic models to explore migration system performance

These models are unique to the implementation described in Chapter 5, but the methods

employed could be used for more general systems.



Chapter 2

Background

he previous chapter introduces the motivation and the basic concepts of a migration
Tsystem that utilizes executive locality of reference to increase the efficiency of an RTL
accelerator. The background and related work of this technology is presented in this chapter.
In Section 2.1, an overview of Field Programmable Gate Array (FPGA) technology is given
with a discussion of the types of reconfiguration an FPGA may support. Section 2.3 gives
an overview of simulation technology, types of simulation, Hardware Description Language
(HDL) abstraction levels, and acceleration methods. Section 2.4 presents the architectural
overview of the migratory simulator, and Section 2.5 closes the chapter with an analysis of

Amdahl’s law and its application to simulation acceleration.

2.1 Reconfigurable Hardware

Reconfigurable hardware has grown in prominence in the last decade due primarily to
two factors. First, the capacity of integrated circuits has increased significantly, as mentioned
in Chapter 1. This growth has occurred not only in special-purpose integrated circuits but
also in FPGAs, so FPGAs can hold significant designs despite the extra reconfiguration and
routing logic present in them. Second, the cost of producing integrated circuits has increased

significantly as the feature size has shrunk. This growth in cost has helped the adoption of

8
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FPGAs because they are less expensive for lower volumes since the non-recurring development
expense is amortized over a large market [14]. These factors have worked in concert to make

FPGAs more attractive for designs than they were a decade ago.

FPGAs obtain their name from two of their characteristics. As a general rule, they are
manufactured with no particular logic function. Rather, they provide an array of logic structures
that can be configured to perform whatever function the designer wishes (within timing and
area constraints). That is, they are gate arrays, programmed in the field after manufacture.
There are several technologies used to configure an FPGA’s function such as fuses, antifuses,
and static random access memory (SRAM) [15, p. 479]. All these technologies utilize con-
figuration bits to program switches for connecting logic, to configure clocking devices such
as phase-locked loops (PLLs) and delay-locked loops (DLLs), and to program the basic logic

functions of the device.

In fuse-based FPGAs, the configuration bits are programmed into the device by leaving
fuses as-is or by “blowing” them (opening the circuit) with an applied voltage. Antifuse devices
work in a similar fashion by permanently closing circuits rather than opening them. Devices
configured in these ways are not reconfigurable; that is, they can be programmed once because
the circuit is physically altered. In SRAM-based FPGAs, programming does not alter the
physical structure of the circuit, so they can be reconfigured by changing their configuration
SRAM’s contents. A digital designer implements his design for the FPGA, producing a config-
uration file called a “bitstream.” This bitstream is often stored in a non-volatile memory, which

the FPGA reads into the configuration SRAM when powered.

A simple example that demonstrates how a logic function may be configured is the
look-up table (LUT). Figure 2.1 shows a LUT having two inputs and one output. The LUT is
essentially a memory, and the inputs form an address into the memory’s contents to select the
output. Depending on the contents of the memory, a LUT can function as an AND gate or an
OR gate as shown by the two configurations. This LUT can, in fact, provide any logic function
having two inputs and one output.

Normally, the configuration bits of an SRAM-based FPGA are programmed at power-
up and then left unchanged while power is applied. In some applications, there may be reason

to reconfigure it after power-up, but the device is stopped and completely reprogrammed during
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Figure 2.1. Basic LUT Architecture Showing OR and AND

reconfiguration—all state is lost. It is possible, however, to modify the configuration bits after
the original power-on configuration while preserving state in another portion of the design [16,

17, 18]. This process is referred to as “active reconfiguration” or “dynamic reconfiguration.”

There are two orthogonal aspects of run-time reconfiguration to be addressed. First is
the extent of the reconfiguration, and second is the mode of reconfiguration. Concerning the
extent of reconfiguration, it is categorized into full reconfiguration or partial reconfiguration.
The normal operation of an FPGA begins with a full reconfiguration in which all the resources
of the FPGA are configured with a bitstream. For the vast majority of designs, this is the only
configuration the FPGA undergoes, but it is possible to subsequently reconfigure a select subset

of the resources, a partial reconfiguration.

Concerning the second aspect of run-time reconfiguration, there are two modes, active
and non-active. For default FPGA initialization, the device is configured, and the entire
FPGA'’s state is reset. This is non-active (or static) reconfiguration. In contrast to this normal
flow, active reconfiguration does not reset the FPGA’s logic. In this mode, resources that are
not being changed continue to run as though no reconfiguration were occurring. Because of this
behavior, care must be taken to ensure that logic that is not being reconfigured does not depend
on logic that is being reconfigured, and vice versa. This can be done, for example, with a global

reconfiguration signal that gates inputs and outputs to the reconfigured logic. Combinations of
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Table 2.1. Combinations of Reconfiguration
Mode

Non-Active Active

Full Normal FPGA Configuration Possible, but not likely

Used for dynamic modification
of part of the FPGA with no
change of state to the logic that
is unmodified.

Useful for quick modification of
Partial the FPGA functionality, but the
entire FPGA 1s reset.

Extent

these orthogonal reconfiguration aspects are used to define the type of reconfiguration as shown
in Table 2.1.

One FPGA vendor is Xilinx, Inc. Xilinx Virtex-II FPGAs support run-time reconfigu-
ration to a limited degree, and Xilinx supports active, partial reconfiguration in their tools [19].
The product of the partial reconfiguration flow is a partial bitstream which is loaded into the
FPGA through a configuration port. The configuration ports are Serial, SelectMAP, ICAP, and
JTAG boundary scan [20], and they are to some degree mutually exclusive. These ports accept
a common format desribed in the FPGAs’ user guides, and a reconfiguration occurs when a file
of this format is loaded into the FPGA.

The flexibility of FPGAs can be harnessed to provide customization of general pro-
cessing systems. With a specific application in mind, designers can couple general-purpose
processors with programmable logic arrays as demonstrated by systems such as PRISM [21]
and Garp [22]. The programmable logic array can either provide bus-level devices to the
processor to accelerate a computation, or it can extend the instruction set of the processor.
Xilinx provides such an architecture in the form of Virtex " -II Pro and Virtex-4 devices. These
devices contain PowerPC"" 405 processors surrounded by programmable logic [20, 23]. Both
families can utilize bus level accelerators, but the Virtex-4 FX devices allow the PowerPC
instruction set to be extended [24]. Altera, another FPGA manufacturer, formerly offered the
Excalibur’" family whose devices contain Advanced RISC Machine (ARM) cores [25].

Another interesting application of FPGAs to reconfigurable processing is the Dynamic
Instruction Set Computer (DISC) [26]. This architecture loads logic into a reconfigurable

device to satisfy a program’s execution as needed. As a program runs, any unsupported
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instruction causes the loading of the module implementing the instruction using partial re-
configuration. The most recently used modules are kept in the FPGA forming an instruction
module cache. The work presented in Chapter 5 is similar to DISC in that it forms a cache of
the most-used functionality, but unlike DISC it implements a cache of processes rather than a
cache of instruction modules.

PipeRench is a novel way of approaching computation with reconfigurable hard-
ware [27]. Reconfiguration times of FPGAs are large (a hurdle faced in the implementation
described in Chapter 5), but there are two traditional means in computing to hide such la-
tencies: caching and pipelining. As its name suggests, PipeRench utilizes the latter to hide
reconfiguration times. The PipeRench architecture consists of several reconfigurable pipelines.
As an operation flows through PipeRench, it is reconfigured as needed, and so an operation
can complete every cycle. The architecture is not suited for general computation, but performs
well with stream-based algorithms. Simulation of RTL code is not a streaming application, so
this approach cannot be used in this application.

Another use of run-time reconfigurable devices is the on-demand instantiation of func-
tionality within it. The idea is to reconfigure a portion of the device to replace one function-
ality with another, and the available functionality could be retrieved with a Dynamic Module
Server [28]. When using an FPGA as a migration system, optimizations could be made in area
by instantiating only the minimal functionality required. For example, if a process does not
use the multiply operation, then a processor without a multiplier should be instantiated to save
FPGA area. Such selections could be made using a Dynamic Module Server, which improves

performance by supplying a database of pre-compiled processors.

2.2 Design Abstraction

Figure 2.2 shows the various levels of abstraction available to a designer. At the
lowest level is circuit design in which transistors, resistors, and other electrical components
are arranged into circuits to implement the desired behavior. Working at this level limits the
design to a relatively simple function because the number of components required to implement

logic increases significantly with complexity. Constructing a 32-bit adder, for example, using
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Figure 2.2. Levels of Abstraction for Electronic Design

transistors would be time consuming and difficult to debug. Above the circuit level is the logic
gate level. At this level, the designer can work with boolean logic equations or with low level
logic components to assemble a design. The components and logic functions may then be
converted by tools to circuit descriptions. Implementing a 32-bit adder with boolean equations
is significantly easier than doing so with transistors, but the complexity is still quite high
because of the detail required to describe it. Further abstraction can be achieved by allowing
the designer to express a 32-bit add with a simple plus sign (‘+’), and synthesis tools then
construct the boolean equations or target device components to implement the function. This

is the level referred to as Register Transfer Level (RTL).

As mentioned in Chapter 1, the capacity of integrated circuits has doubled approxi-
mately every two years. Constructing a contemporary design at the electrical or gate levels is
virtually impossible given the required detail. RTL has been, at least for the past decade, the
abstraction level at which designs are described, but even the RTL level is proving to be too
detailed for complex or System on Chip (SoC) designs. The next higher level of modeling in
use today is the Transaction Level at which circuits’ behavior is described using transactions,
such as a bus or packet transfer. These models are not cycle accurate. The terms used to
describe abstraction levels above (and to some degree including) the Transaction Level are
still ambiguous, being in the formative stages [29], and so the term “Electronic System Level”

(ESL) is used here.

As the need for greater levels of abstraction has been recognized, new languages have

been developed to assist with the descriptions. In many cases, the desire to leverage exist-
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clock_not <= not clock;
Q netl = not (clock_not or net2 or net3);
net3 <= D nor netl;
g_bar <= netl nor g _gates;
clock "~ Q <= g_bar nor net2;
V° net2 <= clock_not nor net4;
net4 <= net3 nor net2;

Figure 2.3. Structural Representation of a D Flip-Flop (VHDL)

ing software code bases for use in hardware implementations has spurred the use of C-like
languages for hardware design (often referred to as “C-to-gates”). SystemC utilizes a C++
class library to incorporate a simulation engine into compiled code, often allowing the reuse of
existing C++ classes [30]. Handel-C, developed by Celoxica, provides extensions to ANSI C
from which hardware can be generated [31].

In spite of the abstraction levels above RTL, the design flows of today still utilize RTL
because the tools are not yet able to efficiently synthesize abstractions above RTL. This level
represents the behavior of the circuit with high-level expressions describing the inputs and
outputs of registers or flip-flops. RTL descriptions are often written in a hardware description
language (HDL) such as Verilog [32] or VHDL [33], both IEEE standards, and synthesized into
gate- or cell-level representations by tools such as Synplicity’s Synplify® or the Synopsys®
Design Compiler. A foundry can take the gate-level form and produce an integrated circuit, or
the RTL can be used to create a configuration for an FPGA. Regardless of the target technology,
however, RTL describes the parallel behavior of the circuit using “processes.”

Figures 2.3 and 2.4 contrast the implementation of a D flip-flop in RTL and structural
(or “gate-level”) representations. A D flip-flop is a memory device that captures its D input at
the rising edge of a clock, driving it at its Q output. There are also negative-edge triggered
flip-flops that capture their input on the falling edge of the clock. If the input is different at
the next rising edge of the clock, then the output will be updated to reflect this change. At
the structural level, a logic circuit is described in the fundamental form of logic gates, and one
implementation of a D flip-flop is shown in Figure 2.3. The RTL form shown in Figure 2.4

allows a designer to work at a higher level of abstraction resulting in much more concise and
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D Q d_flip_flop_rtl: process (clock)
— begin
if (clock’event and clock = ’1’) then
Q <= Dj;
clock S end if;
end process;

Figure 2.4. RTL Representation of a D Flip-Flop (VHDL)

readable HDL code. In a synchronous digital circuit, the inputs to flip-flops are composed
of “logic cones” which are sets of combinational logic that implement boolean or arithmetic
functions. In a structural representation, the logic cones are described with primitive logic
operations whereas at the RTL level, they are represented with high-level expressions such
as addition and subtraction and with conditional constructs such as case statements and if

statements. This RTL can then be compiled and simulated to verify correctness.

2.3 Digital Simulation

RTL simulation is an important development tool in digital design. In a multi-member
team, the design can be subdivided with each member implementing a portion. Later, the
sub-designs can be integrated to form the whole, but RTL simulation occurs at all stages. Some
synthesis will likely be done to ensure the design fits into the target device and to ensure that
the code structure supports the desired timings, but most of the early implementation phase is
focused on RTL coding. During this early phase, it is desirable to have a quick turnaround
for simulations along with good visibility into the design for debugging. Later, during the
integration phase, the interfaces between the sub-designs will require debugging, which also
requires a quick turnaround. After the design has matured, more esoteric bug fixes will require
regression testing of the design to ensure that other errors are not introduced with the fixes. In

this case, sheer simulation speed is beneficial.
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Figure 2.5. Two Simulation Types

2.3.1 Simulation Types

There are primarily two methods used to simulate systems: continuous time and dis-
crete event [34], each depicted in Figure 2.5. In continuous-time simulations, the simulation
time advances continuously at a fixed delta, and state within the simulator is a function of
the time variable. Discrete-event simulations, on the other hand, skip simulation time when
there are no changes in the state. Simulation of digital logic is performed with discrete-event
simulation, where simulation events are placed, or scheduled, into the event queue which is
sorted by execution time. Events include changes in the value of a signal or delays. In the
case of Verilog, the IEEE defines five event queues into which different types of events are
scheduled [32, p. 159]. The VHDL Language Reference Manual (LRM), the IEEE standard for
VHDL, does not define execution in terms of a queue. In fact, the word “queue” does not appear
within the 309 pages of the LRM [33]. It does, however, describe the execution in terms of
sequences ordered by time, implying time-ordered queues like Verilog. The simulator’s kernel
services the event queue at the current simulation time, and it runs the processes which are
activated by the events occurring at that time. If there are no events for the current simulation

time, then the time is advanced to the next scheduled event, skipping the time between.

A more coarse-grained type of discrete-event simulation is cycle-based simulation. In
the general discrete-event case, the transition of any signal at any time can trigger an event

which evaluates state. For cycle-based simulations, the only event considered is the clock edge,



Digital Simulation 17

so it is only useful to simulate synchronous designs. A synchronous design is one composed
of flip-flops sharing a clock with combinational logic between them. A D flip-flop captures its
input at the rising edge of the clock, so its combinational input only needs to be evaluated at
the clock edges. Any changes in logic between clock edges are irrelevant and do not need to be
evaluated, so a simulation cycle simplifies from stratified queue management to an alter-clock-
retrieve pattern [35]. This approach can improve simulator performance compared to a strict
event-driven approach by reducing scheduling overheads and eliminating unnecessary process
evaluations. A cycle simulator in use at IBM achieved a fifty-fold improvement over event-
driven methods [36]. The SpeedSim simulator developed by SpeedSim, Inc. (later acquired by
Quickturn Design Systems, Inc., which was in turn acquired by Cadence Design Systems) was
claimed to improve run times by 10 to 100 times [37, 38]. Synopsys’s RoadRunner cycle-based
simulator was claimed to improve performance by 2 to 5 times [39], and their Scirocco
and VCS® systems by 10 to 50 times [40]. These cycle-based simulators were absorbed into
the acquirer’s existing simulation systems, and cycle-based simulation techniques are applied
“under the hood” [41, 42, 43]. The term “‘cycle-based” is no longer the marketing buzzword it

once was, but cycle-based techniques are actively used in RTL simulators.

In discrete-event simulations, a “process” is a set of code that is executed to evaluate
expressions and change state. It has a set of inputs and a set of outputs. When a signal value
is changed in the simulation, the processes that are made sensitive to the signal must be run
to evaluate their new output state. This reevaluation may trigger the immediate change of
signals, causing more processes to be run, or it may schedule the change to occur later. When
a signal is the input to multiple processes, it is possible to execute those processes in parallel.
As shown later in Chapter 4, processes which can take advantage of cycle-based methods are

easily identified.

2.3.2 Simulation Acceleration

There have been three primary methods employed to accelerate discrete-event simu-
lations [44]: parallel execution in software, mixed-abstraction/multiresolution simulation, and

hardware acceleration. These methods, of course, can be combined within a simulation system.
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Parallel execution of processes introduces significant issues in keeping dependencies
up to date across an asynchronous cluster while maintaining a respectable speedup. A good
overview of the difficulties of parallel simulation, which primarily rest upon time management,
can be found in [45]. Mixed-abstraction/multiresolution simulation is simply the use of varying
modeling techniques so that simulation processes that are not crucial to the functionality under
test are executed in the shortest time by using higher-level descriptions of them. An example is
the combination of an instruction set simulator for an SoC core and a gate-level representation
for a USB host device attached to the core. Simulating the entire SoC design at the gate level
would be significantly slower.

Hardware acceleration of simulations uses dedicated hardware, and FPGAs have served
that purpose well because of their reconfigurability. These accelerators are utilized by first
mapping the RTL code to an array of FPGAs, thus offloading the work from a single processor
to gain a speedup. This mapping is a time-consuming process requiring a non-negligible delay
before the simulation can commence. Furthermore, resources are allocated at compile time
with no possibility of adjustment during run time. This static mapping is acceptable if there is
sufficient hardware to contain the entire design, but hardware accelerators are costly, ranging

from hundreds of thousands to millions of dollars [44].

Commercial Offerings

Much progress has been made in the area of hardware acceleration with several com-
mercial offerings in existence. Cadence Design Systems offers the Palladium® emulators [46]
and the Xtreme® Server [47], both being parts of verification systems which can provide
hardware acceleration of designs as well as emulation. Palladium was acquired with Quickturn
Design Systems, Inc., and the Xtreme Server was acquired with Verisity, Inc. While informa-
tion about their technology is sketchy, they do make it clear in their marketing ‘“datasheets”
that the HDL code is partitioned into software execution and hardware execution at compile
time. State can be swapped from hardware to software for debugging, but there is apparently
no run-time allocation of hardware resources occurring.

One publication by Quickturn [48], while not specifically mentioning Palladium, de-

scribes a system to accelerate event-driven simulations by providing low-overhead communi-
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Figure 2.6. A Simulation Architecture Published by Quickturn

cation between the behavioral portions and the synthesized portions of the design. The system
targets synthesizable HDL code to FPGAs, and then partitions the result across an array of
FPGAs in an architecture depicted in Figure 2.6. The behavioral code is compiled for a local
microprocessor run alongside an FPGA array. Additionally, the system synthesizes logic into
the FPGAs to detect trigger conditions for the simulator’s event loop, thus off-loading event
detection from the software. The mapping to the hardware is still static.

EVE Corporation produces simulation accelerators in their ZeBu (“zero bugs”) product
line [49]. EVE differentiates itself somewhat from its competitors by offering smaller emula-
tion systems such as the ZeBu-UF that plugs into a PCI slot of a personal computer, but their

flow is similar, requiring a static synthesis of the design before simulation.

Berkeley Emulation Engine

These aforementioned systems are proprietary, and the information about their imple-
mentations is sketchy at best. In academia, the Berkeley Emulation Engine (BEE) provides
an open platform that could be used for accelerated hardware verification [50]. The engine
is composed of an array of 20 Virtex 2000’s on each Main Processing Board, providing a
theoretical 8 million gate emulation capacity. These FPGAs are connected in a two layer mesh
structure (shown in Figure 2.7). Designs are developed as a high level model in Simulink and
compiled into a VHDL netlist and mapped to the FPGA hardware. While the design flow of the

BEE system is geared toward communication applications, it is a general system that could be
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Figure 2.7. The Berkeley Emulation Engine Architecture

used for simulation acceleration. The second generation BEE2 is built upon the lessons learned
in BEE, and provides improvements on it such as embedded PowerPC processors of Virtex-II
Pro FPGAs and high-bandwidth DDR memory [9]. Upon this BEE2 platform, the Research
Accelerator for Multiple Processors (RAMP) is envisioned to be built [51]. RAMP seeks
to establish an open, community-supported platform for multiprocessor systems research, so
that software and hardware can be rapidly prototyped. While it can be used for simulation
acceleration, its designers intend it to be used for research at higher levels of abstraction. In
their own words, *“. .. RAMP targets architecture and software research instead of simulation of
a single RTL design” [51, p. 20]. Furthermore, “The proposed RAMP 1 and RAMP 2 hardware
would be comparable in capacity to the most capable commercial [acceleration] platforms.
However, a fundamental difference is RAMP’s emphasis on emulating high-level architectural

behaviors rather than cycle-accurate RTL netlists” [51, p. 20].

SimPLE

Another approach to hardware acceleration is to assemble an array of simple processing
elements in an FPGA, and to schedule very long instruction words (VLIWSs) to execute the

simulation as in the SimPLE system [52]. Each processing element (PE) is a two-input look-up
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table with a two-level memory system. The first level memory is a register file dedicated to
each PE with a second-level spill-over memory shared among a group of PEs, as depicted in
Figure 2.8. The PEs are compiled into an FPGA which is controlled by a personal computer
host through a PCI bus. The host schedules very long instruction words (VLIWs) to the
FPGA, and each instruction word contains opcodes and addresses for all the PEs. Each opcode
specifies the function of a two-input look-up table, and so consists of four bits. The register
file consists of four bits, one of which is selected by the instruction for placement on the
interconnection system. So on every cycle of the PE array, a single logic gate of the simulation
is evaluated on each PE. The design flow is to synthesize the HDL design into a Verilog netlist,
translate the netlist into VLIW instructions using their SimPLE compiler, and schedule them
into the FPGA to execute the simulation. An EDA startup company, Liga Systems, Inc., has

been founded to take advantage of this technology [53].

The system behaves very much like the FPGA upon which it is constructed: The
crossbar switch is analogous to an FPGA'’s interconnection system, the PE is analogous to the
look-up tables of a configurable logic block (CLB), the registers are analogous to the flip-flops
within each CLB, and the VLIW is analogous to the configuration bitstream of the device.
There is no reconfiguration of the FPGA’s logic functions; rather the reconfiguration occurs at
the layer implemented above it. As such, this system can be implemented in a fixed-logic

system such as an ASIC. The SimPLE architecture is nothing more than a reconfigurable
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logic array with faster reconfigurability than traditional FPGAs, but that alone makes the
system attractive for other run-time reconfigurable applications. As with the other systems,

the drawback is the required synthesis to the gate level before a simulation can commence.

These systems all suffer from a common shortcoming, albeit to varying degrees. The
design must be compiled to a gate-level netlist or to FPGA structures before it can be simulated.
In some cases, the mapping is to a higher abstraction level, thus shortening the synthesis time,
but some prior mapping is required. Furthermore, all the systems except the SImPLE compiler
map to the hardware resources statically. That is, once the mapping to hardware is established,
the logic remains there throughout the life of the simulation. If the hardware resources are
significant, then this is an acceptable solution, but if a limited amount of hardware needs to be
used efficiently, this can be problematic.

Take, for example, a simulation of a networking ASIC. The simulation goes through
three phases as shown in Figure 2.9: initialization, learning, and “fast path.” The learning and
fast-path phases overlap to some degree as the network routes of the test traffic are learned.
Those routes that have already been learned execute the fast path logic, and those that have
not are still executing the learning logic. Eventually, the network routes are all learned, and

the simulation is exclusively fast path. In a scenario such as this, a static mapping to limited
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hardware resources can be inefficient. For example, if the compiler mapped the initialization
processes to the hardware, then the latter two-thirds of the simulation would not benefit from
the hardware acceleration. On the other hand, if a portion of the processes for each phase is
mapped to the hardware, then all phases of the simulation would benefit, but at any given time
approximately two-thirds of the hardware resources would be idle. Thus, a static mapping is
not the most efficient use of the hardware.

Cost is also an issue. The commercial hardware accelerators are expensive, ranging
from hundreds of thousands of dollars to millions depending on the configuration [44]. Hence,
a lower-cost implementation that can be expanded as needs require and resources allow is
desirable. The goal is to simulate at the RTL level without a prior mapping to hardware
resources and without a static mapping to hardware resources. These are the primary guiding
principles, but a secondary motivation is to develop a system that has a lower cost and finer

grained incremental capacity than existing accelerators.

2.4 Architectural Overview

Since the desired goal is to simulate at the RTL level without a prior or static mapping
to hardware resources, the prior mapping to hardware is first be addressed. This step can be
avoided if the playing field is leveled, so to speak, between software and hardware. This can be
done with a common instruction set (CIS) that can be executed in a software array of Virtual
Machines (VMs) or in a hardware array of parallel Real Machines (RMs). Since a compiled
process can be run in either location, a prior mapping is not necessary.

Software is historically more flexible than hardware; in traditional computing systems,
a single change in a software program requires a recompilation of the source. A single,
incremental change in hardware, however, typically requires the mapping, placement, and
routing to be repeated for FPGAs. More drastic measures are required for an ASIC, such as
metal-mask changes or a complete re-spin. The use of run-time reconfigurable devices aids in
this regard, so that minor modifications of the logic of a device can be achieved more quickly.
This run-time reconfiguration creates a hardware flexibility similar to the flexibility of software

and avoids a static mapping to the hardware resources.
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Figure 2.10. Migration System Logical View

Ideally, every process of an RTL simulation would be run on its own processor in
parallel, but since a simulation can be composed of thousands of processes, the size of a single
reconfigurable device may be prohibitive. The limited parallel hardware resources must be used
in efficient ways in order to maximize the simulation speedup. Using a common instruction set
in VMs and RMs also allows the migration of state between them to be straightforward.

Figure 2.10 shows the logical architecture of the system. A simulation begins with all
of the processes executing in VMs, and processes are selected to migrate into the RMs to gain
a simulation speedup. If hardware resources are not sufficient to contain all the processes, then
the remaining active processes can be just-in-time compiled to native processor code. While
the simulation progresses, execution characteristics of the machines are monitored, and idle
processes are migrated out of RMs and replaced with busy ones. There may also be processes

that could benefit from just-in-time compilation directly into FPGA resources.

2.5 Simulation Speedup

Hardware-based simulation accelerators obtain their speedups using parallel execution.
The fastest possible execution of an RTL description is when it is implemented in a target
device such as an ASIC or an FPGA. The functionality is fully parallel. On the other side of

the spectrum is typical, low-cost RTL execution on a single processor, a fully serial execution.
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The goal of a simulation accelerator is a balance between fully serial and fully parallel that
minimizes run time, compile time, and cost. The cost pressure tends to minimize the amount of
hardware, while the run time pressure tends to maximize the efficiency of whatever hardware
is available. The system, therefore, may be partially parallel, and the speedup that can be

obtained is governed by Amdahl’s Law.

Amdahl’s Law states that the speedup is

s+p
§=>1P 2.1
s+p/N 1)

where s is the fraction of the uniprocessor run time that is run serially, p is the fraction of the
uniprocessor run time that is run in parallel, and N is the number of parallel processors [54]. In
the migratory simulation system, N is limited to the number of available RMs. If one assumes,
for the sake of qualitative analysis, that all processes require an equal amount of time to run,
then the time units can be normalized to a single process’s run time. Let P be the number of

processes in the application. The fraction of uniprocessor run time becomes
5 (2.2)

when a single process is run on each RM. Using Equation 2.2, the parallelized fraction of the

run time becomes

N
=1l—s5s=—. 2.3
p S=73 (2.3)
Equation 2.1 simplifies as follows:
P—N+N
§— P P
~ (P-N N 1
P P N
(2.4)
__P-N+N
(P—N)+1
P
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Typical plots that demonstrate Amdahl’s Law increase monotonically while asymptot-
ically approaching a theoretical maximum speedup as N increases. However, if p is a function
of N (as shown in Equation 2.3), then the plot takes a different form which is a cross-section
of several plots of Equation 2.1. This behavior is shown in Figure 2.11, and characterizes the
behavior of the implementation described in Chapter 5.

Considering Equation 2.4, one can see that as the number of processors N approaches
the number of processes P, the speedup approaches P. A simulation, however, can easily
consist of thousands of processes, and the overheads, which will always be serial, cannot be
ignored. So, the speedup relies on the number of RMs and on the overheads. The overheads are
a function of the number of processes, and it is modeled with different values for VM processes
and RM processes.

Let V be the number of processes running in VMs and R be the number of processes
running in RMs. Note that V = P — N, and R = N. Equation 2.4, then, more realistically
becomes

§— PO, +P
VO, +V +RO,+1
_ P(O,+1) (2.5)
V(0,+1)+R(0,+ I%)’

where O, is the VM overhead and O, is the RM overhead, both as fractions of a process time.

There are two conclusions one can can draw from equation Equation 2.5: First, as
Amdahl’s Law predicts, it requires a significant percentage of processes to be run in parallel in
order to get even a speedup of 2. Second, a large RM overhead (O,) can cause a speedup of
less than one, but that overhead must be greater than 100% of the process execution time. To
illustrate these concepts, Figure 2.12 shows three plots of Equation 2.5 with an assumed VM
overhead of 10%. The vertical axis is the speedup. The horizontal axis is the RM overhead as
a fraction of the process execution time. The three curves show differing mixes of VMs and
RMs for 100 processes.

John Gustafson has reevaluated Amdahl’s Law [54] in light of the his experiences at
Sandia National Laboratories, and points out that it only applies to problems of fixed size. He

contends that better speedups are achievable than Amdahl predicts because, “in practice, the
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Figure 2.11. Cross Sectional Speedup: Speedup takes a cross section of typical Amdahl’s Law plots

when the amount that is parallelizable varies with the number of processors. The typical Amdahl’s Law

plots are § = W’ where P = s+ p. The cross section is given by S = P—#I;/H‘
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problem size scales with the number of processors” (emphasis his). Within the framework of
this simulation application, Gustafson is saying that the number of simulation processes must
increase with the number of RMs. Such an increase is not possible, however, since the problem

size is indeed fixed in a given simulation. Therefore, a parallel simulation system is limited by

Amdahl’s Law.



Chapter 3

Formal Modeling of Process Migration

T he goal of this chapter is to present a formal model that describes in general the mi-
gration of processes among processors. It defines the concepts of a program and a
process. A process is migrated within a migration realm, which is a collection of computing
devices modeled in terms of Finite State Machines (FSMs). The instructions of a process are
divided into sequences that are serially executed on one or more processors within the realm
until the process completes. A process exists in an abstract form that can be translated as
needed into a form that a concrete processor can execute. This model also forms the basis for
a migration system taxonomy, and its theorems present a set of criteria which guarantees the

correct completion of programs in a set of heterogeneous processors.

While the model is generally applicable to many forms of migration systems, its impe-
tus is the migration of processes between software and FPGA hardware. Run-time reconfigu-
ration of FPGAs provides the means of implementing a migration realm within an FPGA, and
one application is the acceleration of digital circuit simulation. FSMs were chosen as the basis
of the model primarily because digital circuits are often described in the form of FSMs, so the
migration of FSM state is natural in this context. However, the model defines its components

in general enough terms to be applicable to Turing Machines as well.

The next section presents related work and explains how it is different from the content

of this chapter. Section 3.2 establishes the foundational definitions of strings and FSMs referred

29
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to in subsequent sections. Section 3.3 describes a migration realm, a program, and a process.
Section 3.4 elaborates on how to simplify migration realms by requiring certain similarities
between FSMs. Section 3.5 describes an application to run-time reconfiguration of FPGAs
in light of this model, followed by Section 3.6 which gives an overview of future work.

Section 3.7 concludes.

3.1 Related Work

Brand and Zafiropolu, in the foundational work on communicating finite state ma-
chines, present a model of multiple machines communicating through a protocol [55]. The
object of this model is to detect missing or “unexecutable” messages within the protocol. The
modeling of digital simulation with FSMs has been done by Pétrot et al. [56], but that model
focuses on the evaluation dependence between the machines and is in essence a communicating
FSM problem rather than a state migration problem. Similarly, R. Milner et al. [S7] have
developed a calculus of mobile processes (7t-calculus), which describes a set of communicating
mobile processes that can change their communication link structure. This chapter describes
the migration of the state of a single machine without consideration of communication or
collaboration with other machines. Communication between collaborating FSMs is orthogonal
to the migration of each machine’s state.

Work has also been done with MobileUNITY regarding the movement of mobile pro-
grams through ad-hoc networks [58], but that work focuses on sharing and synchronization in
mobile computing systems rather than the migration of processes themselves. More closely
related to this dissertation work is the MAIL [59] language which formalizes itineraries of a
process through a network, but it does not address translation of code and state in migration
systems. It also focuses upon autonomous mobile agents rather than passive processes, the
object of this work.

The migration of operating system processes has been studied extensively [60]. This
type of migration is an application at a higher level than that addressed here, with a greater
focus on implementation rather than modeling, but it does share some points with the content

of this chapter with respect to heterogeneity. At the operating system level, heterogeneity is a
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difference in the machines’ operating system, instruction sets, and registers sets. The model
presented here, however, addresses execution within instruction subsets as well as execution
in completely different instruction sets, and there is no need at this level to consider operating

system concepts such as file /O and memory allocation.

3.2 Foundational Definitions

The execution units are modeled as finite state machines, also known as finite automata,
and the concepts of programs, processes, the moving of state, and the translation of input
are built upon them. Each program is modeled as a string of input symbols to an FSM for
the purpose of establishing terminology and notation, and there must be a means to represent
which symbols have been processed and which have not. To reach that goal, some foundational

definitions are introduced first.

Definition 3.1. Let A be a finite set. A string with elements (symbols) from A is a finite
sequence of elements from A juxtaposed. The length of a string &, denoted |G|, is the number
of elements in the sequence. The empty string € is the string of length zero. The set of all

strings over A (including the empty string) is denoted A*. 0

The elements of a string are delimited using a positional, zero-based subscript when
the context requires. The concatenation of two strings is the juxtaposition of each sequence of
symbols from each string. Any string concatenated with the empty string is the original string:
€0 = ¢. Thus the empty string acts as the identity under concatenation. One can express some

simple properties of a string ¢ over set A:

6 =00p0102...,
for0 <i<|o|,0; €A,

and c € A*.

Definition 3.2. Let 6 = G...0,, be a string over a finite set A. A string 6’ = ¢(,...0} is a
substring of ¢ if there exists n > 0 such that G; = Oj4p for 0 <i < k. The substring is denoted

Olijitn)- [
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Example 3.1. Suppose that 6 = abcdefg. The following conclusions can be made:

o] =7
0[173} = bcd
o113 =3

Ofo,Jo|-1] =©

Gl6,6) =06 =&

A Finite State Machine (FSM) provides the basis upon which strings and substrings
will be applied to establish the notion of a program and a process. An FSM is a machine that
processes input symbols, changing its state for each symbol, and it can be classified as either
an acceptor or a transducer, depending on what the output of the FSM is considered to be [61].
An acceptor has an output of t rue if the final state after all transitions is an element of the set
of acceptor states, and false otherwise. For a transducer, there is an output function that maps
the state of the FSM into an output alphabet. FSMs are often described with directed graphs
whose vertices are the states, and whose arcs are the state transitions labeled with the symbol

causing the transition.

Example 3.2. Computation can be represented with an FSM, but the number of states becomes
quite large. Consider a machine with three registers of only four bits each. The state space
is twelve bits with 4,096 states. To limit the examples to a reasonable number of states,
simple acceptors are used in this chapter, but the principles apply for computational machines
with much larger state spaces. Figure 3.1 shows a simple acceptor that processes a series of
input symbols and determines if the input symbols spell “computer.” Because of this property,
acceptors may be used for language recognition. After all the input symbols are applied to the
FSM, if the state is true, then the input was “computer;” otherwise, it was not. Its structure

also differentiates between “computer” and “computers.”

Migration deals with the transition of states between FSMs rather than the output of
those FSMs, and the principles are applicable to both types. The initial states become a property
of “programs” rather than the machines themselves. Therefore, for brevity, semiautomata are

used, which are reduced FSMs that omit initial states and anything output related such as
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Figure 3.1. An Acceptor FSM Recognizing “computer”

acceptor states and output functions. For the remainder of this chapter, the term FSM is used

as a synonym for a reduced FSM, unless stated otherwise.

Definition 3.3. A reduced finite state machine is a triple

4= (S,A,9)

where S is a finite set, and 8: S x A* — Sis a function such that foralls € S,a € A, and 6 € A*,

d(s,e) =5 and
d(s,0a) = 8(8(s,0),a) .

The set S is the set of states, A is the input alphabet, and the elements of ¢ and symbol a are

the input symbols. The function d is the transition function of the FSM. Il

For the remainder of this chapter, when an FSM 4 is referenced, S, A, and d are assumed
to be the elements of the FSM triple, though not explicitly mentioned. Similarly, when a
specific FSM 4; is mentioned in a definition, then the context implies that S;, A;, and J; belong

to that FSM, though not explicitly specified.
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3.3 Migration Realms and Processes

The migration of a process requires a source processor and a destination processor, so
any group of processors can provide a “realm” within which a process may migrate. Intuitively,
if there is a set of processors that are identical in every respect, the migration of state is direct.
If there is a need to migrate a process between two processors that use different instruction sets
or have different numbers of registers, such differences are shown in this model using unequal

alphabets, states, and transition functions.
Definition 3.4. A migration realm R _is a set of FSMs
R ={A, 4, A,...}.

|R | is the number of FSMs in the realm. A homogeneous migration realm R is a migration

realm such that for all 4 € X

S=9
A=A
d=19,
for arbitrary §’, A’, and &'. Otherwise, the migration realm is heterogeneous. O

The migration of a process has already been discussed in an informal manner, but in
order to satisfy the rigor of the model, a program and a process must be formally defined before

migration is defined.

Definition 3.5. A program P = (A4,s0,0) is a triple consisting of a finite state machine 4 =
(S,A,8), an initial state so € S, and a string of input symbols & such that A = {6y, ..,0|g|—1 }-

A process p of P is a quadruple p = (4,s,0,c) where

so, forc=0
S:

8(50,0(0,c—1)), for 0 < ¢ < |o].

s is the current state, and c is the input counter. The process is complete when ¢ = |G|. 0]
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Within a migration realm, each machine is not required to be able to process an entire
program, and so an abstract FSM is incorporated into the program to serve as a reference. A
program’s abstract FSM does not necessarily have a complete implementation in the realm,
but the model uses it to establish relationships between it and the concrete machines in later
definitions. This abstract machine is guaranteed by Definition 3.5 to be able to execute the
entire program. In later definitions, the superscribed hat notation (e.g., 4) is used to make
the difference between the elements of the abstract machines and the concrete machines more

readily identifiable.

The program itself is also abstract. It is in a form which has not yet begun execution,
and it can be instantiated as multiple processes when it is run. Its definition applies intuitively
to computer programming: Source code is compiled into a program for a target processor, and
it consists of sections such as “text” and “data.” The text is the instructions to be executed by
the processor, and it is analogous to a string of symbols ¢ input to an FSM. The data section
is the initial state of the program, analogous to so. An operating system can load the text and
data into memory—multiple times, if desired—and begin executing it as a process. The target

processor for which the source code is compiled is analogous to the abstract FSM.

A process is an instance of a program, and the input counter tells how far into the
program the process has executed to arrive at the current state. Computer programs often
contain loops where the program counter is set to a previous value. FSMs can model loops
by unrolling them completely in the input string, and the program counter increases monoton-
ically. A process is still abstract because it exists in terms of the abstract FSM of the program
from which it was instantiated. That is, it is not necessarily in a form that can be executed on
a concrete FSM, so the superscribed hat notation is employed to identify it as such when the
context requires. The flow of a process from its abstract form to concrete forms is demonstrated
in Figure 3.2. Through “binding,” shown as B(p), the process is translated into a form that a
concrete FSM can process. When the FSM has processed its portion of the program, it is
unbound (U (p)), or translated back into terms of the abstract FSM. So a process is abstract,

and a bound process is concrete.

A binding function is the means of producing a bound process from a process, and

there are two binding functions, one to bind the state and the other to bind the input string.
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Program

instantiation

Abstract FSM

Abstract,
Unbound

Concrete, B(p)
Bound

Figure 3.2. Processes Bound and Unbound Between Concrete and Abstract Machines

The binding of the state is straightforward. If there exists a binding function By : § — S that
injectively maps the current state of the process into the state space of the destination machine,
then the state can be bound. Determining if the input string can be bound is a more difficult

problem, since the target FSM is not required to process all of the remaining input.

Definition 3.6. Binding, Unbinding, and Migration

a) Let ¢ be a string. © is a bindable string to A4 if there exists an injective function

By : {c} — A* such that B4(0) # €. The image B(0) is the bound string.

b) Let p = (4,§,6,¢) be a process of program P = (4, ),5). The six-tuple
p=(4,6,k 4,s,0) (3.1)

is a bound process of p to 4 if there exists a bindable string T = 6[@,/271] such that 6 = B4 (%),
and there exists a function By : {§} — S such that s = Bg(S). k is the input counter marking
the end of the bindable string. The relationship between p and p is denoted p = B(p). If By
and G exist, then both p and P are bindable to 4. Process p' is the unbound process of p
if p/ = (A4,8,6,k) such that § = Us(8(s,6)) = (5,%). The relationship between p’ and p is
denoted p’' = U(p).
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start, UTOAOYLOTHAG

binding  yaqult = t rue

start, computer

Figure 3.3. Binding to and Unbinding from a Greek Acceptor FSM

¢) Function M : {p} — {p} is a migration function such that p’ = M(p) = B(U(p)).
When the context requires, M;; is the migration function from a process bound to 4; to a

process bound to 4;. O

For the sake of brevity, further references to a process p or a program P infer the
constituents 4, S0, 8, 6, and €.

Definition 3.6 formalizes the migration mechanism. In order to migrate a process from
one state machine to another, there must be a function to map state and a function to map input

symbols into a form usable by the destination concrete machine.

Example 3.3. The program in Figure 3.1 would be defined as P = (4, start,computer),
where 4 contains the states and transition function shown with an input alphabet of the twenty-
six English letters. Suppose that a migration realm consists of the single FSM shown in
Figure 3.3 with an input alphabet of the twenty-four Greek letters (ignoring diacritical marks).
The state binding function Bg maps from the start of the English FSM to the start of the
Greek. The unbinding function Us maps true from the Greek FSM to true of the English
FSM, and it maps all other Greek FSM states to false of the English FSM. The input string
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binding function B, is an English-to-Greek dictionary. Thus, when the input string computer is
translated to VTOAOY10THG, the concrete FSM in Figure 3.3 processes it, and the final unbound
state is true. Through this sequence, the program is executed in a completely different FSM

from which it was defined, but the result is the same.

The definition of an unbound process also addresses the issue of correctness. A process
may be bindable to a concrete FSM, but that does not guarantee that the final state will be
mappable back into the abstract FSM’s states, nor does it guarantee, if it is mappable, that the
state is correct. The requirement in unbinding that Ug(8(s, o)) = 8(8, 1) ensures that the result
is correct. That expression essentially states that if the final state of the bound process—when
mapped back into the abstract state space—is the same as the state that the abstract FSM
produces, then the final state is correct. If they are not equal, then the unbound process does
not exist, and the process is stranded. A process can also be stranded in an unbound process
form if there are no concrete FSMs to which it can be bound. It is a waste of resources in a

real implementation to strand processes, so one must ensure that the process can be executed

to completion within a realm.

Definition 3.7. Let p be a process of program P. P is realm executable in R if there exists a

finite sequence of bound processes P = (p1, p2, ..., pn) such that

B(p), fori =0,
Pi+1 =
M(p;), for 0 <i<n,

and there exists p’ such that p’ = U(p,). The sequence of ordered pairs of FSM and bindable
string from P is the execution path. The sequence of FSMs from P is the FSM path. [

Theorem 3.1. Given a homogeneous migration realm R = {4, ..., 4,}, a program P that is

realm executable in R _is also realm executable in any non-empty subset of R.

Proof. Let A = (4,...,4,) be an arbitrary FSM path of P. Let R’ = {4;}. Because % is
homogeneous, for all 4 € R, 4= 4;,so A = (4;,...,4;). Therefore, P is realm executable in

R’ ]
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3.4 Reducing Heterogeneity

Definition 3.4 defines a heterogeneous migration realm as a realm in which at least one
of the three elements of the FSM triple differs between automata. Definition 3.6 and Defini-
tion 3.7 formalize the requirements that must be satisfied in order for a program to be realm
executable. These are general requirements for all realms, and the correctness requirement
of Definition 3.6 [Us(8(s,0)) = §(5,%)] implies that the program must be processed by the
abstract machine’s transition function in order to know for certain if the result is correct. This
requirement defeats the purpose of having a realm.

A close examination of Definition 3.6 shows that the requirements depend on two
sets of functions: the binding/unbinding functions (Bs, B4, and Us), and the state transition
functions (8 and §). One can significantly reduce the difficulty of satisfying the correctness
requirement by applying constraints, because the binding functions can be simplified or elimi-
nated.

Let us constrain the state binding and unbinding functions to be identity functions.
This is tantamount to constraining the machines to use the same states and alphabets. Now,
the correctness criterion from Definition 3.6 is summed up as follows: Us(8(Bs($),Ba(%))) =
8(§, T). When using the identity binding functions, this criterion is simplified significantly:
8(8,%) = 8(5,%). But this equality, by Definition 3.3, can only be true if § and % are elements
of the domains of both & and &. That is, § € (SNS) and © € (ANA)*. Thus, correctness
is guaranteed if & and § are equivalent when limiting their domains to (SN $) x (ANA)*.
Limiting the domain of a function to a subset of its defined domain is called a restriction,
and it is denoted, in this case, 8|(Sm§)x( APAY+ There are several relationships between S and
S and between A and A that can satisfy this correctness criterion, and they are investigated in

Definition 3.8.

Definition 3.8. A migration realm R is a restricted realm of program P if for all 4 € R,

A

5|(Sm§)x(AmA)* = 8|(Sﬁ§)><(AﬂA)*’

and Bg, By, and Uy are the identity functions. A realm X of P such that for all 4 € R,

S = S is a state-equivalent (SE) realm. Consider the following three constraints for FSMs of a
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state-equivalent restricted realm ®_of P:
1. A=A (identity machine)
2. (ANA)CA (SE subset machine)

3. ADA (SE superset machine)
If for all 4 € R, constraint 1 is true, then & is an identity realm. If for all 4 € R, constraint

2 is true, then R_is an SE subset realm. If for all 4 € R, constraint 3 is true, then & is an SE

superset realm. [

Take special note of the state-equivalent realms presented above. It is ubiquitous in
computing systems that state is stored in binary digits. While there are differences in byte
order and floating point representation, one can assume that mappings between them are iso-
morphisms. The actual migration system that is motivating the development of this model
consists of a set of virtual machines run in software and real machines run in hardware, and they
share identical instruction sets and memories. They form an SE realm. We therefore focus on
SE realms for the remainder of the this model, but future work includes the study of restricted
realms that are not state equivalent. The migration system implementation shall be extended to
support the compilation of processes directly to hardware which will not necessarily be state

equivalent.

Theorem 3.2. For every bound process in an SE restricted realm, there exists an unbound

process.

Proof. Let p = (le, 6.k, 4,s, G) be a bound process in SE restricted realm & . Since By is the
identity function, G is both the bindable string and the bound string. Let p = (4,5,6,k) be a
process. From Definition 3.6, p is an unbound process of p if § = 8(s,6) = &(s,5), since Us
is the identity function. Since 9| (Sn8)x (AnA)* = 5| (5n8$)x (and)» for a restricted realm, it must be
shown that s € (SN S) and 6 € (ANA)*.

Since o is the bound string, then by Definition 3.5a 6 € A*. Since 6 is also the bindable
string, 6 € A*. Thus, 6 € (A*NA*). Therefore 6 € (ANA)*.

The definition of a bound process indicates that s € S, and for a state equivalent realm,

S =38. Hence, s € §. Consequently, 8(s,6) = 8(s,0). Therefore, there exists an unbound

process for every bound process in an SE restricted realm.
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Theorem 3.3. Given program P, let R = {41,...,4,} be an SE restricted realm of P. Pis

realm executable in R, ifA CAjUAYU...UA,.

Proof. For this proof, a sequence of bound processes is constructed that meets the requirements

of Definition 3.7. The sequence consists of one bound process for each input symbol.

L.

II.

I1I.

It must be shown that for every input symbol there exists a machine to which it is
bindable. Let A =A; UA,U...UA,. The definition of a program shows that for all
Te6,1¢ A. Since A C A, for all & € 6, & € A. Therefore, for every symbol in G there

exists a machine to which it is a bindable string.

Because the realm is state-equivalent, § = S. Because the realm is restricted, Bg and Ug

exist and they are the identity functions.

Now let us show that for every adjacent pair of bound processes, one can migrate from

the first to the second. Let

So, fori =0
S; =

A

8(5'\(),6[0’1-_1}), for0<i< |6| .

Let 4; be a machine to which symbol 6; is bindable. Let bound process p; = (le, 6,i+
1,4;,8:,6;). Let P = (po,p1,---,P|s|-1) be a sequence of bound processes, one per
input symbol. To satisfy Definition 3.7, it must be proven that p;1; = M(p;), for 0 <
i < |o| — 1. That is, it must be proven that there exists a process p such that p is the
unbound process of p;, and p;;1 is a bound process of p. Theorem 3.2 indicates that
pi = (4,8(8;,6,),6,i+ 1) exists as the unbound process of bound process p;. Next is
proven that p;; is a bound process of p;. As defined above for P, p; 1 = (/‘AZI, G,(i+1)+
1,4;11,Si+1,6i+1). From Definition 3.6, the bound form of p; is

(4,6,(i+1)+ 1, 411,8(S:,6i),6i+1). These are identical except for the state.

Siv1=0(S:,6:)
8(50.6(0,1), 67) (Def. of ;)

= 8(50,6(0,1)61) (Definition 3.3)
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(30,610, (i+1)-1]) (Def. of concat.)

i+1 (Def. of Sl’)

Therefore, p;+ is a bound process of p;.

IV. Finally, to satisfy Definition 3.7, it must be shown that py = B(p) and that there exists
p= U(pis|—1)- As the elements of IP are defined, po = (4,6,1, 4y, 50,60). Now from
Definition 3.6, B(p) with a single input string of &y is (:‘4,6, 1,4,s0,60), and this equals

po. By Theorem 3.2, p/ exists.

Therefore, the requirements of Definition 3.7 are met, and P is realm executable in R. OJ

Theorem 3.3 serves an important role for migration systems. It states that for a state-
equivalent restricted realm, if the realm as a whole supports the entire input alphabet of a
process, then that process is executable to completion within the realm. For an implementa-
tion, an SE restricted realm’s processors differ only in the extent to which they support the
instruction set. Figure 3.4 shows graphically the concepts of SE restricted realm executability

as well as alphabet relationships in SE subset and superset machines.

Subset Superset
Realm Executable in & Machine 4 Machine 4

Figure 3.4. Executability: For a state-equivalent restricted realm, a program is realm executable when
all the machines together can process the entire input string. The two right-most diagrams demonstrate
the relationship of the alphabets in SE subset and superset machines.

In a subset realm, any given machine supports only a subset (including the empty set)
of the program’s input symbols. A homogeneous subset realm is an interesting variation,
but provides no value. By definition, no single machine can execute the entire program, but
since all machines are identical, the entire realm cannot execute the program to completion.

Formally, it does not fulfill the requirements of Theorem 3.3.
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Theorem 3.4. A homogeneous subset realm is never realm executable.

Proof. Theorem 3.3 presents the requirement for realm executability in a subset (restricted)
realm, where A C Aj1U...UA,. For a homogeneous realm, Ay = A, = ... = A,, and the
requirement simplifies to A C A;, which can never be true because it is mutually exclusive

with the subset realm requirement that (A; NA) C A. O

Let us next consider a superset realm. This is a realm composed of machines that all
provide a superset of the program’s alphabet. This is the type of realm that is often called a
homogeneous cluster. A superset realm can be either homogeneous or heterogeneous, and the
properties are identical: From the perspective of the process, all machines in the realm might
as well be homogeneous because they can all execute the entire program.

One final type of realm to consider is the identity realm. An identity realm is a ho-
mogeneous realm consisting of one or more FSMs that implement exactly the abstract FSM
of a program. Theorem 3.1 proves that a program is realm executable in an identity realm
consisting of a single machine. The fact that it supports the minimum required alphabet
translates into the smallest processor in an implementation that can complete the program.
Using the characteristics of the realms defined above, we form a taxonomy shown in Figure 3.5.

During the explanation of this model, the input symbols are viewed as being analo-
gous to instructions for a microprocessor, but the level of abstraction is not relevant to the
model. For instance, a PowerPC processor and an x86 processor are considered heterogeneous
because they have different instruction sets, among other significant differences. However,
if the programs are modeled at a higher level of abstraction, then those two machines can
be considered homogeneous. Two practical examples of abstraction which can make two
heterogeneous processors behave in a homogeneous fashion are Remote Procedure Calls and

the Java' " platform (http://www. javasoft.com/).

3.5 Application to Hardware/Software Migration

In the RTL acceleration application, the desire is to improve the performance of digital

logic simulation by running the processes describing the behavior of the circuit in parallel in
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Identity Subset  Superset Subset Superset and a program

Figure 3.5. Migration Realm Taxonomy

an FPGA. Since the parallel hardware resources are limited, they must be used efficiently by
migrating idle processes out and busy processes in. The performance of a process migration
system depends upon the implementation, and there are three penalties that need to be con-
sidered: instantiation overhead, migration overhead, and area utilization. The instantiation
overhead is the time required to reconfigure a portion of the FPGA at run time to create or
remove a processor. The migration overhead is the time to bind and unbind a process to a
processor in the FPGA. The area utilization is a measure of the use of the logic structures of
the FPGA. Minimizing the area utilization maximizes the number of processors.

This model shows that a completely heterogeneous realm provides no value to the
execution of a process because of the problem of knowing if the result is correct. But fully het-
erogeneous systems are only theoretical: Computer systems all share homogeneous concepts
such as add and multiply. Through requiring certain homogeneous characteristics, some of the
most expensive requirements for correctness are eliminated. In contrast to full heterogeneity is
full homogeneity, typically in the form of a superset realm for which a compiler ensures that
the program is a subset of the supported states and alphabet. A homogeneous superset realm,
however, does not maximize the use of an FPGA’s area. A more efficient use is to place a
process within a processor that supports just the instructions the process utilizes—an identity
realm. The instantiation overheads, however, must also be considered. If there already exists
one or more processors in the FPGA that aggregately support the process’s instruction set (an

SE subset realm), then completion is guaranteed without incurring instantiation overhead.

Example 3.4. Continuing the example of the “computer” acceptor, Figure 3.6 shows that a

subset realm can provide the means to complete the recognition of “computer” while also
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Program

- — — —

Migration Realm

Figure 3.6. An Example of Subset Migration

providing recognition of “compare.” With the sharing of the prefix acceptor “comp” via
migration, less area is used within an FPGA compared to two complete FSMs for “computer”
and “compare.” In the migration realm, there are 11 arcs for a complete path, which would
correspond directly to processing logic. Without a migration realm, two independent FSMs
would require 15 arcs. The observant reader will notice that the migration realm shown in
Figure 3.6 is not a state-equivalent realm. These FSMs could be augmented with a complete
set of states to make them state equivalent, but since the example merely demonstrates the

principle of a subset realm, the required space in the figure is not warranted.

The type of realm that is used is highly dependent on the implementation and the
trade-offs between performance and area utilization, and with run-time reconfiguration of
an FPGA, the realm can dynamically change, for example, from a superset realm for one
process to a subset realm for another. Figure 3.7 shows a qualitative arrangement of the three
useful types of migration realms. The most efficient in migration overhead and instantiation

overhead is the superset realm because it is likely that no instantiation is required, and in
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Figure 3.7. Realm Overhead and Area Utilization

order to complete the execution of a process, only one migration is required. Also shown,
however, is that the superset realm requires the greatest area resources in the FPGA because
it contains more than is necessary to execute the program to completion. The smallest area
to support a single program is provided by the identity realm where by definition the system
instantiates only the instructions required, although subset realms may utilize less area for
multiple programs as demonstrated by Figure 3.6. But an identity realm potentially requires
an instantiation of a processor for every migration, thus incurring two overheads. The subset
realm may require less instantiation overhead because the assumption is that the processors
that provide the execution will be reused by multiple processes, but the migration overhead
increases because no single processor can execute the program to completion. Any optimal

solution based on migration realms is likely to use a hybrid approach.

Nevertheless, all of the useful realms developed in this chapter share a common char-
acteristic: They are state-equivalent restricted realms. Using Theorem 3.3, an algorithm can
be proposed that allows a system to guarantee complete execution of a process within such

a realm. Execution units in the FPGA will be configured, reconfigured, defragmented, and
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removed during execution, but if a list of the instructions supported by the realm at any
given time is maintained, the system can check a process against the list to determine realm
executability. Another method of ensuring realm executability is to always maintain one
machine that is a superset machine of all the processes. Then, regardless of what kind of

subsets are in the remainder of the realm, there is always this superset machine to fall back on.
Theorem 3.5. An SE restricted realm of P having one superset machine is realm executable.

Proof. Let 4’ be a superset machine of P in the SE restricted realm ® = {4p,...,4,}. Since
A C A, then it follows that A C (A'UAgU...UA,), satisfying Theorem 3.3. Therefore P is

realm executable in . []

The latter method is the one employed in the migration system implementation pre-
sented in Chapter 5. Because of the limited FPGA resources, it is possible that all of the
processes in the realm cannot fit into parallel execution units in the FPGA, and so the system
maintains the remainder of the processes in software superset machines, thus guaranteeing

realm executability regardless of the contents of the FPGA.

3.6 Future Work

The model is complete enough to draw some conclusions, but future work is required.
The development of theorems for non-state-equivalent migration realms is of special interest
due to migrations such as the one shown in Figure 3.6. The utilization of an FPGA can be
reduced further by having a machine work with a subset of the states, but correct execution
must be guaranteed.

Furthermore, a migration realm and a program can be represented as a directed graph
with FSMs as nodes and arcs as migrations, as the example shown in Figure 3.8. In Defi-
nition 3.7, realm executability is expressed in terms of a finite sequence of bound processes,
and the execution path can be used to construct the arcs and nodes of a graph. The graph
starts at the program’s abstract FSM, and each element of the execution path forms the arc

and the endpoint for each hop of the path. The labels on the arcs denote the substrings of the
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input string bindable to the FSM at the arc’s endpoint. A path through the graph represents the
executability of the process through the realm.

If there exist multiple paths through the graph, then an optimization algorithm could
be used to determine the best path. The overhead incurred from a migration includes the time
required to unbind and bind a process. If the overhead is small, then the least number of hops
through the graph may not necessarily be optimal. With large migration overhead, however,
the system should likely minimize the number of hops. Furthermore, because the FPGA is
dynamically reconfigurable, the graph is dynamic with paths potentially being completely
disrupted during the course of execution.

Another consideration arising from realms as directed graphs, is the execution of mul-
tiple processes within the realm. Figure 3.8 shows two processes, one with solid arcs and
the other with dashed arcs. Places where the processes’ paths share a common FSM (in the
example, 44 and As) denote a potential bottleneck, and these bottlenecks may require the use
of non-optimal paths for individual processes to improve the execution time of an entire group

of processes.

3.7 Conclusion

This chapter presents a model that describes programs, processes, and the migration
of those processes among a group of finite state machines. It formally establishes the criteria
that must be met in order for the execution of the process to be correct and complete. The
definition of different types of realms results in a simple migration realm taxonomy, and the
theorems guide the development of algorithms to guarantee complete and correct execution in

efficient ways.
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Figure 3.8. A Realm as a Digraph



Chapter 4

Processes and Temporal Locality

T he efficiency of a system migrating busy processes to a limited set of parallel processors
depends fundamentally on the exploitation of executive locality of reference described
in Chapter 1 on page 4. Spatial executive locality is relatively straightforward to determine
in a simulator because a simulator must already track the input/output dependencies among
processes. These dependencies are known either at compile time or, at the latest, elaboration
time. Executive temporal locality is a more difficult property to measure: An implementation
must identify idle and active processes at run time. A process is a sequence of code that is
made sensitive to one or more simulator events, and every time one of those events occurs,
the process code is executed. If all the processes are always active during the simulation, then
the parallel execution of those processes that fit in the RMs results in only a modest speedup
dictated by Amdahl’s Law (see Section 2.5 on page 24), and only a single, initial migration
is necessary. If, however, the processes have phases of activity, migration achieves greater
efficiency by keeping the parallel RMs fully utilized, and allowing software to handle the idle

ones.

The contributions of this chapter fall into two sections: Section 4.1 analyzes processes
and transformations that can be used on processes for efficiency, and Section 4.2 describes
how process activity can be determined. The process analysis of the first section shows that

coded processes can be decomposed into canonical units, and that those units can be combined

50
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Listing 4.1. VHDL Clocked Process

1 main: process(clk, reset_1)

: begin

3 if(clk’event and clk == '1’) then
4 A <= B + C;

5 end if;

6 if(reset_1 = '"0’) then

7 A <= (others => '0'");

8 end if;

v end process;

Listing 4.2. Verilog Equivalent of Listing 4.1
1 always @ (posedge clk, negedge reset_1)

: begin

3 A <= B + C;

4 if(reset_1 == 0) begin
5 A <= 0;

6 end

7 end

in multiple ways depending on the needs of the system. These code transformations are then
applied to existing HDL source to demonstrate equivalent behavior. The subsequent section
examines these transformed code bases as well as untransformed code bases to demonstrate
executive temporal locality of reference. These two sections support the thesis by showing that
executive locality of reference does exist in RTL source code, and that a migratory simulator

has great flexibility in manipulating processes to exploit it.

4.1 RTL Processes and Canonical Processes

The two most common HDLs are Verilog and VHDL. VHDL defines a “process”
within its grammar, an example appearing in Listing 4.1. While Verilog does not explicitly
define a “process” within its grammar, the structure of an always block (shown in Listing 4.2)
corresponds to a VHDL process. Some ambiguity arises, however, because other syntactic
structures within these languages also infer simulation processes. Furthermore, a single VHDL

process may be executed as multiple simulation processes.
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The IEEE Standard for Verilog Hardware Description Language defines a process as

follows:

A design consists of connected threads of execution or processes. Processes
are objects that can be evaluated, that may have state, and that can respond to
changes on their inputs to produce outputs. Processes include primitives, modules,
initial and always procedural blocks, continuous assignments, asynchronous tasks,

and procedural assignment statements [32, p. 158].

The IEEE Standard VHDL Language Reference Manual defines all non-process syntax ele-
ments in terms of processes. Note the two following instances of characteristic wording within

the specification:

A concurrent procedure call statement represents a process containing the corre-

sponding sequential procedure call statement [33, p. 135].

Elaboration of all concurrent signal assignment statements and concurrent asser-
tion statements consists of the construction of the equivalent process statement

followed by the elaboration of the equivalent process statement [33, p. 170].

In other words, the following two listings are identical simulation processes in VHDL, although

only one is coded as a grammatical process:

process (E, F) begin
D <= E + F;, D <= E + F,
end process;

In the context of this document, “process” refers to a sequence of code executed by the
simulator in response to an event in a sensitivity list, and it does not necessarily correspond
to a “process” defined by the HDL standards. Constructs such as concurrent assignments
will be executed in a simulation process, but due to code transformations or optimizations
the correspondence is not necessarily one-to-one. The standards define processes in such a
way that a coder may instantiate a number of processes where one would suffice, as illustrated

in Listing 4.3. In that listing, the two upper always blocks can be combined into the single
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Listing 4.3. Equivalent Functionality, Varying Number of Processes

1 // Assignments in two processes
: always ( (posedge clk)

3 output0 <= input0 + inputl;
+ always (@ (posedge clk)
5 outputl <= input0 - inputl;

7 // Equivalent assignments in one process
s always ( (posedge clk) begin

9 output0 <= input0 + inputl;

10 outputl <= input0 - inputl;

1n end

lower block. For the upper blocks, the standards define two processes. For the lower block,

they define one.

A compiler or simulator, however, may merge multiple processes into a single process
even if it is written as two. The Verilog standard explicitly allows active processes to be
executed in any order during an event processing [32, p. 160], and the VHDL standard does not
specify the order of process execution within the simulation cycle [33, p. 177], tacitly allowing
any order. That is to say, two processes that share identical sensitivity lists are triggered on the
same event and can be run in any order. A simulator, therefore, is free to combine processes in
any order when their sensitivity lists are equivalent. In typical fashion, vendors provide little
information about their optimizations, but the ModelSim documentation briefly mentions cases
where the process merging optimization may be turned off [62, p. 419][63, p. 348]. One can

conclude that such optimizations are utilized in commercial simulators.

Both HDL specifications require the order of statement execution within a process to
be preserved [32, p. 160][33, p. 177]. However, there are cases when the order need not be pre-
served, but changes to order must be thoroughly analyzed to ensure that the result is identical to
the result obtained by the written order. While such execution-order transformations are a direct
violation of the letter of the specifications [33, p. 117][32, p. 139], if it can be proved that the
result is the same as the original-order result, then it stands to reason that the specifications are
satisfied. Indeed, the Verilog standard allows such an interpretation: “Verilog HDL simulators

are free to use different algorithms from those described in this clause, provided the user-visible
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effect is consistent with the reference model” [emphasis added] [32, p. 158]. The remainder of

this section is dedicated to demonstrate such consistency.

4.1.1 Related Work

Proving that reordered statements give the same results as the original order would
require a formal model. Some formal modeling of simulation has been done by Hering [64],
but this work was done at a structural level (e.g., it models latches) rather than at the RTL
process level. For example, there is no concept within Hering’s formal model of events and
process execution triggering, which are necessary and essential parts of RTL simulation mod-
eling. Ubar, et al. present a method of increasing cycle-based simulation speed through the
use of decision diagrams [65]. The work is similar to the concepts presented here except
that they focus on run-time optimizations using decision diagrams to reduce the number of
expressions that are evaluated each cycle. The work presented here describes compile-time
decomposition and optimization through transformations which allow the grouping of similar
processes later at run time. Reducing the number of expression evaluations at run time is

orthogonal to decomposing and merging processes.

There has also been some recent work in simulation modeling for clock suppres-
sion [66]. Clock suppression is the stopping of a clock for a time period of a cycle-based
simulation, and then updating process outputs to the correct value when the clock is resumed.
In the meantime, no execution time is spent on the process thus giving a speedup. For example,
a counter with value 1 can have its clock suppressed for 9 cycles. After the nine cycles, the
output can be updated to 10 and the clock turned back on, but the simulator must be able
to determine whether the counter’s output is used by other processes during this period of
clock suppression. Such a technique also requires the simulator to recognize that the process
implements a counter so the correct value can be driven at the end of the suppression. Similar
functions must be known for every other process in the design which will be clock-suppressed.
This approach differs from what is presented here in two respects. First, the actual behavior
of an RTL simulator needs to be modeled, whereas the clock suppression model is based on a

semantic interpretation of processes. That is, in RTL there is no concept of a clock—it is merely
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a signal defined like every other signal in the simulation—but the clock suppression model is
based on a clock. Second, the goal of clock suppression is direct simulation acceleration, and
the goal of the work here is the identification and exploitation of locality of reference (which

is used to accelerate by a different means).

A good model of event-driven RTL simulation was developed by Kupriyanov, et
al. [67]. Unlike the other models, this one specifically addresses the issue of process sensitivity,
and they develop the means to construct a minimal set of sequential elements that need to be
updated each simulation cycle. They also develop a partitioning method “to minimize the
number of evaluations of combinational nodes during a simulation cycle by the introduction of

intermediate registers.” This is essentially common subexpression elimination at run time [68].

The Kupriyanov model may be usable as a basis to prove HDL transformation equiv-
alence, but it approaches the problem from a minimal evaluation perspective rather than a
minimal process perspective. The difference is critical: A minimal evaluation model focuses
on inputs and is beneficial for serial execution on a single processor; it minimizes the number
of evaluations to increase performance. A minimal process model focuses on a process output
to discover the expression (and therefore the minimum number of inputs) only required to
calculate that output, and so expressions may be duplicated rather than eliminated. Eliminating
common subexpressions across processes makes them less parallel because it introduces a com-
mon dependency. Furthermore, Kupriyanov’s model decomposes all processes into sequential
elements (“latches”) and combinational operations (such as add, multiply, compare), whereas
a minimal process model seeks to combine all input expressions into sequential processes.
The Kupriyanov model also borders on being a logic-equations-level model rather than an
RTL model because if and case statements are synthesized into combinational elements such
as multiplexors. This model also does not address how processes may be combined as is
required by the transformations below. It is believed that this decomposition of the RTL into
sequential and combinational elements (rather than processes) makes the Kupriyanov model
overly complex for analyzing minimal process algorithms, and the model is much like using

decision diagrams to reduce logic during synthesis.

The purpose of the next sections is to demonstrate that RTL process transformations

can be developed to provide a migratory simulator with basic units to work with without
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Figure 4.1. Illustrations of Simulation Processes

affecting the behavior of the design. To that end, three HDL designs are simulated after
applying transformations to their code to verify correct execution. While a full development
with proofs of these transformations would be beneficial, for the purpose of supporting the
thesis let it suffice to use a semi-formal approach with definitions and examples to demonstrate
equivalence by induction. However, future work may include a completely formal development

of these transformations.

4.1.2 Definitions of RTL Processes

The previous code examples on pages 52 and 53 demonstrate that the same functionality
can be written in multiple ways with a varying number of processes according to the HDL
standards. One thing that is common, however, is that every process consists of a set of
functions to be evaluated with the process’s inputs when at least one of a set of sensitivity
events occurs. The general form of a process is illustrated in Figure 4.1 on the left, with a
concrete example from Listing 4.3 on the right. In Verilog, the events are part of the sensitivity
list and consist of posedge which triggers on the rising edge of a signal, negedge which
triggers on the falling edge of a signal, and a trigger on any change of the signal, referred to
herein as the any event.! In VHDL, the sensitivity list is composed only of signal names, and
the process is run on any change in at least one of those signals. However, falling and rising
edges are detected within the process code using standard constructs such as the following [69,
p- 71:

if(clk’event and clk = ’"17) —-—— Detect rising edge

I'There is one more event within these languages, and that is a delay expiry. This event is not considered in this
model since the focus is on synthesizable RTL modeling where timing is irrelevant. Hard-coded delays in RTL
code are unnecessary, and using back-annotation gives a false sense of timing closure when static timing analysis
should be used.
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A compiler can detect these standard constructs [69, p. 7] and incorporate the rising and falling
edge qualifiers into the event list. The following notation is used to represent events within a
sensitivity list: 1 is posedge, | is negedge, and | is any.

A canonical RTL process (CRP) is a function whose evaluation is triggered by a t rue-
valued event in the sensitivity list. An HDL process can be decomposed into CRPs such that
each CRP contains the expressions required to determine the value of a single signal, wire, or
reg at the completion of the process. The sensitivity list is shown within the function enclosed

in square brackets with each event delineated with the “

” symbol. Table 4.1 shows several
examples of HDL processes and their canonical forms. For the sake of clarity, the canonical
forms can also be shown with arbitrary pseudo-code as in the last example of the table, but

defining the mode of expressing the function is outside the scope of this document.

Table 4.1. HDL and Canonical Forms

HDL Canonical Form

always ( (posedge clk) begin
A <= B + C; A
end

[Tclk] B + C

process (clk, reset_1) begin
if(rising_edge (clk)) then
A <= B + C;

end if; A = [Tclk|]reset_1]

if(reset_1 = '0’) then reset_1 ? B+ C : 0
A <= (others => '0'");

end if;

end process ;

always ( (posedge clk) begin

) ; = C [T ] nab 2 B + : 0
if(enable) A <= B + ; A clk] enable 7 c :
end

(Continued on next page)
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Table 4.1. HDL and Canonical Forms (continued)

HDL Canonical Form
A <= B + C;
process (clk) begin
if(rising_edge (clk)) then
if (enable) then A= []B|]C] B+ C
E <= A + D; E = [Jclk] enable ? A +D : E
end if;
end if;
end process ;
process (clk) begin
if(rising_edge (clk)) then
A<= "0";
case(state) is A = [Tclk]
when IDLE => (state == IDLE && enable == 1) ?
if (enable = ’"1’) then 1: 0
state <= ENABLED; state = [Tclk]
A<= "1"; if (state == IDLE && enable == 1)
end if; state = ENABLED
when ENABLED => else if(state == ENABLED &&
if (enable = '0’) then | !enable)
state <= IDLE; state = IDLE
end if; else state = state
end case;
end if
end process ;

A CRP can be classified into two types, combinational and sequential. A combinational

CRP is one in which all inputs to the function are contained in the sensitivity list with an event

of any. Otherwise, the CRP is sequential. These two types are illustrated in Figure 4.2.

Using this CRP model, the validity of re-ordering statements within a process is now

considered. The ultimate goal is to demonstrate the validity of decomposing a process as coded

so that portions of it can be executed in parallel. The problem in doing so is that the execution

of sequential statements from a single process in parallel is a reordering in direct violation
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of the letter of the specifications. By way of example, consider the following code listing:

1 always (@ (posedge clk) begin

2 a <= 0;

3 if (enable) begin
4 a <= b + c;
5 end

6 c <= c_next;

7 end

An examination of this simple always block shows that line 2 cannot be separated from lines
3-5 into a separate process without changing the behavior of the code. The assignment of
signal c on line 6, however, has no dependencies on lines 2—-5. The process, therefore, could

be coded as follows with identical results:

1 always ( (posedge clk) begin

2 c <= c_next;

3 a <= 0;

4 if (enable) begin
5 a <= b + ¢c;
6 end

7 end

This RTL process can therefore be decomposed into two CRPs:

c [Tclk] c_next

a [Tclk] enable ? b+ c : 0

The HDL specifications provide that multiple assignments to the same variable are allowed

within a block of sequential code, and the variable takes on the value of the last executed
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assignment [32, pp. 121, 160][33, p. 123] 2. A CRP embodies the statements that produce the
final value of a signal assignment, and since the order of evaluating non-blocking assignments

to different signals is irrelevant, CRPs may be executed in any order.

4.1.3 Process Transformations

In order to accurately profile the execution of HDL code, processes must be delineated
regardless of any particular coding style. If the canonical form were to be used, then each
expression within the HDL would be reduced to its simplest form, but such a form would incur
greater simulation event-processing overheads. There are optimizations that can be made on
the canonical form to reduce the event-processing overheads without changing the functionality

of the code.

Merging Combinational into Sequential

Consider the following Verilog code fragment:

Listing 4.4. CRP Merge Candidates

1 assign A = B + C;

3 always ( (posedge clk)
+ begin

s D =A - F;

¢ end

The canonical forms of the two processes inferred by this code are

A = []BI]C] B + C,and

D = [{clk] A - F.

A is a combinational CRP and D is a sequential CRP. This form indicates that the output of A is
evaluated on any change of B or C, and the output of D is only evaluated on the rising edge of

clk. Substituting the right-hand-side of A into D yields

D = [Tclk] ([]BIJC] B + C) - F.

2 In VHDL, this behavior is defined as a series of fransactions on a signal’s driver, and old transactions are
deleted leaving only the last transaction active at the end of the process execution.
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Figure 4.3. Merging a Combinational CRP into a Sequential CRP (from Listing 4.4)

The Verilog specification indicates that active events can be processed in any order, so if |B or
IC occurs at the same simulation time as Tc1k, there is a race condition between the evaluations
of A and D. The value of D is therefore indeterminate at the end of the simulation cycle [32,
pp- 159-161]. Similarly, VHDL does not specify the order in which concurrent statements
(including processes) are executed [33, p. 133], so if IB or [C occurs in the same simulation
cycle as Tclk, the result is undefined. If, however, IB or IC occurs before Tclk, then the value
of A is already determined when D is evaluated. Therefore, the events [B| [C have no effect on

the evaluation of D, and the simulator is free to optimize Listing 4.4 to the following CRP:

D= [fclk] B+ C-F

This merging is illustrated in Figure 4.3. At the source-code level, Listing 4.4 becomes the

following, eliminating a simulation process:

1 always ( (posedge clk)
> begin

3 D=B+ C - F,;
¢+ end

This optimization is the merging of combinational processes into sequential processes
in order to reduce the number of processes. It also reduces the number of events that must
be serviced within the simulator. The vast majority of digital designs are synchronous, and
through functionally equivalent process transformations, the design can be optimized so that

only clock edges are simulated. For example, consider a synchronous design having a single
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clock domain. After merging combinational processes into sequential processes, every process
is now sensitive to the rising edge of the clock. Since every process has the same sensitivity
list, the simulator can combine all of them into a single process, and the functionality remains
identical. This optimization forms the basis for cycle-based simulators. Combinational pro-
cesses cannot be eliminated, however, if they describe outputs of the design under test. A
combinational output of a sub-module may be merged into a sequential process of its parent
in the hierarchy only if the output of the combinational process is an input to the sequential

process.

Converting Concurrent Assignments to Processes

As mentioned previously in Section 4.1 on page 52, the VHDL LRM defines concurrent
assignments as being equivalent to a process, and it delineates the method for arriving at an
equivalent [33, pp. 137-139]. For Verilog, an assign statement can be written as an always
statement, but the target must be converted from a wire to a reg. This conversion introduces
some subtle differences in behavior, but as far as synthesis is concerned, there is no difference,

for example, between the following two constructs:

wire [31:0] A;
assign A = B + C;

reg [31:0] A = {32{z}}; // wire default is z [32, p. 23]
always (@(B or C) A <= B + C;

Since PLI calls cannot be inserted into assign statements, this transformation allows them to

be inserted for profiling, and it is only required for the profiling described in Section 4.2.1.

Splitting Processes into CRPs

Consider the code of Listing 4.5. The output values of A, B, and C are independent
because they are non-blocking assignments. The reordering of lines 4—-6 does not change the

behavior of the code, and so executing them in parallel is also possible. They may, then, be



RTL Processes and Canonical Processes 63

Figure 4.4. Splitting or Merging RTL Processes (from Listing 4.5)

separated into CRPs with no change in functionality. A progression in Figure 4.4 from left to

right illustrates this transformation.

Merging Processes with Identical Sensitivity Lists

Because both HDL specifications allow concurrent statements to be executed in any
order during a simulation cycle, there is no change of behavior when merging two or more
processes that have the same sensitivity list. Doing so merely imposes an order that the spec-
ifications do not require. Such a transformation is demonstrated in Listing 4.6, and illustrated

in Figure 4.4 in a right-to-left progression.

Application of Transformations

These transformations were applied to the Ethernet MAC, ATA Controller, and the
AC97 Controller from OpenCores. The transformations were applied by hand with some as-
sistance of a Verilog parser which automated some common transformations such as converting

assign statements into always blocks. The goal of these transformations was to minimize the
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Listing 4.5. Splitting Processes

// Three assignments in one process

always ( (posedge clk)

begin
A <= B + C;
B <= A - C;
C <= A + B;
end

// Split into three CRPs

always @ (posedge clk) A <= B +
always ( (posedge clk) B <= A -
always ( (posedge clk) C <= A +

Listing 4.6. Merging Processes

// Three independent processes
always ( (posedge clk) begin
A <= B + C;
D <= C - A + D;
end
always ( (posedge clk) <

B A
always ( (posedge clk) C <

A+

// Merged into one process
always ( (posedge clk)

begin
A <= B + C;
B <= A - C;
C <= A + B;
D <= C - A + Dy

4

C
C
B

o« ~e

4

C;
B;
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number of processes within each module. In many cases, all the processes were combined
into a single sequential process and a single combinational process. No attempt was made
to remove the hierarchy of the design to combine processes across module boundaries, but
further reduction in process count could be done in that manner. In all cases, the testbenches

ran successfully after the transformations.

These transformations give precise control to a migratory simulator in monitoring and
migrating processes. A CRP provides a function for a single signal in the design, and when-
ever the trigger occurs, the CRP is evaluated. A design can be decomposed into a set of
sequential CRPs and combinational CRPs, but the number of combinational CRPs will be
minimized by the transformation developed in 4.1.3. The remaining sequential CRPs can be
simulated using cycle-based methodologies. Since CRPs with identical sensitivity lists can
be combined in any way, a migratory simulator can apply optimizations with great flexibility.
For example, all CRPs having identical triggers and identical sets of inputs can be combined
to minimize process-to-process communication. Less-than-optimal combinations of CRPs can
also be made if they share common subsets of inputs. These optimized processes can then
be distributed across parallel execution units for parallel speedup and load balancing. In a
migratory system that implements JIT compiling of processes to hardware, the CRPs form a
basic unit of functionality that can be synthesized relatively quickly. The opportunities for

combining CRPs are numerous and are left for future work.

4.2 Detecting Locality of Reference

To detect executive locality of reference, two things are necessary: First, the activity
of processes must be detectable. Second, the activity must be measurable. The goal of this
section is to demonstrate that executive locality does exist in RTL code in support of the thesis.
The goal is not to investigate it to the fullest extent possible, but further investigation will
be warranted in a complete system where algorithms must be developed to make migration
decisions. To demonstrate executive locality, existing code that was not written specifically to

exhibit locality must be analyzed.
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Table 4.2. Sizes of Profiled Code

25000

Code Base Lines
20000
PCI/WB Bridge 23,503 5500
Ethernet MAC 10,841 g
Memory Controller 5,880 T o000
AC97 Audio Controller 3,884 5000
ATA Controller 1,539 o
SPI Interface 794 g g § g E 5
a2

4.2.1 Profiling Existing Code

In Chapter 2 on page 22, phases of activity in a simulation are discussed in a qualitative
way. It is often the case within a testbench that functionality of the device under test is exercised
independently, so as the simulation progresses different processes will be active and idle at
different times. In order to gain a better understanding of the execution characteristics of
simulations, the HDL descriptions of actual devices were profiled. The devices include an
Ethernet MAC, an ATA disk controller, an AC97 audio controller, a Serial Peripheral Interface
(SPI) controller, a PCI/Wishbone Bridge, and a memory controller from OpenCores [70].
These designs vary in size from a mere 794 lines of code to over 23,000 (Table 4.2). Cadence
Design System’s Logic Design Verification (LDV) tools version 5.1 were used. LDV provides
a -PROFILE option to the ncsim simulator, but the output of that profiling is not very useful for
run-time activity analysis. The report shows the number of “hits” a “stream” receives during an
entire simulation, a stream being a “generated code stream” including always blocks, initial
blocks, continuous assignments, etc. [71, p. 902]. In other words, “streams” are processes. A
“hit” is an execution of a process, but the number of hits a process receives during the entire
simulation is only useful for overall performance tuning, and not for demonstrating phases of
simulation. The activity of the processes must instead be measured at various times as the

simulation progresses.

It is therefore necessary to develop a different means of detecting process activity.

Verilog provides a Programming Language Interface (PLI) that allows users to call functions
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Listing 4.7. Record/Report Profiling Example’
1 always ( (posedge clk, negedge reset_l)

: begin

3 Srecord (5); // Record a timestamp
4 if (enable) begin

5 a <= b;

6 c <= d;

7 end

8 if(!reset_1) begin

9 a <= 0;

10 c <= 0;

11 end

12 Sreport (5); // Calculate the execution time
3 end

TThe code structure for reset in this listing may be unfamiliar
to some readers. Please see Appendix A for details.

outside the simulation environment and return values to it. Through this interface, profiling
information was gathered using a Record/Report Sequence illustrated in Listing 4.7. Each
process in the code is instrumented with a Srecord () PLI call to record a time stamp and a
Sreport () call to calculate the elapsed time from the $record() and report it to a profiling
infrastructure. The argument to the PLI calls is a uniquely-assigned number used to delineate
the execution times among the profiled processes. The profiling infrastructure also delineates

between process numbers that appear in multiple module instantiations.

The results were measured in units of CPU cycles on the host machine using the Time
Stamp Counter (TSC) of Intel processors [72], but the results proved to be disappointing.

Further investigation shows that the reason stems from two problems:

1. Some of the processes in this OpenCores code do very little while others include signifi-
cant computation. For example, the general style of the MAC’s code has the assignments
of clocked processes separated into many always blocks with very little computation in
each, and a relatively few larger blocks are the exceptions. It is difficult to see execution
trends when the time delta between active and inactive processes is small, especially on

a host system with a preemptive operating system.
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2. Every clocked process is executed every simulation cycle, so at every cycle, some ex-
pression of every process is evaluated to determine, for example, if a control signal is
active. Nothing else is done if the signal is not active, but this behavior incurs processor

execution overhead for an otherwise idle process.

To address Problem 1 above, a system may apply the transformations described in
Section 4.1 to balance the load across processors. The system also has significant flexibility in
combining CRPs to keep the acceleration resources of a migratable system busy. Measuring the
execution time of CRPs may be difficult in a preemptive system, but the count of the number
of instructions may be a good alternative. Whereas, within the acceleration hardware, precise
time measurement of execution could be implemented with little overhead.

The second problem of running processes when they may actually do nothing, can be
addressed in at least two ways. One method is to detect when the inputs are unchanged which

is discussed in Section 4.2.3. Another other method is through process guides.

4.2.2 Process Guides

A process guide is a user-supplied code sequence that informs the simulator whether
the process is active or not. If the code is not active according to this guide, then the process
need not be run. Often designs are modeled at several levels of abstraction, and utilizing a
Transaction Level Model (TLM) would be useful as an RTL guide.

The OpenCores Ethernet controller contains a receive data path and a transmit data
path. The transmit path is framed by a TxStartFrm signal and a StartTxDone as shown in
Figure 4.5. After the StartTxDone signal is high at the rising edge of the clock, one more cycle
is necessary for the block to complete its transactions and then it goes idle. The process guide
used to delineate activity in this process implements the state machine shown in Figure 4.6.
As long as this state machine is in the IDLE state, the process is not run. A simulator’s
infrastructure would have access to all the state of the signals and could control the execution
of a process quite easily. Since the LDV source code is not available for modification, the guide
must be implemented entirely with PLI calls. To bypass the execution of a process, then, the

Record/Report sequence described in Section 4.2.1 on page 67 is modified to return a value,
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MTxClk
MTxD[3:0]
MTxEn
TxStartFrm
StartTxDone

|
Il

[

——— Transmit Active ———

Figure 4.5. Framing of Transmit Activity

TxStartFrm

Figure 4.6. State Machine for the Transmitter’s Guide
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Listing 4.8. Conditional Record/Report Sequence

1 always (@ (posedge MTxClk or posedge Reset) begin
2 if($record (12, 2, TxStartFrm, StartTxDone, Reset)) begin

3 if (Reset) begin

4 StopExcessiveDeferOccured <= 1'Db0;
5 ColWindow <= 1'Db1l;

6 . . .

7 end else begin

8 . . .

9 PacketFinished_g <= PacketFinished;
10 end

11 end

12 Sreport (12);
3 end // always @ (posedge MTxClk or posedge Reset)

becoming a Conditional Record/Report Sequence. The relevant code from the Ethernet MAC’s
process is shown in Listing 4.8. The arguments to $record () include the process number as
before followed by a guide function number and the signal arguments to the function guide.
The 2 as the second argument on line 2 identifies which guide controls the activity of this code.
A production implementation would hide such details and would provide a alternate method to
supply the guide, perhaps as a pragma. The actual code of the guide is shown in Listing 4.9.
This example is typical of the types of guides that can be constructed for various pro-
cesses of the Ethernet MAC. The information gathered by using guides is shown in Figure 4.7.
Without guides, these sequential processes would be active 100 percent for each test, but with
the guides, the absence of activity is easily detected. As a general rule, the receive processes
shown on the first row are largely idle for the “Register” and “Transmit” tests, and the transmit
processes in the second row are largely idle for the “Register” tests and the “Receive” tests.
The activity for these processes on tests 0, 3, and 4 is due to resets. These tests are relatively
short in terms of triggers, and they reset the MAC as part of the tests triggering some activity.
The cost of implementing guides is high in terms of time to implement, so not all
designs lend themselves well to their use. Guides were only written for 7 of the 87 processes of
the Ethernet MAC to demonstrate their use, and writing them for the entire design would be te-
dious. Some of the other designs available from OpenCores are small compared to the Ethernet

MAC, and their small size makes the identification of signals on which to base guides difficult.
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Listing 4.9. Actual Transmit Process Guide

1 static int transmit (void)
2

3 int TxStartFrm, StartTxDone, Reset;
4 static enum {

5 IDLE, TRANSMITTING, EXTRA

6 } state = IDLE;

7 Reset = acc_fetch_tfarg_int (5);

8 if (Reset) {

9 state = IDLE;

10 return 1;

11 }

12 TxStartFrm = acc_fetch_tfarg_int (3)
13 StartTxDone = acc_fetch_tfarg_int (4
14 switch(state) {

15 case IDLE:

16 if (TxStartFrm) {

17 state = TRANSMITTING;
18 return 1;

19 }

20 break;

21 case TRANSMITTING:

2 if(StartTxDone) {

23 state = EXTRA;

24 }

25 return 1;

2 break;

27 case EXTRA:

28 state = IDLE;

29 if (TxStartFrm) {

30 state = TRANSMITTING;
31 }

2 return 1;

33 break;

4 }
35 return 0;

6}
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Figure 4.7. Percentage of Active Cycles Per Process

Guides, then, are applicable where the benefit is great compared to the cost of implementing
them. Such a case exists in System on Chip (SoC) designs where multiple, independent devices
are interfaced on a shared bus. A guide in that case could be very high-level, monitoring the
inputs and outputs of an entire device on the bus. A better, general-purpose method of detecting

locality of reference, however, is the use of input monitors.

4.2.3 Input Monitors

The basic principal of input monitoring is that a process does not need to be run if its
inputs do not change. Each process in a simulation is essentially a deterministic function®, and
if the arguments of a function do not change, the value of the function does not change. The
idea of monitoring inputs is not new and is often called “clock suppression,” although it is not
limited to clocked processes. Its use appears as early as 1993 where the idea was applied to
gate level simulations where speedups of 2.8 to 4.7 were achieved [73].

Input monitors keep track of the values of all the inputs of a process, a function similar

to the sensitivity update mappings of Kupriyanov’s RTL simulation model [67]. The inputs

3The addition of PLI or system functions to code alters the determinism of simulation processes, but typical
synthesizable code does not use them.
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may or may not be included in the process sensitivity list; rather, they include signals on the
right-hand side of expressions as well as signals in if statement conditionals, case choices,
and the like. If, from one process trigger to the next, the inputs of a process do not change,

then the process does not need to be executed since the output will not change.

The processes of the six OpenCores designs were analyzed for locality of reference
using this input-monitoring method, and results are shown in a set of graphs for each design.
Detecting a change in a signal is fairly easy to implement within a simulator’s infrastructure,
but the PLI needed to be used since the source code for LDV is not available. The PLI-based
implementation adds always blocks to monitor inputs. A typical clocked process input monitor
is shown in Listing 4.10 using $check_sig() along with $record() and Sreport (). The
arguments to $check_sig () in this example associate the input monitoring to process 12 using
signal values O through 2. The $register_sig() call tells the monitoring infrastructure at the
start of the simulation that a process has monitored inputs and their number. None of these PLI

function calls would be necessary if source code were available for the simulator.

There are three metrics gathered for each process as the test benches of the designs were
run. First is the number of times a process is executed during a simulation, referred to as “hits.”
The second is the amount of time required to execute each process, shown in the graphs as the
“Process Load.” The third is the size of each process. The “size” of a process is difficult to
define, and its definition varies depending on the context. In software simulation environments,
the number of native processor instructions could be used to specify the size, while in hardware
acceleration environments, the number of gates could specify the size. Neither of these metrics
is known for the simulation of the OpenCores code, so the next reasonable metric available
for size is the number of RTL code lines within each process. While this metric does not
necessarily relate accurately to gate-count or instruction-count, it is sufficient for the qualitative

nature of this study.

In a multitasking, pre-emptive system, getting precise measurement of a process’s
execution time is difficult. A time stamp is taken in the $record () and $report () functions,
and the difference gives the time to execute the process. If, however, a preemption occurs in
the middle of executing a process, the recorded time is artificially large. The means adopted

in this study is to use the minimum time for any execution of the process. There is a high
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Listing 4.10. Input Monitor Implemented with PLI Functions

always (@out_le Scheck_sig (12, 0, out_le);
always (@sr Scheck_sig (12, 1, sr);
always (@sdata_in_r Scheck_sig (12, 2, sdata_in_r);

initial Sregister_sig (12, 3);

always (@ (posedge clk) begin
if(Srecord (12, 0)) begin
if(out_le[0]) begin
slt0 <= sr[15:07];
end
if(out_le[l]) begin
sltl <= sr;
end
if(out_le[2]) begin
slt2 <= sr;
end
if(out_le[3]) begin
slt3 <= sr;
end
if(out_le[4]) begin
sltd <= sr;
end
if(out_le[5]) begin
slt6 <= sr;
end
sr <= {sr[18:0], sdata_in_r};
end
Sreport (12);
end // always @ (posedge clk)
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probability (depending on the number of hits) that the minimum time represents the execution

of the process without being preempted.

The LDV simulator tests were run on a 1.8 GHz Intel Pentium M processor (Family 6,
Model 13, Stepping 6), and the process execution times were measured in units of processor
clocks. The Intel family of processors have a Time Stamp Counter (TSC) within them that can
be used by software for profiling [72]. This counter is a 64-bit counter that increments every

clock cycle, and the Process Load is expressed in terms of cycles in the subsequent graphs.

4.2.4 OpenCores Execution Characteristics

After instrumenting the OpenCores code, the test benches were run to gather informa-
tion about their execution. In some cases, such as the PCI/Wishbone Bridge, there are hundreds
of tests, and space prohibits presenting all the data from them. In many cases, therefore, a
subset of the testbench results is shown. Appendix D shows the specific tests that were run for

the results shown.

Each set of graphs shows four types of data for a single simulation consisting of multi-
ple regression tests. The topmost graph is the processes’ RTL line count (minus comment lines
and blank lines) so that conclusions can be drawn by comparing the size of the process and
its activity. In the cases of the PCI/Wishbone Bridge and the Memory Controller, there are a
relatively few processes that are significantly larger than the rest, so the line counts are shown
as two plots with different vertical scales. The remaining graphs show data for each of several
tests. The data include the Trigger Count of each process (the light red line using the red scale),
the Hit Count of each process (the red bars), and the Process Load of each process (the green
bars). In many cases, the Trigger Count tracks the Hit Count for a process (see processes 0 —
2 in Figure 4.8 for example). This is an indication that the process is a combinational process
such that it is invoked only when an input changes (a “hit”). In the other cases, there is often
a significant difference between Trigger and Hit Counts. This difference shows the benefit of
using input monitors for clocked processes to avoid execution of the process when the inputs
do not change. The Trigger Count plots may also show the use of different clock domains

within the design as represented by different heights.
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The purpose of these graphs is to identify exploitable executive temporal locality of
reference. Temporal locality occurs when a process is active or inactive for the period the
graph covers, which can be identified by the Hit Count and the Trigger Count. A low Hit
Count with respect to the Trigger Count is directly exploitable because the process would not
need any hardware resources. A high Hit Count is exploitable if the Process Load is also
high, identified by relatively high Hit Count along with a relatively high Process Load in the
graphs. The fewer the processes that exhibit this characteristic, the less hardware resources are
required to accelerate the design. A high Hit Count with a low Process load may be a candidate
for RM execution, but the benefit is not as great as one with a high Process Load. So the
key to look for in the graphs is a strong correlation between Hit Count and Process Load, and
when relatively few processes exhibit that pattern, the simulation exhibits exploitable executive

temporal locality.

Ethernet Controller

Figure 4.8 and Figure 4.9 on pages 80 and 81 show the results for the Ethernet Con-
troller. The first item of note in these graphs is the relatively small processes from about 10
to 50. These processes implement the software programmable register set of the MAC; their
implementation could have been written much more efficiently. A module is instantiated for
each register, and they use common control signals which results in activity in every register’s
process even though a single register is being accessed. This behavior can be seen in tests
0 through 4 (register tests) where all the register processes have identical hit counts with
virtually no process load. These processes are almost completely idle in tests 5 through 9
which are transmit and receive tests. Processes O to 5 are also related to the registers, and show
considerable process load for the register tests.

Of special note in these plots is process 83. This process is the largest in terms of
lines of code, and it contributes the greatest to the process load. This process is a clocked
process that handles the majority of the Wishbone Bus, the host-side interface to the MAC.
This process is active for virtually every transaction to the device. Similarly, process 78 is a
process which buffers signals to and from the Wishbone Bus and also contains synchronizing

registers between the transmit and receive clocks into the Wishbone clock domain. Thus this
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process has a high number of hits, but contributes little to the processor load. Processes around
50 to 75 are the transmit and receive processes which are largely idle except for tests 6, 7, and
9, the 100 Mbps traffic tests. Tests 5 and 8 are transmit and receive tests as well, but they are
run at 10 Mbps instead of 100 Mbps, and thus the Wishbone Bus processes dominate those

tests.

Memory Controller

The Memory Controller is a large design in terms of process count, but the line count
graph at the top of Figures 4.10 and 4.11 shows that one process in particular dominates the
code. This process 262 is the primary Wishbone Bus interface, and it contributes significantly
to both the hit counts and the process load, making it the primary candidate for acceleration.
Processes 100 through 160 comprise the “Open Bank and Row Tracking Block™ and show
virtually no activity except in Test 6. Yet the line count graph shows that it contributes
significantly to the line count. Similarly, processes 4 and 5 have large contributions in terms
of line count, but do not contribute much to the load of the simulation. As with the Ethernet

MAC, only a few processes dominate the Process Load.

PCI/Wishbone Bridge

The most prominent aspect of the PCI/Wishbone Bridge is the erratic Trigger Count
plots. This behavior is caused by the two clock domains of the Wishbone Bus and the PCI
clock. Synchronizing logic is coded into modules which are then instantiated for the two
domains. The profiling code places instantiations of the same process adjacent to each other in
number thus causing the saw-tooth plot.

The tests for this bridge chip are listed in Appendix D in Table D.6. Concerning the
execution characteristics, the plots show that processes 182-247 are almost completely idle.
These processes deal with FIFO control and synchronization. The Line Count graph shows that
these processes are not trivial in size. The process contributing the most load to the simulation
is process 245. While not the largest in size, this process was consistently active and makes a

good candidate for migration to the hardware.
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Processes 80—125 are instantiations of the same process. Similarly, processes 126—171
are instantiations of a similar process. Both sets of processes form the output registers of
the design. They are quite small in terms of lines of code, but they contribute significantly
to the execution of the simulation. This behavior appears to be the result of bad RTL coding
practice. Rather than implement the outputs as an array of vectors, the output buffers are instead
instantiated one bit at a time. The RTL code would function much more efficiently if they were
coded as vectors rather than bits. Nevertheless, as written, they provide good opportunities for
migration to acceleration hardware as well as merging as described in “Merging Processes with
Identical Sensitivity Lists” on page 63.

Processes 8—40 handle delayed transactions which occur relatively infrequently. Pro-
cesses 255-273 constitute the Wishbone Master code which is idle until later tests such as
12—-14. Processes 274-298 are related to the Wishbone Slave which is active in tests 1-7 and

idle elsewhere.

AC97 Audio Controller

The AC97 controller shows the most dramatic locality of reference. There are a signif-
icant number of processes that are invoked often but have virtually no activity. In Test O, for
example, processes 0—57 have fewer than 2000 hits, and the majority of them have less than
600 hits. That is 0.1 percent of the 580,145 triggers. The reason is that processes 60, 61, 67,
and 68 contain cycle counters used to trigger input and output on the serial port and to control
reset de-assertion. The serial output and serial input is controlled by a much slower clock, and
so these counters contribute the vast majority of the simulation time. It is a rather inefficient

design.

ATA Disk Interface

The ATA Disk Interface is second-smallest of the designs in terms of lines of code with
only 23 processes. Tests 0 and 1 are data tests and show activity throughout all the processes,
although there are processes that clearly dominate the process load. Tests 2 and 3 are interrupt

and reset tests and are therefore much shorter and exercise a smaller number of processes.
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Serial Peripheral Interface

The SPI controller is the smallest of the designs, having a total of 794 lines of code,
and yet it also demonstrates executive locality, especially in tests 1, 6, and 7. Test O is the
writing of registers, and Test 1 is the reading (and verifying) of registers. The subsequent tests
are the transmission and reception of data (through a loopback SPI model) with varying packet
lengths, bit orders, and features. Table D.5 shows the specifics about the tests. The tests are
quite short, but one can still see variation in process load and hits within each test and to some

degree from test to test.

Summary

The conclusion of these graphs is that locality of reference exists in all of the designs,
albeit to differing degrees. The red bars within the graphs demonstrate executive temporal
locality where a few processes dominate the hit count. The green bars, which generally
correlate well to the red bars, indicate when the locality is exploitable. Migrating the processes
with the largest process load to parallel hardware gives the greatest benefit. The line count
graphs show that in many cases, there are significant processes that are idle during the tests.

Using acceleration resources for idle processes would be a waste of those resources.

4.3 Conclusion

This chapter explores the characteristics of RTL simulations to show that they exhibit
executive temporal locality of reference. Through the use of process guides or input monitors,
it was shown that temporal locality of reference is detectable and present in the code of several
designs. Using the metrics shown in the graphs, a migration-capable simulator can identify
candidates for migration. This executive locality of reference is the core property which
migration-based accelerators can exploit. Furthermore, the chapter showed that a simulator has
great flexibility with canonical RTL forms to decompose and combine processes to maximize

efficiency in connectivity and load balancing of processes.



80

Processes and Temporal Locality

Lines

T0

T1

690
460
230

240
160
80

0
8000
6000
4000
2000

0

180000

120000
oV

T3

T4

60000

0
600

400
200

0
9000

6000
3000
0

Ethernet Controller (a)

0 10 20 30 40 50 60 70 80
I I
| AT R TTRTR eI e | :
0 10 20 30 40 50 60 70 80
UL 'L L CORER LR COLRULALLALeeeen L L
0 10 20 30 40 50 60 70 80
ll RARRORUTRURNORO RN RnIy SRR nnununnInl I |
0 10 20 30 40 50 60 70 80
[
]m b\ | LACLGLAURURURURGRLLGLRLE RULRLLLALRLLELELE AT L e
0 10 20 30 40 50 60 70 80
[
h b\ | LGRLCRLLELLELOLERELELELL LLLLLCELLLLRLLLE k E
0 10 20 30 40 50 60 70 80
Process
Triggers Hits I Load N

Figure 4.8. Process Characteristics of the Ethernet Controller (a)
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Ethernet Controller (b)
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Figure 4.9. Process Characteristics of the Ethernet Controller (b)

8e+07
6e+07
4e+07
2e+07

1.5e+07
1e+07
5e+06

8e+08
6e+08
4e+08
2e+08

6e+08
4e+08
2e+08

8e+07
6e+07
4e+07
2e+07



82 Processes and Temporal Locality
Memory Controller (a)
800
@ 600
< 400
— 200 J
0 0 50 100 150 200 250
2000 2e+06
1500 1.5e+06
2 1000 1e+06
500 |- B 500000
0 LM_MMWM_AM_NMMM L VI | TR 111 n ™ M 0
0 50 100 150 200 250
1.8e+07 2.4e+10
_1.2e+07 1.6e+10
6e+06 B — 8e+09
0 MWWMMMMNM Al b ol Mlﬂnﬂm 0
0 50 100 150 200 250
15000 6e+07
10000 4e+07
.
5000 2e+07
0 hkkl R T RN 1] TN 11 A Ln..l'mm.lu 0
0 50 100 150 200 250
27000 1.2e+08
18000 8e+07
2
9000 B B 4e+07
0 m_mmnmmm._m_iwmm 1 T L\miw.h 0
0 50 100 150 200 250
30000 1.2e+08
< 20000 8e+07
10000 4e+07
0 Mm_m_iwmnn lh B by W] l.\md'lmmm 0
0 50 100 150 200 250
Process
Triggers Hits I Load I

Figure 4.10. Process Characteristics of the Memory Controller (a)
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9e+08
6e+08
3e+08

0
3.6e+08

2.4e+08
1.2e+08

0
4.8e+08
3.6e+08
2.4e+08
1.2e+08
0



84

Processes and Temporal Locality

Lines

TO

TH1

T2

T3

T4

5

400
300
200
100

2400
1600
800

30000
20000
10000

30000
20000
10000

120
80
40

3000
2000
1000

3000
2000
1000

PCI/WB Bridge (a)

40
' 30
H 20
I | AN I Ah 1 4
Wi ——— U1 IV JUT
0 50 100 150 200 250 300O
3.2e+06
W [ 2.4¢+06
\ 1.66+06
L IARIRI 800000
1 _\’I_V'H‘WW b (L 1 1 0
0 50 100 150 200 250 300
ﬂ W 3.2e+07
2.4e+07
l 1.6e+07
- ‘ ' — 8e+06
ol .
0 50 100 150 200 250 3000
ﬂ W 3.2e+07
I 2.4e+07
\ 1.66+07
- ‘ ' 1 - 8e+06
L1 |i
0 50 100 150 200 250 3000
.l 240000
Mw W ” 160000
|
80000
|||.| \IV\’WW mmuuuummmuuu.l[ | ||){ bl 0
0 50 100 150 200 250 300
.k 3.3e+06
MW' M WN | I
1.1e+06
MML_MMWWMWWM ILM | 0
0 50 100 150 200 250 300
k 3.3e+06
1.1e+06
I' | [WU WMWW Il I‘. i 0
0 50 100 150 200 250 300
Process
Triggers —— Hits . Load I

Figure 4.12. Process Characteristics of PCI/Wishbone Bridge (a)
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Figure 4.13. Process Characteristics of PCI/Wishbone Bridge (b)
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Figure 4.14. Process Characteristics of PCI/Wishbone Bridge (c)
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Figure 4.16. Process Characteristics of the ATA Controller
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Chapter 5

Implementation and Results

n Chapter 4 transformations of RTL code were presented to allow a simulation system
[ to decompose a design into canonical processes. These canonical processes can be
combined in any way when they share a common sensitivity list, which allows a migration
system to identify locality of reference and balance the load across parallel execution units.
In this chapter, an implementation of a migratory simulator is presented. The infrastructure
required to implement a complete simulator would require several man-years of effort, but
before such an investment should be made in both time and expense, the benefits and drawbacks
of such a system must be understood. To this end, the simulation of a simple sort is presented
which not only demonstrates the feasibility of a migratory simulator, but also provides the
ability to measure system performance for empirical and algorithmic modeling. Modeling

allows the impact of further developments to be evaluated.

The simulator platform is a Xilinx Virtex-II Pro FPGA, which contains a PowerPC
processor, along with the basic bus infrastructure provided by the Embedded Development
Kit (EDK). A Virtual Machine (VM) was coded, and an assembler was developed to convert
assembly code into VM executable instructions. A simulator infrastructure was developed to
allow these VMs to be connected together in a cycle-based method. The simulator is two-state
to keep resource utilization to a minimum [74], which restricts the state of each bit to a 1

or a 0, excluding resolved values such as X and Z. In addition to the software, pipelined and
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non-pipelined implementations of an RM were made. An array of these Real Machines (RMs)
was instantiated in the FPGA connected through a register-accessible mailbox. To facilitate
run-time reconfiguration, a minimal Internal Configuration Access Port (ICAP) controller was
developed that allows configuration frames to be read and written to the logic array.

Extraction code was developed to process Xilinx Design Language (XDL) and Logic
Allocation files from the Xilinx tools in order to determine the location of every bit of state
in the array of RMs. Using this information, cross referenced by both RM and configuration
frame for efficiency, the simulator infrastructure can both extract and insert state. A frame
caching system was also developed to allow single reads and writes of frames for multiple
machine migrations to hide the large ICAP latencies.

The following items are necessary for a complete system, but are at present unimple-

mented:

1. A VHDL and Verilog compiler to produce VM code directly
2. Algorithms to route connections between RMs at run time
3. A JIT compiler for the VM code so it can be run natively on the PowerPC

4. Algorithms to monitor process activity to determine when and where to migrate the

processes.

Items 2 and 3 are of particular import because they directly affect the performance at run
time. It is imperative to understand the effect of these items on a migratory simulator, so these
scenarios are modeled.

Section 5.1 describes the details of implementing the system, and Section 5.2 explains

the empirical models developed for the system and the effect of various parameters on speedup.

5.1 Implementation Details

5.1.1 Platform Implementation

The migration system is implemented on an XUPV2P board developed by Xilinx for
the Xilinx University Program [75]. The board is populated with a Virtex™-II Pro FPGA



Implementation Details 93

Table 5.1. System Memory Map
Address Use

0x00000000-0x0ff££f£f | DDR Memory O
0x78030000-0x7803ffff | UART
0x78010000-0x7801ffff LEDs
0x78000000-0x7800£f£f | DIP Switches
0x78020000-0x7802ff£ff | Push Buttons
0x78080000-0x7808ffff RM Mailbox
0xe0000000-0xefffffff | DDR Memory 1
0xffffc000-0xfff£fffff | Block RAM Boot Memory

(XC2VP30) and 512 megabytes of DDR memory. The XC2VP30 contains two PowerPC 405
processors along with 30,816 logic cells and 136 block RAMs. Using the Xilinx EDK version
7.11, the design was instantiated with a DDR memory controller, the On-chip Peripheral Bus
(OPB) infrastructure, the Internal Configuration Access Port (ICAP), an ICAP controller, and
an array of RMs. A VM-based cycle simulator runs on the left PowerPC, equipped with code
to migrate the state of the VMs to and from the RMs while seamlessly maintaining connectivity
between the machines.

The Xilinx Platform Studio (XPS) manages the components to be instantiated into the
FPGA. The PowerPCs are “hard cores,” meaning that they are physically implemented into the
die alongside the reconfigurable array. The XPS provides the means to attach “soft cores,” such
as the DDR controller, to the processors and import user designs in a convenient way to build
a complete embedded system. A diagram of the complete system is shown in Figure 5.1, with
the user- and Xilinx-provided components indicated. Each of the components on the buses is

accessible with the memory map shown in Table 5.1.

5.1.2 Software Implementation

Chapter 4 discusses the simplification of RTL code into canonical processes which
can be combined with other canonical processes having the same sensitivity to form larger
processes, or they can be executed in parallel. When combinational processes are combined

into their dependent sequential processes, the result is a cycle-based simulation in which the
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processes need to be run only when the clock signal changes. A cycle-based simulator is
significantly simplified compared to a general event-based simulator with a stratified event
queue: Each simulation cycle is reduced to the two steps of 1) propagating the outputs to inputs
and 2) the execution of the processes’ code, corresponding to the retrieve and clock phases of
a cycle-based simulation, respectively. (See Section 2.3.1 for further discussion.) With the
addition of code for migration and performance analysis, the main simulation function of the

VM/RM-based simulator is shown in Figure 5.2.

Xilinx provides several software platforms for use in the embedded systems produced
by XPS, such as the Xilinx Microkernel, the Standalone Board Support Package (BSP), and
Linux® [76]. The Standalone BSP was used in this implementation because of its simplicity.
The simulator does not require preemption or interrupt handling, so a simple C program
along with libraries for memory allocation and debugging I/O is sufficient. The software
also utilized the libraries to access to the Time Base Counter (TBC) of the PowerPC core
(XTime_GetTime ()) to measure performance. This TBC returns a 64-bit counter value that
increments every clock cycle. Since the PowerPC is run at 300 MHz, the time measurement

resolution is 3.33 ns.

5.1.3 Virtual and Real Machines

The Virtual Machine (VM) infrastructure is implemented in an efficient way to reduce
memory usage and to maximize performance, and a Real Machine (RM) is the hardware
implementation of the VM. The internal structure of both the VMs and RMs is shown in
Figure 5.3. The instructions and data are 16 bits in width, with separate memories for code,
data, and registers (a Harvard architecture). The instruction set is RISC in nature with memory
accesses only done with 1oad and store. Appendix B contains the details about the instruction
set. The instruction format is shown in Table B.1. The opcode field identifies the function of
the instruction, and the remaining fields are utilized as shown in Table B.2. The assembler,
recognizing the simple grammar in Listing B.1, converts instructions from a human-readable

form to an executable form.
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Migration transfers the state residing in the program memory, data memory, and register
file between VMs and RMs using RTR. It is possible in a system with only RMs and VMs to
migrate state without RTR, but there are two reasons for using it. First, one purpose of the
implementation is to measure RTR-related overheads which cannot be known unless RTR is
used. Second, the additional logic required to migrate state without RTR would increase the
size of the infrastructure, reducing the number of RMs within the FPGA and making timing

closure more difficult.

When considering the RM architecture, a common approach to processor implemen-
tation is an execution pipeline with a register file that provides two reads and one write per
clock cycle. This single-in-double-out interface allows two registers to be read and a result
to be written every cycle, and consequently an instruction can be completed every cycle.
With a fully pipelined RM architecture complete with data hazard avoidance, the XC2VP30
FPGA holds 24 RMs. This architecture, however, needed revision due to limitations in the
FPGA. RTR is a developing technology having much potential, but in practice it is not trivial
to employ. Xilinx tools provide limited support, but there are some significant architectural
restrictions in the FPGA itself. One restriction is the behavior of the GRESTORE configuration
command [20], issued through the ICAP controller to modify the state of the register file flip-
flops to migrate process state. In this RM application, state must be migrated on a per-machine

basis. GRESTORE, however, updates all the flip-flops in the entire logic fabric, including those
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flip-flops in the infrastructure logic and the ICAP controller itself. Therefore, migratable state

cannot be stored in flip-flops.

A solution is to use Look-Up Table (LUT) distributed RAM rather than flip-flops for the
register file. LUT-based RAMs can be read and written through the ICAP on a per-machine
basis without changing the state of vital infrastructure. However, they cannot provide the
single-in-double-out interface required by full pipelining. The Xilinx core libraries provide
dual read port RAMs, but one of the read addresses is shared with the write port. Rather
than doubling the RAM, the solution chosen is to execute an instruction every two cycles in
a non-pipelined fashion. As will be seen, reducing the performance of the RMs by half does
not affect the overall performance of the simulation application, and the elimination of data

hazards makes the RMs smaller.

There is another limitation of LUT-based RAMs, however, that must be addressed.
A frame is the minimum configuration unit within the FPGA. Within Virtex-II FPGAs, frames
span the entire height of the device, and some of the logic used to load the configuration frames
is reused by LUT RAMs during normal operation. Hence, no LUT RAMs within a frame
can be read or written while the frame is being configured. This poses a problem with the
infrastructure logic such as the DDR memory controller and the OPB bus interfaces, which use
LUT RAMs in FIFOs. Merely reading the frames utilized by this infrastructure while running
causes the system to malfunction. This issue does not affect RMs, however, because migration
to and from them only occurs between simulation cycles when the RMs (and their LUT RAMs)
are idle. Careful floorplanning is required to ensure that the RTR of RMs does not access any
configuration frames of the infrastructure. To this end, each RM is constrained to occupy a
16x16 slice area, and they are floorplanned into columns. The remaining frames, which are
never read or written, are reserved for infrastructure. Without protecting the infrastructure, 40
RMs fit into the device with a 92% slice utilization. After protective floorplanning, 35 RMs
fit with an 82% slice utilization. The resource utilization, including the unusable area due to
protective floorplanning, is shown in Figure 5.4.

Figure 5.5 shows the state machine of the non-pipelined RM. The machine begins in

the IDLE state waiting for a go signal from the simulator. This is the only state in which the

machines can be reconfigured, since there are no accesses to LUT RAMs in this state. The
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LUT RAMs are loaded through the ICAP with the code and data, including the initial output
values for the process. While still in this state, an update signal causes the RM to read the
initial output value from the register file and store it in the RM’s output flip-flops. When the
go signal is received—marking the beginning of the simulation cycle—the input value of the
RM is written to LUT memory during the WRITE_DELAY state. These steps must be taken to
propagate the input and output values of the RMs to and from the LUT RAMs because of
the global behavior of GRESTORE. In READ_REGFILE, two registers are read from the register
file LUT RAM or one entry from the data RAM, and during the EXECUTE state, the result
is computed and written back. The program counter is also advanced. The states alternate
between READ_REGFILE and EXECUTE until the done instruction is encountered, at which time
the RM asserts the done signal and waits for go to be deasserted. The deassertion of go marks

the end of a simulation cycle.

5.1.4 User-Provided Hardware Components

Section 5.1.1 mentioned that the XPS provides the means to instantiate modules sup-
plied with the Xilinx EDK, but several parts of the system, in addition to the RMs, needed to

be supplied for a working system. This user-supplied infrastructure is presented here.

The ICAP and ICAP Controller

The Internal Configuration Access Port (ICAP) is the device through which the entire
configuration of the FPGA is available to the logic within the device itself. As discussed in
Chapter 2, Section 2.1, an SRAM-based FPGA may be reconfigured many times to implement
the desired functionality, and the minimum configuration unit is the frame. Frame data are
assembled into a bitstream, with one or more contiguous frames’ data preceded by a header
which contains a frame address. The ICAP processes the header and routes the data to the
correct frame. The ICAP also processes commands such as the reading and writing of config-
uration registers and capturing flip-flop state [20].

As the ICAP processes packets, it goes through a series of states, requiring an ICAP

controller to know when to read and write each byte. An ICAP controller was implemented to
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Figure 5.6. ICAP Controller States

perform the minimum number of states shown in Figure 6 on page 8 of [77] that are required for

reading and writing state. An examination of that figure shows that the ICAP may be placed

into a series of abort states, but the implementation of the simulator does not require them.

The controller must also have wait states between the main states of the machine to supply the

proper clock rate to the ICAP. There is some ambiguity in the Xilinx documentation concerning

the maximum clock rate of the ICAP. It is limited to 33 MHz in application note [78], but the

documentation of SelectMAP, which uses the same logic as ICAP, has a maximum rate of 50

MHz [79]. 33 MHz was assumed in this design, and the ICAP controller runs at 100 MHz.

Therefore, the ICAP controller implements the states shown in Figure 5.6 with compile-time-

specified wait states for ICAP clocking.
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A complete simulation system that utilizes RTR to its fullest would implement dynamic
routing between RMs as processes are migrated to them. Run-time routing in an FPGA is
being researched by others [80, 81], so an implementation is left to future work. For the
implementation to date, the RMs are connected in some test scenarios through the register
mailbox shown in Figure 5.7. Using a mailbox limits the amount of address multiplexing on
the OPB Bus (i.e., reduces the number of OPB slave registers required) and instead places the
multiplexing at the outputs of the RMs. Initial synthesis attempts with a large number of slave
registers on the OPB failed to meet the bus timing. The mailbox allows the software to select
an RM to read by writing an address in one register and reading the data from another. Writes
are completed with a write to a data register followed by a write to the RM address register.
During a simulation, the simulator updates the inputs and reads the outputs of the RMs in this
fashion between every simulation cycle, and this is referred to as software connectivity. For
some of the tests, the RMs were connected directly to one another in hardware, and this is

referred to as hardware connectivity.

5.2 Results

As mentioned at the beginning of this chapter, the purpose of the implementation is to
measure migration-related performance for use in empirical modeling. To fulfill that goal, a

simple parallel sort was run in the implementation described in Section 5.1. The parallel sort is
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a good application for this purpose for two reasons. 1) Flexibility: The number of processes and
the number of simulation cycles can be changed without altering the outcome of the algorithm.
2) Uniformity: Every process runs identical code providing the uniformity required for accurate
and consistent analysis. If each process ran different code, the time measurements of migration

and execution would not be consistent while varying processes and simulation cycles.

5.2.1 The Application and Measured Results

The even-odd transposition (EOT) sort is the algorithm used [82]. Each iteration of the
sort is a swapping—or transposition—of the numbers to place the greater number on the right,
as illustrated in Figure 5.8. When executed in parallel, it requires a maximum of n simulation
cycles to sort n numbers when there are 5 or 5 — 1 iterations per simulation cycle. The sort
was implemented in VHDL as an array of identical processes, each comparing its own output
with its left or right neighbor’s output on alternating simulation cycles. In an RTL simulator,
this code would be compiled into one process for each instance (barring optimization), each

running the same code.



104 Implementation and Results

signal even : boolean := ((INDEX mod 2) = 0);
signal myval: std_logic_vector (o_out’range) :=
conv_std_logic_vector (INITIAL_VALUE,
o_out’ length);

o_out <= myval;

main: process (i_sysclk)
variable myval_v:
std_logic_vector (myval’ range) ;
begin
if (i_sysclk’event and i_sysclk = ’1’) then
even <= not even;
myval_v := myval;
if (not even) then
if(myval_v < i_left) then

myval_v := i_left;
end 1f;
else
if (myval_v > i_right) then
myval_v := i_right;
end 1if;
end if;
myval <= myval_v;
end if;

end process;

Figure 5.9. VHDL Code of the Even-Odd Transposition Sorter

el =N A ]
04—‘ 1 ’—>2<—‘ 3 ’—>4 324—‘ 33 ’—>34

Figure 5.10. Logical Connection of VMs for EOT

The main VHDL process of the sorter along with some ancillary code is shown in
Figure 5.9. The 8-bit inputs are i_left and i_right, and the 8-bit output is o_out. Each
instantiation is assigned an INDEX generic equal to its instance number. The even signal is
initialized to true or false depending on whether the INDEX is even or odd. The INITIAL_VALUE
is a generic assigned during instantiation. Any practical sorting implementation would need
to be programmable so that software can load the array to be sorted by hardware. Currently,
the initial value is merely a place-holder which is assigned during run time in the VMs. Any
number of these processes can be instantiated, with those on the end connected to themselves.
(See Figure 5.10.)

For the proof of concept, the VHDL code was translated manually into the CIS in

Figure 5.11, which is then assembled into executable VM/RM instructions documented pre-
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; Even-0dd Transposition Sort
.input leftin 7:0, rl. 7:0

.input rightin 7:0, r1.15:8
.output out 7:0, r0.7:0

.data 0x0 ,even gets 1, odd gets 0
.data 0x1

.data Oxff ;Used for AND mask

load r4, [0]
load r5, [1]
load r3, [2]
xor r4, r4d, rb5
store r4, [0]
cmp r4, rb

bnz 0Oxc

; Handle the number from the left
and r2, rl, r3

cmp r2, r0

bc 0x17

move rQ, r2

done

; Handle the number from the right
shiftr r2, ril,
shiftr r2, r2,
shiftr r2, r2,
shiftr r2, r2,
shiftr r2, r2,
shiftr r2, r2,
shiftr r2, r2,
shiftr r2, r2,
cmp r0, r2

bc 0x17

move rQ0, r2
done

e E

Figure 5.11. VM/RM Assembly Code
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viously in Section 5.1.3 on page 95. Each RM has eight 16-bit registers with some of them
aliased to inputs and outputs. In this CIS code, .input and .output map the I/Os to r1 and

r0, respectively.

Each machine includes two 32x16 memories for data and code instantiated as LUT
RAMs. An alternative for larger processes is to replace either or both memories with larger
block RAMs, but the corresponding increase in state may require longer migration times. The
.data directives initialize the data memory (beginning at location 0) with constants used by the
algorithm: location O corresponds to the even signal in the VHDL code, and the remaining two
are used for toggling and masking. Since barrel shifters require significant resources, the RM
supports only a shift by one, and lines 25 through 32 implement a shift by eight. As mentioned
in Chapter 1 on page 3, instantiating processor subsets whenever possible would reduce area.
In this example, there is enough code memory for eight shifts in an RM instead of a single
shift-by-eight, so it was elected to reduce area rather than execution time. The best option for
this code would be to instantiate an RM using a Dynamic Module Library [81], that supports

only a shift by eight.

The FPGA holds 35 RMs, so the EOT sort was run with 35 processes. Each process is
instantiated in a VM connected to its left and right neighbors and is assigned an initial random
value. These values are sorted in no more than 35 simulation cycles, but longer runs with

correct results are also run for performance measurements.

To evaluate pure parallel performance, the speedups with no migration are measured
for both software and hardware connectivity. Figure 5.12 shows the resulting plots. Because
hardware connectivity is currently manual, its performance was measured with 0, 24, 30, 34,
and 35 RMs, and Marquardt-Levenberg curve fitting provides the other points. The hardware
connectivity case is just as deterministic as the software connectivity case, so no anomalies that
may be missed by the curve fitting are expected. The speedup is the run time without RMs (7p)
divided by the run time with RMs (7}.) [10]. One result of executing code in VMs without native
JIT compilation is a “super-linear” speedup because the RMs execute their processes faster than
the VMs. Not shown in the plots due to scaling disparity is the speedup of 1005 when using
hardware connectivity with 35 RMs. To illustrate superlinearity, consider a serial program that

executes 10 tasks, each taking 1 s. If those tasks are parallelized on 10 processors, they all
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Figure 5.12. Speedup of HW and SW connectivity (35 simulation cycles)

execute in 1 s for a speedup of 10. If, however, the tasks are executed on parallel processors
that are ten times faster, they complete in 0.1 s for a speedup of 100.

Figure 5.12 shows clearly that hardware connectivity is a necessary improvement.
These direct connections could be accomplished with a reconfigurable crossbar switch, run-
time routing, or a network-on-chip. Run-time routing and the use of a network-on-chip are
explored later in Section 5.2.2 on page 110 and Section 5.3.1 on page 125, respectively. Note
that the relatively low speedups on the left side of the plots demonstrate Amdahl’s Law, a
behavior exhibited by all parallel systems, and is not unique to this system. Even with existing
simulation accelerators, Amdahl’s Law implies that if 50% of the simulation is serial, then the
maximum speedup achievable by parallelization is two. Also, as discussed in Section 2.5
on page 24, a cross section of Amdahl’s Law plots is achieved when the parallel part of
the problem varies with the number of parallel processors, and these plots demonstrate that
behavior.

The time required to execute the sorting simulation is

T(r)=C(ty+rty+ [P —rlty) + rMty,, (5.1

where 1,, t,, etc. are described in Table 5.2. The equation above does not include tg, the
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Table 5.2. Modeling Parameters

Param. | Description Value
C Simulation cycles varies
P Processes varies
r Number of RMs varies
M Number of Migrations varies
t VM Execution Time 83.13 Sim‘fy -
t, RM Execution Time 17.03 m‘é; T
ty Simulator Overhead 2.96 ﬁ
Im Migration Overhead 6.02 %
IR Run-time Routing Overhead varies

run-time routing time per migration, which is used in the empirical model discussed later. The
sort tests use C = P = 35, while r varies from 0O to 35. ¢, includes any RM-related overhead
(including the software connectivity accesses) plus any time spent waiting for the RMs to
complete. The CIS code consists of 24 instructions, but not all are executed each simulation
cycle due to branching. A pessimistic estimate of 50 instructions per simulation cycle gives
an RM execution time of 1 us. Since the RMs are notified to execute a simulation cycle just

before the PowerPC executes the VMs, the RMs are expected to be finished before the VMs.

Next, consider the effect of migration overhead on performance. Figure 5.13 shows the
performance of the simulation including all migration overheads. Note two things. First, the
blue plot of Figure 5.13 corresponds to the red plot of Figure 5.12. The migration overhead,
which is greater than the entire simulation time, causes a speedup of less than one. Second, the
red and green plots of Figure 5.13 show that the speedup can be improved for longer simulation
times. In these cases, the migration time is amortized over a longer simulation time, a property
described by the Simulation-cycle-to-Migration Ratio (SMR). The larger the SMR, the less
impact the migration times have on the simulation, improving the speedup. Appendix D shows
statistics of the actual tests run on the OpenCores code discussed in Chapter 4. The “Max.
Hits” columns shown in the tables indicate that an SMR of 10240:1 is not unreasonable for

many of the tests, some requiring millions of simulation cycles. For small SMRs (e.g., 35:1),
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Figure 5.13. Actual Software Connectivity Speedups

the migration time may exceed the simulation run time, and the system exhibits a speedup less

than one.

Migration overhead is affected by FPGA reconfiguration time, and the Virtex-II archi-
tecture does not lend itself well to quick reconfiguration. Each frame spans the entire height
of the FPGA, thus incurring large overheads for the migration of relatively small amounts of
state. Additionally, every read and write of configuration frames requires a “dummy” frame
to be read or written, and the ICAP has only an 8-bit interface run at a lower clock rate [78,
p. 4]. Multiple frames must be transferred to migrate state, and the unoptimized migration
time per machine was measured to exceed 220 ms. However, the full-height span of frames
can be exploited. The RMs are floorplanned in columns of 8, except for the second column
which also contains RMs 32 and 33, and the fourth column with also contains RM 34. For each
RM, an RLOC constraint places the program, data, and register file memories into the same
frames as detailed in Table B.3 in Appendix B. This optimization reduces the number of frames
containing memories from 65 to 16. The astute reader will notice that Table B.3 only shows 12
columns which would correspond to 12 frames rather than 16. As mentioned in Section 5.1.3
on page 98, LUT RAMs are used for the register files which are dual ported. Because they

are dual ported, they utilize two adjacent frames although the placement is specified as one
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Figure 5.14. The Effect of Frame Caching on Migration Times

column. Sharing frames among RMs also allows frame caching, which minimizes ICAP
accesses by reading and writing a shared frame only once during a series of migrations. These
optimizations reduce the average migration time from 220 ms to 6.0 ms, and the maximum for
one RM is 18.9 ms. The measured migration times are shown in Figure 5.14. The last 11 RMs
do not have an irregularity after 8 RMs because RMs 32-34 are updated with no additional

overheads due to frame caching.

5.2.2 Empirical Modeling

Speedup is essentially the run time without parallelization divided by the run time with
parallelization. Mathematically, speedup S = Ty/7 (r), which can be modeled as follows for

hardware connectivity, where 7j is the measured time without RMs:

(

Ty _
C(t0+PtV),forr—0,
C(to+tr~|—[P—r]tv)+thm’f0rO<r<P’ )
Ty _
\ Ct, + iz, forr="F.
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Figure 5.15. HW Connectivity Speedups Compared to the Empirical Model

This piecewise equation results from the fact that when zero RMs are in use, there are no RM
overheads #, and t,. For the middle region, there is a single ¢, for the single RM that has
hardware connectivity on one side and software connectivity on the other. The remaining RMs
have only hardware connectivity. For the final case, nothing is run in VMs, so there is only the

simulator per-cycle overhead (7,) and migration overhead (z,,).

As mentioned previously, the EOT sort gives correct results for runs longer than 35
simulation cycles, and Figure 5.15 shows speedup plots for 35, 1024, and 10240 simulation
cycles, including all migration overheads for one migration per RM (M = 1). Using these
measured values with Equation 5.2, the Marquardt-Levenberg curve fitting algorithm solves
for t,, t,, and t,, as shown in Table 5.2 on page 108. ¢, was calculated directly from the third
case of Equation 5.2 when M = 0. These values are used for the subsequent graphs unless
otherwise noted. Since the execution time within the RMs is estimated to be no more than 1 us,
the RMs are indeed finished before the VMs which execute in 83.13 pus. One may conclude
that the reduced performance of the non-pipelined RM architecture does not affect system

performance adversely in this sort application.
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The following equation extends Equation 5.2 with Ty = T'(0) = Ct, + PCt, and the

addition of 7z to model the general speedup of this migration system:

=1, forr=0,

( Ct, + PCt,
C(to+|[P—rlty) +rM(tm+1R)
Ct, + PCt,
C(to+1t,+[P—rlty) +rM(ty +tr
Ct, + PCt,
\ Cty +rM(t,,, +tg

),f0r0<r<P,

),forr:P,

(5.3)

This model fits the 35-, 1024-, and 10240-simulation-cycle plots of Figure 5.15 to within 2.3%,

1.0%, and 0.61% error, respectively.

No complete system would run CIS code in VMs without compiling it to native code.

The empirical model is used to explore the effect of VM-related run times (¢,). Figure 5.16

shows that speedups of 15 are possible even if #, < #,. Since #, includes the time to execute a

process and to update process inputs and outputs, it is unlikely to ever be less than ¢,.

Finally, consider the theoretical effect of run-time routing for hardware connectivity,

modeled with tg. Figure 5.17 shows that routing overhead could have a significant detrimental

effect on the speedup, unless efficient ways of routing are developed. Route times are difficult

to estimate, but one aspect of the system suggests that routing can be done quickly: Because
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Figure 5.17. Modeled Effect of 7z on Speedup (#,, = 6.0 ms)

hardware connected I/Os are updated between simulation cycles during #,, the RMs’ inputs
can tolerate multi-cycle delays. Thus, timing is not critical in the path calculation, and any
path is likely to be acceptable. Regardless, as with migration overhead ¢,,, the speedup can
be improved if the simulation characteristics allow us to amortize 7z over a greater number of
simulation cycles. As shown on the plots, an SMR of 128k:1 for the g = 1 s plot improves
the speedup from 0.85 to 10.7. Another possibility is that the other PowerPC processor in the
XC2VP30 is utilized to calculate routes in parallel while using software connectivity in the

meantime. This scenario is modeled in the next section.

5.2.3 Algorithmic Modeling

A mathematical model based upon the empirical data is useful when simplifying as-
sumptions are made about the behavior of the system. A more complex model is required to
better understand the behavior in real systems. For example, the modeling of parallel route
calculations is a difficult behavior to model with mathematical formulas. This section explains
an algorithmic model based on Equation 5.3 that is executed as a C program. (See Appendix C

for the actual code used.) The main benefit of the algorithmic model is the ability to simulate
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various combinations of complex behavior to see the effect. Table 5.3 shows the parameters

used in this model.

Table 5.3. Empirical Model Parameters

Parameter Symbol Description
Processes P The number of processes in the system.
The number of RMs available in the
RMs R_max
system.
The number of simulation cycles being
Cycles C
modeled.
RM Execution Time t re The amount of time required to execute

a process in an RM every cycle.

The amount of time required to trans-
fer outputs to inputs between RMs in

HW Switch Time t_ro_hwswitching hardware. This is modeled as 0, be-
cause nothing is required to be done by
software.

The amount of time required to transfer

SW Switch Time t_ro_swswitching | VM/RM outputs to RM inputs with

software.

The amount of time required to execute

VM Execution Time t_ve .
=7 a process in a VM each cycle.

The amount of overhead time required to
VM Overhead t_vo prepare a process for execution in a VM

each cycle.

The overhead time required to finish a
Cycle Overhead t_o . . q )

simulation cycle and begin the next.

Whether a process is active or not is
Process Activity n/a determined by a function call in the

model, and various algorithms are used.

The time required to build the routes
Routing Time t_R between RMs after a process has been

migrated to one or both of them.

(Continued on next page)
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Table 5.3. Empirical Model Parameters (continued)

Parameter Symbol Description

The time required to migrate state and/or
code to a processor. This parameter is
implemented with a function call that is
selected during compile time. General
Migration Time n/a options are to use the empirical step
function shown in Figure 5.14 (which is
specific to the EOT test), the worst-case
migration time, the average migration
time, or an explicit value.

A multiplier for t_re and t_ve used to

Code Size CODE_SIZE .
model process size.

The algorithmic model is a C program that executes in three phases per simulation
cycle. The first phase is to calculate the number of idle RMs there are in the array and
the number of VMs that are active (model code line 351). If an RM is idle, then it may be
replaced with an active VM, so the number of migrations is calculated. In the implementation
of Section 5.1, it is required to read, modify, and write frames to migrate state info an RM, so
this model assumes that migrating process state out of an RM incurs no additional overhead.
The second phase of the model then accumulates the total migration time of the simulation
cycle for every active VM that is placed into an idle RM (model code line 378). The final
phase of the model accumulates the run times and overhead times for each VM and RM for the
simulation cycle (model code line 425). In the cases where Parallel Route Calculation (PRC)
is done, an additional phase of the model is executed (model code line 467), but this phase is

described in “Parallel Route Calculation” on page 120.

Calibrating the Model

To ensure that the model reflects the behavior of the system, the graphs of Figure 5.13,
Figure 5.15, and Figure 5.16 were reproduced using the model. The behavior of frame caching
was also implemented in the model (Appendix C, line 229), so the result shown in Figure 5.18

demonstrates the same steps due to frame caching as the implementation. Figure 5.19 shows
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the model-produced data that mimics the behavior of the implemented system. Finally, the
comparison of the theoretical calculations of Figure 5.16 are shown in Figure 5.20 side by side.
There is only a slight variation in the graphs between the two models that is not discernible
without animation between the respective plots. This difference is due to the algorithmic model
implementing the frame caching function.

There are several assumptions made within this model for the results that follow:

1. All processes are the same size, and they have the same execution times, although the
execution times may be different if run in an RM versus a VM. This assumption is
justified by the fact that a simulator is able to take canonical RTL processes and combine

them to balance the load among RMs and VMs. (See Section 4.1.)

2. The average migration time of 12.47 ms is used. This is the average of the maximum
migration time and the minimum migration time from Figure 5.14. This assumption is
justified simply because the worst-case migration time would be too pessimistic, and the
best case would be too optimistic. The average is a reasonable estimate without further

data.

3. The VM execution time is equal to the RM execution time (t_ve = t_re = 1 us). This
assumption is justified as follows: The processor executing the VMs may be faster than

the RMs on a clock rate basis, but it suffers from cache misses where the RMs do not,
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and a JIT compiler may result in code that contains more instructions than the RMs need

to execute.

4. VM overhead is slightly less than the RM software connectivity overhead. Specifically,
t_vo = 15.0 ps, and t_ro_swswitching = 17.03 ps. This is assumed because the
software structures are kept within the simulator to manage interprocess connectivity
regardless of the location of the process, so the only difference between RM software
connectivity and VM connectivity is that RM connectivity requires access through a
mailbox to the inputs and outputs of the RMs. It is assumed these mailbox accesses are

slower than the memory accesses for the VMs.

Active Process Ratios

In Section 4.2.3 on page 72, the OpenCores code was analyzed using Trigger Count, Hit
Count, and Process Load. For the sake of modeling, the processes are assumed to be identical
(see the modeling assumptions on page 117) and so the Process Loads are not used, since
they would be equal anyway. Rather, process activity is specified as the Active Process Ratio,
a ratio between the active processes and the total number of processes. Within the model,
process activity is determine through a call to a user-supplied function which returns zero for
inactive and non-zero for active on a per-process basis. See Appendix C, line 211. Shell scripts
write the Activity Function code to activity_code.c, which is included during compile time.
The function is passed the number of the process (p), the cycle number (c), and the number of
available RMs (RMs_avail).

The APR models the behavior of the OpenCores code shown in the graphs such as
Figure 4.8. In those graphs, a relatively small portion of the processes are active during the
phases of the simulations. If 17 of the 35 processes of a simulation are active, then the APR is
17:35. APRs of 17:35 and 30:35 are shown in Figure 5.21 with an APR of 1:1 as a baseline.
If a single graph can summarize the thesis, Figure 5.21 does. It shows that the APR (which is
an indication of exploitable executive locality of reference) allows a simulation speedup to be
achieved with less hardware. The maximum speedup for each plot shows that overhead is also

reduced because inactive processes are not migrated to hardware.
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Figure 5.21. Modeled Effect of APR on Speedup

The previous graph was generated with static Activity Functions: The same processes
are active or idle for each cycle of the simulation. It is possible, however, to change a process’s
activity during the simulation, but at any given time, the overall APR can be kept constant. A
naive migration algorithm may migrate idle processes out of RMs as soon as it detects that they
are idle, and with certain execution patterns this algorithm would result in a slowdown because
of migration overheads. In typical computing contexts, “thrashing” is an over-subscription of
the physical memory space so that swaps to and from tertiary storage (e.g., magnetic disks)
dominates the execution time. Similarly, if migration occurs too often, then migration over-
heads dominate the simulation time. Such behavior is shown in Figure 5.22.

The first conditional of the second activity function generates changes in the process
activity. The p == 0 compare ensures that a change is made once for every evaluation of all the
processes’ activity. The ¢ > 0 ensures that there are no changes for the first simulation cycle.
The (c % 0x10) == 0 causes the activity to be swapped every 16 simulation cycles. The
second conditional (if (p & 1)) causes even and odd process numbers to generate opposite
activity indications. This code works together to swap the activity of processes every 16 cycles.

Requiring special explanation is the difference in speedup of the final point of each plot
(RMs = 35). For the non-thrashing case, only 17 of the 35 processes are ever active, so there

are only 17 migrations to RMs. For the thrashing case, all 35 processes are active at one time or
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Figure 5.22. Modeled Thrashing

another, so there are 35 migrations during the simulation. The additional 18 migrations for the
thrashing case causes an overall speedup that is less than the non-thrashing case. Note also that
the final point increases significantly in speedup for the thrashing case because all processes
reside in RMs at that time, so thrashing becomes irrelevant.

How often a process changes activity, using this naive migration algorithm, determines
the effect of thrashing. As the number of cycles between activity increases, the negative impact
of thrashing decreases as shown in Figure 5.23. This plot shows a simulation of 131,072
simulation cycles shown with the number of cycles between activity change. The speedups are
so much higher than those of Figure 5.22 because migration times are amortized over a longer
simulation. Also, in order to keep the APR to 17:35, one process was designated as always
inactive, and so an increase from 34 to 35 RMs has no effect. The clear point of these plots is

that any algorithm that determines when migration occurs must take care to avoid thrashing.

Parallel Route Calculation

As seen with the mathematical model, the time required to route connections between
RMs can have a detrimental effect on speedups (see Figure 5.17). A possible optimization is
to continue the simulation using software switching after a migration while the routes between

RMs are calculated in parallel by another processor. Modeling of such an algorithm is difficult
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Figure 5.23. Thrashing Comparison (C = 128k Simcycles)

using mathematical equations but is much more easily attained with an algorithmic model.
In the algorithm, the behavior is modeled by keeping track of the amount of time left until a
route is complete on a per-process basis. While the pending route time is greater than zero, the
model accumulates software connectivity route times. When the timer reaches zero, the model
accumulates hardware connectivity route times. The implementation is shown in Appendix C
at line 467.

The results of such an algorithm are shown in Figure 5.24. The knee in the plot of the
figure is related to the length of the simulation. The comparison plot, labeled “Serial Calc.”, is
a simulation for 10,240 simulation cycles using purely software switching. The simulation is
not long enough for the parallel route calculations to complete for the cases where the number
of RMs is above 22. Figure 5.25 shows the same behavior as the length of the simulation
increases. Longer simulations allow the parallel route calculation to complete and run with the

faster route times for the remainder of the simulation to yield even better speedups.

Process-Level Optimizations

Figure 5.26 illustrates eight processes executed in a single simulation cycle with intra-

cycle migration (a) and with no migration (b). Intracycle migration is the migration of one or



122 Implementation and Results

—— Serial Calc.
15H —~— Parallel Calc. X W’*‘*ﬁr
1.4 2
o / Knee due to route calculations
'(33 1.3 % extending beyond the length of
o / Lthe simulation
31.2
) 7
1.1 7]
1 =
P "’*WWWW»
0.9
0O 5 10 15 20 25 30 35
RMs
Figure 5.24. Parallel Routing Calculation
9 I I I I
8 —&— 10k Simcycles
|1 —+— 20k Simcycles
7 || —— 30k Simcycles |
—=e—— 40k Simcycles
o H ™ 50k Simcycles
> —8— 60k Simcycles /;/}?Z(
8 5 | | —*— 70k Simcycles
(O] ——— 80k Simcycles sz{%
& 4 / o
3 ‘/'/' o\ AAAA
2 vy
1

0O 5 10 15 20 25 30 35
RMs

Figure 5.25. Parallel Routing Calculation for Longer Simulations



Results 123

Intracycle i E E E E
@ gaion v N N N N
e
: HP
time »
N
) ygration W CLALALI AN 72

ty
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more process to a single RM during a simulation cycle. There is no speedup with intracycle
migration unless ¢, + 1t < t,. Using two RMs may allow the migration overhead and the
execution of a process to be overlapped, but when ¢,, = 1, as shown in the figure, the intracycle
migration is slower, and the RMs no longer execute in parallel. In the implementation described
in Section 5.1, t,, in the best case is 6.0 ms, whereas ¢, is approximately 80 us, two orders of
magnitude smaller. The combining of processes, discussed next, could be used to increase ¢, to
improve the situation, but the improvement must be significant for intracycle migration to be
tenable.

Another optimization is to combine processes at run time using the principles estab-
lished in Section 4.1.3 for executing multiple processes in a single RM. This method balances
the workload more evenly to use the processing resources as efficiently as possible. Figure 5.27
shows three scenarios to illustrate the practical benefit of process merging. In subfigure (a),

no load balancing is done, and a single process is assigned to each RM, which are idle for
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Figure 5.27. Load Balancing
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Figure 5.28. Combining Processes

most of the simulation cycle. In (b), each of the RMs is given two processes leaving just one
for execution by the microprocessor, and (c) shows further optimization by migrating all the
processes into the RMs, and the microprocessor is busy with only RM overheads (,,). A fully
balanced system occurs when P,t, = P,t, + P,t,,, where P, is the number of processes in RMs,
and P, is the number in VMs. Achieving this balance may be difficult in a dynamic system
where 7, and ¢, are unique for each process and are changing as the simulation progresses.
The development of algorithms to accurately measure ¢, and ¢, and dynamically determine how
processes should be merged to balance the system is a topic for future work, but the effects
of combining processes can be estimated with the algorithmic model. Figure 5.28 shows that
doubling the code size to execute a program while halving the number of processes significantly

improves performance, especially if used in conjunction with an Active Process Ratio of 50%.

The code size is implemented in the model at line 431 and line 435.

5.3 The Theoretical Effect of Custom Hardware

The results thus far have indicated that there are two important parameters of the system

that make it difficult for existing FPGAs to be used as a migratory simulator. These parameters
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are the migration times which are dominated by the FPGA reconfiguration times and potentially
the run-time routing time. This section explores the performance of a system which addresses

these bottlenecks.

5.3.1 On-Chip Ring Network

A possible solution to time-consuming routing at run time is a fixed, on-chip network.
At the end of each simulation cycle, the RMs and VMs would need to transmit their output
values to other RMs and VMs needing them as inputs. This transfer would occur, in the
worst case, during the simulation overhead stage (¢,) but before the next simulation cycle
commences. The transfer between only RMs could also occur when the VMs are still executing
the simulation cycle but the RMs are finished. Transferring at this time would not increase the
overall simulation time.

There are many topologies that a network-on-chip could implement, but presented here
is a simple ring network. Since one goal is to fit as many processors as possible in the hardware,
a unidirectional ring network is modeled because of its simplicity, resulting in lower area
utilization. The buses between the RMs are modeled as 8 bits in width in order to lessen the
routing requirements, and Figure 5.29 shows a method of connecting each RM to its physically
nearest neighbors. When a packet arrives, its destination identifier is compared to the RM’s
identifier. If they are equal, the packet is received. If not, the packet is forwarded to the
next RM. An error condition would occur if a packet is not claimed by another RM, but for
the sake of simplicity in this analysis, this error condition is ignored. The trade-off of a ring
network is a higher average network latency than other topologies, but it may be possible to
hide these latencies while the simulator infrastructure is busy with other things. Furthermore,
the speed-up gained from a greater number of processors may make a high-latency network
worthwhile.

The following parameters are used in modeling a ring network to estimate performance.
Each point-to-point link is 8 bits wide and runs at the 100 MHz clock that the RMs currently
employ. Each packet consists of a header containing the number of bytes in the packet and the

destination address (see Figure 5.29). For this analysis, it is assumed that the packets consist
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Figure 5.29. Simple Ring Network of RMs

of 16 bits of data plus the header for a total of three cycles per packet. Therefore, each packet
requires 30 ns to transfer. At each RM receiver, a pessimistic processing time of 40 cycles
is assumed per packet for a total of 430 ns per packet. In the implementation, there are 35
RMs plus one receiver required for the VMs, so the worst-case packet latency is 35 hops of
430 ns each, or 15.05 ps. ¢, was measured in the implementation to be 2.96 ps. There is
likely some overlap that may occur with the overhead modeled with 7,, but for this analysis the
network overhead is simply added. The latency of the ring network, therefore, is modeled with
t, = 18.01 ps. The results are shown in Figure 5.30, and one can conclude that the high-latency
implementation does degrade performance but less than slow run-time routing times potentially

would.

5.3.2 Fast Reconfiguration Logic

The ICAP is certainly a bottleneck within the system. This device has an 8-bit interface,
and it is run at 33 MHz in the implementation. One architecture that has been proposed
to decrease configuration times uses several planes of configuration SRAM. These planes
are easily selectable, so multiple configurations can be loaded, and the configuration can be

changed very quickly [83, 84, 85]. Such an architecture could be utilized by a migration system
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by loading a configuration into an SRAM plane while the system runs, and then switching to
the new configuration, which effects the migration, occurs almost immediately. While such
a system could be used to change RM routing or instantiations quickly, it cannot be used
by a simulator to migrate state because of inter-cycle dependencies on state. One simulation
cycle requires the output of the previous cycle, so state migration can only occur between
simulation cycles. The planar architecture would give a performance gain only if the loading

of the configuration can occur while the simulation runs.

Another solution is merely to increase the bandwidth of the existing ICAP, and the
Virtex-4 and Virtex-5 families have done so. These devices improve the configuration band-
width in two respects. The ICAPs are able to run at 100 MHz with a 32-bit interface [86, 87],
and the frame sizes have decreased from 206 32-bit words (for the XC2VP30) to 41. Since the
ICAP requires a dummy frame to be transfered with valid frames, the reconfiguration overhead
decreases significantly. Just taking into account the increased clock frequency and data width,
there is a 12-fold increase in bandwidth. Figure 5.31 shows the estimated performance gain
in these devices. It is estimated that a twelve-fold increase in ICAP performance results in a

twelve-fold decrease in migration times, so t,, decreases from 12.47 ms to 1.03 ms for the plot.
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5.4 Extrapolation

If the implementation described in Section 5.1 were compared directly (e.g., in terms
of simulation cycles per second) to an Intel Pentium processor running the same VM code,
the implementation would be significantly deficient in performance. An Intel Pentium M
processor, by no means the fastest Pentium model, running at 1.8 GHz can execute the non-
native-compiled VM code for the EOT sort in 0.969 ps' compared to the 83 ms of the PowerPC
in the XC2VP30. There are at least two reasons for the difference: The PowerPC core is
running at 300 MHz rather than 1.8 GHz, and its caches are much smaller than a Pentium’s.
For this reason, the results thus far have been expressed in terms of relative speedup, rather than
absolute simulation cycles per second. The goal has been to describe the relative performance
obtained by a processor with and without an execution cache. It is desirable, however, to esti-
mate how a faster, larger system would perform, and this section presents a simple evaluation

of performance through extrapolation.

The algorithmic model is used for this purpose with the same assumptions as those

delineated on page 117, with some adjustments:

! Measurement obtained using the Time Stamp Counter (TSC) as described in Section 4.2.1 on page 67.
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* It is assumed that the main processor is capable of running a VM process in 0.1 ps, with

RM execution time remaining at 1.0 ps (t_ve = 0.1 ps, t_re = 1.0 ps).

The number of RMs and simulation processes is increased to 1024 (P = R_max = 1024).

Based on the modeled behavior of the Virtex-4 and -5 FPGAs (Section 5.3.2), it is

assumed that the migration time is 1 ms.

The RMs are interconnected with an on-chip network that increases the cycle overhead
(t_o) to 5 ps, through the use of a more efficient topology than the ring network of

Section 5.3.1.

* The SMR is 10240:1.

The initial results are shown in Figure 5.32, and it is easy to see that a speedup is very
difficult to achieve. The abrupt change in the behavior above 1000 RMs is due to the fact that
the VMs are faster than the RMs. When the number of processes running in VMs becomes low,
the RMs are the execution bottleneck, so increasing the number of RMs increases the execution

time and decreases the speedup.
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Figure 5.32. Extrapolating to a Larger, Faster System
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One conclusion of the performance measured in Section 5.2.1 is that migration time is a
significant obstacle to simulation performance, and in a faster system, that migration time is a
greater contributor to the execution time. Even with a faster reconfiguration time of 1 ms,
Figure 5.32 shows that it is still significant enough to suppress the speedup. Figure 5.33
shows an additional ten-fold decrease in migration overhead (to 100 us), and even then the
maximum speedup only exceeds 7 slightly. The conclusion of these graphs is that the migration
system must scale in performance—particularly migration performance—along with the main

processor, or speedup is severely limited.

Another look at Equation 5.3 on page 112 supports this conclusion and provides a gen-
eral rule for speedup behavior in terms of migration overhead and main processor performance.

The third case of the speedup, which normally corresponds to the maximum speedup, is

_ Ct,+PCt,

=0T 5.4
Ct, + PMt,,’ Sh

when run-time routing is not used. Note that this equation, when evaluated with the parameters
used to produce Figure 5.33, yields 7.16, the maximum speedup of that plot. Equation 5.4

shows that a speedup greater than 1 is possible only if PMt, < PCt,. This relation can be
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further simplified to

C
tn < o7 (5.5)

which shows that at least one of two things must occur as system performance increases:
Either #,, must decrease with ¢, as the system performance increases, or AQ/[, which is the SMR
discussed on page 108, must increase. SMRs are highly dependent on the simulation test bench,

and may not be arbitrarily increased.

5.5 Conclusion

This chapter presented an implementation of a migration system that uses run time
reconfiguration to update the state of memories within an FPGA. The purpose of the implemen-
tation was to provide measurements for a starting point for empirical modeling. The empirical
models are used to explore the effect of various timings upon the relative performance of the
system, and the two primary hurdles that the models identified are the migration time and the
dynamic routing time. The slow migration times may be addressed with faster reconfiguration
support within FPGAs. The dynamic routing time may be addressed with a Network-on-Chip,
obviating the need for run-time route calculations, or with parallel route calculations in a dual

processor system.

Even with slower migration and routing times, it is possible to get a simulation speedup
because of locality of reference. The Active Process Ratio, which models the activity and
inactivity of processes exhibited by the OpenCores code, demonstrates that significant gains
can be achieved with less hardware when only the active processes are migrated. A system

must be careful, however, when process activity changes often to avoid thrashing.

In Chapter 3, a formal model of process migration is developed based on Finite State
Machines. That model was limited to state-equivalent realms in which the state spaces of all the
machines are identical for two reasons: The implementation described in this chapter is a state-
equivalent realm, and the proofs for non-state-equivalent realms are much more difficult and
are left to future work. A taxonomy resulted from the definitions developed in that chapter, and

the implementation presented in this chapter forms a heterogeneous, state-equivalent superset
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realm. It is heterogeneous because the VMs implement a larger instruction set than the RMs,
therefore, the machines’ alphabets differ and the realm is heterogeneous. It is a superset realm
because both the VMs and RMs support a greater instruction set than the EOT application

requires.



Chapter 6

Conclusion

s the size of integrated circuits continues to increase, the need for fast simulation
.q- technologies will also increase. The thesis of this dissertation is that when RTL
code exhibits executive locality of reference, that locality can be exploited to achieve greater
performance in simulation acceleration. To support that thesis, three primary areas of research
were conducted. First, an analysis of RTL code showed that a simulator has great flexibility in
decomposing and combining processes in order to maximize acceleration resources. Second,
six code bases of varying sizes and functionality were profiled to demonstrate executive locality
of reference. Third, an implementation was developed on the XUPV2P board to explore the

feasibility of using existing FPGAs or custom hardware.

6.1 Review of Contributions

Formal model of process migration and related taxonomy

A formal model allows us to reason about a problem in an abstract way, but it is of little
use unless it represents concrete behavior. The formal model presented in Chapter 3 describes
a system of machines that can each process a portion of a program even when the machines
are heterogeneous. A process is defined in an abstract form which can be bound to a concrete
Finite State Machine (FSM) and later unbound when the concrete machine has completed its

task. In terms of an implementation, the abstract form of the process represents the portable
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CIS form described in Section 2.4 on page 23 and in Section 5.2 on page 104. When a process
is migrated, the CIS can be translated into a form that the target processor can understand.
In the implementation of Chapter 5, no translation is required because the migration realm
is a superset, state-equivalent, restricted realm, but in future work the translation may be the
synthesis of the process to hardware resources. The proofs of the formal model give confidence

to an implementation when it fulfills the requirements of the theorems.

Canonical RTL Processes and behavioral-level acceleration

The introduction of canonical RTL processes into a migration system gives a simulator
a basic, event-based building block that it can use in managing resources. These canonical
processes can be executed in parallel, giving a simulation speedup, while still maintaining the
RTL behavior. The canonical processes may also be combined, according to the rules set forth
in Chapter 4, to produce processes that are balanced to maximize the efficiency of each RM in

the system (see page 123 within “Process-Level Optimizations™).

Definition and demonstration of executive locality of reference and process caching

The principle of executive temporal locality of reference states that an active process
will tend to be active again in the near future. Conversely, an inactive process will tend
to remain inactive. Such behaviors can be exploited with the use of a process cache. To
demonstrate exploitable executive locality of reference, an analysis was made of six sets of RTL
code of varying size and function, and using a method of input monitoring, active and inactive
processes are identified. The results, in terms of Process Load, indicate that a significant
number of processes of all the designs are inactive during the tests. In traditional simulation
acceleration systems, a device under test is mapped statically to the acceleration hardware
before run time, but the activity of a process can only be determined at run time. Compile-time,
static mapping is not the most efficient use of the hardware resources. Furthermore, the results
show that some processes change activity during a simulation; these are prime candidates for

mid-simulation migration to optimize the utilization of the hardware.
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The successful implementation of a migration system using existing FPGAs and tools

A demonstration system was implemented to prove the concept of hardware/software
process migration and to take measurements of the system for evaluation and modeling. A
simple even-odd transposition sort was used to demonstrate the capabilities because of its
consistent properties: The number of processes migrated to hardware is easily varied, and the
length of the simulation can be changed without affecting the simulation result. The system
demonstrated speedups in excess of 20 including all overheads. Such speedups, however, are
artificially high due to the execution of processes within virtual machines without just-in-time
compilation to native code and due to the pre-configuration of hardware routes. These limita-

tions are addresses by modeling.

Empirical and algorithmic models to explore migration system performance

Since a significant amount of effort is required to implement JIT compilation and
routers for a production system, any benefits must be understood before committing the re-
sources. Furthermore, the development of neither of these functions advance the state of
the art because JIT compilation in VMs is a well-known technology, and run-time routing
is the research topic of others. Nevertheless, those unimplemented parts of the system do
affect system performance and need to be evaluated, so the results of the implementation were
applied to empirical and algorithmic models. These models show that speedups of 15 are still
achievable with JIT compilation, and various methods can be employed to address run-time
routing times. The models further show that state migration through a reconfiguration path that

is faster than that of Virtex-1I FPGAs is beneficial.

6.2 Future Work

The results of this research indicate that RTL simulation acceleration can continue to
benefit from advances in technology, but with any research, there are questions introduced
along the way that require further research. The extent of the implementation described in
Chapter 5 included the migration of state between VMs and RMs, but it was mentioned that

the migration of processes directly to hardware structures is an important part of such a sys-
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tem. It is expected to significantly reduce area utilization in the FPGA as well as execution
time. Furthermore, by identifying active processes at run time and only synthesizing those to
hardware, the simulation system would end up with a more efficient method of doing what
existing simulation accelerators do today. The difference is run-time synthesis of only active

processes, rather than compile-time synthesis of all processes.

Future work of synthesizing processes to hardware bears directly on the formal model
of Chapter 3: It is often the case that a synthesis tool will remove flip-flops as it optimizes
an RTL design for hardware, and when that occurs the result is no longer state equivalent to
the original. It could be argued that the state was removed because it was unnecessary, and
therefore state equivalence is still preserved; however, such claims must be proved. Further-
more, there are applications where only the state required for a specific computation can be
migrated to a specialized machine, and in this case there is definitely not state equivalence.
When state equivalence is not guaranteed, it should be understood what must be true of the
migration realm in order to guarantee correct results, and so the proofs of non-state-equivalent

realms are necessary.

The emphasis of this dissertation has been on the use of run-time, partially reconfig-
urable devices, but multicore devices, which have received significant interest in the computing
industry of late, may also provide a good platform for an execution cache. One such device
is the picoChip PC202 [88]. Designed for communications applications, the PC202 consists
of an array of 248 DSPs connected with an on-chip network that allows point-to-point and
point-to-multipoint communication with dedicated bandwidth. Such a system may be har-
nessed to allow process state to be migrated among the processors. A similar device is the
Rapport Kilocore architecture which purportedly supports multicore chips with thousands of
processors that can be “dynamically reconfigured” [89]. A version of this architecture with
256 processors is available today. These platforms may provide the ideal architectures for a
migratory simulator, but in both cases there would be no possibility of migrating directly to
gates as in an FPGA.

The idea of process migration may also be useful in other applications. Any applica-

tion that involves the execution of parallel processes with varying activity can utilize process

migration in a parallel execution cache. Modeling applications such as automobile traffic,
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electric energy consumption, telephone or computer network usage, or virtually any model
involving people’s behavior would contain components whose activity varies with the time of
day. Other modeling applications such as flock behavior or weather prediction would likely

involve periods of activity and inactivity which could benefit from process caching.

As mentioned in Chapter 1, some industry observers have characterized the current
state of RTL verification technologies as “impractical” and “inadequate.” It is hoped that
the technology presented and developed in this dissertation will prove useful to the digital
verification industry to alleviate these shortcomings as Gordon Moore’s predictions continue

to be fulfilled.
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Appendix A

Coding Resets in RTL

T he traditional method for coding asynchronous resets in HDL is as follows (shown in
VHDL) [1, p. 144] [2, p. 113][3, p. 326][4, p. 251][5, p. 199][6, p. 85]:

Listing A.1. Typical VHDL Asynchronous Reset Structure
i1 1if(i_reset_1 = '0'") then

2 —— Reset signals here

3 A<= "10";

4+ elsif(i_sysclk’event and i_sysclk = ’'1') then
5 if(i_enable = '1’) then

6 A <= A_next;

7 end if;

s end if;

The goal of this code is to infer a flip-flop with a feedback multiplexor and asynchronous reset
as shown in Figure A.1.

Code of this form, however, can lead to difficulties. Suppose that an ASIC is very tight
on area resources and that unreset flip-flops are to be used when possible to save space. Control
signals within a bus protocol must be reset or their arbitrary startup state can cause unexpected
transactions on the bus. Datapath signals, however, do not need to be reset because they are
qualified by the control signals. Let us suppose that signal A is a datapath signal, and we wish

to save space by making it an un-reset flip-flop. The code would take this form:
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i_enable

A next 1 A

>
i_sys_clk ’7

i_reset |

Figure A.1. A Flip-Flop with Feedback Mux and Asynchronous Reset

Listing A.2. Typical VHDL Asynchronous Reset Structure with Unreset Signal

1 if(i_reset_1 = '0’) then

2 —— Reset signals here

3 -— A <= ’(0’; Save space by not resetting
4 . . .

s elsif(i_sysclk’event and i_sysclk = ’'1’) then
6 . . .

7 if(i_enable = '1’) then

8 A <= A_next;

9 end if;

10 . .

n end if;

This code, when synthesized, can result in an unexpected component of logic which can
affect timing. The signal A is synthesized with a feedback multiplexor as shown in Figure A.2
so that A will retain its value when 1i_enableis ' 0. With the code above, i_reset_1 is placed
into the logic of the feedback multiplexor’s select signal along with i_enable. Examining the
HDL code, we see that this is the behavior we described: If 1i_reset_11is’0’, A must retain its
value. This is not the intended behavior (or at least it should not be the intended behavior) when
coding resets. Rather, the i_reset_1 signal should be connected to the reset port of flip-flops
and nothing else in the design. Often reset signals are treated like clock trees within a design
so the resets can be balanced to ensure that all flip-flops come out of reset at the same time
(asynchronous assert, synchronous de-assert), so adding undesired logic into the reset path is

undesirable.
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i_enable D

A next 1 A

>
i_sys_clk ’7

i reset |

Figure A.2. A Flip-Flop Feedback Mux with Reset Controlling the Mux Selector

To alleviate this unintended behavior, the HDL code should be coded as follows, which
is an approved method of coding sequential logic in the IEEE Standard for VHDL Register
Transfer Level (RTL) Synthesis [7, p. 10]:

Listing A.3. Better VHDL Structure for Asynchronous Reset

1 if(i_sysclk’event and i_sysclk = '1’) then
2 if(i_enable = ’"1') then

3 A <= A_next;

4 end if;

s end if;

¢ 1f(i_reset_1 = '0’) then

7 —— Reset signals here

8 A <= "0";

v end if;

In this case, i_reset_1 will not be part of the logic for the feedback multiplexor’s select
whether we reset signal A or not.

Similarly, code to instantiate synchronous resets is usually done as follows:

Listing A.4. Typical VHDL Synchronous Reset Structure
1 if(i_sysclk’event and i_sysclk = ’1’) then

2 if(i_reset_1 = '0'") then

3 —— Reset signals here
4 A<= 10";

5 elsif (i_enable = ’"1’) then

6 A <= A_next;
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7 end if;
s end if;

It should rather be coded as shown below to avoid driving logic with the reset signal for unreset

flip-flops:
Listing A.S. Better VHDL Structure for Synchronous Reset
1 if(i_sysclk’event and i_sysclk = ’'1’) then
2 if(i_enable = '1’) then
3 A <= A_next;
4 end if;
5 if(i_reset_1 = ’'0') then
6 —— Reset signals here
7 A<= "0";
8 end if;

v end if;
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Appendix B

VM/RM Instruction Set and Constraints

B.1 Instruction Format

Table B.1. Instruction Format

15:12

11:9

8:6

5:3

2:0

opcode

register A (rR) register B (rB)

register C (rC)

extra

B.2 Opcodes

Table B.2. Opcodes

. Operation
Opcode Encoding ) P i )
assignment: «<—, concatenation: -, shifts: « »
0
NOP (b’ 0000) Do nothing
1
LOAD (b’ 0001) reg[rC] < mem[rA - rB - extra]
(Continued on next page)
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Table B.2. Opcodes (continued)

Opcode Encoding Operation
2
STORE (b’ 0010) mem[rC - extra] < reg[rA]
3 if((reg[rA] - reg[rB])==0) z «— 1
else z +— 0
COMPARE (b 0011) , ]
if((reg[rA] - reg[rB]) < 0) c « 1
else c«+— 0
pc « rB - rC - extra, if condition true.
A bit 9 inverts condition
bits 11:10 encode condition:
BRANCH (b’ 0100) 0= tr}’le
l=z=1
?
2:=c=1
SHIFT 5 if(extra[0] == 1) reg[rC] < reg[rA] »rB
(b’ 0101) else reg[rC] < reg[rA] «rB
MOVE 6 if(extra[0] ==1) reg[rC] < rA - rB
(b"0110) else reg[rC] < reg[rB]
7
Reserved (b'0111)
8 if(extra[0] ==1) reg[rC] «
ADD (b’ 1000) reg[rA] + rB+ (extra[l] and carry)
else reg[rC] «— reg[rA] + reg[rB] + (extra[l] and carry)
SUBTRACT! 9 if(extra[0] == 1) reg[rC] « reg[rA] - rB
(b’1001) else reg[rC] < reg[rA] - reg[rB]
LOGIC ) 10 reg[rC] « reg[rA] op reg[rB]
(071010) | where op is one of OR, AND, XOR, NOR, NAND, XNOR
11
Reserved (b’ 1011)
12
Reserved (b’ 1100)

(Continued on next page)

ISUBTRACT currently does not implement borrow in the RMs since the application does not use it.
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Table B.2. Opcodes (continued)
Opcode Encoding Operation

13

Reserved (" 1101)
14

Reserved (b’ 1110)
15

DONE (b'1111) Wait for next cycle

B.3 Assembler Grammar

20

21

22

23

24

25

26

27

29

30

file:

statement TOK_NEWLINE
error TOK_NEWLINE

file statement TOK_NEWLINE
file error TOK_NEWLINE

statement:

input

/* empty =/
label_statement
load_statement
store_statement
move_statement
compare_statement
shift_statement
add_statement
sub_statement
or_statement
and_statement
Xor_statement
branch_statement
done_statement
data_statement
input_statement
output_statement

statement:

TOK_INPUT TOK_ID TOK_RANGE TOK_COMMA TOK_REG TOK_DOT

TOK_RANGE
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31 ;

32

33 output_statement:

34 TOK_OUTPUT TOK_ID TOK_RANGE TOK_COMMA TOK_REG TOK_DOT
35 TOK_RANGE

36 ;

37

33 data_statement:

39 TOK_DATA literal

40 | TOK_DATA literal TOK_COMMA literal

41

2 load_statement:

43 TOK_LOAD reg_spec TOK_COMMA TOK_LEFT_SQUARE literal
44 TOK_RIGHT_SQUARE

45 ;

46

47 store_statement:

48 TOK_STORE reg_spec TOK_COMMA TOK_LEFT_SQUARE literal
49 TOK_RIGHT_SQUARE

50 H

51

52 move_statement:

53 TOK_MOVE reg_spec TOK_COMMA literal
54 | TOK_MOVE reg_spec TOK_COMMA reg_spec
55 ;

56

57 compare_statement:

58 TOK_CMP reg_spec TOK_COMMA literal
59 | TOK_CMP reg_spec TOK_COMMA reg_spec
60 ;

61

2 shift_statement:

63 TOK_SHIFTL reg_spec TOK_COMMA reg_spec TOK_COMMA literal
64 | TOK_SHIFTR reg_spec TOK_COMMA reg_spec TOK_COMMA literal
65 | TOK_SHIFTLC reg_spec TOK_COMMA reg_spec TOK_COMMA literal
66 | TOK_SHIFTRC reg_spec TOK_COMMA reg_spec TOK_COMMA literal

67 H
68
& add_statement:

70 TOK_ADD reg_spec TOK_COMMA reg_spec TOK_COMMA
71 add_statement_tail

7 | TOK_ADDC reg_spec TOK_COMMA reg_spec TOK_COMMA
7 add_statement_tail

74 H

75
76 Sub_statement:
77 TOK_SUB reg_spec TOK_COMMA reg_spec TOK_COMMA
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78 add_statement_tail
79 | TOK_SUBC reg_spec TOK_COMMA reg_spec TOK_COMMA
80 add_statement_tail

81 ;
82

83 xor_statement:

84 TOK_XOR reg_spec TOK_COMMA reg_spec TOK_COMMA reg_spec
85 ;

86

7 and_statement:

88 TOK_AND reg_spec TOK_COMMA reg_spec TOK_COMMA reg_spec
89 ;

90

91 Or_statement:

92 TOK_OR reg_spec TOK_COMMA reg_spec TOK_COMMA reg_spec
93 ;

94

s add_statement tail:

9 reg_spec

97 | literal

98 ;

99

100

101 branch_statement:

102 TOK_B literal_or_label

TOK_B7Z literal_or_label

TOK_BNZ literal _or_label

TOK_BC literal_or_label

TOK_BNC literal or_ label

103
104
105
106
107 ;

108

19 reg_spec:

110 TOK_REG

111 ;

112

113 done_statement:

114 TOK_DONE

115 ;

116

7 literal:

118 TOK_DECIMAL_LITERAL

119 | TOK_HEXADECIMAL_LITERAL
120 H

121

122 literal_or_label:

123 literal

124 | TOK_BACK_LABEL
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125 | TOK_FRWD_LABEL
126 ;

127

28 label_statement:

129 TOK_DECIMAL_LITERAL TOK_COLON

130 ;

B.4 RM Memory Constraints

Table B.3. RM Memory Constraints

g

FPGA Column
® = data memory, 4 = program memory,
® = register file

18

20

24

42

44

48

60

62

66

78

80

84

> > >

LN S N S S S N g

[ N I S S S N e 4

[ N N S S S o N 4

QI[N D [N DI DI D DI | D [ DD | e |t [ o | ot | ot | o | ot | o | ot | ot
RN =S|V QIRNNRIDN —|S|0loadlan|n Rlw|(o|—o|LP|R NN & | WIN |— O




Appendix C

Algorithmic Modeling Code

e ® N R W N =

#include <stdio.h>
#include <string.h> /x for memset x/
#include <stdlib.h> /% for malloc =/

#ifndef DEBUG
# define DEBUG 0
#endif

* Parameters:
t_ro_swswitching = RM Overhead time in the simulator for SW Switching

*

* t_ro_hwswitching = RM Overhead time in the simulator for HW Switching
* (this is zero)
* t_re = RM Execution Time
* t_ve = VM Execution Time (no overhead)
* t_vo = VM Overhead Time (no execution time)
*/
#ifndef t_vm
# define t_vm 83.1273396084784 /+ Microseconds */
#endif
#define t_ro_swswitching 17.0290382431469 /+ Microseconds */
#define t_ro_hwswitching 0 /* No simulator overhead in HW switching case x/
#define t_o 2.95859 /* Microseconds */
#ifndef t_ve
# define t_ve 1.0 /* Assume optimistic value for execution time. */
#fendif
#ifndef t_vo
# define t_vo 15.0/+ Assume it’s a little better than RM overhead x/
#endif
/ *
* Mapping to Mathematical Empirical Model:
*
Algorithmic Math
t_ro_swswitching = t_r
t_ro_hwswitching = n/a (it’s always zero)
t_ve + t_vo =t v
migration_function () = t_m
t_R = t_R

t_re is not in that model since it is always less than t_v

T
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44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60
61
62
63
64
65
66
67
68
69
70
71
7
73
74
75
76
77
78
79
80
8
82
83
84
85
86
87
88
89
90
9
92
93
94
95
9%
97
98
99

100

101

102

103

104

105

106

108
109
110
111

Compile-time parameters
SOFTWARE_SWITCHING Set to 1 if you want to simulate no HW
switching

MIGRATION_OVERHEAD Set to 1 if you want the migration overhead
included in the calculations. This uses a
function gleaned from the actual measurements,
but is highly specific to the EOT application.

MIGRATION_OVERHEAD_WORST_CASE
Set to 1 if you want to use the worst-case
migration overhead time.

MIGRATION_OVERHEAD_ AVERAGE
Set to 1 if you want to use the average
migration overhead time.

C The number of simcycles to model.
P The number of processes to model.
R_max The maximum number of RMs to use.
CODE_SIZE A multiplier to t_ve to simulate processes

that take longer to execute.

PARALLEI_ROUTE_CALC Set to 1 to model parallel calculation of
routes while software switching is used. The
algorithm uses sw switching until t_R expires
and then uses hw switching.

t_R The modeled routing time.
USE_SWITCHING_FUNCTION Allows scripts to put in a function to

*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
*
* determine switching delays. Used, for

* example, to implement the switching ratio.
*

*/

/+ Compile-time parameters and defaults if not specified */
#ifndef SOFTWARE_SWITCHING

# define SOFTWARE_SWITCHING 1
#endif

#ifndef MIGRATION_OVERHEAD

# define MIGRATION_OVERHEAD 1
#endif

#ifndef MIGRATION_OVERHEAD_WORST_CASE
# define MIGRATION_OVERHEAD_WORST_CASE 0

#endif

#ifndef MIGRATION_OVERHEAD_AVERAGE

# define MIGRATION_OVERHEAD_AVERAGE 0
#endif

#ifndef C

# define C 35
#endif

#ifndef P

# define P 35
#endif

#ifndef R_max

# define R_max 35
#fendif

#ifndef CODE_SIZE
# define CODE_SIZE 1
#fendif
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112  #ifndef PARALLEL_ROUTE_CALC

13 # define PARALLEL_ROUTE_CALC 0
114 #endif

115

116 #ifndef t_R

117 # define t_R 0
118 #endif

119

120 #ifndef USE_SWITCHING_FUNCTION

121 # define USE_SWITCHING_FUNCTION 0

122 #endif

123

124 /*

125 * The active flag is used to arrive at the numerator for the speedup

126 * calculation. It ensures that all processes are active, so we can see the
127 * difference of different activity ratios in the speedup.

128 */

129 static int active_flag;

130

131 /#

132 * Structure used to maintain the state of each process.

133 */

134 typedef struct proc_state_s {

135 int in_rm;

136 int active;

137 double route_time_remaining; /% Only used when PARALLEL ROUTE_CALC x/
133 } proc_state_t;

139

140

141 static inline double
142 t_ve_function (unsigned long p)

143 {

144 /+ Could be used to implement different execution times per process. */
145 return t_ve; /+ microseconds #*/

146}

147

148 static inline double
149 t_vo_function (unsigned long p)

150 {

151 /* Could be used to implement different overhead times per process. x/
152 return t_vo; /+ microseconds #*/

153}

154

155 static double
156 t_ro_function (unsigned long p, unsigned long RMs_avail, unsigned long RMs_used,

157 unsigned long c, unsigned long route_time_remaining)

158 {

159 # if USE_SWITCHING_FUNCTION

160 /%

161 # This 1s a mechanism for scripts to include their own algorithm to
162 * determine switching type.

163 *x/

164 # include "switching_code.c"

165 # else

166 / *

167 * This code mimics the behavior of the HW switching. When the last
168 * processes 1s moved into the RM array, all switching is in HW. THIS
169 * IS SPECIFIC TO THE EOT ALGORITHM.

170 */

171 if (RMs_used == P) {

172 /+ All of the processes are in RMs, so switching is completely in
173 * HW. x*/

174 return t_ro_hwswitching;

175 } else {

176 /*

177 * Not all processes are in RMs, so we need to return HW switching
178 * for all but the last that is in hardware

179 %/



157

180
181
182
183
184
185
186
187
188
189
190
191
192
193
194
195
196
197
198
199
200
201
202
203
204
205
206
207
208
209
210
211
212
213
214
215
216
217
218
219
220
221
222
223
224
225
226
227
228
229
230
231
232
233
234
235
236
237
238
239
240
241
242
243
244
245
246
247

# endif

if (p ==

(RMs_used
/* This is the rightmost,
* that one.

- 1))

*/

{

return t_ro_swswitching;

} else {

return t_ro_hwswitching;

static inline double
t_re_function (unsigned long p)

{
/%

* We estimate that the execution time of each RM is less than 1 us,

* assume the worst case here.

*/

return 1.0;

static int

is_active (unsigned long p,

{

if (active_flag) {
return 1;

} else {
J*

* This is a mechanism for scripts to include their own algorithm to

/% microseconds x/

unsigned long c,

* determine process activity.

*/

# include "activity_code.c"

static inline double
migration_function (unsigned long migrations)

{

if (MIGRATION_OVERHEAD)

{

if (MIGRATION_OVERHEAD_WORST_CASE) {
return 5680650.0/300000000.0 *
} else {
if (MIGRATION_OVERHEAD_AVERAGE)

return

(

+
)/

} else {

(
(
2

5680650.0/300000000.0 *
1802878.0/300000000.0 *

.0;

switch (migrations)

J*

{

unsigned long RMs_avail)

1000000;

{

1000000)
1000000)

* These values are from column 2 of
* ../fpl07/results_20070315_hw35cycles.txt_35.txt

*/
case
case
case
case
case
case
case
case
case
case
case
case
case
case

o e e
w N P o o

0 J oUW N O

return
return
return
return
return
return
return
return
return
return
return
return
return
return

0; break;

5680650.
3489271.

2759364

2394251.
2175460.
2029207.
1925102.
1846736.
2271994,

2174928

2095514.
2029232.

1973415

0/300000000.
0/300000000.
.0/300000000.
0/300000000.
0/300000000.
0/300000000.
0/300000000.
0/300000000.
0/300000000.
.0/300000000.
0/300000000.
0/300000000.
.0/300000000.

O OO0 00000000 OO

1000000;
1000000;
1000000;
1000000;
1000000;
1000000;
1000000;
1000000;
1000000;
1000000;
1000000;
1000000;
1000000;

so we return software switching for

break;
break;
break;
break;
break;
break;
break;
break;
break;
break;
break;
break;
break;

SO we
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248 case 14: return 1925286.0/300000000.0 * 1000000; break;
249 case 15: return 1883651.0/300000000.0 * 1000000; break;
250 case 16: return 1847303.0/300000000.0 * 1000000; break;
251 case 17: return 2072587.0/300000000.0 * 1000000; break;
252 case 18: return 2029871.0/300000000.0 * 1000000; break;
253 case 19: return 1991766.0/300000000.0 * 1000000; break;
254 case 20: return 1957328.0/300000000.0 * 1000000; break;
255 case 21: return 1926253.0/300000000.0 * 1000000; break;
256 case 22: return 1897953.0/300000000.0 * 1000000; break;
257 case 23: return 1872136.0/300000000.0 * 1000000; break;
258 case 24: return 1848459.0/300000000.0 * 1000000; break;
259 case 25: return 2001703.0/300000000.0 * 1000000; break;
260 case 26: return 1974962.0/300000000.0 * 1000000; break;
261 case 27: return 1950226.0/300000000.0 * 1000000; break;
262 case 28: return 1927251.0/300000000.0 * 1000000; break;
263 case 29: return 1905892.0/300000000.0 * 1000000; break;
264 case 30: return 1885897.0/300000000.0 * 1000000; break;
265 case 31: return 1867204.0/300000000.0 * 1000000; break;
266 case 32: return 1849734.0/300000000.0 * 1000000; break;
267 case 33: return 1833144.0/300000000.0 * 1000000; break;
268 case 34: return 1817459.0/300000000.0 * 1000000; break;
269 case 35: return 1802878.0/300000000.0 * 1000000; break;
270 }

271 /+* Assume worst-case migration if outside empirical range.
272 return 5680650.0/300000000.0 * 1000000;

273 }

274 }

275 } else {

276 return 0;

277 }

278}

279

280 int

281 main (void)

282 {

283 double total_sim_time, time_delta;

284 double basis; /# Numerator of speedup calc. */

285 double rm_time;

286 double rm_overhead;

287 double vm_overhead;

288 double vm_time;

289 double migration_time;

290 double routing_time;

291

292 unsigned long RMs_used; /% Number of RMs in use. x/

293 unsigned long RMs_avail; /# Number of available RMs x/

294 unsigned long p; /* Process counter. 0 <= p < P %/
295 unsigned long c; /* Cycle counter. 0 <=c < C */
296 unsigned long migrations; /* Counts migrations per cycle #*/
297 unsigned long total_migrations; /+* Stat: total migrations per run x/
298 unsigned long idle_RMs;

299 unsigned long active_VMs;

300

301

302 proc_state_t *pstate; /+ Keeps process state x/

303 pstate = malloc (P * sizeof (*pstate));

304 if(!pstate) {

305 perror ("malloc");

306 return 1;

307 }

308

309 /#* Data for input to Gnuplot is written to stdout #*/

310 /+ This is a header containing input params and column labels */

311 printf ("#_P_=_%d,_R_max_=_%d,_C_=.%d\n", P, R_max, C);

312 printf ("#_RMs_Speedup, .. ... TotalSimTime__, . .. Migrations\n");

313

314 active_flag = 1;

315
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for (RMs_avail = 0; RMs_avail <= R_max; RMs_avail++) {

/*
+ If this is the second iterations (RMs_avail == 1), and the
* active_flag is set, then that means we now want to run again with
* RMs_avail = 0, with without forcing all processes to be active.
* This allows us to measure the speedup of having idle processes.
*/

if ((RMs_avail == 1) && active_flag) {

0;

/+ Clear all process state for a new run */

mems

total_sim_time 0
total_migrations = 0;
RMs_ 0

active_flag =
RMs_avail = 0;

et (pstate, 0, P * sizeof (*pstate));

used =

/+ Iterate through the cycles #*/

for (c

= 0; ¢c < C; c++) |
rm_time =
vm_time =
migration_time =
routing_time
rm_overhead
vm_overhead
migrations = 0;

idle_RMs = RMs_avail - RMs_used
active_VMs = 0;

’

’

’

I
[=NeNeNeNeE=N-)

/%

* First, calculate how many idle RMs there are and how many

* active VMs there are.
*/
for(p = 0; p < P; pt+) |

’

pstate[p].active = is_active(p, c,

/+* Check to see 1if this process is in an RM already or not.

if (pstate[p].in_rm) {

;i /# Begin in VMs only */

RMs_avail);

/+ Check if this process is active or not.

if (!pstate[p].active) {

/#* Process 1s not active */

idle_RMs++;
}
} else {
/+ Process 1s not in an RM */
if (pstate([p].active) {
/+ It’s active in a VM x/
active_VMs++;

if(active_VMs < idle_RMs) {

migrations = active_VMs;
} else {

migrations = idle_RMs;
}
{

int mc = migrations;

for(p = 0; p < P; p++) {
if (!mc) break;

if (!pstate([p]l.in_rm && pstate[p].active) {

if (RMs_used < RMs_avail)
RMs_used++;
} else {

{

*/

*/
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384 /%

385 * In this case, we’re swapping a used RM (having
386 * an idle process) with a VM, so RMs_used does
387 * not increase.

388 */

389 /* Find an IDLE RM */

390 unsigned long q;

391 for(q = 0; g < P; qg++) |

392 if (pstate[g].in_rm == 1 && !pstate[g].active) {
393 /* Found it */

394 pstate[qg].in_rm = 0;

395 break;

396 }

397 }

398 if(q == P) {

399 fprintf (stderr, "Did_not_find_one!!\n");

400 exit (1);

401 }

402 }

403 pstate[p].in_rm = 1;

404 mc--;

405 migration_time += migration_function(migrations);
406 if (! PARALLEL_ROUTE_CALC) {

407 if (! SOFTWARE_SWITCHING) {

408 routing_time += t_R;

409 pstate[p].route_time_remaining = 0;

410 }

411 } else {

412 /*

413 * For parallel route calc, we don’t add any route
414 * calculation here. The route is calculated in
415 * the "background, " and in the meantime, we do
416 * software switching.

417 */

418 routing_time += 0;

419 pstate[p].route_time_remaining = t_R;

420 }

21 }

422 }

423 }

424

425 /% Now accumulate run times #*/

426 for(p = 0; p < P; pt++) {

427 if (pstate[p].in_rm) {

428 rm_overhead += t_ro_function(p, RMs_avail, RMs_used, c,
429 pstate[p].route_time_remaining);

430 if((t_re_function(p) * CODE_SIZE) > rm_time) {

431 rm_time = t_re_function(p) * CODE_SIZE;

432 }

433 } else {

434 if (pstate([p].active) {

435 vm_time += t_ve_function(p) * CODE_SIZE;

436 vm_overhead += t_vo_function(p);

437 } else {

438 }

439 }

440 }

441

442

443 /*

444 * This cycle takes up the maximum of the rm _time or the vm_time,
445 * whichever is greater.

446 */

447 time_delta = 0;

448 if(rm_time > vm_time) {

449 time_delta += rm_time;

450 } else {

451 time_delta += vm_time;
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}

total_migrations += migrations;

time_delta += migration_time;
if (! PARALLEL_ROUTE_CALC) {
/ *

* If we are calculating routes in parallel, the simulator
* does not take a routing hit here.
*/
time_delta += routing_time;
}
time_delta += rm_overhead;
time_delta += vm_overhead;
time_delta += t_o;
total_sim_time += time_delta;

if (PARALLEL_ROUTE_CALC) {
/ *
* For parallel route calculations, we have to determine if
* the route time has expired. If it has, we switch over from
* SW switching to HW switching.
*/
for(p = 0; p < P;j pt+) {
if (pstate[p].route_time_remaining) {
if(time_delta > pstatelp].route_time_remaining) {

time_delta -= pstate[p].route_time_remaining;
pstate[p].route_time_remaining = 0;

} else {
pstate[p].route_time_remaining -= time_delta;

/* We break here because multiple routes cannot be
* calculated at the same time. #*/
break;

if (DEBUG) {
/% For debugging purposes */

fprintf (stderr, "------------mmmmm \n");
fprintf (stderr, "Cycle_%lu\n", c);

fprintf (stderr, "_____oooorm_time: %$f\n", rm_time);

fprintf (stderr, "__ . oo vm_time: $f\n", vm_time);

fprintf (stderr, "___.._rm_overhead:_%$f\n", rm_overhead);

fprintf (stderr, "__._..vm_overhead:_%$f\n", vm_overhead);

fprintf (stderr, " _ . . routing_time:_%$f\n", routing_time);
fprintf (stderr, "_ migration_time:_%$f\n", migration_time);
fprintf (stderr, "__total_sim_time: %$f\n", total_sim_time);

*# If this is the first iteration and the active flag is set, we want
* to record the basis, which is the numerator of the speedup
* calculation.

*/
if (RMs_avail == 0 && active_flag) {
basis = total_sim_time;
} else {

printf ("%$21u_%10.6f_%15.6f_%lu\n",
RMs_avail, basis / total_sim_time,
total_sim_time, total_migrations);

}

return 0;



Appendix D

OpenCores Code Statistics

“Max. Hits” is the maximum number of hits on a single process.

Table D.1. AC97 Tests

Test Max. Hits Test Description
Test 0 580,145 | Basic AC97 I/O Test & Reg Wr
Test 1 947,467 | Basic AC97 I/O Test & Reg Rd
Test 2 546,088 | VSR AC97 I/O Test
Test3 | 26,340,560 | VSR AC97 I/O Test (INT ctrl)
Table D.2. ATA Tests
Test Max. Hits Test Description
IO Test 1
Test 0 1,176,191 Testing WISHBONE wait state insertion, and
iordy assertion.
10 Test 2
Test 1 2,480,165 | Testing PIO Modes, iordy assertion and
iordy delays.
Test 2 154 | INT Test
Test 3 614 | RST Test
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Table D.3. Ethernet Tests

Test Max. Hits Test Description
Test 0 507 | BYTE SELECTS ON 3 32-BIT READ-WRITE REGIS-
TERS ( VARIOUS BUS DELAYS )
Test 1 7303 | 'WALKING ONE’ WITH SINGLE CYCLES ACROSS
' MAC REGISTERS ( VARIOUS BUS DELAYS )
Test 2 169352 | "WALKING ONE’ WITH SINGLE CYCLES ACROSS
’ MAC BUFFER DESC. ( VARIOUS BUS DELAYS )
MAX REG. VALUES AND REG. VALUES AFTER WRIT-
Test 3 544 | ING INVERSE RESET VALUES AND HARD RESET OF
THE MAC
BUFFER DESC. RAM PRESERVING VALUES AFTER
Test 4 8,206 | HARD RESET OF THE MAC AND RESETING THE
LOGIC
Test 5 102,912 | TRANSMIT PACKETS (NO PADs) FROM 0 TO (MINFL -
1) SIZES AT 8 TX BD ( 10Mbps )
Test 6 15.829 | TRANSMIT PACKETS (NO PADs) FROM 0 TO (MINFL -
’ 1) SIZES AT 8 TX BD ( 100Mbps )
Test 7 147,944 | RECEIVE PACKETS FROM MINFL TO MAXFL SIZES
AT MAX RX BDs ( 100Mbps )
Test 8 114290 | RECEIVE PACKETS FROM 0 TO (MINFL + 12) SIZES
AT 8 RX BD ( 10Mbps )
Test 9 15.675 | RECEIVE PACKETS FROM 0 TO (MINFL + 12) SIZES
AT 8 RX BD ( 100Mbps )
Table D.4. Memory Controller Tests
Test Max. Hits Test Description
Test 0 1886 | SDRAM PARITY TEST
Test 1 30,180 | SDRAM SEQUENTIAL ACCESS TEST
Test 2 12,695 | SDRAM RANDOM ACCESS TEST
Test 3 24830 | SDRAM SEQUENTIAL ACCESS READ-MODIFY-
WRITE TEST
Test 4 25106 | SDRAM RANDOM ACCESS READ-MODIFY-WRITE

TEST

(Continued on next page)
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OpenCores Code Statistics

Table D.4. Memory Controller Tests (continued)

Test Max. Hits Test Description
Test 5 214,424 | SDRAM block copy TEST-1
Test 6 97,557 | Asynchronous memory back-2-back test
Test 7 94,732 | SSRAM SEQUENTIAL ACCESS TEST
Table D.S. Serial Peripheral Interface (SPI) Tests
Test Max. Hits Test Description
Test 0 10 | Program Registers
Test 1 8 | Verify Registers
Test 2 29 | Transfer: 8 bit, MSB first, TX negedge, RX posedge
Test 3 44 | Transfer: 16 bit, LSB first, TX negedge, RX posedge
Test 4 145 Transfer: 64 bit, LSB first, TX posedge, RX negedge
Test 5 284 Transfer: 128 bit, MSB first, TX posedge, RX negedge
Test 6 73 Transfer: 32 bit, MSB first, TX negedge, RX posedge,
Interrupt Enabled
Test 7 73 Transfer: 32 bit, MSB first, TX posedge, RX negedge,
Interrupt Enabled, Automatic Slave Select
s |14 | Tl 1 b MR i TX et RO et
Table D.6. PCI/Wishbone Bridge Tests
Test Max. Hits Test Description
Test 0 738 | Test Initial All Conf Values
Test 1 20073 | Test Wishbone Image 1
Test 2 20073 | Test Wishbone Image 2
Test 3 54 | Wishbone Slave Errors
Test 4 882 Wishbone to PCI Error Handling
Test 5 900

Parity Checking

(Continued on next page)
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Table D.6. PCI/WB Bridge Tests (continued)

Test Max. Hits Test Description
Test 6 1868 | Wishbone to PCI Transactions
Test 7 16240 | Test Master Overload
Test 8 27 | Configure Bridge Target Base Addresses
Test 9 26 | Test Conf Cycle Typel Reference
Test 10 1198 | Test PCI Image
Test 11 108 | Test Wishbone Error Read
Test 12 112 | Target Fast Back-to-Back
Test 13 211 | Target Disconnects
Test 14 22506 | Test Target Overload
Test 15 184 | Test Target Abort
Test 16 572

Transaction Ordering
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CIS
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CPU
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DDR
DIP
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DLL
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EDK
EOT
ESL

FIFO
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Application-Specific Integrated Circuit, 21-24,
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Computer Aided Design, 2
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Central Processing Unit, 67

Canonical RTL Process, 57-65, 68

Double Data Rate, 20, 93, 94, 98, 99
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Digital Signal Processor, 136
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Embedded Development Kit, 91, 93, 100
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Research Accelerator for Multiple Processors, 20
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16, 19, 51-53, 56, 60-62, 92, 103, 104, 106, 144
Very High Speed Integrated Circuit, 168

Very Long Instruction Word, 20, 21
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