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Facilitating FPGA Reconfiguration through Low-level Manipulation

Wenwei Zha

Abstract

The process of FPGA reconfiguration is to recompile a design and then update
the FPGA configuration correspondingly. Traditionally, FPGA design compilation
follows the way how hardware is compiled for achieving high performance, which
requires a long computation time. How to efficiently compile a design becomes

the bottleneck for FPGA reconfiguration.

It is promising to apply some techniques or concepts from software to facilitate
FPGA reconfiguration. This dissertation explores such an idea by utilizing three
types of low-level manipulation on FPGA logic and routing resources, i.e.
relocating, mapping/placing, and routing. It implements an FMA technique for
“fast reconfiguration”. The FMA makes use of the software compilation
technique of reusing pre-compiled libraries for explicitly reducing FPGA
compilation time. Based the software concept of Autonomic Computing, this
dissertation proposes to build an Autonomous Adaptive System (AAS) to achieve
“self-reconfiguration”. An AAS absorbs the computing complexity into itself and

compiles the desired change on its own.

For routing, an FPGA router is developed. This router is able to route the MCNC



benchmark circuits on five Xilinx devices within 0.35 ~ 49.05 seconds. Creating
a routing-free sandbox with this router is 1.6 times faster than with OpenPR. The
FMA uses relocating to load pre-compiled modules and uses routing to stitch the
modules. It is an essential component of TFlow, which achieves 8 ~ 39 times
speedup as compared to the traditional ISE flow on various test cases. The core
part of an AAS is a lightweight embedded version of utilities for managing the
system’s hardware functionality. Two major utilities are mapping/placing and
routing. This dissertation builds a proof-of-concept AAS with a universal UART
transmitter. The system autonomously instantiates the circuit for generating the

desired BAUD rate to adapt to the requirement of a remote UART receiver.
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Chapter 1

Introduction

1.1. Overview

A Field-programmable Gate Array (FPGA) is a special type of Integrated Circuit
(IC) devices. Instead of performing a specific functionality, the hardware
configuration of an FPGA can be reconfigured repeatedly to serve different
applications. FPGA reconfiguration is the process to compile a new design and
to generate the corresponding configuration binaries for programming the target
FPGA device. This process is becoming more and more challenging with the
growth of FPGA device density and FPGA design complexity. To facilitate FPGA
reconfiguration, this dissertation proposes “fast reconfiguration” and “self-
reconfiguration”.  For “fast reconfiguration”, a Fast Module Assembly (FMA)
approach is implemented based on reusing the configuration bitstream of pre-
built modules. The FMA is an enabling technique for reducing the FPGA design
compilation time. For “self-reconfiguration”, a framework for building an
Autonomous Adaptive System (AAS) is presented. By managing hardware
resources and functionality on its own, an AAS absorbs much of the computing

complexity into itself and avoids extra compilation.



1.2. Motivation

Since their invention in the middle of 1980s, FPGAs [1] have gained increasing
success in various markets including digital signal processing, embedded
microprocessor applications, physical layer communications and reconfigurable
computing [2]. One main reason for FPGAs’ popularity is that they take
advantage of the Application Specific IC (ASIC) based and the general purpose
processor based designs [3]. On the one hand, FPGAs provide the hardware
performance and reliability of an ASIC design. On the other hand, FPGAs also
offer the software reconfigurability and flexibility of a general purpose processor
based design. Traditionally, the FPGA tool chain puts too much emphasis on the
first feature, i.e. the hardware performance and reliability. It follows the process
of compiling ASIC designs, which consists of a series of NP-hard problems [4, 5].
This process needs a long time to run for optimizing area and maximum
operating frequency. It also requires vast computation power typically from
personal or workstation computers. In contrast, the second feature, i.e. the
software reconfigurability and flexibility, has attracted relatively less attention.
How to fully exploit this feature leads to the topic of facilitating FPGA

reconfiguration.

FPGA reconfiguration does not merely mean the feasibility of reprogramming an
FPGA device after recompiling the target design. It is the full process from

compiling a new design into the physical netlist, to generate the configuration

2



binaries, and to program the target device'. The process also calls for efficiency
and flexibility. Because of the limitations of the traditional tools mentioned above,
the bottleneck here is still the time and effort required for compiling an FPGA
design — an essentially NP-hard problem. Following Moore’s Law, the density of
FPGAs keeps growing exponentially from thousands of kilo-transistors to a few
billion transistors per device. Consequently FPGA designs keep increasing in
size and complexity, which worsens the problem of compiling an FPGA design.

As a result, FPGA reconfiguration is becoming more and more challenging.

To help overcome the challenge of FPGA reconfiguration, this dissertation work
presents a direct approach and an indirect approach. The first approach is “fast
reconfiguration”, which directly makes efforts toward reducing the FPGA design
compilation time. An FMA technique is implemented based on reusing the
configuration bitstream of pre-built modules. This technique is inspired by the
software compilation technique of linking pre-compiled libraries at the final
executable generation stage [6]. The second approach is “self-reconfiguration”.
It is indirect because it does not optimize a single compilation run; rather, it
applies the concept of Autonomic Computing [7] to avoid extra compilation. This
approach implements a framework for building an AAS. An AAS is capable of
managing its own hardware functionality in order to adapt to changes. It
autonomously runs an embedded tool set to compile any necessary changes into

hardware configuration and to implement it on-the-fly as adaptation behavior. In

' The action of reprogramming is only a very narrow definition of FPGA reconfiguration. A wider

definition like this is assumed throughout this dissertation.
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other words, an AAS absorbs much of the computing complexity into itself so that

there is no need to recompile the system externally.

Another motivation behind “fast reconfiguration” and “self-reconfiguration” is to
open new horizons for FPGA based applications. The ultimate goal of “fast
reconfiguration” by FMA is to boost the FPGA design productivity by reducing the
FPGA compilation time significantly. If FPGA designs are compiled as fast as
software designs, FPGAs would become an alternative choice for applications
such as GNU radio which normally favors the pure software implementation. For
“self-reconfiguration”, researchers on autonomous systems have long utilized
software to implement adaptation behaviors, because it is fast and flexible to
reconfigure software. With an on-chip tool set to arbitrarily modify hardware
configuration during runtime, FPGA becomes a good candidate for implementing

an autonomous system, where hardware is no longer static.

Both “fast reconfiguration” and “self-reconfiguration” rely on the low-level
manipulation of FPGA resources. By directly managing the configuration
binaries of the logic and routing resources, it is essentially feasible to alter the
functionality of an FPGA device under software control. To some degree,
altering FPGA functionality is potentially as easy as altering software functionality
and compiling FPGA is potentially as fast as compiling software. Therefore, the
low-level manipulation is one key to ensure the speed and flexibility of FPGA

reconfiguration.



In short, this dissertation work aims to facilitate FPGA reconfiguration by
manipulating FPGA configuration at a low level. The next section presents the

detailed problem statement.

1.3. Problem Statement

To investigate how the low-level manipulation facilitates FPGA reconfiguration,
there are naturally two questions to ask:

Question I:  What kinds of manipulation are desired?

Question II:  More importantly, what are the benefits of such manipulation

and how to demonstrate?

The answer to the first question is straightforward. Three types of manipulation
of FPGA resources are exploited:
1) Relocating: relocate the logic and/or routing configuration of a pre-
compiled module to a new location;
2) Mapping and placing: translate the logic elements of a module into
the corresponding logic configuration and place them onto logic sites;
3) Routing: use routing resources to connect given logic sites and
generate the corresponding configuration.
To ensure high speed, the manipulation is low-level, i.e. it directly instantiates the

binaries that configure the FPGA. Consequently, there is no need to generate



the actual physical netlist? (which may take a very long time for a big design) or
to translate the physical netlist into configuration bitstream. To help achieve
flexibility, first, the manipulation is fine-grained through managing the minimum
configurable logic and routing resources; and second, manipulation utilities are

able to run on multiple platforms, especially in the embedded environment.

To explore the second question, the first step is to re-examine the conventional
use-models of contemporary FPGAs. In many areas including consumer
electronics, telecommunication appliances, and medical instruments, people
have chosen to use FPGAs because of performance, time to market, cost, and
reliability considerations. Traditionally, all these applications belong to two use
models in general. One is replacing ASICs as the final design solution [8]. The
other is emulating the functionality of an ASIC design for the purpose of
simulation acceleration [9]. In either case, the core task is to prototype a digital
system in an FPGA device and the main challenge is to reduce the design
compilation time. Since modular design [10] has become a standard practice in
many disciplines including digital hardware design, reusing pre-compiled
modules naturally becomes an ideal candidate for reducing FPGA compilation
time. By utilizing the manipulation of “relocating” and “routing” at a low level, an
FMA® approach is developed. It is potentially an enabling technique for

significantly reducing FPGA compilation time. It is worth to mention that the FMA

2 At some point, physical netlist is still used for debug purpose, since it is very difficult to directly
debug configuration bitstream.

% Section 1.5 reveals some details about the limitation of this work.
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is not only fast by directly “relocating” the configuration bitstream of pre-compiled
modules, but it is also flexible. It is flexible on where the pre-compiled modules
may reside by applying the idea of soltless reconfiguration [11]. It is also flexible
on how a module is pre-compiled. There is no constraint about where its
input/output pin should be. There is no need for extra input/output logic to build
inter-module connection channels. The manipulation “routing” which uses a
dedicated FPGA router to build the inter-module connections during assembly on

the fly ensures such flexibility.

With the emergence of Dynamic Partial Reconfiguration (DPR) technique [12] it
is feasible to change part of an FPGA design’s functionality at runtime. This
technique leads to a novel use model of FPGAs, i.e. AASs. Such systems adapt
to environmental changes including external disturbance (such as temperature
fluctuations or communication protocol changes) and/or internal mutation (such
as a defect or time-varying optimizing objectives) with little or no outside
intervention. There are roughly two levels of autonomy. For the lower level of
autonomy, the system makes the adaptation decision on its own about which
kind of adaptation is desired and then picks up the right partial configuration from
a library of pre-compiled adaptation behaviors. For the higher level of autonomy,
the system not only makes the decision by itself, it also autonomously compiles
the desired adaptation behavior into FPGA configuration binaries and instantiate
it. This dissertation work presents a framework for building an AAS based upon

a minimal set of requirements, namely an FPGA and a modest amount of



external memory. The highlight of the framework is a lightweight embedded
version of utilities to convert a circuit netlist describing the adaptation behavior
into real FPGA hardware configuration in order to achieve the higher level of
autonomy. Two key components of the utilities is the manipulation of “mapping

and placing” and “routing”.

To sum up the targeting problems and the proposed solutions, this dissertation
work deals with three tasks:
Task I:  Invent a versatile FPGA router.
Task Il:  Propose an FMA technique.
Task Ill:  Develop a framework for building an AAS.
Details about these tasks, i.e. implementation, demonstration, results, etc., are

discussed in Chapter 3, 4, and 5, respectively.

1.4. Contribution

By investigating the two questions and by accomplishing the three tasks
mentioned in the previous section, this dissertation makes the following
contributions:
1. This dissertation exploits the low-level manipulation of FPGA
configuration to facilitate FPGA reconfiguration, i.e. to achieve flexibility by
managing the minimal configurable logic and routing resources, and to
ensure the speed of reconfiguration by directly manipulating the

configuration binaries. @ To demonstrate this idea, the dissertation
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proposes two techniques for facilitating FPGA reconfiguration, i.e. “fast
reconfiguration” and “self-reconfiguration”.

2. This dissertation develops an FPGA router with the following
features. Instead of targeting a specific device or a family of devices or
some special customized devices, this router targets a wide range of
commercially available FPGA devices. It does not make any architecture-
specific or application-specific simplifications or assumptions, so that it is
able to route different kinds of circuits. It applies the well-accepted
PathFinder [13] algorithm with A* search [14] in order to handle complex
routing. It produces routing results in the real device format which can be
directly applied to FPGA reconfiguration. Most existing FPGA routers only
implement a portion of these features but not all of them. With these
features, this router is an ideal candidate for various FPGA reconfiguration
applications, such as the FMA technique and the AAS framework
developed in this dissertation.

3. This dissertation proposes an FMA technique by combining the
speed advantage of the configuration bitstream level module assembly
and the flexibility advantage of the slotless reconfiguration. The FMA is
faster than the physical netlist based module assembly adopted by recent
work on the slotless reconfiguration without the configuration binary
capability. The FMA is also flexible and its flexibility has two meanings.
First, it is more flexible than the early work on the slot-based bitstream

level module relocation where any change in the design may lead to the



re-compilation of most of the modules. Second, it applies less constraint
on how modules are pre-compiled as compared to the recent work on the
configuration bitstream based slotless reconfiguration. Modules may be of
any shape, their I/O pins may locate on the boundary or deep inside, and
they may use any routing resources. The FMA is an enabler for the
configuration bitstream level module reuse which helps to significantly
reduce FPGA compilation time. It also potentially enables software-like
exploration for hardware: many design iterations per day, easy debug, etc.
4. This dissertation explores an alternative way to implement
autonomous computing, i.e. through hardware. Early work only focuses
on software where hardware is static and hardware only denotes to
computers with proper peripherals for running software. FPGA
reconfiguration makes hardware autonomy feasible, but the research is
still in an early stage. This dissertation adds value to this area in the
following ways: it proposes a framework for building an autonomous
system with limited resources so that the system is suitable for the
embedded environment; it demonstrates how hardware autonomy is
achieved through the low-level manipulation of FPGA configuration; and it
develops a proof-of-concept autonomous system with an adaptive UART
transmitter.

5. This dissertation develops utilities that run in the embedded
environment to manage the FPGA logic and routing resources at a low

level. Most tools from the literature rely on vendors' utilities at some point,
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for example to generate the physical netlist or to generate the
configuration binaries. Therefore, they lack the flexibility to run in the
embedded environment. To fill in such a gap, this dissertation implements
a tool set for translating digital logics into FPGA configuration within the
autonomous adaptive system framework. It makes some dedicated
manipulations on the placer and the router for fitting the embedded
environment. The placer applies a greedy algorithm with linear runtime
and abandons the popular Simulation Annealing algorithm [5]. The router
applies a few simplifications as compared to the versatile router: first, the
routing database is compact by removing redundancies; second, non-
iterative A* method is used instead of the PathFinder. Developed in C++,
the module assembly technique can also be cross-compiled into an

embedded version with limited effort.

1.5. Limitations

This section briefly talks about a few limitations of this work.

First, the router does not have an accurate wire delay model. While the timing

information for logic elements of a specific FPGA device is found in the device’s

datasheet, the wire delay information is not released. Ideally, a router should be

timing-aware by directly minimizing the overall wire delay; but the router here

only optimizes timing indirectly by minimizing the routing depth.
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Second, the FMA has a few limitations. Module assembly is only the last step of
a complete compilation flow through module reuse. Other steps include: building
and manage the library with pre-compiled modules, selecting the most suitable
module, and placing the module. This dissertation only focuses on the assembly
step. It is part of [15], which discusses a whole compilation flow. Also, details
about how to manage the intermediate meta-data through XML are omitted in
this dissertation and they are found in [16, 17]. Moreover, reducing compilation
time by reusing pre-compiled modules essentially trades compilation quality for
run time. Compared to compiling the full design, the pre-compiled modules
freezes a large portion of the solution space and the globally optimal solution

may become unreachable. [18] discusses details about this trade-off.

Third, the primary objective of the AAS work is to be proof-of-concept,
constrained by a short development time and limited resources in the embedded
environment. It does not exploit the state-of-the-art techniques in dynamic partial
reconfiguration, placing algorithms or routing algorithms. Instead, it makes
simplified implementations here and there.  Consequently, head-to-head

quantitative comparison with peer’s work is limited in availability and utility.

Forth, the low-level manipulation on configuration binaries is based on the
unpublished work by the Configurable Computing Labs of Virginia Tech and
Brigham Young University. It has the complete knowledge of all the routing

configuration bits of Xilinx Virtex-4 and Virtex-5 devices as well as most of the
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logic configuration bits of Virtex-4 and Virtex-5. Recent work such as [19] may
be used to acquire similar knowledge about configuration bitstream, but that work
is only applicable to a much coarser granularity than the manipulation here. As a
result, even though in theory this dissertation work may apply to FPGA devices

newer than Virtex-4 and Virtex-5, it may not be feasible in practice.

1.6. Organization

The remainder of this dissertation is organized into the following chapters:
Chapter 2:  Background and Related Work

This chapter reviews the preliminary knowledge as well as the peers’ work

representing the state of the art, including FPGA architecture and configuration,

FPGA reconfiguration, FPGA routing, fast system prototyping, and autonomous

adaptive systems.

Chapter 3: A Versatile FPGA router
This chapter discusses the data structure and algorithms for developing the
router as well as the experiment results on the well accepted MCNC benchmark

circuits, and a demonstration of how to generate a routing-free sandbox.

Chapter 4:  Fast Module Assembly.
This chapter presents the implementation details of the FMA technique and

proves its significances through quantitative results.
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Chapter 5: Autonomous Adaptive Systems
This chapter shows the details about the framework for building an AAS,
including the details of software implementation and hardware implementation. It
also has a demonstration of a universal UART transmitter as well as limited
quantitative analysis on the performance and characteristics of the embedded

tool set.

Chapter 6:  Conclusion

This chapter summarizes the main conclusions of this dissertation.
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Chapter 2

Background and Related Work

2.1. Overview

The foundation of this dissertation depends on a wide range of preliminary
knowledge and related work. It is split into five topics: FPGA architecture and
configuration, FPGA reconfiguration, FPGA routing, fast system prototyping and
autonomous adaptive systems. Each topic will be reviewed regarding the
following aspects:

1. What is the preliminary knowledge and what incentives (capabilities
and/or challenges) does it offer?

2. What existing works are related to this dissertation; what are the
similarities and/or differences between this dissertation and related
works?

3. What are the strengths of this work as compared with related work*?

Figure 2.1 serves as an overview and the detailed review will be presented later.

* In most cases, head-to-head comparison with quantitative analysis is either difficult to make or
of limited utility. The reason is that most works do not necessarily have exactly the same problem
domain, resource constraint, and premise for solution. This background section mainly makes
qualitative comparison with the related work and later sections will make quantitative

comparisons with selected works.
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Figure 2.1 Background Overview

2.2. FPGA Architecture and Configuration
The popular island style FPGA architecture is illustrated by Figure 2.2 [20]. CLB

refers to Configurable Logic Block and PSM refers to Programmable Switch

Matrix. CLBs contain various logic elements such as Look-Up Tables (LUTs),

Flip-flops (FFs) and dedicated multiplexers (MUXs).

PSMs consist of

programmable interconnection points (PIPs). One CLB is connected to another

CLB through one or more PSMs. These terms are from Xilinx FPGAs, but they

may apply to devices from other vendors as well. The insights of the CLB and

PSM of the Xilinx XC4000 FPGA family are shown in Figure 2.3 and 2.4,

respectively.
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Figure 2.4 The Programmable Interconnect of the Xilinx XC4000 Family [20]

Even though modern FPGAs have hybrid logic elements, including block random
access memory (BRAM), digital signal processing unit (DSP), etc., and more

complex PSMs, Figure 2.2 and 2.3 are still acceptable simplifications.

The FPGA configuration process involves the settings of the CLBs and PSMs, in
the vendor specific netlist format (such as Xilinx NCD format) or in the
configuration bitstream format (such as Xilinx BIT format). For Xilinx FPGAs, all
logic block and switch matrix settings are defined in files of architecture
description for Xilinx devices (XDLRC). From XDLRC files, Xilinx Design
Language (XDL) terms are extracted. These terms not only map to certain

configurations of logic elements or routing resources, they also map to a set of
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binaries which turn on the corresponding configuration on real devices. This is
the key concept of the proposed low-level manipulation. For more details about
XDL and XDLRC, [21] should be referred to. Moreover, XDLRC may also be
extracted for FPGA devices manufactured by other vendors such as Altera by
converting their architecture information into the description that is compatible

with XDLRC’s format.

Recently, Tools for Open Reconfigurable Computing (TORC) [22] has been
developed as an open-source C/C++ infrastructure and tool set for reconfigurable
computing. TORC is jointly developed by Information Sciences Institute of
University of Southern California and Configurable Computing (CCM) Lab of
Virginia Tech. It makes use of XDLRC/XDL to manage FPGA configuration.
TORC infrastructure is able to read, write and manipulate not only generic
netlists, such as EDIF, Berkeley Logic Interchange Format (BLIF), etc., but also
physical netlists in the XDL format. TORC provides exhaustive wiring and logic
information for 140 Xilinx devices in 11 families—Virtex, Virtex-E, Virtex-Il, Virtex-
Il Pro, Virtex-4, Virtex-5, Virtex-6, Virtex-6L, Spartan-3E, Spartan-6, and Spartan-
6L. This dissertation is strongly related to TORC. The first author of TORC,
Steiner, conceived quite a few ideas for TORC when he did his PhD project on
Autonomous Computing System [81] at CCM Lab. When the AAS project of this
dissertation was launched, TORC was in a very early phase of development.
Independent of TORC, the Application Programming Interfaces (APIs) developed

in the AAS project here essentially implemented functions similar to a subset of
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TORC’s. When the FMA project started, TORC had already been published, and
hence the FMA implementation is able to reuse a large portion of TORC’s code.
The FMA project did extend TORC with the ability to manipulate Xilinx bitstream

for Virtex-4 and Virtex-5 families.

Another open-source tool set for reconfigurable computing is RapidSmith [18, 33].
It shares numerous similarities with TORC. Both tool sets leverage XDLRC/XDL
and provide APIs to manage FPGA configuration. RapidSmith is developed in
Java instead of C++ and it provides a Graphical User Interface (GUI). Another
difference is that TORC aims to be architecture-independent — meaning that it
intends to support any FPGA device as long as its architecture information is
compatible to the XDLRC format — and consequently no simplification is
assumed. In contrast, RapidSmith applied certain simplifications to optimize their
APls toward Xilinx FPGAs and the approach may be invalid for FPGAs from

other vendors.

In the other direction, ReCoBus-Builder [24] and GoAhead [25] are examples of
achieving the low-level manipulation of FPGA configuration through managing
vendor tools with scripting. Even though they provide a GUI, they heavily
depend on vendor tools and cannot be as extended as open-source utilities. The
main objective of GoAhead is to provide a framework to facilitate Partial
Reconfiguration, while TORC has a broader objective of building an extendable

infrastructure and tool set to facilitate custom research applications based FPGA
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reconfiguration.

2.3. FPGA Reconfiguration

FPGA reconfiguration applications normally divide a design into two parts: the
invariant part or the static design, and the variant part of the design represented
by the dynamic modules. While the configuration of the invariant part is
preserved, the key of these applications is to generate the configuration of the
dynamic modules within the static design. The configuration of the dynamic
modules is either from the pre-built library, adopted in many works on reusing
pre-compiled modules including this dissertation’s FMA technique, or generated
during runtime like this dissertation’s AAS work. The configuration of the
dynamic modules is either stitched with the static into a full bitstream of the whole
design which is configured offline like this dissertation’s FMA work; or the
configuration is directly loaded online using the dynamic PR techniques like this

dissertation’s AAS work.

There are two categories of FPGA reconfiguration: the slot-based and the
slotless reconfiguration [11]. For the slot-based reconfiguration, a pre-compiled
module is assigned to a fix slot (such as Xilinx PR [12] and PaDReH [26]) or a
few fixed slots (such as COMMA [27] and PARBIT [28]). Consequently, it is
either infeasible to relocate the module or only feasible to relocate the module to
a few locations. The left half of Figure 2.5 illustrates the slot-based

reconfiguration. Module A is only allowed to reside at Site A and Module B is
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only allowed at Site B. The connections between the static and the dynamic
modules, i.e. the interface nets between the static and Module A, between the
static and Module B, and between Module A and Module B, are all pre-built,
shown as the solid lines. The benefit of the slot-base reconfiguration is that the
inter-module connections are also pre-built: they are either static or bit selectable
which means either zero or negligible module stitching time. The overhead is
that the pre-compiled modules and the static design are coupled: if there is a
change in the static design, not only itself but also all pre-compile modules must

be re-compiled.

In contrast, the slotless reconfiguration is much more flexible, where the module
relocation is not constrained to a few pre-defined slots. As the right half of Figure
2.5 shows, any site from Site 1 to Site 5 is a candidate for holding either Module
A or Module B, as long as the following constraint is satisfied: the actual site of
one module does not overlap with the actual site of another module. For
example, if Module A resides at Site 2, Site 1 and Site 3 become invalid for
Module B. Where a module locates may change from one configuration to
another and the candidate sites for the same module may overlap. Therefore, it
is extremely hard, if possible at all, to pre-build the connections between the
static and the dynamic modules. The advantage of the slotless reconfiguration is
that the pre-built modules and the static design decoupled, meaning they are
compiled independently of each other. The cost is that the inter-module

connections must be built at runtime. Existing work on the slotless

24



reconfiguration includes the 2D partial dynamic reconfiguration technique by [29,
30], Wires-on-Demand (WoD) [31], GoAhead [25], Dreams [32], etc. Generally, a
dedicated FPGA router is needed to make the inter-module connections, for
example [31] make use of the fast router [33] with limited routing resources, [25]
makes use of the Xilinx router, and [32] develops a router based on RapidSmith.
Alternatively, [29] and [30] avoid requiring a dedicated FPGA router by compiling
the modules in such a way that there are 1/O buses on the boundaries following
certain communication rules. [31] is able to directly turn the result of inter-module
routing into configuration binaries and download them onto the device.
Consequently, it is much faster in terms of assembly time as compared to [25]
and [32], where vendor tools have to be used to convert the routing result into a
physical netlist and then to generate the corresponding configuration bitstream.
The work of [31] can be improved with a better router which fully utilizes all
routing resources so that the constraint on how a module should be compiled is

relaxed.

One challenge of FPGA reconfiguration is how to create sandboxes, i.e. clean
regions, for dynamic modules. If a region contains any logic and routing
resources used by the static design, a dynamic module may not be loaded there,
otherwise resource conflicts may occur. A sandbox is defined as a portion of a
device, normally a rectangular region, where all logic and routing resources are
unused. Take Figure 2.5 for example. The logic and routing elements occupied

by the static design are simplified into gray rectangles. The box with dash-dot
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boundary represents the sandbox, where no gray rectangle is allowed.
Prohibiting logic elements from being placed in a sandbox region is relatively
easy, but creating a routing-free sandbox is much more difficult. Early work,
such as PARBIT, assumes that the modules are built with a set of routing
resources that are guaranteed to have no conflicts with any possible static
routing that may reside in the sandboxes. The idea is to divide the routing
resources within a sandbox into two exclusive groups — one group is reserved for
routing the dynamic modules, and the other group is used for routing the static
design. However, this method is depreciated due to two issues: first, dynamic
modules are built in such a constrained way that not only the routing quality
might be degraded but also some nets may fail to be routed at all; second, it is
questionable how to make two groups of routing resources completely exclusive.
The Xilinx PR flow applies the same approach and it eases the two issues
mentioned above with the privileges of being a vendor's tool. However, this
approach implies dependences between the static design and the dynamic
modules. A dynamic module must be aware of what routing resources have
been used by the static design and avoid using them. Hence, the Xilinx PR flow
only applies to the slot-based reconfiguration. Alternative approaches of creating
a routing-free sandbox are required for the slotless reconfiguration. OpenPR [34]
developed a method by making use of XDLRC but it does not have a dedicated
router. It relies on the vendor tool. Worse still, it calls Xilinx fpga_edline to
perform routing, which is known to be slow. A faster approach is proposed in this

dissertation as a demonstrating application of the versatile FPGA router. It first
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clears any net in the static design which passes through the sandbox and then

reroute the net with the versatile FPGA router to bypass the sandbox.
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Figure 2.5 The Comparison between the Slot-based and the Non-slot-based
Reconfiguration

2.4. FPGA Routing

The routing of ICs is known to be a challenging problem, since almost every
routing sub-problem is intractable [35]. For example, the Steiner Tree problem,
which aims to find the shortest route for a net, is one of the simplest routing
problems. Though the problem is not very computation intensive due to its
limited size, it is essentially NP-hard. Compared to the well-studied problem of
routing ASICs, the problem of FPGA routing is different because FPGAs do not
have a Cartesian rectilinear grid like ASICs. Rather, FPGAs are normally

represented as a connectivity graph where the nodes of the graph are the routing
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segments and the edges are the PIPs. The implication is that the mature

rectilinear grid based routing algorithms for ASICs must be modified for FPGAs

[36].

A typical model of the FPGA routing problem is illustrated by Figure. 2.6 [36]:

A1 B 51
L'1{ g2 L2
L= p L1 L2
- T (8]
| L3
E S2° E L=

Figure 2.6 A Typical Model of the FPGA Routing Problem [36]

In Figure 2.6, nodes L1, L2 and L3 represent three routing terminals; S7 and S2
represent two internal routing segments; edges A, B, C, D and E represent five
PIPs between the terminals and segments. A net with L7 as the source node
and L3 as the sink node can be routed as PIPs C and E through segment S2. A
net with L1 as the source node and L2 as the sink node can be routed as PIPs C
and D through segment S2, or as PIPs A and B through segment S7. A real
FPGA contains millions of connectivity graphs that are similar to or even more

complex than that of Figure 2.6, which makes FPGA routing a difficult problem.

Significant progress has been made in FPGA routing, in both the academia and
the industry. The PathFinder algorithm proposed in [13] is a milestone and
inspires many other works, including the router of VPR [37]. Most of these works
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fall into either or both of the following two categories: algorithm enhancement or

architecture exploration [38 ~ 42].

On algorithm side, Maze Router based on Lee Algorithm [43] invented half a
century ago is a candidate. Maze Router is non-iterative without rip-up and re-
route. A net is routed one by one. When the current net is routed, the wires
used are marked as unavailable and the maze is updated accordingly. However,
it is known to be slow. Its routing quality is highly dependent on the order on

which the nets are routed, yet there is no solution to determine an optimal order.

A more popular algorithm for solving the FPGA routing problem is PathFinder.
PathFinder consists of two parts: a detailed router, which routes one net at a time
by finding the shortest path constrained by routing cost; and a global planner®,
which updates the congestion cost for all routing resources and calls the detailed
router to reroute any net with conflicting resources. PathFinder operates by
calling the global planner iteratively. Its details are discussed later in Chapter 3.
The core idea of PathFinder is the Negotiated Congestion based on the equation

below:

cost, = (d, + h,) X s, (1)

®In the original paper, the term “global router” is used. The term “global router” originates from
ASIC routing. Instead of detailed fine paths consisting of real wire segments, a global router
generates coarse paths. For modern FPGA devices with a huge routing graph, an actual global

router is desired. Therefore, a different term “global planner” is used here.
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Equation (1) defines the cost of using a routing resource n, where d, denotes the
basic cost (the estimated delay is used in [13]), h, is the history congestion (or
the number of conflicts) of the resource, and s, reflects the congestion (or the
number of conflicts) of the resource in the current iteration. As h, keeps
increasing through iterations, the cost of using the routing resource is increased.
Therefore, this routing resource is less likely to be used and alternative routing
resources that cause less congestion are preferred. As long as routing
congestion exists, the conflicted nets will be ripped-up and re-routed during the

next iteration. Finally, all routing congestions are resolved.

Related work adopts the PathFinder algorithm with different implementations for
the detailed router and with modifications on (1) to boost performance. As a
graph search problem, there are many solutions for implementing the detailed
router. Originally, Breadth First Search (BFS) is applied by [13]. Although it
guarantees to find the optimal path, BFS may have run-time overhead. In the
worst case, the whole routing graph has to be iterated before the solution path is
found. A better solution is the A* search [14]. A* is best-first. Although A* still
has to search the whole solution space in the worst case, it normally searches a
much smaller space than BFS does, with the help of proper heuristics. Typical
modifications on (1) include: applying different interpretations of d,, introducing
new terms, etc. An example set by VPR can be found in [44]. This dissertation

applies a similar approach which is presented later.
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Recently, Boolean Satisfiability (SAT) has been successfully applied to FPGA
routing [40]. However, the SAT-based routing suffers from a high memory
requirement. Another shortcoming is that it either succeeds or fails — it cannot
provide a partial solution, for example, 99% of the nets are routed and optimized
according to certain cost heuristics, while the remaining 1% of the nets can be
routed using different cost heuristics. Therefore, the PathFinder algorithm still

dominates.

On the architecture side, most of the works such as [38 ~ 42] make use of an
FPGA architecture that is simpler than that of the real-world FPGAs (even though
some have a silicon prototype of the proposed architecture). They cannot directly
translate the outcomes of their routers into physical netlists for commercially
available FPGAs such as Xilinx devices. Therefore, they have limited capability
of facilitating FPGA reconfiguration applications. A lot of works make use of a
channel-based routing graph extracted from a simplified FPGA architecture as
illustrated by Figure 2.7 [44]. The logic block pins are directly connected to
vertical and horizontal routing channels. Each routing channel has multiple
tracks, which connect adjacent channels through programmable points in
switching boxes. A similar model with more details is found in [38]. Most prior
work cannot produce routing results that can be directly mapped to a real device;
rather, they are more interested in finding a minimal routing architecture with as
fewer channels and racks as possible where benchmark circuits can be routed.

Although these simplified architectures have gained success, they have a few
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problems, compared to the architectures of the real devices. First of all, real
FPGAs have many more pins than the simplified models. For example, the logic
block of the Xilinx Virtex-5 FPGA has at least 56 input pins and 24 output pins
[45] (clock and reset pins are ignored). Second, wires and segments of real
FPGAs are hard to map to routing channels. The number of tracks per channel
may be too irregular to model. Moreover, there may be bidirectional wires that
make the routing graph partially bidirectional. The upgraded version of VPR [46]
is able to model the modern FPGAs more closely, but still it lacks accurate
routing graphs for real devices and its result may not be directly used for FPGA

reconfiguration.
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Figure 2.7 A Simplified FPGA Routing Graph [44]

Traditionally, FPGA reconfiguration is manipulated by the vendor tools — like
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Xilinx ISE (Integrated Software Environment) — which perform the routing.
However, alternative reconfiguration approaches prefer to become independent
of vendor tools and to have a dedicated router. The main reason is that a
dedicated router has the capability of managing routing resources at a fine
granularity and thus the flexibility to only route the nets connecting the
reconfigurable modules. Another advantage is that the router may be open-
source and any user is able to adapt it for any specific case like applications in
the embedded environment. Given the progress made in FPGA routing, it still
remains a challenge to develop a dedicated router for a wide range of
commercially available devices. The router must be versatile to fit as many real
devices as possible, and it must provide routing result in the format of real device

configuration that can be directly applied to facilitate reconfiguration.

Early work on routing Xilinx devices dated back to the late 1990s. [47] develops
a maze router for the XC6200C device. JRoute [48] is a run-time router for the
Virex devices. The major problem is on the algorithm side: these routers do not
leverage a rip-up and re-route scheme like the PathFinder algorithm. As a result,
it is questionable how they can handle complex circuits, such as the big ones in
the MCNC [49] benchmark set. Both [50] and [51] apply the PathFinder
algorithm and they successfully route the MCNC benchmark circuits. [50] targets
the old Xilinx XC4000 devices which are much simpler than the contemporary
devices widely adopted in reconfiguration applications. [51] targets the Xilinx

Virtex-ll architecture and makes a few simplifications and assumptions that are
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not valid for the contemporary devices. The major problem of [51] is the viability
for new FPGA devices and the minor problem is the ability to provide routing

results in the format of the real device configuration.

There have been customized routers for various FPGA reconfiguration
applications based on Xilinx devices, such as [33, 52, 53]. These routers apply
device-specific and/or application-specific simplifications. Their routing results, in
the real device format, directly facilitate reconfiguration applications. However,
these routers lack the ability to serve as a general purpose router that is able to
route the benchmark circuits for a wide range of devices. Besides, they lack the
flexibility to be utilized in a different reconfiguration application. TORC [22] and
RapidSmith [23] make great progress in providing the data structure for building
a routing graph based on which a versatile FPGA router can be developed. For
VPR and related works, it is very difficult to develop the architecture description
for real FPGA devices. In contrast, RapidSmith and TORC extract the routing
graph from the XDLRC files which are text reports of commercially available
Xilinx tool. This process is highly automated and it is also feasible to extend to
FPGA devices from other vendors. There have already been works such as [32,
54] which utilize RapidSmith to develop routers; while TORC based approach is

adopted in this dissertation work.

2.5. Fast System Prototyping

As mentioned in Section 1.3, for the conventional FPGA use models, the core
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task is to prototype a digital system on an FPGA device and the main challenge

is to reduce the design compilation time. Traditionally, the FPGA design flow is

very similar to the ASIC design flow [2], which contains the following phases:

Phase 1: Design Entry
Describe the design in a format that can be easily translated into
hardware resources, such as the Hardware Design Language (HDL)

and the schemattic.

Phase 2: Synthesis
Analyze the logic of the design. Extract Boolean equations, optimize

them and implement them with generic logic cells.

Phase 3: Technology Mapping

Map the generic logic cells to the primitive gates of a given device.

Phase 4: Placing and Routing
Implement the physical netlist where the occupied primitive gates are

optimally placed and connected.

Phase 5: Configuration bitstream generation
Translate the physical netlist into the bitstream file that configures a

given FPGA device.

Phases 1 ~ 2 are normally called the front-end compilation. The back-end

compilation consists of Phases 3 ~ 4. Phase 5 is different between the FPGA

flow and the ASIC flow. For the ASIC flow, this phase is to manufacture the

design on silicon. To expedite system prototyping, the efficiency of the above
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development flow must be enhanced.

One approach to accelerate FPGA compilation is to improve existing algorithms
or develop new methods for each step in the design flow mentioned above. For
example, High Level Synthesis (HLS) [55] utilizes C/C++ to reduce the design
entry and synthesis time; [56] improves the placement efficiency by applying
clustering and hierarchical Simulated Annealing (SA); routability-driven routing

enhances the run time by sacrificing quality [57], etc

Another approach is to exploit the incremental technique [58] which makes use of
the preserved intermediate compilation data and only compiles design changes.
Early efforts on incremental techniques such as incremental synthesis [59],
incremental technology mapping [60, 61], incremental placing [62, 63], and
incremental routing [48, 64] are effective for improving the performance of a
single stand-alone compilation step. However, it is difficult to merge these works

into a full FPGA compilation flow.

Alternatively, reusing modules becomes promising for reducing the FPGA design
compilation time, which fully makes use of the power of modular design [10] and
of the partial reconfigurability of FPGAs. The modular design methodology
makes it relatively easy to identify design changes into modules. The partial
reconfigurability implies that it is feasible to reuse modules at one step,

manipulate the intermediate compilation data, and merge the manipulation back
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to a full compilation flow.

Module reusing may apply to any compilation step. For design entry, Azido [65]
creates technology-independent designs that are re-targetable and can be
reused across a wide range of FPGA devices. For synthesis, early efforts from
FPGA vendors such as Xilinxs SmartGuide [66] and Altera’s Incremental
Compilation [67] resynthesize only the portions of the design that have changed
and effectively reuse the unmodified portions. These efforts at the front-end
compilation phase fail to significantly reduce the overall compilation time because
of two reasons. Reason one: the back-end compilation phase normally takes
much more time than the front-end. Reason two: the thumb of rule is that the
later phase at which pre-compiled modules are reused, the more compilation
time is saved; for all the previous compilation phases are skipped and only the
remaining steps are carried out. It is worthy of noting that there is no free lunch:
the decrease in compilation time comes at the cost of degraded performance,
such as area and timing since there are fewer margins for optimizing the design.
The next few paragraphs review the efforts to reuse modules at the back-end

compilation phase in detail.

HMFlow [68], based on RapidSmith, reuses the physical implementation of a
module. A fully placed and routed module is stored as a hard macro in the XDL
format. The module can then be assembled in any design by routing its 1/0

interface connections. The FMA proposed here is similar to RapidSmith but has
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the following advantages. Instead of the physical implementation, the
configuration bitstream of a module is reused, and thus more compilation time is
saved. In contrast, HMFlow has to convert the text-based XDL netlist into
physical netilist in the NCD format (which may take as long as tens of minutes for
a huge design) and then to the configuration bitstream. For module connections,
RapidSmith uses a simple non-negotiation based Maze router, but this
dissertation implements a versatile FPGA router using the PathFinder and A*

algorithms.

QFlow [69, 70] is similar to HMFlow. Modules are also pre-compiled as XDL-
based hard-marcos. The difference is that in QFlow, pre-built modules are only
placed but not routed. To assemble the modules with the static design, vendor
tool such as Xilinx par has to be utilized to route the internal nets of the modules
as well as the inter-module connections. Since the pre-compiled module is not
routed, QFlow does not require a clean sandbox with all routing resources
reserved. Instead, any region with enough logic resources that match a pre-built
module is valid. Compared to the FMA, the advantage of QFlow is that routing
by the vendor tool is more likely to have high quality in terms of timing (but timing
requirement is normally relaxed for system prototyping); the disadvantage is that
QFlow normally runs one magnitude slower, due to the fact that it has to route
significantly more nets, i.e. the nets of the modules, and that it has to converted

the physical netilist in the NCD format to the configuration bitstream.
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Ma developed core-based incremental placement algorithms to reduce the FPGA
compilation time [71]. She presented a prototype of FPGA design tool based on
an incremental placement algorithm. It has the feature of exploring a garbage
collection and background refinement mechanism to preserve design fidelity. [81]
mainly focuses on placement with the argument that placement is the most
important back-end compilation phase because of its difficulty and its effects on
the routing performance. It uses JRoute [48] to route a full design and JBits [72]
to generate the configuration bitstream for the design. JRoute and JBits are
Java-based APIs developed by Xillinx, but they have been obsolete for years and

it is impossible to extend them to new FPGA devices.

Hortal and Lockwood [73] propose the idea of Bitstream Intellectual Property
(BIP) cores. The BIP cores are pre-compiled Intellectual Property (IP) modules
that are represented as relocatable partial bitstream. Similar to [73], the pre-
compiled modules for the proposed FMA are also represented as bitstream.
However, [83] makes use of the slot-based reconfiguration. Inter-module
connections must match specific bus macro interfaces with fixed routes. If a
design needs a new module, the full compilation flow needs to be run on the
whole design once more, although other modules in the design may not have
changed. By contrast, the proposed FMA is slotless without fixed-location
sandboxes or fixed-location bus-macros. It is able to locate modules to wherever
there are enough resources and then route the connections. If a module must be

updated, only that module has to be recompiled.
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Last but not least, the Xilinx Hierarchical Design Methodology [74] has become a
breakthrough for incremental compilation. It provides the Partition Flow and the
Preservation Flow, which enable a partition of the design to be reserved and
reused at three different levels: synthesis, placement, and routing. In order to
improve timing, the routing preservation for a partition can be violated. In
contrast, the proposed FMA requires the routing preservation to be kept with no
violation; otherwise, the bitstream level reuse cannot be leveraged. The Xilinx
PR Flow can also be used for fast system prototyping by reusing the partial
configuration bitstream of a module. The proposed FMA serves a different
purpose from the current Xilinx PR Flow. Each module in Xilinx PR is compiled
with respect to a single design framework, i.e. the static design. For a module to
be reused with a different design framework, the whole design must be
recompiled. The proposed FMA can reuse modules for different (but compatible
regarding the interface to modules) static designs. Additionally, Xilinx PR is
intended for the run-time reconfiguration, while the proposed FMA is for off-line
full bitstream assembly. All Xilinx utilities are closed-source and users have to
comply with the required procedure. GoAhead improves Xilinx Modular Design
and PR Flow. The difference from this dissertation is that GoAhead complies
with the vendor’s tools and uses scripts to manipulate them, but this dissertation
follows the C/C++ framework of TORC to develop the FMA technique, which has

as little dependence on vendor tools as possible.

40



2.6. Autonomous Adaptive Systems

In modern computing systems, the raw computing power coupled with the
proliferation of computer devices has been growing at an exponential rate for
decades, which has led to unprecedented levels of complexity [75]. To
overcome the problem of complexity, the conception of AAS has been proposed.
An AAS manages its functionality, resources and adaptation without outside
intervention. Consequently, the increasing complexity is absorbed into the

system itself.

Unlike a conventional system that only survives under a certain environment, an
AAS adapts to changes in the environment by modifying its functionality without
external intervention or guidance. To a degree, this mimics living organisms,
which have been autonomously making adaptations to survive in various

environments over a long period of time.

Stimulus

Old System Self-adapts
]

&

Figure 2.8 A Simplified Diagram of An AAS

A simplified diagram of an AAS is illustrated in Figure 2.8. A typical scenario
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where an AAS would be useful is a system under extreme circumstance (like
deep space, deep underwater, deep within the Earth's crust) that encounters a
fault, a defect, or an unanticipated condition. Humans may not be able to reach
the site physically to service the device, and the remote repair via electronic
signal might be unreliable. While the well-established solution is to increase the
redundancy of the system by applying fault-tolerant techniques, such as Triple
Modular Redundancy (TMR) [76], autonomous systems also provide a promising

solution where the system recovers by self-adaptation [77].

Four key properties of an AAS are introduced here: responsiveness, self-
awareness, intelligence and reconfigurability. The system is responsive to
stimulus caused by changes in the environment, for example, the temperature
fluctuation, the radiation variation, or the protocol alteration. It is self-aware of its
internal resource utilization. It exhibits properties of intelligence (albeit, artificially)
by applying or developing a strategy on how to adapt to the changes. It is
reconfigurable, which means its behavior and functionality can be modified
whenever necessary. Currently, FPGAs are no longer just one part of an
embedded system; they represent the entire platform [77]. Of the four properties
of an AAS, the programmable nature of FPGAs conveniently provides
reconfigurability.  Various FPGA IP cores meet the remaining three AAS
properties. For example, I1/O peripherals serve as a channel for exchanging
information with the environment and thus provide responsiveness property;

intelligent and self-aware mechanisms can be implemented as programs running
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on microprocessor cores. Therefore, as a reconfigurable embedded System-on-

Chip (SoC) platform, FPGAs are ideal for implementing AASs.

Dynamic partial reconfiguration (PR), mainly adopted on Xilinx FPGAs, is an
enabling technique for autonomous embedded systems. With PR, it is feasible to
change part of an FPGA's functionality at run time by downloading configuration
bits through the Internal Configuration Access Port (ICAP). At the same time, the
remaining part of an FPGA remains functioning normally with no hesitation.
Although the Xilinx PR flow keeps improving, substantial research on extending
the Xilinx PR flow has been done in order to reduce the time and effort required
to successfully use the PR feature. In [11], a slotless partial reconfiguration flow
based o