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Towards Improving Endurance and Write-Performance in a Flash Storage

Cluster

(ABSTRACT)

NAND flash-based Solid State Devices (SSDs) provide high performance and energy efficiency

and at the same time their capacity continues to grow at an unprecedented rate. As a result,

SSDs are increasingly being used in high end computing systems such as supercomputing

clusters. However, one of the biggest impediments to large scale deployments is the limited

erase cycles in flash devices. The natural skewness in I/O workloads can results in Wear

imbalance which has a significant impact on the reliability, performance as well as lifetime

of the cluster. Current load balancers for storage systems are designed with a critical goal

to optimize performance. Data migration techniques are used to handle wear balancing but

they suffer from a huge metadata overhead and extra erasures. To overcome these problems,

we propose an endurance-aware write off-loading technique (EWO) for balancing the wear

across different flash-based servers with minimal extra cost. Extant wear leveling algorithms

are designed for a single flash device. With the use of flash devices in enterprise server

storage, the wear leveling algorithms need to take into account the variance of the wear

at the cluster level. EWO exploits the out-of-place update feature of flash memory by off-

loading the writes across flash servers instead of moving data across flash servers to mitigate

extra-wear cost. To evenly distribute erasures to flash servers, EWO off-loads writes from the

flash servers with high erase cycles to the ones with low erase cycles by first quantitatively

calculating the amount of writes based on the frequency of garbage collection. To reduce

metadata overhead caused by write off-loading, EWO employs a hot-slice off-loading policy

to explore the trade-offs between extra-wear cost and metadata overhead. Evaluation on

a 50 to 200 node SSD cluster shows that EWO outperforms data migration based wear

balancing techniques, reducing up to 70% aggregate extra erase cycles while improving the

write performance by up to 20% compared to data migration.
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(GENERAL AUDIENCE ABSTRACT)

Exponential increase of Internet traffic mainly from emerging applications like streaming

video, social networking and cloud computing has created the need for more powerful data

centers. Datacenters are composed of three main components- compute, network and storage.

While there have been rapid advancements in the field of compute and networking, storage

technologies have not advanced as much in comparison. Traditionally, storage consists of

magnetic disks with magnetic parts which are slow and consume more power. However,

Solid State Disks (SSDs) offer both better performance and lower energy. With the price of

these SSDs being comparable to magnetic disks, they are increasingly being used in storage

clusters. However, one of the biggest drawback of SSDs is the limited program erase (P/E)

cycles. There is a need to ensure the uniform wearing of blocks in a SSD. While solutions for

this do exist for a single SSD device, usage of these devices in a cluster poses new problems.

This work introduces EWO which is a wear balancing algorithm that balances wear in a flash

storage cluster. It carried out load balancing in a flash storage cluster while incorporating

the wear characteristics as a cost function. EWO carries out lazy data migration also referred

to as write offloading. To alleviate the metadata overhead, the migration is performed at

the slice level.

To evaluate EWO, a distributed key value store emulator was built to simulate the behavior

of an actual flash storage cluster.
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Chapter 1

Introduction

The past several decades have witnessed the success of flash memory as a storage medium for

mobile computing devices due to its superiority in terms of high throughput, persistence and

lower power consumption. The development of commodity flash devices, e.g., PCIe SSDs,

expand the role of flash memory in the enterprise storage servers. Previous work has shown

that using SSDs as a per-server disk cache could effectively bridge the gap between RAM and

HDD for a distributed storage system, such as HyCache [77], HDStore [32], FlashCache [43],

FlashTier [64], and FaCE [42]. Recently much interest has been focused on all-flash or disk-

free server storage, such as FlashStore [30] and ChunkStash [31]. Flash-based storage servers

that can play a big role in accelerating application performance are then clustered together

and managed as a single entity for high reliability as well as availability via distributed

storage platforms such as FAWN [6], BlueDBM [39], QuickSAN [18] and CORFU [16].

A promising use case is the flash storage disaggregation [47], where a cluster of flash devices

are connected via low-latency network [3], boosting and scaling-out datacenter applications

such as FAWN [6], BlueDBM [39], and CORFU [16]. These features are especially helpful

in High Performance Computing applications. Flash devices differ from magnetic devices

as they write data at the page level but erase data at a larger flash block level. The erase

process is time-consuming (relative to transfer speeds) and also has implications for device

1
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endurance, as the number of program/erase cycles of a flash location is limited. SSDs typi-

cally provide a flash translation layer (FTL) within the device, which maps logical addresses

to physical locations. A host can access individual flash blocks that are usually kilobytes in

size, and if some live blocks are physically located in the erasure unit (called victim block)

is being recycled, the FTL will invoke garbage collection by copying the live data to a new

location and then erasing the previous location to make it available for new writes. Hence,

garbage collection process leads to write amplification and has a significant impact on both

performance and endurance of flash-based storage.

Despite its superiority, flash memory has two critical technical constraints

1. No in-place overwrite (Out-place-update) – an erasure block must be erased

before writing any data page in this block.

2. Limited program/erase (P/E) cycles – an erasure block can wear out after a

certain number of P/E cycles (typically 10,000-100,000). The endurance and lifetime

of flash memories decrease as it is repeatedly erased and written over. Therefore, the

endurance and lifetime of flash memory strongly depend on the write intensiveness of

workload.

The I/O workload is unbalanced in storage clusters, mainly because various objects generate

different loads (e.g. have different popularity) and object popularity changes over time. Data

placement schemes can evenly distribute data on a cluster of storage servers in an efficient

and effective manner [33] [68] [35]. However, load balancing of I/O workloads across servers

has remained an open problem [53]. Non-uniform I/O behavior from diverse workloads can

result in creation of hotspots and significant imbalance across servers.

Extreme-scale high performance computing (HPC) systems leverage SSD arrays to scale-out

the I/O performance. While SSD arrays are in a position to gradually replace spinning

disk arrays due to better performance and low power consumption (i.e., Triple-A [41]), the

economical factors are not yet practical. However, researchers and practitioners are already
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adopting SSD-based burst buffer architecture [36, 4] to cache burst writes for large-scale

scientific applications, and asynchronous draining of data to the back-end parallel file sys-

tems. The maintenance of SSD devices at scale raises many concerns. For instance, any

maintenance required by the storage devices may require taking the entire node offline. This

not only incurs administrative cost (e.g., SSD gets replaced when they are worn out) but

also performance degradation especially when SSDs are crucial for burst buffer I/O nodes

performance (e.g., in the upcoming SUMMIT cluster [4]). Given the skewed characteristic of

workloads (especially write intensity), the wear is unbalanced over flash-based servers in stor-

age clusters. The flash memories associated with heavily loaded servers perform more erasure

operations, therefore wear more rapidly than others. Moreover, for a heavily loaded server,

frequent erasure operations cause higher overall performance degradation since erasure op-

eration consumes more time than read/write operation. Consequently, wear unbalance has

a critical effect on the overall lifetime and reliability as well as performance of the whole

cluster.

To address the challenge of balancing the wear across flash-based servers (called flash server

for short), researchers can take inspiration from data migration. Data migration schemes

were originally proposed to dynamically balance load across a large number of spinning

hard drives based servers by moving hot (i.e., dynamically or frequently updated) data from

heavily loaded servers to the lightly loaded servers [70] [51]. For example, EDM [63] is a

data migration-based wear balancing scheme. It moves a certain number of objects from the

flash devices with higher erasure cycles to the devices with lower cycles for balancing the

wear intensity in the whole cluster.

Although data migration-based wear balancing scheme can reduce the wear variance of the

flash-based storage cluster, the writes generated by data migrations are considered as an

additional overhead. These additional writes during data migration can incur a consider-

able write amplification overhead inside flash devices and consequently cause more garbage

collection (GC) and significant extra-wear of the whole cluster as seen in section 7

In this thesis, we propose a practical technique called Endurance-aware Write Off-loading
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(EWO) for balancing the wear across different flash servers. EWO can be categorized as

a wear leveling algorithm. Traditional wear leveling algorithms are designed for individual

flash device. With the use of flash devices in enterprise server storage, the wear leveling

techniques have to be designed considering wear variance to a greater extent.

1.1 Contributions

The contributions of the thesis are as follows-

• We develop a flash-friendly wear balancing technique operating at the server level

which mitigates the wear balancing overhead and minimizes erasures imposed on flash

devices.

• Wear leveling is ensured by off-loading writes from the flash servers with high erase

cycles to the ones with low erase cycles by first quantitatively calculating the amount

of writes based on the frequency of garbage collection.

• To reduce meta-data overhead caused by write off-loading, EWO employs a hot-slice

off-loading policy to explore the trade-offs between extra-wear cost and the meta-data

overhead.

• EWO is integrated with a distributed flash-based Key-Value store application. Results

show that EWO outperforms the state-of-the-art data migration based wear balancing

techniques by reducing the erasures upto 70%.

1.2 Thesis Organization

Chapter 2 formally defines the concepts of flash endurance, workload imbalance and how

it leads to wear imbalance. It also gives an overview of the different levels at which wear-
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leveling is performed i.e page-level, block-level and server or cluster level.

Chapter 3 discusses the prior art. The related work can be divided into four categories-

works based on flash endurance, wear leveling for a single disk, wear leveling at the cluster

level and examples of distributed flash storage systems.

Chapter 5 talks about the EWO algorithm in detail. It introduces the concept of slice and

how by utilizing the slice we are able to minimize the meta-data overhead.

Chapter 4 is a short discussion about the Flash simulator and how it models an SSD. The

chapter talks about the software and hardware design on the simulator and how it models an

SSD. In addition, we also talk about protocol buffers and how a meta-data object is handled.

Chapter 6 talks about the implementation and the experimental setup. This includes our

emulator design and modes of communication between the KV store clients and our emula-

tor.

Chapter 7 talks about the evaluation performed and also includes a discussion of the exper-

imental results.

Chapter 8 summarizes the results and discusses some of the future work including specific

shortcomings of EWO and how they can be addressed.



Chapter 2

Background

In this chapter, we introduce the issue of wear imbalance in the flash-based storage clusters,

and then we discuss different classes of wear-leveling algorithms based on the abstraction

level at which they operate i.e. page-level, block-level and server-level.

2.1 Flash endurance, Workload imbalance and Wear

imbalance

2.1.1 Introduction of Flash Memory

Flash memory chips store data in a large array of floating gate memory cells (i.e. metal-

oxide-semiconductor field-effect transistor (MOSFET)). Typically, flash memory has two

types, NOR based and NAND based. The memory cells in NOR based flash are organized

in parallel. Each cell can be programmed and erased via a single contact as shown in

figure 2.1. NOR based flash exhibits superior random read and write performance as it allows

random access to any location of the memory. In contrast, NAND based flash employs serial

6
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Figure 2.1: NOR memory architecture: Cells in parallel.

Figure 2.2: NAND memory architecture: Cells in series.

array architecture. Figure 2.2 shows two memory cells that are organized serially. Cells

can be written individually but must be erased in blocks. NAND based flash has a much

higher storage density and lower cost per bit. Hence, NAND based flash has been the most

predominant of the two types. Each flash chip consists of a number of blocks that are basic

units of erase operations. Each block further consists of a constant number of pages that

are basic units of read and write operations. In addition, most flash memories also provide a

spare area for each page to store out-of-band (OOB) data, such as the error correction code,

the logical page number, and the state flag for the page.

NAND flash memory cells usually have a control gate, floating gate, source and drain. Elec-

tric charge is applied to the floating gate during write operations and removed during erase

operations via Fowler-Nordheim (FN) current tunneling or via Hot Carrier Injection (HCI)

mechanism [56]. This stored charge causes changes in the threshold voltage of the underlying

transistor, which may then be sensed by the read circuitry. Although FN tunneling and HCI
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are beneficial for programming and erasing flash memory, they also affect flash endurance

and reliability. Over time, the flash memory cells will lose its insulating properties leading

to the inability to be programmed or erased. In this case, flash memory cells have a limited

lifetime [56].

NAND flash cells fall into two categories: single-level cell (SLC) with a single bit stored on

each cell, and multi-level cell (MLC) with 2 to as many as 4 bits for each cell. The benefit

of MLC storage is that the capacity can be increased with a cheaper price per bit than

SLC memories. However, significant degradation in flash endurance occurs with increasing

number of bits per cell. MLC memories are more prone to endurance effects with respect to

SLC memories. For example, the endurance of an MLC flash-memory block is only 10,000

(or 5,000) erase cycles while its SLC flash-memory counterpart is 100,000 erase cycles [21].

2.1.2 Workload imbalance

Load imbalance is an inherent characteristic of workloads [8, 7, 9, 13]. First, there is a large

variation among objects in their access frequency [12] (i.e. Popularity). For example, several

researchers have observed that the frequency with which file are requested generally follows

a Zipf-like distribution [65]: the relative probability of a request for the ith most popular file

is proportional to 1
iα

with 0 ≤ α ≤ 1. Further, I/O requests are skewed and request skew

widely exists in workloads. Facebooks distributed key-value (KV) store workload analysis

[15] reports high access skew and time varying workload patterns, implying existence of

imbalance in datacenter-scale production deployments. Second, object popularity changes

over time. An object might either become hot or cold depending upon its transient access

pattern. Some objects exhibit a ascent or decline in popularity while other objects exhibit

a relatively stable popularity across days [51].

In most storage clusters, hash-based data placement is commonly used for evenly distributing

data to servers, such as DHT and CHT [35]. Objects are hashed on to a hash space, which

is partitioned among storage servers. The size of partitions each server owns is proportional
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to its storage capacity. If all objects generate similar load (e.g. have the same popularity),

the load of each server is proportional to its capacity and server workloads are balanced

in storage clusters. However, as mentioned above, the workloads are non-uniform. Thus,

the data distribution algorithms cannot guarantee load balance across different servers and

server I/O workloads are imbalanced in storage clusters.

2.1.3 Wear imbalance

Imbalanced workload across different flash-based storage servers results in wear imbalance.

Write requests have significant impact on flash memories since writes influence garbage

collection (GC) frequency of flash memories. The more data written into a flash server, the

more erasure cycles it has. Consequently, erasure cycles are skewed over flash servers and the

flash memory associated with heavily loaded servers wear out faster than the flash memory

with lighted loaded servers.

Wear imbalance causes the performance as well as the reliability of the whole storage cluster

degradation. First, the heavily loaded SSD servers serve more writes and perform more

erasure operations. Erasure operation requires more time than a read or write operation

(about 1.5 ms) [55] to reset the memory cells. For a heavily loaded SSD server, frequent

erasure operations over a fixed period results in higher overall performance degradation.

Thus, wear imbalance makes heavily loaded servers become high-utilized (e.g. the perfor-

mance bottleneck of the system) while others are under-utilized. Second, since SSD servers

are not evenly utilized, the heavily loaded servers wear out faster than the lightly loaded

SSD servers. Therefore, wear imbalance has a critical effect on the system’s lifetime (or

the mean-time-to-failure), and the reliability as well as performance of the whole cluster

degrades consequently.

To evaluate the impact of skewed workload on erasures, we built a distributed flash-based

key value store that maps data to a 50-node cluster using consistent hashing. The detailed

design is explained in Section 4.
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Figure 2.3: Erasure Count Distribution for MSR and YCSB traces.

We measured the number of erasures and write performance under three scenarios -

• Data Center KV Store workloads where we use YCSB KV store workload generator

[28].

• Enterprise Storage workload which uses two traces from the MSR-Cambridge repository-

usr 0 and hm 0 [14].

• HPC workloads which are generated using the IOR MPI benchmark [52].

Figure 2.3 shows the skewed erasure distribution for the MSR and YCSB traces while figure

2.4 shows the erase count distribution for an HPC workload without EWO. The results

showed that the erase count is severely imbalanced. This would inevitably result in an

increase in the administrative costs in datacenters with frequently replaced flash devices.
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Figure 2.4: Erasure Count Distribution for HPC Trace

2.1.4 Write Amplification

Write Amplification is an undesirable process in which the amount of data written physically

to the device is much larger than the amount of data that is intended to be written. Since

flash devices erase data at a coarser granularity compared to the writes, the erase process

involves moving both the meta-data and the data more than once. As a result, update of data

involves reading a portion of flash updating it and then writing it to a new location, along

with erasing the new location if it was previously used. As a result, much larger portions of

flash must be erased and rewritten than actually required. This increased overhead increases

the number of writes to a SSD location reducing its lifetime. The increased writes also

consume CPU time which adversely affects the random write performance to the SSD. Figure

2.5 explains the process of write amplification.



Mohammed Salman Chapter 2. Background 12

Figure 2.5: Write Amplification Explained

2.2 Wear Leveling Algorithms

Typically, flash memory cells wear out after a limited number of erasure cycles. As high

density solid state disk becomes more popular in both commodity and commercial systems,

the degradation of devices becomes a considerable concern. Various wear leveling algorithms

have been proposed to extend the lifetime of flash memory. Most of the wear leveling

algorithms try to improve the overall lifetime of flash devices by evenly wearing all blocks

on block-level, or by evenly wearing all pages within a block on page-level, or by evenly

distributing erasure cycles to servers on server-level.

2.2.1 Block-Level Wear Leveling Algorithms

The existing block-level wear leveling algorithms fall into two categories – Dynamic wear

leveling and Static wear leveling. All of these block-level wear leveling algorithms have two

goals:

• Evenly distribute block erases over all flash devices
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• Reduce extra overhead.

Dynamic Wear Leveling algorithms achieve wear leveling by recycling blocks of hot data

with higher erasure cycles and reusing blocks of cold data with lesser erase cycles. L. Chang

et al. proposed a lazy wear leveling algorithm to adaptively reach a good balance between

wear evenness and overhead with low cost [19]. To select a good threshold for a good balance

between wear evenness and overhead, it adopts an analytical model. D. Jung et al. proposed

a memory-efficient group-based wear-leveling algorithm to reduce memory cost [40].

Static Wear Leveling algorithms move cold data to the blocks with higher erasure counts

thereby improving the even spread of wear. Y. Chang et al. proactively move static (i.e.

infrequently updated) blocks to distribute wear over the entire flash space. It uses an ad-

justable housekeeping data structure to reduce meta-data overhead and memory-space re-

quirements [21]. Rejuvenator is a static wear leveling algorithm designed for large-scale

NAND flash memory [59]. It first clusters the blocks into different groups based on their

erasure counts. Then, it places frequently accessed data in lesser erased clusters and rarely

accessed data in higher erased clusters.

2.2.2 Page-Level Wear Leveling Algorithms

Based on the observation that various pages degrade at different speed within a block, X.

Jimenez et al. proposed wear unleveling technique to extend the device lifetime by relieving

the weakest pages and putting more stress on the strongest ones [38]. Phoenix is proposed to

keep on using worn-out MLC blocks as SLC blocks. In this case, the useless unreliable blocks

are protected by storing only a single bit per cell. Consequently, its lifetime is significantly

extended [37].
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2.2.3 Server-Level Wear Leveling Algorithms

EDM [63] is an endurance-aware data migration scheme for wear balancing in SSD storage

clusters. EDM balances the wear among different flash-based servers through data migration.

It moves a certain number of objects from the servers with higher erasure cycles to the servers

with lower cycles for balancing the wear speeds in the whole cluster.

Most of the algorithms mentioned above work on a single SSD device and operate either at

the block-level or the page-level with the exception of EDM. In the next section, we look at

approaches for wear leveling/balancing at the cluster or server level.

2.3 Protocol Buffers

Protocol Buffers[71] are Google’s language-neutral, platform-neutral, extensible mechanism

for serializing structured data. They are similar to XML but comparatively just faster and

simpler. Protocol buffers allow us to specify the structure of the data or message we want to

transmit which includes optional and required fields in a proto file which can then be compiled

using the protoc compiler which can then be compiled into specially generated source code to

easily write and read your structured data to and from a variety of data streams. Further, we

can even update your data structure without breaking deployed programs that are compiled

against the ”old” format. Below is the representation of the data structure we are using for

the data objects beings transferred between the flashmanager and the flashserver.
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Metadata Object Structure

message Message {

required uint32 obj_no = 1;

required uint32 offset = 2;

required uint32 length = 3;

enum trace_operator_t {

operator_read = 1;

operator_write = 2;

operator_trim = 3;

}

required trace_operator_t operator_t = 4;

required float timestamp = 5;

required int32 ec_index = 6;

enum request_type_t {

need_flash_info = 1;

not_need_flash_info = 2;

shut_cluster = 3;

}

required request_type_t rq_type = 7;

required float flash_utilization = 8;

required float flash_victim_utilization = 9;

required float flash_full_blk_utilization = 10;

required uint32 node_nr_erases = 11;

required float local_log_utilization = 12;

required uint64 request_number = 13;

optional int32 response_time = 14;

}

message Response {

required string rsp = 1;

required float rsp_time = 2;

}



Chapter 3

Related Work

The existing work can be divided into four categories since EWO leverages existing work in

all these categories. Load balancing techniques [48, 49, 11] have been used to better exploit

the datacentre heterogenity. Such techniques can also improve the lifetime of storage devices

but they include using HDD. However, most of these methods cannot be applied to flash

based devices because of the asymmetric write nature of SSD devices. In case of HDD, both

reads and writes affect the performance in a similar manner. On the other hand, in case

of flash based devices due to the limited number of P/E cycles. Individual flash devices

contain an FTL layer which ensures the wear is balanced on a single device. EWO looks at

wear balancing at the cluster level and in many ways is complementary to these methods.

Interdisk wear leveling techniques include wear leveling algorithms explored at the cluster

level and serve as the baseline which we compare EWO against.

3.1 Flash endurance

A large body of work has examined flash endurance. [17] examines the write endurance of

USB flash drives using a range of approaches: chip-level measurements, reverse engineer-

16
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ing, timing analysis, whole-device endurance testing, and simulation. They found that the

measure erase counts are very similar to the ones observed by reverse engineering the FTL

parameters. They also provide a numerical bound on the endurance achievable by an online

algorithm under arbitrary or malicious access patterns which can be used as the baseline for

EWO. CAFTL[22] is a Content-Aware Flash Translation layer which removes unnecessary

unnecessary duplicate writes thereby effectively reducing flash write traffic. In addition, it

also coalesces redundant data in SSDs which further improves the efficiency of garbage col-

lection and wear-leveling. Further, they also design acceleration techniques to reduce the

runtime overhead and minimize the performance impact caused by extra computational cost.

Gokul Soundararajan et al [58] model the physical processes that affect endurance, which

include both stresses to the memory cells as well as a recovery process model using which they

are able to demonstrate higher number of erases and counts compared to the one mentioned

in the datasheets.

Youyou Lu et al [54] analyzes the effect of fileystem mechanisms on wear leveling. Methods

such as journaling, metadata synchronization, and page-aligned update, can induce extra

write operations resulting in write amplification. It proposes an object based flash translation

layer (OFTL) which leverages page metadata due to which there is a lazy persistence of index

metadata and elimination of journaling [66]. Coarse-grained block state maintenance reduces

persistent free space management overhead. With byte-unit access interfaces, OFTL is able

to compact and co-locate the small updates with metadata to further reduce writes.

In addition, there have been other techniques such as log-structured caching [67], inclusion

of phase change memory into SSDs [69], and combining multiple bad blocks into virtual

healthy blocks [72, 38] which have been explored to improve the lifetime of flash devices.

These works are orthogonal and complementary to EWO.
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3.2 Intradisk Wear Leveling

Existing wear leveling techniques are essentially single disk data distribution schemes as

they distribute erases and writes across the flash medium within a single SSD. Chae et

al[40] proposes a memory-efficient group-based wear-leveling algorithm. The group-based

algorithm achieves a small memory footprint by grouping several logically sequential blocks

and managing only the summary information for each group. They propose an effective

group summary structure and a method to reduce unnecessary wear leveling operations in

order to enhance the wear-leveling performance. LazyFTL[55] maintains a global mapping

table which means it reserves two partitions in the flash memory and delays the modifications

of the GMT caused by write requests or valid page movements. By maintaining the update

buffer which is a very small overhead, [55] is able to avoid the excess duplicate writes and

the write overhead involved with each of them.

Chang et al[19] introduces a dual pooling algorithm which realizes two key ideas: To cease

the wearing of blocks by storing cold data, and to smartly leave alone blocks until wear

leveling takes effect. It requires no complicated tuning, and it resists changes of spatial

locality in workloads.

Rejuvenator[59] is a static wear leveling algorithm which carries out lazy migration of cold

data. The data migration is carried out only on the next update request thereby reducing

the write overhead. It clusters the blocks into different groups based on their current erase

counts. Hot data is placed in blocks in lower numbered clusters and cold data in blocks

in the higher numbered clusters. The range of the clusters is restricted within a threshold

value. This threshold value is adapted according to the erase counts of the blocks. As a

result, it minimizes the number of stale cold data migrations and also spreads out the wear

evenly.

Unleveling[38] attempts to identify the weakest cells in the flash storage and introduces a

wear unbalancing technique that let the strongest cells relieve the weak ones in order to

lengthen the overall lifetime of the device. As a result, [38] periodically skips or relieves the
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weakest pages whenever a flash block is programmed.

Phoenix[37] attempts to address the problem of balancing erase counts on a multi level cell.

In case a flash block becomes unreliable to store multiple bits per cell , it can be revived by

storing only a single bit per cell. Although the capacity is halved, the lifetime of the system

is increased without jeopardizing the stored data.

3.3 Interdisk Wear Leveling

Application of SSD arrays in enterprise data-intensive applications is growing. As the cost

of SSD devices goes on decreasing, this trend is going to increase. In such an environment,

significant variances in number of writes and merge operations that are sent to individual

SSDs have been observed . Greenan et al[34] manages EC stripes to increase reliability and

operational lifetime of such flash memory-based storage systems, and uses a log-structured

approach that does not need explicit wear balancing as data is appended and not updated in

place. In contrast, EDM [63] also targets SSD arrays but use data migration to achieve wear

balance across the SSDs in the array.It moves a certain number of objects from the servers

with higher erasure cycles to the servers with lower cycles for balancing the wear speeds

in the whole cluster. Similarly, SWANS [73] dynamically monitors the variance of write

intensity across the array and redistributes writes based only on the number of writes that

an SSD has received to prolong the SSD arrays service life. These methods share with EWO

the goal of wear leveling across an SSD array, however unlike EWO they do not consider the

effect of the meta-data overhead and the extra writes at various points in storage hierarchies

and their impact on overall wear balancing.
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3.4 Distributed flash storage systems

FAWN [6] uses small amounts of local flash storage across a number of low-power resource-

constrained nodes to enable a consistent and replicated key-value storage system. It also

uses a log-structured approach with in each of its individual drives to improve wear leveling.

CORFU [16] extends the local log-structured design by organizing the entire cluster of SSDs

as a global shared log. Both of these systems utilize homogeneous nodes and replication

for high availability. In contrast, EWO focuses on EC storage solutions, which offer higher

storage efficiency and exploits the interactions between various storage hierarchy to improve

overall flash lifetime in flash-based cluster. Cloud storage has long been a hot topic and

attracted great attention from both industry and academia. To improve the efficiency and

to bridge the gap between applications and storage, MBal [24] adopts a resource-partitioning

paradigm to enable flexible and efficient load balancing at the cloud memory cache layer. In

order to maximize the application performance and minimize the incurred monetary cost,

CAST [25, 26, 76] intelligently places data at the most appropriate storage service tier in

public cloud. Furthermore, [23] proposes a simple offline flash caching heuristic which can

be used to serve as a practical best base baseline for evaluating any online flash caching

policies with the goal of maximizing flash device endurance or lifespan without sacrificing

performance.



Chapter 4

Endurance-aware Write Offloading

The key challenges in balancing wear in flash-based storage clusters are

1. Ensuring Wear Balance across different flash servers

2. Minimizing extra-cost during wear balancing, such as extra-wear and meta-data over-

head.

This section first details how migrating data will add additional wear (i.e. extra-wear) to the

cluster, then describe how our EWO design leverages write off-loading to minimize extra-cost

during wear balancing.

4.1 Data Migration and Write Off-loading

As mentioned in Section 2, unbalanced workload across different flash servers incurs wear

imbalance. In this case, researchers can take advantage of workload balancing techniques

designed for HDD storage cluster for doing wear balancing in flash-based storage cluster, such

as data migration, which has been widely used for load balancing in storage clusters [70].

21
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EDM [63] is an endurance-aware data migration scheme for balancing the wear in SSD

storage clusters by moving a certain amount of data across SSDs.

While the data migration technique guarantees the workload balance of the HDD storage

clusters, it is inefficient for flash-based storage clusters due to excessive write amplification

during data migration, as shown in Figure 4.1. We first consider that data migration is

constructed on the HDD storage servers. As shown, objects, Obj1, Obj2, and Obj3, are first

moved from source server A to destination server B to ensure workload balance between A

and B (see arrow 1). Then, the writes to these three objects are remapping to server B (see

arrow 2) and in-place updates are performed in HDD. In other words, as shown in Figure 4.1,

the updates are overwritten to the original moved objects, Obj1, Obj2, and Obj3.

When data migration is set up on flash servers, the situation is different. As shown in

Figure 4.2, after being migrated, the updates to the migrated objects, Obj1, Obj2, and Obj3

are written out of place in the original moved objects by address mapping of the on-device

layer FTL (see arrow 3). In this case, once the updates to the original moved objects are

committed on flash memory, the flash pages that store original moved objects are marked as

invalid and will be reclaimed and erased during garbage collection process. Therefore, the

write operations of data migration from source server to destination server (see arrow 1) are

wasted in the sense that the flash memory cannot perform in-place update. These wasted

writes incur a considerable write amplification overhead inside flash devices and consequently

causes more garbage collection and rapid wear of flash memory.

For example, Mobj objects are designed to move from A to B. Assume that each object is

divided into npages flash pages. During data migration, the total number of wasted writes

Wmigration is:

Wmigration = Mobj × npages (4.1)

We define the erasure cost as µ
1−µ according to [75] [44] [20], where µ is the utilization of

a victim block that need to be cleaned during GC process. That is, the erasure cost is the

amount of valid pages µ that need to be rewritten per victim block of new space claimed

(1−µ). Let Bp be the number of pages per block. Each GC operation produces Bp× (1−µ)



Mohammed Salman Chapter 3. Endurance-aware Write Offloading 23

Figure 4.1: Data migration in disk-based storage servers

Figure 4.2: Data migration in flash-based storage servers
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free pages. Then, after GC starts, the approximation of the block erase cycles caused by

data migration Emigration is:

Emigration =
Wmigration

Bp × (1 − µ)

=
Mobj × npages
Bp × (1 − µ)

(4.2)

where Emigration denotes the extra-wear caused by data migration. Extra-wear Emigration

increases with the number of data migrations.

Instead of moving data from source server to the destination server, write off-loading [60] [61]

redirects the updates from source sever to the destination server. In this case, the wasted

writes can be avoided. Then, for write off-loading, its wasted writes Woffloading = 0, and its

extra-wear Eoffloading = 0.

4.2 Wear balancing algorithm

The aim of wear balancing algorithm is to keep the variance in the wear (i.e. erase cycles)

of flash servers to a minimum so that no single flash server wears out faster than others and

the lifetime of flash memories associated with different servers can be improved.

EWO is based on a simple idea: re-distribute writes to flash servers based on the server’s

wear so that the erasures are evenly distributed among the flash servers. That is, a certain

amount of writes are off-loaded to servers with a lower erasure count to ensure the overall

standard deviation is within the threshold limit. Furthermore, EWO employs a hot-slice

off-loading policy to explore the trade-offs among extra-wear cost, the amount of meta-data

and the overhead of lookup operations.
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4.2.1 Wear balancing

Consider that the server I/O workloads display unpredictable fluctuation with peaks and

troughs. If the flash-based storage cluster is not provisioned for its peak I/O load, the write

intensity during peaks leads to huge erase cycles. EWO must therefore periodically monitor

the wear of flash servers and prevent the flash server with high erase cycles from further

erasing.

EWO first tracks the wear periodically and then decides whether the wear balancing process

should be triggered. We define the wear variance σ as the standard deviation of erase cycles.

Wear balancing process begins when σ > σc, where σc is a wear variance threshold and

indicates that the system has a significant wear imbalance.

For a given flash server i, if its wear (i.e. erase cycles) Ei satisfies Ei−ET > ET × ηc, where

ηc is a server wear variance threshold and ET is the cluster-wide average wear, flash server i

is denoted as a source server for write off-loading. Otherwise, it belongs to the destination

server set of write off-loading.

Let Wt be the number of page writes to a flash server during a certain period denoted as

epoch t. Bp is the number of blocks per pages while µ is the utilization of the individual

SSD. Then, after GC starts, the approximation of the erase cycles caused by Wt page writes

is as follows:

Et =
Wt

Bp × (1 − µ)
(4.3)

The utilization of the individual SSD cannot be estimated directly as in most cases it is pro-

prietary. However, previous works such as [63], [50], [57], [62],[74] does provide an empirical

relation to calculate the utilization of the individual SSD from the average cluster utilization

as long as the average utilization of the cluster is less than 85% . This is given by -

µavg =
µ− 1

lnµ
+ σ (4.4)
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The term σ, also referred to as the offset factor, is calculated empirically. The offset factor

is calculated by taking into account multiple classes of traces and for our emulator it was

found to be 20. Let F(µ) be the function which calculates µ from µavg, we can then estimate

the wear of an SSD by combining 4.3 and 4.4 , leading to equation 4.5

Ec(Wc, µ) =
Wc

Bp ∗ (1 − F (µ))
(4.5)

Intuitively, wear balancing algorithm balances the wear by iteratively off-loading a certain

amount of writes from the servers with highest wear to the server with lowest wear until the

wear variance below the threshold σc. Figure 4.3 shows an example of wear balancing. The

wear for each flash server is illustrated in figure 4.3a. As shown, server A has the highest

erase cycles while server D has the lowest erase cycles. In this case, a certain mount of writes

will be off-loaded from A to D. During each iteration k, the amount of writes that will be

off-loaded ∆Wk can be calculated as follows:

∆Ek = Emax k − ET − ET × ηc

∆Wk = ∆Ek ×Bp × (1 − µ) (4.6)

where Emax k denotes the highest and lowest wear in the cluster for a given iteration k

respectively.

4.2.2 Write off-loading

With the information of the amount of writes that will be off-loaded, we then consider what

writes will be off-loaded during wear balancing process. Intuitively, since most writes access

the hot objects, we can balance the wear by off-loading the writes to hot objects (i.e. write-

frequently objects) from the servers with high wear to the servers with low wear, just as

shown in figure 4.3b. Hot objects are marked as red. The writes to these hot objects will be

off-loaded from server A to server D.

Previous work has shown that the object popularity can be calculated by weighting the

write requests to the object over the time-line using an exponential decay function [63]. For
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(a) Wear / Erase cycles for four flash servers
(b) Popularity of each object stored in server

Figure 4.3: Wear balancing

a given object i, the time-line which is from the time when object i is created to present is

spitted into m + 1 epochs, epoch 0, · · · , epoch m. We define the popularity of each object

as follows:

pi =
m∑
j=0

wj
2m−j (4.7)

Where wj denotes the number of writes that access the object during an epoch j. pi denotes

the popularity of the object at the end of epoch m.

For a given object i, if its popularity pi satisfies pi > pT ×γc, where γc is a tunable threshold

and pT is the cluster-wide average object popularity, object i is denoted as a hot object.

Otherwise, it is denoted as a cold object.

Although we can balance the wear by off-loading the writes to the hottest objects, the normal

data access to write-frequently objects is significantly influenced. Typically, the meta-data

concerning off-loaded objects is maintained as a map. It increases with the number of write

off-loadings. Thus, it consumes a considerable time for querying the map for each read/write

request and a huge memory for storing the map.
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Figure 4.4: Slice and Off-loading Map (OM)

1. Slice

EWO off-loads writes in number of slices instead of objects to mitigate meta-data

overhead. A slice is a logically contiguous array of objects. Slices are accessed by

random or sequential streams, which represents I/O access patterns. Slice size ds is

defined by the number of objects in the slice. ds ≥ 1. ds is a configurable parameter.

In most storage clusters, hash-based data placement scheme is commonly used to

uniformly distribute data among storage servers [33] [68] [35], such as DHT and CHT.

In distributed key value storage systems, objects are hashed on to a hash space, which

is partitioned among storage servers. We consider a hash space divided into several

partitions. We divide each hash partition into small, fixed-sized slices as shown in

figure 4.4.

For a given slice i, its containing objects are denoted as follows: obji×ds , · · · , obj(i+1)×ds−1.

The slice popularity is calculated by accumulating its containing objects popularity as

follows:

Ps(i) = pi×ds + pi×ds+1 + · · · + p(i+1)×ds−1 (4.8)
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Let εi be the ratio of hot objects to cold objects in a slice i.

εi =
nhot
ncold

(4.9)

Where nhot denotes the number of hot objects while ncold denotes the number of cold

objects in slice i.

For a given slice i, if εi satisfies εi > εc and Ps(i) > PT × ρc, where εc and ρc are

two tunable thresholds while PT is the cluster-wide average slice popularity, slice i is

denoted as a hot slice. Otherwise, it is denoted as a cold slice.

2. Off-loading Map (OM)

The writes are not stored at fixed locations because of write off-loading. The data

locations are dynamically changed. Furthermore, different versions of the same data

could be stored on multiple different locations because of write off-loading. Read

request might access the data that is off-loaded. EWO must ensure that reads always

go to the location holding the latest version of the data. Some reads will go to the

source server while other reads will go to the destination server since its desire data is

recently off-loaded.

To maintain data consistency and reduce meta-data overhead, EWO provides two level

of indirection for locating servers. For a given slice i, the first level indirection indicates

its source location/server. While the second level indirection represents its destination

location/server. All the meta-data of slices aggregates together into a slice list for data

location as illustrated in figure 4.4. Besides, each slice meta-data contains a object

bitmap that indicates whether the object is off-loaded recently.

As shown in figure 4.4, EWO maintains three lists: server list, partition list and slice

list. Server list consists of a number of server buckets. Typically, the storage system

generates a unique identifier for each server when the server joins the storage cluster

using common hash function. Each server bucket maintains the partitions this server

is responsible for by using partition pointers. Additionally, each server bucket contains
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the wear of its flash memories. Figure 4.4 summarizes the fields included in the server

buckets. The meta-data of partition includes its identifier, popularity, the locations in

the storage cluster and its containing slices. Each partition bucket maintains its slices

by using slice pointers.

3. Hot-slice off-loading (HSO)

Since EWO maintains two level of address indirection for each slice, all the data in

the to-be-off-loaded slice must be eventually off-loaded to the destination server before

next wear balancing process. For a given to-be-off-loaded slice i, it might contain some

cold objects and there are no writes/updates to them. These cold objects must be

eventually migrated to the destination server before next wear balancing process.

As mentioned in Section 2, the more data written into a flash server, the more erase

cycles it has. Apparently, migrating cold objects across different servers results in

redundant cold object copies in the storage cluster and leads to wasted flash pages as

well as extra-wear cost. Hot slice contains more write-frequently objects and lesser cold

objects. To minimize extra-wear cost caused by cold data migration, EWO rebalances

the wear by off-loading the writes to some hottest slices out from the flash servers with

higher wear to lower ones. Consequently, the locations of the write-frequently slices are

rearranged across cluster, which leads to a balanced wear across different flash servers.

Algorithm 1 illustrates the process of hot-slice off-loading (HSO) and slice rearrange-

ment. HSO starts when wear variance σ grows greater than a predefined threshold

σc. Before starting wear balancing process, HSO first migrates the cold objects that

are not off-loaded to its destination server by first consulting OM as shown in lines 3

to 14 of Algorithm 1. After all cold objects in a given to-be-off-loaded slice are mi-

grated, HSO updates both the object meta-data and slice meta-data in OM as shown

in line 15. Then, HSO starts slice rearrangement by off-loading some hottest slices out

from the servers with highest erase cycles to the servers with lowest erase cycles by

first quantitatively calculating the amount of writes based on the frequency of garbage
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collection as shown in lines 17 to 29 of algorithm 1.

4.2.3 Off-loading writes

On a write request, the system performs a lookup for the request object identifier (OID)

by consulting off-loading map (OM) and obtains two kinds of locations of the object:

source server and destination server as shown in lines 1 to 2 of algorithm 2. If the request

object is currently being off-loaded, specifically, the object falls into a to-be-off-loaded slice,

the write request will be sent to destination server as shown in lines 3 to 6. Otherwise, the

writes will be sent to source server as shown in line 8. Each write must be written/updated

along with a version tag or time-stamp tag to maintain data consistency.

As mentioned, for some cold objects that falls into a to-be-off-loaded slice, it is possible that

there is no writes or updates to them. In this case, these cold objects will be eventually

migrated to destination server before next wear balancing process.

4.2.4 Off-loading reads

On a read request, the system first consults OM to find out if the request object is off-loaded

as shown in lines 3 to 5 of algorithm 3. If the request object falls into a to-be-off-loaded slice

and is currently off-loaded, the read request will be sent to its destination server as shown

in lines 3 to 7. Otherwise, the request will be sent to its source server as shown in line 9.

4.3 Extra cost analysis

According to Section 3.1, the total number of wasted writes equals additional page writes

caused by data migration. For EWO scheme, wasted writes can be avoided during write
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Algorithm 1 Hot-slice off-loading

Require: σ > σc

Ensure: σ <= σc

1: // start hot-slice off-loading

2: // first, migrate cold data

3: for each slice si present in OM do

4: if Get−slice−state(si) == OFFLOADING then

5: for each object oj present in object−bitmapi do

6: if Get−object−state (oj) ! = OFFLOADED then

7: // Migrate cold data and update OM

8: Migrate−cold−object−to−destination(oj)

9: Update−object−state(oj, OFFLOADED)

10: end if

11: end for

12: end if

13: Update−slice−state(si, COMPLETE)

14: end for

15: Update(OM)

16: // then, rearrange slices among servers

17: while k < iteration−steps do

18: x B extract server with max erase cycles

19: y B extract server with min erase cycles

20: ∆Wk B call Eq.4

21: while ∆Wk > 0 do

22: si B Get−hottest−slice−from(x)

23: // Remove si from x; Add si to y; Update OM.

24: Modify−slice−destination(si, y)

25: Modify−slice−source(si, x)

26: ∆Wk = ∆Wk − Ps(si)

27: end while

28: k−−
29: end while

30: Update (OM)
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Algorithm 2 Off-loading writes

1: Ls = Get−object−source(obj)

2: Ld = Get−object−destination(obj)

3: sobj B Get−slice(obj)

4: if Get−slice−state(sobj) == OFFLOADING then

5: Write−to−server(Ld, obj)

6: Update−object−state(obj, OFFLOADED)

7: else

8: Write−to−server(Ls, obj)

9: end if

Algorithm 3 Off-loading reads

1: Ls = Get−object−source(obj)

2: Ld = Get−object−destination(obj)

3: sobj B Get−slice(obj)

4: if Get−slice−state(sobj) == OFFLOADING then

5: if Get−object−state(obj) == OFFLOADED then

6: Read−from−server(Ld, obj)

7: end if

8: else

9: Read−from−server(Ls, obj)

10: end if



Mohammed Salman Chapter 3. Endurance-aware Write Offloading 34

off-loading. However, EWO involves cold data migration, which incurs extra-wear. EWO

off-loads some hottest slices out from heavily loaded servers to lightly loaded servers. The

hottest slices might contain several cold objects. These cold objects must be eventually

migrated to their destination servers, which incurs extra-wear.

We first consider extra wear in the case of ds = 1, where ds denotes the number of objects

in each slice. If ds = 1, each slice contains a single object and EWO off-loads writes on the

scale of objects. In this case, there is no cold data migration since EWO only off-loads writes

to the hot objects. Thus, WEWO = 0 and EEWO = 0, where WEWO denotes wasted writes

caused by EWO and EEWO denotes extra-wear caused by EWO.

We then consider extra wear in the case of ds > 1. Assume that Mslice slices are designed to

be off-loaded. Each object is divided into npapes pages. We define ε as the average hot/cold

object ratio of these Mslice slices and ζ as the average cold object rate for these slices. Then,

ζ = 1
ε+1

. Average cold object rate ζ is greatly determined by slice size ds, data placement

scheme, and the workload I/O behavior.

The total number of wasted writes WEWO is:

WEWO = Mslice × ds × npapes × ζ (4.10)

The extra-wear EEWO is:

EEWO =
WEWO

Bp × (1 − µ)

=
Mslice × ds × npapes × ζ

Bp × (1 − µ)
(4.11)

Slice size ds is a key design parameter because it affects extra-wear cost and table size (The

size of OM decreases with ds). Since an object is the smallest unit of the address space, fine-

grained write off-loading strategies with ds = 1 can achieve a better wear balance without

extra-wear cost. However this will lead to a larger table. On the other hand, EWO off-loads

writes on the scale of slices with ds > 1. With a large slice, OM can be small and fast.

But off-loading large slices of objects to other servers may cause considerable extra wear.
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Ideally, the slice size must be chosen carefully such that both extra-wear and OM is small.

Practically, we set the slice size to 4KB empirically in our current implementation. Our

results show that EWO with slice size is 4KB can achieve a good wear balance with small

extra-wear and meta-data cost.



Chapter 5

Flashsim- A event-based SSD

Simulator

Flashsim is an event driven simulator which is developed using object oriented programming

models for modularity. The simulator is based on the block diagram as mentioned in 5.1

5.1 FlashSim Components

The simulator is written as a single-threaded program in C++. C++ provides a compre-

hensible object-oriented scheme where each class instance represents a hardware or software

component. Classes are defined in Flashsim to model the hardware and the software com-

ponents of an actual SSD.

5.1.1 Hardware Component Design

1. SSD: The SSD class serves to provide an interface to Disksim and provide a single class

to instantiate in order 0to create the SSD simulator module. The SSD class creates
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Figure 5.1: Flashsim architecture [45]
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event objects to wrap the Disksim ioreq event structures and returns the event time

to disksim.

2. Channel: Channels must schedule usage for events and update the event time values.

Each channel keeps a scheduling table that keeps track of channel usage, and new

events are scheduled at the next available free time slot after dependencies have been

met. The scheduling table size is synonymous to queue length.

3. Bus : The bus class has a number of channels that are each shared by all the dies in a

package. The bus examines addresses in events and passes the event object on to the

proper channel.

4. RAM : The RAM class calculates how long it takes to read or write data to itself.

The RAM buffers virtual event data for the controller to send across the bus.

5. Controller : The controller class receives event objects from the SSD and consults

the FTL regarding how to handle each event. The controller sends the virtual data for

events to the RAM for buffering before sending the event object to the bus.

6. Page : Each page maintains its state and updates event objects with the read and

write delays of the given flash technology. Page states include free/empty after erasure,

valid after a successful write, and invalid after being copied to a new location in a merge

operation.

7. Block : A block is comprised of pages and is the smallest component that can be

individually erased. When a block is erased, all pages in it are erased and can then be

written to again. The corresponding event object is updated with the erase delay time.

A block can only be erased a finite number of times because of reliability constraints.

8. Plane : Planes are comprised of blocks and provide a single page-sized register to buffer

page data for bus transfers. The register is also used as a buffer for merge operations

inside planes. The corresponding event object is updated with merge delays for merge

operations and considers register delays.
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9. Die : A die is a single flash chip organized into a set of planes. Dies are connected to

bus channels, but individual planes contained in the die buffer bus transfers. In future

development, the highest level at which merge operations may take place will be at the

die level. The corresponding event object is updated with the merge delay time.

10. Package : The package class represents a group of flash dies that share a bus channel.

The package class allocates its dies in its constructor and connects the dies to a bus

channel. The package also facilitates addressing.

5.1.2 Software Component Design

1. Event : First, the event class keeps track of its corresponding Disksim ioreq[45] event

structure. Second, the event class holds methods and attributes to do all the record-

keeping for the SSD simulators state, including SSD addresses. Simulator objects pass

event class objects and update the event objects statistics.

2. Address: Addresses are comprised of a separate field for each hardware address level

from the package down to the page. We provide an address class instead of a struct to

help make a clear interface to assign and validate addresses.

3. FTL: The FTL provides address translation from logical addresses to physical ad-

dresses. It determines how to process events that involve many pages by producing

a list of single-page events to be processed in-order by the controller. The FTL is

responsible for taking advantage of hardware parallelism for performance. The FTL

also has a wear leveler and garbage collector to facilitate its tasks.

4. Wear Leveler: The wear leveler class helps spread the block erasures over all blocks

in the SSD. The wear leveler is responsible for keeping as many blocks functional for

as long as possible because blocks of pages can only be erased for reuse a finite number

of times.

5. Garbage Collector : The garbage collector is activated when a write request cannot

be satisfied because the selected block is not writable or there is not enough free space
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in the selected block. The garbage collector seeks to merge partially-used blocks and

free up blocks by erasing them. Any other algorithm for GC can also be simulated



Chapter 6

Implementation

Figure 6.1 shows the overall architecture of the EWO emulator comprising four modules:

distributed managers, distributed metadata servers,flash server monitors, and client library.

EWO serves as a wear-balanced distributed flash storage system, and performs wear bal-

ancing at configurable object granularity, e.g., at block or chunk level, or at KV pair level,

etc.

6.1 Flashmanager

The flash manager consists of two sub-components, a wear balancer and a flash stats/ in-

formation collector. The wear balancer is responsible for balancing the wear of the whole

cluster by offloading the writes based on the algorithm mentioned in section 4. To facilitate

wear balancing, the EWO manager keeps track of the following information-

• Object’s access history

• Flash utilization for each server
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Figure 6.1: EWO Emulator Setup.
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• Erase

Flash stats collector gathers information such as the flash space utilization and erasure

count by exchanging heartbeat messages with the EWO flash monitor. Objects related

metadata (objects state, popularity, and location) and flash stats information are stored in

the metadata servers.

A client library provides a basic interface to read and write the data to the remote flash

devices.

A flash server monitor is a daemon that runs on each flash server.It monitors the statistics of

flash devices, and sends them to the wear balancer. Single-device wear leveling implementa-

tion is described in 3. In practice, there are two ways to estimate the wear (the total number

of erase cycles) for SSD devices, one approach is to use a monitoring tool. For example,

S.M.A.R.T [27] can detect various indicators of SSD reliability and lifetime. Another option

is to estimate the wear during a time period by using the number of write requests and the

device utilization, such as [63]. In our current implementation, EWO assumes the host has

full control over garbage collection . The argument behind moving the functionality from

a flashserver to the flashmanager is that the flashmanager has better knowledge (e.g., total

erasure count) of the cluster metrics compared to the individual device FTL.

We implemented a prototype emulator in C++ which was close to about 8k lines of code

[29]. The application being tested was a KV store which was built from scratch. The data

is mapped to each individual flashservers by using a consistent flash-based data distribution

algorithm. The flash function being used in our experiment is FVN-a1 [1]. Each of the

traces that we use (i.e. YCSB, MSR, HPC) can be considered as consisting of multiple trace

records. Each trace record maps to a logical object, which is represented using a unique

object ID calculated using the FVN-a1 function. We chose the FVN-a1 function over other

algorithms such as SHA-1 due to its speed. The logical data object is then stored in the

appropriate server by using the consistent flash table. We use flashsim [42] to simulate the

SSD behavior as flashsim can accurately show the block erase cycles.



Chapter 7

Evaluation

7.1 Experimental Methodology

We emulate a large flash array by running multiple instances of our flash simulator in virtual

machines. Each virtualized instance emulates a flash server node. For most of our tests, we

use an evaluation testbed with 50 flash server nodes. We also use a bigger 100-200 nodes

flash server setup for tests with HPC workloads. We launch one EWO manager for every

10 flash servers. We determined this number by repeating the experiments with different

settings.Each flash server node is equipped with one SSD that is simulated by Flashsim [46].

Table 1 summarizes the parameters that are commonly used to simulate SSD [69]. All the

nodes are emulated on a small scale cluster where each node runs inside a separate Docker

container [50]. The setup is connected with 10 Gbps network. For distributed metadata

Table 7.1: Trace details

Traces YCSB usr proj src1 src2 stg mds HPC

Total Requests 1232656 1871727 13794208 6616626 4936315 7277740 1299007 6615888

Amount R/W data (GB) 55.48 194.77 474.35 608.51 212.92 342.81 44.33 27.77

Write Ratio 81.123% 83.63% 13.80% 54.61% 71.93% 13.61% 63.85% 93.22%
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Table 7.2: SSD parameters used in our tests.

Flash page size 4KB

Flash block size 256KB

Page read latency 25us

Page write latency 200us

Block erase latency 1.5ms

Over-provisioned space 15%

servers, we launch a 3-node Redis cluster.

Table 7.2 talks about the SSD parameters used in our study.

In this section, we evaluate EWO by comparing it with the baseline system without wear

balancing scheme, and a conventional migration-based balancing scheme called EDM [63].

The I/O traces we used in our experiments are collected at the block device level from

Microsoft Cambridge [14] as shown in table 7.1. We map the traces to servers by using a

consistent hash-based data distribution algorithm for distributing data evenly to servers. The

hash function used in our experiments is FVN-a1 [1], which is used by two popular distributed

key value storage systems, Voldemort [5] and Sheepdog [2]. Each trace record maps to a

logical object, which corresponds to a unique object ID calculated by using consistent hash

function. The logical object is then stored in a certain server by consulting consistent hash

table.

Our experimental testbed consists of 50 to 200 servers. Each storage server is equipped

with only one SSD that is simulated by a flash simulator. We use a flash simulator [45]

for the three schemes to accurately measure the block erase cycles. In all the experiments,

object size is equal with block size where block is the unit of flash erasures. In the FTL

configuration of flash simulator, we set the page size to 4KB.

In the next sections, We first measured the wear variance of the storage cluster under two

wear balancing schemes in. We then evaluated the impact of the two wear balancing schemes
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on flash lifetime in terms of flash endurance, extra writes, and extra erase cycles in Section .

We also measured the impact of two wear balancing schemes on performance in Section 4.3.

Finally, the meta-data size of the two wear balancing schemes is illustrated in Section 4.4.

7.2 Wear balance

To evaluate the wear variance of flash-based storage cluster, we calculate the standard devi-

ation of the flash server erase cycles. The number of erase cycles for each server is calculated

by aggregating the erase cycles performed by its flash devices. Figure 7.1 shows the results

of using Baseline, EDM and EWO under six different workloads. First consider the results

of Baseline without using wear balancing algorithm. These results show that Baseline had

the highest wear variance among three schemes. The baseline’s standard deviations were

much larger than that of the two wear balancing schemes.

As shown in figure 7.1, although EDM did improve the deviation of block erases, EWO still

outperformed EDM in most cases (usr, proj, src1, and mds). For example, the standard

deviation for the EWO scheme was at most 93.7 under workload usr while the standard de-

viations were 141.2 and 412.9 for EDM and Baseline respectively as shown in figure 7.1. For

the rest two workloads (src2 and stg), EWO also delivered a comparable wear balance com-

pared with EDM. In particular, its standard deviations were 140 and 414.6 under workloads

src2 and stg, respectively while that of the EDM were 138.4 and 410, respectively.

Figure 7.2 shows the standard deviation of write requests for the three schemes. Compared

with figure 7.1, although the standard deviations of writes requests were much larger than

that of erasure counts, the two kinds of standard deviation are positively related. Conse-

quently, it makes sense to balance the wear among different flash servers by off-loading writes

or migrating objects among them.

Figure 7.3 shows the standard deviations of erase cycles over 68 hours under the workload

usr for Baseline, EWO and EDM. As shown, for baseline, the standard deviation grows with
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Figure 7.1: Standard deviations of block erase cycles for Baseline and two wear balancing

schemes under six different workloads.

Figure 7.2: Standard deviations of write requests for Baseline and two wear balancing

schemes under six different workloads.
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Figure 7.3: Standard deviations of erase cycles for 68 hours.

time. In contrast, for EWO and EDM, the standard deviations remain relatively lower. This

is mainly because the wear variance among different flash servers is kept below a predefined

tunable threshold by off-loading writes or migrating objects as shown in figure 7.3. The

standard deviation of writes is positively related to that of erase cycles as shown in figure 7.4

and 7.3. Compared with EDM, EWO delivered the lower standard deviations of erase cycles

under workload usr. This is because EDM introduced much more extra block erases (as

shown in figure 7.5). The large extra write requests and block erases also affect the wear

balance during wear balancing process.

7.2.1 Flash Lifetime

To evaluate the flash endurance, we calculate the aggregate erase cycles for all flash servers.

The results are shown in figure 7.5. As shown, the aggregate erase cycles when replaying

the workload mds is relatively lower than that when replaying others. This is because that

workload mds has lower number of writes than other workloads as shown in Table 7.1.
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Figure 7.4: Standard deviations of write requests for 68 hours

Interestingly, comparing EWO with the baseline scheme, we observe that the EWO can re-

duce the cluster-wise aggregate block erase cycles under two I/O workloads: src2 and stg

compared with baseline. There are several reasons. First, EWO achieves a good wear bal-

ance distribution, which mitigates the overall write amplification due to garbage collection.

For one hand, the utilization of hot flash servers is reduced due to endurance-ware write

offloading. During write off-loading, the write requests are off-loaded from the servers with

larger utilization to others. For the other hand, EWO introduces less writes to the destina-

tion servers compared with EDM as shown in figure 7.6. Consequently, the aggregate erase

cycles can be reduced. As is shown in figure 7.7, we see that EWO can save up the aggregate

block erases by up to 1% compared with baseline.

For EDM, the block migration process introduces significant wear overhead to overall cluster

due to extra write overhead. Figure 7.6 shows the aggregate write requests among all flash

server under the six different workloads. EDM delivered the highest aggregate write requests

among the three schemes. High aggregate write requests introduce considerable wear over-

head. As we can see in figure 7.7, the block erasure count is increased by up to 14% due to



Mohammed Salman Chapter 6. Evaluation 50

Figure 7.5: Aggregate erase cycles among all flash servers under six different workloads.

data migration.

Additionally, we can see that the aggregate erasure count is slightly increased in the rest

cases (usr, proj, src1 and mds) for EWO. This is mainly due to cold data migration. Since

our OM table only maintains two level of address indirection in our experiment, all the to-

be-off-loaded objects must be eventually off-loaded/migrated to the destination server before

next write off-loading. Although EWO can reduce the wasted writes during wear balancing

process by off-loading the updates to the destination servers, the wasted writes caused by

cold data migration cannot be avoid. As shown in figure 7.8, EWO has different extra-write

reduction when replaying different workloads compared with EDM. We observe that EWO

can reduce the extra writes and extra wear by up to 79% compared with EDM.

Figure 7.7 and figure 7.8 show the extra erase cycles and extra write requests respectively.

First, EDM had much larger extra erase cycles than EWO due to extra write overhead during

data migration. Second, EWO reduced aggregate erase count under two workloads (src2 and

stg). We observe that EWO can reduce up to 1% erase cycles compared with baseline, and

EWO can reduce the extra writes and extra wear by up to 79% compared with EDM.



Mohammed Salman Chapter 6. Evaluation 51

Figure 7.6: Aggregate write requests among all flash servers under six different workloads.

Figure 7.7: Aggregate extra-erase cycles of two wear-balancing schemes.
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Figure 7.8: Aggregate extra-write requests of two wear-balancing schemes.

7.2.2 Performance

To evaluate the system performance, we measure the average response time under six different

workloads for the three schemes. The results are shown in figure 7.9. As shown, the average

response time when replaying the workload mds is relatively lower than that when replaying

others. This is because that workload mds have lower number of writes than others as shown

in Table 7.1. Moreover, the Baseline’s average response time is the highest among the three

schemes because of imbalance wear. For example, the average response time of Baseline is

1.46 ms while that of EDM and EWO is 0.96 ms and 0.94 ms respectively.

Compared with EDM, EWO has a better performance. This is because EWO can achieve a

good wear balance with minimum extra overhead. In contrast, EDM introduce considerable

extra overhead during wear balancing process.

Figure 7.10 shows the average response time over 68 hours of the workload usr for the three

schemes. We can see that for the first four hours, all the three schemes had the same average
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Figure 7.9: Latencies under six different workloads for Baseline, EWO and EDM.

Figure 7.10: Latencies over 68 hours for Baseline, EWO and EDM under workload usr.
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Figure 7.11: The total number of moved objects for two wear balancing schemes under six

different workloads.

response time. After that, the average response time of EWO and EDM is shown to below

that of Baseline. This is because Baseline has the largest wear variance among the three

schemes because of unbalanced workload and the huge wear variance causes performance

degradation. As shown, EWO has the smallest average response time among the three

schemes because it has a better wear balance, which help improve the system load balance,

as shown in Figure 7.9.

7.2.3 Analysis of Metadata overhead

To evaluate the metadata overhead, we first measure the total number of moved objects for

two wear balancing schemes under the six workloads. The results are shown in Figure 7.11.

As shown, we see that EDM had much larger number of moved objects than EWO. The

total number of moved objects with EWO is relatively small. This is because that EWO

can reduce considerable data migration by write off-loading. Moreover, EDM performs much
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more data migrations in two cases, usr and proj. This results in more objects being moved

during data migration for EDM. For EDM, the meta-data about mapping table increases

with the number of moved objects. This illustrates that EDM introduces considerable meta-

data overhead.

The meta-data for EWO is independent of the number of moved objects. EWO’s mapping

table, OM, is proportional to the number of accessed slices. In our experiments, the meta-

data size in our experiment for EWO scheme is only approximately 50KB.

7.2.4 HPC Trace Results

Figure 7.12 shows the standard deviation of the erase counts for the HPC trace generated

using the IOR benchmark. Further, we also carry out the scalability results for HPC by

increasing the number from 50 to 200. We observed that EWO scales efficiently as the

number of nodes goes on increasing. Further, as the number of nodes are increased, EWO

seems to perform better making the case for it to be used in high-end computing systems

such as Summit[4].



Mohammed Salman Chapter 6. Evaluation 56

Figure 7.12: HPC Trace Results with increasing number of nodes



Chapter 8

Conclusion

This thesis analyzes the problem of additional wear overhead caused by data migration based

wear balancing scheme. Although data migration-based wear balancing scheme can balance

the wear of the flash-based storage cluster, the writes generated by data migrations are

considered as an additional overhead and consequently cause considerable extra-wear of the

whole cluster.

We proposed a practical technique called Endurance-aware Write Off-loading (EWO) for

balancing the wear across different flash servers with minimal extra cost. Based on the

observation that data migration based wear balancing technique generates considerable ad-

ditional writes, which incurs significant extra wear, EWO are designed to exploit the out-of-

place update feature of flash memory by off-loading the writes/updates across flash servers

instead of moving data across flash servers to mitigate extra-wear cost. To evenly distribute

erase cycles to flash servers, EWO off-loads writes out from the flash servers with high erase

cycles to the ones with low erase cycles by first quantitatively calculating the amount of

writes based on the frequency of garbage collection. To reduce meta-data overhead caused

by write off-loading, EWO employs a hot-slice off-loading policy to explore the trade-offs

among extra-wear cost and the meta-data overhead. Our evaluations show that EWO out-

performs data migration based wear balancing technique, reducing considerable extra erase
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cycles. In the meantime, EWO achieves a better wear balance and performance improvement

compared with data migration based wear balancing technique in most workloads.



Chapter 9

Future Work

9.1 Analysis of the effect of data redundancy tech-

niques on Endurance and Performance

Most systems store multiple copies of data to prevent hotspot creation [10]. Two of the

most commonly used data redundancy techniques include replication and erasure coding.

Replication is done in a k-way scheme where they are k replicas stored. Similarly, erasure

coding involves striping the data and storing parity as well for the data. In our current

implementation, we do not consider data redundancy policies as our focus is mainly on

HPC systems where there is no data redundancy involved. However , most web servers

employ these data redundancy techniques. The workload imbalance is amplified by order

of magnitude in these systems . The reason is because storing redundant replicas of data

would inevitably increase the severity of wear imbalance due to erasure oblivious data /load

placement policies. Even in the case of erasure coding which adds CPU overhead both

in terms of encoding/decoding processing and scattered network traffic (encoded stripes

are stored at different locations of the storage cluster), thus imposes performance scalability

issue. By storing replicas, the read performance can be increased as the load can be balanced
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among each of the replicas. An hybrid approach seems to be the most intuitive solution.

Data can be categorized as hot and cold based on the object popularity. Hot data, begin

regularly accessed, is replicated while the cold data is erasure coded. As an when the object

changes its state, a lazy migration scheme converts the object state from replication to

erasure coding and vice versa.

9.2 Use active SSD’s to deploy System Prototype in

Hardware

The current implementation is built around an emulator where the flashmanager and meta-

data servers are distributed and the client libraries. The biggest impediment to a prototype

is the difficulty in estimating the erase counts for each individual server. As discussed before

, either the SMART tool or other techniques can be used to estimate the erase counts.

9.3 Alternate methods to provide fault tolerance

The current implementation does not have the provision for system recovery in case one of

the nodes goes down. Once redundancy techniques are incorporated into the algorithm, a

comprehensive study can be done where nodes are allowed to fail randomly and the effect of

recovery on erasure counts and write performance is evaluated.
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