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Guanying Wang

ABSTRACT

Scale of data generated and processed is exploding in the Big Data era. The MapReduce sys-
tem popularized by open-source Hadoop is a powerful tool for the exploding data problem,
and is widely employed in many areas involving large scale of data. In many circumstances,
hypothetical MapReduce systems must be evaluated, e.g. to provision a new MapReduce
system to provide certain performance goal, to upgrade a currently running system to meet
increasing business demands, to evaluate novel network topology, new scheduling algorithms,
or resource arrangement schemes. The traditional trial-and-error solution involves the time-
consuming and costly process in which a real cluster is first built and then benchmarked.
In this dissertation, we propose to simulate MapReduce systems and evaluate hypothetical
MapReduce systems using simulation. This simulation approach offers significantly lower
turn-around time and lower cost than experiments. Simulation cannot entirely replace ex-
periments, but can be used as a preliminary step to reveal potential flaws and gain critical
insights.

We studied MapReduce systems in detail and developed a comprehensive performance model
for MapReduce, including sub-task phase level performance models for both map and reduce
tasks and a model for resource contention between multiple processes running in concurrent.
Based on the performance model, we developed a comprehensive simulator for MapReduce,
MRPerf. MRPerf is the first full-featured MapReduce simulator. It supports both workload
simulation and resource contention, and it still offers the most complete features among all
MapReduce simulators to date. Using MRPerf, we conducted two case studies to evaluate
scheduling algorithms in MapReduce and shared storage in MapReduce, without building
real clusters.

Furthermore, in order to further integrate simulation and performance prediction into Map-
Reduce systems and leverage predictions to improve system performance, we developed on-
line prediction framework for MapReduce, which periodically runs simulations within a live
Hadoop MapReduce system. The framework can predict task execution within a window
in near future. These predictions can be used by other components in MapReduce systems
in order to improve performance. Our results show that the framework can achieve high
prediction accuracy and incurs negligible overhead. We present two potential use cases,
prefetching and dynamic adapting scheduler.
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Chapter 1

Introduction

Data is ever growing bigger and exceeds the limit of conventional processing tools, as we
enter the Big Data era. In this context, the MapReduce programming model [39, 40] has
emerged as an important means of instantiating large-scale data-intensive computing and
simplifying application development. MapReduce aims to provide high scalability and effi-
cient resource utilization, as well as ease-of-use by freeing the application developers from
issues of resources scheduling, allocation, and associated data management, and also enables
application developers to harness large amount of resources in a short time to quickly solve
a particular large problem. Hadoop [21], a collection of open-source data-processing frame-
works including MapReduce, is becoming increasingly popular, embraced by many companies
including Yahoo!/Hortonworks, Facebook, Cloudera, Amazon, Microsoft, etc. MapReduce,
along with the accompanying distributed file system HDFS, is the core of Hadoop among var-
ious frameworks. Data processing in Hadoop is either implemented in MapReduce directly,
or written in other high-level languages and then translated into MapReduce jobs. Our fo-
cus in this dissertation is the MapReduce system in Hadoop1. Without further mentioning,
Hadoop/MapReduce, MapReduce are used interchangably.

Comprehensively understanding all aspects of a MapReduce system is important in order to
understand performance of each application running on top of it and the overall efficiency
of the system. Currently users of MapReduce systems must run benchmarks in a system
to evaluate its performance. A new hypothetical system cannot be evaluated unless it is
built. As the scale of systems become larger and larger, it is increasingly harder to evaluate
every possible system configuration before committing to an optimal solution. In many
cases, the inability to evaluate a hypothetical system prevents design innovation in systems
and frameworks. For example, to provision a new cluster to process certain workload, to

1The NextGen MapReduce framework [6], also known as MRv2 or YARN, is implemented in new ver-
sions of Hadoop. In NextGen MapReduce, Each application runs a separate ApplicationMaster that can
make scheduling decisions. Our work was done prior to NextGen MapReduce and we focus on the original
MapReduce system, which features a single JobTracker in each system.

1
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upgrade the existing cluster to meet increased service demand, comprehensive evaluation on
a hypothetical MapReduce system is invaluable. Such capability can save unnecessary cost
and time to build and evaluate a real cluster.

The same problem exists for system researchers. Firstly, large amount of resources are hard
to obtain and be committed for relevant research. This concern was also raised in a panel
discussion [5] that researchers from both academia and industry find it hard to find large
enough clusters to do research that has enough scale to be relevant. Moreover, even if the
resources are available, running real experiments consumes both time and cost. For example,
many research works try to optimize the MapReduce system, e.g. job/task scheduling algo-
rithms [60, 98], outliers elimination [19], data and virtual machine placement [75], network
traffic optimization [36], memory locality [17], novel data center network architecture [47].
To evaluate these works, researchers must run MapReduce applications with and without
their optimization, and compare the result, which consume large amount of resources and
time.

The problem calls for a simulation-based solution to evaluate hypothetical MapReduce sys-
tems. As in VLSI industry where massive simulations are performed to verify the design of a
chip before it is manufactured, a handy MapReduce simulator can help evaluate hypothetical
MapReduce systems. Experiments on real hardware are still an important step toward total
commitment, but they can be done with more confidence and less surprises after extensive
simulations. If simulation already reveal possible flaws, the experiments can be avoided.
Furthermore, certain research like scheduler design and evaluation must be done using a
simulator. Running schedulers on real clusters exclude comparing schedulers against the
same workload, unless the workload duration is long enough (at least a day, in some cases
a week) to be representative. The turn-around time would be too long, especially during
development. Therefore, a more realistic approach is comparing schedulers against the same
workload by running them in a simulator. In fact, several works [17, 75, 98] already employ
simple simulations.

In this dissertation we propose to develop a simulation-based performance prediction frame-
work to estimate execution time of a MapReduce application if it runs in a hypothetical
MapReduce system. This basic capability can facilitate interesting use cases. The simulator
can help system researchers in studying changes in underlining MapReduce framework or
different resource allocation in cluster infrastructure, and corresponding performance impact
on application performance. The simulator can also produce estimate of application perfor-
mance before it actually finishes execution. This estimate can simply work as a hint for the
application user, or more fundamentally, help MapReduce framework make more informed
scheduling decisions. Finally, the ultimate goal that we hope the work will lead to is that
to reduce or eliminate human involvement in provisioning a MapReduce cluster or choos-
ing configurations in the MapReduce framework, and automatically optimize MapReduce
systems.
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Table 1.1: Classes of parameters specified in MRPerf.

Class Examples

Hardware
Network

Network topology
Individual connection: bandwidth, latency

Node Spec
Processors: frequency, # processors
Disks: throughput, seek latency, # disks

Software—Framework

Parameters
Data replication factor
Data chunk size
# Map and reduce slots per node

Policies
Task scheduling algorithm
Shuffle-phase data movement protocol

Software—Per job

Data layout
Data replication algorithm
Data skew in intermediate data

Job characteristics
# map tasks, # reduce tasks
Cycles-per-byte, filter-ratio
Buffer size during map phase

1.1 Challenges in MapReduce Simulations

Simulation of a MapReduce system is challenging since MapReduce is a complex distributed
system that involves multiple layers of both hardware and software. Configurations on every
layer can affect performance of an application that runs on the system. Table 1.1 lists all
classes of parameters that a simulator should model. On the hardware side, since MapReduce
systems rely heavily on data transfer between nodes, network connections and topologies
must also be modeled. In order to simulate a hypothetical cluster, the simulator must be
able to specify any number of nodes and homogeneous or heterogeneous specification of each
node including processors, memory and disks. On the software side, first, the MapReduce
framework in Hadoop can be configured with many tunable options, some of which can
affect performance directly. Also a sophisticated scheduler in the MapReduce framework
decides when and where (on which node) every task runs, and it must be implemented in
the simulator. The scheduler is especially important to simulate a workload that consists of
multiple applications. Then, some data-related issues can affect performance and must be
taken into account, including data layout and locality, data skewness, etc. Finally, different
applications have different characteristics on demands of resources and effect of resources on
performance.

Furthermore, to accurately simulate performance of a MapReduce application, a number of
challenges must be tackled:

• The right level of abstraction. If every component is simulated thoroughly, it may
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take prohibitively long to produce results; conversely, if important components are
abstracted out, the results may not be accurate.

• Data layout aware. MapReduce relies on data locality of map tasks to achieve high
performance. Performance of a MapReduce application and scheduling decisions both
depend on the underlining data layout. Therefore, it is essential to make the simulation
aware of data layout and capable of modeling different data localities.

• Resource contention aware. Each unit of resource (e.g. processor core, disk) can either
be owned by a single MapReduce task, or shared across multiple tasks, depending
on scheduling decisions made by MapReduce framework. The same task can run
faster if it owns a unit of resource, or slower if it must share the resource with other
tasks. Therefore, the simulator must model resource contention to accurately predict
performance.

• Heterogeneity modeling. Resource heterogeneity is common in large clusters. Even
in homogeneous-spec clusters, different units of resource may exhibit heterogeneous
performance characteristics.

• Input dependence. Data split during the shuffle/sort and reduce phases of a Map-
Reduce application is dependent on the input and requires special consideration for
correct simulations.

• Workload aware. A Hadoop cluster in real world can run many jobs, and performance
of individual jobs are dependent on each other. Therefore, the simulator must consider
all running jobs, the workload, together to make accurate predictions.

• Verification. A simulator is valuable only if its results can be verified on (some) real
setups. This is challenging as verifying the simulator at scale requires access to a
large number of resources, and setting the resources up under different infrastructure,
MapReduce framework configuration, and different workload.

• Performance. The simulator must run fast enough, so the cost of running the simulator
is much lower than running the application on a real cluster. Especially in the online
prediction framework, time of execution must be shorter than the time to run the real
application.

1.2 Impact

We designed, developed, and evaluated two software systems, MRPerf and an online predic-
tion framework for MapReduce.

MRPerf is a comprehensive simulator for MapReduce. The goal of MRPerf is to provide
fine-grained simulation of MapReduce setups at sub-task phase-level. It models inter- and
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intra-rack interactions over the network, and on the other hand, it also models single node
processes such as task processing and data access I/O time. Given the need for accurately
modeling network behavior, we have built MRPerf on top of the well-established ns-2 net-
work simulator. The design of MRPerf is flexible, and allows for capturing a wide-variety
of Hadoop setups. To use the simulator, one needs to provide node specification, cluster
topology, data layout, and job description. The output is a detailed phase-level execution
trace that provides job execution time, amount of data transferred, and time-line of each
phase of the task. The output trace can also be visualized for analysis. We validated the
MRPerf simulator on a 40-node cluster using Terasort application at both job-level and sub-
task phase-level. We have used MRPerf to study performance of MapReduce systems under
multiple use cases.

Furthermore, we created an online prediction framework for MapReduce, which runs within
a live MapReduce system. It can predict with high accuracy execution of applications and
tasks within a short window (seconds to hours) in the future. In a way, the MapReduce
systems in the future given the current workload is a hypothetical system, and predicting
application execution in the future, which the online prediction framework exactly targets,
is also predicting application performance in a hypothetical MapReduce system. We use a
linear regression model to predict task execution time based on the linear correlation between
execution time and input data size of a task. Then we run periodical simulations to predict
execution traces including future scheduling decisions on which task will run next, how long
each job will execute, etc. We evaluated our prediction model and the framework in a small
cluster. Predictions can be useful to implement certain system features including prefetching
and dynamically adapting scheduler.

1.3 Contributions

This dissertation makes the following contributions:

1. To understand what are the critical factors that affect performance of MapReduce
applications in order to build a comprehensive model for the simulator, we empirically
studied performance of MapReduce applications in detail. We manually profiled each
task in a MapReduce application, created detailed performance model for each type
of tasks including resources involved in each sub-task phase and dependency between
these phases. We also model how multiple processes share the same unit of resource,
and the impact on performance from such sharing.

2. We designed and implemented the MRPerf simulator that can simulate a MapReduce
workload on a specific cluster, following the model we developed. We validated the
simulation results using a 40-node cluster. Our MRPerf simulator is the first full-
featured MapReduce simulator, and still remains the most sophisticated MapReduce
simulator to date with both workload support and resource contention awareness.
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3. We applied the MRPerf simulator to study problems that cannot be easily studied
using real MapReduce systems, e.g. alternative network topology in a cluster, impact
of data locality on application performance, impact of task schedulers on application
performance, alternative resource organization in a cluster.

4. We developed the first online simulation-based monitoring and prediction framework
for Hadoop MapReduce systems. Our online prediction framework continuously mon-
itors and learns performance characteristics of both applications and resources and
applies these characteristics into predictions. We also integrated our insights and
knowledge learned from developing the performance model and building the MRPerf
simulator into Hadoop MapReduce itself, and implemented a simulation-based predic-
tion engine that predicts task execution in a live MapReduce cluster.

5. We define a framework on how simulation-based prediction can be implemented and
leveraged in MapReduce systems and define the key problems to solve in this frame-
work. The framework can facilitate future research in related areas. Researchers can
focus on one or more of these key problems and advance the field.

1.4 Dissertation Organization

The rest of the dissertation is organized as follows. Chapter 2 introduces background on the
MapReduce programming model and the Hadoop MapReduce system, and discusses research
works that are related to this dissertation. Chapter 3 presents the design, implementation,
validation, and evaluation of the MRPerf simulator. First we describe the performance
model we derived for MapReduce systems. Then we show how MRPerf simulator is designed
and implemented and how it works. We validate the MRPerf simulator using a 40-node
cluster. Finally we evaluate MRPerf by showing a number of scenarios on how MRPerf
can be applied. Chapter 4 presents two case studies on how MRPerf can benefit research
on novel system designs. The first case studied is scheduler design and comparison, and
the second case is usage of shared storage in Hadoop clusters. Chapter 5 focuses on the
online prediction framework. We demonstrate that task execution in Hadoop MapReduce
systems can be predicted, present how we leverage linear regression and online simulation to
implement the online prediction framework, and results show that our framework can achieve
high prediction accuracy while incurring negligible overhead. Finally chapter 6 summarizes
the dissertation and points out future directions.



Chapter 2

Background and Related Work

In this chapter, we first overview the MapReduce programming model and how typical Map-
Reduce clusters are designed. Then we review related work including performance monitor-
ing and modeling of Hadoop/MapReduce and optimization of Hadoop/MapReduce, other
MapReduce simulators, and research based on traces.

2.1 MapReduce Model

MapReduce applications are built following the MapReduce programming model, which
consists of a map function and a reduce function. Input to an application is organized in
records, each of which is a < k1, v1 > pair. The map function processes all records one by
one, and for each record outputs a list of zero or more < k2, v2 > records. Then all < k2, v2 >
records are collected and reorganized so that records with the same keys (k2) are put together
into a < k2, list(v2) > record. These < k2, list(v2) > records are then processed by the reduce
function one by one, and for each record the reduce function outputs a < k2, v3 > pair. All
< k2, v3 > pairs together coalesce into the final result. Map and reduce functions can be
summarized in the following equations.

map(< k1, v1 >)→ list(< k2, v2 >) (2.1)

reduce(< k2, list(v2) >)→< k2, v3 > (2.2)

The MapReduce model is simple to understand yet very expressive. Many large-scale data
problems can be mapped onto the model using one or multiple steps in MapReduce. Fur-
thermore, the model can be efficiently implemented to support problems that deal with large
amount of data using large number of machines. The size of data processed is usually so
large that the data cannot fit on any single machine. Even moving the data without losing

7
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Figure 2.1: Standard Hadoop cluster architecture.

any part of it is not trivial. Therefore, in a typical MapReduce framework, data are divided
into blocks and distributed across many nodes in a cluster and the MapReduce framework
takes advantage of data locality by shipping computation to data rather than moving data
to where it is processed. Most input data blocks to MapReduce applications are located
on the local node, so they can be loaded very fast and reading multiple blocks can be done
on multiple nodes in parallel. Therefore, MapReduce can achieve very high aggregate I/O
bandwidth and data processing rate.

2.2 An Overview of Hadoop MapReduce Clusters

Hadoop [21] is an open-source Java implementation of the MapReduce [39] framework. In
the following, we will describe typical cluster infrastructure based on tree topology across
racks, Hadoop distributed file system (HDFS), and Hadoop MapReduce framework.

2.2.1 Hadoop Cluster Infrastructure

In a typical Hadoop cluster, nodes are organized into racks as shown in Figure 2.1. All nodes
in a rack are connected to a rack switch, and all rack-switches are then connected via high-
bandwidth links to core switches. For simplicity, the topology can be abstracted into two
layers, intra-rack connections to all nodes within a rack and inter-rack connections across
racks. Inter-rack connections usually have a higher bandwidth than intra-rack connections.
However, an inter-rack connection is shared by all nodes in the rack, and per-node bandwidth
share of the inter-rack connection is usually much lower than bandwidth of the intra-rack
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connection. Therefore, inter-rack connections are still a scarce resource. To efficiently utilize
the high aggregated bandwidth within a rack, applications should limit network traffic within
a rack whenever possible.

2.2.2 Hadoop Distributed File System (HDFS)

In addition to a MapReduce runtime, Hadoop also includes the Hadoop Distributed File
System (HDFS) that is a distributed file system very similar to GFS [45]. HDFS consists
of a master node called NameNode, and slave nodes called DataNodes. HDFS divides the
data into fixed-size blocks (chunks) and spreads them across all DataNodes in the cluster.
Each data block is typically replicated three times with two replicas placed within the same
rack and one outside. The Namenode keeps track of which DataNodes hold replicas of which
block.

2.2.3 MapReduce

On top of HDFS, Hadoop MapReduce is the execution framework for MapReduce appli-
cations. MapReduce consists of a single master node called JobTracker, and worker nodes
called TaskTrackers. Note that MapReduce TaskTrackers run on the same set of nodes that
HDFS DataNodes run on.

Users use the MapReduce framework by submitting a job, which is an instance of a Map-
Reduce application, to the JobTracker. The job is divided into map tasks (also called
mappers) and reduce tasks (also called reducers), and each task is executed on an available
slot in a worker node. Each worker node is configured with a fixed number of map slots, and
another fixed number of reduce slots. If all available slots are occupied, pending tasks must
wait until some slots are freed up.

For each input data block to process, a map task is scheduled to process it. MapReduce
honors data locality, which means the map task and the input data block it will process
should be located as close to each other as possible, so the map task can read the input data
block incurring as little network traffic as possible.

Number of map tasks is dictated by number of data blocks to be processed by the job. Unlike
map tasks, number of reduce tasks in a job is specified by the application. Reduce tasks are
started as soon as map tasks are started, but will only move output of map tasks. According
to a partitioning function, records with the same key are moved to be processed by the same
reduce task.

After all map tasks finish, all reduce tasks soon finish moving output of last map tasks, they
move from shuffle phase into reduce phase. In this final reduce phase, the reduce function is
called to process the intermediate data and write final output.
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2.3 Distributed Data Processing Systems

Large-scale data processing is a universal problem in the Big Data context, and MapReduce
is just one solution. Many other systems also focus on various types of data processing ap-
plications. Dryad [59], SCOPE [32], Piccolo [81], Spark [99,100] are various general purpose
systems for large-scale data processing. NextGen MapReduce [6], also known as YARN or
MRv2 in newer versions of Hadoop, and ThemisMR [83] are attempts to improve the current
Hadoop MapReduce implementation. Mesos [54] is a resource manager for multiple systems
including MapReduce, Spark and MPI to share cluster resources. Several frameworks are
designed for specific type of computing. HaLoop [27] enhances Hadoop MapReduce to bet-
ter support iterative computing. Pregel [68] is a system specialized for large-scale graph
computing. Kineograph [35] and discretized streams [101] are systems for stream processing.

The sorting benchmark [7] has seen several efforts using large-scale data processing systems
since Yahoo! claimed the record using Hadoop MapReduce in 2008 [72] and 2009 [74],
TritonSort [84] claimed the record in 2010 and 2011 using a balanced system design and
optimized software. Flat Data Storage [70], a file system built on top of an advanced network
topology, once again set the new record in 2012.

2.4 MapReduce Performance Monitoring

Porter [80] uses X-Trace [42] to instrument HDFS, the distributed file system underlining
MapReduce. Execution traces collected offline can generate visualization of causal relation-
ship between tasks and provide insights for system execution. Hence it can help developers
to find performance bugs. Chukwa [25] is a related effort to create a scalable performance
monitoring system. Chukwa was designed to be scalable with a lot of emphasis on how data
is collected, aggregated, and analyzed efficiently. Tan et al. [90] propose a few interesting
visualizations for execution of MapReduce applications, and automatic diagnosis of potential
problems, again to help developers to find bugs. MR-Scope [55] does interesting real-time vi-
sualizations for MapReduce applications and HDFS data blocks, and enables administrators
and developers to monitor health of a cluster and applications.

2.5 MapReduce Performance Modeling

Krevat et al. [63] developed a optimistic performance model that considers data movement
as resource bottleneck and estimates optimal execution time of MapReduce applications by
calculating shortest time needed to move data. Evaluation shows that MapReduce imple-
mentation from both Google and Hadoop are not nearly as efficient as estimated. They
also developed a minimal framework to run the applications to prove that the estimates are
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indeed achievable. Their performance model for Hadoop is only based on data movement,
and ignores other resource bottlenecks like processors and network traffic. In large clusters
with multiple racks, cross-rack traffic is likely going to be a significant bottleneck. Another
limitation is that the model is for one job rather than for a workload of jobs, but should
be straight-forward to be extended. Song [88] describes a model for MapReduce applica-
tions with a flavor of queuing theory. The workload considered is homogeneous with many
instances of the same job, and the model focuses on predicting waiting time for map and
reduce tasks. Another model [51] used by Starfish [53] divides tasks into stages and model
each stage with a different model. The model considers all resources including processor,
disks, and network. It is very similar to what is implemented in our MRPerf simulator.

2.6 Hadoop/MapReduce Optimization

Lots of work tries to improve Hadoop MapReduce or similar systems. A representative list
of papers is mentioned here but this list is by no means complete. HPMR [85] implemented
prefetching and pre-shuffling in a plugin for Hadoop MapReduce. MapReduce online [37]
enhances the data movement in Hadoop MapReduce and integrates online aggregation [50]
into MapReduce. MOON [64] proposes to harness the aggregated computing power of idle
workstations to run MapReduce jobs. Mantri [19] identifies outliers in MapReduce systems
and protect against performance issues caused by outliers. Scarlett [16] relaxes the restriction
in MapReduce systems that all data blocks are replicated with the same number of copies.
More replicas are created for more popular contents to alleviate hotspots in the systems.
Orchestra [36] analyzes the network traffic pattern in typical MapReduce and similar data-
intensive applications, and proposes global network scheduling algorithms to improve overall
application performance. PACMan [18] implements a distributed memory cache service
for MapReduce and Dryad systems, so data blocks that are accessed multiple times can
be placed in the distributed memory cache after the first access, and subsequent accesses
can be serviced directly from memory, improving both access latency and reducing load on
disks. Two cache eviction algorithms are proposed in PACMan specifically for MapReduce
workloads. Finally, [57, 58, 79, 102,104] optimize MapReduce in specific environments.

The original task scheduler in Hadoop MapReduce was the naive first-come-first-serve (FCFS)
scheduler. A major drawback of FCFS is that a single large job can block all subsequent
small jobs. Fairness cannot be guaranteed trivially in MapReduce because data locality
must be maintained. To achieve fairness as well as maintain data locality, multiple sched-
ulers [20, 60, 98] were proposed.

A specific area of MapReduce optimization is query optimization with particular interest
from the database community. As MapReduce becomes popular and proved its capability
to process large amount of data, higher-level query-based programming frameworks on top
of MapReduce or Dryad emerge that translate queries into execution plans consisting of
MapReduce or Dryad tasks. Quality of the generated query plan from the same query can
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result in up to 1000x performance difference. Several papers [11,56,62,97,103] try to optimize
execution plans generation as well as underlining system support for query execution in these
systems. A different approach is taken by HadoopDB [8, 9], which is developed after their
preliminary work [76] that compares MapReduce against DBMS, and demonstrates databases
are more efficient than MapReduce. HadoopDB utilizes the communication protocol between
nodes in Hadoop, but replaces execution in each single node with database execution engines.
It largely improved performance of vanilla Hadoop for running database jobs, and kept the
capability to express complicated tasks and the ease-of-use of Hadoop.

2.7 Simulation-Based Performance Prediction for Map-

Reduce

Our MRPerf simulator [95] was an early effort to predict performance of MapReduce applica-
tions. Prior to MRPerf, Cardona et al. [30] implemented a simple simulator for MapReduce
workloads to evaluate scheduling algorithms. After we developed our MapReduce simulator
MRPerf, it inspired quite a few other efforts to create simulators for MapReduce. Roughly
they can be classified into two categories: simulators for evaluating schedulers and simulators
targeting individual jobs

2.7.1 MapReduce Simulators for Evaluating Schedulers

The aforementioned simulator implemented by Cardona et al. [30] was a first example of
MapReduce simulator for evaluating schedulers. Mumak [69] leverages the available Hadoop
code to run its scheduler, and abstracts out all other components into simulation. The
actual scheduler runs within a simulated world, and keep making scheduling decisions for
simulated tasks. SimMR [94] is implemented from scratch. It does not run entire schedulers
implemented in Hadoop code, and no other overhead from Hadoop code base is involved. So
SimMR is much faster than Mumak. All above 3 simulators are trace-driven, and models
tasks from an input trace in coarse grain without considering possible performance difference
due to resource contention. As a result, a simulation run done by these simulators should
be pretty quick (within seconds or minutes).

2.7.2 MapReduce Simulators for Individual Jobs

Several other efforts, including HSim [67], MRSim [48], SimMapReduce [91], and what-
if engine which is part of Starfish [52, 53], all try to predict application performance of
individual MapReduce jobs. These simulators are not workload-aware, e.g. they cannot
predict performance of a MapReduce job that runs on a cluster when other jobs are also
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Table 2.1: Comparison of MapReduce simulators.
based on Workload-aware Resource-contention-aware

MRPerf ns-2 yes yes
Cardona et al. GridSim yes no

Mumak Hadoop yes no
SimMR from scratch yes no
HSim from scratch no yes
MRSim GridSim no yes

SimMapReduce GridSim no yes
Starfish what-if engine from scratch no yes

running. These simulators, however, model performance of an application in fine grain, i.e.
with sub-task stages, so they can model resource contention where multiple tasks share the
same resource and will run slower. Each of these simulator is built upon a slightly different
performance model.

2.7.3 Limitations of Prior Works

Prior simulators on evaluting schedulers are trace-driven and aware of other jobs in a work-
load, but are limited in that they are not aware of resource contention, so tasks execution
time may not be accurate. Previous works on predicting application performance are aware
of resource contention but are limited because they are not aware of other jobs in a workload,
so they are not applicable unless only one job runs on a cluster. MRPerf achieves benefit
of both, i.e. it is both workload-aware and resource-contention aware. Table 2.1 shows a
comparison of advantages and drawbacks of all MapReduce simulators. The only draw-
back of MRPerf is that it was implemented based on ns-2, a packet-level network simulator,
and its performance is much worse than other simulators. By porting the existing MRPerf
framework onto a faster network simulator, we believe all three merits can be achieved by
MRPerf.

2.7.4 Simulation Framework for Grid Computing

A closely related large-scale distributed computing paradigm is Grid computing [43]. Grid
computing is well-established and has been used to solve large-scale problems using dis-
tributed resources. It addresses similar issues as MapReduce, but with a grander scope. A
variety of simulators have been developed to model and simulate the performance of Grid
systems including Bricks [13], Microgrid [89], Simgrid [31], GridSim [28], GangSim [41], and
CloudSim [29]. In fact, several MapReduce simulators [30, 48, 91] were built upon GridSim
to leverage its implementation on core simulation techniques and network simulation.
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2.8 Trace-Based Studies

Several simulators, including our MRPerf, are driven by traces. But a major hurdle in these
research is obtaining realistic traces. Only companies or institutes that runs large-scale
Hadoop clusters and their collaborators have access to these traces, and efforts to make
these traces public were not effective.

Kavulya et al. [61] analyzed Hadoop logs of 171,079 jobs executed on the 400-node M45
supercomputing cluster during April 2008 to April 2009. The jobs are mainly research ori-
ented applications. The authors revealed many statistical aspects of the trace, and applied
machine-learning techniques to predict execution time of jobs as the trace proceeds. Un-
fortunately the error rate is pretty high (26%). Zaharia et al. [98] introduced and analyzed
a trace collected at Facebook during a week in October 2009. Jobs are categorized into
pools based on size in terms of number of map tasks. Then the authors used synthesized
traces based on percentage of jobs in each pool to drive their simulation. Chen et al. [34]
analyzed two traces, one from a 600-machine Facebook cluster that covers 6 months from
May 2009 to October 2009 (This is a different trace from the one used in [98]), and another
from a 2000-machine Yahoo! cluster that is collected during 3 weeks in Feburary and March
2009. The authors applied k-means algorithm to categorize jobs in each trace into classes
based on size in terms of map input size, map output size, reduce output size, duration, map
time, and reduce time. The author also developed a mechanism to synthesize new repre-
sentative Facebook-like or Yahoo!-like traces from the two available traces. Chen et al. [33]
expanded their analysis to multiple traces from Cloudera customers and one extra trace from
Facebook. This analysis focus on small jobs created by interactive queries executed on top
of MapReduce. Ananthanarayanan et al. [19] used 9 2-day traces collected from Microsoft
clusters to drive their simulation to evaluate their outlier elimination mechanisms. Google
has published two traces [49, 96] from their Cloud Backend, but these traces are collected
at a lower level than MapReduce [87], and cannot be directly used to drive a MapReduce
simulator.

2.9 MapReduce Applications

Another research direction is per-application performance modeling and prediction. Instead
of studying a workload consisting of various kinds of applications, one can focus on one
type of application and derive accurate performance models and achieve high prediction
accuracy due to less noise. Usually users running these applications are most interested in
performance characteristics of their applications. However, due to very different hardware
and software deployment in different users’ clusters, MapReduce applications often cannot be
directly compared to each other. Therefore, public information about individual applications
is quite limited. Without knowledge of applications run in production, no simulator can
predict performance of the applications with reasonable accuracy.
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In our research, we have found applications with open-source implementation or applica-
tions with description from [21,40,65,76,94], and use these applications as our collection of
standard applications.

In reality, many MapReduce jobs are created by higher-level layer of application frameworks,
e.g. Pig [44, 71], Hive [92, 93], HAMA [86], etc. These generated jobs a large portion of all
jobs running in production clusters in companies, and their performance models are usually
not similar as the models of the native MapReduce applications covered above. Therefore, it
is also important to study tasks created from these higher-level frameworks, in order to cover
all tasks on a cluster. These jobs are also a special case of jobs that follow dependencies,
e.g. job B and C must execute after job A finishes. Another related type of applications are
iterative in nature, e.g. calculating PageRank [26] of a collection of web pages.



Chapter 3

MRPerf: A Simulation Approach to
Evaluating Design Decisions in
MapReduce Setups

Cloud computing is emerging as a viable model for enabling fast time-to-solution for modern
large-scale data-intensive applications. The benefits of this model include efficient resource
utilization, improved performance, and ease-of-use via automatic resource scheduling, allo-
cation, and data management. Increasingly, the MapReduce [40] framework is employed for
realizing cloud computing infrastructures, which simplifies the application development pro-
cess for highly-scalable computing infrastructures. Designing a MapReduce setup involves
many performance critical design decisions such as node compute power and storage capac-
ity, choice of file system, layout and partitioning of data, and selection of network topology,
to name a few. Moreover, a typical setup may involve tuning of hundreds of parameters to
extract optimal performance. With the exception of some site-specific insights, e.g., Google’s
MapReduce infrastructure [38], this design space is mostly unexplored. However, estimat-
ing how applications would perform on specific MapReduce setups is critical, especially for
optimizing existing setups and building new ones.

In this paper, we adopt a simulation approach to explore the impact of design choices in
MapReduce setups. We are concerned with how decisions about cluster design, run-time pa-
rameters, multi-tenancy and application design affect application performance. We develop
an accurate simulator, MRPerf, to comprehensively capture the various design parameters
of a MapReduce setup. MRPerf can help quantify the affect of various factors on application
performance, as well as capture the complex interactions between the factors. We expect
MRPerf to be used by researchers and practitioners to understand how their MapReduce
applications will behave on a particular setup, and how they can optimize their applications
and platforms. The overarching goal is to facilitate MapReduce deployment via use of MR-
Perf as a feedback tool that provides systematic parameter tuning, instead of the extant
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inexact trial-and-error approach.

Current trends show that MapReduce is considered a high-productivity alternative to tra-
ditional parallel programming paradigms for enterprise computing [14, 21, 38] as well as
scientific computing [10, 82]. Although MapReduce, especially its Hadoop [21] implementa-
tion, is widely used, its performance for specific configurations and applications is not well
understood. In fact, a quick survey of related discussion forums [3] reveals that most users
are relying on rules-of-thumb and in-exact science; for example it is typical for system de-
signers to simply copy/scale another installation’s configuration without taking into account
their specific applications’ needs. However, to achieve optimum system design, the scale
and complexity of MapReduce setups create a deluge of parameters that require tuning,
testing, and evaluating for optimum system design. MRPerf aims to answer questions being
asked by the community about MapReduce setups: How well does MapReduce scale as the
cluster size grows large, e.g., 10,000-nodes? Can a particular cluster setup yield a desired
I/O throughput? Can a MapReduce application provide linear speed-ups as number of ma-
chines increases? Moreover, MRPerf can be used to understand the sensitivity of application
performance to platform parameters, network topology, node resources and failure rates.

Building a simulator for MapReduce is challenging. First, choosing the right level of com-
ponent abstraction is an issue: If every component is simulated thoroughly, it will take
prohibitively long to produce results; conversely, if important components are not thor-
oughly modeled, results may lack desired accuracy and detail. Second, the performance of
a MapReduce application depends on the data layout within and across racks and the asso-
ciated job scheduling decisions. Therefore, it is essential to make MRPerf layout-aware and
capable of modeling different scheduling policies. Third, the shuffle/sort and reduce phases
of a MapReduce application are dependent on the input and require special consideration for
correct simulations. Fourth, correctly modeling failures is critical, as failures are common in
large scale commodity clusters and directly affect performance. Finally, verifying MRPerf at
scale is complex as it requires access to a large number of resources, and setting the resources
up under different network topologies, per-node resources, and application behaviors. The
goal of MRPerf is to take on these challenges and answer the above questions, as well as
explore the impact of factors such as data-locality, network topology, and failures on overall
performance.

We have successfully verified MRPerf using a medium-scale (40-node) cluster. Moreover, we
used MRPerf to quantify the impact of data-locality, network topology, and failures using
representative MapReduce applications running on a 72-node simulated Hadoop setup, and
gained key insights. For example, for the TeraSort [4] application, we found that: advanced
cluster topologies, such as DCell [47], can improve performance upto 99% compared to a
common Double rack topology; data locality is crucial to extracting peak performance with
a node-local task placement performing 284% better than rack-remote placement in the
Double rack topology; and MapReduce can tolerate failures in individual tasks with small
impact, while network partitioning can reduce the performance by 60%.
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Table 3.1: MapReduce setup parameters modeled in MRPerf.
Category Example
Cluster parameters

• Node CPU, RAM, and disk charactersitics

• Node & Rack heterogeneity

• Network topology (inter & intra-rack)

Configuration parameters
• Data replication factor

• Data chunk size used by the storage layer

• Map and reduce task slots per node

• Number of reduce tasks in a job

Framework parameters
• Data placement algorithm

• Task scheduling algorithm

• Shuffle-phase data movement protocol.

3.1 Modeling Design Space

We are faced with modeling the complex interactions of a large number of factors, which
dictate how an application will perform on a given MapReduce setup. These factors can
be classified into design choices concerning infrastructure implementation, application man-
agement configuration, and framework management techniques. A summary of key design
parameters modeled in MRPerf is shown in Table 3.1.

MapReduce infrastructures typically encompass a large number of machines. A rack refers
to a collection of compute nodes with local storage. It is often installed on a separate
machine-room rack, but can also be a logical subset of nodes. Nodes in a rack are usually a
single network hop away from each other. Multiple racks are connected to each other using
a hierarchy of switches to create the cluster. Thus, the infrastructure design parameters
involve varying node capabilities and interconnect topologies. In, MRPerf, we categorize
these critical parameters as cluster parameters, and they can have a profound impact on
overall system performance.

The ease-of-use of the MapReduce programming model comes from its ability to automat-
ically parallelize applications — most MapReduce applications are embarrassingly parallel
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in nature — to run across a large number of resources. Simply put, MapReduces splits an
application’s input dataset into multiple tasks and then automatically schedules these tasks
to available resources. The exact manner in which a job’s data gets split, and when and on
what resources the resulting tasks are executed, is influenced by a variety of configuration
parameters, and is an important determinant of performance. These parameters capture
inherent design trade-offs. For example: Splitting data into large chunks yields better I/O
performance (due to larger sequential accesses), but reduces the opportunity for running
more parallel tasks that are possible with smaller chunks; Replicating the data across mul-
tiple racks provides easier task scheduling and better data locality, but increases the cost of
data writes (requiring updating multiple copies) and slows down initial data setup.

Finally, design and implementation choices within a MapReduce framework also affect ap-
plication performance. These framework parameters capture setup management techniques,
such as how data is placed across resources, how tasks are scheduled, and how data is trans-
ferred between resources or task phases. These parameters are inter-related. For instance,
an efficient data placement algorithm would make it easy to schedule tasks and exploit data
locality.

The job of MRPerf is further complicated by the fact that the impact of a specific factor
on application behavior is not constant in all stages of execution. For example, the network
bandwidth between nodes is not an important factor for a job that produces little interme-
diate output if the map tasks are scheduled on nodes that hold the input data. However,
for the same application, if the scheduler is not able to place jobs near the data (e.g. if the
data placement is skewed), then network bandwidth between the data and compute nodes
might become the limiting factor in application performance. MRPerf should model these
interactions to correctly capture the performance of a given MapReduce setup.

3.2 Design

In this section, we present the design of MRPerf. Our prototype is based on Hadoop [21],
the most widely-used open-source implementation of the MapReduce framework.

3.2.1 Architecture Overview

The goal of MRPerf is to provide fine-grained simulation of MapReduce setups at sub-phase
level. On one hand, it models inter- and intra-rack interactions over the network, on the
other hand, it models single node processes such as task processing and data access I/O
time. Given the need for accurately modeling network behavior, we have based MRPerf on
the well-established ns-2 [2] network simulator. The design of MRPerf is flexible, and allows
for capturing a wide-variety of Hadoop setups. To use the simulator, one has to provide
node specification, cluster topology, data layout, and job descriptionThe output is a detailed
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Figure 3.1: MRPerf architecture.

phase-level execution trace that provides job execution time, amount of data transferred,
and time-line of each phase of the task. The output trace can also be visualized for analysis.

Figure 3.1 shows the high-level architecture of MRPerf. The input configuration is provided
in a set of files, and processed by different processing modules (readers), which are also
responsible for initializing the simulator. The ns-2 driver module provides the interface for
network simulation. Similarly, the disk module provides modeling for the disk I/O. Although
we use a simple disk model in this study, the disk module can be extended to include advanced
disk simulators such as DiskSim [1]. All the modules are driven by the MapReduce Heuristics
module (MRH) that simulates Hadoop’s behavior. To perform a simulation, MRPerf first
reads all the configuration parameters and instantiates the required number of simulated
nodes arranged in the specified topology. The MRH then schedules tasks to the nodes based
on the specified scheduling algorithm. This results in each node running its assigned job,
which further creates network traffic (modeled through ns-2) as nodes interact with each
other. Thus, a simulated MapReduce setup is created.

We make two simplifying assumptions in MRPerf. (i) A node’s resources, i.e., processors and
disks, are equally shared among tasks assigned concurrently to the node. (ii) MRPerf does
not model OS-level asynchronous prefetching. Thus, it only overlaps I/O and computation
across threads and processors (and not in a single thread). These assumptions may cause
some loss in accuracy, but greatly improve overall simulator design and performance.

3.2.2 Simulating Map and Reduce Tasks

MRPerf employs packet-level simulation and relies on ns-2 for capturing network behavior.
The main job of MRPerf is to simulate the map and reduce tasks, manage their associated
input and output data, make scheduling decisions, and model disk and processor load. To
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model a setup, MRPerf creates a number of simulated nodes. Each node has several proces-
sors and a single disk, and the processing power is divided equally between the jobs scheduled
for the node. Also, each simulated node is responsible for tracking its own processor and
disk usage, and other statistics, which is periodically written to an output file.

Our design makes extensive use of the TcpApp Agent code in ns-2 to create functions that
are triggered (called-back) in response to various events, e.g., receiving a network packet.
MRPerf utilizes four different kinds of agents, which we discuss next. Note that a node can
run multiple agents at the same time, e.g., run a map task and also serve data for other
nodes. Each agent is a separate thread of execution, and does not interfere with others
(besides sharing resources).

3.2.2.1 Tracking job progress

The main driver for the simulator is a Job Tracker that is responsible for spawning map
and reduce tasks, keeping a tab on when different phases complete, and producing the final
results. Figure 3.2 shows the control flow diagram for the Job Tracker. Most of the behavior
is modeled in response to receiving messages from other nodes. However, the Job Tracker also
has to perform tasks, such as starting new map and reduce operations as well as bookkeeping,
which are not in response to explicit interaction messages. MRPerf uses a heartbeat trigger
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to initiate such Job Tracker functions, and to capture the correct MapReduce behavior.

3.2.2.2 Modeling map task

Receipt of a message from the Job Tracker to start a map task results in the sequence of
events shown in Figure 3.3(a). (i) A Java VM is instantiated for the task. (ii) Necessary data
is either read from the local disk or requested remotely. If a remote read is necessary, a data
request message is sent to the node that has the data, and the process stalls until a reply with
the data is received. (iii) Application-specific map, sort, and spill operations are performed
on the input data until all of it has been consumed. (iv) A merge operation, if necessary, is
performed on the output data. Finally, (v) a message indicating the completion of the map
task is returned to the Job Tracker. The process then waits for the next assignment from
the Job Tracker.

3.2.2.3 Modeling reduce task

The reduce task is also initiated upon receiving a message from the Job Tracker. The
sequence of events in this task, as shown in Figure 3.3(b), are as follows. (i) A message is
sent to all the corresponding map tasks to request intermediate data. (ii) Intermediate data
is processed as it is received from the various map tasks. If the amount of data exceeds a
pre-specified threshold, an in-memory or local file system merge is performed on the data.
These two steps are repeated until all the associated map tasks finish, and the intermediate
data has been received by the reduce task. (iii) The application-specific reduce function is
performed on the combined intermediate data. Finally, (iv) similarly as for the map task,
a message indicating the completion of the reduce task is sent to the Job Tracker, and the
process waits for its next assignment.

3.2.2.4 Simulating data access

Another critical task in MRPerf is properly modeling how data is accessed on a node. This
is achieved through a separate process on each simulated node, which we refer to as the
Data Manager. Briefly, the main job of the Manager is to read data (input or intermediate)
from the local disk in response to a data request, and send the requested items back to the
requester. Separating data access from other tasks has two advantages. First, it models the
network overhead of accessing a remote node. Second, it provides for extending the current
disk model with more advanced simulators, e.g., DiskSim [1].

Finally, to reduce simulation overhead, we do not perform packet-level simulations for the
actual data, which is done only for the meta-data. Instead, we use the size of the data and
the bandwidth observed through ns-2 to calculate transfer times for calculating overall task
execution times.
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<topo>

<machine_type> ... </machine_type>

<machine_type> ... </machine_type>

<switch_type> ... </switch_type>

<rack_group>

<compute_node_group>

<machine>Demo Cluster Spec</machine>

<node_index>00</node_index>

<node_index>01</node_index>

<node_index>02</node_index>

<node_index>03</node_index>

</compute_node_group>

<switch>

<switch>Demo switch</switch>

<switch_index>1</switch_index>

</switch>

<rack_index>1</rack_index>

<rack_index>2</rack_index>

<name>rg1</name>

</rack_group>

<router>

<connect_to_group>

<rack_group_name>rg_rg0</rack_group_name>

<switch_index>1</switch_index>

</connect_to_group>

<name>r1</name>

</router>

</topo>

Example 1: Topology specification.

3.2.3 Input Specification

The user input needed by MRPerf can be classified into three parts: cluster topology speci-
fication, application job characteristics, and the layout of the application input and output
data. MRPerf relies on ns-2 for network simulation, thus, any topology supported by ns-2
is automatically supported by MRPerf. The topology is specified in XML format, and is
translated by MRPerf into TCL format for use by ns-2. Example 1 shows a sample topology
specification.

To capture job characteristics, we assume that a job has simple map and reduce tasks, and
that the computing requirements are dependent on the size, and not content, of the data. For
accuracy, several sub-phases within a map task are modeled separately, e.g., JVM start, single
or multiple rounds of map operations, sort and spill, and a possible merge. Compute time for
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<job>

<jvm_start_cost>5.0*1000*1000*1000</jvm_start_cost>

<map>

<cycles_per_byte>20</cycles_per_byte>

<sort_cycles_per_byte>50</sort_cycles_per_byte>

<merge_cycles>1.0*1000*1000*1000</merge_cycles>

<filter_ratio>

<uniform>

<min>0.5</min>

<max>1</max>

</uniform>

</filter_ratio>

</map>

<reduce>

<merge_cycles>5.0*1000*1000*1000</merge_cycles>

<cycles_per_byte>20</cycles_per_byte>

<filter_ratio>

<uniform>

<min>1</min>

<max>1</max>

</uniform>

</filter_ratio>

</reduce>

<average_record_size>10</average_record_size>

<job_tracker>n_rg0_0_ng0_1</job_tracker>

<name_node>n_rg0_0_ng0_0</name_node>

<input_dir>data</input_dir>

<output_dir>output</output_dir>

</job>

Example 2: Job specification.

each data-size-dependent sub-phase is captured using a cycles/byte parameter. Thus, a set
of cycles/byte measured for each of the sub-phases provides a mean for specifying application
behavior. Some application phases do not involve input-dependent computation, rather fixed
overheads, e.g., connection setup times. These steps are captured by measuring the overhead
and using it in the simulator. Example 2 shows a sample job specification.

The data layout provides the location of each replica of each data block on the simulated
nodes. Example 3 shows a sample data layout.

Some of the input parameters are derived from the physical cluster topology being modeled,
while others can be collected by profiling a small-scale MapReduce cluster or running test
jobs on the target cluster.
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<layout>

<dir name="data">

<file name="file_00000000">

<chunk id="0">

<rep>d_rg0_0_ng0_0_disk0</rep>

<rep>d_rg0_0_ng0_1_disk0</rep>

</chunk>

<chunk id="1">

<rep>d_rg0_0_ng0_2_disk0</rep>

</chunk>

</file>

<file name="file_00000001">

<chunk id="0">

<rep>d_rg0_0_ng0_0_disk0</rep>

<rep>d_rg0_0_ng0_2_disk0</rep>

</chunk>

</file>

</dir>

</layout>

Example 3: Data layout.

3.2.4 Limitations of the MRPerf Simulator

The current implementation of MRPerf is limited to modeling a single storage device per
node, supporting only one replica for each chunk of output data (input data replication
is supported), and not modeling certain optimizations such as speculative execution. We
support simple node and link failures, but more advanced exceptions, such as a node running
slower than others or partially failing, are not currently modeled. However, we stress that
lack of such support does not restrictMRPerf’s ability to model performance of most Hadoop
setups. Nonetheless, since such support will enhance the value of MRPerf and enable us to
investigate Hadoop setups more thoroughly, addressing these limitations is the focus of our
ongoing research.

In summary, MRPerf allows for realistically simulating MapReduce setups, and its design is
extensible and flexible. Thus, MRPerf can capture a wide-range of configurations and job
characteristics, as well as evolve with newer versions of Hadoop.

3.3 Validation

We have implemented MRPerf using a mix of C++, tcl, and python code (3372 lines total)
interfaced with the ns-2 simulator. In this section, we validate performance prediction made
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Table 3.2: Studied cluster configurations.
Configuration “variable” Value(s)

Number of racks single, double
Network 1 Gbps
Nodes(total) 2, 4, 8, 16
CPU/node 2x Xeon Quad 2.5GHz
Disk/node 4x 750GB SATA

by MRPerf using performance results from a real-world application run on a medium-scale
Hadoop [21] cluster. We present results of validation on a single-rack topology and a double-
rack topology, validation at sub-phase level, detailed comparison of a single job, and look
at jobs with different input size/chunk size. Next, we present two patches we made to
Hadoop, in order to match performance prediction made by MRPerf to Hadoop. We note
that our initial evaluation focus on MRPerf’s ability to capture Hadoop behavior and result
verification. Our benchmark application makes full use of the available resources, but does
not overload them.

3.3.1 Validation Tests

In the first set of experiments, we collected data from a number of real cluster configurations
and compared it with that observed through MRPerf. Table 3.2 shows the cluster configu-
rations studied for the validation tests. For our initial tests, we used a simple point-to-point
connection when using multiple racks, however, this can be modified to more advanced
topologies as needed.

For the validation tests, we used the TeraSort application as the benchmark. TeraSort [4]
is designed for sorting terabytes of data. It samples the input data and uses map/reduce to
sort the data into a total order. TeraSort is a standard map/reduce sort, except for a custom
partitioner that uses a sorted list of N − 1 sampled keys that define the key range for each
reduce. In particular, all keys such that sample[i− 1] ≤ key < sample[i] are sent to reduce
i. This guarantees that the output of reduce i are all less than the output of reduce i+ 1.

We collect data by running TeraSort on a real Hadoop cluster with a chunk size of 64 MB
and an input of 4GB/node (i.e. 64 GB input data for 16-node cluster), and then compare
these results with those obtained through MRPerf.

3.3.1.1 Single Rack Cluster

In the first validation test, we utilize a number of compute nodes arranged in a single Hadoop
rack. We vary the number of cores from 16 to 128 (2 to 16 nodes), and observe the total
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execution time for TeraSort. Figure 3.4 shows the results for the actual runs as well as
numbers predicted by MRPerf. The break down for each case is shown in terms of map and
reduce phases. The results show that MRPerf is able to predict the map phase performance
within 3.42% of the measured values. The reduce phase simulated results are within 19.32%
of the measured values. Overall, we see that MRPerf is able to predict Hadoop performance
fairly accurately as we go from 16 to 128 cores.

3.3.1.2 Double Rack Cluster

Next, we repeated the above validation test with a two rack cluster, with racks connected
to each other over 1Gbps link. Once again, we varied the total number of resources from
16 to 128 cores, with each rack containing half the resources. Figure 3.5 shows the results.
Here, we once again observe a good match between simulated and actual measurements. The
exception is the map phase performance for the 128-core case. Here, the predicted values
are 16.99% lower than the actual processing time. On further investigation, we observed
low network throughput on the inter-rack link and some network errors reported by the
application, which we suspect are due to packet drops at the router in our experimental
testbed (possibly due to the TCP incast [77]). The network slow-down caused the map phase
taking longer than predicted since our model assumes a high-performance router connecting
the two racks. We continue to develop means for better modeling such routers within ns-2,
however, such router modeling is orthogonal to this work. Excluding the diverge of map
phase in 128-core case, MRPerf is able to predict performance within 5.22% for the map
phase and within 12.83% for the reduce phase, compared to the actual measurements.
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3.3.2 Sub-phase Performance Comparison

So far, we have presented a comparison of overall execution times obtained via simulation
and actual measurement. In the next experiment, we break a map task in further sub-phases,
namely map, sort, spill, merge, and overhead. A map reads the input data, and processes
it. The output is buffered in memory, and is sorted in memory during sort. The data is
then written to the disk during spill. If multiple spills are involved, the data is read into
memory once again for merging during merge. Finally, overhead accounts for miscellaneous
processing outside of the above sub-phases, such as message passing via network. Figure 3.6
shows the sub-phase break-up times for 16 to 128 core cluster under MRPerf and actual
measurements. Each cluster of bars labeled with a prefix of “s” stands for results from a
single-rack topology, and a prefix of “d” stands for results from a double-rack topology. The
following number is number of cores. As can be observed, MRPerf is able to provide very
accurate predictions for performance, even at sub-phase level. Once again, we see that the
network problem discussed above resulted in a larger overhead for 128-core case. However,
other sub-phases are reasonably captured by MRPerf. The other simulated results are within
error range of 13.55% compared to actual measurements.

3.3.3 Detailed Single-Job Comparison

In the next experiment, we focus on a single job and present a detailed comparison of the
job’s performance and workload under actual measurements and MRPerf. Table 3.3 shows
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Table 3.3: Detailed characteristics of a TeraSort job.
Overview Actual MRPerf
Number of map tasks 480 476
Number of reduce tasks 16 16
Total input data 32G 32G
Total output data 32G 32G

Phases Actual MRPerf
Map 220.0 220.8
Shuffle 7.4 5.4
Sort 0.5 3.4
Reduce 137.9 135.9

Map break-down Actual MRPerf
map 2.14 2.10
sort 1.12 1.19
spill 4.22 4.58
merge 4.52 4.26
overhead 1.79 1.61
sum 13.80 13.75

Data locality
Actual MRPerf

num time num time
Data-local 468 13.77 468 13.66
Rack-local 6 13.60 3 14.67
Rack-remote 6 16.10 5 21.64

the results. The selected job runs on 64 cores divided into 2 racks. Total input data size
is 32 GB. The first part of the table is the overview of the TeraSort instance used for this
test. The difference in the number of map tasks is due to the different way the input data
is generated. For the actual run, the input is generated in a distributed manner by another
application TeraGen, whereas in the simulator, input is generated randomly by data layout
generator. Our generator always produces as many full chunks as possible, but since TeraGen
works in a distributed manner, a few chunks created by it are not full-size. The second part
of the table shows the total time of the MapReduce phases, as already seen in Figure 3.5
and Figure 3.6. The last part of the table shows the average performance of map tasks in
different categories. Data-local map tasks are tasks that process data located on the same
node on which a task is running. Rack-local map tasks are tasks that process data located
in the same rack. Finally, rack-remote map tasks are tasks that process data located in
another rack. For the presented job, most map tasks are data-local, and simulation shows
similar performance for these tasks as observed through the experiments. The simulation
also produces similar mix of three categories of map tasks. Overall, even at this granularity,
the simulated results are quite similar to the actual results.
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3.3.4 Validation with Varying Input

We have so far considered various topologies and number of nodes, but have used the same
input size of 4 GB per node and a chunk size of 64 MB. Next, we fix the number of cores to
128, and study the 64 MB as well as 128 MB chunk size both under a single rack and double
rack configuration. Figure 3.7 shows the results. We also study input data size of 4GB per
node vs. 8GB per node under a single rack and double rack configuration. Figure 3.8 shows
results for different input data size. These results show that MRPerf is able to correctly
predict performance even for varying input and chunk sizes, and illustrates the simulators
capabilities in capturing Hadoop cluster behavior.

3.3.5 Hadoop Improvements

While comparing application performance as predicted by MRPerf and real application per-
formance with Hadoop we found several places where Hadoop didn’t perform as well as
predicted. In some cases we had to tweak our simulator to more closely model the Hadoop
implementation but in other cases we found that Hadoop was making sub-optimal choices
that decreased performance. In this section, we discuss two improvements we made to
Hadoop based on predictions obtained from MRPerf.

By default, during the reduce phase, Hadoop merge-sorts 10 files at a time. We found
this to be inefficient for our application and configurations and created a patch, no-merge,
which does not perform file merges at shuffle time. The effect is similar to setting Hadoop’s
io.sort.factor parameter to a large value (but the value would need to be determined
before the application is run.) However, this optimization does not come for free. To merge
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more files in one pass, more memory is needed. If total amount of memory is fixed, then
each file would get a smaller buffer, and as disk seek time cannot be amortized by the shorter
I/Os, the disk I/O performance would drop. That is why the reduce sub-phase in patched
Hadoop exhibits a slow down, as seen in Figure 3.9. We have learned that Hadoop developers
are aware of the problem and the trade-off between memory and disk I/O performance [73].

Another anomaly that we observed was that the network bandwidth during the shuffle phase
in the experimental setup was not as high as predicted by MRPerf. We found that this was
because the Hadoop framework did not have enough copy threads pulling data in parallel
over the network. The framework launches copiers at most every second. If copiers finish
quickly, new ones are not launched until the next second, which wastes available network
bandwidth. We implemented a patch, no-wait-copier, that breaks up a single thread in
Hadoop used normally for handling fetching notifications, launching copiers, and updating
finished copiers, into separate threads dedicated to each of these tasks. With this patch,
copiers are launched right after previous copiers finish, and bandwidth is utilized efficiently.

We applied both patches to Hadoop, and found that the patched version of Hadoop runs
faster and matches the performance predicted by MRPerf. Figure 3.9 compares the per-
formance of patched and unpatched versions of Hadoop with results from MRPerf. The
application is the same as before, with 10GB input data per node and 64MB chunk size.
Single-rack experiments are run on 128 cores (16 nodes) in 1 rack, and double-rack exper-
iments are run on 128 cores (16 nodes) in 2 racks (8 in each). Single-rack results show
no-merge has a huge improvement over Hadoop. Double-rack results also show effective-
ness of the no-merge, as well as show that no-wait-copier improves performance only a
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little. Hadoop with both patches can save 28.05% and 17.02% over Hadoop in single-rack
and double-rack cases, respectively. Predictions from MRPerf best match performance of
Hadoop with both the patches. In double-rack case, the difference in map phase times can
be explained by the network problems described above. Other than that, errors in predicted
values for map/reduce phases are within 1.79% of the actual measurements.

3.4 Evaluation

Since we have already validated MRPerf’s performance predictions using real-world appli-
cations running on a medium-scale Hadoop cluster, we focus on applying MRPerf in three
use cases in this section: (i) use MRPerf to study the role of network topology on the ap-
plication performance; (ii) use MRPerf to demonstrate the importance and impact of data
locality for different MapReduce applications; and (iii) apply MRPerf to study the impact
of infrastructure failures.

3.4.1 Applications

We have used several representative MapReduce applications in our evaluation study. In the
following, we present a brief description of these applications.

• TeraSort. The TeraSort application [4] is motivated by the TeraSort benchmark [7],
which measures the time needed to sort 10 billion 100 byte records. Sorting is an
important step in many analytics applications and stresses the infrastructure by pro-
ducing as much intermediate data (which needs to be shuffled) and final output (which
needs to be saved in the distributed filesystem) as the input.

• Search. In this synthetic application, we model a search application that compares
each input record with a set of match criteria, and finds a small subset of matches.
The complexity of match criteria determines the CPU load of the map tasks. Search,
parameterized by match-complexity, allows us to study the impact of varying map
times with fixed input and output size.

• Index. In this synthetic application, we model an indexing application that generates
map (and reduce) output for each unique word found in the input data. The amount
of output data depends on the number of unique words in the input data. Index,
parameterized by the fraction of unique input words, allows us to study the impact of
varying intermediate data size (map-side output) with fixed map times.

Table 3.4 summarizes the application variants used in the study and the corresponding value
of the key parameters: Cycles/byte represents the compute cycles spent per input byte and
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Table 3.4: Parameters of the synthetic applications used in the study.

App Cycles/byte Min. Filter % Max. Filter %

TeraSort 40 100% 100%
Search(a) 4 0% 0.01%
Search(b) 40 0% 0.01%
Search(c) 400 0% 0.01%
Index(a) 40 2% 2%
Index(b) 40 10% 10%
Index(c) 40 50% 50%

switch/routernode link

(a) Star (b) Double rack (c) Tree (d) DCell

Figure 3.10: Network topologies considered in this study. An example setup with 6 nodes
is shown.

captures the compute-complexity of the application; Filter Percentage captures the ratio
between the size of input and output data during the map phase, and is specified using a
minimum and maximum value. For instance, TeraSort spends 40 cycles per input byte, on
average, and the output size is equal to the input size. Whereas, Search(c) spends 400 cycles
per input byte, and the output can range from size zero, i.e., searched term not found, to a
small fraction (0.01%) of the input size.

3.4.2 Impact of Network Topology

In the next set of experiments, we utilize MRPerf to investigate the impact of network topol-
ogy on Hadoop application performance. For this purpose, we simulate 72 nodes connected
via 1 Gbps links. We consider four topologies as shown in Figure 3.10: Star where a single
router connects all the 72 nodes; Double rack where the resources are divided equally into
two racks of 36 nodes, each rack has its own router to connect all of its nodes, and the racks
are connected using a point-to-point link between their routers; Tree where nodes are divided
into 9 racks with 8 nodes each, and the racks are connected via a hierarchy of routers; and
DCell [47], an advanced network topology, where nodes are distributed similarly as in Tree
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Figure 3.11: Performance under studied topologies. (a) All-to-all messaging microbench-
mark. (b) TeraSort.

but the interconnectivity is recursively defined, with the nodes participating in the routing.
The main advantage of DCell is that it does not require expensive switches with a large
number of ports, rather cost-effective 8-port switches can be used to build large-scale setups.

3.4.2.1 Micro-benchmark test

We first evaluate the relative performance of the topologies using an all-to-all communication
micro-benchmark (not a Hadoop job). In this test, each pair of nodes exchange data, with
each node sending 1 MB of data to every other node, and repeating for 100 times. This
experiment demonstrates the wide variation in total bandwidth in the different topologies
in the presence of all-to-all communication. In particular, the hierarchical schemes (Tree
and Double rack) end up with the higher-level links as bottlenecks in such communication.
Figure 3.11(a) shows the total time for the 100 rounds of communication: Star has the best
performance as links are not shared between nodes. Double rack and Tree bottleneck on link
capacity, and thus perform a factor of 12x and 6x slower than Star, respectively. Finally,
DCell is a factor of 3.5x slower compared to Star as inter-rack links are shared, but is a factor
of 3.6x and 1.8x faster than Double rack and Tree, respectively. We repeated the experiment
varying the number of rounds and the message sizes and obtained similar results. Based on
these observations, we infer that DCell is a promising topology for use in Hadoop setups.

3.4.2.2 Effect on TeraSort

In our next experiment, we run TeraSort on each of the topologies in MRPerf. For each case,
one node acts as the Job Tracker, while the remaining nodes run map and reduce tasks, as
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mance under studied topolo-
gies with all data available lo-
cally.
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Figure 3.13: TeraSort perfor-
mance under studied topolo-
gies with all data available lo-
cally and 100 Mbps links.
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Figure 3.14: TeraSort perfor-
mance under studied topolo-
gies with all data available
locally and using faster map
tasks.

well as serve data. Figure 3.11(b) shows the results. DCell is able to perform as well as Star
since the network usage is slowed down (compared with the previous experiment) by sorting
being done by the nodes. Double rack and Tree are slower, taking 99% and 15% more time,
respectively, compared to Star. The map phase in the different topologies is not identical
because some map tasks retrieve their input data over the network, which takes a longer
time when the network is overloaded.

3.4.2.3 Eliminating the effect of remote data retrieval

In the next experiment, we modify several settings to isolate the impact of network topology
on the reduce phase. We modify the previous experiment in three ways: (A) make all data
for the reduce phase available locally; (B) change all links to be 100 Mbps instead of 1 Gbps;
and (C) use faster map tasks. Figure 3.12 shows the performance of the topologies with
A. As expected, the map times are similar for all the four topologies. Moreover, since the
amount of data transferred over the network is reduced, the network is less of a bottleneck
and the shuffle, sort, and reduce performance is also similar. The only exception is Double
rack, where the shuffle phase takes a long time, since the single link between the two racks is
still a bottleneck in the all-to-all data transfer needed during shuffle. To highlight the effect
of topologies, we repeat the experiment with slower links and local map data, i.e., with both
A and B. Figure 3.13 shows the results for this case. Now, the network becomes a bottleneck
for Tree, Double rack and DCell during the shuffle phase, but DCell is the closest to Star
due to its higher aggregate bandwidth for all-to-all communication. Finally, we modified the
setup to use 20% faster map tasks with local map data, i.e., with A and C. The motivation
is to increase the rate of data produced for shuffling, and thus to highlight any network
bottleneck if present. Figure 3.14 shows a similar behavior as before, illustrating that even
for medium-sized clusters and 1 Gbps networks, inter-node bandwidth can be the bottleneck
for MapReduce applications.
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Figure 3.15: Search performance under studied topologies with 100 Mbps links.

3.4.2.4 Effect on Search

Next we study the affect of network topologies on Search. Again, the simulations model a
72-node topologies, 1 GB input data per node, and a 64 MB block size (with map input
data available locally). Search produces an insignificant amount of intermediate data and
thus is largely unaffected by network topologies. Figure 3.15 shows that the application’s
performance is fairly even across all topologies (with 100 Mbps links). Experiments with
1 Gpbs links produced similar results, and are not shown.

3.4.2.5 Effect on Index

Figure 3.16 and 3.17 show the effect of network topology on the performance of Index with
1 Gbps and 100 Mbps links, respectively. The simulations model 72-node topologies, 1 GB
input data per node, and a 64 MB block size. Again, the needed input data for all map tasks
is available locally.

These experiments show that the effect of network bottlenecks becomes much more pro-
nounced as more intermediate data is generated by the map tasks, since all this data needs
to be shipped across the network during the shuffle phase. Also, as before, switching to a
100 Mbps network exacerbates the problem and causes a larger spread in performance across
topologies even in the case where maps output is only 10% of their input data.

Designers of MapReduce clusters should take these results into account and evaluate the
most cost-effective ways of achieving acceptable network performance with all-to-all commu-
nications. As shown in this section, the characteristics of the applications that will be run on
the cluster play an important role in predicting the demand on the networking infrastructure.



38

 40

 60

 80

 100

 120

 140

 160

 180

 200

2 10 50

T
ot

al
 ti

m
e 

(s
)

Output/input ratio (%)

Star
Double rack

Tree
DCell

Figure 3.16: Index performance under studied
topologies.
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Figure 3.17: Index performance under studied
topologies with 100 Mbps links.

3.4.3 Impact of Data Locality

In this set of experiments, we evaluate how data locality affects application performance. For
this purpose, we compare three different job scheduling decisions, which result in different
data locality for the jobs. These localities are as follows. Node-local where all the needed
data is available on the node and no remote retrieval is required. This occurs if sufficient
data replication has been employed and the compute cluster overlaps with the data cluster.
Rack-local where all the needed data is found within the rack but not on the node. We
study this case since racks have good inter-node bandwidth, so scheduling tasks to access
data within the rack is considered preferable to outside the rack. Rack-remote where all data
has to be retrieved over the network from a remote rack. This can occur when a cluster is
designed with separate compute and data sub-clusters, or if local map slots are not available
on nodes containing the data when multiple jobs are run on a single cluster. For these
experiments, we use the Double rack, Tree and DCell topologies.

3.4.3.1 Effect on TeraSort

Figure 3.18 shows overall execution time for TeraSort, where as Figure 3.19 shows the break-
up of map phases (Rack-remote bar of Double rack is truncated). The most time is consumed
by the map function as it involves remote data retrieval. We observe that data locality affects
Double rack significantly, with execution time increasing by 284% for Rack-remote compared
to Node-local. In contrast, DCell is able to provide better network bandwidth, and thus the
results under this topology Rack-remote are similar to that of Rack-local and Node-local.
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Figure 3.18: Impact of data-locality on Tera-
Sort performance.
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Figure 3.19: Impact of data-locality on Tera-
Sort map task sub-phases.

3.4.3.2 Effect on Search

Figure 3.20, and Figure 3.21, show the impact of different data-locality conditions on the
performance of Search for the DCell and Double rack topologies, respectively. Search with
more complex match criteria (and longer map times), and configurations with data farther
from the compute node generally take longer, as expected. An interesting situation occurs
in the Double rack case when the data is Rack-remote. Here the network latency during the
map phase dominates execution time, and the execution time does not change with map
phase CPU cost.

3.4.3.3 Effect on Index

Figure 3.22 and Figure 3.23, the impact of different data-locality conditions on performance
of Index for the DCell and Double rack topologies, respectively. Index generates significant
intermediate data (unlike Search), thus the network is shared for map data transfers and
intermediate data shuffle. Again, the trends are as expected, with the applications that
generate more intermediate data taking longer to complete, and faring worse in topologies
where point-to-point bandwidth is lower.

3.4.4 Impact of Failures

In this set of experiments, we study how failures affect the performance of Hadoop applica-
tions. The failure scenarios that we consider are: (i) a map task fails; (ii) a reduce task fails;
(iii) a node fails; and (iv) the inter-rack link fails (equivalent to a rack failure since it causes
a network partition). Unless otherwise specified each experiment models a 72-node Double
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Search performance using DCell.
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Figure 3.21: Impact of data-locality on
Search performance using Double rack.
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Figure 3.22: Impact of data-locality on Index
performance using DCell.
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ure scenarios.

 0

 200

 400

 600

 800

 1000

 1200

 1400

no failure

m
ap fail

reduce fail

node fail

rack fail

M
ap

/R
ed

uc
e 

ph
as

e 
tim

e 
(s

)

map
shuffle

sort
reduce

Figure 3.25: TeraSort performance under fail-
ure scenarios using a 20-node cluster.

rack topology setup, and scheduling is such that node-local data locality is achieved.

3.4.4.1 Failure detection and recovery

The failure model in MRPerf mimics Hadoop’s as follows. Task failures, i.e., map and reduce
operation failures, are detected almost instantaneously by the local task tracker, and a failed
task is re-started immediately upon detection. Such a failure results in loss of all the work
done by the failed task. In contrast to task failures, a node or rack-level failure cannot
be detected immediately. Instead, if the job tracker does not receive any messages from a
node or rack for a pre-specified timeout period (default is 10 minutes in Hadoop), it infers
that the non-responding unit has failed. Map task intermediate data stored on a failed
node is considered lost. However, not all the map tasks need to be re-run for recovery, as
some of it may already have been copied by reduce tasks running on different nodes. Thus,
instead of trying to launch recovery immediately upon failure detection, we wait for reduce
tasks corresponding to maps tasks on the failed node to report errors in reading necessary
intermediate data, and only then re-start the failed map tasks. Although simple, such an
on-demand recovery approach can result in delays in the recovery process. Finally, a rack-
level failure is treated as multiple node failures in MRPerf, wherein all nodes in a failed rack
are considered to have failed and their behavior is modeled as described above.

3.4.4.2 Effect on TeraSort

Figure 3.24 shows the overall execution time of TeraSort while failures occur during the
execution. We observe that the Hadoop is able to tolerate a map task failure with negligible
(<3% compared to no failures) effect. This is because a single map task represents a small
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Figure 3.27: Index performance under failure
scenarios.

fraction of the overall work, and the scheduler is able to re-run the failed map task without
affecting any other tasks. This task isolation is a key benefit of MapReduce model. A
reduce failure represents a larger fraction of work being lost, but with 72-node, some reduce
tasks run slower than others, and the re-tried reduce task is able to finish faster because
it competes for network bandwidth with only the slow reduce tasks. Thus, even a reduce
failure is handled without significant performance penalty (11% slowdown). A node failure,
and rack failure have much larger impacts on performance (139% and 186% respectively),
partially because of the failure detection time-out (see Section 3.4.4.1) and partially because
of the larger loss of computation and intermediate data.

Figure 3.25 shows the results for the same failures for roughly the same amount of data
sorted on a smaller cluster (20 nodes with 4 GB/node). Here we see that a reduce task
failure results in 34% performance degradation. This is because there is smaller variability
in the reduce times on this cluster and a reduce task loss means that 1/20 of the shuffle and
reduce steps have to be re-run. The perforamance degradation on a node failure is 44%,
mainly due to the failure detection time-out and the lost data. The worst performance, i.e.
60% degradation, occurs when the intra-rack link fails. This is because when the two racks
are separated, the entire job has to be re-run on one rack that contains the job tracker.

3.4.4.3 Effect on Search

Figure 3.26 shows impact of failures on Search. The effect of map and reduce task failures
are small as is the case with TeraSort. However, the 10 minute failure detection time-out
dominates the run-time of node and rack failure cases for this application due to the shorter
total run-time. An interesting trend is that the longer running versions (i.e with larger
cycles/byte) of Search actually finish faster in the case of rack failure. This is because the
recovery time is longer if the number of completed map tasks on the failed rack is larger (see
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re-tries of map tasks in the case of node/rack failures in Section 3.4.4.1).

3.4.4.4 Effect on Index

Figure 3.27 shows impact of failures on Index. Again, the cases of map and reduce task
failures are similar to the previous applications. Also, for rack failure, the recovery for the
10% Index takes less time than the application with the 2% case due to the effect of failed
map task recovery, similar to the rack failure recovery for Search experiments. However, the
trend does not continue for the 50% case because higher shuffle requirements cancel out the
faster recovery due to fewer failed map tasks.

These results are as expected given the base MapReduce design, and show the ability of
MRPerf to capture Hadoop behavior under various failures. An important caveat to these
results is the fact that MRPerf does not capture an important feature of Hadoop – speculative
execution. Hadoop starts backup map and reduce tasks when it finds that execution slots are
free and there are tasks which have taken longer than expected. We plan to add this feature
to MRPerf in the future. The scheduling policies of speculative execution are a subject of
active development in the Hadoop community, and we hope that including this capability in
MRPerf will provide a way of systematically comparing different policies.

3.4.5 Summary of Results

MRPerf enables quantifying the affect of various design decisions on Hadoop applications.
We have shown that advanced topologies such as DCell can help improve overall system per-
formance. This stresses that cluster designers should consider such topologies while choosing
networks for MapReduce clusters. Moreover, we have quantified the drastic effects that data-
locality has on application performance. This stresses the need for prioritizing data locality
in job scheduling decisions. We have also shown that MapReduce can tolerate failures in the
map tasks and node failures with negligible or small impact, respectively, however, inter-rack
link failures can reduce the performance significantly. Consequently, building redundancy
into inter-rack connectivity may be necessary for mitigating the affects of failures.

We found it instructive to observe the inter-play of resource bottlenecks and scheduling
decisions in determining the performance of Hadoop applications. We stress that studying
this design space using actual clusters is next to impossible given equipment costs, extensive
configurations and setup times, man-power needed, in-efficiency of the approach in terms
of resources used and results obtained, and most importantly, the need to re-do the entire
testing process for different clusters, applications, configurations. Thus, simulation is a
powerful and efficient approach in this context. This has led us to believe that MRPerf is
an important tool for predicting the performance of applications on Hadoop platform.
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3.5 Chapter Summary

We have discussed the design, evaluation, and application of MRPerf, a realistic phase-level
simulator for the widespread MapReduce framework, toward designing, provisioning, and
fine-tuning Hadoop setups. MRPerf provides means for analyzing application performance
on a given Hadoop setup, and serves as a tool for evaluating design decisions for fine-tuning
and creating Hadoop clusters. We have verified the simulator using a medium-scale cluster,
and have shown that it effectively models MapReduce setups. Moreover, we applied MRPerf
to study the impact of data locality, network topology and node failures on application per-
formance, and have shown that network topology choices and scheduling decisions can have
a large impact on performance. Thus, MRPerf can help in designing new high performance
MapReduce setups, and in optimizing existing ones. Exploring Hadoop’s design space using
actual clusters is impractical given the in-efficiency of the approach in terms of resources
used and results obtained, and the need to re-do the entire testing process for different clus-
ters, applications, configurations. Thus, simulation is a powerful and efficient approach in
this context. In summary, MRPerf provides a powerful system planning and design tool for
researchers and IT professionals in realizing emerging MapReduce setups.



Chapter 4

Applying MRPerf: Case Studies

In this chapter, we present two case studies that are enabled by the availability of real
or synthesized traces. We incorporated different Hadoop design changes in our MRPerf
simulator, and then used the traces to drive MRPerf and analyzed the results. In the first
case study, we evaluate different job schedulers for Hadoop tasks. In the second case study,
we examine the impact of adding an extra NAS device to a Hadoop cluster on application
performance.

The original MRPerf simulator takes as input the topology of a cluster, the parameters of
a job, and a data layout, and produces detailed simulation results about how the job would
behave on the specified cluster configuration. In this work, we extended MRPerf to support
our case studies, and used MRPerf as the platform to do experiments on. In the following,
we detail the setup of our case-studies and how we collected and analyzed the results from
the modified MRPerf.

4.1 Evaluating MapReduce Schedulers

4.1.1 Goal

Hadoop can run multiple jobs concurrently, and multiple scheduling algorithms [20, 60, 98]
for Hadoop or similar systems have been proposed. To evaluate the effectiveness of different
scheduling algorithms, we generate synthetic traces and use the traces to drive MRPerf
simulator. The traces contain four types of jobs, namely Terasort, Search, Compute, and
Index. Table 4.1 shows the description of these jobs. The traces are then generated using a
simple model with arrival times following a Poisson random process. We fix the maximum
length of a time window T during which jobs may be submitted, and the rate 1

λ
that jobs

will arrive per second. On each arrival, a job of a random type is submitted in virtual time
in the simulation. The type of a job is chosen among the four types with equal probability

45
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Table 4.1: Characteristics of different types of jobs.
Job type cycles per byte filter ratio
Terasort 40 1
Search 4–400 0–0.0001
Index 40 0.02–0.5

Compute 400–4000 1–10

Table 4.2: Locality of all tasks under Fair Share and Quincy.
Locality Fair Share Quincy
Data-local 167 304
Rack-local 131 0
Rack-remote 6 0

(25%), and parameters are randomly generated if necessary. The trace is generated for time
period T . The expected number of jobs that will be generated in a trace is T

λ
. MRPerf is

then driven by this trace.

The virtual cluster we modeled in MRPerf simulator is a 24-node cluster organized in two
racks. The two racks are connected over a 8 Gbps interconnection, and the network band-
width within a rack is 1 Gbps. We choose rate ( 1

λ
) as 1 (job per second) so that all jobs are

submitted towards the beginning of a trace, and the cluster quickly becomes fully utilized
and will remain so until most jobs are finished.

4.1.2 MRPerf Modification

We implemented the naive Fair Share scheduler [98] in MRPerf simulator. The delay schedul-
ing in the Fair Share scheduler is not implemented because the length of the traces is too
short to reflect the advantage of delays. We also implemented the Quincy [60] scheduler, and
ported it to Hadoop. We only studied the non-preemptive Quincy scheduler since the Fair
Share scheduler does not support preemption. Since Quincy achieves overall optimal local-
ity, but naive Fair Share without delay scheduling does not, Quincy is expected to perform
better than Fair Share.

4.1.3 Evaluation

We generate a trace with 28 jobs, and run the trace under Fair Share and Quincy. Table 4.2
shows the locality of tasks under both schedulers. We denote the node that a task runs on
as the worker, and the node with data as the host. Data-local means that the worker and
host are the same node. Rack-local means the worker and host are not the same nodes, but
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Table 4.3: Locality of all tasks in different traces.
Locality Terasort Compute

Fair Share Quincy Fair Share Quincy
Data-local 440 652 258 361
Rack-local 198 0 96 2
Rack-remote 14 0 9 0
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Figure 4.1: Job utilization under Fair Share and Quincy schedulers. The two bold lines
on top show the number of map tasks that are submitted to the cluster, including running
tasks and waiting tasks. Lower thin lines show the number of map tasks that are currently
running in the cluster.
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Figure 4.2: Job utilization of Terasort trace under Fair Share and Quincy.
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Figure 4.3: Job utilization of Compute trace under Fair Share and Quincy.

they are in the same rack. Rack-remote means the worker and host are in different racks.
Quincy achieves perfect locality, much better than Fair Share. Figure 4.1 shows the overall
utilization of the cluster under Fair Share and Quincy. Bold lines on top show the number
of map tasks that are submitted to the cluster, including running tasks and waiting tasks.
Lower thin lines show the number of map tasks that are currently running in the cluster.
Solid lines show total tasks and running tasks for Fair Share, dashed lines show total tasks
and running tasks for Quincy. This figure confirms the advantage of Quincy over Fair Share.
Although driven by the same trace, Quincy achieves better data locality and finishes tasks
faster, so Quincy finishes earlier overall.

Furthermore, we also use the same framework to study the impact of data locality on different
types of jobs. Instead of a trace with mixed types of jobs, we generated four traces, each of
which consists of only one type of job. Figure 4.2 and Figure 4.3 show results for traces of
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Terasort and Compute jobs, respectively. Results from Search and Index are omitted since
they are similar to Terasort. Since Compute jobs involve heavy computation, the overall
completion times are not significantly different under Fair Share and Quincy. A much larger
difference can be observed for Terasort jobs. Table 4.3 shows locality under both schedulers.
Similar locality is achieved for both traces. Therefore, we conclude that Compute jobs are
less affected by locality.

4.2 On the Use of Shared Storage in Shared-Nothing

Environments

Hadoop clusters are built using commodity machines (nodes) and employ a shared-nothing
architecture. In Hadoop’s context, shared nothing implies that local resources, such as
CPU, memory, and disks are not shared across nodes, even if they are in the same rack. Any
interactions between nodes occur explicitly and only during the shuffle phase of MapReduce.
The application tasks spend the majority of their time only using node-local resources and
consequently the system can achieve very-high scalability. This shared-nothing property also
provides simplified overall application semantics; a node failure does not affect other nodes,
and the failed node can be easily replaced by assigning its tasks to a different node. On
the flip side, isolating local resources implies that unused idle resources at one node cannot
be used to serve the needs of another node experiencing a workload spike. Thus, shared-
nothing leads to inefficiency as resources can be under- or over-provisioned depending on the
workload assigned to the node, even when enough resources are available in the system to
handle the workload.
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Figure 4.4: Local disk usage of a Hadoop DataNode, for representative MapReduce appli-
cations running on a five-node cluster. The buffer cache is flushed after each application
finishes (dashed vertical lines) to eliminate any impact on read requests. All DataNodes
showed similar behavior.
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We focus on the storage aspect of resource provisioning in Hadoop clusters. To highlight the
inefficiency discussed above, we ran three representative MapReduce applications — Tera-
Gen, Grep, and TeraSort [21] — on a five-node cluster. This test serializes every task to
highlight the accesses from each. Figure 4.4 shows the usage pattern on one of the Hadoop
DataNodes. We observe that the tasks access local disks in short bursts that saturate the
disk bandwidth, with long idle periods in between. The average disk bandwidth utilization
is only 4.4% during the application run. This implies that the local nodes are unneces-
sarily over-provisioned. However, designing the nodes for the average case will result in
degraded performance when serving critical workload bursts. This usage pattern raises the
question, can cross-node storage sharing in Hadoop provide better average utilization, while
still supporting the required high I/O throughput for serving workload spikes?

Consider the case of provisioning a node for a desired disk throughput. One solution cur-
rently explored in large-scale setups is equipping each node with more disks and stripping
data across them to handle load spikes [23]. However, this not only results in costly over-
provisioning, as highlighted above, but also increases node failure recovery times and com-
plicates fault tolerance semantics. Another solution is to equip each node with an advanced
storage device such as an SSD or a PCIe-based storage device. This approach can be promis-
ing as even a single device can provide very high throughput, but the price-point for such
devices is impractical, especially for large Hadoop clusters. Both of these solutions can
provide the desired peak throughput during short access bursts, but fail to address the
underlying problem of low average utilization of resources.

In this case study, we make the case that aggregating and sharing resources across nodes can
produce an efficient resource allocation in an otherwise shared-nothing Hadoop cluster. To
this end, we propose consolidating disks of a (small) group of nodes into a Localized Storage
Node (LSN), e.g., at the granularity ranging from a few nodes to perhaps a complete Hadoop
cluster rack. A key observation that makes this approach viable is that in large scale Hadoop
clusters, accesses to disks are often staggered in time because of the mix of different types of
jobs. This coupled with the bursty node workload implies that contention at the LSN from
its associated nodes is expected to be low. Therefore, by simply re-purposing node-local
disks in a LSN, each node can receive a higher instantaneous I/O throughput provided by
the larger number of disks in the LSN. Conversely, the LSN can service its local nodes at
the default I/O throughput with fewer number of disks. We note that we do not argue
for provisioning LSNs in addition to the node-local disks, rather placing some or all of the
nodes’ disks at their associated shared LSN. Of course, moving the disks away from a node
and into a shared LSN results in loss of data locality, so achieving higher I/O throughput
depends on appropriate provisioning of both disks and LSN to nodes network bandwidth.
Our design, thus, provides a practical control knob for realizing a desired performance-cost
operating point for a Hadoop cluster.

A LSN-based design also has the side-effect of simplifying storage management by decreasing
the number of storage equipped nodes in the system. Consolidating data into fewer high-
density nodes opens the door for a myriad of global decisions and optimizations, such as
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deduplication, compression, and snap-shot generation. Standard enterprise fault tolerance
techniques, such as RAID-5 and RAID-6, can also be employed. This simplifies fault toler-
ance semantics, as the LSN itself can recover from disk failures without relying on HDFS
data block replication across nodes.

4.2.1 Integrating Shared Storage In Hadoop

In this section, we motivate consolidating disks into shared storage in Hadoop, and then
outline several alternative shared-storage designs.

4.2.1.1 Rationale and Motivation

Application datasets continue to grow at unprecedented rates. To keep up with this trend,
the per-node disk capacity on Hadoop clusters is increasing rapidly, e.g., from two 80 GB
disks in the original MapReduce deployment [45] to four and (even eight) 3 TB disks [23]
in modern Hadoop setups. This raises several issues with the viability of using node-local
storage for all data.

First, simply adding more disks to local nodes increases the chance of some disks failing, and
reduces the already typically low Mean Time Between Failures (MTBF) of a Hadoop node.

Second, HDFS is designed to handle failure by maintaining multiple replicas of data blocks
and recreating them when a disk or node fails. As the capacity of the node-local disks
increases, the time and bandwidth resources required to recreate a replica after a failure
will become prohibitively expensive. Since any network bandwidth consumed by replica
maintenance is bandwidth not available to the currently running applications, the overall
efficiency of the cluster would be reduced. For the above example, simply copying 4 × 3 TB
to create a new replica is a daunting task. This problem is only bound to get worse. One
solution is to deploy RAID across local disks for fault tolerance. However, per-node RAID
creates overhead on both capacity and performance. For instance, assuming a per-node
RAID-5 configuration with 4 data and 1 parity disks, the capacity and parity read/write
overhead on write accesses is 20% on every node in the cluster.

Third, provisioning all the storage needs of a node locally prevents advanced solutions such
as the use of SSDs, as the current price-points make such approaches not economically viable.

Fourth, we argue that following the conventional wisdom of treating data-locality as the only
design constraint results in a suboptimal solution, both in terms of performance and efficient
utilization of resources. With the exponential growth in datasets, storage utilization can no
longer be ignored. Consider the following scenario. If a single task utilizes a single disk for
5% of its execution time, about 20 tasks are needed to fully utilize a single disk, given that
tasks are all staggered so they do not compete with each other. If a node has 4 local disks, it
takes about 80 tasks running concurrently to fully utilize all disks. A normal node with up
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to 16 processors can hardly support more than 32 tasks running concurrently, which means
that the local disks will always be under-utilized. A better solution would be to sacrifice
some locality and consolidate disks into a localized storage node (LSN), which can service
multiple nodes and thus achieve better disk utilization.

To this end, we propose consolidating the disks from a small number of compute nodes into
a LSN, which yields higher average disk utilization, simplified management of data, and
reduces replica recreation by making it viable to employ RAID solutions.

The Cost of LSN We note that our design entails adding an extra component, i.e., a
machine to house the LSN disks in, instead of at the nodes. However, we argue that the
real cost of the “extra” LSN is much smaller than it seems considering the costs of handling
growing application data. Consider the hardware changes required to increase capacity
in traditional Hadoop. First, as discussed above, adding more disks on each node would
require addition of (expensive) large-port disk controllers on each node, not to mention a
RAID controller per-node to protect against failures of large data and associated replica
regeneration overheads. Second, each node would need to be equipped with better power
supplies, non-standard and thus more expensive motherboards, more memory, and other
specialized hardware to benefit from the increased number of disks. Third, the maintenance
costs per-node would increase as now the nodes run more advanced software and management
tools. The combined costs of all these node-level modifications can easily exceed the cost of
adding a LSN, provided enough nodes can share a LSN efficiently. Consequently, the main
cost factor in choosing standard versus LSN-based Hadoop setup is the cost of disks and
interconnects.

LSN-based design can yield a more efficient use of resources. Consider three nodes with two
disks per node. We would need three more disks, i.e., nine in total, for a per-node RAID-5
setup. Instead, the system can be supported by a LSN with six data and one parity disk,
i.e., seven in total, to provide the same levels of reliability. The savings from the extra disks
can be used to better provision the bandwidth between the nodes and their associated LSN
to compensate for the loss of locality.

4.2.1.2 Alternate Storage Sharing Scenarios in Hadoop

A consolidated shared storage system can reside at different levels of the Hadoop architec-
ture. In the following, we present three potential alternative scenarios for sharing storage in
Hadoop.

Naive Storage Consolidation A first cut design is to take all MapReduce related data
and move it to a consolidated storage outside the entire Hadoop cluster, and provision a very
high bandwidth link between the compute and storage nodes. Such a setup is often deployed
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Figure 4.5: Hadoop architecture using a LSN.

to connect a cluster file system to a supercomputer. However, a typical large-scale data-
intensive Hadoop application would create an almost constant high-volume data access flood
to the storage system, which would quickly saturate the storage connection link and become a
bottleneck. Moreover, aggregating storage cluster-wide would require a sophisticated cluster
file system that treats the storage nodes as an integrated unit. This in turn would entail
complexity in managing failures and providing high performance. Consequently, such a
design goes against the very spirit of the MapReduce model that achieves unprecedented
scalability by treating the cluster resources as loosely coupled and readily replaceable.

Localized Storage Consolidation The main bottleneck in the previous case is the in-
terconnect between the global shared storage and Hadoop nodes. In our next design, shown
in Figure 4.5, we limit the number of compute nodes that share a storage system, i.e., from
sub-rack to rack level. We refer to the shared storage as Localized Storage Node (LSN). The
intuition behind this approach is that consolidation in this way localizes sharing and avoids
the bandwidth bottlenecks. All the disks from the compute nodes are consolidated into their
corresponding LSN, which supports both their HDFS and shuffle data.

In this configuration, map tasks no longer have node-level locality and must retrieve data
from the corresponding LSN in the rack. However, since data is now striped and put on a
larger number of disks, the LSN can provide much higher I/O throughput compared to that
possible from local disks alone. Moreover, since only a small number of nodes share a LSN,
only the inter-rack interconnect is used for accessing data, and multiple sets of nodes can
interact with their LSNs, simultaneously, avoiding a global bottleneck.
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Figure 4.6: Hadoop architecture using a hybrid storage design comprising of a small node-
local disk for shuffle data and a LSN for supporting HDFS.

Hybrid Storage Consolidation One limitation of the previous design is that each com-
pute node requires at least one local disk to run its operating system, and thus makes it
impractical to remove all disks from a node. The key insight of our next design, shown in
Figure 4.6, is to store shuffle data, which is not replicated and usually consumed shortly
after it is generated, on the node-local disk. Thus, we propose a hybrid approach where the
LSN stores HDFS data, while local disk stores shuffle data and OS files required to run the
node.

An extra advantage of the hybrid approach is that it paves the way for economically incorpo-
rating SSDs in the Hadoop architecture. For instance, the node-local disks can be replaced
by (low-capacity) SSD devices for holding the OS and serving as a buffer for in-memory shuf-
fle data. Given the good random I/O, especially read, performance of SSDs [12], handling
shuffle data would be a well-matched use-case for them. This is also advocated by recent
work on the importance of memory-locality rather than disk-locality in Hadoop [17].

4.2.2 Applications and Workloads

In this section, we describe 10 representative applications — chosen from well-knownMapReduce-
based works [38, 39, 65, 76] — that we have used in our study. We also synthesize applica-
tions based on publicly available aggregate information from production Hadoop workload
traces [34,98]. Table 4.4 lists the applications, and for each also summarizes parameters such
as the input and output data size, the number of mappers and reducers, and the compute-cost
of map and reduce tasks, which we use in our simulations.
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Table 4.4: Representative MapReduce (Hadoop) applications used in our study. The param-
eters shown are the values used in our simulations. For TeraGen the listed Map cost is with
respect to the output.

Application Map Reduce Number Cost (cycle/byte)
Input Output Output Mapper Reducer Map Reduce

Grep 10 GB 1 MB 1 MB 160 1 40 10
TeraGen 0 KB 10 GB – 40 – 10 –
TeraSort 10 GB 10 GB 10 GB 160 40 40 10

Join 10 GB 1 GB 10 MB 160 40 400 100
Aggregate 10 GB 100 MB 10 MB 160 10 40 20
Inverted Index 1 GB 10 GB 100 MB 40 40 40 10
PageRank 1 GB 10 GB 1 GB 40 40 100 20

Small 100 KB 1 MB 10 KB 4 1 400 100
Summary 10 GB 10 MB 10 KB 160 1 40 10
Compute 1 GB 10 GB 100 MB 40 40 4000 1000

4.2.2.1 Basic Benchmarks

The applications in this category perform basic operations such as searching and sorting,
and provide means for establishing the viability of our approach.

Grep: Searches for all occurrences of a pattern in a collection of documents. Each mapper
reads in a document, and runs a traditional “grep” function on it. The output size depends
on the number of occurrences and can range from zero to the size of the input. A reducer in
grep is simply an identity function, so in Hadoop’s terminology this is a map-only application.

TeraGen: Generates a large number of random numbers, and is typically used for driving
sorting benchmarks. TeraGen is also a map-only Hadoop application that does not have any
input, but writes a large output consisting of fixed-size records.

TeraSort: Performs a scalable MapReduce-based sort of input data. TeraSort first samples
the input data and estimates the distribution of the input by determining r-quantiles of the
sample (r is number of reducers). The distribution is then used as a partition function to
ensure that each reducer works on a range of data that does not overlap with other reducers.
The sampling-based partitioning of data also provides for an even distribution of input across
reducers. A mapper in TeraSort is an identity function and simply directs input records to
the correct reducer. The actual sorting happens thanks to the internal shuffle and sort phase
of MapReduce, thus the reducer is also an identity function.



56

4.2.2.2 Application Benchmarks

The applications in this category represent real workloads run on typical production Hadoop
clusters.

Join: Performs a database join on two tables. The mappers work on rows of the tables,
find a join key field (and other fields as needed), and emit a new key-value pair for each join
key. After the shuffle and sort phases, records with the same join key are forwarded to the
same reducer. The reducers then combine rows from the two input tables, and produce the
results.

Aggregate: Performs an aggregate query on a database table. For example:

SELECT b, sum(a) FROM table GROUP BY b

The mapper reads in a row, and keeps a partial sum of a for each b, and eventually writes
out b and the corresponding sum of a. A reducer will receive b and a list of partial sums of
a, which it can combine to produce the final result (b, sum(a)).

Inverted Index: Calculates the inverted index of every word that appears in a large set
of documents, and is a critical step in a web search workflow. The input data are a set of
documents, each identified by a docid. The mapper reads in a document, scans through all
the words, and outputs (word, docid) pairs. Shuffling and sorting merges docid’s associated
with the same word into a list, so the reducer is simply an identity function that writes the
output.

PageRank: Iteratively calculates score of each page, P , by adding scores of all pages that
refer to P , and is another key component of a web search workflow. The mapper reads in a
record with a docid of a page X, its current score and docids that X links to. The mapper
then calculates the contribution of X to every page it points to, and emits (docid, score)
pairs, where docid represent different pages and score is the contribution of X to those pages.
The reducer reads in a docid for a page P ′, with contributions to P ′ from all other pages
(X ′s), adds them together and produces the new score for P ′. This process is then applied
iteratively until all scores converge. For our tests, we consider only one PageRank iteration.

4.2.2.3 Trace-Based Synthesized Applications

The applications in this category are synthesized using models based on production Hadoop
traces [34, 98]. We use these applications to test our approach under realistic enterprise
workloads.

Small: Emulates Hadoop tasks with an input data size of 100 KB and output limited to
1 MB, lasting for a small duration. These could be maintenance tasks, status probes, or
jobs that tweak output of large applications for specific needs. The motivation behind this
application is the observation that most popular applications on a Hadoop cluster consist of
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small jobs [34, 98].

Summary: Summarizes or filters large input data into significantly smaller intermediate
and output results. For instance, the ratio between the input and final output can be as
high as 7 orders of magnitude. Such jobs are also observed in recent studies [34]. However,
summary consists of both map and reduce phases and in that differs from grep.

Compute: Models the use of MapReduce in supporting large-scale computations, such as
advanced simulations in Physics or Economics. The main property of this application is that
cycles/byte for both mappers and reducers are about two orders of magnitude higher than
the other applications we consider, thus compute is a CPU-bound process that produces very
light I/O activity.

4.2.3 Simulation

Next we present the evaluation of our hybrid localized shared storage in Hadoop. We compare
a baseline Hadoop with Hadoop augmented with a LSN using simulations. In this work, we
used the MRPerf simulator to support our application-oriented evaluation. The simulations
use deterministic traces and the reported numbers do not change across multiple runs.

4.2.3.1 5-node Simulation

We set up a simulation topology with 5 nodes and 1 LSN. All nodes are connected through a
single switch. Connection speed for each node and LSN is 1 Gbps and 4 Gbps, respectively.
Each of the five nodes has 8 cores and 2 disks, while the LSN has 6 disks. We run all ten
applications outlined in Section 4.2.2 and record the results. Each node is configured with
8 map slots and 4 reduce slots. We use the default Hadoop replication policy of creating
two replicas within a rack in the baseline. As one of the key features of LSN is that it can
provide local failure recovery in the form of RAID-5 or RAID-6, in the simulations we set
the within rack replication of LSN to one.

The first test studies performance under varying number of disks provisioned at the LSN.
Figure 4.7 shows the results. The Figure shows several aspects of design trade-offs for LSN.
First, LSN with 4 disks can match performance of baseline Hadoop within 3.7%, on average,
and there is almost no benefit of adding more disks. This means LSN provide saving of a
disk. (9 disks in LSN versus 10 in baseline). Second, output heavy jobs like TeraGen see
a significant performance boost, 33% as seen by TeraGen, compared to baseline provided
mainly by the reduced number of replications. Moreover, LSN can load balance between
multiple nodes, and achieve high overall performance. Third, read heavy workloads, such
as Grep, Aggregate, and Summary exhibit more uniform access patterns to local diskand as
a consequence experience a small slowdown, 18.7% on average, when running on the LSN.
This is because aggregating the access at the LSN does not provide an additional benefit.
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Figure 4.7: Performance of baseline Hadoop and LSN with different number of disks in LSN.
The network speed is fixed at 4 Gbps.

Finally, the rest of the applications are within 4.6% of the baseline.

Next, we vary the bandwidth available at the LSN from 1 Gbps to 4 Gbps, and observe the
performance impact. Figure 4.8 shows the results, which are intuitive. The four applications
— InvertedIndex, PageRank, Small, and Computation — that do not consume or generate
large amounts of data, but rather are CPU intensive or operate on large amount of inter-
mediate data, see no benefit from increasing the LSN’s network. In contract, the rest of
the applications, which do input/output experience a significant slowdown from the baseline
with 1 Gbps link at the LSN. Provisioning 3 Gbps at the LSN, however, is enough to handle
the client workload with a performance overhead within 5.7%, on average. This makes a
good case for our provisioning choice in the real testbed.

Overall, We show that a LSN configuration can match performance of baseline Hadoop with
less disks, provided network is provisioned accordingly.

4.2.3.2 20-node Simulation

Next, we consider a larger topology with 20 nodes and 1 LSN. Each of the 20 nodes has 8
cores and 4 disks and is connected via 1 Gbps links. In the LSN case, we aggregate up to
64 disks, leaving one disk at each node, and connect it to the switch via a 40 Gbps link. In
some of the cases, we also increase each node’s interconnect to 2 Gbps links and equip them
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Figure 4.8: Performance of baseline Hadoop and LSN with different network bandwidth to
LSN. The number of disks at the LSN is fixed at 6.

with SSDs. All experiments are run with 8 map slots and 4 reduce slots.

In Figure 4.9, we change the number of disks provisioned at the LSN and measure the
execution time of each application normalized to the baseline. In this case, the LSN’s network
is set to maximum throughput at 40 Gbps to make sure it does not become a bottleneck.
The performance numbers of the LSN(N40D16) configuration, which are within 5.5% as
compared to the baseline Hadoop for eight out of ten applications, illustrate how efficient
our disk aggregation technique can be. In this 20 node cluster we are able to efficiently
utilize 55% fewer disks (20 + 16 = 36 disks in LSN(N40D16 compared to 20 ∗ 4 = 80
disks in baseline) to achieve comparable performance for the studied applications. The
two applications, TeraGen and TeraSort, which are very output-heavy see a 55% and 23%
slowdown, respectively. In both these cases, LSN becomes a bottleneck, as it is unable to
keep up with the workload.

Next we investigate the effect of network bandwidth on application performance. For this
experiment we set the number of disks to 64. The results are plotted in Figure 4.10. We see
that a 4 Gbps connection is sufficient to support half of the applications, i.e., the ones that do
not produce or consume large amount of data and 20 Gbps is enough to bring performance
of all applications except TeraGen to within 18.6%.
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Figure 4.9: Performance of baseline Hadoop and LSN with different number of disks in LSN.
Network speed is fixed at 40 Gbps.

4.2.3.3 Better Provisioned Local Nodes

So far we have examined various provisioning scenarios of the LSN itself. In this section, we
take a look at several design options at the node side. To ensure that for these experiments
the LSN is not a bottleneck, we provision it with 32 disks and a 20 Gbps network and set
the map and reduce slots to four.

First, we examine the impact of increased local bandwidth of each node as seen in Figure 4.11.
A 2 Gbps link produces a speedup for all applications (4.0% on average), and most noticeably
for Join, which benefits from the extra bandwidth for both its heavy HDFS and shuffle traffic
and achieves a 9.9% speedup.

Our hybrid LSN approach significantly decreases the number and size of disks needed to
be provisioned on each node, which lets us optimize each node by replacing its hard disk
with an economically viable small-size SSD. The only workload related data that needs to be
stored at the nodes is shuffle data. Shuffle data tends to create I/O workloads that mostly
consist of random accesses [39]. The shuffling works in a pulling model, where consuming
reducers proactively retrieves data from producing mappers [37]. Hence the workload is
characterized by sequential writes and random reads, which is a good match for the excellent
random read performance of SSDs. The results of adding an SSD to each node are shown in
Figure 4.12. TeraSort, InvertedIndex, PageRank, and Computation, all of which process a lot
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Figure 4.10: Performance of baseline Hadoop and LSN with different network bandwidth to
LSN. The number of disks at LSN is fixed at 64.

of intermediate data, get a significant performance boost from the SSD (25.4% on average).

Finally, we combine the node-side optimizations of using an SSD and a faster link, and
compare the performance to baseline Hadoop. The results are shown in Figure 4.13. The
optimizations coupled together help us bridge the performance gap of even the most data
intensive applications like TeraGen to 39.3% (from 53.7% without). The rest of the bench-
marks achieve a 10.7% speedup in general and prove that our hybrid localized storage is a
viable augmentation of the otherwise shared-nothing Hadoop architecture.

4.2.4 Discussion

We have shown that provisioning better interconnect between the LSN and its associated
nodes, coupled with consolidating disks at the LSN can help mitigate the loss of locality
that comes from using a shared storage in the shared-nothing environment of Hadoop. In
our tests with real cluster, we relied on software-based bonding to increase interconnect
bandwidth. However, in real clusters more advanced interconnects, such as InfiniBand QDR
or router-supported port trunking with bandwidth exceeding 100 Gbps, will provide for even
better provisioning of the interconnect. Nevertheless, the communication between the nodes
and the LSN can interfere with shuffle phase of the application. One solution could be to
provision a seperate interconnect between the LSN and its associated nodes in addition to
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Figure 4.11: LSN performance with Hadoop nodes equipped 2 Gbps links.

the intra-rack connectivity. However, this would still require the LSN to be connected to the
intra-rack router for supporting HDFS.

An extreme case of our approach is that a small number of compute nodes and the LSN share
a high-speed back-plane, and perhaps are treated as a “fat” node in Hadoop. Alternatively,
with the number of cores/node increasing at a rapid rate, even the “local” disk would be
too far from the compute element, and would become an instance of our LSN-based design.
Thus, our study is also useful in this regard.

Hadoop treats all data as equal and typically creates three replicas to prevent data from
failures. However, in reality replication serves the two purposes of providing reliability as
well as high performance as the multiple copies can be read by tasks in parallel. For data
that is in use and “hot”, this does not pose a problem. However, for data that has not been
used for a while and is “cold,” replication only offers reliability. However, the reliability
for “cold” data can be just as easily obtained through a RAID-based approach. Thus,
it would be desirable to use replication for hot data, and RAID or error-coding for cold
data. Unfortunately, with node-local storage RAID at the node is costly and not-feasible as
discussed earlier (Section 4.2.1.1). By consolidating the disks into LSNs, our design provides
means for efficiently incorporating RAID into Hadoop, and can lead to better management
of hot and cold data. For instance, extra replicas of cold data can simply be deleted, since
the remaining sole replica is stored on a RAID-based LSN. In this case, the same level of
reliability that is offered by the typical two extra replicas can be achieved using one replica
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Figure 4.12: LSN performance with Hadoop nodes equipped with SSDs.

enabled with RAID-6 or advanced error coding schemes [78].

4.2.5 Case Study Summary

In this case study, we revisit the cluster architecture of Hadoop to better provision per-
node storage resources in the face of the exponentially growing application datasets. We
observe that simply adding more disks to individual Hadoop nodes that often exhibit bursty
workloads is not efficient. This approach results in low overall disk utilization, increases costs
as well as the chances of node failures, and the large capacity elongates the time it would
take to recreate a failed replica. Moreover, adding fault-tolerance via RAID is not efficient
if done on each node. To this end, we modify the cluster design to re-purpose node-local
disks into a shared LSN. We argue that the extra cost of a machine (i.e., without the disks)
to house the shared disks is much less than equipping each node with more hardware, e.g.,
power supplies, disk controllers, etc. We study the impact of LSN on Hadoop application
performance using a range of applications and configuration parameters. Our simulations
indicate that with less disks in the LSN connected with a higher bandwidth link can match
application performance for most applications in standard Hadoop, in both a 5-node cluster
and a 20-node cluster. This is promising in that our approach provides IT practitioners
and data-center operators means to better allocate their resources and meet the increasing
demands of emerging applications.
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Chapter 5

Online Prediction Framework For
MapReduce

MapReduce systems have become increasingly popular, employed by large companies includ-
ing Google [39], Yahoo!/Hortonworks [22], Facebook [24], and Amazon [15]. As the main
processing tool under the “big data” trend, MapReduce systems are under heavy demands
of even higher efficiency and performance.

A widely-used concept in computer systems is that future events in a system can be predicted
with high probability based on the likelihood of similar events occurring in the past. Systems
can apply heuristics that anticipates such events will happen to improve performance. Recent
research has focused on applying these classic techniques in MapReduce system to improve
efficiency. Delay scheduling [98] delays assignment of a task with non-optimal locality, with
the anticipation that a slot with better locality may open up soon. PACMan [18] manages
an in-memory cache on each node, and tries to keep “hot” data blocks in the cache, so that
subsequent accesses of these blocks can be served directly from the cache rather than from
disks. Overall, these systems make their decisions based on heuristics which can cause false
positives and false negatives, where the heuristic fails to apply to the current workload.

The key observation this chapter makes is that instead of relying on pure heuristics, if we can
predict occurrences of every future event with high accuracy, we can further reduce chances
of false positives and false negatives. Consequently, overall performance and efficiency can be
improved. Traditionally, prediction of entire systems has been hard. In operating systems,
external factors including user input and submission of new tasks make future system state
hard to predict. High-performance computing (HPC) applications usually involve compli-
cated communication, synchronization, and dependencies between tasks, so performance of
each task is dependent on each other and hence not easily predictable. In contrast, Map-
Reduce is a batch processing system where new tasks are added to a pending queue, so the
scheduler is aware of what workload characteristics to expect in the near future. Further-
more, MapReduce tasks are usually independent from each other, do not involve complicated
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communication and synchronization, so task behavior and performance depends only on lo-
cal node resources. Therefore, prediction in a MapReduce system is possible, and prediction
results can potentially be leveraged by other components in the system to make more in-
formed decisions to improve overall performance of the system. Following up on the previous
examples, in Delay Scheduling [98], if we know that no slot with better locality will open up
soon, we may choose not to wait and rather schedule the task right away. In PACMan [18],
if we know when a task will start to run on which node, we may prefetch the data that the
task will process from disk into the memory cache on that node right before the task starts.

In this chapter, we present an online prediction framework for MapReduce. Powered by
statistical prediction and online simulation, our framework can continuously predict future
execution of tasks and jobs in a live MapReduce system. The online prediction framework
include two components, Predictor which predicts how long each task runs, and Simulator
that when a new task will run and which task will run and on which node it will run. The key
insight in the Predictor module is that execution time of a task can be linearly correlated to
data size the task processes. Based on this observation, we derive a linear regression model
for task execution time with regard to task input size, and apply the model to estimate
execution time of pending tasks. The Simulator module replicates current system state and
uses these execution time estimates to simulate future state. Whenever a scheduling decision
needs to be made the simulator invokes the real task scheduler code, so the simulation is a
good predictor for decisions that will be made in the near future. The key insight is that
this information can be used to improve current scheduling decisions.

This chapter is organized as follows. Section 5.1 describes background of MapReduce. Sec-
tion 5.2 and 5.3 introduce the two components of our online prediction framework, Predictor
and Simulator, respectively. Evaluation of the framework is presented in section 5.4. In
section 5.5 we discuss two use cases of the framework. Finally section 5.6 concludes.

5.1 Hadoop MapReduce Background

Our work is based on MapReduce component in Apache Hadoop [21]. In this section we
will present background on MapReduce to help further discussion. An abstract view of a
MapReduce system is shown in Figure 5.1. A central master node, called JobTracker, coor-
dinates all worker nodes, called TaskTrackers. The JobTracker is responsible for accepting
job submissions from job clients and keep up-to-date information on status of TaskTrack-
ers. Each TaskTracker is configured with a number of map and reduce slots. As a task is
scheduled to run on a TaskTracker, it occupies a slot on the TaskTracker. The number of
tasks a TaskTracker can run concurrently is limited by number of task slots. A job consists
of many tasks, and as soon as the job is submitted all tasks in the job becomes candidates
to be scheduled.

Figure 5.2 shows the periodical heartbeat process between a TaskTracker and the JobTracker.
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Figure 5.1: Overview of a MapReduce system.

Figure 5.2: Illustration of the heartbeat process between a TaskTracker and the JobTracker.
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Each TaskTracker communicates with the JobTracker by periodically sending a heartbeat
message to the JobTracker, which contains a status update from the TaskTracker including
number of occupied/empty slots, changes in task status, etc. The JobTracker processes
the heartbeat, and if the TaskTracker has empty task slots, the JobTracker calls the task
scheduler to assign new tasks for the TaskTracker to run. The JobTracker assembles a set
of actions for the TaskTracker to execute including launching new tasks into a heartbeat
response message and sends it back to the TaskTracker. The heartbeat is sent out at regular
intervals. The default interval between two heartbeat messages is 3 seconds and even longer
if cluster size is large in order to keep overhead on JobTracker low. But we set the interval
to 1 second for our small cluster.

An essential component in the JobTracker is the task scheduler, which is invoked to decide
which tasks to assign during a heartbeat, if the TaskTracker has empty slots and needs new
tasks to run. The task scheduler makes a decision based on information including currently
running jobs, tasks in each job, available TaskTrackers, network topology, running tasks
on each TaskTracker, etc. There have been multiple implementations of task schedulers,
including the default JobQueueTaskScheduler, Fair scheduler, Capacity scheduler, etc.

5.2 Predictor: Estimating Task Execution Time With

Linear Regression

The basis of predicting execution time of a job is to predict execution time of every task. In
Hadoop MapReduce, every node is configured with a fixed number of slots, and every task
occupies a slot. If impact of resource contention is ignored, every slot represents roughly the
same amount of resource. Therefore, the same task should run for the same amount of time,
regardless of which node it runs on or how many tasks were running concurrently on that
node.

Empirical observation and intuition suggests that execution time of a task should be linearly
correlated with size of input data of the task. To verify the assumption, we did a set of
experiments using example jobs with varied data size. All tasks run on a single worker node
configured with one map slot and one reduce slot to avoid any impact of resource contention.
We also configured MapReduce to start running reduce tasks only after all map tasks have
finished, which ensures that only one task is running on the system at any time. For each
application, we create 50 jobs to process different size of data. The results are shown in
figure 5.2. In each graph the x-axis is data size that each task processes and the y-axis is
exeuction time of the task. Each data point is an error bar showing average execution time
and standard deviation of multiple task executions.

Some jobs show linear correlation between data size and task execution time, including (a),
(b), (d), (e), (i). In some other jobs, including (f), (g), (h), (j), most tasks have similar data
size and their exeuction times are also similar. In (c) TeraSort map, however, the result
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Figure 5.3: Task execution time versus data size.
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shows two linear correlations, divided at around 27 MB in input data size. The reason is
that in a map-reduce job like TeraSort, when input data size is less than 27 MB, a map task
can write to a single output file, whereas when input data size is larger than 27 MB, a map
task must write multiple output files and later merge them into one final output. Map tasks
in map-only jobs like TeraGen can output multiple files and do not need the merge phase,
whereas map tasks in map-reduce jobs with both map and reduce tasks always output a
single file and need the merge phase if input size is larger than a threshold. The threshold
may vary for different jobs and tasks. Similar models have also been proposed and studied
in [51,53, 95].

Based on our assumption and observations, we developed Predictor that first derives a per-
formance model from tasks that have already finished, and then applies the model to predict
execution time of new tasks. Tasks are first classified into different types. Next, based
on type of a task, each task is classified into one of the following classes: map task in a
map-only job, map task in a map-reduce job, reduce task, setup/cleanup tasks. Except
map-in-mapreduce class, all other classes of tasks can be predicted using a linear regression
model on execution time versus data size. To predict execution time of a map-in-mapreduce
task, first we classify the task into two classes, merge and no-merge, using a logistic model
with input size as control and whether merge is needed as response. Then we apply corre-
sponding linear regression model, map-merge or map-nomerge, to predict execution time of
the task. Though for some jobs a single linear correlation can be observed without differ-
entiating between merge and nomerge tasks, we still use the classification for all tasks for
integrity and simplicity, and predictions will not be affected for these jobs.

A limitation of Predictor is that it must have seen the same type of tasks before to make
reasonable prediction of a new task. Inevitably, there will be tasks of new types. We cannot
make a prediction for those tasks, and use a default execution time as predicted execution
time to make simulation work.

5.3 Simulator: Predicting Scheduling Decisions by Run-

ning Online Simulations

With prediction of execution time of each task with reasonable accuracy as building blocks,
we further use simulation to predict scheduling decisions and execution time of each job. As
explained in section 5.1, a task scheduler makes scheduling decisions based on information
including running jobs, tasks in each job, available TaskTrackers, network topology, running
tasks on each TaskTracker, etc. In Simulator, we try to virtualize all these information and
feed it to a real task scheduler, so the task scheduler runs and makes decisions as if it is
running in a real system. Based on the task scheduling decisions that specify which task to
launch on which node, we can assemble simulated tasks to a simulated job.

A new simulation runs periodically as a thread in the JobTracker process. To start a sim-
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Figure 5.4: Overview of Simulator architecture.

Algorithm 1 Pseudo code for how the simulator engine drives a simulation.

while queue is not empty AND not all jobs have finished do
event← next event in the queue
advance virtual clock to when event fires
if event is a heartbeat event then
SimTT prepare a status update
SimTT calls SimJT.heartbeat()
SimJT processes the heartbeat
SimJT actions← actions for SimTT
SimJT response← a heartbeat response with actions
SimJT send response back to SimTT
SimTT.performActions()

else if event is a task finish event then
SimTT mark task as SUCCEEDED
if a map task finishes then
SimTT map slots← map slots+ 1

else if a reduce task finishes then
SimTT reduce slots← reduce slots+ 1

end if
end if

end while
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Algorithm 2 Pseudo code for SimTT.performActions().

for all action in actions do
if action is LaunchTaskAction then
if launching a reduce task then
return

end if
current← current virtual time
runtime← predict execution time from Predictor
finish← current+ runtime
event← a finish event that will fire at finish
insert event into the event queue
map slots← map slots− 1

else if action is AllMapsCompletedAction then
current← current virtual time
runtime← predict execution time from Predictor
finish← current+ runtime
event← a finish event that will fire at finish
insert event into the event queue
reduce slots← reduce slots− 1

end if
end for
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ulation, first we take a snapshot of the current JobTracker status and create a replicated
JobTracker (SimJT) and a replicated task scheduler. We need to create replicated informa-
tion for each running job, tasks in each job, running tasks, etc. within SimJT, a wrapper
object for a real JobTracker inside. We also create a TaskTracker object (SimTT) for each
TaskTracker that is active at the moment. Figure 5.4 shows the architecture of Simulator.
Note the similarities and differences between Figure 5.4 and Figure 5.1. In Simulator, there
is no job client, and no new job can be submitted in the simulation. JobTracker and task
scheduler are both the same objects as in the real system. SimTTs are simulated objects that
are controlled by a discrete event simulator engine. SimTTs communicate with the SimJT,
just like TaskTrackers communicate with the JobTracker. A simulator clock that tracks the
virtual time is used in SimJT and task scheduler. The simulator engine maintains an event
queue, which is a priority queue sorted by virtual time when each event is scheduled to fire.
The engine advances the virtual time to when next event in the queue will fire and processes
the event. During the processing, more events can be inserted into the queue as events that
will fire in the virtual future. The engine repeats the process until the queue is empty, or
in our case, when all jobs in the system are finished. Algorithm 1 shows pseudo code of
the simulator engine. Two types of events are currently implemented: heartbeat event and
task finish event. On a heartbeat event, the associated SimTT creates an up-to-date status
and calls the SimJT as if it sends a heartbeat message. SimJT will process the heartbeat
message, calls the task scheduler if necessary to make scheduling decisions, and returns a
heartbeat response message with actions to the SimTT. SimTT then performs the actions
that might be launch-map-task action, all-maps-completed action (to launch a reduce task),
etc. the processing of heartbeat event is done after SimTT has processed all actions. On a
finish event, SimTT simply marks the task as SUCCEEDED and frees the slots occupied by
the task. After the current event is processed, the engine moves on to the next event in the
queue and processes it. This process will repeat until all jobs in the simulation finish. To
avoid starving the real JobTracker from running the cluster, each simulation stops after a
long period (default 1 hour) has elapsed in virtual time. Algorithm 2 shows pseudo code for
SimTT. To process a launch task action, SimTT calculates its finish time based on predicted
execution time of the task we got from Predictor, and inserts its finish event into the event
queue. SimTT also needs to update map slots. Simulator does not model data transfer
between map tasks and reduce tasks, and only issue an all-maps-completed action when all
map tasks of a job are completed and reduce tasks of the same job can start to process
data. On an all-maps-completed action, TaskTracker will treat it as launching a reduce task.
Similar to launching a map task, SimTT will calculate its finish time, insert its finish event
into the event queue, and update reduce slots.

Simulator can predict each scheduling decision to be made by the task scheduler. If the
virtualized environment we feed to the task scheduler is close enough to the real environment,
the task scheduler should make the same scheduling decision in simulation as it will in the
real system. Every decision is valuable information, and can be used to improve overall
system performance. Furthermore, when all tasks of a job finish in the simulation, we know
when the job will finish and also execution details on when each of its tasks will start and
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finish.

In the simulator, the simulator engine drives SimTT, which in turn calls SimJT and task
scheduler on heartbeat events. The engine and SimTT can be viewed as a virualized envi-
ronment, which surrounds SimJT and task scheduler, as if JobTracker and task scheduler
are running in a real system. If the information fed to JobTracker and task scheduler is
accurate to match information that will happen in the real system in the near future, the
same decisions should be made in the simulation as in a real system. Furthermore, Simula-
tor should be compatible with any deterministic task scheduler since we do not modify the
existing task scheduler code. We do need the task scheduler to implement a copy() method
to create a new task scheduler object that is a snapshot of itself, and a new task scheduler
will be created and used in each simulation. A task scheduler should also support virtual
time. We have ported the default JobQueueTaskScheduler and Fair Scheduler (naive fair
scheduler as discussed in [98]) to work with Simulator.

Simulator can predict so far into the future with what it does know. Only jobs that are
submitted when the simulation starts are known by Simulator and can be simulated. After
all known jobs finish in the simulation, Simulator will have to stop. Simulator cannot predict
failures that might happen in reality, either. In every simulation, all jobs are simulated with
the assumption of no failure in the simulation. When a failure does occur, we will rely on
the subsequent simulation runs to include the failure and simulate its impact.

Each simulation run should not last for too long, and must not be longer than interval
between two simulations. We will present performance numbers in section 5.4. We do ac-
knowledge that in large clusters, JobTracker might be too busy running simulations and
not be able to keep up with heartbeat messages from TaskTrackers. In order to minimize
performance impact on the JobTracker, Simulator can be separated from JobTracker as a
stand-alone process or even run on another node. The new Simulator process will com-
municate with JobTracker to get status update and send simulation results via periodical
heartbeat messages. Thus, the Simulator process will minimize the overhead on JobTracker
process, and utilize processing power of multi-core processors or even processing power of
another node. We will investigate separated Simulator process design in our future work.

5.4 Evaluation

We have implemented the online prediction framework including both Predictor and Simu-
lator as a patch for Apache Hadoop release 0.20.203.0 in about 6000 lines of code. In this
section, we will evaluate prediction accuracy of Predictor and Simulator under two sched-
ulers: JobQueueTaskScheduler (the default FCFS scheduler) and Fair Scheduler, and also
look at performance overhead that running simulations adds to JobTracker.

The experiments we did were on a small cluster with 1 JobTracker and 3 TaskTrackers.
Specification of each node is shown in Table 5.1. Nodes are connected in a LAN via a



76

Table 5.1: Specification of each TaskTracker node

Processors 2x 2-core Xeon 3.0GHz
RAM 4GB
System disk 150GB, 10K RPM
Data disk 500GB, 7200 RPM
NIC 1Gbps
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Figure 5.5: Prediction errors of map tasks under FCFS scheduler.

1000Mbps switch. Each TaskTracker is configured with 2 map slots and 2 reduce slots.
We configured MapReduce to launch reduce tasks only after all map tasks have finished.
Speculative execution is turned off.

5.4.1 Prediction Accuracy of Predictor

In this section we evaluate how accurate our predictions on task execution time from Predic-
tor are. We run a suite with 10 grep jobs and 10 word-count jobs and record how accurate
prediction of execution time of each task is. The jobs are submitted together upfront. We
run the same 20-job suite twice, first run for training, second run for testing. Simulator is
turned off in this experiment. We run the same experiment under both FCFS scheduler and
Fair scheduler.

The map results of the three schedulers are shown in figure 5.5 and 5.6 respectively. The
graphs show normalized error in percentage of predicted execution time against actual exe-
cution time of a task. Positive error means predicted value is larger than actual value and
negative error means predicted value is smaller. Predictions are ordered by finish order of
each task in the log. Overall 95% of all errors are within 10% and 75% of all errors are
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Figure 5.6: Prediction errors of map tasks under Fair Scheduler.
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Figure 5.7: Prediction errors of reduce tasks under FCFS scheduler.

within 5%.

Figure 5.7 and 5.8 show results of reduce tasks under the two schedulers respectively. 95% of
all errors are within 10%, but a few outliers exist. In those cases, predicted execution time
is around 7.8 seconds since all other reduce tasks run for about 7.8 seconds, but the actual
task runs for less than 3 seconds. We haven’t found an explanation and just treat these as
outliers.
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Figure 5.8: Prediction errors of reduce tasks under Fair scheduler.

5.4.2 Prediction Accuracy of Simulator

With Simulator, we can predict execution time of each job by assembling tasks together.
We run 10 word-count jobs as a suite twice with Simulator turned on, first run for training
Predictor, second run for testing Simulator. Grep jobs are removed because they involve
dependency between jobs, which we cannot predict yet. In every simulation, we record
predicted execution time of each task and each job. We show results of predicted execution
time of each of the 10 jobs under the two schedulers in Figure 5.9 and 5.10 respectively. Each
line shows how predicted execution time of each job changes as the suite runs. Result of
FCFS scheduler shows almost perfect predictions for all jobs. Error in predicted execution
time of each job is within 10 seconds. Result of Fair Scheduler also shows stable prediction
for each job, with error within 40 seconds. Notice that the suite runs for 900 seconds. That
means we can predict when each job will finish 15 minutes into the future, as long as no
other job is submitted.

To further understand how accurate Simulator is, we divide prediction of task execution time
provided by Predictor and prediction of task start time provided by Simulator. We compare
the start time of each task predicted by Simulator against the actual start time. Since
Simulator runs periodical simulations, the most useful information is within a short window
in the nearest future. We find all tasks that start to run in a 30-second or 60-second window
after each simulation runs, and compare the error of actual start time and predicted start
time of these tasks. Figures 5.11, 5.12 shows average prediction error of start time of all tasks
within each window. FCFS results shows almost perfect predictions with average errors of
less than 2 seconds within both 30-second windows and 60-second windows. Fair Scheduler
result, however, shows much higher average errors up to 70 seconds. This is because Fair
Scheduler is more sensitive to small differences in task execution time. A small difference
may result in a task from a different job scheduled, or a task scheduled to another node or
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Figure 5.9: Prediction of job execution time under FCFS Scheduler.
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Figure 5.10: Prediction of job execution time under Fair Scheduler.
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Figure 5.11: Average prediction error of task start time within a short window under FCFS
Scheduler.

after a long interval. Some tasks are predicted out-of-order as compared to actual execution
trace, so the error could be very large.

To avoid bias from high-error tasks, we calculated average percentage of tasks within each
window that are predicted to start within an error bound. Moreover, map tasks must be
predicted to run on the same node as it actually runs on. The result is shown in 5.13. The
result shows that under Fair Scheduler, nearly 80% tasks in a 30-second window is predicted
to start with an error of 2 seconds. This result clearly shows how accurate Simulator is
for the majority of all tasks, despite that fact that he other 20% tasks are predicted to run
out-of-order with much higher errors.

5.4.3 Overhead of Running Online Simulations

To show overhead of our online prediction framework due to periodically running simulations,
we run the standard suite of 10 grep jobs and 10 word-count jobs without Simulator. Then we
turn on Simulator and run the same suite. We set intervals between two simulation runs to
different values to evaluate the impact of running the extra Simulator on MapReduce system
performance. The scheduler is set to Fair Scheduler. We summarize average job execution
time, maximum job execution time (suite execution time), and heartbeat processing rate
(calculated by number of heartbeats processed divided by length of experiment) in Table 5.2.
Running Simulator every 20 seconds causes a 1.29% overhead in suite execution time and a
5.29% reduction in heartbeat processing rate. In larger clusters, we expect higher overhead
on JobTracker and will separate the Simulator process in order to lower the overhead on
JobTracker.
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Figure 5.12: Average prediction error of task start time within a short window under Fair
Scheduler.
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Table 5.2: Overhead of running Simulator measured in average job execution time, maximum
job execution time and heartbeat processing rate.

Simulator average maximum heartbeat
interval exec. time (s) exec. time (s) proc. rate

off 735 1293 1.00
60s 728 1297 0.98
30s 743 1302 0.96
20s 751 1310 0.94
10s 769 1331 0.89
5s 825 1384 0.80
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5.5 Use Cases

In this section we outline two potential use cases of our online prediction framework, and
discuss how they can improve performance of MapReduce systems.

5.5.1 Prefetching

The first use case of our online prediction framework is prefetching, based on similar moti-
vation that PACMan [18] was designed for. PACMan is a caching service for data-intensive
parallel computing such as MapReduce. While it is proven effective to reduce average com-
pletion time of jobs by over 50%, the authors also note that data accessed by over 30%
of tasks is accessed only once, and the current PACMan implementation requires a large
amount of RAM, e.g. 20GB per node, to be dedicated to caching.

Rather than caching recently accessed data in memory and hoping later on some tasks will
access these cached data, we predict which data blocks will be accessed on which node, and
prefetch these data blocks to be accessed into memory just before tasks start to run, such
prefetched tasks do not need to read data from local disks or from remote nodes, and can
achieve the same performance benefit as cached tasks. Since with prefetching, data blocks
to be processed are already loaded in memory, so prefetching can achieve similar perfor-
mance benefit as caching for individual tasks, or over 50% reduction in average completion
time. Furthermore, prefetching can address both aforementioned problems of caching. First,
prefetching can benefit tasks which access only single-accessed data. Secondly, data accessed
can be discarded from memory, so prefetching does not require large amounts of RAM ded-
icated at all time. To make a realistic estimation, given that each machine can run up to 20
tasks in concurrent, and each task processes 100MB of input data on average, the currently
running tasks need 2GB of RAM (necessary anyway) and prefetching only needs an extra
2GB of RAM, far less than 20GB as needed in caching.

5.5.2 Dynamically Adapting Scheduler

Another use case is inspired by a scheduling problem mentioned in [66]. The problem is that
under certain workloads, FCFS can achieve better average task execution time than Fair
Scheduler; while under some other workloads, Fair Scheduler is better than FCFS1. In order
to achieve the best performance in both workloads, we propose to dynamically change the
scheduler to use based on the current workload. With our online prediction framework, we
can simulate how the current workload will perform under different schedulers, and choose
the best one based on simulation results.

1Slides of the talk can be found online at http://www.slideshare.net/cloudera/hadoop-world-2011-
hadoop-and-performance-todd-lipcon-yanpei-chen-cloudera, the problem is shown on slide 42.

http://www.slideshare.net/cloudera/hadoop
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5.6 Chapter Summary

In this chapter we have described our online prediction framework for MapReduce. Predictor
predicts execution time on task level, and Simulator predicts scheduling decisions to be made
by the task scheduler and also predicts execution time on job level. Predictions are made
regarding the future of the live MapReduce system, and can help other system components
make more informed decisions.



Chapter 6

Conclusion

6.1 Summary of Dissertation

In this dissertation we focused on performance modeling and prediction of Hadoop Map-
Reduce systems, the most popular framework for large-scale data processing. We developed
the capability to evaluate application performance in hypothetical MapReduce systems using
simulation. Compared to the traditional build-and-measure approach, our simulation-based
evaluation is faster and cheaper and offers flexibility. Although real experiments must be
conducted before total commitment, simulation-based evaluation can work as a intermedi-
ate step to reveal obvious flaws and help system designers further understand performance
characteristics of their applications and the MapReduce system.

We studied performance of the MapReduce system in detail and developed a comprehensive
performance model for MapReduce. In our model tasks are further divided into sub-task
phases, which are the basic performance units in our model. Our model also considers
resource contention between multiple processes running in parallel competing for the same
resource. Based on the performance model, we developed a comprehensive simulator for
MapReduce, MRPerf. We have validated the MRPerf simulator using a 40-node cluster, and
we also showed how it can be applied to study MapReduce application performance under
different network topologies, under different data localities, and under failures. MRPerf is the
first full-featured MapReduce simulator, and remains as the most comprehensive MapReduce
simulator with the most complete features. The major advantage of MRPerf over other
simulators is its support for both workload simulation and resource contention. MRPerf
supports to simulate a workload with multiple jobs, which requires a sophisticated task
scheduler. MRPerf also supports resource contention so the same task may run faster or
slower as the cluster is less or more loaded.

Using MRPerf, we conducted two case studies to evaluate scheduling algorithms in Map-
Reduce and shared storage in MapReduce, without building real clusters. In the first case
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study, we compared two scheduling algorithms in the MapReduce context, Fair share and
Quincy. We implemented both schedulers in MRPerf and use the same traces to drive the
two schedulers. Our results show that Quincy performs better than Fair share, and from
the simulation traces we can attribute the advantage of Quincy to the perfect data locality
that it achieves whereas Fair share can achieve only partial data locality. In the second case
study, we use MRPerf to evaluate the feasibility of consolidating disks into storage devices
shared by multiple computing nodes in Hadoop MapReduce systems. Our results show that
for most applications, shared storage devices with higher-bandwidth links can help Map-
Reduce systems achieve similar performance compared to baseline shared-nothing Hadoop
MapReduce systems.

Furthermore, in order to further integrate simulation and performance prediction into Map-
Reduce systems and leverage predictions to improve system performance, we developed on-
line prediction framework for MapReduce, which periodically runs simulations within a live
Hadoop MapReduce system. The framework can predict task execution within a window
in near future. These predictions can be used by other components in MapReduce systems
in order to improve performance. Our results show that the framework can achieve high
prediction accuracy and incurs negligible overhead. We present two potential use cases,
prefetching and dynamic adapting scheduler.

6.2 Future Work

This dissertation is the first step toward understanding MapReduce systems as well as large-
scale data-intensive computing in general. The work can be improved, enhanced or extended
in many ways. We list a number of future work here.

Every simulator is based on a performance model. The performance model must be correct
and precise in order for the simulation results to be correct. However, for a quickly evolving
system like Hadoop MapReduce, every new version can have a completely different perfor-
mance model. Developing a performance model for each version of the software is the most
straight-forward solution but also a tedious one. A more efficient solution is automatically
extracting a performance model for each version of software using source code analysis and
runtime profiling. The automatic tool may not be easily developed, and in some cases, the
tool can only be semi-automatic and must rely on human knowledge. How to combine hu-
man and computing power to create an automatic performance model extractor is also an
interesting problem.

Another fundamental problem is a realistic performance model for processes in modern
complex systems. Processes consume different amount of resources, and multiple processes
may also run in parallel competing for the same resource. Currently applications are often
classified as I/O-intensive or CPU-intensive, but there is no exact measure on how I/O-
intensive or CPU-intensive an application is. Moreover, if multiple processes run in parallel
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in the same system, how they are going to share the resources is not clear. [46] is a scheduling
algorithm to achieve fair share over multiple resources, but it is not widely implemented or
deployed. Furthermore, as MapReduce tasks are modeled in MRPerf, most applications
should not be classified simply into CPU-intensive or I/O-intensive, but more often can be
divided into phases, and exhibit different characteristics in different phases. Ideally, if each
phase in an application can be characterized as a multiple-dimension vector on how much
resource it consumes, and a rigorous scheduling algorithm is followed to allocate resources to
concurrently running processes, we should be able to predict precisely how much time each
application takes. However, resources in systems are complex, if not complicated. CPU has
multiple levels of cache managed by proprietary algorithms. Performance of disks depends
on access pattern and seek distances of each I/O. Particularly in data-intensive computing,
many performance issues depend on the input data. The same application can perform very
differently on different input data. Communication over network is not perfectly predictable,
with random latency and occasional lost packets. Finally, failures in large-scale systems
with thousands of components is ubiquitous and not predictable. Nevertheless, the field
can still be advanced through quantification. Some measure of I/O-intensivity and CPU-
intensivity should be quantified for each phase in each application. To avoid performance
issues dependent on input data, worst-case performance and average performance should be
analyzed for each application.

A practical problem I found in this work is that running simulations and analyzing results
are tedious, and I hope I had a tool to manage simulations and results. A handy simulation
manager should remember all simulations ever run. If a simulator is under active development
and evolving, the manager should remember the simulator version as well. Sometimes the
same simulation is executed multiple times, the manager should remember all results if the
result is not deterministic. Moreover, a query-based language would simplify the analysis job
over thousands of simulation results. One should be able to query the result as a database
using a SQL-like language and plot the results directly.

The onlinle prediction framework for MapReduce is still a preliminary work, and can be
improved in many ways. Predictor can be improved with more advanced data mining algo-
rithms to make it more robust and accurate. We need more realistic task models in Simulator
to deal with resource contention between concurrently running tasks, as well as performance
impact of network traffic including shuffle traffic and non-local map tasks. We will optimize
the current implementation to minimize performance overhead on JobTracker. One opti-
mization is running Simulator in a separate process so it could run on another node. We
will further investigate the two use cases discussed above, and also explore other potential
applications of our framework.

Beyond MapReduce, performance modeling and simulation-based performance prediction
can be applied in other related large-scale data processing systems. For example, simulation
for Amazon EMR [15] can advise users how their applications should be configured to accom-
plish the same job with the lowest cost, under certain constraints how they should change
the configuration, etc. Simulators for NextGen MapReduce [6] in newer versions of Hadoop
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and Google Cloud Backend [49,96] can be developed similarly as our MRPerf simulator and
online prediction framework for MapReduce. Furthermore, simulations may be easier for
new systems like Spark [99] and ThemisMR [83]. Both systems show less performance vari-
ance than MapReduce, so performance models and simulations for these systems would be
more accurate. Finally, a new system should be developed with performance modeling and
simulation as core parts of the system. With extensive attention to performance modeling
and prediction, application performance can be predicted accurately.
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