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Design of Secure Scalable Frameworks for Next Generation Cellu-

lar Networks

Tolga O. Atalay

(ABSTRACT)

Leveraging Network Functions Virtualization (NFV), the Fifth Generation (5G) core, and
Radio Access Network (RAN) functions are implemented as Virtual Network Functions
(VNFs) on Commercial-off-the-Shelf (COTS) hardware. The use of virtualized micro-services
to implement these 5G VNFs enables the flexible and scalable construction of end-to-end log-

ically isolated network fragments denoted as network slices.

The goal of this dissertation is to design more scalable, flexible, secure, and visible 5G
networks. Thus, each chapter will present a design and evaluation that addresses one or

more of these aspects.

The first objective is to understand the limits of 5G core micro-service virtualization when
using lightweight containers for constructing various network slicing models with different
service guarantees. The initial deployment model consists of the OpenAirInterface (OAI) 5G
core in a containerized setting to create a universally deployable testbed. Operational and
computational stress tests are performed on individual 5G core VNFs where different network
slicing models are created that are applicable to real-life scenarios. The analysis captures the
increase in compute resource consumption of individual VNFs during various core network
procedures. Furthermore, using different network slicing models, the progressive increase

in resource consumption can be seen as the service guarantees of the slices become more



demanding. The framework created using this testbed is the first to provide such analytics

on lightweight virtualized 5G core VNFs with large-scale end-to-end connections.

Moving into the cloud-native ecosystem, 5G core deployments will be orchestrated by middle-
men Network-slice-as-a-Service (NSaaS) providers. These NSaaS providers will consume
Infrastructure-as-a-service (IaaS) offerings and offer network slices to Mobile Virtual Network
Operators (MVNOs). To investigate this future model, end-to-end emulated 5G deployments
are conducted to offer insight into the cost implications surrounding such NSaaS offerings in
the cloud. The deployment features real-life traffic patterns corresponding to practical use
cases which are matched with specific network slicing models. These models are implemented
in a 5G testbed to gather compute resource consumption metrics. The obtained data are used
to formulate infrastructure procurement costs for popular cloud providers such as Amazon
Web Services (AWS), Google Cloud Platform (GCP), and Microsoft Azure. The results show
steady patterns in compute consumption across multiple use cases, which are used to make
high-scale cost projections for public cloud deployments. In the end, the trade-off between
cost and throughput is achieved by decentralizing the network slices and offloading the user

plane.

The next step is the demystification of 5G traffic patterns using the Over-the-Air (OTA)
testbed. An open-source OTA testbed is constructed leveraging advanced features of 5G
radio access and core networks developed by OAI. The achievable Quality of Service (QoS)
is evaluated to provide visibility into the compute consumption of individual components.
Additionally, a method is presented to utilize WiFi devices for experimenting with 5G QoS.
Resource consumption analytics are collected from the 5G user plane in correlation to raw
traffic patterns. The results show that the open-source 5G testbed can sustain sub-20ms
latency with up to 80Mbps throughput over a 25m range using COTS devices. Device con-

nection remains stable while supporting different use cases such as AR/VR, online gaming,



video streaming, and Voice-over IP (VoIP). It illustrates how these popular use cases affect
CPU utilization in the user plane. This provides insight into the capabilities of existing 5G

solutions by demystifying the resource needs of specific use cases.

Moving into public cloud-based deployments, creates a growing demand for general-purpose
compute resources as 5G deployments continue to expand. Given their existing infrastruc-
tures, cloud providers such as AWS are attractive platforms to address this need. Therefore,
it is crucial to understand the control and user plane QoS implications associated with
deploying the 5G core on top of AWS. To this end, a 5G testbed is constructed using open-
source components spanning multiple global locations within the AWS infrastructure. Using
different core deployment strategies by shuffling VNFs into AWS edge zones, an operational
breakdown of the latency overhead is conducted for 5G procedures. The results show that
moving specific VNFs into edge regions reduces the latency overhead for key 5G operations.
Multiple user plane connections are instantiated between availability zones and edge regions
with different traffic loads. As more data sessions are instantiated, it is observed that the
deterioration of connection quality varies depending on traffic load. Ultimately, the findings
provide new insights for MVNOs to determine favorable placements of their 5G core entities

in the cloud.

The transition into cloud-native deployments has encouraged the development of support-
ive platforms for 5G. One such framework is the OpenRAN initiative, led by the O-RAN
Alliance. The OpenRAN initiative promotes an open Radio Access Network (RAN) and
offers operators fine-grained control over the radio stack. To that end, O-RAN introduces
new components to the 5G ecosystem, such as the near real-time RAN Intelligent Controller
(near-RT RIC) and the accompanying Extensible Applications (xApps). The introduction
of these entities expands the 5G threat surface. Furthermore, with the movement from

proprietary hardware to virtual environments enabled by NFV, attack vectors that exploit



the existing NFV attack surface pose additional threats. To deal with these threats, the
XApp repository function (XRF) framework is constructed for scalable authentication,
authorization, and discovery of xApps. In order to harden the XRF microservices, deploy-
ments are isolated using Intel Software Guard Extensions (SGX). The XRF modules are
individually benchmarked to compare how different microservices behave in terms of com-
putational overhead when deployed in virtual and hardware-based isolation sandboxes. The
evaluation shows that the XRF framework scales efficiently in a multi-threaded Kubernetes
environment. Isolation of the XRF microservices introduces different amounts of processing
overhead depending on the sandboxing strategy. A security analysis is conducted to show
how the XRF framework addresses chosen key issues from the O-RAN and 5G standardiza-

tion efforts.

In the final chapter of the dissertation, the focus shifts towards the development and evalua-
tion of 5G-STREAM, a service mesh tailored for rapid, efficient, and authorized microservices
in cloud-based 5G core networks. 5G-STREAM addresses critical scalability and efficiency
challenges in the 5G core control plane by optimizing traffic and reducing signaling congestion
across distributed cloud environments. The framework enhances Virtual Network Function
(VNF) service chains’ topology awareness, enabling dynamic configuration of communica-
tion pathways which significantly reduces discovery and authorization signaling overhead.
A prototype of 5G-STREAM was developed and tested, showing a reduction of up to 2x
in inter-VNF latency per HT'TP transaction in the core network service chains, particularly
benefiting larger service chains with extensive messaging. Additionally, 5G-STREAM’s de-
ployment strategies for VNF placement are explored to further optimize performance and
cost efficiency in cloud-based infrastructures, ultimately providing a scalable solution that
can adapt to increasing network demands while maintaining robust service levels. This inno-

vative approach signifies a pivotal advancement in managing 5G core networks, paving the



way for more dynamic, efficient, and cost-effective cellular network infrastructures.

Overall, this dissertation is devoted to designing, building, and evaluating scalable and secure

5G deployments.



Design of Secure Scalable Frameworks for Next Generation Cellu-

lar Networks

Tolga O. Atalay

(GENERAL AUDIENCE ABSTRACT)

Ever since the emergence of the Global System for Mobile Communications (GSM), human-
ity has relied on cellular communications for the fast and efficient exchange of information.
Today, with the Fifth Generation (5G) of mobile networks, what may have passed for sci-
ence fiction 40 years ago, is now slowly becoming reality. In addition to enabling extremely
fast data rates and low latency for user handsets, 5G networks promise to deliver a very
rich and integrated ecosystem. This includes a plethora of interconnected devices rang-
ing from smart home sensors to Augmented/Virtual Reality equipment. To that end, the
stride from the Fourth Generation (4G) of mobile networks to 5G is yet to be the biggest
evolutionary step in cellular networks. In 4G, the backbone entities that glued the base
stations together were deployed on proprietary hardware. With 5G, these entities have been
moved to Commercial off-the-shelf (COTS) hardware which can be hosted by cloud providers
(e.g., Amazon, Google, Microsoft) or various Small to Medium Enterprises (SMEs). This
substantial paradigm shift in cellular network deployments has introduced a variety of se-
curity, flexibility, and scalability concerns around the deployment of 5G networks. Thus,
this thesis is a culmination of a wide range of studies that seek to collectively facilitate the
secure, scalable, and flexible deployment of 5G networks in different types of environments.
Starting with small-scale optimizations and building up towards the analysis of global 5G

deployments, the goal of this work is to demystify the scalability implications of deploying



5G networks. On this journey, several security flaws are identified within the 5G ecosystem,

and frameworks are constructed to address them in a fluent manner.
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Chapter 1

Introduction

1.1 Motivation

Cellular networks have been an integral part of everyday human interactions for more than
three decades. Since the advent of Global System for Mobile Communications (GSM) net-
works at the dawn of the 21st century [55], society has become heavily reliant on swift
and dependable data transfer. Throughout these years, the convenience a orded by User
Equipment (UE), small enough to t into every pocket, has become nearly synonymous
with the individual's identity. This evolution has spurred research that seeks to elevate the

performance of mobile networks in every possible manner.

The advances in technology and the ubiquity of UE have fundamentally transformed how we
communicate, work, and access information. Cellular networks, originally designed for voice
communication, have expanded their capabilities to support high-speed data transfer, real-
time video streaming, Internet of Things (IoT) applications, and more. As we move forward,

the focus remains on not just enhancing the speed and capacity, but also the reliability,

1
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e ciency, and security of these networks. Indeed, the constant strive for improvement in
mobile networks is a testament to our society's unending drive for better connectivity and

seamless communication.

More than a decade after the release of Long Term Evolution (LTE), the standardization of
the Fifth Generation (5G) mobile networks has evolved to a point where network operators
around the world have begun their roll-outs. This development has sparked further interest
in what was already an academic and industrial movement with signi cant momentum.
Nevertheless, the 5G networks today only display a fraction of the promised feature sets
o ered by the standardization bodies such as the Third Generation Partnership Project

(3GPP).

A complete 5G network will ultimately be designed in a way to accommodate a variety of
vertical use cases such as enhanced Mobile Broadband (eMBB), Ultra Relialbe Low Latency
Communication (URLLC), Massive Internet of Things (mloT) and Vehicular-to-Everything
(V2X) communications [12]. In addition to these standardized use cases, operators will be
able to customize their o erings for speci ¢ groups of users in order to provide the optimal

Quality of Service (Qo0S).

The functional requirements of 5G networks (i.e., those that are strictly concerned with

o ering mobile network functionality and not supporting non-functional features) can be
clearly divided into two key enabling ecosystems. These are the Radio Access Network
(RAN) and the core network (CN) with a transport network connecting the two. Combining
these two key components, 5G will o er services in the form of network slices. Network
slices are logically isolated end-to-end fragments connecting the RAN and the CN towards

supporting a speci ¢ use case.

To deal with the complexity of enabling network slicing, a 5G deployment will utilize funda-
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Figure 1.1: Comparing the 5G RAN and Core with legacy deployments

mental building blocks such as Network Functions Virtualization (NFV), Software-De ned
Networking (SDN), Mobile Edge Computing (MEC), automated cloud orchestration, and
other key technologies as its foundation. These technologies that separate 5G deployments
from LTE are depicted in Figure 1.1. They o er a more exible and scalable way of deploying

mobile network functions compared with legacy networks.

Leveraging NFV, mobile network functions that used to be deployed as Physical Network
Functions (PNFs) in legacy networks are now being packaged as Virtual Network Functions
(VNFs) on Commercial o -the-Shelf (COTS) hardware in cloud environments. In order to
construct end-to-end network slices, the RAN and CN VNFs will be service chained in a
virtual environment to construct a logical service o ering comprised of virtual components.
This virtualization enables the e cient usage of SDN towards building a distributed mobile

network that can be centrally managed in a software-de ned manner.

With the exibility created through NFV and SDN, speci c use cases with strict QoS re-
guirements, such as URLLC and V2X, can be accommodated through MEC. With micro-
datacentres located closer to the RAN, processing time-sensitive data can be done in near

real-time. Furthermore, the VNFs that constitute time-sensitive network slices can be moved
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Figure 1.2: Overview of an end-to-end 5G deployment with key enabling technologies

around in the edge domains in case speci c strategic locations require a given functionality

to be readily available.

To oversee this transient virtual infrastructure, a central Management and Orchestration
(MANO) unit, standardized as part of the NFV architecture [62], is employed. The MANO
will facilitate the interaction of the Mobile Virtual Network Operators (MVNOSs) with the
underlying physical infrastructure by enabling resource allocation for specic resource de-
mands. A high-level overview of a complete 5G network is depicted in Figure 1.2, highlighting
the utilization of NFV, SDN, MEC and a MANO unit enabling the virtual and softwarized

deployment of the RAN and CN with end-to-end network slices.

It is through the combined trends of such robust technologies that 5G standardization feature
sets have been able to grow beyond what could have been possible using a legacy approach
to network function deployment and management. The functionalities and ows within the

RAN and CN have changed drastically to be able to support end-to-end network slicing.
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Figure 1.3: Transitioning from legancy LTE core to the 5G core for scalability
The introduction of these new features into the mobile network ecosystem has cultivated a
desire for extensive testing and augmentation both within academia and industry. The goal
of this collective e ort is to realize what is promised in the standardization by creating a

complete, production-grade 5G deployment.

In this dissertation, the reader is presented with a set of system designs, testing environments,
measurement studies and security analyses to illustrate how 5G has evolved compared to its

predecessor.

1.2 Cornerstones of a 5G Deployment

To better prepare the reader for the remainder of this study, we present the three cornerstones
of 5G that are explored throughout this work. The goal of each chapter is to enhance one

or more of these cornerstones to enable more e cient and secure deployments of 5G.

1.2.1 Scalability and Flexibility

In order to accommodate a wide variety of service types the 5G networks have evolved

drastically. In the legacy implementation of mobile networks, the core was deployed on
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bulky proprietary machines as PNFs. This created an in exible monolithic service model
which is not suitable for the future. The transition from PNFs to VNF-based deployments

is depicted in Figure 1.3.

The proposed adaption was facilitated by two key technologies. These are amely NFV and
SDN. In this approach to deployment, the functionalities were broken down to embrace
the emerging microservice model and to increase the exibility of this deployment COTS
hardware is used. To top it all o, SDN controllers are used to create a softwarized control

over this network.

1.2.2 Security

NFV is a robust tool that o ers a new way to design, deploy, and manage networking services
by decoupling the network functions from proprietary hardware appliances. However, as with

any technology, NFV introduces its own set of security challenges.

Firstly, traditional network security strategies relied on the physical security of networking
hardware, but with NFV, network functions are now software-based and run on shared

physical servers, often spread across di erent geographical locations. This dispersion adds a

Figure 1.4: NFV attack surface overview
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layer of complexity to network and system security, since protecting these network functions
becomes a matter of securing each VNF in potentially diverse and disparate environments.
The NFV attack surface is illustrated in Figure 1.4. It shows malicious co-tenants of the
same physical server targeting other applications. These can be containerized applications or
VM-encapsulated. Additionally, as these VNFs share resources, there is an increased risk of
attacks such as Denial of Service (DoS) on the shared infrastructure which could potentially

a ect multiple services.

Secondly, with the dynamic and exible nature of NFV, network services can be scaled,
moved, or changed rapidly. While this agility is one of the primary bene ts of NFV, it also
means that the network’s attack surface is continuously changing, making it more challenging
to monitor and protect. Traditional security measures are often insu cient to keep up
with this dynamism and new methodologies such as micro-segmentation, automated security

policies, and advanced threat detection mechanisms need to be employed.

In other words, while NFV can greatly improve the exibility and e ciency of network service
delivery, it also requires additional precautions to be taken in terms of security. Emphasis
should be placed on securing individual VNFs, protecting shared resources, and developing

security measures that can adapt as quickly as the network services themselves.

1.2.3 Visibility

Monitoring is crucial for maintaining system health and performance in microservice-based
environments. As microservices often run in distributed environments, each microservice
could be operating in a di erent location, possibly even in di erent regions or countries.

Therefore, e ectively monitoring such a system is much more complex than monitoring a

traditional monolithic application.
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Figure 1.5: Side-car proxy deployment with microservices connected with a service mesh

End-to-end distributed tracing is a technique that helps to address these challenges [23, 29].
A distributed trace is a set of data/telemetry collected from each microservice involved in

processing a certain request. It provides a detailed picture of how a request travels through
the system and how long each operation takes. It is especially useful for understanding the

interaction of microservices, identifying bottlenecks, and troubleshooting latency issues.

As 5G cloud deployments become more prevalent, distributed tracing tools have become
essential for maintaining visibility into system performance and health. These tools help

collect, analyze, and visualize tracing data to provide insights into the system's behavior.

Prominent distributed tracing tools include Jaeger, Zipkin, and AWS X-Ray, among others.
These tools dier in their features, ease of use, and the amount of detail they provide.
However, all of them aim to provide a comprehensive view of how requests are processed in

a distributed system, enabling developers to identify and resolve issues more e ciently.

In addition to distributed tracing, other techniques like logging and metrics collection are
also crucial for maintaining a robust monitoring strategy in microservice-based environments.

Together, they help ensure that the system is performing as expected and help developers
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and operators understand and resolve any issues that may arise.

A Side Car Proxy (SCP) is an important aspect of microservices design. It is essentially a set
of tools and non-functional services that manage and control microservices in a distributed
architecture. The idea is to separate out non-functional aspects like service discovery, load
balancing, fault tolerance, and security from the core business logic of the application. This

leads to a more streamlined and e cient application design and management.

The SCP is now a cornerstone of modern microservice architecture. Developers utilize it
to separate non-functional requirements from the core application, thereby facilitating more
versatile deployment strategies. Figure 1.5 presents an example of an SCP deployment

interconnected with a service mesh.

1.3 Contributions and Organizations

The contents of each chapter as well as how they address the cornerstones from Section 1.2

are summarized below.

" Chapter 2 presents a Network Slice-as-a-Service (NSaas) framework. The goal is to
facilitate third-party Small to Medium Enterprises (SMES) in providing 5G network
slices to Mobile Virtual Network Operators (MVNOSs). A large-scale 5G testbed is used
to stress test the VNFs. Ultimately a NSaaS framework is proposed to deliver network
slices for di erent use cases by optimizing compute resource allocation on commercial

clouds.

Chapter 3 focuses on the-lexibility of testing environments by evaluating the capa-
bilities of open-source over-the-air deployments. For providing insight to operators, the

user plane compute consumption of di erent tra c types are tested using an end-to-



10

Chapter 1. Introduction

end testbed. In addition to over-the-air measurements, meaningful relations are drawn
between user tra ¢ patterns (e.g., gaming sessions from an Oculus Quest 2, Playstation

5, Net ix streams, Tiktok browsing) and computational resource consumption metrics.

Chapter 4 analyzes theScalability, Flexibility and Visibility of 5G deployments by
carrying out performance evaluations of the 5G core in the Amazon Web Services
(AWS) public cloud. Di erent network slicing topologies are created and deployed in

a hybrid AWS infrastructure comprised of various edge zone variants. Given proof-of-
concept trials conducted by large operators to deploy 5G core networks in the cloud,
this chapter evaluates the control and user plane QoS bottlenecks associated with such

cloud-based 5G core deployments.

Chapter 5 An end-to-end system design, implementation and evaluation of a scalable
authentication, authorization and discovery framework is presented for OpenRAN.
The goal is to provide extensible Applications (xApps) with seamless function and
non-functional security features through the employment of a custom SCP that can be

injected upon deployment.

Chapter 6 is the culmination of key design elements from past chapters. The issue
addressed in this chapter is the ine cient registration, discovery, and authorization
mechanisms that currently exist in the 5G core control plane. As the core network
scales to accommodate diverse network demands, the 5G control plane su ers signaling
congestion. To address these challenges, this chapter propose 5G-STREAM (Service
mesh Tailored for Reliable, E cient, and Authorized Microservices) to optimize 5G

control plane tra c in distributed cloud environments.



Chapter 2

Network-Slice-as-a-Service Framework

for the Public Cloud

The evolution of mobile networks is progressing at a rapid pace to withstand the versatile
demands of the industry. The ultimate goal of 5G networks is to provide service to a variety
of 3rd party vertical industries each with their own speci c set of Quality of Service (QoS)

requirements.

To that end, in the next generation of wireless networks, services will be o ered in logically
separate sets of virtualized computing resources called network slices. Several use cases such
as enhanced mobile broadband (eMBB), ultra-reliable low latency communication (URLLC),

and massive internet of things (mloT) have been standardized and designated slice service
types (SSTs) within the framework of network slicing [12]. In addition to these SSTs, mo-
bile virtual network operators (MVNOSs) will be able to customize slices to accommodate

additional users with specialized service demands.

The 5G core (5GC) network relies on network functions virtualization (NFV) and software-

11
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de ned networking (SDN) as fundamental building blocks to move away from the bulky
physical network function (PNF) deployments that were dominant in the legacy implemen-
tations. Instead, it embraces the micro-service model where core network functionalities
are deployed as virtualized network functions (VNFs) on commercial o -the-shelf (COTS)

hardware and network slices are created from the service function chaining of these VNFs.

The utilization of such COTS hardware in 5GC deployments will create a brand new market
demand for cloud providers such as Amazon Web Services (AWS), Google Cloud Platform
(GCP), and Microsoft Azure. MVNOs will seek to procure long-term leases from these

providers in order to host their 5GC network slices composed of multiple VNFs.

It is expected that these network slices will be o ered in business models similar to the
current infrastructure-as-a-service (laaS) and software-as-a-service (SaaS) models, resulting
in an o ering called Network Slice-as-a-service" (NSaaS) [78]. Such an approach will relieve
the MVNOs of the burden of overseeing network slice lifecycle management and facilitate

their interaction with the infrastructure providers.

Figure 2.1: Network Slice-as-a-Service model overview



13

In a previous study, an end-to-end network slicing deployment was created in order to conduct
stress tests on the relevant components of the 5GC and evaluate di erent slicing con gura-
tions [30]. Here, the analysis is taken a step further by utilizing real-life tra ¢ patterns to

generate preliminary results for laaS procurement costs in a hybrid use-case environment.

The model depicted in Figure 2.1 features four di erent use cases. NSaaS provider plays
the role of the middle-man entity between the MVNOs and the infrastructure providers.
Upon receiving the network slice requests, the NSaaS provider will obtain the required cloud
resources through the laaS model and proceed to deploy the core network VNFs through pre-
prepared network slice templates as part of the 3rd Generation Partnership Project (3GPP)
network slice management framework [3]. Depending on the QoS requirements, the NSaaS
provider can decide to deploy the VNFs in the edge, distributed, or centralized networks for

the relevant network slices.

This virtualized environment provides a high degree of exibility to VNF instantiation lead-
ing to ner control over compute resources. It is important to understand the compute
footprint of these VNFs in containerized environments to gain a better intuition into how

they will scale in a real-life deployment.

5G testbeds have been largely focused on the study of radio access network (RAN) and have
neglected to analyze the impact of a virtualized core network [163]. As the interest in 5G
research culminated into a race, open-source solutions such as OpenAirinterface (OAl) [126]
have developed enough for a feature-rich implementation. The goal is to make use of these
existing 5G solutions to assess the compute resource consumption of a lightweight virtualized
5GC network. Docker containers are used as the instantiation medium given their popularity

in the NFV community.

Using the existing feature-rich open-source solutions, it is now possible to accurately assess
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the cost of large-scale 5GC network deployments for the MVNOs by considering the laaS
options currently o ered by cloud providers such as AWS, GCP, and Azure. The objective

of this paper is to leverage an emulated, large-scale, end-to-end 5G testbed to supply future
NSaaS providers with insight into costs associated with leasing infrastructure by using real-

life tra c patterns and associated network slicing models. Our contributions are given below.

The contributions are given below.

The OAI 5GC is used in alarge-scalecontainerized deployment, namely the Access and
Mobility Management Function (AMF), the SMF, the Network Functions Repository
Function (NRF), Home Subscriber Server (HSS) and the Serving Gateway (S-GW)

with 5G features, which is the legacy variant of the UPF for 5G.

Secondly, using the gNBSIM [141] RAN simulator, mass end-to-end connections are
created between the RAN and the 5GC to observe the compute resource consumption

behavior of the VNFs in various stress tests.

Di erent slicing models applicable to real-life scenarios are created to provide insight
into scalability implications surrounding network slicing by observing the trade-o

between performance, deployment time and resource consumption.

Tra c patterns are gathered data using real-life devices for VolP, eMBB, URLLC,
and mloT cases mentioned in Figure 2.1 and create a large-scale deployment using the

OpenAirinterface [126] (OAl) 5G core.

Network slicing schemes are proposed for these models and their deployment is carried

out to acquire a sense of their compute resource utilization.

An laaS procurement scheme is formulated for NSaaS with basic optimization to min-

imize cost while supporting the compute resource requirements of network slices ob-
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tained in the previous item.

" Large scale implementations are conducted with the gNBSIM [141] entity in a fully
softwarized environment and leverage the compute patterns that emerge to make cost

projections for higher-order deployments.

2.1 Summarizing Network Slicing Testbed Solutions

This section summarizes the open-source projects aiming to build complete 5G core and

RAN solutions. Next, network slicing studies with comparable ndings are presented.

2.1.1 5G Open-source Developments

Several open-source projects are involved in the development of the 5G radio access network
(RAN) and core networks. These have been summarized in Table. 2.1. For a more in-depth

review regarding the speci c open-source development e orts, the reader is directed to [44].

Table 2.1: Open-source 5G solutions

srsRAN| OAI5G Open5GS free5GC
RAN | LTE 5G-NR Simulators | Simulators
Core | EPC 5G Rel.15-16 | 5G Rel.16 5G Rel.16

Out of the mature solutions, only OpenAirinterface5G o ers an end-to-end RAN to Core
deployment that conforms with post-Rel. 15 standardization both in the RAN and the core.
In addition to their progress in the RAN and core development, OAIl also has developed their
own O-RAN RAN intelligent controller (RIC) called FlexRIC [125] which is compatible with
the OAISG gNB development. Given their progress in the RAN and core as well as their

e orts which are promising future integration with O-RAN, OAI is chosen for the local 5G
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testbed.

2.1.2 Open Frameworks and Projects

In addition to the projects that develop the RAN and core network services, there are e orts
within the 5G community to enhance the interactions with these components. Most well-

known projects are summarized in Table 2.2.

Table 2.2: General Open Frameworks and Projects

O-RAN [69] Linux Foundation Disaggregated RAN with software-
de ne control over radio resource con-
trol

Open Network Automation | Linux Foundation 5G customized orchestration platform

Platform (ONAP) [70] with built-in network slicing manage-
ment

Software Dened (SD)- | Open Network | OAl augmentation project for O-RAN

RAN [128] Foundation compatible RAN components

MOSAIC5G [124] OAI Alliance OAl sub-project including platforms

such as FlexRAN and Kube5G and O-
RAN integration

O-RAN aims to create a disaggregated RAN by means of employing a functionality split
among the central, distributed, and radio units. O-RAN uses an SDN controller, referred to
as the RAN intelligent controller (RIC) for VNFs in the RAN. This allows for a softwarized
control of radio resources, ultimately allowing for an optimal resource scheduling mechanism

as well as other policy adjustments and load balancing.

Complementing O-RAN from a management perspective, there is ONAP, which is a highly
modular MANO tool, speci cally developed for 5G NFV with an intrinsic 3GPP management
system for network slicing. Serving as an NFV orchestrator and VNF manager, ONAP can be
integrated with multiple virtual infrastructure managers like OpenStack for virtual machine

environments or Kubernetes for containerized environments. However, what makes ONAP
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specialized for 5G is the intrinsic support that it provides for network slicing, achieved by a

full implementation of the standardized 3GPP management system [3].

Given the growing popularity of O-RAN in the industry, dierent projects have spawned
that aim to develop compatible RAN components with it. SD-RAN and MOSAIC5G are
such projects which aim to augment OAIl with an agent that can communicate with the
O-RAN RIC. Another such project is the MOSAIC5G, which additionally includes Kube5G
for virtualized deployment models and FlexRAN for improving software de ned control over

the RAN with end-to-end slicing.

2.1.3 Network Slicing and Testbeds

Network slicing deployment is a topic that has been well investigated in theory. However,
obtaining high delity results requires the deployment of a feature-rich testbed. This section
presents studies that focus on the VNF embedding optimization and the latest 5G testbed

deployments.

The works that have studied the VNF embedding problem for network slicing have relied on
graph-based optimization, which peels away the practical potentials of the studies. In [105],
authors utilize resource and request graphs to solve the infrastructure provisioning problem
for network slices. However, their results are derived from a simulated platform which relies
on assumptions of network slice resource consumption. A more recent study [81], considers
the 5G core deployment compute cost more thoroughly where the VNFs are broadly classi ed
into control plane and stateful functions for a higher-level estimate. Both of these studies
focus on the formulation of the optimization problem rather than a full end-to-end emulated

evaluation using a real-life testbed.

For a more realistic analysis, several testbed implementations have been used. Recent proof-



18 Chapter 2. Network-Slice-as-a-Service Framework for the Public Cloud

of-concepts such as [151, 152] have been proposed which focus on MANO operations instead
of the details of network slicing and the associated real-life costs. A more network slicing ori-
ented study conducted in [61] focuses on the deployment aspects with very high-level results.
More in-depth results have been provided in [101], where the authors provide insights into
the CPU consumption of a core network deployment with the creation of individual network
slices using free5GC. Their deployment features virtual machines instead of a containerized
deployments which limits exibility and scalibility. A use-case speci ¢ study which focuses

on machine-type communication (MTC) has been carried out in [48] by analyzing the im-
pact of a virtualized core network on the user tra c. A more detailed review of 5G testbed

studies can be found in [60].

The papers summarized in this section either focus on the formulation of an optimization
problem of VNF embedding for network slicing or present standalone testbed prototypes with
preliminary results. The former studies lose practical merit due to assumptions regarding
resource consumption while the latter ones fail to provide large-scale high delity results on

the association of resource consumption with real-life costs.

A recent study leverages the OAI 5G core to perform stress tests on the individual VNFs
and test out various network slicing con gurations [30]. However it does not utilize actual
device tra c patterns or implement any laaS procurement for cost analysis based on compute

resource consumption.

At the time of writing, this work is the rst to o er laaS cost analysis based on a full 5GC
deployment with real-life tra c patterns for network slices where performance evaluation is

provided at a softwarized large-scale.
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Figure 2.2: OAI Architecture

2.2 Containerized Deployment

For large-scale experimentation a simulated RAN component is used that is compatible
with the 5G core VNFs. This enables the creation of scalable high-stress environments
which would have been hard to achieve using SDRs. Hence, a containerized deployment is
built using the gNBSIM RAN simulator and the OAI 5GC network, where the core network
functions along with a gNB and UE are deployed to form an end-to-end connection between a
user and the network. The goal is to embrace the virtualized deployment of network services
and move away from the baremetal deployments that dominated the core of the legacy
mobile networks. This step forward with containerization creates a core network that is easy
to deploy and manage. Furthermore, the low overhead of the containerized environments
allows one to replicate these deployments for large-scale experimentation which would have

been very di cult to do in baremetal and inconvenient using VMs.

At the time of this work, the OAI core network only includes a portion of the VNFs of the
5GC, hence delivering a minimal product. However, the implemented features of the RAN

make it the most feature-rich candidate for this implementation.
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The end-to-end logical architecture of the setup is given in Figure 2.2. The developed core

network functions are described below.

" MySQL, which is the HSS in LTE and Uni ed Data Repository (UDR) in 5G.

NRF, the metadata database and communication hub the VNFs register to when join-

ing the network.

AMF, the primary point of contact with the UE in the core and the main orchestrator

for processing and forwarding non-access stratum information to other relevant VNFs.

SMF, the anchor point for the packet data unit (PDU) session in the control plane.

S-GW, the legacy network function from LTE augmented with 5G features of the UPF

as the user plane anchor point for the PDU session.

All core VNFs as well as gNBSIM are deployed inside a separate Docker container as shown

in Figure 2.3.

Figure 2.3: Containerization

The size of the Docker images for the core and RAN is given in Table 2.3.
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Table 2.3: Size of Docker Images (MB)

MYSQL NRF AMF SMF S-GW gNBSIM
695 242 333 247 228 147

2.3 Network Slice Modelling

In this section, the real-life use cases of a 5G core deployment are presented. Each SST
is out tted with a specic slicing scheme where the VNF placements occur in the edge,
distributed and central cloud networks depending on the QoS requirements. Following this,

the deployment scheme for large-scale experimentation is introduced.

2.3.1 SST Modeling

To be able to accurately re ect the load on the user plane of the 5GC, real tra c patterns
are used from actual use cases. An OpenWRT router is used to capture the tra c patterns
pertaining to each use case, which is then Itered out to to obtain the downlink and uplink
packets related to the desired connection. Each SST is associated with a VNF placement
model where based on the user and control plane requirements, the relevant VNFs are either
placed in the edge, distributed or the central cloud. The SSTs are given in Table 3.5 along
with the speci c use cases, their VNF placement model and the bandwidth utilization for

referencing the user plane load.

2.3.2 Deployment Scheme

To emulate 5G network slices the OAI 5G core and the gNBSIM entity are used to create

end-to-end packet data unit (PDU) sessions with multiple users. The deployment scheme is
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Figure 2.4: End-to-end 5G deployment scheme

given in Figure 2.4.

The rst step is the instantiation of the VNFs and their registration with the NRF, which
maintains a metadata database for all the active components. The gNBSIM represents a
combined gNB and UE entity. It initiates registration with the AMF through the next
generation access protocol (NGAP) upon which primary authentication takes place through
the hierarchical AUSF, UDM and UDR relationship. Subsequently, SMF creates a PDU
session, assigns an IP address to the UE and nally anchors the user plane to the selected

UPF [12].

To emulate an external data connection, a blank data network node (DNN) is deployed in
conjunction with each UE and the user plane tra c is tunneled through the UPF towards
this DNN to recreate the behaviour of an internet connection. Two sets of UDP server/client
sockets, downlink and uplink, are set up for each gNBSIM and DNN pair. These sockets are
used to generate the number of bytes in both directions associated with the selected tra c

pattern.
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Figure 2.5: High-level laaS selection framework

2.4 NSaaS O ering Framework

This section describes the laaS selection framework given in Figure 2.5 utilized by the NSaaS

provider.

2.4.1 Assumptions

1. Given the infeasibility of deploying micro-datacenters closer to the RAN, the max
allowable vCPU and memory provided by a single instance decreases as the deployment

moves towards the edge network. These numbers are given in Table 2.4.

2. Each SST is serviced by a xed network slice instance (NSI) pre-de ned prior to the

deployment of the framework as described in [3].

3. A combination of compute and memory optimized open-source operating system in-

stance o erings with Intel Xeon CPUs are considered from AWS [34], GCP [77] and
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Azure [41] under the pay-as-you-go model on US East (Northern Virginia) machines.

General purpose instances are not considered due to performance bene ts.

4. The initial o ering is based on the on-demand pricing model and any sustained or

committed usage discount is not accounted for.

5. Instances are available in the given region upon demand.

2.4.2 Network Slice Instance Templates

NSI templates consist of three separate pieces of information. These are the virtual CPU
and memory requirements as well as the VNF placement model given in Table 2.5. The
compute resource requirements are generated by carrying out the full deployment of each

request to observe the utilization.

2.4.3 laaS Selection

The infrastructure selection is triggered by an aggregated network slice request to the NSaaS
provider. This request includes a given number of users each belonging to a given SST.
The laaS selection receives this request and uses the existing NSI templates to determine
the resources required to accommodate it. Finally, a simple optimization given in (2.1)

is performed for consolidating the resource requirements by minimizing the cost of instance

Table 2.4: Instance resource caps in the cloud

Edge | Distributed | Central
vCPU (cores) 4 16 128
vMemory (GB) 16 32 512
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acquisition subject to the ful llment of the vCPU and memory requirements. The parameters

are given in Table 2.6.

mn 9 Cnl n

N (2.1)

st. 9 rnenln'gn un
n"N

After concluding each deployment, the laaS selection framework is supplied with the current
compute consumption information. NSaaS provider utilizes this knowledge to obtain the

idle vCPU and memory resources in the current deployment. In the next set of network slice

requests, these idle resources are incorporated as a surplus whilst procuring infrastructure.

2.5 Experimental Setup

The testbed is comprised of a PowerEdge T640 Server with 2 x Intel Xeon Gold 6240R 2.4G
CPUs, 768 GB RAM, and 2TB disk space; two Precision 7920 Tower servers (those that
sit on top of the OpenStack infrastructure) with 2 x Intel Xeon Gold 5218R 2.1GHz CPUs,
512GB RAM, 1TB disk space.

Table 2.5: Use case models

Use Case VNF Plgcgment Model Bandvyidth Use (GB/hr)
Edge Distributed Central Downlink Uplink
Youtube 4K Al 9.78 0.0004
HBO HQ 3.02 0.0009
Mobile Gaming UPF, SMF AMF Remainder 0.022 0.042
Zoom UPF, SMF, AMF | Remainder 0.474 0.171
ecobee thermostat 0.0020 0.00025
Wemo SmartPlug UPF SMF, AMF, NRF | Remainder| 0.00039 0.00059
Samsung SmartHub 0.00184 0.00046
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Table 2.6: Optimization Parameters

N set of instances in cloud wher&i " re; d; x
re;d; « | edge, distributed and central cloud

n instance in the network

Cn cost of deploying instancen

e N resource typek on instancen where%k " rv; mx
Ok resource requirement of type

Uy idle resource of typek

rv;mx | virtual CPU, memory

I n instancen selection indication function

Figure 2.6: Infrastructure setup

OpenStack is set up on the latter with one node as a controller and the other as a compute
node while the former is used as baremetal. The Ranchers Kubernetes Engine (RKE) v1.2.11,
a production-grade utility for Kubernetes cluster creation, is used to deploy a v1.19.14 Ku-

bernetes cluster over the OpenStack virtual machines and the baremetal node leading to the

deployment in Figure 2.6.

The OAIl 5G core is deployed using Helm v3.5.2. A Linksys WRT3200ACM router with

OpenWRT v21.02.1 is used to gather the tra ¢ pattern data for the individual use cases.
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() AWS (b) GCP

(c) Azure

Figure 2.7: Cost analysis for 10 slices

2.6 Deployment Evaluation

In this section stress tests are performed on the VNFs in the OAI 5GC by forcing high
utilization of their respective processes. This provides insight into the resource consumption
of the 5GC network and what to expect from a real-life deployment when allocating resources
to speci ¢ VNFs. Next, di erent VNF sharing schemes are created for network slicing models

and show how it a ects the trade-o between performance and resource-consumption.

2.6.1 VNF Stress Tests

For the NRF, VNFs are continuously registered and the e ect of the registration process is

observed along with the e ect of maintaining a growing pool of VNF pro les. For the AMF,
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(&) NRF consumption during VNF registration (b) UPF consumption during tra ¢ generation

(c) AMF consumption during user authentica-  (d) SMF compute consumption during PDU
tion session setup

Figure 2.8: VNF Stress Tests

users are registered consecutively, where AMF needs to record their authentication pro les.
Similarly for the SMF, PDU sessions follow the same cycle and the session context data that
is stored grows with each user. For the UPF, once the users are registered and their PDU
sessions are ready, tra c is generated starting with the rst user down to the last user with

a delay between instantiations.

In Figure 2.8a, during the VNF registration procedure, the NRF processes the metadata for
each VNF and maintains it. Regular updates are performed to maintain the accuracy of the
information so that it can be broadcast to the other VNFs that wish to consume relevant
services. Maintaining the update procedure increases the strain on the NRF, which crashes
after 340 registered VNFs. It is possible to see an overall increase in the CPU consumption.
As more VNFs are registered, the NRF needs to perform more updates on the pro les it
maintains. Some drops in utilization are tied to the idle update periods where the NRF

checks for the update requests from its current VNFs. The memory consumption is stable
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throughout this lifecycle since no additional memory is consumed other than the initial base

image.

In Figure 2.8b, the gNBSIM RAN simulator is deployed with gNB and UE pairs and tra c is
generated for these users through a single UPF from an externally con gured data network
node (DNN). All the user trac is tunneled through a single UPF interface at the same
time. For now iperf3 tra c pattern is used to generate the tra c. While this scenario is not
realistic as it will hinder QoS signi cantly in a practical deployment (shown in Figure 2.9c
for model 1), it is performed here to investigate the resource consumption capacity of the
UPF. At the peak of CPU utilization there are 130 active sessions. As the PDU sessions
are terminated, the CPU utilization of the UPF decreases while memory consumption is

constant throughout the entire process.

In Figure 2.8c, the AMF authenticates both with the gNB and the UE during each reg-
istration process. First, the gNB uses an operator key for authentication after which the
user associated with that gNB authenticates with the network using their own key. The
CPU utilization shows sudden increases responding to incoming registration requests. As it
registers each user, AMF keeps a record of the operator and user pro les which increases its
memory consumption as the number of users grows. To avoid duplicate users, each user and
gNB pair has a unigue con guration. Instability was observed at more than 130 gNBSIM

pairs.

For the SMF in Figure 2.8d, the setup of each PDU session is carried out one at a time
which only a ects CPU utilization for short intervals similar to the AMF. Initially, an SMF

is designated for each user after registration. Following this, a PDU session is created for
the user with a chosen UPF where the SMF manages the control plane. After setting up
the PDU session, SMF maintains the context data of the subscribed users which is why it

consumes an increasing amount of memory with each user.
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Table 2.7: Network Slice Con gurations

NRF AMF SMF/UPF

Model

Instances| Users| Instances| Users| Instances | Users
1 - Benchmark Case 1 80 1 80 1 80
2 - General eMBB 1 80 10 8 10 8
Service
3 - Specialized QoS 5 16 20 4 40 2
Agreement
4 - High Level Man- 10 8 10 8 20 4
agement
5 - E2E Logical Iso- 40 2 40 2 40 2
lation

2.6.2 Network Slicing Con gurations

For comparing potential real-life deployments with di erent network slicing con gurations,
various models are used where the VNFs could be shared among a xed number of users.
Depending on the model, some VNFs are shared by a higher number of users and others by
fewer users. The more centralized VNFs like NRF and AMF are shared at a larger scale
because they are not a part of the specic PDU sessions of a user. On the other hand,
the session anchors like the SMF and UPF, are shared at a smaller scale given that any
congestion in these VNFs will a ect the QoS of the user. Table 2.7 shows how many users
share a given VNF type and the total number of instances that are deployed for di erent

slice con gurations. The number of users in each case is xed to 80.

There are a total of ve models each of which pertains to a use case.

~ Model 1 : one-slice-ts all model as a benchmark.

" Model 2 : NRF is globally shared in a given domain and the remaining VNFs are
shared at a larger scale. This model can be associated with a traditional eMBB service

type where the users have no speci c requirements.
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A

Model 3 : NRF is shared at a large scale while the AMF is shared at a smaller scale.
SMF and UPF are shared by two users. This type of deployment is suitable for users

requiring stringent QoS requirements.

Model 4 : NRF and AMF are centralized even further to facilitate a higher level of
management by serving larger groups of slices while the SMF and UPF are shared at a
smaller scale to preserve PDU session QoS. While model 3 is considered as a specialized
user-speci c service type, model 4 is the generalized slice-service type that can be used

for a wider variety of users.

Model 5 : NRF and AMF are also implemented at a slice-speci c level to maintain
end-to-end logical slice isolation. This scenario applies to users with high-security

requirements.

All the users for one slice are instantiated once all the VNFs for that slice are ready. When
one of the VNFs in that slice lIs its quota, new VNFs are created to accommodate the

additional users before new users are deployed.

The CPU consumption of these slice con gurations is given in Figure 2.9a and memory
consumption in Figure 2.9b. Additionally, the deployment time is displayed in Figure 2.9c
to gain a sense of the real-life feasibility of each model. Finally, Figure 2.9d shows the
throughput of the PDU sessions for each model. Individual DNNs are used for each user to
make sure that there is no bottleneck in the data network so that the congestion in the 5G

VNFs can be accurately monitored.

For model 1, with the one-slice- ts-all approach the resource consumption is very low at the
expense of high congestion in the VNFs. It has a short deployment time given that each
VNF is deployed only once. On the other hand, due to the single PDU session anchors, the

users experience very low throughput.
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(a) CPU (b) Memory

(c) Deployment Time (d) Avg. Throughput
Figure 2.9: Network Slice Models Analysis
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For model 2, the NRF is globally shared, which means that all the VNFs are recorded in a
single location. The AMF, SMF and the UPF are shared at a large scale which has a visible
impact on memory consumption compared to model 1. The creation of multiple PDU session
anchors lowers the congestion to yield a slightly better throughput. However, it is possible to
see that deployment time approximately doubles compared to model 1, implying that even

recycling large slices is far more time-costly.

For model 3, with the user-speci ¢ QoS accommodation model in the PDU session, the SMF
and UPF are shared at a much smaller scale. The high amount of virtualization overhead
associated with the base image of each SMF and UPF causes much higher resource con-
sumption. With the PDU session anchors only serving two slices, the performance increases

drastically at the expense of once again doubling deployment time.

In model 4, the increased number of NRFs leads to higher CPU utilization as evidenced by
the CPU consumption of NRF in Figure 2.8a. However, since there are fewer of the other
VNFs, the memory consumption is lower than that of model 3. With each PDU anchor

serving four slices, it is possible to observe performance degradation compared to model 3.

Finally, model 5 promotes end-to-end isolation. While this will create more secure slices,
it comes at the cost of deploying a higher number of instances which signi cantly increases
both CPU and memory consumption. The PDU session con guration is identical to model
3, however, the added cost of deploying the management-related VNFs as slice-speci ¢ has

a drastic impact on deployment time.

Overall the CPU utilization in Figure 2.9a of the slice models demonstrates periodic surges
coinciding with the triggering of VNF functionalities. The series of VNF registrations to
the NRF(s) contribute to a steady increase as evidenced by the individual statistics in Fig-

ure 2.8a. Additionally, it is possible to observe steeper increases in CPU consumption with
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stricter sharing models as UE/gNB pairs are created. This results in instantaneous utiliza-
tion by the AMFs and SMFs shown in Figure 2.8c and Figure 2.8d to occur at a larger scale.
The utilization amount is higher with more demanding models given that there are more

VNFs.

2.7 NSaaS Evaluation

In this section, experiments are conducted to understand the di erences in accommodating
the use cases given in Table 3.5. Each case is analyzed individually with a xed number of
end-to-end slices and users. Using the compute patterns obtained, projections are carried
out for hybrid deployments with increasing number of slices while keeping the number of
users the same. The results are generated over multiple realizations of the deployment given

in Figure 2.4 using the setup in Figure 2.6.

2.7.1 Individual Use Case Comparison

The rst set of results analyze individual use cases given in Table 3.5. The deployment of 500
pairs of gNBSIM and DNN pods over 10 slices is carried out as shown in Figure 2.4 where
each slice hosts 50 PDU sessions. After the deployment of each user, metrics are gathered
from Kubernetes before proceeding to the deployment of the next user. This enables keeping

track of the compute consumption increase in the deployment per user.

The comparison of individual use cases is given in Figure 2.10. Upon each new slice activa-
tion, spikes can be seen in both CPU and RAM consumption associated with the operational
and virtualization overhead of the core network components. Within each slice, there is a

consistent increase in RAM as more users are registered with the core and their context
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data stored in the UDM, AMF and SMF. The CPU consumption experiences lower spikes in
addition to the steady increase associated with the processing required to authenticate with
and establish the PDU session of an incoming user. Overall one can see that the compute
consumption among use cases is similar since the control plane functionality is identical.
However, due to more and larger packets being processed by the UPF in the user plane,

use-cases that generate higher volume tra c utilize more resources in the core network.

Figure 2.10: Resource consumption per number of users

To make large scale cost projections, the central observation is the increase pattern in both
the CPU and RAM consumption. To quantify it, the next step is to average the increase
between the interval where a new slice is activated until the creation of the next slice over

the 10 slices. This is given in the annotation in Figure 2.10.

Utilizing this pattern and the raw data from the emulation with the optimization problem
given in (2.1), the cost projections are provided for the network slice deployments given in
Figure 2.7 for AWS, GCP and Azure laaS providers. For each provider the cost pattern is
consistent across the use cases. Total cost of each use, outlined in annotations in each gure,
shows that for some use cases there is a slight di erence in hourly rate. This di erence

among providers stems from the rst assumption in Section 2.4. The availability of certain
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instance o erings at di erent cloud hierarchies makes each provider optimal for speci c use

cases in the long term.

2.7.2 Dierent Number of Slices with Fixed Users

Given that the previous subsection already describes the comparison of use cases, to focus
on the e ect of increasing network slices, the consumption of all use cases is combined into

a single result.

The experiments are conducted by keeping the number of users xed to 500 and increasing
the number of slices used to support them. This decentralizes the control plane components
by creating more instances and lowers the overall load on the user plane leading to higher

average throughput for users utilizing the same UPF in a given network slice.

In the deployment setup, a given UPF never supports more than 50 users at a time, hence it
is possible to accurately measure the e ect of decreasing the number of users using the same
UPF. However, given the infrastructure limitations, it becomes impractical to deploy higher
number of slices. To obtain compute projections for higher number of slices, each user is
deployed back to back and gather compute consumption metrics in between. This way it is
possible to obtain patterns for 25, 50 and 100 network slice deployments in addition to the

10 slice deployment. The results for this deployment are given in Figure 2.11.

Figure 2.11a and Figure 2.11b show a signi cant increase in the raw resource consumption
as the number of network slices increases. This is caused by instantiating a higher number of
5GC VNFs and the associated operational overhead even though the user plane load remains

the same.

To capture the e ect of o oading the user plane with more slices, a control gNBSIM-DNN

pair is deployed in each network slice that tunnels tra c through the same UPF and measure
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(a) CPU consumption (b) RAM consumption

(c) Throughput of control pod (d) Cost projection for hybrid 500000 users

Figure 2.11: Deployment comparison for di erent network slicing con gurations

the throughput between these two pods. These results are given in Figure 5.17. The increase
in performance is more apparent with use cases that consume more bandwidth. However,

the mloT deployment is not a ected signi cantly by the o oading at this scale.

Finally, the cost projections are created for di erent number of slices for 500,000 users by
combining all use cases to demonstrate the trade-o between cost and throughput perfor-
mance. Figure 2.11d outlines the signi cant increase in cost associated with the activation
of new slices across all three providers. The decentralization of the deployment is very costly
and in certain cases the trade-o in user plane o oad is not worth it. For any reader that
wishes to re-create such a deployment, only the compute resource consumption of the core
network components are included and not the gNBSIM-DNN pairs which are required to
complete the emulation environment. Depending on the use case, each gNBSIM and DNN

pod can require up to 400-500 millicores for generating the necessary tra c pattern.
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2.8 Summary

Network slicing will be a key element of future 5G deployments given the increasing versatility
of the use cases. In this chapter, an analysis is o0 ered regarding the sustenance a 5GC

deployment on laaS providers such as AWS, GCP, and Azure.

The large-scale containerized deployment consists of the latest OAI 5GC components as
well as the softwarized gNBSIM entity, allowing us to scale to the limits of the in-house
infrastructure. For high delity, real-life tra c patterns are captured and replayed through

UDP clients in a softwarized environment for accurate user plane re-creation.

The containerized deployment of the OAI 5GC network and the gNBSIM RAN simulator

is demonstrated in a Kubernetes environment. An environment with abundant computing
resources is used to replicate this deployment at a large scale on top of OpenStack. To provide
compute resource consumption insight, various stress tests were performed on the 5G VNFs
using a large number of users. Such tests allow one to see how these VNFs can react in a
real-life scenario. Finally, di erent network slice con gurations are created where VNFs were
shared among slices to demonstrate the resource consumption of di erent service provisioning
settings. These include the generic eMBB scenario, a user-specic QoS proling, a less
stringent slice-speci ¢ setup, and end-to-end slice isolation for services requiring increased

security.

An laaS procurement framework is implemented with a simple optimization for instance
selection from cloud providers and utilize the compute consumption metrics obtained from
the deployment to make cost projections. With su cient scaling, clear patterns emerge in
the compute resource consumption associated with the operational overhead of the control

plane as well as the SST-speci c user plane load. Using these patterns, it becomes possible
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to make justi able cost projections for deployments consisting of a higher number of network
slices. While increasing the number of slices removes the load from the user plane allowing
for a higher throughput through the same UPF, it also makes for a more costly deployment.
The results o ered here can serve as preliminary insights for NSaaS providers seeking to

utilize AWS, GCP and Azure platforms for hosting network slices.



Chapter 3

Demystifying 5G Tra ¢ and Compute

Patterns

The 5G mobile networks will accommodate a variety of use cases with versatile quality
of service (QoS) requirements. To do so, they will o er services in the form of logically
isolated fragments called network slices. Each network slice will be designed to support a
single slice service type (SST) [12]. These include but are not limited to enhanced mobile
broadband (eMBB), ultra reliable low latency communication (URLCC), massive machine
type communications (MMTC) and vehicular to everything (V2X) communications [12].
The coexistence of di erent network slices to provide a comprehensive and uninterrupted 5G

experience is depicted in Figure 3.1.

For e ciently executing network slicing, 5G will leverage network function virtualization

(NFV) and software-de ned networking (SDN) as fundamental building blocks to create a
robust and exible infrastructure. Taking advantage of NFV, the mobile network functions
that make up the 5G core will be deployed as virtual network functions (VNFs) on com-

mercial o -the-shelf (COTS) servers instead of physical network functions (PNFs) bound

40
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Figure 3.1. Using network slices to support multiple vertical use cases in 5G and beyond
networks

to proprietary hardware. Compared to the legacy deployments where these functions were
bound to bulky proprietary hardware as physical network functions (PNFs), the former ap-
proach creates a more exible core network which can be scaled to meet user requirements.
Furthermore, leveraging SDN, individual VNFs will be dynamically con gured to respond

to near-real time QoS requirements of a wide range of industry verticals.

A sample scenario depicting real-life deployment of network slices is given in Figure 3.2. It
shows various VNFs residing at di erent cloud hierarchies to ful ll the necessary QoS or
security requirements of specic SSTs. For URLLC cases with stringent latency require-
ments, it is reasonable to expect that the data session related components such as the user
plane function (UPF) and the session management function (SMF) are deployed at the edge
datacentres and the more management oriented entities reside within the central cloud. For
logical isolation, VNFs will not be shared among multiple network slices. This method of

deployment creates a exible delivery which promises to create a scalable 5G ecosystem.

While the existing real-world 5G deployments are still far from ful lling the standardized
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3GPP feature sets, researchers have started to look beyond and experiment with more ad-
vanced functionalities [27, 27, 56, 67, 143, 147, 159]. An appealing option for conducting
research within this domain has been the utilization of mature open-source platforms such
as OpenAirinteface5G (OAIl) [131]. Using such platforms, it becomes possible to realize an
end-to-end 5G standalone (SA) deployment conforming to 3GPP standardization require-

ments.

Motivation.  In contrast to proprietary solutions, open-source projects grant the user ac-
cess to the source code of key entities such as 5G core VNFs as well as the radio access
network (RAN) gNB. This unlocks a wide range of research opportunities where theoretical
ndings can be supported with proof-of-concept implementations. On the other hand, the
disadvantage of working with open-source software is the lack of stability guarantees for
generic COTS UEs of any kind. By providing transparency into the capabilities of an ex-
isting 5G SA solution, the goal is to promote the commitment to open-source platforms for
the sake of academic and industrial research. In this work, there are two primary objectives.
Speci cally, OAI will require select UE devices to be con gured in a pre-determined manner

in order to avoid protocol mismatches between the OAI core-RAN and the UE, that will

ultimately lead to a failure in establishing a data session.

Objective 1. Provide a comprehensive performance measurement campaign using an open-
source 5G testbed constructed with the OAI project. In this framework, the 5G gNB utilizes

a Universal Software Radio Peripheral (USRP) X310 and the COTS UE is a OnePlus 8
5G phone. The rst set of measurements primarily focus on over-the-air (OTA) QoS of the
testbed to analyze the uctuations in throughput, latency and received signal received power

(RSRP).

Objective 2. In order to connect a wider range of devices to the testbed without requiring

them to communicate using the 5G protocol stack, the OnePlus 8 is tethered via USB to
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Figure 3.2: Network slice deployment hierarchy over edge, distributed and central cloud
infrastructure

a programmable OpenWRT router which then broadcasts a WiFi signal with the QoS of
the underlying OAlI 5G RAN. The 5G connection is stress tested by using Oculus Quest
2 [63, 64], Playstation 5, video streaming, voice over IP (VolP) using Zoom/WhatsApp
and mobile TikTok via the router and observe how they a ect the core network compute
consumption by monitoring the UPF. These preliminary CPU utilization analytics can be

used to draw meaningful relations between raw tra c and compute resource consumption

patterns.

The remainder of the chapter is organized as follows. In Section 3.1, existing open-source
projects are summarized. The overview of the OAI deployment as well as the logical and
physical architecture of the testbed is described in Section 3.2. The rst set of measure-
ments in Section 3.3 evaluate the OTA performance of the native OAI 5G SA testbed. In
Section 3.4, a variety of user equipment is connected to the testbed to stress test the OTA
connection under di erent use cases. After a discussion regarding the insights and experience

in Section 3.5, the chapter is concluded with Section 3.6.
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3.1 Overview of Over-the-Air Testing

This section provides a brief summary of the existing open-source 5G solutions in addition

to the relevant studies that have spawned around them.

3.1.1 Open-source RAN and Core Solutions

Table 3.1 provides a summary of the key open-source players who are leading independent
e orts in implementing 5G RAN and core components. These include Open5GS, free5GC,

srsRAN and OAl.

Among all these solutions, OAI is chosen to construct an open-source testbed for the mea-
surement campaign. The primary reason is that while all the other solutions have only
focused on either the 5G core and RAN, OAI has developed both components in unison and
provides concise documentation on how to proceed with the rst steps of testbed construc-
tion [131]. Furthermore, they have introduced Flex-RAN Intelligent Controller (RIC) under
the Mosaic5G [127] project as a way of facilitating O-RAN integration into the 5G RAN. For
researchers interested in OpenRAN research, this framework allows for preliminary testing

of various extensible application (xApp) with open-source testbeds.

Table 3.1: 5G Open-source Lay of the Land

RAN Core

SISRAN [153]

LTE RAN is stable with some 5G
implementation

Internal EPC-only. Relies on ex-
ternal 5G core solutions

Open5GS [129]

Used with external simulators or
emulators

Compliant with 3GPP Rel.16

free5GC [75]

Used with external simulators or
emulators

Majority of the service-based inter-
faces between the key VNFs

OAI [131]

Stable 5G-NR gNB and UE

Fundamental core interactions up
to 3GPP Rel.16
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3.1.2 Next Generation Frameworks

In addition to the RAN and core development e orts, there are several major projects within
the 5G community that aim to improve the interactions with these components. The two
most notable projects are under the umbrella of the Linux Foundation. These are the O-
RAN Alliance and the Open Network Automation Platform (ONAP). The goal of O-RAN

is to introduce a disaggregated RAN with the radio, distributed and central units of the
gNB deployed at di erent physical hierarchies. Through a functionality split, these entities
will host di erent layers of the 5G new-radio (NR) protocol stack and communicate using
open application programming interfaces (API), thus preventing equipment vendor-locking

in commercial grade deployments. However, integration of O-RAN into the 5G ecosystem
results in the emergence of new security concerns [24] that are currently being addressed by

the relevant standardization bodies [74] and academia [25].

In tandem with O-RAN, Linux foundation is developing a modular management and orches-
tration (MANO) unit for 5G with embedded support for network slicing management [73].
With ONAP, infrastructure providers will be able to more easily deploy and maintain large

scale 5G network slices.

3.1.3 Overview of Prior Testbed Studies

Given the popularity of 5G research, there are numerous studies that have already show-
cased OTA testbeds. However, majority of these studies use proprietary solutions to gather
measurements which makes it infeasible to re-create their ndings. Furthermore, they do
not provide insight regarding 5G user plane metrics such as UPF CPU utilization for tra c

patterns of popular use cases, which can prove helpful when assessing the resource and cost
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requirements to deploy a testbed for a particular use case.

In [112], authors focus on measuring commercial-grade millimeter-wave 5G deployments.
While their results provide comprehensive insight, their setup is not easily accessible. Fur-
thermore, it features a non-standalone (NSA) 5G deployment with a legacy LTE core network

rather than a SA connection with a 5G core.

Authors in [68] have focused on evaluating the performance of 5G networks using commercial
Quectel and SIMCom chipsets mounted on top a drone. However, once again, the solutions

they use are not open-source, making it di cult to re-create their ndings.

In [27], the compute resource consumption of a 5G deployment with emulated user tra c
was used to make projections regarding the cost of deployment on public cloud providers
such as Amazon Web Services (AWS), Google Cloud Platform (GCP) and Microsoft Azure.

The tra c is strictly emulated and lacks delity compared to using real-life devices.

There are other studies [53, 163] which feature the OAI framework as the open-source testbed
solution. However, these testbeds rely on the deprecated 4G entities of OAI such as the eNB

and the LTE evolved packet core (EPC).

Last but not least, the recent study published by the developers of OAI [144] features the
same indoor SA setup that is used in this paper. They publish heatmaps depicting signal to
interference noise ratio (SINR) and received signal received power (RSRP) while providing
latency and throughput measurements from a xed distance. However, they use the Quectel
RM500Q which is a less accessible COTS device compared to the OnePlus 8 used in the
testbed. Furthermore, they do not propose a method of utilizing the OAlI 5G QoS with
any generic device and monitoring the user plane under popular use cases such VR, VoIP,
online gaming and high-throughput streams. While they do measure SINR over distance,

the analysis in this chapter also provides ngerprinting heatmaps for throughput, latency,
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RSRP and channel state information (CSI).

At the time of writing, this work is the rst to provide a comprehensive measurement cam-
paign using a fully open-source SA 5G testbed which can accommodate connections not just

form select COTS UEs, but a wide range of devices with di erent QoS requirements.

3.2 Constructing the Testbed

This section presents the logical OAI 5G SA deployment and provides background informa-
tion on the VNFs. Next, the testbed infrastructure is described, with emphasis on how the

components are deployed within the lab environment.

3.2.1 OpenAirinterface5G Deployment Model

The logical view of the OAI 5G SA deployment is given in Figure 3.3. The access and mobility
management function (AMF) is the connecting highway between the UE and the remainder of
the core network VNFs. It handles the initial registration and serving network authentication
of the UE as part of the connection management procedures. It receives authentication
credentials from the authentication server function (AUSF) as well as generates di erent
security keys for securing the (non)-access stratum (NAS/AS) connections. The AUSF serves
as the cryptographic operation center in the home network for the 5G authentication and
key agreement (AKA). By requesting the necessary authentication vectors from the uni ed
data management (UDM) and uni ed data repository (UDR) back-end, it plays a major role
in the primary authentication of the UE with the core network. The SMF and UPF serve
as the anchor points for the control and user planes of the packet data unit (PDU) session

respectively. User data, which forms the majority of the mobile network tra c, is tunneled
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Figure 3.3: OpenAirinterface 5G standalone deployment model

through the UPF to reach the wider Internet. Finally, the network functions repository
function (NRF) facilitates the discovery and authorized resource access among VNFs within

the core network by serving as a metadata database.

Within 3GPP, NRF also acts as an OpenAuthorization 2.0 [140] server, distributing access
tokens to VNFs. However, this functionality has not yet been implemented in the exist-
ing open-source solutions. Hence, all communication takes place over unauthorized and
unencrypted HTTP transactions within the OAIl core network. However, in modern-day
microservice-based frameworks, such non-functional security requirements can be o oaded
to side-car proxies within Kubernetes deployments. Therefore, this lack of security function-

ality does not constitute a major delity problem when experimenting with OAI.

3.2.2 Testbed Architecture

In order to achieve high delity and scalability, the testbed includes both real-life COTS
user equipment (UE) and emulated users. The overview of the testbed architecture is given

in Figure 3.4. The infrastructure is comprised of four servers, and it can be logically divided
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Figure 3.4: Architecture of the hybrid OAI 5G testbed with (1) emulated UEs, (2) COTS
UEs and (3) WiFi-extended 5G QoS

into three di erent sub-systems: § scalability testing setup,- delity testing setup and ,

delity extension setup, all of which are highlighted in Figure 3.4.

1 Scalability setup. For scalability testing, two servers are utilized which are sitting on
top of an OpenStack infrastructure. In this setup, one host acts as the controller and the
other as the compute node. The former oversees the administrative, networking and block
storage operations within the testbed while the latter instantiates and runs guest virtual
machines (VMs). The servers are Precision 7920 Towers with two Intel Xeon Gold 5218R

2.1GHz CPUs, 512GB RAM and 1TB disk space.

The guest VMs on top of the OpenStack infrastructure are running a highly available Ku-
bernetes cluster. Extensive scalability experiments are conducted on top of this testbed that
feature stress testing of 5G core VNFs [31] as well as cost assessment projections in public
cloud deployments [27] based on mass compute resource consumption. For scalability, gNB-

SIM [141] entity is used, which emulates the gNB and UE by sending signalling information
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(a) COTS Server Hardware (b) OTA Setup

Figure 3.5: Testbed physical view

to the 5G core from the same sandbox environment.

Fidelity setup This testbed is extended with two additional baremetal nodes in order
to create a high delity setup that features OTA connections with a USRP X310 as the
gNB and a OnePlus 8 UE. One of the hosts is a PowerEdge 640 with two Intel Xeon Gold
6240R 2.4G CPUs, 768 GB RAM and 2TB disk space while the other is a PowerEdge R740
with two Intel Xeon Gold 6258R 2.70GHz CPUs, 768GB RAM and 1TB disk space. The
USRP is connected to the former node, running the gNB, while the 5G core is deployed on
the latter. OAI documentation provides a concise guide [131] on recreating a working OTA
testbed. However, there are more key requirements for successfully establishing a working

data session with a COTS UE, listed below.

~ A programmable SIM card needs to be prepared with a given set of parameters that
the administrator of the testbed has also con gured within the relevant components of

the core and radio access network.
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A

For COTS UEs such as OnePlus, Google Pixel and Samsung Galaxy, it is necessary to
use the test public land mobile network (PLMN) given that the devices will be locked.

Using a random PLMN will result in the OAI gNB not being detected by the UE.

The users need to con gure their core network to recognize the authentication and

session establishment credentials of the UE.

The data session will be restricted to speci c access point names (APNs). The same
APN needs to be con gured both within the core network, UE and the credential
repository of the deployment. This is a primary reason why IPhone models cannot be

connected as the user cannot con gure the APN.

In addition to the critical items mentioned above, users will have to ash the read only
memory (ROM) of their choice of Android phone in order to nd a compatible system image
with OALl. For the OnePlus 8, Android 11 Oxygen OS with build number 11.0.11.11.IN21DA

will lead to a successful and stable data session.

Fidelity extension setup  Given that the existing open-source platform can only es-
tablish a data session with select UEs, it is necessary to devise a system that makes the
open-source 5G QoS accessible to other devices. To that end the OnePlus 8 is USB teth-
ered to a Linksys WRT3200ACM OpenWRT v21.02.1 router. Henceforth, any device that

connects to the router through Wi-Fi will be using the 5G QoS.

Having described the architecture, the physical components are shown in Figure 3.5. The core
network hardware and the OTA setup are shown in Figure 3.5a and Figure 3.5b, respectively.

The hardware used in the OTA setup is summarized in Table. 3.2.
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Table 3.2: Hardware and Software Used for Testbed

RAN Server
2 x Intel Xeon Gold 6240R 2.4G CPUs
768G RAM
2TB disk
10GB NIC
Core Server
2 x Intel Xeon Gold 6258R 2.7G CPUs
768G RAM
1TB disk
10GB NIC
Radio Unit
USRP x310
Software
[131] OAI develop branch
Ubuntu 20.04 operating system
SIM Card
OpencCells Programmable SIM
COTS UE
OnePlus 8
Android 11
Oxygen OS 11.0.11.11.IN21DA

3.3 Measurement Campaign with OAI

In this section OTA measurements are conducted using the native OAl 5G SA testbed
as illustrated in the - delity setup of Figure 3.4. RSRP measurements are provided for

an indoor environment which has both line of sight (LOS) and non-line of sight (NLOS)

Table 3.3: Testing con guration for OTA measurements

Mobile Country Code 001
Mobile Network Code 01
DL Carrier Bandwidth 106
Frequency Band n78
Duplex Mode Time-division duplexing
Operating Frequency 3.6192 GHz
Subcarrier spacing 30 kHz
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measurement locations. To better demonstrate how this RSRP translates to actionable
metrics, the behaviour of downlink/uplink throughput and latency is measyred. For the
measurements in this section, the con guration is summarized in Table 3.3 to compare with

the con guration of Table IlI-IV in [144].

The mobile country code (MCC) is 001 and the mobile network code (MNC) is 01, which
gives the test-PLMN 00101. The COTS UEs may not be able to detect the OAI network

operator unless the test-PLMN is con gured.

3.3.1 RSRP Measurements for an Indoor Environment

The physical layout of the measurement area is given in Figure 3.6. USRP X310, which is
the gNB of the setup, is highlighted in the closer view (right) of Figure 3.6. The results are

presented over a schematic view in Figure 3.7.

The oor plan of the measurement area is an open space where two rooms have glass walls
and one has solid walls. There is a cubicle bullpen in the middle with various obstructions
such as desks and storage units. While taking the measurements, the UE is held in a manner

that re ects every-day use case positioning (i.e., not over-the-head or close to the oor).

The results in Figure 3.7 are gathered over 30 seconds at the center of each zone and the values
are averaged for a nal overall representation. It can be seen that the zone around the gNB
has very good service with RSRP measurements around -90 dBM. The room immediately
south of the gNB, with glass walls, experiences marginal drops to below -100dBM. The nal
room at the south end of the oor is considered as a whole and experiences mediocre coverage
around -115dBM. The bullpen is divided into di erent zones and measured accordingly.
There is a consistent pattern that shows how RSRP deteriorates as you move away from

the USRP. Towards the north edges, the UE experiences very poor coverage and over 23-25
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