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(ABSTRACT)

Many digital display devices allow only a limited number of colors to be displayed
concurrently. Digitized color images typically contain several hundred to several
thousand different colors. If these color images are to be viewed on displays with a
limited color palette, the number of colors used to represent the image must be reduced
to satisfy the display limits. This process is known as color quantization and is a special
case of vector quantization. It has been shown that images containing large numbers of
colors can be quantized to a very small color palette with little degradation in visual
quality. This thesis presents a new algorithm, based on Heckbert's original median cut
procedure, for creating near-original quality images using a small color palette. We have
found that slight changes to Heckbert's original algorithm yield dramatic improvements
in quantizer performance. The color quantization problem is considered in two parts:
the selection of the optimal color palette, and the optimal mapping of each image pixel to
a color from the palette. The method to be described is an image dependent quantizer in
RGB color space. Resulting image quality is measured both subjectively and with a

squared error metric.
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1 Introduction

1.1 Motivation

With recent rapid advances in desktop publishing, multimedia, and teleconferencing, the
color image is fast becoming inseparable from the written word as a means of
communication. Most existing color image capture devices including frame grabber
cards, color scanners, and satellite imaging systems quantize each primary color (red,
green, blue) of a captured image to 8 bits of resolution. This serves to eliminate
distinguishable quantization steps in color luminance, hue, and saturation but requires 24
bits of data to represent the color at each pixel. Images of this type are termed 24-bit

images.

High resolution display systems which can display 24-bit images require significant
amounts of high-speed memory and an extremely fast data bus, making these
impractically expensive for many applications. Furthermore, the human visual system is
capable of distinguishing amongst only a very limited number of colors at any given time
[10], [31], meaning that most images can be adequately reproduced using very few
colors. Thus, as a practical alternative to the 24-bit display system, many currently
available displays provide only a limited number of bits for representing the color at each
pixel. Frequently, the color at each pixel is specified by a number ranging from 0 to 255.
These values serve as an index into a user defined table of colors called the color palette
or color map. Each entry in this table contains a 24 bit value which specifies the colors

red, green, and blue components, respectively. In practice, the entries are actually 18 or
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24 bit values. The color map provides a level of indirection between the data in the
picture memory and the actual displayed image. A more thorough discussion of frame
buffer displays, as these devices are called, can be found in Foley and van Dam [10], and
Schreiber [32]. The inability of this display scheme to reproduce all the colors in a

24-bit image simultaneously mandates the need for a color quantization procedure.

1.2 Problem Definition

This thesis addresses the problem of displaying color images using a limited palette size.
Since most natural images contain a large number of distinct colors, this is a difficult
task. Although several companies have created proprietary algorithms for this process,
little published research exists. We address the problem in two parts. The first task,
called color map selection, is to identify the best possible set of colors to use as the color
palette for a particular image. The second task, called pixel mapping, is to associate each
color in the original image with a color from the color map so as to maximize the
subjective color fidelity in the quantized image. This is a lossy process; however, with
proper implementation, the resulting image can be almost indistinguishablc from the

original.

1.3 Relationship to Vector Quantization

The color quantization task is a specific application of vector quantization (VQ) [15],
which is a technique for reducing an input vector space to a small set of representative
vectors. A vector quantizer Q of dimension k and size N defines a mapping from a
vector in k-dimensional Euclidean space, Rk, into a finite set C containing N output or
reproduction points, called code vectors or codewords. Thus, Q: RK—C, where C = (vo

Y1> --» ¥Yn-1) and yieRk for each ieJ={0, 1, ..., N-1}. Jis termed the index set because
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each i€]J serves as an index into the set of code vectors called the codebook. Associated
with every N point vector quantizer is a partition of RKinto N regions or cells, R; for
ieJ. The ith cell is defined by R; = {xeRk : Q(x)=y;} and can be denoted more
concisely by Rj = Q'l(yi), so that every vector in partition Rj is quantized to code vector
yi- In color quantization, k=3 and the space RK s the color space in which the
quantization takes place. This might be RGB space, L*¥u*v* space, etc. The problem of
designing the optimal codebook C is equivalent to finding a set of palette colors, {yj:
0<i<N-1}, which best approximate the set of image pixel colors. Once the codebook
has been defined, a vector quantizer consists of two component operations, the vector
encoder and the vector decoder. The encoder maps RK to the index set J, and the decoder
maps the index set J into the reproduction set C. In color quantization, the pixel mapping
procedure serves as the encoder. Its task is to identify the most appropriate code vector
(palette color) to approximate each input vector (pixel color). It separates the color space
into N partitions R; whose elements are mapped to palette color y;. The decoding
process is handled by the VGA display driver when an image is viewed. The
reproduction set C (color palette) is stored in the display's frame buffer, and the display

driver then maps each pixel's index value to the appropriate color vector in C.

1.3.1 Differences from Traditional Vector Quantization

Note from the above explanation that VQ applied to the color quantization problem
differs from the way that VQ is typically applied to images. In the standard VQ
application, which is most commonly applied to gray scale images, the image pixels are
grouped into rectangular blocks of fixed size which form the vectors. For example, each
vector might consists of a 4x4 square block of pixels. Thus each vector has 16

coordinates, and each coordinate consists of an 8 bit number. Statistically, each 4x4
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pattern of pixels will exist at numerous locations in the image, and thus a codebook of
4x4 vectors should be able to describe the entire image adequately. This same procedure
is modified somewhat for color images. In both cases, however, the VQ is performed in
the two-dimensional spatial domain; whereas, in color quantization, the VQ is performed
in three-dimensional color space. The two techniques, though related, are simply
motivated by different objectives. In the standard VQ application, the sole objective is
data compression. With color quantization, the primary objective is a reduced number of
image colors, and data reduction is an extra bonus. Unfortunately, standard data
compression schemes such as traditional VQ and the JPEG standard do not work well
with quantized images. In color quantization, the color content of an image is reduced
from three bands to one, and the high correlation of neighboring primary pixel colors is
replaced by highly uncorrelated color palette indices. This leads to poor compression
ratios since standard image coding techniques rely on the correlation between

neighboring pixels to obtain high efficiency.

1.4 Purpose of this Research

The primary objective of this research was to develop an improved quantization
algorithm to outperform existing color quantization routines. An algorithm was desired
which would work equally well with all types of color images without the need for
subjective operator input and/or trial and error executions, as required by many existing
implementations. A secondary objective was to evaluate the accuracy of the squared

quantization error as a metric for color quantizers.
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1.5 Experimental Approach

Numerous attempts were made at developing a new algorithm as discussed in Section
5.2, and eventually, through trial and error, a new technique evolved. We term this new
technique the Modified Median Cut algorithm (MMC) since it is based on Heckbert's

original median cut method for color palette selection.

The Modified Median Cut algorithm to be described was developed and tested using a
broad sample of natural images as a testbed. Images containing both high spatial
frequencies and low spatial frequencies were included. Several images containing
significant regions of flesh tones or cloudy sky were considered since flesh tones and sky
are often very difficult to quantize due to our high subjective expectations for these
regions. Indoor and outdoor scenes, containing both low and high light conditions, were
tested. In all, the testbed consisted of 14 images. Image dimensions ranged from
535x440 pixels (width x height) to 640x480. Some images were extremely colorful.

Others contained only a few colors and closely resembled a grayscale image.

1.6 Summary

The color quantization problem will be discussed in two parts: the selection of the
optimal color palette, and the optimal mapping of each image pixel to a color from the
palette. The algorithm we propose for color palette selection is an extension of
Heckbert's median cut method. Weaknesses in the original method will be mentioned
along with suggested modifications which result in a much improved initial color map.
These modifications and extensions will be shown to require little computational

overhead, yielding a new algorithm which is more efficient than previously proposed
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methods. The appropriate use of the LBG algorithm for color map improvement will

also be discussed.
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2 Color Palette Design

2.1 Problem Definition

The first problem to be addressed is the selection of a color palette. The idea is to
identify a palette of colors such that the color of each pixel in the 24-bit image can be
well approximated by some representative color from the palette. The algorithm to be
described is an image-dependent quantizer; thus the color palette will be chosen based on
the color statistics of the image being quantized. Image-independent quantizers, which
will not be discussed, utilize a uniform color palette for all images, and are usually
inferior to image-dependent methods [14]. The specific approaches for identifying a
palette, or codebook, in color quantization differ somewhat from standard vector
quantization techniques because they are motivated by perceptual criteria in addition to a
squared error criterion. Thus the semantics of color perception and image resolution
must be considered when designing the palette. Standard VQ does not in itself provide

an adequate solution to the color quantization problem.

2.2 Previous Work

Several approaches for this phase of the quantization process have been suggested in the
literature, and a brief summary of previously proposed techniques follows. Heckbert was
among the first to investigate the topic of color quantization, and he devised a procedure
known as the median cut algorithm for constructing the initial color palette [18]. His
algorithm, which will be described in detail shortly, subdivides RGB space into N

rectangular boxes, where N is the number of desired palette colors. The color palette is
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then determined by averaging the image colors contained in each box. According to
Heckbert, this technique allows each palette color to represent an equal number of pixels
in the original image. Heckbert also proposed an iterative procedure, derived from the
Linde-Buzo-Gray (LBG) algorithm [22] for quantizer design, which attempts to
minimize the total squared quantization error (TSE) by modifying the initial palette
colors. This algorithm will also be described shortly. In 1987, Braudaway [5] proposed
constructing the initial color palette by selecting colors at peaks in the color image
histogram. The color image histogram is a database indicating the frequency of
occurrence of all 24-bit colors in the original image. To avoid concentrating too many
colors about one peak, Braudaway's algorithm reduces the histogram values in a region
surrounding each selected color before proceeding. Braudaway also used the iterative
LBG algorithm as suggested by Heckbert to improve his initial color palette. In 1989,
Gentile et al [14] used an approach similar to Braudaway's to study the effects of color
transformations on the quality of quantized images. They concluded that implementing
the color quantization procedure in a perceptually based color space, instead of RGB
space, provides significant improvement for image-independent quantizers, but does little
to improve an image-dependent quantizer. Most recently, Orchard and Bouman [27]
have proposed two modifications to Heckbert's median cut algorithm which attempt to
minimize subjective quantization artifacts such as color banding (contouring). Their first
modification involves biasing the color selection process by allocating more palette slots
to those color regions with high luminance gradients, since changes in luminance are the
most visible to the human eye. Their second method requires selecting the color map in
two stages. In the first stage, a portion of the palette is selected via the median cut
algorithm. In the second stage, the remaining palette colors are selected using an

erosion-based method which identifies and attempts to minimize the color banding
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tendencies of those colors chosen in the first stage. Orchard and Bouman also

investigated the use of the LBG algorithm for color palette improvement.

2.3 RGB Color Space Definition

The RGB (red, green, blue) color cube is designed for direct implementation on a three
phosphor CRT where each color in the space can be represented as a three-component
vector. The magnitude of each component represents the intensity or saturation of one of
the three primary phosphor colors. Our source images were digitized to 8 bits per color
component thus allowing each component to vary from 0 to 255. When all three
components are zero, the color is black. When all three are 255, the color is white. Each
of the three components lies along an edge of the cube radiating and increasing in
intensity from a common corner. Each of the three edges represent all possible shades of
one of the primary colors. Colors lying on the diagonal connecting the black and white
corners are the grays. The corners diagonally opposite the saturated red, green and blue
corners are saturated cyan, magenta, and yellow, respectively. Thus any hue or shade
representable by a three phosphor CRT system corresponds to a point within the RGB

color cube.

Notationally, the image is assumed to be on a rectangular grid of pixels. The set of all
grid points is denoted by S, and its members s€S are explicitly written as s = (i,j) where i
is the row index and j is the column index. The color value of the pixel at grid point s is
denoted xg = [rg,g,bg]t where the components are the red, green, and blue CRT

intensities and superscript t denotes transpose.
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2.3.1 Other Coordinate Systems

Many other standard coordinate systems such as L*u*v* and HLS have also been defined
for the representation of colors [14]. In L*u*v* space, L* is referred to as lightness and
(u*, v¥*) contains the chromatic information. In HLS space, H indicates hue, L lightness,
and S saturation. These systems are chosen so that a fixed Euclidean distance represents
a fixed perceptual distance independent of position in the space. As mentioned, Gentile
et al [14] have studied the application of these perceptually based coordinate systems to
the problem of color quantization and have found that they provide little improvement
for an image-dependent quantizer such as ours. Based on their findings, we have
restricted our implementation to RGB color space. However, it is still reasonable to
expect that a perceptually based color space could improve the display quality of our
algorithm. All the techniques described can, of course, be applied using such a color

space.

2.4 Heckbert's Median Cut Algorithm

The objective of the palette design algorithm is to partition S into N disjoint sets or
clusters where N is the predetermined palette size set by hardware constraints or operator
preference. Heckbert's Median Cut Procedure was the first such algorithm to do this and
has proved very popular as a basis for commercial products over the past decade. The
median cut algorithm is an image-dependent quantizer. The algorithm is relatively

simple and is explained next.
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2.4.1 Pre-Quantization Step

First, the 24-bit image is prequantized to 15 significant bits per pixel (5 bits red, 5 bits
green, 5 bits blue) by setting the least significant three bits of each eight bit color
component (1, g, & b) to zero. This has the effect of reducing the number of possible
colors from 16.8 million to 32,768 while simultaneously increasing the frequency of
occurrence of each color in the original image. Perceptually, the last three bits of each
color component have little effect on the display color. While reducing the number of
colors that must be manipulated, this step is also important for memory conservation

reasons as the algorithm progresses.

2.4.2 Color Histogram

A color histogram is then obtained which indicates the frequency of occurrence of each
of the 32,768 possible colors in the prequantized image. This histogram is used as a

starting point for determining the appropriate color map.

2.4.3 Box Splitting Procedure

The concept behind the median cut algorithm, according to Heckbert, is to use each of
the colors in the synthesized color map to represent an approximately equal number of
colors from the original image. The algorithm repeatedly subdivides RGB color space
into smaller and smaller rectangular boxes until N boxes are formed, where N is the
predetermined palette size. The initial box is one which tightly encloses all the colors
contained in the prequantized image. The number of different colors in this first box is

image dependent.
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The following iterative step to split a box is then performed (N-1) times: The box with
the longest red, green, or blue dimension is identified. The enclosed points for this box
are then sorted along its longest dimension and split at the median point to form two new
boxes. It is assumed that approximately equal numbers of points will fall on each side of
the cutting plane. The two resulting boxes are then shrunk to fit tightly around all the
points (colors) they enclose, by finding the new minimum and maximum values of each

color coordinate. A box containing only one point is not allowed to split.

2.4.4 Summary

The representative colors to be used for the color palette are then computed by averaging
the colors contained in each box. Splitting each box will take time proportional to the
number of different colors enclosed. Generating the color map will take O(MlogN)
where M is the number of different colors contained in the first box. Numerous other
criteria, besides longest range (dimension), can be used to decide which coordinate of the
box to bisect; however, the longest range criteria requires the least amount of
computation. Orchard and Bouman, for example, chose to split the box containing the
largest variance along any one direction (i.e. the largest principle eigenvector) [27].
They determine the direction in which the box variation is greatest, and then split the box
with a plane which is pcrpéndicular to that direction and passes through the box mean.
Theoretically, this minimizes the variance of each resulting box. While they did not
compare their results to a similar implementation using the longest range criteria, any
possible performance improvement would seem to be outweighed by the significant
amount of overhead required to compute variances. Most implementations use the
longest range criteria as described. Coding details of the median cut algorithm can be

found in Heckbert's original paper.
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2.5 The Modified Median Cut Algorithm

Heckbert's original method provides a good foundation for the color quantization
problem; however, it also contains certain weaknesses. Several modifications to the
original algorithm are suggested which result in significantly improved performance,

especially for palette sizes smaller than 256.

2.5.1 Thresholding

The prequantized image can contain up to 32,768 different colors. Heckbert's median cut
algorithm manipulates all the existing colors contained in the prequantized image when
attempting to compute the best fit color map. We have found, however, that many of the
colors which exist in the prequantized image, occur very infrequently. Most test images
contained roughly 250,000 pixels. For many of these images, up to 25% of the existing
colors occurred only once in the prequantized image. Nearly one-third of the existing
colors occurred fewer than 10 times (i.e. the color occurred at fewer than 10 pixel
locations.) Nearly one-half to two-thirds of the existing colors occurred fewer than 20
times. Intuitively, these low frequency colors can be considered insignificant for images
of this size. In the median cut algorithm where they are all considered, these low
frequency colors create problems. They inordinately bias the box splitting procedure and
are then averaged with the other existing colors in each quantization box to determine the
color map representatives. This yields representative colors which are inadvertently
skewed and which do not best represent the colors of significant frequency contained in
each quantization box. We have found that if the low frequency colors contained in a
prequantized image can be eliminated from consideration early in the quantization

procedure, a more suitable color map is produced resulting in a higher quality quantized
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image with lower TSE. As an added incentive, decreasing the number of colors

considered by the algorithm, results in faster execution.

2.5.1.1 Initial Threshold

It is difficult to decide which prequantized image colors to eliminate from consideration.
For clarity, let us assume an image contains roughly 250,000 pixels and we desire a
palette size of 256. Colors which occur at only one pixel location in such a prequantized
image can usually be deleted without hesitation. Any color of importance almost always
occurs more than once. Moreover, if a specific hue is important to the scene, it will be
manifested in the prequantized image by the existence of several colors which lie very
close to each other in RGB color space. If one of these colors occurs only once and is
thus deleted, its removal will not be missed since nearby colors with significant
frequency exist to 'speak up' for the important hue during color map creation. One
should also note that colors occurring only once might owe their existence solely to
unwanted digitization noise, and thus eliminating these colors also removes artifacts
introduced by the scanner. During algorithm development, the deletion of colors with
frequency = 1 provided noticeable improvement to the quantized image in all instances,
and in no instance did it result in the subjective loss of important colors. This is termed

the initial threshold.

2.5.1.2 Absolute Threshold

For the most part, similar logic was found to hold for colors with a frequency of 20 or
less. The value 20 was determined experimentally as the value which best reproduced
the set of test images without noticeable degradation while eliminating a significant
percentage of colors from consideration. This value can be termed an absolute threshold.

Our investigation found that, in most images, the vast majority of colors with frequency
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< 20 were positioned in RGB color space near similar colors of significant frequency
which served to represent the eliminated colors during the color map selection process.
Thus eliminating these low frequency colors simply reduced processing overhead and
allowed the quantizer to focus on colors of importance. This made a dramatic difference

in resulting image quality.

2.5.1.3 Retention of Isolated Sub-Threshold Colors

A notable drawback to this thresholding technique is the potential for eliminating
infrequently occurring, yet psychologically important, image colors. This side effect is
image dependent. Recall that we justified the elimination of colors with sub-threshold
frequency because, for most important color shades in an image, neighboring colors of
significant frequency exist to Tepresent’ the eliminated colors. However, some images
contain colors of psychological importance which occur infrequently and which are
isolated in RGB space from colors of significant frequency. These colors often form
small segments of bright color in an otherwise muted scene, such as a bright red hatin a
natural outdoor image. A bright object, such as this, is obviously important to an image,
and its absence or dulling is immediately noticed. Psychologically important hues which
fall into this category are usually composed of several neighboring shades of color, each
of which occurs with sub-threshold frequency; however, in some instances a single sub-
threshold color may constitute an important hue. Since these colors occur with sub-
threshold frequency, they are eliminated upon absolute thresholding. Due to their
psychological importance and the fact that no similar colors exist to be considered in
their absence, this leads to noticeable quantization artifacts. We conclude that it is
undesirable to eliminate a color from consideration unless a neighboring color of

significant frequency exists in close proximity within the color space. This approach is
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an alternative to the computationally expensive task of analyzing the spatial coherence of

all low frequency colors prior to thresholding.

The following procedure is suggested for implementing this requirement. All existing
colors with frequency = 1 are eliminated since these colors were found to be extraneous
in all experimental instances. This is called the initial threshold stage, and the value 1 is
referred to as the initial_threshold value. This is followed by an absolute threshold stage
which contains provisions for retaining psychologically important sub-threshold colors.
RGB color space is divided into DxDxD sized, non-overlapping, cubes where D is any
power of two so that an integral number of cubes are created. All colors which remain,
following the initial threshold stage, will fall into one of these D3 cubes. Each of these
colors, x, has an associated frequency, f_, in the previously obtained color histogram.
Each cube will contain a certain number of these existing colors, although some cubes
may remain empty depending on the image. We define the term, total_pixel count for a

cube, to be the total number of image pixels represented by colors in a cube.

Total_pixel_count for a cube = fo for all colors, x, contained in the cube. Each cube
is examined individually. For each cube, if no color in the cube occurs with frequency f,
greater than some predefined absolute_threshold value then the cube is labeled as
isolated. This means that if the colors in this cube are eliminated, no colors of significant
frequency (i.e. colors with f_ > absolute_threshold.) exist in this region of RGB space to
'speak up' for the deleted colors. If the total_pixel_count value for an isolated cube
exceeds some lower bound, then all colors in the cube should be considered as this is an
isolated set of colors which represent a significant number of image pixels. Ignoring
these colors during the color map selection process may result in image artifacts. We use

the term, cube_count_minimum, to denote the lower bound for the total_pixel_count
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parameter. This lower bound is required because not all isolated groups of color will
represent enough image pixels to warrant consideration. We do not want to start
considering isolated colors which represent only 3 or 4 pixels in the original image,
because no matter how isolated or saturated these colors may be, they will be

subjectively unimportant in an image of 250,000 pixels.

Empirical results indicate that a value of cube_count_minimum = 15 works well for an
image with 250,000 pixels. This means that an isolated set of colors must collectively
represent more than 15 image pixels before these colors are considered in the color map
selection procedure. On the other hand, if the frequency of at least one color in each
cube exceeds the absolute_threshold value then all colors in the cube with frequencies
less than or equal to the absolute_threshold value are eliminated from consideration,
based on previous arguments. This serves to remove a significant percentage of colors
without the loss of subjectively important colors and immediately leads to a much
improved initial color map. Empirical results have shown a value of D=16 to be the best
choice for cube dimensions. This value results in the creation of 4096 separate cubes
which provides sufficient detail for the algorithm to function properly while requiring

minimal execution time.

2.5.2 Elimination of Low-Count Quantization Boxes

A final but significant weakness of Heckbert's median cut algorithm pertains to the box
splitting procedure used. It was assumed that upon splitting a box, approximately equal
numbers of points would fall on each side of the cutting plane. We have found that this
assumption does not always hold, especially towards the later stages of the splitting

process. If the box splitting procedure is closely monitored, one finds that colors are
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seldom evenly distributed within a box. A box often consists of a main cluster of colors
and possibly a few outlying colors or color clusters. These outlying colors are sometimes
the sole reason for a large box dimension. When this type of box is split to form two
new replacement boxes, one new box is typically allocated the main color cluster from
the mother box while the other is shrunk to contain only the few outlying colors. This is
acceptable if the outlying colors represent a significant number of pixels in the original
image; however; many times they do not. The result is the creation of a dimensionally
small quantization box which represents very few image pixels. Since the total number
of quantization boxes is limited, a box of this sort is not a wise allocation of resources.
Though the formation of these boxes is often unavoidable, it would be better to eliminate

such a box to allow for the creation of a more appropriate box.

To prevent the inclusion of these low pixel count boxes, we constantly monitor the
number of image pixels represented by the colors contained in each newly formed
quantization box. If the colors in a newly formed box collectively represent Y or fewer
original image pixels (i.e. the total_pixel_count for the box <Y,) then the box is deleted
and the colors it contains are removed from consideration. Elimination of these colors is
not a concern since they represent very few image pixels. If shades of these eliminated
colors are still important to the image, then similar colors will exist in adjacent
quantization boxes and will be considered there. Since a box has been removed, another
iteration of the splitting algorithm may be carried out. We will substitute the term
box_count_cutoff for the variable Y. Experimental results indicate a value of
box_count_cutoff = 20 to be optimal for an image with 250,000 pixels. This means that
all quantization boxes must represent more than 20 pixels in the original image or face

elimination to allow room for more appropriate boxes. For many test images processed
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under the original median cut algorithm, nearly one-half of the quantization boxes
created did not meet this 20-pixel criteria. When processed using the absolute_threshold
routine with the provision for retaining important sub-threshold colors, the same images
exhibited 4 to 30 such boxes. Here the colors contained in the eliminated boxes were
those kept for consideration due to their potential psychological importance but which

became unimportant due to the heuristics of the splitting procedure.

2.5.3 Parameter Adjustment Based on Desired Palette Size

The proposed modifications to the median cut algorithm have all been explained with the
assumption that 256 colors were desired for the color map. When fewer than 256 colors
are desired, the numeric parameters in the above modifications must be changed for the
algorithm to work optimally. As the number of desired palette colors is decreased, it
makes sense to increase the threshold values and minimum cutoff requirements in order
to decrease the total number of colors considered. Minimizing the number of colors
under consideration is what leads to improved color map design. The adjustable
parameters in the modified median cut algorithm and their experimentally derived values

for a palette size of 256 are:

Initial_Threshold value =1
Absolute_Threshold value =20
Cube_Count_Minimum value =15

Box_Count_Cutoff value =20

We now allow these parameters to vary depending upon the desired number of palette

colors. A floating point scale factor is defined as follows:
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Scale = 256 / (# desired colors)

The adjustable parameters are then scaled accordingly:

Initial_Threshold = (int) Scale
Absolute_Threshold = (int) (20 * Scale)
Cube_Count_Minimum = (int) (15 * Scale *
log10(256 - min(# desired colors,246))

Box_Count_Cutoff = (int) (20 * Scale)

All of the parameters are scaled linearly except for Cube_Count_Minimum which is
increased more rapidly. This is because as the absolute_threshold value increases, the
number of isolated cubes also increases, and we do not want to increase the number of
colors considered as the desired palette size decreases. The objective is to do just the
opposite. Increasing the Cube_Count_Minimum parameter at a faster rate serves to
prevent this by making it more difficult for the colors in an isolated cube to qualify for
consideration. However, if the Cube_Count_Minimum value is increased too fast, image
artifacts become abundant because too many important colors get ignored, thus the
log( function is used. Once again, all initial parameter values for a palette size of 256
and the indicated scale factor equations were arrived at experimentally through an

extensive trial and error campaign.
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2.5.4 Parameter Adjustment Based on Image Dimensions

The proposed modifications and parameter values were found to work well for all test
images, all of which contained between 200,000 and 310,000 pixels. It has not yet been
determined whether the recommended parameter values should be adjusted for image
size, and this is a topic which deserves further research. The image size is altered by
changing the scanning resolution or by cropping a scanned image. Any change in the
number of 24-bit image colors due to changing resolution will most likely be manifested
in the three least significant bits of each color component and will not alter the number of
15-bit colors contained in the prequantized image. However, the frequency of
occurrence of the prequantized image colors will change with image size. It would seem
logical to adjust the algorithm parameters accordingly so that the same percentage of
existing colors get eliminated from color map consideration regardless of image
dimensions. The algorithm parameters would be increased for very large images and
decreased for very small images. One possible implementation would be to compute a
scale factor based upon the number of pixels contained in the image being quantized.
The average number of pixels in the testbed of images was 250,000. Thus the following

floating point scale factor could be computed:

Size_Scale = (# pixels in image) / 250,000
Multiplying all algorithm parameters by this scale factor would adjust for the image
dimensions. The algorithm parameters would thus get adjusted twice, once based upon

the number of desired palette colors and once based upon the image dimensions. On the

other hand, the appropriate value for Size_Scale may be solely or partly dependent upon
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Image Name Dimensions (WxH) # Pixels # Colors

Daniel 640 x 480 307,200 3944
Room 640 x 480 307,200 4770
Garden 600 x 400 240,000 2736
Tailgate 627 x 450 282,150 5557
Island 640 x 476 304,640 3902
Window 551 x 480 264,480 14356
Road 600 x 400 240,000 2313
Hboat 600 x 400 240,000 1704
Canoe 640 x 480 307,200 3878
Snow 535 x 440 235,400 622
Mntns 640 x 480 307,200 1470
Grandma 640 x 464 296,960 4265
Hill 408 x 480 195,840 3773
Dan2 489 x 480 234,720 4093

Figure 2-2. Dimensions and color content for the 14 test images. The 6 example
images are listed first. The last column denotes the number of existing
colors after prequantization to 15 bits per pixel. The number of existing
colors in each 24-bit image is typically much greater and was not
recorded.
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the display resolution of the monitor. The threshold and parameter values chosen were
selected based on subjective, perceptual tests as to what constituted a noticeable image
artifact. A VGA resolution of 640x480 was used during algorithm development. One
might argue that at lower display resolutions, fewer image pixels would be required to

generate an artifact; whereas, at higher resolutions, more pixels would be required.

2.5.5 Summary

The Modified Median Cut Algorithm can be summarized as follows:

- Prequantize original 24-bit image to 15-bits per pixel while obtaining color histogram.
- Determine the desired number of palette colors.
- Compute Scale factor and adjustable algorithm parameters.
- Eliminate all colors with frequency < Initial_Threshold.
- Divide RGB space into 16x16x16 cubes. Look at each cube individually.
if (no color in cube has frequency > Absolute_Threshold and
total_pixel_count for cube > Cube_Count_Minimum)
then
Consider all colors in cube.
else
Eliminate all colors in cube with frequency < Absolute_Threshold
- Perform box splitting procedure to form desired number of quantization boxes while
checking total_pixel_count for each newly formed box.
if (total_pixel_count for box < Box_Count_Cutoff)
then

Eliminate box and all colors contained in box to make room for
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more appropriate box.

- Average colors contained in each box to form representative colors for color palette.

2.6 The LBG Algorithm

The LBG algorithm [22] is a method used in Vector Quantization for iteratively refining

a codebook. This is a general algorithm which has been applied to a wide variety of
problems including pattern recognition and clustering. Since the problem of designing
an optimal codebook is equivalent to finding a set of palette colors which best
approximate a set of image colors, the LBG algorithm is directly applicable to color
quantization. The algorithm is used to improve an initial codebook by searching for a
local minimum of the distortion value, TSE in our case. The basic operation of the
algorithm is simple and intuitive.

(1) Begin with an initial N-level codebook Cy, = {yj}, a distortion threshold €20,
and an initial total distortion value, Dy, which results from quantizing the input
vector set to the initial codebook using the nearest neighbor condition.

(2) Given a codebook, identify the N partitions, R;, of the vector space, Rk, which
minimize the total distortion, Dyy,.

(3) Compute a new code vector for each partition, R;, by identifying the centroid of
all vectors lying in the partition. This will minimize the distortion for this
partition and yield an improved N-level codebook, Cpp41.

(4) Compute the total distortion, D41, which results from quantizing the input
vector set to this new codebook. If (D, - Dm+1)/Dm <€, halt; else set

m+1—m and repeat from step (2).
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This algorithm has been shown to converge to a local minimum for TSE; however, it is
greatly influenced by the initial codebook choice. Consequently, the local minimum
obtained will not necessarily be a global minimum. Whether or not it is a global
minimum depends solely on the choice of the initial codebook. A quantizer is called
locally optimal if small perturbations in C, the set of representative points, cannot
decrease the total distortion Dy, (TSE.) Linde et al [22] have shown that their algorithm
converges in a finite number of iterations when given a finite input distribution and that
each iteration of the algorithm either reduces the total distortion, TSE, or leaves it
unchanged. Our experimental results and those of other researchers [27] indicate that the
LBG algorithm provides significant improvement for images with a poor initial palette
choice (codebook); however, the improvement is slight for images with a good initial
palette. Understandably, the first iteration of the algorithm produces the most substantial

improvement with diminishing results from subsequent iterations.

2.6.1 The LBG Algorithm Applied to Color Quantization

The algorithm is applied to the color quantization problem as follows:

- Each pixel in the original RGB image is mapped to its nearest neighbor in the initial
color map. This procedure will be discussed shortly.

- For each representative color in the color palette, one finds the centroid of all RGB
image pixels whose nearest neighbor in the palette is the representative.

- This forms a new set of representatives to serve as the new color palette.

The algorithm can be repeated a fixed number of times or implemented iteratively until

the TSE falls below a pre-defined value. Unfortunately, this is a computationally
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intensive process since a pixel mapping for the entire image must be performed at each
iteration followed by a scan of both the quantized and RGB images to identify the

centroid values.
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3 Pixel Mapping Procedure

3.1 Problem Definition and Overview

This chapter addresses the problem of optimum pixel mapping once a color palette has
been selected. Pixel mapping involves assigning each pixel a color from the palette such
that the highest quality, near original image is obtained. Total Squared Error (TSE) is
often used as an image metric to indicate the degree of accuracy obtained in the
quantized image. TSE is minimized by using a nearest neighbor mapping which assigns
each pixel in the quantized image to the color from the color map which is closest to its
original color. Commonly used techniques for implementing this nearest neighbor
mapping include the exhaustive search, the locally sorted search, and the k-d tree search.
To remove the image dimensions from consideration, Mean Squared Error (MSE) is
sometimes used rather than TSE. However, previous investigators have shown that
minimizing TSE or MSE alone does not necessarily yield the highest subjective image
quality [27]. This is because many subjective aspects of a quantized image are invisible
to the TSE metric. For example, busy images with substantial high frequency content
tend to mask quantization errors. These images look good even with a high TSE value.
On the other hand, quantization artifacts such as contouring are readily evident in slowly
varying (low frequency) images or regions of an image, even when quantized to a small
TSE value. Obviously, quantization artifacts such as contouring should also be
considered and minimized during the pixel mapping process. For this reason, dithering
methods are often used to simulate the existence of additional colors in low frequency

regions of an image. Dithering refers to any process which creates the illusion of

3 Pixel Mapping Procedure 28



additional colors from the judicious arrangement of available palette colors. Dithering
methods include both ordered dither and error diffusion. The ordered dither technique
[2], [20], [33], [35] attempts to minimize subjective errors by adding a pseudo random
pattern of high frequency noise to the image. The error diffusion technique [3], [6], [8],
[35] strives to do the same by matching the local color averages of the quantized image
to the local color averages of the original image via error dispersion. Both methods
allow for high quality quantized images to be produced using very small palette sizes but
require slightly more computation time than the traditional nearest neighbor mapping.

We will first discuss the nearest neighbor approach and then examine dithering.

3.2 Nearest Neighbor Searches

Once a color palette has been selected, the TSE of the quantized image is minimized by
mapping each image pixel to the palette color which is closest to its original color in
RGB space. It is desirable to compute this nearest neighbor without requiring an
exhaustive search through the color palette. Many techniques for such a fast nearest
neighbor search have been devised [15], [25], [26]. Some allow very fast encoding but
require the use of a sub-optimal quantizer, which is not acceptable in our case. Other
methods, such as the k-d tree search [12], are based on tree structured codebooks. We
chose to use a locally sorted search [15], [18]. In this technique, each input vector is
identified as lying in a certain region of color space, and the algorithm searches for a
nearest neighbor amongst only those palette colors also located in or near this region of
color space. The other prudent choice would have been to use k-d trees; however,

maintaining a tree structure would have required some additional overhead.
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3.2.1 The Locally Sorted Search

To implement the locally sorted search, RGB space is divided into KxKxK cubical cells,
where K is a power of two. Each cell is then assigned a sorted list of representatives
from the color palette. The assigned list contains all representatives which are the nearest
neighbor to some point in the cell, and each list entry holds two variables which indicate
the color map representative and its distance from the nearest point in the cell, with
representatives lying inside the cell having distance zero. These lists are each sorted in
ascending order on the distance key. Representatives which could not possibly be the
nearest neighbors of any point inside the cell are not included in the list. These are
identified; as shown in Fig. 3-1, by finding the representative point nearest the center of
the cell and computing its distance from the farthest corner of the cell. This yields an
upper bound on the distance from any point in the cell to its nearest representative. All

representatives whose distance to the cell is greater than this can be left out of the list.

Representative lists are created dynamically as needed since many regions of the color
space may be unused. To implement the pixel mapping, the cell containing each RGB
pixel color is identified, and the color is compared to the cell's list of possible nearest
neighbors until the best match is found. Since the representatives are sorted on the
distance key, this comparison proceeds only until the distance from the pixel color to the
current cell representative becomes less than the distance entry of the next cell
representative. The result is that very few comparisons are required, in addition to the
initial cell setup time, which yields several orders of magnitude performance

improvement over an exhaustive search. When choosing K, a compromise must be
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Figure 3-1.  Locally Sorted Search. Point A is the representative closest to the cell
center. The distance from A to the most distant corner of the cell is r.
Since all points in the cell are less than r units away from A, any
representative more than r units away from the cell can be eliminated from
the cell list. Thus C will be excluded, but B included.
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found between fast search times and fast preprocessing times for list creation. We found

a value of K=16 to be optimal, whereas Heckbert used a value of K=8.

3.3 Dithering Techniques

Although the TSE can be minimized by assigning each image pixel to the palette color
that most closely matches its original color, higher quality displayed images are often
produced by using the concept of dithering. A variety of dithering techniques have been
investigated for displaying bilevel images [2], [3], [8], [20], [35], and in recent years
many of these methods have been applied to color images [5], [6], [14], [18], [27], [33].
The basic premise behind all types of dithering is to rely on the viewer's ability to
visually synthesize a local spatial average over patterns of alternating colors, to create the
impression of additional colors existing between those that compose the pattern. This
results in an increase in the number of perceived colors at the expense of decreased
spatial resolution and the potential for image artifacts. The results are usually very good.
The technique is most useful in low frequency gradient regions of an image, and its

implementation can be divided into two categories - ordered dither and error diffusion.

3.3.1 Ordered Dither

Ordered dither is best viewed as a technique for the scalar processing of individual color
components. It attempts to improve the appearance of the quantized image by adding a
pseudo random noise pattern d to blocks of pixels xg before quantizing (before pixel
mapping .) d is an n-by-n matrix of dither values chosen to have an average value of
zero and an energy spectrum with minimum energy at low spatial frequencies. The
amplitudes of the noise pattern are chosen to ensure that any area of constant color value

is quantized into a variety of nearby color values, thereby breaking up smooth regions of
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false contouring which are characteristic of such areas. The RGB image before pixel

mapping, X', is then given by:

x'(i,j) = x(i,j) + d( mod n, j mod n)

=x(1,)) +dik, 1)

A commonly used dithering matrix is the 4x4 Bayer dither shown in Fig. 3-2(a) which
has been shown to be optimal for a specified criteria. Numerous other dither matrices of

various dimensions and amplitudes also exist [35].

The problem with applying ordered dither to color images, as identified by other
researchers [27], [33], is that it is often impossible to determine an amplitude scheme
which will adequately dither all areas of constant color in an image without adding
noticeable noise artifacts to other areas. This is because the colors in an image-specific
color palette are not uniformly spread throughout the color space. Instead, the distance
between nearby colors in the palette varies significantly across the color space. For this

reason, ordered dither is considered a sub-optimal choice for dithering color images.

3.3.2 Error Diffusion

An alternative method known as error diffusion yields much better results when dealing
with color. Error diffusion attempts to match the local color averages of the quantized
image to the local color averages of the original image. In this sense, it tries to minimize
the locally averaged error rather than the TSE. It does this by identifying the residual
quantization error at each pixel and propagating this error forward to unmapped pixels.

The error is propagated by computing an adjusted color value for each RGB image pixel
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Figure 3-2.  (a) Bayer dither matrix dy | for ordered dither, and (b) Floyd & Steinberg
error-diffusion weights wy | where P denotes the pixel that has just been

quantized.
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just prior to pixel mapping. This is formed by summing the actual RGB color value with
a weighted sum of previous quantization errors. The local area over which the error is
propagated and the sum weights are what differentiate the various types of error
diffusion. In all instances, the error propagation is directed only to pixels below or to the
right of the current pixel so that the process can be performed in one pass over the image,
scanning left to right and top to bottom. A good discussion of the various diffusion

patterns can be found in Ulichney [35].

Diffusion patterns can be viewed as filters with high-pass characteristics which serve to
suppress low frequency error components. We have found the original Floyd and
Steinberg diffusion pattern [8] to be the most useful. Ulichney showed that Floyd &
Steinberg's weights were optimal for a four-weight diffusion filter; moreover, diffusing
the error to only four adjacent pixels is computationally acceptable. The larger twelve-
weight diffusion patterns might be expected to produce better results as they diffuse the
error over a wider area; however, the computation time required by these filters makes

them impractical for our application.

To implement error diffusion, we scan through the RGB image pixels mapping each to
its nearest neighbor in the color palette. After each pixel is mapped (quantized), we
compute the error between the original and quantized pixel values. This will form a
vector consisting of the red error, green error, and blue error. This error vector is then
distributed, in accordance with the weights shown in Fig. 3-2(b), to neighboring pixels
that have not yet been quantized. In diffusing the error, we modify the original color
values of neighboring pixels. It is these modified values which are input into the pixel

mapping procedure. However, the quantization error at each pixel is computed using the
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original RGB color value for that pixel, not the modified value. To avoid blurring sharp
edges which may be important to the image, a decision loop can be inserted to prevent
sharp edge pixels from being altered by the propagated error. This edge-blocking
technique was used in our implementation. Edge pixels, which can be identified by a
simple comparison of adjacent pixel values during the mapping, are then quantized using
their unmodified r,g,b values. We have found that the improvement provided by error

diffusion can be significant, depending on the spatial frequency content of the image.
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4 Results

How Does the MMC Algorithm Compare with Heckbert's ?

The previous chapters have proposed several changes to the original median cut
algorithm which attempt to maximize performance by minimizing the displayed image
distortion. This chapter compares the performance of the original median cut algorithm
with that of the modified median cut method. Both algorithms were evaluated using the
entire image testbed, and six of the most difficult to quantize images were selected for

comparisons.

4.1 Example Images

Figures 4-9(a) through 4-14(a) show the six color images used. Figure 4-9(a), known as
Daniel, is characterized by large smooth regions of light skin tones which are particularly
difficult to quantized transparently. Figure 4-10(a), known as Room, was taken under
bright indoor lighting conditions and contains colors from many disjoint regions of the
color space, thus producing significantly high MSE values when quantized. Figure
4-11(a), known as Garden, is characterized by large slowly changing gradient regions
which tend to produce false contouring when quantized. Figures 4-12(a) and 4-13(a),
known as Tailgate and Island respectively, contain many bright colors superimposed on
busy background regions. Figure 4-14(a), known as Window, is extremely difficult to

quantize due to its large number of low frequency colors.
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4.2 Summary of Modifications

Our suggested modifications to the median cut algorithm can be summarized as follows:
(1) Eliminate palette colors whose quantization box represents very few image pixels.
(2) Reduce, via thresholding, the number of colors considered when forming the

initial color map.
(3) Retain, for consideration, sub-threshold colors which are remotely positioned in

the color space and are thus of potential psychological importance.

Figures 4-1 through 4-6 compare the original median cut algorithm with each of these
suggested modifications in succession. The comparisons are shown for all six images
quantized to palette sizes of 20, 100, and 256 colors respectively. The first algorithm,
labeled HMC, is Heckbert's original Median Cut algorithm as described in [18]. The
second algorithm, labeled LCE (Low Count Elimination), is the median cut algorithm
with a provision for eliminating quantization boxes which represent very few image
pixels - modification (1). The third algorithm, labeled AT (Absolute Threshold), is the
median cut algorithm with the LCE provision and an absolute threshold for reducing the
number of colors considered - modifications (1) and (2). The final algorithm, labeled
MMUC, is the complete Modified Median Cut algorithm containing all three suggested

modifications.

4.3 Comparison Criteria

Figures 4-1 through 4-6 each contain three graphs. Graph (a) indicates the Mean
Squared Error (MSE) which results from quantizing the image using each algorithm.

Our subjective trials on human subjects indicate that minimizing MSE produces the best
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quantized images prior to dithering. Graph (b) indicates the number of colors considered
by each algorithm when computing the initial color map. We argued that minimizing the
number of colors under consideration provides for improved color map generation and
thus lower MSE. Since no thresholding occurs in the LCE algorithm, the number of
colors considered by this algorithm is the same as for the HMC algorithm. The number
of colors considered decreases significantly for the AT algorithm due to thresholding and
then increases slightly for the MMC algorithm due to the inclusion of isolated sub-
threshold colors. Graph (c) depicts the number of low-count quantization boxes
eliminated by each algorithm. These are quantization boxes which were created by the
algorithm and subsequently deleted because they represented fewer than the required
number of image pixels. We argued that eliminating these quantization boxes allows for
more appropriate quantization boxes to be created which yields an improved color map.
The graph values are given as a percentage of the palette size to illustrate the potential
impact of the low-count boxes on the quantization process. Note that the HMC
algorithm does not contain a provision for eliminating low-count boxes, so its value in
the graphs will always be zero; however, the percentage of low-count boxes which exist
in the HMC algorithm is similar to that found in the LCE column. The AT algorithm
will never contain any low-count quantization boxes since the absolute-threshold
parameter and the low-count-box-cutoff parameter are designed to be equal as discussed
in Section 2.5. Any low-count quantization boxes eliminated in the MMC algorithm will
consist entirely of isolated sub-threshold colors which have proved unimportant to the

algorithm,

4 Results 39



4.4 Performance Differences

The performance differences between the algorithms are readily evident from the graphs,
especially at the smaller palette sizes of 20 and 100 colors where quantization errors are
more abundant. Significant performance differences also exist at a palette size of 256 but
are not as evident in the graphs due to scaling. Several observations can be made from

the figures.

4.4.1 Differences due to Modification 1

It is clear that eliminating low-count quantization boxes from color map consideration
results in lower MSE. In no instance did this modification increase the MSE and in
many cases, such as Garden with 20 colors and Tailgate with 100 colors, it produced
significantly lower MSE. The LCE column of the (c) graphs provides a measure for the
number of low-count quantization boxes eliminated to provide this improvement. This
modification provides no improvement for images which do not contain any low-count

boxes.

4.4.2 Differences due to Modification 2

The absolute thresholding technique provides an additional reduction in MSE in most
instances. The Island, Daniel, and Room images are good examples. This improvement
is due to a reduction in the number of colors considered when forming the initial color
map as illustrated in the AT column of the (b) graphs. Note the drastic reduction in the
number of colors considered as compared to the LCE and HMC columns. The
improvement provided by absolute thresholding varies depending on the color content of

the image, and in some cases such as the Window image, absolute thresholding actually
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increases the MSE. MSE increased upon absolute thresholding in 14% of our
experimental trials. This can be expected if the majority of an image's color content

resides in sub-threshold colors, as in the Window image.

4.4.3 Differences due to Modification 3

Finally, retaining isolated sub-threshold colors when forming the initial color map often
reduces the MSE even further, as illustrated by the MMC column of the (a) graphs. The
Tailgate, Window, and Garden images are good examples. Note in the Window image
that the MMC algorithm removes the quantization error introduced by the AT algorithm.
The impact of this final modification appears to be mere image dependent than the
previous two modifications. The MMC algorithm lowered the MSE by a value of 5 or
more in 36% of our experimental trials. It increased the MSE by a value of 5 or more in
21% of our trials, while little or no change in MSE was experienced in the remaining

43% of the trials.

4.5 Impact of the LBG Algorithm

The LBG algorithm, described in Section 2.6, can be used to improve a color map
generated by any of the four algorithms discussed above. Figure 4-7 uses three sample
images to show the MSE that results at each LBG iteration for each algorithm. These
results are typical of our data. For the HMC and LCE algorithms, the early LBG
iterations offer significant reduction in MSE and then converge to local minima. The AT
and MMC algorithms start with smaller MSE and converge to smaller local minima, with
the MMC minima usually being the smallest. Note that the first LBG iteration typically
produces the most improvement. We have found that the LBG procedure rarely

generates significant changes in the subjective quality of images produced by the MMC
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algorithm. Tests show that, although the LBG procedure does reposition palette colors at
each iteration, it typically reaches a local minimum for the MMC algorithm before it can
perform any major reallocation of colors in the color space. Furthermore, any
improvement resulting from the LBG algorithm is often outweighed by the algorithm's
computational complexity. We conclude that the LBG procedure is best used as a post

processing step for improving a poorly quantized image.

4.6 Impact of Error Diffusion

The error diffusion method for pixel mapping attempts to minimize the low-frequency
error of a quantizer at the expense of higher Mean Squared Error (MSE). Thus, any
improvement provided by error diffusion is invisible to the MSE metric and must,
therefore, be evaluated subjectively. Our experiments indicate that Floyd-Steinberg error
diffusion can dramatically improve the quality of many images, especially those
generated from excessively small palettes; however, transparent results are not always
produced since distinguishable diffusion noise can be added in the process. Note that any
improvement from error diffusion is dependent upon the accuracy of the available color
map. Our results indicate that the MMC algorithm usually produces the best initial color
map in terms of MSE, and error diffusion applied to this algorithm yields very good
results as evident in Figures 4-9(d) through 4-14(d). Error diffusion improved the

subjective quality of all test images quantized with the MMC algorithm.

4.7 Computational Complexity

Figure 4-8 compares the computational complexity of the four algorithms by showing
their execution times for the Room image at 20 and 256 colors. Algorithms were tested

on a 25 MHz DOS platform with a math co-processor. The DOS restriction of 640K
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required image I/O to be performed one line at a time, thus increasing the execution
times significantly, especially for the LBG procedure. Heckbert claims his algorithm
takes O(MlogN) time to generate the color map after forming the required number of
quantization boxes which takes time proportional to the number of colors enclosed by
each box. N is the palette size and M is the number of different colors in the
prequantized image. The computational complexity of the three suggested modifications
is best expressed in terms of the additional computations they require over those needed
for the HMC algorithm. Modification (1) requires an additional N comparisons plus any
overhead necessary to generate new quantization boxes. Modification (2) requires an
additional M comparisons. Modification (3) requires another M+N comparisons plus
associated overhead. Thus the MMC algorithm requires roughly 2M+2N more
comparisons than the HMC algorithm plus associated overhead; however, fewer colors
remain to be processed when forming the color map. Generating the color map is a fairly
quick procedure. The majority of execution time is spent on the pixel mapping process.
The use of Error Diffusion adds an additional 12XY multiplications where X and Y are
the image dimensions. One iteration of the LBG algorithm requires an additional 3NM

multiplications [27].

4.8 Quantized Example Images

Figures 4-9 through 4-14 illustrate the quantized images produced by the HMC
algorithm, the MMC algorithm, and the MMC algorithm with error diffusion. All
images were quantized to 20 colors so that quantization artifacts are easily discernible.
The improvement provided by the MMC algorithm is evident. Note that the use of error

diffusion yields images which highly resemble the originals. At larger palette sizes, the
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diffused images are virtually indistinguishable from the originals as illustrated in Figure

4-15.
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Algorithm performance for Daniel image at 20, 100, and 256 colors.
Graph (a) indicates the Mean Squared Error resulting from each
algorithm. Graph (b) indicates the number of colors considered by each
algorithm when computing the initial color map. Graph (c) depicts the
percentage of low-count quantization boxes eliminated by each algorithm.
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Fig. 4-2. Algorithm performance for Room image at 20, 100, and 256 colors.
Graph (a) indicates the Mean Squared Error resulting from each
algorithm. Graph (b) indicates the number of colors considered by each
algorithm when computing the initial color map. Graph (c) depicts the
percentage of low-count quantization boxes eliminated by each algorithm.
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Algorithm performance for Garden image at 20, 100, and 256 colors.
Graph (a) indicates the Mean Squared Error resulting from each
algorithm. Graph (b) indicates the number of colors considered by each
algorithm when computing the initial color map. Graph (c) depicts the
percentage of low-count quantization boxes eliminated by each algorithm.
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Fig. 4-4. Algorithm performance for Tailgate image at 20, 100, and 256 colors.
Graph (a) indicates the Mean Squared Error resulting from each
algorithm. Graph (b) indicates the number of colors considered by each
algorithm when computing the initial color map. Graph (c) depicts the
percentage of low-count quantization boxes eliminated by each algorithm.
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Fig. 4-5. Algorithm performance for Island image at 20, 100, and 256 colors.
Graph (a) indicates the Mean Squared Error resulting from each
algorithm. Graph (b) indicates the number of colors considered by each
algorithm when computing the initial color map. Graph (c) depicts the
percentage of low-count quantization boxes eliminated by each algorithm.
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Algorithm performance for Window image at 20, 100, and 256 colors.
Graph (a) indicates the Mean Squared Error resulting from each
algorithm. Graph (b) indicates the number of colors considered by each
algorithm when computing the initial color map. Graph (c) depicts the
percentage of low-count quantization boxes eliminated by each algorithm.
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Figure 4-7. MSE versus the number of LBG iterations for three sample images. Each lir
corresponds to an initial color palette generated using one of the four algorith
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Execution Time (s) portion of time

) spent on I/O (s)
Algorithm Room-20 clrs Room-256 clrs

HMC 73 136 23
LCE 74 148 23
AT 72 129 23
MMC 95 179 23
MMC + ED 141 226 23
MMC + ED + 219 345 41

1 LBG iteration

Figure 4-8.  Computational complexity of color quantization algorithms. ED denotes
error diffusion.
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1. We attempted to select the color map in a rotated color space. It was thought that
since most colors in a typical image lie along or near the grayscale ramp (the main RGB
diagonal) that we could rotate the RGB color space to another color space whose primary
axis was the RGB grayscale ramp. To be more exact, the main axis would be the
principle eigenvector of the existing colors in RGB space - i.e. the direction of largest
variance in RGB space. This was to be done via the Hotelling transform. It was initially
thought that performing the box splitting routine in the rotated space would produce
more accurate palette colors since the direction of greatest variance would form one of
the box dimensions and thus boxes would tend to get split along their principle
eigenvector. The color palette was to be chosen in this rotated space with only the color
map representatives being rotated back to RGB space where the pixel mapping would be
done. Unfortunately, too much computational overhead was encountered. The fact that
both positive and negative dimensions existed in the rotated space also created problems.
Theoretically, any advantage provided by selecting the color map in the rotated space

would probably be slight.

2. We attempted to identify an absolute threshold based on the statistics of each image -
mean color frequency, variance in color frequency, etc. Unfortunately, no relationship
could be found between these statistics and a subjectively pleasing threshold value. A
consistent threshold value based on extensive trial and error experiments using numerous

images proved more practical.
3. We attempted to bias the quantization box splitting algorithm by giving more weight

to boxes which represented more pixels in the original image. This tended to force each

palette color to represent roughly the same number of image pixels, instead of the same

5 Conclusions & Further Research 67



number of image colors. This resulted in severely distorted images. Quantization boxes
containing only a few high-frequency, but closely related colors, were forced to split thus
producing many closely related palette colors. Meanwhile, large quantization boxes
containing numerous unrelated colors were left intact, thus forcing a few palette colors to
represent the majority of image colors. Consequently, only the high frequency colors in

each image were adequately represented by the color map.

4. We attempted to bias the quantization box splitting algorithm by giving less weight to
quantization boxes positioned on the fringes of the RGB cube while weighting all other
boxes evenly. It was thought that colors on the fringes were less psychologically

important to an image, but our results did not support this claim.

5. We attempted to change the averaging algorithm which produces the representative
color for each quantization box. Instead of a simple average, we tried forming the
average by weighting each color in the box by the number of pixels it represented in the
original image. Each color in the box was multiplied by its frequency of occurrence and
then added to an accruing sum for the box. This sum was divided by the total number of
RGB pixels represented by all colors in the box to produce a palette color which tended
to represent the more predominant colors in the box. This resulted in a poor color map
which tended to represent only the high frequency colors in each quantization box. The
results were not subjectively pleasing. This same technique was also attempted by
weighting each color based on logl0 (# pixels represented by color). Similar results

were obtained.
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5.3 Ideas For Further Study

Relatively little research has been done in the field of color quantization, and the number
of possible solutions to the quantization problem is vast. A few suggested topics for

further research are provided below.
1. Verify the proposed approach for adjusting algorithm parameters based on image size.

2. Try implementing the entire color quantization procedure in YIQ or LUV color space.
Other researchers have concluded that this provides little improvement for an image-
dependent quantizer [14], and it would be worth verifying this. Converting from RGB
space to an alternative color space would add some processing overhead since most

scanner output is given in RGB values.

3. Try implementing error diffusion based solely on the luminance component of each

pixel. This would require working in an alternative color space.

4. Try using different box splitting criteria when designing the color map, and compare
the performance to box splitting performed using the longest range criteria. Other
researchers have tried splitting boxes based on the largest variance [27] but have not
compared their results to the longest range approach. One might try splitting each box so

that the sum of the variances for the two resulting boxes is minimized.
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5. Investigate the use of Tone Scale Adjustment as discussed in chapter one of Ulichney
[35]. This is a technique which has been used extensively for binary images and which

might also work with color.

6. Try adding a separate sharpening stage following the error diffusion process, perhaps

using the digital Laplacian high pass filter as described on p. 334 of Ulichney [35].

7. Could implement a fix to prevent any diffused error from oscillating excessively when
working with small palette sizes. When using error diffusion on small color palettes, the
diffused error sometimes propagates a great distance leading to noticeable image
artifacts. Orchard & Bouman claim to have developed such a fix [27], and it might be

worth verifying their solution.

8. Try implementing other error diffusion patterns. i.e. Stucki or Jarvis, Judice and
Ninke [20]. These patterns are three times larger than the Floyd-Steinberg pattern and
should thus produce better results. However, they will require significantly more
processing time and/or a more sophisticated coding scheme. One would expect these

larger patterns to improve the visual content of large image gradients.
9. When implementing error diffusion, one might try using a serpentine raster instead of

the standard raster order. This might yield some slight improvement in directional

hysteresis artifacts.
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10. Could try biasing or distorting the algorithm's color space based on the psychology
of human color perception. One might emphasize colors which are important to the

human eye while ignoring colors which are indiscernible in the presence of other colors.

11. Could try biasing the color map selection process based on some sort of region

segmentation of the image.

12. Could try compressing quantized images using the JPEG standard or another
compression algorithm. It would be interesting to see what sort of compression ratios are
attainable since much of the pixel correlation is lost in the color quantization process.

13. Implement a faster nearest-neighbor search. Try k-d trees.

14. Implement Braudaway's algorithm [5] for comparison purposes.

15. Transfer the implemented code to other platforms - preferably to those without a

640K restriction (Windows, HC386, OS/2). This would provide the ability to read and

write an entire image at one time thus significantly decreasing I/O time.
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