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Abstract 

A novel approach for estimating alertness levels from speech and tagging them with a reliability 

component has been developed. The Fatigue Quotient and Believability are both derived from 

the time series analysis of the speech signal in the communication between the operator and 

dispatch.  

Operator attention is the most important human factor element for safe transportation operations. 

In addition to substance abuse, illness and intoxication fatigue is a major contributing factor to 

the decrease of attention. The goal of this study was to develop a means to detect and estimate 

fatigue levels of railroad operating personnel during on-duty hours. This goal continues to gain 

importance with new efforts from the government to expand rail transportation operations as a 

tool for high speed mass transportation in urban areas. Previous research has shown that sleeping 

disorders, reduced hours of rest and disrupted circadian rhythms lead to significantly increased 

fatigue levels which manifest themselves in alterations of speech patterns as compared to alert 

states of mind. In this study vocal indicators of fatigue are extracted from the speech signal and 

Fuzzy Logic is used to generate an estimate of the cognitive state of the train conductor. The 

output is tagged with a believability metric based on its behavior with respect to previous outputs 

and a fully alert state. Communication between the conductor and dispatch over radio provides 

an unobtrusive way of accessing the speech signal through existing speech infrastructure. The 

speech signal is discretized and processed through a digital signal processing algorithm, which 

extracts speech metrics from the signal that were determined to be indicative of fatigue levels. 

Speech metrics include, but are not limited to, speech duration, silence duration, word production 

rate, phrase gap duration, number of words per phrase and speech intensity. A fuzzy logic 

minimum inference engine maps the inputs to an output through an empirically determined rule 

base. The rule base and the associated membership functions were derived from batch mode and 

real time testing and the subsequent tuning of parameters to refine the detection of changes in 

patterns. To increase the validity and transparency of the output time series analysis is used to 
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create the believability metric. A moving average filter eliminates the short term fluctuations and 

determines the long term trend of the output. A moving standard deviation estimation quantifies 

instantaneous fluctuations and provides a measure of the difference to a nominal alertness state. 

A real time version of the algorithm was developed and prototyped on a generic, low cost and 

scalable hardware platform. Rapid Prototyping was realized through the Matlab/Simulink xPC 

Target toolbox which allowed for instant real time code generation, testing and modification. 

This testing environment together with batch mode testing was used to extensively test and fine 

tune parameters to improve the performance of the algorithm. A testing procedure was developed 

and standardized to collect data and tune the parameters of the algorithm. As a high level goal it 

was proven that the concept of digital signal processing and Fuzzy Logic can be utilized to detect 

changes in speech and estimate alertness levels from it. Furthermore, this study has proven that 

the framework to run such an analysis continuously as a monitoring function in locomotive 

cabins is feasible and can be realized with relatively inexpensive hardware. The development, 

implementation and testing process conducted for this project is explained and results are 

presented here. 
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1 Introduction 

In this chapter the background and motivation for this project are explained. The focus is laid on 

the practical application of this research and how it will effectively help making day to day 

railroad operations safer.  

1.1 Background and Motivation 

The Federal Railroad Administration expects rail ton-miles to increase from an estimated 1.46 

trillion in 2000 to 2.40 trillion in 2025 and the rail freight industry to grow an average of 2 

percent per year between 2010 and 2025 [1, 2]. The extremely low cost of rail road freight 

transportation of 457 miles per gallon per moved ton as well as the freight industries lowest 

greenhouse gas emission based on transportation mode of only 2.6 % makes rail road freight 

transportation the cheapest and greenest choice for freight [3, 4]. Furthermore, Intermodal 

Freight Transport, the fastest growing sector of rail traffic, which combines multiple 

transportation modes such as rail, truck and ship for moving freight, is another trend 

incorporating the cost effectiveness of rail transportation for door-to-door shipping of freight 

through trucking [1]. But there is also the personal rail transportation sector which has a 

significant impact on decongesting urban areas, especially in light of the Obama administration’s 

most recent push for a high speed passenger rail system [5]. Both outlined purposes of railroad 

transportation operations, freight as well as passenger, require the highest possible level of safety 

and efficiency with the most important reason being the safety of all passengers and crew 

members aboard the trains. But there are also other, less obvious reasons why accidents/incidents 

on railroads have to be prevented in the first place. Examples are: The costs associated with 

inefficient operation and the costs of clean up, repair, rescheduling, rerouting of trains, damage 

in reputation, lawsuits and investigations which have to be performed after incidents. Incidents 

include collisions, derailments, fires, explosions, acts of God, or other events involving the 

operation of railroad on-track equipment (standing or moving) and causing reportable damages 

greater than the reporting threshold for the year in which the accident/incident occurred (e.g. 

$9400 for 2011). 
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The main governmental agency concerned with the safety of railroad operations in the United 

States is the Federal Railroad Administration (FRA) located with headquarters in Washington 

DC. The FRA is led by an Administrator, who is nominated by the President and confirmed  

by the Senate, and a Deputy Administrator also appointed by the President. The focus of the 

FRA lies on the development of freight and passenger rail policy, safety regulations and 

initiatives, legislation, and research and development activities, as well as enforcement of FRA 

safety regulations. The main non-governmental organization which works closely together with 

the FRA is the Association of American Railroads (AAR). The AAR members include the major 

freight railroads in the United States, Canada and Mexico, as well as the US passenger rail 

service, Amtrak.  The organization oversees a 140,000-mile rail network and has two wholly-

owned subsidies. One being Transportation Technologies Center Inc (TTCi) which is a research 

and test facility in Pueblo, CO and the second being Railinc Inc. which is a leading provider of 

information technology and related services to North American railroads in Cary, NC.  

Both organizations, FRA and AAR, have identified operating personnel fatigue as a serious issue 

that needs to be addressed and for which preventive techniques have to be installed [2, 6]. The 

train conductor is the most controversial and most difficult to “assess” uncertainty factor. This 

stems in part from the United Transportation Union (UTU) which is concerned with protecting 

the privacy rights of North American train conductors but also from the nature of human factors 

in transportation operations by itself. Since this research attempts to evaluate the performance of 

human beings who are on duty the concerns of the UTU should not be simply neglected. Even 

though the main focus of this work lies on increasing the security of passengers and crew 

members, one secondary goal is to undertake this research addressing the conductors concerns 

too. 

However, human error cannot be underestimated in its significance since it accounts for 23.3% 

[7] of all incidents.  To gain a deeper understanding of the problem the analysis of any human 

error needs to start with the different causes which can lead to the same. A person that is not in 

full control of his or her cognitive capabilities is likely influenced by one or more of the 

following causes: fatigue, substance abuse, alcohol abuse, illness or distraction. Substance and 

alcohol abuse on duty are illegal, illness usually confines the patient to stay at home and 

distractions such as cell phone usage etc. are not allowed on duty as well. This leaves only 

fatigue as the major uncertainty factor. Even though there are efforts to address this issue through 
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regulations such as the Hours of Service Act (HSA) which enforces off duty hours after 12 hours 

on duty and the amount of days an employee can be on duty consecutively it is still more than 

difficult to implement this in reality. 

 

This is due to two major reasons: 

 

1. The responsibility to get enough rest during off duty hours to be able to cope with 

unexpected variations in the work schedule ultimately lies with the employee and cannot 

be mandated by the employer. 

 

2. The nature of railroad operations relies on many different factors. Traffic volume can 

vary by tens of thousands of carloads from one day to the next [8] which basically makes 

set work schedules impossible to implement. Examples for these factors can be 

economical, weather related or accidental in nature.  

 

Since these work schedule disruptions are anything but foreseeable it is necessary to consider 

counter measures which can help ensure the safe operation of rail vehicles. Another reason to 

develop a counter-measure is to be able to determine more accurately if employee negligence 

was the root cause of an incident or not. A large number of attorneys in every state have 

specialized in capitalizing on accidents related to railroads through the argumentation of 

negligence. In many cases this might happen rightfully so. But in other cases where the cause for 

an incident is unclear, a blackbox device, keeping track of the employee’s attentiveness level, 

can provide support in clarifying whether negligence was a contributing factor to an incident or 

not. One currently existing attempt is the installation of RailView© Locomotive digital video 

recorders which are produced by SAIC. These rugged recorders are mounted on the locomotive 

continuous record the last 18 days of video, audio, train speed, train direction and other 

peripheral locomotive events, which allow for reconstruction of scenarios that led to a specific 

event of interest.  
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2 Overview 

The approach taken here, to address the issue of fatigue in railroad operations, is based on the 

idea that continuous monitoring of alertness levels during on-duty hours can help detect 

potentially dangerous situations ahead of time and therefore prevent accidents from happening. 

To develop a system with this capability, a number of constraints which were determined to be 

crucial for the successful development of such an alertness monitoring system were identified: 

1. Continuous monitoring: Conversations occur on a random basis and can be either 

between the conductor and the engineer or the conductor and the dispatch. This fact 

requires a system which is able to continuously run in the background and monitor all 

conversations that occur in the cab and are transmitted over a radio communication 

channel. For this to be possible the algorithm has to be lean and efficient enough to run in 

real time mode.  

2. Non-interpreting code: To protect the conductors’ privacy rights the algorithm has to be 

coded in a way that it does not interpret the speech but rather uses other speech criteria 

such as speech energy levels, word production rate etc. to monitor alertness. This has also 

been of interest in other fatigue estimation attempts.  

3. Unobtrusive: To prevent the train conductor from feeling “observed” or obstruct him 

during his regular work routine the solution needs to be unobtrusive. This is a key aspect 

to minimize the impact of the monitoring system on the actual operation of the train 

itself. 

4. Hardware: Since this work is addressing an issue which is not theoretical in nature it is 

mandatory to design the solution in a manner which makes it feasible to deploy the 

system. Aspects that need to be taken into consideration for this are how much of existing 

hardware can be used, how computationally inexpensive can the algorithm be designed 

and is a centralized solution monitoring communication channels at the dispatch 

possible? 
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5. Background noise level: Naturally the background noise level in a locomotive cabin is 

high so the algorithm will require a noise reduction function. Since the background noise 

is relatively static and the conductors use personal handsets there are multiple options to 

address this circumstance.  

The proposed method is centered on the train conductor because he is the person who 

communicates with the dispatch through the locomotive cabin radio. The speech signal sent back 

and forth between the conductor and dispatch is the input to the algorithm on which the analysis 

is based. The algorithm consists of three major parts (Figure 1-1): 

1. The Speech Pre-Processor which acquires the speech signal, processes it and extracts the 

speech metrics from it 

2. The Fuzzy Logic Inference Engine which relates the extracted speech metrics to the 

alertness level of the conductor. 

3.  The Believability Estimation which estimates the level of accuracy of the presently 

computed Fatigue Quotient. 

There is also another functional aspect to the algorithm, which is referred to as the 

Discriminators. This aspect of the code is a cumulative term describing the statistical operations 

performed on the outputs of the Speech Pre-Processor during processing in the Fuzzy Logic 

Inference Engine.  

The Speech Pre-Processor was first developed in Simulink as a Digital Signal Processing (DSP) 

algorithm. Digital Signal Processing is a technique widely used in engineering disciplines to 

process continuous real-world signals that occur in technical applications by converting them 

from analog to digital signals through analog to digital converters (ADC). As already stated, the 

input to the ADC is the speech signal collected through a microphone and the output is the 

discrete set of numbers processed on the computer. Since DSP algorithms can easily become 

very complex and therefore computationally expensive some simplifying measures were 

intentionally taken from the beginning to comply with the first design constraint. These were that 

frequency domain operations were avoided, a simple pattern matching mechanism was used to 

detect word boundaries, moving average and moving standard deviation operations were 
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implemented in recursive form and no extensive amounts of data were stored but instead circular 

buffers were used where data storage was necessary. 
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Figure 2-1 Overview of Fatigue Estimation algorithm 

A mathematical expression is recursive if it can be expressed in terms of previous results. In the 

case of the Moving Average this means that the averaging expression is reduced to a simple 

subtraction, addition and division between the first and last input sample and the previous 

moving average value.  

Circular buffers are data structures which are intended for applications that process streams of 

data, as it is the case here. A circular buffer will always begin to accumulate data until it is 

entirely filled up. Once the circular buffer is full additional data can only be added by 

overwriting or removing the oldest data. The subsequent data is inserted in the location of the 

oldest data present in the buffer.  

Even though the first implementation in Simulink successfully extracted the metrics required for 

the Fuzzy analysis it had the severe disadvantage that conditional function calls were not 

possible. For example when a word beginning was detected the computations following the 

detection of a word ending were not required but still performed. This is not an erroneous 

behavior per se but much rather a behavior related to the nature in which Simulink executes 

algorithms. To avoid the above mentioned behavior the code was subsequently implemented in 
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Matlab again with the exact same functional capabilities but with the added functionality of 

modular function calls. These refer to functions which are only called when a certain 

requirement is fulfilled. This method significantly reduced the computational effort required to 

perform the same operations as in Simulink. However, both algorithms have in common that 

they were modeled so that they execute on a sample-by-sample or frame-by-frame basis which is 

the norm for Simulink but not for Matlab. The thought behind this way of writing the code is that 

real-time algorithms do not have any knowledge about the length and content of incoming data, 

which means that some operations such as Fast Fourier Transforms (FFT) or filtering operations 

cannot be performed in the way they are usually performed on batch data in Matlab. This was 

also one of the key aspects of the development process to make the code suitable for real time 

implementation. 

Fuzzy Logic was utilized to evaluate the speech metrics extracted from the input signal by the 

Speech Pre-Processor. The human nature of the extracted metrics (speech durations, silence 

durations, word production rate, phrase gaps, words per phrase and speech energy levels) had 

made it necessary to use a multi-valued logic to evaluate the correlation of the metrics to the 

alertness level. A very common approach for this type of task is Fuzzy Logic, since it 

incorporates human knowledge to map an input space (speech metrics) onto an output space 

(alertness level) using nonlinear functions of arbitrary complexity. The Fuzzy Logic inference 

engine developed here has six inputs and one output which are related through the inference 

engine’s rule base. The rule base is a set of Boolean operations of the form IF x AND/OR y 

THEN z, which can be derived from expert knowledge, testing or any other type of empirical 

information.  

The final processing stage of this algorithm is the Believability Estimation subsystem which uses 

the previous computed Fatigue Quotient together with a predefined nominal standard deviation 

for an established alertness state ( Fully Alert for the normal case) to estimate the accuracy of the 

current output. This is accomplished through the application of a moving average filter which 

smoothes out short fluctuations and finds the moving average of the current output and 

subsequently also computes the moving standard deviation of the current output. The moving 

standard deviation is then compared against the predefined nominal standard deviation to find 

the absolute difference between to measure which in return is the estimate of the believability. 
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The thought behind this is that normal speech has a relatively constant standard deviation which 

when it is not matched can indicate a faulty input.   

To evaluate the capabilities of the algorithm in a more realistic setting than simulation, the code 

was rapid prototyped on a Blackfin BF537 EZ-Kit Lite development board. This board intended 

for the evaluation of the ADSP-BF537 Blackfin Processor and its rich set of system peripherals, 

including the IEEE 802.3 10/100 Ethernet MAC and CAN 2.0B controller. For this purpose 

multiple additional Simulink Toolboxes, namely Real-Time Workshop (RTW), Target Support 

Package and Embedded IDE Link were acquired. These toolboxes help shorten the development 

process significantly by generating C-code from the Simulink model and deploying it to the 

Analog Devices Integrated Development Environment (IDE) Visual DSP++ automatically. 

Furthermore, Target Support Package extends the Simulink block library with additional blocks 

which enable developers to utilize board specific functions in Simulink algorithms. Examples 

include scheduling and communication blocks. The significant advantage of these blocks is that 

they allow users to access the board’s capabilities without having to develop drivers and c-code 

themselves. However, the limitations of this application are that code generated from Real-Time 

Workshop is often not very lean and therefore slow when implemented on the board, monitoring 

capabilities are very limited due to the exclusion of Simulink’s External Mode and network 

drivers for the board are not included in the Target Support Package which makes 

communication with the board a difficult task for which c-code has to be written by hand in 

order to implement this feature. 

xPC Target, another Simulink/Matlab toolbox by the Mathworks, is a second way to rapid 

prototype algorithms which allows to bypass  the above mentioned bottlenecks imposed by 

Target Support Package and the Blackfin BF537 EZ-Kit Lite. xPC Target offers a similar 

approach to prototype algorithms as the previous one with the major difference that the target 

machine is a regular off the shelf computer with a Data Acquisition (DAQ) module which 

acquires, samples and discretizes data for processing on the target machine. The target machine 

is a regular computer running on xPC Targets real time kernel operating system. The biggest 

advantage of this solution lies in its scalability, expansive monitoring capabilities and above all 

the utilization of Simulink’s External Mode. This approach finally allowed to deploy the 

previously developed algorithm on target hardware through Real-Time Workshop. Data was 

acquired through a microphone and signal conditioning unit and was used as an input to the 
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target machine.  With this setup the algorithm was extensively tested, modified and tuned to 

improve the detection capabilities of the Speech Pre-Processor and the accuracy of the Fuzzy 

Logic inference engine. The results of the development process and testing are all described and 

discussed in the following. 
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3 Literature Review 

In this chapter underlying assumptions for this project as well as background information 

regarding fatigue estimation from speech are presented. A detailed review of previous research 

that relates fatigue to speech is presented and approaches to utilize speech in Digital Signal 

Processing applicationsto extract information from Speech, Fuzzy Logic and reliability measures 

are explained. 

3.1 The Effects of Sleep Loss 

Amongst the first accounts of the effect of sleep loss on human subjects is a study from 1896 

conducted by Patrick et al. [9] in which 3 test subjects were deprived from sleep for a period of 

almost 90 hours. This over 100 years old study had already produced evidence that sleep loss 

adversely affects the mental capabilities and as a result decreases attention span, increases 

reaction time and deteriorates vision. Morris et al. [10] took this experiment one step further and 

were the first group that studied the effects of sleep loss on speech and found that “Alterations in 

the rhythm, tone and clarity of the subjects’ speech were among the most striking observable 

changes during sleep deprivation”. It was also found that lapses, brief periods of extreme 

drowsiness or sleep, occurred with greatest frequency between midnight and dawn and that even 

though subjects perceived a situation as requiring action, they still failed to respond. Another 

important finding was the occurrence of hallucinations which increased in severity the longer the 

subjects stayed awake. The findings, especially those regarding vision and attention, show how 

mental functions of critical importance for the proper operation of a train, or any vehicle for that 

matter, are affected by sleep deprivation. In 1997 Harrison et al. [11] found that only one night of 

sleep loss already leads to significant reduction in word fluency. Longer durations of sleep loss 

further led to the production of less words and significantly more semantically related words. 

The test subjects’ intonation had deteriorated after only one night and the words they spoke were 

frequently produced in “bursts” with lengthy periods of silence in between. This finding is 

especially useful since it directly relates the fatigue to two specific metrics of speech, the 

intensity and duration of gaps between phrases. The conclusion was that sleep loss leads to more 

inflexible thinking and confines the subjects to one semantic category. Haslam’s work [12] 
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investigated the effects of prolonged periods of sleep deprivation. A number of changes in the 

mood, docility and performance (mental as well as physical) were described and it was 

concluded that “Vigilance and the more difficult and detailed cognitive tasks deteriorated most”. 

However, the most relevant outcome of this research was the occurrence of visual illusions for 

the test subjects as well as the slowing of the speed of response to orders which is very much in 

accordance with the work of Patrick et al. [9]. Whitmore et al. [13]  focused their work only on 

changes in the fundamental frequency and word durations and came to the conclusion that these 

two metrics do indeed mirror results also found in cognitive tests and that therefore voice may be 

a reliable measure of fatigue. 

There is really no doubt at all that sleep loss affects the mental capacity of humans. It is a very 

common experience that after prolonged periods of wakefulness the ability to concentrate 

decreases and errors in speech increase.  This is neither a very new nor very surprising finding, 

but it is a finding worth being further explored. The goal is to better understand how it manifests 

itself outside of laboratories and if there exist possibilities to prevent negative outcomes from it. 

3.2 Sleep Loss in the Real World 

As described above sleep loss is very common and it is easily determined to have adverse effects 

on the human physiology and mental capacity. However, the real problem becomes evident when 

the effects of sleep loss regarding mentally demanding applications or transportation applications 

are investigated. Previous studies [12-14] focused on soldiers and their performance in tactical 

defensive exercises under sleep loss. The assumption is that in defensive encounters oftentimes 

there is little or no opportunity for sleep. Needless to further explain the dangers of armed and 

sleep deprived soldiers in a combat situation or the influence of alertness on the likelihood of 

mission success. Nevertheless, a much more common occurrence of fatigue happens in 

transportation operations when prolonged periods of wakefulness are combined with 

monotonous and lengthy tasks. An alerting but fortunately non-fatal recent example was the 

February 13, 2008, go! Airlines flight 1002 which flew past its destination airport, General 

Lyman Field, Hilo, Hawaii, after both the captain and first officer fell asleep during the flight. 

After 25 minutes asleep and 3 minutes beyond their destination the pilots awoke and returned to 

General Lyman Field, where all 3 crew members and 40 passengers onboard deplaned safely. 
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The National Transportation Safety Board (NTSB) determined that the probable cause of this 

incident was the captain and first officer inadvertently falling asleep during the cruise phase of 

the flight. Contributing to the incident were the captain's undiagnosed obstructive sleep apnea 

(OSA) and the flight crew’s recent work schedules, which included several consecutive days of 

early-morning start times [15]. Noting that OSA is a sleep disorder condition characterized by 

pauses in breathing during sleep, which lead to not restful sleep, resulting in simply sleepiness 

during on-duty hours. As the NTSB investigation mentions, if the pilots would have stayed 

asleep longer and the airplane would have not been carrying enough fuel for the return flight as 

well, this incident could have easily turned into a catastrophe. Another, unfortunately more 

tragic, accident was the head on collision of two Canadian National Railway Company (CN) 

freight trains in Anding, Mississippi on July 10, 2005. Signal data indicated that the northbound 

train, IC 1013 North, continued past a stop signal at North Anding and collided with the 

southbound train, IC 1023 South, about ¼ mile beyond the signal. The collision resulted in the 

derailment of 6 locomotives and 17 cars (Figure 3-1). About 15,000 gallons of diesel fuel were 

released from the locomotives and resulted in a fire that burned for 15 hours. All four 

crewmembers, two on each train, were killed. 100 Anding residents were evacuated and property 

damages exceeded $9.5 million. The NTSB determined that the crew’s attention to the signals 

was most likely reduced by fatigue. The relevancy of this topic cannot be underestimated as it 

applies to any mode of transportation. In addition to aviation and railroading, as shown above, 

trucking [16] and naval transportation [17, 18] face the exact same issue. 

The above described scenarios show how a trivial night of sleep loss can have fatal consequences 

and make it evident that supplemental techniques to prevent such accidents need to be installed. 

3.3 Extracting Indicators of Fatigue from Speech 

On March 24, 1989, the oil tanker Exxon Valdez ran aground in Prince William Sound, causing 

the worst accidental oil spill in history up to that date. Among the first speculations for the cause 

of the accident was the suggestion that Captain Joseph J. Hazelwood had been intoxicated when 

the accident happened. Due to the lack evidence an Alaska Jury acquitted him of the charge. 

Nevertheless, the NTSB, which was in charge of the investigation, had requested an investigation 

from the Speech Research Laboratory at Indiana University [18]. To determine whether captain 
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Figure 3-1 Aerial View of small portion of accident site 

Hazelwood had been intoxicated during the accident a speech recording was analyzed for 

changes in gross, segmental and suprasegmental effects. Two of these effects, gross and 

segmental, are contextual in nature and are related to reversal of words and misarticulation of 

specific speech sounds.  Suprasegmental effects however involve changes in duration, pitch and 

amplitude of speech. Intoxicated speakers talk more slowly, often use a lower mean pitch and 

display greater pitch variations than they do when they are sober [18]. The changes in these two 

speech metrics can be objectively measured through DSP techniques and used for analysis 

purposes. Speech rate is not mentioned as a separate metric here since it is simply the inverted 

value of the speech duration. It was found that at the time of the accident it took Captain 

Hazelwood approximately 50% longer to say the phrase “Exxon Valdez” and that his voice pitch 

was dramatically lower than before and after the accident. Even though these findings do not 

prove that Captain Hazelwood was drunk at the time of the accident, they still support this theory 

as they  are consistent with the findings of controlled laboratory studies on the effect of alcohol 

on speech [19, 20] within the variability limits of subject behavior. The relevancy of the Exxon 

Valdez investigation lies in the fact that it is reasonable to assume that fatigue produces effects 
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similar to effects of intoxication: a general lowering of arousal, slower speaking rate and lower 

voice pitch [18], as the authors conclude. This early attempt to utilize DSP techniques for the 

purpose of impairment detection shows the practicality and potential of this approach. Due to the 

lack of computational capabilities the investigation focused on the post-accidental analysis as a 

novel approach to produce additional evidence for the intoxication of Captain Hazelwood. 

Krajewski et al. [21, 22] have the same motivation to detect fatigue from speech as this study 

does. It is intended to develop a framework to detect fatigue from speech samples transmitted by 

operator communication systems. The approach presented in those studies consistently achieves 

a detection rate of above 85% since it closely relates the extracted speech features to the 

physiological features of the speech production process in humans. The studies always conclude 

that critical sleepiness states can be successfully identified out of a single one-syllable word 

using noise-free recordings as is the case for this study as well. However, the expansive approach 

presented uses a large number of features from the speech which make it impossible to 

implement this algorithm for continuous real-time monitoring purposes. This dilemma is not 

unique to Krajewski et al. but rather a general constraint all DSP algorithms underlie. The more 

sophisticated and extensive feature extraction algorithms become, the higher will the 

computational demand be. For this reason an implementable solution to this problem has to 

account and work around this constraint.  

Greeley et al. [23] presented work which characterizes the entire speech production process by 

cepstrum coefficients. The discrete coefficients are the result of a processed representation of 

speech in mathematical terms where speech ( )S w  is classified as convolution of an excitation 

waveform ( )E w with a filter description ( )F w . The coefficients were obtained by separating 

the recorded speech signal into the excitation signal and filter description, which is then followed 

by taking the logarithm of the resulting amplitude of the waveform w . This leads to the equation 

 ( ) ( ) ( )log log logS E Fw w w� � � � � �= +� � � � � �  (3.3.1) 

Further removal of irrelevant cepstrum coefficients followed by another conversion to the 

frequency domain describes the entire human speech production process by a manageable 

number of coefficients. This approach has the benefit that instead of individual features of 

speech, such as pitch or word rate, the entire speech production process can be tracked with only 
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36 cepstrum coefficients, referred to as the voice vector. This analysis of speech significantly 

differs from the previously presented ones as it takes a completely different path than analyzing 

time-domain based speech features. It is actually a very unique path that was adapted from voice 

recognition to fatigue estimation from previous work [14]. The conclusion here is that for speech 

sounds requiring large average air flow the voice changes in synchrony with both direct 

measures of fatigue and with changes predicted by length of time awake.  

It should be noted that all of the above presented studies acknowledge the fact that voice 

recording is unobtrusive and allows the speaker to go about their normal work activities. 

Furthermore, existing telecommunication infrastructure can be utilized to either monitor fatigue 

at the work site or even monitor a diffuse set of remote work sites at a central location, such as a 

dispatch in railroad operations.  

3.4 Real-Time Implementation 

Little work has been done in the field of developing fatigue estimation algorithms that are 

capable of operating in real time [24, 25]. For this study it appeared more appropriate to collect 

information about research having implemented any voice related real time algorithms that 

address at least one of the constraints mentioned at the beginning. 

3.4.1 Simplification of Algorithms 

A key element to real-time algorithms is avoiding expensive frequency domain operations and 

non-linear mathematical operations on the data stream. A study that related this constraint to the 

development process was conducted by Berisha et al. [26]. Estimes of pitch computed using the 

average magnitude difference function (AMDF) were used versus fully blown pitch calculations 

in frequency domain. The function 

 
( ) ( ) ( )

1

0

0,1,2,3...

M

m m m
p

D k x p x p k

k

-

=

= - +

=

�   (3.4.1) 

was used. Here ( )mx k  represents the incoming speech data. The minimum of this function is 

taken as the pitch estimate for the acquired segment. AMDF is a slightly more sophisticated 
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approach to pitch detection than for example zero crossing rate but nevertheless a well known 

technique [27] to simplify pitch detection. The authors do admit that this provides only modest 

estimates of pitch but justify this assumption with the fact that the purpose of the study is to only 

develop a voice activity detector (VAD). Other metrics used for the analysis include speech 

energy 
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where the absolute value was used instead of the square of the acquired signal to further reduce 

computational complexity. The results were success rates of above 80% for signal to noise ratios 

(SNR) of 10dB to 35dB and a maximum of 94% for entirely clean speech. More importantly 

though the goal of the study, to design the algorithm so it is able to run on a Crossbow sensor 

mote with limited computational capabilities, was accomplished through the implementation of 

simplifying assumption for otherwise expensive elements of the code. The central element of this 

study shows how the simplification of some DSP techniques is justified for purposes such as real 

time implementation if the simplifying assumptions do not distort the result to the extent that the 

output becomes useless. Finding the least expensive solution to any given problem, is the 

probably most important capability that distinguishes engineers from scientists.  

3.4.2 Time Domain Based Analysis of Speech 

Another path to address the problem of real time implementation of algorithms is the restriction 

of code to operate in time domain only. Previous attempts to utilize the lower computational 

complexity of time domain analysis [28] have shown the successful implementation of such a 

technique for applications such as speech segmentation or Text To Speech (TTS). Another good 

example was set by Rabiner et al. [29] in 1974 where zero crossing rate and energy were used to 

segment speech computationally efficiently. Zero crossing and the associated rate, which is the 

rate at which the speech signal waveform changes its sign from positive to negative or back, is 

one of the most basic pitch detection algorithms. As described in 2.4.1 it is a similarly 

simplifying assumption but even more basic than AMDF. In the present study the same idea was 

utilized to obtain the speech metrics the analysis is based on. The assumption is by not 

converting signals to frequency domain a significant amount of computational power can be 
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saved and used for broadening the approach to include a wider variety of metrics instead. 

Another perspective for pure time domain analysis comes from the financial sector and is termed 

Time Series Analysis [30, 31]. However, Time Series Analysis goes on to a much more complex 

level and is concerned with modeling a process to estimate abnormalities and behavior. 

3.5 Speech Recognition and Privacy Concerns 

Speech Recognition is commonly associated with the interpretation of the voiced signal 

produced for the input to the algorithm. Few areas exist where it is of interest to process the 

speech signal without interpreting it. A main concern raised by the sponsors of this study was 

that in transportation operations the employee’s rights are protected by unions which are likely to 

insist on the protection of the employee’s (e.g. train conductor and engineer) privacy when any 

kind analysis is performed on the speech signal. Studies which have investigated issues like that 

are rare since there is little need for the specific exclusion of content information in audio 

processing algorithms.  Sharma et al. [32] and Dong et al. [33] investigated this issue in light of 

improving the processing speed by not using speech recognition algorithms. The goal in both 

studies was to automatically divide speech into segments at a lower computational expense than 

current algorithms allow. 

3.6 Fuzzy Logic 

Fuzzy logic is a form of multi-valued logic which is intended to model reasoning that is 

approximate rather than precise. In contrast with "crisp logic", where binary sets have binary 

logic, the fuzzy logic variables may have a membership value of not only 0 or 1 – that is, the 

degree of truth of a statement can range between 0 and 1 and is not constrained to the two truth 

values of classic propositional logic.  

Fuzzy logic emerged as a consequence of the 1965 proposal of fuzzy set theory by Lotfi Zadeh 

[34]. In 1973 Zadeh introduced the ground-breaking concept of linguistic variables [35] and 

Fuzzy conditional statements [36] of the form IF A THEN B, which are extensively used in this 

approach. Along with linguistic variables comes the need for membership function which are 

required for determining the degree of membership of a variable to a certain linguistic variable. 
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For speech data, such as the data used in this study we are facing the problem of skewed 

distributions with many zero values. This type cannot be characterized as normally distributed in 

Gaussian form and needs to be accounted for with different methods [37]. 

 An important milestone for Fuzzy Logic was the contribution made in 1975 by Mamdani et al. 

[38] where Fuzzy Logic with respect to control algorithms was investigated and the ease of 

implementation was confirmed. His name is still commonly used for a certain Fuzzy Logic 

Inference Engine. This resulted in a wave of applications which initiated in Japan with the 

development of a water purification plant [39] and the development of a fuzzy control system for 

the Sendai subway [40] in Tokyo. It is no surprise that as a result the Japanese were major 

contributor and pioneers in this field of control theory. The development of the Sendai subway 

subsequently led to the wide acceptance of Fuzzy Logic and its advent in consumer electronics 

such as Fuzzy dish washers [41] where linguistic variables are very common.  

A very interesting and relevant field of fuzzy logic for this study is Adaptive Network-Based 

Fuzzy Inference Systems (ANFIS) which possess the capability to learn an input-output mapping 

based on human knowledge as well as stipulated input-output pairs [42]. This kind of 

autonomous learning mechanism helps avoiding implementation errors since it is based on 

empirically determined, existing data. This technique can potentially be applied to both noise 

related [43] and recognition related [44] enhancements.  

3.7 Noise 

The problem of noise in audio processing algorithms is as old as audio processing algorithms are 

themselves. With speech recognition algorithms influencing more and more applications of daily 

life its relevance cannot be underestimated. In the early stages of this project a parallel effort was 

being made on combining the technology presented here with acoustic beamforming techniques 

[45]. This approach had the disadvantage that it requires an array of microphones which is not an 

option for some implementations of this research. 

different very promising solution for this study is adaptive noise cancelling. Least Mean Squares 

LMS noise cancelling does not require more than one input from one microphone and is an 

adaptive technique which is capable of running in real-time on lowcost hardware [46] since it’s 
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the simplest version of adaptive filters. The implementation of this adaptive filter in common 

high-level DSP programming environments such as Simulink and Labview has been thoroughly 

explored and is well documented [46-48]. Another class of algorithms in adaptive filtering are 

Recursive Least Squares (RLS) algorithms, which are computationally more expensive but 

instead converge faster and have a smaller error. The choice for which filter should be used for 

the present study needs to be explored in more detail [49]. In addition to filtering spectral 

subtraction can also be used to remove additional noise as shown in [50, 51]. Its relative 

simplicity and ease of implementation make it very popular, in addition to its suitability for 

stationary or very slow varying noises. 

A fourth possibility is computational auditory scene analysis (CASA) which is computationally 

much more sophisticated than the previous two approaches and was initially developed for the 

“Cocktail Party Problem” where competing speech has to be separated. However, attempts to use 

it for the separation of speech and noise exist too even though they are not the main purpose of 

this technique [52]. The main application for which this technology is used is mobile phone 

communication, where non-stationary noise sources disrupt the speech signal [53]. Furthermore, 

the name Computational Auditory Scene Analysis stems from the human hearing capability of 

separating sound sources in real time which is called auditory scene analysis [54]. 

3.8 Alternative Approaches 

.Since the occurrence of sleep loss is not a recent phenomena alternative tools have been 

developed over time for measuring fatigue. One area of interest is fatigue prediction through 

work scheduling. The most widely known, accepted and implemented [55] program is the 

Fatigue Avoidance Scheduling Tool (FAST) which is based on the Sleep, Activity, Fatigue, and 

Task Effectiveness (SAFTE) simulation, a simple homeostatic fatigue model developed by 

Hursh et al. [56, 57]. It takes factors such as sleep-rest schedules, circadian rythms and previous 

activities into account to estimate the fatigue level of the subject under test. 

ore technical measurement approaches that exist can be divided into non-intrusive and intrusive 

approaches. The first type includes techniques such as eye movement and eye closure, pioneered 

by Rockwell and Mourant [58] and head position tracking as well as speech analysis. Eye closure 

tracking, a very successful metric so far, has led to the development of the Percentage of Eye 
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Closure (PERCLOS) model. PERCLOS is the percentage of eyelid closure over the pupil over 

time and reflects slow eyelid closures (“droops”) [59]. The second type most commonly uses 

Electroencephalography [60] in conjunction with the Multiple Sleep Latency Test (MSLT). 

However, the gold standard remains the Psychomotor Vigilance Test (PVT) developed by 

Dinges [61]. Speech analysis for fatigue prediction, on the other hand, is still in its early stages 

but promises great potential.  

3.9 Reliability Measures 

A highly random process, such a speech production and analysis, is subject to stark fluctuations 

in the input as well as the output. These fluctuations make it necessary to implement a measure 

to estimate the accuracy along with any measure of fatigue. Different approaches and views for 

this task exist and vary depending on the task at hand. From the perspective of time series 

analysis one way of dealing with uncertainty is outlier detection [31]. This can be done in many 

ways, mainly depending on the model chosen to represent the data [62, 63] and the type of 

outlier. If we step away from Time Series Analysis a very simple and general way of uncertainty 

estimation in processes is Root Mean Square Error analysis [64] through measures such as 

moving average, moving standard deviation and their residuals. In this project these measures 

were used to compute statistical measures of the behavior of the final output and to compare it 

against nominal baseline values of these measures. 

 

4 Development of the Speech Pre-Processor 

This chapter will explain the development process of the Speech Pre-Processor. The 

implementation of the algorithm in the Simulink environment is presented together with the 

details of the development of the Matlab code and its implementation in the Matlab Embedded 

subsystem. The three generations of the algorithm are presented in this chapter. 
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4.1 Simulink 

All implementations of the model presented in this study were undertaken in the 

Matlab/Simulink environment. Matlab, a software package by the Mathworks, is a numerical 

computing environment and programming language which allows for matrix manipulations, 

plotting of functions and data, implementation of algorithms, creation of user interfaces, and 

interfacing with programs written in other languages, including C, C++, and Fortran [65]. 

 

Simulink is a tool which is built to run within Matlab. It is one of the two most chosen What-

You-See-Is-What-You-Get (WYSIWYG) software packages for DSP algorithm development. 

Matlab, in contrast to Simulink is a code-based programming environment. The second most 

popular choice is Labview, a similar software package by National Instruments. The most 

common development environment remains plain C-code.  

Simulink is a simulation environment in which algorithms can be developed in a very intuitive 

fashion. The block library, which is the heart of Simulink, provides the developer with functional 

blocks that implement any desired mathematical or signal processing operation. The block 

library is expandable and many specialized toolboxes can be additionally purchased to broaden 

the modeling possibilities. The toolboxes this study most heavily relied on are 

 

·  Signal Processing Blockset 

·  Signal Processing Toolbox 

·  Real-Time Workshop 

·  Embedded IDE Link 

·  Target Support Package 

·  Fuzzy Logic Toolbox 

·  xPC Target 
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Blocks from other toolboxes were used as well but were not of as critical importance as the ones 

mentioned above.  

The Speech Pre-Processor was implemented multiple times, each time in a different manner; 

however, it should be noted that every subsequent implementation of the algorithm also entailed 

functional additions and improvements other than just the change of the way it was programmed. 

This will become clearer during the course of this document but should be kept in mind while 

reading this. 

4.2 First Generation Implementation - Simulink 

Figure 4-1 shows the Simulink model of the first implementation of the algorithm. The following 

chapters will explain in detail the exact operations, which each subsystem in the model performs. 

 

Figure 4-1 Speech Pre-Processor Simulink model overview 

4.2.1  The Input Signal for the Speech Pre-Processor 

The input to the algorithm was given in form of prerecorded speech data. The speech data were 

noise free recordings of test subjects reading out short passages of text, approximately 60 
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seconds in duration. The recordings were sampled at 44100 Hz and 16 bit resolution. The speech 

data was loaded in Matlab where it was available to the algorithm in discrete form. 

4.2.2 The Speech Initialization Subsystem 

In the Speech Initialization subsystem the acquired speech signal is prepared for the detection of 

the word boundaries. This subsystem contains the Power Estimator, Threshold Detector, 

Debouncer and a Tapped Delay to output the data in a 12 element vector (Figure 4-1) 

 

Figure 4-2 Speech Initialization subsystem 

The blocks named 1,y y  and 2y  are To Workspace blocks which serve as probes to output data at 

various stages of the process into the Matlab workspace. 

4.2.2.1 Speech Initialization - Power Estimator 

The first step in the Speech Pre-Processor is to read the speech data from the Matlab workspace 

into the Simulink model. To do this a From Workspace source block was used, which further 

required a time-vector of exact the same length as the speech signal as well as the declaration of 

the sample period. The sample period is the inverse of the sampling frequency and specifies the 

time it took to record on sample of speech data. In our case this means that with a sample 

frequency of 44100 Hz the sample period is 

 
1 1

0.000022676
44100s

s

T
f

= = =  (4.2.1) 
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This sample period was determined to be the High-Speed sample period which meant that this 

sample period is associated with the highest frequency occurring in this algorithm. In this stage 

of the development process (Simulink) the sample period remained constant throughout the 

process. However, Simulink does offer the opportunity to implement multi-rate systems, which 

have blocks that run on different sample times in the same model. The next step in the algorithm 

is to compute the power associated with the speech signal. The speech power is calculated as the 

square of the discrete speech signal 

 2
k kp x=  (4.2.2) 

This is accomplished through a simple multiplication block which has the speech signal as both 

inputs. The speech power value is then used as the input for a 5th order low pass filter with a cut-

off frequency of 15Hz. Through testing the order was chosen to be fifth to accommodate a high 

roll-off. The Simulink subsystem used for the above described processing operations is shown in 

Figure 4-3. 

 

Figure 4-3 Power Estimator subsystem 

The purpose of this operation is to obtain a speech power envelope of the actual speech signal. 

Figure 4-4 shows the speech signal together with a scaled version of the power envelope to be 

able to visualize how it reflects the original shape. From the plot it becomes immediately clear 

that the power envelope can only assume positive values since it is the square of the speech 

signal. Furthermore, close observation reveals a small constant time shift in the power envelope 

as compared to the speech signal. The time shift is induced due to the lag associated with the 5th 

order Butterworth filtering operation. Since the time scale of the speech signal is the same as that 

of the envelope, the shift is easily visualized. 
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Figure 4-4 Speech signal overlaid with power envelope 

4.2.2.2 Speech Initialization – Threshold Detector 

The next subsystem of the speech initialization process is the Threshold Detector (Figure 4-5). In 

this subsystem the previously found speech power envelope is examined for locations where a 

certain fixed threshold, indicating the presence of speech, is exceeded. The fixed threshold, 

which was determined empirically, is the dividing line between the Power Envelope’s noise floor 

and speech. Wherever the threshold is exceeded a logic value of TRUE is generated.  
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Figure 4-5 Threshold Detector subsystem 

This leads to a barcode representation of the speech signal shown below (Figure 4-6). To better 

visualize the relation between the two signals the Speech Barcode was scaled to be of a similar 

magnitude as the Power Envelope.  

 

Figure 4-6 Power Envelope and Speech Barcode indicating presence of speech 
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From observing Figure 4-6 one can see that there are a few sections in which multiple transitions 

between speech and no speech occur, which are not transitions between words (Figure 4-7). 

These oscillations in the barcode are indicating phonemes within words, which have strong 

enough transitions in between them to appear as separate voiced segments of speech.  

 

Figure 4-7 Barcode Oscillations 

A phoneme is generally the smallest segmental unit of sound employed to form meaningful 

contrasts between utterances. The detection of these phonemes distorts the speech barcode, 

which is intended to only represent full words. A way to work around this issue is to use a 

Debounce algorithm which holds a signal steady for a predetermined amount of time, whenever 

a state transition, e.g. from FALSE to TRUE or TRUE to FALSE, occurs. 
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4.2.2.3 Speech Initialization – Debouncer 

The third and last subsystem of the Speech Initialization is the Debouncer (Figure 4-8). This 

subsystem detects state transitions in the Speech Barcode and holds the previous state steady for 

a fixed duration of time before releasing it and allowing it to change its state to the new value. 

This mechanism has the purpose to prevent the aforementioned oscillation in the barcode signal. 

 

Figure 4-8 Debouncer subsystem 

The prevention of the oscillation is realized by comparing the current input to the Debouncer 

with the previous output 1kQ - . If a change is detected by the Relational Operator block a logic 

value of TRUE is given out which enables the Counter block and the Switch block. While the 

Counter block is incrementing its count until it reaches a specified Hit value that was set in its 

parameters, the Switch block changes the output path from the looped previous output to the 

output of the Enabled Subsystem. The Enabled Subsytem has the feature that it can be set to hold 

its last value steady even though it is not outputting anything anymore. When the signal is 

switched the previous output of the Enabled Subsystem is passed through again and remains the 

same until the Counter block reaches its Hit value. When this happens the Enabled Subsystem is 

enabled and allows the new value to pass through once. This also changes the last held state 

parameter of the block to the new value, which becomes relevant for the next detected state 

transition. Even though this operation does not appear intuitive it effectively means that for any 

change that happens the last output value is held steady for another fixed amount of time until a 

transition to the new value is allowed. For this project a Hit value of 3000 samples which equals 
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3000 / 3000 / 44100 0.068fs = = seconds with 44.1 KHz sampling frequency was used and the 

resulting debounced Barcode signal is shown in Figure 4-9. 

 

Figure 4-9 Oscillating Barcode compared to debounced Barcode 

The plot nicely shows how the input data in blue is debounced to reduce the number of faulty 

phoneme detections and oscillating word beginnings and endings.  

The last step left in the Speech Initialization subsystem is the application of the Tapped Delay 

line to buffer up the barcode signal into a 12 element vector. This data contained in this vector 

will either be steady or include a state transition which can be sufficiently characterized through 

12 elements.  
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4.2.3 The Onset/Offset Detectors 

The output signal created by the Speech Initialization subsystem is now ready to be examined for 

the locations of the word onsets and offsets. This is accomplished in the Word Onset and Word 

Offset Detector subsystems (Figure 4-10 and 4-11) 

 

Figure 4-10 Word Onset Detector subsystem 

 

Figure 4-11 Word Offset Detector subsystem 

These two subsystems take the 12-element vector output from the Speech Initialization 

subsystem as the input and compare it to a 12-element pattern that represents a word onset or 

word offset respectively. The pattern matching operation is a Boolean element-by-element 

operation which results in another 12 element vector that contains the Boolean results of the 

matching comparison between the input and reference vector. If an element of the input vector is 

matched against the associated element in the reference vector, the output logic is TRUE for that 
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one element. This means that if the output vector is a complete match then the Sum of Elements 

block outputs a value of 12 TRUE elements. Only if the output is 12, the second Relational 

Operator block in the subsystems outputs a logical TRUE value indicating that a word onset or 

word offset has been found. The patterns, which the two subsystems use in the matching 

operations, are as follows 

 [ ]0 0 0 0 0 0 1 1 1 1 1 1Onset Pattern=  (4.2.3) 

 [ ]1 1 1 1 1 1 0 0 0 0 0 0Offset Pattern=  (4.2.4) 

The result of this pattern is pictured in Figure 4-12. Observing the output of the Word Onset and 

Word Offset Detectors it becomes clear that the algorithm reliably detects the beginnings and 

endings of the words and phonemes. 

 

Figure 4-12 Detected word onsets and offsets 
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4.2.4 Speech Metrics Extraction 

The next step, before the extraction of the speech metrics, is to reassemble the previously 

detected word beginnings and endings to a complete signal again, with the help of a Switch-Reset 

(SR) Flip-Flop block (Figure 4-1). The SR Flip Flop block has two inputs, S and R (S stands for 

Set and R stands for Reset) and two outputs, T and its complement, !T. The truth table for the S-

R Flip-Flop block follows. In this truth table, 1nT -  is the output at the previous time step. 

Table 1 S-R Flip Flop truth table 

S R 
nT  ! nT  

0 0 
1nT -  1! nT -  

0 1 0 1 

1 0 1 0 

1 1 0 0 

 

When S is 1 and R is 0, the flip-flop goes to the set state (nT  is 1). When R is 1 and S is 0, the 

flip-flop goes to the reset state (nT  is 0). When both S and R are 0, the flip-flop stays in the 

previous state (nT  is 1nT - ). The major advantage this logic offers over regular OR or XOR logic 

blocks is that it suppresses the influence of wrong word boundaries by not allowing the Flip Flop 

change its state unless a word ending is detected at the R port, following a word beginning at the 

S port. 

Now the actual extraction of the speech metrics follows, which is also the main purpose the 

Speech Pre-Processor serves. The extraction of the metrics is accomplished in the Speech 

Metrics subsystem (Figure 4-13). This subsystem uses the signal output of the S-R Flip Flop, T, 

and its complement, !T as the input to estimate the word rate, speech durations, silence durations 

and phrase gap durations.  
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Figure 4-13 Speech Metrics subsystem 

4.2.4.1 Word Rate Estimator 

The first subsystem within the Speech Metrics subsystem is the Word Rate Estimator, which 

generates an estimate of the word production rate (Figure 4-14). The word production rate 

quantifies the amount of words produced per time and is updated every time a new word is 

found. The function is based on the reassembled speech signal from S-R Flip Flop block and 

does essentially the following computations: whenever the speech signal assumes a high state, 

which indicates the presence of speech, an enabled subsystem, which contains a time keeping 

mechanism, is activated. The time keeping mechanism consists of a free running counter whose 

output is multiplied by the sample time (Figure 4-15). When the Enabled Subsystem becomes 

active the time, for which the high state remains active is measured. Since this is a constantly 

increasing number during the time the algorithm is executed only the last value is output through 

the triggered subsystem, which also inverts the number to obtain the rate (Figure 4-16).  Enabled 

subsystems allow the conditional execution of Simulink code by inserting an Enable block into 

any subsystem.  
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Figure 4-14 Word Rate Estimator subsystem 

 

Figure 4-15 Delta t subsystem 

 

 

Figure 4-16 Triggered subsystem 

Furthermore, the Word Rate Estimator also contains a Zero Word Rate Detection mechanism. 

Since the enabled and triggered subsystems used here always hold their last output steady, until 

they are updated, this function prevents the word rate to remain at its last value and forces it to 

zero when an unrealistic long duration for a word is exceeded. This happens through a N-Sample 

Enable block which switches its output from inactive to active if it is not reset within a specified 

sample time (here 500000 samples). This in turn changes the output path to a constant value of 

zero. The output generated from this subsystem is displayed in Figure 4-17 along with the 

reassembled speech signal input from the S-R Flip Flop. It should be noted here that “Word Rate 

Estimator” is rather indicating that this subsystem generally measures the rate at which any 

utterance is produced, which also includes phonemes the Debouncer was not able to exclude. 
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Figure 4-17 Word Rate output and Barcode Speech Signal 

One can see that the word production rate is updated every time a word ending occurs and is then 

held steady until the next word ending occurs. 

4.2.4.2 Speech Duration Estimator 

The Speech Duration Estimator measures the time it takes for every word or phoneme to be 

produced, which is equivalent to the time which the Barcode Speech Signal assumes a high state. 

This interpretation of the speech duration makes it especially attractive to use the same 

subsystem for the speech duration, which was used to estimate the word production rate. 

Comparing the meanings of the two quantities it is immediately clear why that is. The word 

production rate is a measure of the rate at which a word is produced and as such it is the inverse 

of the duration it took for a word to be produced. The only change necessary to the subsystem is 
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to remove the division from the triggered subsystem to directly output the input when the 

subsystem is triggered (Figure 4-18); everything else remains the same as for the Word Rate 

Estimator.  

 

Figure 4-18 Modified subsystem for speech duration 

The output of this slightly modified subsystem is shown in Figure 4-19 together with the speech 

signal. The output is updated every time a word ends and its duration has been measured. This 

quantity is then held steady until the next word occurs and is measured again. 
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Figure 4-19 Speech Durations 

4.2.4.3 Silence Duration Estimator 

The Silence Duration Estimator subsystem is the exact same subsystem as the one for the Speech 

Duration Estimator. However, the difference is though that this subsystem uses the 

complemented speech signal as the input (Figure 4-13). A comparison of the two signals (Figure 

4-20), T and !T, reveals why this idea works. The complemented signal simply assumes zero 

values where ever the speech signal is TRUE and, for times when the speech signal is zero. The 

result of the Silence Duration Estimator subsystem is shown in Figure 4-21. Just like the speech 

durations, the output of this subsystem is updated every time a silence segment ends and its 

duration has been measured. This quantity is then held steady until the next silence occurs and is 

measured again. 
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Figure 4-20 T versus !T 
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Figure 4-21 Silence Durations 

4.2.4.4 Phrase Gap Estimator 

The final speech metric that was implemented in this initial algorithm development was the 

phrase gap extraction. The phrase gaps can be regarded as extended silence durations that are 

longer than a pre-determined, fixed threshold which represents the difference between word gap 

and phrase gap. The threshold was determined empirically and was implemented for word gaps 

exceeding 0.6 seconds. The subsystem for this operation is shown in Figure 4-22 and Figure 4-23 

shows the triggered subsystem within the Phrase Gap Estimator. To suppress unnecessary 

computations the phrase gaps are only analyzed whenever the Detect Change block in Simulink 

detects a new Silence Duration. When the Silence Duration metric is updated the Triggered 

Subsystem is called and examines whether the current Silence Duration is larger than 0.6 seconds 
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and could therefore not be a simply silence between phonemes or words. The output of this 

operation is shown in Figure 4-24 together with the silence durations. 

 

Figure 4-22 Phrase Gap Estimator subsystem 

 

 

Figure 4-23 Phrase Gap Triggered Subsystem 
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Figure 4-24 Phrase Gaps 

4.2.5 Issues with the First Generation Implementation 

Throughout the entire development process of the above implementation of the Speech Pre-

Processor in Simulink there was a number of consistently recurring challenges. The first issue is 

that Simulink holds the states of a block steady after it has computed an output. This fact leads to 

a padding of buffers and arrays in between computations. When the computations are linear, this 

is not a problem. However, for a random process like the production of speech it becomes a 

problem when computational capabilities including memory allocation are not unlimited. The 

padding of buffers leads to an unnecessary growth of data including a growth in memory 

requirements. Figure 4-25 displays this effect very nicely by showing a comparative summary of 

all the metrics computed through the first generation implementation of the algorithm. 
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Figure 4-25 Summary of Metrics from 1st Generation 

From examining Figure 4-25 it becomes evident that the metrics are output every time step in the 

simulation but are updated only whenever a new value is computed. Otherwise the previous 

value is being held steady, for example during words or silences. Interestingly this leads to 

another implication which is that the duration for which a value is held steady coincides with the 

magnitude of the following output for that metric.  A good example for this is the silence 

duration metric which is being held steady between approximately time 2.3 and 3.8 seconds. 

This is also reflected in the magnitude of the following silence duration which is approximately 

1.5 seconds. The only exception to this phenomenon is the phrase gap duration metrics which is 

only computed when a phrase gap occurs. This was also explained in the Phrase Gap Estimator 

section above. Metrics like phrase gaps and word rate are referred to as second level metrics in 

this study since they rely on the previous computation of another metric.  
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This behavior of Simulink could not be modified even when enabled or triggered subsystems 

were used. Even though the computation would stop the last value was still being constantly 

reproduced. 

Another issue with Simulink occurred when attempting to build C-code from the Simulink model 

using Real-Time Workshop. Since the ultimate goal of this study is to run the developed code in 

real time on a low-cost hardware platform, an attempt to prototype the Simulink model through 

Real-Time Workshop and deploy it on a Texas Instrument’s (TI) DSP TMS320C6713 

Evaluation Kit. Real-Time Workshop is a Simulink toolbox, which generates C or C++ source 

code and executables for algorithms that were modeled graphically in the Simulink environment 

or programmatically with the Embedded MATLAB language subset. When the model was 

deployed onto the processor it was soon clear that the code did not run efficiently on the DSP 

chip. Data transfer capabilities were extremely limited and very unreliable. This only underlined 

the instability of this approach to prototype the model in this way. In general it can be said that 

the rapid prototyping process through Real-Time Workshop on embedded hardware, such as the 

TI board used here, is very involved. It requires deep knowledge of C programming for 

embedded hardware as well as thorough knowledge of the hardware design of the circuit board. 

Other problems with Target Support Package were the black box type of behavior that would not 

allow changing the properties of the generated code unless the generated C-Code in TI’s Code 

Composer Studio software was modified. 

This experience initiated the search for a different way to implement the algorithm which would 

help working around the above mentioned issues. As a new approach a second implementation in 

Matlab and the Matlab Embedded subset of code was suggested and carried out. 
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4.3 Second Generation Implementation - Matlab 

The next stage of the development process focused on implementing the Speech Pre-Processor 

as Matlab code to avoid the above mentioned problems that were encountered with Simulink. In 

particular, it was intended to take advantage of user defined functions, loops, IF THEN ELSE 

commands, circular buffers, asynchronous data generation (to avoid padded buffers) and the 

Matlab Embedded subset of code to still be able to generate real time code from the new model. 

It is important to note here that the Matlab approach was not intended to entirely replace the 

Simulink model but rather to provide a more efficient foundation for the core code which would 

ultimately be implemented in Simulink as an Embedded Matlab user-defined function. 

Furthermore, during the development of the code particular attention was paid to implementing it 

in such a way that all operations were performed on a high speed sample basis, making the code 

suitable for real time operation. This is especially relevant for the implementation of the low pass 

filter which is usually implemented through a standard Matlab command. 

4.3.1 The Envelope Function 

The first part of the new approach in Matlab was the development of an envelope function (blue 

part in Figure 4-26). The first step in the Pre-Processor Envelope is to declare a set of variables 

as either global or local variables. Global was used for any variable that was passed back and 

forth between the Pre-Processor Envelope and Pre-Processor and local was be used for 

variables which are only used in the Pre-Processor Envelope function. The next step was to load 

the speech signal into the workspace and resample it to half the sampling frequency to reduce the 

amount of computations necessary. For the development process the speech signal was recorded 

at a higher sample rate than required and adjusted to lower rate for each implementation. The 

idea was to have a base signal of highest possible quality to prevent future re-recordings and 

simply resample the existing signal to meet the needs. Next, the low-pass filter coefficients for 

the filtering operation were computed and saved into the numerator and denominator variables 

for the filter.  
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4.3.2 The Pre-Processor Function 

After these initial steps the actual Pre-Processor function call is executed and the current sample 

from the speech signal is passed as an input into the function. This part is shown as the red part 

in Figure 4-26. In the Pre-Processor it is first examined whether the current function call is the 

first call or not and depending on the result a second set of variables (in addition to those 

initialized in the envelope function) is declared and initialized as persistent variables. Persistent 

variables are local to the function in which they are declared yet their values are retained in the 

memory between calls to the function. This allows altering the behavior of future function calls 

with respect to previous function calls. The second set of variables which are initialized in the 

Pre-Processor are mainly counters and switches. Additionally, the first set of variables which 

were declared in the envelope function as global variables are now also assigned their initial 

values. These variables are mainly the buffers that will include the output speech metrics. 

Next, the Speech Power Envelope is estimated by squaring the value of the current sample and 

low pass filtering it with the previously defined filter coefficients. The filtering operation is 

accomplished through a discrete-time equation that expresses the output in terms of past outputs. 

 
1 0

N M

n k n k k n k
k k

y a y b x- -
= =

= - +� �  (4.3.1) 

The coefficients of this equation, ka  and kb , have previously been normalized by 1a which is the 

zero order coefficient of the denominator. The inputs to this equation are only past inputs and 

outputs where no information about the future input is required. After this the fixed threshold is 

applied to generate the Barcode Speech Signal wherever the Speech Power Envelope crosses the 

threshold. This leads to the same oscillating behavior as observed in the Simulink 

implementation and as a result the signal has to be debounced again. The Debouncer works very 

much like its Simulink counterpart: Whenver the Barcode Speech Signal changes its state, from 

either high to low or low to high, the new value is held steady for a fixed amount of time before 

it is released and allowed to change its state again.  

After this operation, the speech signal is ready for the extraction of the speech metrics (outlined 

in yellow in Figure 4-26). For this it is first checked whether the state of the signal is high and 

therefore speech is present or not. If this is the case the power values of the signal are 

accumulated to give the Speech Intensity Metric of the currently spoken word. This metric is new 
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to this implementation and was omitted in the Simulink implementation. If speech is not present 

the intensity counter will simply remain zero and the algorithm continues with the next 

operation, which is the buffering of the incoming data. This buffer is checked against the two 

word beginning and ending patterns for every new sample that is updated within the buffer. If a 

match is detected it is first determined whether the match is a word beginning or word ending. If 

no match is detected nothing happens but the increment of a Duration Timer which measures the 

time of the currently present state of the speech signal. This means that this timer measures the 

silence durations as well as the speech durations in an alternating fashion, since both states only 

appear when the opposite state is not present, logically. However, if a match is detected the 

algorithm proceeds to determine whether the detected pattern match is a word beginning or 

ending. If a word beginning is found it means that previously there must have been a segment of 

silence and therefore all the dependent metrics can now be computed off of the Duration Timer 

value. Namely, the silence duration as a direct measure, the phrase gap duration, if the silence 

duration exceeds the threshold that indicates a phrase gap, and the amount of words per phrase if 

the detected silence is a phrase gap. After this the Duration Timer, Words per Phrase Counter 

and Phrase Duration Timer are reset and the algorithm continues with the next speech sample. 

On the other hand, if the detected pattern match is a word ending a different situation presents 

itself. In this case, the detected boundaries indicates that the previous state must have been the 

presence of speech and therefore the metrics that are computed include the speech duration, the 

speech intensity and the word production rate. This time the Duration Timer and the Intensity 

Counter will be reset but the Words per Phrase Counter will be incremented since another word 

has been produced in the same phrase. The speech metrics that are computed in this fashion are 

summarized in Figure 4-27. 
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Figure 4-26 Nassi-Shneiderman diagram of the Matlab algorithm 
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4.3.3 Summary of the 2nd Generation Implementation 

The implementation in Matlab enabled the algorithm to overcome some of the initial problems 

the first generation implementation had. These were mainly processing speed and the steady 

outputs. 

 

Figure 4-27 Speech Metrics Computed by Matlab Algorithm 

Figure 4-27 shows a summary of the output of the Matlab implementation of the code. Even 

though it wasn’t relevant yet for the batch implementation of this algorithm, the outputs were 

buffered in circular buffers after they were generated. This had the advantage that a definable 

amount of previously generated data for each metric is always available for statistical 

computations or even as lean way to buffer data before saving it into a more permanent memory.  
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The most important difference here, compared to the previous implementation in Simulink, is 

that the metrics are not continuously computed anymore, but rather on a per-word basis. The 

result of this has several important implications: 

1. The output buffers are much smaller and leaner due to the fact that a metric update is 

only generated when a new word or silence occurs. This reduces the memory 

requirements significantly. 

2. The metrics do not have a common abscissa anymore. They are now split up into one set 

that is based on the occurrence of word beginnings (Silence Duration, Phrase Gap 

Duration and Amount of Words per Phrase) and a second set that is based on the 

occurrence of word endings (Speech Duration, Speech Intensity and Word Production 

Rate). This fact makes it necessary to very carefully compare and examine the outputs to 

avoid any confusion about the comparability. 

3. The shape of the output is significantly different than the shape of the outputs computed 

in Simulink. Nevertheless, the data carries the same information.   

However, to be able to use the Matlab implementation with other functionalities of the algorithm 

and for being able to utilize it in real-time mode another solution had to be sought. One which is 

able to combine the advantages of both implementations in one.  

4.4 Third Generation Implementation – Matlab/Simulink 

The last generation of implementations for the Speech Pre-Processor was decided to be a hybrid 

implementation which combines the advantages of both the previously outlined codes and is able 

to be executed in real-time. 

hen it comes to real-time implementation the Matlab algorithm has the severe disadvantage that 

hardware support is only marginal in the Matlab environment, whereas in Simulink a multitude 

of options exist to generate real-time code from models. To merge the unique advantages of the 

Matlab and the Simulink implementations into one solution a hybrid approach was developed. 

This solution seemed the most logical one, considering that specific attention had been paid in 

the Matlab development process to create code that runs on a sample-by-sample basis and does 

not use frequency domain operations or other computationally intensive operations at a high 
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speed sampling rate, which are excluded from the Matlab Embedded subset of code. Matlab 

Embedded is a subset of the code available in Matlab which allows importing m-code into a 

Simulink model through a Matlab Embedded function block from the standard Simulink block 

library. However, this function is not a cure-all solution as it only supports certain Matlab 

commands and excludes functionalities like variable buffer size.  

So the basic idea for the hybrid approach was to take the Matlab implementation and modify it to 

run in the Matlab Embedded function block as part of a framework constructed in Simulink. The 

Simulink framework would then provide the outputs for further processing, interface with the 

Input/Output hardware and provide the rapid prototyping capability for the hardware targets 

under consideration. At this point we will focus on the algorithm implementation and the topic of 

the real-time deployment will be explained in chapters 9 and 10 . It should be noted though that 

this section of chapter is laying the foundation for the ability of real-time deployment. 

4.4.1  Modification of the Code for Real-Time 

In order to create a real-time capable implementation of the code, with the desired characteristics 

from the two previously developed algorithms, a series of modifications had to be performed. 

First the Speech Pre-Processor  was divided into two sections: 

1. The first part consisted of the data acquisition and Speech Initialization subsystem less 

the Debouncer. 

2. The second part was the Speech Pre-Processor imported into Simulink through the 

Matlab Embedded block 

An overview of this implementation is shown Figure 4-28 
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Figure 4-28 Overview of 3rd generation implementation 

Between the two parts the two signals that are communicated are the power signal kP  and the 

barcode signal kB . kP  is the same power signal as it has been from the first implementation. kB  

is a metric which was initially introduced in the second implementation after the omission of the 

SR-Flip Flop made the signal kQ  not necessary anymore. 

4.4.2 Data Acquisition and Speech Initialization 

This part was mostly taken from the Simulink implementation of the first algorithm. The reason 

for this transfer of code into the next implementation was that for these particular functional 

blocks in the algorithm Matlab had not provided a significant advantage over Simulink. 

Furthermore, previous consultation with Technical Support from The Mathworks had 

recommended leaving the parts that do not require the Matlab implementation in Simulink.  

The data acquisition functionality had remained just the same and will not be further explained 

The data acquisition functionality had remained just the same therefore requires no further 

explanation. The Speech Initialization subsystem on the other had undergone some changes from 

the first generation. In principle it is still the same but some of the functionalities were updated 

as part of the development process. The changes include an adaptive threshold and noise floor 

removal. An overview of this part of the algorithm is shown in Figure 4-29. Since the Power 

Estimator subsystem hasn’t changed it will not be explained again. 
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Figure 4-29 Speech Initialization subsystem of the 3rd gen implementation 

4.4.2.1 Noise Floor Removal Subsystem 

The noise floor removal subsystem was developed to remove some of noise on floor of the 

power signal after it has been low-pass filtered. The subsystem is shown below (Figure 4-30) 

 

Figure 4-30 Noise floor removal subsystem 
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multiplied with the power signal and leads to cleaned noise floor. The effect of this measure is 

shown in Figure 4-31. It is nicely visible how below a power value of 42 10-´ the noise floor is 

set to zero and above multiplied by one. 

2
Bk

1
Pk_delayed

Xk Pk

Power Estimator

Pk Pk1

Noise Floor
Removal

Pk1

Pk_delayed

Bk

Adaptive Threshold

1
Xk

1

Pk1

zero

~ zero

>

Relational
Operator

Product

1

Pk



 

 53

 

Figure 4-31 Pk Noise Floor removed 

4.4.2.2 Adaptive Threshold 

After the noise floor removal operation an adaptive threshold is computed to find the barcode 

signal Bk. The threshold is found through a moving average computation which is scaled to an 

appropriate value. The Adaptive Threshold subsystem is shown below in Figure 4-32. 

 

Figure 4-32 Adaptive Threshold calculation 
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The adaptive threshold found in this fashion is pictured in Figure 4-33. The key to this threshold 

lies in the moving average which adjusts the threshold based on the current value of Pk and then 

multiplies it with a gain of 0.1 to adjust it to an appropriate level.  

 

Figure 4-33 Adaptive Threshold and Pk 
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Figure 4-34 Pk and Barcode Signal Bk 

4.4.3 The Metric Extraction Subsystem 

This is the part of the new implementation which was really novel and provided the capability to 

combine the Matlab code with the Simulink framework. The code of the second generation Pre-

Processor was imported into the Matlab Embedded function block by adjusting the inputs to use 

the Barcode Speech Signal Bk and Power Envelope Pk from the first part of the third generation 

model. Furthermore, the global variables were removed and the output was adjusted to be a 

single sample for each metric instead of a whole buffer of data. Figure 4-35 shows the Nassi-

Shneider diagram for the embedded Matlab code. From observing the diagram it is clear that the 

code is essentially the same with the difference that the power estimation and fixed threshold 

application have been outsourced into the actual Simulink block diagram. The computation 

remains the same and the output is a 6-by-1 matrix with outputs the same metrics as  the 2nd 

generation Matlab implementation.  
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Figure 4-35 Nassi Shneider Diagram of imported Matlab code 

4.4.4 Summary of the 3rd Generation  Implementation 

The output of this implementation is summarized in Figure 4-36. Observing the plots it becomes 

clear how the Embedded Matlab block uses the code from the second generation implementation 

within the first generation Simulink environment to simulate the algorithm.  
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Figure 4-36 Speech Metrics from 3rd gen Implementation 

However from a first glance it becomes immediately clear how the desired effect of not 

reproducing the outputs when the output is not updated is made ineffective by Simulink 

upsampling the data to the high speed sampling rate.  
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5 Development of the Fuzzy Logic Alertness Inference Engine 

 This chapter provides an overview of the mathematical basis and the development process of the 

Fuzzy Logic Inference Engine. The different iterations during the development process are 

presented and particular attention was paid to the derivation of the membership functions in the 

2nd generation and the rule base development in the 3rd generation inference engine. 

5.1 Fuzzy Logic Rule Base 

The utility of a Fuzzy Logic system is to express human knowledge in formal mathematical 

terms. To be precise, Fuzzy Logic provides tools to use impressions e.g. age/work related 

experience or other types of subjective knowledge to express a decision making process with a 

final conclusion. In the case of this study this translates into the Fuzzy Logic Alertness Inference 

Engine’s capability to fuse the outputs of the Speech Pre-Processor together and to generate an 

estimate of how fatigued the speaker is. 

The algorithm for the Fuzzy Logic Alertness Inference Engine was developed with the 

Matlab/Simulink Fuzzy Logic toolbox which provides a graphical user interface for the 

implementation, testing and evaluation 

The first step in creating this system was to come up with the fuzzy rule base [66] for the 

inference process. A fuzzy rule base consists of a set of fuzzy IF-THEN rules. It is the heart of 

the fuzzy system in the sense that all other components are used to implement these rules in a 

reasonable and efficient manner. Any fuzzy rule is of the form 

 ( )
1 1: ...l l l l

n nRu IF x is A and and x is A THEN yis B (5.1.1) 

Where l
iA  and lB are fuzzy sets are in iU RÌ andV RÌ . Since this is a multi input and single 

output system, there are multiple input spaces iU  but only one output space V . 

( )1 2, ,...,
T

nx x x x U= Î and y VÎ are the input and output (linguistic variables) of the fuzzy 

system. In this case the output can be defined as 

 y FatigueQuotient=  (5.1.2) 
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And the inputs can be specified as 

 

1

2

3

4

5

6

6

x Speech Duration

x Silence Duration

x Word Rate

x PhraseGap Duration

x Words per Phrase

x Word Intensity

with n

=

=

=

=

=

=

=

 (5.1.3) 

 

The rules that were constructed from the inputs and the output are canonical fuzzy IF-THEN 

rules because they include many other types of fuzzy rules and fuzzy prepositions as special 

cases. This means that rules for this system have one or more structures with the following 

characteristics 

1. Partial Rules of the form 1 1 ...l l l
m mIF x is A and and x is A THEN y is Bwhere m n< . This 

means that rules do not have to be of the same order or complexity when describing a 

combination of inputs that leads to one specific output. Examples of partial rules are 

given below: 

a. 1st order rules: represent very basic knowledge rule, i.e. Speech Duration: 

i. If speech duration is VERY SHORT then train conductor alertness is 
VERY ALERT 

ii.  If speech duration is SHORT then train conductor alertness is ALERT 
iii.  If speech duration is NORMAL then train conductor alertness is 

NORMAL 
iv. If speech duration is HIGH then train conductor alertness is LOW 
v. If speech duration is VERY HIGH then train conductor alertness is VERY 

LOW 

b. 2nd order rules: represent next higher level of complexity knowledge rule, i.e. 

i. If speech duration is VERY HIGH and word production rate is VERY 

LOW then train conductor alertness is VERY LOW. 

 



 

 60

c. Nth order rules: represents arbitrary level of complexity knowledge rule, i.e. 

i. If speech duration is VERY HIGH and silence duration is VERY HIGH 

word production rate is VERY LOW and word intensity is VERY LOW 

then train conductor alertness is VERY LOW 

2. Or Rules of the form 1 1 1 1...l l l l l
m m m m n nIF x is A and and x is A or x is A and x is A THEN y is B+ +  

More variations do exist such as Single Fuzzy Statements, Gradual Rules and Non-Fuzzy Rules 

but were not taken advantage of in this study. 

The rule base that was derived in this fashion includes the following rules 

1. IF SPEECH DURATION IS LOW THEN FATIGUE QUOTIENT IS VERY LOW (0.5) 

2. IF SPEECH DURATION IS LOW THEN FATIGUE QUOTIENT IS LOW (1) 

3. IF SPEECH DURATION IS NORMAL THEN FATIGUE QUOTIENT IS NORMAL (1) 

4. IF SPEECH DURATION IS HIGH THEN FATIGUE QUOTIENT IS HIGH (1) 

5. IF SPEECH DURATION IS VERY HIGH THEN FATIGUE QUOTIENT IS VERY HIGH (0.5) 

6. IF SILENCE DURATION IS LOW THEN FATIGUE QUOTIENT IS VERY LOW (0.5) 

7. IF SILENCE DURATION IS LOW THEN FATIGUE QUOTIENT IS LOW (1) 

8. IF SILENCE DURATION IS NORMAL THEN FATIGUE QUOTIENT IS NORMAL (1) 

9. IF SILENCE DURATION IS HIGH THEN FATIGUE QUOTIENT IS HIGH (1) 

10. IF SILENCE DURATION IS VERY HIGH THEN FATIGUE QUOTIENT IS VERY HIGH (1) 

11. IF WORD RATE IS VERY LOW THEN FATIGUE QUOTIENT IS VERY HIGH (1) 

12. IF WORD RATE IS LOW THEN FATIGUE QUOTIENT IS HIGH (1) 

13. IF WORD RATE IS NORMAL THEN FATIGUE QUOTIENT IS NORMAL (1) 

14. IF WORD RATE IS HIGH THEN FATIGUE QUOTIENT IS LOW (1) 

15. IF WORD RATE IS VERY HIGH THEN FATIGUE QUOTIENT IS VERY LOW (1) 

16. IF PHRASE GAP IS LOW THEN FATIGUE QUOTIENT IS VERY LOW (0.5) 

17. IF PHRASE GAP IS LOW THEN FATIGUE QUOTIENT IS LOW (1) 

18. IF PHRASE GAP IS NORMAL THEN FATIGUE QUOTIENT IS NORMAL (1) 

19. IF PHRASE GAP IS HIGH THEN FATIGUE QUOTIENT IS HIGH (1) 

20. IF PHRASE GAP IS VERY HIGH THEN FATIGUE QUOTIENT IS VERY HIGH (1) 

21. IF WORDS PER PHRASE IS LOW THEN FATIGUE QUOTIENT IS VERY HIGH (0.5) 

22. IF WORDS PER PHRASE IS LOW THEN FATIGUE QUOTIENT IS HIGH (1) 

23. IF WORDS PER PHRASE IS NORMAL THEN FATIGUE QUOTIENT IS NORMAL (1) 

24. IF WORDS PER PHRASE IS HIGH THEN FATIGUE QUOTIENT IS LOW (1) 

25. IF WORD INTENSITY IS LOW THEN FATIGUE QUOTIENT IS VERY HIGH (0.5) 

26. IF WORD INTENSITY IS LOW THEN FATIGUE QUOTIENT IS HIGH (1) 

27. IF WORD INTENSITY IS NORMAL THEN FATIGUE QUOTIENT IS NORMAL (1) 
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28. IF WORD INTENSITY IS HIGH THEN FATIGUE QUOTIENT IS LOW (1) 

29. IF WORDS INTENSITY IS VERY HIGH THEN FATIGUE QUOTIENT IS VERY LOW (1) 

 

This was the first rule base that was derived for the Fuzzy Logic Inference Engine and it was 

composed based on empirical knowledge from the literature review and intuition about changes 

in speech when fatigue. It should be noted that subsequent rule bases incorporated much more 

knowledge and that this rule can be considered a starting point. 

An important fact about this rule base is that since for example the Speech Duration membership 

functions were defined to only have low, normal, high and very high states (no very low state) a 

discrepancy came into being when trying to relate Very High Fatigue Quotient to a Speech 

Duration. As a work-around the Low Speech Duration was used for both Very High and High 

Fatigue Quotient with the difference that the rules were weighted differently. This approach was 

taken for other speech metrics as well which had less membership functions than the Fatigue 

Quotient. This was also implemented for the Silence Duration, Words per Phrase and Phrase 

Gaps. 

A question that arises at this point is whether this rule set is complete or not. A rule set is defined 

to be complete if for any x UÎ , there exists at least one rule in the fuzzy rule base, say rule 

( )lRu  such that  

 ( ) 0l
i

iA
xm ¹  (5.1.4) 

For any input ix with 1,2,...,i n=  there is at least one rule l  for which the membership value 

(found through the membership function l
iA

m ) of ix  to the set A  of the Universe of Discourse  

(of the IF part of the rule) is non-zero. This implication decides if a rule set can be considered 

complete or not complete. When this rule base was set up only commonly imaginable situations 

were taken into account and it was not intended to design a complete rule base. However, it 

should be mentioned here that this fact has not been neglected in this study. 

5.2 Fuzzy Logic Inference Engine 

In the Fuzzy Inference Engine, fuzzy logic principles are used to combine the fuzzy IF-THEN 

rules in the fuzzy rule base into a mapping from fuzzy set 'A  in U  to a fuzzy set 'B  in V . In 
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theory multiple ways exist to accomplish this task, however, this does not mean that software 

packages such as Matlab/Simulink’s Fuzzy Logic toolbox support the various techniques for 

implementation. This section will explain some common approaches including their underlying 

assumptions and relate them to the given set of tools of the Fuzzy Logic toolbox. 

5.2.1 Determining the Membership Functions 

In almost all applications in reality it is difficult to define clear boundaries on a set in U. U is the 

Universe of Discourse which contains all the possible elements of concern in a particular 

application. Classical theory requires that a set must have well-defined properties and therefore 

imposes limitations on the physical characteristics on the system under study. To overcome this 

fundamental limitation of classical set theory, the concept of fuzzy set theory was introduced. A 

fuzzy set in a universe of discourse U is characterized by a membership function ( )A xm that takes 

values in the interval [0,1]. Therefore, a fuzzy set is a generalization of a classical set by 

allowing the membership function to take ANY values in the interval [0,1]. In comparison the 

membership function of a classical set can assume only TWO values – zero and one. The 

properties a fuzzy set describes are usually the “fuzzy” aspect in a given system, i.e. Speech 

Duration is long, and therefore different membership functions can be used to characterize the 

same description. It is important to note though, that the membership functions themselves are 

not fuzzy at all. They are precise mathematical functions, which provide a continuous relation 

between the crisp and fuzzy representation of a set.  

To determine the membership function two possibilities exist. One is to use the knowledge of 

human experts and the second is to use data from sensors and tests. For this study a mix of both 

approaches was used. The knowledge gained in the literature review provided the relations and 

the knowledge gained from empirical tests provided the respective boundaries for each set. For 

this study a 60 second sample of “normal” speech under laboratory conditions (no background 

noise and high quality recording) was recorded and put through the 2nd generation Speech Pre-

Processor to obtain the outputs for an alert speech sample (Figure 5-1) 



 

 63

 

Figure 5-1 Metrics found from normal speech 

The speech sample contained 125 words which the algorithm was able to detect relatively 

accurately with some tuning of the thresholds.  

A widely accepted format for membership functions are triangular membership functions. They 

are the most basic implementation of membership functions and require 3 values (lower 

boundary, peak and upper boundary) to be defined, which can be directly related to existing 

knowledge about a metric. To obtain these values the triangular membership function was fitted 

to the speech metrics (Figure 5-2). 
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Figure 5-2 Analysis of Speech Duration metric 

To fit the data to the triangular function first the outliers were accounted for by computing the 5th 

and 95th percentile. A percentile is a value of a variable below which a certain percent of 

observations fall. The red lines in Figure 5-2 indicate these values for the Speech Duration 

Metric. Next, the range of values was divided into 3 equidistant segments which were then used 

to establish the membership functions. Since the shape of the curve of the speech duration metric 

exhibits a concentration of values around 0.05 which is basically the lowest detected value of the 

spoken phonemes the data is skewed towards this value. This also becomes evident when the 

mean of the values is observed (magenta colored line in Figure 5-2). To account for this 

circumstance the normal range was determined to be centered around the dividing line between 

the first and second segment which led to the following implementation in the membership 

functions (Figure 5-3) 

0 20 40 60 80 100 120
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

[words]

t 
[s

ec
]

Speech Duration Analysis

 

 



 

 65

 

Figure 5-3 Membership functions for variable Speech Durations 

The membership functions shown here all underlie the same mathematical formulations, so only 

the membership function for the normal range will be explained here in more detail to provide an 

example. Since triangular functions are more readily presented as piecewise, for the above 

implementation of fuzzy set normal this leads to the following equations 

 ,

0 0.049

8.26 0.4 0.049 0.17

8.26 2.41 0.17 0.29

0 0.29

SpeechDuration normal

if x

x if x

x if x

if x

m
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� - < <�

= �
- + < <�

� <�

 (5.2.1) 

The numbers for the boundaries were directly obtained from the measured metrics and 

implement in the fashion shown above for the Speech Duration Metric. As already stated a 

membership function indicates to what degree a crisp value belongs to a fuzzy set. For example a 

value of 0.15 seconds for the speech duration would be normal to a degree of approximately 

0.75. 

To suppress the influence of outliers the membership functions for the extreme values extend 

beyond the range determined in the analysis. This was accomplished by using the Z and S 

membership functions to approximate half triangular functions that are open to one side. The Z-
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membership function is named because of its resemblance to the letter Z but is actually a spline 

based function defined as 

 ( )
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 (5.2.2) 

The same concept is true for the S membership function which resembles the letter S but is a 

spline based function as well 
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 (5.2.3) 

 The output membership functions were implemented as triangular functions as well and are 

shown below in Figure 5-4.  
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Figure 5-4 Membership functions for output Fatigue Quotient 

The output variable was defined through more membership functions than some of the input 

variables, i.e. Speech Duration was defined through 4 membership functions but the output 

variable Fatigue Quotient through 5. This way it was possible to accommodate for the Partial 

Rule variation in rule structures (see section 5.1 - Partial Rules). Furthermore, since the output 

range is fixed by the calculations performed on the inputs no specific precaution is required to 

account for outliers such as in the case for the input membership functions. 

5.2.2 The Fuzzy Implication Process 

The key question remaining is how to interpret the IF-THEN operation. The process of 

interpreting IF-THEN rules is regarded to as Implication Process in Fuzzy Logic and a variety of 

options exist to choose from. For the Fuzzy Logic algorithm under study this translates into the 

question of how the antecedents of any given rule can be related to the output membership 

function. Antecedents are the initial (or "if") part of fuzzy rules. 
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For example the rule 

IF Speech Duration is High AND Word Rate is Low THEN Fatigue Quotient is High 

indicates that the membership function High for Speech Duration and Low for Word Rate will 

give the system two values which need to be brought into relation to the membership function 

High  for Fatigue Quotient. To accomplish this, the Mamdani Minimum Implication was used 

 ( ) , ,, min ( ),
MMQ Speech Duration High FatigueQuotient Highx y xm m m� �= � �  (5.2.4) 

A second Mamdani Implication is the Mamdani Product Implication 

 ( ) , ,, ( )
MPQ SpeechDuration High FatigueQuotient Highx y xm m m=  (5.2.5) 

Both of these implication methods are supported by the Fuzzy Logic toolbox due to the fact that 

they are the most widely used implications in fuzzy systems. However these two are the only two 

implications provided by the toolbox by default. There are a number of other Implication 

techniques such as Dienes-Rescher, Lukasiewicz, Zadeh and Goedel which would have to be 

implemented manually if required. Even though this would not be very difficult it was decided to 

use the Mamdani Minimum Implication since it supports the statement that the used Fuzzy IF-

THEN rules are local. The concept of a rule set being local vs. global stems from the nature of 

the application the rule set was developed for.  To understand what this means we go back to our 

rule: 

IF Speech Duration is High AND Word Rate is Low THEN Fatigue Quotient is High 

If this rule is local it means that it should be interpreted as  

IF Speech Duration is High AND Word Rate is Low THEN Fatigue Quotient is High ELSE 

NOTHING. 

For a non-local (global) rule this does not hold true and the same rule can be interpreted as 

implicitly implying that i.e. 

IF Speech Duration is Low AND Word Rate is High THEN Fatigue Quotient is Low 

From the designer’s perspective and over the course of the development process we can firmly 

say that this is not desired for this rule base. It may seem intuitive at first to assume that our rules 

are global but due irregular behavior such as the semantic relationships explained later in this 

chapter this is actually not true and every rule should be interpreted as local. For this case 
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Mamdani implications should be used (page 67 [66]) such as the Mamdani Minimum Implication 

for example. 

The min operator used for this Implication method can be translated as a classical intersection 

operator. Intersection operations in Fuzzy Logic are regarded to as T-Norms and have to fulfill 4 

requirements to be classified as such (page 41 [66]). These four axioms are 

1. (0,0) 0; ( ,1) (1, ) (boundarycondition)

2. ( , ) ( , ) (commutative)

3. , ( , ) ( , ) (nondecreasing)

4. [ ( , ), ] [ , ( , )](associativity)

t t a t a a

t a b t b a

IF a a and b b thent a b t a b

t t a b c t a t b c

= = =

=

¢ ¢ ¢ ¢£ £ £

=

 

A literal translation simply means the smaller one of the two values to which the min-operator is 

applied is chosen as the degree to which the output membership function is true. 

In direct contrast to the intersection operation stands the union operation. Union operations in 

Fuzzy Logic are regarded to as s-Norms and have to fulfill 4 axioms similar to the t-norms ( page 

37 [66]) 

1. (1,1) 1, (0, ) ( ,0) (boundarycondition)

2. ( , ) ( , ) (commutative)

3. , ( , ) ( , ) (nondecreasing)

4. [ ( , ), ] [ , ( , )](associativity)

s s a s a a

s a b s b a

IF a a and b b then s a b s a b

s s a b c s a s b c

= = =

=

¢ ¢ ¢ ¢£ £ £

=

 

5.2.3 The Fuzzy Inference Process 

The next step in the inference engine design is to decide how the rules of the system shall be 

combined to lead to a decision. Again, multiple options exist in theory which are not all 

supported by Matlab. In general there are two ways to infer with a set of rules: 

·  Composition Based Inference 

·  Individual-Rule Based Inference 

5.2.3.1 Composition based Inference 

Composition based inference has two main differentiations. One is to look at the fuzzy rules base 

as a set of independent conditional statements which are combined with a union operator. The 
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other way is to look at the set of rules as strongly coupled conditional statements which are 

combined using an intersection operator. 

The first way which incorporates union is called the Mamdani combination and combines all 

rules into a single fuzzy relation MQ  where Ru is a fuzzy relation (rule) in U V´ . 

 ( )

1

M
l

M
l

Q Ru
=

= �  (5.2.6) 

The second way which incorporates intersection is called the Goedel combination 

 ( )

1

M
l

G
l

Q Ru
=

= �  (5.2.7) 

The rules can be combined into on single rule using either an s-norm for the Mamdani 

combination or a t-norm for the Goedel combination.  

the output will be computed from the only rule remaining after the combination process. 

5.2.3.2 Individual-Rule Based Inference 

The individual rule based inference does not have the goal to combine the rules prior to the 

implication process but rather allows each rule to generate its output fuzzy set and the output of 

the whole fuzzy inference engine is then the combination of the individual fuzzy output sets. 

This combination can be either taken by union (s-norm) or intersection (t-norm). Matlab’s Fuzzy 

Logic toolbox only allows individual-rule based inference. There is no way to combine the rules 

prior to the implication process. Matlab refers to this process as Aggregation and only allows 

setting the operation by which the fuzzy outputs are combined. For this study the union operation 

max was used as part of the Individual-Rule Based Inference to combine the outputs. This can be 

summarized as a Minimum Inference Engine which uses  

·  Individual-Rule Based Inference with union combination 

·  Mamdani Minimum Implication 

·  Min for all the t-norm operators (implemented in Matlab) 

·  Max for all the s-norm operators (implemented in Matlab) 

In Fuzzy Logic terms this can be expressed as 
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 ( ) ( )
1

' ' 11
max supmin ( ), ( ),..., ( ), ( )l l l

n

M

B A nA A Bl x U
y x x x ym m m m m

= Î

� �= � �� �
 (5.2.8) 

Where the inner part of the equation denotes the Mamdani Minimum Implication, the supremum 

operator denotes the maximum value when x UÎ  and the outer part means Individual-Rule 

Based Operation with the max s-norm. 

Furthermore, another principle named Generalized Modus Ponens, which allows inferring a 

conclusion about a fuzzy set was evaluated here. This is one of Fuzzy Logic’s fundamental 

principles which states that given two fuzzy propositions x is 'A  and IF x is A THEN y is B, we 

can infer a new fuzzy proposition y is B’ such that the closer 'A to A , the closer B’ to B.  

 ( ) ( ) ( )' 'sup , ,B A A B
x U

y t x x ym m m®
Î

� �= � �  (5.2.9) 

Essentially, this means that if we have a functioning fuzzy relation, a new one that exhibits 

similar behavior can be inferred from it.  

The Minimum Inference Engine is one of the most commonly used fuzzy inference engines, 

which is not very surprising based on the decisions made during the development process. 

However, its main advantage lies in its computational simplicity which is exactly the design 

objective we had in mind when developing the algorithm. 

5.2.4 The Defuzzification Process 

The above sections outline the procedures to fuzzify the inputs through membership functions 

and what fuzzy domain operations were performed on the inputs to obtain a fuzzy output set. 

However, an important part of the process is to defuzzify the fuzzy output set to obtain a crisp 

value in the real world. This is accomplished through a defuzzification operation. One possible 

implementation for the defuzzifier is the Center of Gravity (COG) method. This method has 

the goal to specify a *y as the center of the area covered by the output membership function B’. 

 
'
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y y dy
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m
=
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�
 (5.2.10) 

where the integrals are taken over the area V RÌ  with V being the output space. 
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Literature [66] states that this method is not really the computationally least expensive method, 

but the advantages are plausibility and continuity instead. This means that the output y*  

represents the output fuzzy set B’ best from an intuitive point of view (plausibility) and does not 

change strongly when a small change in B’ happens (continuity).  

5.2.5 Initial check of the Fuzzy Alertness Infernce Engine 

The Matlab Fuzzy Logic toolbox provides two very helpful tools to examine the implementation 

of a Fuzzy Logic Inference Engine prior to deploying it in actual code. One is the Rule Viewer 

and another one is the Surface Viewer. The Rule Viewer is not very useful in this study. Due to 

the relatively large number of rules used here, the overview becomes too detailed when trying to 

compare the outputs of all rules. The Surface Viewer on the other hand provides an alternative to 

examine two metrics at a time and see their output surface while fixing the other inputs with 

steady values. The following Figures show the surfaces for a few combinations of the input 

metrics when the remaining four metrics were fixed in their respective regions indicating fatigue.  

The plots visualize how the implementation of the linguistic relation between the input (speech 

metrics) and the output (fatigue quotient) manifests itself in terms of a mathematical relation, 

with respect to this specific implementation.  

All four output surfaces do not reach very low values for the Fatigue Quotient output and for all 

of them the lowest value is usually between 0.45 and 0.55. This is due to two reasons: first the 

fixed metrics were set to be in their respective regions which indicate fatigue, so the other two 

metrics on which the Figures depend cannot influence the overall output to cover the full range 

from 0 to 1 even though they might indicate fully alert. The second reason is that due to the 

Center of Gravity defuzzification method, which specifies *y as the center of the area covered by 

the output membership function B’, extreme variations usually do not occur. 
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Figure 5-5 Fatigue Quotient for Silence vs Speech Durations 

In Figure 5-5 the combination of the Silence Duration and Speech Duration metric are shown 

and the resulting Fatigue Quotient when the inputs for these two metrics cover their full ranges 

respectively. From observing 5-5 the first characteristic one notices is the sharp raise of the 

Fatigue Quotient for Speech Duration values between 0 and 0.3 and Silence Duration values 

between 0 and 0.7 and the subsequent plateauing of the output. The reason for this is the large 

range over which the two metrics were defined. The reason for this extended range was to 

provide the inference engine with a solution to cover positive outlier values as well instead of 

causing faulty behavior. With “positive” values are meant which exceed the range defined in the 

long  membership function of Speech Durations for example.  



 

 74

 

Figure 5-6 Fatigue Quotient for Word Rate vs Phrase Gap 

In Figure 5-6 the combination of Word Rate and Phrase Gaps is shown. This is an interesting 

combination since it provides opposing trends for the output with increasing input values. When 

the Word Rate goes up it means that the Fatigue Quotient decreases, however, increasing Phrase 

Gaps on the other hand indicate increasing Fatigue. Therefore this circumstance leads to a 

plateau at an intermediate value of approximately 0.58 for the Fatigue Quotient. Another 

interesting fact is the trough in the output surface. The trough is caused by the Word Rate. Figure 

5-7 shows the Fatigue Quotient only depending on the Word Rate with the Phrase Gaps held 

steady as well (which turns the Figure 5-6 into a two-dimensional cross section of the above 

surface). Here is a very interesting behavior displayed: At first the Fatigue Quotient steadily 

decreases until it hits a local minimum after which it begins to increase again until it reaches a 

steady state. The oddity here is that this is happening even though the Word Rate keeps 

increasing and all other metrics remain fixed. 
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Figure 5-7 Cross section of Figure 5-6 at HIGH Phrase Gap 

When an input is provided to the FL Inference Engine it will be applied to all rules in the rule 

base. The output of those that have fired will then be aggregated into a single output surface for 

which the COG defuzzification method is used to find the final output.  Figure 5-7 shows in the 

lower right corner the aggregated output surface for an input vector with a Very High Word Rate 

(indicates Very Low Fatigue) and the 5 remaining metrics (indicating High Fatigue). Observing 

the outputs on the right hand side one can see that only one single rule has triggered the Very 

Low membership function of the Fatigue Quotient output.  
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Figure 5-8 Rules which have fired and their aggregation 

This single output indicating a Very Low Fatigue Quotient leads to a highly asymmetrical output 

surface (lower right corner). Through this circumstance The COG defuzzification method arrives 

at final outputs which do not follow a steady trend when the Word Rate metric is varied over the 

entire range. Shifting the Word Rate from Very Low to Very High leads to a Fatigue Quotient 

shift from High to Low which in turn causes the asymmetry in the aggregated output surface to 

gradually increase as well. The increasing asymmetry then causes the dip in the Fatigue Quotient 

after defuzzification.  
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Figure 5-9 Fatigue Quotient for Intensity vs Words per Phrase 

Figure 5-9 shows the combination of the Word Intensity metric together with the Words per 

Phrase metric. This output also exhibits the trough which was explained for the above output 

surface. However, it also exhibits another interesting behavior which is the very sharp rise in 

only one corner. The reason for this rise is that Low Words per Phrase as well as Low Intensity 

both indicate High Fatigue. But because both metrics cannot be smaller than zero the rise is only 

short and very sharp. The plateau for this combination is in the opposite direction of High 

Alertness.   
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Figure 5-10 Fatigue Quotient for Speech Duration vs Word Rate 

Figures 5-10 for the combination of Speech Durations and Word Rate has the exact shape as the 

output in Figure 5-6 therefore the same observations can be made with the same causes. 

5.3 Implementation of the 2nd Generation FL Inference Engine 

.After the initial phase of the project and with the advancements of the Speech Pre-Processor it 

was decided to update and re-implement the Fuzzy Logic Alertness Inference Engine as well. 

The goals for this were to implement the better understanding of the speech metrics, utilize the 

increased accuracy of the Speech Pre-Processor, to reduce sources of error and modify the 

Fuzzy Logic Inference Engine towards a simpler version. The intention behind this reduction of 

complexity was to prevent the rules from yielding contradicting decision during the inference 

process.  
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5.3.1 Speech Metric Reduction 

The first measure that was taken for the above purposes was the removal of the silence duration 

and phrase gap metric from the algorithm. The associated rules from the rule base were removed 

as well. This was done mainly because the silence durations are less indicative of changes in 

fatigue compared to the speech duration and word production rate for example. As mentioned 

above, the removal of the rules, which were associated with these metrics, lead to a reduced 

complexity of the rule base which was easier to understand, test and modify. 

5.3.2 2nd Generation Membership Functions 

The second measure to further simplify the Fuzzy Logic was to reduce and completely redesign 

the membership functions for each metric. To take this refinement process one step further the 

statistical analysis for the extraction of the boundaries for the new membership functions was 

redesigned as well. The first step was to record an entirely new signal of alert speech under 

clean, noise free conditions with the same hardware as the one that was intended to be used for 

the real-time testing. The new speech signal was selected to be a passage from the book The 

Alchemist by Paolo Coelho and was recorded in clean, noise free laboratory environment. As 

compared to the batch mode tests though, this signal was not hyperarticulated and read out 

normally the same way speech is produced. 

Next, the statistical analysis for the new speech signal was redesigned. The underlying intention 

was to move away from the triangular membership functions and to find a membership curve 

which better relates to the metrics in terms of the mean and standard deviation. 

First, a second simplifying assumption was added to the statistical model. The regions of each 

metric were unified and limited to three regions (low, normal and high) for each speech metric. 

Next, it was decided to use Gaussian membership functions as a substitute for triangular 

functions. The reason for this is that a Gaussian function can be unambiguously characterized 

through a mean and standard deviation which are very easy to compute statistics for each set of 

data. Furthermore, Gaussian membership functions are the second if not most popular type of 

membership function for Fuzzy Logic. 
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The first step in establishing this statistical model was to remove the outliers of each metric of 

the recorded signal. The reason for this is that outliers can significantly skew the mean if they are 

not accounted for. Numerous ways exist for how outliers should be classified as such, one that is 

commonly used though is to classify every value that is greater than two standard deviations 

from the mean to be an outlier. The data points which were identified as outliers in this manner 

were removed from the data set and the new mean and standard deviation were computed. 

Since this can be considered a tuning process for the Fuzzy Logic Inference Engine this entire 

section was completed in batch mode, also because this is not a routinely reoccurring operation 

but has to be performed only once for the derivation of the membership functions.  

Figure 5-11 and 5-12 show the original and cleaned data sets, respectively. One can immediately 

understand the effect the outliers have on the mean and standard deviation by comparing the two 

plots. 

 

Figure 5-11 Speech Duration metric with statistical measures including outliers 
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Figure 5-12 Speech Duration metric statistical measures excluding outliers 

Once the outliers classified in this scheme were found and removed from the values the 

remaining data was again used to determine a clean value for the mean mand standard deviation 

s  which are the defining variables of the standard normal distribution function 
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=  (5.3.1) 

The Gaussian normal distribution function was used as the definition of the normal range for 

each metric. For the low and high regions of each metric the sigmoid function, which is a 

common function to describe exponentially growing natural processes that reach saturation 

values after a period of time  

 ( ) 1
1 xP x

e-=
+

 (5.3.2) 

This function has the imminent advantage of being very similar in shape to a half Gaussian 

distribution but allowing for the membership function to be open to one side. By implementing 

this, a new way has been found to catch outliers in randomly produced speech signals for this 
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algorithm, which is superior to the previous approach where half triangular functions open to one 

side could only be approximated. The two sigmoid functions for the low and high regions of 

each metric were set up, so the tails intersected each other right underneath the center of the 

Gaussian distribution, at the mean value. The slope for the sigmoid functions was defined to 

reflect the slope with which the Gaussian normal distribution declined to both sides. The new 

membership functions are shown in Figures 5-13 to 5-16. No triangular functions were used 

again for this new implementation. The only exception where instead of a Gaussian curve an 

asymmetric curve was used was for the speech intensity. The reason for this is that the speech 

intensity was too heavily skewed towards the mean and with this function this feature is reflected 

in the membership function for the normal range. 

 

Figure 5-13 Redesigned membership functions for speech duration 
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Figure 5-14 Redesigned membership functions for word production rate 

 

Figure 5-15 Redesigned membership functions for words per phrase 
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Figure 5-16 Redesigned membership functions for speech intensity 

 

The new membership functions were linked to the output set which had also been reduced to 

three membership functions through a new rule set as well (Figure 5-17). 

 

Figure 5-17 Reduced Membership Function Set for Outpuit 
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The new rule set is very similar to the old the one and changes were made very intuitively. Every 

region of each metric was now directly linked to the associated region in the output set 

respectively which led to the following rule set: 

1. IF SPEECH DURATION IS LONG THEN FATIGUE QUOTIENT IS HIGH (1) 

2. IF SPEECH DURATION IS NORMAL THEN FATIGUE QUOTIENT IS NORMAL (1) 

3. IF SPEECH DURATION IS SHORT THEN FATIGUE QUOTIENT IS LOW (1) 

4. IF WORD RATE IS LOW THEN FATIGUE QUOTIENT IS HIGH (1) 

5. IF WORD RATE IS NORMAL THEN FATIGUE QUOTIENT IS NORMAL (1) 

6. IF WORD RATE IS HIGH THEN FATIGUE QUOTIENT IS LOW (1) 

7. IF WORDS PER PHRASE IS FEW THEN FATIGUE QUOTIENT IS HIGH (1) 

8. IF WORDS PER PHRASE IS NORMAL THEN FATIGUE QUOTIENT IS NORMAL (1) 

9. IF WORDS PER PHRASE IS MANY THEN FATIGUE QUOTIENT IS LOW (1) 

10. IF INTENSITY IS LOW THEN FATIGUE QUOTIENT IS HIGH (1) 

11. IF INTENSITY IS NORMAL THEN FATIGUE QUOTIENT IS NORMAL (1) 

12. IF INTENSITY IS HIGH THEN FATIGUE QUOTIENT IS LOW (1) 

 

The inference process however remained the same as for the previous implementation.Figure 5-

18 depicts some of the output spaces for the redesigned membership functions. 

 

 

Figure 5-18 A few sample output spaces from the redesigned Membership Functions 
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One can see that the change in the output spaces is not very strong, however the spaces are now 

smoother due to the reason that instead of piecewise steady (triangular) functions Gaussian 

membership functions were used. Furthermore, the troughs in the output spaces from the 

previous implementation of the FL Inference Engine were eliminated as well which helped 

improving the smoothness of the output spaces as well. However, the main goal of this redesign 

was to create a better way to relate the membership functions to empirical data from batch mode 

recordings. Additionally, the surface roughness was reduced and a more understandable structure 

was introduced as well.  The ambiguousness of the previous rule base was also eliminated since 

in this implementation every input variable has exactly three membership functions just like the 

output variable. Another improvement of this implementation is the larger range for the output 

variable which is a direct result of the improved membership functions a more accurate 

representation of the spectrum of each metric. A preliminary test for this implementation of the 

Fuzzy Logic Inference Engine was conducted in chapter 7 where the successful implementation 

is validated. 

5.4 Implementation of the 3rd Generation FL Inference Engine 

The 2nd generation Fuzzy Logic Inference Engine was evaluated and tested in chapter 7. It was 

shown that it works as intended and that significant improvement had been made over the first 

implementation. However, only 4 out of the 6 available metrics were successfully used and the 

rule base was very simple. Knowledge about the processed speech had increased a lot and could 

be utilized to develop yet another revision of the Fuzzy Logic Inference Engine which would 

outperform both previous implementations. 

The weakest point from the previous implementations was the fuzzy rule base. Even though it 

was effective it was very simple, which at the time of initial development was intended but not 

sufficient anymore as the project had advanced. This was due to the fact that the rule base is a 

highly empirical and experience based part of the Fuzzy Logic Engine which also makes it the 

most subjective part. It can be modified based on the inputs, personal experience or any other 

factor relevant to the matter. Therefore a more analytical and structured approach was developed 

to redesign the rule base. Continuing the constraint list for the rules from chapter 4.1 the 

following additional semantics were appended:  
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3. Semantic relationships based on which the rule base was established as an overall 

scheme. These relationships were that: 

a.  Speech Duration  and Word Production Rate are inversely related to each other 

and it can be expected that they follow inverse trends as well. 

b. Silence Durations will be longer than Speech Durations in practice due to 

measures such as the Noise Floor Removal and the Adaptive Threshold. 

c. Word Production Rate will be based on the mean value of the Speech Duration 

together with the mean of the Silence Duration (based on the assumption that 

each word or utterance is accompanied by a silence. 

d. Phrase Gaps are long Silence Durations so they should increase as well when the 

Silence Durations increase.  

e. Words per Phrase depend on how short the phrases are and when a phrase gap 

appears as this determines the denominator of this metric and can therefore affect 

its magnitude severely. Also of influence is the Word Production Rate (and in 

turn of course also the Speech Durations) which directly influences the 

numerator of this metric 

f. Intensity is a rather independent metric since its magnitude only depends on the 

power signal but also on the Speech Duration. 

In general it can be said that these semantic rules lead to a rough clustering of the rules in 

the form  

 

}

1

2

3

Speech Duration

Silence Duration Cluster

Word Rate

PhraseGap
Cluster

Words per Phrase

Intensity Cluster

�
�
�
�
�

�
�
�

 (5.4.1) 

4. All rules have a weight associated with them which essentially determines the relevancy 

of each rule in the aggregation process. These weights can be adjusted so that they assign 

rules with stronger relevancy a higher weight than others. 
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The rule base that was derived in this fashion includes the following rules 

1. IF SPEECH DURATION IS LONG AND SILENCE DURATION IS SHORT AND WORD RATE IS HIGH 
AND PHRASE GAPS IS SHORT AND WORDS PER PHRASE IS MANY AND INTENSITY IS HIGH 
THEN FATIGUE QUOTIENT IS LOW (0.75) 

2. IF SPEECH DURATION IS SHORT AND SILENCE DURATION IS LONG AND WORD RATE IS LOW 
AND PHRASE GAPS IS LONG AND WORDS PER PHRASE IS FEW AND INTENSITY IS LOW THEN 
FATIGUE QUOTIENT IS HIGH (0.75) 

3. IF WORD RATE IS NORMAL AND PHRASE GAP IS NORMAL AND WORDS PER PRHASE IS 
NORMAL AND INTENSITY IS NORMAL THEN FATIGUE QUOTIENT IS NORMAL (0.75) 
 

The rule set from 1 – 3 pertains to the overall set of input metrics and summarizes a narrow state 

they can assume in which all 6 (or 4 in the case for NORMAL) have to fulfill a certain condition. 

We refer to this case as “narrow” because the AND operator in Fuzzy Logic terms is expressed 

as logic AND and is mathematically expressed as the MINIMUM function. Therefore only a 

very narrow subset of possible inputs leads to the desired outcome for this rule. If those very 

specific cases are given a clear indication of the conductor’s fatigue state is present. Due to a 

special circumstance in the derivation of the membership functions normal states for SPEECH 

and SILENCE DURATION metrics were not identifiable and therefore those metrics are 

excluded from the normal range. Furthermore, another special case is that SPEECH DURATION 

followed a trend opposite to that of the SILENCE DURATIONS and was long when the speaker 

was alert and short when he was tired. This circumstance is reflected in the rules. 

 

4. IF SPEECH DURATION IS SHORT OR SILENCE DURATION IS LONG OR WORD RATE IS LOW 
THEN FATIGUE QUOTIENT IS HIGH (0.5) 

5. IF SPEECH DURATION IS LONG OR SILENCE DURATION IS SHORT OR WORD RATE IS HIGH 
THEN FATIGUE QUOTIENT IS LOW (0.5) 

 

Rules 4 and 5 represent the OR-rules for the first cluster and cover a large base of possible 

inputs. Since they theoretically also include every subset of rules such as Partial Rules of the 

form 1 1 ...l l l
m mIF x is A and and x is A THEN y is Bwhere 3m< . 

 

6. IF SPEECH DURATION IS SHORT AND SILENCE DURATION IS LONG AND WORD RATE IS LOW 
THEN FATIGUE QUOTIENT IS HIGH (0.75) 

7. IF SPEECH DURATION IS LONG AND SILENCE DURATION IS SHORT AND WORD RATE IS HIGH 
THEN FATIGUE QUOTIENT IS LOW (0.75) 

8. IF SPEECH DURATION IS SHORT AND SILENCE DURATION IS LONG THEN FATIGUE QUOTIENT 
IS HIGH (0.75) 
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9. IF SPEECH DURATION IS LONG AND SILENCE DURATION IS SHORT THEN FATIGUE QUOTIENT 
IS LOW (0.75) 

10. IF SPEECH DURATION IS SHORT AND WORD RATE IS LOW THEN FATIGUE QUOTIENT IS HIGH 
(0.75) 

11. IF SPEECH DURATION IS LONG AND WORD RATE IS HIGH THEN FATIGUE QUOTIENT IS LOW 
(0.75) 

12. IF SILENCE DURATION IS LONG AND WORD RATE IS LOW THEN FATIGUE QUOTIENT IS HIGH 
(1) 

13. IF SILENCE DURATION IS SHORT AND WORD RATE IS HIGH THEN FATIGUE QUOTIENT IS LOW 
(1) 

 

Rules 6 – 13 cover other rather common scenarios or additional weights which were not 

expressed in the above rules. The weight for these rules is higher than the value of 0.5 for the 

common OR-Rule because these rules represent special cases which when they happen indicate a 

certain state of fatigue. Rules 12 and 13 cover another particularly special case which aims at 

taking into account the fact that Silence Durations are generally stronger representations. They 

benefit from the Noise Floor Removal and Adaptive Threshold subsystem which reinforce this 

metric (compared to the Speech Duration) as explained in chapter 3. 

 

14. IF PHRASE GAP IS SHORT OR WORDS PER PHRASE IS MANY THEN FATIGUE QUOTIENT IS LOW 
(0.5) 

15. IF PHRASE GAP IS NORMAL OR WORDS PER PHRASE IS NORMAL THEN FATIGUE QUOTIENT IS 
NORMAL (0.5) 

16. IF PHRASE GAP IS LONG OR WORDS PER PHRASE IS FEW THEN FATIGUE QUOTIENT IS HIGH 
(0.5) 

 

Rules 14 to 16 represent the OR-rules for the second cluster and cover a large base of possible 

inputs. Since they theoretically also include every subset of rules such as Partial Rules of the 

form 1 1 ...l l l
m mIF x is A and and x is A THEN y is Bwhere 2m< . 

 

17. IF PHRASE GAP IS SHORT AND WORDS PER PHRASE IS MANY THEN FATIGUE QUOTIENT IS 
LOW (0.75) 

18. IF PHRASE GAP IS NORMAL AND WORDS PER PHRASE IS NORMAL THEN FATIGUE QUOTIENT 
IS NORMAL (0.75) 

19. IF PHRASE GAP IS LONG AND WORDS PER PHRASE IS FEW THEN FATIGUE QUOTIENT IS HIGH 
(0.75) 

 

Rules 17 – 19 represent the special cases of cluster 2 and are therefore combined through the 
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mathematical minimum operator AND.  Their weight is adjusted to 0.75 since they represent 

very special circumstances which, if met, indicate the presence of more important alertness states 

than the OR-rules due to their narrow field of application. 

 

20. IF INTENSITY IS LOW THEN FATIGUE QUOTIENT IS LOW (1) 

21. IF INTENSITY IS NORMAL THEN FATIGUE QUOTIENT IS NORMAL (1) 

22. IF INTENSITY IS HIGH THEN FATIGUE QUOTIENT IS HIGH (1) 

 

Rules 20 to 22 for the third cluster use only one metric. However, the metric for this cluster is 

more significant than the others. Both tests in chapter 7 have empirically shown that Intensity 

varies strongest with changes of the alertness state and is therefore the probably best indicator of 

all the six metrics for the fatigue state. 

23. IF WORD RATE IS LOW THEN FATIGUE QUOTIENT IS HIGH (1) 

24. IF WORD RATE IS NORMAL THEN FATIGUE QUOTIENT IS NORMAL (1) 

25. IF WORD RATE IS HIGH THEN FATIGUE QUOTIENT IS LOW (1) 

 

Rules 23 to 25 represent equally strong indications of the fatigue state as the third cluster and 

were therefore also implemented separately and with a weight of unity. 

26. IF WORD RATE IS LOW AND WORDS PER PHRASE IS FEW THEN FATIGUE QUOTIENT IS HIGH 
(0.75) 

27. IF WORD RATE IS NORMAL AND WORDS PER PHRASE IS NORMAL THEN FATIGUE QUOTIENT IS 
NORMAL (0.75) 

28. IF WORD RATE IS HIGH AND WORDS PER PHRASE IS MANY THEN FATIGUE QUOTIENT IS LOW 
(0.75) 

29. IF WORD RATE IS LOW AND INTENSITY IS LOW THEN FATIGUE QUOTIENT IS HIGH (1) 

30. IF WORD RATE IS NORMAL AND INTENSITY IS NORMAL THEN FATIGUE QUOTIENT IS NORMAL 
(1) 

31. IF WORD RATE IS HIGH AND INTENSITY IS HIGH THEN FATIGUE QUOTIENT IS LOW (1) 

32. IF WORDS PER PHRASE IS FEW AND INTENSITY IS LOW THEN FATIGUE QUOTIENT IS HIGH (1) 

33. IF WORD PER PHRASE IS NORMAL AND INTENSITY IS NORMAL THEN FATIGUE QUOTIENT IS 
NORMAL (1) 

34. IF WORD PER PHRASE IS MANY AND INTENSITY IS HIGH THEN FATIGUE QUOTIENT IS LOW (1) 

 

Rules 26 to 34 were designed to account for some of the possible cross-cluster correlations 

which are also strong indications of fatigue states. The rules span across all three clusters and 

refer to metric combinations which are likely to occur. 
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35. IF WORD RATE IS LOW OR WORDS PER PHRASE IS FEW OR INTENSITY IS LOW THEN FATIGUE 
QUOTIENT IS HIGH (0.5) 

36. IF WORD RATE IS NORMAL OR WORDS PER PHRASE IS NORMAL OR INTENSITY IS NORMAL 
THEN FATIGUE QUOTIENT IS NORMAL (0.5) 

37. IF WORD RATE IS HIGH OR WORDS PER PHRASE IS MANY OR INTENSITY IS HIGH THEN 
FATIGUE QUOTIENT IS LOW (0.5) 

 

Rules 35 to 37 finally refer to the OR-case which is again the union of all sub-cases of the cross-

cluster correlations. 

5.4.1 3rd Generation Membership Functions 

 
For this part of the 3rd generation Fuzzy Logic Inference Engine development process three 

speakers each recorded two sets of speech data. The first set of data was a 10 minute sample, 

recorded when the speakers were alert (in the morning before they started work). The second set 

was another 10 minute sample of data when the speakers were fatigue (after an 8 hour shift of 

work). 

The speech was recorded under laboratory conditions (no background noise and high quality 

recording) and was processed through the 3rd generation Speech Pre-Processor to obtain the 

speech metric output for a fatigue and alert speech sample. Figure 5-19 shows a 100 second 

example for the alert speech metrics extracted from the speech of one of the test subjects. It 

should be noted again that all operations carried out in this section were completed in batch 

mode. They were completed one time for each speaker to be able to extract the desired statistics 

from the prerecorded speech samples of each speaker to fit the membership functions to each 

speaker.  
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Figure 5-19 Metrics found for alert test subject 

For the second recording of each speaker the same procedure was applied in a fatigue state and 

the speech metrics were extracted from the speech sample. To improve the relevancy of each 

recording all test subjects were instructed to read the same passage of text from the novel Alice’s 

Adventures in Wonderland by Lewis Carroll. 

5.4.1.1 Analysis of the Speech Metrics 

The successful extraction of the Speech Metrics for each of the speech samples is the basis for 

the application of established statistical measures to obtain information of the time-domain 

behavior of the speech metrics. Each speaker’s samples was used to specifically adjust the 

membership functions to his/her voice. For this purpose the speech sample (regardless whether 

for alert or fatigue) is analyzed through a recursive form moving average calculator. The moving 

average routine was coded in a way that it has an adjustable window size. The development 
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process of this code is explained in detail in chapters 6.1 to 6-3. The window size was chosen to 

be 6 seconds or 6 22050 132300´ = samples for a 22050 Hz sample rate signal to be able to 

sufficiently remove short term fluctuations and still preserve the long term trend of the data such 

as shifts in the mean. With this metric a zero-mean estimate for each of the speech metrics can be 

determined. 

Figure 5-18 shows the computation of the Moving Average for the Word Rate metric and Figure 

5-19 shows the resulting Zero-Mean Word Rate metric. 

 

Figure 5-20 Word Rate Metric and Moving Average 
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Figure 5-21 Zero Mean Word Rate Metric 

The purpose behind this operation was to remove the mean shift of the extracted word rate 

sample. This becomes clearly visible in Figure 5-19 after the Moving Average Word Rate was 

subtracted from the raw Word Rate. Next the standard deviation was determined based on the 

Zero Mean for each metric. These two measures, the zero-mean standard deviation and mean of 

the raw input for each metric which was determined in batch mode provided the new basis for 

the membership functions.  

It should be mentioned here that with increasing effort for the determination of the appropriate 

membership functions the process becomes more and more involved and complex. In particular 
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estimated compared to the membership derivation process for the 2nd generation Fuzzy Logic 

Inference Engine.  
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6 Reliability Measure 

This chapter will explain the introduction and development of the reliability measure for this 

project. The intention behind this functionality is to introduce an additional output which is 

tagged to the Fatigue Quotient and quantifies the degree to which Fatigue Quotient can be 

considered reliable.  

6.1 Initial Motivation for a Reliability Measure 

The initial motivation to develop and attach a measure of reliability to the Fatigue Quotient arose 

from the attempt to create a Fuzzy Logic Inference Engine based on neural networks which could 

self-learn the inference rules. Unfortunately this proposed idea could not be pursued due to the 

fact that no empirical data or function to relate speech metrics to a numerical level of fatigue 

exists. Any data that would be used to train such a network would be highly artificial and 

therefore solely reflect the data creator’s subjective idea. Another consideration was that speech 

indicative of fatigue levels could be recorded for three distinct attention levels: alert, normal and 

fatigue. This means that based on empirical data only three links from the input to the output 

could be established that are reliable. However, to train a neural network many more stipulated 

data sets would be required. For this reason it was first considered to use Gaussian Mixture 

Clustering to detect and tag clusters or levels of alertness that could be related to inputs. This 

proved unpractical too because, even though the output would be clustered the input still 

wouldn’t be accurately “relatable” to the output. This led to the next thought that if the output 

can be segmented into clusters it should also be possible to distinguish when the output is 

belonging to a cluster or when it is an outlier. Gaussian mixture clustering initially seemed like a 

fantastic solution to identify these clusters. However, after some initial experiments two big 

disadvantages of this technique became evident with respect to this project: Gaussian Mixture 

Clustering requires the existence of distinct clusters in the output and prior knowledge about the 

number of clusters the data will be divided into. This assumption cannot be supported in this 

project since the output can technically assume an infinite number of values in the interval 

between zero and one. 
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This circumstance led to the next step in the development process and the Gaussian Mixture 

Clustering was substituted with a technique known as Time Series Analysis or also known as 

Technical Analysis in the world of finance. Time Series Analysis uses statistical measures to 

generate knowledge about the current state of a metric under test and forecast its behavior. 

Forecasting will not be pursued in this project though. The main goal to achieve with this 

function is to develop a means to estimate whether a change in the Fatigue Quotient is a 

temporary fluctuation or in other words an outlier.  

6.2 Derivation of the Reliability Measure 

First the nominal baseline standard deviation ns  of the Fatigue Quotient for an alert state of 

mind is determined. This constant value is found empirically through the evaluation of a 

processed speech sample from an alert speaker. Next the Fatigue Quotient’s moving average is 

found as  

 1 2....i i i i N
i

x x x x
N

m - - -+ +
=  (6.2.1) 

This value is updated for each new sample that is processed in the algorithm through a sliding 

window which moves along the data and is of length N . 

This moving average mean is then used to find is  which can be interpreted as a moving standard 

deviation. Standard deviation is defined as 
 

 ( )2

1

1 N

i N
i

x
N

s m
=

= -�  (6.2.2) 

where 
iNm is the sample mean and N the sample size. To compute the standard deviation as a 

moving window measure this equation either was expressed in a recursive form. Since at every 

time step i the window moves forward one sample and the sample mean 
iNm changes a little bit, 

the standard deviation is has to be recalculated for each time step. This also includes the sum  

 ( )2

1
i

N

i N
i

x m
=

-�  (6.2.3) 
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 in the argument which cannot be recursively changed, since inside the sum the difference for 

each element ( )
ii Nx m- changes as well (because of the new mean of the new time step window).  

The solution we are proposing bypasses this issue by assuming that with a sufficiently large 

moving window the moving average does not change rapidly. Thus the “inertia” of the moving 

average allows to approximate the difference ( )
ii Nx m- through ( )i ix m- and use the moving 

average functionality on the argument  ( )2

i ix m-  such that 
 

 ( )2

1

1
i

N

i i N
i

x
N

s m
=

= -�  (6.2.4) 

With the nominal baseline standard deviationns and the moving standard deviation 

approximation is readily available we can now compute   

 i i ns sD = -  (6.2.5) 

which is the difference between the moving standard deviation and the nominal baseline standard 

deviation.  The standard deviation difference is then normalized by the maximum value of 

specified range of past difference values to give a percentage of “Believability”  

 

 1 100
max( )

i

i
i

N

B
� �D

= - ´� �� �D� �
 (6.2.6) 

This value tends toward 100% when there is no difference between the nominal baseline 

standard deviation and the current standard deviation and towards 0 % when the difference is 

largest.  Furthermore, the baseline can be defined differently based on the desired outcome. If 

speech is examined with regards to alertness, the baseline should be taken from an alert speech 

signal to be able to detect how close the speaker is to an alert state of mind. For examination with 

regards to fatigue the baseline should be extracted from a fatigue speaker to be able estimate how 

likely it is that the speaker is truly fatigue. 
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6.3 Implementation of the Reliability Measure 

The next step for the reliability measure is the implementation of algorithm outlined in chapter 

6.2. For this purpose the algorithm was translated into Simulink (Figure 5-1) 

 

 

Figure 6-1 Overview of Reliability Measure in Simulink 

From observing Figure 6-1 one can see that the input to the algorithm is the Fatigue Quotient 

computed by the Fuzzy Logic Inference Engine. The first operation that is performed on it is to 

calculate the Moving Average of the Fatigue Quotient im. Since the moving average of any 

signal is essentially a filter which requires a predefined window of data the size of N  the output 

from the moving average filter is delayed by N samples. To neutralize this delay, for visualizing 

purposes in plots, the input is held / 2N samples as well through a Delay block. The Delay block 

runs in parallel to the Moving Average subsystem and delays the input such that im is aligned 

with the center of the input window for the Moving Average. The outputs of this subsystem are  

·  The predefined nominal standard deviation added and subtracted from the moving 

average: /i nm s+ -  
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·  The moving average of the Fatigue Quotient im 

·  The moving standard deviation which is also added and subtracted from the moving 

average /i im s+ -  

·  The Reliability Measure iB  

6.3.1 Moving Average  

Normally, in Matlab the moving average function is implemented through the filter function. 

This is not very efficient and a large performance increase can be achieved if the moving average 

calculation is implemented manually. To avoid using the filter function the moving average was 

implemented in recursive form which means that after the initial value for the moving average 

was determined all following values were computed through the equation  

 1 2....i i i i N
i

x x x x
N

m - - -+ +
=  (6.3.1) 

 1 1
1

i i N
i i

x x
N

m m + + -
+

-
= +  (6.3.2) 

In this way the computation is reduced to a very simple addition of the new value and the 

subtraction of the oldest in window of the moving average. The implementation of this Recursive 

Form Moving Average in Simulink is shown in the following Figure 

 

Figure 6-2 Recursive Form Moving Average Implementation in Simulink 
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6.4 Summary  

It should be noted at this point that a number of special conditions have to be taken into account 

here. 

1. The delay introduced to the Fatigue Quotient for each moving average calculation is only 

for plotting purposes.  

2. The Moving Standard Deviation is a modified version of the standard deviation. Again, 

the computational expense made it necessary to take advantage of a simplification which 

made it reasonable to assume that the mean inside the standard deviation calculation does 

not change strongly between two time steps. This circumstance allowed using the 

Recursive Form Moving Average as part of the moving standard deviation. 
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7 Speech Pre-Processor Testing 

In this chapter, the testing of the Speech Pre-Processor is discussed. The test procedure as well as 

the test signal is explained and the results are presented. The different behaviors for the 

implementations are explained along with the results. 

7.1 The Test Signal 

The test signal was a clean, noise free, recording which was read out from the book “The 

Alchemist” by Paolo Coelho. The passages were selected based on the amount of words they 

contained, with the intention to not exceed a duration of 65 seconds for the entire recording. To 

test the correct functionality of the algorithm the test signal was hyperarticulated. This ensured 

that the impact of unclear speech in the metric extraction process could be minimized. In 

particular the test signal emphasized the following metrics: speech duration, silence duration, 

word Production Rate, and Speech Intensity. Each passage was read out in manner so that only 

one metric was highlighted at a time. The following passages were read out: 

1. The roof had fallen in long ago  

2. He wanted to sleep a little longer, he thought.  

3. He arose and, taking up his crook, began to awaken the sheep that still slept. He had 

noticed that, as soon as he awoke, most of his animals also began to stir. It was as if 

some mysterious energy bound his life to that of the sheep, with whom he had spent the 

past two years, leading them through the countryside in search of food and water. 

4. But there were certain of them who took a bit longer to awaken. The boy prodded them, 

one by one, with his crook, calling each by name. He had always believed that the sheep 

were able to understand what he said. 
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The first of the four sections emphasized the speech duration and stretched out the words 

extensively, the second section emphasized the silence durations, the third section was spoken 

very fast to emphasize the word production rate and the last section was spoken very loudly so 

that the speech intensity metric would be emphasized. The numbers of each section above 

correspond to the same numbers in Figure 7-1. 

The speech was recorded with a Sony PCM-D50 portable stereo digital audio recorder at a 

sampling frequency of 44100 Hz and a 16 bit resolution. For this test the data was not resampled 

to a lower sampling frequency. The speech wave form and the segments containing the 

hyperarticulated speech are shown in Figure 7-1. 

 

Figure 7-1 Speech Waveform with hyperarticulated metrics 

7.2 Testing Parameters 
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the previous section. As previously stated these parameters were adjusted during the recording of 

the signal, so that the speech was hyperarticulated. A direct relation between the signal 

parameters Speech Duration speecht , Silence Duration gapt , Phrase Gap Duration _phrase gapt   and 

the input can be seen in Figure 7-2. The fourth metric under test, Word Production Rate, is the 

inverse of the Speech Duration. 

 

 

Figure 7-2 Duration of one word, one silence and one phrase gap 

The other set of testing parameters, which pertain to the algorithm, include the readjusted 

sampling frequency, the lowpass filter parameters, the fixed threshold for detecting the barcode 

speech signal, the debouncer hold sample time, the pattern design for detecting word beginnings 

and endings, the fixed threshold distinguishing between word and phrase gap and the choice of 

which algorithm should be used.  

For this test the speech signal was not resampled with the reason being that the test was 

performed in batch mode and real-time performance was not required yet. Both algorithms ran 

for a significantly longer time than the duration of the speech signal. This behavior was expected 

and accounted for in light of the fact that the goal of this test was to test the algorithms’ speech 

metric extraction capability. 
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The lowpass filter characteristics had been adjusted earlier in the development process and were 

set to be 15Hz cutoff and 5th order. These settings resulted in a very high roll off and narrow pass 

band for the filter which lead to a smoothed graph for the power signal. The fixed threshold was 

readjusted and set to a power value which was just slightly above the noise floor of the input 

signal to detect the crossing when speech is present.  

 

Figure 7-3 Speech Power Envelope and fixed threshold 

The application of the fixed threshold to the Speech Power Envelope is shown in Figure 7-3 

where a short segment from seconds 4 to 15 from the input signal in Figure 7-1 is shown. 

The Debouncer was also readjusted and set to 600 samples. Such a low value at a sampling 

frequency of 44.1 kHz is a good value but not very surprising considering the hyperarticulated 

sigal without any background noise. However, the interpretation of this low value is that since 

the speech signal is very clear only very few barcode speech signal oscillations were observed. 
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The word beginning and ending pattern as well as the fixed threshold for the distinction between 

word gaps and phrase gaps was not readjusted for this test and left at the initial values specified 

in chapter 3. 

It was focused on adjusting the algorithm so it produced the best results possible with respect to 

the speaker’s unique speech characteristics. With that being said, this study is at this point 

excluding any adaptive techniques to adjust the parameters automatically during execution. 

7.3 Test Results 

 

Figure 7-4 Test results from Matlab algoritm 
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Figure 7-4 shows the result for the test with the 2nd generation implementation of the algorithm. 

It can be clearly seen that the algorithm detected each region correctly and was able to visualize 

the changes in the speech metrics. As explained in detail in Chapter 4.3 the output for this test is 

generated on a per-word basis, which is also the reason why the high word production rate 

segment, which logically includes a lot of words, is longer than the other segments. Even though 

two of the metrics generated by the algorithm were not under test they still reflected the changes 

correctly. The words per phrase metric has large jump right after the high word production rate 

segment. The phrase gaps though do not show significant changes, but this was due to the long 

pauses between segments which were approximately the same after the first two segments. 

 

Figure 7-5 Test results from Simulink algorithm 
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The Simulink implementation of the algorithm was also able to discriminate the changes 

correctly (Figure 7-5). A number of differences are present in the results. First, the x-axis of 

these results indicates time and not words like the Matlab implementation. Considering this 

circumstance it becomes evident that Simulink held all outputs steady during the time when no 

new outputs were produced. This is also the reason why these graphs look like sample-and-hold 

outputs. Logically, since the speech and silence durations were excessively long these sections 

are the longest sections in these graphs. The word production rate is also detected correctly. Just 

like in the Matlab implementation the phrase gaps indicated the changes correctly even though 

this metric was not part of the test. The three largest spikes indicate the gaps between the 

segments and the excessive silence durations were also detected correctly. 

7.4 Discussion of the Results 

The results presented in this section are a good indication of the algorithm’s capability for 

extracting the presented speech metrics from a pre-recorded signal. However, it is important to 

acknowledge here that this is significantly easier for a hyperarticulated signal which in this form 

would probably never occur in reality. With that being said, these results should be considered a 

starting point for how the code performs under ideal situations with ideal tuning to one speaker. 

For example changes in the algorithms configuration parameters such as the threshold or 

debounce hold can easily change the amount of detected word to a false value. During the testing 

multiple values for the debounce part were used ranging from the initial value of 3000 to a value 

as low as 450. The decision to chose 600 came as the best compromise between the amount 

eliminated oscillations of word beginnings/endings and the amount of words or phonemes 

missed due to this elimination. This was especially difficult for the high word production rate 

segment, where the amount of fast spoken words and, as result amount of oscillations in the 

barcode signal, is much higher than in the previous two sections. This trial and error approach, 

which finally led to the best setting for this particular sample set of speech, can be regarded to as 

a stipulated input – output pair for test settings and results. Looking at it from this point of view 

leads to the next conclusion of using multiple input – output pairs in an adaptive approach to 

automatically adjust the settings of the algorithm to the speakers unique voicing characteristics. 
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In light of the fact that the deployed Fuzzy Logic inference engine (chapter 4) can be extended in 

future approaches to possess this capability makes this idea very interesting.  
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7.5 3rd Generation Speech Pre-Processor Testing 

Another test was conducted after the 3rd generation of the algorithm had been implemented to 

evaluate the updated Speech Pre-Processor. Among the new features to be evaluated were the 

hybrid code in Matlab/Simulink (3rd generation) as well as all six metrics. The algorithm was 

evaluated in simulation mode with a prerecorded sample signal. The test signal was a clean, 

noise free recording which was read out in three different, simulated alertness states: Fatigue, 

Normal and Alert. Based on the desired result the sections were read with varying intensity, 

word rate, speed and sentence length. The speech was recorded with the same Sony PCM-D50 

portable stereo digital audio recorder at a sampling frequency of 44100 Hz and a 16-bit 

resolution. This recording was then loaded into Matlab as a batch input signal to the simulation. 

In contrast to previous simulations conducted for the testing of this algorithm, this signal was not 

hyperarticulated to reflect a more realistic input scenario. The recorded signal with the different 

alertness passages is shown in Figure 7-6.  
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Figure 7-6 Speech Waveform with Simulated Fatigue States 

The first of the three sections simulates a fully alert speaker. The intensity and speed with which 

the speech is produced is high and reflects the manner a person speaks when he/she wants to be 

fully understood. This circumstance also propagates into the remaining metrics such as word 

production rate, which is high, and the word and silence durations (including phrase gaps), which 

are rather short. In the second, intermediate, section all these metrics are de-emphasized to 

simulate the speaking characteristics of a neither fully alert nor fully fatigued conductor. From 

observing Figure 7-6 one can see the immediate change from the first to the second section. The 

intensity is lower and less speech content is contained in this section as compared to the first one.  

The third section simulates a fully tired person who speaks with very low intensity and produces 

few words due to overwhelming fatigue. Again, comparing this section against the two previous 

sections highlights the changes the simulated speech signal underwent. 
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7.5.1 Testing Parameters 

The testing parameters for this analysis include all the parameters from previous test: Speech 

Duration speecht , Silence Duration gapt , Phrase Gap Duration _phrase gapt    plus three new metrics. 

The new metrics are the Words per Phrase, Word Production Rate and Intensity. The relations 

between five of the signal parameters and the input can be seen in Figure 7-7. As can be seen, the 

speech durations are measured for voiced sections while Silence Durations, the counterparts to 

the Speech Durations, are measured for unvoiced sections. A phrase gap can be considered an 

extended silence duration as shown on the right hand side of the Figure. Words per Phrase is the 

amount of words produced per time for one phrase phraset , Word Production Rate is the inverse of 

the Speech Duration and Intensity is a vertical metric which measures the power of the speech in 

voiced sections.  

 
Figure 7-7 Graphic Visualization of the Metrics under Test 

In general, it can be noted how the metrics mutually depend on each other and how one metric 

cannot be isolated from the rest. This is especially true for a higher order metric such as word 

production rate, which directly depends on the speech and silence durations.  
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The other set of testing parameters, which pertain to the algorithm, include the sampling 

frequency, which was set to 44100 Hz and 16 Bit resolution, and the low-pass filter parameters, 

set to 50Hz cutoff and 5th order, respectively. The de-bouncer hold sample time was set to 2000 

samples because the input speech was not hyperarticulated anymore and previous hold samples 

(600) would not suffice at 22050 Hz. A 2000 sample hold time equals 

1 2000
2000 0.0907

22050Fs
´ = = seconds (for a re-sampled frequency of 44100/2=22050 Hz). 

Finally, the pattern design for detecting word beginnings and word endings was implemented as  

Word onset pattern (read from right to left):   

 [ ]1 1 1 1 1 1 1 0 0 0 0 0 (7.5.1) 

Word offset pattern (read from right to left):  

 [ ]0 0 0 0 0 0 0 1 1 1 1 1 (7.5.2) 

  

And the threshold distinguishing a silence between words and a phrase gap was set to 1 second. 

7.6 Test Results and Discussion 

In Figure 7-8, the outputs from the speech pre-processor are shown. The plots show the extracted 

speech metrics from the recorded speech signal introduced in section 6.5 as they were detected 

by the algorithm. The x-axis indicates the time for all six subplots and the y-axes indicates the 

values of the metrics: speech duration in seconds, silence duration in seconds, word rate in words 

per unit time, phrase gap in seconds, words per phrase and, intensity levels. 
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Figure 7-8 - Test results from Simulink simulation 

From direct observation, each subplot indicates the progression of the speaker from alert to 

fatigue, through the changes exhibited in the metrics. The three examined sections of the test 

signal are divided at 31 seconds and 53 seconds as shown in Figure 7-6. The same limits apply in 

Figure 7-8 as well, indicated through the phrase gaps and the sudden changes in the metrics at 

those times respectively. The first metric, speech duration, is very low in the first section, 

indicating crisp and clear speech. However, in the second section there is a slight increase which 

further on leads to a strong increase in the third section, indicating strongly slurred speech. The 

same trend is exhibited for the silence duration and inversely exhibited for the word production 

rate, which decreases with increasing fatigue of the speaker. The fourth metric, phrase gaps (or 

extended silence durations), also occurs more frequently in the third section indicating the 

increasing fatigue. The fifth metric, words per phrase, is dependent on the extended silence 

durations and is therefore only updated every time these occur. Observation shows that after the 

first extended silence duration the words per phrase are at their highest level and continuously 

decrease with each following extended silence, another indicator of increasing fatigue. Finally, 
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the last metric, speech intensity, also decreases with each section indicating the same result, the 

fatigue of the speaker. 

7.7 Preliminary 2nd generation Fuzzy Inference Engine Testing 

When this test was conducted the development of the algorithm had progressed far enough that a 

functioning version of the 2nd generation Fuzzy Logic Inference Engine was available and could 

be used to conduct a preliminary test. Even though the focus of this test was on the 3rd 

generation Speech Preprocessor, the readily available outputs could be easily propagated further 

into the Inference Engine to observe the output.  

 
Figure 7-9 - Fatigue Quotient determined from the simulated signal 

Figure 7-9 shows the resulting output from the Fuzzy Logic Inference Engine. From observation 
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whereas the second section shows an intermediate state of fatigue. This is also indicated by the 

increase of the mean value of the output. Finally, the third section shows the highest level 

fatigue, which is also in accordance with the simulated speech signal. It should be noted here that 

the resulting Fatigue Quotient is not a smooth curve but rather exhibits oscillating behavior.  

7.8 Discussion 

The results presented here are a good indication of the proposed algorithm’s ability of extracting 

the selected speech metrics from a pre-recorded signal and relating them to a specific alertness 

level. During the testing, multiple values for the de-bounce part were used, ranging from the 

initial value of 3000 (0.1361 seconds) to a value as low as 450 (0.0204 seconds). The decision to 

choose 2000 (0.0907 seconds) came as the best compromise between the quantity of eliminated 

oscillations of word beginnings/endings and the quantity of words or phonemes missed due to 

this elimination. A 2000 sample hold is a low value at a sampling frequency of 44.1 kHz. 

However, the interpretation of this low value is that since the speech signal is noise-free and 

clear, only minor barcode speech signal oscillations were present. The emphasis relied on 

adjusting the algorithm so it produces the best results possible with respect to the speaker’s 

unique speech characteristics.  
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8 Data Acquisition on board a Locomotive Cabin  

As a part of this study a field test was conducted on board a Norfolk Southern Locomotive en 

route from Roanoke, VA to Crewe, VA. The train was not in service at the time of the test and 

the trip was mainly exploratory in nature. The purpose of the field test was to acquire as much 

(speech) data as possible and to acquire a thorough understanding of the operational scenarios 

during a regular train ride. 

8.1 Setup 

Since the purpose for this study was a) to acquire data and b) to understand the train operation 

testing equipment was taken aboard the train. This included  

·  A small, low cost microphone with a frequency response of 50 to 16000Hz  

·  A Sony PCM-D50 digital audio recorder with a maximum sampling frequency of 96kHz, 

24 bit per sample resolution and two built in electrets condenser microphones with a 

frequency response of 20 to 20000Hz. The recorder includes basic DSP features built into 

the hardware such as digital pitch control, a high pass filter (adjustable to 75 or 150 Hz) 

and a limiter, which prevents the signal from being saturated when unexpectedly high 

input sound pressure levels occur. 

·  A small tripod 

The equipment was setup so that both the speech signal from the train conductor as well as 

background noise in locomotive cabin could be recorded directly without having to make any 

changes to the physical setup. This was accomplished by attaching the small microphone to the 

conductor’s handset which he used during the train ride for communication with the dispatch. 

Figure 8-1 and 8-2. The microphone was connected to the digital audio recorder which would 

then be set to the external microphone input anytime it was desired to record the speech from the 

train conductor.  
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Figure 8-1 Train conductor handset used for communication with dispatch 

 

Figure 8-2 Conductor handset with small microphone attached to it 
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The small microphone was connected to a 3.5mm female-male extension cord, which allowed 

connecting it to the digital audio recorder which had been set up in the back of the locomotive 

cabin (Figure 8-3) 

 

Figure 8-3 Sony D50 digital audio recorder set up in the back of the locomotive cabin 

8.2 Setup Parameters 

Once the equipment was set up the recording level was adjusted to a fixed value so that 

saturation of the input would only occur in extreme cases. Since Sony’s recorder does not allow 

specifying the numerical value of the reference sound pressure, the dB value of the recording 

only provides a subjective estimate of the recording sound pressure level (SPL). The saturation 

level is not specified either but the device has indicators that light up when the maximum level of 

the possible range is reached. Based on this setup the recordings were made and the values of the 

different input sound pressure levels for different train operations were noted respectively. 

Unfortunately it was not possible to record the signal from the external microphone and the built-

in microphone simultaneously. Instead every 20 to 30 minutes the inputs to the recorder were 
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switched to record as much data as possible from both sources in as many as possible scenarios 

during the train ride. 

8.3 The Train Ride 

Prior to the train ride a few very informal interviews were conducted with some Norfolk 

Southern (NS) operating employees. The train left Roanoke before dusk and drove at a relatively 

slow speed until it reached a region which was outside the town of Roanoke where the speed was 

increased. The maximum speed the train reached during the ride was approximately 60 miles per 

hour. During the ride four persons were on board the train including the conductor and engineer 

who controlled the train, and another person from Norfolk Southern who supervised the entire 

train ride. Once the train left the town limits and operated in cruise mode, notes were taken about 

the times and modes of the speech that was communicated between the conductor and the 

dispatch, the train speed and the recording level. The purpose of this was to reach a state inside 

the cabin when a monotone environment, conducive to fatigue would be present and initial 

alertness at the beginning of the train ride had calmed down. One positive for this aspect of the 

study was the time of the day during which train ride took place which included sunset and is 

usually a fatigue inducing factor. 

8.4 Results 

The pre-departure interviews provided useful insight into the operation of trains, obstacles faced 

during on-duty hours and the perception of the fatigue problem amongst employees. Employees 

are well aware of the fact that night shifts, even if appropriate resting hours have been used 

before, are more difficult to pull through than day shifts. Every employee has an individual way 

of dealing with fatigue during on-duty hours and attempts to avoid it include common measures 

such as caffeine intake in form of coffee or even nicotine in form of chewing tobacco. Another 

important finding was the perception of this study amongst the group of employees as the target 

subjects. Initially employees perceived this study as potentially employment-threatening 

development of monitoring technology. During the interview and with increasing awareness of 

the potential benefit, but most importantly with assurance that this study does not have the goal 
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to monitor the speech content, the interview subjects became more interested and friendlier 

towards this study.  

During the train ride notes were taken about the operation of the train. They include the current 

sound track for the signal being recorded by the sound recorder, the type of input, the time on a 

track when speech or a specific train operation occurred, the speed of the train, the dB level of 

the speech/operation and a brief description. The notes are summarized in Table 2. 

Table 2 Summarized notes from locomotive ride 

Track Mic/Rec Speed 
[mph] 

Time 
[min] 

dB What 

6 Rec 40 6:30 -5 Slowing down to 30 mph for crossing 
6 Rec 40 8 -5 Accelerate again after crossing 
6 Rec 35 11:45 -10 Cruising, no speech 
6 Rec 50 14:25 -6 Talking in cab 
6 Rec 50 16:00 -2 Recorded movie, no speech 
7 Mic 50 0:50 -4 Cruising, talking in cab 
7 Mic 50 3:50 -5 Cruising, talking in cab 
7 Mic 50 5:30 -3 Begin monitoring, cruising 
7 Mic 50 6:14 -3 Incoming speech 
7 Mic 50 7:45 -3 Outgoing speech 
7 Mic 50 10:25 -3 Outgoing speech 
7 Mic 45 12:15 -5 Cruising, no speech 
7 Mic 45 14:25 -1 Incoming speech 
7 Mic 45 14:40 -5 Outgoing speech 
7 Mic 50 19:00 -5 Talking in cab 
7 Mic 45 22:00 -3 Outgoing speech 
8 Rec 45 0:00 -5 Talking in cab 
8 Rec 50 2:55 -4 Outgoing speech 
8 Rec 55 4:00 -2 Talking in cab 
8 Rec 50 6:15 -5 Outgoing speech 
8 Rec 50 6:00-10:00 -6 Talking in cab 
8 Rec 50 11:30 -3 Incoming Speech 
8 Rec 50 11:46 -3 Outgoing speech 
8 Rec 45 14:45 -7 Talking in cab 
8 Rec 40 15:10 -9 Outgoing speech 
8 Rec 40 15:50 -8 Talking in cab 
8 Rec 40 17:10 -10 Incoming speech 
8 Rec 45 19:20 -8 Outgoing speech 
8 Rec 45 21:30 -9 Incoming speech 
8 Rec 45 21:40 -9 Outgoing speech 
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8 Rec 45 23:15 -7 Sharp noise 
8 Rec 45 25:15 -8 Incoming speech 
8 Rec 45 25:55 -4 Outgoing speech 
8 Rec 45 27:23 -5 Cruising, no speech 
9 Mic 45 0:00 -3 Cruising, no speech 
9 Mic 45 3:55 -4 Incoming speech 
9 Mic 45 4:45 -4 Incoming speech 
9 Mic 45 4:55 -3 Outgoing speech 
9 Mic 50 8:00 -5 Outgoing speech 
9 Mic 50 9:00 -3 Talking in cab 
9 Mic 45 10:50 -7 Outgoing speech 
9 Mic 45 12:30 -4 Talking in cab 
9 Mic 45 13:00 -6 Outgoing speech 
9 Mic 45 14:00 -5 Incoming speech 
9 Mic 50 16:00 -5 Talking in cab 
9 Mic 45 18:40 -4 Outgoing speech 
9 Mic 50 21:00 -5 Talking in cab 
9 Mic 50 21:20 -9 Outgoing speech 
9 Mic 50 23:00 -5 Talking in cab 
9 Mic 60 26:40 -3 Outgoing speech 
9 Mic 60 29:30 -4 Outgoing speech 
9 Mic 60 30:50 -5 Outgoing speech 
9 Mic 60 32:36 -5 Incoming speech 
9 Mic 60 33:50 -4 Outgoing speech 
10 Rec 60 0:00 -8 Cruising, no speech 
10 Rec 60 3:50 -7 Outgoing speech 
10 Rec 60 5:50 -7 Incoming speech 
10 Rec 60 6:58 -6 Outgoing speech 
10 Rec 58 9:25 -8 Outgoing speech 
10 Rec 48 11:45 -7 Outgoing speech 
10 Rec 45 13:44 -8 Talking in cab 
10 Rec 45 14:00 -9 Incoming speech 
10 Rec 45 14:40 -7 Outgoing speech 
10 Rec 50 15:00 -3 Incoming speech 
10 Rec 60 17:00 -4 Talking in cab 
10 Rec 60 17:40 -3 Outgoing speech 
10 Rec 60 20:09 -4 Outgoing then incoming speech 
10 Rec 60 22:20 -5 Outgoing Speech 
10 Rec 60 23:15 -7 Incoming speech 
10 Rec 60 24:54 -6 Outgoing speech 
10 Rec 45 27:00 -8 Decelerating + incoming speech 
10 Rec 25 29:00 -14 Decelerating + outgoing speech 
10 Rec 25 31:00 -14 Incoming speech 
10 Rec 25 32:45 -12 Talk while passing another train 
10 Rec 25 34:00 -7 Outgoing + talking in cab 
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11 Mic 25 0:00 -8 Cruising, talking in cab 
11 Rec 33 4:12 -5 Talking in cab 
11 Mic 42 4:50 -5 Cruising 
11 Mic 22 9:04 -7 Incoming speech 
11 Mic 12 10:40 -12 Communication back and forth 
11 Mic 25 14:30 -7 Incoming speech 
11 Mic 5 21:00 -6 Communication 
11 Mic 0 22:30 -11 Halt to exit 

 

The second column from the left indicates which type of input was used for the sound recorder. 

As mentioned the input was alternated every approximately 20 minutes between the recorder 

microphones (Rec) and the external microphone (Mic) 

The ride in the locomotive cabin significantly increased the situational awareness about the 

speech production process during train operation and the associated background noise levels. It 

was noted that speech occurs more frequently when some event related to the tracks happens or a 

maneuver is announced. The nature of these events mandates aspeed which in turn leads to 

decreased background noise levels which is beneficial for the performance of the algorithm. 

Furthermore, the speech that is communicated between the conductor and dispatch is highly 

repetitive and consists of a small subset of words. This fact is important since it theoretically 

allows using techniques that tune the algorithm to perform the analysis based on this specific 

subset of words. 

8.5 Discussion of the Results 

The results obtained in this study are qualitative as well as quantitative in nature. The qualitative 

aspect of the results is the knowledge gained regarding the “speech infrastructure” in the 

locomotive cabin. This refers how speech is produced and how it varies throughout the train ride. 

Interestingly, the goal to experience the rather monotone situations during a train, which occur 

sometimes and are one of the contributing factors to fatigue during on duty hours, was achieved 

even though this presence of the study itself initially resulted in excitement and vivid periods of 

communication among the subjects present in the locomotive cabin. Another aspect of the 

qualitative results is the way the speech is produced. The communication between the dispatch 

and conductor often consists of short sentences or even only a few utterances that are sent back 
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and forth. This entails that most likely during periods of communication, long sentences and 

continuous speech won’t be present to perform the analysis on. Knowing this ahead of time will 

help constructing future algorithms in a manner capable of extracting relevant speech metrics 

from short utterances too. Naturally this leads to the next thought that an estimate of the pitch 

will be required to accomplish this task. 

Another idea that resulted from the data that was collected, was to also consider a decentralized 

implementation of this proposed algorithm The benefits of such an approach would be higher 

cost efficiency, less hardware alterations in locomotive cabins and as a result a scalable system at 

the dispatch location that does not require in-the-field ruggedness etc. This idea becomes more 

relevant with the thought in mind that communication will eventually shift from radio 

transmissions to digital transmissions of the speech signal which will further enhance the quality 

of the communicated signal. 

Background noise levels in the locomotive cabin were stationary in nature which is expected, 

considering the manner a train operates in. The main non-stationary component that was 

recorded was actually the speech signal and some signals the train produced. This fact allows 

considering noise cancellation techniques such as LMS or RLS filtering.  
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9 Fuzzy Logic Inference Engine Tuning and Testing 

This chapter is intended to summarize the tuning and testing phase for the 3rd generation Fuzzy 

Logic Inference Engine. At the end of this chapter a test with two independent subjects was 

completed which evaluated the capabilities of the algorithm. 

9.1 Motivation 

The motivation for this step of the project was to identify weaknesses in the design of the 2nd 

generation Fuzzy Logic Inference Engine and to adjust the membership functions to better 

recognize and relate the inputs to a discrete fatigue state. Furthermore, another topic addressed 

through this study was to conduct a study with multiple subjects. In addition to the above 

mentioned reason this round of tests also took advantage of the increased knowledge about the 

speech, the relationships between the speech metrics and the improved functionality of the 

Speech Pre-Processor, the Fuzzy Logic Inference Engine and the Reliability Measure. 

9.2 Test Setup 

The test was conducted with two lab mates who provided the speech samples. Each test subject 

made two recordings, one at a fully alert state and one in the evening after a full day of work. 

The recordings were made with the same Sony PCM-D50 portable stereo digital audio recorder 

that was used in previous tests. The sampling frequency was 44100 Hz and the resolution was 16 

bit. The recording was made at a high quality so that in processing stage the samples could be 

resampled to fit any lower requirement as well. An overview of the hardware used for this test is 

shown in Figure 9-1 
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Figure 9-1 Hardware Setup for Recordings 

The test setup included the Sony PCM-D50 portable stereo digital audio recorder, a stand it was 

mounted on, a remote control and the power supply. To enable the test subjects to speak as 

normally as possible the remote control was attached to the recorder so that it could be operated 

without supervision. This way the test subjects could be left alone and the impact of feeling 

observed could be minimized.  

Each subject was given a copy of Alice’s Adventures in Wonderland by Lewis Carroll and read 

from the text for 600 seconds. Even though 600 seconds was not analyzed this length provided 

the reader the opportunity to adjust and relax the reading style to his normal state.    
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9.3 Tuning & Testing 

.Once all the recordings were made the actual tuning of the algorithm began. For this purpose the 

speech samples had to be resampled to 22050 Hz sampling frequency and reduced from stereo to 

mono sound since the algorithm works on this type of audio and was adjusted to run on 22050 

Hz. With this in mind the first 50 seconds of each sample were dismissed to eliminate issues 

associated with a speaker who is excited or experiencing some kind of placebo effect from 

believing he is tired or alert. The second 50 seconds were extracted and processed in the Speech 

Pre-Processor. In this section of chapter 9 it will be demonstrated for one speaker in great detail 

how processing contributes to the tuning. For the second speaker only the final result will be 

presented since the tuning process is exactly the same. 

In the first processing step the speech sample was loaded into Matlab’s Workspace and run 

through the Speech Pre-Processor. After the first processing stage the power signal was 

inspected to find out what noise-floor removal threshold would be useful. 

 

Figure 9-2 Low Pass Filtered Power Signal Pk 
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After zooming in into Figure 9-2 one could identify that a power level of 41 10-´ would be a good 

threshold to remove the noise floor (see Figure 9-3) 

 

Figure 9-3 Zoomed section of Figure 9-2 

After the application of this threshold the resulting power signal looked as shown in Figure 9-4. 

After this was accomplished it was determined whether the Adaptive Threshold of the system is 

appropriate in magnitude. The magnitude of the threshold was found in the algorithm by 

computing the moving average of the input (power signal Pk) and scaling by a factor of 0.1. The 

result of this together with the Adaptive Threshold is shown in Figure 9-5. At this stage it was 

determined that the threshold was working correctly too. 
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Figure 9-4 Power Signal after Noise Floor Removal 

 

Figure 9-5 Zoomed in Power Signal + Threshhold 
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Through the application of the Adaptive Threshold the barcode signal Bk was found. This is 

shown in Figure 9-6 where the adaptive threshold clearly defines the boundaries of the barcode 

signal anytime it crosses the power signal kP . 

 

Figure 9-6 Zoomed Power Signal + Threshold + Barcode 
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in Figure 9-8. 
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Figure 9-7 Barcode Bk and its debounced version 
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Figure 9-8 Speech Metrics Extracted from Barcode Signal 

Figure 9-8 shows the correctly extracted metrics from the previous signal. It should be noted here 

that some of the metrics such as the speech duration or words per phrase are scaled values of the 

actual measure. They are scaled to reflect a specific state of mind which is representative of the 

alertness state and the difference to the opposite state is what will make the actual difference in 

the final processing step. With the computed metrics the next step, which is most important in 

the tuning process, was begun. For each of the metrics that were extracted (Figure 9-8) the Mean 

and Standard Deviation were determined based on the alert and the fatigue state speech sample. 

These numbers were then used to fine tune the Fuzzy Inference Engine’s membership functions 

to reflect the low, normal and high states for each metric. Since the membership functions were 

Gaussian the statistical measures could directly be translated into parameters of the membership 

functions. The general structure and rules of the Fuzzy Inference Engine remained untouched 
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though. After this had been completed both speech samples were again run through the algorithm 

and led to the following results.  

 

 

Figure 9-9 Fatigue Quotient in Fatigue State 
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Figure 9-10 Fatigue Quotient in Alert State 

The two distinct fatigue states were clearly detected for test subject number 1. Figure 9-9 shows 

a mildly fatigued person where the average of the Fatigue Quotient hovers around approximately 

0.5 to 06. Compared to Figure 9-10 where the average of the Fatigue Quotient is around 0.1 to 

0.2 which indicates an alert speaker.  
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appear to be a correlation between the standard deviation of the Fatigue Quotient and the 

Believability iB . 

 

 

Figure 9-11 Fatigue Quotient plus Reliability Metrics - Alert 
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Figure 9-12 Reliability Measure for FQ being Alert 

After the alert speech signal had been processed we ran the fatigue speech signal through the 

combined algorithm as well to have a comparison of outputs. The result is shown in Figure 9-13 

where the Fatigue Quotient for the signal is shown overlaid with the components required for the 

Reliability Measure components.  
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Figure 9-13 Fatigue Quotient plus Reliability Metrics - Fatigue 

0 10 20 30 40 50 60
-0.2

0

0.2

0.4

0.6

0.8

1

1.2

F
at

ig
ue

 Q
uo

tie
nt

Time [sec]

 

 

Raw Fatigue Quotient
Moving Average FQ

Nominal Alert StD

Nominal Alert StD

Running Fatigue StD
Running Fatigue StD



 

 138

 

Figure 9-14 Reliabiliy Measure for FQ being Fatigue 

Figure 9-14 shows the Reliability Measure for the fatigue input signal and as expected it exhibits 

a much lower believability for the signal being an alert signal. The lower believability is due to a 

larger standard deviation of the high Fatigue Quotient which leads to a large difference to 

nominal baseline standard deviation (from an alert speaker’s Fatigue Quotient). The difference 

returns lower probability in turn. The strong dip at 40 seconds highlights this observation, but 

also the general trend downwards, other than the section between seconds 25 to 35 shows this 

trend. It should be noted here that the linear rise and parabolic dip at the beginning is a reflection 

of the behavior of the initialization phase for the metrics. 

The same test as described above was also conducted for the second test subject. The results for 

this are shown in Figures 9-15 to 9-18. 
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Figure 9-15 Fatigue Quotient plus Reliability Metrics – Alert 

Figure 9-15 shows the low Fatigue Quotient with its average hovering in the 0.2 range with a 

rather high believability indicating that the detected the Fatigue Quotient is reflecting an alert 

status of mind with a high believability (Figure 9-16) 
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Figure 9-16 Reliabiliy Measure for FQ being Alert 
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Figure 9-17 Fatigue Quotient plus Reliability Metrics – Fatigue 

In Figure 9-17 the Fatigue Quotient for the second speaker after a day of work is shown it can be 

clearly seen how his speech patterns have shifted towards reflecting a less alert state than in 

Figure 9-15. The average of this speaker hovers around 0.5 and indicates he is mildly tired. 

Figure 9-18 shows the Reliability Measure associated with this result. Even though the 

Believability didn’t not clearly indicate that the detected attention status was untrue it still 

provided cues to identify that the Fatigue Quotient was not fully believable with respect to the 

established goal (to indicate how believable it is that the speaker is alert). This is especially 

evident towards the end after 35 seconds when the overall trend of the Believability is 

decreasing. 
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Figure 9-18 Reliabiliy Measure for FQ being Fatigue 

9.4 Summary 

A test with two independent subjects, was successfully conducted. It was shown how tuning and 

testing for this algorithm is performed and a routine to standardize the tuning process was 

developed. The routine was completed multiple times for each speaker when any parameter was 

changed in the algorithm. This way the influence of parameter changes onto the extracted speech 

metrics could be observed and also be incorporated into the rule base. The developed test routine 

could be used for any test subject, test signal, batch mode and real-time mode. Furthermore, it 

was shown how the Reliability Measure works. All of the tests shown in this section were 

conducted in batch mode with signals that were previously recorded.  
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10 Rapid Prototyping 

An important part of this study is the feasibility of detecting alertness from speech signals and 

the related capability to deploy the code on an inexpensive hardware platform. Two platforms 

were considered for this part of the project. This chapter explains each platform, the attempts to 

prototype the code in order to run it on each of the platforms and the obstacles faced during the 

process. 

10.1 The Framework for Rapid Prototyping 

It is clear that each subsequent generation of the Speech Pre-Processor outperformed the 

previous ones in terms of efficiency and behavioral characteristics, as described in chapter 3. 

Nevertheless, when it comes to real-time implementation the Matlab algorithm (2nd generation) 

has the severe disadvantage that hardware support is only marginal in the Matlab environment, 

whereas in Simulink a multitude of options exist to generate real-time code from models. Among 

other reasons which are mentioned in section 3.4, this was an important factor why the 3rd 

generation implementation was attempted after the 2nd generation had already proven successful.   

So the basic idea for the prototype was to take the 3rd generation Matlab/Simulink  Speech Pre-

Processor implementation, add the Fuzzy Logic Inference Engine to the Simulink model and 

modify it to run in real time as part of a framework constructed in Simulink. The Simulink 

framework would then provide the interface with the Input/Output hardware as well as the rapid 

prototyping capability for the hardware targets under consideration.  

The two options that were considered in this study were: 

1. Analog Devices ADSP-BF537 EZ Kit Lite with the Target Support Package 

toolbox 

2.  Real-Time Target Machine with xPC Target   

The two hardware solutions are fundamentally different and the second solution was only 

considered after attempts to deploy the code on the Analog Devices EZ-Kite Lite remained 

unsuccessful.  
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10.2 Modification of the Code for Real-Time 

.As already mentioned the 3rd generation of the Speech Pre-Processor had been developed with 

the intention in mind to have a real-time deployable version. Additionally, the Fuzzy Logic 

Inference Engine, for which the development process was explained in chapter 4, had to be 

coupled with the Speech Pre-Processor together with the Reliability Measure described in 

chapter 5. 

In order to create a real-time capable implementation of the code, all three parts had to be 

combined in Simulink. Since specific attention had been paid to this goal during the development 

process this was not a very difficult task.  

An overview of this implementation is shown Figure 10-1 

 

Figure 10-1 Overview of real-time implementation 

10.2.1 Implementation of the Fuzzy Logic Inference Engine in Simulink 

The next step in the new code was the implementation of the Fuzzy Logic Alertness Inference 

Engine in Simulink. The inference engine was developed platform independent with the help of 

the Fuzzy Logic toolbox. The result was a fuzzy inference system (FIS) file which could be used 

in either Matlab or Simulink. In Matlab the implementation utilized the evalfis command which 

performs the specified fuzzy operations on an input vector. Much more interesting though was 

the result of importing the fuzzy inference system into Simulink. Simulink evaluates fuzzy 

inference systems with the help of the Fuzzy Controller block. Even though the Fuzzy Controller 
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block appears to be a black box system the look under mask command in Simulink reveals that 

the fuzzy inference system had been fully translated into Simulink using only native blocks 

(Figure 10-2). Figure 10-2 contains the major functions of the Fuzzy Logic Inference Engine 

including the Input Membership Functions for each metric, the Rule Base, the Defuzzification 

and Firing Strength subsystems. To make the diagram more readable a part of the Fuzzy Rule 

Base was cut off and omitted in Figure 10-2. 

 Looking at the model one can observe that the input signal, a 6x1 vector, is first decomposed 

into its elements respectively and fed into 6 different subsystems. These subsystems contain the 

membership functions (Figure 10-3) for each metric and determine the degree of membership of 

each input to the respective set. After this step, the output from the membership subsystem is 

propagated to the rules where the weight, antecedent and consequent of each rule are applied. 

After the implication process is complete the outputs of all the rules are aggregated and finally 

de-fuzzified. The process is exactly the same as the theoretical one described earlier. 
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Figure 10-2 Fuzzy Logic Inference Engine in Simulink 
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Figure 10-3 Membership function subsystem of Fuzzy Controller 

 

10.3 Analog Devices ADSP-BF537 EZ Kit Lite with Target Support Package 

The first attempt to deploy the real-time system on a hardware platform was undertaken with the 

intention to use the Analog Devices ADSP-BF-537 EZ Kit Lite evaluation board. This platform 

is supplied by Analog Devices to evaluate the ADSP-BF537 Blackfin processor. The processor is 

a 600Mhz CPU with integrated DSP functionality and 132 KB of on on-chip memory running at 

(600 Mhz) and 64MB of external flash memory. The board has rich set of system peripherals 

including a  IEEE 802.3 10/100 Ethernet MAC, CAN 2.0B, RS232 and USB connector. The 

board is shown in Figure 10-2. 
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Figure 10-4 Analog Devices ADSP BF-537 EZ Kit Lite 

 

The board comes with Analog Devices’ Visual DSP++ 5.0 software which is the Integrated 

Development Environment (Third-Party IDE) of the board through which C-code is deployed 

onto the hardware. Since this project’s goal was not to handwrite C-code, Real-Time Workshop 

was used together with the Matlab toolboxes Embedded IDE Link and Target Support Package 

to generate C-code for the board. The Mathworks advertise this as an out-of-the-box solution for 

rapid prototyping on embedded hardware which does not require the developer to write low-level 

drivers and run-time code in C. A schematic overview of the deployment process for algorithms 

developed in Simulink is shown in Figure 10-5. 
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Figure 10-5 Schematic on how to deploy Simulink code on the Analog Devices board 

10.3.1 Code deployment onto the Analog Devices ADSP-BF537 board 

To implement the 3rd generation algorithm on the aforementioned board it had to be tailored to 

run on the target. The first step that had to be taken for this process was to further modify the 

Simulink model to be able to use the board as a Real-Time Workshop target and also use the 

boards Input/Output (IO) interfaces. Target Support Package offers a number of blocks to 

accomplish this. First a Target Preference block was used to specify the target within Simulink. 

This block carries the hardware information about the board that is required for Real-Time 

Workshop to generate the appropriate C-code and call Visual DSP++ after the code generation 

process. Next, the capability to acquire data from the board’s microphone input was 

implemented through the BF537 ADC block. This block contains the information RTW needs to 

collect frame-based data from the ADC module on board. Since a single channel was enough for 

the operation of this algorithm the second channel was terminated. The frame size was set to 64 

samples but was unbuffered again right after the acquisition prior to the processing on the board. 

Even though frame based is recommended in DSP applications for performance reasons it was 

decided to set the frame size to one sample at this stage of the process since the code had been 

developed for sample-based processing. Other DSP settings that were changed to accommodate 

the algorithm were the solver setting for the type and solver mode (fixed and discrete), the 

tasking mode was also changed to single tasking. These settings are recommended by The 
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Mathworks to improve the performance of DSP algorithms and can be implemented at once 

using the command dspstartup in the Matlab command line. Figure 10-6 shows all the 

modifications to the algorithm 

 

Figure 10-6 ADSP BF537 modified hybrid algorithm 

With this setup the algorithm was ready to be build for deployment. 

10.3.2 Pitfalls with the ADSP-BF537 EZ Kit Lite 

Unfortunately the above approach was not successful. This was due to a number of 

circumstances which mostly turned out to be rooted in problems with the development and 

implementation of C-Code for embedded hardware. The way Real-Time Workshop works is that 

it generates C-code which is then sent to the third-party IDE which then provides the means to 

deploy the code onto the hardware platform. Even though this appears to be a complete solution 

for rapid prototyping of code, it requires thorough C programming skills in order to modify 

parameters of the algorithm with respect to the hardware platform. The main problem that was 

encountered here was the lacking support for Simulink’s External Mode. In external mode, the 

Real-Time Workshop software establishes a communication link between a model running on an 

external hardware platform and the model in the Simulink environment. This allows the two 

separate systems, the host and the target, to communicate and control the Simulink settings of the 

model running on the hardware platform from the Simulink implementation on the host machine. 

This Simulink feature is extremely useful since it enables parameter modification in real-time 

code without having to stop the target first before a change is implemented.  
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10.3.2.1 Alternative Code Execution Monitoring Options 

One alternative that is provided by the The Mathworks is Simulink’s Processor in the Loop (PIL) 

mode. In PIL mode the Simulink model is deployed on the board and runs as part of a model on 

the host machine. This means that at every time step in the simulation data is sent from the host 

to the target, then the target performs the processing operations and sends the data back to the 

host. This is useful for processes which are not required to run continuously as it only allows 

checking the correct the computation but excludes the possibility to monitor the behavior of the 

algorithm in real-time. 

Another alternative, offered by Analog Devices, is Background Telemetry Channel (BTC) which 

in theory allows monitoring variables in the code during runtime. To use this feature, variables in 

the C-code in the Visual DSP++ IDE have to be declared as BTC channels and then be added to 

the BTC memory viewer. The implementation of this feature turned out to be more difficult than 

expected since the code generated by Real-Time Workshop is scattered over multiple files which 

makes it very difficult to implement a handwritten function in the machine generated code. For 

example Real-Time Workshop creates custom classes of data types when generating C-code 

from the Simulink model. However, Visual DSP++ is only capable of using certain default data 

types for its BTC feature.  

A third alternative that was considered was transmitting data through Ethernet or RS232 to the 

host computer. This would have required the implementation of this capability in the Simulink 

model first before being able to use it on the board The problem here is that Target Support 

package a) does not support these functions for the Analog Devices Board at all and b) only 

offers a generic version of the feature, as it is the case for the TCP/IP connection for example. 

This means that when this feature is used with the board, the drivers for accessing the hardware 

controllers for this specific function won’t be generated automatically too. The only option left 

then is to combine the Real-Time Workshop generated code with template code provided by 

Visual DSP++. However, this would result in the same problems encountered with the BTC 

implementation. 
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10.4 Real-Time Target Machine with xPC Target  

.The second approach to rapid prototype the algorithm was undertaken with xPC Target and a 

generic Real-Time Target Machine. The generic hardware platform used for this prototpe is very 

similar to a regular personal computer. The system that was used for this study runs on an Intel 

Pentium 4 1.6 GHz CPU and has 1 GB of DDR Ram. What distinguishes it from a personal 

computer though is the PCI-DAS1602/16 data acquisition module from Measurement 

Computing and the fact that it does not run with a Windows operating system. Apart from that, 

this system is in no way superior to a normal personal computer (Figure 10-7). This convenient 

circumstance of xPC Target is particularly useful since it allows increasing the computational 

power for instances when a functional aspect of the algorithm either cannot be omitted or further 

simplified. 

 

Figure 10-7 Generic real-time target machine 

The hardware is targeted through the Simulink toolbox xPC Target. xPC Target also generates 

code through Real-Time Workshop and compiles and links it to run on the targets real-time 

operating system. The major benefit of this approach is that xPC Target offers out-of-the-box 

monitoring and testing possibilities through the periphery that is available on any PC platform. 

Interestingly, this approach is not bound to this specific hardware solution but can be extended to 
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any PC, PC/104, PC104+, CompactPCI, industrial PC, and single-board computer as long as it is 

equipped with some sort of data acquisition module.  

 

For this hardware platform the model did not have to be changed much. The only change that 

was necessary was to change the input block to the analog input for the PCI-DAS1602 16 data 

acquisition card (Figure 10-8) as well as to add two Target Scope blocks to output data. One of 

the Target Scopes is set up to show the Fatigue Quotient Moving Average, Nominal Standard 

Deviation, and Moving Standard Deviation and the second scope outputs the Reliability 

Measure.  
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Figure 10-8 Overview of Algorithm for xPC Target 

Voiced speech of a typical male covers a range of approximately 300 to 3500  

Hz and has a fundamental frequency of 0 120f Hz= [67]. To properly sample this signal the 

Nyquist-Shannnon sampling theorem has to be fulfilled. It states that the sampling rate has to be 

at least twice the highest frequency in the signal being recorded to avoid aliasing. To meet this 

criterion and keep the sampling frequency at a minimum to reduce the amount of data which is 

acquired the sampling frequency was set to 7000Hz. Once the code was deployed on the target, 

the Simulink mode was changed to External Mode which allowed changing parameters of the 
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algorithm while it was being run on the target machine. This very efficient way of evaluating the 

algorithm was used extensively for the tuning of the code during testing. On the target machine 

the algorithm outputs Fatigue Quotient Moving Average, Nominal Standard Deviation, and 

Moving Standard Deviation continuously and updates it every 1/7000=0.00014286 seconds. This 

is a resampled version of the initial 22050 Hz at which the algorithm was evaluated in batch 

mode. Another measure that was taken to improve the performance was to downsample the 

output data by a factor of 50 prior to sending it to the Target Scope. The resulting Target Scope 

is shown in Figure 10-9.  

 

Figure 10-9 xPC Target scope output 

The upper part of the scope shows information about the target machine and as already 

mentioned indicates that the base sample time is 0.00014286 seconds. Another important 

measure that is shown there is the average Task Execution Time (TET). This value is an average 

of the measured CPU times, in seconds, to run the model equations and display outputs during 

each sample interval. It has to be lower than the sampling time to be able to execute the code 
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faster than speech is acquired. As the name already indicates this is only the average TET. An 

unexpected process delay can significantly affect the behavior of the code and complicate the 

computation to the extent that this number is exceeded.  

The middle plot is showing the following signals: 

·  Moving Average of the Fatigue Quotient im (green #12) 

·  Moving Average of the Fatigue Quotient plus/minus the nominal baseline standard 

deviation /i nm s+ - (cyan #18 / yellow #17 ) 

·  Moving Average of the Fatigue Quotient plus/minus the moving standard deviation 

/i im s+ - (purple #16 / blue #15) 

The bottom plot is showing the Reliability Measure iB (yellow #13) 
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11 Real-Time Algorithm Testing 

In this chapter, the testing of the final real-time implemented model is discussed. The tests run on 

the algorithm are explained and the results are presented.  

11.1 Real-Time Deployment 

For the real-time test and tuning of the final implementation in real-time the xPC Target 

prototyping environment and the generic real-time machine were used. All tests were performed 

in real-time with spontaneous speech produced by a test subject. 

11.1.1 Test Setup 

The setup for this test is based on the previously explained xPC Target implementation of the 

algorithm. However, a number of additional hardware components were required to perform this 

test. These included 

·  One single channel Brüel & Kjaer Nexus Conditioning Amplifier 

·  One Brüel & Kjaer 4189 ½ inch free-field microphone 

·  One Brüel & Kjaer 2669 ½ inch Microphone preamplifier 

·  One BNC 16 channel connector box BNC-16SE 

·  One host computer with Matlab/Simulink 

·  One target monitor for the real-time target 

This hardware was combined together to record the speech signal and input it into the xPC target 

machine. The microphone (Figure 11-1) which recorded the signal was connected to the 

preamplifier (Figure 11-2), which was connected to the B&K conditioning amplifier (Figure 11-

3) through a BNC cable.  
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Figure 11-1 Brüel & Kjaer 4189 ½ inch free-field microphone 

 

Figure 11-2 Brüel & Kjaer 2669 ½ inch Microphone preamplifier 
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Figure 11-3 Brüel & Kjaer Nexus Conditioning Amplif ier 

 

 

The conditioning amplifier was adjusted to create a voltage of 3.16 volts per pascal sound 

pressure recorded by the microphone. The amplifier was then connected to the first channel of 

the BNC connector box (Figure 11-4) which was connected to the data acquisition module 

(Figure 11-5) in real-time target machine.  

 

Figure 11-4 16 Channel Measurement Computing BNC connector box 
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Figure 11-5 Measurement Computing PCI-DAS1602/16 data acquisition module 

The real-time target was connected to the host machine through an Ethernet crossover cable.  

Additionally a monitor was connected to the Speedgoat target to display the target scopes during 

the real-time simulation. Figure 11-6 shows an overview of the system with all components. 
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Figure 11-6 Full Prototype Environment Overview 

 

11.1.2 Fuzzy Logic Inference Engine Modifications 

To provide this test with a more solid basis and reduce sources of error, the same tuning 

procedure as described in chapter 9 was performed. The speech signal for this tuning stage was 

also acquired with the exact same equipment as the system intended for real-time deployment. 

The tuning procedure included the determination of the threshold value for the Noise Floor 

Removal subsystem, the Hit value of the Debouncer (since the sample rate had been adjusted to 

7000Hz) and most importantly the adjustment of the mean and standard deviation of the 

Gaussian membership functions of the Fuzzy Logic Inference Engine. The first two parameters 

are hardware (microphone and data acquisition sampling rate) dependent parameters and only 

require adjustment when the hardware changes. The last parameter though is speaker dependent 
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and requires tuning every time a new speaker is examined. This is a limitation of the algorithm 

and was not developed to be adaptive since it would have exceeded the scope of this project.  

After this tuning phase all parameters were adjusted to the speaker’s voice and the analysis could 

be started.  

11.1.3 Test procedure 

To establish a testing procedure, as far as possible for speech, first a text passage from Alice’s 

Adventures in Wonderland by Lewis Carroll was chosen to be the reference signal:  

Alice opened the door and found that it led into a small passage, not much larger than a rat-

hole: she knelt down and looked along the passage into the loveliest garden you ever saw. How 

she longed to get out of that dark hall, and wander about among those beds of bright flowers and 

those cool fountains, but she could not even get her head through the doorway; 'and even if my 

head would go through,' thought poor Alice, 'it would be of very little use without my shoulders. 

Oh, how I wish I could shut up like a telescope! I think I could, if I only know how to begin.' For, 

you see, so many out-of-the-way things had happened lately, that Alice had begun to think that 

very few things indeed were really impossible. 

After the algorithm was deployed on the target machine this text was read out in such a way that 

it mimicked different alertness states. The idea behind this was to have a signal which has the 

same content, same language and same sound for every test. It has been observed that persons 

who try to test the prototype frequently attempt to make noises, count or speak differently than 

they usually do due to hesitance to provide speech samples, especially when others observe them 

doing so. Ideally the speaker should not have to mimic his alertness state but would be actually at 

a specified level of alertness and could evaluate the algorithm. Since there is no readily available 

golden measure for alertness it was decided to manufacture speech associated with a target 

alertness state based on published data and empirical knowledge describing the effects of 

alertness and fatigue on speech patterns. 

 

Since the algorithm was continuously running in the background another objective was to 

evaluate the long term behavior of the code. During the execution of the algorithm the output 
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was continuously displayed on the target monitor. The code requires a short start up phase in 

which the buffers and delays are initialized which is shown in Figure 11-7. 

 

 

Figure 11-7 Initialization of real-time implementation of the algorithm 

This start up phase is mainly due to the delay function implemented through the closed form 

moving average which requires N (window length of the moving average) samples before it is 

fully ready to operate. While this is happening naturally the other outputs including the 

Reliability Measure (shown in the lower plot in Figure 11-7) are also not displaying correct 

values. Since no speech was produced after the initialization phase the Fatigue Quotient Moving 

Average was a flat line and the difference between the nominal baseline standard deviation and 

moving standard deviation was maximal. Per definition of the Reliability Measure in chapter 6 

this resulted in zero Believability iB (6.2.6) as shown in Figure 11-7. 
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After the algorithm was fully initialized the actual testing phase began. At first speech which was 

mimicking the extreme case of fully fatigue was simulated. The changes that were mimicked 

were decreased word production rate, lower speech intensity, and slurred speech. However, 

particular attention was paid to not hyperarticulate the speech. This lead to the following output 

on the target monitor 

 

Figure 11-8 Fatigue output with low realibility 

Figure 11-8 shows how the mimicked fatigue signal produced a high Fatigue Quotient (upper 

plot indicating a fatigue speaker) with very high Moving Standard Deviation (representative of a 

fatigue speaker as well) which led to a large difference to the Nominal Standard Deviation 

(derived from an alert speaker). Therefore the resulting Reliability Measure was also low. All 

three conclusions were exactly the expected results: when the speech was mimicking a fatigue 

speaker the upper plot indicated high fatigue and the Believability (to be alert) was low. 
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The next test was to switch the input speech to exhibit signs of an alert speaker. This meant that 

the Speech Intensity was increased, the Word Production Rate was accelerated and that the 

speech was cleared up (to not be slurry anymore). The change was immediately recognized by 

the algorithm and the outputs began to shift towards indicating an alert speaker which is shown 

in Figure 11-9 

 

Figure 11-9 Alert output with high reliability 

As Figure 11-9 shows the analysis of the input speech here results in a low Fatigue Quotient 

indicating that the speaker is alert (upper plot). At the same the Reliability Measure which 

indicates the “trueness” of the output to indicate Alert went up to 80-100% (lower plot). This can 

also be seen in the upper plot where the Moving Standard Deviation is almost overlapping with 

the Nominal Standard Deviation. 

Since the input is continuous the outputs are continuous as well. This means that outputs on the 

target scope can assume an infinite number of states between fully fatigue and fully alert. In 

another test, the speech signal was switched from Alert to Fatigue midspeech and the algorithms 
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response was monitored to see how it behaves and how the state transition affects the output. The 

result is shown in Figure 11-10 

 

Figure 11-10 Alertness state transition from Alert to Fatigue 

Figure 11-10 shows the transition of the states from Alert to Fatigue. As shown the upper plot, 

which indicates how the Fatigue Quotient increases gradually. In the lower plot it is shown how 

the Reliability Measure shifts downwards indicating decreasing believability of the output. 

As already mentioned none of these tests was carried out with hyperarticulated speech. Instead, 

speech was produced in a “casual” manner to more closely resemble natural speech. 

The observations that were made showed a clear recognition of changes in the speech pattern. 

The closer the speech signal was to one of the extremes – fully alert or fatigue – the closer the 

moving average of the Fatigue Quotient go towards zero or one respectively. 

  



 

 166

12 Conclusions and Future Work 

This chapter gives an overview of the work that was completed together with obstacles which 

were faced and discusses some questions that came up during the development process. An 

overview for future work that can be conducted on this project is given at the end together with a 

conclusion. 

12.1 Engineering Contributions 

A driver assistance system to estimate fatigue from speech has been developed. It runs in real-

time, does not interpret the speech signal, is unobtrusive and uses low-cost hardware. Signal 

processing techniques were used to process the speech signal and Fuzzy Logic was used to 

compute the final Fatigue Quotient output. Time series analysis at the backend provided a 

reliability measure. The proof of concept provided with this study shows that other possibilities 

than work scheduling and eye movement monitoring exist and can be utilized to detect and 

quantify fatigue. 

The Speech Pre-Processor calculates the power of the speech signal, applies an adaptive 

threshold, discriminates between segments where speech is present/not present, debounces the 

resulting barcode signal and estimates a set of 6 speech metrics (speech/silence duration, word 

rate, speech intensity, gap between phrase, words per phrase). The Fuzzy Logic Inference Engine 

uses the speech metrics to derive a conclusion about the alertness state through empirically 

derived membership functions from validation tests. The Reliability Measure at the backend 

computes moving statistical measures to eliminate short term fluctuations in the output and 

estimates the Believability comparing actual outputs to predefined baseline standards. 

Validation tests which were conducted confirmed the correct functionality of the Speech Pre-

Processor in both batch mode and real time,  the Fuzzy Logic Inference Engine when adjusted to 

the speaker and the Reliability Measure. 
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12.2 Conclusion 

This study intended to establish the feasibility of using speech as an indicator for the presence 

and the level of fatigue. This is not an easy task due to the fact that speech is highly random and 

unique for every person. When it comes to speech related algorithms error rates for machines are 

often more than an order of magnitude greater than those of humans [68] when estimating the 

alertness of a test subject. The goal, to show that the approach presented here can work, has been 

accomplished and a framework for processing speech to draw conclusions about the alertness 

level of the subject under test has been established. Furthermore, a metric to quantify the level of 

reliability for the output has been developed as well and was implemented. With sufficient 

tuning and testing it was possible to improve the algorithm’s functionality to perform the task it 

was designed for. The proof of concept was established and evaluated under a number of 

conditions for various test subjects.  

A lot of the work which was done in this study can be regarded as the composition of established 

knowledge to create a novel approach for the problem of estimating the alertness of a train 

conductor. On this path a lot of empirical research was conducted in this study such as the 

derivation of the rule base as well as the membership functions and most of the tuning of the 

DSP algorithm. The quality of this work improved steadily with increasing knowledge of the 

mechanism of speech production. This happened gradually over the course of this project and it 

was very challenging to learn on how many different levels a seemingly very minor change or 

discovery can affect processing stages much further down in the algorithm. A very good example 

here is the affect sampling frequency can have on the accuracy of the outputs of the Fuzzy Logic 

Inference Engine. Interestingly, Fuzzy Logic can easily accommodate arbitrary, non-linear inputs 

as long as the inference process is adjusted to be able to work with it 

During the development process a number of obstacles were faced. The biggest and most time 

consuming was the deployment of the code on the first hardware solution (Analog Devices DSP 

board). A factor which contributed to failure of the first hardware solution was the fact that C-

code generated for this platform was highly inefficient. The automatically generated code 

included so many dependencies and complex functions that manually modifying the code was 

beyond the scope of this project and would have required an electrical engineer background.  
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This led to the unsuccessful outcome of this part of the project but instead paved the road for the 

second approach on xPC Target, which finally led to success. 

A problem encountered in the real-time testing phase was that the algorithm’s TET would fail to 

be sufficient at times. This was due to the fact that the target machine was not able to process at a 

sufficiently high enough rate. The TET was quite a significant issue but was sufficiently resolved 

as the knowledge about the algorithm and how to program it was gained through 

experimentation. 

Another huge challenge associated with this project was its cross-disciplinary nature involving 

fields engineering, psychology and physiology, such as digital signal processing, Fuzzy Logic, 

brain functions during speech production, vocal tract changes during speech production, sleep 

and its recovering effects, rapid prototyping on embedded hardware. 

This circumstance entails two important conclusions 

1. The techniques that were used for the challenges in each of the above named fields are 

fairly basic. This was necessary to ensure the overall progress toward the stated objective. 

2. The vast variety of peripheral fields provides a lot of potential for further improvement of 

this algorithm. A prime example for this was the redesigned statistical analysis and Fuzzy 

Logic Inference Engine that was developed for the real-time test of the hybrid model.  

Examples for other fields include modeling the vocal tract speech production process to improve 

the word extraction, including frequency domain operations in the speech analysis process, 

implementing adaptive techniques into the Fuzzy Logic Inference Engine, remodeling the 

algorithm in C-code to again deploy it on other hardware platforms etc.  

Many other possibilities exist to intensify the research in every single one of the above outlined 

fields respectively.  

12.3 Future Work 

Oftentimes when this work was presented at conferences and presentations the two most 

reoccurring questions were 

1. How does this algorithm adjust to different speakers? 
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2. How do you intent to make this work in noisy environments? 

These are valid questions and indicate that the major path future work should focus on is 

extending the versatility of this solution. The two most important fields where this change is 

proposed are versatility in terms of the subject under test as well as the environment in which the 

operation is taking place. Algorithmic improvements which address these issues were 

implemented over the course of the study. As it becomes evident from reading this document 

changes which respond to this question have been implemented are 

·  The power threshold in the Speech Pre-Processor was changed to be adaptive and 

therefore does not require adjustment anymore. 

·  Training the Fuzzy Logic Inference Engine has been standardized and a quick procedure 

to accomplish for each speaker has been established as explained in chapter 9. 

·  In general the adjustment procedure for each speaker has been standardized which also 

includes the Noise Removal Subsystem. 

·  The system was evaluated with a total of three different speakers and was tested 

successfully. 

ANFIS was investigated and was ruled out as a possible technique to adaptively adjust the FL 

Inference Engine. However, other than ANFIS other options are still present that can be utilized 

for adaptive techniques. Ideally, the Fuzzy Logic Inference will be able to identify characteristics 

pertaining to the speech metrics of a speaker and adjust the membership functions autonomously 

in the future. 

 

The second question is centered on the performance in noisy environments. As explained in the 

literature review a number of solutions exist for this problem, but not all of them can be 

implemented for this study. For example, acoustic beamforming is a great way to reduce noise in 

signals but requires an array of microphones to point a beam into the direction of the speaker. 

Another consideration is that techniques such as LMS and RLS adaptive filtering or 

Computational Auditory Scene Analysis algorithms are readily available as off-the-shelf 

solutions. It was determined that since noise cancellation is not the focus of this project and 

solutions exist it should not be further pursued. The topic of noise cancellation is immensely 
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complex by itself and therefore opens up a whole new field in this project which is not intended 

to be investigated as part of this research effort. 
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