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Deep Learning Based Proteomic Language Modelling for in-silico
Protein Generation

Nitin Kesavan Nair

(ABSTRACT)

A protein is a biopolymer of amino acids that encodes a particular function. Given that
there are 20 amino acids possible at each site, even a short protein of 100 amino acids has
20190 possible variants, making it unrealistic to evaluate all possible sequences in sequence
level space. This search space could be reduced by considering the fact that billions of years
of evolution exerting a constant pressure has left us with only a small subset of protein
sequences that carry out particular cellular functions. The portion of amino acid space
occupied by actual proteins found in nature is therefore much smaller than that which is
possible [24]. By examining related proteins that share a conserved function and common
evolutionary history (heretofore referred to as protein families), it is possible to identify
common motifs that are shared. Examination of these motifs allows us to characterize
protein families in greater depth and even generate new “in silico” proteins that are not
found in nature, but exhibit properties of a particular protein family. Using novel deep
learning approaches and leveraging the large volume of genomic data that is now available
due to high-throughput DNA sequencing, it is now possible to examine protein families in
a scale and resolution that has never before been possible. By using this abundance of data
to learn high dimensional representations of amino acids sequences, in this work, we show
that it is possible to generate novel sequences from a particular protein family. Such a deep
sequential model-based approach has great value for bioinformatics and biotechnological

applications due to its rapid sampling abilities.



Deep Learning Based Proteomic Language Modelling for in-silico
Protein Generation

Nitin Kesavan Nair

(GENERAL AUDIENCE ABSTRACT)

Proteins are one of the most important functional biological elements. These are composed
of amino acids which link together to form different shapes which might encode a particular
function. These proteins may act independently or might form “complexes” to have a partic-
ular function. Therefore, understanding them is of utmost importance. Due to the fact that
there are 20 amino acids even a protein sequence fragment of length 5 can have more than
3 million different combinations. Given, that proteins are generally 1000 amino acids long,
looking at all the possibilities is next to impossible. In this work, by leveraging the “deep
learning” paradigm and the vast amount of data available, we try to model these proteins
and generate new proteins belonging to a specific “protein family.” This approach has great

value for bioinformatics and biotechnological applications due to its rapid sampling abilities.
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Proteins are biopolymers composed of amino acids. These amino acids have different elec-
trochemical properties due to which changing even one amino acid in the protein could result
in a different resultant protein structure which may affect its original function. Proteins in
both prokaryotic and eukaryotic systems play a wide range of functions. This may range
from translation to transportation of materials. Therefore, understanding them is of utmost
importance. Due to the decrease in the cost of DNA sequencing and the rise in its through-
put, it is now possible to look at the world in a resolution that up until recently has been
impossible. This abundance of data makes it possible to use the deep learning paradigms
which have shown great promise in computer vision and NLP. The data-driven paradigm
helps avoid the need to find good protein candidates in the protein sequence space. This is

0% possible variants, making it

necessary as even a short protein of 100 amino acids has 2
unrealistic to evaluate all possible sequences in protein sequence space. Also, due to the fact
that evolution has been acting on these sequences, only a subset of these combinations in the
‘sequence space’ would even be viable given the multiple external factors that it encounters
[24].

But producing such de novo biological sequences are extremely desirable due to its numerous

applications. For example, due to the fact that proteins are key catalysts in biological reac-
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tions, the ability to generate new genes or proteins belonging to a known class would have
variety of applications in numerous fields like enzymology, industrial methods, and medicine.
Indeed, various methods do exist currently which helps generate such novel protein [4] (this
method won a nobel prize for its contribution). This work, focuses on using generative ma-
chine learning models to produce novel biological sequence variants; the advantage of these
approaches is that they leverage the large amount of research that has been performed in
recent decades to develop deep learning models, which are effective at capturing complex
patterns that may elude detection using manual curation or traditional bioinformatic meth-
ods. Several approaches have recently used generative machine learning methods to generate
DNA sequences that bind to protein [19], sequences that contain splice sites or known reg-
ulatory motifs [29], and even antibodies [45]. In this work, by examining related proteins
that share a conserved function and common evolutionary history (heretofore referred to
as protein families), I show that it is possible to identify common motifs that are shared.
This enables the deep learning model to generate “in silico” proteins that have not yet been
found in nature, and provides useful benchmarking that will inform future studies seeking

to generate novel biological sequences.

00 Dooooiooooo

In this work I:

o Build generative deep learning models, such as GPT and BERT, to generate complete
genomes at the nucleotide level. These efforts were useful in my initial efforts to build
generative machine learning models of biological sequences, but they were ultimately

not successful owing to the large size of genomes and their complexity.
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o I then moved on to design generative deep learning models of protein sequences, since
these datasets are substantially smaller. Here I built autoregressive models based on
RNNs and transformers to generate proteins belonging to a particular family. These
models were successful in generating biologically-feasible protein sequences, as illus-
trated by their successful inclusion in phylogenetic and homology-based analyses that

are typically used in bioinformatic protein analysis.

o Test if network embeddings of taxonomy could be used to generate protein sequences
from a particular phylum. This was successful in that proteins from a given bacterial

phylum could be successfully generated to an extent.

» FEvaluate the properties of the amino acid embeddings learnt. This analysis demon-
strated that the models successfully learned key properties of amino acids, as demon-
strated by their recapitulation of patterns observed in the well-known physiochemical

properties of amino acids.

« Evaluate the interpretability of attention-based models to understand common motif
generation. Through the visualization of attention around the common motifs (which
the model learnt to conserve highly like in the natural sequences) I revealed that local

information is mostly what the model uses to decide the amino acids in the motifs.
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Inspired by brain neurons, [52] put forward a computational model of the neuron. This soon
became the basis of various machines/classifiers like the [46]. Although it was shown to not
have the ability to model non-linear functions (could only model linearly separable functions),
[46] later inspired a multi-layer version called the multi-layer perceptron which did have that
ability. In the past decade, owing to the leap in parallel computing capability, various deep
learning based networks have shown great promise in various fields like computer vision and
natural language processing. Various methodological innovations in the field such as transfer
learning have allowed wide spread usage of these networks due to them having learnt good
reusable representations. This scaling up of hardware resources and the data digested having
shown exceptional performance in CV and NLP has immense potential for use in unravelling

the mysteries in biology.

00 0000oooiol 4dooood

Sequence data is ubiquitous. Therefore, building models that will help us get an understand-
ing of their sequential compositionality is a priority. There exist multiple computational

models that vary drastically in their receptive field, the ease of training, reusability and the

4
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resources needed to train. In this work we focus on using deep learning based sequential

models. Such models allow us to avoid explicit feature engineering.

oot gdd

Leveraging the idea of parameter sharing, sequential models like RNNs are capable of mod-
elling sequences of varying lengths as they share the same parameters across time-steps.
They can also model very long sequences without taking the penalty of larger and larger
parameter sizes as they only keep a single state vector that updates itself as a representation
of the past. Although some networks like ones based on 1D convolutions can also apply
parameter sharing, the “recurrent” formulation allows for long range dependencies larger

than its counterparts.

R | (i > e (s > b | —>

t N

Input -fl X "] Ly 24| Iy Zy—1 Ty

Figure 2.1: RNN Unrolled with respect to time. U is the input-hidden weight matrix, W is
the hidden-hidden weight matrix and V is the hidden-output weight matrix
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The update equation of the RNN is given below.

he = f (Ux¢y + W 1) where, T is a non-linear function

0=V ht (2 1)
hevr = Why
Ninit = 0

Although hidden layers are initialized to zeros, other methods like random initialization and
so forth exist [59] which could better the performance of the RNN model. Care has to be
taken during training to avoid gradient explosion (proper gradient clipping) and vanishing
gradient problem. These issues are why better formulations of RNNs like the ones given

below are formulated.

oot boOod

Long Short Term Memory (LSTM) is a type of RNN designed to alleviate the long-term
dependency issues usually found in vanilla RNNs. It achieves so by using gating mechanisms
to allow information to pass through long paths without the gradient vanishing using the
cell state matrix. The LSTM uses multiple gates to decide to either conserve the data or
modify it. ‘Forget gate layer’ is used to decide what information in the cell state path is to
be forgotten (f;). The ‘input gate layer’(i¢), computes the new value that will be written
in the particular states that are to be rewritten which are determined by the new cell state
vector ét. The ‘output gate layer’ (o) along with the new cell state C; computed from ét

are then used to determine the hidden state.
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Figure 2.2: Vanilla LSTM (Source: [38])
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O O tanh O =P sy, Ct = 0(fe % Croy +ir % Cy)
I I l o hy = tanh(C}) = o
hu—q |
Ty
Figure 2.3: LSTM Update Equations
oioid o

Gated Recurrent Unit (GRU) is a variant of the LSTM which combine forget and input gates
as seen in LSTMs to a single “update gate”. This unit only merges the cell state and the

hidden state resulting in a simpler model with certain advantages as given below.

0 N o v

Generative Adversarial Networks (GANs) [12] are a class of generative models which are

trained in an ’adversarial’ manner. This means that the adversary (discriminator) is tasked



8 Qouuoid Ot fudootooao

2 =0 (W [he_1,24])
Tt =0 (W?’ : [ht—ls J?t])
he = tanh (W - [ry * hy_1, 4])

ht:(l—Zt)*ht—l +Zt*7lt

o |

Figure 2.4: GRU Update Equations (Source: [38])

with predicting if the input to it is ’fake’ or 'real’” while the ’generator’ keeps trying to
fool the discriminator by producing outputs as close as the 'real’ ones (thereby learning the

distribution of the target objects).

Oi0 000l Qoioibotodooo

QoD obogad

These RNNs if trained properly are considered to be turing-complete [50], due to which they
have an “unreasonable effectiveness” to generate any arbitrary “programs” [21]. Therefore,
they are an excellent candidate to generate proteins at the amino acid level as shown in
2.5. The goal of this model is to keep predicting the next amino acid, thereby learning the

“program” which could generate certain proteins.

Ooooio  DobOCooogdod

Although certain RNN based models theoretically should have excellent performance in

modelling long sequences, they fail to do so in practice [40]. Also, although transfer learning
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Figure 2.5: Char-RNN Architecture

paradigms have revolutionized the computer vision domains, RNN based works in NLP have
not been able to produce representations that are transferable. This has created a need to
introduce a class of model that is robust to train and more importantly has the ability to
scale/parallelize, which RNN-based models lag in inherently due to their design. Attention-
based models like transformers [56] allow exactly this while also allowing interpretability,
something early deep learning-based models did not have. Also, transformers due to the way
it is constructed is not tasked with encoding all of the information onto the hidden vector.

This allows it to learn and keep more unique features with ease.

The attention mechanism present in the transformer model is tasked with mapping a query
(Q) and a set of key-value pairs (K, V) to an output. These vectors once operated on as

shown in 2.2.

.
Attention(Q; K;V) = softmax(%ﬁ:) (2.2)
k
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Figure 2.6: Transformer Architecture (Source: Figure 1 [56])

oot bobo

Bidirectional Encoder Representations from Transformers (BERT) [8] is a language model
that is based on the transformer architecture as explained in Section 2.3.2. BERT, using the
“cloze task” [54], builds a model called masked language model (MLM). This MLM objective
in BERT allows it to condition words on both left and right context without indirectly
leaking the information. This task also allows for the multiple transformer encoders to
train well. Apart from MLM, BERT also has a next sentence prediction task it optimizes
for. These together allow for pretrained-BERT to perform well in task specific objectives

such as question answering, sentence pair classification, and sentence tagging with just one
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additional output layer achieving state-of-the-art models during the release of [8]. The
pretrained BERT model apart from its use in fine-grained tasks as mentioned above can
also be used as a way of getting contextualized word embeddings. Depending on the task,
different combinations of the hidden vectors along the path of the token can be used as the

contextual word embedding.

gt Ooooo

GPT-2 [43] is a language model trained by OpenAl. This model unlike BERT (Section 2.3.3)
uses just the transformer decoder blocks (BERT only uses the encoder block). GPT-2 unlike
BERT is an auto-regressive model (similar to RNNs) whose objective is to predict the next

token given just the left context.

Ooooio  Ooobodog

Vanilla transformers, although shown to work exceptionally well, are seriously restricting
with respect to pretraining from scratch due to their resource requirements. This is especially
true in cases where the sequences are long. This is due to the fact that self-attention
computation in the transformers is quadratic with respective to sequence length [56]. This
means that more efficient transformer implementations are needed. Reformers [26] are one
such efficient implementation. Reformer achieves this efficiency and performance through

the following steps:

o Better self-attention formulation

0 Local Self-Attention: This allows for reducing the asymptotic memory complexity

of the inner dot-product QKT from O(n?) to O(n I;) where n is the sequence
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length and l; is the chunk length.

0 LSH Self-Attention: Uses [3] to simulate global self-attention in an efficient man-
ner. This exploits the fact that the softmax applied to QKT only weighs few
‘value vectors’ with weights significantly larger than 0 for each ‘query vector’
Therefore computing over the keys with high cosine similarity with the query is

needed.

o Chunking feed-forward layers: The transfomer architecture generally has two feed-
forward (ff) layers following the self-attention layer. Here, the intermediate embedding
size of the ff layers is usually bigger than the hidden size of the model. Trading
memory for speed [26] employs chunking the linear layers computation processing only
one chunk at a time. This avoids having to store the whole intermediate tensor, thereby

drastically reducing the memory footprint.

« Reversible residual layers: Uses reversible residual layers from [11] which allows for
an implementation where storing in the activation of the forward pass is not needed,

thereby saving memory during training.

» Axial positional encodings: To avoid having to store large positional encoding matrices,

this positional encoding strategy stores it as two factorized embedding vectors.

Although the best efficient transformer implementation during this work’s implementation
was [26] recent works have shown better implementations like [57][53] and few have even

shown these linear transformer’s relationship to RNNs [23].
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The styleGAN model [22] improves the generator capability by having the ability to auto-
matically learn attributes at different levels of scale (fine to coarse grained). The generator

design proposed in [22] allows for better disentanglement of the latent factors of variations.

Latent z € Z Latent z € Z . Noise
Synthesis network g
Normalize Const 4x4x512

Mapping

Fully-connected

Conv 3%3
PixelNorm

4x4

| Uésamﬁle

[ Conv3x3 |

8x8

(a) Traditional (b) Style-based generator

Figure 2.7: styleGAN Generator Architecture (Source: Figure 1 [22])

Ooi0 0000 DOOooood

Neural networks learn to map the given inputs to the possible outputs. Therefore, when
trained using gradient-based methods a mathematical representation of the “cost” incurred
in predicting is needed. This is termed as the loss function. Various loss functions exist

given the job at hand. A few loss functions which are used in this work are discussed below.
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oot od

Mean squared error (MSE) measures squared L2 norm between the actual value and the

estimated value with respect to the parameters of the model.

10 O

This loss function allows us to measure the difference in the probability distribution over the

true label and the predicted probability by the model.

Ooi0 Oogifooood

The goal of the optimizer is to find the gradient of training samples with respect to the loss
(Section 2.4) computed. The gradients are calculated in an iterative fashion so as to find the
global optimum point in the non-convex loss landscape. The gradient computed here allows
for back-propagation [47] to minimize the loss of the neural network model. The selection of
the best optimizer for the task at hand is a tricky one. This is because the performance of
the optimizer, although task-aware, is also highly dependent on the hyperparameter selection

budget [5]. Various optimizers exist, a few of which are explained below.

ool doono

Adam [25] is a first-order gradient-based optimizer. This optimizer can be looked at as a
combination of RMSprop [55] and stochastic gradient descent with momentum [41]. This
optimizer allows for both fast changing weights of certain parameters and the more slow

changing weights of certain others to change accordingly to find the optimal weight. More
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importantly this optimizer compared to AdaGrad [9][35] and RMSprop [55] offered signif-
icantly lower training time. Although soon shown to be not robust [58], Adam fell out of
favor until various bugs like weight decay implementation bug [31] and update rule bug [44]
(allowing for optimal point convergance) were discovered. The performance of this optimizer

depends highly on the hyperparameter choice.

ool goood

The objective of this optimizer is to decouple the weight decay from the gradient-based
update in Adam [31]. Due to the fact that weights are changed adaptively, L2 regularization
formulation in Adam [25] leads to “weights with large historic parameter and/or gradient
amplitudes being regularized less”. Therefore, decoupling the weight decay from the gradient-

based update is needed. This is the major reason for the formulation of AdamW.

ool Ooboobd

This is a variant of Adam based on the infinity norm [25]. This optimizer is useful when

learning sparsely updated parameters like embeddings.

Oi0  00Ooombd tooodibood

The output of the models (neural language modeling task) give a distribution over the labels.
Therefore, it is necessary to select one from the multinomial distribution given. Depending
on the strategy of “selection”, the quality of the resultant output of the generative models

varies drastically.
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Qoo Ooood

In this method, a selection is made from the top ‘k’ probability values. The value ‘k’ is a

hyperparameter that has to found.

ooooit - Ooood

In this strategy called “nucleus sampling” (or top-p) the goal is to “sample from the dynamic
nucleus of tokens containing the vast majority of the probability mass” [17]. This allows for
omitting the tail end of the distribution. This strategy also allows for avoiding repetitive

loops usually found in text generation.

Qoo DOoOboinboogoo

This strategy is slightly different from the previous two. Here, the parameters needed for
selection strategy are learnt with the probability distribution. Gumbel-softmax can be looked
at as a differentiable formulation of argmax. Such a strategy means the objective performed

both at training and inference is as close as possible.
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In these experiments the goal was to see if it is possible to learn how to generate in-silico
complete genomes at the nucleotide sequence level. A selection of more than 500 complete
genomes of bacteria and archaea representing a broad phylogenetic range was obtained from
NCBI. These genomes were then run through Prodigal [18] to predict all the protein-coding
regions in the genomes. This information was used to tag the intergenic regions (start &
stop), gene regions (start & stop) as well as the whole genome region (start & stop) as shown
in Fig 3.1. These tags are custom tokens defined in the tokenizer as explained in Section

3.1.1.

Qoo Oooooottd

The nucleotide sequence has to be first converted to a list of integers for it to be used in
all the methods given below due to the way the loss function is defined. To achieve this,
a tokenizer is built using sentencepiece [28]. The unigram model [27] is used to create a
vocabulary of size 100. The tokenizer selects the best possible k-mers of various sizes in an
unsupervised fashion. The tokenizer is also configured with custom symbols which denote

the following:

17
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Figure 3.1: Sample pre-processed genome

Genome start and stop ('<genome>’, '</genome>")

Gene start and stop ('<gene>’, '</gene>’)

Intergenic region start and stop ('<inter>’, '</inter>")

The nucleotide sequences with the custom tags are given as input to the tokenizer, both
during the training of tokenizer and during the usage of the tokenizer in the experiments
described below. The locations of the tags are determined with Prodigal as explained in

Section 3.1.

0ooid ool

A GPT-2 model as explained in Section 2.3.4 is trained using the 'transformer-lm’ repository
Qoo o
0000D0000D0O000D0N). The specific model trained was the GPT-2 (small) which has 117M
parameters. The model specifically has a vocab size of 100, 12 layers, 768 as the embedding
size, 12 attention heads and 1024 as the casual mask size (therefore the max size of sequence

it can produce is limited to 1024). The model is trained with a batch size of 4 which is


https://github.com/lopuhin/transformer-lm/commit/fa3f529ff300a30cd984ea72a4e23b525b6e3f52
https://github.com/lopuhin/transformer-lm/commit/fa3f529ff300a30cd984ea72a4e23b525b6e3f52
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definitely not ideal. The goal of the model is simple which is to predict the next token given

the past tokens. The input to the model are genomes pre-processed to look like Fig 3.1.

ool bobo

A BERT model as explained in Section 2.3.3 is used to model the complete genomes at
the nucleotide level. The source code used to train the model can be found at OUOOOOO
0000000000bO0bObb0bo0bo0boobonobobbobo0bo0bonbonbobooboobonbonhobooboobono
U0UD00DO0EOO. The data tagged like as shown in Fig 3.1 is split into lines that are 512 tokens
long. The model is trained with a vocabulary size of 100, 12 layers, 768 as the embedding

size, 12 attention heads and with gelu [16] as the activation function.

Qoooio - gooooodd

In this experiment a nucleotide sequence is converted to an image of resolution 256x256.
This is achieved by mapping every nucleotide single-letter [6] present in the data (complete
genomes obtained from NCBI) to a color. The mapping of nucleotide single-letter to a color
is done as shown in Fig 3.2. During the sequence to image conversion, alternate lines are
flipped so that the spatial closeness is preserved. These images are used to build a syleGAN
model [22].

Oi0  DoO00ooOd bodit ioobooog

In these experiments, the goal is to generate amino acid sequences of DNA-directed RNA
polymerase ’subunit (RNApol). RNA polymerase is a protein complex that is active during

the process of transcription. Its structural and functional properties are studied extensively


https://github.com/yoheikikuta/bert-japanese/commit/613c376feb8d102585cd8a3609d02ce41a02cbbd
https://github.com/yoheikikuta/bert-japanese/commit/613c376feb8d102585cd8a3609d02ce41a02cbbd
https://github.com/yoheikikuta/bert-japanese/commit/613c376feb8d102585cd8a3609d02ce41a02cbbd
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Figure 3.2: Codon to Color Mapping

across the three domains of life. Due to its function it is conserved pretty well allowing it
to be used as a good candidate to construct phylogenetic trees. This allows us to study
the relationship between different species. It also allows us to analyze the phylogenetic
relationships between the proteins coming from the models (synthetic proteins) and those
coming from nature. The models described below are written in PyTorch from scratch. The
data is served using dataloaders which preprocess "*.faa’ files during use, negating the need

to keep the entire preprocessed corpora in memory.

00000 4Jooo oodoooo

The goal of this dynamic programming based sampling strategy is to make sure that we
create a dataset that is comprised of protein sequences which are taxonomic-ally diverse. In
order to achieve that we start with a large set of protein sequences coming from a particular
family (COG0086). This is the large dataset from which we want to create a diverse subset.

To achieve this we first start with creating a tree using the GTDB taxonomic information [39]
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of all the protein sequences present. The tree described thus contains nodes which are GTDB
taxonomic terms and has a corresponding count (number of occurrences of the term in the
whole dataset). Each depth level in the tree corresponds to a particular taxonomic rank,
starting from ‘Domain’ (root of the tree). This tree is then used to pick samples which have
a high taxonomic diversity (number of GTDB terms in the child node) and samples which
have low occurrence (sampling without replacement). This ensures that no one taxonomic

rank dominates the dataset.

000D Oo0ooottd

As explained in Section 3.1.1 the deep learning models need an integer representation of the
sequence for training. In the experiments described below, amino acids or combinations of
amino acids along with custom symbols as described below counting up to 29/50 different
tokens are considered vocabulary. This is obtained in an unsupervised manner by training

a unigram model [27] using sentencepiece [28].

000D OO0Cfooboobo toooboog

Two different strategies were used to evaluate whether the proteins produced were biologically
realistic (i.e. can be considered a member of the protein family). First, proteins were
compared to the NCBI RefSeq [37] database to identify sequence similarity with reference
proteins. This comparison is done using blastp [2] which is one of the most widely used
bioinformatics tools, and is considered the ’gold standard’ for protein-protein comparison.
In this analysis, a high score (greater than 50) and low E-Value (less than 10 2) are
considered to represent biologically meaningful relationships.

Secondly, synthetic proteins were evaluated by including them in a phylogenetic tree [10]
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together with reference proteins. In this analysis, proteins are considered biologically realistic
if they are interspersed with real proteins in the tree. Unrealistic sequences would form a

distinct long branch away from real sequences.

0o0id  oododod

The objective of this experiment is to generate RNApol one token at a time (this could be an
amino acid or a combination of amino acids) using the charRNN model architecture shown
in Fig 2.5. The data is sampled using the approach described in Section 3.2.1 to create a
taxonomically diverse dataset. This diverse dataset is split into train/test/validation with
0.8/0.1/0.1 size ratio, respectively. Various RNN-based PyTorch models as mentioned in 2.2
are trained using this dataset. The best performing model out of this is then selected for
further analysis. The goal of the RNN-based model (4 fully connected layer) is to learn
a probability distribution over the tokens for the next token given all the tokens in the
past (learns a distribution over the vocabulary given the past tokens). This is achieved by
minimizing the cross-entropy betweeen the predicted labels and the ground truth (one-hot
vector).

This distribution is used to pick a token during generation. A temperature parameter is used
to adjust the uniqueness of the sampled token [1]. The optimal temperature value is found
by trial and error. The generation process starts with a seed value. This seed value is then
used to predict the next token. The hidden vector at this stange is passed onto the next
time step as this alone contains all the necessary information of the past. The prediction is
terminated when a "stop codon” is encountered.

This process is repeated multiple times to produce several proteins. These proteins along
with the naturally occuring proteins are aligned together using ClustalW [51]. Once these

multiple sequence alignements are found, fasttree [42] is used to create the approximately
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maximum-likelihood trees (phylogenetic trees). The synthetic sequences are also run through
blastp [32] to get sequence-specific scores. These scores are then used to determine the quality

of the proteins generated.

Qoo Doootodgooboo

In this experiment, the prediction of the next amino acid is conditioned on the embedding of
the phylum that sequence belongs to. Before we explain how this conditioning is achieved, it
is important to first explain the procedure to generate taxonomic embeddings. The phylum
embeddings are generated using Node2Vec [14]. This is obtained by first building a directed
tree from the GTDB taxonomy [39] where the first two children correspond to the Archaea
and Bacteria domains. The rest of the taxonomy is added in such a way that every level
of the graph corresponds to a taxonomic rank, where the first level corresponds to domain
and the last corresponds to genus. This graph is given as input to node2vec to obtain an
embedding vector for every ontology term (Onto2Vec). The exploration and exploitation
parameters (p and q) are adjusted along with the walk length. The optimal values are found
by trial and error. Using this, a Node2Vec model is trained. The model checkpoint with
the best validation accuracy is picked as the model from which the taxonomic embeddings
are extracted. The resultant node embeddings in 2 dimensions (achieved through UMAP)
is shown in Fig 3.3. The top left cluster corresponds to all Archaea-related taxonomy terms
and the other, all Bacteria-related taxonomy terms. The network embeddings of phylum
terms are used along with the sequence information to obtain the probability distribution of

the next token over the vocabulary as shown in Fig 3.4.
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UMAP Plot of Onto2Vec

# Domain

Phylum

Class

Figure 3.3: UMAP plot of network embeddings of GTDB terms found using Node2Vec
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Figure 3.4: Char-RNN-taxo Architecture

OooiD  DobblOOooobuo

Gumbel-Max trick [15][33] provides a way to interpolate between discrete one-hot-encoded
categorical distributions and continuous categorical densities as shown in Fig 3.5. In this
experiment a gumbel-softmax [20] is used to simulate the selection of a token. The rest of
the architecture is exactly like the plain char-RNN architecture as explained in 3.2.4. This
formulation allows for making both the training and evaluation phase more similar than the
above experiments. The parameter is found in multiple ways such as starting from a large

tau value followed by annealing and making tau a parameter that is learnable.

00000 Ooiboooo

In this experiment, tokens are predicted one at a time through the use of an auto-regressive
model based on reformers [26]. Here, a model which is 6 layers deep with 4 attention heads

is trained. The model has a dimension size of 256 except for the embedding vectors which
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Figure 3.5: Gumbel-Softmax distribution (Source: Figure 1 [20])

are of length 128. The bucket size and number of hashes are 64 and 6 respectively. The

position encoding method chosen is axial position encoding. The model is trained with a

causal mask so that the model can only attend to tokens in the past, thus bringing in a sense

of direction.
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The efficacy of generating complete genomes was not up to mark. The individual experiments
performed had varying levels of success. These are enumerated in the sections below. One of
the major challenges faced in all the experiments below were resource limitations due to the
fact that self-attention used in vanilla transformers is quadratic with sequence length (the
average length of sequences was 2k) [56]. This meant that lower batch sizes had to be used,

which reduced the chance of finding the optimal loss/minima within reasonable time.

gt Ooooo

Using the transformer decoding layers (GPT-2) had the best success of the complete genome
experiments conducted. This model was able to understand the simple structure of in-
terspersed intergenic and gene-coding regions. A sample output generated by the model
showing such structure is shown in Figure 4.1. But, unfortunately the gene-coding regions
generated by the model didn’t produce relevant protein coding genes when evaluated on

BLASTn. The loss of the model is still decreasing and is now at 2.98.

27
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<genome><inter>CCACTGTTCGATCCGAGTCGCCCTCACCGGTGCGGGGCCGATGCTACAATTGGGGCCG
</inter><gene>ATGCTCGCATTCCTGCTCGCGTTGGCGCTCGTTGCCCTCGTTCTCACCGACGCCGACGC
CTCCTCGGCCGGAGCCCGGAAGACCCGCGCATCCGATGTGTCGGTGGCCCAGGCGGTCCTCGACCGCCGGGAG
GATCTGGTCGAGGCCGTGGCCCTGATGCGCGGCACCGACGCACCGAAGGAGCCCCGCGCCCGCCAGCGCATCG
AGAGGCCGGGACGCTCGCGGAGGCGCAGGTCCAGCTCTCCGAGGTGGAGCGCCGGCTCCAGGAGGAGCTGGAG
CGCCGCCGGCGCGACGAGGAGGAGCGGGGCACCCGCGCGCTCCTCGCCGAGCTCGCGCCGGTCGATCGGCTCG
ATCGCTTCGACGAGGACGAGGGCCTCACGCCGGAGCTCCGGGCGAGCGCGCTCGAGGATCTGCGCAGGCAGAT
CCTGATGGACTCGGACGACCACGACCCGCGGCGTCAGTTCCAGGCCGGGATCTTCAAGGAGCTCGTGTTCCAC
GAGGTCGGCCCGCTCGGGAAGCTCGCCGCGAGGCTCGAGGAGTCGGCCCGCGCGACCGGCGTCCCGCGCTCGG
CGCTGGGCTCGGGCGCCGTCTCCGGCGTCGTCCTCTTCCTGGGCGTCCTCGCGGTCGGCGTGGCCGGCGGGTA
CCTGATCCGTTCTCCCGGCAAGGCGGCCGCCATCGCGAGGAGGGTCGCTCTCATCGGCGTCGTCGTCCTCGCG
CTCACGATGATCTACCGGCTCGCCCCGTCGTCGGACGATCCCGAGCTCGTCGACGAGGTCGCCGGCGCCGAGA
CGATCGGCTCCACGGATCGGAACGTGCCCTCGGCCCGCTCGGTGCTCGAGCTCCTGCGGGTCCGGGAAGCCCG
CGCGGAGCTCACGGAGGGCGATGAGGTCTCGGGGGAGGCCGTCGAGCTCGCGCTCGACAAGGTGAACGACGAG
CTCTCCGCGGGAAACGCCATGCTCCTGCGCAGCGCCCGCGCCTCGCTCACCTCCGTCGATCTGCGCTCCGGCG
ACGTCGAGAGCGGCGCGTCCATCGCCGTCGCGATGGAGGCGCAGGCCGAGAAGCAGCGGATCAACGAGGATCT
CCGGAAGATCCGGCAGATCGGGGGCAGCGGCGAGGACGTCACCAAGAGCGCCATGGATCAGGTGAGCGAGCTG
AACAAGATGTCGGTGACGGCGCCGACGATCCGGGTCATCGTGCACATGGTCGAGAACACCATCCGCACGCTCA
ACAGCCGCACGACGGCCGCCTCCCTCACCGAGATCCGGTCGAGCGCCGCGGGAGACGGCCGCAAGGCCGCCAA
CATCCTCGAGGTCTTCGCGGACGTCACCCGCAATGCGGTGAAATCGACCGAGGCCAAGGCCCGCATCGCCCAG
GTGCAGCTCGATCTCACCCGGTCCATCCGCGGCCTGATCGAGGCGGTGACGATCAACGCCGCCTCCGAGCACA
CCAACGTCACCAGGCAGATCGCCGCCGGTGCCGCCTCGGCCAAGGAAGCGGCCGAGGAGGTCGGCAAGGCGGT
CGCGGGCATCGGGGAGACCGTCACCAAGGTGGAGGAGGACAGCCGCCTCGCCGACGAGATCGCTGCGATGAAC
CGGCAGGTGCCGGGCGCCAACCACGGGCAGATCGTCTACACCCTGGTCCAGCAGATCCAGCGCGCCTCGTCCG
ACGCGGCCCGGCTCCTGGCGGAGGTGCGGGCGAACGCCGTCGACGCCACGCCGCTGAGCGGCCAGATCCTCGC
CGCCATCGAGGCGGCTTCCGCCCGGGGCGCGGGCCACATCGTCCGGCTCCTGGACACCGACGGCCTGGTCCGC
TGGAACGTGGCCAAGGAGGATCGCGAGGAGCGGGCGATCATCGCCGCGGCCGCGGTGTACACGTTCCCCTCGG
ATCGGGACGCGCTCCTGAAGGTCGGCTACTTCGACCTGGCGAACCGCGACCGGCAGCAGAAGGTGGCCGAGCA
GATCAACGGCTCGAGCGAGAAGATCCAGGCCGAGGAGGCCGAGAAGAAGGCCGACGAGCTGACCCAGGACGAG
CTGATGGCCTTCTCGTTCGGCCTGGGTCCGGGCCTGCTCACGATAGGCGCTGTGATCTTCGGGTTCGTCATGA
TGAGCCCGGTGATGCGTCGCCCGCCCCACGTGACGCACCTGCCGGCGCCGCGGGGCGAGGAGCGC
TGAC</gene><inter>GCCG</inter><gene>ATGGACGCCGTCGCCCTCGACCTGGTCCGGCCGACC
GCCGAAGAGATCGTCCTCCGGGTGGACACCTCCGCGGAGGCGATCGACCGCCATCTCGC

Figure 4.1: GPT-2 Sample Output

0ooid  fooiodod

The styleGAN was trained with 1 GPU into producing better and better output (visually)
(Figure 4.2a 4.2b) but the decoded (from image) nucleotide sequence produced no relevant
protein when run through BLASTn (Figure 4.3). A better output could be produced if the
model was trained with higher batch sizes on a large amount of GPUs in parallel like how
the authors intended. But this was not possible due to resource unavailability. Few samples

at different epochs during training are shown in Figure 4.2.
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