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Investigating the Reproducbility of NPM packages

Pronnoy Goswami

(ABSTRACT)

The meteoric increase in the popularity of JavaScript and a large developer community has

led to the emergence of a large ecosystem of third-party packages available via the Node

Package Manager (NPM) repository which contains over one million published packages

and witnesses a billion daily downloads. Most of the developers download these pre-compiled

published packages from the NPM repository instead of building these packages from the

available source code. Unfortunately, recent articles have revealed repackaging attacks to

the NPM packages. To achieve such attacks the attackers primarily follow three steps –

(1) download the source code of a highly depended upon NPM package, (2) inject mali-

cious code, and (3) then publish the modified packages as either misnamed package (i.e.,

typo-squatting attack) or as the official package on the NPM repository using compromised

maintainer credentials. These attacks highlight the need to verify the reproducibility of NPM

packages. Reproducible Build is a concept that allows the verification of build artifacts for

pre-compiled packages by re-building the packages using the same build environment config-

uration documented by the package maintainers. This motivates us to conduct an empirical

study (1) to examine the reproducibility of NPM packages, (2) to assess the influence of any

non-reproducible packages, and (3) to explore the reasons for non-reproducibility. Firstly,

we downloaded all versions/releases of 226 most-depended upon NPM packages, and then

built each version with the available source code on Github. Secondly, we applied diffoscope,

a differencing tool to compare the versions we built against the version downloaded from

the NPM repository. Finally, we did a systematic investigation of the reported differences.



At least one version of 65 packages was found to be non-reproducible. Moreover, these non-

reproducible packages have been downloaded millions of times per week which could impact

a large number of users. Based on our manual inspection and static analysis, most reported

differences were semantically equivalent but syntactically different. Such differences result

due to non-deterministic factors in the build process. Also, we infer that semantic differences

are introduced because of the shortcomings in the JavaScript uglifiers. Our research reveals

challenges of verifying the reproducibility of NPM packages with existing tools, reveal the

point of failures using case studies, and sheds light on future directions to develop better

verification tools.



Investigating the Reproducbility of NPM packages

Pronnoy Goswami

(GENERAL AUDIENCE ABSTRACT)

Software packages are distributed as pre-compiled binaries to facilitate software develop-

ment. There are various package repositories for various programming languages such as

NPM (JavaScript), pip (Python), and Maven (Java). Developers install these pre-compiled

packages in their projects to implement certain functionality. Additionally, these package

repositories allow developers to publish new packages and help the developer community to

reduce the delivery time and enhance the quality of the software product. Unfortunately,

recent articles have revealed an increasing number of attacks on the package repositories.

Moreover, developers trust the pre-compiled binaries, which often contain malicious code. To

address this challenge, we conduct our empirical investigation to analyze the reproducibility

of NPM packages for the JavaScript ecosystem. Reproducible Builds is a concept that allows

any individual to verify the build artifacts by replicating the build process of software pack-

ages. For instance, if the developers could verify that the build artifacts of the pre-compiled

software packages available in the NPM repository are identical to the ones generated when

they individually build that specific package, they could mitigate and be aware of the vulner-

abilities in the software packages. The build process is usually described in configuration files

such as package.json and DOCKERFILE. We chose the NPM registry for our study because

of three primary reasons – (1) it is the largest package repository, (2) JavaScript is the most

widely used programming language, and (3) there is no prior dataset or investigation that

has been conducted by researchers. We took a two-step approach in our study – (1) dataset

collection, and (2) source-code differencing for each pair of software package versions. For
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the dataset collection phase, we downloaded all available releases/versions of 226 popularly

used NPM packages and for the code-differencing phase, we used an off-the-shelf tool called

diffoscope. We revealed some interesting findings. Firstly, at least one of the 65 packages

as found to be non-reproducible, and these packages have millions of downloads per week.

Secondly, we found 50 package-versions to have divergent program semantics which high-

lights the potential vulnerabilities in the source-code and improper build practices. Thirdly,

we found that the uglification of JavaScript code introduces non-determinism in the build

process. Our research sheds light on the challenges of verifying the reproducibility of NPM

packages with the current state-of-the-art tools and the need to develop better verification

tools in the future. To conclude, we believe that our work is a step towards realizing the

reproducibility of NPM packages and making the community aware of the implications of

non-reproducible build artifacts.
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Chapter 1

Introduction

Node.js is an open-source asynchronous event-driven JavaScript (JS) runtime designed to

build scalable network applications[31]. Node.js executes the V8 JavaScript engine[57], which

is also the core of Google Chrome. Due to this, Node.js is highly scalable and performant[32].

Node.js contains packages or modules that enhance developer productivity and reduces soft-

ware development effort. A JS package is a program file or directory that is described by a

package.json file[37]. The default package manager for JavaScript is known as Node Pack-

age Manager (NPM)[33]. As of June 2019, NPM was hosting one million packages and the

number has been rising since then[13]. Additionally, according to Github Octoverse 2019,

JavaScript remained the most widely used programming language around the globe.[12] Due

to this widespread use of JavaScript and Node.js as the runtime environment for web appli-

cation development, more and more developers use these packages for software development.

Most of the packages have the source code available on Github[24], but developers are usu-

ally recommended to directly download these pre-built packages from the NPM registry

(npmjs.com)[34, 35]. Because of this, the developers implicitly often trust the security and

integrity of NPM packages.

In recent times there have been a rise in the number of security attacks to NPM packages[7,

9, 10, 11, 14]. In August 2017, an investigation by the NPM’s security team removed 38

NPM packages from the registry because they were stealing environment variables such as

hard-coded secrets and network configuration from the infected projects[7]. The attacker

1



2 Chapter 1. Introduction

used the typosquatting attack for famous project names to achieve this attack. Initially,

the attacker downloaded the benign source code of the legitimate popularly used packages,

injected malicious code to them, repackaged the malicious package, and published it to the

NPM registry with a similar name to the original legitimate package. After this in July 2018,

an attacker got access to the NPM account of an ESLint maintainer and published malicious

package versions of the eslint-config-eslint packages to the NPM registry[10]. When a

developer downloaded and installed these packages, it downloaded and executed a malicious

script externally hosted on pastebin.com to extract the content of the developer’s .npmrc file

and sent it to the attacker. The .npmrc files contain the user’s credentials and access tokens

for publishing packages to the npm registry. Moreover, the maintainer whose account was

compromised has reused their NPM password for several other online accounts and did not

enable two-factor authentication for their NPM account. In November 2018, an attacker

gained legitimate access to the source code of a widely used NPM package event-stream[9].

On downloading and installing this package, the malicious code stole Bitcoin and Bitcoin

cash funds stored inside Bitpay’s Copay wallet. Due to an average download greater than

one million of this package, a lot of people were affected by this attack. Therefore, one of

the key lessons learned from these attacks is that there is no guarantee that the code being

uploaded in an NPM module is equivalent to the code present on the Github repository of

the package[11]. This is one of the major motivations behind our research.

We observe that such attacks demonstrate a common pattern of the hackers who are, (1)

downloading the benign package, (2) injecting vulnerability, (3) re-packaging, and (4) re-

publishing it on the NPM registry either using a compromised user credential or using the

typosquatting technique. However, existing vulnerability reporting tools are inefficient to

reveal such attacks. In their work Decan et al. revealed that more than 50% of the 269

NPM packages that they studied contained vulnerable code and it was discovered more than
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24 months after they were initially published[68]. Once we analyzed their work, we inferred

that verifying the reproducibility of packages could help us in solving this challenge. To

be precise, if we had checked if the packages were reproducible before publishing them or

downloading them from the NPM registry we could have potentially found non-reproducible

packages and notified developers about such suspicious packages.

We conduct an empirical study to analyze the feasibility of verifying reproducibility for NPM

packages. After performing a comprehensive literature survey, we found that previously no

such study has been conducted to systematically evaluate the reproducibility of the NPM

packages. Also, we curate the first of its kind dataset that consists of the built versions

for each of the top-1K-most-depended packages. We believe that this dataset will aid fu-

ture researchers who want to study reproducible builds for the JavaScript ecosystem. While

designing our toolchain we observed that most NPM packages have their software imple-

mentations open-sourced on Github[36]. For these packages, the NPM registry provides us

with some API end-points from which we can extract the metadata about the package such

as Github repository URL, the published versions/releases, and a downloadable link for each

package version. This information enabled us to retrieve the corresponding source-code of

each NPM package, build the package versions using our toolchain, and compare each ver-

sion with its counterpart present on the NPM registry. If an NPM package Pn matches our

package Po, we consider Pn to be reproducible; otherwise, we consider Pn non-reproducible

or suspicious and manually analyze the differences between packages. Using our empirical

study we aim to answer three research questions (RQs):

RQ1 What percentage of NPM packages are non-reproducible? To answer this research ques-

tion, firstly, we downloaded each version of the top 1K most-depended upon packages

from the npm rank list[39]. Secondly, we built each package version and compared

them against the published version using the diffoscope tool. This helped us to locate
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the suspicious packages that are non-reproducible.

RQ2 What is the potential impact of these non-reproducible packages? To investigate this

question, we extracted the number of downloads per week for each suspicious package.

Intuitively, the more downloads there are for a non-reproducible package, the more

users and projects are likely to have been impacted by it.

RQ3 What are the reasons behind non-reproducible packages? To examine this question, we

performed manual inspection of all the differences reported by the diffoscope tool to (1)

obtain a categorization of the reported differences and (2) understand the root-cause

for these differences.

We reveal various interesting findings from our empirical study. They are as follows:

• Among the top 1000 most-depended upon packages, we successfully built 3,390 versions

for 226 packages from the source code available on GitHub. And, we observed that

among these explored versions, 811 we built were different from their corresponding

pre-built packages published on NPM.

• The 811 versions belong to 226 distinct packages. And, these packages have been

downloaded over 300 million times per week. This could potentially impact millions

of users and projects in which these packages were used as dependencies.

• The majority of the code differences were syntactically different but semantically equiv-

alent. These syntactic differences comprised of reordered method declarations, code

optimization, conditional block differences, and renamed variables. These differences

were introduced because (1) the package.json file which describes each package can

introduce non-determinism in the build pipeline, (2) the JS uglifiers or minifiers used

to optimize and compress the JS code show erratic behavior.
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• We observed 50 of the inspected package versions to have different program semantics,

which clearly shows the flaws in the code transformation of the uglifiers. Additionally,

such semantically divergent package versions can be potential carriers of malicious code

into the developer’s system.

The rest of the thesis is organized as follows. In Chapter 2 we discuss some background

knowledge related to our work. In Chapter 3 we will comprehensively describe our research

methodology. The results and analysis are explained in Chapter 4 and in Chapter 5 we also

shed light on some previous work that has been done in this domain. In Chapter 6, we

discuss about the threats to validity. We have also included a discussion on the possible

solutions in Chapter 7. Finally, in Chapter 8 we present our conclusion and some potential

future enhancements and research areas that could be explored.



Chapter 2

Background

In this chapter, we introduce some key terminologies and concepts that will be used through-

out the paper. Firstly, the components of NPM are explained (Section 2.1). Secondly, it

discusses how an NPM package can be built from the source code in Section 2.2. Next, it

presents the frequently used tools in the build process(Section 2.3) followed by some informa-

tion about the diffoscope tool in Section 2.4. Finally, it clarifies our terminology in Section

2.5.

2.1 Node Package Manager (NPM)

The Node Package Manager (NPM) is primarily composed of two components, (1) an online

database of public and private packages, called the NPM registry, and (2) a command-line

client called the NPM CLI. The NPM registry is a database of JavaScript packages[40].

The NPM registry allows developers to download and publish packages to aid software

development. Each package that is registered on the NPM registry has a webpage on the

npmjs.com domain which contains all the published package versions and the corresponding

metadata. As shown in Figure 2.1, the webpage of the package lodash contains 108 distinct

versions (annotated with 1⃝ and 2⃝). And, each version is downloaded and installed on the

developer’s system using a separate command (e.g., “npm install lodash” annotated by 3⃝).

The webpage also lists the link to the open-source Github repository from which this package

6



2.1. Node Package Manager (NPM) 7

was published into the NPM registry (annotated by 4⃝). The current weekly downloads of

the package (which, includes a download of any of its published versions) in annotated by 5⃝.

The weekly downloads have an obvious correlation to the popularity of the package among

the JavaScript developer community.

	①
 		

②
	

③
	

④
	

…

⑤
	

Figure 2.1: An exemplar webpage for the NPM package lodash[28]

The NPM Command Line Interface (CLI) provides a set of commands for developers to

interact with the NPM registry such as downloading, uploading, build and test, or configure

any NPM package. For instance, the command “npm install <package_name>” enables the

developer to download a package from the NPM registry and install it on his local environ-

ment. Similarly, the “npm run build” command builds the downloaded npm package based

on the build configuration present in the package.json file.
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2.2 Building an NPM Package from a JS Project

NPM packages contain a file present in the root directory of the project called the package.json.

This file contains various metadata that is relevant to the project. It helps the NPM registry

to effectively handle the project dependencies and identify the project[1]. The package.json

file contains various scripts such as build, test, and debug that help in the corresponding

tasks. Some of the tasks to fulfill the build procedure are -

• Transpilation: Modern JavaScript is written in the EcmaScript 6 (ES6) syntax[6].

The transpilers such as Babel[15] are used to convert ES6 JS code to ES5 JS code[4],

so that the code can run in browsers and provide backward compatibility for various

frameworks.

• Minification or Uglification: JavaScript minifiers such as UglifyJS[53] and TerserJS[52]

are used to shorten and optimize the JS code.

• Testing: Testing frameworks (e.g., Mocha[30]) and assertion libraries such as Sinon[51]

help in running the test-suite present in each NPM package. This is also an essential

step in the build process.

As illustrated in Figure 2.2, the package.json file should include descriptive information such

as the package name and the version number. To specify the NPM packages and versions on

which the current package depends the devDependencies object is described. Sometimes, the

dependencies object is used to list the tools that the current package depends upon. There

are certain nomenclatures used to articulate the version information of the devDependencies.

They are mentioned below:

(a) Exact Version: Denotes an exact version number (e.g., 3.5.7) mentioned in the

package.json.
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{
"name": "lodash",
"version": "5.0.0",
"main": "lodash.js",
… …
"scripts": {
"build": "npm run build:main && npm run build:fp",
"build:main": "node lib/main/build-dist.js",
"build:fp": "node lib/fp/build-dist.js",
"test": "npm run test:main && npm run test:fp",
"test:fp": "node test/test-fp",
"test:main": "node test/test",
… …

},
"devDependencies": {
… … 
"mocha": "^5.2.0",
”webpack": "^1.14.0"

},
… …

}

Figure 2.2: An exemplar package.json file

(b) Tilde (~) Notation: Denotes a version approximately equivalent to a specified

version (e.g., ~0.2). For e.g., ~1.2.3 will use releases from 1.2.3 to <1.3.0.

(c) Caret (^) Notation: Denotes a version compatible with a specified version (e.g.,

^4.3.2). For e.g., ^2.3.4 will use releases from 2.3.4 to <3.0.0.

(d) Range of Values: Denotes a range of values for acceptable version numbers (e.g.,

>1.2).

Additionally, the package.json file contains a script object which contains various executable

scripts on the NPM CLI[2]. For instance, the build script is used to build a package be-

fore publishing it to the NPM registry. Therefore, the package.json essentially defines the
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blueprint of how an NPM package is structured.

2.3 Frequently Used Tools

Several build tools are frequently used in the build process of an NPM package such as

Webpack[60], Grunt[26], and Gulp[27] to achieve a certain objective during the build process.

For instance, Webpack is used as a static module bundler to process a JS application and

build an internal dependency graph[3].

JavaScript code is usually minified using the uglification process. The uglification process

makes the source code smaller to be served in real-time on the client-side and obfuscates it.

UglifyJS[53] is one of the most widely used uglification tools. For a given JS file, UglifyJS

typically applied the following tools in sequence:

• A parser that generates the abstract syntax tree (AST) from JS code.

• A compressor (also known as, optimizer) that optimizes an AST into a smaller

one.

• A mangler that reduces the names of local variables to a single character.

• A code generator that is responsible for outputting the JS code from an AST.

Specifically, the compressor applies optimizations to the ASTs to reduce the size of the code.

The optimizations include but are not limited to [18]:

• Drop unreachable code.

• Evaluate constant expressions.
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• Optimize if-esle blocks and other conditional statements.

• Discard unused variables/functions.

• Join consecutive var/const statements.

• Join consecutive simple statements into sequences using the “comma operator”.

2.4 The diffoscope tool

diffoscope is an open-source tool used to obtain an in-depth comparison of files, directories,

and archives[22]. diffoscope was created so that the analysis of build artifacts of the same

version of a software project can be effectively done. Researchers and developers widely use

it while investigating reproducible builds. diffoscope was developed in Python3 and provides

a command-line interface to help researchers perform various types of analyses.

Figure 2.3: diffoscope Workflow

Figure 2.3 shows the workflow of the application of diffoscope. diffoscope allows users to

compare two files or pre-build binaries. Firstly, an initial check is performed to determine if
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the files are identical, i.e., they are bitwise identical to each other. If diffoscope finds that

they are identical, then there is no further analysis required. However, if they are different,

the content of the files is compared based on their data type. For instance, the SHA-sum

and file extension are two ways to compare the files. Various external tools and libraries

are also leveraged by diffoscope to analyze two files. For instance, the cd-iccdump tool is

used to obtain the color-profile information for ICC files that contain color profiles. Due to

the usage of such external tools, a more modular system can be maintained based on the

use-case of the user. diffoscope also uses the unique TLSH library to achieve a locality-based

hashing [74]. The TLSH library helps to find hashes of files and match the files with “closest”

hashes.

2.5 Terminology

In our research, we use the term NPM package to refer to any software that has at least

one built version published on the NPM registry. Each package version is an independent

downloadable entity present on the NPM registry. However, for simplicity, we threat them

as distinct versions of the same NPM package in our terminology. We say that an

NPM package is reproducible if each of its published versions (denoted as, Pni) is identical

to the built version we generated from the corresponding source code (denoted as Poi). Two

package versions Pni and Poi are identical if they have the same source code and comments in

their JS files. With the premise that identical build artifacts will be produced for the same

package version when they are built at different timelines, we aim to verify the reproducibility

of NPM packages. Therefore, our premise is that reproducible build should be temporally

stable.
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Methodology

As shown in Figure 3.1, we took a hybrid approach to investigate the reproducibility of NPM

packages. Our approach primarily consists of four steps. In Steps 1-3 we use automated

scripts written in Python 3 to reveal differences between published NPM packages and the

packages we build (Section 3.1 - Section 3.3). Finally, in Step 4 we perform a manual

inspection to reason about the revealed differences (Section 3.4.

https://www.npmjs.com/package/...
URL of an NPM package

Published versions at 

…

Pn1 Pn2 Pn3 Pnm

Code commits at 

… … … …

…

c1 c2 c3 cm

…

Rebuilt versions

Po1 Po2 Po3 Pom
1. Data 

Crawling

2. Version
Rebuilding

3. Version 
Comparison

4. Manual 
Inspection

Observed 
differences

Figure 3.1: An overview of our research methodology.

3.1 Data Crawling

Firstly, we obtain the URLs of the top 1,000 most depended-upon NPM packages from a

list called npm rank[39] where each URL points to a webpage on the npmjs.com webpage.

From the webpage, we extract two things (1) link to the GitHub repository of each package,

and (2) download all the published versions of the package NP = {Pn1, Pn2, . . . , Pnm}.

Once we obtain the repository links, we use GitHub API to extract the releases of each

13
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… …
{
"name": "4.17.11",
"zipball_url": 

"https://api.github.com/repos/lodash/lodash/zipball/4.17.11",
"tarball_url": 

"https://api.github.com/repos/lodash/lodash/tarball/4.17.11",
"commit": {
"sha": "0843bd46ef805dd03c0c8d804630804f3ba0ca3c",
"url": "https//api.github.com/repos/lodash/lodash/commits/

0843bd46ef805dd03c0c8d804630804f3ba0ca3c",
},
"node_id": "MDM6UmVmMzk1NTY0Nzo0LjE3LjEx"

},
… …

Release/Version Number 

Commit ID 

Figure 3.2: Response of GitHub’s releases API for package lodash

project using the release API[25]. In Figure 3.2, we show a representative example of the

release information output by GitHub API. As seen in Figure 3.2, there is a unique commit

ID associated with each release/version of the package. We use this commit ID (SHA)

for each package version to build them. Also, by matching the package version numbers

extracted from npmjs.com with the release information output by the Github API, we can

check out all the related code commits Com = {c1, c2, . . . , cm}.

3.2 Version Rebuilding

Before building each package version we instantiated a new Node.js virtual environment

using Node Virtual Machine (NVM)[41]. This ensures that an identical Node.js environment

is guaranteed for every build and we exactly replicated the build configurations mentioned

in the package.json file for every package version. As shown in Figure 3.3, we use two NPM

commands in sequence to build the corresponding package version for every corresponding
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Figure 3.3: An overview of the build process for an NPM package

commit. They are mentioned below:

• Step 1: The command “npm install” is used to download all the depended-upon NPM

packages or software libraries specified in the devDependencies and dependencies objects

of the package.json file. This command acts as a recipe to create an environment in

which new package versions can be successfully built. During the package download

and installation, the NPM CLI takes care of the version relaxations specified for each

dependency. For instance, if any package dependency has a version range specified

(e.g., > 1.2), the NPM CLI (1) searches among the available versions of that package,

(2) identifies all candidate versions within the range, and (3) retrieves the latest version

among those candidates.

• Step 2: The command “npm run build” is invoked to execute the build script(s)

present in the package.json file. This command generates package versions from dis-

tinct commits, obtaining OP = {Po1, Po2, . . . , Pom}.
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3.3 Version Comparison

We used the diffoscope tooldiffoscope as our differencing tool to compare our built package

versions OP versus the pre-build NPM packages NP . And, we compared each pair of

the corresponding versions (Poi, Pni), where i ∈ [1,m]. diffoscope performs an in-depth

comparison of two tarballs, archives, ISO images, and file directories. Therefore, we chose

it as the differencing tool in our study. Additionally, diffoscope also provides a graphical

user interface to show all the differences observed between two artifacts as an HTML file.

An important assumption that we incorporated is - to successfully compare two package

versions and investigate their reproducibility we should be able to build the version first.

Because, without successfully building (i.e., without any build errors) a package version we

cannot perform an analysis on it.

Specifically, the built version of any NPM package contains (1) a bin folder, (2) a dist or

build folder, (3) the package.json file, (4) the CHANGELOG, and (5) the LICENSE file.

The bin folder includes one or more executable files whereas the dist/build folder contains

the minified version of the JS files. The diffoscope scope allowed us to effectively analyze

all such file types and visualize the differences. However, for our use-case we applied the

diffoscope tool to only the dist/build folder because they contain the post-build minified JS

files.

85 function thunkMiddleware(_ref) {   85 function thunkMiddleware(_ref) {
86 var dispatch = _ref.dispatch, 86 var dispatch = _ref.dispatch;
87 getState = _ref.getState; 87 var getState = _ref.getState;

The version we built (Poi) The version published at NPM (Pni)

to
Figure 3.4: An exemplar output of the diffoscope tool

In figure 3.4, we observe that diffoscope reports each code difference by (1) presenting line
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numbers and content of both code snippets, and (2) highlighting the distinct parts.

3.4 Manual Inspection

Since the reported code differences in minified JS files may impact the runtime behaviors

of the built versions when the users download and install such NPM packages in their local

environment. Therefore, we examined the individual reports generated by diffoscope to (1)

classify the differences both qualitatively and quantitatively, and (2) to investigate behind

the introduction of such differences.

Firstly, to categorize the reported differences, we analyzed whether two given code seg-

ments have different program semantics. However, if the two code segments have equivalent

program semantics but different syntactic structures, we further categorized the syntactic

differences to facilitate mappings between the differences and potential code optimizations

applied by JS uglifiers. Specifically, we performed the open coding[65] to identify categories

of the syntactic differences. Our analysis constitutes of the following steps in sequence:

• Preliminary analysis of the dataset generated using our toolchain to cluster similar

differences and create corresponding category labels.

• Taxonomy refinement of the category labels as shown in Figure 4.3.

• Reclassification of the reports based on the new refined taxonomy and quantification

of the differences among the various package versions.

Secondly, we performed a root-cause analysis (RCA) to investigate each difference by com-

paring the code from both package versions with the original source code. We also referred

to the official documents to comprehend how configurations (e.g., package.json) and adopted
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tools (e.g., uglifiers and transpilers[77]) could potentially impact the minified JS code gen-

eration process.

Finally, if we observed certain differences whose introduction could not be explained by

the invariants in the build process, then probably they were manually injected by human

developers for certain motives. Such motives can be malicious as well as careless coding

practices by the developers.



Chapter 4

Results & Analysis

In this chapter, we first describe our dataset (Section 4.1. After this, we answer the three

research questions (RQs) mentioned in Chapter 1 in Section 4.2 - Section 4.4. Specifically,

in Section 4.2 we answer RQ1 to reveal the percentage of non-reproducible NPM packages.

We answer RQ2, which addresses the potential impact of the non-reproducible packages

in Section 4.3. Finally, in Section 4.4 we answer RQ3 and understand the reasons behind

non-reproducibility.

4.1 Data Set

Table 4.1, illustrates the summary of the top 1000 most-depended upon NPM packages

obtained from the npm rank GitHub list [39]. We collected this dataset in March 2019 and

observed that 25 packages that were listed in the npm-rank list were not present in the

NPM online registry. Within the 975 collected packages, we further removed three kinds of

packages from the dataset. They are as follows:

• We removed 10 packages from our dataset because their webpages on the npmjs.com

contain no GitHub URL or any automated way to extract the source code. We need

the source code URLs because our toolchain performs the rebuilding of the NPM

packages to analyze their reproducibility. One potential reason for not providing the

19
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Type # of Packages
Packages removed from the NPM registry 25
Packages without GitHub URL 10
Packages without package.json 65
Packages without build scripts 674
Packages with build script 226
Total versions explored 3,390

Table 4.1: Summary of the top 1,000 most depended-upon NPM packages mentioned by the
npm rank of GitHub

code repository URL is because such packages are closed-source.

• We removed 65 packages whose code repositories do not contain a package.json file. As

mentioned in Chapter 2, the package.json file describes package dependencies and build

scripts, all of which is essential to re-build NPM packages to verify their reproducibility.

Specifically, the package.json file provides a “recipe”, which helps ensure that we can (1)

download package dependencies that the project depends upon to properly prepare the

software environment, and (2) repeat the same build procedure conducted by package

developers. If the package.json file is not specified, it can be very difficult for us to

speculate the desired build process of any given package. Therefore, we discarded these

packages from our dataset. The potential reasons to explain why some repositories do

not contain the package.json file are:

(a) Developers forgot to or intentionally did not commit the package.json file in the

version control system (e.g., GitHub).

(b) Some other developers used alternate build toolchains and customized configura-

tion files to automate the build process.

• We removed 674 packages where the package.json file did not contain any build script.

Although the package developers were able to build the packages from the source
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code, the build scripts and configurations were not provided in the JSON file. Because

package developers have the independence of using a variety of non-standard build

tools to build packages, it is very difficult for us to automate and replicate all the build

practices intended by the package developers. Therefore, to simplify our investigation

procedure, we decided to remove these packages and stick with the standard NPM

build process i.e, installing all package dependencies using the “npm install” command,

followed by the “npm run build” command to build the packages.

To summarize, once we perform the initial dataset-cleaning mentioned above, we obtained

226 popularly used NPM packages, all of which have open-source GitHub repositories. Addi-

tionally, all of these packages contain package.json files and have the build scripts. Since each

NPM package has multiple versions published on the NPM registry, we aimed to build 3,390

package versions and incorporate it in our investigation to analyze their reproducibility.

4.2 Percentage of Non-Reproducible Packages

Using our automatic build process we were able to build 2,898 package versions (denoted by

Poi) out of the total 3,390 package versions (denoted as Pni) for further investigation. We

could not produce anything for the remaining 492 published versions mainly because (1) the

package.json file contains some flaws such as inflexible version specification that resulted in

build errors (e.g., deprecated package dependencies). Therefore, we further removed these

492 package versions from the dataset, because our study intends to reveal any discrepancy

between Pni and Poi if and only if Poi can be built.

We observed that among the 2,898 versions that we built, 2,087 versions fully match their

published counterparts, whereas the other 811 package versions do not match. These 811
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Figure 4.1: The distribution of non-reproducible versions among packages

non-reproducible package versions belong to 65 distinct packages. The distribution of these

811 versions among the 65 packages is illustrated in Figure 4.1. We can observe that specif-

ically, 40% of the packages have between 1-4 non-reproducible versions, whereas the other

60% of the packages have more non-reproducible versions. The packages vue-router[58] has

the largest number of non-reproducible package versions (i.e., 37).

Finding 1: Firstly, among the 226 investigated packages, we observed 65 packages

(accounting for 29%) to have at least one non-reproducible version. Secondly, 811 of the

2,898 versions that we built (accounting for 28%) differ from their published versions

on the NPM registry. This implies that non-reproducible builds are commonplace in

NPM software ecosystem.
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4.3 Potential Impacts of the Non-Reproducible Pack-

ages

To comprehend the potential impact of non-reproducible packages, we analyzed the num-

ber of weekly downloads for each of the 65 packages between 02/19/2020 and 02/25/2020

(denoted as, T). Figure 4.2 shows the distribution of these packages based on the download

counts over the period. Because the download counts vary a lot across packages, we used

a log-2 scale for the X-axis to plot the data. Specifically, the bar in Figure 4.2 counts the

number of packages that have [0 - 1) million downloads. Similarly, the bar for X = 2n(n > 1)

corresponds to the number of packages that have [2n−1, 2n) million downloads.

0
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20

25

1 2 4 8 16 32 64

# of weekly
downloads (million)

# of packages

Figure 4.2: The distribution of non-reproducible packages based on their weekly download
counts between Feb 19 - Feb 25, 2020

We observe from Figure 4.2, that 21 non-reproducible packages were downloaded less than 1

million times during the period (T). Also, 15 packages were downloaded more than 2 million

times, but less than 4 million times; and 12 packages were downloaded 4-8 million times.
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Specifically, the package debug[21] has the highest download count of 59,324,138, whereas the

package pouchdb[42] acquires the lowest number of downloads i.e., 19,064. We also observe

that the total number of downloads for all these non-reproducible packages is 314,424,042

and these numbers imply two things:

• The packages are very popular and have been downloaded by many developers.

• When some package versions are non-reproducible it is very probable that these pack-

ages contain logical flaws or vulnerabilities. Therefore, it is highly likely that lots of

developers and projects are affected by those vulnerabilities.

Finding 2: The 65 non-reproducible packages have been actively downloaded millions

of times per week. Thus, such popular usage can seriously amplify the impacts of any

software issues related to the non-reproducibility and affect a large number of users.

4.4 Reasons for Non-Reproducible Packages

In our study, we perform manual analysis to achieve two goals. Firstly, by carefully examining

the reported differences for 811 non-reproducible versions, we classified differences based on

their major characteristics. Secondly, for each category of difference, we further conducted

case studies to investigate the root causes of those observed differences. The build process

was a black-box for us even though we performed the standard approach of using the install

and build scripts. Thus, the case studies help us in determining the factors that highlight

the root-causes of the non-determinism introduced during the build process. As shown in

Figure 4.3, we classified all the observed differences into seven categories. We can observe

that six out of the seven categories are about syntactic differences whereas one of them is

about semantic differences.
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Figure 4.3: The taxonomy of the observed code differences in our dataset

Finding 3: After completing our manual analysis, we classified the reported code

differences in two major categories (1) syntactic differences and (2) semantic differ-

ences. Further, the syntactic difference category was made up of six sub-categories.

Also, most of the observed code differences fell into the syntactic difference bucket.

Additionally, Table 4.2 shows the distribution of each of the 811 non-reproducible versions

into the seven categories. The column Description explains the meaning of each category.

The column # of Versions counts the number of non-reproducible versions containing the

differences for each category. For instance, the number “265” corresponding to “Coding

Paradigm” means that there are 265 package versions, each of which has at least one differ-

ence of coding paradigm. Because, some versions have multiple categories of differences, the

total sum of all the version numbers reported in Table 2 is greater than 811. In the following

subsections, we provide more comprehensive details about each category of the differences

with a representative example of each category.

Notations. Our case studies in the following subsections we will be using the following

notations:
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• Poi represents the package version that we built using our toolchain by replicating what

the package.json file describes.

• Pni represents the pre-built package version that is published on the NPM registry

which we downloaded as it is.

Category Description # of Versions

Syntactic

C1. Coding Paradigm Poi and Pni use literals, markers, or key-
words differently.

265

C2. Conditional Poi and Pni use distinct conditional ex-
pressions.

109

C3. Extra/Less Code Poi contains less or more code than Pni. 326
C4. Variable Name Poi and Pni use distinct variable names. 225
C5. Comment Poi and Pni contain different comments. 278
C6. Code Ordering Poi and Pni order declared methods dif-

ferently.
43

C7. Semantic Pni has semantics different from the
original source code.

50

Table 4.2: Classification of inspected code differences in non-reproducible versions

4.4.1 C1. Coding Paradigm

In these code differences we observe that they have different usage of literals (e.g., “undefined”),

keywords (e.g., “var”), and markers (e.g., square bracket notation “[ ]”). In total there are

265 versions containing such differences.

Example. Figure 4.4 shows a representative example of this category which belongs to

the version 2.0.1 of the package redux-thunk [47]. As shown in the figure, to declare two

variables—dispatch and getState, Pni uses two separate variable declaration statements, and

each statement starts with the keyword var. On the other hand, Poi uses only one statement

to declare both variables, and connects the two code fragments with “,” instead of “;”.
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85 function thunkMiddleware(_ref) {   85 function thunkMiddleware(_ref) {
86 var dispatch = _ref.dispatch, 86 var dispatch = _ref.dispatch;
87 getState = _ref.getState; 87 var getState = _ref.getState;

The version we built (Poi) The version published at NPM (Pni)

(a) The reported difference by diffoscope

export default function thunkMiddleware({ dispatch, getState }) {
… 

(b) The original source code present on GitHub

"devDependencies": {
…
"babel-core": "^6.6.5",
…
"webpack": "^1.12.14”

}

(c) The package.json file of redux-
thunk@2.0.1

”dependencies": {
…
”uglify-js": ”~2.7.3",
…

}

(d) The package.json file of web-
pack@1.12.14

Figure 4.4: An exemplar difference of coding paradigm in redux-thunk@2.0.1 [47]

Despite the syntactic difference, Poi and Pni are semantically equivalent because both versions

declare the same variables and initialize the variables with identical values.

Root Cause Analysis (RCA). We found three potential reasons behind this code differ-

ences after carefully investigating the corresponding source code and package.json file. They

are as follows:

1. The version relaxation of Babel [15]. As mentioned in Chapter 2, Babel is a transpiler

that converts ES6 JS code to ES5 JS code. According to the package.json file of

redux-thunk, Babel was used to translate the code in Figure 4.4b to two versions shown

in Figure 4.4a. According to Figure 4.4c, the version specification for “babel-core” is

“^6.6.5”. It means that any version >=6.6.5 && <7.0.0 can be used in the build

process. Specifically, Babel has 32 versions published at NPM falling into the specified

range [16]. Let us suppose that the Babel version our build process adopted is Bo,
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and the version used when redux-thunk@2.0.1 was initially published is Bn. It is highly

likely that Bo ̸= Bn, leading to different ES5 code snippets being generated from the

build process.

2. The version relaxation of Webpack. As mentioned in Section 2, Webpack is a frequently

used build tool to fulfill a sequence of build-related tasks. According to Figure 4.4c,

Webpack was adopted in the NPM build process; its version specification is “^1.12.14”,

meaning that any version >=1.12.14 && <2.0.0 is acceptable. By checking the

available versions of Webpack [61], we found eight versions matching the specification.

Suppose that the Webpack version we used is Wo, and the Webpack version used when

redux-thunk@2.0.1 was published is Wn. When Wo ̸= Wn, the versions of UglifyJS in

use can be also affected (see below).

3. The version relaxation of the dependency UglifyJS within Webpack. By checking pack-

age.json of Webpack (see Figure 4.4d), we found that the version specification of

uglify-js is “~2.7.3”. It means that any version >=2.7.3 && <2.8.0 of UglifyJS

can be used, and there are actually three versions in this range [54]. Suppose that

the UglifyJS version we used is Uo, and the version adopted when webpack@1.12.14 was

published is Un. It is possible that Uo ̸= Un. In such scenarios, even if Bo and Bn

output the same ES5 code:

var dispatch = _ref.dispatch;

var getState = _ref.getState;

Uo might apply code optimization (see Section 2) by joining consecutive var state-

ments into sequences using the “comma operator”, while Un did not apply such code

optimizations.
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4.4.2 C2. Conditional

In such code differences, distinct boolean expressions are used for condition checking. For

instance, different conditional statements can be used in the if-else block in the source code.

However, the semantic meaning of the condition remains constant but the syntax is different.

In our dataset, there are 109 versions with such differences.

33 function createAction(type) { 33 function createAction(type) {
34   var payloadCreator =    34   var payloadCreator = 

arguments.length > 1 && arguments.length <= 1 ||
arguments[1] !== undefined ? arguments[1] === undefined ?
arguments[1] : _identity2.default :
_identity2.default; arguments[1];

Poi Pni

Figure 4.5: An example of conditional difference in redux-actions@1.2.2 [44]

Example. Figure 4.5 presents an exemplar difference of this type from the version 1.2.2

of redux-actions[44]. In this figure, both versions use the ternary operator (“?:”) to assign

a value to variable payloadCreator depending on the evaluation of a condition. The major

difference is that Poi uses “>” instead of “<=” for condition evaluation and swaps the then-

and else-expressions in Pni.

Root Cause Analysis (RCA). We identified two potential reasons to explain the observed

difference for this category.

1. The version relaxation of Webpack. We checked the package.json file in redux-actions,

the version specification for webpack is “^1.13.1”. It means that any version >=1.13.1

&& <2.0.0 is acceptable. Actually, there are five available versions within this range

published on the NPM reigstry, so it is possible that Wo ̸= Wn. When distinct versions

of Webpack are used, distinct UglifyJS versions may be used as well to produce different

optimized versions of JS code.
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2. The version relaxation of UglifyJS. Even though Wo = Wn, there is still a possibility

that Uo ̸= Un. We checked the package.json file of webpack@1.13.1, the version specifi-

cation for uglify-js is “~2.6.0”. It means that any version >=2.6.0 && <2.7.0 can

be used. There are five versions falling in this range. If we consider the same code,

var payloadCreator = arguments.length <= 1 || arguments[1] === undefined ?

_identity2.default : arguments[1];

when Uo ̸= Un, it is possible that Uo optimized if-s and conditional expressions to

shorten the code, while Un did not.

4.4.3 C3. Extra/Less Code

For each reported difference, the two code snippets under comparison contain different num-

bers of statements or expressions (i.e., lines-of-code). This category consists of the largest

number of non-reproducible versions (i.e., 326) compared to the other categories.

Example. Figure 4.6 shows an exemplar difference of this category from the version 7.4.0

of redux-form [45]. In the following code snippet in Figure 4.6, Pni defines one more at-

tribute wrapped for the React component[43] template called ConnectedComponent. However,

the wrapped attribute is not present in the package version generated by our toolchain.

Root Cause Analysis (RCA). Based on our investigation, we found two reasons to explain

this difference. They are as follows:

1. The version relaxation of Webpack. According package.json of redux-form, the version

specification for webpack is “^4.12.0”, implying the range >=4.12.0 && <5.0.0.
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38 export type ConnectedComponent< 38 export type ConnectedComponent<
T: React.Component<*, *>> = { T: React.Component<*, *>> = {

39   getWrappedInstance: { (): T } 39 getWrappedInstance: { (): T},
40   wrapped: ?React.Component<*, *>

40 } & React.Component<*, *> 41 } & React.Component<*, *>

Poi Pni

Figure 4.6: An exemplar difference where Poi has less code and Pni has more code

There are 78 versions matching the specification, which indicates that probably Wo ̸=

Wn.

2. The version relaxation of UglifyJS. We checked package.json of webpack@4.12.0 and

found the following item in the devDependencies object: "uglifyjs-webpack-plugin":

"^1.2.4". It means that any version >=1.2.4 && <2.0.0 of UglifyjsWebpackPlu-

gin [55] is acceptable. The NPM registry contains five versions of the this plugin that

satisfy the specified version range. When Uo ̸= Un, it is likely that Uo optimized code

by discarding unused functions and dropping unreachable code while Un did not apply

that optimization. Surprisingly, we even checked the whole codebase, observing that

the removed property wrapped was not used anywhere. Therefore, it is highly likely

thay while generating the minified version of the JS code from the Abstract Syntax

Tree (AST) file the uglifier ignores the parts of code that are not visited in the control

flow of the program. It seems that Uo removed dead code for optimization and the

codebase justifies such potential optimization.

4.4.4 C4. Variable Name

These code differences use distinct variable names. We observed such differences in 225

versions in our dataset.

Example. As demonstrated by Figure 4.7a, both versions declare a series of variables with
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identical initial values. However, two variables declared by Poi (i.e., c and s) have their

names different from the corresponding variables in Pni (u and d).

23 var r = t.started, 23 var r = t.started,
24     n = t.action,              n = t.action, 
25     c = t.prevState, 25     u = t.prevState,
26 a = t.error, 26 a = t.error,
27 f = t.took, 27 f = t.took,
28 s = t.nextState, 28 d = t.nextState,

Poi Pni

(a) The reported difference by diffoscope

var started = logEntry.started,
action = logEntry.action,
prevState = logEntry.prevState,
error = logEntry.error;

var took = logEntry.took,
nextState = logEntry.nextState;

(b) The source code before uglification

(c) The package.json file of redux-logger@2.5.0 (d) The package.json file of webpack@1.12.09

Figure 4.7: An example with variable name differences from the package versions
redux-logger@2.5.0 [46]

Root Cause Analysis (RCA). The reason for this observation is the version relaxation of

UglifyJS. Specifically, we checked package.json of redux-logger@2.5.0 and found "webpack":

"1.12.9" specified as one of the package dependencies. As shown in Figure 4.7c, since the
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specification contains no version relaxation for Webpack, we are sure that Wo = Wu = 1.12.9.

By further checking package.json of webpack@1.12.9, we found the version specification of

uglify-js to be “~2.6.0”. It means that any version >=2.6.0 && 2.7.0 of UglifyJS is

usable. Actually, there are five versions within the range, so perhaps Uo ̸= Un. On the

other hand, when comparing both uglified versions (Figure 4.7a) against the source code

before uglification (Figure 4.7b), we found all local variables (e.g., started) have their names

replaced with single letters (e.g., r). Such modification matches the behavior of UglifyJS

name mangler described in Chapter 2. Therefore, we confirmed Uo ̸= Un. Both uglifiers

optimized code by replacing long variable names with shorter names, but the single letters

they chose to use are different.

4.4.5 C5. Comment

The two code artifacts differ in the comments between them. For instance, either it can

contain more/less comments or the content of the comments are different between the two

artifacts. We found 278 versions to have such differences in our dataset.

Example. Figure 4.8 shows an exemplar comment difference from the version 1.4.0 of

resize-observer-polyfill[49]. Pni contains an extra comment before the program statement.

Root Cause Analysis (RCA). We identified two reasons for the observed difference. They

are as follows:

1. The version relaxation of Rollup. Just like Webpack, Rollup is also a build tool fre-

quently used to conduct build-related tasks such as module bundling and minification of

JS code [50]. As shown in Figure 4.8b, in the package.json of resize-observer-polyfill,

the version specification for rollup is “^0.41.4”, meaning that the accepted range is
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>=0.41.4 && <0.42.0. We checked the available versions on NPM, and found three

versions within the range. Let us assume that the Rollup version used in our build

process is Ro, while the Rollup version adopted when Pni was published is Rn. When

Ro ̸= Rn, the adopted versions of UglifyJS are affected in the build process.

264 /**
265   * Continuous updates must be enabled 
266   * if MutationObserver is not supported.
267   * @private (Boolean)
268   */

262 this.isCyclecontinous_ = 269 this.isCyclecontinous_ =   
!multationsSupported; !multationsSupported;

Poi Pni

(a) The reported difference by diffoscope

(b) The package.json file of resize-observer-
polyfill@1.4.0

(c) The package.json file of rollup@0.41.6

Figure 4.8: An exemplar comment difference from resize-observer-polyfill@1.4.0 [49]

2. The version relaxation of UglifyJS. We checked package.json of rollup@0.41.4, and

found the version specification of uglify-js to be “^2.6.2” (shown in Figure 4.8c).

It means that the accepted version range is >=2.6.2 && <3.0.0, which actually

covers 23 available versions. Therefore, it is possible that Uo ̸= Un. By default, the

code generator of Uo can be configured to remove all comments, while the default

configuration for Un may be to keep comments in the code generated from ASTs [17].

To summarize, the different configurations in UglifyJS is the primary reason for the

observed differences.
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4.4.6 C6. Code Ordering

For each reported difference, the two code fragments define the same set of functions in

different sequential orderings. Primarily, it happens because the manner in which the AST

is parsed for the JS code to generate the minified version of the JS code may differ. Also,

the configuration parameters of the code-generator of the Uglifier may differ in the build

process [17]. We saw 43 versions to contain such differences in our dataset.

74 }, function(t, r, e) { 74 }, function(t, r, e) {
75      “use strict”; 75 “use strict”;
76      var n = e(1),
77 o = e(0);

…
88 }, function(t, r, e) {
89      “use strict”;
90      t.exports = { 76      t.exports = {
91 read: function(t) { 77 read: function(t) {

… …
115 t.exports = e 101 t.exports = e

102 }, function(t, r, e) {
103      ”use strict”;
104 var n = e(1),
105 o = e(0);

…
116 }]); 116 }]);

Poi Pni

(a) The reported difference by diffoscope

(b) The package.json file of lowdb@0.15.0 (c) The package.json file of webpack@2.7.0

Figure 4.9: An exemplar ordering difference from lowdb@0.15.0 [29]

Example. Figure 4.9 shows an exemplar ordering difference from the version 0.15.0 of

lowdb[29]. Both Poi and Pni declare two functions, but the declaration ordering is different.
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Root Cause Analysis (RCA). We identified two potential reasons for this package. They

are as follows:

1. The version relaxation of Webpack. The package.json file of lowdb has the version

specification for Webpack as “^2.2.1” (shown in Figure 4.9b). It means that any

version >=2.2.1 && <3.0.0 is acceptable. Also, this range covers 12 actual versions

of Webpack published on the NPM registry. Thus, it is responsible for introducing

non-determinism for version usage in the build process.

2. The version relaxation of UglifyJS. As shown in Figure 4.9c, the package.json file of

webpack@2.2.1 specifies the version information of uglify-js as “^2.8.27”, which is

equivalent to the range >=2.8.27 && <3.0.0. This range covers three published

versions. UglifyJS can reorder functions to facilitate code optimization or minimiza-

tion. Therefore, when Uo ̸= Un, it is possible that one version (either Uo or Un) changes

the declaration order while the other one does not.

4.4.7 C7. Semantic

These code differences implement distinct semantics, and can lead to divergent program be-

haviors between Poi and Pni. Therefore, such differences can lead to potential vulnerabilities

in the code affecting millions of users. In our dataset, we identified 50 versions to have such

differences.

Example. Figure 4.10 presents an exemplar semantic difference from the version 7.4.0 of

redux-form [45]. As shown in Figure 4.10b, the original source has a nested if-statement

clause. The outer if-construct checks whether rejected is true or false; while the inner
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25 if (errors && Object.keys(errors).length) { 25 if (rejected) {
26 stop(errors); 26   if (errors && Object.keys(errors).length) {
27   return errors; 27     stop (errors);
28 } else if (rejected) { 28 return errors;
29 stop(); 29 } else {
30 throw new Error(‘Asynchronous validation 30     stop();

promise was rejected without errors.’); throw new Error(‘Asynchronous validation
promise was rejected without errors.’);

31 } 31 }

Poi Pni

(a) The reported difference by diffoscope

if (rejected) {
if (errors && Object.keys(errors).length) {

stop (errors);
return errors;

} else {
stop();
throw new Error(’Asynchronous validation promise was rejected without errors.’);

}
}

(b) The original source code before uglification

Figure 4.10: An exemplar semantic difference from redux-form@7.4.0 [45]

if-construct checks whether the array errors is null or empty. Pni is identical to the orig-

inal source, while Poi rewrites the code, producing a simplified if-statement. However, the

simplified version has then-branch satisfying “errors && Object.keys(errors).length”, which

is semantically inequivalent to the condition of the first inner branch in Pni—“rejected &&

errors && Object.keys(errors).length”. Additionally, we checked the original codebase, and

found no correlation between the values of rejected and errors. Thus, we are sure that the

two code snippets have divergent semantics and Poi is problematic. Such semantic differences

could be a potential root cause behind vulnerabilities in NPM packages.

Root Cause Analysis (RCA). This example shares the same codebase with the example

discussed in Section 4.4.3. Hence, we conclude the same root cause which is (1) the version

relaxation of Webpack, and (2) the version relaxation of UglifyJS.
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Finding 3: The majority of the reported code differences between Poi and Pni are

introduced by the uglification process using UglifyJS. Moreover, the flexible version

relaxations in the package.json is a significant factor that introduces non-determinism

in the build process. Therefore, such non-deterministic builds can lead to divergent

build artifacts.
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Literature Review

While performing this study we primarily researched about two research areas for our litera-

ture review, (1) empirical studies about the NPM ecosystem (Section 5.1), and (2) research

on the reproducibility of software packages (Section 5.2).

5.1 Empirical Studies about the NPM Ecosystem

Several studies have been conducted by researchers to characterize NPM packages and their

dependencies [8, 64, 67, 68, 79, 81]. For instance, Wittern et al. studied the NPM ecosystem

by looking at (1) package descriptions, (2) the dependencies among packages, (3) package

download metrics, and (4) the use of NPM packages in open-source applications published on

GitHub[79]. Their research showed that package dependencies in typical JS projects increases

over time, but many projects largely depend on a core set of packages. Also, the number of

published versions of a package are not a good indicator of package maturity. Around half of

all the users automatically install the latest version of the packages in their project once the

version is released. In contrast, the researchers found that non-trivial badges, which display

the build status, test coverage, and up-to-dateness of dependencies, are more reliable signals

for package maturity. Also, such signals have a strong correlation with a stronger test-suite,

better quality of pull requests, and the latest package dependencies.

Developers often select NPM packages based on their popularity and weekly download statis-
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tics. Zerouali et al. analyzed 175K NPM packages with 9 different popularity metrics[81].

They observed that many popularity metrics do not have a strong correlation among them

which implies that different metrics may produce different outcomes. In their work, Cogo et

al. analyzed the reasons behind developers downgrading their package dependencies. They

revealed many reasons such as (1) defects in a specific version of a provider, (2) incompati-

bility issues, (3) unexpected feature changes in a provider, (4) resolution of issues introduced

by future releases[64]. They also investigated how the version information of dependencies

is modified when a downgrade occurs. They observed that 49% of the downgrades are per-

formed by replacing a range of acceptable versions of a provider by a specific old version.

They also observed that 50% of the downgrades are performed at a rate that is 2.6 times

as slow as the median time-between-releases of their associated client packages. Zerouali et

al. [81] and Decan et al. [67] separately studied package adoption rate of developers. Particu-

larly, how soon developers usually update their package dependencies after the new package

versions are released. The common finding that both of the research papers revealed that

many packages suffer from technical lag. Specifically, a major part of the package depen-

dency information was updated weeks or months later than the introduction of new releases

in the NPM registry. Moreover, the time period of this technical lag is also dependent on

the type of update (i.e., major release, minor release, or just a bug fix patch).

Due to the popularity of JavaScript as a programming language, NPM has become a large

ecosystem. However, the open-source nature of NPM, an increasing number of published

packages, and widespread adoption also contributed to security vulnerabilities. In their work

Zimmermann et al. analyzed the dependency among packages to understand the security

risks for users of the NPM registry [82]. Specifically, they investigated the possibility of

vulnerable code trickling down into user applications. Surprisingly, they found that although

a vulnerability has been publically published it is highly likely for many NPM packages to
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depend on such vulnerable codebases. According to them, the primary reason behind this

is the lack of maintenance and developer negligence. Their work also highlights that the

NPM ecosystem is prone to single points of failure and packages that are not maintained

properly are a major obstacle towards software security. Decan et al. studied how security

vulnerabilities impact the dependency network in the NPM registry [68]. Specifically, the

researchers performed data crawling of the Synk.io Vulnerability Database [59] to identify

vulnerable packages, followed by identifying the affected packages that depended on those

vulnerable packages. In similar lines our findings, the researchers revealed that the number

of new vulnerabilities and affected packages are growing over time. Also, the majority of

the reported vulnerabilities are of medium or high severity which is an alarming finding.

The unique thing about our research study from all prior studies is that we examine the

reproducibility of NPM packages, investigate the reasons to explain why certain packages

are non-reproducible, and discuss the challenges of verifying package reproducibility and its

implication on package security.

5.2 Research on Reproducibility of of software pack-

ages

According to Maste [72], the goal of the reproducible build is to allows anyone to build is

to allow anyone to build an identical copy of a software package from given source code,

to verify that no flaws have been introduced in the compilation process. In the paper,

Maste advocates the need for reproducible builds, presents an analysis of the current state

of build reproducibility at FreeBSD [23], and describes some techniques that can be used

to obtain reproducible builds. The paper also highlights the reasons behind builds not

being reproducible like embedding build information into the binary, archive metadata, and
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embedded signatures. Taking motivation from the idea, in this paper we present an empirical

analysis on reproducible builds in JavaScript. The choice of JavaScript was motivated by

the fact, that it is the most widely used programming language in recent years [12] and a

well-maintained package manager i.e., npm.

Using the concept of reproducible builds an independently-verifiable path from source to

binary code can be developed using a set of tools and practices [48]. To facilitate the re-

producibility checking developers and researchers have developed various tools [48, 75]. For

instance, the reproducible-builds.org website mentions tools to (a) detect differences be-

tween files, ISO images, and directories (i.e., diffoscope), (b) introduce non-determinism into

the inputs or software environment to verify reproducibility (i.e., reprotest and discorderfs),

and (c) normalize data to reduce the consequences of non-reproducible builds (e.g., strip-

nondeterminism and reproducible-build-maven-plugin). Ren at al. developed RepLoc to lo-

calize the problematic files for non-reproducible builds present in Debian [75]. Particularly,

when divergent Debian binaries are generated from the same source code due to distinct

compilation environments, RepLoc uses diffoscope to compare binaries and obtains a diff

log. Next, RepLoc treats the diff log as a query and considers sources files as a text corpus,

and then uses information retrieval methods to find files responsible for non-reproducibility

issues. They examine 671 Debian packages and achieve an accuracy of 47.09%. They claim

that using RepLoc users could effectively locate the problematic files responsible for non-

reproducible builds. Ren et al. also use the diffoscope tool for their build analysis phase.

Another group of researchers has demonstrated techniques to verify reproducibility with

existing tools [78]. Specifically, they developed a practical technique called diverse double

compiling (DDC) to check whether any compilers inject malicious code into the compiled

version of programs. DDC enables the compilation of the same source code using two differ-

ent compilers simultaneously, followed by a bit-by-bit comparison of the resultant binaries.

https://reproducible-builds.org/
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Researchers have also used differential testing techniques on the reproducible binaries to

reveal inherent faults in compilers [63, 71, 73]. Specifically, these techniques compile the

same source code using various compilers, in order to cross-validate the outputs by those

compilers.

Our research is unique from the prior work because we do not develop new tools to check

software reproducibility and compare the binary files generated in different compiling envi-

ronments. In contrast, our research replicates the developers’ build process by downloading

the same depended-upon NPM packages, replicating the identical build environment, and

executing the same build scripts. They found that the observed differences can solely be

attributed to non-determinism in the build process because the toolchains used in software

packaging has not been designed with verifiability in mind. Our findings corroborate their

conclusion, although we conducted a large-scale study on versions of popularly used 226

NPM packages build scripts. Surprisingly, even though we stuck to all the standard pro-

cesses to reproduce NPM packages, we still revealed a large number of non-reproducible

packages and investigated the root-causes.

The prior work that is most congruent to our research was is conducted by Carnavalet and

Mannan. They conducted a case study to verify 16 official binary files and the corresponding

source-code of a widely used encryption tool called TrueCrypt [66]. They revealed that the

observed differences can solely be attributed to the non-deterministic features of the build

process. The primary reason behind this is that verifiability was not kept in mind while

developing such toolchains. Our findings in Chapter 4 corroborate their conclusion, but we

conducted a large-scale study on versions of popularly used 226 NPM packages and focused

primarily on the JavaScript ecosystem.
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Threats to Validity

During this research project, we made some assumptions about our approach. These as-

sumptions lead to some threats to validity for our investigation. We have categorized the

threats into three categories namely, (1) external, (2) construct, and (3) internal validity.

6.1 Threats to External Validity

In this research project, we analyze the reproducibility of 226 packages from the 1,000 most

depended-upon NPM packages based on data filtering criteria. However, if we conduct a

similar study for less popularly used NPM packages, it is possible that our findings do not

generalize well to those packages. In our current approach, we re-build the NPM packages

based on the build script and configuration described in the package.json file and we omit

the packages that we are unable to build from our analysis. However, it is likely that our

observations do not generalize well to such packages. In the future, we plan to include more

packages and codebases into our research methodology using better automation and support

for diverse build procedures.

6.2 Threats to Construct Validity

Although we devoted a lot of time and meticulously inspected the reported code differences

by diffoscope to properly classify them. Our classification may still be subject to human
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bias and we might have overlooked some of the categories. However, to avoid this threat

each classified artifact (source-code) was cross-examined by the co-principal investigator of

the project as well. Another challenge of manual analysis is that it does not scale when

our dataset becomes bigger to the order of millions of package versions. In the future, we

will develop a more advanced static analysis and code differencing approach that not only

detects differences but also classifies the differences. In this way, during our manual inspec-

tion, we can only focus on the reported semantic differences and further draw a correlation

between those semantic flaws and security vulnerabilities. Furthermore, we can apply exist-

ing automatic approaches [70, 76, 80] to analyze the non-reproducible versions for security

vulnerabilities.

6.3 Threats to Internal Validity

While investigating the non-reproducible package versions, we inferred the root causes of

the observed differences based on our manual analysis and subject matter expertise. How-

ever, some of the inferred root causes may not be quite accurate. It is always challenging

to rigorously identify root causes for observed differences between Poi and Pni for two pri-

mary reasons. Firstly, due to the version relaxation technique which is widely used in the

package.json files, it is very challenging for researchers to know what exact versions of the

packages were used when Pni was created. Secondly, since the NPM ecosystem evolves so

rapidly[5], despite invoking the same commands and build procedures, it is still quite pos-

sible that the packages we download cannot reproduce the original build environment of

Pni. We can infer that the NPM registry was initially not designed to facilitate the ver-

ification of reproducible builds. Therefore, various factors can potentially contribute to a

non-reproducible package version.
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Discussion

In recent times, the JavaScript developer community observed the challenge of non-reproducible

builds of NPM packages [38, 56? ], and they have proposed various approaches to en-

sure package reproducibility. For instance, in 2017 when NPM 5.0.0 was released, the

package-lock.json file was automatically generated from any NPM operation that modi-

fies the node_modules tree of the package.json. Specifically, the package-lock.json file records

the actual dependency package versions (or, dependency tree) which were used in the build

process. Developers are recommended to commit the package-lock.json file into the source

repository’s root folder (e.g., GitHub repository) so that external users of the package can

download the identical dependency versions to reproduce the package versions from source

code. However, based on our experience, such lock files are seldom committed to the GitHub

repositories resulting in a large number of non-reproducible versions. Based on our observa-

tions we can infer two things. They are as follows-

• The recommended best practices are not properly followed by the package devel-

opers which leads to improper dependency resolution which in turn leads to non-

reproducibility issues.

• It is still challenging for package users (i.e., both developers and researchers) to verify

package reproducibility despite the available advanced tool support.

In our current approach, we reveal semantic differences between Pni and Poi primarily based
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on our manual analysis. However, such analysis is not scalable and may be subject to human

bias. To facilitate the detection of semantic differences, we once thought about using a testing

mechanism to reveal any behavioral differences between Pni and Poi. We even experimented

to understand the feasibility of the approach. Specifically, we ran the test cases using the

“npm run test” command and compared the test outputs for the 50 pairs of package versions

that we observed have semantic differences (mentioned in Section 4.4.7). Unfortunately,

for each pair of package versions <Pni, Poi>, the test results were always identical. This is

primarily because the available test-suite of test-cases are insufficient to cover all the possible

program execution paths and characterize the problem behaviors of those package versions.

As a result, we decided to stick with our static manual analysis instead of adopting dynamic

analysis to detect semantic differences.



Chapter 8

Conclusion

Reproducible Builds allows developers to design certain software development practices and

pipelines so that a verifiable path from source code to binary code can be described [48].

We took motivation from the recent attacks on the NPM packages and realized the need to

analyze the NPM ecosystem in terms of package reproducibility and verification. In our re-

search, we investigate the reproducibility of NPM packages using a two-step process. Firstly,

replicating the build process as described in the package.json file. Secondly, comparing the

versions we build (i.e., Poi) to the pre-compiled versions published on the NPM registry (i.e.,

Pni). Surprisingly, we found that many packages versions are non-reproducible. Specifi-

cally, we found 28% of the package versions to be non-reproducible. We further categorized

the reasons behind the non-reproducibility into two major categories, namely – (1) syntax

differences, and (2) semantic differences. After conducting systematic root cause analysis

our findings reveal the version relaxation in the package.json and the shortcomings in the

Uglifiers are responsible to introduce non-determinism in the build process.

Dependency hell can be a hindrance to the development and usability of the software [62].

Therefore, developers put version relaxations on the dependencies used by the software

package in the package.json file. However, this can lead to non-deterministic builds and

divergent post-build artifacts because we have less knowledge and control of the actual

resolution of the dependencies. This could be a single point of failure in software security

because the majority of the software is distributed as pre-compiled binaries. Specifically, if
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the build artifacts have divergent characteristics (i.e., they are non-reproducible) they can

be potentially malicious.

Another important finding that we discovered in our study is that the uglification (or mini-

fication) process for JS code is also very erratic. By default, UglifyJS applies various opti-

mizations and transformations to the AST of the JS code to reduce the size, avoid dead-code,

and optimize the conditional blocks (e.g., if-else blocks). Additionally, it is very difficult to

comprehend the end-result of the uglification process when different versions of the UglifyJS

are used. Therefore, if there are version relaxations in UglifyJS (as seen in Chapter 4) the

minified JS files are different from each other either in program semantics or syntax. Thus,

such uncontrollable and automatically injected divergent behaviors in the build process pose

a big challenge to the verification of package reproducibility.

Recently various approaches such as the use of package-lock.json and yarn.lock files have

been introduced by the JS developer community. However, despite these provisions when

we started our investigation in March 2019 so far we found 65 packages (29%) out of the

229 packages to be non-reproducible. Surprisingly, these packages have been downloaded

millions of times per week. This means that non-reproducible packages can potentially im-

pact millions of developers and projects by introducing non- determinism into the software

environment, and further worsen the software reproducibility of the whole ecosystem. We

believe because the NPM ecosystem is evolving at such a rapid pace, the need for package

reproducibility is very important. This would solve two goals – (1) limiting the odds of vul-

nerable packages trickling into highly used software and libraries, and (2) making developers

aware of the risks and the steps they can to mitigate such threats.

After completing this empirical study, we realized that verifying the reproducibility of NPM

packages is a challenging task due to the non-deterministic nature of the build procedure.

Therefore, revealing security vulnerabilities in NPM packages by drawing a direct correla-
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tion to reproducible builds is difficult with the current state-of-the-art tool support. We

believe that our work is a step in the right direction to analyze the reproducibility of the

NPM package ecosystem so that, verifiable and non-vulnerable builds could be used by the

developer and research community.

We realized that it is challenging to verify the reproducibility of NPM packages, given the

existence of various code differences introduced by the automatic build process. Therefore, it

can be even harder for us to reveal security vulnerabilities by checking package reproducibility

with existing tool support.
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Future Work

While conducting this empirical study, we learned a lot of things about the NPM ecosystem

and reproducible builds. As mentioned in Chapter 8, we realized that with the current state-

of-the-art tool support it is very difficult to verify the reproducibility of NPM packages.

Therefore, in the future, researchers could take insights from our work to build better tools

to facilitate reproducibility verification. Specifically, we also did some initial investigation

in this direction, where we aimed to take an Abstract Syntax Tree (AST) based approach

to analyze the edit-actions between the compiled packages versions. The motivation behind

this approach was to leverage the AST differencing techniques such as GumTree [69].

In our study, we performed a static analysis of the source code using the diffoscope tool.

We believe to better articulate the vulnerable code-patterns in JS code dynamic analysis of

the source code could also be performed in a controlled environment. The past attacks that

have happened on the NPM packages try to steal sensitive data from end-user systems and

do external network calls to transport that information to external servers [11]. We could

monitor such network calls and white-listed IP addresses that the package communicates

during the dynamic analysis. Thus, it could help us in identifying packages that are non-

reproducible and vulnerable.

Another possible future direction could be to leverage the vulnerability databases available

on the Internet [19, 20, 59] to identify certain vulnerable code patterns and develop a tool

that automatically searches for such patterns in the source code. To summarize, in the
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future, we will develop new approaches to efficiently detect and classify code differences,

such that we can verify package reproducibility while tolerating any differences introduced

by the build process.
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