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SMARTGUIDE: Revolutionizing the Depth and Dependability of
Vision-Impaired Navigation

Rishith Gandham

(ABSTRACT)

Globally, over 2.2 billion people face vision impairment, necessitating innovative solutions

for safe, independent navigation. Traditional aids like canes, guide dogs, and GPS offer basic

support but lack the sophistication to provide contextual understanding, precise navigation,

or real-time hazard alerts. This project presents SmartGuide, a mobile app designed to en-

hance the independence of visually impaired users through AI-driven features. SmartGuide

offers three main functions: (1) Smart Vision, using the GPT-4 Vision API to deliver spo-

ken feedback about surroundings; (2) Navigation, combining QR code detection via YOLO

with ZoeDepth for depth estimation, guiding users to destinations through the shortest path

calculated by Dijkstra’s algorithm; and (3) Obstacle Detection and Alerts, where YOLO

identifies obstacles, and ZoeDepth estimates their distance to inform users of potential haz-

ards. By adapting its responses based on user feedback, SmartGuide provides personalized,

reliable guidance that empowers visually impaired individuals to navigate with confidence

and safety, advancing the field of accessible technology.



SMARTGUIDE: Revolutionizing the Depth and Dependability of
Vision-Impaired Navigation

Rishith Gandham

(GENERAL AUDIENCE ABSTRACT)

Navigating unfamiliar or crowded spaces is a major challenge for visually impaired individ-

uals, who often rely on canes, guide dogs, or GPS tools. While useful, these aids offer only

limited guidance and do not provide detailed information about surroundings, directions,

or nearby obstacles. SmartGuide is a mobile application designed to address these gaps,

enabling visually impaired users to navigate more independently and safely. SmartGuide

includes three main features: Smart Vision, which gives audio feedback about the user’s

surroundings; Navigation, which uses QR codes and depth estimation to guide users to des-

tinations along the shortest path; and Obstacle Alerts that detects obstacles, warning users

of potential hazards. Using advanced AI technologies and feedback from visually impaired

users, SmartGuide delivers clear, actionable guidance that supports confident, safe move-

ment in both familiar and new environments. This research-driven tool demonstrates how

technology can enhance accessibility, making navigation easier and safer for those with vision

impairment.
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Globally, an estimated 2.2 billion people live with vision impairment, impacting their ability

to navigate independently in both familiar and unfamiliar environments [26]. While tra-

ditional aids such as canes, guide dogs, and GPS systems offer some level of assistance,

they remain limited in terms of providing comprehensive spatial awareness, object localiza-

tion, and real-time hazard detection. These limitations underscore the need for an advanced

navigation solution that combines the reliability of traditional aids with modern artificial

intelligence (AI) capabilities to meet the specific requirements of visually impaired users.

Vision impairment not only affects personal autonomy but also places a significant economic

burden on society, with global productivity losses estimated at $411 billion annually [26].

This impact emphasizes the importance of developing technology that can enhance the qual-

ity of life and independence for individuals with vision impairment. While the market has

seen the emergence of various assistive tools, few, if any, fully address the dynamic, multi-

dimensional challenges faced by users in real-world environments.

Traditional navigation aids fall short in three primary areas. First, they lack the ability to

convey complex visual information about surroundings, such as the appearance of cultural or

historical landmarks, thereby limiting users’ experience of places of interest. Second, tradi-
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tional aids cannot reliably locate specific objects within a space (e.g., vacant seats or exits),

making it difficult for users to interact effectively with their environments. Third, these

aids provide limited functionality for real-time hazard detection, leaving users vulnerable to

potential risks from obstacles like low-hanging objects, sudden drop-offs, or moving actors

within a crowded space.

Recent advances in AI, computer vision, and machine learning offer new opportunities to

address these challenges, allowing for real-time image processing, spatial mapping, and voice-

guided navigation that dynamically adapt to the user’s environment. However, implementing

these technologies for visually impaired users presents unique challenges, such as ensuring

the system remains intuitive, accessible, and responsive to the specific needs of visually

impaired individuals. To address these challenges, this project proposes SmartGuide, a

mobile application designed to deliver real-time, AI-enhanced navigation assistance.

The goal of �a�K���`�i�:�m�B�/�2is to enhance independence and safety for visually impaired in-

dividuals by providing them with an integrated navigation tool that combines three main

features: , , and . Each feature

is designed to address a specific need of visually impaired users:

• : Uses the GPT-4 Vision API to convert visual information into detailed

audio descriptions, enabling users to understand their surroundings.

• : Employs QR codes, depth estimation, and Dijkstra’s algorithm to guide

users to specified destinations along the shortest path.

• : Leverages YOLO v10 for obstacle identification



and ZoeDepth for depth perception to notify users of potential hazards, ensuring a

safer navigation experience.

This application’s development is informed by user studies and pilot feedback to ensure

relevance and usability, aligning closely with accessibility and safety standards in assistive

technology. The program and data for this project are available at SmartGuide-Github

https://github.com/rishith2/SmartGuide


In this research, we have developed a mobile application aimed at helping visually impaired

individuals navigate indoor environments confidently and independently. The core of the app

is an audio navigation system that provides real-time spoken instructions and information to

guide users effectively through unfamiliar surroundings. Our approach centers around three

key features: Smart Vision, Navigation, and Obstacle Alerts.

is the scene description component that gives detailed descriptions of the

surroundings captured by the user through the app. By leveraging GPT-4 vision model,

the app is capable of providing the user with an informative description, which enhances

situational awareness and enables more informed decision-making.

is a key feature designed to help users navigate unfamiliar indoor environments.

It utilizes a combination of QR codes and computer vision techniques, such as object detec-

tion and depth estimation, to facilitate accurate localization and guidance. QR codes serve

as markers that provide specific location details, while computer vision techniques assist in

detecting these QR codes and determining their distance.

enhance the navigation system by notifying users of obstacles in their

path. This feature improves safety during navigation by providing timely warnings about
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detected objects, helping users avoid collisions and navigate more confidently. This feature

integrates seamlessly with the navigation component to offer a cohesive user experience,

leveraging object detection and depth estimation for effective obstacle awareness. Together,

these features allow the app to answer our primary research questions.

Figure 2.1: Flowchart illustrating the SmartGuide application components

The mobile application has been designed to be user-friendly, taking into account feedback

from visually impaired users to ensure that all features are intuitive and accessible. The UI

is carefully tailored to accommodate voice prompts, making interaction seamless.

The mobile application’s user interface (UI) has been designed with accessibility at its core,

specifically to cater to visually impaired users. Interaction is primarily driven by an audio

navigation system.



Upon launching the application, users are greeted with an audio introduction that explains

the available features and options on the home screen, providing an overview of how to

interact with each button. This initial voiceover aims to familiarize users with the app’s

structure and guide them in making their selections.

The presents two buttons: �a�K���`�i �o�B�b�B�Q�Mand �L���p�B�;���i�B�Q�M. Each button repre-

sents a key functionality of the app, and the user is informed about these options through

voice prompts. Users can then interact with the buttons through simple touch inputs, with

further guidance provided through audio instructions.

Figure 2.2: User Interface of Home Page Figure 2.3: User Interface of Smart Vision

provides two options: �l�T�H�Q���/ �A�K���;�2or �h���F�2 �u�Q�m�` �P�r�M �S�B�+�i�m� �̀2. Users are

guided by voice prompts at each step, starting from selecting an image source to requesting

a description of the image. The UI presents an accessible layout, with each button clearly

labeled and supported by voice feedback that describes the action it performs.

For example, after uploading an image, the user can click on the ”Get Description” button,

and the app will not only display the description on screen but also read it aloud, ensuring full

accessibility. For users opting to �h���F�2 �u�Q�m�` �P�r�M �S�B�+�i�m� �̀2, they are provided with buttons for



�U���V �l�T�H�Q���/ �A�K���;�2 �"�m�i�i�Q�M�U�#�V �A�K���;�2 �7�`�Q�K �:���H�H�2�`�v�U�+�V �:�2�i �.�2�b�+�`�B�T�i�B�Q�M �"�m�i�i�Q�M

Figure 2.4: Smart Vision: Upload an Image UI

capturing an image, providing additional voice input, and choosing the length of the output

description (short or long). The app guides users in navigating these steps through voice

instructions, making the interaction intuitive and straightforward.

�U���V �*���K�2�`�� �"�m�i�i�Q�M �U�#�V �*���T�i�m�`�2 �S�B�+�i�m�`�2�U�+�V �.�2�b�+�X �G�2�M�;�i�? �"�m�i�i�Q�M

Figure 2.5: Smart Vision: Take your own picture UI

The feature provides users with real-time feedback about obstacles and QR



codes within their surroundings. The �:�m�B�/���M�+�2 �J�Q�/�2allows users to set a specific destination

via voice input, after which the app provides step-by-step directions, including information

on QR codes encountered along the route. This mode is designed to ensure that visually

impaired users receive clear and concise instructions to reach their desired destination safely.

�U���V �:�m�B�/���M�+�2 �J�Q�/�2 �P�7�7�U�#�V �:�m�B�/���M�+�2 �J�Q�/�2 �P�M�U�+�V �.�2�b�i�B�M���i�B�Q�M �a�2�i

Figure 2.6: Navigation UI

Throughout the interaction with the app, users can rely on voice commands to control most

features, minimizing the need for visual input. This ensures that even those with limited

or no vision can comfortably use the application. The buttons in the app are designed for

simple tap interactions, where users can click once to activate a function, such as starting or

stopping voice input. Additionally, the app’s visual and voice prompts are synchronized to

provide a cohesive experience, enhancing both usability and accessibility.



The system architecture of our application follows a comprising the

frontend, backend, and database components. This structure ensures modularity, scalability,

and ease of maintenance, providing a clear separation between the user interface, business

logic, and data storage.

The of the application is built using Flutter, a cross-platform framework that

allows us to deploy the app on both Android and iOS devices. Flutter was chosen for its

capability to build a consistent user experience across platforms while enabling rich inter-

activity. The frontend interacts with the user by capturing images, processing input, and

voicing navigation instructions and alerts.

The app provides an accessible user interface tailored specifically to visually impaired users.

The design focuses on voice prompts, large buttons, and simplified workflows that make it

easier for users to interact with the application. The frontend is responsible for capturing

images of the environment, which are then processed by the backend to generate appropriate

outputs for scene description, navigation, and obstacle alerts.

The is implemented using Python Flask, which acts as a server providing necessary

APIs to process requests received from the frontend. The backend handles the core logic for:

• : The captured image is processed through the backend to generate



scene descriptions using OpenAI’s GPT4 vision model.

• : This API takes images, processes and detects QR codes using

YOLO (for object detection) and ZoeDepth (for depth estimation). The API also

interacts with Database to get location information.

• : The obstacle alerts are processed in the API, NAvigation which

takes images and processes them using YOLO and ZoeDepth and sends back warning

messages to guide the user and provide alerts.

Flask was chosen for its simplicity and capability to efficiently handle REST APIs. The

backend is designed to be stateless, which allows for efficient scaling and handling of multiple

requests from different users. It communicates with the database to fetch relevant data, such

as environment maps and information linked to QR codes.

The layer consists of a PostgreSQL database, which stores information related to

the mapped environment and QR codes. The database maintains the layout of the indoor

environment by storing the locations of QR codes and their linked navigation instructions.

When a QR code is scanned, the corresponding location information is retrieved from the

database to assist in guiding the user.

The combination of the frontend, backend, and database layers allows our application to

maintain smooth interaction between components, thereby enhancing the user experience.

This modular design ensures that the system can be expanded and maintained effectively,

enabling further feature additions such as new classes for object detection or expanding the

navigation capabilities to new environments.



The Smart Vision feature of the Smart Guide app is designed to provide visually impaired

users with detailed and contextually rich scene descriptions. This feature processes images

using OpenAI’s GPT-4 Vision API to generate descriptions that enhance the user’s situ-

ational awareness. The system supports user interactions by allowing them to capture an

image or upload one from their device. Users can optionally ask a question or provide a

comment to refine the description and select a response length—short (approximately 30

words) or long (approximately 100 words). The backend processes these inputs and gener-

ates real-time feedback, ensuring accessibility and usability for the target audience.

The primary goal of the Smart Vision feature is to generate accurate and meaningful descrip-

tions of the provided images. The implementation leverages GPT-4 Vision’s multimodal

capabilities to analyze and interpret the content of an image, catering specifically to the

needs of visually impaired users. The system focuses on processing the image and generating

descriptions while supporting seamless user interactions.
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This feature allows users to upload an image from their gallery for de-

scription generation. The uploaded image is encoded into a base64 format and sent to the

backend, where GPT-4 Vision generates a detailed description of the image. The generated

description is then displayed on the screen and read aloud to the user. This implementation

provides a simple and direct way to generate descriptions without additional input methods,

emphasizing the quality and accuracy of the generated content.

This feature allows users to capture images directly through

the app, providing flexibility in obtaining descriptions. After capturing the image, users

can optionally refine the description by adding questions or comments through speech input

and selecting a response length (short or long). These inputs are encoded and sent to the

backend, where the GPT-4 Vision model generates a detailed and context-aware description.

The system ensures that the description generation remains the primary focus, while user

inputs further enhance the relevance and specificity of the responses.

For the �h���F�2 �u�Q�m�` �P�r�M �S�B�+�i�m� �̀2feature, a chat-like conversation system using Retrieval

Augmented Generation (RAG) is implemented to enhance the description functionality. Ini-

tially, the user captures an image, provides an optional question or comment, and selects a

response length. The first description generated by the model is stored in a text file, enabling

the user to ask follow-up questions based on the initial description.



In subsequent interactions, the system uses the stored description to answer new questions,

maintaining the context of the initial interaction. While this approach optimizes resource

usage, it relies on the scope of the initial description and may be limited if the initial response

is brief.

An alternative approach, image caching, was exclusively used in user studies for scenarios

requiring extensive follow-up queries, such as locating a specific object. This method involves

caching the image in the backend, enabling dynamic and context-driven interactions without

the need for repeated uploads. Although this approach provides greater flexibility, it incurs

higher API usage costs, making it suitable for specific use cases.

Smart Vision is tailored to meet the needs of visually impaired users by delivering mean-

ingful and contextually rich descriptions. The integration of GPT-4 Vision’s advanced ca-

pabilities ensures that the descriptions generated are coherent, accurate, and tailored to the

user’s input. By focusing on the quality of description generation and supporting interac-

tive features like conversational follow-ups, Smart Vision enhances user independence and

situational awareness effectively.



The navigation feature in the Smart Guide app is designed to assist visually impaired users

in navigating indoor spaces using QR codes and computer vision techniques. This approach

aims to help users confidently navigate unfamiliar large environments by guiding them

through a sequence of strategically placed QR codes, each serving as a landmark within

a virtual graph representation of the space.

The feature enables visually impaired users to navigate confidently through

indoor environments by utilizing QR codes as spatial markers. QR codes are positioned at

key intervals throughout the space, each representing a node in a graph-based structure.

The paths between QR codes function as edges, creating a connected network of locations.

Each QR code encodes a unique integer identifier that links to specific location information

stored in a database, allowing efficient pathfinding.

The navigation flow consists of two main stages: QR code detection and QR code scanning.

QR codes are initially detected from a distance using a custom-trained YOLO model, and

users are guided to move closer until the QR code is within scannable range. Once within

range, the QR code is scanned using the �Z�_�2���/�2�m̀odule, and the encoded value is retrieved

to determine the user’s current location. Guidance Mode further enhances navigation by

14



enabling users to set a specific destination, after which the system calculates the shortest

path to the destination using Dijkstra’s algorithm.

The of the Navigation feature integrates several key com-

ponents, including QR code detection, scanning, pathfinding, and obstacle detection. These

elements work together seamlessly to help visually impaired users navigate complex indoor

environments safely and effectively.

The navigation process begins with the detection and scanning of QR codes, which is man-

aged entirely in the backend through dedicated APIs. When the API receives an image

captured by the user, it performs two tasks in parallel: QR code detection using a custom-

trained YOLO model and QR code scanning using the �Z�_�2���/�2�m̀odule. The image is

processed by the �Z�_�2���/�2�`first, and if it successfully scans the QR code, the encoded integer

value is retrieved and used for further navigation actions. However, if the QR code cannot

be scanned, but YOLO successfully detects the presence of a QR code, the app notifies the

user to move closer, as the QR code has been detected but is not yet within scanning range.

Once the QR code is successfully scanned by the �Z�_�2���/�2�`, the system retrieves the encoded

integer, queries the database, and provides either the current location information or the

next stop in the navigation route, depending on whether Guidance Mode is activated. After

the QR code is successfully scanned for a particular frame, further detection for that specific

frame is not needed, allowing the system to continue scanning and detecting in subsequent

frames as the user moves.

The QR code detection and scanning processes are repeated for each frame received from



the camera feed until the QR code is successfully scanned. The app provides real-time audio

instructions to the user, ensuring that they are aligned correctly for accurate scanning.

The navigation feature also integrates a , which enables the user to set a

destination via speech input. When Guidance Mode is activated, the system calculates the

shortest path to the specified destination using Dijkstra’s algorithm. The QR codes in the

space are mapped in a database, forming a graph where each QR code serves as a node and

the paths between them serve as edges.

The backend database plays a critical role in maintaining this spatial information, with two

main tables managing the mapping of the indoor environment. Each QR code is assigned a

unique ID that acts as the primary key in the database, storing relevant information about

the space, such as connected nodes and directions. Depending on whether Guidance Mode

is activated:

• : The app retrieves and announces the current location details

once the QR code is scanned.

• : The system calculates the shortest path from the user’s current

location to the destination using Dijkstra’s algorithm. The backend then provides the

necessary details to guide the user along this path, including information about the

current and next locations.

Obstacle detection and depth estimation further enhance the navigation experience by en-

suring user safety. Obstacle detection is performed using the YOLO model, while depth

estimation is handled by the ZoeDepth model. Together, these techniques generate depth

maps of the environment, which allow for precise obstacle localization and avoidance. The

app provides real-time audio feedback, notifying the user of obstacles in their path and

suggesting appropriate actions to avoid collisions.



The navigation flow can be summarized as follows:

1. The user sets a destination via speech input, specifying a particular QR code.

2. The app identifies the nearest QR code, establishing the user’s current position.

3. The system calculates the shortest path from the current QR code to the destination

using Dijkstra’s algorithm.

4. The app guides the user step-by-step, providing directional instructions and proximity

details for each QR code in the path, along with obstacle alerts.

5. Upon reaching the destination, the app confirms arrival to the user.

The feature thus provides an effective, end-to-end solution for guiding visually

impaired users through indoor spaces using QR codes as landmarks, integrated with ob-

ject detection and depth estimation techniques to enhance situational awareness and ensure

safety.

Object detection plays a crucial role in the Smart Guide app, enabling both QR code and

obstacle detection, which are vital to ensuring smooth and safe navigation for visually im-

paired users. The objective of object detection is to identify and locate objects within each

image frame in real-time, enhancing the user’s ability to move confidently through their en-

vironment. In this project, object detection serves two primary purposes: QR code detection

and obstacle detection.

For QR code detection, a custom-trained YOLOv8 model is used. This model has been

finetuned [21] with a specialized dataset to include QR codes as an additional class beyond



the default 80 COCO classes. In addition to QR codes, the dataset also includes images of

stairs and elevators. The inclusion of these two additional classes was part of our effort to

optimize QR code placements in the environment—identifying key locations where QR codes

can be replaced by recognizable landmarks, like stairs or elevators, helps reduce the reliance

on deploying QR codes extensively. Instead, the system can use these distinct features as

spatial markers during navigation.

For obstacle detection, the YOLOv10 base model is employed to identify potential hazards

along the user’s path. This helps provide real-time alerts to users about obstacles, ensuring

a safer navigation experience. The model detects various types of objects and informs the

user accordingly, leveraging the detection capabilities to generate warnings such as ”obstacle

ahead” or ”move slightly left to avoid an obstacle.”

The detection workflow is integrated seamlessly with the other features of the app, providing

comprehensive support for real-time navigation. The backend processes the image captured

by the user and runs the detection algorithms for both QR codes and obstacles. The QR

code detection process involves using the YOLOv8 model to locate the code, followed by

scanning it using the QReader module if it is within scannable range.

To enable the app to detect QR codes, stairs, and elevators effectively, we finetuned a

pretrained YOLOv8 model. The process of finetuning involved adapting the model, originally

trained on the COCO dataset, to work effectively with a custom dataset containing both

the original COCO classes and new classes for QR codes, stairs, and elevators.

Initially, we considered transfer learning to add the QR code class

to the existing 80 COCO classes without retraining the entire model. However, we discovered



that to add new classes, all 80 COCO classes must be retained in the training process, along

with the new classes for QR codes, stairs, and elevators. Thus, the final custom dataset

consisted of a subset of COCO images, combined with newly added QR codes, stairs, and

elevator images.

Two different finetuning strategies were explored:

• In this approach, the backbone layers of the

YOLOv8 model were frozen, which meant that the pretrained convolutional features

were retained, and only the new output layers were updated during training. The first

10 blocks of the model, which make up the feature extraction backbone, were locked

to preserve existing features. This approach aimed to adapt only the higher layers of

the model while keeping the foundational features unchanged.

• The second approach involved finetuning the

entire model, allowing all layers, including the convolutional backbone, to be updated

during training. This approach provided the model with the ability to learn new

features from the custom dataset for all layers, not just the output layers.

The experiments demonstrated that finetuning without freezing the layers yielded better

results in terms of precision and recall for QR code detection. By training all the layers,

the model was able to learn the unique characteristics of the new classes more effectively.

The inclusion of stairs and elevators in the training process allowed the model to recognize

these landmarks as distinct spatial markers, reducing the need to deploy QR codes at such

locations.

The resulting YOLOv8 model, after finetuning, was capable of detecting QR codes, stairs,

and elevators, as well as other COCO classes. This expanded detection capability not only

enabled efficient navigation but also optimized QR code deployment, ensuring that only



critical areas required QR codes, while recognizable landmarks such as stairs and elevators

could be identified using the object detection model.

The object detection system thus plays an integral role in enabling both the core QR code-

based navigation and providing obstacle alerts to enhance the overall safety and effectiveness

of the Smart Guide app.

Depth estimation is a crucial component of the navigation feature in the Smart Guide app,

as it provides spatial information that object detection alone cannot offer. While object

detection is capable of identifying the presence and position of QR codes and obstacles within

an image frame, it does not convey the distance of these elements from the user. Accurate

depth information is essential for users to navigate safely and confidently through indoor

environments, enabling the app to provide meaningful guidance related to both obstacles

and specific navigation markers. Therefore, depth estimation is integral not only to the

navigation system but also to the obstacle alert system.

In the Smart Guide app, we implemented two depth estimation methods: a triangulation

method specifically for estimating QR code distances, and ZoeDepth [4] for estimating dis-

tances to obstacles and providing general spatial awareness. Each method was chosen based

on its suitability for the respective task, offering an efficient solution for the diverse require-

ments of indoor navigation.



For QR code distance estimation, a triangulation-based approach [20] is employed, which

leverages the known dimensions of QR codes to calculate their distance from the camera.

This method uses the concept of focal length and the known size of the QR code to determine

its distance based on the pixel width of the QR code’s bounding box in the captured image.

The triangulation method consists of two key components:

• This function determines the focal length using a reference

object with a known width and distance from the camera. The object’s pixel width in

the reference image is used to calculate the focal length, providing a baseline reference

for future distance estimations.

• Once the focal length is determined, the distance of a QR code

can be estimated by comparing its real-world width to its pixel width in the current

image frame.

This method is particularly effective for rectangular or square objects, such as QR codes,

ensuring accurate distance estimation. The estimated distance helps guide the user to move

closer to scan the QR code or confirms when the code has been successfully scanned.

For detecting and estimating the distances of obstacles, we implemented the ZoeDepth model.

ZoeDepth is a monocular depth estimation model capable of producing metric depth directly,

which means it can predict the distance of objects in meters without requiring additional

calibration. Unlike MonoDepth2 [11], which only provides relative depth estimates that



require scaling to convert into metric depth, ZoeDepth inherently provides absolute distance

values, making it well-suited for real-world applications like navigation.

�U���V �A�M�T�m�i �A�K���;�2 �r�B�i�? �Z�_ �*�Q�/�2 �U�#�V �.�2�T�i�? �J���T �r�B�i�? �"�Q�m�M�/�B�M�; �"�Q�t

Figure 4.1: Example showing zoedepth’s depthmap for an input image containing a QR code.
The depth map visualization (b) shows the detected QR code highlighted with a bounding
box.

ZoeDepth generates a depth map for each pixel in the camera frame, which allows the app

to assess the spatial layout of the environment. This pixel-level depth information is crucial

for providing accurate warnings about obstacles, such as ”obstacle ahead” or ”move slightly

left to avoid an obstacle,” thereby enhancing the safety of the navigation experience and

helping the user make informed decisions while moving through the space.

Both depth estimation methods operate entirely in the backend. When an image is captured

by the app, it is sent to the backend where either the triangulation method or ZoeDepth is

applied. The choice of the method depends on the type of object being analyzed: triangu-

lation is used for QR codes, while ZoeDepth is used for other obstacles, such as furniture or

walls. By combining these methods, the Smart Guide app can offer precise distance estima-

tions for both square markers (like QR codes) and irregularly shaped obstacles, improving

the overall user experience and safety.

The evaluation results of these depth estimation methods, along with a comparative analysis



between MonoDepth2 and ZoeDepth, can be found in the Experiments chapter.



The obstacle alerts feature is an integral component that works in tandem with the navigation

system, ensuring that visually impaired users are aware of obstacles in their path. The

system’s primary purpose is to detect potential obstacles and provide timely alerts, thereby

improving the overall navigation experience. This chapter details the functionality and

technical aspects of the obstacle alerts feature, which aims to create a safer and more informed

environment for the user during navigation.

The obstacle alerts feature is designed to seamlessly integrate with the navigation feature

of the Smart Guide app, enhancing its capability to not only guide the user toward their

desired destination but also actively warn them about obstacles in their way. As the user

navigates through an environment, alerts are generated in real time to prevent potential

collisions, improving both safety and confidence for visually impaired users.

The core function of obstacle alerts is to continuously monitor for obstacles and provide

real-time warnings when necessary. It leverages the object detection and depth estimation

capabilities that are extensively discussed in the Navigation chapter. The detected obstacles

and the estimated distances are used to generate appropriate alerts. If an object is detected

directly in front of the user, the system will provide an alert such as:
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• �ô�q���i�+�? �Q�m�i�- �i�?�2� �̀2 �B�b �� �#�2�M�+�? ���i �9 �b�i�2�T�b�X�ô

• �ô�u�Q�m �+���M�M�Q�i �K�Q�p�2 �7�Q�`�r��� �̀/�X�ô(in case a wall is detected at close proximity)

The alerts are provided through both audio and visual forms, with warnings being voiced

out and also displayed as text on the app screen. This multimodal feedback ensures that the

system is accessible and caters to varying user preferences.

The obstacle alerts feature is built upon the existing infrastructure of object detection and

depth estimation discussed in the previous chapter. Specifically, the YOLOv8 model is used

for detecting obstacles, while the ZoeDepth model is employed to estimate the distance of

these obstacles from the user. The following key aspects of the implementation are high-

lighted:

The image captured by the user is processed through the backend API, where it is converted

to base64 format and then passed to both the YOLO and ZoeDepth models.

• The YOLO model identifies and localizes obstacles in the scene

by providing bounding box coordinates, class labels, and confidence scores for each

detected object.

• The ZoeDepth model generates a depth map for the image, which

provides depth values for every pixel. This depth map is used to determine the distance

of each detected object from the user’s current position.



To determine the depth of each detected object, the bounding box coordinates obtained from

the YOLO model are used to extract the corresponding region from the depth map produced

by ZoeDepth. The mean depth value of the pixels within the bounding box is calculated to

estimate the distance of the object. The depth values are converted from meters to feet, and

then further converted into an approximate number of steps (considering one step equivalent

to 2 to 2.5 feet). This conversion method was adopted based on user feedback from visually

impaired participants, who found distances in steps to be more intuitive.

The obstacle alerts feature uses the information obtained from object detection and depth

estimation to generate alerts in real time:

1. Among all detected objects, the system identifies

the closest obstacle by selecting the one with the minimum mean depth value. This

object is used to generate an alert.

2. If a wall or other large obstacle

is detected, and the mean depth value falls below a predefined threshold, an alert such

as �ô�u�Q�m �+���M�M�Q�i �K�Q�p�2 �7�Q�`�r��� �̀/�ôis generated. This helps ensure that the user is not

inadvertently directed into an impassable barrier.

3. If no obstacles are detected within a predefined range, the

app informs the user that it is safe to move forward by providing an output like �ô�u�Q�m

�+���M �K�Q�p�2 �7�Q�`�r��� �̀/�- �i�?�2� �̀2 ��� �̀2 �M�Q �Q�#�b�i���+�H�2�b�X�ô

The alerts are presented in both audio and visual formats to ensure accessibility, with real-

time feedback helping the user make informed decisions while navigating.



The obstacle alerts feature is highly adaptable, as it uses the same YOLO model that was

trained for QR code detection. This allows the system to be finetuned with additional

object classes based on specific needs. For instance, if certain types of obstacles become

more common in a particular environment, the model can be updated by retraining it with a

dataset of images containing these new objects. This adaptability ensures that the obstacle

alerts feature continues to meet the evolving needs of visually impaired users in various

environments.

The decision to present distances in terms of steps, rather than feet or meters, is another

example of adaptability driven by user feedback. User-centered design considerations like

these ensure that alerts are both intuitive and practical for visually impaired users, improving

their confidence and safety during navigation.



In our evaluation, we primarily investigate the following research questions:

1. We eval-

uate the performance of object detection features, focusing on their role in facilitating

navigation and obstacle detection for visually impaired users.

2. This

question examines the accuracy and reliability of depth estimation in providing spatial

information to enhance navigation.

3. Usability is assessed through a user group

study, focusing on ease of interaction and navigation effectiveness as experienced by

visually impaired participants.

Object detection is an essential component of the Smart Guide app, used for detecting

both QR codes and obstacles to aid visually impaired users in navigation. For obstacle

detection, we utilized the YOLOv10 [25] base model without any additional finetuning, as
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its performance on the COCO dataset classes is sufficient for our requirements. In contrast,

for detecting QR codes, as well as additional navigational markers like stairs and elevators,

the YOLOv8 model was finetuned using a custom dataset.

The YOLOv8 model was finetuned on a custom dataset consisting of COCO classes along-

side three newly introduced classes: QR codes, stairs, and elevators. The objective was to

incorporate these new classes while retaining the model’s ability to detect COCO objects,

ensuring comprehensive detection. Two different finetuning strategies were explored:

• The backbone layers of the model were frozen,

retaining the pretrained convolutional features while only updating the output layers

to learn features specific to the new classes (QR codes, stairs, and elevators). This

strategy aimed to preserve the original features learned from the COCO dataset.

• In this approach, the entire model was allowed

to train, enabling all layers to adapt and learn specific features related to the new

classes. This allowed the model to comprehensively learn and adjust to the unique

attributes of the added classes.

The custom dataset for finetuning YOLOv8 consisted of the following:

• 7,713 images, combining COCO classes and additional images for QR



codes, stairs, and elevators.

• 2,204 images used to validate model performance.

• 1,102 images used for final evaluation.

The dataset was split in a 70:20:10 ratio, maintaining consistent and effective training and

evaluation practices.

The performance of the finetuned YOLOv8 model was assessed using three key metrics:

Precision, Recall, and F1-score. These metrics were selected to evaluate the model’s capabil-

ity to accurately detect the newly added classes, ensuring minimal false positives and false

negatives.

• Defined as the ratio of true positive detections to the total number of

positive predictions, including both true positives and false positives. A high precision

value indicates that the model makes very few false positive errors.

Precision =
True Positives

True Positives + False Positives (6.1)

• Defined as the ratio of true positive detections to the total number of actual

positive instances. A high recall value indicates that the model successfully detects

almost all instances of the desired object, minimizing the number of missed detections.

Recall =
True Positives

True Positives + False Negatives (6.2)



• The harmonic mean of Precision and Recall, providing a balanced measure

that accounts for both false positives and false negatives.

F1 Score = 2 �
Precision � Recall
Precision + Recall (6.3)

A confusion matrix is a useful tool for evaluating the performance of a classification model

by illustrating the true positives, false positives, false negatives, and true negatives for each

class. Figures 6.1, 6.2, and 6.3 present the confusion matrices for the finetuned YOLOv8

model, highlighting the detection accuracy for QR codes, stairs, and elevators.

�U���V �Z�_ �*�Q�/�2 �*�Q�M�7�m�b�B�Q�M �J���i�`�B�t �U�q�B�i�? �6�`�2�2�x�@
�B�M�;�V

�U�#�V �Z�_ �*�Q�/�2 �*�Q�M�7�m�b�B�Q�M �J���i�`�B�t �U�q�B�i�?�Q�m�i
�6�`�2�2�x�B�M�;�V

Figure 6.1: Comparison of QR Code Confusion Matrices for Models with and without Freez-
ing Layers
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Figure 6.2: Comparison of Stairs Class Confusion Matrices for Models with and without
Freezing Layers

The overall performance of the finetuned YOLOv8 model, in terms of Precision, Recall, and

F1-score for QR codes, stairs, and elevators, is summarized in Table 6.1.

Table 6.1: Evaluation Metrics for QR Codes, Stairs, and Elevators

QR Codes Without Freezing Layers 0.993 0.993 0.993
With Freezing Layers 0.975 0.978 0.976

Stairs Without Freezing Layers 1.000 0.714 0.833
With Freezing Layers 1.000 0.603 0.752

Elevators Without Freezing Layers 0.979 0.959 0.969
With Freezing Layers 0.990 0.941 0.964

The results show that training the model without freezing layers generally produced better

performance across all three classes. Specifically, for QR code and stairs detection, the

model with unfrozen layers achieved higher recall, indicating fewer missed detections. These
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Figure 6.3: Comparison of Elevators Class Confusion Matrices for Models with and without
Freezing Layers

findings suggest that allowing the model to learn features for the new classes across all layers

provides a more effective solution, especially when introducing new classes like QR codes,

stairs, and elevators.

While evaluating the

YOLOv8 model for QR code detection, we identified specific cases of false positives and

false negatives. We are mainly concerned about the class QR codes, as they are the main

component of our navigation system. Similar reasons may also apply to the other two classes

(stairs and elevators), particularly for false negatives.

These occurred when the model predicted a QR code where none existed.

The main reasons include:

• Rectangular exit signs on ceilings were sometimes misclassified as QR
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