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ABSTRACT

Utility Accrual (UA) scheduling is a method of dynamic real-time scheduling that is de-

signed to respond to overload conditions by producing a feasible schedule that heuristically

maximizes a pre-defined metric of utility. Whereas utility accrual schedulers have tradition-

ally focused on CPU overload, this dissertation explores memory overload conditions during

which the aggregate memory demand exceeds a system’s available memory bandwidth.

Real-time systems are typically implemented in C or other languages that use explicit dy-

namic memory management. Taking advantage of modern type-safe languages, such as

Java, necessitates the use of garbage collection (GC). The timeliness requirements of real-

time systems, however, impose specific demands on the garbage collector. Garbage collection

introduces a significant source of unpredictability in the execution timeline of a task because

it unexpectedly interjects pauses of arbitrary length, at arbitrary points in time, with an

arbitrary frequency.

To construct a feasible schedule, a real-time scheduler must have the ability to predict the col-

lector’s activities and plan for them accordingly. We have devised CADUS (Collector-Aware

Dynamic Utility Scheduler), a utility accrual algorithm that tightly links CPU scheduling

with the memory requirements — and the corresponding garbage collection activities — of

real-time tasks. By constructing and storing memory time allocation profiles, we address the
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problem of GC activation strategy. We estimate GC latency by using a real-time collector

and modeling its behavior. We project GC frequency by planning, at schedule construction

time, the memory bandwidth available to the collector. CADUS can point the collector’s

activities to any specific task in the system. The runtime system provides this ability by

maintaining separate logical heaps for all tasks.

We demonstrate the viability of CADUS through extensive simulation studies. We evaluated

the behavior of CADUS under a wide range of CPU and memory load conditions and utility

distributions. We compared its performance against an existing GC-unaware UA scheduler

and found that CADUS consistently outperformed its GC-unaware counterpart. We investi-

gated and identified the reasons for the superior performance of CADUS and quantified our

results. Most significantly, we found that in an overloaded dynamic soft real-time system, a

scheduler’s preemption decisions have a highly significant impact on GC latency. A dynamic

real-time scheduler therefore must predict the impact of its preemption decisions on GC

latency in order to construct time-feasible schedules.
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Chapter 1

Introduction

Modern programming languages — most notably Java — do not provide APIs (application

programming interfaces) for direct memory manipulation by design and rely exclusively on

garbage collection (GC) instead. Automatic memory management (typically implemented as

garbage collection, the automatic reclamation of unusable memory) offers clear advantages,

such as type safety, and consequently security, over explicitly coded memory management.

Recent optimization techniques (such as adaptive generational scavenging) have significantly

reduced garbage collection overhead, making it a viable and attractive addition to runtime

systems [79, 50].

Real-time and embedded systems have traditionally been coded in procedural languages —

notably C — that use explicit memory management (or worse, highly space-inefficient mono-

lithic static allocation) [18]. Unlike server and desktop application development, real-time

system development has not yet moved towards modern languages. An essential component

1



2 CHAPTER 1. INTRODUCTION

of the advanced facilities offered by modern languages is automatic memory management.

The integration of garbage collection into real-time systems, however, presents unique chal-

lenges; specifically: when to trigger the collector, for how long, how often, and how to

predict what yield (the amount of reclaimed memory) to expect. Lacking this information,

the scheduler cannot guarantee timely task completion because the collector may foil the

scheduler’s plans if its unexpected activation and unavoidable latency delays the completion

of a real-time task beyond its deadline.

This dissertation presents CADUS (Collector Aware Dynamic Utility Scheduler), a scheduler

that enables the use of garbage collection in a soft real-time environment. Soft real-time

systems are those designed to tolerate occasional missed deadlines. We address the previously

unresolved issues of GC management by placing automatic memory management under the

explicit control of the scheduler, projecting the memory requirements of tasks, and budgeting

in the schedule for the necessary GC work associated with task execution.

1.1 Motivation

Automatic memory management has gained widespread acceptance since the early 1990s.

It is now an integral part of programming languages such as Java, Eiffel, Modula-3, ML,

and Oberon [74, 31, 36, 23, 43]. Retrofit packages have been developed for C and C++

to enhance these languages with GC capabilities [15]. Automatic memory management is

advantageous for the following reasons:
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1. Type Safety — GC enables type-safe languages. A type-safe language is one that

provides runtime support for type assignment error detection and well-defined corre-

sponding exception handling routines. Although runtime type errors are possible, they

will not result in erroneous or undefined system behavior. By contrast, a type-unsafe

language (such as C) would allow, for example, passing an integer as a function pointer

which then can be jumped to and executed — with possibly disastrous effects.

Type-safe languages do not suffer from dangling references. Dangling references are

created when an object is explicitly deallocated — something that type-safe languages

inherently do not allow [71, 60]. Furthermore, explicit pointer operations are disal-

lowed and the runtime system checks all implicit pointer manipulations [65]. Object

references cannot be forged in such systems [77]. For example, a program is prevented

from gaining access to arbitrary memory locations by casting an integer to a pointer

— its access is limited only to valid objects to which it holds legal references [5].

Type safety is a precondition for the construction of language security infrastructures.

Given a type-safe system, specific security policies can be enforced at runtime.

2. Security — Language-based protection through access modifiers such as private and

protected is an example of a security policy enacted through type safety. The type

system of the Microsoft .NET Framework, for instance, prevents an object from reading

another’s private fields [70]. In Java, different tasks may use different classloaders.

Each classloader, in turn, establishes a namespace with a unique set of types. The

type system enforces security by preventing a malicious process from accessing classes

in another process’s namespace [5].

Furthermore, Java was designed to allow the execution of untrusted code in a secure
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fashion inside a JVM. Prior to code execution, the JVM’s bytecode verifier constructs

type state information for the code and verifies the types of the parameters to all

bytecode instructions. Executed in a type-safe environment, access control decisions

for the code can be made at runtime. Stack inspection [77] is one method of making

such dynamic access control decisions based on the state of the JVM’s runtime call

stack. Security can be enforced by examining the stack for frames executing untrusted

code — an exception is thrown if a stack frame from untrusted code is detected while

attempting to perform a privileged operation, such as reading a local file.

3. Simplified Software Engineering — Automatic memory management simplifies

software engineering in the following ways:

(a) Enhanced Modularity — Ownership of memory objects must be methodically

tracked when using explicit dynamic memory management. When a function is

called with a pointer parameter, the ownership of that pointer must be agreed

upon by both the caller and the callee. Clear ownership rules must be specified

for such interactions. The caller either retains or relinquishes the ownership of the

pointer. If ownership is retained, the caller is responsible for freeing the memory

object. Conversely, if ownership of the pointer is relinquished, then the callee is

responsible for freeing the object.

Implementation of ownership rules, however, is often error-prone. If the caller

retains ownership, the callee may erroneously store a copy of the pointer and

reference it after the caller frees the object. If the caller, on the other hand,

relinquishes ownership, and the callee frees the object, all stored duplicates of the

pointer in the caller become invalid. Subtle errors of this type often go undetected,
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are notoriously frustrating to debug, and result in catastrophic failures. With GC,

such object ownership rules need not be defined and strictly followed [79, 50]. GC

therefore enhances program modularity by simplifying inter-module dependencies.

(b) Robustness — The process of explicitly managing all memory allocation and

deallocation is an inherently complex and error-prone undertaking in a large ap-

plication. The associated necessary bookkeeping, if not properly tracked and bal-

anced, can lead to memory leaks. Those leaks, in turn, may lead to an eventual

system crash. Many programmers sidestep this task by allocating large quanti-

ties of memory up front, followed by a mass deallocation just prior to program

completion. Akin to static allocation, this approach causes inefficiency by holding

memory longer than necessary. Garbage collection can determine automatically

when a memory object is no longer reachable, and reclaim it accordingly. In this

context, garbage collection eliminates extra bookkeeping code, and reduces the

potential for memory leaks [79, 50].

Manual (explicit) memory management, if done correctly, can provide powerful

and fine-grained control over memory objects — the programmer can immediately

free an object no longer needed. This mechanism, however, is a double-edged

sword: it provides great power at the cost of great care. Automatic memory

management simplifies software development by relieving the programmer of the

burdensome responsibility of correct manual memory management.

We describe garbage collection techniques in Chapter 3. Though we advocate garbage col-

lected languages in general, we are interested in Java in particular. Our reasons are practical

and rooted in the application domain of our systems. We consider Java’s desirable features
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(outlined below) as further motivation.

Through Object Orientation, Java provides a higher level of abstraction than procedural

languages. It facilitates enhanced software engineering practices through inheritance, en-

capsulation, and polymorphism [33]. Java bytecode is portable and runs on any platform

that implements a Java Virtual Machine (JVM) [4] — for instance, we developed the code

for this dissertation research on Macintosh and Windows systems, but conducted large scale

experiments on a Linux cluster; all from a single code-base. The Java environment is scalable

and fully integrated. Also, Java allows programming in the small through its J2ME (Java 2

Micro Edition) environment. At the other end of the spectrum, J2EE (Java 2 Enterprise

Edition) provides facilities for programming in the large.

The Real-Time Specification for Java (RTSJ) [40] adapts Java for real-time purposes. It adds

support for and elaborates scheduling, asynchronous events, fine grained timers, and support

for physical memory access. The Distributed Real-Time Specification for Java (DRTSJ) is

under development and poised for implementation in the near future [78].

1.2 Operating Environment

Our target application space is utility accrual real-time systems. This section provides a brief

overview of this environment.

Real-time systems are those designed to accommodate tasks with timing constraints. General-

purpose operating systems, in contrast, disregard timing requirements of contending tasks.
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Depending on its scheduling policy, a general-purpose operating system merely extends the

task completion time-horizon with increasing CPU load — all tasks will eventually finish.

Scheduling policies such as multi-level feedback queues incorporate a policy of non-starvation

and therefore guarantee eventual completion of all tasks in the system. Eventual completion,

however, is not sufficient for a real-time system. The operating system must schedule such

tasks in a way that ensures their timely completion [20].

Hard real-time systems guarantee that all tasks always meet their deadlines. Safety critical

control systems are examples of such hard real-time environments. Complete determinism

and predictability are intrinsic features of such systems — task arrivals are deterministic and

their computational costs are predictable. Soft real-time systems, on the other hand, are

those that make no assumptions of full predictability. As such, they are often used in dynamic

environments. Given such dynamism, soft real-time systems can make no guarantees of

always meeting all deadlines. The scheduling objective is often recast in relative terms such

as “minimizing the number of deadlines missed” or “minimizing the maximum lateness.” A

context-dependent quality-of-service metric is utilized to dynamically evaluate the level of

system performance. A typical example of a soft real-time system is streaming media over a

packet-switched, dynamically-routed network [18].

Utility Accrual (UA) systems are a class of soft real-time systems designed to operate based

upon the quality-of-service metric of “utility.” Each task ti is associated with a time/utility

function (TUF) which maps the task’s completion time to a specific utility gain ui. The

system-wide objective of a UA system is to schedule tasks such that maximal utility is

realized: MAXIMIZE(
∑

ui). Given the uncertainties of the operating environment, UA

systems often are subjected to transient, and sometimes persistent, overload conditions.
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Doubly constrained by their own fixed capacity as well as task timing requirements, UA

systems must shed load when aggregate demand exceeds available resources. Shedding load

intelligently is the objective of UA systems [47]. UA schedulers typically rank contending

tasks using a utility-based fitness function, then select a desirable subset from the mix. The

selection process is guided by a metric of utility density which defines the relative worth of

a task in terms of its demands on system resources. We further discuss real-time scheduling

in Chapter 2.

We have shown in previous work [37] that it is feasible to implement utility accrual CPU

schedulers in an RTSJ compliant real-time Java virtual machine. This dissertation addresses

the problem of CPU and GC co-scheduling.

1.3 Challenges

In a real-time system, the most significant attribute of a task is its timing constraint. A

real-time scheduler constructs schedules by considering the estimated computational cost of

tasks (in CPU cycles) and their respective deadlines. The quality of the produced schedule

depends on the accuracy of the cost estimation for each task.

Garbage collection introduces a source of unpredictability in the computational cost of a real-

time task. Figure 1.1 (a) shows such a task with a cost Ci. From the scheduler’s viewpoint,

this task is time-feasible because it has sufficient time to complete its computations before

its deadline. The task, however, may in fact be pushed past its deadline by the unforeseen

interruptions of the garbage collector, as depicted in Figure 1.1 (b). The task executes until
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Figure 1.1: GC Unpredictability

it exhausts heap memory, at which point the collector is triggered. GC takes as long as it

needs to complete its work, during which time the task is blocked. The task then resumes,

executes for a period, and is again interrupted by the GC. The collector, therefore, can

unpredictably increase a task’s cost, unbeknownst to the scheduler.

The garbage collection unpredictability is the unexpected interjection, at arbitrary points

in time, of pauses of arbitrary length, with an arbitrary frequency. In other words, we do

not know (1) when the collector is activated; (2) for how long it runs once activated; and

(3) how often GC activations will occur. This GC unpredictability is in direct conflict with

the objectives of a real-time system, which is to ensure the timely completion of tasks. The

challenge a real-time system faces lies in harnessing this unpredictability such that the GC’s

timing characteristics can become quantifiably known to the scheduler.

At first glance, a simple approach presents itself: inflate the cost Ci by an estimated GC

overhead factor, such as 20%. The scheduler then could discern time-infeasible tasks at

schedule construction time and would not need to consider when or how often GC is activated.

This approach is too näıve because it implicitly relies on the accuracy of the overhead es-

timation. If the GC cost is underestimated, the task misses its deadline — an undesirable
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effect in a real-time system. Conversely, if the GC cost is overestimated, the resulting sched-

ule underutilizes the CPU — an undesirable effect in an overloaded soft real-time system.

Accurate estimations of GC overhead, however, cannot be made statically in isolation. The

GC overhead depends on task interactions and the system state. For a dynamic system,

task interactions cannot be known in advance, because they depend on scheduling decisions.

Therefore, a uniform GC overhead estimation cannot be applied indiscriminately to all tasks.

1.4 The CADUS Algorithm

CADUS (Collector Aware Dynamic Utility Scheduler) is the solution we have devised to the

problem of using garbage collection in a utility accrual real-time system. An overview of

CADUS is provided below.

The primary function of a UA scheduler is to shed load predictably during overload con-

ditions. CADUS does so by considering the utility of tasks relative to their demands on

system resources, specifically CPU and memory. To aid the task subset selection process, we

define memory occupancy (Section 4.4) as a combined measure of the time and memory

consumption of a task. Based on memory occupancy, we define TPUD (Three-dimensional

Potential Utility Density, Section 4.5.1) as a fitness function to evaluate the relative desir-

ability of tasks for the purposes of load shedding.

In the previous section, we identified three constituent problems of GC unpredictability:

(1) unknown GC activation; (2) unknown GC latency; and (3) unknown GC frequency.
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We address problem (1) of determining GC activation time by profiling a task’s memory

allocation as a function of time, and making the profiles available to CADUS. The algorithm

then can accurately project when heap memory is exhausted (and, consequently, when GC

would be activated). Furthermore, we also can determine the GC yield from the memory

allocation time profiles. We demonstrate the feasibility of memory allocation profiling by

constructing such profiles for a number of tasks that are executed in a Java virtual machine.

We model the collector’s time requirements (latency) using the 2-phase mark/sweep abstrac-

tion. We profiled a JVM collector to establish realistic parameters for the collector’s time

requirements. Knowing how much live memory the collector must mark and the amount of

garbage it must sweep, we can calculate the time needed by the collector to do its work. By

bounding the collector’s latency in this fashion, we address problem (2) of determining GC

latency once activated.

We address problem (3) of determining GC frequency by first calculating, at schedule con-

struction time, the amount of initial memory available to the task. Using the task’s allocation

profile, we then project into the future if and when the task exhausts heap memory. We

repeat this process as needed until the task’s projected completion. We thus determine the

frequency of GC activation for any given task.

Having removed GC unpredictability by determining GC activation time, latency, and fre-

quency, we can accurately calculate the GC cost. CADUS takes this GC cost into account

while determining the time-feasibility of tasks in a tentative schedule under consideration.

CADUS heuristically constructs tentative schedules and considers the feasibility of each.

Tentative schedules are constructed by successively adding tasks in deadline order to an
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initially empty schedule. The schedule’s time-feasibility is checked after each task addition

and consideration of its associated GC work. If the new schedule is found infeasible, tasks

are successively dropped in ascending TPUD order until the tentative schedule is made time-

feasible. This process continues until all tasks are considered. The tentative schedule that

yields the highest utility is finalized and its constituent tasks are dispatched in deadline

order.

We require a runtime system composed of separate logical heaps, one per task. Although

sharing the same physical heap, the objects in each task’s heap are labeled as belonging to

that task. The collector can be pointed to a specific heap to collect garbage on behalf of

individual tasks. We choose which tasks to GC based on their potential yield. We define

the PRD (Potential Reclamation Density) metric to prioritize and localize the collection

activity.

To evaluate our scheduling algorithm and its associated features, we developed a simulation

framework that supports synthetic and trace-driven task models, and a simulated garbage

collector. We then measured the performance of CADUS under a variety of simulated CPU

and memory load conditions. As a part of the evaluation process, we established a formal

definition of memory load.

We show that CADUS has a computational complexity of O(n2) (where n is the number of

tasks in the system). We demonstrate the viability of our scheduling strategy by deriving our

simulation parameters from real traced tasks. We systematically explore our experimental

simulation search space in ways that mimic realistic conditions.

Our experimental results show that CADUS meets our design objective of utility accrual
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maximization for garbage collected systems. We compared a system using CADUS to a

system using a scheduler that is unaware of GC activity. CADUS shows a significant perfor-

mance edge over its collector unaware counterpart. We then qualitatively and quantitatively

investigated and analyzed the reasons for the performance characteristics of CADUS.

In short, we argue that a resource constrained UA scheduler must proactively anticipate/control

GC activities and integrate consideration of relative memory consumption into its task se-

lection process. CADUS provides an algorithm for sequencing of tasks, interspersed with

collection work, that achieves the UA objective of utility maximization.

Therefore, we put forth the thesis that the utility accrual scheduling framework can be

extended to predictably accommodate garbage collection. UA systems can consequently

leverage the benefits of type-safe languages, specifically Java, and Java’s associated facilities.

1.5 Roadmap

This dissertation is organized as follows: Chapter 2 provides an introduction to real-time

scheduling in general and utility accrual scheduling in particular. Automatic memory man-

agement concepts and basic garbage collection techniques are discussed in Chapter 3.

Chapter 4 describes the CADUS algorithm and its various features. In particular, we elabo-

rate how CADUS constructs feasible schedules while taking into account the memory man-

agement associated with task execution. The implementation framework for CADUS is

subsequently discussed in Chapter 5.
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We discuss our evaluation methodology and present our experimental results in Chapter 6.

The discussion includes our novel approach for the quantification of memory load. We

provide analyses of observed experimental behavior and explain the factors involved.

Chapter 7 is a discussion of related work in this field and a comparison of our approach to

others. In conclusion, we summarize our findings and outline future work in Chapter 8.



Chapter 2

Real-Time Systems

The Oxford Dictionary of Computing [46] defines a real-time system as:

Any system in which the time at which output is produced is significant. This is
usually because the input corresponds to some movement in the physical world,
and the output has to relate to that same movement. The lag from input time
to output time must be sufficiently small for acceptable timeliness.

The correct behavior of a real-time system depends as much on the timing of computations

as it does on the results produced by those computations. Results delivered too late may be

useless, or even harmful [20]. Real-time systems are in widespread use and can be found in

such application domains as industrial automation, process control, C3 (Communications,

Command, and Control), and multimedia.

There are two distinct types of systems in this field: hard real-time systems and soft real-time

systems. Hard real-time systems are those in which it is imperative that all computations are

15
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strictly performed within the specified time, regardless of the operating conditions. Failure

to meet the timing constraints of even one task may invalidate the correctness of the entire

system. Soft real-time systems, in contrast, are those in which strict adherence to the timing

constraints of tasks is not always guaranteed.

A requisite property of hard real-time systems that allows for their deterministic behavior is

closure. All tasks and their associated timing requirements, their worst case execution time,

and their interactions, must be known ahead of time. The system designer then properly can

dimension the hardware and compose a carefully choreographed sequence of task executions

that yields the desired result of 100% deadline satisfaction.

Closure, however, is not a luxury guaranteed for soft real-time systems. Such systems often

must operate in a dynamic environment where conditions change rapidly. Deadlines occa-

sionally can be missed or delayed without catastrophic consequences. Streaming multimedia

applications, for example, often incorporate mechanisms to adaptively scale their operations

in response to resource availability at the network layer. A smooth video stream, for in-

stance, requires 30 frames per second from source to destination. If fewer than 30 frames

arrive because of network congestion, the application can adapt to this shortage by tem-

porarily reducing video quality. The occasional missed arrival deadlines for a few frames are

not detrimental to the overall operation of the application.
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2.1 Deadlines

The most important attribute of a task in a real-time system is its timing constraints. Such

timing constraints must be expressed precisely. A deadline is the most widely used form

of a timing constraint. It offers a binary view of the usefulness of a task’s completion with

respect to a single point in time: the firm deadline. The completion of a task is of no value

beyond the deadline and, conversely, would yield full benefit any time prior to that deadline.

Such deadline-based systems have a wide range of applications and sufficiently address the

requirements of a large sector of the real-time industry. The notion of deadline is particu-

larly well-suited for hard real-time environments where the modes of system operations are

mutually exclusive and likewise binary in nature: the system operates correctly if all dead-

lines are always met, incorrectly otherwise; a task succeeds if it meets its deadline and fails

otherwise [47, 20]. For example, the task of deploying the parachutes of the Martian Lander

by its on-board control systems must be completed by a hard deadline, else the entire system

catastrophically fails.

Deadlines also may be used in soft real-time systems in which missed deadlines are to be

expected. The operational optimality criteria for these systems can consequently be defined

in terms of met or missed deadlines. The operational objective for such systems can be, for

instance, to minimize the number of missed deadlines [20].
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Figure 2.1: Examples of Time/Utility Functions

2.2 Time/Utility Functions

There are application domains where the binary view of a deadline-based system does not

offer the range required to describe a system’s specific temporal constraints. Time/Utility

Functions [47] accommodate the various shades of gray absent from the hard deadline

paradigm. A task either makes its deadline, or it does not. By itself, a deadline does

not allow for expressing the benefits of “slightly” late task completion. Nor does it allow for

precise quantification of an acceptable time window of late delivery and possible associated

penalties.

A Time/Utility Function (TUF) expresses the utility of a task as a function of its completion

time [47]. The semantics of a firm deadline can be expressed using TUFs that yield full utility

prior to the deadline, and zero afterwards. Figure 2.1(a) depicts the rectangular TUF for

one such firm deadline. The gray blocks in the figure represent the execution time of the

task starting at ts and completing execution at tc; they can be located anywhere between

the task arrival time ta and the task deadline td.

Another commonly used TUF is illustrated in Figure 2.1(b) where the task’s utility gradually

diminishes with time, yet is still of some value even though the task is tardy. Figure 2.1(b)
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depicts two execution segments of a single task. The task arrives at ta, starts execution at

ts, is preempted at tp, resumes execution at tr, and completes its execution at tc, where it

accrues u utility — a fraction of its total possible utility had it finished by tr. For instance,

the late appearance of a blip on the radar screen due to delayed computations during a

refresh cycle is preferable to going a full cycle with no data displayed at all.

TUFs are application specific and greatly depend on experiential knowledge of the system.

Many existing TUFs were arrived at iteratively.

2.3 Hard Real-Time Scheduling

A number of optimal scheduling algorithms exist for CPU loads of up to 100%. Optimality

is defined as the algorithm’s ability to find a feasible task ordering if such an ordering exists

— if a feasible schedule exists, the algorithm will produce it. The Earliest Deadline First

(EDF) and Least Laxity First (LLF) are two such optimal algorithms [58]. When invoked,

an EDF scheduler simply scans through all the tasks in the system and dispatches the one

with the earliest deadline. The difference between the remaining execution time of a task

and its remaining time to deadline is its laxity. The LLF scheduler dispatches the task with

the smallest laxity.

CPU load (also known as processor utilization factor) is defined as:

U =
n

∑

i=1

Ci

Ti
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Figure 2.2: EDF Domino Effect

where for each of n concurrent tasks in the system, Ci is the task’s computation time (also

known as cost), and Ti is the task’s period. The deadline for each task is the same as its

period, i.e., the task must complete its computations before the arrival of its next instance.

The processor utilization factor is used as a schedulability test – for U ≤ 1.0, the task set

under consideration can be scheduled using any of the optimal algorithms.

Hard real-time systems, by definition, operate below (or occasionally at) capacity. No over-

load can occur in such a system because it would cause missed deadlines.
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2.4 Overload Conditions

Though algorithms such as EDF produce optimal schedules during underload, they can

produce schedules with catastrophic effects as load grows beyond capacity. Figure 2.2 shows

one such case where EDF scheduling of a newly arrived task pushes all existing tasks beyond

their respective deadlines.

The diagram shows task A arriving first (denoted by the up-arrow). It starts executing and is

subsequently preempted by task B which has an earlier deadline (denoted by a down-arrow).

Task B is in turn preempted by the arrival of task C with yet an earlier deadline. Task C

then runs to completion, after which task B is resumed as depicted in Figure 2.2(a). Upon

completion of task B, task A is resumed and runs to completion. If task D with an earlier

deadline were to arrive (increasing the load beyond 100%), EDF would blindly schedule it,

thereby pushing all other tasks beyond their deadlines, like falling dominos, as shown in

Figure 2.2(b). This phenomenon is known as the domino effect [59].

As real-time systems enter overload, only a subset of all contending tasks can complete

execution by their deadlines. The system therefore must shed load to a point at (or below)

capacity where it properly can service task requests. It must shed load in a predictable way

that avoids uncontrolled performance degradation.

A generalized definition of load (β) was introduced in [19] for a set of dynamic real-time

tasks:
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βi(t) =

∑

dk≤di
ck(t)

(di − t)

β = max βi(t)

where ck(t) is the remaining execution time of task k with deadline less than (or equal) to

di. This definition of load allows the calculation of load for a generic set of real-time tasks

that can be activated dynamically but do not follow any pre-defined activation pattern. This

method calculates CPU load at each task activation and can detect and quantify transient

overload.

A number of algorithms have been devised to address task selection during overload condi-

tions. Among them are Ramamritham and Stankovic’s dynamically guaranteed EDF [68],

feedback-controlled EDF [14], and DOV ER [53]. Each of these algorithms proposes a different

load-shedding policy to produce a desired effect. The method proposed in [68] dynamically

guarantees non-overload of EDF by detecting potential overload at new task arrival. It

rejects an incoming task (or schedules it for distributed execution) if the new task could

potentially cause overload. Feedback controlled EDF introduced the mechanism of dynam-

ically updating the timing parameters of tasks based on a feedback control model. It then

can adapt its admission policy to a dynamically calculated CPU load. Similar to our concept

of utility, the DOV ER algorithm considers task values (pre-assigned to each task) and rejects

tasks based on their relative worth.

We use the Utility Accrual (UA) method of overload management. Each task in a UA real-

time system has a TUF associated with it. The objective of UA scheduling is to identify a
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subset of tasks and sequence them in such a way as to produce the maximal possible amount

of utility. The metric by which the performance of the algorithm is measured is accrued

utility — the cumulative values of the TUFs calculated at task completion time.

Finding the optimal schedule of TUF-based tasks is NP-hard [25]. As online schedulers in

a real-time environment, UA algorithms must converge on a schedule in bounded time. As

such, UA algorithms are heuristic and designed to be polynomial in time complexity.

2.4.1 UA Algorithms

Locke’s Best Effort Scheduling Algorithm (LBESA) [59] was the first of its kind to use

TUFs with the objective of utility maximization. It schedules tasks in EDF order, but when

it detects an overload, it drops tasks with lowest potential utility density (PUD) from the

schedule until what remains is feasible. The PUD of a task is defined as the ratio of potential

utility gain of a task (at completion) to its remaining execution time:

PUDi(t) =
ui [t0 + ci(t)]

ci(t)
(2.1)

where ui(t) is the TUF value of task i at time t, t0 is the time of invocation of the scheduling

algorithm, and ci(t) is the task’s remaining execution time. PUD can be viewed as “return

on investment.” Cycle for cycle, CPU time dedicated to the task with a higher PUD will

yield higher utility.

LBESA was extended by Clark to include dynamic task dependencies that develop through

the use of shared resources [27] — if a task holds a mutually exclusive resource needed by



24 CHAPTER 2. REAL-TIME SYSTEMS

another task, the second task becomes dependent on the first. Chains of such dependencies

can develop during execution. Clark’s scheduler, DASA (Dependent Activity Scheduling

Algorithm), is highly efficient and has been used for many years in defense related applica-

tions. Like LBESA, DASA also uses PUD ranking to construct its feasible schedule. Unlike

LBESA, however, it starts with an empty schedule and adds tasks to it until the subset

under consideration is no longer feasible. It handles dependencies by including an entire

dependency chain in the schedule or selectively terminating tasks to free up the blocked

shared resource(s).

Other UA schedulers also have been developed in recent years. Li’s GUS (Generic Util-

ity Scheduling) algorithm [56] addresses utility accrual with arbitrary-shaped TUFs under

stochastic assurances. GUS improves on DASA as DASA is limited to rectangular TUFs

and does not provide any assurances on completion of specific tasks. Wu’s ReUA (Resource-

constrained energy-efficient Utility accrual Algorithm) [81] focuses on energy-efficient UA

scheduling for mobile devices through CPU voltage scaling.

Our work fundamentally differs from all previous UA research in that we consider the mutual

impact of CPU and memory consumption on UA scheduling.

2.4.2 System Example

TUF/UA schedulers are often found in a class of real-time control systems collectively known

as supervisory systems. Such systems are typically deployed in highly dynamic environments

with significant runtime uncertainty and frequent overload conditions, making it difficult to
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Figure 2.3: TUF from GD-CMU’s BM/C2 System

provide firm guarantees of deterministic temporal behavior.

An example TUF/UA system is given in [62]. This paper outlines an integrated BM/C2

(Battle Management, Command, and Control) coastal air defense system developed and

implemented using the Alpha operating system [48] under a joint General Dynamics/CMU

project. This system is designed to dynamically intercept moving objects before they cross

a specific boundary such that their interception occurs as far away from the boundary as

possible. Figure 2.3 illustrates the TUFs used in this system.

Remote sensors track the locations of the moving objects and continuously communicate

updated coordinates to interceptors. The distance between the interceptors and the objects

is greatest at interceptor launch time. Initially, it suffices for the interceptors to aperiodically

receive object coordinates for the purposes of plotting a proximity intercept course. As the

interceptors approach the moving objects, more frequent and timely updates are required

to make appropriate course corrections. The interceptors require the finest-grain update

periodicity just prior to contact. The interceptors must complete course correction calcu-

lations based on received sensor data by tcritical. Arrow 1 in Figure 2.3 reflects the inverse

proportionality of range and update frequency. Furthermore, should an interceptor receive
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fresh sensor data in the middle of calculations, it must drop in-progress calculations using

now-stale data in favor of more accurate results to be derived from the newly communicated

update. The rapidly decreasing utility of completing calculations based on old data is re-

flected by arrow 2. Lastly, arrow 3 indicates the urgency of the intercept as the objects close

their distance to their intended destinations. Interception of an object that has penetrated

the boundary would be of higher utility than interception of one that is considerably far-

ther out. Figure 2.3(b) illustrates the dynamically changing TUF during various stages of

interceptor operations [62].

Another prominent example of a sophisticated operational TUF/UA system is the Airborne

WArning and Control System (AWACS) tracker [26]. TUFs are used in this system to

determine which track association tasks should receive the contended CPU bandwidth. Track

association is the activity of assigning and correlating sensor data to specific objects within

sensor range.

As with all real-time systems, TUF/UA systems are designed to respond to events in the

environment in which they operate. Typical operating environments for such supervisory

systems involve a broad set of events and interdependent systems. In contrast to typical

hard real-time control systems where the deadlines are on the order of milliseconds, the

timing constraints of a UA system are often on the order of minutes (and sometimes hours).

As such, these supervisory systems are also well-suited for possible future use as automated

decision-support systems for disaster management.
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2.5 Summary

• A Time Utility Function (TUF) is a generalized method of expressing task timing

constraints. It maps task completion time to a utility value. A firm deadline is a

special case of a TUF with a rectangular shape.

• Utility Accrual (UA) is a soft real-time method of overload scheduling. It constructs

schedules composed of tasks that maximize accumulated system-wide utility.

• UA schedulers are: a) dynamic – scheduling decisions are made based on parameters

that change with time; b) preemptive – scheduled tasks can be interrupted if higher

utility tasks arrive; c) on-line – scheduling decisions are made at runtime; and d) heuris-

tic – the search for a feasible schedule that maximizes utility completes in polynomial

time.

• Hard real-time systems know exactly what they will encounter. They are accordingly

designed, then deployed. UA systems do not know what conditions to expect; they

are first deployed, then produce a pre-designed temporal behavior under adverse con-

ditions.

• A commonly used ranking metric to determine the desirability of a task in UA systems

is the Potential Utility Density, PUD.

• TUF/UA schedulers are an integral part of a number of existing mission critical sys-

tems.
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Automatic Memory Management

This chapter describes common garbage collection techniques. We also review Baker’s Tread-

mill, a real-time garbage collector. Real-time scheduling of GC is discussed in Chapter 4

(where we discuss our approach) and Chapter 7 (where we compare existing solutions).

A typical garbage collection cycle involves the three steps of root scanning, marking, sweep-

ing, and an optional step of compacting (Figure 3.1). Abstractly, the collector must perform

two tasks: (1) distinguish live objects from garbage and (2) reclaim the memory occupied

by garbage. This process is known as the two-phase abstraction [17, 50, 79].

Scan Roots Mark

SweepCompact

Figure 3.1: Garbage Collection Cycle

28
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The garbage detection phase is bootstrapped by the root scanning process. Scanning a mem-

ory object means examining that object’s binary representation in memory and identifying

any pointers it includes. Memory objects and references pointing between them constitute

a directed graph known as a reference or reachability graph. Memory objects are the ver-

tices of this graph, and the pointers between objects are the directed edges. The collector

determines object reachability by traversing this graph. A memory object is reachable if

a program could access it through a traversal of the pointers visible to it. The collector’s

traversal begins at the root set. The root set is composed of: (1) all statically allocated global

or module variables; (2) local variables in activation records on the activation stack(s); and

(3) any variables currently stored in registers [79]. The root set establishes the entry points

into the reachability graph. Members of the root set are scanned (typically in pre-order

fashion), and any pointers encountered are followed. Each vertex in the graph is marked

as it is visited. Traversal is complete once scanning finishes for all objects in the root set,

as well as all objects transitively pointed to. All reachable objects are now detected and

marked. All that remains is, by definition, garbage [64, 28].

The reclamation process (also known as sweeping) can then walk the heap and deallocate

unmarked objects. Optionally, the heap can be compacted to close the gaps created by

vacated objects. Compaction incurs the overhead of object relocation but reduces external

fragmentation [29].
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3.1 Basic Garbage Collection Techniques

Multiple garbage collection techniques, each with its own specific properties, have been

proposed and implemented. Basic approaches to GC are outlined below.

3.1.1 Reference Counting

In reference counting based automatic memory management, objects under the control of the

collector are augmented with a counter field that keeps track of all the references pointing

to the object. The counter is incremented when a pointer is assigned to point to the object.

Conversely, the counter is decremented when a pointer referencing it is reassigned to another

memory object or destroyed. Once the object’s reference counter reaches zero, the memory

occupied by the object is returned to the free pool as the object is no longer reachable by

the executing program, which is also referred to as the mutator [30, 79].

In addition to being simple, reference counting also offers the advantage that the overhead of

memory management is distributed throughout the execution of a task [50]. This fine-grained

method of freeing individual objects upon unreachability usually smooths the execution

profile of a task when compared to other collection strategies that simultaneously process

and free entire groups of objects, causing long pauses.

The most significant drawback of the reference counting method, in its simple form, is its

inability to handle cyclic references. Data structures can form a cycle in memory as a

consequence of specific execution patterns. Even if all external references to the objects in
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the cycle are removed, the reference counter for each object will have a value of at least one

by virtue of being a part of the cycle. The objects in the cycle are thus left unreclaimed

as their respective counter values never reach zero [63, 79]. Reference counting is therefore

ineffective for circular data structures. Knuth addresses this issue by augmenting reference

counting with a secondary collector that is capable of reclaiming cyclic garbage [52]. The

secondary collector is activated periodically to reclaim any garbage missed by the reference

counting collection.

Furthermore, continuous maintenance and updating of the objects’ reference counters incurs

significant overhead [42]. The reference counters of both source and target objects must

be adjusted as a pointer is reassigned from one object to another. This overhead makes

reference counting inefficient. Because of its lack of effectiveness and efficiency, reference

counting is no longer widely used.

3.1.2 Mark-Sweep Collection

Mark-sweep collectors closely follow the two-phase abstraction described above. Starting

with the root set, reachable objects are recursively marked, and all unmarked objects are

subsequently reclaimed [64, 79].

Unlike reference counting, memory objects are not freed immediately as they become un-

reachable from the root set. These objects remain in memory until the garbage collector

is triggered when an allocation request fails. Once the GC is triggered, the execution of

the mutator is typically suspended until the sweep phase is completed (some systems allow
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concurrent sweeping). Such mechanisms are referred to as stop-the-world garbage collectors.

The collector’s latency is proportional to the number of objects in memory. The latency of

the collector is the length of time the mutator must pause for the collector to perform its

work. Given the uncertainty of when a task’s allocation request might fail, combined with

the unpredictability of the collector’s latency, simple mark-sweep collectors cannot be used

in a time-critical application [50].

3.1.3 Copying Collectors

This type of collector reclaims garbage by copying reachable objects from one location in

memory to another. The heap is typically divided into two equal-sized semi-spaces. The

executing program has access to only one of the semi-spaces at any point during execution.

Memory from that semi-space is linearly allocated to the mutator as needed. When the

mutator’s allocation request fails, the collector is triggered. Once activated, the collector

finds all reachable objects and copies them from the current semi-space (from-space) to the

other semi-space (to-space). At the first failed allocation request, the from-space and to-space

are flipped and reachable objects are copied from one semi-space to the other [39, 79].

Copying collectors involve little overhead during allocation. Because the semi-space memory

is linearly allocated, the cost of allocation is merely that of incrementing the free space pointer

and performing an out-of-space check which costs only one pointer comparison operation [79].

The copying phase, as an inherent part of its operation, compacts the heap and eliminates

external fragmentation in the process. Although memory allocation and out-of-space checks

cost little, object relocation operations are costly and inefficient. Also, copying collectors
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inherently involve a 50% space overhead due to the use of two semi-spaces. Furthermore,

the tracing and copying phase requires time proportional to the number of live objects in

memory and introduces non-deterministic mutator delays [54, 3].

3.1.4 Generational GC

Empirical results show that “most objects die young” [57, 11]. They become unreachable

shortly after creation and immediate use. If an object survives a collection cycle, it is more

likely to survive subsequent collections. Generational collectors leverage this observation by

grouping objects by age and isolating each group in separate heap partitions. The partition(s)

containing younger objects – the nursery – can then be collected more frequently with a

higher yield expectation. Collecting only one partition at a time (known as a minor cycle)

avoids the costly traversal of the entire reference graph. This approach reduces the frequency

of disruptive GC pauses while shortening each pause [80].

A typical generational collector may have as many as eight generations, each of which is

collected with a frequency inversely proportional to its age. Once an object survives a

heuristically tuned number of collections, it is promoted to the next generation. Generational

GC may not collect all garbage in each cycle. Runtime systems therefore occasionally activate

a major cycle to walk the reference graph in its entirety and collect any garbage otherwise

missed [24, 75].

Generational GC offers high performance in comparison to other collection techniques. Var-

ious generational collectors have been implemented by commercial runtime systems, such as
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Sun’s HotSpot JVM [41] and Microsoft’s .NET Framework [2]. The pauses introduced during

the minor cycles tend to be short, and the major cycles can sometimes be postponed until

system load decreases. This approach results in more frequent (but shorter) pauses which

are spread out throughout the mutator’s execution. This amortization of the collector’s work

makes the execution of the application appear smoother.

Generational collection heuristics achieve high performance by focusing reclamation efforts

on the most likely target-rich region of the heap, the nursery. Generational GC, however, is

ineffective if there are many long-lived objects. Furthermore, though the pauses caused by

generational collection tend to be short, they are not precisely quantifiable.

3.2 Incremental Garbage Collection

Incremental GC techniques are designed to reduce the disruptiveness of stop-the-world col-

lectors. They do so by executing the collector concurrently with the mutator — the collector

does its work piecemeal. The distinguishing feature of an incremental collector is that its

mark phase need not be done atomically, but can be done in increments. Dividing GC work

into incremental pieces and interleaving the pieces with the mutator’s execution reduces the

collector’s pause time.

The difficulty with incremental GC lies in maintaining a consistent view of the reference

graph across increments. The mutator executes between the incremental marking of the

reference graph. As it executes, however, the mutator changes (mutates) the graph. These

changes must be communicated to the collector, so that when the collector resumes, its view
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of the reference graph is consistent with the mutator’s. Without consistency, the collector

could create dangling pointers by freeing objects still reachable by the mutator. We discuss

two methods, read barriers and write barriers, that ensure a consistent view of the reference

graph between the collector and mutator. Both read and write barriers rely on tricolor

marking, which we describe first.

3.2.1 Tricolor Marking

The tricolor marking abstraction was introduced by Dijkstra to describe incremental GC [35].

It assigns one of three colors to each of the vertices in a reference graph which have the

following meanings:

• Black — The vertex and all its immediately adjacent vertices have been visited. The

collector is done with black nodes and does not need to visit them again.

• Gray — The collector must revisit a gray vertex because either (1) its adjacent vertices

have not all been visited; or (2) their connectivity to the rest of the graph was altered

“behind the collector’s back” by the mutator.

• White — Unvisited vertices colored white. At the conclusion of the marking traversal,

all white vertices are, by definition, garbage.

The collection cycle begins by coloring all objects white. It completes when all reachable

objects are colored black. The traversal, be it depth-first or breadth-first, proceeds behind

a “gray wavefront” — vertices are grayed once touched. Vertices behind the wave are black.
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This gray fringe delineates the advance of marking traversal through the reference graph.

The mark phase of an incremental collector may be interleaved with the mutator’s execution.

The integrity of the marking traversal remains intact between mutations if the coloring

invariant is maintained which states that no black object may contain a pointer to a white

one. Should the mutator attempt to install a pointer from a black object to a white object,

the collector must be notified to update its bookkeeping data structures. The collector can

either color the white object gray or gray the black object. There are two methods for

communicating this information between the mutator and the collector: read barriers and

write barriers [79, 50, 17].

3.2.2 Read Barriers

A read barrier maintains the coloring invariant by ensuring that the mutator never sees a

white object. Whenever the mutator attempts to read a memory location, the object at

that location is immediately marked gray. Because the mutator cannot see a white object,

it therefore cannot install a pointer to one in a black object. A read barrier is a dynamic

memory access detection system [79].

Baker’s incremental copying collector [9] is a semi-space copying collector (Section 3.1.3)

augmented with a read barrier. Any time the mutator attempts to read an object in the

from-space, the object is first moved to the to-space, and incoming pointers are adjusted.

The read barrier is the mechanism that triggers this copying-on-demand of objects.
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3.2.3 Write Barriers

The second method of maintaining the coloring invariant is to record the installation of

black-to-white pointers and inform the collector of it when it resumes. The collector then

processes this information to make its view of the heap consistent. There are two types of

write barrier implementations. Snapshot-at-beginning write barriers record the reachability

graph at the beginning of a GC cycle. When the mutator writes a pointer, the pointer’s old

address is added to a stack to be traversed by the collector at invocation [1, 82]. Incremental

update write barriers, on the other hand, do not preserve an original copy of the reference

graph. Instead, they analyze mutator pointer operations at runtime and record pointers

stored into black objects. If the recorded pointer points to a white object, the black object

containing that pointer is reverted to gray and rescanned [73, 35].

Both read and write barrier methods incur significant runtime overhead. Read barriers

are more costly than write barriers, which makes them impractical for high performance

systems [84, 83].

3.3 Real-Time Garbage Collection

The distinction between real-time garbage collection and scheduling of GC in a real-time

system is sometimes blurred in the literature. We are interested in both and we adopt the

following definitions: (1) a real-time garbage collector is one in which the timing of GC

operations are predictably bounded; (2) a garbage collected real-time system is one in which

the GC is itself a schedulable real-time task under the purview of the scheduler.
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Although our research focus is the latter, we do assume a real-time collector for our purposes.

Our assumptions about the collector are elaborated in Section 4.2. We describe other real-

time GC scheduling approaches in Chapter 7 and compare them to our solution.

3.3.1 Baker’s Treadmill

Baker’s Treadmill [10] is the best known real-time garbage collector and has been imple-

mented in many systems. This garbage collector groups memory into four distinct sets:

(1) free space; (2) scanned objects; (3) visited but unscanned objects; and (4) unvisited

objects. A scanned object is a vertex in the reference graph all of whose out-edges have been

scanned. A visited object is a partially scanned vertex – it has been reached in the traversal,

but has not yet been fully recursed.

Baker’s Treadmill arranges the four sets of memory objects into a circular doubly-linked

list. The new portion of the list is for new allocations by the mutator. As new objects

are allocated, the allocation pointer is advanced into the free list. Objects allocated before

collection was triggered are in the from-list. The from-list may contain garbage.

The to-list starts out empty and is populated as objects are unlinked from the from-list and

linked into the to-list. The objects in the to-list are scanned in order, and any reachable

objects currently in the from-list are “unsnapped” from there and “snapped” into the to-list.

The scanning pointer moves on to the next object in the to-list once an object has been fully

scanned (colored black). Other visited objects (colored gray) in the to-list are colored black

once they have been fully scanned. New objects are allocated black. Once all the objects in
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the to-list are scanned, all that remains in the from-list is necessarily garbage. At this point

the GC cycle is complete, and the to-list and from-list flip [50].

The linking and unlinking operations on the circular list involve manipulations of four point-

ers per operation. These operations are done in constant time. The scanning of the root set

can be done in constant time [72]. The scanning time of the to-list is proportional to the

number of objects in it. An upper bound can therefore be placed on the Treadmill’s GC

operations, making it suitable for use in real-time systems [50].

3.3.2 Memory Hierarchy

Locality of reference bears a direct impact on the speed with which memory objects are

accessed. Objects at higher levels of the memory hierarchy are accessed faster. Access times

for a typical modern system may vary from 1 clock cycle for CPU registers to 10,000 clock

cycles for virtual memory swapped to disk [67].

Given its significant latency, virtual memory is unsuitable for most real-time systems. For

this reason, we consider only main memory (physical RAM) with a typical access speed of

100 clock cycles.

3.4 Summary

• Garbage collection can be viewed in the context of the two-phase mark/sweep abstrac-

tion: walk the reference graph to identify live objects, then walk the heap to purge all
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others.

• Basic garbage collection techniques include reference counting, mark-sweep, semi-space

copying, and generational collection. These techniques do not provide predictable time

bounds.

• Incremental collectors limit GC pauses by interleaving mutator and collector work.

Read or write barrier methods must be used to synchronize mutator’s and collector’s

views of the reference graph.

• Real-time garbage collectors are those whose operations are performed within a known

upper bound. Baker’s Treadmill is the best known real-time collector.

• As a real-time system does not typically employ virtual memory, we consider only main

memory.



Chapter 4

GC Scheduling for UA Systems

This chapter elaborates the details of CADUS (Collector Aware Dynamic Utility Scheduler).

CADUS is a scheduling algorithm for uniprocessor systems that enables the use of garbage

collection in a temporally predictable fashion for TUF/UA real-time systems. Guided by

the objective of accrued utility maximization, CADUS explicitly and precisely controls the

operations of the garbage collector and its interactions with the scheduled CPU tasks.

We present a scheduling strategy for garbage collection in which the expected utility of a

task, in relation to its time and memory allocation requirements, determines when the task—

and any necessary collection work—should be scheduled. As such, we do not present a new

real-time garbage collection algorithm; rather we present a strategy of how to integrate the

scheduling of garbage collection into the context of a utility accrual framework.

41
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4.1 Heap Model

Our system uses a logical heap model. Each task is provided with its own heap, which

represents a portion of the physical heap. All tasks share the same address space: the logical

heaps can grow and shrink within the confines of this space. No heap size restrictions are

imposed on tasks. Each task has its own stack and static variables, which constitute its

root set. Tasks can allocate objects anywhere in memory, provided sufficient space exists

– there are no hard partitions. Upon allocation, each object is labeled as belonging to a

specific task. The KaffeOS Java runtime system implements this heap model [6]. Figure 4.1

illustrates three logical heaps for tasks A, B, and C within a shared physical heap.

Deallocation of objects is managed exclusively by the garbage collector. Each task’s heap is

separately garbage collected if there are no cross-heap references between tasks. Methods of

managing or avoiding such cross-heap references have been developed and implemented in
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existing JVMs [6]. Reclaimed memory is returned to the heap. If there are multiple instances

of a periodic task, each instance starts with a blank slate. The system uses a central heap

for permanent, shared objects.

Memory reclamation occurs in one of two ways: either during normal GC or at the termi-

nation of a task. A normal reclamation cycle follows the standard two-phase abstraction

of mark-and-sweep. Figure 4.2 depicts the tracing of objects belonging to task A and the

identification of two unreachable objects (pointed to by dashed lines). Figure 4.3 shows

the subsequent reclamation of those objects. The reclaimed objects were not visible to the

mutator through any valid traversal of the reference graph.

Reclamation after termination, in contrast, is the intrusive repossession of all the memory

held by a task. Given the competitive model of utility accrual scheduling during overload, it

may become necessary to terminate a task in order to free up the resources it holds – in this

case, memory. Once a task is terminated, it is purged from the system. Memory reclamation

of a terminated task consists of cutting off it roots and freeing all objects held by it (as well

as its stack space). Reclamation by termination is depicted in Figures 4.4 and 4.5.
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4.2 Collector Properties

CADUS is not limited to any one specific garbage collector; it can schedule any collector as

long as it has the following properties:

Targeted Collection — Upon invocation, the collector must be able to collect garbage

on behalf of any task in the system. Once the scheduler decides to start a GC cycle, the

collector must be configurable so that it can be targeted at a specific task whose logical

heap has been chosen for collection. As such, the root sets for all tasks as well as the entire

address space must be accessible to the collector.

Explicitly Schedulable — The collector must execute in its own thread. It must be

schedulable by the scheduler. This property allows fine-grained scheduling of the GC and

enables on-demand suspension and resumption of the collector. A time-based approach to

garbage collection uses this method of explicitly scheduling GC at regular time intervals.

A time-based collector (such as an incremental one), sets a specific time quantum for the
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collector and interleaves collector and mutator execution to prevent memory exhaustion.

Although we require the collector to be explicitly schedulable, we do not pursue a purely

time-based approach.

Mutator Independence — Some collection strategies, such as Baker’s allocation clock [9],

tightly couple GC work and application execution. For each unit of execution, the collector

performs a corresponding unit of collection work to ensure sufficient availability of memory.

This method is known as work-based garbage collection and depends on mutator progress [79].

The collector used by CADUS must be mutator independent and must not require such

predefined collector/mutator synchronization. This constraint follows from the previous

property: if the collector is to be explicitly schedulable, it cannot be triggered from within

the application. CADUS requires the collector to be mutator independent, but does not base

its decisions solely on the mutator’s progress.

Preemptible — Given the dynamic nature of the soft real-time system in which the

scheduler operates, it must have the ability to preempt the collector at any time. Should a

high utility task arrive whose execution would be critical, the scheduler must have the option

of preempting the collector to yield the CPU to the task.

Atomic Mark Phase — The collector requires an atomic mark phase: once it begins

its traversal of the reachability graph within the heap of a specific task, it must complete

the marking of live objects without interruption. Should the collector be preempted mid-

traversal, its work is lost. We chose this marking method because of its efficiency. It is
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possible to accommodate an incremental collector which would not lose its work if preempted.

However, we decided against doing so because of the comparatively high overhead associated

with incremental GC. We made a trade off in this design decision: we sacrificed the potential

loss of traversal work to forego the overhead of incremental collection. We expect this trade

off to work in our favor, on balance, by conserving CPU cycles.

Deferrable Sweep Phase — The sweep phase is decoupled from the mark phase and

does not necessarily follow it immediately. This feature allows postponement of the sweep

operations to a more opportune time if warranted by the scheduling circumstances. Other-

wise, situations may arise in which immediate sweep operations may detract from the time

window otherwise available to a utility accruing task, making the task infeasible. In other

words, sweeping can be postponed in favor of executing a task that would otherwise miss its

deadline.

Precision — We require that the collector be precise. The collector identifies all garbage

and reclaims it at the conclusion of a full GC cycle. Without this requirement, CADUS

could not accurately predict potential GC yield.

A successful real-time CPU/GC co-scheduling scheme must simultaneously take into account

the time required by the GC operations and the expected memory yield at the completion

of the GC cycle. The difficulty with a pure work-based approach is the unpredictability of

the time required for GC to perform the work. Conversely, a purely time-based scheme,

despite providing precise timing characteristics, may not always guarantee sufficient GC

progress. To address this problem, we devised a hybrid work/time-based approach where it
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can be known to the scheduler how long the GC operations will take, and what the yield

will be at completion of collection. We use memory allocation time-profiles to provide the

scheduler with the means necessary to estimate the temporal and yield characteristics of the

GC operations.

4.3 Memory Allocation Time-Profiles

Profiling the timing characteristics of tasks has long been an integral part of real-time sys-

tems. Hard real-time systems depend upon performing task WCET (Worst Case Execution

Time) analysis during the design phase. Such timing characteristics can be obtained analyt-

ically through static analysis and/or empirically.

We hypothesized that the memory allocation characteristics of a task could likewise be

expressed as a function of time. We extended the concept of time profiling of tasks by adding

a second dimension of memory allocation. We then empirically showed the validity of this

approach by measuring the memory consumption of tasks with respect to time. Section 5.1

elaborates the implementation details of obtaining actual memory allocation traces.

Although we chose an empirical approach, memory allocation profiles could also be deduced

through static analysis [61]. Static analysis is an automated process of reasoning about

computer programs without executing them. We believe the analytical approach to be too

coarse grained and too conservative for our uses.

The cumulative memory allocation of a task in a garbage collected system is a monotonically
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non-decreasing function over its life span. Figure 4.6 illustrates one such memory allocation

time-profile (henceforth allocation profile, for brevity). The curve described by A(t) is the

total memory allocated by a task at a given point in time. Similarly, L(t) describes the

amount of live memory held by the task as a function of time. Unlike total allocation, the

amount of live memory may decrease as time progresses. The task’s total allocation reaches

its upper bound Amax at its completion time, te.

The difference between the amount of live memory and total allocated memory, by definition,

is garbage. At time t2, for example, the task has L2 bytes of live memory and δ2 bytes of

garbage. After a full garbage collection cycle at time t2, the task continues to allocate

memory starting from the boundary of its live memory. This effect is illustrated by the

dashed curve in Figure 4.6. Although A(t) does not change, the amount of memory held by

the task is reduced by the amount of garbage collected from the task. At time t2, the actual

amount of memory held by the task is A∗(t2) = A(t2)− δ2.
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Absent memory constraints, the task can execute uninterruptedly until completion where its

aggregate memory allocation reaches Amax. If a heap size limit of η were imposed on the

system, as illustrated in Figure 4.7, the task would have η − m1 bytes of free memory at

its disposal at start time, ts. Given the task’s allocation profile, we could determine that

the intersection of A(t) and η occurs at time t3. In other words, the task would exhaust

all free memory at t3. If the continued execution of the task is desired, the system would

have no choice at this point but to trigger a collection in response. The executing task —

chosen explicitly by the scheduler — would then have to involuntarily yield the CPU to this

reactively triggered collection process. It is this type of reactive collection that we wish to

avoid or plan for.

Once the reactive trigger point (t3) is known, the memory deficit, δm = Amax − η, can

subsequently be determined. The scheduler must explicitly schedule a GC cycle prior to t3

with a minimal yield of δm to ensure unimpeded execution of the task. Given A(t) and L(t),

it can be determined that the earliest instance at which the reclaimable memory (A(t)−L(t))
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equals δm occurs at t1. The time window during which a GC cycle must be scheduled is

therefore established as [t1, t3] since the amount of garbage is monotonically non-decreasing.

Suppose, for instance, a GC cycle is scheduled at t2. The expected yield is δ2 > δm, which

is sufficient for unimpeded execution of the task upon resumption.

In summary, the memory allocation time-profile of a task allows CADUS to access two critical

pieces of information: (1) when the task runs out of memory; and (2) the exact amount of

garbage belonging to the task as a function of its execution time (headway).

4.4 Memory Occupancy

Timing constraints are the most significant of a task’s attributes in a real-time system.

In the presence of the additional constraint of memory, a mechanism must be devised to

reflect memory consumption vis-à-vis task execution time. A readily apparent measure is

the task’s maximum allocation Amax. The task’s timeline can avoid GC if Amax bytes are

available when the task starts. The worst case allocation requirement is analogous to worst

case execution time (WCET). The worst case allocation requirement has been used in the
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pioneering works of Henriksson and Robertz (Chapter 7) in hard real-time GC scheduling.

For an overloaded soft real-time system Amax is too loose a bound and often too pessimistic

a prerequisite. In addition, Amax ignores the period of time during which a task occupies

memory. For example, consider tasks A and B in Figure 4.8. Although both tasks have

identical timing requirements and maximal memory allocation limits of Amax, task A occupies

more memory over its lifetime than task B.

To differentiate tasks with higher memory demands from those lower requirements, we must

quantify the memory consumption of a task with respect to time. We define the memory

occupancy level µ of a task as:

µ(ta, tb) =

∫ tb

ta

A∗(t)dt

over the time interval [ta, tb] where A∗(t) denotes the amount of memory that was allocated

by that task up to time t, minus the amount deallocated by any garbage collection that

happened before t. If the interval includes a subinterval [gcstart, gcend] ∈ [ta, tb] during which

the task is garbage collected, our model assumes a value of (gcend − gcstart)A
∗(gcstart) for

that part of the integral—in other words, we assume that garbage is not reclaimed until the

end of the collection.

As the area under the allocation curve of a task (itself a function of time), memory occu-

pancy therefore measures the combined time-and-memory consumption of a task. As a two

dimensional surface, µ is measured in units of byte.seconds. All other attributes being equal,

a task with low memory occupancy is preferable to one with high memory occupancy in the
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presence of memory pressure.

4.5 Ranking Metrics

A utility accrual scheduler must shed load during overload conditions. Tasks must therefore

be ranked based on their relative desirability, and a feasible subset must be chosen from

amongst them. We define two ranking metrics to aid the selection process.

4.5.1 Three-Dimensional Potential Utility Density

As described in Section 4.5.1, UA algorithms have until now relied solely on PUD (Potential

Utility Density) as a ranking metric to determine task desirability. Recall from Chapter 2

that the PUD of a task is defined as the ratio of the potential utility gain of a task (at

completion) to its remaining execution time:

PUDi(t) =
ui [t0 + ci(t)]

ci(t)

where ui(t) is the TUF value of task i at time t, t0 is the time of invocation of the scheduling

algorithm and ci(t) is the task’s remaining execution time. Cycle for cycle, a task with a

higher PUD will fetch more utility upon completion.

PUD relies exclusively on the two quantities of utility and remaining execution time. A
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new composite ranking metric must be devised to incorporate the memory requirements of a

task. The memory occupancy level provides us with a combined measure of a task’s memory

consumption in relation to time.

We extend PUD along a third dimension by defining Three-dimensional Potential Utility

Density (TPUD) as the ratio of utility yield over a task’s memory occupancy µ:

TPUDi(t) =
ui [t + ci(t) + ci(gc)]

µ[t, t + ci(t) + ci(gc)]

where ti reflects the task’s remaining execution time at time t, and tgc reflects the garbage

collection time that would be needed for that task if the task had the entire heap to itself.

If the allocation requirement of a task is larger than the given heap size, we assume a model

in which a garbage collection is triggered whenever available heap memory is exhausted,

discussed in Section 4.7.1.

TPUD can therefore be used as a composite metric to rank competing tasks based on the

amount of utility they produce and the CPU time and memory needed to produce it.

4.5.2 Potential Reclamation Density

As described earlier, CADUS assumes a collector that can be targeted at a specific task to

collect its heap. To decide which task(s) to collect when GC must be activated, we rank

tasks by PRD (Potential Reclamation Density).
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The memory allocation time-profile of a task allows us to know how much memory the

task holds live, its total allocation, and hence the amount of garbage associated with it.

Furthermore, given this information, we can bound the time necessary to complete a GC

cycle:

GCi(t) ≤ fm(Li(t)) + fs(A
∗
i (t)− Li(t))

The time required by a GC cycle on behalf of task i at time t, GCi(t), is the sum of the

time needed for each of the mark and sweep phases. The mark time can be expressed as fm,

which represents the time required for root scanning and marking traversal of the reachability

graph. fm is a function of the amount of live memory Li(t) at time t. 1 fm also accounts for

possible context switch time to and from the collector. The time needed for the sweep phase

fs is a function of the amount of garbage that must be swept. The garbage is the amount of

memory allocated by task i, A∗
i (t), less the memory kept alive by the task, Li(t). fs includes

the time needed to reinitialize the memory for subsequent use.

Based on these assumptions, we are able to calculate — at any point in time, on a per-task

basis — the amount of time it takes to perform garbage collection and the expected memory

yield of any such collection cycle. We thus define PRD (Potential Reclamation Density) of

a task i as the ratio of its GC yield divided by the time needed by the GC:

PRDi,GC(t) =
A∗

i (t)− Li(t)

GCi(t)

1The time needed for the prerequisite step of root set scanning is comparatively small since for the
majority of tasks, the size of the root set is significantly smaller than the number of objects comprising the
reachability graph.
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As a metric, PRD imposes a GC return-on-investment ranking on tasks: cycle for cycle,

CPU time invested in collecting tasks with higher PRD will result in comparatively higher

memory yield at GC cycle completion. This metric is used by the scheduler to decide which

task(s) to target for collection should GC operations be necessary.

Memory held by a task can also be reclaimed by terminating the task. Should this option

be chosen, the entire memory space allocated to the task must be swept. There is no mark

phase because the root set pointers are severed. The PRD of a task that is terminated is

therefore:

PRDi,term(t) =
A∗

i (t)

fs(A∗
i (t))

The two PRD values are calculated for each task at scheduler invocation. CADUS takes the

PRD values into consideration when deciding which task(s) to GC or terminate in order to

free up needed memory.

4.6 The CADUS Algorithm

A high level outline of CADUS is provided in Algorithm 1. CADUS maintains two task

queues at all times: the ready queue and the ineligible queue. The ineligible queue consists

of tasks that are no longer allowed access to the CPU: (1) tasks that completed execution

and voluntarily released the CPU but whose memory has not been collected; (2) terminated

tasks; and (3) time-infeasible tasks. Time infeasibility is defined as a task’s inability to gain
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positive utility at completion even if granted system resources now. At invocation, CADUS

scans the ready queue and purges from it (i.e., moves to the ineligible queue) all tasks that

have become time-infeasible.

During overload conditions, CADUS must construct a schedule that is an ordered subset

of the ready queue and is feasible with respect to time, resources, and memory. The final

schedule is an ordered subsequence of tasks, interspersed with GC, and possibly task ter-

mination actions. The selection process is necessarily heuristic as an exhaustive search and

evaluation of all possible schedules would be of exponential complexity, which is impractical

for an online real-time scheduler.

A key observation is that unlike such scheduling algorithms as DASA, CADUS cannot decide

on the subset of the tasks that will be part of the feasible schedule, independent of the order

in which they are scheduled, because the schedule order determines the available memory

and hence the amount of GC work that must be performed between tasks. For this reason,

CADUS attempts to construct feasible schedules by successively considering subsets of tasks

with increasing deadline order (or, in the case of non-step TUFs, in optimal completion

order) and checking them for feasibility at each step.

For each subset under consideration, CADUS checks for time, resource, and memory fea-

sibility. If the subset is found to be feasible, then the task with the next farther deadline

is tentatively included and an attempt is made to make the combined set feasible. If the

combined set is feasible and yields a higher utility than the previous tentative set, the task

is included into the set. If the combined set is not feasible, tasks are dropped from the set,

starting with the lowest TPUD task, until a feasible set has been found. (Once a feasible
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Algorithm 1: CADUS
Input: J : Unordered set of all jobs (tasks) in the system
Output: σfinal: Task sequence (schedule) to be dispatched in order
/* Notation: Sets and subsets are represented as J and S. Ordered sets (sequences

and subsequences) are represented as σ’s. */

begin
Stentative ←− ∅

σPRD ←− J Sorted in descending PRD order

foreach j ∈ J do
Purge j if time-infeasible: J ←− J − {j}

/* Topological sort to determine resource dependencies, breaking ties by

deadline */

σtopsort ←− topSort(Scand)

σDL ←− J Sorted in ascending deadline order
σTPUD ←− J Sorted in descending TPUD order

/* Consider tasks in deadline order: */

foreach j ∈ σDL do1

Scand ←− Stentative ∪ {j}
σcand ←− makeTimeAndMemoryFeasible(Scand)
if σcand 6= ∅ then

/* Tentative schedule does not */

/* exceed system capacity yet */

Stentative ←− Scand

σtentative ←− σcand

continue;

/* System capacity exceeded, drop */

/* lowest-TPUD task and re-evaluate */

σtpud ←− Scand Sorted in ascending TPUD order
Sdropped ←− ∅

while j ∈ σtpud and σcand = ∅ do2

Scand ←− Scand − {j}
Sdropped ←− Sdropped ∪ {j}
σcand ←− makeTimeAndMemoryFeasible(Scand)3

/* Optional optimization -- see if previously */

/* dropped tasks can now be accommodated */

σDTPUD ←− Sdropped Sorted in descending TPUD order
foreach (j ∈ σDTPUD) do

σtmp =makeTimeAndMemoryFeasible(Scand ∪ j)
if σtmp 6= ∅ then

Scand ←− Scand ∪ j

σcand ←− σtmp

/* Accept new schedule only if it */

/* yields higher utility: */

if utility(Scand) > utility(Stentative) then
Stentative ←− Scand

σtentative ←− σcand

σfinal ←− σtentative

end
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set has been found, as an optional optimization, we try to flesh out the set by re-including

previously skipped tasks if possible.)

A task subset under consideration is first checked for time feasibility. A schedule is time

feasible by a specific deadline if its aggregate time requirements are less than the time

remaining to that deadline, and all tasks would yield positive utility if granted the CPU in

deadline order. CADUS performs a time feasibility check as the first step of considering a

new tentative schedule. This test provides a quick reject mechanism because of its linear

cost of implementation. A time infeasible subschedule requires no further consideration and

is rejected immediately.

4.7 GC Co-Scheduling

CADUS will not dispatch a task for execution unless it can make provisions for its memory

requirements. As such, it must determine if and when GC intervention is required, and how

the mutator’s and collector’s temporal interleaving must be arranged.

4.7.1 Task Segmentation

The aggregate memory requirements of some tasks may reach multiples of the physical heap

size. CADUS accommodates such tasks through segmentation. The monolithic execution

block of a task is decomposed into GC-manageable segments. The segment lengths are

calculated such that memory allocation over each segment does not exceed heap capacity.
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Figure 4.9: Task Segmentation

Each segment can then be executed separately. Figure 4.9 illustrates segmentation of a task

with an Amax that is 3 times the heap capacity, η. The task is broken up into three segments,

S1, S2, and S3, interleaved with GC operations.

Given the task’s allocation profile, it is possible to calculate when the task will exhaust

available memory. The amount of garbage at that point and the time to collect it can be

calculated. CADUS can therefore take this information into account to co-schedule the GC

with task execution while accounting for GC latency. If the time needed by GC pushes the

task completion past its deadline, the task is rejected as time-infeasible.

The scheduler requires no special arrangements to accommodate a segmented task. The task

yields the CPU to the collector at the conclusion of a segment execution. Upon completion
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of a GC cycle, the scheduler is invoked again, and barring arrival of a new task in the interim,

it will necessarily select the same task again for resumed execution. This re-selection occurs

because the TPUD of the task increases after executing a segment, whereas the TPUDs of all

other tasks remain the same. In the event of a new task arrival, the scheduler, depending on

the TPUD of the new task, will either preempt the executing task, or continue its execution.

4.7.2 Memory Feasibility

We use the term subschedule to refer to the ordered subset (i.e., subsequence) of tasks cur-

rently under consideration. The subschedule is in deadline order. Once a subschedule is

found to be time feasible, it is subsequently checked for memory feasibility. A task is con-

sidered memory feasible if it can still meet its deadline after its projected garbage collection

requirements are taken into account. A memory feasible schedule is one composed of memory

feasible tasks.

To determine memory feasibility, we project when GC would be activated according to a GC

activation strategy. This strategy attempts to interpose enough GC work between tasks such

that subsequent tasks can complete with no need for reactive GC; or, if this is not possible,

it activates GC when necessary and accounts for the time it is projected to take.

The CADUS algorithm considers tasks in the tentative schedule in ascending deadline order.

A task is allowed to run until it is finished or until heap memory is exhausted. If heap memory

is exhausted before completion, we project how much more memory that task would need

to finish. We attempt to fill that deficit by executing a set of reclamation actions before
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continuing with the task. We consider three types of possible reclamation actions: First,

we consider the option of sweeping the memory of already completed tasks whose memory

has not yet been reclaimed. Second, we consider the option of garbage collecting preempted

tasks. And third, we consider the option of terminating tasks outside the considered subset

so that we can reclaim their memory. We maintain a set of reclamation actions and use PRD

to rank them in descending order.

If enough reclamation actions are found such that the task’s deficit can be filled, those actions

are inserted into the schedule, followed by the task itself. Since a preempted or terminated

task’s garbage can only be harvested once, those actions are then removed from the set of

available reclamation actions.

If, however, the task’s deficit is larger than what can be reclaimed even after exhausting

all available reclamation actions, we first insert all available reclamation actions into the

schedule, then let the task run until it exhausts the available heap memory, at which point

a garbage collection for the task itself is triggered. The task is then segmented (as described

in Section 4.7.1) and alternates between garbage collection and running to heap exhaustion

until it completes. During that time, the heap contains the live memory of all preempted

tasks, the live memory of the running task, and the garbage of the running task, but no

other garbage.

The rationale behind this strategy is twofold: first, we would like to maximize our chances of

completing the next task without having to garbage collect it: if we could postpone garbage

collection until after the task’s completion time, we would not have to spend any time for

the GC mark phase since the task keeps no memory live beyond completion. Second, if we
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must garbage collect the task, we would like to do so as infrequently as possible. Thus, we

ensure that no preempted task maintains uncollected garbage while the task chosen by the

scheduler executes, thereby providing it with maximal memory headroom.

If CADUS determines the task is memory feasible, it inserts the task into the tentative sched-

ule. CADUS determines the memory feasibility of a task based on the memory bandwidth

that remains after accounting for the live memory of preempted tasks. After inserting a task

into the schedule, a corresponding reclamation action is added that denotes the now-available

option of sweeping the task’s memory. Algorithm 2 outlines how a tentative schedule’s mem-

ory feasibility is determined.

The garbage collection scheduling strategy we described above differs from our previous

formulation of CADUS outlined in [38]. Previously, CADUS was using a “snowplow” model

for GC scheduling: it would identify the task to execute, then run the GC ahead of the

task to ensure GC non-intervention once the task was activated. Our revised scheduling

strategy is more aggressive in that it activates the chosen task immediately, but plans ahead

for the fallout once GC intervention becomes inevitable. This approach is better suited

to a dynamic environment where conditions change rapidly and unpredictably. Tasks gain

immediate access to the CPU and set about their work with a contingency collection plan.

Should a task be preempted by a newly arrived high utility task, no CPU time was potentially

wasted on doing upfront GC work for the preempted task.
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Algorithm 2: makeTimeAndMemoryFeasible
Input: Scand: Set of possible candidates for inclusion in final schedule
Output: σ: Ordered sequence of time and memory feasible tasks in Scand interspersed with

reclamation and kill actions; ∅ otherwise
begin

σconsidered ←− ∅
reclamationActions←− ∅

if notTimeFeasible(Scand) then
return ∅

/* Retrieve topological order of candidate set, */

/* ⊕ denotes sequence concatenation: */

σtent ←− ⊕{∀i : i ∈ σtopsort ∧ i ∈ Scand}
Sblockers ←− {j : j holds resource(s) needed by Scand}
foreach j ∈ Sblockers do

σconsidered ←− σconsidered ⊕ {kill(j)}

/* Memory can be reclaimed from 3 possible sources: */

/* 1 - All memory held by an ineligible task; */

/* 2 - Kill any task outside Scand, reclaim all its memory, or; */

/* 3 - Harvest the garbage generated by any task; */

/* */

reclamationActions←− { gc(t) : ∀t ∈ ineligibleQueue}
reclamationActions←− ∪ { kill(t) : ∀t ∈ (readyQueue− Scand)}
reclamationActions←− ∪ { gc(t) : ∀t ∈ readyQueue}

/* Descending PRD order lookup in σPRD: */

σdonors ←− orderByPRD(reclamationActions)

freeMem←− system.freeMem

foreach j ∈ σtent do4

memNeeded←− j.deficit

reclaimable←− ∅
timeT illGC ←− findT imeT illGC(freeMem, j.allocProfile)
σdonors − = {gc(j)}
if memNeeded ≤ freeMem ∧ j.execLeft ≤ timeT illGC then

σconsidered ⊕ = {j}
freeMem − = memNeeded

else

while reclaimable < memNeeded ∧ σdonors ! = ∅ do5

reclaimable + = σdonors.f irst.garbageY ield

σconsidered⊕ = σdonors.removeF irst

if reclaimable < memNeeded then
freeMem←− calcFreeMem(j, freeMem) σconsidered ⊕ = {j} ⊕ gc(j)

else
freeMem + = reclaimable−memNeeded σconsidered ⊕ = {j}

σdonors ∪ gc(j)
if notT imeFeasible(σconsidered) then

return ∅

return σconsidered

end
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4.8 Resource Dependencies

Managing resource dependencies in a UA environment has been the focus of two previous

dissertations [27, 55]. Although our focus is UA memory management, we do also support

resource dependencies between tasks in CADUS.

CADUS uses the single unit resource request model where tasks can only request one unit

of a resource at a time. The system maintains a resource allocation graph. Because of the

single unit request model, the resource allocation graph is reducible to a wait-for graph. The

wait-for graph consists of tasks as vertices, and directed edges representing dependencies. If

there is an edge from task A to task B, task B holds a resource needed by task A. Task

A is therefore dependent on task B. If the wait-for graph contains a cycle, CADUS flags a

deadlock condition.

CADUS performs a topological sort of the wait-for graph and breaks ties by deadline order.

The topological sort yields a resource feasible schedule. If a task in the tentative subset being

considered by CADUS has a dependency on a task outside the subset, a kill action on the

outside task is inserted at the beginning of the tentative schedule. The tentative schedule

is thus made resource feasible by terminating any outside tasks that hold resources needed

by the tentative subset. If, on the other hand, a task in the tentative subset depends on

an in-subset task, the task holding the resource is placed before the dependent task in the

subschedule.

Though termination of tasks to free contested resources may appear extreme, it is consistent

with the UA design policy. Our objective is, single-mindedly, to maximize accrued utility.
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This approach may lead to possible premature termination of tasks that might have otherwise

survived if a change in system conditions had led to the construction of a new schedule con-

taining those tasks. On the other hand, these task terminations help the tentative schedule

gain maximum memory bandwidth at the outset.

The final schedule produced by CADUS is time, resource, and memory feasible. The first item

in the schedule is subsequently dispatched. This item can be one of three types: (1) a task;

(2) a reclamation action on behalf of a preempted or terminated task; or (3) a termination

action in order to obtain a resource a task holds or to reap a task’s memory. CADUS always

dispatches tasks in deadline order. As such, it reduces to EDF during underload conditions.

4.9 Algorithm Complexity

CADUS has a computational complexity of O(rn2) where n is the number of tasks, and r is

the number of resources in the system. Initially, CADUS performs several sorting operations,

each costing O(n logn). Subsequently, at the top level, the algorithm iterates over all tasks

in deadline order (Algorithm 1, step 1). The inner while loop (step 2) drops tasks until a

time-and-memory-feasible schedule is found. Combined, these steps execute for a maximum

total of 2n− 1 times because each task can only be added and dropped once.

The makeTimeAndMemoryFeasible method (step 3) is thus invoked at most O(n) times. Step

4 of makeTimeAndMemoryFeasible dominates this method, and involves rn operations. The

number of iterations through the while loop in step 5 is bounded by the loop condition

σdonors ! = ∅. There can be at most n− 1 potential donors for consideration as reclamation
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actions, and each donor is only considered once. The overall complexity of CADUS is

therefore O(rn2).

4.10 Summary

• CADUS requires a heap implementation composed of multiple logical heaps (one per

task). Each logical heap is separately garbage collected.

• CADUS can use any real-time collector as long as the collector provides the following

properties: (1) explicit schedulability; (2) mutator independence; (3) preemptibility;

(4) atomic mark phase; (5) deferrable sweep phase; and (6) precision.

• Much as a task’s time requirements can be profiled, so can its memory allocation. This

profiling can be done empirically, analytically, or both.

• CADUS relies on task memory profiles to determine timing requirements of GC oper-

ations and to project forward a task’s memory needs.

• Based on projected GC times, CADUS interleaves task execution with GC operations

to produce a time-and-memory feasible schedule by appropriately budgeting for GC.

• For the same execution time, some tasks consume more memory than others. We in-

troduce memory occupancy to quantify this phenomenon. Memory occupancy provides

a measure of a task’s time and memory consumption.

• TPUD is a composite metric that calculates the utility of a task as a function of

its timing and memory characteristics. TPUD is an extension of PUD along a third

dimension of memory.
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• We select tasks to collect based on their PRD value. PRD, as a rate of return, tells

the collector how quickly and to what extent a task can replenish memory.

• Tasks with multiple heap size memory requirements are segmented. Task execution is

interleaved with pre-planned GC activity.

• The CADUS heuristic has a computational complexity of O(rn2) where r is the number

of resources and n is the number of tasks in the system.



Chapter 5

Implementation

This chapter describes our implementation infrastructure for CADUS. First we elaborate our

methodology for obtaining allocation profiles. We then present the simulation framework we

developed for the evaluation of our algorithm, and describe how we implemented CADUS in

this framework.

5.1 Memory Allocation Time Profiles

CADUS relies on memory allocation time profiles for its feasibility calculations. We devised

a tracing infrastructure to construct allocation profiles by sampling the amount of memory

a task has allocated, as well as the amount of memory the task keeps alive over its lifetime.

Two examples of the profiles we obtained are shown in Figure 5.1. A JPEG decompression

68
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Figure 5.1: Allocation Profiles
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task is shown at the top top and a matrix decomposition task at the bottom of the figure.

The y-axis is in bytes and the x-axis is in cycles. The example JPEG decompression task uses

com.sun.image.codec.jpeg.JPEGImageDecoder.decodeAsBufferedImage to decode an image,

while the matrix decomposition task constructs matrices of varying but known sizes and

performs three decompositions using routines from the JAMA matrix library [45]. In this

dissertation, we assume an input-independent allocation profile, as is the case for the two

examples shown. The JPEG-Decoder’s profile is independent of the size of the images being

decoded, except for a scaling factor.

We used Sun’s JDK 1.5.02 running on a Linux 3GHz Pentium 4 machine with 1GB of mem-

ory. To obtain an estimate of a task’s mutator cost, we used the Pentium cycle counter

register and measured the time spent in the section of interest. Prior to starting the mea-

surements, we ran the task several times to allow the HotSpot JVM to select the methods

involved for just-in-time compilation. We sized the JVM’s heap such that no garbage col-

lection occurred during the run.

To obtain the memory traces of a task, we wrote a JVMTI agent. This agent interposes

on all allocations a task performs, including requests from the VM and requests stemming

from native (JNI) code. At each allocation, it performs a complete traversal of all reachable

objects and counts and records their size. In addition, we record the size of the objects

allocated and create an object size profile of each task.



71 CHAPTER 5. IMPLEMENTATION

5.2 Modeling GC Latency

To obtain realistic assumptions regarding how long a garbage collection would take, we timed

the duration of full collections for a workload where we varied the size of the live memory

in steps and triggered full collections at each step. (The JVM uses a generational collector

which does not traverse the entire live memory during minor collections.) We recorded the

output of the -verbosegc switch (a JVM logging tool) and fit a quadratic curve to this data

with a correlation coefficient r2 > 0.999. We determined the minimum cost (about 118µs)

for a collection with zero live memory by observing the duration of a minor GC cycle (as

described in Section 3.1.4) with an empty nursery.

To obtain realistic assumptions regarding sweep cost, we first assumed that during a sweep

phase of a non-copying collector (such as Baker’s Treadmill), an object must be unlinked

from a linked list and its content be zeroed, the overhead of which depends on the size of the

object. Next, to determine the overall sweep cost of a task, we multiplied the frequency with

which each object was encountered by measured sweep cost for objects of that particular

size.

We implemented three benchmarks: a JPEG decoder task, a Grep task that performs a

regular expression match over a given string, and a Matrix task that computes the eigenvalue,

LU, and QR-decompositions for a number of “magic square” matrices. Table 5.1 shows the

results. The sweep costs are significant, in particular for tasks with high allocation rates.

For instance, Grep (large) finishes in 83.7 Mcycles without garbage collection, but it would

take 49.18 Mcycles to unlink and zero out the 7477.9 KB of garbage it generates. Current

RAM technology provides a peak bandwidth between 2 and 6 GB/s, which means that sweep
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Benchmark Cost in
Mcycles

Max Live
(KB)

MaxAlloc
(KB)

Sweep
(Mcycles)

Allocations Rate
bytes/cycle

Grep (small) 8.2 4.73 308.1 1.43 2397 0.0387
Grep (large) 83.7 36.48 7477.9 49.18 20079 0.0914
Matrix (small) 12.1 2.11 61.6 0.30 1798 0.0052
Matrix (medium) 34.4 2.38 128.6 0.63 3625 0.0038
Matrix (large) 73.7 2.71 198.1 0.96 5370 0.0028
JPEG (mini) 11.4 215.28 217.1 1.20 103 0.0195
JPEG (800) 174.5 1945.91 1947.8 8.55 103 0.0114
JPEG (1024) 274.3 3142.91 3144.8 13.64 103 0.0117
JPEG (1280) 464.4 5190.91 5192.8 22.34 103 0.0114

Table 5.1: Workload Characterization of Different Java Tasks

times will likely remain significant in the future.

5.3 Simulator

We use simulation to model events in a UA real-time system. We then use a set of repre-

sentative scenarios to systematically evaluate the behavior of CADUS under a wide range

of conditions. We elaborate in Chapter 6 the design methodology for our simulation ex-

periments and present the results. Here, we describe the simulation framework and its

components.

We developed a discrete-event based simulation framework that combines process-based and

event-based simulation methods. For the event-based component, the state of the model

changes only at a discrete (but possibly random) set of simulated points in time. An event

manager maintains and updates a temporally ordered event queue. Events include task ar-

rival, task resumption, resource request, and resource release. The event manager processes,
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Figure 5.2: Simulator Components

in order, each event in its queue, and advances the simulation clock accordingly.

Figure 5.2 shows the simulator components and their interactions. For example, in the

event of a task arrival, the event manager invokes the scheduler component which, in turn,

dispatches the task for execution on the CPU. The task completes execution and on releasing

the CPU, invokes the event manager. The event manager then advances the simulation clock

by the execution time of the task, and invokes the scheduler.

The simulator itself is implemented in Java and takes advantage of object-oriented model

design. We mapped real-world system objects to programming objects and defined the same

interfaces for the simulated objects as their real counterparts. For example, the simulated

memory manager object provides the same simulated functionality as an actual OS memory

manager, and tasks would interact with it through the same APIs such as alloc and free.

In our model, simulated tasks call alloc whereas only the simulated collector calls free.

This approach is particularly advantageous with simulated schedulers. Two scheduling prim-
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Figure 5.3: Simulated Task State Transitions

itives are required for the construction of arbitrary schedulers: the ability to explicitly choose

a task to execute and to specify the time quantum for which the task holds the CPU. So

long as the scheduler provides these two pieces of information through a well defined API,

it could interface with either the simulation framework or a real OS dispatcher. The object

oriented nature of the simulation allows for the definition of scheduling interfaces that spe-

cific scheduler instances must implement. This approach provides for a pluggable scheduling

framework where new schedulers can be developed and tested under simulation, then ported

to a JVM with minor modifications.

Tasks are simulated using a multi-threaded, process-based approach that directly reflects a

task’s execution. Each simulated task has its own thread of execution and includes a body

method. The code placed in the task’s body method is executed inside the simulator. A

simulated task is assigned a JVM thread with its own execution context, and does real work.

The simulator core manages thread synchronization and simulation clock advancement. Fig-

ure 5.3 shows the state transition diagram for a simulated task.

A task is modeled as a sequence of execution and allocation phases. The body of the
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thread for the task contains a series of exec(t) method calls which simulate the execution

of that task for t CPU cycles and advance the simulation clock by that quantum. If the

task is preempted, however, the clock is only advanced by the amount of time the task

executed prior to preemption. Once the task is resumed, it advances the simulation clock

again, repeating this process until the specified number of cycles has elapsed. The alloc(m)

method simulates the allocation of m bytes. The overall execution of a task is simulated as a

series of n consecutive exec(t[i])/alloc(m[i]) steps, where the number n and the vectors

t[] and m[] represent the specific behavior of the task being modeled. This approach mimics

the behavior of a task that repeatedly performs computations followed by memory allocation.

Below, we describe the different types of real-time tasks we used in our simulation.

5.3.1 Deterministic Tasks

A deterministic task is one whose execution time Ci is fixed, i.e., does not vary from run

to run. Ci is divided into n pre-defined steps of alternating execution and allocation. The

amount of memory allocated, m, after each execution step, is a fixed constant. The aggregate

memory allocation of this task is therefore an increasing function of time. The memory

consumption characteristics of these tasks are shown in Figure 5.4.

1. The aggregate allocation for the task is defined using a linear function of the form

A = f1(t) = a1t + b1. The task begins allocating memory as it starts execution at

time ts and continues to do so until it ends execution at time te, at which point its

maximum allocation Amax is reached.

2. The task’s live memory at any point t in time is obtained using the function L = f2(t)
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Figure 5.4: Synthetic Task

defined as:

L = f2(t) =











a2t t < tss

lss t ≥ tss

As shown in Figure 5.4, the task is assumed to maintain a linearly increasing amount of

live memory for the initial phase of its execution. The task’s live memory then reaches

steady state at time tss, after which point it remains at lss bytes for the remainder of

the task’s execution.

We derive realistic parameters for the simulated tasks based on execution times and memory

allocation characteristics of the real tasks we profiled.

Analogous to the behavior of a real-time operating system, periodic tasks are simulated

by firing the same task at pre-defined regular intervals. The simulation trace of one such

periodic task is shown in Figure 5.5. The time trace shows the execution of the periodic
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Figure 5.5: Periodic Deterministic Task

task, its total memory allocation, and its live memory.

5.3.2 The Garbage Collector

We implemented our modeled collector in a separate thread. In its body, the collector

executes an infinite server loop. Inside the loop, it checks the size of a waitingOnGC queue.

If the queue is empty, the collector suspends itself and remains suspended until it is resumed

again by the scheduler.

If, on the other hand, the waitingOnGC queue includes one or more tasks, the collector

processes the queue in order. It pulls tasks from this queue and reclaims their garbage. If

there are multiple tasks in the waitingOnGC queue, the collector processes them in a cluster.

Once the last task in the queue has been garbage collected, the collector suspends itself. The

suspend event triggers invocation of the scheduler, which, in turn, selects a task to execute.
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Figure 5.6: GC Operation for Short Tasks

The collector’s waitingOnGC queue is populated by the scheduler. When CADUS selects a

reclamationAction (as described in Section 4.7.2), it places the task whose garbage is to

be reclaimed on the collector’s waitingOnGC queue. CADUS then resumes the collector.

The collector uses the execute(t) method to simulate how long the GC executes. The

collector calculates the value of its execution time quantum t by consulting the allocation

profile(s) of the task(s) in its waitingOnGC queue. It computes t based on the amount of

live memory the collector has to mark and the corresponding garbage it must sweep. At the

conclusion of its sweep phase, the collector returns the reclaimed memory to the memory

manager component of the simulation.

Figure 5.6 shows the simulation trace of a short task whose maximum allocation does not
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Figure 5.7: GC Operation for Segmented Tasks

exceed the available heap size. The aggregate memory the task had allocated is subsequently

swept by the collector.

During its execution, the task in the previous example does not encounter any memory

constraints. If, however, the heap size for the same task is reduced to 500kB, the task will

exhaust heap memory part way through its execution. This reduction of heap size leads to the

segmentation of the task and its delayed completion, as described in Section 4.7.1. Figure 5.7

shows the simulated effect of the GC activation on this task, including the interleaving of

the segmented task and the collector.
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5.3.3 Stochastic Tasks

We use stochastic tasks for two purposes. We vary the cost of a task to simulate the

stochastic nature of task execution times. Also, we vary memory allocation of a task to

reflect deviations from the mean for real tasks. The introduced variance from run to run

is random. It is, however, constrained by a specific probability distribution — in this case,

uniform.

We use Java’s standard pseudo-random number generation package (java.util.Random) to

produce random numbers for our experiments. We use seeded random number generation

so that our simulations are reproducible.

We use a stochastic process to simulate aperiodicity. Our simulation models task arrivals as

a Poisson process. For a time interval t, the probability of n arrivals is defined by:

Pn(t) =
(λt)n

n!
e−λt

where the rate λ is the average number of events per unit time. The interarrival time between

tasks, τ1, is an independent random variable with an exponential distribution:

P (τ1 > t) = P0(t) = e−λt
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5.4 Simulation Platform

The simulation experiments are conducted in runs. Each run represents a distinct set of

configured parameters. Chapter 6 describes these parameters and the methodology we use

for generating them. Due to the computational intensity of the simulations, we ran our

experiments in a distributed fashion on a cluster of 35 Linux machines, each with a 2.0 GHz

Pentium 4 processor or better. Each run of the experiments required approximately 3.5

hours under this configuration.

Each of the machines in the cluster runs a JVM that executes our simulation code. One

machine coordinates the distribution of jobs to the others (and itself). This coordinator

processes a list of simulation jobs, sending each job to a worker machine as it becomes

available. The jobs are executed remotely using ssh. The simulation results are centrally

compiled by the machine coordinating the job distribution.

5.5 Summary

• We wrote a JVMTI agent to trace real tasks and construct allocation profiles.

• We developed an object oriented discrete event-based simulation framework.

• The simulation framework provides for pluggable schedulers.

• Deterministic synthetic tasks model total memory allocation linearly, with live memory

leveling off at steady state.
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• Stochastic synthetic tasks introduce random variance in task execution times, as well

as memory allocation.

• We use a Poisson process for stochastic modeling of task arrivals.

• We use a job distribution scheme to handle the computational load of the simulations.



Chapter 6

Evaluation

This chapter presents a comprehensive evaluation of the CADUS utility accrual scheduling

algorithm. To that end, we designed and conducted a series of experiments with the following

objectives:

1. Examine the algorithm’s behavior.

2. Quantify the benefits the CADUS approach.

3. Evaluate the costs incurred.

4. Identify and classify favorable and adverse operating conditions.

5. Parameterize and quantify the effects of said conditions.

The chapter is composed of two major parts. In the first part, we begin by describing

the methodology we devised for conducting our experiments. We first identify the defining

83
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parameters of the experiments. We then describe the rationale for the methods we use to

vary our parameters in order to explore the experimental parameter space. We adopt an

existing comprehensive CPU load generation method (described in 6.1.1). We describe in

the subsequent section our novel approach for the quantification of memory pressure. We

then elaborate the mechanism used to choose task utilities.

The second part of this chapter provides a quantitative evaluation and analysis of the ef-

fectiveness of CADUS. We present our findings and explore the reasons for the behavior we

observe.

6.1 Experimental Methodology

There are three attributes of a task that have an impact on our system: a task’s CPU load

contribution, its relative memory pressure, and its potential utility gain.

As described in Section 2.3, a task’s CPU load contribution is defined by two parameters:

its computational time C (aka cost) and its deadline T . The memory pressure of a task

is also dependent on two parameters: its aggregate memory allocation function A and its

live memory function L, as described in 5.3.1. The potential utility gain of a task, U , is

dependent solely on the task’s completion time. Each task therefore can be represented by a

five-tuple of parameters: 〈C, T, A, L, U〉. The evaluation of CADUS must therefore quantify

the impact of each of these five parameters on the overall performance of the system. We

consider each of these parameters in turn. We group together C and T as they constitute

CPU load when combined. Also, we group together A and L as they constitute memory
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consumption characteristics.

6.1.1 CPU Load Generation

Much of the real-time literature presents various scheduling schemes followed by specific

examples that are intended to demonstrate a scheduler’s behavior and performance. The

given examples, however, are often specific to a particular scenario of interest that cannot be

generalized. To remedy this lack of comprehensive evaluation methodology, researchers in

this field have devised techniques for systematic exploration of the performance parameter

space. For our CPU load generation scheme, we adopt the method described by Bini and

Buttazzo in [13] to produce an unbiased random set of per-task CPU utilization values for

our synthetic tasks.

The evaluation methodology described by Bini and Buttazzo involves the generation of a

statistically significant set of random CPU loads, one per task, whose aggregate load equals

the desired CPU load point. We use the sampling guideline of 30 samples per load point

to satisfy the requirement of statistical significance [76]. For example, suppose we wish to

investigate a CPU load of 1.0 (100%) due to a set of 3 tasks. We would randomly generate

30 three-tuples such that the sum of the 3 numbers is 1.0. Each of the three numbers in

the tuple represents the load contribution of a task in the set. While the aggregate load is

fixed at 1.0, the individual load contribution of each task is drawn from a uniform random

distribution. The objective of this approach is to ensure that all possible individual CPU

load contributions are drawn equally likely.
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Figure 6.2: Unbiased Sampling

Interestingly, one intuitive approach for the construction of such load sets proves to be

inherently biased. Initially, one might approach this problem by simply drawing uniform

random individual loads in the range [0, L∗] (where L∗ is the target load point) and then

scaling them by a factor of L∗

P

n

i=1
Li

(where Li is the per-task load). Consider the above

example where we wish to generate an aggregate load of 1.0 for a set of three tasks. Figure 6.1

shows a set of 1000 three-tuples with an aggregate CPU load of 1.0 generated using this

scaling method. Each axis on the graph represents the load contribution due to each of the

three tasks. The figure illustrates the central tendency bias in this approach. The statistical

reasons for this bias involve the convolution of the probability distribution functions and are

elaborated in [13]. Bini et al. describe the UScaling and UUniSort algorithms, both of which

will produce an unbiased distribution of load tuples. Figure 6.2 shows the same set of 1000

three-tuples generated under the UScaling algorithm. We adopt this method for our CPU

load generation and demonstrate it by example below.

For a set of n tasks, this sampling approach produces an n-tuple of the form 〈C1

T1

, C2

T2

, . . . , Cn

Tn
〉

where
∑

Ci

Ti

is the target CPU load. For each task, we calculate the per-task load Li which

is defined as Ci

Ti

. Given Li, we assign a value to Ci and calculate the corresponding Ti — in a
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dynamic system, we can assume to know the costs of tasks but not necessarily their periods.

The reasoning for our assignment of Ci values is as follows. For our synthetic tasks, we

establish a realistic range for Ci based on the real tasks we profiled. We then draw random

values for Ci in this range using a uniform probability distribution function.

This method establishes a comprehensive and unbiased sampling technique for the determi-

nation of our first two experimental parameters Ci and Ti.

6.1.2 Memory Consumption Parameters

As described in Section 5.3.1, we use two functions to describe the memory consumption

behavior of a synthetic task. The aggregate memory allocation of a task is described by the

linear function A(t) = a1t + b1 and its live memory is described by the composite function

L(t) = min(a2t, lss).

For our synthetic tasks, we modeled these functions based on our profiled real tasks. To

obtain the aggregate memory allocation rate, we calculated the average allocation rate Ā for

our profiled tasks. To sample allocation rates for our experiments, we randomly deviated

from Ā within a given range. We established the bounds for this range by varying the slope

θ of the linear allocation function by ±θ
2
. This range is intended to model applications with

widely varying allocation rates.

Similarly, we establish an upper and lower bound for the increasing segment of the live

memory function as a fraction of the aggregate allocation rate. Once the slope a1 of A(t) is

calculated, we establish the slope a2 of L(t) as a random fraction of it. The live memory rate,
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of course, cannot exceed the aggregate allocation rate — we cannot have more memory live

than the total memory allocated. For the steady state segment of L, we randomly choose a

fraction of the maximum total allocation to establish unbiased sampling. We draw all our

random numbers from a uniform probability distribution.

6.1.3 Memory Load Quantification

As described in Section 6.1.1, established methods exist for generating workloads with specific

CPU loads. To the best of our knowledge, no such mechanism existed for memory. To address

this issue, we have devised a novel approach to quantify memory load. This section describes

our method.

We wish to answer the following question: given a set of n tasks, a predetermined heap

size, and dynamic memory allocation, how can the task set’s aggregate memory load be

quantified?

The aggregate memory demand of a task set includes the memory demands of its comprising

tasks. A naive approach would be to consider each task’s memory demand independently,

such as by computing its memory-time product µ, and then define the aggregate memory

demand to be the sum of the individual tasks’ memory demands. However, this approach

ignores that memory, unlike CPU, cannot be preempted. Because a task retains its allocated

memory while preempted from the CPU, the task’s memory requirements must not only take

into account the memory it has allocated, but also the time interval that memory is held.

Consequently, the overall memory demand of a task seen over time depends on the way in
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Figure 6.3: Memory Usage Scenarios

which a scheduler schedules these tasks.

A typical task with a monotonically increasing allocation profile is illustrated in Figure 6.3(a).

The task begins allocating memory at start time ts and reaches its maximum allocation at

its end time te. This task’s least demanding allocation case occurs when the task completes

without preemption, as illustrated in Figure 6.3(b). Conversely, the worst case occurs when

the task begins execution immediately upon arrival (ts = ta), reaches its maximum allocation,

but is preempted just short of completion. It remains preempted until ε short of its deadline

td when it resumes execution and completes just in time.

A measure of a task’s memory requirements must take into account not just how much

memory a task needs, but also how long the allocated memory is held. The duration memory

is held by a task depends on the preemption pattern produced by the scheduler — a smaller
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heap size is needed for a scheduler that is conservative with respect to preemptions. EDF is

one such scheduler in underload conditions.

The EDF scheduling policy has been empirically shown to produce fewer preemptions in

comparison to other scheduling algorithms [21]. EDF produces optimal schedules during

underload conditions but fails catastrophically in overload. Robust EDF (RED) [22] is an

extension of the EDF algorithm for overloaded systems that does not suffer from the domino

effect, described in Section 2.4. We believe that RED provides a good baseline because of

the reported tendency of EDF to produce fewer preemptions than other algorithms.

Figure 6.4 shows a typical preemption pattern snapshot produced by RED. At time index

230 Mc, task A arrives and is immediately started. It continues execution until time 240 Mc
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when task B arrives. The scheduler makes the decision to preempt task A and start task B.

Note that all of task A’s memory must be kept alive during the time it is blocked on CPU.

The preemption phase continues until time 260 Mc when task B finishes, releases the CPU,

and the scheduler makes the decision to resume task A. Task A then continues execution

and allocation where it left off and runs to completion.

We use the following procedure for determining memory load:

1. Establish the task set for the given CPU load as per Section 6.1.1.

2. Assume no memory constraints.

3. Schedule the task set under RED.

4. Trace the RED-produced scheduling decisions (hence its corresponding preemption

pattern).

5. Determine the aggregate memory occupancy µref of the RED-traced task set, as defined

in Section 4.4, for the task set over a time interval [0, t].

6. Calculate a reference heap size h corresponding to the RED-established baseline as:

h0 =
µref

t

7. Define memory load, η(h), for a given heap size h as:

η(h) =
h

h0

where h0 is the reference heap size at which η(h0) = 1.
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8. Schedule the task set under other schedulers using the reference heap size.

9. Vary the ratio of system heap size to reference heap size to manipulate memory load,

then re-evaluate performance of the intended scheduler with the same task set under

the new heap size.

We thus quantify the memory load imposed by a given task set as a function of the task set’s

memory demands, relative to the amount of available heap memory. This approach provides

us with a normalized heap size h0 and measures the performance of a task set while taking

into account its aggregate memory consumption characteristics under preemption.

6.1.4 Utility Assignment

Utility assignment is a highly application-specific activity. For example, the construction of

TUFs and utility assignment for a BM/C2 application is described in [62]. For the purposes

of our simulation experiments, we employ three methods for assigning utilities:

First, to evaluate average case performance, we assign to tasks random utility values drawn

uniformly from a fixed range.

Second, we assume that utilities are drawn from an arithmetic sequence. This approach is

an intuitive method of evenly distributing values across a range — it comes naturally to use

a scale of 1 to 10 (or 1 to 100) to measure relative merit or attribute.

Third, we assign utilities from a geometric series. Using a geometric progression, we can

model scenarios in which the utility of one task exceeds the utility of another by an order of
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magnitude.

6.2 Effectiveness

The first part of this chapter described the methodology we established for the evaluation

of CADUS. We enumerated the experiment parameters, the methods we used for deriving

them, and the rationale behind them. We then elaborated the method we have devised for

the quantification of memory load.

In this second part of the chapter, we evaluate the performance of CADUS. First, we provide

a roadmap of our approach and the rationale behind it.

The objective of a utility accrual system is to maximize accrued utility. The Accrued Utility

Ratio (AUR) is the metric we use to measure how well a UA algorithm performs in achieving

its objective. AUR is defined as the ratio of achieved utility to the total potential utility

of all arriving tasks. AUR is not an absolute measure. AUR numbers in a vacuum are

meaningless — for instance, we cannot say whether an AUR of 80% for a CPU load of 1.2 is

good or bad. As a relative measure, however, AUR can be used to differentiate between the

performance of one UA algorithm and another. To evaluate CADUS, we therefore compare

it to another UA algorithm. The question that arises is which algorithm to compare CADUS

against and why.

To ascertain the benefits of a new system feature, we must compare the system against a

counterpart without that feature. To evaluate the performance of GC-aware CADUS, we
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compared it to GC-unaware DASA [27]. We chose DASA for its high performance amongst

utility accrual algorithms.

Because DASA is GC-unaware, we must first establish how a garbage collected runtime

system might behave with DASA as its scheduler. We assume that DASA would schedule

tasks as it normally does, but not the collector. Therefore, the activation and collection

policies of the GC in such a system must be defined. In Section 6.2.1, we identify two such

GC policies based on existing JVM memory management practices.

Having established proper collector behavior under GC-unaware scheduling, we compare

the performance of DASA to that of CADUS. We compare overall performance using a

random sampling method. We quantify the performance differential and isolate, illustrate,

and analyze the reasons for it.

While the random sampling method shows the average behavior of the algorithm, we are

also interested in its performance for specific types of workloads. To that end, we use a

biased sampling method and classify our synthetic workloads by the characteristics of their

(a) computational time; (b) utility assignments; (c) memory allocation rate; and (d) the live

memory level. We identify 36 such classifications and evaluate the comparative performance

of CADUS given those workloads.

We subsequently narrow our focus and investigate the algorithm’s behavior for specific sam-

ple time intervals. We show the effect of preemption decisions produced by each scheduler

and their impact on GC activity.

We narrow our focus further and provide “micro-examples” of specific task-level behavior
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that demonstrate the effects of the design features of CADUS.

6.2.1 Collection Policies for GC-Unaware Schedulers

We evaluate the effectiveness of CADUS by comparing its performance to DASA. As such, we

must specify the expected collector/mutator interactions for such a GC-unaware scheduler

in an environment like ours that supports multiple tasks. We assume tasks scheduled by a

memory unaware algorithm execute until heap memory is exhausted. Once this occurs, a

reactive collection cycle is immediately triggered in response. Once the collector is activated,

we consider two possible GC policies:

1. Global GC — Upon GC activation, the entire heap is collected. The marking traver-

sal considers all memory objects belonging to all tasks in the system. No distinction

is made between garbage belonging to specific tasks. This policy is the common GC

behavior implemented in most JVMs, including the real-time Java reference implemen-

tation KVM [34].

2. Per-task GC — The alternative collection policy is to narrow the collector’s scope to

only the objects that belong to the task which triggered the GC. This model requires

support for separate collection of each task, as described in Section 4.1, and is less

common.

Initially, it may appear that the per-task policy would always be more advantageous in a

real-time system: the less GC work we have to do, the less likely the possibility of pushing

a task past its deadline. This expected behavior, however, does not occur in all cases.
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Figure 6.5: Comparison of GC Policies

Consider the scenario depicted in Figure 6.5. Task 1 executes and allocates memory until

it is preempted by a second Task 2. While preempted, the memory belonging to task 1 is

kept alive. Task 2 allocates memory until it exhausts the heap. Under the global GC policy,

the collector marks the live memory of both tasks and collects all heap garbage (illustrated

in green). Under the per-task GC policy (shown in red) the collector marks only the live

memory of Task 2 and collects its garbage, leaving the garbage of Task 1 in place. The

per-task policy always sweeps after a task when it completes.

This figure shows the adverse effect of preemption on a memory-unaware scheduler under

either policy. For the global GC, the system can use the available memory bandwidth, but

is forced to mark the entire heap every time a collection is triggered. On the other hand,

under the per-task policy, only the running task’s objects are marked, but the available

memory bandwidth is reduced by the memory occupied by other, preempted tasks. Taking

into account the impact of such preemption decisions is one of the factors that make CADUS
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Figure 6.6: Performance of CADUS for Randomly Generated Work Loads

superior to a memory unaware scheduler.

6.2.2 Overall Performance

Figure 6.6 shows the overall performance of CADUS. The algorithm is evaluated at 42 load

points corresponding to 7 memory and 6 CPU load conditions. Each grid point represents

the mean AUR of 30 simulation runs for a randomly generated set of 15 synthetic tasks,

each with varying CPU and memory utilization factors. We randomly sample cost, utilities,

allocation rates, and live memory sizes using the methods described in Section 6.1.

We vary the CPU load in the range of 1.1 − 2.2 in increments of 0.2. To vary the memory

load, we changed the heap size from 0.2 h0 to 1.4 h0 in steps of 0.2 — with 0.2 h0 representing

the highest memory pressure. We thus demonstrate that the algorithm behaves predictably
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Figure 6.7: Comparative Performance of CADUS and DASA (global GC)

along both dimensions of CPU and memory load: as load increases, AUR degrades gradually.

This behavior achieves the objective of CADUS: graceful degradation under increasing load.

While Figure 6.6 shows the algorithm’s UA behavior of graceful degradation, it cannot, by

itself, gauge the level of its performance — AUR numbers by themselves are meaningless.

Figure 6.7 compares the performance of CADUS to the performance of DASA assuming

a global GC policy. Likewise, Figure 6.8 compares CADUS to DASA under the alternate

per-task policy. CADUS shows higher performance than DASA under both policies. We

performed Student’s t-test [76] to verify the statistical significance of the AUR differences

shown on the graphs. The t-test analyses established the differences to be statistically sig-

nificant: the probability that the observed AUR differences were produced by chance is less

than 5%. Also, note that the GC policies discussed above apply to DASA only. CADUS is

GC-aware and explicitly manages the GC itself.



99 CHAPTER 6. EVALUATION

 1
 1.2

 1.4
 1.6

 1.8
 2

 2.2 0.2
 0.4

 0.6
 0.8

 1
 1.2

 1.4

 10
 20
 30
 40
 50
 60
 70
 80
 90

% AUR

DASA
CADUS

CPU Load

Heap Size

% AUR

Figure 6.8: Comparative Performance of CADUS and DASA (per-task GC)
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Figure 6.10: Difference in Accrued Utility for CADUS and DASA (per-task GC)

We subsequently quantified the relationship between memory pressure, CPU load, and

CADUS’s AUR gain relative to DASA. The results are shown in Figures 6.9 and 6.10.

CADUS’s advantage is less pronounced as CPU load increases, because a higher CPU load

implies a lower maximum possible AUR for both algorithms. However, it is more pronounced

as memory pressure increases, because the penalty for making wrong preemption decisions

is higher. This penalty lies primarily in more time spent in GC operations.

Figure 6.11 compares the time spent in GC operations for CADUS versus DASA (under

global GC). Unaware of the GC impact on task timeliness, DASA schedules tasks based

only on their PUD. This scheduling results in the selection of tasks that require significant

GC operations. CADUS, on the other hand, can take into account the impact of GC and

consequently does not waste CPU cycles on GC operations that do not contribute to utility

accruing tasks.
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A quantification of the time spent by CADUS and DASA in the mark and sweep phase is

shown in Figure 6.12. The top surface in the figure shows the difference in the time that

CADUS and DASA spend marking. Likewise, the bottom surface shows the difference in the

time spent sweeping. Compared to CADUS, DASA spends significantly more time marking.

This difference increases with increasing memory pressure.

The difference in the time spent marking is a consequence of DASA’s poor preemption

decisions. DASA makes preemption decisions without regard to their impact on memory

bandwidth. Preemption decisions that reduce memory bandwidth result in more frequent

collections. Each collection, in turn, marks the entire live heap (for the global GC policy

shown in the figure). Increasing memory pressure exacerbates the problem because it reduces

memory bandwidth, which in turn increases GC frequency.

The difference in sweep time between CADUS and DASA is quite low (0− 2%) and remains

constant regardless of load conditions, as depicted by the flat surface in Figure 6.12 —

both algorithms spend about the same amount of time sweeping. Regardless of how much

marking is performed, the memory held by tasks must be swept as they exit the system.

This difference is roughly the same for both algorithms as sweep time is a constant factor

of the amount of memory swept. DASA’s sweep time is slightly higher because it does not

consider memory consumption during task selection.

The adverse effects of reactively triggered global GC are further explored in Figure 6.13. Un-

aware of GC requirements, DASA schedules tasks assuming they are feasible. Unplanned GC

pauses, however, foil DASA’s feasibility calculations and push tasks beyond their deadline.

This effect is more pronounced with increasing memory pressure. As shown in the figure,
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compared to CADUS, DASA starts more tasks that do not finish on time. The percentage

of incomplete tasks increases with memory pressure. The percentage of incomplete tasks in

CADUS, on the other hand, remains flat around a steady 5%. The incomplete tasks incurred

by CADUS are due to the assumed arrival pattern of tasks. This behavior is normal as the

scheduler would, by design, abandon an already started task in favor of accommodating a

newly arrived high TPUD task.

An adverse effect of DASA’s higher number of unfinished tasks is inconsistent algorithm

performance. For the randomly sampled case, the standard deviation for the performance

of CADUS was approximately 5% AUR. DASA, on the other hand, exhibited a 9% AUR

standard deviation. Unforeseen GC latency introduces a source of randomness for DASA,

making its performance less predictable.
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6.2.3 Workload-Specific Performance

Although we used random variations to evaluate the general behavior of CADUS, we are

furthermore interested in the algorithm’s specific behavior given a task set with particular

characteristics of CPU demands, memory consumption, and utility values. To that end, we

devised a method to systematically explore the performance space based on the character-

istics of the tasks in the task set (which make up the workload). Below, we describe our

method and provide the rationale for it.

We classify the cost C of a synthetic task into three categories of low, medium, and high. We

set the medium value to the average cost of real tasks we profiled — 170Mc. A low cost task

is assigned a cost half of the average and a high cost task twice the average. As described

in Section 6.1.1, the task’s period T is calculated based the assigned cost.

Likewise, for aggregate memory allocation we consider three categories of low, medium, and

high. A task with a low allocation rate consumes memory at half the rate of the average

task, while a high allocation rate task consumes twice that rate.

For the live memory level, we consider two categories of low and high. A high live memory

task has a steady state live memory level of ∼ 35% of it maximum allocation. The cor-

responding low memory level is ∼ 5%. We chose these values based on the SPEC JVM98

benchmarks [32].

In constructing our task set, we ensure that tasks with assigned characteristics are in the

majority. We illustrate this approach through the following example. Suppose we wish

to construct a workload with the following characteristics: (1) low cost; (2) high memory
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allocation rate; (3) high live memory level; and (4) geometric utility assignment.

We begin by determining per-task CPU load (as per Section 6.1.1). We then assign a low

cost to a randomly chosen 60% of the tasks. We evenly divide the remaining 40% into two

sets, each making up 20% of the task set. We then assign a medium cost to one group and

a high cost to the other. This method, therefore, yields a task set dominated by tasks with

our intended characteristics of low cost. We chose the 60/20/20 split to ensure the task set

includes tasks with other cost characteristics. In other words, we construct a workload with

a 60% bias towards the desired characteristic. We chose a biased, heterogeneous task set

instead of a homogeneous one comprised of all low cost tasks, because a cost-homogeneous

task set would be an unrealistic corner case in the application domain for dynamic UA

systems. We therefore chose the 60/20/20 biasing method to approximate a realistic task

mix where other task types are found, although the majority of the tasks exhibit the behavior

we assigned.

Similarly, we introduce a 60% bias towards the aggregate memory allocation rate that we

assign. To avoid unintended correlations, we make allocation rate assignment independently

of cost assignment. We choose a random subset of 60% of tasks and assign to them the

desired allocation rate — a high rate in this example. As before, 20% of the tasks are then

assigned a low rate, while the remaining 20% will have a medium rate.

As there are only two choices of high and low for live memory level, we establish a 75/25

split for the task set. In our example, 75% of the tasks in the set are randomly assigned a

high live memory level, while the remaining 25% receive a low live memory level assignment.

For utility assignments, we randomly overlay the task set with utility values determined as
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per Section 6.1.4 — in this example, using a geometric series.

Each experiment (yielding a single surface in our graphs) is comprised of a 42 point grid of

6 CPU loads and 7 memory loads. To be statistically sound, each grid point represents the

mean of 30 evaluations at that specific load. Each experiment producing a surface graph is

the result of 1,260 sub-experiments.

A complete mapping of the CADUS performance space would require an exhaustive search

of the five dimensional space described by the tuple 〈C, T, A, L, U〉. We would need to vary

each of these five parameters through a graduated range while keeping the remaining four

parameters fixed. An exhaustive exploration would entail thousands of such experiments —

an infeasible proposition.

In response, we devised our workload classification method to subdivide the parameter space

into distinct regions that cover the entire space with sufficient breadth, while remaining

computationally feasible. As described above, we established 3 types of task costs (low,

medium, and high); 3 types of allocation rates (low, medium, and high); 2 types of live

memory levels (low and high); and 2 types of utility assignment methods. We therefore

establish 36 (3 × 3 × 2 × 2) types of workloads, each representing a distinct region of the

algorithm’s performance space. We investigated the comparative performance of CADUS

under each of the 36 types of workload. The workload-specific performance results are

cataloged in the Appendix.

The performance graphs in the Appendix show that CADUS exhibits superior performance

to DASA for all workload types. However, the performance gap is more pronounced for

tasks with a high level of live memory. As shown in Figure 6.12, DASA spends more time
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than CADUS in the GC mark phase. For tasks with a high level of live memory, DASA’s

wrong decisions are particularly costly as there is more live memory for the collector to mark.

DASA deadline misses are more likely with high live memory levels since the GC latency is

increased. CADUS is most effective for workloads dominated by tasks with high live memory

levels.

To further analyze and quantify workload based performance of CADUS, we calculated

the polyserial correlation coefficient [66] for the average CADUS vs. DASA AUR difference

and our workload characteristics of cost, utility assignment, memory allocation rate, and live

memory level. We found a correlation coefficient of 0.81 between live memory level (low/high)

and AUR difference, which shows a strong a linear relationship between the two quantities.

The χ2 test for this polyserial correlation coefficient confirms the assumption of bivariate

normality. Furthermore, we found a correlation coefficient of 0.02 between utility assign-

ment and AUR difference. This result shows that utility assignment patterns (geometric or

arithmetic) do not affect AUR gain. The correlation coefficient for cost (low/medium/high)

vs. AUR is 0.17, and for allocation rate (low/medium/high) vs. AUR the coefficient is -0.25.

Our correlation analysis for the latter two experimental parameters is inconclusive as only

weak correlation (if any) is indicated.

6.2.4 Effects of Preemption

So far, we have investigated the performance at the macro level represented by our surface

plots. Here, we narrow the scope of our investigation of the algorithms’ behavior by consid-

ering smaller time scales. Figures 6.14 shows the preemption behavior of DASA (under the
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Figure 6.14: Sample Preemption Pattern Produced by DASA (global GC)
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Figure 6.15: Sample Preemption Pattern Produced by CADUS

global GC policy) during one such short time interval.

At time index 1.38E9, a series of preemptions begins that results in a progressively higher

level of memory utilization. Eventually, heap memory is exhausted, forcing repeated global

garbage collections that push tasks beyond their deadlines. We call this effect ”GC thrash-

ing,” because the system spends most of its time garbage collecting without reclaiming

enough memory to run tasks to completion. By contrast, CADUS produces the more regu-

lar preemption pattern shown in Figure 6.15 for the same time interval; it is able to finish

most tasks it schedules while performing “just enough” garbage collection. In addition,



109 CHAPTER 6. EVALUATION

 0

 5e+06

 1e+07

 1.5e+07

 2e+07

 2.5e+07

 3e+07

 0  1e+09  2e+09  3e+09  4e+09  5e+09

M
em

or
y 

(B
yt

es
)

CPU Cycles

Deadline Missed
Deadline Met

MemInUse
LiveMem

Figure 6.16: Sample Preemption Pattern Produced by DASA (per-task GC)

unlike CADUS, DASA does not have the ability to relieve memory pressure by selectively

terminating tasks — that relief is available only to CADUS.

If we assume a per-task GC, DASA still suffers adverse effects if successive preemptions

reduce its available bandwidth. This effect is seen in Figure 6.16, which displays the pre-

emption pattern produced by DASA under the per-task GC policy during a subinterval,

based on the same task set.

6.2.5 Task-Level Examples

We next narrow our focus to its lowest level by considering “micro examples” that demon-

strate the implementation of CADUS design features at the task level. We use two trace-

driven scenarios from an earlier version of CADUS [38] to illustrate these features.

In scenario 1, two tasks arrive at time 0 with a period of 24.5Mc: an instance of JPEG(mini)

with a utility 30, and an instance of Matrix(small) with a utility of 20. Including sweep

costs, the offered load from this task set is greater than 1 - however, it is still possible to
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finish both tasks at least in some of the periods by scheduling JPEG(mini) first, then running

Matrix(small) and postponing its sweep cost until the deadline. Eventually, the sweeping

will have to be done, but being aware of how much memory is available at any given point

in time can be used to achieve higher overall utility by postponing sweeping when possible.

This behavior is shown in Figure 6.17. A memory-unaware scheduler such a DASA, will be

forced to sweep right after executing JPEG(mini), pushing Matrix(small) past its deadline

during every single period - even though at least in some periods it would be possible to run

it in the provided heap of size 400,000 bytes without sweeping.

A second example is shown in Figure 6.18. In this scenario, a heapsize of 320K is used.

A JPEG(mini) task with low utility arrives at time 0, both schedulers decide to schedule

this task at that time. At time 8Mc, an instance of Grep(small) arrives with a deadline

of 18Mc with a very high utility. CADUS recognizes that in order to fulfill this task’s

memory requirements, it must kill the JPEG(mini) instance, which by that time has already

allocated the buffer used to hold the decoded image, hence has almost reached it maximum

live size. CADUS kills and sweeps JPEG(mini) at time 8Mc, allowing Grep(small) to run

to completion in its deadline. Our memory-unaware version of DASA, on the other hand,

also realizes that JPEG(mini) should be preempted in favor of Grep(small) at time 8Mc,

but it does not know that there is not enough memory for Grep(small) to finish. Instead,

Grep(small) will fill up the heap and repeatedly trigger a reactive GC. Once these collections

have freed up enough memory, Grep(small)’s deadline has expired and the task is purged. To

make matters worse, JPEG(mini) is by that point also already past that deadline, yielding

an overall utility of 0 for the memory-unaware case.
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Figure 6.18: Avoiding Reactive GC
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6.3 Limitations

The CADUS algorithm contains several limitations. We identify and discuss these limitations

below.

• Memory Allocation Profiles — CADUS relies on memory allocation profiles for its

quantification of GC activation, latency, frequency, and yield. The timing accuracy

of the schedule CADUS produces therefore depends on the accuracy of the memory

allocation profiles it uses. Several factors, in turn, influence the accuracy of allocation

profiles:

– Input Dependence — Input parameters can alter the behavior of a task with

respect to both execution time and memory allocation. The presence of input de-

pendent tasks therefore introduces a source of variability in the allocation profiles

used by CADUS. Two possible methods can be employed to address this prob-

lem. First, in case of a bounded input range, separate input dependent allocation

profiles could be constructed to cover all input contingencies. Alternatively, if the

input range cannot be effectively bounded, statistical methods could be used to

establish probabilistic expected values for memory allocation.

– System Factors — As with measurement-based WCET analysis, complex sys-

tem factors such as I/O device latency and system-wide locks affect temporal

behavior of tasks. This formulation of CADUS does not consider these factors.

– Representation — Our synthetic tasks are currently represented by two linear

functions: one describes total allocation, while the other provides a maximum live
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level. This approach, if used to model actual tasks, may lead to an overestimation

of those tasks’ memory requirements. It is possible to construct and store more

detailed allocation profiles at the cost of space efficiency. We describe possible

approaches in Section 8.1.2.

• System Assumptions — Though shown to be viable, systems with separately garbage

collected logical heaps are uncommon. A complexity that arises in separate heap col-

lection is managing cross-heap references. CADUS currently does not account for

cross-heap references and assumes full garbage reclamation by the collector. One pos-

sible method for addressing this issue is described in [5].

• Algorithm Behavior — CADUS is limited to uniprocessor systems using a single

address space. On such systems, CADUS contains an inherent design limitation: it

always includes the task with the highest TPUD in the schedule. An alternate schedule

may exist without the highest TPUD task that would yield higher utility. This phe-

nomenon is a consequence of the heuristic search approach of CADUS. Construction

of higher quality schedules would require further exploration of the search space which

may increase the computational complexity of the algorithm. The heuristic nature

of schedule construction is itself an inherent limitation of online dynamic UA sched-

ulers. However, heuristics similar to those of CADUS have been shown to provide good

optimality [12].

A further limitation of CADUS is that it does not model interactive tasks. Some tasks

may require user input which would necessitate blocking for user supplied information.

We do not attempt to model interactive task behavior and its impact on CADUS.
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6.4 Summary

• We establish an experimental methodology to evaluate the performance of CADUS.

• We use the method described by Bini and Buttazzo for generating unbiased CPU loads.

• We devised a novel approach for the quantification of memory load. We use this method

to vary memory pressure during our experiments.

• We evaluate the performance of CADUS in comparison with GC-unaware DASA.

• As expected, CADUS shows superior performance to DASA in the presence of mem-

ory pressure. The performance gap between the two UA algorithms increases with

increasing memory pressure.

• Unaware of its cost, DASA spends comparatively more time in GC operations.

• DASA starts comparatively more tasks without being able to finish them. Unexpected

GC delays is the source of this inefficiency.

• Aware of the consequences of GC, CADUS anticipates its impact and makes better

preemption decisions.

• We devised a method to classify synthetic workloads based on the characteristics of

their timing parameters, memory parameters, and utility distribution.

• We identified 36 such workload types and evaluated the performance of CADUS for

each one.



Chapter 7

Related Work

This chapter provides a review of the research related to our work. We describe each ap-

proach, its distinguishing features, and how it differs from CADUS.

7.1 Semi-Concurrent Garbage Collection

Henriksson first studied explicit time-based scheduling of garbage collection [44]. He identi-

fied the need for an explicitly schedulable garbage collector in a real-time embedded control

system. He introduced the semi-concurrent GC scheduling strategy to address this issue.

This strategy combines concurrent GC for high priority processes and incremental sequential

GC for low priority processes.

Henriksson uses a static priority-based scheduling policy for his GC scheduling. Tasks in his

116
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domain-specific control systems are periodic. They are divided into two types: high priority

and low priority tasks. The system is a hybrid hard/soft real-time environment in which

the high priority tasks must always meet their deadline, but the low priority tasks may

occasionally miss their deadlines. The GC scheduling objective in this system is to ensure

non-interference from the collector while the hard real-time mutator executes.

A reservation scheme ensures GC non-interference for high priority tasks. Sufficient memory

to accommodate the worst case allocation requirements of the high priority tasks is reserved

ahead of time. The collector is explicitly triggered immediately after the mutator’s execution

to reclaim its garbage and replenish the reserve supply of memory. This part is the concurrent

component of GC work. The high priority tasks are always followed by garbage collection.

The low-priority tasks run at a lower priority than the collector. Collection work for low-

priority tasks runs incrementally and is interleaved with mutator execution. Since the system

makes no timeliness guarantees for low-priority tasks, GC work can push a task past its

deadline.

Henriksson uses Brooks’s GC algorithm [16], which is a variant of Baker’s semi-space copying

collector [9]. As such, the collector is a real-time collector with known upper time bounds

on its operations. Henriksson improved Brooks’s algorithm through the use of forwarding

pointers that allow objects to be moved without having to immediately identify and change

all pointers referencing the moved object. Henriksson calculates GC latency based on the

worst case allocation requirements of high priority tasks.

Henriksson uses rate monotonic (RM) scheduling and assigns static priorities to the tasks in

the system. As such, he performs schedulability analysis at design time to ensure a feasible
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schedule for the hard real-time tasks.

The CADUS approach is fundamentally different from the semi-concurrent GC scheduling

in several ways. First, our scheduling environment is dynamic whereas the semi-concurrent

GC scheduling approach is static. Second, our system is designed for CPU and memory

overload handling. In comparison, with increasing CPU load, Henriksson’s approach will

service the high priority tasks to the detriment of low-priority tasks. Third, CADUS does

not use a reservation scheme for any tasks, because memory reservation — particularly for

worst case allocation requirements — can be inefficient. The CADUS memory allocation

profiles allow for finer-grained GC planning. Fourth, based on the static nature of the high-

priority tasks and memory reservation, Henriksson can ensure GC non-intervention during

high-priority mutator execution. CADUS, in contrast, allows GC intervention, but it ensures

task timeliness by budgeting for the collector activity.

7.2 Time-Triggered Garbage Collection

Henriksson’s work was extended by Robertz. Robertz’s approach, time-triggered garbage

collection [69], is a GC activation strategy where the collector is triggered based on time

rather than work. Robertz makes GC time-triggering possible by calculating an upper bound

on the GC cycle time so that the collector completes its work before the arrival of subsequent

task instances.

Robertz assumes a generalized dynamic scheduling environment and continues with the

periodic task model of control systems. He uses the EDF scheduling policy whereby tasks
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with a cumulative CPU utilization of up to 100% can be guaranteed deadline satisfaction. In

addition to being dynamic, this approach eliminates the need for Henriksson’s schedulability

analysis. Unlike Henriksson’s, this model is strictly hard real-time. Robertz treats the GC

as another hard real-time task and calculates its timing parameters.

The key component of Robertz’s approach is his GC cycle time calculation. The collector

is assumed to be a separate periodic task which manages the heap on behalf of the other

periodic hard real-time tasks. All periodic tasks in the system are characterized by their

respective periods (Ti) and computational costs (Ci). Similarly, the periodic GC task has a

period of TGC and a cost of CGC . The GC scheduling objective is to determine appropriate

values for TGC and CGC for the collector so that the collector’s reclamation keeps up with

the mutators’ memory demands.

This approach differs from CADUS in two key aspects. First, calculating the collector’s cycle

is based on the underlying assumption of task periodicity. We cannot make this assumption

in a UA environment. Second, the calculations of both TGC and CGC depend on knowing

Amax for the period of time under consideration. These calculations are possible in a hard

real-time, periodic system. We cannot, however, use the same approach in CADUS as

accommodation of Amax for all tasks in an overloaded system is impractical.

7.3 The Metronome

The Metronome collector is a real-time GC scheduling approach proposed by Bacon et al. [8,

7] at IBM. This collector combines incremental mark-and-sweep techniques with semi-space
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copying GC for when fragmentation is detected (a copying collector automatically compacts

the heap as a part of its object relocation process). The stated goal of the Metronome is to

provide an upper bound on GC latency of 100µs, sufficiently small so that it can be used in

applications such as sensor-based embedded control systems.

The Metronome can be configured to use either time- or work-based scheduling. The collector

is triggered after doing a fixed amount of work in the work-based approach, whereas the

time-based approach triggers the collector after a fixed time quantum. Bacon states that

the time-based approach is more commonly used.

Tasks in this system have memory characterization parameters that allow for predictable GC

timing during scheduling. This aspect of the Metronome is somewhat similar to CADUS’s

allocation profiles, albeit more coarse-grained. The memory parameters a task must provide

are its maximum live memory and its peak allocation rate. The collector, in turn, is char-

acterized by its tracing rate and a pre-selected fragmentation limit — when fragmentation

reaches a set threshold, the copying collector is invoked to collect and compact the heap.

Given the tasks’ timing and memory parameters, the collector frequency can be calculated

similar to Robertz’s approach. These calculations also assume task periodicity to derive the

collector’s period.

The approaches undertaken by the Metronome and time-triggered GC similar. They both

treat the collector as a periodic task and calculate its period based on the memory con-

sumption of the tasks that are active during a GC cycle. CADUS, therefore, differs from

the Metronome in the same way as it differs from time-triggered GC: it does not assume

periodicity and it handles overload. CADUS and Metronome share the similarity that they
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both consider changes in memory consumption over time instead of assuming worst case

allocation requirements. CADUS can provide a more fine-grained memory allocation profile

compared to the coarse-grained parameters of maximum live memory and peak allocation

rate used by the Metronome.

7.4 Real-Time Java

The Real-Time Specification for Java (RTSJ) [40] adapts Java for real-time purposes. It adds

support for and elaborates scheduling, asynchronous events, fine grained timers, and support

for physical memory access. It introduces a new class of threads called NoHeapRealTimeThreads.

Such threads allocate memory in an area separate from the garbage collected heap and there-

fore are not subject to GC latency.

RTSJ introduces two types of memory classes: ImmortalMemory and ScopedMemory. Immor-

tal memory is a Java memory area shared among all threads. There is only one immortal

memory area per application, which is never garbage collected. Objects allocated in this

space are not reclaimed until the end of the application. A scoped memory area contains a

pre-allocated region of memory from which NoHeapRealTimeThreads allocate objects. These

objects are not garbage collected. Instead, the entire scope is deallocated once the objects

it contains are no longer visible to the program.

RTSJ sidesteps the GC scheduling problem. Significant restrictions are placed on object in

immortal and/or scoped memory. Objects in immortal memory may not reference any form

of scoped memory as the scope would never be reclaimed. Similarly, objects in outer scopes
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may not refer to objects in inner scopes. These restrictions complicate RTSJ’s programming

model.

The CADUS approach differs from that of RTSJ in several key aspects. First, CADUS does

not divide memory into distinct regions. CADUS treats all heap memory equivalently and

imposes no restrictions on where objects can be allocated. Second, RTSJ’s heap memory

is subject to GC unpredictability whereas CADUS quantifies GC activity and explicitly

controls its scheduling.

7.5 Summary

• CADUS fundamentally differs from the GC scheduling approaches we outlined because

CADUS:

– Is the only scheduler that can use detailed memory allocation profiles.

– Makes no assumptions about task periodicity.

– Is designed for a dynamically overloaded soft real-time system. The other ap-

proaches (with the possible exception of semi-concurrent GC) are used for hard

real-time systems.

– Uses TUFs, whereas the other approaches use only hard deadlines.

– Degrades gracefully during CPU and memory overload.

– Uses the TPUD metric as a measure of a task’s combined time and memory

consumption.

– Is designed for a separately collected logical heap.
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• The semi-concurrent GC scheduling approach differs from CADUS in the following

ways: it uses RM scheduling and it relies on reservation scheme for the worst case

allocation requirements of high priority tasks.

• Time-triggered GC differs from CADUS in that it treats the collector as another pe-

riodic real-time task and calculates a cost and period for it, then schedules it under

EDF.

• The Metronome is similar to CADUS because it considers live memory of tasks and

views total allocation as changing with time.

• The RTSJ region-based memory management approach is a coarse-grained reclama-

tion scheme that does not address GC scheduling. In contrast, CADUS makes no

distinctions between different memory areas and uses the entire heap.



Chapter 8

Conclusion

This chapter outlines possible future directions in this research area. We then conclude this

dissertation by summarizing our findings and contributions.

8.1 Future Work

We believe that the CADUS algorithm can be further extended in the areas described below.

8.1.1 Memory Hierarchy Object Placement

In its current formulation, CADUS considers only main memory because most real-time

systems cannot afford the latency of demand paging. However, there may be cases in which
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a soft real-time system could benefit from virtual memory. This possibility is particularly

likely in distributed UA systems where deadlines are on the order of minutes (and sometimes

even hours). Given such long temporal scopes, the virtual memory latency is comparatively

low, hence sometimes affordable.

CADUS could be extended to take into account temporal locality of reference effects due

to a memory hierarchy. Furthermore, placement and retrieval of memory objects at various

levels of the hierarchy could be done in accordance with their TUF timeliness requirements.

This approach would require the modification of object placement strategies. For example,

caching algorithms would need TUF awareness for object retention. In the case of virtual

memory, instead of using page replacement policies such as LRU (Least Recently Used) or

LFU (Least Frequently Used), the timing characteristics of the owning task would dictate

which pages are swapped out to disk.

8.1.2 Allocation Profile Modeling

CADUS currently uses memory allocation profiles described using two linear functions: one

for total allocation and the other for live memory. Although we believe that this method

is sufficient to capture the behavior of many real-time tasks, a more accurate approach

would be to use statistical techniques to describe the allocation behavior of tasks. For

instance, piecewise linear regression could parametrically describe the allocation behavior

within specified error tolerances. CADUS could then consider the error probability and

accordingly provision for it.
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8.1.3 Distributed Garbage Collection

DRTSJ (Distributed Real-Time Specification for Java) is under development and includes

support for UA real-time systems. As distributed UA systems find their way onto Java-based

nodes, the need will arise to take into account the garbage collection strategies required for

distributed real-time threads. CADUS could be extended beyond its current single-node

scope to consider object reachability across multiple distributed nodes.

The conceptual framework for this extension already exists, because we use separate logical

heaps. Though in our current formulation these logical heaps share the same physical heap,

nothing mandates them to. With some modifications, the same model can be generalized

to view logical heap as residing on separate nodes. In fact, the KaffeOS implementation of

these separately collected heaps already treats the heaps independently and uses distributed

garbage collection techniques within the same address space. There is no logical barrier

to the distribution of this address space across multiple nodes. Such a distributed system,

however, must maintain local free memory and PRD accounting information at each node

— freeing memory at one node does not affect memory pressure at another. Given this

information, CADUS’s memory feasibility check and heuristic search approach could be used

in a distributed fashion. Furthermore, such a distributed real-time system must quantify and

account for the overhead of task migration across multiple nodes.
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8.2 Concluding Summary

We have presented in this dissertation the design and implementation of a utility accrual

real-time scheduler capable of concurrent co-scheduling of tasks and garbage collection. The

motivation for this research effort is the need to implement utility accrual real-time systems

in garbage collected languages, specifically Java. Java is fast becoming the industry standard

for environments extending from embedded systems to enterprise wide applications. Real-

time systems trail behind, but developers are increasingly voicing the need for migration of

C-based code to more advanced languages. Java offers much sought after features such as

type safety, security, object orientation, automatic memory management, multi-threading,

portability, integration, and distribution.

The key difficulty of migrating legacy real-time applications to Java is its use of garbage

collection. Unpredictably long GC pauses, introduced at unpredictable times make current

collection techniques unsuitable for real-time applications. The Real-Time Specification for

Java (RTSJ) sidesteps this question by introducing scoped memory, but does not address

the issue of managing GC latency in the application heap.

Several research efforts have focused on garbage collection scheduling in a hard real-time en-

vironment. As discussed in Chapter 7, these approaches are not applicable to an overloaded,

dynamic, soft real-time system: the RMA-based approach is static, whereas the dynamic

EDF approach fails catastrophically beyond 100% CPU load. To address these shortcom-

ings, we designed CADUS to enable the use of garbage collection (and consequently Java)

in a utility accrual operating environment.
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As a part of this effort, we devised and established memory allocation profiles to predictably

quantify GC latency and yield. We also determine GC frequency by calculating the memory

bandwidth available to the collector. With this information, the scheduler can explicitly

and predictably schedule the collector with known temporal effect. Our scheduling strategy

requires a per-task GC model where the collector can work on behalf of specific tasks in the

system. This approach leads to the multiple logical heap model.

Once we were able to accurately project GC latency and yield, we needed to address the

question of GC activation. When should we activate the collector, how long will it take, and

how often does it run? We devised a strategy to activate tasks immediately, but interpose

GC work along their path to completion. Prior to task activation, we plan ahead for the GC

work, both temporally and spatially.

Scheduled tasks are chosen based on their relative utility. We greedily construct a schedule

based on the TPUD metric, which defines a task’s utility in relation to its combined CPU

and memory consumption over time. The quality of a schedule is measured in terms of its

potential system-wide utility: a better schedule is one that accrues higher utility.

We wrote a simulation framework to evaluate our algorithm. We then implemented CADUS

and tested it under a wide range of conditions. We devised an extensive experimentation

and evaluation methodology, including a systematic approach to quantification of mem-

ory pressure. Our results confirm the effectiveness of our GC co-scheduling strategy. We

demonstrated the superior performance of CADUS in comparison to a collector-unaware UA

scheduler. Furthermore, we investigated, analyzed, and quantified the reasons why CADUS

exhibits higher performance.
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In conclusion, we assert that CADUS provides a scheduling framework for the integration of

automatic memory management into a utility accrual real-time operating environment.
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Appendix

Workload-Based Results

This section includes the workload-specific comparative performance graphs of CADUS and

DASA as described in section 6.2.3. The caption for each performance graph identifies the

characteristics of the workload. Each caption is comprised of 4 letters. These letters, in

order, represent the following:

1. The first letter is the dominant cost of the task set. The possibilities are L (low), M

(medium), and H (high). 60% of the tasks in the set have the specified cost. 20% of

the tasks have one of the other cost possibilities, while the other remaining 20% will

have the last cost choice. For example, if this letter is M , 60% of the tasks in the set

have a medium cost, 20% a low cost, and 20% a high cost.

2. The second letter is the utility assignment method. An arithmetic sequence is indicated

by the letter A, whereas a geometric sequence is designated as G.
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3. The third letter specifies the aggregate allocation rate: L for low, M for medium, and

H for high. As with the cost, 60% of the tasks in the set have the specified allocation

rate. Similarly, the remaining 40% is evenly divided between the other two allocation

rate choices.

4. The fourth letter specifies the amount of steady state live memory. A high level of live

memory is indicated by H , whereas a low level is designated by L. 75% of the tasks

have the specified live level, while the remaining 25% are assigned the alternative level.
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