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Brief Product Description 

Taskvault is a robust web application designed to enhance the efficiency of task and 
document management. This system allows users to upload, organize, and manage online 
documents with ease. Taskvault offers personalized pages for better task categorization 
and customizable containers that can include documents, objects, or tasks, tailored to 
meet the unique organizational needs of the user. The application is built with an intuitive 
tagging and grouping system, robust search functionality, and features that enable easy 
navigation and document retrieval based on user-specific requirements. 

  



   
 

   
 

Product Functionalities 

The first step before accessing the rest of the product functionality is for the user to login or 
signup seen in the screenshots below.  

 

Once the user is logged in, they are directed to the home page. On the home page the user 
sees a statistical summary of their tasks. The user can now use the expanded side bar to 
navigate to their next destination. Starting from the top down we will explore each tab. 

  



   
 

   
 

If the user clicks on their name, they will be brought to the account management page 
where they can edit their account information, change their password, or logout.  

 

If the user clicks on the labels tab, then they will be brough to the page where they can 
create, delete, and edit existing labels. Labels are used to tag containers and are just a 
name and a color. The functionality of labels will be shown in later screenshots. 

 

Next is the group of three views: today, this week, this month. Each view shows the 
appropriate tasks and their due dates, and each task can be clicked on to expand into the 
detailed task view. 



   
 

   
 

 

 

 

 



   
 

   
 

When a task is clicked on from this view it opens the details. From the detailed task view 
there are multiple options. The user can add labels and meta data as seen in the top right. 
The user can add sub containers to the task, delete the task, or switch to the editing view to 
change the name, priority, etc, and mark it as complete.  

 

When edit container is pressed the view changes to what is shown below: 

 

 

 

 

 

 

 

 



   
 

   
 

Next is the ability to create a document container. The first screenshot is editing the 
document view where the user can upload a file to store. The next screenshot is after the 
document has been uploaded there is a download button to download whatever document 
has been uploaded.  

 

 

 

 

 

 

 

 

 



   
 

   
 

Like the last two features, users can also create object containers. Object containers are 
used to hold other containers. For example, this object is titled “My Object” and has three 
documents in the sub containers. This view has the same edit container button as the last 
two containers. 

 

When add child container is pressed the following options are displayed to attach a sub 
container to the main container, whether it is an object, document, or task.  

 

 

 

 

 

 

 

 



   
 

   
 

 

Next is the project views. A new project can be made by pressing the create project button 
underneath the existing projects. When an existing project is pressed it brings the user to 
the project view where containers are organized into user created groups. The groups can 
be edited and moved around withing the project. The containers can be moved around 
within groups. These move features are implemented with dragging and dropping.  

 

The project itself has a setting page shown below. This is where the project can be 
renamed or deleted, and groups can be added or deleted.   

 

Also within the project view is the ability to sort tasks inside of their groups using the filters 
and button seen here.  



   
 

   
 

 

The final feature of our product is the search functionality. When looking for a specific 
container the user can use the search bar at the top of the page to find it quickly. The 
search results will populate and can be sorted. The user can click on the link to be brought 
to the detailed view of the container.  

 

 

 

 

 

 

 

 

 

 

 



   
 

   
 

 

 

 

Design 

Taskvault’s two main competitors, Notion and Todoist, offer customizable ways for users 
to store and organize information. We believe that Notion and Todoist sit on opposite ends 
of a spectrum: Notion is customizable to the point of distraction and Todoist is too narrow 
in scope. We believe that by allowing for more data storage types than Todoist without 
allowing for Notion’s dashboard feature set to dominate the user experience, we strike a 
balance between productivity and flexibility. Many of the metrics and views from both tools 
are maintained, but the data supplied to these views is vastly different. 

Taskvault is intended to store tasks which have a due date and objective, documents 
which have associated data, and objects which act as organizers that correspond to real 
world counterparts. Collectively, these data types are “containers”. These containers can 
be recursively structured to show how they are related or dependent on other containers. 
We enhance these types with the inclusion of labels and metadata. Labels allow users to 
group containers associated with the same idea or event under a common, searchable tag. 
Metadata allows users to add key-value pairs to containers for whatever ancillary 
information they find. Finally, we also offer the ability to group containers into groupings 
and gather groupings into projects. This relationship allows for kanban-like projects or 



   
 

   
 

loose groupings of containers. This level of flexibility is key to Taskvault’s design ideology. 
Our design class diagram shows the information and actions we assigned to each type and 
relationship: 

 

We began implementing Taskvault by standing up the backend. We chose to use Express 
because many of our team members were familiar with the framework and we valued its 
flexibility. We initially created a router for each major class in the design class diagram and 
implemented a simple GET endpoint to check that everything was working. We then started 
a MySQL instance and a corresponding PhpMyAdmin instance on the Virginia Tech CS 
Cloud. We connected the backend and database together using TypeORM and its 
associated connection functionality. 

With the backend up and running, we started standing up the frontend. We decided to use 
Vue.js because of its ease of use and stable tooling. We started a new application and 
made data stores using Vue’s Pinia persistence library. We then used Docker to 



   
 

   
 

containerize both the frontend and backend, which were then both deployed to the CS 
Cloud. We intended to use GitLab’s CI/CD functionality to automate the containerization 
process, but we were unable to get a GitLab runner to run docker-in-docker as is required. 
We instead created a bash script that automates the process. 

With our core technologies selected and a skeleton deployment functional on the CS 
Cloud, we then began to implement the application proper. At a high level, Taskvault is 
designed to use a thin frontend which calls the backend whenever the user takes an 
action. As previously mentioned, the backend has a router for each major class in the 
design class diagram. Each router calls methods provided by a corresponding controller 
which in turn accesses the database through TypeORM. To simplify how we interface with 
the database, we created TypeORM repositories which encapsulate custom methods and 
the data stored in MySQL through one object. When a controller begins responding to a 
request, we ensure that all constraints are checked before any modifications are made to 
the repository.  

The most complex logic in the backend supports the recursive structure of containers. 
MySQL, and in turn TypeORM, disallows multiple subclasses to occupy the same table 
without the use of specialized annotations like table inheritance. Our backend handles this 
relationship by collecting all containers needed from a type-agnostic repository, then each 
container is accessed from the typed repository. We also make use of TypeORM’s tree 
repository annotation which allows us to automatically traverse the tree structure and 
gather containers without issuing multiple different queries or operations. 

The endpoints exposed by the backend are then called by the frontend. When the frontend 
loads, it initializes each store to a default, empty state. As the user navigates through the 
interface and performs actions, the stores cache the information retrieved from the 
backend. This reduces request pressure on the backend while also increasing the 
responsiveness of the frontend. Different views in the frontend reuse the same stores, 
meaning that the frontend essentially wraps the stores. Many interface elements are two-
way bound to the stores, meaning that as new information is cached, the results are 
automatically shown to the user.  

More concisely, we make heavy reuse of the same general structure that is applicable to 
containers, labels, metadata, users, projects, and groupings: 

1. The user navigates through the interface 
2. The user requests to see information not cached by the store 
3. The frontend generates a HTTP request to the backend 
4. The backend uses the appropriate router to send the request to a controller 



   
 

   
 

5. The controller checks that the user is authenticated and requesting data they own 
6. The controller uses one or more repositories to read data from or write data to 

MySQL 
7. The return data, if any, is collected and an HTTP response is generated 
8. The frontend store that originated the request caches the response 
9. The interface is updated due to two-way binding 

Retrospection 

What Went Well: 
• Feature Implementation: Throughout Sprint 3, we enhanced existing features and 

introduced new functionalities like the ability to search and filter containers, upload 
documents, and view task summaries. This was built on the groundwork laid in 
Sprint 2, allowing us to close multiple issues rapidly. 

• Integration and Testing: Our strategic approach to merging new branches and 
adjusting integration schedules helped mitigate potential merge conflicts and 
integration issues, especially during the minor UI overhaul. 

• Team Coordination and Deadlines: By adhering closely to specifications outlined on 
GitLab, each team member could work independently, increasing the pace of 
development and reducing the time spent on revisions. 

 
Challenges and Learnings: 

• Integration Challenges: The overhaul of the UI and simultaneous updates to 
multiple components led to integration challenges, particularly merge conflicts and 
delays when integrating the new search UI and homepage. 

• Dependency and Delays: Missed deadlines by team members caused a domino 
effect, delaying subsequent steps. We addressed this by allocating extra time for 
post-development activities, which helped avoid further delays. 

• Stretch Goals: We set a stretch goal to implement machine-learning powered 
document tagging, but time constraints prevented us from achieving this. Future 
sprints could benefit from more realistic time estimations for ambitious goals. 

• Continuous Improvement 
• Streamlined Processes: The experiences from this sprint underline the importance 

of clear deadlines and the independence of task assignments, which we plan to 
continue enhancing. 

• Integration Strategy: Learning from the UI overhaul, future design changes will be 
planned with integration in mind, possibly involving more frequent but smaller 
updates to reduce risks. 



   
 

   
 

• Stretch Goal Planning: We aim to better integrate stretch goals into our planning 
process, ensuring that we have a clear path to implementation before committing 
to such objectives in future sprints. 

 
Throughout the semester, the team ran into many different problems while working on the 
project, but after every problem, we worked as a team to fix and/or mitigate the problems 
during and after sprints. One of the major actions we took as a team was creating and 
working on branches that we did not originally take but eventually fixed. Not having each 
member work on their separate branches caused a lot of problems when trying to merge 
via merge conflicts. These merge conflicts required our team to dedicate a good amount of 
time to fixing these merge conflicts, which took time away from working on the project. 
Another major problem was communication, which we took steps to mitigate at any 
possible point. Our solution was to communicate more, and we did this by using our 
group’s discord to communicate more, having meetings every week about what the goal of 
this week was, what everybody was going to work on, and how each team member would 
accomplish this. During these meetings, team members were allowed to talk amongst 
each other and bring up complaints, topics, or concerns, which reduced a lot of potential 
issues like work overloading, miscommunication, and misunderstandings. This also set 
clear goals and workloads for each member, so no member was left feeling confused or 
lost. After implementing these into our weekly schedule, we experienced a lot less 
communication issues and overall helped the team work together better. 
 

One thing the team could add to make the product better is to add back buttons onto 
containers and groupings to increase the ease and efficiency of navigating between pages. 
Currently, only child containers have back buttons that take the user back to the parent 
container, but the highest-level containers do not have back buttons to navigate the user 
from the current task to the project where the task is located. For groupings, there is no 
back button to exit the grouping creation process without either hitting the browser back 
button or navigating to another page. These are relatively easy changes that could certainly 
improve our project. The search results page could also use better styling, it is very basic. 
This is something that would only improve visually not functionally.  
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