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HPC-based Parallel Algorithms for Generating Random Networks and
Some Other Network Analysis Problems

MdMaksudul Alam

(ABSTRACT)

The advancement of modern technologies has resulted in an explosive growth of complex
systems, such as the Internet, biological, social, and various infrastructure networks,
which have, in turn, contributed to the rise of massive networks. During the past decade,
analyzing and mining of these networks has become an emerging research area with
many real-world applications. The most relevant problems in this area include: collecting
and managing networks, modeling and generating random networks, and developing
network mining algorithms. In the era of big data, speed is not an option anymore for
the effective analysis of these massive systems, it is an absolute necessity. This motivates
the need for parallel algorithms on modern high-performance computing (HPC) systems
including multi-core, distributed, and graphics processor units (GPU) based systems. In
this dissertation, we present distributedmemory parallel algorithms for generatingmassive
random networks and a novel GPU-based algorithm for index searching.

This dissertation is divided into two parts. In Part I, we present parallel algorithms for
generating massive random networks using several widely-used models. We design and
develop a novel parallel algorithm for generating random networks using the preferential-
attachment model. This algorithm can generate networks with billions of edges in just
a few minutes using a medium-sized computing cluster. We develop another parallel
algorithm for generating random networks with a given sequence of expected degrees.
We also design a new a time and space efficient algorithmic method to generate random
networks with any degree distributions. This method has been applied to generate random
networks using other popular network models, such as block two-level Erdős-Rényi and
stochastic block models. Parallel algorithms for network generation pose many nontrivial
challenges such as dependency on edges, avoiding duplicate edges, and load balancing.
We applied novel techniques to deal with these challenges. All of our algorithms scale
very well to a large number of processors and provide almost linear speed-up.

Dealing with a large number of networks collected from a variety of fields requires efficient
management systems such as graph databases. Finding a record in those databases is very
critical and typically is the main bottleneck for performance. In Part II of the dissertation,
we develop a GPU-based parallel algorithm for index searching. Our algorithm achieves
the fastest throughput ever reported in the literature for various benchmarks.
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(GENERAL AUDIENCE ABSTRACT)

The advancement of modern technologies has resulted in an explosive growth of complex
systems, such as the Internet, biological, social, and various infrastructure networks, which
have, in turn, contributed to the rise ofmassive networks. During the past decade, analyzing
and mining of these networks has become an emerging research area with many real-world
applications. The most relevant problems in this area include: collecting and managing
networks, modeling and generating random networks, and developing network mining
algorithms. As the networks are massive in size, we need faster algorithms for the quick
and effective analysis of these systems. This motivates the need for parallel algorithms
on modern high-performance computing (HPC) based systems. In this dissertation, we
present HPC-based parallel algorithms for generating massive random networks and
managing large scale network data.

This dissertation is divided into two parts. In Part I, we present parallel algorithms for
generating massive random networks using several widely-used models, such as the
preferential attachment model, the Chung-Lu model, the block two-level Erdős-Rényi
model and the stochastic block model. Our algorithms can generate networks with billions
of edges in just a few minutes using a medium-sized HPC-based cluster. We applied novel
load balancing techniques to distribute workloads equally among the processors. As a
result, all of our algorithms scale very well to a large number of processors and provide
almost linear speed-up. In Part II of the dissertation, we develop a parallel algorithm for
finding records by given keys. Dealing with a large number of network data collected from
a variety of fields requires efficient database management systems such as graph databases.
Finding a record in those databases is very critical and typically is the main bottleneck for
performance. Our algorithm achieves the fastest data lookup throughput ever reported in
the literature for various benchmarks.
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Chapter 1

Introduction

1.1 Overview

During the past decade, the field of network analysis and mining has become an emerging
research area. Networks have become increasingly important in modeling complex
structures, such as circuits [28], images [21, 60], chemical compounds [44, 148], protein
structures [25], biological networks [13, 63, 127], social networks [86, 92], the Web [54, 138],
and XML documents [4, 89]. Various social network theories, network metrics, topology,
and mathematical models have been proposed to understand the underlying properties
and relationships of those systems. Three of the most crucial issues in this area are: the
collection and management of network data [23, 70], the modeling and generation of
random networks [15, 19, 30, 31, 39, 51, 71, 93, 94, 123, 153], and the development of network
mining algorithms, such as frequent pattern mining [2, 69, 85], clustering and classification
[58, 89], centrality analysis [32, 96, 121], triangle counting [87], clustering coefficient [153],
eigenvalue [27, 108, 150], community detection [1, 53, 127, 142], information diffusion [67,
81], and epidemic spread [96, 103].

We are observing an explosive growth of complex systems, such as the Internet, biological
networks, social networks, and various infrastructure networks due to the advance of
modern technologies. The growth of these systems has contributed to the rise of massive
networks. It is estimated that, every day, 2.5 quintillion (2.5 × 1018) bytes of data are
generated by approximately 2.5 billion Internet users [146]. We are currently observing
the emergence of big data. Big data plays a crucial role in data analytics, computational
genomics, network science, and business intelligence and analytics [36]. With the increasing
quantities of data, network mining has been an active and important topic in data mining
and analytics.

1



Md Maksudul Alam Introduction 2

Although many algorithms have been developed for network mining and analysis in the
past, most of them are not suitable for very large networks, due to their computational
cost and space requirement. For effective analysis of these systems, speed is not an option
anymore, it is an absolute necessity. This naturally motivates processing such large data
using parallel algorithms. However, it is well known that network algorithms are difficult
to scale to a large number of processors. Achieving scalability for these parallel algorithms
has emerged as a new frontier of research in network science.

Most network-centric algorithms studied in the literature implicitly assume that the network
is stored in main memory. However, many networks are massive in size (i.e., social and
Web networks). These are impossible to explicitly store in the main memory of a single
machine and sometimes even on the disk. Even if it was possible to use the disk, the
algorithm would perform poorly because disk I/O is extremely inefficient in practice
compared to main memory access. For this reason, high-performance computing cluster
(HPC) based systems, such as multi-core, distributed, and graphics processor units (GPU)
based systems, should be used for network algorithms.

In multi-core shared memory systems, all processors have access to a large global shared
memory and share the same logical address space to access data directly from memory.
As the whole network data is available from a single place, programming is relatively
simpler. Also, the challenges associated with network algorithms, such as data partitioning,
migration, and load balancing, are reduced in this paradigm. However, shared memory
systems are difficult to scale to a large number of processors due to memory contention.
Besides, there is a limited availability of shared memory systems with a large number of
processors due to difficulties in managing such systems.

In contrast, in distributed memory systems, each processor has its own local memory.
Therefore, the memory contention issue does not arise for these systems, and algorithms
tend to scale to a large number of processors. Due to the ease of management and
maintenance, distributed memory systems with a large number of processors are widely
available. However, as data may no longer fit into the memory of a single processor,
the algorithms require data partitioning, migration, and communications, all of which
are challenging. Load balancing is another problem associated with network data due
to the unstructured nature of workloads, which is even more challenging in distributed
memory systems. Therefore, efficient parallel algorithms on distributed memory systems
have to deal with communication overheads and load balancing issues. Novel techniques
are required to deal with these challenges. There are many distributed memory systems
available, such as message passing interface (MPI), Hadoop, Map-Reduce, and Giraph. In
this dissertation, we use MPI-based systems due to their superior performance.
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Graphics processors (GPUs) are highly parallel, multi-threaded, many-core processors
and are widely used for general purpose computing. The use of GPUs is prevalent in
scientific computation and complex simulations [74, 100, 114, 115]. GPUs are also being
increasingly used in big data analytics, machine learning, and data mining [52, 72, 132,
141]. A GPU has some streaming multiprocessors (SMs). An SM is a group of core
processors. Each core processor executes only one thread at a time. All core processors can
execute their corresponding threads simultaneously. If some threads perform operations
with high latencies, those are put into the waiting state and other pending threads are
executed. Therefore, GPUs increase throughput by keeping the processors busy. All thread
management, including the creation and scheduling of threads, is performed entirely in
hardware with virtually zero overhead and requires negligible time. For these advantages,
modern supercomputers, such as Titan [112], the largest supercomputer in the USA, are
using GPUs in addition to conventional central processing units (CPUs).

In this dissertation, we present parallel algorithms on the problems of generating random
networks and a few network management and mining problems such as index searching.
For the organization, this dissertation is divided into two parts: Part I focuses on distributed
memory parallel algorithms for generating random networks, and Part II focuses on parallel
algorithms for network mining problems using GPUs.

1.2 Large-Scale Random Network Generation

Advances in hardware technology, aswell as developments in software and algorithms, have
enabled the detailed study of complex networks. Complex networks, such as the Internet
[54, 138], biological networks [63], social networks [86, 92], and various infrastructure
networks [17, 33, 88], are abstracted as random networks for the purposes of obtaining
rigorous mathematical results [33]. The study of these complex systems have significantly
increased the interest in various random network models such as the Erdős-Rényi (ER)
[51], the small-world [153], the Barabási-Albert (BA) [15], the Chung-Lu (CL) [39], the HOT
[30], the exponential random graph (ERGM) [123], the recursive matrix (R-MAT) [31], and
the stochastic Kronecker graph (SKG) [93, 94] models.

Among the proposed models, the first and the most studied model is the Erdős-Rényi
model [51]. However, the Erdős-Rényi model does not exhibit the characteristics observed
in many real-world complex systems [19]. Barabási and Albert [15] discovered a class of
inhomogeneous networks, called scale-free networks, characterized by a power-law degree
distribution P(k) ∝ k−γ, where k represents the degree of a vertex and γ is a constant.
While high degree vertices are improbable in Erdős-Rényi networks, they do occur with
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statistically significant probability in scale-free networks. Furthermore, the work of Albert,
Jeong, and Barabási [9] suggests these high degree vertices appear to play an important
role in the behavior of scale-free systems, particularly with respect to their resilience [33].

Watts and Strogatz [153] described small-world networks, which also lead to a relatively
homogeneous topology [33]. This model transforms a regular one-dimensional lattice
(with vertex degree of four or higher) by rewiring each edge to a randomly chosen vertex,
with a certain probability. It has been found that, even with small rewiring probability,
the average shortest-path length of the resulting networks is in the order of Erdős-Rényi
random networks, and generates networks with fat-tailed degree distributions [163].

The stochastic Kronecker graph (SKG) is a generalization of the recursive matrix (R-MAT)
model, used in many network mining applications [31, 93, 94]. The network is generated
by the Kronecker multiplication of a small square matrix. The SKG is one of the few
models that can generate networks fully in parallel and have interesting properties of real-
world networks. For these reasons, it has been included in the Graph500 supercomputer
benchmark [65]. The Chung-Lu (CL) model generates random networks from a given
sequence of expected degrees [39]. The CL model exhibits properties similar to the SKG
model and further has the ability to generate a wider range of degree distributions [117].

In the era of big data, the advance of modern technologies is causing a rapid growth of
complex systems. As some of the complex networks grow, it has become necessary to
generate massive random networks efficiently. As discussed in [95], a smaller network
may not exhibit the same behavior even if both networks are generated using the same
model. In [95], by experimental analysis, it was shown that the structure of larger networks
is fundamentally different from that of small networks, and many patterns emerge only
in massive networks. In the areas of network science and data mining as well as social
sciences and physics, large-scale network analysis is becoming a significant research area
[12].

The advent of large random networks necessitates efficient algorithms to generate such
networks, both in terms of running time and memory consumption. Although various
random network models have been used and studied over the last several decades, even
efficient sequential algorithms for generating such networks were nonexistent until recently.
Batagelj and Brandes [19] justifiably said:

“To our surprise we have found that the algorithms used for these generators in software
such as BRITE, GT-ITM, JUNG, or LEDA are rather inefficient. . . . superlinear
algorithms are sometimes tolerable in the analysis of networks with tens of thousands of
vertices, but they are clearly unacceptable for generating large numbers of such graphs.”
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As a step towards meeting this goal, recently, efficient sequential algorithms have been
developed to generate certain classes of random networks: the Erdős-Rényi [19, 109], small
world [19], preferential attachment [19], and Chung-Lu [105] models.

However, although efficient sequential algorithms are able to generate networks with
millions of vertices quickly, generating networks with billions of vertices can take pro-
hibitively large amounts of time. Furthermore, a large memory requirement often makes
the generation of such large networks using these sequential algorithms infeasible. We
have developed distributed memory parallel algorithms for generating massive random
networks using the preferential attachment [8], Chung-Lu [7], and small-world models.

The design of parallel distributed memory algorithms poses two main challenges in the
context of generating randomnetworks. First, the dependencies among the edges, especially
in the preferential attachment model, impede independent operations of the processors.
Second, different processors can create duplicate edges, which must be avoided. Dealing
with both of these problems requires complex synchronization and communications among
the processors, and thus gaining satisfactory speed up by parallelization is a challenging
problem. Even for the Erdős-Rényi model, where the existence of edges is independent
of each other, the parallelization of a non-naïve efficient algorithm, such as the algorithm
by Batagelj and Brandes [19], is a non-trivial problem. A parallelization of Batagelj and
Brandes’s algorithm was recently proposed in [109].

Our preferential attachment based algorithm has generated random networks with 400
billion edges in five minutes using a medium sized computing cluster [135]. The algorithm
using the Chung-Lu model has generated a network with 250 billion edges in just one
minute.

1.3 GPU-Based Network Mining Algorithms

Recently, there has been a keen interest in using GPUs for many data and network analytics
problems. Recent works include computing eigenvalues [14, 41, 126, 139, 143, 144, 147],
computing centrality measures [47, 104, 130], counting triangles [34, 47, 66], subgraph
mining [77, 98, 145, 160], graph traversal [75, 130], clustering [155], PageRank [37, 50, 84,
125, 131, 164], and simulation [114, 115]. Several GPU-based graph processing libraries
have been developed [5, 61, 133, 137, 151, 165].

Dealing with a large number of networks collected from a variety of fields requires efficient
management systems such as graph databases [3, 45]. Many graph databases have been
developed recently [11, 24, 154]. In the age of big data, modern systems have to support
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high throughput, low latency data lookup. Traditional disk-based systems do not meet
these requirements. The development of memory capacities has prompted the advance
of in-memory database systems that can support these requirements. Many commercial
in-memory systems have been developed recently, such as HyPer [76], SAP HANA [56],
and Microsoft Hekathon [46]. These systems are used heavily in data intensive tasks in the
fields of information retrieval, machine learning, data mining and analysis [72, 132, 141].
One of the most important problems of these systems is to find the record index in the
database from a given key. This problem is the main bottleneck for the performance of
many database systems [157, 164]. It has been shown that the majority of the time for a
GET query operation in a traditional in-memory database system is spent on searching the
index [164]. Therefore, the best performance of such systems depends on efficient index
searching. In this dissertation, we present an efficient parallel index searching algorithm
using GPUs.

1.4 Organization of the Dissertation

The remainder of the dissertation proposal is organized as follows. In Chapter 3, we present
a distributed-memory parallel algorithm for generating massive scale-free networks using
the preferential attachment model. In Chapter 4, we present another parallel algorithm
for generating massive random networks with a given sequence of expected degrees.
We also present a novel parallel partitioning algorithm to achieve good load-balancing.
In Chapter 5, we present an efficient and scalable algorithmic approach for generating
large-scale random networks for popular network models such as the Chung-Lu [39],
block two-level Erdős-Rényi [134], stochastic block [73], and joint degree distribution [140]
models efficiently. In Chapter 6, we present an efficient index searching system.



Chapter 2

Preliminaries

In this chapter, we define some basic terminology of network theory. Definitions not
included in this chapter will be introduced later as they are needed. We start, in Section 2.1,
by giving some definitions of standard network-theoretical terms used throughout the
remainder of this dissertation.

2.1 Basic Terminology

In this section, we define some technical terms used throughout the remainder of this
dissertation. Interested readers are referred to detailed texts of the literature [156, 158].

2.1.1 Networks

A network is an ordered pair G(V, E) that consists of a finite set of vertices V and a finite set
of edges E. An edge is an unordered pair of vertices {u , v}, where u and v are vertices in
V . An edge connecting vertices u and v in V is denoted by (u , v). If (u , v) ∈ E, then two
vertices u and v are said to be adjacent in G; edge (u , v) is then said to be incident to vertices
u and v.

2.1.2 Simple Network

A loop (also called a self-loop) is an edge that connects a vertex to itself. In a graph, parallel
edges (also called a multi-edge) are two or more edges that are incident to the same two

7
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(a) Simple network (b) Multi network with loops (blue) and parallel edges (red)

Figure 2.1: Example of two networks with 13 vertices each.

vertices. A network G is called a simple network if there is no loop or parallel edges between
any two vertices in G. Networks with loops or parallel edges are called multi networks. In
this dissertation, all networks are considered to be simple networks. Figure 2.1 depicts
examples of simple and multi networks.

2.1.3 Complete Network

A complete network is a simple network whose vertices are pairwise adjacent. The complete
network with n vertices is denoted by Kn . Figure 2.2 is an example of a complete network
with five vertices.

Figure 2.2: A complete network with five vertices.

2.1.4 Multipartite Network

A network G(V, E) is k-partite if V can be partitioned in k disjoint subsets V1,V2, . . .Vk

such that two vertices from the same subset are not adjacent. That is, for a subset of vertices
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Vi where 1 ≤ i ≤ k, for every two vertices in Vi , there is no edge connecting the two. When
k � 2, it is called a bipartite network. A complete k-partite network is a simple network such
that two vertices are adjacent if and only if they are in different partite sets. Figure 2.3 is an
example of two partite (bipartite) network.

Figure 2.3: A bipartite network.

2.1.5 Evolving Network Model

Let G(V, E) denote a network with vertex set V and edge set E. A network is called an
evolving network if it changes as a function of time [83]. The changes can be done by adding
or removing vertices or edges over time. Almost all real world networks evolve over time.
Let the network evolves over discrete time steps t � 0, 1, 2, . . . , T. Also, let the partial
network at time step t be Gt(Vt , Et) where Vt is the set of vertices and Et is the set of edges
at time step t. Thus, {G0,G1, . . .GT} is a sequence of networks indexed by time. Since
each partial network in the sequence {G0,G1, . . .GT} represents the same network G at
different time steps, we have Vt ⊂ V and Et ⊂ E.

For simplicity, we assume that with each time step a number of vertices is added to the
network. Let fv(Vt , t) be a function that returns the number of vertices to be added at time
t + 1; therefore, |Vt+1 | � |Vt | + fv(Vt , t). The new vertices make edges by connecting to the
existing vertices. Let fe

(
fv ,Gt , t

)
be a stochastic process that returns a set of edges to be

added at time t + 1. Therefore, Et+1 � Et ∪ fe
(

fv ,Gt , t
)
. An evolving network model is

(a) G0 (b) G1 (c) G2 (d) G3

Figure 2.4: An evolving network G with time t � 0, 1, 2, 3, . . . , T
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sufficiently described by the functions 〈 fv , fe〉. Figure 2.4 illustrates an evolving network
with time.

2.2 Network Measures

While generating random networks, we are mainly concerned with the following two
measures (or properties) of the networks: degree distribution and clustering coefficient.

2.2.1 Degree Distribution

Let G(V, E) be a network where V is the set of vertices and E is the set of edges. If (u , v) ∈ E,
then vertices u and v are called neighbors of each other. LetNu be the set of all neighbors
of vertex u ∈ V , i.e., Nu � {v ∈ V |(u , v) ∈ E}. The degree of a vertex in G is the number
of edges incident to it in G. In other words, the degree of a vertex is the number of it’s
neighbors. Let du denote the degree of vertex u. Therefore, du � |Nu |.
For any integer k ≥ 0, let nk be the number of vertices having degree k. Then, the degree
distribution of a network is defined by the set {nk |k ≥ 0}. Note that a randomly chosen
vertex in the network has degree k with probability nk

|V | .

2.2.2 Clustering Coefficient

The clustering coefficient Cu of a vertex u is defined as the ratio of the number of edges
among its neighbors to the maximum number of all possible such edges. More formally,
the clustering of a vertex u is given by

Cu �

��{(v , w) ∈ E |v , w ∈ Nu}
��(du

2
)

whereNu is the set of neighbors, and du is the degree of u.

The average clustering coefficient of a network is the average of the local clustering coefficients
of all the vertices. Let C̄ be the average clustering coefficient of a network G(V, E). Then,
we have

C̄ �
1
n

n∑
i�1

Ci .



Part I

Distributed Memory Parallel Algorithms
for Random Network Generation
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Chapter 3

Distributed-Memory Parallel Algorithms
for Generating Massive Scale-free
Networks Using Preferential Attachment
Model

3.1 Introduction

Preferential attachment is a model that generates random scale-free networks, where a new
vertex makes connections to some existing vertices that are chosen preferentially based on
some of the properties of those vertices. For the preferential attachment model, the only
previously known distributed-memory parallel algorithm is given by Yoo and Henderson
[163]. Although useful, the algorithm has two weaknesses: (i) to deal with dependencies
and the required complex synchronization, they came up with an approximation algorithm
rather than an exact algorithm; and (ii) the accuracy of their algorithm depends on several
control parameters, which are manually adjusted by running the algorithm repeatedly.
Several other studies were done on the preferential attachment based models. Machta and
Machta [101] described how an evolving network can be generated in parallel. Dorogovtsev,
Mendes, and Samukhin [49] proposed a model that can generate networks with fat-tailed
degree distributions, i.e., the networks contain some high degree vertices. In this model,
startingwith a randomnetwork, edges are randomly rewired according to some preferential
choices.

In this chapter, we study the problem of designing a distributed memory parallel algorithm

12
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for generating massive scale-free networks based on the preferential attachment (PA)
model. To the best of our knowledge, our algorithms are the first distributed-memory
parallel algorithms for generating randomnetworkswhile exactly following the preferential
attachment model.

The rest of the chapter is organized as follows. Preliminaries, notations, and a description
of the parallel computation model are given in Section 3.2. In Section 3.3, we describe the
problem and algorithms. Some sequential algorithms are discussed in Section 3.3.1. In
Section 3.3.2, we present our parallel algorithm for distributed memory architecture for
the case where each vertex connects a single edge to the existing network. In Section 3.3.3,
we extend the algorithm for the general case where each vertex contributes x edges to the
existing network. Experimental results showing the performance of our parallel algorithms
are presented in Section 3.5. Finally, we conclude in Section 3.6.

3.2 Preliminaries and Notations

In the rest of the chapter, we use the following notations. We denote a network G(V, E),
where V and E are the sets of vertices and edges, respectively, with m � |E | edges and
n � |V | vertices labeled as 0, 1, 2, . . . , n−1. If (u , v) ∈ E, we say u and v are neighbors of each
other. The set of all neighbors of v ∈ V is denoted by N(v), i.e., N(v) � {u ∈ V |(u , v) ∈ E}.
The degree of v is dv � |N(v)|. If u and v are neighbors, sometime we say that u is connected
to v and vice versa.

We develop parallel algorithms for the message passing interface (MPI) based distributed
memory system, where the processors do not have any shared memory and each processor
has its own local memory. The processors can exchange data and communicate with each
other by exchanging messages. The processors have a shared distributed file system from
which they read and write data files. However, such reading and writing of the files are
done independently and concurrently in each processor.

We use K, M, and B to denote thousands, millions and billions, respectively; e.g., 2B stands
for two billion.

3.3 Preferential Attachment Model

The preferential attachment model is a model for generating random evolving scale-
free networks using a preferential attachment mechanism. In a preferential attachment



Md Maksudul Alam Parallel Algorithm for the Preferential Attachment Model 14

mechanism, a new vertex is added to the network and connected to some existing vertices
that are chosen preferentially based on some properties of the vertices. In themost common
application, preference is given to vertices with larger degrees: the higher the degree of a
vertex, the higher the probability of choosing it. In this chapter, we study only degree-based
preferential attachment and, in the rest of the chapter, by preferential attachment (PA), we
mean degree-based preferential attachment.

Before presenting our parallel algorithms for generating PA networks, we briefly discuss
the sequential algorithms for the same.

3.3.1 Sequential Algorithms for Preferential Attachment Model

Barabási-Albert Model. One way to generate a random PA network is to use the Barabási-
Albert (BA) model. Many real-world networks have two important characteristics: (i) they
are evolving in nature and (ii) the networks tend to be scale free [15]. They provided a
model, known as the Barabási-Albert (BA) model, where a new vertex is connected to an
existing vertex that is chosen with probability directly proportional to its current degree.

The BAmodel works as follows. Starting with a small clique of x̂ vertices, in every time step,
a new vertex t is added to the network and connected to x ≤ x̂ randomly chosen existing
vertices: Fk(t) for 1 ≤ k ≤ x with Fk(t) < t; that is, Fk(t) denotes the k-th vertex which t is
connected to. Thus each time step adds x new edges (t , F1(t)), (t , F2(t)), . . . , (t , Fx(t)) to
the network, which exhibits the evolving nature of the model. For each of the x new edges,
vertices F1(t), F2(t), . . . , Fx(t) are randomly selected based on the degrees of the vertices in
the current network. In particular, the probability Pi(t) that vertex t is connected to vertex
i < t is given by Pi(t) � di∑

j d j
, where d j represents the degree of vertex j.

The networks generated by the BA model are called BA networks, which bear those two
characteristics of a real-world network. BA networks have a power law degree distribution.
A degree distribution follows a power law distribution if the probability that a vertex has
degree d is given by Pr [d] ∝ d−γ, where γ is a positive constant. Barabási and Albert
showed this preferential attachment method of selecting vertices results in a power-law
degree distribution [15].

First, we assume x � 1, and for this case, we use F(t) for F1(t). We discuss the general
case x ≥ 1 later. A naïve implementation of the above algorithm can take Ω(n2) time. One
naïve approach is to maintain a list of the degrees of the vertices, and in each time time

step t, generate a uniform random number in
[
1,

t−1∑
i�0

di

]
and scan the list of the degrees

sequentially to find F(t). In this case, time step t takes Θ(t) time, and the total time is
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Ω(n2). Batagelj and Brandes give an efficient algorithm with running time O(m) [19]. This
algorithm maintains a list of vertices such that each vertex i appears in this list exactly di

times. The list can easily be updated dynamically by simply appending u and v to the list
whenever a new edge (u , v) is added to the network. Now to find F(t), a vertex is chosen
from the list uniformly at random. Since each vertex i occurs exactly di times in the list, we
have Pr [F(t) � i] � di∑

j d j
. A sequential implementation of this algorithm is given in the

network algorithm library NetworkX [68].

CopyModel. As it turns out, none of the above algorithms lead to an efficient parallelization.
Another algorithm, called the copy model, proposed in [79, 83] also leads to preferential
attachment and a power law degree distribution. The algorithm works as follows. In each
time step t,

Step 1: first a random vertex k ∈ [1, t − 1] is chosen with uniform probability.

Step 2: then F(t) is determined as follows:

F(t) � k with probability p (Direct Edge) (3.1)
� F(k)with probability (1 − p) (Copy Edge) (3.2)

It can be easily shown that Pr [F(t) � i] � di∑
j d j

when p �
1
2 . Thus when p �

1
2 , this

algorithm follows the Barabási-Albert model as shown in Theorem 1.

Theorem 1. The Barabási-Albert model is a special case of the copy model when p �
1
2 .

Proof. It can be easily shown that Pr [F(t) � i] � di∑
j d j

when p �
1
2 . F(t) can be equal to i

in two mutually exclusive ways: i) i is chosen in the first step and assigned to F(t) in the
second step (Equation 3.1); this event occurs with probability 1

t−1 · p; or ii) a neighbor of i,
v ∈ {u |F(u) � i} is chosen in the first step, and F(v) is assigned to F(t) in the second step
(Equation 3.2); this event occurs with probability di−1

t−1 · (1 − p). Thus we have

Pr [F(t) � i] � 1
t − 1 · p +

di − 1
t − 1 · (1 − p)

�
p + (di − 1)(1 − p)

1
2
∑

j d j
(3.3)

When p �
1
2 , we have Pr [F(t) � i] � di∑

j d j
. �

Thus, the copy model is more general than the BA model. In [83], it has been shown that
the copy model produces networks with degree distribution following a power law d−γ,
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where the value of the exponent γ depends on the choice of p. Further, it is easy to see the
running time of the copy model is O(m), and we found that the copy model leads to more
efficient parallel algorithms for generating preferential attachment networks. We develop
our parallel algorithm based on the copy model.

3.3.2 Parallel Algorithm for Preferential Attachment Model with x � 1

The dependencies among the edges pose a major challenge in parallelizing preferential
attachment algorithms. In phase t, to determine F(t), it requires that Fi is known for
each i < t. As a result, any algorithm for preferential attachment seems to be highly
sequential in nature: phase t cannot be executed until all previous phases are completed.
However, a careful observation reveals that F(t) can be partially, or sometimes completely,
determined even before completing the previous phases. The copy model helps us
exploit this observation in designing a parallel algorithm. However, it requires complex
synchronization and communication among the processors. To keep the algorithm efficient,
such synchronization and communication must be done carefully. In this section, we
present a parallel algorithm based on the copy model. For ease of discussion, we first
present our algorithm for the case x � 1. We present the general case x ≥ 1 in Section 3.3.3.

Let P be the number of processors. The set of vertices V is partitioned into P disjoint
subsets of vertices V0,V1, . . . ,VP−1; that is, Vi ⊂ V , such that for any i and j, Vi∩Vj � ∅ and⋃

i Vi � V . Processor Pi is responsible for computing and storing F(t) for all t ∈ Vi . The
load balancing and performance of the algorithm crucially depend on how V is partitioned.
The details of vertex partitioning are presented in Section 3.4.

The basic principle behind our parallel algorithm is as follows. Recall the sequential
algorithm for the copy model. Each processor Pi can independently compute step 1 for
each t ∈ Vi , as a random k ∈ [1, t − 1] is chosen with uniform probability (independent of
the vertex degrees). Also, in step 2, if F(t) is chosen to be k, F(t) is determined immediately.
If F(t) is chosen to be F(k), determination of F(t) needs to wait until F(k) is known. If
k ∈ Vj where i , j, processor Pi sends a request message to processor Pj to find F(k). Note
that, at the time when processor Pj receives this message, F(k) can still be unknown. If
so, Pj keeps this message in a queue until F(k) is known. Once F(k) is known, Pj sends
back a resolved message to Pi . The basic method executed by a processor Pi is given in
Algorithm 1. An example instance of the execution of this algorithm with seven vertices is
depicted in Figure 3.1.
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Algorithm 1: Parallel PA with x � 1
/* Each processor Pi executes the following in parallel: */

1 foreach t ∈ Vi do
2 k ← a uniform random vertex in [1, t − 1]
3 c ← a uniform random number in [0, 1]
4 if c < p then // i.e., with probability p
5 F(t) ← k

6 else
7 F(t) ← NIL // to be set later to F(k)
8 send message 〈request, t , k〉 to Pj , where k ∈ Vj

/* Next, processor Pi receives messages and processes them as follows: */

9 Upon receipt of message 〈request, t′, k′〉 from P′j : // note that k′ ∈ Vi

10 if F(k′) , NIL then
11 send message 〈resolved, t′, F(k′)〉 to P′j
12 else
13 store t′ in queue Qk′

14 Upon receipt of message 〈resolved, t , v〉:
15 F(t) ← v
16 foreach t′ ∈ Qt do
17 send message 〈resolved, t′, v〉 to Pj where t′ ∈ Vj

0 1 2 53 4 6

(a)

0 1 2 53 4 6

(b)

Figure 3.1: A network with 7 vertices generated by Algorithm 1: a) an intermediate instance of
the network in the middle of the execution of the algorithm, b) the final network. Solid lines show
final resolved edges, and dashed lines show waiting of the vertices. For example, for vertex t � 4, k
is chosen to be 2, F(4) is chosen to be set to k � 2 (in Line 2-5), and thus edge (4, 2) is finalized
immediately. For vertex t � 5, k is 3 and F(5) is set to be F(3) (in Line 7); as a result, determination
of F(5) is waited until F(3) is known. At the end, we have F(5) � F(3) � F(2) � 1.
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3.3.3 Parallel Algorithm with x ≥ 1

In Section 3.3.2, we presented the algorithm for the simpler case x � 1. In this section,
we modify this algorithm for the general case where each vertex creates x ≥ 1 edges.
The pseudocode of the algorithm is given in Algorithm 2. The basic structure of the
algorithm for the general case is the same as that of the special case x � 1. We focus our
discussion only on the modifications required and the differences between the two cases.
The main difference is that, for each vertex t, instead of computing one edge (t , F(t)), we
need to compute x edges (t , F1(t)), (t , F2(t)), . . . , (t , Fx(t)), and make sure such edges are
distinct and do not create any parallel edges. For this general case, the set of vertices
{F1(t), F2(t), . . . , Fx(t)} is denoted by F(t).
The algorithm starts with an initial network, which is a clique of the first x vertices labeled
0, 1, 2, . . . , x − 1. Each of the other vertices from x to n − 1 generates x new edges. There
are fundamentally two important issues that need to be handled for the general case: i)
how we select F`(t) for vertex t where 1 ≤ ` ≤ x, and ii) how we avoid duplicate edge
creation. Multiple edges for a vertex t are created by repeating the same procedure x times
(Line 2), and duplicate edges are avoided by simply checking if such an edge already exists
- such checking is done whenever a new edge is created.

For the `-th edge of a vertex t, another vertex k is chosen from [x , t − 1] uniformly at
random (Line 3). Edge (t , k) is created with probability p (Line 5). However, before creating
such an edge (t , k) in Line 7, the existence of such an edge is checked immediately before
creating them in Line 6. If the edge already exists at that time, the process is repeated again
(Line 9). With the remaining 1 − p probability, t is connected to some vertex in F(k); that is,
we make an edge (t , F`(k)), such that ` is chosen from [1, x] uniformly at random. Similar
to the special case x � 1, if k is in another processor, a request message is sent to that
processor to find F`(k) (Line 14). The request and response messages are also processed in
the same way.

Duplicate edges can also be created during the execution of Line 19. For example, suppose
vertex t creates two edges (t , F`(k)) and (t , F`′(k′)). Also, assume both k and k′ are not in
the same processor as t. Hence, request messages are sent to the processors containing k
and k′ to resolve F`(k) and F`′(k′). If the `-th edge of k and `′-th edge of k′ both connect
to the same vertex u, then F`(k) � F`′(k′) � u. Hence, t may create a duplicate edge (t , u)
which could not be detected early. To deal with such duplicate edges, after receiving a
resolved message 〈resolved, F`(t), v〉, the adjacency list of t is checked to find whether
edge (t , v) already exists (Line 20). If the edge does not exist, it is created. Otherwise, new
k and ` are selected (Line 25-26), and a new request message is sent (Line 27).
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Algorithm 2: Parallel PA with x ≥ 1
/* Each processor Pi executes the following in parallel: */

1 foreach t ∈ Vi do
2 for ` � 1 to x do
3 k ← a uniform random vertex in [1, t − 1]
4 c ← a uniform random number in [0, 1]
5 if c < p then // i.e., with probability p
6 if k < F(t) then
7 F`(t) ← k

8 else
9 go to line 3

10 else
11 l ← a uniform random number in [1, x]
12 F`(t) ← NIL // to be set later to Fl(k)
13 send message 〈request, F`(t), Fl(k)〉 to Pj , where k ∈ Vj

/* Next, processor Pi receives messages and processes them as follows: */

14 Upon receipt of message 〈request, F`′(t′), Fl′(k′)〉 from Pj′: // note that k′ ∈ Vi

15 if Fl′(k′) , NIL then
16 send message 〈resolved, F`′(t′), Fl′(k′)〉 to Pj′

17 else
18 store 〈F`′(t′), Fl′(k′)〉 in queue Qk′

19 Upon receipt of message 〈resolved, F`(t), v〉:
20 if v < F(t) then
21 F`(t) ← v
22 foreach 〈F`′(t′), F`(t)〉∈ Qt do
23 send message 〈resolved, F`′(t′), v〉 to Pj where t′ ∈ Vj

24 else
25 k ← a uniform random vertex in [x , t − 1]
26 l ← a uniform random number in [1, x]
27 re-send message 〈request, F`(t), Fl(k)〉 to Pj , where k ∈ Vj

3.3.4 Dependency Chains

In our parallel algorithm, it is possible that computation of F(t) for some vertex t can
wait until F(k) for some other vertex k is known. Such waiting can form a chain, namely
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a dependency chain. For example, as demonstrated in Figure 3.1, computation of F(5) is
waiting for F(3), which in turn is waiting for F(2), and thus we have a chain of dependency
〈5, 3, 2〉. If the lengths of these chains are large, the waiting period for some vertices can be
quite long, leading to poor performance of the parallel algorithm. Fortunately, the length
of a dependency chain is small, and the performance of the algorithm is hardly affected by
such waiting.

Dependency chain for x � 1. For the ease of analysis, firstwe formally define a dependency
chain for x � 1 and provide a rigorous analysis showing that the maximum length of a
dependency chain is at most O(log n) with high probability (w.h.p.). For large n, O(log n)
is small compared to n. Moreover, while O(log n) is the maximum length, most of the
chains have much smaller length. It is easy to see that for a constant p, the average length
of a dependency chain is also constant, which is at most 1

p . For an arbitrary p, the average
length is still bounded by log n as shown in Theorem 4. Thus, while for some vertices a
processor may need to wait for O(log n) steps, the processor hardly remains idle as it has
other vertices to work with.

For the purpose of analysis, first we introduce another chain named a selection chain. In
the first step (Line 2 of Algorithm 1), for each vertex t, another vertex k ∈ [1, t − 1] is
selected. In turn for vertex k, another vertex in [1, k − 1] is selected. We can think that such
a selection process creates a chain called a selection chain. Formally, we define a selection
chain St starting at vertex t to be a sequence of vertices 〈u0, u1, u2, . . . , ui , . . . ux〉 such that
u0 � t , ux � 1, and ui+1 is selected for vertex ui for 0 ≤ i < x. Notice that a selection chain
must end at vertex 1. The length of a selection chain St denoted by |St | is the number of
vertices in St .

In the next step (see Equation 3.2 and Line 2-5 of Algorithm 1), F(t) is computed by
assigning k or F(k) to it. If F(k) is selected to be assigned to F(t), F(t) cannot be determined
until F(k) is known; that is, the computation of F(t) for vertex t depends on vertex k. In such
a case, we say vertex t is dependent on k; otherwise, we say vertex t is independent. In turn,
vertex k can depend on some other vertex, and eventually such successive dependencies can
form a dependency chain. Formally, a dependency chain Dt starting at vertex t is a sequence
of vertices 〈v0, v1, v2, . . . , vi , . . . vy〉 such that v0 � t, vi depends on vi+1 for 0 ≤ i < y, and
vy is independent. Notice that if vi ∈ Dt , Dvi is a subsequence and a suffix of Dt . Also it is
easy to see that Dt is a subsequence and a prefix of St , and we have |Dt | ≤ |St |. Examples
of a selection chain and a dependency chain are shown in Figure 3.2. Bounds on the length
of dependency chains are given in Theorem 4. The following lemmas, Lemma 2 and 3, are
needed to prove Theorem 4.

Lemma 2. Let Pt(i) be the probability that vertex i is in selection chain St starting at vertex t.
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0 1 2 ji k t
u0u1u2u3uy

v0v1v2vz

Figure 3.2: Selection chain and dependency chain. The entire chain, which is marked by the solid
lines, is a selection chain 〈t , k , j, i , 2, 1, 0〉, and the sub-chain marked by the thick solid lines is a
dependency chain 〈t , k , j, i〉.

Then for any 1 ≤ i < t, Pt(i) � 1
i .

Proof. Vertex i can be in St in twoways: a) vertex i is selected for t (in Line 2 of Algorithm 1);
the probability of such an event is 1

(t−1) ; b) vertex k is selected for t, where i < k < t, with
probability 1

(t−1) , and i is in Sk . Hence, for 1 ≤ i < t, we have

Pt(i) � 1
t − 1 +

t−1∑
k�i+1

1
t − 1 Pr [i ∈ Sk]

(t − 1)Pt(i) � 1 +

t−1∑
k�i+1

Pk(i) (3.4)

Substituting t with t + 1, for any i with 1 ≤ i < t + 1, we have

tPt+1(i) � 1 +

t∑
k�i+1

Pk(i) (3.5)

By subtracting Equation 3.4 from Equation 3.5,

tPt+1(i) − (t − 1)Pt(i) � Pt(i)
Pt+1(i) � Pt(i) (3.6)

From Equation 3.6 by induction, we have Pk(i) � Pt(i) for any k and t such that 1 ≤ i <
min{k , t}. Now consider k � i + 1. Notice that i is in Si+1 if and only if i is selected for
vertex i + 1; that is, Pt+1(i) � 1

i . Hence, for any t > i, we have

Pt(i) � 1
i
.

�

Lemma 3. Let Ai denote the event that i ∈ St . Then the events Ai for all i, where 1 ≤ i < t, are
mutually independent.
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Proof. Consider a subset {Ai1 ,Ai2 , . . . ,Ai` } of any ` such events where i1 < i2 < . . . < i`.
To prove the lemma, it is necessary and sufficient to show that for any ` with 2 ≤ ` < t,

Pr

[⋂̀
k�1

Aik

]
�

∏̀
k�1

Pr
[
Aik

]
. (3.7)

We know

Pr

[⋂̀
k�1

Aik

]
� Pr

[
Ai1

�����
⋂̀
k�2

Aik

]
· Pr

[⋂̀
k�2

Aik

]

When it is given that
⋂`

k�2 Aik , i.e., i2, . . . , i` ∈ St , by the constructions of selection chains
Si2 and St and since i1 < i2, we have i1 ∈ St if and only if i1 ∈ Si2 . Then

Pr

[
Ai1

�����
⋂̀
k�2

Aik

]
� Pr

[
i1 ∈ Si2

�����
⋂̀
k�2

Aik

]
.

Let Ri be a random variable that denotes the random vertex selected for vertex i. Now
observe that the occurrence of event i1 ∈ Si2 can be fully determined by the variables in
{R j | i1 < j ≤ i2}; that is, event i1 ∈ Si2 does not depend on any random variables other
than the variables in {R j | i1 < j ≤ i2}. Similarly, the events i2, . . . , i` ∈ St do not depend
on any random variables other than the variables in {R j | i2 < j ≤ t}. Since the random
variables Ris are chosen independently at random and the sets {R j | i1 < j ≤ i2} and
{R j | i2 < j ≤ t} are disjoint, the events i1 ∈ Si2 and

⋂`
k�2 Aik are independent; that is,

Pr

[
i1 ∈ Si2

�����
⋂̀
k�2

Aik

]
� Pr

[
i1 ∈ Si2

]
.

By Lemma 2, we have Pr
[
i1 ∈ Si2

]
�

1
i1
� Pr [i1 ∈ St] � Pr

[
Ai1

]
and thus,

Pr

[⋂̀
k�1

Aik

]
� Pr

[
Ai1

] · Pr

[⋂̀
k�2

Aik

]
. (3.8)

Next, by using Equation 3.8 and applying induction on `, we prove Equation 3.7. The base
case, ` � 2, follows immediately from Equation 3.8:

Pr

[
2⋂

k�1
Aik

]
� Pr

[
Ai1

] · Pr
[
Ai2

]
.
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By induction hypothesis, for ` − 1 events Aik , 2 ≤ k ≤ `, we have Pr
[⋂`

k�2 Aik

]
�∏`

k�2 Pr
[
Aik

]
. Then using Equation 3.8 for case 2 < ` < t, we have

Pr

[⋂̀
k�1

Aik

]
� Pr

[
Ai1

] · ∏̀
k�2

Pr
[
Aik

]
�

∏̀
k�1

Pr
[
Aik

]
.

�

Theorem 4. Let Lt be the length of the dependency chain starting at vertex t and Lmax � maxt Lt .
Then the expected length E[Lt] ≤ log n and Lmax � O(log n) w.h.p., where n is the number of
vertices.

Proof. Let St and Dt be the selection chain and dependency chain starting at vertex t,
respectively, and Xt(i) be an indicator random variable such that Xt(i) � 1 if i ∈ St and
Xt(i) � 0 otherwise. Then we have

Lt � |Dt | ≤ |St | �
t−1∑
i�1

Xi(t).

Let Pt(i) be the probability that i ∈ St ; that is, Pt(i) � Pr[Xt(i) � 1] and E[Xt(i)] � Pt(i) � 1
i .

By linearity of expectation, we have

E[Lt] �
t−1∑
i�1

E[Xi] �
t−1∑
i�1

1
i
� Ht−1 ≤ log t ≤ log n

By Lemma 3, the randomvariables Xt(i), for 1 ≤ i < t, aremutually independent. Applying
the Chernoff bound on independent Poisson trials, we have

Pr

[∑
t

Xt(i) ≥ (1 + δ)µ
]
≤

(
eδ

(1 + δ)(1+δ)
)µ

In the Chernoff bound, we set δ �
6 log n
µ − 1. Since µ ≤ log n, we have δ > 0. Then,

Pr
[
L ≥ 6 log n

]
� Pr

[
L ≥ (1 + δ)µ]

≤
(

eδ

(1 + δ)(1+δ)
)µ

≤
( e
1 + δ

)µ(1+δ)
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≤
(

eµ
6 log n

)6 log n

≤
(

e log n
6 log n

) log n6

≤ 1( 6
e

) log n6

≤ 1
n6 log 6

e
[alog b

� blog a]

≤ 1
n4

Thus, with probability at least 1− 1
n4 , the length of the dependency chain is O(log n). Using

the union bound, it holds simultaneously for all n vertices with probability at least 1 − 1
n3 .

Hence, we can say, the length of the dependency chain is O(log n)w.h.p. �

Dependency chain for the general case (x ≥ 1). For the general case x ≥ 1, each new
vertex creates x new edges. Similar to the earlier case, each of these edges forms a selection
and a dependency chain. Notice that all of the x selection chains originating from a new
vertex are independent of each other because they independently execute the copy model
(irrespective of other outgoing edges from the same vertex) and follow the exact same
procedures with the same probabilities as shown in the Lemma 2 and Lemma 3. We already
showed that the maximum length of a selection chain is at most 6 log n with probability
1 − 1

n4 in Theorem 4. For the general case, there are O(nx) such chains. Using the union
bound, the probability that the maximum length is 6 log n for any of the O(nx) selection
chains is at least O

(
1 − x

n3

)
. As x ≤ n, we can say that the length of the dependency chain

is still O(log n)w.h.p.
Experimental Validation. We also experimentally evaluated the maximum length of a
dependency chain using our general algorithm (Algorithm 2). In this experiment, we
varied the number of vertices n from 1K to 64M. For each n, we also varied x from 1 to 128.
For each possible combination of values of n and x, we calculated the maximum length
of a dependency chain by repeating the algorithm several times. Figure 3.3 shows the
maximum length of a dependency chain for each combination of n and x. We also plotted
a fitted line of the function y � a log n + c using logarithmic regression. The fitted line has
a correlation of 0.97. Therefore, the figure clearly suggests that the maximum length of a
dependency chain varies logarithmically with n and is independent of x.
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Figure 3.3: Experimental result shows that the maximum length of a dependency chain is O(log n).
The horizontal axis (in log scale) represents the number of vertices and the vertical axis represents
the length of a dependency chain. Filled circles show the maximum length of a dependency chain for
each pair of n and x. The solid line represents a logarithmic fit of the function y � a log n + c.

3.3.5 Waiting Queue

In our parallel algorithm, after receiving a request message for an edge Fl(k) (Line 14 of
Algorithm 2), a processor sends a corresponding response message immediately if the
edge Fl(k) is already known. Otherwise, the request message is stored in a queue called
the waiting queue (Line 18 of Algorithm 2). If a processor receives a large number of such
request messages whose responses could not be sent immediately, the size of the waiting
queues becomes large, leading to a large memory requirement and the parallel algorithm
has poor performance. Fortunately, the number of such request messages is not large.
In this section, we provide a rigorous analysis showing that the maximum number of
items for the waiting queue of a vertex is O (

x log n
)
with high probability as shown in

Theorem 5.

Theorem 5. The maximum number of items stored in the waiting queue of a vertex is O (
x log n

)
with high probability.

Proof. Assume that the l-th outgoing edge of a vertex t executes the copymodel and creates
an edge with the endpoint of the `-th edge of a vertex k, i.e., Fl(t) � F`(k) (Copy Edge). A
request message 〈Fl(t), F`(k)〉 is sent to processor Pj where k ∈ Vj . If F`(k) is not known at
the time of receiving the message, the request will be put on a queue Qk for vertex k in
processor Pj . The queue Qk is called the waiting queue for vertex k. Once F`(k) is known, all
the messages in Qk for that edge will be processed and a corresponding response message
will be sent (Line 23 of Algorithm 2).

Therefore, while creating a copy edge (t , F`(k)), the event that the request message will be
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put in the waiting queue Qk consists of three events: 1) t selects F`(k), 2) t chooses to make
the copy edge with probability 1 − p, and 3) F`(k) is not known. According to the step 1 of
the copy model, t picks F`(k) with probability 1

t−1
1
x . Furthermore, F`(k) is already known

with probability at least p (Direct Edge). Therefore, F`(k) is not known with probability at
most 1 − p. Let Pk` (t) denotes the probability that any outgoing edge from vertex t makes
a copy edge (t , F`(t)) and the corresponding request message is put in the waiting queue
Qk . Therefore, we have:

Pk` (t) � Pr
[
F`(k) is selected

] × Pr
[
copy edge is created

] × Pr
[
F`(k) is not known

]
≤ 1

t − 1
1
x
(1 − p)(1 − p)

≤ (1 − p)2 1
x(t − 1) . (3.9)

Let Xk` (t) be a random variable that denotes the number of request messages stored in Qk

for the edge F`(k). Vertex t creates x edges independently and each of these edges stores a
request messages in Qk with probability Pk` (t). Therefore, we have:

E
[
Xk` (t)

]
� xPk` (t) ≤ (1 − p)2 1

(t − 1) .

Let Yk(t) be another random variable that denotes the total number of messages stored in
Qk from vertex t. Therefore, we have:

Yk(t) �
x∑
`�1

Xk` (t).

According to the parallel algorithm, Qk can store messages from vertex k + 1 to n − 1. Thus,
the total number of messages stored in Qk is given by:

|Qk | �
n−1∑

t�k+1
Yk(t).

Therefore, the expected number of request messages stored in the queue Qk is given by:

E
[|Qk |

]
�

n−1∑
t�k+1

E[Yk(t)] �
n−1∑

t�k+1

x∑
`�1

E
[
Xk` (t)

]

≤
n−1∑

t�k+1

x∑
`�1
(1 − p)2 1

(t − 1)
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≤ (1 − p)2x
n−1∑

t�k+1

1
t − 1

≤ (1 − p)2x
n−2∑
i�k

1
i

≤ (1 − p)2x (Hn−2 − Hi)
≤ (1 − p)2xHn

≤ (1 − p)2x log n. (3.10)

Note that the random variables Yk(t) are mutually independent of each other. Applying
the Chernoff bound on independent random variables, we have:

Pr

[∑
t

Yk(t) ≥ (1 + δ)µ
]
≤

(
eδ

(1 + δ)(1+δ)
)µ

In the Chernoff bound, we set δ �
5x log n

µ − 1. Since µ ≤ (1 − p)2x log n, where 0 ≤ p ≤ 1.
Note that when p � 1 no copy edge will be created, therefore, no item will be place in the
waiting queue and the maximum number of items in Qk is 0. For p < 1, we have δ > 0.
Then,

Pr
[|Qk | ≥ 5x log n

]
� Pr

[∑
t

Yk(t) ≥ (1 + δ)µ
]

≤
(

eδ

(1 + δ)(1+δ)
)µ

≤
( e
1 + δ

)µ(1+δ)
≤

(
eµ

5x log n

)5x log n

≤
(

e(1 − p)2x log n
5x log n

) log n5x

≤ 1( 5x
e

) log n5x (1 − p) < 1

≤ 1
n5x log 5x

e
[alog b

� blog a]

≤ 1
n3 [x ≥ 1]
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Thus, with probability at least 1− 1
n3 , the number of items in the waiting queue is O(x log n).

Using the union bound, it holds simultaneously for all the n waiting queueswith probability
at least 1 − 1

n2 . Hence, we can say, the maximum number of items in the waiting queue of
any vertex is O(x log n)w.h.p. �

Experimental Validation. In this section, we experimentally evaluate how the maximum
size of a waiting queue varies with n, p, and x as shown in Theorem 5.

In Figure 3.4, we plot the maximum size of a waiting queue by varying n for a set of
different x. We set p �

1
2 in these experiments. In the figure, the circles represent the

maximum size of a waiting queue collected experimentally, and the solid lines present a fit
function y � a log n + c for different values of x. The horizontal axis is plotted in log scale.
The figure demonstrates that the maximum size of a waiting queue is proportional to log n.
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Figure 3.4: The maximum size of a waiting queue varies logarithmically with n

In Figure 3.5, we plot the maximum size of a waiting queue by varying x for a set of
different n. We also set p �

1
2 in these experiments. In the figure, the circles represent the

maximum waiting queue size collected experimentally, and the solid lines present a linear
fit function y � ax + c for different values of n. The figure demonstrates that the maximum
size of a waiting queue is proportional to x.

In Figure 3.6, we plot the maximum size of the waiting queues by varying p for a set of
different n and x. In the figure, the circles represent the maximum waiting queue size
collected experimentally, and the solid lines present a quadratic fit function y � a(1−p)2+ c
for different values of n and x. The figure demonstrates that the maximum size of a waiting
queue is proportional to (1 − p)2.
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Figure 3.5: The maximum size of a waiting queue varies linearly with x
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Figure 3.6: The maximum size of the waiting queues changes linearly with p

3.4 Partitioning and Load Balancing

Recall the formal definition of partitioning of the set of vertices V � {0, 1, . . . , n − 1} into
P subsets V0,V1, . . . ,VP−1 as described at the beginning of Section 3.3.2. A good load
balancing is achieved by properly partitioning the set of vertices V and assigning each
subset to one processor. Vertex partitioning has significant effects on the performance
of the algorithm. In this section, we study several partitioning schemes and their effects
on load balancing and the performance of the algorithm. In our algorithm, we measure
the computational load in terms of the number of vertices per processor, the number of
outgoing messages (request messages) from a processor, and the number of incoming
messages (response messages) to a processor.

There are several efficiency issues related to the partitioning of the vertices as described
below. It is desirable that a partitioning of the vertices satisfies the following criteria.
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A. For any given k ∈ V , finding the processor Pj , where k ∈ Vj (Line 8, Algorithm 1),
can be done efficiently, preferably in constant time without communicating with the
other processors.

B. The partitioning should lead to a good load balancing. The degrees of the vertices
vary significantly, and a vertex with a larger degree causes more messages to work
with. As a result, naïve partitioning may lead to poor load balancing.

C. As we discuss later, combining multiple messages (to the same destination) and using
an MPI_send operation for them can increase the efficiency of the algorithm. However,
combining multiple messages may not be possible with an arbitrary partitioning as it
may cause deadlocks.

With the objective of satisfying the above criteria, we study the following partition schemes.

3.4.1 Consecutive Partitioning

In this partitioning scheme, the vertices are assigned to the processors sequentially.
Partition Vi starts at vertex ni and ends at ni+1 − 1, where n0 � 0 and nP � n. That is,
Vi � {ni , ni + 1, . . . , ni+1 − 1} for all i. With consecutive vertex partitioning, the only
decision to be made is the number of vertices to be assigned to each set Vi . The simplest
way to do so is to assign an equal number of vertices to each set, i.e., |Vi | �

⌈ n
P

⌉
for all i. We

call this partitioning scheme Simple Consecutive Partitioning (SCP).

Simple Consecutive Partitioning

As discussed earlier, the sizes of the partitions are almost equal. Let B �
⌈ n

P

⌉
. Then, the size

of a partition is either B or B − 1. Partition Vi includes the vertices from iB to (i + 1)B − 1.
Finding the rank of the processor from a vertex u is pretty straightforward in the SCP
scheme. For a vertex u ∈ Vi , the rank of the processor Pi is given by i �

⌊ u
B

⌋
.

Optimal Consecutive Partitioning

The simple consecutive partitioning scheme satisfies Criterion A and C above; however, it
is clear that such partitioning can lead to poor load balancing. The computation in each
processor Pi involves the following three types of load:

A. generating random numbers and some other processing for each vertex t ∈ Vi ,
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B. sending request messages for the vertices in Vi and receiving their replies, and

C. receiving request messages from other processors and sending their replies.

The computational load for load type A and B above is directly proportional to the number
of vertices in partition Vi . Computational load for load type C depends not only on the
number of vertices in a processors but also on i, the rank of the processor. With simple
consecutve vertex partitioning (SCP), a lower ranked processor receives more request
messages than a higher ranked processor, because with j < k, E[M j] > E[Mk], where Mk

is the number of request messages received for Vertex k (see Lemma 6).

Lemma 6. Let Mk be the number of request messages received for vertex k. Then E[Mk] �
(1 − p)(Hn−1 − Hk), where Hk is the kth harmonic number.

Proof. Vertex k receives a request message from vertex t > k if and only if t randomly picks
k and decided to assign Fk to Ft . The probability of such an event is (1 − p)1t . Then the
expected number of messages received for Vertex k is given by

n−1∑
t�k+1
(1 − p)1

t
� (1 − p)(Hn−1 − Hk)

�

Next we calculate the computational load for each processor with an arbitrary number
of vertices assigned to the processors. To do so, we make the following simplifying
assumptions: i) Sending a message takes the same computation time as receiving a
message, and ii) p �

1
2 (the same analysis will follow for arbitrary p by simply multiplying

each term with 2(1 − p)). The number of vertices in Processor Pi is ni+1 − ni . Then the
computation cost for a load of type A and B is c(ni+1 − ni) for some constant c. Following
Lemma 6, the expected load for type C in Processor Pi is

ni+1−1∑
k�ni

(Hn−1 − Hk) � (ni+1 − ni)Hn−1 −
ni+1−1∑
k�ni

(Hk)

� (ni+1 − ni)Hn−1 − (ni+1Hi+1 − niHni ) + (ni+1 − ni)
� (ni+1 − ni)(Hn−1 + 1) − (ni+1Hni+1 − niHni ) (3.11)

The second to the last line follows from Equation 2.36 in page 41 of [64]. Thus, using
another constant b � 1 + c, the total computational load at Processor Pi is

c(Pi) � (ni+1 − ni)(Hn−1 + b) − (ni+1Hni+1 − niHni )
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The combined load for all processors is c′n for some constant c′ and desired load in each
processor is c′n

P . Thus ni , for all i, can be determined by solving the following system of
equations, which is unfortunately nonlinear.

n0 � 0
nP � n − 1

c(Pi) � (ni+1 − ni)(Hn−1 + b) − (ni+1Hni+1 − niHni ) �
c′n
P

(3.12)

Linear Consecutive Partitioning

A good load balancing can be achieved by solving the above system of equations. However
two major difficulties arise:

• It seems the only way the above equations can be solved is by numerical methods
that can take a prohibitively long time to compute.

• Criterion A for load balancing may not be satisfied, leading to poor performance.

To overcome these difficulties, guided by experimental results, we approximate the solution
of the above system of equations with a linear function and call the resultant partitioning
scheme linear consecutive partitioning (LCP). Figure 3.7 shows the distribution of the vertices
among processors for actual solutions of Equation 3.12 and for the linear approximation.
As we will see later in Section 3.5, our approximation scheme LCP provides very good
load balancing and performance for the algorithm.
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Figure 3.7: Distribution of the vertices among processors for actual solutions of Equation 3.12 and
its linear approximation.

As in the LCP scheme, the number of vertices is increasing linearly with i (the ranks of the
processors), the number of vertices in Processor Pi follows the arithmetic progression a ,
a + d , a + 2d , . . . , a + (P − 1)d, that is, the number of vertices in Processor Pi is Bi � a + id,
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where d is the slope of the line for linear approximation as shown in Figure 3.7. Slope d
can be approximated easily by sampling two points on the actual line. Partition Vi has the
vertices from

∑i−1
j�0(a + jd) � i (2a+(i−1)d)

2 to
∑i

j�0(a + jd) − 1 � (i + 1) (2a+id)
2 − 1. Finding the

rank of the processor for vetex u is more complicated in this scheme. Given a vertex u, we
need to find the processor Pi such that u ∈ Vi . Vertex u satisfies the following inequality:

i−1∑
j�0
(a + jd) ≤ u <

i∑
j�0
(a + jd)

i (2a + (i − 1)d)
2 ≤ u <

(i + 1) (2a + id)
2 (3.13)

Solving the inequality 3.13, we have

i �

⌊
−(2a − d) +

√
(2a − d)2 + 8du
2d

⌋
(3.14)

Determining partition parameters a and d. The parameters a and d are determined using
the number of vertices n and the number of processors P. Parameter d is the slope of the
straight line y � a + dx, where y represent the number of vertices in the processor with
rank x � i. We calculate d by finding two points on this straight line. Putting i � 0 and
i � P − 1 in Equation 3.12, we can compute n1 and nP−1. Then, the number of vertices
in the first processor is n1 − n0 � n1 and the number of vertices in the last processor is
nP − nP−1 � n − 1 − nP−1. Hence, we have

d �
n − 1 − nP−1 − n1

P
.

Now, we have

P−1∑
j�0
(a + jd) � n

P (2a + (P − 1)d)
2 � n

a �
n
P
− (P − 1)d

2 (3.15)

Message Buffering. The processors exchange two types of messages: request messages
and resolve messages. For each vertex t, a processor may need to send one request message
and receive one resolve message. If Processor Pi has multiple messages destined to the
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same processor, say Processor Pj , Processor Pi can combine them into a single message
by buffering them instead of sending them individually. Each processor can do so by
maintaining P − 1 buffers, one for each of the other processors. If the messages are not
combined, for large n, there can be a large number of outstanding messages in the system,
and the system may not be able to deal with such a large number of messages at a time,
limiting our ability to generate a large network. Further message buffering reduces the
overhead of packet header and thus improves efficiency.

3.4.2 Round-Robin Partitioning

In Round-Robin Partitioning, vertices are distributed in a round robin fashion among
all processors. Partition Vi contains the vertices 〈i , i + p , i + 2p , . . . , i + kp〉 such that
i + kp ≤ n < i + (k + 1)p; that is, Vi � { j | j mod P � i}. In other words, vertex i is assigned
to set Vi mod p . Similar to SCP, in this RRP scheme also, the number of vertices in the sets is
almost equal. The number of vertices in a set is either

⌈
n
p

⌉
or

⌊
n
p

⌋
. The difference between

the number of vertices in two sets is at most 1.

From Lemma 6, it is clear that the expected number of received messages decreases
monotonically with increasing vertex labels. Round robin partitioning on such a monotonic
distribution typically performs better. For the round robin vertex partitioning scheme, the
computational load among processors are well-balanced as shown in Lemma 7.

Lemma 7. The difference between the computational load for any two processors is at mostO(log n),
while the total computational load is Ω(n).

Proof. The expected number of request messages received for vertex k is (Hn−1 − Hk) (see
Lemma 6). Other loads for any vertex is constant. Then the total load for vertex k is
CL(k) � (Hn−1 − Hk) + b, for some constant b. Thus, the total load for Processor Pi with
partition Vi � { j | j mod P � i} is PL(i) � ∑

k∈Vi
(Hn−1 − Hk + b).

Notice that for any k1 < k2, CL(k1) > CL(k2). As a result, we have PL(i1) > PL(i2) for any
i1 < i2. Thus the largest difference between the loads of two processors is

PL(0) − PL(P − 1) �
∑
k∈V0

(Hn−1 − Hk + b) −
∑

k∈VP−1

(Hn−1 − Hk + b) (3.16)

≤ (Hn−1 + b)(|V0 | − |VP−1 |) −
∑
k∈V0

Hk +
∑

k∈VP−1

Hk (3.17)
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If n is a multiple of P, we have

|V0 | − |VP−1 | � 0, (3.18)∑
k∈VP−1

Hk <
∑
k∈V0

Hk + Hn , (3.19)

and thus, PL(0) − PL(P − 1) < Hn � O(log n). (3.20)

Otherwise,

|V0 | − |VP−1 | � 1, (3.21)∑
k∈VP−1

Hk ≤
∑
k∈V0

Hk , (3.22)

and thus, PL(0) − PL(P − 1) ≤ Hn−1 + b � O(log n). (3.23)

�

The RRP Scheme also satisfies Criterion A: given a vertex, finding the processor where the
vertex belongs to can be computed in constant time. Finding the rank of processor Pi for a
given vertex u ∈ Vi is determined by i � u mod P.

Message buffering. For consecutive vertex partitioning (both naïve and LCP), message
buffering (combining messages) does not require any special care to avoid deadlock. In
SCP and LCP, since Processor Pi may wait only for Processor Pk such that k < i, there
cannot be a circular waiting among the processors, and therefore deadlock cannot arise.

However, in the RRP scheme, deadlock can occur if the messages are not buffered carefully.
The request messages can be buffered as it is done in SCP or LCP. The resolved message
can also be buffered, but it needs to be done in a special way to avoid deadlock. To
avoid deadlock, resolved messages must be sent out from the buffer (even if the buffer is
not full yet) after processing every group of received messages (when buffering is used,
messages are sent and received in groups). Sending the resolved messages cannot wait
any longer. Otherwise, it can cause circular waiting among the processors leading to a
deadlock situation.

3.4.3 Block Partitioning

So far we have studied partitioning schemes where the entire set of vertices is partitioned
into P subsets and each processor works on one subset. In this section, we present another
fine-grained partitioning technique called Block Partitioning.
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In the block partitioning technique, first the entire set of vertices are partitioned into k
consecutive subsets called blocks (similar to the consecutive partitioning). The parallel
algorithm for the copy model is executed in rounds. In each round, every block is
further partitioned into P subsets (using the previous schemes) and processed using the P
processors. After a round is completed, every edge originating from the vertices in the
block is completely determined. We used blocked partitioning technique for SCP, LCP, and
RRP schemes. The technique is illustrated in Figure 3.8.

As we will see in the experimental section, the block partitioning has several benefits. First,
the technique offers fine grained tuning of load balancing. It also reduces the size of the
waiting queue dramatically, as before going into the next round, all the edges are already
processed. Therefore, the average size of the waiting queue reduces to O((1 − p)2x log n

k ),
where k is the number of blocks and the total number of items in the waiting queue is
reduced with increasing block size. Additionally, the memory consumption is also reduced.

However, as block size increases beyond some point, we start losing the advantages because
of synchronization issues needed to perform in each round. Therefore, there is an optimal
value of k. We experimentally varied k to determine the optimal value for each partitioning
scheme.
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Figure 3.8: Blocked partitioning with P � 3 processors
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3.5 Experimental Results

In this section, we evaluate the performance of our algorithms experimentally. The
accuracy of our parallel algorithm is demonstrated by showing that the algorithm produces
a network with a power law degree distribution. Then we present the strong and weak
scaling of the algorithms. These algorithms scale very well with the number of processors.
We also present experimental results showing the impact of the partitioning schemes on
load balancing and performance of the algorithms.

Experimental Setup. We used a high-performance computing cluster of 64 Intel Sandy
Bridge nodes. Each node consists of two dual-socket Intel Sandy Bridge E5-2670 2.60GHz
8-core processors (16 cores per node) and 64GB of 1600MHz DDR3 RAM. The nodes are
interconnected by QLogic QDR InfiniBand interconnects. For the MPI-based implemen-
tation of our algorithms, we used MPICH2 (version 1.7), which is optimized for QLogic
InfiniBand cards.

In the experiments, we used up to 1024 processors. Each of the algorithms we considered
generates the network inmainmemory, and the run time does not include the time required
to write the graph to disk.

3.5.1 Degree Distribution

The degree distribution of the graph generated by our parallel algorithm is shown in
Figure 3.9 in a log− log scale. We used n � 1B vertices and x � 4 that generates a network
with 4B edges. As shown in the figure, the copy model produces power-law degree
distributions for various values of p. When p � 0.5, the degree distribution is the same as
the BA model. As the figure shows, the distribution is heavy tailed, which is a distinct
feature of the real-world power-law networks. The exponent γ of this power-law degree
distribution is measured to be 2.7, which supports the fact that for a finite average degree
of a scale-free network, the exponent γ satisfies 2 < γ < ∞ [48]. When p is very close
to 0, the network is mainly built on copy edges, therefore, there is a higher level of bias
towards the higher degree vertices as evident from the longer tail. However, when p is
close to 1, the network mainly consists of direct edges, and we do not see long tails, a salient
property of many real world networks. The above results show that the copy model is more
general than the Barabási-Albert model and capable of generating many interesting degree
distributions. Further, it also shows that our algorithms produce scale-free networks very
accurately.



Md Maksudul Alam Parallel Algorithm for the Preferential Attachment Model 38

Figure 3.9: The degree distribution (in log− log scale) of the network generated by our parallel
algorithms. The network is generated with n � 109 and x � 4.

3.5.2 Partitioning and Load Balancing

Vertex partitioning has significant effects on load balancing and performance of the
algorithm. In Section 3.4, we have discussed three partitioning schemes UCP, LCP, and
RRP, and theoretically analyzed them. In this section, we experimentally study these
schemes and their effect on the performance of the algorithm. In these experiments, we use
n � 100Mvertices, x � 60 edges per vertex, and 512 processors. Note that 512 processors are
sufficient to demonstrate the behavior and differences of the partitioning schemes. For each
of the three schemes, we measure the computational load in the processors by the number
of vertices per processor, the number of outgoing messages from the processors, and the
number of incoming messages to the processors. The results are shown in Figure 3.10.

Vertex Distribution. The vertex distribution is shown in Figure 3.10(a). For SCP and RRP,
vertices are distributed uniformly among the processors, and each processor has about
195K vertices. For LCP, the number of vertices in the processors are increasing linearly
with the rank of the processors.

Message Distribution. In a consecutive partitioning (SCP and LCP), processor Pi sends
outgoing request messages to processors P0 to Pi−1 and receives incoming messages
from processors Pi+1 to PP−1. For each vertex, a processor sends a request message with
probability at most 1− p (see Equation 3.2). Thus, the expected number of request messages
sent by a processor is proportional to the number of vertices in the processor, as shown in
Figure 3.10(b). Note that in the SCP and LCP schemes, processor P0 does not need to send
any request messages at all.

Figure 3.10(c) shows the number of incoming request messages for each processor. It is
clear that a lower ranked processor receives more messages than a higher ranked processor
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Figure 3.10: Vertex and message distribution for the partitioning schemes

in consecutive partitioning (SCP and LCP) as suggested by Lemma 6. In the RRP scheme,
both incoming and outgoing messages are evenly distributed among the processors.

Total Load Distribution. Besides sending and receiving messages, for each vertex, a
processor can incur a constant amount of additional computational cost. Thus, for analysis
purposes, we measure the total computational load of a processor as the sum of the
number of vertices in the processor and the number of incoming and outgoing messages.
Figure 3.10(d) shows the total load for the three partitioning schemes. The RRP scheme
distributes the load almost perfectly among the processors. Load balancing in the LCP
scheme is also quite good. On the other hand, the SCP scheme distributes the load very
poorly. These experimental results verify our theoretical analysis given in Section 3.4.

Size of the Waiting Queue. With the blocked partitioning scheme, the total size of the
waiting queues is reduced with increasing block size as shown in Figure 3.11. Therefore,
blocked partitions yield better performance in our algorithm.

Effect of Block Size. Although an increasing block size reduces the size of a waiting queue,
it also reduces concurrency. Therefore, if the block size is increased beyond some limit, the
performance would start to decrease. This is demonstrated in Figure 3.12.
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Effect of p on Performance. If p is reduced, most of the edges produced consist of copy
edges, therefore requiring more message exchanges. As p is increased towards 1, most
edges consist of direct edges. Therefore communication is reduced. This is shown in
Figure 3.13.
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Figure 3.13: Effect of blocked partitioning on block size
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3.5.3 Scalability

Strong Scaling. Strong scaling of a parallel algorithm shows its performance with an
increasing number of processors keeping the problem size fixed. Figure 3.14 shows speedup
factors of our algorithms with blocked and unblocked techniques using simple consecutive
(SCP), linear consecutive (LCP), and round-robin partitioning (RRP) partitioning schemes,
as the number of processors increases with problem size n � 100M and x � 60. Speedup
factors are measured as Ts/Tp , where Ts and Tp are the running time of a sequential
algorithm and the parallel algorithm, respectively. We have implemented the sequential
version of our algorithm in C++. This sequential implementation outperforms the best
available implementation of the BA model given in the NetworkX graph algorithm library
[68]. As the sequential algorithm cannot generate more than 6B edges due to memory
limitations, we choose n � 100M and x � 60. We varied the number of processors from 1
to 1024 for this experiment.
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Figure 3.14: The strong scaling of our parallel algorithms for the problem size n � 100M and
x � 60.

Parallelization of network algorithms is notoriously hard. Furthermore, we have observed
that the problem of generating a scale-free random network is quite sequential in nature
due to the dependencies among the edges. As Figure 3.14 shows, the speedups of our
algorithms are increasing almost linearly with the number of processors. Given the
sequential nature of the problem, our algorithms show very good speedup. Further, the
speedup of blocked versions performs better than the original versions. Note that both
B-SCP and B-RRP are performing the best, due to better load balancing and reduced queue
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Figure 3.15: Weak scaling of our parallel PA algorithm.

size.

Weak Scaling. Weak scaling measures the performance of a parallel algorithm when the
input size per processor remains constant. For this experiment, we varied the number of
processors from 16 to 1024. With the number of processors, the input size is also increased
proportionally: for P processors, a network with 107P edges is generated. Figure 3.15
shows the weak scaling of our algorithms with the increasing number of processors.

In a perfect weak scaling case, the run time is expected to remain constant as the number of
processors (P) increases. However, in practice, communication among processors increases
with P, leading to an increase in run time. Our algorithm with the LCP and RRP schemes
shows very goodweak scaling, almost constant run time. Again, due to poor load balancing
in the SCP scheme, we have worse weak scaling.

Generating Large Networks. Our main goal for designing this algorithm is to generate
very large random networks. Using our algorithm with the RRP scheme, we are able to
generate a network with 400 billion edges, with n � 10 B and x � 40. Using 1024 processors,
the generation of this network takes only five minutes.

3.6 Conclusion

We developed a parallel algorithm to generate massive scale-free networks using the
preferential attachment model. We analyzed the dependency nature of the problem in
detail, which led to the development of an efficient parallel algorithm for the problem.
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Various node partitioning schemes and their effect on the algorithm were discussed as well.
Our algorithm produces networks that strictly follow a power-law distribution. The linear
scalability of our algorithm enables us to produce a network of 400 billion edges in just five
minutes. It will be interesting to develop scalable parallel algorithms for other classes of
random networks in the future.
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Chapter 4

Parallel Algorithm for Generating
Massive Random Networks with a Given
Sequence of Expected Degrees

4.1 Introduction

Random networks are widely used for modeling and analyzing complex processes. Many
mathematical models have been proposed to capture diverse real-world networks. One of
the most important aspects of these models is degree distribution. Chung-Lu (CL) model
[39] is a random network model, which can produce networks with any given arbitrary
degree distribution. In this chapter, we present time- and space-efficient MPI-based
distributed memory parallel algorithms for generating random networks from a given
sequence of expected degrees using the CL model. Please note that this algorithm can
easily be adapted for shared-memory parallel systems. To the best of our knowledge,
it is the first parallel algorithm for the CL model. The most challenging part of this
algorithm is load balancing. Partitioning the vertices with a balanced computational load
is a non-trivial problem. In a sequential setting, many algorithms for the load-balancing
problem were studied [102, 110, 116]. Some of them are exact and some are approximate.
These algorithms use many different techniques such as heuristic, iterative refinement,
dynamic programming, and parametric search. All of these algorithms require at least
Ω(n + P log n) time, where n, P are the number of vertices and processors respectively. To
the best of our knowledge, there is no parallel algorithm for this problem. In this chapter,
we present a novel and efficient parallel algorithm for computing the balanced partitions
in O ( n

P + P
)
time. The parallel algorithm for load balancing can be of independent interest

44
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and probably could be used in many other problems. Using this load balancing algorithm,
the parallel algorithm for the CL model takes an overall run time of O ( n+m

P + P
)
with

high probability (w.h.p.). The algorithm requires O(n) space per processor. We also
present a space-efficient algorithm for the CL model that requires only O ( n

P

)
space per

processor. Our algorithm scales very well to a large number of processors and can generate
a power-law network with one billion vertices and 250 billion edges in memory in less than
a minute using 1024 processors.

The rest of the chapter is organized as follows. In Section 4.2 we describe the problem
and the efficient sequential algorithm. In Section 4.3, we present the time-efficient parallel
algorithm along with an analysis of partitioning and load balancing. In Section 4.4, we
present the space-efficient algorithm. Experimental results showing the performance of
our parallel algorithms are presented in Section 4.5. We conclude in Section 4.6.

4.2 The Chung-Lu Model and Efficient Sequential Algo-
rithm

The Chung-Lu (CL) model [39] generates random networks from a given sequence of
expected degrees. We are given n vertices and a set of non-negative weights w �

(w0, . . .wn−1) assuming maxi w2
i < S, where S �

∑
k wk [39]. For every pair of vertices i and

j, edge (i , j) is added to the graph with probability pi , j �
wi w j

S . If no self loops are allowed,

i.e., i , j, the expected degree of vertex i is given by
∑

j
wi w j

S � wi − w2
i

S . For massive
graphs, where n is very large, the average degree converges to wi , thus wi approximates
the expected degree of vertex i [105].

The naïve algorithm for the CL model for an undirected graph with n vertices takes
each of the n(n−1)

2 possible vertex pairs {i , j} and creates the edge with probability pi , j ,
therefore requiring O (

n2) time. An O(n + m) algorithm was proposed in [105] to generate
networks, assuming w is sorted in non-increasing order, where m is the number of edges.
It is easy to see that O(n + m) is the best possible run time to generate m edges. The
algorithm is based on the edge skipping technique introduced in [19] for the Erdős-Rényi
model. Adaptation of that technique leads to the efficient sequential algorithm in [105].
The pseudocode of the algorithm is given in Algorithm 3, consisting of two procedures
Serial-CL() and Create-Edges(). Note that we restructured Algorithm 3 by defining
procedure Create-Edges() to use it without any changes later in our parallel algorithm.
Below we provide an overview and a brief description of the algorithm (for complete
explanation and correctness see [105]).
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Algorithm 3: Sequential Chung-Lu Algorithm
1 Procedure Serial-CL

(
w
)

2 S← ∑
k wk

3 E← Create-Edges(w, S, V)

4 Procedure Create-Edges
(
w, S, V

)
5 E← ∅
6 forall i ∈ V do
7 j ← i + 1
8 p ← min

(
wi w j

S , 1
)

9 while j < n and p > 0 do
10 if p , 1 then
11 choose a random r ∈ (0, 1)
12 δ←

⌊
log(r)

log(1−p)
⌋

13 else
14 δ← 0

15 v ← j + δ // skip δ edges

16 if v < n then
17 q ← min

( wi wv
S , 1

)
18 choose a random r ∈ (0, 1)
19 if r < q

p then
20 E← E ∪ {i , v}
21 p ← q
22 j ← v + 1

23 return E

The algorithm starts at Serial-CL(), which computes the sum S and calls procedure
Create-Edges(w , S,V), where V is the entire set of vertices. For each vertex i ∈ V , the
algorithm selects some random vertices v from [i + 1, n − 1], and creates the edges (i , v). A
naïve way to select the vertices v from [i + 1, n − 1] is: for each j ∈ [i + 1, n − 1], select j
independently with probability pi , j �

wi w j
S , leading to an algorithm with run time O(n2).

Instead, the algorithm skips the vertices that are not selected by a random skip length δ
as follows. For each i ∈ V (Line 6), the algorithm starts with j � i + 1 and computes a
random skip length δ ←

⌊
log(r)

log(1−p)
⌋
, where r is a real number in (0, 1) chosen uniformly

at random and p � pi , j �
wi w j

S . Then vertex v is selected by skipping the next δ vertices
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(Line 15), and edge (i , v) is selected with probability q
p , where q � pi ,v �

wi wv
S (Line 17-20).

Then from the next vertex j + v, this cycle of skipping and selecting edges is repeated
(while loop in Line 9-22). As we always have i < j and no edge (i , j) can be selected more
than once, this algorithm does not create any self-loops or parallel edges. As the set of
weights w is sorted in non-increasing order, for any vertex i, the probability pi , j �

wi w j
S

decreases monotonically with the increase of j. It is shown in [105] that for any i , j, edge
(i , j) is included in E with probability exactly wi w j

S , as desired, and that the algorithm runs
in O(n + m) time.

4.3 A Time Efficient Parallel Algorithm for the CL Model

Next we present our time efficient distributed memory parallel algorithm for the CL model.
Although our algorithm generates undirected edges, for the ease of discussion we consider
u as the source vertex and v as the destination vertex for any edge (u , v) generated by the
procedure Create-Edges(). Let Tu be the task of generating the edges from source vertex
u (Lines 6-22 in Algorithm 3). It is easy to see that, for any pair of vertices (u , v), generating
edges in task Tu does not depend on generating edges in task Tv , i.e., tasks Tu and Tv

can be executed independently by two different processors. Now execution of procedure
Create-Edges(w , S,V) is equivalent to executing the set of tasks {Tu : u ∈ V}. Efficient
parallelization of Algorithm 3 requires:

• Computing the sum S �
∑n−1

k�0 wk in parallel

• Dividing the task of executing Create-Edges() into independent subtasks

• Accurately estimating the computational cost for each task

• Balancing computational load among the processors

To compute the sum S efficiently, a parallel sum operation is performed on w using P
processors, which takes O ( n

P + log P
)
time. To divide the task of executing procedure

Create-Edges() into independent subtasks, the set of vertices V is divided into P disjoint
subsets V1,V2, . . . ,VP , that is, Vi ⊂ V , such that for any i , j, Vi ∩ Vj � ∅ and ⋃

i Vi � V .
Then Vi is assigned to processor Pi , and Pi executes the tasks {Tu : u ∈ Vi}, that is, Pi

executes Create-Edges(w , S,Vi).

Estimating and balancing computational loads accurately are the most challenging tasks.
To achieve a good speedup of the parallel algorithm, both tasks must also be done in
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parallel, which are non-trivial problems. A good load balancing is achieved by properly
partitioning the set of vertices V such that the computational loads are equally distributed
among the processors. We use two classes of partitioning schemes named consecutive
partitioning (CP) and round-robin partitioning (RRP). In the CP scheme, consecutive
vertices are assigned to each subset, whereas, in the RRP scheme, vertices are assigned
to the partitions in a round-robin fashion. The use of various partitioning schemes is not
only interesting for understanding the performance of the algorithm but also useful in
analyzing the generated networks. It is sometimes desirable to generate networks on the
fly and analyze them without performing disk I/O. Different partitioning schemes can
be useful for different network analysis algorithms. Many network analysis algorithms
require partitioning the network into an equal number of vertices (or edges) per processor.
Some algorithms also require the consecutive vertices to be stored in the same processor.
Before discussing the partitioning schemes in detail, we describe some formulations that
are applicable to all of these schemes.

Let eu be the expected number of edges produced and cu be the computational cost in task
Tu for a source vertex u. For the sake of simplicity, we assign one unit of time to process a
vertex or an edge. With S �

∑n−1
v�0 wv , we have:

eu �

n−1∑
v�u+1

pu ,v �

n−1∑
v�u+1

wu wv

S
�

wu

S

n−1∑
v�u+1

wv (4.1)

cu � eu + 1. (4.2)

For two vertices u , v ∈ V such that u < v, we have cu ≥ cv as shown in Lemma 8.
Lemma 8. For any two vertices u , v ∈ V such that u < v, cu ≥ cv .

Proof. The lemma follows immediately from Equation 4.2 and the fact that, the weights are
sorted in non-increasing order. �

The expected number of edges generated by the tasks {Tu : u ∈ Vi} is given by mi �
∑

u∈Vi
eu .

Note that the expected number of edges in the generated network, i.e., the expected total
number of edges generated by all processors is m � |E | � ∑P−1

i�0 mi �
∑n−1

u�0 eu . The expected
computational cost for processor Pi is given by

c(Vi) �
∑
u∈Vi

cu �

∑
u∈Vi

(eu + 1) � mi + |Vi |. (4.3)

Therefore, the total cost for all processors is given by
P−1∑
i�0

c(Vi) �
P−1∑
i�0
(mi + |Vi |) � m + n. (4.4)
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4.3.1 Consecutive Partitioning (CP)

Let subset Vi start at vertex ni and end at vertex ni+1 − 1, where n0 � 0 and nP � n, i.e.,
Vi � {ni , ni + 1, . . . , ni+1 − 1}, for all i. We say ni is the lower boundary of subset Vi . A naïve
way for partitioning V makes each Vi consist of an equal number of vertices, i.e., |Vi | �

⌈ n
P

⌉
for all i. To keep the discussion neat, we simply use n

P . Although the number of vertices
in each subset is the same, the computational cost among the processors is unbalanced.
Lemma 9 shows that for two consecutive subsets Vi and Vi+1, c(Vi) > c(Vi+1) for all i, and
the difference is at least n2

SP2 W iW i+1, where W i �
1
|Vi |

∑
u∈Vi

wu , the average weight (degree)
of the vertices in Vi .

Lemma 9. Let c(Vi) be the computational cost for subset Vi . In the naïve partitioning scheme, we
have c(Vi) − c(Vi+1) ≥ n2

SP2 W iW i+1, where W i �
1
|Vi |

∑
u∈Vi

wu , the average weight of the vertices
in Vi .

Proof. In the naïve partitioning scheme, each of the subsets has x �
n
P vertices, except the

last subset, which may have fewer than x vertices. For the ease of discussion, assume that
for u ≥ n, wu � 0 and consequently eu � 0. Now, Vi � {ix , ix + 1, . . . , (i + 1)x − 1}. Using
Equation 4.3, we have

c(Vi) − c(Vi+1) �
∑
u∈Vi

(eu + 1) −
∑

u∈Vi+1

(eu + 1)

≥
(i+1)x−1∑

u�ix

(eu + 1) −
(i+2)x−1∑
u�(i+1)x

(eu + 1)

�

(i+1)x−1∑
u�ix

(eu − eu+x)

�

(i+1)x−1∑
u�ix

(
wu

S

n−1∑
v�u+1

wv − wu+x

S

n−1∑
v�u+x+1

wv

)

≥
(i+1)x−1∑

u�ix

wu

S

u+x∑
v�u+1

wv

≥
(i+1)x−1∑

u�ix

wu

S
xW i+1

�
xW i+1

S
· xW i
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Figure 4.1: Computational cost and run time in naïve CP scheme

�
n2

SP2 W iW i+1.

�

Thus c(Vi) gradually decreases with i by a large amount leading to a very unbalanced
distribution of the computational cost.

To demonstrate that the naïve CP scheme leads to an unbalanced distribution of computa-
tional cost, we generated two networks, both with one billion vertices: i) an Erdős-Rényi
network with an average degree of 500, and ii) a power-law network with an average
degree of 49.72. We used 512 processors, which is good enough for this experiment.

Figure 4.1 shows the computational cost and run time per processor. In both cases, the
cost is not well-balanced. For the power-law network, the imbalance of computational cost
is more prominent. Observe that the run time is almost directly proportional to the cost,
which justifies our choice of cost function, that is, balancing the cost will also balance the
run time.

We need to find the sets Vi such that each set has equal cost, i.e., c(Vi) ≈ Z, where Z �
(m+n)

P
is the average cost per processor. We refer to such a partitioning scheme as uniform cost
partitioning (UCP). Although determining the partition boundaries in the naïve scheme is
very easy, finding the boundaries in the UCP scheme is a non-trivial problem and requires:
(i) computing the cost cu for each vertex u ∈ V and (ii) finding the boundaries of the
partitions such that every subset has a cost of Z. Naïvely computing costs for all vertices
takes O (

n2) time as each vertex independently requires O (n) time using Equation 4.1
and 4.2. A trivial parallelization achieves O

(
n2

P

)
time. Our algorithm performs this

computation in parallel in O ( n
P + log P

)
time.

Finding the partition boundaries such that the maximum cost of a subset is minimized is a
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well-known problem named the chains-on-chains partitioning (CCP) problem [116]. In CCP,
a sequence of P − 1 separators is determined to divide a chain of n tasks with associated
non-negative weights (cu) into P sets so that the maximum cost in the sets is minimized.
Sequential algorithms for CCP are studied quite extensively [102, 110, 116]. Since these
algorithms take at least Ω(n + P log n) time, using any of these sequential algorithms to
find the partition boundaries, along with the parallel algorithm for the CL model, does not
scale well. To the best of our knowledge, there is no known parallel algorithm for the CCP
problem. We present a novel parallel algorithm for determining the partition boundaries
that takes O ( n

P + P
)
time in the worst case.

To determine the partition boundaries, instead of using cu directly, we use the cumulative
cost Cu �

∑u
v�0 cv . We call a set Vi a balanced subset if the computational cost of Vi is

c(Vi) � ∑ni+1−1
u�ni cu � Cni+1−1 − Cni−1 ≈ Z. Also note that for lower boundary ni of set Vi we

have, Cni−1 < iZ ≤ Cni for 0 < i ≤ P − 1. Thus, we have

ni � arg min
u

(
Cu ≥ iZ

)
. (4.5)

In other words, a vertex u with cumulative cost Cu belongs to subset Vi such that i �
⌊

Cu

Z

⌋
.

The partitioning scheme is shown visually in Figure 4.2.
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Figure 4.2: Uniform cost partitioning (UCP) scheme

Computing Cu in Parallel. Computing Cu has two difficulties: i) for a vertex u, computing
cu by using Equation 4.1 and 4.2 directly is inefficient and ii) Cu is dependent on Cu−1.
To overcome the first difficulty, we use the following form of eu to calculate cu . From
Equation 4.1 we have

eu �
wu

S

n−1∑
v�u+1

wv

�
wu

S

(
n−1∑
v�0

wv −
u∑

v�0
wv

)
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�
wu

S

(
n−1∑
v�0

wv −
u−1∑
v�0

wv − wu

)

cu � eu + 1 �
wu

S
(S − σu − wu) + 1 where σu �

u−1∑
v�0

wv . (4.6)

Therefore, cu can be computed by successively updating σu � σu−1 + wu−1.

sP−1 �

n−1∑
v�n−n/P

wvs0 �

n/P−1∑
v�0

wv s1 �

2n/P−1∑
v�n/P

wv

Processor 0 Processor 1 Processor P-1

Exclusive Prefix Sum on si

S0 � 0 S1 �
∑0

i�0 si SP−1 �
∑P−2

i�0 si

σu ← Su

Cu ← eu + 1 �
wu (S−σu−wu )

S + 1
for v � u + 1 to (i+1)n

P − 1
σv ← σv−1 + wv

ev ← wv (S−σv−wv )
S

Cv ← Cv−1 + ev + 1
zi � C (i+1)n

P −1

Exclusive Prefix Sum on zi

Z0 � 0 Z1 �
∑0

i�0 zi ZP−1 �
∑P−2

i�0 zi

for v � u to (i+1)n
P − 1

Cv ← Cv + Zi

Steps

1

2

3

4

5

u ← in
P

5

Processor Pi

Figure 4.3: Steps for determining cumulative cost in UCP

To deal with the second difficulty, we compute Cu in several steps using procedure
Calc-Cost() as shown in Algorithm 4 (see Figure 4.3 for a visual representation of the
algorithm). In each processor, the partitioning algorithm starts with procedure UCP()

that calculates the cumulative costs using procedure Calc-Cost(). Then procedure
Make-Partition() is used to compute the partitioning boundaries. At the beginning of
the Calc-Cost() procedure, the task of computing costs for the n vertices are distributed
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Algorithm 4: Uniform Consecutive Partitioning

// global: i ← processor id

1 Procedure UCP
(
V , w, S

)
2 Calc-Cost(w, V , S)
3 Make-Partition(w, V , S)

4 Procedure Calc-Cost
(
w, V , S

)
5 si ← ∑(i+1) n

P−1
u�i n

P
wu

6 In Parallel: Si ← ∑i−1
j�0 s j

7 u ← in
P

8 σu ← Si

9 Cu ← eu + 1 �
wu
S (S − σu − wu) + 1

10 for u �
in
P + 1 to (i+1)n

P − 1 do
11 σu ← σu + wu

12 eu ← wu
S (S − σu − wu)

13 Cu ← Cu−1 + eu + 1

14 zi ← C (i+1)n
P −1

15 In Parallel: Zi ← ∑i−1
j�0 z j

16 for u �
in
P to (i+1)n

P − 1 do
17 Cu � Cu + Zi

18 Procedure Make-Partition
(
w, V , S

)
19 In Parallel: Z← ∑P−1

i�0 zi

20 Z← Z
P

21 Find-Boundaries
(

in
P ,
(i+1)n

P − 1, C, Z
)

22 forall nk ∈ Bi do
23 Send nk to Pk and Pk+1

24 Receive boundaries ni and ni+1
25 return Vi � [ni , ni+1 − 1]

26 Procedure Find-Boundaries
(
s, e, C, Z

)
27 if

⌊
Cs

Z

⌋
�

⌊
Ce

Z

⌋
then

28 return

29 m ← (e+s)
2

30 if
⌊

Cm

Z

⌋
,

⌊
Cm+1

Z

⌋
then

31 n ⌊
Cm+1

Z

⌋ ← m + 1

32 Find-Boundaries
(
s ,m , C, Z

)
33 Find-Boundaries

(
m + 1, e , C, Z

)

among the P processors equally, i.e., processor Pi is responsible for computing costs for
the vertices from i n

P to (i + 1) nP − 1. Note that these are the vertices that processor Pi works
with while executing the partitioning algorithm to find the boundaries of the subsets.

In Step 1 (Line 5), Pi computes a partial sum si �
∑ (i+1)n

P −1
u� in

P
wu independently of other

processors. In Step 2 (Line 6), exclusive prefix sum Si �
∑i−1

j�0 s j is calculated for all si , where
0 ≤ i ≤ P−1 and S0 � 0. This exclusive prefix sum can be computed in parallel in O (

log P
)

time [128]. We have

Si �

i−1∑
j�0

s j �

i−1∑
j�0

( j+1)n
P −1∑

u� jn
P

wu �

in
P −1∑
u�0

wu � σ in
P
.

In Step 3, Pi partially computes Cu , where in
P ≤ u < (i+1)n

P . By assigning σ in
P
� Si , C in

P
is

determined partially using Equation 4.6 in constant time (Line 9). For each u, values of σu ,
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eu , and Cu are also determined in constant time (Line 10-13), where in
P + 1 ≤ u ≤ (i+1)n

P − 1.
After Step 3, we have Cu �

∑u
v� in

P
cv . To obtain the final value of Cu �

∑u
v�0 cv , the value∑v� in

P −1
v�0 cv needs to be added. For a processor Pi , let zi � C (i+1)n

P −1 �
∑ (i+1)n

P −1
v� in

P
cv . In Step 4

(Line 15), another exclusive parallel prefix sum operation is performed on zi so that

Zi �

i−1∑
j�0

z j �

i−1∑
j�0

( j+1)n
P −1∑

v� jn
P

cv �

in
P −1∑
v�0

cv .

Note that Zi is exactly the value required to get the final cumulative cost Cu . In Step 5
(Lines 16-17), Zi is added to Cu for in

P ≤ u ≤ (i+1)n
P − 1.

Finding Partition Boundaries in Parallel. The partition boundaries are determined using
Equation 4.5. The procedure Make-Partition() generates the partition boundaries. In
Line 19, the parallel sum is performed on zi to determine Z �

∑P−1
0 zi �

∑n−1
0 cu � n + m,

the total cost and Z �
Z
P , the average cost per processor (Line 20). Find-Boundaries()

is called to determine the boundaries (Line 21). From Equation 4.5, it is easy to show
that a partition boundary is found between two consecutive vertices u and u + 1, such
that

⌊
Cu

Z

⌋
,

⌊
Cu+1

Z

⌋
. Vertex u + 1 is the lower boundary of subset Vi , where i �

⌊
Cu+1

Z

⌋
.

Pi executes Find-Boundaries() from vertices in
P to (i+1)n

P − 1. Find-Boundaries() is a
divide & conquer based algorithm to find all the boundaries in that range efficiently using
the cumulative costs. All the found boundaries are stored in a local list. In Line 28, it is
determined whether the range contains any boundary. If the range does not have any
boundary, i.e., if

⌊
Cs

Z

⌋
�

⌊
Ce

Z

⌋
, the algorithm returns immediately. Otherwise, it determines

the middle of the range m in Line 29. In Line 30, the existence of a boundary between
m and m + 1 is evaluated. If m + 1 is indeed a lower partition boundary, it is stored in
local list in Line 31. In Line 32 and 33, Find-Boundaries() is called with the ranges [s ,m]
and [m + 1, e] respectively. Note that the range

[
in
P ,
(i+1)n

P − 1
]
may contain none, one or

more boundaries. Let Bi be the set of those boundaries. Once the set of boundaries Bi ,
for all i, are determined, the processors exchange these boundaries with each other as
follows. Vertex nk , in some Bi , is the boundary between the subsets Vk and Vk+1, i.e.,
nk − 1 is the upper boundary of Vk , and nk is the lower boundary of Vk+1. In Line 22, for
each nk in the range

[
in
P ,
(i+1)n

P − 1
]
, processor Pi sends a boundary message containing

nk to processors Pk and Pk+1. Notice that each processor i receives exactly two boundary
messages from other processors (Line 24), and these two messages determine the lower
and upper boundary of the i-th subset Vi . That is, now each processor i has subset Vi and
is ready to execute the parallel algorithm for the CL model with the UCP scheme.
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The run time of parallel Algorithm 4 is O ( n
P + P

)
as shown in Theorem 10.

Theorem 10. The parallel algorithm for determining the partition boundaries of the UCP scheme
runs in O ( n

P + P
)
time, where n and P are the number of vertices and processors, respectively.

Proof. The parallel algorithm for determining the partition boundaries is shown in Algo-
rithm 4. For each processor, Line 5 takes O ( n

P

)
time. The exclusive parallel prefix sum

operation requires O (
log P

)
time in Line 6. Lines 7-9 take constant time. The for loop

at Line 10 iterates n
P − 1 times. Each execution of the for loop takes constant time for

Lines 11-13. Hence, the for loop at Line 10 takes O ( n
P

)
time. The prefix sum in Line 15

takes O (
log P

)
time. The for loop at Line 16 takes O ( n

P

)
time.

The parallel sum operation in Line 19 takes O (
log P

)
time using MPI_Reduce func-

tion. For each processor Pi , nk’s are determined in Find-Boundaries() on the range
of

[
in
P ,
(i+1)n

P − 1
]
. Finding a single partition boundary on these n

P vertices require O (
log n

P

)
time. If the range contains x partition boundaries, then it takes O (

min
{ n

P , x log n
P

})
time.

For each partition boundary nk , processor i sends exactly two messages to the processors
Pk and Pk−1. Thus each processor receives exactly two messages. There are at most P

boundaries in
[

in
P ,
(i+1)n

P − 1
]
. Thus, in the worst case, a processor may need to send at

most 2P messages, which takes O (P) time. Therefore, the total time in the worst case is
O ( n

P + min
{ n

P , P log n
P

}
+ P

)
� O ( n

P + P
)
. �

Theorem 10 shows the worst case run time of O ( n
P + P

)
. Notice that this bound on time is

obtained considering the case that all P partition boundaries nk can be in a single processor.
However, in most real-world networks, it is an unlikely event, especially when the number
of processors P is large. Thus it is safe to say that for most practical cases, this algorithm
will scale to a larger number of processors than the run time analysis suggests. Now
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we experimentally show the number of partition boundaries found in the first subset for
some popular networks. For the ER networks, the maximum number of boundaries in a
processor is 2, regardless of the number of processors. Even for the power-law networks,
which has very skewed degree distribution, the maximum number of boundaries in a
single processor is very small. Figure 4.4 shows the maximum number of boundaries
found in a single processor. Two fitted plots of log2 P and log P is added in the figure for
comparison. From the trend, it appears the maximum number of partition boundaries in a
processor is somewhere between O (

log P
)
and O

(
log2 P

)
. Since power-law has one of the

most skewed degree distribution among real-world networks, we can expect the run time
to find partition boundaries to be approximately O

(
n
P + log2 P

)
time. The basic steps of

our parallel algorithm for the Chung–Lu model using the UCP scheme is summarized in
Algorithm 5.

Algorithm 5: Parallel Chung–Lu Algorithm
1 Procedure Parallel�Chung�Lu

(
w
)

// i ← processor id

2 Si ← ∑
j w j // i n

P ≤ j < (i + 1) nP
3 In Parallel: S← ∑P−1

j�0 S j

4 In Parallel: Vi ← UCP(V, w , S)
5 E(i) ← Create�Edges(w , S,Vi)

Using the UCP scheme, our parallel algorithm for generating random networks with the
CL model runs in O (m+n

P + P
)
time as shown in Theorem 12. To prove Theorem 12, we

need a bound on computation cost which is shown in Theorem 11.

Theorem 11. The computational cost in each processor is O (m+n
P

)
w.h.p.

Proof. For each u ∈ Vi and v > u, (u , v) is a potential edge in processor Pi , and Pi creates
the edge with probability pu ,v �

wu wv
S where S �

∑
v∈V wv . Let x be the number of potential

edges in Pi , and these potential edges are denoted by f1, f2, . . . , fx (in any arbitrary order).
Let Xk be an indicator random variable such that Xk � 1 if Pi creates fk and Xk � 0
otherwise. Then the number of edges created by Pi is X �

∑x
k�1 Xk .

As discussed in Section 4.2, generating the edges efficiently by applying the edge skipping
technique is stochastically equivalent to generating each edge (u , v) independently with
probability pu ,v �

wu wv
S . Let ξe be the event that edge e is generated. Regardless of the

occurrence of any event ξe with e , (u , v), we always have Pr[ξ(u ,v)] � pu ,v �
wu wv

S . Thus,
the events ξe for all edges e are mutually independent. Following the definitions and
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formalism given in Section 4.3.1, we have the expected number of edges created by Pi ,
denoted by µ, as

µ � E[X] �
∑
u∈Vi

eu � mi .

Now we use the following standard Chernoff bound for independent indicator random
variables and for any 0 < δ < 1,

Pr
[
X ≥ (1 + δ)µ] ≤ e−δ

2 µ
3 .

Using this Chernoff bound with δ �
1
2 , we have

Pr
[
X ≥ 3

2 mi

]
≤ e−

mi
12 ≤ 1

m3
i

for any mi ≥ 189. We assume m � P and consequently mi > P for all i.

Now using the union bound,

Pr
[
X ≥ 3

2 mi

]
≤ mi

1
m3

i

�
1

m2
i

for all i simultaneously. Then with probability at least 1− 1
m2

i
, the computation cost X + |Vi |

is bounded by 3
2 mi + |Vi | � O (mi + |Vi |). By construction of the partitions by our algorithm,

we have O (mi + |Vi |) � O
(m+n

P

)
. Thus the computation cost in all processors is O (m+n

P

)
w.h.p. �

Theorem 12. Our parallel algorithm with the UCP scheme for generating random networks with
the CL model runs in O (m+n

P + P
)
time w.h.p.

Proof. Computing the sum S in parallel takes O ( n
P + log P

)
time. Using the UCP scheme,

vertex partitioning takes O ( n
P + P

)
time (Theorem 10). In the UCP scheme, each subset

has O (m+n
P

)
computation cost w.h.p. (Theorem 11). Thus creating edges using proce-

dure Create-Edges() requires O (m+n
P

)
time, and the total time is O ( n

P + P +
m+n

P

)
�

O (m+n
P + P

)
w.h.p. �

4.3.2 Round-Robin Partitioning (RRP)

In the RRP scheme, vertices are distributed in a round robin fashion. Subset Vi has the
vertices 〈i , i + P, i + 2P, . . . , i + kP〉 such that i + kP ≤ n < i + (k + 1)P; i.e., Vi � { j | j
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mod P � i}. In other words vertex i is assigned to Vi mod P . The number of vertices in
each subset is almost equal, either

⌊ n
P

⌋
or

⌈ n
P

⌉
.

To compare the computational cost, consider two subsets Vi and Vj with i < j. Now, for the
x-th vertices in these two subsets, we have: ci+(x−1)P ≥ c j+(x−1)P as i + (x−1)P < j + (x−1)P
(see Lemma 8). Therefore, c(Vi) � ∑

u∈Vi
cu ≥ c(Vj) � ∑

u∈Vj
cu , and, by the definition of

the RRP scheme, |Vi | ≥ |Vj |. The difference in cost between any two subsets is at most w0,
the maximum weight as shown in Lemma 13.

Lemma 13. In the Round Robin Partitioning (RRP) scheme, for any i < j, we have c(Vi)− c(Vj) ≤
wi .

Proof. The difference in cost between two subsets Vi and Vj is given by

c(Vi) − c(Vj) �
∑
u∈Vi

cu −
∑
u∈Vj

cu �

k∑
x�0

(
ci+xP − c j+xP

)

� ci −
k−1∑
x�0

(
c j+xP − ci+(x+1)P

) − c j+kP

≤ ci − c j+kP
[
c j+xp ≥ ci+(x+1)P

]
≤ ei

�
wi

S

n−1∑
v�i+1

wv

<
wi

S
S � wi .

�

Thus, the RRP scheme provides quite good load balancing. However, it is not as good as
the UCP scheme. It is easy to see that in the RRP scheme, for any two subsets Vi and Vj

such that i < j, we have c(Vi) > c(Vj). But, by design, the UCP scheme makes the subset
such that costs are equally distributed among the processors. Furthermore, although
the RRP scheme is simple to implement and provides quite good load balancing, it has
another subtle problem. In this scheme, the vertices of a partition are not consecutive
and are scattered in the entire range leading to some serious efficiency issues in accessing
these vertices. One major issue is that locality of reference is not maintained, leading to
a very high rate of cache misses during the execution of the algorithm. This contrast of
performance between UCP and RRP is even more prominent when the goal is to generate
massive networks as shown by experimental results in Section 4.5.
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4.4 Space-Efficient Parallel Algorithm for the CL Model

The time efficient algorithm for the CL model requires the weights of all vertices to be
stored in each processor, which requires O(n)memory per processor. When generating a
network with a huge number of vertices, it might not be possible to fit the weights of all
vertices in each processor’s memory. In this section, we present a space-efficient version of
the parallel algorithm for the CL model that only requires O( nP )memory.

In this algorithm, the set of vertices V is partitioned into P subsets V1,V2, . . . ,VP−1. Subset
Vi includes the vertices from in

P to (i+1)n
P and assigned to processor Pi . Note that the vertex

(i+1)n
P is common in both subsets Vi and Vi+1 where 0 ≥ i < P − 1. Processor Pi stores the

weights {wu : u ∈ Vi}. Hence, each processor requires O( nP )memory to store the weights.

Similar to the time efficient algorithm, processor Pi also computes the sum of weights S in
parallel. However, unlike that algorithm, the tasks {Tu : u ∈ Vi} for subset Vi are executed
in a different manner. Executing a task Tu requires the weights from wu to wn−1, however
a processor does not have the full weight array. A straightforward way to overcome this
difficulty is to collect the required weights from other processors. Using this method
requires a excessive message communication, which leads to poor performance. To avoid
unnecessary data movements, task Tu is distributedly computed by many processors in
our space-efficient algorithm. Note that the task T (i+1)n

P
will not be started in processor Pi ,

rather it will be initiated by processor Pi+1. For any task Tu , the algorithm starts with
vertex v � u + 1, adds a random skip length δ computed from the probability wu wv

S and
selects vertex v + δ. If this vertex is in the same subset Vi then edge (u , v + δ) is created
with probability q

p , where q �
wu wv+δ

S , and the process of skipping and selecting edges is
repeated with v � v + δ + 1.

If a selected vertex v is in some other subset Vj , then a token message 〈u , v , wu〉 is sent to
processor Pj . At this point, execution of task Tu is stopped in processor Pi and is to be
resumed by processor Pj upon receiving the message. Processor Pi continues to process
the next task or any message it received.

Upon receiving a token message 〈u′, v′, w′〉 from processor Pi , processor Pj resumes task
Tu′. Note that only wu′ is required to resume the task, which is given in the message from
processor Pi . Resuming the task means setting the starting vertex v � v′ and repeating the
process of skipping and selecting edges within the partition boundary.

The pseudocode of the algorithm is given in Algorithm 6. Note that, in Lines 4-6, all
available messages are processed first. This is done so that the sent messages do not fill the
MPI message buffer while waiting to be received.
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Algorithm 6: Space-efficient CL Algorithm
// global: i ← processor id

1 Procedure CL-Space-Efficient
(
w
)

2 In Parallel: S← ∑
k wk

3 forall u ∈ Vi do
4 while message is available to receive do
5 〈u′, v′, w′〉 ← received message
6 NodeTask(u′, v′, w′)

7 NodeTask(u, u + 1, wu)

8 forall remaining messages do
9 〈u′, v′,w′〉 ← received message
10 NodeTask(u′, v′, w′)

11 Procedure NodeTask
(
u, v, w

)
12 p ← min(w · wv/S, 1)
13 while p > 0 do
14 if v ∈ Vi then
15 compute skip length δ
16 v ← v + δ // skip δ edges

17 if v ∈ Vi then
18 q ← min(w · wv/S, 1)
19 create edge (u , v)with probability q

p

20 p ← q, v ← v + 1

21 else
22 Send message 〈u , v ,wu〉 to Pj where v ∈ Vj

23 break

In the space-efficient version of the parallel CL algorithm, each processor has the same
number of vertices but the number of edges generated by each processor varies significantly.
Each processor Pi send tokens only to higher ranked processors Pj , where j > i. It is easy
to see that higher ranked processors can receive at most n tokens. A processor Pi , while
working on task Tu , may select the next vertex v that is in processor Pj such that j > i + 1
(Line 22 in Algorithm 6). Then, processor Pi+1 to Pj−1 will not receive any message for
task Tu . There are at most n tasks and some processors may not receive tokens for some of
the tasks.
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Figure 4.5: Distribution of vertices, edges and messages for space-efficient parallel CL algorithm

Figure 4.5 shows the workload for the Erdős-Rényi and Power-Law networks. In the
figure, cost refers to the combined number of vertices, edges, and incoming and outgoing
messages. This experimental result shows that the number of tokens received by a processor
is significantly smaller than n.

In Figure 4.5(a), observe that the number of edges produced in Erdős-Rényi network
increases with increasing processor rank. In contrast, for the power-law network, the
number of edges produced decreases with increasing processor rank. With the objective
of improving load balancing, we study another approach, where the set of vertices V is
partitioned into 2P subsets with equal number of vertices where each subset contains
consecutive set of vertices. Let the subsets be V0,V1, . . . ,V2P−1. Each processor Pi is
assigned two subsets: subset Vi and V2P−1−i . The rest of the algorithm is basically similar
to the previous space-efficient algorithm. The only difference is that processor Pi works on
two subsets instead of one subset. Figure 4.6 shows the load distribution of the algorithm
with 2P subsets. Observe that this algorithm provides better edge andmessage distribution
than the previous space-efficient version.
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Figure 4.6: Space-efficient parallel CL algorithm with 2P subsets

4.5 Experimental Results

In this section, we experimentally show the accuracy and performance of our algorithm.
The accuracy of our parallel algorithms is demonstrated by showing that the generated
degree distributions closely match the input degree distribution. The strong scaling of our
algorithm shows that it scales very well to a large number of processors. We also present
experimental results showing the impact of the partitioning schemes on load balancing
and performance of the algorithm.

Experimental Setup. We used an 81-node HPC cluster for the experiments. Each node is
powered by two octa-core SandyBridge E5-2670 2.60GHz (3.3GHz Turbo) processors with
64 GB memory. The algorithm is developed with MPICH2 (v1.7), optimized for QLogic
InfiniBand cards.

Graph Datasets. In the experiments, degree distributions of real-world and artificial
random networks were considered. The list of networks is shown in Table 4.1. The run
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time does not include the I/O time to write the graph to disk.

Table 4.1: Networks used in the experiments

Network Type Nodes Edges

PL Power-Law Distribution 1B 249B

PL-Small Power-Law Distribution 1M 11.5B

ER Erdős-Rényi Network 1M 200M

Miami [16] Contact Network 2.1M 51.4B

Twitter [162] Real-World Social Network 41.65M 1.37B

Friendster [161] Real-World Social Network 65.61M 1.81B

Degree Distribution of Generated Networks. Figure 4.7 shows the input and generated
degree distributions for ER, PL, Miami, Twitter, and Friendster networks. As observed from
the plots, the generated degree distributions closely follow the input degree distributions
reassuring that our parallel algorithms generate random networks with given expected
degree sequences accurately.

As a formal test, we use the Kullback-Leibler (KL) divergence [82] to compute the statistical
difference between the input and output degree distributions. The KL divergence measures
the difference between twoprobability distributionsQ (input) and R (output) as information
gain defined as:

DKL(Q‖R) �
∑

i

Q(i) log Q(i)
R(i) . (4.7)

In other words, it measures the amount of information lost (in number of bits) when the
output distribution R is used in place of the input distribution Q. Table 4.2 summarizes
the KL-Divergence test results. The average minimum number of bits needed for each
entry of input distribution Q are shown in column two of the table. The KL divergences
between the input and output degree distributions of our parallel algorithm for are shown
in column three. The difference of number of bits required in percentage is presented in
column four. Note that the differences are negligible and expected due to the randomness
of the network model.

Effect of Partitioning Schemes. As discussed in Section 4.3.1, partitioning significantly
affects load balancing and performance of the algorithm. We demonstrate the effects of the
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(a) PL-Small (b) Miami

(c) Twitter (d) ER

(e) Friendster

Figure 4.7: Degree distributions of input and generated degree sequences

partitioning schemes in terms of computing time in each processor as shown in Figure 4.8
using ER, Twitter, and PL networks. Computational time for the naïve scheme is skewed.
For all the networks, the computational times for the UCP and RRP scheme stay almost
constant in all processors, indicating good load-balancing. The RRP scheme is a little
slower than the UCP scheme because the locality of references is not maintained in RRP,
leading to high cache miss as discussed in Section 4.3.2.
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Table 4.2: KL Divergence Test for the Input and Output Degree Distributions

Minimum required bits DKL(Q‖R) % difference

PL-Small 3.117437 0.125099 4.01%
ER 5.699510 0.095964 1.68%
Miami 6.900232 0.002102 0.03%
Twitter 6.307555 0.007157 0.11%
Friendster 6.171355 0.038343 0.62%
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4.5.1 Memory Requirement

Table 4.3 shows the memory required to generate a power-law network with 1B vertices and
249B edges with 1024 processors and the Twitter network. As expected, our space-efficient
algorithm requires P times less memory than the time-efficient algorithm to store the given
degree sequence. Time-efficient algorithm also requires more memory for computing the
partition boundaries.

Table 4.3: Required memory (in MB) for parallel algorithm

Network Algorithm Weight Computation

Power-Law
Space Efficient 1.98 0.93

Time Efficient 1,907.36 7.48

Twitter
Space Efficient 0.077 0.9

Time Efficient 79.44 0.31

Strong and Weak Scaling of Time Efficient Algorithm. Strong scaling of a parallel
algorithm shows its performance with the increasing number of processors, while keeping
the problem size fixed. Figure 4.9 shows the speedup of the naïve, UCP, and RRP
partitioning schemes using the PL and Twitter networks. Speedups are measured as
Ts
Tp
, where Ts and Tp are the running time of the sequential and the parallel algorithm,

respectively. The number of processors were varied from 1 to 1024. As Figure 4.9 shows,
UCP and RRP achieve excellent linear speedups. The naïve scheme performs the worst as
expected. The speedup for the PL is greater than that for the Twitter network. As Twitter is
smaller than the PL network, the impact of the parallel communication overheads is higher,
contributing to decreased speedup. Still, the algorithm to generate the Twitter network has
a speedup of 400 using 1024 processors.

The weak scaling measures the performance of a parallel algorithmwhen the input size per
processor remains constant. For this experiment, we varied the number of processors from
16 to 1024. For P processors, a PL network with 106P vertices and 108P edges is generated.
Note that weak scaling can only be performed on artificial networks. Figure 4.9(c) shows
the weak scaling for the UCP and RRP schemes using the PL networks. Both RRP and
UCP show very good weak scaling with almost constant run time.

Strong Scaling of Space Efficient Algorithm. Figure 4.10 shows the speedup of space-
efficient algorithm with P and 2P partitions. We used a power-law (n � 1B vertices
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Figure 4.9: Strong and weak scaling of the parallel algorithms

and m � 249B edges) and the Twitter networks (n � 41.65M vertices and m � 1.37B
edges) for this experiment. To make the algorithm space efficient, we had to sacrifice the
time efficiency. It is easy to see that a processor can receive at most n token messages,
which might require O(n) running time. However, in practice, a processor receives fewer
messages. The space-efficient algorithm with P partitions and 1024 processors achieves a
speedup of 100 for the Power-Law network and 20 for Twitter network.

Though the efficient memory algorithm with 2P partitions have better load distribution, in
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Figure 4.10: Strong scaling of the space efficient parallel algorithm

practice it does not perform well. This is due to the fact that each processor can receive
messages from any other processor. Managing and synchronizing the two partitions of the
space-efficient parallel algorithm is complex and if affects the run time of the algorithm.

Effect of Average Degree. There are three main parts of our time-efficient algorithm:
calculating sum S, computing partition boundaries and creating edges. The first two parts
depend on the number of vertices and processors. Creation of edges is dependent on the
number of edges to be created. A breakdown of computational costs is given in Table 4.4.
In this table, we used three networks using 1024 processors each of which has 1B vertices
and different average degrees. As seen from the table, the summation and load balancing
time is almost equal for a fixed n and P. With increasing average degree, the computation
time to create edges becomes more prominent.

Generating Large Networks. The primary objective of the parallel algorithm is to generate
massive random networks. Using the algorithm with the UCP scheme, we have generated
power law networks with one billion vertices and 249 billion edges in one minute using
1024 processors with a speedup of about 800.
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Table 4.4: Effect of average degree on run time

Time µ-seconds

Average Degree Summation Create Partition Edge Creation

3.18 116,363 13,657 526,087

(17.74%) (2.08%) (80.18%)

38.96 119,665 12,103 4,145,957

(2.8%) (0.28%) (96.92%)

497.22 115,488 12,790 50,764,215

(0.23%) (0.03%) (99.75%)

4.6 Conclusion

We have developed two efficient parallel algorithms for generating massive networks
with a given expected degree sequence using the Chung-Lu model. The main challenge
in developing these algorithms is load balancing. To overcome this challenge, we have
developed a novel parallel algorithm for balancing computational loads that results in a
significant improvement in efficiency. We believe that the presented parallel algorithm
for the Chung-Lu model will prove useful for modeling and analyzing emerging massive
complex systems and uncovering patterns that emerges only in massive networks. As
the algorithm can generate networks from any given degree sequence, its application will
encompass a wide range of complex systems. While one of our algorithms is time-efficient
and the other one is space-efficient, it remains an open problem to develop a parallel
algorithm that is simultaneously time- and space-efficient with both time and space
complexity in the ballpark of O(m+n

P + f (P)), where f (P) is some polynomial of P with
small degree.
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Chapter 5

An Efficient and Scalable Algorithmic
Method for Generating Large-Scale
Random Graphs

Many real-world systems and networks are modeled and analyzed using various random
graph models. These models must incorporate relevant properties such as degree distri-
bution and clustering coefficient. Many models, such as the Chung-Lu (CL), stochastic
Kronecker, stochastic block model (SBM), and block two-level Erdős-Rényi (BTER) models
have been devised to capture those properties. However, the generative algorithms for
these models are mostly sequential and take prohibitively long time to generate large-scale
graphs. In this paper, we present a novel time and space efficient algorithmic method to
generate random graphs using CL, BTER, and SBM models. First, we present an efficient
sequential algorithm and an efficient distributed-memory parallel algorithm for the CL
model. Our sequential algorithm takes O(m) time and O(Λ) space, where m and Λ are the
number of edges and distinct degrees, and our parallel algorithm takes O(mP +Λ + P) time
w.h.p. and O(Λ) space using P processors. These algorithms are almost time optimal since
any sequential and parallel algorithms need at least Ω(m) and Ω(mP ) time, respectively.
Our algorithms outperform the best known previous algorithms by a significant margin in
terms of both time and space. Experimental results on various large-scale networks show
that both of our sequential and parallel algorithms require 400-15000 times less memory
than the existing sequential and parallel algorithms, respectively, making our algorithms
suitable for generating very large-scale networks. Moreover, both of our algorithms are
about 3-4 times faster than the existing sequential and parallel algorithms. Finally, we
show how our algorithmic method also leads to efficient parallel and sequential algorithms
for the SBM and BTER models.

70
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5.1 Introduction

The advances of hardware technologies, software, and algorithms have enabled the detailed
study of complex systems. These systems, such as the Internet [54, 138], biological networks
[63], and social networks [86, 92, 161], are sometimes modeled by random graphs for the
purpose of studying their behavior. Degree distribution is one of the most prominent
features of these networks. Some well-understood graph models have been developed to
capture the diversity of the degree distributions, such as the Erdős-Rényi [51], stochastic
block models [73], small-world [153], Barabási-Albert [9, 15], exponential random graph
[59, 123], recursive matrix [31], stochastic Kronecker graph [93, 94], and HOT [30] models.

Each of these models has been developed considering some aspect of the networks. The
Erdős-Rényi model [51] was the first attempt to perform a systematic study of networks.
The stochastic block model [73] has been studied for a long time to study the community
structures found in many real-world networks. The small-world model [153] was proposed
to capture the small-world property found in many real-world systems. The Barabási-
Albert model [15] famously captured the preferential attachment and power-law degree
distribution properties. However, these models generate graphs with specific types of
degree distributions. The Chung-Lu model [38, 39] can generate a random graph with a
given sequence of expected degrees and is capable of generating networks from almost
any real-world degree distribution. Another model, called the block two-level Erdős-Rényi
(BTER) [80, 134] has been developed recently to study community structure, which can
capture both degree distribution and clustering coefficients. A generalization of BTER was
proposed in [26]. A joint degree distribution model [140] was also presented to study the
assortativity of real-world networks.

There have been some efforts to deal with massive networks. In one such effort, the
Graph500 group [65] choose the SKG model in the supercomputer benchmark due to its
simpler parallel implementation. The CL model is very similar to the SKG model [117],
which could replace the SKG model due to similar properties and ability to generate a
wider range of degree distributions. In this chapter, our main focus is on the CL model.
The previous best known sequential algorithm for the CL model is given in [105] which
takes O (m + n) expected time and O(n) space, where m and n are the number of edges and
vertices in the graph. Based on this sequential algorithm, a distributed-memory parallel
algorithm is presented in [7], which is the only known parallel algorithm for the CL model.
This parallel algorithm takes O (m+n

P + P
)
time with high probability (w.h.p.) and O(n)

space using P processors.

In this chapter, we present a novel method (called the DG (Degree-based Grouping) method),
based on grouping the vertices by their degrees, that leads to space and time efficient
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algorithms for several random graph models, including the CL model, with rigorous
guarantees. Our main contributions are summarized below.

1. Space efficiency: Both our sequential and parallel algorithms for the CL model require
only O(Λ) space, where Λ is the number of distinct degrees, compared to O(n) space
required by the previous algorithms. In real-world networks,Λ is significantly smaller than
n. Experimental results on a wide range of large-scale networks show that our algorithms
require 400-15000 times less memory than previous algorithms. This space efficiency makes
our algorithms suitable for generating very large-scale graphs.

2. Time efficiency: Our algorithms are more efficient in terms of run time also. We prove
that our sequential and parallel algorithms have running time O(m) and O (m

P +Λ + P
)
,

respectively, with high probability (this is discussed formally later), where P denotes
the number of processors. In contrast to earlier algorithms, the associated constants and
overheads are significantly smaller for our algorithms. Experimental results show that
our algorithms are about 3-4 times faster than the previous algorithms. Moreover, our
parallel algorithm achieves an almost optimal load balancing using an efficient load balancing
technique and scales very well to a large number of processors. Our parallel algorithm can
generate a network with 250 billion edges in just 12 seconds using 1024 processors.

3. Extensions to other models: Finally, we show how our algorithmic method extends natu-
rally to the BTER and SBM models and leads to significantly improved sequential and
parallel algorithms. Experimental results show that after applying the DGmethod, the run
time for the BTER model improves by a factor of 5-80 for various types and sizes of networks.

The rest of the chapter is organized as follows. In Section 5.2, we describe the problem and
the DG method. In Section 5.3, we present the efficient parallel algorithm along with the
optimal load balancing technique. In Section 5.4 and 5.5, we present the algorithms for
BTER and SBM models, respectively, applying the DG method. Finally, we conclude in
Section 5.6.

5.2 Generating random graphs with a desired degree dis-
tribution

Many models have been proposed to generate random graphs from a desired degree
distribution or sequence. The configuration model [20, 106] is one of the first models
that generates a graph with a given degree sequence. This model can generate every
possible graph with the given degree sequence with equal probability [106]. However, it
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can produce graphs with some undesirable properties such as parallel edges and self-loops
that are unacceptable for many applications. The Chung-Lu (CL) model [38, 39] is another
widely used model that generates random graphs from a given sequence of expected
degrees by avoiding these undesirable properties.

5.2.1 The Chung-Lu Model

Assume that we are given n vertices labeled as 1, 2, . . . , n and a sequence of expected
degrees W � 〈w1, w2, . . . ,wn〉 such that a vertex u has an expected degree of wu . In the
Chung-Lu (CL) model, any pair of vertices u and v are connected by an edge with the
probability pu ,v �

wu wv
S , where S �

∑
u wu (assuming maxu w2

u ≤ S, we have pu ,v ≤ 1 for
all u and v) [38, 39]. For simple graphs without self-loops, i.e., u , v, the expected degree
of a vertex u is

∑
v,u

wu wv
S � wu − w2

u
S , which converges to wu for large graphs.

A naïve algorithm for the CL model is: individually consider each of the n(n−1)
2 possible

pairs of distinct vertices {u , v} and create the edge (u , v) with probability pu ,v . It requires
O (

n2) time and O(n) space. Pinar et al. [117] presented a sampling-based algorithm
(henceforth referred to as the PSK algorithm), where each of the m edges is created by
selecting two end points randomly and independently using the degree distribution as the
probability distribution. Each end point is sampled in constant time using O(m)memory.
This algorithm requires O(m) time and O(m) space. Although this algorithm is simple, it
does not eliminate self-loops and parallel edges and requires large memory.

Miller andHagberg presented anO(m+n) time algorithm (referred to as theMHalgorithm)
that avoids self-loops or parallel edges and requires O(n) memory [105]. They used an
accept-reject sampling along with the edge skipping technique introduced in [19] for the Erdős-
Rényi model. Although this is the fastest known sequential algorithm for the CL model,
it has some limitations. It requires the sequence W be sorted in a non-increasing order
leading to some computational overhead. Additionally, due to the rejection sampling, some
potential edges are rejected. The number of such edges has been shown to be O(m), which
also incurs significant computational overhead, especially for skewed degree distributions
found in most real-world graphs [105]. Moreover, the MH algorithm needs to generate two
random numbers per edge (in contrast to one random number per edge in our algorithm).

We present an algorithm for the CL model using a novel method, called the DG algorithm,
which takes O(m) time and O(Λ) space, where Λ is the number of distinct values in
W . A comparison of the algorithms for the CL model is given in Table 5.1. Notice that
Λ < n, and in most cases, Λ is very small compared to n. Thus, our algorithm requires
significantly less memory comparing to the previous algorithms, making our algorithm
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suitable for generating large-scale graphs. Furthermore, although the time complexity is
similar, the lower overhead of our algorithm leads to smaller constants associated with the
time complexity and makes our algorithm approximately three times faster than the MH
algorithm.

Table 5.1: A comparison of the algorithms for the CL model

Algorithm Runtime Space

Naïve O(n2) O(n)
PSK [117] O(m) O(m)
MH [105] O(m + n) O(n)
DG (this work) O(m) O(Λ)

5.2.2 DG: A New Time and Memory Efficient Algorithm

In this section, we present DG, a new time and memory efficient algorithm for the
CL model. We are given a sequence of n expected degrees W � {w1, w2, . . .wn}. Let
D � {d1, d2, . . . , dΛ} be the set of all Λ distinct expected degrees in W , and let ni be
the number of vertices with expected degree di . Then {ni}1≤i≤Λ represents the degree
distribution. The number of vertices n �

∑Λ
i�1 ni , and the sum of the degrees S �

∑Λ
i�1(dini).

DG takes either a sequence of degrees or a degree distribution as input. If a sequence is the
input, it is converted into a degree distribution on the fly, without storing the sequence in
the memory. Only the degree distribution is stored in the memory, and it takes O(Λ) space.
The vertices are grouped by their expected degrees. Let Vi � {u ∈ V : wu � di} be the
group of vertices with expected degree di , and ni � |Vi | be the number of vertices in Vi for
1 ≤ i ≤ Λ. Now, there can be two types of edges: i) Intra edges: where both end-points of
an edge (u , v) belong to the same group, i.e., u , v ∈ Vi for some i, and ii) Inter edges: where
the two end-points belong to two different groups, i.e., u ∈ Vi and v ∈ Vj with i , j.

Creating Intra Edges. For any u , v ∈ Vi , the edge (u , v) is created with probability
pu ,v �

wu wv
S �

d2
i

S , since wu � wv � di . Notice that for all pairs of u , v ∈ Vi , the probabilities
pu ,v are equal. Thus generating the intra edges on Vi is equivalent to generating an Erdős-
Rényi (ER) random graph G(n , p) with n � ni � |Vi | and p �

d2
i

S . The ER model G(n , p)
generates a random graph with n vertices where each of n(n−1)

2 possible potential edges is
selected and added to the generated graph with probability p. We generate the intra edges
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on Vi for all i by generating ER random graphs G(ni ,
d2

i
S ). A Naïve algorithm to generate

random graph G(n , p) is: for each of the n(n−1)
2 potential edges, toss a biased coin and select

the edge with probability p. This Naïve algorithm takes O(n2) time. An efficient algorithm
for the ERmodel is given in [19], which runs in O(m) time. This algorithm uses a technique
called edge skipping technique. From a sequence of all potential edges, it selects a subset
of the edges using the skipping technique. We also use this edge skipping technique to
generate the inter edges. Below we briefly describe the edge skipping technique (see [19]
for details).

Edge Skipping Technique. Consider a sequence of potential edges as shown in Figure 5.1.
The goal is to select a subset of the edges such that each potential edge is selected with
probability p. In Figure 5.1, each circle represents a potential edge, and a black circle
represents a selected edge. Notice that before selecting an edge, a sequence of zero or more
potential edges is discarded (white circles), e.g., in Figure 5.1, edge e1 is discarded and e2 is
selected. Then e3 and e4 are discarded, and e5 is selected, and so on. Let ` be a random
variable, which denotes the number of consecutive edges discarded before selecting the
next edge. Then the probability that ` edges are discarded is

Pr
[
` edges are discarded

]
� (1 − p)`p. (5.1)

Notice that ` is a geometric randomvariable. A geometric randomnumber can be generated
in constant time from a uniform random number r ∈ (0, 1] using the inverse transform
method [19], which gives

` �

⌊
log r

log (1 − p)
⌋

(5.2)

Now to generate the intra edges, i.e., ER random graph G(ni ,
d2

i
S ), we apply the edge

skipping technique on a sequence of the potential edges. To save memory space, we do not
create any explicit sequence of the edges. Instead, the edges are represented by a set of
consecutive integers 1, 2, . . . ,M, where M �

( |Vi |
2
)
�

(ni
2
)
, following a lexicographic order of

the edges as shown in Figure 5.2(a) and 5.2(b). Now we select a subset of the integers from
1, 2, . . . ,M by applying the skipping technique with the probability p �

d2
i

S as follows. Let

e1 e2 e3 e4 e5 e6 e7 e8 e9 e10

` = 1 ` = 2 ` = 0 ` = 3

Figure 5.1: Selecting edges from a sequence of potential edges. The black circles represents the
selected edges.
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x be the last selected edge (initially x � 0). Then the skip length ` is computed using the
Equation 5.2. The next selected edge is given by x ← x + ` + 1. The selected edge number
x is converted into an edge using the equations shown in Figure 5.2(c). This process is
repeated until x ≥ M.

Vi

p �
d2

i
S

v3

v4

v0

v2

v1

(a) Intra edges

(v1 , v0)
1

2 3

4 6

7 8 9

(v2 , v0) (v2 , v1)

(v3 , v0) (v3 , v1) (v3 , v2)

(v4 , v0) (v4 , v1) (v4 , v2) (v4 , v3)
v4

v1

v2

v3

v1 v2 v3v0

10

5

(b) The sequence of possible edges

k =
⌈
−1+
√

1+8x
2

⌉

l = x − (k2
) − 1

x ≡ (vk, vl)

(c) Vertex pair conversion

Figure 5.2: Group Vi using G(n , p) model with ni � 5 and p �
d2

i
S .

Creating Inter Edges. For any u ∈ Vi , v ∈ Vj , the edge (u , v) is created with probability
pu ,v �

di d j
S . Note that for all pairs of u ∈ Vi , v ∈ Vj , the probabilities pu ,v are equal.

Therefore, generating the inter edges between Vi and Vj is equivalent to generating a
random bipartite graph [136] with ni and n j vertices and p �

di d j
S edge probability (see

Figure 5.3(a)).

v0

v2
v3

v1

Vj

u0
u1

Vi

p �
di d j

S

(a) Intra edges

(u0 , v0)
1 2 3 4

5 6 7 8

(u0 , v1) (u0 , v2) (u0 , v3)

(u1 , v0) (u1 , v1) (u1 , v2) (u1 , v3)

u0

u1

v0 v1 v2 v3

(b) The sequence of possible edges

k =
⌊

x−1
n j

⌋

l = (x − 1) mod n j

x ≡ (uk, vl)

(c) Vertex pair conversion

Figure 5.3: Inter edges between Vi and Vj (ni � 4 and n j � 2).

The edge skipping technique can also be applied to generate the inter edges using the
random bipartite model (Figure 5.3(a)). In this case, the potential edges are represented by
consecutive integers 1, 2, . . . ,M, where M � |Vi | |Vj | � nin j (Figure 5.3(b)). Next, the edge
skipping technique is applied on this sequence with probability p �

di d j
S . The selected

numbers x are converted to the edges using the equations shown in Figure 5.3(c).

Vertex Labels. Each vertex is identified by a unique integer label from 1 to n as follows.
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Let λi be the label of the first vertex of a group Vi , where λ1 � 1 and λi � 1 +
∑i−1

j�1 n j for
i > 1. Then, the vertices in Vi are labeled by the integers from λi to λi+1 − 1. Note that we
only store the starting label for each group, which requires O(Λ)memory.

Implementation. The pseudocode of our algorithm is presented in Algorithms 7 and 8.
The procedure Edge-Skipping() creates edges using the edge skipping technique. It takes
two group indices i , j, probability p, and the start and end of a sequence of potential
edges as input. Using a random number r ∈ (0, 1], the skip length ` is computed in line 6.
The next selected edge x is computed in line 6 and converted to edge (u , v) in line 9 (intra
edges) and line 11 (inter edges). The global labels of the endpoints u and v are denoted by
λi + u and λ j + v, respectively.

Algorithm 7: Generating edges using edge skipping
1 Procedure Edge-Skipping

(
i , j, p , start , end

)
2 x ← start − 1
3 while x < end do
4 r ← a uniform random number in [0, 1)
5 ` ←

⌊
log r

log (1−p)
⌋

6 x ← x + ` + 1
7 if x ≤ end then
8 if i � j then
9 u ←

⌈
−1+
√

1+8x
2

⌉
; v ← x − (u

2
) − 1

10 else
11 u ←

⌊
x−1
n j

⌋
; v ← (x − 1) mod n j

12 Output edge (λi + u , λ j + v)

The procedure DG-CL() (Algorithm 8) generates edges for all pairs of groups using the
procedure Edge-Skipping(). Lines 2 to 4 compute the starting label of each group. The
sum of expected degrees S is computed in line 5. Lines 6 and 7 iterate over all pairs of
groups {{Vi ,Vj} : 1 ≤ i ≤ j ≤ Λ}. For any pair {Vi ,Vj}, if i � j, intra edges for group Vi are

created by calling the procedure Edge-Skipping(i , i ,
d2

i
S , 1,

(ni
2
)
) (line 9). Otherwise, inter

edges are created between groups Vi and Vj by calling Edge-Skipping(i , j,
di d j

S , 1, ni n j)

(line 11).

Space Complexity. For each group Vi , we only store di , ni , and λi , leading to the space
complexity of O(Λ). In contrast, the MH algorithm requires storing the entire degree



Md Maksudul Alam Efficient and Scalable Algorithmic Method for Network Generation 78

Algorithm 8: The DG algorithm for the CL model
1 Procedure DG-CL

(
D, {ni}i∈D

)
2 λ1 ← 1
3 for i � 2 to Λ do // Starting Labels
4 λi ← λi−1 + ni

5 S← ∑Λ
i�1 (ni × di)

6 for i � 1 to Λ do
7 for j � 1 to j do
8 if i � j then // Intra edges for Vi

9 Edge-Skipping
(
i , i ,

d2
i

S , 1,
(ni

2
) )

10 else // Inter edges between Vi and Vj

11 Edge-Skipping
(
i , j,

di d j
S , 1, ni n j

)

sequence W in the memory leading to the space complexity of O(n).
TimeComplexity. Computing the starting label of the groups takesO(Λ) time. Computing
the sum S also takes O(Λ) time. The for loops in lines 6 and 7 iterate O(Λ2) times. Each
iteration calls the procedure Edge-Skipping(). The while loop in line 3 of procedure
Edge-Skipping() iterates once per generated edge. If m edges are generated, the while
loop takes O(m) time in total. Therefore, the algorithm takes O(Λ +Λ2 + m) � O(m +Λ2)
time.

When Λ2 < O(m), our algorithm is asymptotically as good as the MH algorithm. In
fact experimental results show that our algorithm about 3∼4 times faster than the MH
algorithm. Note that the CL model is only applicable when w2

max < S, where wmax is
the maximum expected degree. For integral expected degrees, we have Λ < wmax, i.e.,
Λ2 < S � O(m). Therefore, whenever the CL model is applicable, our algorithm has a run
time of O(m). Clearly, we will use the CL model only when it is applicable. In fact, in most
of the real-world graphs Λ2 is significantly smaller than m as shown in Table 5.2. Even
for power-law networks that have very skewed degree distributions and few vertices with
very high degrees, the maximum degree is O( γ√n) where γ is the power-law exponent [6].
Typical values of γ is between 2 and 3.

Experimental Evaluation. Now we experimentally evaluate the performance of our
algorithm against the MH algorithm [105], which is the best known sequential algorithm,
using both real-world and synthetic networks. We extracted the degree sequences of
these networks, and then generated new graphs from these degree sequences. Figure 5.4
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Table 5.2: Number of distinct degrees in real-world graphs

Network Type n m Λ Λ2

m

Miami [16] Contact 2M 51M 398 0.003

Weblinks Real-world 276M 1B 14K 0.190

Twitter [86] Real-world 41M 1B 20K 0.207

Friendstar [161] Real-world 65M 2B 3K 0.005

UK-Union [22] Real-world 131M 4B 30K 0.201

Erdős-Rényi (ER) Synthetic 1M 200M 117 0.00007

Power-Law (PL) Synthetic 1B 249B 10K 0.0004

demonstrates the run time and memory required by the algorithms. We observe that our
DG algorithm is approximately 3 times faster than the MH algorithm as we discussed
before. A huge improvement made by our DG algorithm is on the memory requirement,
by a factor of 440-3474 for the networks shown in Figure 5.4. Thus, the DG algorithm is
more efficient in both time and space requirements. Moreover, our DG algorithm leads to
a better parallel algorithm, which is presented in the next section.
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Figure 5.4: Performance of the sequential algorithms

We also compare the performance of our algorithm against the Graph500 generator (Version
2.1.4), one of the most used random graph generators [65] for benchmarking HPC systems.
Generating a graph with 1B edges requires 650.46 seconds using the sequential Graph500
generator. In contrast, our algorithm takes only 67.34 seconds. Further, the Graph500
generator requires Θ(m) space whereas our algorithm requires Θ(Λ) space, where Λ � m.
Moreover, to fit the degree distribution of an existing real-world network, the probability
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matrix of the Graph500 generator has to be determined using a maximum likelihood based
fitting algorithm (KronFit), which can take a significant amount of time, and often the fit is
not perfect [93, 117]. Fitting the degree distribution of a real-world network (75K vertices,
508K edges) requires approximately 45 minutes in KronFit [93]. Our algorithm requires
only the degree distribution that can be extracted in a few seconds.

5.3 Parallelization of the DG Algorithm

In this section, we present the parallelization of the DG algorithm. We assume that the
input degree distribution of the graph is available for every processor. Let P be the number
of processors. Efficient parallelization of Algorithm 8 requires:

• Computing the starting id (λi) of each group Vi

• Computing the sum S in parallel

• Generating the edges using the P processors with good load balancing

Each processor computes the starting id of each group in O(Λ) time. The sum S is
efficiently computed using a parallel sum operation in O(ΛP + log P) time. We divide the
work of generating edges into many independent tasks. Let Ti , j be the task of generating
edges between groups Vi and Vj , where di , d j ∈ D. Note that all the tasks are mutually
independent, i.e., for any 1 ≤ i , i′, j, j′ ≤ Λ such that i , i′ or j , j′, tasks Ti , j and Ti′, j′ can
be executed independently by two different processors. Also, notice that when i � j, task
Ti ,i generates intra edges, otherwise Ti , j produces inter edges. There is a total of Λ and(Λ

2
)
tasks for intra and inter edges, respectively. Let τ � Λ +

(Λ
2
)
�
Λ(Λ+1)

2 be the number of
tasks. In the next section, we describe how the τ tasks are executed by the P processors
such that the loads are well balanced.

5.3.1 Task Distribution and Load Balancing

To distribute the tasks with good load balancing, we need an accurate estimation of the
computational cost of each task. Estimating costs and distributing tasks to get the best load
balancing are the most challenging parts of our parallel algorithm. For the best speedup,
estimation and distribution must also be done in parallel that are non-trivial problems.

Computational Cost. Let ci , j be the computational cost of executing task Ti , j . Assume that
α unit of time is required to initialize a task and β unit of time to generate an edge. Let mi , j
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be the expected number of edges generated by task Ti , j . Then the expected computation
cost for Ti , j is

E[ci , j] � α + βmi , j �

{
α + β ni(ni−1)

2
d2

i
S , i � j

α + βnin j
di d j

S , i , j.
(5.3)

Therefore, the total expected computational cost C is given by

C �

∑
1≤ j≤i≤Λ

E[ci , j] �
∑

1≤ j≤i≤Λ
(α + βmi , j) � ατ + βm (5.4)

where m is the expected number of generated edges. For the optimal load balancing, the
tasks need to be distributed in such a way that each processor has a computational cost of
Ĉ �

C
P .
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Figure 5.5: Relabeling the tasks. The red and blue texts represent the original and new labels of the
tasks respectively.

Task Relabeling. So far, we used two indices i , j for a task Ti , j . To simplify the discussion
and implementation, we relabel the tasks from two indices to a single natural task number.
Let Qx be the new label of the task Ti , j where x �

i(i−1)
2 + j. Let Π be the set of tasks using
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the new labels, i.e., Π � {Q1,Q2,Q3, . . . ,Qτ}. The relabeled task Qx can be converted to
the original label Ti , j using the functions:

i �

⌈
−1 +

√
1 + 8x

2

⌉
and j � x − i(i − 1)

2 . (5.5)

Task relabeling is depicted visually in Figure 5.5. Let cx be the cost of the task Qx , i.e.,
cx � ci , j for the original task Ti , j .

Task Distribution. To generate the edges in parallel, first, the set of tasksΠ is divided into
P disjoint subsets Π0,Π1, . . . ,ΠP−1; i.e., Πk ⊂ Π, such that for any k , l, Πk ∩Πl � ∅ and⋃

k Πk � Π. Each processor Pk is assigned the subsetΠk and executes the tasks {Qx ∈ Πk}.
The computational cost of a processor Pk is given by c(Pk) � ∑

Qx∈Πk
cx . We need to find

the subsetsΠk such that each processor has almost equal cost, i.e., c(Pk) ≈ Ĉ. Finding such
subsets is a well-known problem called chains-on-chains partitioning (CCP) problem [102,
110, 116]. For better speedup the CCP problem has to be computed in parallel. In [7], the
authors presented an efficient O( τP + P) time distributed memory parallel algorithm, called
the uniform cost partitioning (UCP) for the CCP problem. Their algorithm uses cumulative
cost Cx �

∑x
i�1 cx for each task Qx for distributing tasks. Let any subset Πk starts with the

task Qqk and ends with the task Qqk+1−1 where qk is called the lower boundary of Πk . The
lower boundary qk satisfies the following condition: Cqk−1 < kĈ ≤ Cqk for 0 < k ≤ P − 1.
Then qk � arg min

x
(Cx ≥ iĈ), i.e., a task Qx is executed by the processor Pk where k �

⌊
Cx

Ĉ
⌋
.

However, a task in the UCP algorithm is non-divisible, i.e., the entire task is assigned to a
processor. If some boundary tasks are very large, it can lead to imbalanced loads. If we can
break those tasks into arbitrary smaller subtasks, we can achieve a fine-grained granularity
on load balancing. In fact, we can show a task Qx can be divided into arbitrary smaller
subtasks. As a result, we present an extension of the UCP algorithm, called UCP-DIV that
achieves fine-grained load balancing by dividing the tasks.

Dividing Tasks. Using the edge-skipping technique, a task repeatedly computes the skip
lengths with a probability p (using the geometric distribution) and generates edges from
a sequence of potential edges (see Figure 5.6(a)). We can also divide the sequence into
two arbitrary disjoint sub-sequences and apply the edge skipping technique on those
sub-sequences individually (see Figure 5.6(b)), with the same result and effect. Both of
these two processes are stochastically equivalent due to the memoryless property of the
geometric random variable.

Consider two edges e′ and e′′ in Figure 5.6(a). In the original sequence, both e′ and e′′ are
selected with probability p regardless of their distance from the beginning edge of the
sequence. In other words, regardless where the sequence begins, every edge is selected
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1 Me′ e′′

(a) Original sequence
1 k-1 k Me′ e′′

(b) Two sub-sequences

Figure 5.6: Dividing a task into multiple sub-tasks

with probability p. That is, we can arbitrarily break the sequence into two subsequences
at any edge k and use that as the beginning of the second subsequence (Figure 5.6(b)).
Any edge e′′ ≥ k will still be selected with probability p if the edge skipping technique
is applied on that subsequence. In fact, any sequence can be divided into any number of
subsequences.

Uniform Cost Partitioning with Task Division. Now, we present the UCP-DIV algorithm.
Similar to the original UCP algorithm, we also find the lower boundary x of a partition Πk

such that Cx−1 < kĈ ≤ Cx . Instead of assigning the entire boundary task Qx to processor
Pk where k �

⌊
Cx

Ĉ
⌋
(as done in the UCP algorithm), we break it into two or more subtasks

(see Figure 5.7). Let Qx ,s ,t be a subtask of the task Qx with the subsequence starting from
edge number s to t. Note that the subtask Qx ,1,M represents the entire task Qx where M is
the number of potential edges in Qx .

Cx

Pk Pk+1
(k + 1)Ĉ (k + 2)ĈkĈ

1

Cx−1

(k+1)Ĉ−Cx−1 cx
(a)

Pk Pk+1 Pl
(k + 1)Ĉ lĈkĈ (l + 1)Ĉ

1

Cx−1 Cx

cx(k+1)Ĉ−Cx−1 lĈ − Cx−1
(b)

Figure 5.7: Dividing the boundary tasks. The blue and green texts represent the cost boundaries
among the processors and the subtask partitions within the task respectively.

The first part of the boundary task Qx is executed by Pk where k �

⌊
Cx−1
Ĉ

⌋
. To make

c(Pk) � Ĉ, we assign (k + 1)Ĉ − Cx−1 more loads to Pk . Therefore, we divide the task Qx

into a subtask Qx ,1,t such that t �
⌊ (i+1)Ĉ−Cx−1

cx
M

⌋
(see Figure 5.7).

Now, if the remaining part of the task Cx − (k + 1)Ĉ ≤ Ĉ (see Figure 5.7(a)), Pk+1 executes
the last part of the task, i.e., the subtask Qx ,t+1,M is assigned to Pk+1. Otherwise, we divide
the remaining part of the task again (see Figure 5.7(b)). LetPl be the processor that executes
the last part of the task Qx where l �

⌊
Cx

Ĉ
⌋
. Each processor from Pk+1 to Pl−1 executes Ĉ

amounts of loads, i.e., Pz is assigned with the subtask Qx ,sz ,tz where sz �

⌊
zĈ−Cx−1

cx
M

⌋
+ 1
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and tz �

⌊ (z+1)Ĉ−Cx−1
cx

M
⌋
for z � (k + 1), . . . (l − 1) (see Figure 5.7(b)). The last part of the

task, i.e., the subtask Qx ,sl ,M is assigned to the processor Pl where sl �

⌊
Cx−lĈ

cx
M

⌋
+ 1. Thus,

the algorithm leads to optimal load balancing.

5.3.2 Parallel Implementation

Now, we present the implementation details of the parallel DG algorithm for the CL model.
First, we show the parallel algorithm for the UCP-DIV method for task distribution. Then
we present the parallel DG algorithm for the CL model.

Parallel UCP-DIV Algorithm. The pseudocode of the parallel UCP-DIV algorithm is
presented in Algorithm 9. The procedure UCP-Div() computes the task boundaries using
the procedure Find-Boundaries(). The algorithm assumes that the cumulative costs Cx

and average cost per processor Ĉ are already computed (discussed in the next section).

Each processor Pk executes the procedure UCP-Div() in-parallel. Pk is responsible for
finding the boundary tasks among τ

P tasks from kτ
P + 1 to (k+1)τ

P . A boundary task is
a task Qx where bCx−1

Ĉ c , b
Cx

Ĉ c. The boundary tasks are found using the procedure
Find-Boundaries() (line 3). The procedure Find-Boundaries() takes parameters b , e
and finds all the boundaries among the tasks from Qb to Qe using a recursive divide and
conquer based algorithm. Each boundary task Qx is divided into subtasks and assigned
to processors as discussed earlier. Let Qx ,s ,t be such a subtask assigned to processor Pz .
A message 〈type, x , s , t〉 representing the subtask Qx ,s ,t is sent to Pz (from Pk), where
type, x , s , t represents the type of subtask (either start or end), the task number, the
starting edge, and the ending edge of the task, respectively. Note that each processor Pz

receives two such messages. The pair of the messages is returned as output (Line 6). The
run time of the algorithm is O (

τ
P + P

)
in the worst case as shown in Theorem 14.

Theorem 14. The parallel UCP-DIV algorithm to distribute τ tasks into P processors runs in
O (

τ
P + P

)
time.

Proof. It is easy to see that for each processor Pk , the run time of the algorithm is
dictated by the number of task boundaries found in the range

[
kτ
P + 1, (k+1)τ

P

]
. Finding a

boundary on these τ
P tasks require O (

log τ
P

)
time. If the range has η boundaries, then

it takes O (
min

{
τ
P , η log τ

P

})
time. For each subtask, exactly two messages are sent to

corresponding processors. There are at most P boundaries in
[

iτ
P + 1, (i+1)τ

P

]
. Thus, in the

worst case, a processor may need to send at most 2P messages taking O(P) time. Therefore,
the total time in the worst case is O (

min
{
τ
P , η log τ

P

}
+ P

)
� O (

τ
P + P

)
. �
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Algorithm 9: Finding task boundaries using UCP-DIV
1 Procedure UCP-Div()
2 k ← Processor Id

/* Executed by processor Pk in parallel */

3 Find-Boundaries
(

kτ
P + 1, (k+1)τ

P

)
4 A← Receive Message 〈start, qk , s , t〉
5 B← Receive Message 〈end, qk+1 − 1, s′, t′〉
6 return 〈A, B〉

7 Procedure Find-Boundaries
(
b , e

)
8 if b > e then // No boundary
9 return

10 x ← b+e+1
2

11 M ← # of potential edges in Qx

12 l ← Cx
Ĉ

13 k ← Cx−1
Ĉ

14 if k , l then
15 t ←

⌊ (k+1)Ĉ−Cx−1
cx

M
⌋

16 Send Message 〈start, x , 1, t〉 to Pk

17 for z ← k + 1 to l − 1 do
18 s ←

⌊
zĈ−Cx−1

cx
M

⌋
+ 1

19 t ←
⌊ (z+1)Ĉ−Cx−1

cx
M

⌋
20 Send Message 〈start, x , s , t〉 to Pz

21 Send Message 〈end, x , s , t〉 to Pz

22 s ←
⌊

lĈ−Cx−1
cx

M
⌋
+ 1

23 Send Message 〈end, x , s ,M〉 to Pl

24 Find-Boundaries(b , x − 1)
25 Find-Boundaries(x + 1, e)

Parallel DG Algorithm. The pseudocode of the parallel DG algorithm using the UCP-DIV
algorithm is presented in Algorithm 10. The procedure Parallel-DG-CL() is executed
by each processor Pk . It takes a degree distribution as input and generates the edges in
parallel. Pk computes the sum (line 3), starting labels of each group (lines 4-6), and the total
cost and average computational costs (line 7-11) in parallel. Next, the procedure UCP-Div()
(Line 12) is called which return the pair of messages 〈A, B〉. Recall that A and B represents
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Algorithm 10: Parallel DG Algorithm for the CL Model
1 Procedure Parallel-DG-CL

(
D, {nk}k∈D

)
2 k ← Processor Id

/* Executed by processor Pk in parallel */

3 In-Parallel: Compute S �
∑Λ

l�1 nl dl

4 λ1 � 1
5 for l ← 2 to Λ do
6 λl ← λl−1 + nl

7 for x ← kτ
P + 1 to (k+1)τ

P do
8 Cx ← Cx−1 + cx

9 zk ← C(k+1)τ
P

10 In Parallel: C ← ∑P−1
l�0 zl

11 Ĉ ← C
P

12 〈A, B〉 ← UCP-Div()

13 for Qx ,s ,t � A to B do
14 i �

⌈
−1+
√

1+8x
2

⌉
15 j � x − i(i−1)

2

16 Edge-Skipping
(
i , j,

di d j
S , s , t

)

two subtasks Qx ,s ,t and Qx′,s′,t′ assigned to Pk . Pk executes the subtasks, and all the tasks
from Qx+1 to Qx′ using the procedure Edge-Skipping() from Algorithm 7 (line 13).

The run time of the parallel Algorithm 10 is O
(

m+Λ2

P +Λ + P
)
w.h.p. as shown in

Theorem 16. With Λ2 � O(m), the run time of the algorithm is O (m
P +Λ + P

)
. To prove

Theorem 16, we need a bound on computational cost shown in Theorem 15.

Theorem 15. The computational cost in each processor is O (m+τ
P

)
w.h.p.

Proof. Let x be the number of potential edges processed in processor Pk , and these are
denoted by g1, g2, . . . , gx (in any arbitrary order). Let Xi be an indicator random variable
such that Xi � 1 if Pk creates gi and Xi � 0 otherwise. Then the number of edges created
by Pk is X �

∑x
i�1 Xi . As discussed in Section 5.2.2, generating the edges efficiently

by grouping and applying the edge skipping technique is stochastically equivalent to
generating each edge (u , v) independently with probability pu ,v �

wu wv
S . Let µk be the

expected number of edges generated by Pk , i.e., µ � E[X] � mk . Using the standard
Chernoff bound for independent indicator random variables for any 0 < δ < 1 with δ �

1
2
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we have:

Pr
[
X ≥ (1 + δ)µ] ≤ e−δ

2 µ
3

Pr
[
X ≥ 3

2 mk

]
≤ e−

mk
12 ≤ 1

m3
k

for any mk ≥ 189. We assume m � P and consequently mk > P for all k. Now using the
union bound,

Pr
[
X ≥ 3

2 mk

]
≤ mk

1
m3

k

�
1

m2
k

for all k simultaneously. Then with probability at least 1 − 1
m2

k
, the computation cost

βX + α |Πk | is bounded by 3
2βmk +

3
2α |Πk | � 3

2
(
βmk + α |Πk |

)
, where α, β are constants. By

construction of the partitions by our algorithm, we have (βmk + α |Πk |) �
(m+τ

P

)
. Therefore,

the computational cost in all processors is O (m+τ
P

)
w.h.p. �

Theorem 16. Our parallel algorithm using the UCP-DIV scheme for generating random graphs
with the CL model runs in O

(
m+Λ2

P +Λ + P
)
time w.h.p.

Proof. Computing the sum S in parallel takes O (
Λ
P + log P

)
time. Computing the starting

labels of each group requires O(Λ) time. Computing the costs require O (
τ
P + log P

)
time.

Using the UCP-DIV algorithm, task distribution takes O (
τ
P + P

)
time (Theorem 14). In

the UCP-DIV scheme, each partition has O (m+τ
P

)
computation cost w.h.p. (Theorem 15).

Thus creating edges using procedure Edge-Skipping() requires O (m+τ
P

)
time, and the

total time is O (m+τ
P + P +Λ

)
� O

(
m+Λ2

P + P +Λ
)
w.h.p. �

5.3.3 Experimental Results

Now, we experimentally evaluate the accuracy and performance of our algorithm. We show
that the graphs generated by our algorithm closely match the input degree distribution.
We also present the scalability and load balancing capabilities.

Experimental Setup. We used an 81-node HPC cluster for the experiments. Each node
has two octa-core SandyBridge E5-2670 2.60GHz (3.3GHz Turbo) processors with 64GB
RAM. We used MPICH2 (v1.7) for the algorithm. The run time does not include the disk
I/O time to write the graph.

Degree Distribution. Figure 5.8 shows the input and generated degree distributions of
Twitter and UK-Union graphs (see Table 5.2). As observed from the figures, the generated
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degree distributions closely follow the input, which visually validates the correctness of
our parallel algorithm. Some variations in the distribution are due to the randomness. We
also experimented with several other graphs and observed the same result.

(a) Twitter (b) UK-Union

Figure 5.8: Degree distributions of input and generated graph

As a formal test, we use the Kullback-Leibler (KL) divergence [82] to compute the statistical
difference between the input and output degree distributions. The KL divergence measures
the difference between twoprobability distributionsQ (input) and R (output) as information
gain defined as:

DKL(Q‖R) �
∑

i

Q(i) log Q(i)
R(i) . (5.6)

In other words, it measures the amount of information lost (in number of bits) when the
output distribution R is used in place of the input distribution Q. The average minimum
number of bits needed for each entry of input distribution Q are 6.12777 and 6.69488 for
Twitter and UK-Union networks respectively. The KL divergences between the input and
output degree distributions of our parallel algorithm for Twitter and UK-Union networks
are 0.00693 and 0.01607, respectively. That accounts for a difference of number of bits
required in percentage of 0.11% (Twitter) and 0.24% (UK-Union), which are negligible and
expected due to the randomness of the network model. In fact, the original sequential
algorithm for the Chung-Lumodel also produces outputs with very similar KL divergences
(0.00700 (0.11%) for Twitter and 0.01604 (0.24%) for UK-Union).

Strong and Weak Scaling. Strong scaling of a parallel algorithm shows its performance
with the increasing number of processorswhile keeping the problem size fixed. Figure 5.9(a)
shows the speedup of our parallel algorithm along with the best known parallel algorithm
[7] (referred as the AK algorithm) for a massive synthetic (PL) and two large real-world
graphs (Twitter and UK-Union). Speedups are measured as Ts

Tp
, where Ts and Tp are the
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Figure 5.9: Strong and weak scaling of the parallel algorithms

running time of the sequential and the parallel algorithm, respectively. The number of
processors is varied from 1 to 1024. As shown in Figure 5.9(a), our algorithm achieves
almost linear speedup for each graph. The AK algorithm also has a linear speedup. But
our algorithm is approximately four times faster than the AK algorithm (see Figure 5.9(b)).
Moreover, our algorithm requires less memory (O(Λ) memory) than the AK algorithm
(O(n)memory). For example, for the Twitter, UK-Union, and PL graphs, the DG algorithm
takes about 440, 716, and 16000 times less memory than the AK algorithm, respectively.
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Thus, our algorithm scales to a large number of processors.

The weak scaling measures the performance of a parallel algorithmwhen the input size per
processor remains constant. For this experiment, we varied the number of processors from
64 to 1024. For P processors, a PL graph with 106P vertices and 108P edges is generated.
Note that weak scaling can only be performed on artificial graphs. Figure 5.9(c) shows that
our algorithm also achieves very good weak scaling compared to the AK algorithm with
almost constant run time.
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Figure 5.10: Load balancing of the parallel DG algorithm

Load Balancing. Our parallel algorithms provide very good load balancing. Figure 5.10
demonstrates the quality of our load balancing approaches described in Section 5.3.1. We
formally quantify the quality of load balancing using Lorenz curves and Gini coefficients
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as described below. Lorenz curves [99], often used in economics for representing inequality
of the distribution of wealth, visualizes the load disparities [118]. In a Lorenz curve, the
cumulative proportion of a distribution is plotted against the cumulative proportion of
ordered individuals. In our context, the ordered individuals are the processors ordered by
their computational time. Let the computational times of the P processors are denoted and
ordered by yi , where 1 ≤ i ≤ P and yi ≤ yi+1. Then the Lorenz curve is the continuous
piecewise linear function joining the points

(
x
P ,
Yx
YP

)
, where x � 0, 1, 2, . . . , P,Y0 � 0, and

Yx �
∑x

i�1 yi . If all processors require the same amount of time, the Lorenz curve is a
straight line called the line of perfect equality. For imbalanced loads, the curve falls below
that line. The Gini coefficient G ∈ [0, 1] [62] is defined as:

G �

(
2
∑P

i�1 i yi

P
∑P

i�1 yi
− P + 1

P

)
. (5.7)

For balanced loads, the Gini coefficient is closer to 0, whereas, with increasing imbalanced
load, it gradually reaches to 1.

Balancing the workloads for the real-world graphs are more challenging than the synthetic
graphs. Therefore, in this experiment we demonstrate for the UK-Union graph, the
largest public real-world graph [22] using 1024 processors. We experimentally determined
α � 2 and β � 1 for the cost function (see Equation 5.4), which achieves the best load-
balancing. Figure 5.10(a) shows the number of tasks, edges, and the estimated cost of each
processor. Note that the estimated cost is almost the same in each processor. Figure 5.10(b)
demonstrates the time required by each processor for initialization, summation, load-
balancing and graph computation steps. Figure 5.10(c) also shows the Lorenz curve based
on the total time required by each processor. Our algorithm using the UCP-DIV task
distribution scheme has a Gini coefficient of 0.015 indicating near perfect load balancing.
In contrast, using a naïve scheme where each processor executes equal number of tasks,
has a Gini coefficient of 0.63. The results strongly favor our choice of the cost function
and the UCP-DIV task distribution algorithm. Thus, our algorithm achieves very good
load-balancing, where each processor spends almost an equal amount of time.

5.4 Block Two-level Erdős-Rényi

The Block Two-Level Erdős-Rényi (BTER) is another model to generate random graphs
using two fundamental properties: degree distribution and clustering coefficients [80, 134].
The clustering coefficient Cu of a vertex u is defined as the ratio of the number of edges
among its neighbors to the maximum number of all possible such edges. More formally,
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Cu �
|{(v ,w)∈E:v ,w∈Nu}|

(δu
2 ) , where Nu is the set of neighbors, and δu is the degree of u. The

BTER model takes as input (1) the desired degree distribution {nd}d∈D, and (2) the desired
average clustering coefficients by degree {cd}d∈D where cd �

1
nd

∑
{u:δu�d} Cu . First, the

vertices are divided into many blocks called affinity blocks based on their expected degrees.
An affinity block with degree d contains d + 1 vertices (except the last block). Typically,
there are many small blocks with a low degree and a few large blocks with high degree
vertices. Next, the edges are generated in two phases. In Phase 1, edges within each block
are generated. Phase 1 generates triangle rich non-overlapping communities. Each block is
represented by an ERmodel with probability p. For a block involving degree-d vertices, the
probability is given as p � 3√cd . In Phase 2, edges across the blocks are created. Consider
some vertex i with expected degree δi . Suppose, in Phase 1, the vertex created δ′i edges.
Then, wi � δi − δ′i denotes the excess degree of the vertex i. To get the desired degree δi of
a vertex i, wi more edges need to be incident on i. The Chung-Lu (CL) model is applied to
the expected degree sequence {wi}1≤i≤n to get the desired degree distribution.

A complete, scalable implementation of BTER model is given in [80]. We analyzed the
BTER implementation and observed that both Phase 1 and Phase 2 can be improved
significantly incorporating the DG method. To generate edges in both Phase 1 and Phase 2,
the implementation uses sampling based edge generation similar to the approach proposed
in [117]. In the sampling based algorithm, each edge is generated by randomly choosing
two end-points based on their degrees. Therefore, there is a possibility that an edge is
selected multiple times. Consider an affinity block b with nb vertices and edge probability
pb in Phase 1. The expected number of edges generated by the ER model for the block b
is mb � pb

(nb
2
)
. To ensure that mb distinct edges are generated, their algorithm samples

wb �
(nb

2
)

ln 1
1−pb

edges [80]. Note that wb ≥ mb , because ln 1
1−pb

≥ pb for 0 ≤ pb ≤ 1.
When the edge probability is relatively high wb can be several factor larger than mb . For
example, during the generation of UK-Union graph, Phase 1 produces approximately 3.2B
distinct edges. To generate those many edges, the original BTER implementation generates
8.9B edges, which is about 2.8 times more than the required number of edges (about 64%
edges are discarded). Moreover, as the number of duplicate edges is very large, removing
duplicates edges becomes very costly. In contrast, the edge skipping technique requires
no unnecessary operation. All the edges generated in Phase 1 are distinct. Therefore,
duplicate removal step is not required. Similar arguments can also be made for Phase 2.
Moreover, as we saw earlier, edge skipping technique is highly scalable due to the ability
to break a large task into multiple subtasks.
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5.4.1 A DG-based Algorithm for the BTERModel

In this section, we present the DG-based BTER algorithm by incorporating the DG method.

Sequential Algorithm. The sequential algorithm runs in three steps: a) Initialization, b)
Phase 1, and c) Phase 2. In the initialization step, the affinity blocks are created using the
procedure BTER_Setup() (Algorithm 1 in [80]). In Phase 1, edges are produced using the
edge skipping technique using only the ER model. Next, in Phase 2, the DG algorithm
for the CL model is applied. Here, the vertices are grouped based on their excess degrees
as defined earlier. Note that the expected excess degrees can contain fractions. After
grouping, the rest of the algorithm is similar to Algorithm 8.

Parallel Algorithm. We can parallelize the Phase 1 and Phase 2 of our algorithm using the
parallel framework used in Section 5.3. The task partitioning and load balancing are done
independently in each phase with different cost functions. Phase 1 consists of a number of
affinity blocks each executing the ER model independently. Therefore, each affinity block
represents an independent task. To compute the computational cost of the task, we assign
α1 unit of time for processing an affinity block and β1 unit of time for generating an edge.
We apply the UCP-DIV algorithm to distribute the tasks into P processors. Parallelization
of Phase 2 is quite similar to the parallel DG algorithm for the CL model. In this case, we
assume α2 unit of time for processing a task and β2 unit of time processing an edge. The
suitable values of α1, α2, β1, β2 are determined experimentally.

5.4.2 Experimental Evaluation

In this section, we evaluate the accuracy and performance of both our sequential and
parallel algorithms with the original BTER implementation [80]. For fairness, we used the
same set of graphs used in the original paper listed in Table 5.3. Henceforth, we refer BTER
as the original implementation [80], and DG-BTER as our algorithm.

Performance of the Sequential Algorithm. The run times of the BTER and the sequential
DG-BTER algorithms are also shown in Table 5.3. Runtimes for the LJournal andHollywood
graphs are collected from the MATLAB-based implementation of BTER. Twitter and UK-
Union graphs are generated by scalable BTER on a Hadoop cluster with 32 computing
nodes [80]. Our sequential DG-BTER algorithm not only outperforms the MATLAB-based
BTER, it also outperforms the Hadoop-based scalable BTER implementation.

Degree Distribution and Average Clustering Coefficients. We demonstrate the input
and generated degree distributions and average clustering coefficients for four real-world
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Table 5.3: Performance of the sequential algorithm for BTER

Runtime (s)

Graph Vertices Edges BTER [80] DG-BTER

LJournal [22] 5M 49M 160.21 1.99

Hollywood [22] 2M 115M 450.79 5.34

Twitter [22, 86] 41M 1.2B 230.00 48.38

UK-Union [22] 131M 4.6B 1350.00 209.74

graphs LJournal, Hollywood, Twitter, and UK-Union in Figure 5.11. The graphs are
generated using our parallel DG-BTER algorithm. As observed from the plots, both the
generated degree distributions and average clustering coefficients closely follow the input.
Our experiments with other networks also give similar results. The corresponding plots in
the BTER paper [80] are exactly the same as ours, verifying the correctness of DG-BTER.

Load Balancing. Figure 5.12 demonstrates the load balancing performance of our parallel
BTER algorithm for the UK-Union graph. We experimentally determined the parameters
of the cost functions where α1 � 2, α2 � 1.5, β1 � β2 � 1. Figure 5.12(a) shows that the
costs are distributed uniformly among the processors for both phases. Figure 5.12(b)
demonstrates that each processor takes almost the same amount of time in every step of
the algorithms, i.e., loads are well balanced.

Strong Scaling. Figure 5.13 shows the speedups of our parallel BTER algorithm. As
Figure 5.13 demonstrates, we also achieve a linear speedup for a large number of processors.
For example using 1024 processors, our algorithm took only 0.37 seconds for the UK-Union
graph, with a speed-up of about 572 (in contrast to the 1350 seconds required by the
BTER algorithm). Also, note that the speed up increases with graph size. Therefore, our
algorithm is suitable for fast generation of massive graphs, significantly faster than the
existing algorithms.

5.5 Stochastic Block Model

The stochastic block model (SBM) is another popular model first studied in mathematical
sociology [73, 152]. A stochastic blockmodel is definedwith the following three parameters:
1) a set of n vertices, 2) k disjoint subset of vertices C1,C2, . . . ,Ck , called communities, and
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(a) Degree Distribution of LJournal (b) Average Clustering Coefficient of LJournal

(c) Degree Distribution of Hollywood (d) Average Clustering Coefficient of Hollywood

(e) Degree Distribution of Twitter (f) Average Clustering Coefficient of Twitter

(g) Degree Distribution of UK-Union (h) Average Clustering Coefficient of UK-Union

Figure 5.11: Degree distributions and average clustering coefficient per degree of input and generated
networks using the BTER model
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3) a k × k matrix M, where Mi , j denotes the probability that a vertex of community Ci

is connected to a vertex of community C j . With a given set of parameters n, {Ci}1≤i≤k ,
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and M the edges are created as follows: any two vertices u ∈ Ci , v ∈ C j is connected
with probability Mi , j . Note that for any pair of communities {Ci ,C j}, any possible edge
(u , v) : u ∈ Ci , v ∈ C j is created with probability pu ,v � Mi , j , i.e., all potential edge in
a pair of communities are independent and identically distributed. Observe that the
groups in the DG algorithm are remarkably similar to the SBM communities. The main
difference is that in the SBM model the probability p of an edge between two communities
is provided in M, whereas in the DG algorithm, the probability depends on the degree of
the groups. As a result, we can use the Algorithm 8 for generating edges efficiently using
the SBM model by replacing the lines 9 and 11 with Edge-Skipping(i , i ,Mi ,i , 1,

( |Ci |
2
)
) and

Edge-Skipping(i , j,Mi , j , 1, |Ci | |C j |) respectively. Note that the parallel algorithm for the
CL model can be applied to the SBM model in a similar fashion.

Performance of the Parallel Algorithm. Figure 5.14 shows the speedup of our parallel
algorithm for generating edges using the SBM model for two graphs with 300 and 1000
communities with 2.4B and 17.8B edges, respectively. We can see that the strong scaling of
the algorithm is also linear. Therefore, our algorithm is efficient and scalable to a large
number of processors. Our algorithm also achieves very good load balancing.
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Figure 5.14: Strong scaling of the parallel algorithm for the SBM

5.6 Conclusion

Our DG method leads to novel algorithms with significantly improved space and time
efficiency for generating random graphs using the CL, BTER, and SBM models, compared
to the state-of-the-art algorithms for these models. Our algorithms are exact, in the sense
that they generate graphs with the precise probability distribution, and improve on all prior
algorithms with respect to rigorous theoretical guarantees, as well as their experimental
performances. Further, the DG method leads to better parallel algorithms with optimal
load balancing. The parallel algorithms scale very well to a large number of processors
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and allows us to generate very-large scale random graphs. Extending our DG method to
other random graph models with additional constraints is an interesting open direction.
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Chapter 6

GPU-based Efficient Index Searching

6.1 Introduction

6.1.1 In-Memory Databases

In the age of Big Data, modern data systems need to support high throughput, low
latency operations. Of late, main memory capacity is adequate enough to store the entire
contents of some databases in the computer’s main random access memory (RAM). In
line with Jim Gray’s observation, “Memory is the new disk, disk is the new tape”, RAM
has become sufficiently inexpensive to make in-memory databases a viable choice for
large data-intensive enterprise applications [122]. Responding to these trends, commercial
in-memory systems have emerged, such as HyPer [76], SAP HANA [56], and Microsoft
Hekathon [46], to name a few. These systems are heavily used in data-intensive tasks in the
fields of information retrieval, machine learning, data mining and analysis [72, 132, 141].

Index search is one of the most critical parts of in-memory databases. It has been shown
that the most amount of time for a query operation in in-memory database systems is the
time spent on searching the index [164]. Therefore, the best performance of such database
systems depends on efficient index searching. The efficiency of index searching largely
depends on the choice of index data structures. Traditional disk-optimized schemes for
index searching are either inefficient or not easily generalized for different search types. For
example, binary search trees are inefficient, and hash-tables cannot support range queries.

Modern systems incorporate accelerators such as graphical processing units (GPUs) to
offload computationally intensive work from main processors that offer great potential for
fast index-searching. Because such GPU accelerators are specialized for compute-intensive,

100
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data-parallel computation compared to traditional multi-core CPU systems, some data
intensive tasks have been ported to GPU platforms in the past [29, 159]. In the same fashion,
index searching operations can exploit the GPU platform to improve bulk index lookup if
appropriate algorithms are designed and implemented efficiently.

6.1.2 Index Search Approaches

Indexes are used in modern database systems to facilitate faster lookups of keys for data.
In these systems, a list of 〈ke y , id〉 tuples are organized in such a way that, given a specific
key ke y(i) or a range of keys [ke y(i), ke y( j)], the index search subsystem returns the
corresponding identifier(s) id(s) of the key(s). The goal of any index searching algorithm
is to deliver the identifiers as fast as possible, corresponding to a given set of keys.

Broadly speaking, there are two main approaches to fast index searching: (1) hash-based
approaches and (2) tree-based approaches. Within the latter, an important sub-category is
the radix tree-based approach.

Hash-based Systems: Hash-based systems are mainly used in key-value storage systems
such as Memcached [57], Redis [129], and RAM-Cloud [124]. Hash-based systems are very
efficient and perform well for point queries. However, these systems do not support range
queries, which is a crucial functionality in many systems such as finding the transactions
between two dates, finding top-k values within the range, etc. These systems also do not
have good cache utilization in general [55].

Tree-based Systems: Tree-based systems, such as B+-tree, have been the de-facto standard
for traditional disk-based databases [40] designed to obtain the best I/O throughput.
However, the B+-tree does not utilize the increasing cache sizes properly and is deemed
unusable for in-memory systems [91]. Consequently, many variations of B+-tree have
been proposed, such as T-Tree [90], Cache Sensitive Search Trees (CSS-Trees) [119], Cache
Sensitive B+-Trees (CSB+-Trees) [120], ∆-Tree [42], BD-Tree [43], Fast Architecture Sensitive
Tree (FAST) [78], and Bw-tree [97]. Although these systems achieve better cache utilization,
they are computationally expensive. Furthermore, the order of comparison operations in
tree structures is harder to predict and result in undesirable stalling in processor pipelines
[91].

Radix Tree-based Systems: Radix trees, such as the Judy Tree [18] and the Adaptive Radix
Tree (ART) [91], do not rely on hashing or comparison. Instead, they create index trees
based on the digital representation of search keys. One key property of searching with
the radix tree is that the search operation requires O(k) operations, where k is the length
of the key, and it is independent of the number of keys to index. A radix tree has many
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advantages over comparison-based trees:

• The height of a radix tree depends on the length of the keys, not on the number of
keys

• Keys are kept in a lexicographic order, therefore any order of insertions results into
the same tree

• Keys can be retrieved in sorted order, allowing fast range queries

• Keys are not stored explicitly, thus giving memory savings, yet can be re-constructed
by tree traversal.

6.1.3 Organization

The rest of the chapter is organized as follows. The details of GPU-based radix tree
implementation for index searching is discussed in Section 6.2. Benchmarks for the
performance evaluation are discussed in Section 6.3. Experimental results are presented in
Section 6.4. Finally, we summarize and conclude in Section 6.5.

6.2 GPU-based Radix Tree for Index Searching

To the best of our knowledge, radix-tree based index searching system has not been
implemented and/or evaluated on the GPU. In this chapter, we implement and evaluate
the performance of a radix tree-based index searching on the GPU. Furthermore, our
implementation also supports range queries on the GPU, for which we identify radix trees
as ideally suited. We present GRT (GPU-based Radix Tree), an efficient index searching
implementation based on radix trees customized and optimized for single instruction
multiple data (SIMD) operation, different key lengths, various key distributions, and point
queries as well as range queries.

The adaptive radix-tree (ART) is the most efficient radix-tree based index searching system
in the CPU [91]. ART has been demonstrated to be very memory efficient and yields high
lookup throughput [91]. Our basic approach builds on the structures used by ART and
adapts them for modern GPUs. A comprehensive performance study of GRT is presented
here using benchmarks that index some data sets containing millions of keys. We also
compare the run time performance against other existing competitive CPU and GPU-based
methods. Performance evaluation demonstrates the high throughput achieved by our
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implementation, clocking over 100 million lookup operations per second on large data
sets of over 64 million 32-bit keys. We provide benchmarks and detailed run time data to
support the results and findings.

6.2.1 Radix Tree Nodes

A radix tree has two types of nodes: inner nodes and leaf nodes. Inner nodes map partial
keys to other nodes. Each leaf node represents a distinct key and stores the index value of
the corresponding key. A lookup operation on a radix tree starts from the root. For each
inner level, a partial key is extracted from the given key, and it is used to navigate to the
child node of the next level. This process is repeated until a leaf node is reached. Therefore
the lookup operation depends on the number of levels of the radix tree.

The number of levels of a radix tree depends on the size of the partial keys. If the size of a
partial key is s and the size of a key is k, then the radix tree requires

⌈ k
s

⌉
levels. For example,

for 32-bit keys, if the size of a partial key is 4, then it would require 8 levels. Therefore, for
faster lookup, it is desirable that the length of the partial key is large.

For a partial key of size s-bits, an inner node may store up to 2s child pointers. In
conventional radix trees, all inner nodes store the same number of pointers, that is, all
inner nodes have 2s pointers. When most of the child pointers are not used, the space
required by conventional radix trees can be excessive [91]. To reduce the space required
and utilize the benefits of radix tree, Leis et al. proposed an adaptive radix tree (ART) [91],
which adaptively uses different sizes of inner nodes with the same partial key size. In
their implementation, they used 8-bit partial keys and four different types of inner nodes
with fan out of 4, 16, 48, and 256 branches. On CPUs, ART has been demonstrated to
deliver high throughput lookups in high performance in-memory database systems such
as HyPer [76]. However, adaptive radix trees have never been implemented or evaluated
on GPUs. To exploit the performance gain from adaptivity, in our implementation, we
build on adaptive radix trees as our index searching data structure and map them to the
GPU architectural elements characterized by memory idiosyncrasies and single instruction
multiple data (SIMD) processing style.

We implemented index searching on modern GPU architectures, with support for three
basic operations of index searching: (1) inserting 〈ke y , id〉 tuples in a bulk mode, (2)
performing the search for a single given key 〈ke y〉, a list of keys 〈ke y1, ke y2, . . . ke yn〉, or a
range of keys

[
ke ymin, ke ymax

]
and (3) modifying any given tuple 〈ke y , id〉 by changing

the id of an already present ke y.
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6.2.2 Benefits and Challenges of Using GPUs

GPUs are highly parallel, multi-threaded, many-core processors and are widely used
for general purpose computing. Usage of GPU is prevalent in scientific computation
and complex simulations. GPUs are also being increasingly used in big data analytics,
machine learning, and data mining fields [52, 72, 132, 141]. A GPU contains streaming
multiprocessor (SM), where SM is a group of core processors. Each core processor executes
only one thread at a time. All the core processors can execute their corresponding threads
simultaneously. If some threads perform operations with high latencies, those are put
into waiting state and other pending threads are executed. Therefore GPUs increase
throughput by keeping the processors busy. All thread management, including creating
and scheduling threads, are performed entirely in hardware with negligible overheads.

Although GPUs are capable of accelerating data-intensive applications greatly, the idiosyn-
crasies of the memory architecture make GPU programming challenging.

Challenge 1: Limited Memory Capacity The capacity of GPU memory is much smaller than
that of CPU main memory [149]. For example, the memory size of a commodity GPU is
less than a dozen gigabytes, while that of a commodity server can be hundreds of gigabytes.
Therefore efficient memory usage is a still a challenge for GPU programming, relative to
CPU programming.

Challenge 2: Data Structure and Algorithm Optimizations on GPUs For the best performance,
the data transfer between CPU and GPU memory must be minimal. GPU-based execution
also works best when the memory access is coalesced and bank-conflict-free. Hence,
complex CPU based data structures are not well suited for the GPU. For example, a simple
two-dimensional array works best when it is converted into a large one-dimensional array.

6.2.3 Tree Interface and Serialization

Before using the radix tree for searching, the tree has to be built from the keys and stored.
The tree can be built with the CPU in main memory or by the GPU in GPU (device)
memory. Building the radix-tree in the CPU is relatively easier as CPU efficiently deals
with dynamic memory allocation. After the radix-tree is built on the CPU, it must be
transformed into another memory efficient structure, suitable for efficient GPU lookup
operations. The original ART structure uses memory pointers, which is inefficient to use in
GPU. For efficient memory accesses, we use offset values instead of pointers as shown in
Figure 6.1. The offset value denotes how far the child is located from the start of the pointer.
Therefore, the tree traversal operations (root→ child[i]) become simpler (root+ offset)
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operations on the GPU, where root is the starting point of the tree. The tree is serialized
using a depth-first search (DFS) traversal into a contiguous byte array for efficient lookup
operations on the GPU. Therefore, in our first implementation, the main instance of the
radix tree is stored in main memory and a GPU-efficient copy is stored in a contiguous
chunk of the GPU memory. However, whenever a new item is inserted in the radix-tree,
we have to serialize the structure again and copy it to the GPU memory. For applications
where insertions and deletions are frequent, it may take a long amount of time. To avoid
this, we implemented another efficient version where the radix-tree is built only using the
offset-based structure. In this case, we allocate a large chunk of GPU memory in advance
and build the radix-tree in this chunk of memory. We can determine the approximate
amount of memory required to store the radix-tree based on the key distribution as shown
in the experimental evaluation section.

For efficiency, the full tree is copied to the GPU memory. As the first level of the tree is
always accessed for any lookup query, many concurrent lookups would cause memory
contentions. Such memory contentions are avoided by caching the first level of the tree
in the shared memory at the block level. The individual threads work on different parts
of memory, and, therefore, do not have contentions. Since the shared memory of GPU is
significantly faster than the global memory, the lookup time is reduced.

Our GPU implementation is designed primarily for lookup operations, which are typically
the most computationally intensive portion, and more numerous than insert/update
operations on the tree. Therefore, optimization of lookup operations is the primary goal of
this work.

0 1 2 3

· · ·· · ·

Header Key Child Pointers

(a) Original Radix Tree

(b) Serialized Radix Tree
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Figure 6.1: Serializing the radix tree for GPU
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6.2.4 Query Types

There are two main query categories that require index searching support.

Point Queries: The most typical index searching operation in a database system is to find
the index from a single key, known as point queries. When tree-based structures are used
for point query searching, the average run time for a search operation is proportional to the
depth of the tree. For faster searching, hash tables are often used, which have an amortized
O(1)-time search. The actual performance of the hash tables is highly dependent on the
table structure and hash functions [10, 91]. Another popular method for point queries is
radix-tree which offers O(k)-time search operations, where k is the size of the key.

Range Queries: A range query is a searching operation that retrieves all indices where the
value of the key is between an upper and lower boundary. Range queries appear in many
applications, such as using timestamps as keys and finding the records contained within
two timestamps.

Many indexing systems that have been tuned to deliver fast point queries are unsuitable
for range queries. For example, hash-based systems support very fast point queries, but
they have limited support for range queries. One simple way to perform range queries is
to repeat the point query operation for all keys in the range. This may yield acceptable
performance where the range is small, but for large ranges, this will not do well because
it wastes computation in the form of many duplicate traversals of the tree. Tree-based
systems such as comparison-based and radix-based systems use an ordering of keys and
therefore support efficient range queries.

In many cases, such as for finding names or phone numbers with a common prefix,
a variation of range queries called prefix queries is also used. As the name suggests,
prefix query searches for the indices of keys with a common prefix. Hash-based and
comparison-based tree systems do not suit well for prefix queries. Only radix tree-based
systems natively support prefix queries.

6.3 Benchmarks

To evaluate the performance of index searching on GPUs, we vary the key sizes, key
distributions, and lookup workload patterns. In this section, an overview of the key and
lookup benchmarks is provided, followed by additional details of the different lookup
benchmarks.
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6.3.1 Overview

The following are the key and lookup variants used for experiments in the performance
study.

• Key Variants. The lookup operations of any radix-based tree is dependent on the key
structure. In this work, we considered multiple variations of key structure in terms of
lengths and values. We considered both synthetic and real-world key values to measure
the performance of GRT.
GRT is capable of handling any key length. However, for the purposes of the performance
study, we considered three commonly used key lengths in our experiments: 4-byte,
8-byte, and 16-byte keys. Most of the previous works on index searching supported
4-byte keys for benchmarking, therefore we follow the convention and exercise 4-byte
keys for the benchmarking. We also used 8-byte keys for benchmarking to compare
with [164], which uses 8-byte keys. Many real-world keys are larger than these sizes. To
measure the performance of real-world keys on the GPU, we also evaluated 16-bytes
keys. We varied the number of keys across experimental scenarios. Four distinct set of
keys were considered in this work: 64 thousand, 1 million, 16 million, and 64 million
keys. All sizes are similar to the ones covered in the prior literature [78, 91, 164]. A
summary of the keys used in the experiments is shown in Table 6.1.

Table 6.1: Datasets used in the evaluation

Key Type # of keys Length

Sparse 64K, 1M, 16M, 64M 4 Bytes

Dense 64K, 1M, 16M, 64M 4 Bytes

ISBN 7M 8 Bytes

Music Identifiers 9M 16 Bytes

• Lookup Variants. To measure the performance of GRT, multiple benchmarks are
considered. Three types of lookup operations are covered in these benchmarks: (1) a
singular lookup for a key, (2) a bulk lookup for an array of keys, and (3) a range lookup
between two keys. Singular lookup is useful in applications residing completely in the
GPU. Bulk lookup is useful in applications residing either on GPU or CPU. Singular
lookup provides the best latency while bulk lookup provides the best throughput. Range
lookup is used in many database applications, and it can be effectively utilized on both
CPU and GPU. A summary of all the benchmarks is provided in Table 6.2.
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Table 6.2: List of Benchmarks

Code Description

1S Bulk (1) lookup with Sparse keys
1D Bulk (1) lookup with Dense keys

1A Bulk (1) lookup with 8-byte (A) real-world keys
1B Bulk (1) lookup with 16-byte (B) real-world keys

2S Singular (2) lookup with Sparse keys
2D Singular (2) lookup with Dense keys

3S Hierarchical (3) lookup with Sparse keys
3D Hierarchical (3) lookup with Dense keys

4S Range (4) lookup with Sparse keys
4D Range (4) lookup with Dense keys

The main performance metric used here is the throughput, measured as the number of
lookups completed per second. Average time per lookup can be readily inferred as the
inverse of the throughput.

6.3.2 Lookup Benchmarks

• Bulk Lookup Benchmarks. The bulk lookup is used to compare the performance of
GRT with other efficient implementations reported in the literature. In the bulk lookup,
the indices to be looked up are provided in an array of keys. The following variations of
these bulk lookup arrays are considered: (1) Sparse distribution, where each key is unique
and chosen uniformly at random from [1, 2k)where k is the size of the key in bits, and
(2) Dense distribution, where every key is in the range [0, 1, 2, . . . , n − 1]where n is the
number of keys to index.

Further, in our performance evaluation with the bulk lookup benchmarks, we have also
exercised two real-world keysets: (1) ISBN numbers from a book database [111] and (2)
Music Identifiers from a music database [107].

• Singular and Hierarchical Lookup Benchmarks. In many GPU-based parallel applica-
tions, the GPU threads independently performs many lookup operations to fetch data.
The singular lookup benchmarks evaluate the lookup performance of such systems. In
this benchmark, each GPU thread independently generates many random keys and
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performs point queries for each key. We also use both sparse and dense keys in this
experiment.

So far, the keys are considered to be unrelated to each other. But in many applications,
such as genealogy [35], communication threads in social network analysis, phylogenetic
tree [113], the keys have a hierarchical relationship resulting into self-referenced foreign
keys. Such applications require the information or data from its parents leading up
to the root of the tree. In such cases, an efficient lookup is needed to trace back the
parent using a single composite lookup rather than having multiple singular lookups to
achieve the same. To evaluate such scenarios, we introduce an additional benchmark
that exercises the hierarchical lookups. In this benchmark, letK be the set of keys. Then,
for any key k ∈ K , we have a parent key P(k) ∈ K . The root key does not have a parent
key. Since we use an m-ary tree, each key has m children keys. Given a key k ∈ K , the
hierarchical benchmark traces every node in the path back to the root of the m-ary tree.

• Range Lookup Benchmarks. In a range lookup, when the user provides a pair of keys
kmin and kmax, all the indices of keys k are returned such that kmin ≤ k ≤ kmax, where the
size of range r is defined as r � kmax − kmin + 1. In this experiment, the number of keys is
kept to the maximum available and the range size is varied. We consider both the sparse
distribution and dense distribution distribution of keys, as mentioned earlier. We also
measure the performance of range search as the number of range queries processed per
second and also in terms of throughput as the number of indices retrieved per second.

6.4 Performance Study

In this section, we evaluate the performance of GRT under different workloads and
configurations, and observe that GRT achieves excellent throughput for all workloads.

In the experiments, the CPU is a Xeon E5 with a 2.5 GHz clock and a memory of 16 GB
with a clock rate of 2.1 GHz with a peak bandwidth of 68 GB/s. The GPU is a nVidia Tesla
K80 with processor clock rate of 562MHz, memory rate of 2.5 GHz and peak bandwidth of
240 GB/s. The operating system is Ubuntu 12.04.5 LTS, and all software on this machine
was compiled with GNU gcc 4.6.3 with optimization flags -O3. The CUDA compilation tools
V6.5were used for the GPU code along with nvcc compiler. All CPU based experiments
were performed using a single core.
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6.4.1 GPU Overhead

Here we present performance results regarding the creation and serialization performance
of GRT. As mentioned earlier, we use two approaches to building the GPU radix tree. In
the naive approach, the pointer based radix-tree is built on the CPU and then serialized
and copied to the GPU memory. In the pre-allocation based approach, we allocate a big
chunk of memory in the GPU and directly build the radix tree on that memory, which
supports further insertions and deletions of indices in the GPU. However, our experiments
suggest that building the tree only using the GPU memory takes more time than using the
CPU memory. For example, creating a radix tree with 16M sparse keys require about 1.54
seconds using the CPU memory, whereas using only the GPU memory requires about 16
seconds. Therefore, we use a hybrid approach, where the initial pointer less offset-based
radix-tree is built in the CPU and copied to the GPU memory. Future updates to the
radix-tree could be performed directly in the GPU memory without using the CPU.

Insertion Throughput. Figure 6.2(a) demonstrates the insertion throughput of building
the radix tree using both approaches for sparse and dense keys. Note that the insertion
throughput of the naive approach is similar to the one reported in [91]. The pre-allocate
based hybrid approach yields better throughput than the naive scheme for all datasets.
Also, note that dense keys require less time to build the tree.
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Figure 6.2: Replicating Radix Tree for the GPU

Memory requirement. Figure 6.2(b) shows the memory required to store the radix tree
in the GPU. The required memory increases linearly with the data size. Adaptive radix
trees use lazy expansion; for this reason, dense keys expand slower and have better space
efficiency. For 64M entries, about 900 MB GPU memory is required for sparse keys, which
is about 14 bytes per search key. However, for dense keys, only 531 MB GPU memory is
required, which is about 8 bytes per key. For the pre-allocation based approach, we use 16
and 8 bytes per sparse and dense keys respectively.
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6.4.2 Bulk Lookup

We performed bulk lookup operations on the sparse and dense keys* from the datasets
listed in Table 6.1. The index searching on the CPUwith adaptive radix trees was performed
using the unaltered source code of the ART system [91]. We used 512 threads for the
GPU implementations. In each experiment, more than 100 million lookup operations
were performed, in order to eliminate noise. The results of the experiments are shown in
Figure 6.3(a).
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Figure 6.3: Bulk, Singular, and Hierarchical lookup throughputs for 4-byte keys

From the figure, it is clear that the dense key lookups have better throughput in most of
the cases. With the increase in the number of keys, sparse keys become dense, and this
advantage diminishes. For example, for 64K dense keys, only two-byte levels are sufficient
for all the search operations (when bytes are accessed in little endian format), whereas
many sparse keys would require more than two levels. Therefore, the performance of
dense keys is significantly better. For 64 million entries, we achieve a throughput of about
100 million lookups per second for the sparse keys and 130 million lookups per second for
the dense keys.

6.4.3 Bulk Lookup with Real-World Keys

To test the performance of GRT, we performed bulk lookup operations on real world keys.
We collected two sets of keys from two popular open source databases. The first set of keys
comes from OpenLibrary.com [111] containing around 7 million book entries containing
ISBN-13 numbers. A 13-digit ISBN number fits into an 8-byte integer. We also collected a
set of keys from MusicBrainz.com [107] database, which contains around 9 million song
entries. Each entry has a 16-byte id.

*dense keys are shuffled randomly for the experiments

https://openlibrary.org/developers/dumps
https://musicbrainz.org/doc/MusicBrainz_Database/Download
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Figure 6.4: Bulk lookup for ISBN (8 Bytes) and Music Id keys (16 Bytes)

Figure 6.4 exhibits the throughput and required memory for the lookup operations. As
observed from the figures, we achieved a throughput of 258.34 million lookups per second
on the Tesla K80 GPU.

ISBN-13 keys are very structured. The first three digits represent a prefix (either 978 or
979) as per the standard ISBN specification. The next two digits represent the registration
group element. The four digits next to it represent the publisher identifier. The title and
check digit is represented by the next three digits and one digit respectively. For these
kinds of structured keys, the radix-based approach is well suited.

We expect similarly suitable lookup behavior for analogous key structures found in many
other domains such as international article number (EAN) barcodes, electronic product
codes (EPC), stock keeping unit (SKU), social security numbers (SSN), telephone numbers,
and so on.

The music-identifying keys are randomly generated unique identifiers, and the distribution
of keys in the lookups is very sparse. As a result, we observe only around 67 million lookups
per second. Nevertheless, GRT still performs better than the CPU version, providing a
speedup of around 10×.

6.4.4 Singular and Hierarchical Lookup

In the singular lookup benchmark, each GPU kernel thread generates a random key and
perform a point query. In this experiment, each GPU thread performs millions of point
queries to eliminate noise. Figure 6.3(b) exhibits the singular lookup throughputs for
both sparse and dense keys. The throughputs are similar to the bulk lookup because the
singular lookup simply generates random keys instead of using a given array in the bulk
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lookup.

In the hierarchical lookup benchmark, we assume that there is an m-ary parent-child
relationship among the keys. Therefore each parent has m children keys, and so on. In
this experiment we set the value m � 10. Each GPU thread randomly selects a key and
repeatedly performs searches towards the parent, until the root key is reached. An m-ary
tree has the depth of O(logm N) for N keys. Hence, in the worst case, there would be
O(logm n) such search operations per key. To identify how the hierarchical relationship
affects the search performance, we investigate yet another lookup variant. In this variant,
each GPU thread selects a random key and searches the index of the key.

Figure 6.3(c) shows that the hierarchical lookup achieves about two times faster throughput
than the singular lookup operations. This behavior is observed across both CPU and GPU
as a similar trend. The main reason is the way searches are performed. The keys closer to
the root are searched more often than the keys which are closer to the leaves. Therefore,
they are stored in the cache for a longer time, effectively improving the throughput.

6.4.5 Range Lookup

In this experiment, we evaluate the performance of range queries of GRT. To the best of
our knowledge, there is no range query implementation on the GPU. All the experiments
were performed with 64 million keys. We used both sparse and dense keys for this
experiment. Here we used a set of four range sizes R � {103, 104, 105, 106}. In each GPU
thread, a random key k is picked and a range query operation is performed over the range[
k , k + r − 1

]
for each r ∈ R.
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Figure 6.5: Performance of range queries

Figure 6.5(a) shows the throughput performance of range queries on GPU. As the figures
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show, the throughput of dense keys is much higher than the corresponding throughputs
of sparse keys. The range queries are implemented using depth first search tree traversal.
For any given range, the inner nodes traversed by the algorithm for dense and sparse keys
are approximately the same. However, as the dense distributions contain more keys (leaf
nodes) than the sparse distributions in the same range, dense distributions yield better
throughput. Also observe that for sparse keys, throughput increases when the range
is increased, but for the largest range (1M) the throughput does not increase much. A
similar trend is also observed in dense keys, but in this case, the throughput decreases by a
significant amount for the largest range. This is due to the fact that, the traversal algorithm
has to process more inner nodes compared to the number of leaf nodes. For range size of
105, range query operation processes an average 394 inner nodes for dense keys, whereas,
for range size of 106, the operation requires processing 3925 inner nodes.

Figure 6.5(b) exhibits the time required to perform a single range query by our algorithm.
The number of range queries per second decreases with increasing range size as expected.
However, range queries for sparse keys run much faster. This is due to the fact that,
sparse distributions contain less number of keys in a given range as compared to dense
distributions, and therefore have to process fewer leaf nodes.

As seen from the above figures, our algorithm is capable of performing fast range queries
with high throughput, which is not possible for hash-based systems.

6.4.6 Update Operations

Our pre-allocation based approach provides support for delete, modify, and insert oper-
ations directly on the GPU. However, if one wants to update/insert a lot of indices, the
CPU should be used in conjunction with the GPU. Our experiments show that for an
already constructed 16M sparse keys, we achieve an update throughput of 0.8 million
index operations per second using only the GPU, whereas along with the CPU yields a
throughput of 8 million index operations per second.

6.4.7 Comparing GRT with Other Index Searching Systems

We compare the throughput of GRT with existing CPU and GPU based index searching
systems. Here we only consider ART [91], FAST [78], and Mega-KV [164]. Due to the
unavailability of source codes of these systems, we use the best performance numbers from
their corresponding articles.

We show the performance results on three datasets with 64K, 100K, and 64M keys. The 64K
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Table 6.3: Machine configurations of existing index searching systems

CPU Specifications GPU Specifications
ART FAST MegaKV GRT FAST MegaKV GRT

Processor Core i7 Core i7 Xeon E5 Xeon E5 GTX 280 GTX 780 Tesla K80
Clock Rate (GHz) 3.2 3.2 2.6 2.5
Peak BW (GB/s) 51.2 30 59.7 68 141.7 288.4 240
Peak GFLOPs 933.3 3977 4370
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Figure 6.6: Comparing GRT with other systems

and 64M datasets consist of 4-byte keys; they are used in performance evaluation on both
ART and FAST. Therefore, the comparison remains fair. We also consider both the sparse
and dense key distribution as was done in the previous literature. The 100K keys with a
key length of 8-byte dataset is used specifically to compare with Mega-KV, considering
that the largest block size in Mega-KV is also the same.

GRT vs. ART. Figure 6.6(a) shows the throughput comparison between ART and GRT.
GRT obtained a magnitude of 15× and 8× higher throughput over ART. We also observe a
similar pattern for sparse and dense keys, as this pattern emerges because of the radix-tree
structure.

GRT vs. FAST. Figure 6.6(b) exhibits the throughput comparison between GRT and FAST
(both CPU and GPU). For smaller key sizes, the CPU implementation of FAST is faster than
the GPU version because of caching effects. Both the sparse and dense key versions of GRT
have about two to three fold performance gain over the FAST implementations. For larger
key sizes, such as 64M keys, however, the performance of GRT decreases rapidly compared
to the FAST version. Nevertheless, the actual throughput of GRT always remains better
than that of FAST. Note that the comparison may not be entirely fair here: as the source
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codes for FAST on the GPU is not available online, we were unable to determine how FAST
would perform in modern GPUs.

GRT vs. Mega-KV. Mega-KV is the latest GPU-based system that uses a hash table
for index searching. Figure 6.6(c) shows the throughput comparison between GRT and
Mega-KV. For 100K keys, both systems have similar throughput, with GRT performing
better than Mega-KV by a small margin. Note that both the corresponding GPUs for GRT
andMega-KV have almost similar FLOPs andmemory bandwidth, making the comparison
fair.

In additional experiments, we used three different GPUs that differ in their capacities in
terms of processor clock rate, memory capacity, and peak GFLOPs. The GTX 580 model
was released in 2010, the Tesla K20X in 2012, and the Tesla K80 in 2014. The only common
feature among the models is the bandwidth, as the bandwidth of GPU has not increased
significantly over the years. We obtained nearly similar throughput rates from all of the
GPUs in the bulk lookup performance. The same phenomenon is observed in Figure 6.3.
Although the throughput is almost doubled for the singular lookup performance, this
improvement happened in every other GPU. Therefore, the difference in GPU architecture
is not contributing significantly in index searching. This is probably because the index
searching systems require extensive memory access operations and are memory-bound by
nature. Therefore the determining factor for index searching operation seems to be the
bandwidth. Also, note that dense keys use less memory and therefore perform better.

6.5 Conclusion and Future Work

In this work, we developed an efficient GPU-based Radix Tree (GRT) for index searching
with high throughput on GPUs. We serialized of the radix tree to a low memory footprint
data-structure to achieve extremely efficient lookup operations on GPUs. We augmented
additional index searching performance benchmarks to the set of well-known existing
ones and, evaluated GRT on all the benchmarks. The performance study included a
comprehensive analysis, taking into account the diversity of keys, lookup operations and
run time effects with real-world data. We compared GRT to the most recent and the best
available index searching systems. Our experiments indicate that GRT meets or betters the
performance of other index searching systems currently available both on the CPU and
the GPU. For a large dataset of 64 million keys, GRT achieved a throughput of 106 million
lookups per second for sparse keys and 130 million lookups per second for dense keys.
For the same dataset, excellent range query performances are achieved, yielding over 1000
million lookups per second for sparse keys and over 600 million lookups per second for
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large range sizes for dense keys.

Since index searching is a bottleneck for databases, especially for main memory systems,
GRT can be directly applied to such systems to achieve significant performance gains.
Additionally, it is also possible for GRT to be extended to high-performance key-value
storage systems, where values are stored in memory in conjunction with the keys.

In our study, the implementation was restricted to a single GPU for storing and managing
index structures that fit within a GPU’s memory. In future, we plan to explore index
searching operations on larger datasets with a greater number of keys on multiple GPUs.
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Chapter 7

Concluding Remarks

We presented HPC-based parallel algorithms for generating massive random networks
using the preferential attachment, Chung-Lu, block two-level Erdős-Rényi, and stochastic
block models. The algorithms produce large in-memory networks with millions to billions
of edges in few minutes. Random networks play an important role in designing and
developing networking analysis and mining algorithms, simulation, and benchmarking.
Our algorithms are highly efficient and scalable to a large number of processors. We
extensively analyzed our algorithms and provided theoretical bounds on run time and
memory. We designed and developed novel partitioning and load balancing schemes to
achieve the best performance. These partitioning techniques are quite general and can be
applied to other problems where the computational cost is well defined. Our parallel load
balancing algorithm has also been applied successfully to develop other network analysis
algorithms for better distribution of work loads. We also presented an efficient GPU-based
algorithm for the index searching problem. Many graph database systems require fast
lookup throughputs. Our GPU-based algorithm is able to match the demand. Further,
we also developed fast range queries using radix-trees and showed its usefulness. We
achieved the faster throughputs ever reported in literature for both point and range queries
on the GPU.
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