Designing for Bi-Directional Transparency in Human-AI-Robot-Teaming
Eric Holder, DEVCOM U.S. Army Research Laboratory

Lixiao Huang & Erin Chiou, Arizona State University

Myounghoon Jeon, Industrial and Systems Engineering, Virginia Tech

Joseph B. Lyons, US Air Force Research Laboratory
This paper takes a practitioner’s perspective on advancing bi-directional transparency in human-AI-robot teams (HARTs). Bi-directional transparency is important for HARTs because the better that people and artificially intelligent agents can understand one another’s capabilities, limits, inputs, outputs and contexts in a given task environment; the better they can work as a team to accomplish shared goals, interdependent tasks, and overall missions. This understanding can be built, augmented, broken and repaired at various stages across the technology life cycle, including the conceptual design; iterative design of software, hardware and interfaces; marketing and sales; system training; operational use; and system updating and adaptation stages. This paper provides an overview of some best practices and challenges in building this bi-directional transparency at different points in the technology life cycle of human-AI-robot systems. The goal is to help advance a wider discussion and sharing of lessons learned from recent work in this area.                         

INTRODUCTION
Artificial intelligence (AI), robots and unmanned vehicles have become the driving themes and words heard in nearly every recent vision statement put out in industrial, commercial, and military documents and programs (US Air Force, 2015; US Army 2021, Christensen, 2020). Such themes are often backed by the desire of these organizations or agencies to remain highly competitive in dynamic economic and global security environments. A critical difference with increasingly autonomous technology, or intelligent agents (IAs), which many AI and robotic applications purport to be, is the assumption that such technologies will move beyond more traditional automation with rigid functions and rote behaviors to become more interactive, more agentic, and more like team members, rather than passive tools (O’Neill et al., 2020). We use IAs as defined by Russell and Norvig (2009) throughout this paper to mean software systems that are able to act autonomously and update actions based on new information to achieve their objectives. In this environment, bi-directional transparency will be critical to the design of many effective human-AI-robot teams (HARTs). We define bi-directional transparency similar to Chen et al. (2020) as the ability of both human and AI agents to access required information about the team and interdependent performance aspects, understand the meaning of the information, and then, project the future implications.
Significant development efforts and implementations are in place or underway, but many have failed to live up to the promise of their vision, with high profile examples, such as the IBM Watson Oncology Project and the shutdown of several promising robotics companies (Deoras, 2020; Seltz, 2020). Some reasons include: unrealistic expectations and understanding of current capabilities of AI and robotics; focus on the technology rather than understanding the human user’s needs and workflow; an inability for systems designed in a lab or training environment to safely port over to messy real-world environments; challenges in IAs understanding the tasks, intentions and contextual factors of the humans and application; and lack of human understanding of IA behaviors, mistakes and using human perspectives when judging IA performance (Deoras, 2020; MITRE, 2020;  Srinivasan, 2019; Wermus, 2021). Note that many of these issues center on a transparent understanding by various stakeholders (i.e., human user, customer, designer, AI, robot, etc.).
This paper takes a practitioner’s perspective of bi-directional in creating successful HARTs. We define the scope of HARTs with three requirements: (1) at least one human-in-the-loop, (2) at least one robot or AI, and (3) the interactions between the human and robot/AI have interdependence and shared goals.  Bi-directional transparency is a critical success factor for HART, especially in non-trivial, higher-stakes environments where decisions are often nuanced and the humans-in-the-loop are required to both understand and often explain the situation to others in the decision chain (Chen et al., 2014). Barnes et al. (2019) discussed three primary themes and challenges for human-agent teaming. The first was creating effective human-agent team architectures (separate from human-human teams) that support bi-directional transparency. The second was overcoming technical issues of communicating transparency information, including: multi-modal interfaces, linguistic constraints, variations in AI, explainable AI (XAI), and the impact on mutual understanding. The third was capturing shared intent and a natural back and forth rhythm of pushing and pulling information. In addition, the implementation of bi-directional transparency methods could incorporate shared awareness between the human and IA regarding team-level division of labor by contexts and might leverage real-time physiological sensing to make the IA more aware of human performance states and limits (Lyons, 2013). Bi-directional transparency fundamentally addresses two important challenges in making IA a team player in joint human-agent activity (Klein, et al., 2004): (a) allowing both parties to establish reasonable models of each other and (b) revealing status and intentions.  
These themes map well to various stages of the technology life cycle to be discussed. This paper will provide an overview of some best practices and challenges in building this bi-directional transparency at various stages of the research, design, and implementation of HART systems. The goal of this overview is to help advance a wider discussion and sharing of lessons learned from recent work in this area.
STAGE 1: CONCEPTUAL DESIGN


The core of good design starts with understanding the intended application domain: who the users will be (e.g., cross-cultural); what humans do and need to know; how AI and robot applications could support the intended domain, now and in the near future; and how HART components will integrate and impact existing workflows. Unfortunately, this step is often skipped or added hastily mid-design after the design is not meeting user acceptance goals (Wermus, 2021). 
Basic approaches to achieving domain understanding stem from core task and information analysis methods, like in Kirwan and Ainsworth (1992). These methods primarily revolve around observing and talking to users in the field—within the intended context of use—reviewing what exists in documentation (e.g., training materials, user guides, etc.), and describing the user groups, workflow, information requirements and decisions in systematic and meaningful ways. It is also standard practice that any method will need to be adapted for each application and HART brings in some specific challenges in that respect. For instance, many envisioned future systems do not exist in any form where actual users and workflows exist to observe. This often leaves practitioners looking for ways to capture the general principles of the work or tasks that will remain based on studying the current, or closest-to, systems and applications in use and identifying the needs and requirements of the work that will carry over to the future system. 
Modern system design is a multi-disciplinary effort; therefore, human factors professionals do not need to be an expert on all aspects of development, but they do need enough understanding of all the system components to coordinate between the various stakeholders. Human factors professionals are often best positioned to help translate what the addition of these components and possible variations of implementation will mean in terms of the user population and use cases. This includes identifying where in the domain HART components make the most sense to integrate and then cross-walking these areas with realistic capabilities of the AI and robotic systems to add meaningful value to the users, workflows and organization. Previous approaches have used a function allocation perspective (humans-are-better-at; machines-are-better-at) to help jump start this process, and more modern approaches hone in on defining, then supporting, task interdependencies between the human and machine (Fitts, 1951; Johnson et al., 2014). In either case, asking potential users where they want AI or robotic support will provide limited value, unless you have users that who really understand the capabilities and limitations of the proposed systems (Andre & Wickens, 1995). 
With IAs generating more opportunities for constructing advanced HARTs, the conceptual stage is a good time to identify the information requirements for each member of the HART. Capturing these requirements, the possible information sources, and the possible modes of delivery, can help to ensure that those requirements and exchanges are supported by the system. One example method would be the event analysis of systemic teamwork (EAST) method (Stanton et al., 2018). Chen et al. (2018) developed a systematic method to capture such information requirements for primarily cognitive tasks, called the Situation awareness-based Agent Transparency (SAT) model method. This method is based on Endsley’s three-stage model for situation awareness (SA) (Endsley 1995) but derived from the perspective of the IA’s outputs. Chen et al. defined transparency in terms of understanding the underpinnings of the IA’s courses of action, decisions and recommendations. Holder and Wang (2021) adapted the SAT model for an XAI junior cyber analyst application. The adaptation included also mapping out what information the IA would need and produce in terms of its level 1 (perception/data), level 2 (reasoning/assessment), and level 3 (predictions/recommendations) understanding, and also identifying the inherent uncertainties of that information. This then allowed examining how the human would need to interact with those details and reasoning to achieve levels 1-3 understanding. This helped create a mapping of information sources and flow to support design decisions about the HART’s interactions and interface. This step provides the base to start and inform the rest of the design process.
STAGE 2: ITERATIVE DESIGN OF HARDWARE, SOFTWARE AND INTERFACES

One of the core considerations underlying hardware, software, and interface design is systematically mapping tasks and features to either human, AI/Robot, or shared assignment and how that might vary by contexts. This will help determine core information needs and how those needs should be represented to various stakeholders. The legwork done in the conceptual stage should be revisited in Stage 2 to capture and integrate task-related information requirements into the hardware, software and interface design, testing design ideas with intended users in various levels of fidelity as available. As explained by Hou et al. (2020), transparency may be primarily provided via the human-machine interfaces but is not limited to those. As described as “displaced transparency”, designers also need to consider possible indirect means, such as observable behaviors and/or measurable actions and effective communication concerning past decisions/behaviors, current behaviors and future actions (Miller, 2021).  
Hardware. Hardware allowances can drive opportunities for providing transparency-related information. One of the core considerations is the communication media included by design and what types of information those capture and can provide. Based on the current state of the art in technology and data requirements, or short-term development possibilities, designers need to ask how the work domain mapped out in Stage 1 would be best supported. This may involve combinations of verbal, non-verbal, video, graphical, map, timing-based information, or other ways depending on the users and their contexts. Designers must also consider the available input and output devices and if these have limitations on their effective use (e.g., range, mobility). For robotic or unmanned vehicles, consider if they will be operated within human line of sight or if their actions and changes in states will be directly observable. 
Software. Software design, selection, and implementation also affect system transparency and what information is available to provide. The transparency requirements identified for levels 1-3 SA for the human can help guide these choices. For example, a hidden layer of AI that provides no access to explanations or assumptions may be more efficient under certain conditions, but would be inappropriate for supporting a user who has to then justify these recommendations to others (Holder, 2021). 
Advanced IAs often rely on large amounts of training data, human supervision, and feedback that determine how well the IAs will perform when released for operations. This is often an unseen, or talked about, layer at the user level but has significant impact on the user experience. This is especially challenging for military applications where large corpora of training data do not exist and are not continuously collected. Practices implemented during the training period can set the stage for the IA’s continued ability to provide, and receive, meaningful user feedback, and ultimately to improve the models and joint performance moving forward. Training process considerations at this early stage, include whether or how continuous learning can take place. In fact, the training data and learning processes used to advance novel algorithms over time can serve as another form of transparency that facilitates appropriate reliance on advanced technologies (Lyons et al., 2018). Understanding the pedigree, variety (or lack thereof), and recency of the training data used to train machine learning systems could help reduce bias in the algorithm, improve robustness of the system, and inform the adaptability of the HART, such as provided in release notes.
Human factors practitioners need to consider ways to promote understanding of the users, use cases and considerations to the wider design community. If the product produced by the development community is not adding value to the work domain, it may lead to disuse, misuse, or abuse. In some projects even providing basic use cases to inform design and drive the implementation of value-added features over engineer-cool features went a long way to more focused development (Wermus, 2021).  Promoting deep understanding of the users and the domain context can include the specific terminology used and contextual limits, such as the impact of gloves or noise on performance. Another consideration in HARTs is how to design the software to support the push vs. pull of information when appropriate, as IAs are currently less able than humans to identify when someone needs information if they do not ask for it (Huang et al., 2020). This factor influences the natural flow of communications (Barnes, 2019). 
Another consideration that straddles the ground between software and interface is how much flexibility will be designed into the system for the user to “tune” the AI/robot performance to the individual’s context and needs. An example from one computer vision study involved supporting the level of precision vs. sensitivity that is preferred by various users for various application contexts (e.g., dial to tune, set points to select, switching between models) and how to convey the model characteristics in a way that makes sense to users (e.g., better at detecting certain targets, in certain conditions) (Wermus, 2021).
Interface. Interface design is the primary connection point between the HART components, which Hou et al. (2021) described as the means to the partnership being built. See Amershi et al. (2019) for a discussion of many of the challenges in human-computer interaction with AI-enabled systems and a proposed set of design guidelines. For designers in a HART context, it is critical to give careful consideration to transfer of control, or transition points. These transitions have to be clear to both human and AI/Robot teammates, with appropriate lead time to prepare as required to accept control, and include any background or contextual information of importance. Another key aspect of transparency design in the interface is how much back and forth or querying is possible, and how to structure that to allow all teammates to understand and clarify the meaning and intent of various communications and inputs (Holder, 2017). All of these aspects straddle a balance between effective understanding and too much distracting information. Intuitive interfaces that allow maintaining situation awareness or rapidly acquiring it can help mitigate some of this information-sorting workload (Yang et al., 2019). This is another opportunity to iterate with users and leverage best practices in information visualization and portrayals with various stages of fidelity to ensure the outputs from HART teammates can be effectively integrated.
A relatively unexplored area for discussion would be best practices in the developmental lifecycle for effective ways to monitor the ability of AI/robots to understand various human inputs and requirements across user variations and contexts in order to get it right for users. Information such as this could be similar to the displaced transparency notion discussed by Miller (2021). It is the lead author’s experience that developers often revert to easily quantifiable metrics to evaluate system performance, such as global mean average precision or F-scores in the computer vision world, that do not always map onto operationally relevant constructs. Often not all detections are equal for operational users in their context, and users expect AI support for prioritizing decisions and for the AI to be directable, which will be more difficult to achieve if the model is judged based on abstract performance metrics (Kopern & Christ, 2020; Johnson et al., 2014). A commercial example might be an IA vehicle that would be expected to vary in its performance, depending on family member preferences and driving context (e.g., road conditions).
STAGE 3: MARKETING AND SALES

Marketing and sales are what typically sets the expectations of the stakeholders on the product and there is a balance between generating enthusiasm for the product and being able to back that up. Otherwise, the product risks disappointment, brand reputation, and low adoption. Realistic expectations from the beginning are critical as often these are passed down further via word of mouth. Some practices that have led to misaligned expectations include: artificial performance demonstrations instead of hands-on demonstrations; failing to provide clear developmental timelines with periodical user involvement or touchpoints in the design process; disconnects between targeting the customer (who buys system) and end-users of the actual system; inadequate training and contractor support required to use the product; targeting one-off sales or support contracts rather than continuously learning, updating, or adapting products; and failing to establish and support the feedback loops to improve those products. The company’s marketing and sales team should work together with the design and engineer teams to provide appropriate functional information.  
STAGE 4: TRAINING AND SPIN-UP

Except for consumer products that count on intuitive adoption or user manuals, many of the complex HART systems deployed in industrial and military settings will require at least some level of training and familiarization with the system and functionality. This time allotted to training is often driven by the complexity and criticality of the system. There are some factors that help or hinder this initial spin-up or hand-off stage. If the trainers are provided by the company that developed the product, then the level of understanding that these trainers have of the users and the users’ work contexts will have a big impact on the trainers’ effectiveness, including the ability to relate to, and provide, relevant examples to the users. Due to self-imposed organizational constraints, training sessions are often as short as possible and, therefore, are streamlined to focus on a limited set of functions, relying on on-the-job training for the rest. The trainers, especially when provided by the product company, are often using datasets that have been perfected for the demo and/or a one-off training session, and highlight what the system does especially well. A general rule of practice would be to train users on the system with real data and constraints from the site that will be using it, even if that requires some extra coordination before the training can begin. Even if not in the initial training, users would benefit from exposure or experiencing the limitations and constraints of the system (cases where it does not perform optimally) before having to encounter those in day-to-day operations. As described by Lematta (2019), this entails providing the motivation, opportunity and means to explore HART behaviors, especially failures and off-nominal states. This is how users set realistic levels of trust in a system. Often, if other users had earlier access to the system, some of these lessons can be found in discussion groups and online forums. 
STAGE 5: OPERATIONAL USE

As users familiarize with the HART system, they will need a way to gain understanding and provide, or receive, feedback on the quirks of the components, such as IAs. As mentioned previously, the user interface can be one source for this. Designers can also consider other creative ways for the users to “educate” the IA on what they are doing and how things are adapting for a specific situation. Other sources for providing feedback include reachback support via customer service or designated user experts, and online forums. Importantly, this feedback and learning needs to find its way back to the product designers if it is expected that they will deal with issues and improve the product. This information might include operational training data to feed back in to the product, qualitative data on feature requests or contextual differences and problems that can catch novel issues early, or improve the operational success of the HART. As Chen (2020) notes, much fewer studies have examined this other direction of transparency, from the users back into IA adaptation, either directly or through the designers and product developers. 
Errors by the AI/robot system, and how they are managed and handled within the HART, will have a significant impact on the calibration of trust and effective use of the system as well. This starts with how the AI/robots are conceptualized by the human users, namely, if the IA is judged based on the performance of other humans, other software, human-animal teams, or something else. For example, in current systems when the AI makes an error that a human obviously would not (e.g., labeling a flagpole as a person), the performance is judged very harshly (Wermus, 2021) suggesting that users are judging the IA’s performance based on human rather than IA standards. The more that humans can understand and learn the capabilities and limitations of their AI/robot teammates, the better they can strategically partner with them and also have realistic expectations and trust. 
A related consideration is cases where the human and AI/robot teammates disagree on the best course of action and if the system provides any way for the “why” to be passed along to the human or the AI/robot for future cases. More work needs to go into exploring the best way for humans to justify their actions in a way that is easily understandable to the AI/robot directly, or through a feedback loop to the development team. This will involve clarifying what is understandable, or can be learned, by the AI/robot. The human may have information that is not in the IA’s data chain, and much of this information could be captured in a systematic way in performance reviews. Thought should be given to who should be involved at this stage, at least in the dissemination loop, e.g., product developers, trainers, and others (sales and marketing) who have touchpoints along the way. A systematic setup and monitoring of system use and performance logs can be another valuable source of data if architected, analyzed, and actioned wisely (Wermus, 2021). 
STAGE 6: SYSTEM UPDATING AND ADAPTATION
The last stage of the product lifecycle addressed in this paper is specific to learning, updating and adapting systems (which includes most HARTs with IAs) and the impact that these modifications have on the team. One basic pathway is software updates that are pushed out and includes questions of when and who should get them. Most importantly for transparency is the question of how those are communicated (e.g., release notes or training) and if the impacts to the performance of the HART are clearly understood and communicated. In current systems, there is often a decision of whether to implement available updates or not, perhaps depending on site-specific preferences, and no industry-standard methods for how to make that comparison and judgment. Considerations include: “Can you run both versions simultaneously to compare or switch back and forth easily?” or alternatively, “once an update is loaded, is going back a limiting function?”; “can these comparisons be supported by the user interface directly?”; and “can you take only the aspects you like and not the others?”. Transparency surrounding these changes and their potential impact to the team’s performance is needed for these decisions to be made. In practice, this often translates into blind faith that updates are improvements, or a costlier manual comparison of the effects on performance (Wermus, 2021).
This stage also needs to include where the control of system modification resides and the impacts on performance, liability, warranties and other considerations. Will the users or super-users have the ability to update or modify the system themselves? If so, how will those changes be recorded and disseminated to various user groups? These modifications can include software modifications, as well as hardware and interface modifications. In future HART systems, after gaining enough user data, the AI/robot might also be able to make suggestions to the human teammates on how to better use its capabilities or integrate with it. 

CONCLUSION AND FUTURE DIRECTIONS
HARTs are here to stay and such complex systems are increasing in presence for the foreseeable future. Bi-directional transparency (Chen et al., 2020) – addressed across the product lifecycle – may be a key aspect of success for many of these systems. We need to use this opportunity to take a systematic and detailed look at best practices and lessons learned for producing the required transparency and engage both human factors professionals and the broader development community in moving our understanding, skill set, and capabilities forward.
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